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Summary (in english)

This thesis proposes new computational methodologies that contribute to ensure fast,
memory-efficient and robust solution of large-scale optimization problems that are con-
strained by partial differential equations (PDEs). As a step towards real-time optimization
of large-scale processes, the proposed tools are intended to serve as building blocks in
closed-loop controllers based on e.g. nonlinear model predictive control (NMPC). Overall,
the thesis comprises eight research papers that include two published journal papers, four
published conference papers, one submitted paper that is currently under review, and one
arXiv preprint. The associated contributions fall into two distinct parts:

Part I New methods for computational efficient solution of multi-objective optimization
problems that arise in oil reservoir management.

Part II Customized iterative solvers for stationary and time-dependent PDE-constrained
optimization problems that are governed by systems of non-linear diffusion-reaction
(DR) equations.

Part I. The new methodologies for oil production optimization address the issues of risk
that arise with uncertain and errant model data. Conventional risk mitigation strategies
typically rely on multi-query solution of large-scale PDE-constrained optimization problems.
As a consequence, conventional methods often become computational intractable in practice.
To meet this challenge, the new risk mitigation strategies seek to address uncertainty using
approaches based on PDE-constrained multi-objective optimization. To establish proof-of-
concept, a selection of numerical case studies demonstrate that the new risk mitigation
strategies pose a computational attractive and scalable alternative to conventional methods
of the oil literature.

Part II. The iterative solvers are based on a new high-order approach to PDE-constrained
optimization that combines customized spectral discretization schemes with appropriate
Krylov subspace (KSP) methods. The solvers specifically target distributed control
problems in separable domains; examples include control of the Schlögl model, FitzHugh-
Nagumo problems and coupled systems of diffusion-reaction equations that govern chemical
reactions. The solvers allow for both subdomain control and additional point-wise bound
constraints. As a key feature, the high-order approach introduces a new type of Poisson-
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like (PL) preconditioners that are tailored for efficient solution of the large-scale saddle-
point problems that constitute the computational bottleneck of Newton-like optimization
algorithms such a Sequential Quadratic Programming (SQP) methods. By construction,
the PL preconditioners are matrix-free, they are scalable with respect to the spatial problem
dimension, and they are prone to parallelization. For simple stationary linear-quadratic
model problems, spectral analysis shows that the PL preconditioners are ideal in the sense
that the spectra of the preconditioned systems are bounded independently of the problem
dimensionality. Numerical studies indicate that the PL preconditioners remain ideal for
more complex cases of non-linear and time-dependent DR problems. Further, numerical
results show that the new iterative solvers outperform state-of-the art direct methods and
may pose viable alternatives to the widely-used constellation of low-order schemes and
Schur-complement block preconditioners.
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Summary (in danish)

Denne afhandling foreslår nye beregningsmetoder, der bidrager til at sikre hurtig, hukom-
melseseffektiv og robust løsning af storskala optimeringsproblemer, der er underlagt syste-
mer af partielle differentialligninger (PDE’er). Som et skridt mod real-time optimering
af storskala processer, er de foreslåede værktøjer beregnet til at fungere som byggesten i
closed-loop kontrol systemer baseret på f.eks. nonlinear model predictive control (NMPC).
Overordnet består afhandlingen af otte artikler der omfatter to bidrag der er udgivet
i tidsskrifter, fire udgivne konferencebidrag, én indsendt artikel, der aktuelt er under
behandling, og ét arXiv preprint. De tilhørende forskningsmæssige bidrag kan inddeles i
to separate kategorier:

Del I Nye metoder til beregningseffektiv løsning af multi-kriterie optimeringsproblemer,
der opstår i forbindelse med olie reservoir management.

Del II Specialdesignet iterative løsere til stationære og tidsafhængige PDE-begrænsede
optimeringsproblemer, der involverer systemer af ikke-lineære diffusion-reaktions
(DR) ligninger.

Del I. De nye metoder til optimering af olieudvinding adresserer de risici, der opstår ved
usikkerheder i den underligende modeldata. Konventionelle metoder afhænger typisk af
gentagende løsning af beregningstunge PDE-begrænsede optimeringsproblemer. Som følge
heraf bliver konventionelle metoder ofte uanvendelige i praksis. For at imødekomme denne
udfordring, anvender de nye risikobegrænsende strategier en fremgangsmåde, der er baseret
på PDE-begrænset multi-kriterie optimering. I det henseende, viser et udvalg af numeriske
resultater, at de nye risikobegrænsende strategier udgør et beregningsmæssigt attraktivt
og skalerbart alternativ til de konventionelle metoder der præger olielitteraturen.

Del II. De iterative løsere er baseret på en ny tilgang til PDE-begrænset optimering,
der kombinerer specialdesignet spektrale diskretiseringsmetoder med Krylov subspace
(KSP) metoder. Løserne er målrettet såkaldte distributed kontrolproblemer i separable
domæner; Eksempler omfatter kontrol af Schlögl-modellen, FitzHugh-Nagumo problemer
og koblede systemer af diffusion-reaktions ligninger, der anvendes til at beskrive kemiske
reaktioner. Løserne tillader både subdomain kontrol og såkaldte pointwise bound con-
straints. Det primære bidrag består i en ny type Poisson-lignende (PL) preconditioners,

xiii



der er skræddersyet til effektiv løsning af de lineære saddelpunkts systemer, der udgør den
beregningsmæssige flaskehals i Newton-lignende optimeringsalgoritmer, så som Sequential
Quadratic Programming (SQP) metoder. De nye PL preconditioners er matrix-free, skaler-
bare og kan paralleliseres. For simple stationære linear-quadratic modelproblemer viser
spektralanalyse, at de nye PL preconditioners er ideelle i den forstand at eigenvædierne
tilhørende det prækonditionerede system er begrænset uafhængigt af det underliggende
problems dimensioner. Numeriske resultater indikerer yderligere at de nye precondition-
ers forbliver ideel i mere komplekse tilfælde der involverer ikke-lineære og tidsafhængige
DR problemer. Endvidere viser de numeriske resultater, at de iterative løsere udkonkur-
rerer state-of-the-art direkte metoder og udgør nyttige alternativer til den almindeligt
anvendte konstellation af lav-ordens diskretiseringsmetoder og preconditioners baseret på
Schur-komplementer.
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Chapter 1
Introduction

Many engineering and scientific problems in design, control, and parameter estimation can
be formulated as optimization problems that are constrained by partial differential equations
(PDEs). Applications comprise diverse areas such as geoscience, chemical process industry,
aerodynamics, quantum systems in physics and chemistry, medicine, medical imaging and
financial engineering. As a result, science and industry express an increasing demand
for numerical methods and software to efficiently solve PDE-constrained optimization
problems. To this end, this thesis proposes and investigates new methods and algorithms
that contribute to ensure fast, efficient and robust PDE-constrained optimization solvers
of practical relevance. The main focus will be to address a selection of computational
challenges that are tied to the numerical solution of the large-scale optimization problems
that underpin model-based control technologies such as non-linear model predictive control
(NMPC).

1.1 Motivation - Non-linear model predictive control

The advent of Industry 4.0 drives society towards an unprecedented state of digitalization.
A key part of the digitalization process relies on the introduction of autonomous and agile
production systems that are able to control and optimize the underlying processes subject
to ever-changing environments and conditions. Process automation of this kind can e.g.
be addressed by means of optimal control technology such as nonlinear model predictive
control (NMPC). NMPC is a well-established model-based control strategy with a broad
range of applications in science and engineering [3, 6, 68, 117, 134]. As an alternative
to widely-used PID controllers, NMPC relies on a closed-loop, receding horizon (RH)
principle that repeatedly solves a sequence of dynamic optimization problems over a finite,
constantly moving time horizon to ensure ongoing optimal regulation of the underlying
process. In this regard, the typical goal of NMPC is to steer the system towards a desired
state or to optimize a given performance measure. Figure 1.1 illustrates the basic concepts
and components of NMPC; the associated control process can be outlined as follows:

• Given an underlying mathematical model of the real-life process, the optimizer (blue)
computes the associated open-loop optimal control strategy over a finite time horizon
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1. Introduction

that has been divided into an appropriate number of time steps. The computed
control strategy is then applied to the real-life process during the time interval that
corresponds to the first time-step on the horizon.

• The computed control strategy produces an output in terms of production data that
is registered by measurements. Due to e.g. finite precision of the measuring devices
and physical disturbances, the output data will inevitable be subject to noise. Noisy
measurements may corrupt the underlying model and lead to flawed predictions.
As a consequence, NMPC relies on non-linear state estimation tools to accurately
predict e.g. initial states and model parameters. In the context of NMPC, the
estimates are typically computed by a Moving Horizon State Estimator (MHSE)
or by Kalman filtering techniques such as the Extended Kalman Filter (EFK), the
unscented Kalman filter (UFK) and particle filters (PF) [156].

• Given the filtered output from the state estimator (red), the current process model
is updated accordingly. Next, the horizon is shifted one time-step and the optimizer
uses the updated model to compute a modified control strategy.

The above closed-loop procedure then repeats itself throughout the process life-time. In this
regard, the element of feedback makes the process agile and, to a large extend, autonomous.

Computational challenges

For small-scale applications that can be modeled by systems of ordinary differential equa-
tions, NMPC has demonstrated a significant potential to improve conventional PID-based
control strategies. In recent years, rapid increases in computational power have therefore
spiked a growing interest in extending real-time NMPC to large-scale processes governed
by partial differential equations (PDEs). However, the need for repeated, online solution
of large-scale PDE-constrained optimization problems pose persistent computational chal-
lenges [17, 18, 22, 29, 65, 106, 122]. In particular, each time the moving horizon shifts
and new data becomes available, NMPC relies on solution of an associated large-scale
PDE-constrained optimization problem. Furthermore, the underlying optimizer should
be equipped to handle uncertain and errant data. In this regard, the associated need for
uncertainty quantification and risk minimization typically requires multiple optimization
runs. As a challenge, the size and complexity of the underlying PDE-constraints often limits
the use of standard black-box optimizers that require repeated forward simulations and
expensive gradient computations. Hence, to ensure online solutions at relevant time-scales,
customized solvers and tailored optimization tools for risk- and uncertainty quantification
become essential to large-scale NMPC.

1.2 Main objectives and contributions

Motivated by the challenges of large-scale NMPC, the overall purpose of this project
is to develop new methodologies that seek to promote fast and memory-efficient opti-
mization strategies of practical relevance to optimal control of PDE-constrained systems.
In particular, this thesis focuses on methods and tools that ensure efficient and robust
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1.2. Main objectives and contributions

Fig. 1.1: Conceptual illustration the key constituents of NMPC. The figure is inspired by [36].

computation of open-loop optimal control strategies (Blue circuit in Fig. 1.1), i.e., feedback
and state-estimation is not considered. In this regard, the project comprises two main
contributions:

• New risk mitigation strategies for oil reservoir management based on multi-objective
PDE-constrained optimization.
• New customized solvers for PDE-constrained optimization problems governed by
diffusion-reaction equations.

Overall, the contributions consist of eight research papers that include two published
journal papers, four published conference papers, one submitted paper that is currently
under review, and one arXiv preprint. The following provides a cursory overview. In turn,
Section 2.3 and Section 5.3 provide more elaborate discussions of the contributions and
their relations to state-of-the-art methodologies.

• New risk mitigation strategies for oil production optimization To enhance
the production of major off-shore oil fields, the oil literature has investigated the use
of NMPC. In this context, the use of NMPC is referred to as closed-loop reservoir
management (CLRM) [98]. The goal of CLRM is to determine the optimal operating
profile that maximizes a key performance indicator (KPI) over the reservoir life-cycle
by repeated solution of PDE-constrained optimization problems. While simulation
studies have demonstrated a significant potential of production optimization to
increase overall profit, real-life applications are challenged by a wide range of risks
tied to geological and economical uncertainties. The risks imply that oil companies
show reluctance to adopt model-based strategies into their field operations. In
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1. Introduction

addition, the large-scale nature of the underlying optimization problems implies
that conventional risk mitigation strategies become computational intractable. To
meet this challenge, this thesis proposes and investigates new optimization-based risk
mitigation strategies to ensure computationally efficient and reliable decision-making
in oil reservoir management. The proposed tools are intended to serve as integral
parts of solution strategies based on CLRM. Four research papers present the new
methodologies:

A) Time-explicit methods for joint economical and geological risk mitigation in
production optimization. 1

Published in: Journal of Petroleum Science and Engineering, vol. 146, pp. 158 - 169,
2016.

B) A least squares approach for efficient and reliable short-term versus long-term
optimization.
Published in: Computational Geosciences, vol. 21, pp. 411-426, 2017.

C) Offset risk minimization for open-loop optimal control of oil reservoirs. 2

Published in: Proceedings of the 20th IFAC World Congress, IFAC-PapersOnLine, vol.
50, pp. 10620-10625, 2017.

D) A least squares method for ensemble-based multi-objective oil production opti-
mization.
Published in: Proceedings of the 3rd IFAC conference on Automatic Control in Offshore
Oil and Gas Production, IFAC-PapersOnLine, vol. 8, pp. 7-12, 2018.

• Customized solvers for PDE-constrained optimization As a step towards real-
time dynamic optimization of PDE-constrained systems, this thesis proposes new,
customized Lagrange-Newton-Krylov (LNK) solvers tailored for classes of stationary
and time-dependent PDE-constrained optimization problems that are governed by
diffusion-reaction equations. In combination with appropriate state estimation tools,
the new solvers are intended to serve as building blocks towards closed-loop controllers.
In essence, the LNK solvers rely on a new high-order approach to PDE-constrained
optimization that combines customized spectral polynomial bases with appropriate
Krylov subspace methods. In this regard, the main contribution is a new class of
Poisson-like preconditioners that seeks to promote fast and memory-efficient solution
of the large-scale, saddle-point systems that arise as subproblems in Sequentially
Quadratic Programming (SQP) algorithms. Four research papers describe the new
LNK solvers:

1 Time-explicit methods were first introduced in the authors M.Sc. project [54]. Subsequently, the results
were finalized and published as part of the initial stages of this P.hD. project.

2During the P.hD. studies, similar results have been published by the authors [38]. The publication [38]
targets an audience from chemical engineering. An early version of Paper C can be found on arXiv [37].
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1.3. Thesis objectives, approach and structure

E) A fast and memory-efficient Spectral Galerkin scheme for distributed elliptic
optimal control problems.
arXiv preprint: arXiv:1712.08225.

F) New preconditioners for semi-linear PDE-constrained optimal control in annular
geometries.
Submitted to: Proceedings of the International Conference on Spectral and High-order
Methods (ICOSAHOM) 2018.

G) A fast PDE-constrained optimization solver for diffusion-reaction processes.
Published in: Proceedings of the IEEE 57th Annual Conference on Decision and Control
(CDC), pp. 2635-2640, 2018.

H) A new Lagrange-Newton-Krylov solver for PDE-constrained Nonlinear Model
Predictive Control.
Published in: Proceedings of the 6th IFAC Conference on Nonlinear Model Predictive
Control, IFAC-PapersOnLine, vol. 51, pp. 325-330, 2018.

The eight papers A−H can be found in Appendix IV.

Additional contributions

In addition to the eight research papers that make up this thesis, the author has co-authored
three papers that investigate the use of high-order discontinuous spectral Galerkin methods
to promote efficient state estimation for chromatographic processes:

• A discontinuous Galerkin finite-element method for simulation of packed bed chro-
matographic processes.
Accepted for publication in: The proceedings of the 12th IFAC Symposium on Dynamics
and Control of Process Systems, including Biosystems (DYCOPS 2019).
• Spatial discretization and Kalman filtering for ideal packed bed chromatography.

Submitted to: The 17th European Control Conference (ECC19).
• State and input estimation of nonlinear chromatographic processes.

Submitted to: The 2019 IEEE Conference on Control Technology and Applications (CCTA).

These papers are results of the M.Sc. project [91]. In line with subjects of this thesis, the
papers demonstrate how appropriately chosen high-order methods have the potential to
provide significant computational benefits compared to conventional low-order methods.

1.3 Thesis objectives, approach and structure

The main purposes of this thesis is to provide an overview of research papers A-H from a
unified perspective, discuss prospects and challenges, and provide recommendations for
future work. To this end, the thesis is naturally divided into two main parts:

• Part I: Multi-objective oil production optimization Part I is dedicated to
the new risk mitigation strategies for oil production optimization. To establish the
necessary background, Chapter 2 introduces model-based production optimization
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1. Introduction

and contains a literature review of current state-of-the-art risk mitigation strategies.
Motivated by the shortcomings of know methodologies, Chapter 2 provides a broad
discussion of the new risk mitigation strategies and their main contributions. Chapter
3 provides a detailed description of the new methodologies. To establish proof-of-
concept, Chapter 4 presents a selection of numerical results.

• Part II: Customized solvers for PDE-constrained optimization Part II fo-
cuses on the new LNK solvers. To motivate the associated contributions, Chapter
5 introduces the associated class of distributed diffusion-reaction control problems,
discusses a range of numerical challenges, and provides an overview of the LNK
solvers in the context of state-of-the-art methodologies. Chapter 6 describes the so
called top layer of the LNK solvers that combines an SQP algorithm with Krylov
subspace methods. In turn, Chapter 7 introduces the so called bottom layer of the
LNK solver that comprises three main components, namely the customized high-order
polynomial bases, the new PL preconditioners and a transform-based approach for
efficient computation of matrix-free, matrix-vector products. Chapter 8 provides
theoretical results on the PL preconditioners for a class of simple, stationary model
problems, whereas Chapter 9 presents a selection of numerical case studies.

Finally, to summarize and provide perspective, Chapter 10 presents overall conclusions
and addresses potential future work.

Remark 1. To some extend, this thesis is a compilation of the research papers A-H that
have been supplemented and edited to discuss the associated contributions from a more
unified perspective. To ensure proper attribution, the introduction of each chapter will
contain a statement that points to the original sources. While Part I draws heavily upon the
papers A-D, Part II contains a substantial amount of new results and numerical examples
that add to the material presented in the papers E-H.
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Multi-objective Oil Production
Optimization
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Chapter 2
Multi-objective Oil Production

Optimization

This chapter introduces the fundamentals of oil production optimization and provides a
discussion of the new tools for multi-objective risk management. The chapter divides into
three main parts. The first part introduces life-cycle oil production optimization and formu-
lates the associated open-loop optimal control problem. To motivate the contributions of
this thesis, the second part discusses a selection of the corresponding risk-related challenges
that can be tied to economical and geological uncertainties. To provide perspective, the
third part provides a broad overview of the new methods and the associated contributions.
The chapter ends with an outline of the remainder of Part I.

This chapter is based on the papers A-D .1

2.1 Introduction - Life-cycle oil production optimization

Part I is concerned with the use of model-based control strategies to enhance the oil
recovery stage known as water flooding. As Figure 2.1 depicts, the stage of water flooding
uses a set of wells to continually inject water into the reservoir to stimulate flow rates,
maintain high reservoir pressures and lead petroleum towards production wells, where
the oil is recovered. The concrete injection and production well settings are referred to
as the operating profile, u. Typically, industrial operating profiles rely on a so called
reactive strategy that deploys all injection wells at maximum capacity and subsequently
shuts in producer wells as they become unprofitable [133]. As a challenge, conventional
water-flooding based on reactive control is often inefficient, leaving as much as 70 % of
the oil trapped in the reservoir. As a means to enhance the process of oil recovery, the
oil literature has proposed life-cycle production optimization that seeks to determine the
operating profile, u, that maximizes the life-cycle net present value, which is given by the

1Paper A on TE methods partially draws upon the authors M.Sc. project [54]. As a result, this chapter
may have occasional overlaps with [54].
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integral
Ψ(tf ) =

∫ tf

t0
Φ(x(s), u(s), θ)ds, (2.1)

over the reservoir life, tf , of the discounted profit, Φ, where

Φ = −1(
1 + d

365

)τ(t)

∑
i∈P

(roqo,i(t)− rwpqw,i(t)) +
∑
`∈I

rwiq`(t)

 . (2.2)

Here ro , rwp and rwi denote the oil price, the water separation cost, and the water injection
cost, respectively; qw,i and qo,i are the volumetric water and oil flow rates at producer i; ql
is the volumetric well injection rate at injector l; d is the discount factor and τ(t) is the
integer number of days at time t.

The open-loop optimal control problem

To maximize Ψ(tf ), life-cycle production optimization solves a large-scale PDE-constrained
optimal control problem governed by an underlying system of convection-diffusion-reaction
equations [31, 43, 73, 120, 145, 175]. The PDE-constrained optimization problem can be
formulated, discretized and solved in numerous ways. This thesis adheres to a strategy that
uses a zero-order hold approximation of the controls and discretizes the state equations
using a two-point flux approximation (TPFA) spatial discretization and an implicit Euler
scheme in time [31, 43, 44, 54, 175, 175]. Using this approach, the corresponding finite
dimensional PDE-constrained optimization problem can be written in the form

max
{xk}Nk=0,{uk}

N−1
k=0

ψ = ψ({xk}Nk=0, {uk}N−1
k=0 ; θ) (2.3a)

s.t. Rk(xk+1, xk, uk; θ) = 0, x0 = x̂0, k ∈ N , (2.3b)
umin,k ≤ uk ≤ umax,k, k ∈ N . (2.3c)

Here ψ =
N−1∑
k=0

Φ(xk+1, uk)∆tk is a right rectangle Euler approximation of the integral,

Ψ(tf ), where N is the number of control steps and ∆tk = tk+1 − tk denotes the length of
the time step. The non-linear equations

Rk(xk+1, xk, uk, θ) = 0, k ∈ N = {0, 1..., N − 1}, x0 = x̂0, (2.4)

represent the fully discrete state equations, where T = {tk}Nk=0 are the associated time-
nodes. For each time-step, tk, the state-space variables, xk = x(tk) ∈ R2nx denote reservoir
pressures and fluid saturations, uk = u(tk) ∈ Rnu are the controls, and θ represent
petrophysical and geological model parameters. Here nx and nu denote the number of
spatial nodes and the number of wells subject to control, respectively. For the purposes of
this thesis, the states, xk, are computed by a two-phase immiscible flow model based on
mass conservation and Darcy’s law for porous media. Relative permeabilities are described
by the Corey model, whereas well flow rates are computed using the Peaceman well model
[126]. More detailed descriptions of the underlying reservoir model, its main constituents
and numerical implementations can be found in e.g. [5, 52–54, 176].
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(a) (b)

Fig. 2.1: a) Offshore oil field with multiple subsurface oil reservoirs. b) Conceptual illustration of
water-flooding. Figure (a) originally appeared in [174]. Figure (b) has been adopted from [176].

2.2 Motivational background

In the oil literature, simulation studies have demonstrated a significant potential for life-
cycle production optimization to improve conventional control strategies based on, e.g.,
reactive control [36, 54, 73, 120, 165]. However, real-life applications of life-cycle production
optimization face challenges tied to, e.g., sparse geological data and unpredictable oil prices.
These challenges imply that the underlying model descriptions become highly uncertain.
As a consequence, oil companies remain reluctant to adopt model-based production
optimization into their operations. To address these challenges, the oil literature has
primarily considered two approaches:

• Short-term versus long-term optimization for mitigation of economical risks.
• Ensemble-based optimization for mitigation of geological risks.

To motivate the contributions of this thesis, the following provides an introduction to
short-term versus long-term optimization, ensemble-based methods and the associated state-
of-the-art methodologies. The discussions are used to formulate corresponding research
objectives that define the goals of Part I.

Short-term versus long-term optimization

The dynamic relationships between supply and demand govern the prices of petroleum. The
complex nature of such relationships are tied to e.g., political agendas, the state of financial
markets, and oil investment speculations. As a consequence, long-term forecasts of oil prices
become unreliable. Efficient and robust tools for managing the associated financial risks
are therefore essential to oil companies. In contrast, conventional production optimization
relies on long-term strategies that maximize profit at the expected end of the reservoir life.
As a consequence, short-term gains are often compromised in the process. In particular,
long-term strategies delay substantial revenue until several years after the oil production
has begun. One could argue that this is insignificant as revenue will be made eventually.
However, as Fig. 2.2 (a) illustrates, the growing uncertainty of oil prices implies that

11



2. Multi-objective Oil Production Optimization

forecasts are likely to become profoundly flawed with time. As a result, long-term strategies
become unreliable for practical purposes. In addition, oil production is often contractually
driven and subject to operational constraints. These factors, along with time-induced risks
related to attrition of operational equipment and the desire to expedite recovery of capital
expenditure (CAPEX), strongly motivate expedition of short-term profits. To this end, the
oil literature has proposed short-term versus long-term optimization [72, 110, 158, 172].
The idea is to mitigate time-dependent risks by properly balancing short-term and long-
term profits. In this way, as Fig. 2.2 (b) illustrates, short-term profits are expedited, the
prediction horizons are shortened and oil price forecasts implicitly become less risky. At the
same time, potential benefits of accurate long-term predictions are maintained. However,
in most situations, the short-term and long-term objectives, ψS and ψL, are in mutual
conflict. This implies that strategies which focus on maximizing long-term objectives
compromise short-terms profits and vice versa. Short-term versus long-term optimization
therefore becomes a question of finding appropriate trade-offs between opposing objectives.
Using a single-shooting formulation as described by e.g. [31, 44, 175], the short-term versus
long-term optimization problem can be written in the form 2

max
{uk}

NL−1
k=0

(
ψL({u}NL−1

k=0 ; x̂0, θ), ψS({u}NS−1
k=0 ; x̂0, θ)

)
, (2.5a)

s.t. umin,k ≤ uk ≤ umax,k, k ∈ NL. (2.5b)

Here the objectives, ψα, α ∈ {L, S}, are given by

ψα({uk}Nα−1
k=0 ; x̂0, θ) =

{φα({xk}Nαk=0, {uk}
Nα−1
k=0 ; θ) : Rk(xk+1, xk, uk) = 0, k ∈ Nα,

x0 = x̂0}. (2.6)

To solve the short-term versus long-term problem (2.5), the oil literature has proposed
several approaches based on multi-objective optimization (MOO), where examples include
[49, 72, 93, 112, 158, 172]. In this regard, one distinguishes between a posteriori methods,
which seek to generate a representative of the so called Pareto front of optimal trade-offs,
and a priori methods, which generate only a single trade-off. As a common feature, such
methods convert the original MOOP into one or several single objective optimization
problems (SOOP), such that the solution of each SOOP represents a distinct Pareto
optimal point. The literature contains a wide variety of such methods. The monograph
[118] provides an extensive overview.

• A posteriori methods The oil literature has considered a posteriori methods
including the weighted sum method (WS) and the normal boundary intersection
method (NBI) [110]. As a representative example of widely used a posteriori methods,
the WS method converts the MOOP (2.5) to a SOOP by associating each of the

2Alternatives to the single-shooting formulation (2.5) include multiple-shooting methods [23, 41] and
collocation methods [15, 19]. Note that, for simplicity, the formulation (2.5) considers linear bound
constraints on the input profile (2.5b). See, e.g., [59, 111, 166], for a discussion on how to efficiently handle
non-linear state and output constraints.
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Fig. 2.2: a) Illustration of the negative effects on long-term strategies caused by exceedingly
growing uncertainty (red shaded area) in the oil prices (blue dotted line). With time, the predicted
NPV (blue curve) becomes increasingly uncertain. b) Illustration of the idea behind short-term
optimization. By expediting short-term profit, the earnings become less vulnerable to uncertainties
(green shaded area) in the oil prices (blue dotted line). The figures (a) and (b) originally appeared
in Paper B.

objectives, ψL and ψS , with non-negative weights, wL and wS := 1− wL, such as to
minimize the convex combination of the objectives

max
{uk}

NL−1
k=0

wLψL({uk}NL−1
k=0 ; x̂0, θ) + wSψS({uk}NS−1

k=0 ; x̂0, θ), (2.7a)

s.t. umin,k ≤ uk ≤ umax,k, k ∈ NL. (2.7b)

For each given positive weight, wL, the solution of (2.7) gives rise to a Pareto optimal
trade-off ([118], Thm. 3.1.2). In this way, consecutive optimization runs generate
a representative of the Pareto front. As Figure 2.3 illustrates, the Pareto front
represents the curve that characterizes all optimal trade-offs between short-term and
long-term objectives. By generating a representative of the frontier, management
may examine and compare trade-offs to decide which solution fits their purposes the
best. However, as a drawback, the need for multiple optimization runs implies that a
posteriori methods become computationally demanding and ultimately intractable for
large scale problems. This issue is particularly pronounced in the case of production
optimization, where state dimensions of 106 are not unusual.
• A priori methods A priori hierarchical approaches have been investigated by e.g.
[49, 72, 158, 172]. In the historic development of production optimization, such
approaches precede a posteriori methods. Hierarchical approaches seek to solve the
short-term versus long-term problem by a two-step optimization procedure. First,
the long-term profit, ψL, is optimized by solving the life-cycle optimization problem

max
{uk}

NL−1
k=0

ψL = ψL({uk}NL−1
k=0 ; x̂0, θ), (2.8a)

s.t. umin,k ≤ uk ≤ umax,k, k ∈ NL. (2.8b)

Secondly, the short-term objective, ψS , is optimized subject to the constraint that
the corresponding long-term objective, ψL, must be sufficiently close to the solution
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2. Multi-objective Oil Production Optimization

of (2.8), ψ∗L :

max
{uk}

NS−1
k=0

ψS = ψS({uk}NS−1
k=0 ; x̂0, θ), (2.9a)

s.t. umin,k ≤ uk ≤ umax,k, k ∈ NS . (2.9b)
ψ∗L − ψL ≤ ε. (2.9c)

Note that the ordering of long-term and short-term objectives is interchangeable. This
implies that one may also optimize the life-cycle production under the condition that
specific short-term objectives are met [172]. As opposed to generating a representative
of the Pareto front, hierarchical approaches only require two consecutive optimization
runs. This makes the methods attractive from a practical perspective. As a drawback,
the methods [72, 158, 172] rely on heuristic switching schemes for which convergence
properties are not fully understood. Also, the convergence rate may be slow and the
methods do not readily generalize to multiple objectives [172]. Furthermore, only
a single trade-off is generated and, in general, there is no way of knowing how the
Pareto optimal point relates to other points on the efficient frontier. Consequently,
the problem of appropriately balancing short-term and long-term profits becomes a
question of tuning the parameter, ε. By (2.9c), this corresponds to deciding a priori
how much management is willing to compromise the life-cycle NPV, ψ∗L, without
knowing what the corresponding increase in short-term profit will be. Hence, as Fig.
2.3 illustrates, this becomes a complicated matter that depends e.g. on the shape
of the Pareto front. Since the hierarchical approach provides no information of the
frontier’s geometry, the tuning process will in general require multiple optimization
runs. As a consequence, efficiency of the method may be compromised. As an
alternative to the switching scheme, [49] have proposed a hierarchical approach that
relies on non-linear output constraints handled by the augmented Lagrangian method.
However, the hierarchical formulation implies that the primary objective is typically
highly favored over the secondary. As Fig. 2.3 illustrates, the inclination to favor one
objective may heavily compromise the other. This implies that hierarchical methods
may skew the balance between the objectives. In turn, this leaves an unrealized
potential to substantially improve short-term profits while only slightly reducing
long-term gains.

In addition to traditional a posteriori - and a priori methods, [93] suggests a hybrid
pattern search and particle swarm algorithm to generate the Pareto front. As a drawback,
the method relies on more than 100,000 equivalent reservoir simulations. The associated
computational burden poses significant challenges to real-life applications of such techniques.
Also, recent studies investigate the effects on the balance between short-term and long-term
objectives by considering an ensemble of ne economical realizations [158, 159]. However,
it should be kept in mind that the uncertainties of oil prices are generally profound and
grows exceedingly with time. Consequently, the dynamic nature of oil prices may become
practically unpredictable and therefore highly difficult to model accurately over the long
prediction horizons of open-loop production optimization. Typically, the reservoir life-cycle
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Fig. 2.3: a) Illustration of the the Pareto front representative in the case of two objectives which
are to be maximized. Each red dot represents a Pareto optimal point on the true frontier (blue
curve). b) Illustration of potential difficulties related to hierarchical methods: If ε is chosen too
conservatively, the hierarchical scheme produces points that are located on flat parts of the frontier
near ψ∗

L (leftmost red dot). Such trade-offs give only moderate increases in short-term profits. On
the other hand, if ε is chosen too large, the method will produce trade-offs to the right of the
frontier’s bend (rightmost red dot). This leads to unnecessarily large reductions of long-term profits.
In contrast, the trade-off located at the frontier’s bend offers a proper balance. In particular, by
moving towards the bend of the frontier from the left, significant short-term gains (green dotted
line) can be made at the cost of only slightly reducing long-term profits (red dotted line). Likewise,
by moving towards the bend from the right, long-term gains are considerably improved (green
dotted line) while short-term gains are marginally compromised (red dotted line). The figures (a)
and (b) originally appeared in Paper B.
spans more than a decade. To summarize, the main challenges of short-term versus
long-term oil production optimization can be stated as follows:

• Due to the large-scale nature of production optimization, the need for repeated opti-
mizations and parameter tuning poses significant challenges to practical applications
of a posteriori methods. In particular, generating a representative of the Pareto front
will in many cases be computationally intractable.
• While a priori hierarchical approaches are often computational efficient, such methods
risk to diverge, produce suboptimal solutions and skew the balance between the
respective objectives subject to optimization.

Motivated by these observations, it becomes natural to ask wether it is possible to construct
viable alternatives. This leads to the definition of Research Objective 1:

Research objective 1. Propose new methodology that may serve as a computationally
tractable and viable alternative to a posteriori - and a priori hierarchical methods.

Ensemble-based optimization

The inaccessible geographical location of oil fields severely limits the amount of available
geological data. Consequently, the reservoir model parameters, θ, that describe permeability,
porosity and initial states are often highly uncertainty. The mathematical reservoir models
that underpin the life-cycle optimization problem (2.3) will therefore not necessarily reflect
the properties of the true reservoir. As a result, the associated optimal control strategy
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2. Multi-objective Oil Production Optimization

imposes significant risks of profit loss and becomes unreliable for practical purposes. To
reduce the financial risks tied to potential model discrepancies, the oil literature has
proposed ensemble-based production optimization, where examples include [7, 40, 44, 60,
110, 160, 173]. In essence, ensemble-based methods seek to represent geological uncertainty
by a discrete set of equiprobable model realizations

θnd = {θ1, θ2, ..., θnd} = {θi}ndi=1. (2.10)

The ensemble (2.10) is used to approximate the continuous NPV probability distribution
by the related finite set of profit outcomes

ψnd = {ψi}ndi=1, ψ
i = ψ(u; θi), 1 ≤ i ≤ nd. (2.11)

To minimize risk, the idea is to manipulate the discrete NPV profit distribution (2.11) by
formulating an appropriate optimal control problem. To this end, it is customary to use a
risk measure R : ψnd → R to replace the overall profit distribution and quantify risk in
terms of the scalar objective, R(ψ) :

min
u∈U

R(ψ(u; θnd)). (2.12)

Popular ensemble-based methods include robust optimization (RO) [173], mean-variance
optimization (MVO) [7, 44], worst-case optimization (WCO) [1], and conditional value-
at-risk optimization (CVaRO) [40, 60, 160]. Figure 2.4 illustrates the key features of
ensemble-based production optimization.

• Robust optimization (RO) 3 [173] refers to the ensemble-based method that
maximizes the life-cycle sample estimated expected return, i.e.,

RRO := − 1
nd

nd∑
i=1

ψi. (2.13)

As a drawback, the expected profit is a risk neutral measure [40]. As such, RO does
not directly account for important risk indicators such as the lowest profit outcome.

• Mean-variance optimization (MVO) [7, 44] aims to remedy the insufficiencies
of RO by directly addressing risks in terms of the sample estimated variance

RV = R2
σ = 1

nd − 1

nd∑
i=1

(ψi −RRO)2. (2.14)

For this purpose, one introduces a bi-criteria risk measure, which depends on a
user-specified parameter, λ :

ψMVO := RRO − λRV . (2.15)

Each choice of λ results in a trade-off between return and risk. In this regard, [44]
has proposed to characterize the optimal trade-off scenario as the solution that
maximizes the modified Sharpe ratio S = RRO

Rσ , where risk free assets have zero yield.
Here Rσ =

√
RV . By maximizing S, the optimal trade-off scenario provides the best

possible ratio between return and risk as measured by RRO and Rσ, respectively.
3Note that, in spite of it’s name, RO does not conform to standard theory from the field known as robust
optimization [14].
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Fig. 2.4: Outline of ensemble-based production optimization, that consists of two key parts: 1) a
reservoir simulator that, given an ensemble of reservoir models and a control input, computes the
profit probability distribution (black arrows and boxes) and 2) an optimizer that uses the profit
distribution to compute the control strategy that minimizes risk as measured by R (blue arrows
and boxes). The figure originally appeared in Paper C. Similar figures have been presented in
[37, 38].

• Worst-case optimization (WCO) [1] focuses solely on maximizing the lowest
profit outcome, i.e.,

RWCO := −min
θi

ψ(u; θi) = −ψ̃. (2.16)

Here ψ̃ denotes the lowest profit realization associated with the ensemble, i.e.,
ψ̃ ≤ ψi, 1 ≤ i ≤ nd . The restriction to a single profit outcome implies that the
measure is blind to features of the NPV probability distribution. Consequently, the
risk quantification may be too conservative and expected return may be compromised.
• Conditional value-at-risk optimization (CVaRO) [40, 160] maximizes the sample
estimated average of the α · 100% lowest outcomes, {ψ̃i}nαi=1, i.e.

RCVaR,α := − 1
nα

nα∑
i=1

ψ̃i, α ∈ (0, 1). (2.17)

Here ψ̃i denotes the ith lowest profit outcome associated with the ensemble. By
design, RCVaR,α accounts for the entire α-tail of the profit distribution. When α

increases, RCVaR,α includes more of the profit distribution. As such, emphasis is
gradually moved towards promoting expected return. In particular, for nα := nd,
RCVaR,α reduces to RO (2.13). On the other hand, when α decreases, RCVaR,α

includes only low profit realizations and in the extreme case of nα := 1, RCVaR,α

reduces to WCO (2.16). As a drawback, RCVaR,α
(
ψ(u, θ)

)
is non-differentiable with

respect to the controls, u, for any α 6= 1. Nevertheless, a gradient-based approach
will in many cases yield useful results [54, 56].
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Fig. 2.5: Conceptual illustration of potential issues related to ensemble-based strategies.

Numerous simulation studies have proven the ability of ensemble-based methods to reduce
overall risk relative to real-life dominating strategies such as e.g. reactive control. However,
ensemble-based control strategies may still result in individual profit outcomes that perform
worse than real-life practices. To see this, consider the profit offset distribution

ψioff (u; θi) = ψ(u; θi)− ψ(uref ; θi), 1 ≤ i ≤ nd, (2.18)

where uref denotes a competing reference strategy. As Figure 2.5 illustrates, over the
entire range of profit realizations, θnd , there may exist individual instances, ψ(u; θi),
for which ensemble-based methods perform significantly worse than approaches such as
reactive control. For reservoir asset managers whose primary concern is to avoid profit
loss, this poses a significant risk of unacceptable low profit realizations. In fact, in oil
reservoir management, new methodology is typically not judged based on the chance
of increased expected return, but rather on the risk of performing worse than existing
practices. Therefore, despite overall lower risk, oil companies may be inclined to discard
ensemble-based methodologies. These observations motivate the definition of Research
Objective 2:

Research objective 2. Propose new methodology that minimizes risk of profit loss
relative to competing strategies.

2.3 Main contributions

By the discussion of Section 2.2, inherent economical and geological uncertainties pose
significant challenges to the application of model-based optimization in the context of oil
reservoir management. To meet these challenges, the oil literature has primarily considered
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ensemble-based methods to handle time-invariant geological uncertainties and short-term
versus long-term optimization for mitigation of time-dependent risks. However, note that
while these strategies differ by the way that they quantify and handle risk, the underlying
optimization problems all involve objectives that are in mutual conflict with each other. As
a consequence, the task of risk mitigation becomes a question of appropriately balancing
opposing objectives. Most risk mitigation strategies of the oil literature, including short-
term versus long-term optimization and ensemble-based methods, are therefore naturally
formulated as multi-objective optimization problems of the general kind

min
u∈U

f(u) = (R1(u),R2(u), ...,Rm(u)) . (2.19)

Motivated by this observation, this thesis proposes new methods that address the risk-
related challenges of oil production optimization from the unified perspective of multi-
objective optimization. In essence, the new strategies amount to careful design of appro-
priate risk measures or, more generally, objective functions that seek to fulfill the Research
objectives 1 and 2. The new methods have been presented and investigated in a total of
four research papers (Papers A-D, [39, 56–58]). To put the associated contributions into
perspective, the following provides a brief discussion of the new risk mitigation strategies.
The overview falls into three main parts:

Time-explicit methods for joint economical and geological risk mitigation. Mo-
tivated by Research objective 1, this thesis proposes a class of new geological ensemble-based
time-explicit (TE) optimization methods (Paper A, [54, 56]). The overall goal of TE meth-
ods is to address the issues of economical and geological uncertainties in a united manner.
To this end, TE methods seek to balance short-term and long-term geological risk measures
over time. In this way, time-induced economical uncertainties are implicitly addressed in
the process. The proposed methods only rely on an ensemble of geological realizations.
The computational effort is therefore much less involved as compared to approaches of
combined model-based uncertainties [158, 159]. Further, this thesis demonstrates that
TE methods can be understood as a priori MOO methods with weights predetermined
by discretization. As opposed to most a posteriori MOO approaches of the literature
[7, 44, 110], TE methods therefore avoid the expensive computations and cumbersome
process of weight adjustments associated with generating the Pareto front. Open-loop sim-
ulations of a two-phase synthetic reservoir, where geological uncertainties are represented
by an ensemble of 24 equiprobable permeability realizations, demonstrate that TE methods
may provide significantly improved short-term risk measures including expected return,
standard deviation and conditional value-at-risk, at multiple points in time as compared
to conventional methods of geological risk mitigation. Long-term objectives are in turn
only slightly compromised (Paper A, [54, 56]). Section 3.1 provides a detailed introduction
to TE methods.

A least squares approach for multi-objective oil production optimization. As a
means to promote computationally efficient and reliable multi-objective decision-making in
oil reservoir management, this thesis proposes a new least squares (LS) risk mitigation
approach (Paper B, Paper D, [57, 58]). In essence, the LS approach corresponds to a
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special instance of the so called Method of Global Criterion [118]. In this regard, this
thesis contributes as the first to recognize and adapt the methodology to tackle the issues
of large-scale multi-objective oil production optimization. In particular, as a means to meet
Research objective 1, the LS method poses 1) a computationally attractive alternative to a
posteriori methods, 2) a theoretically founded alternative to hierarchical methods, and 3)
in contrast to most MOO method of the oil literature, the LS method scales and generalizes
to multiple objectives. As it’s key feature, the LS approach uses a new characterization of
trade-offs to narrow it’s focus to a single Pareto optimal point of pre-specified attractive
features. In virtue of the characterization, the LS method optimizes each individual
objective as much as possible without severely compromising other objectives in the
process. Unlike hierarchical approaches based on switching schemes [72, 158, 172], the LS
method is guaranteed to converge to a local Pareto optimal point. Also, the LS method is
designed to properly balance multiple objectives, independently of the Pareto front’s shape.
As such, the method poses a practical alternative to commonly used a posteriori methods
in practical situations where the frontier is typically intractable to generate. Case studies
with respectively two and three objectives demonstrate the ability of the LS approach to
generate desirable trade-offs on the efficient frontier at significantly reduced computational
cost relative to the widely used WS method (Paper B, Paper D, [57, 58]). Section 3.2
presents the LS approach in more detail.

An offset risk minimization approach for oil production optimization. As a
means to meet Research objective 2, this thesis proposes offset risk minimization (Paper
D, [37–39]). In particular, the offset approach seeks to determine the control strategy
that minimizes the risk of performing worse than a competing reference strategy. To this
end, the method maximizes the worst-case outcome of the NPV offset distribution, where
the offset distribution provides a measure of the probability that a given control strategy
yields a lower profit outcome compared to a competing reference strategy. As opposed
to conventional ensemble-baed methods of the oil literature [7, 40, 44, 60, 110, 160, 173],
the offset approach mitigates the risk of low profit realizations relative to the competing
reference strategy. In this way, the risk of profit loss relative to industrial standards is
minimized. Using an ensemble of 100 realizations of a 3D synthetic reservoir, open-loop
simulations demonstrate the potential of offset risk minimization to significantly increase
the offset worst-case scenario relative to reactive control. Compared to the conventional use
of the NPV distribution, the results suggest that the NPV offset distribution may be more
relevant for risk mitigation in life-cycle production optimization (Paper D, [37–39]). In this
regard, it should be noted that the major oil company Schlumberger has recently adopted
the methodology [149]. Section 3.3 provides an overview of the offset risk minimization
strategy.
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2.4 Outline

The remainder of Part I is organized as follows:

• New methods for oil production optimization
This chapter provides a more detailed introduction to the new risk mitigation
strategies in the context of multi-objective optimization.
• Numerical case studies
To demonstrate the potential of the new risk mitigation strategies, this chapter
presents a selection of numerical cases studies. The chosen case studies serve to
illustrates how the new strategies relate to current-state-of-the-art ensemble-based
methodologies and the industrial standard of reactive control.

Lastly, overall conclusions and recommendations for future work will be discussed in
Chapter 10.
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Chapter 3
New methods for oil production

optimization

The following chapter provides an introduction to the new risk mitigation strategies.
Following Section 2.3, the presentation is divided into three parts:

• Time-explicit methods for joint economical and geological risk mitigation.
• A least squares approach for multi-objective oil production optimization.
• An offset risk minimization approach for oil production optimization.

For each method, the presentation provides a brief motivation, states the associated op-
timization problem and discusses computational and theoretical aspects. The chapter
concludes with an overall summary.

This chapter is based on the papers A-D .1

3.1 Time-explicit optimization

The following proposes time-explicit (TE) optimization as a computationally attractive
alternative to joint model-based approaches and a posteriori MOO methods. The presenta-
tion of TE methods will be kept general to facilitate adaptation of the approach to other
applications. To be concrete, the presentation also proposes three specific examples of TE
methods.

3.1.1 Motivation

TE methods are based on the idea of optimizing a specific geological risk measure, Tθ[ϕ] :=
T ({ψi(t, x(t), u(t); θi)}ndi=1), over time in terms of an integral-based objective function,

max
[x(t),u(t)]

tf
t0

T := 1
T

∫ tf

t0
Tθ[ϕ](t) dt, 0 ≤ t0 ≤ tf , (3.1)

1Paper A on TE methods partially draws upon the authors M.Sc. project [54]. As a result, this chapter
may have occasional overlaps with [54].
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3. New methods for oil production optimization

Fig. 3.1: Conceptual drawing of TE optimization. TE optimization (green curve) seeks to balance
short-term and long-term expected profits by considering multiple objectives (black dots) throughout
the reservoir life. As a result, significant short-terms gains may be obtained (black arrows) relative
to conventional optimization (red curve), which only focuses on the single long-term objective of
increasing end-time expected return. By promoting the balance between short-term and long-term
objectives, TE optimization implicitly mitigates economical risks in the process. The price to be
paid is a slight reduction of the end-time NPV. The figure originally appeared in Paper A.
where T = tf − t0. In contrast to conventional geological risk mitigation strategies that
focus on a single long-term objective, TE methods seek to reduce risks and promote
profits at every instant of the reservoir life. In words, (3.1) expresses the objective of
determining the operating profile that provides the optimal geological risk scenario on
average over the expected reservoir life span. By reducing the average geological risk
over time, as measured by Tθ[ϕ], TE methods implicitly involve short-term and long-term
geological risk-related objectives. By promoting short-term geological risk measures, the
time-dependent and exceedingly growing economical uncertainties are indirectly addressed
in the process. Fig. 3.1 illustrates the basic idea behind TE optimization. Informally,
the formulation (3.1) may also be understood by picturing the geological risks at every
point in time, Tθ[ϕ](t), as individual objectives subject to simultaneous optimization. In
this way, (3.1) can be interpreted as a multi-objective optimization approach where each
objective is weighted according to the integral. With this interpretation in mind, TE
methods can be seen as a priori MOO methods that determine the trade-off scenario
that provides the highest possible reduction of average risk over time. Consequently, TE
methods provide a computationally attractive alternative to the prevalent MOO approaches
of the literature that rely on comprehensive computations to generate the Pareto front.
Further, by addressing time-dependent risks in terms of promoting short-term gains, the
need for an ensemble of economical realizations, which by the nature of the problem may
be practically impossible to model accurately, is avoided. Since TE methods only rely
on an ensemble of geological realizations, computationally effort is significantly reduced
compared to combined model-based approaches. The cost is that economical risks are
addressed indirectly, i.e. that no specific measure of the risk can be provided.
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3.1. Time-explicit optimization

3.1.2 Problem formulation

The TE optimization problem is an optimal control problem in the general form

min
u∈U

R(ψ(u; θnd)), (3.2)

where the risk measure is R(ψ(u; θnd)) is explicitly given by

R(ψ(u; θnd)) := 1
T

M−1∑
`=0

Tθ[Ψ(tM(`+1))]∆tM(`) ' T . (3.3)

Here Tθ[Ψ] := T ({ψi(t, {uk}n−1
k=0 ; x̂0, θ

i)}ndi=1) ' Tθ[ϕ]. The summation index ` refers to
indices of an arbitrary subset of time-nodes {t̃`}M`=0 ⊆ {ti}Ni=0, M ≤ N, that is used to
discretize the integral (3.1), T . The mapping M : ` 7→ i denotes the associated index
map between {t̃`}M`=0 and {ti}Ni=0. Note that the index mapM is simply a mathematical
convenience that relates the indices of the subset, {t̃`}M`=0, to the time nodes {ti}Ni=0. In
particular,M allows one to express the objective function (3.3) in terms of {ti}Ni=0 directly.
In this regard, note that the use of two sets of time nodes {t̃`}M`=0, {ti}Ni=0 for discretization
of respectively τ and ψ is chosen to preserve computational efficiency. In particular, the
formulation allows for the use of fewer nodes to approximate T . As elaborated in Section
3.1.4, this is crucial in relation to gradient computations. Furthermore, Section 3.1.5
provides a natural way to choose the time nodes, {t̃`}M`=0.

3.1.3 Gradients

Gradient-based optimization algorithms used to solve (3.2) require evaluation of the
gradients, ∇ukτ for k ∈ N . One must calculate

∇ukτ = 1
T

M−1∑
`=0
∇uk(Tθ[Ψ(tM(`+1))])∆tM(`) (3.4)

for each k ∈ N . This essentially corresponds to calculation of

∇ukTθ[ΨM(`)] := ∇uk(Tθ[Ψ(tM(`))]) (3.5)

for each time-node t̃j ∈ {t̃`}M`=1 and each k ∈ N . For an arbitrary sample estimated
risk measure, Tθ[Ψ] = Tθ[ψi, ..., ψnd ], it then follows by the chain-rule of multivariate
differentiation that ∇ukTθ[ΨM(`)] may be written in vector form as

∂Tθ[ΨM(`)]
∂ψ1
M(`)

∂ψ1
M(`)
∂u1

k
+ ...+ ∂Tθ[ΨM(`)]

∂ψ
nd
M(`)

∂ψ
nd
M(`)
∂u1

k

...
...

...
∂Tθ[ΨM(`)]
∂ψ1
M(`)

∂ψ1
M(`)

∂unu
k

+ ...+ ∂Tθ[ΨM(`)]
∂ψ

nd
M(`)

∂ψ
nd
M(`)

∂unu
k

 . (3.6)

Notice that (3.6) may also be written in the form

∇ukTθ[ΨM(`)] =
nd∑
i=1
∇ukψ

i
M(`)

∂Tθ[ΨM(`)]
∂ψiM(`)

. (3.7)
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3. New methods for oil production optimization

(a) (b)

Fig. 3.2: Illustration of TE methods. Shaded areas indicate max/min bands. The figures (a) and
(b) originally appeared in Paper A.
Hence, for each k ∈ N , ∇ukτ may be expressed as

1
T

M−1∑
`=0

(
nd∑
i=1
∇ukψ

i
M(`+1)

∂Tθ[ΨM(`+1)]
∂ψiM(`+1)

)
∆tM(`). (3.8)

The associated gradients {∇ukψiM(`)}
M
`=1, k ∈ N may be computed efficiently by the

adjoint method; see e.g. [41, 100, 146].

Remark 2. The results of this section are based on the assumption that the risk measure,
Tθ[Ψ], is continuously differentiable with respect to the controls, {uk}N−1

k=0 . As mentioned,
this assumption is not satisfied in the case of conditional value-at-risk, Tθ[Ψ] := CVaRθ,α[Ψ].
In this case, the pragmatic approach of this thesis successfully uses ∇ukψCV aR,α :=

1
nα

nα∑
i=1
∇uk ψ̃

i, k ∈ N , as gradients.

3.1.4 Computational aspects

As opposed to conventional ensemble-based methods, TE methods focus on multiple risk-
related objectives over time. This allows TE methods to address economical and geological
risks in a united fashion. The price to be paid is that TE methods become computa-
tionally more expensive by requiring computation of the gradients {∇ukψiM(`)}

M
`=1, k ∈

N for each fixed i ∈ {1, ..., nd}. Unless multi-level parallelism is available, the calculation of
{∇ukψiM(`)}

M
`=1 for a fixed i ∈ {1, ..., nd} requires a for-loop. However, since the gradients,

∇ukψiM(j), for a fixed time t̃j ∈ {t̃`}M`=1 may be computed in parallel, the computational
effort amounts to a single for-loop of M adjoint computations per gradient evaluation.
In particular, one adjoint calculation is required for each time node in t̃j ∈ {t̃`}M`=1. This
emphasizes the importance of having M � N. Section 3.1.5 demonstrates that the number
of nodes, M, may in general be chosen much smaller than N . Compared to methods of
model-based economical and geological uncertainties, which require ne · nd adjoint calcula-
tions per gradient evaluation, the computational effort of TE methods is significantly less.
The effects become particularly pronounced in applications that rely on large ensembles.
This is typically the case in real-life scenarios.
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3.1. Time-explicit optimization

3.1.5 Ties to multi-objective optimization

The following relates the TE problem to multi-objective optimization (MOO). The objective
function

τ = 1
T

M−1∑
`=0

Tθ[Ψ(tM(`+1))]∆tM(`), (3.9)

may be interpreted as a weighted sum method, where the weights are automatically deter-
mined as the time-step lengths ∆tM(`). Also, the weights are normalized by construction
(with tM(0) = t0, tM(M) = tf ):

1
T

M−1∑
`=0

∆tM(`) = 1
T

(
M∑
`=1

tM(`) −
M−1∑
`=0

tM(`)

)
(3.10)

=
tM(M) − tM(0)

T
= 1. (3.11)

Since ∆tM(`) > 0 for all ` ∈ {0, ...,M − 1}, it follows ([118],(Thm. 3.1.2)) that a solution,
{uk}N−1

k=0 , of (3.2) is also Pareto optimal with respect to the MOO problem (with TM(`) :=
Tθ[Ψ(tM(`))], for notational convenience):

max
{uk}N−1

k=0

T = (TM(1), TM(2), ..., TM(M)) (3.12a)

s.t. c({uk}N−1
k=0 ) ≤ 0. (3.12b)

Accordingly, TE optimization has the neat interpretation as an a priori MOO approach
that seeks to simultaneously optimize a given sample estimated risk measure Tθ[Ψ] at each
time-node {tM(`)}M`=1 such as to minimize the average risk over time. Given M objectives,
Tθ[Ψ(t̃`)]}M`=1, the natural choice of time-nodes for discretization of (3.1) therefore becomes
{t̃`}M`=1. As opposed to a posteriori MOO methods of the literature, TE methods avoid the
additional computations associated with generating the Pareto front. Also, no cumbersome
deliberations of weight adjustments are needed and in contrast to ε- methods, TE methods
do not rely on non-linear bound constraints.

3.1.6 Specific TE methods

This thesis considers three specific TE methods:

• Time-explicit robust optimization (TE RO):
Tθ[Ψ] := RRO.
• Time-explicit sharp ratio optimization (TE SRO):
Tθ[Ψ] := RRO

Rσ
• Time-explicit CVaR optimization (TE CVaR):
Tθ[Ψ] := RRO +RCVaR,α.

The methods TE RO and TE SRO are inspired by RO and MVO. TE RO seeks to increase
expected return over time whereas TE SRO aims to maximize the modified Sharpe ratio. In
this way, TE SRO seeks to promote expected return and reduce risk simultaneously. Note
also that one can consider TE MVO defined by Tθ[Ψ] := ψMVO. However, by considering
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3. New methods for oil production optimization

TE SRO instead, issues tied to tuning of the parameter, λ, are avoided. The potential
pitfalls of TE RO and TE SRO are the same as those of RO and MVO. TE RO does not
address risks directly whereas TE SRO addresses both high and low returns. Consequently,
reduction of high returns may occur without increasing low returns. As risk mitigation of
low returns is central to operating companies, other approaches need investigation. Here
TE CVaR, which is based on CVaRO, is proposed. By construction, TE CVaR only targets
the α · 100% lowest returns, i.e. the minimal returns of the ensemble are maximized over
time. Expected returns are simultaneously maximized to promote high returns. In this
way, TE CVaR seeks to avoid pitfalls by combining only the desirable properties of TE
RO and TE SRO.

3.2 A least squares approach for multi-objective oil
production optimization

In theory, a posteriori methods are ideal for multi-objective decision-making. However,
for many practical applications, the large-scale nature of production optimization renders
the efficient frontier computationally intractable to generate. In particular, these issues
become pronounced for more than two objectives. Currently, the only computationally
inexpensive alternatives are the hierarchical methods. As a drawback, such methods risk
to diverge, produce suboptimal solutions and skew the balance between the objectives. To
address these challenges, the following proposes a least squares (LS) method that combines
concepts of MOO to form a computationally tractable alternative to a posteriori methods
and a theoretically founded alternative to hierarchical methods. In particular, the LS
method can be seen as a concrete instance of the method of global criterion [118] modified
to fit the purposes of large-scale production optimization. Unlike hierarchical approaches,
the LS method uses an a priori characterization of desirable Pareto points to ensure that all
objectives are properly balanced independently of the Pareto front’s shape. In particular,
the LS method is designed to increase each objective as much as possible without severely
compromising any other objectives. As such, the LS method is intended for computational
fast but nevertheless reliable decision-making in complex situations where the efficient
frontier is unavailable.

3.2.1 Characterization of desirable Pareto points

By the nature of MOO, all Pareto optimal trade-offs are considered equally acceptable
solutions to a given MOOP

min
u∈U

f(u) = (R1(u),R2(u), ...,Rm(u)) . (3.13)

However, from a practical perspective, decision-makers are primarily interested in a single
trade-off, namely the one that suits a given application the best. In situations where
the Pareto front is computationally unavailable, this poses the natural question of how
to preselect desirable Pareto points prior to the optimization process. This is inevitably
a question of preferences. However, to ensure reliable decision-making in absence of
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3.2. A least squares approach for multi-objective oil production optimization

the frontier, it is natural to assume that management aims to optimize each individual
objective as much as possible without severely compromising other objectives in the process.
Therefore, motivated by Figure 2.3 (a), this thesis proposes to characterize Pareto points
in terms of the utopian risk scenario:

Definition 3.2.1. The utopian risk scenario is defined as the vector ψ∗ := (R∗1,R∗2, ...,R∗m),
where R∗i , 1 ≤ i ≤ m denotes the solution to the SOOP

max
{uk}

Ni−1
k=0 ∈Rn

Ri = Ri({uk}Ni−1
k=0 ; x̂0, θ), (3.14a)

s.t. umin,k ≤ uk ≤ umax,k, k ∈ Ni. (3.14b)

The solution to (3.14), R∗i , represents the optimal outcome for each individual objective,
Ri. Therefore, R∗ represents the overall, ideal risk scenario. Naturally, R∗i is infeasible
due to the inherent conflict between the objectives. However, it provides a natural
characterization and ordering of Pareto points:

Definition 3.2.2. The Pareto point Ψ = (R1,R2, ...,Rm) is considered preferable to the
Pareto point % = (ρ1, ρ2, ..., ρm), provided that

m∑
i=1

(Ri −R∗i )2 ≤
m∑
i=1

(ρi −R∗i )2, (3.15)

where R∗ = (R∗1,R∗2, ...,R∗m) denotes the utopian risk scenario. A Pareto point, P, that is
preferable to all other Pareto points is considered optimal.

Intuitively, the characterization of Definition 3.2.2 favors Pareto points that remain
close to the utopian risk scenario as measured in terms of deviations from the ideal, R∗ :

∆Ri := R∗ −Ri, i ∈ {1, 2, ...,m}. (3.16)

In particular, the characterization ensures that the optimal Pareto point results in small
deviations, ∆Ri, i ∈ {1, 2, ...,m}. In this way, as Figure 3.3 illustrates, one filters out
unattractive trade-offs where a given objective, Ri, is severely compromised by the conflicts
with other objectives.

Remark 3. The LS method is intended for situations where a posteriori methods are
computationally intractable. In such situations, the characterization intends to replace ad-
hoc trade-offs that, due to the unknown features of the frontier, risk to severely compromise
individual objectives. In cases where management heavily prioritizes one objective over
another, it may be more appropriate to consider hierarchical or lexicographical approaches
to enforce an ordering of the objectives [49, 177].

3.2.2 Problem formulation

By Definition 3.2.2, the optimal trade-off, P, is characterized by the Pareto point that
minimizes the Euclidian distance to the utopian risk scenario, R∗. To locate P , this thesis
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3. New methods for oil production optimization

uses the least squares approach:

min
{u}NL−1

k=0

ψLS = 1
2

m∑
i=1

(Ri({uk}Ni−1
k=0 ; x̂0, θ)−R∗i )2, (3.17a)

s.t. umin,k ≤ uk ≤ umax,k, k ∈ NL. (3.17b)

By narrowing focus to P, the LS approach (3.17) avoids most of the heavy computations
needed to generate the Pareto front. Computational cost is therefore significantly reduced
relative to a posteriori methods. In particular, while the complexity of a posteriori methods
grows exponentially with the number of objectives, the LS method scales linearly. Also, as
opposed to heuristic switching schemes of the literature, (3.17) is guaranteed to locate a
(local) Pareto optimal solution:

Theorem 3.2.3. Assume that u∗ = {uk}NL−1
k=0 is a (local) minimizer of (3.17). Then u∗

is a (local) Pareto optimal solution of the MOOP

min
{uk}

NL−1
k=0

Ψ := (R1, ...,Rm), (3.18a)

s.t. umin,k ≤ uk ≤ umax,k, k ∈ NL, (3.18b)

where Ri = Ri({uk}Ni−1
k=0 ; x̂0, θ), 1 ≤ i ≤ m.

Proof. See [118], Thm. 2.1.1.

In contrast to ad-hoc switching schemes, the LS method is reliable in the sense that
the method is theoretically guaranteed to converge to the Pareto optimal trade-off, P.
The price to be paid is that the LS method is computationally more demanding; while
hierarchical methods requirem optimizations, the LS approach requiresm+1. In particular,
the LS method relies on the need to: 1) generate the utopian risk scenario, R∗, by solving
(3.14) for each objective, Ri, 1 ≤ i ≤ m and 2) solve the least squares problem (3.17).
However, note that the m optimizations (3.14) are independent and can be run in parallel.

Remark 4. Due to the complexity of real-life reservoirs, convexity of the Pareto front
cannot be guaranteed in practice [44]. As Figure 3.3 (b) illustrates, this implies that
there may exist two or more Pareto optimal points that minimize the objective, ψLS. In
such cases, the generated trade-off, P, will depend on the initial guess of the optimization
procedure. Nevertheless, in any case, the minimization property of the generated trade-off,
P, will ensure a proper balance by remaining close to the utopian risk scenario. Hence,
despite non-convexity of the frontier, the method maintains practical relevance.

3.2.3 Other norms

Based on the characterization of Definition 3.2.2, the LS approach (3.17) uses the 2-norm

‖R∗ −R‖22 =
m∑
i=1
|Ri −R∗i |2, (3.19)

to penalize deviations from the utopian risk scenario, ψ∗. In general, the penalization could
be carried out in any p-norm
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3.3. Offset risk minimization

(a) (b)

Fig. 3.3: a) The LS method locates the Pareto optimal trade-off (green dot) that minimizes the
Euclidian distance to the utopian risk scenario (green star). Geometrically, this point will be
located at the bend of the frontier. In this way, the method offers a proper balance that optimizes
each objective as much as possible without compromising other objectives. As such, the method
avoids undesirable trade-offs that skew the balance by heavily favoring a single objective (red dots).
b) As indicated by the green circle, non-convexity of the Pareto front implies that there may exist
several solutions to the LS problem (3.17) (green dots). The figures (a) and (b) originally appeared
in Paper B.

‖R∗ −R‖pp =
m∑
i=1
|Ri −R∗i |p, 1 ≤ p ≤ ∞. (3.20)

Each choice of p ∈ [1,∞[ gives rise to a Pareto optimal point. However, in general, the
generated trade-off strongly depends on p [118]. Intuitively, p reflects the degree to which
the individually deviations, ∆Ri, are penalized. For example, the 2-norm squares ∆Ri,
whereas the 1-norm penalizes deviations linearly. This implies that the 2-norm becomes
more sensitive to individual deviations from the ideal. While this motivates the choice of
p = 2 over p = 1 for the purpose of this thesis, the question of which p is most appropriate
remains an open question that motivates future research. In this regard, it should be noted
that [125] has demonstrated that the piecewise linear family of CVaR norms can often
replace the p-norms in practical applications.

3.3 Offset risk minimization

While simulations studies have demonstrated the potential of ensemble-based methodology
to reduce overall risk of profit loss relative to real-life dominating practices such as reactive
control, conventional ensemble-based methods and the associated risk measures take no
precautions to avoid profit loss relative to a competing strategy. Consequently, despite
overall lower risk, ensemble-based control strategies may lead to individual profit outcomes
that perform significantly worse than a given competing industrial control strategy, uref .
Such unacceptable low profit outcomes impose risks of profit loss. Overall, the risk may be
small compared to the gains that stand to be made. However, to oil companies, risk of
profit loss outweighs potential profit gains. Consequently, ensemble-based methods may be
considered too risky relative to conventional reactive control. To meet this challenge, this
thesis proposes offset risk minimization as a means to reduce risk of profit loss relative to
industrial standards.
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NPV off
✓ (t, u) := NPV✓(t, u) � NPV✓(t, uref ) offset pdf 
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t

Fig. 3.4: NPV offset risk mitigation. NPV offset uncertainty band versus time (left). NPV offset
probability distribution function over the reservoir lifetime (right). Risk is reduced by maximizing
the lifecycle average value (blue circles) of the α% lowest offset profits (red areas). The figure
originally appeared in Paper C. Similar figures have been presented in [37, 38].

3.3.1 The profit offset distribution

Unlike ensemble-based methods that rely on the NPV profit distribution, the offset approach
uses the profit offset distribution ψoffnd = {ψioff}

nd
i=1, where:

ψioff (u; θi) = ψ(u; θi)− ψ(uref ; θi), 1 ≤ i ≤ nd. (3.21)

Here uref denotes a competing reference strategy. For a given control strategy, u, the profit
offset distribution provides a complete picture of the risk profile relative to the industrial
reference case. The offset distribution therefore provides management with a tool for
assessing new methodology relative to existing practices. In this regard, two distributions
are of special interest: the tail profit offset distribution,

{ψoff (u; θi)|ψoff < 0}, (3.22)

and the upper tail profit offset distribution,

{ψoff (u; θi)|ψoff ≥ 0}. (3.23)

These distributions represent, respectively, the distribution of the profit loss and the profit
gain with respect to the reference profit.

3.3.2 Offset risk minimization - Problem formulation

Offset risk minimization seeks to determine the operating profile, u, that minimizes the risk
of performing worse than a competing reference strategy. As opposed to the conventional
approach of minimizing risk of the profit distribution (2.12), the offset approach minimizes
risk of the profit offset distribution

min
u∈U

R(ψoff (u; θnd)). (3.24)

In this way, the risk of profit loss relative to industrial standards is minimized. Figure 3.4
illustrates the idea of offset risk minimization.
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3.3.3 Worst case offset risk minimization

In oil reservoir management, asset managers primarily focus on risks of low profit real-
izations. Therefore, this thesis uses the offset approach with the worst-case risk measure
(2.16) to maximize the worst profit outcome of the offset distribution:

max
u∈U

inf
θ

(ψoff (u, θ)) = max
u∈U

min
i=1,...,nd

(
ψoff (u, θi)

)
. (3.25)

The optimization problem (3.25) is non-smooth. However, for nα = 1, the numerical
solution of (3.25) is equivalent to the solution of the smooth constrained optimization
problem [37]:

min
u∈U

[
− inf
i=1,...,nd

(
ψoff (u, θi)

)]
= min

u∈U
[CVaRα (ψoff (u, θ))] . (3.26)

Consequently, the maximization of the worst case offset profit can be regarded as an offset
profit CVaR minimization problem.

3.4 Summary

This chapter has given an introduction to the new optimization-based risk mitigation
strategies for oil reservoir management that include 1) Time-explicit (TE) methods, 2)
a new least squares (LS) approach, and 3) an offset risk minimization strategy. From
the unified perspective of multi-objective optimization, the new methods can be seen as
different means to quantify risks that are tied to uncertain model descriptions and mutually
conflicting objectives. In particular, by careful design of objective functions, the methods
seek to overcome computational difficulties of conventional methods. In this regard, TE
methods have been proposed as a computationally tractable approach to address risk
mitigation of geological and economical uncertainties in a united fashion, whereas the LS
approach has be introduced as a viable alternative to a posteriori - and a priori methods
in scenarios, where the Pareto front is computationally intractable to generate. Lastly,
the new offset risk minimization approach has been proposed as a means to minimize
risks relative to competing methods in order to avoid scenarios where model-based control
strategies perform worse than industrial practices.
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Chapter 4
Numerical case studies

To demonstrate the potential of the new risk mitigation strategies, the following chapter
presents a selection of numerical cases studies. The chosen case studies serve to illustrate
how the new strategies relate to current-state-of-the-art methodologies and industrial
standards. To this end, the chapter considers three case studies:

• Time-explicit optimization - Comparison to ensemble-based methods.
• A least squares approach - Comparison to a posteriori methods.
• Offset risk minimization - Risk minimization relative to competing strategies.

The chapter is concluded with a summary of the main results.

The results of this section are adopted from Paper A-C. 1

4.1 Test case descriptions

Reservoir models. The first two case studies consider a two-dimensional synthetic
reservoir of dimensions 620 m× 620 m× 50 m, which by spatial discretization has been
divided into 31×31×1 cell blocks. Figure 4.1 (a) shows the well setup. Paper A and Paper
B provide detailed descriptions of petrophysical and economical model parameters. In both
cases, it is assumed that the geological uncertainties are tied to the reservoir permeability
and that the uncertainties can be approximated by an ensemble of 24 equiprobable
realizations. The permeability realizations have previously been used in [36, 44, 54]. The
permeability fields are heterogeneous with values in the range from 10mD to 2050 mD. As
Figure 4.1 (a) illustrates, the well setup consists of three injectors and three producers.
The controls are the water injection rates. The minimal and maximal injection rates
are 0 m3

day and 800 m3

day , respectively. Production wells operate at a constant bottom hole
pressure of 150 bar. The third case study uses the standard version of the Egg model [99].
This model has been used in a number of publications as a benchmark to test optimal
control methodologies [173]. The Egg model is a synthetic reservoir model consisting of
60 × 60 × 7 = 25.200 grid cells of which 18.553 cells are active. Model uncertainty is
1Parts of the results on TE methods were first presented in the authors M.Sc. thesis [54]. Since Paper A is
based on [54], there may be occasional overlaps in the presentation.
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Fig. 4.1: a) Arbitrarily chosen permeability field of the ensemble and the well setup that are used
in case study I and II. b) Arbitrarily chosen permeability field of the ensemble and well setup for
case study III. Figure (a) has previously appeared in the papers A and B. Figure (b) has previously
appeared in Paper C and [37].
represented by an ensemble of 100 permeability realizations. Figure 4.1 (b) shows an
arbitrary realization with the associated well setup. Paper C specifies petrophysical and
economical simulation parameters.

Simulation and optimization. In all case studies, reservoir fluid flow is simulated
using a two phase (oil and water) immiscible flow model with zero capillary pressure
and incompressible fluids and rocks. The simulations are carried out by the use of the
MATLAB Reservoir Simulation Toolbox (MRST) [108]. All optimization problems use
a single-shooting formulation and are solved by MATLABs black-box optimizer fmincon
that is provided as part of the optimization toolbox [116]. In all cases, the gradient of
the objective function with respect to the controls are computed by the adjoint method
[42, 45, 97, 145, 166, 175].

4.2 Time-explicit optimization - Comparison to
ensemble-based methods.

The following test case illustrates the potential of TE methods to reduce geological risk
measures over time and thereby implicitly mitigate time-dependent economical risks in the
process. Three strategies are considered: TE RO, TE MVO and TE CVaR. To illustrate
the benefits of the time-explicit approach over conventional methods, the study compares
TE RO to RO, TE MVO to MVO and TE CVAR to CVARO. Further, TE CVaR is
compared to nominal optimization (NO), RO and MVO to demonstrate the method’s
ability to mitigate the paramount risks of low profit outcomes. Here nominal optimization
refers to the strategy that optimizes the NPV using only a single reservoir model, i.e.
nominal parameters. For NO, expected return, standard deviation and CVaR is computed
by applying the nominal strategy to all reservoir models of the ensemble. The MVO
strategy uses the parameter λ = 10−7 1

$ , whereas TE CVaR is computed with α = 0.12.
Paper A provides more examples on TE methods.

36



4.3. A least squares approach - Comparison to a posteriori methods

4.2.1 Test case description

The reservoir is simulated over tf = 1800 days, which by discretization has been divided
into N = 60 control steps. Each control step corresponds to 30 days. For all TE methods,
representation of (3.9) uses M = 7, where {t̃`}M`=1 = {30, 60, 900, 1200, 1500, 1680, 1800}
days. Solutions to the optimization problem are found by MATLAB’s (2014b) build-in
function fmincon with an interior-point algorithm and a tolerance of ε = 10−8. The current
best, but non-optimal iterate, is returned in cases when the optimization algorithm uses
more than 100 iterations.

4.2.2 TE methods vs conventional strategies

Figure 4.2 compares the TE methods to conventional strategies and Figure 4.3 compares
TE CVaR to NO, RO and MVO. In each case, the subfigures (A,B,C) compare expected
returns. The shaded areas indicate one standard deviation. The subfigures (D,E, F )
compare conditional value-at-risk, while the subfigures (G,H, I) show the increases in
expected returns and conditional value-at-risk relative to NO, RO and MVO. As Figure
4.2 shows, the time-explicit approach significantly improves the balance between short-
term and long-term objectives compared to conventional methods. In particular, the TE
approach ensures considerable increases in short-term expected returns and conditional
value-at-risk at the cost of only slightly reduced long-term profits. These observations are
supported by Figure 4.3. In particular, as (A,B,C) show, TE CVaR provides significantly
improved short-term gains relative to NO, RO and MVO. In turn, long-term expected
returns are only slightly compromised. As shown in (G,H, I), the best results provide a
61.7%, 42% and 63.5% increase in short-term expected returns compared to NO, RO and
MVO, respectively. Furthermore, in all three cases, increases in expected return remain
above 21% from t = 300 days until t = 900 days. Long-term expected returns are in turn
only reduced in the cases of RO and MVO by 5.8% and 3.4%, respectively. Fulfilling
its primary purpose, TE CVaR manages to reduce risks of low returns as measured by
conditional value-at-risk. This is illustrated in (D,E, F ) which show significantly improved
CVaR compared to NO, RO and MVO. The best results provide a 109.4%, 36.3% and
49.6% increase in short-term CVaR compared to NO, RO and MVO. Long-term CVaR is
only slightly reduced by 1.3% and 7.3% compared to RO and MVO. Overall, the results
demonstrate a significant potential of TE CVaR to improve the balance between short-term
and long-term risk-related objectives compared to conventional methods. In particular, the
results demonstrate that TE CVaR has a considerable potential to reduce the paramount
risks of low returns in terms of improved short-term conditional value-at-risk.

4.3 A least squares approach - Comparison to a posteriori
methods

The following case study demonstrates the LS method’s potential to balance multiple
objectives in a computationally efficient and reliable manner. To this end, the case study
focuses on a short-term versus long-term problem with three objectives. As references cases,
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Fig. 4.2: Comparison of TE methods (blue curves) to conventional strategies (red curves). The
figure originally appeared in Paper A. Similar results have been presented in [54].

time [days]
0 500 1000 1500

M
ill

io
ns

 [U
S

 D
ol

la
rs

]

0

200

400

600

800
A

TE CVaR vs NO

time [days]
0 500 1000 1500

0

200

400

600

800
B

TE CVaR vs RO

time [days]
0 500 1000 1500

0

200

400

600

800
C

TE CVaR vs MVO

time [days]
0 500 1000 1500

M
ill

io
ns

 [U
S

 D
ol

la
rs

]

0

200

400

600 D

Cond. Value-at-Risk 12 %

time [days]
0 500 1000 1500

0

200

400

600 E

Cond. Value-at-Risk 12 %

time [days]
0 500 1000 1500

0

200

400

600 F

Cond. Value-at-Risk 12 %

time [days]
0 500 1000 1500

In
cr

ea
se

 in
 %

 

0

20

40

60

80

100 G

Increase in %

Expect. Return Cond. Value-at-Risk
time [days]

0 500 1000 1500

0

20

40

60

80

100 H

Increase in %

time [days]
0 500 1000 1500

0

20

40

60

80

100 I

Increase in %

Fig. 4.3: Comparison of TE CVaR (blue curve) to conventional strategies (red curves). The figure
originally appeared in Paper A. Similar results have been presented in [54]
the study compares the LS solution to 1) a representative of the Pareto front generated by
the WS method (2.7) 2 and, as a benchmark for industrial standards, reactive control (RC).
2The studies [71, 110] establish the NBI method as state-of-the-art among a posteriori methods. Nevertheless,
to establish proof of concept, the author finds that the simpler WS method is fully sufficient to illustrate
the LS approach’s computational benefits over a posteriori methods. Also, the WS approach remains of
relevance due to it’s widespread use in practical applications.
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4.3. A least squares approach - Comparison to a posteriori methods

Paper B provides additional examples that use the LS method to balance two objectives.
Note also that the following case study restricts attention to short-term versus long-term
optimization, where it is assumed that the reservoir description is exactly known. In
this regard, Paper D exemplifies how the LS approach can be used to balance multiple
objectives subject to geological uncertainty.

4.3.1 Test case description

The reservoir is simulated over 1800 days, which by discretization has been divided into
NL = 60 control steps. Each control step corresponds to 30 days. Long-term profit, ψL, is
represented by the NPV after 1800 days; NPV after 600 days is denoted by ψQ; and ψS
represents NPV after 300 days. Note that the concrete objectives have been chosen for
the purpose of demonstration only. In general, the objectives can be chosen in any way
management sees fit. The reactive strategy (RC) deploys all injectors at maximum capacity
and shuts in producer wells if the oil production revenue becomes less than the water
separation costs. The WS method (2.7) is applied with the set of weights wL ∈ { k10}

10
k=0.

In addition, Paper B provides a detailed description of petrophysical and economical
model parameters. Optimizations are performed using MATLAB’s (2014b) gradient-based
optimization tool fmincon with an interior-point algorithm and a tolerance of ε = 10−8.

The current best, but non-optimal iterate, is returned in cases when the optimization
algorithm uses more than 100 iterations.

Remark 5. Using the WS method with wL := 0 corresponds to maximizing only the
short-term NPV by determining the optimal well settings, {uk}NS−1

k=0 . In this case, the
question of how to choose the remaining controls, {uk}NL−1

k=NS+1, arise. This choice should
result in the Pareto optimal point (ψ∗S , ψL). To this end, this thesis follows the two-step
procedure of [110] by first optimizing the short-term NPV and then maximize ψL over the
remaining reservoir life.

4.3.2 Balancing three objectives

This study uses the LS method to balance the three objectives objective, ψL, ψQ and ψS .
Figure 4.4 shows the 3D LS solution and the Pareto front representative generated by
WS. Note that the computed LS trade-off resides on the frontier, i.e., it is Pareto optimal.
Also, the point is located at the bend of the 3D Pareto surface. The conventional WS
approach uses 5931 equivalent reservoir simulations to generate the front. In turn, the
3D LS method finds the optimal trade-off using a mere 129 reservoir simulations. As a
consequence, the LS method significantly reduces the computational burden. The figures
4.5 and 4.6 compare the LS strategies in terms of water saturation maps and optimal
controls; here the 2D LS solution optimizes ψL and ψQ. Note, in particular, how the 3D LS
strategy’s early use of the injectors 1 and 2 causes rapid oil displacements relative to the
2D LS solution. To further investigate the effects of introducing an additional objective,
Figure 4.7 compares the LS solutions in terms of cumulative NPV. Subfigures (A,B) show
the 2D LS solution relative to: A) the ideal long-term strategy, ψ∗L, and B) the ideal
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Fig. 4.4: Representative of the Pareto surface generated by the WS method. The figure originally
appeared in Paper B.
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Fig. 4.5: Water saturation maps for 1) the WS method with wL = 0.6, 2) the 2D LS method and 3)
the 3D LS method. Reference strategy: reactive control. The figure originally appeared in Paper B.
short-term strategy, ψ∗Q. Subfigure C shows increases and decreases of the LS solution
relative to ψ∗L and ψ∗Q. Subfigures (D,E,F) show the same information relative to the 3D
LS solution. As subfigure C shows, the 2D LS solution manages to increase short-term
profit, ψQ, relative to ψ∗L by 45.55%. In turn, long-term profit is reduced by just 5.01%.
Also, relative to ψ∗Q, long-term profit is increased by 14.51%, while short-term profit is
reduced by a mere 5.74%. This demonstrates the LS method’s ability to appropriately
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Fig. 4.6: Optimal controls for 1) the WS method with wL = 0.6, 2) the 2D LS method and 3) the
3D LS method. The figure originally appeared in Paper B.
balance the objectives, ψQ and ψL. However, note that the NPV after 300 days is reduced
by 29.52% relative to ψ∗Q. Also, the same NPV is practically unchanged relative to ψ∗L.
This indicates that the restricted focus to ψL and ψQ may unintentionally compromise
other objectives. This strongly suggests that more objectives need to be considered in
the optimization process to ensure a proper balance between long-term and short-term
profits. Subfigures (D,E,F) support this presumption. In particular, by considering the
third objective, ψS , profits up until 350 days are significantly improved by as much as
77.14% relative to ψ∗L and 52.15% relative to ψ∗Q. In turn, long-term and short-term profits
are only slightly reduced by 6.56% and 9.13%, respectively. Relative to the LS 2D solution,
decreases in long-term and short-term profits are therefore negligible. Also, subfigures
(G,H,I) compare the 2D and 3D LS strategies to the real-life common practice, reactive
control. Both LS solutions increase long-term profit significantly by approximately 44%.
However, unlike the 3D LS solution, the 2D LS solution is unable to compete with RC in
terms of profits prior to 600 days. These results demonstrate that including more than
two objectives may have significant financial benefits in terms of improving the balance
between short-term and long-term profits. Note that, instead of optimizing the objectives
ψL and ψQ, the 2D LS method could also be used to optimize ψL and ψS . To investigate
the significance of this choice, Table 4.1 compares the two strategies, 2D LSψL,ψQ and 2D
LSψL,ψS , to the 3D LS solution. The results show that, in both cases, the 3D LS solution
manages to significantly increase the third objective relative to the 2D solution without
severely compromising the other objectives. In this sense, the overall balance between the
objectives are improved in both cases.
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Table 4.1: Comparison of LS strategies.

Strategy ψL [million USD] ψQ [million USD] ψS [million USD]
2D LSψL,ψQ 940.8 544.5 214.4
2D LSψL,ψS 943.1 488.7 368.6

3D LS 925.4 524.9 369.3
Relative increases/decreases ∆ψL in % ∆ψQ in % ∆ψS in %
3D LS relative to 2D LSψL,ψQ −1.64% −3.59% +72.24%
3D LS relative to 2D LSψL,ψS −1.87% +7.41% +0.19%
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Fig. 4.7: Comparison of short-term and long-term strategies in the cases of two and three objectives.
Reference case: reactive control. The figure originally appeared in Paper B.

4.4 Offset risk minimization - Risk minimization relative
to competing strategies

The following case study demonstrates the potential of offset risk minimization to reduce
the risks of low profit realizations relative to academic and industrial best practices. Firstly,
the offset approach is used to maximize the worst-case offset profit relative to reactive
control over the reservoir life-cycle. Secondly, the offset approach is compared to RO, WCO
and CVaRO to illustrate the main benefits of offset risk mitigation relative to conventional
ensemble-based methods.

4.4.1 Test case description

The reservoir is produced for 3600 days under water flooding conditions. It contains eight
water injectors and four producers, which are completed in all seven layers. The bhps of the
producer wells are kept fixed at 395 bar and the water injection rates are subject to control
with a sample time of 90 days. The water injection rates are bound to be in the interval
[0, 79.5]m3/day. Figure 4.1 (b) shows the well setup. An optimal solution is reported
if the KKT conditions are satisfied to within a relative and absolute tolerance of 10−6.
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4.4. Offset risk minimization - Risk minimization relative to competing strategies

Table 4.2: Key performance indicators for the NPV offset distribution.

Control Eθ(ψoff ) inf(ψoff ) β := Prob[ψoff < 0] Eθ[ψoff |ψoff < 0] Eθ[ψoff
∣∣ψoff ≥ 0]

strategy 106 USD 106 USD 106 USD 106 USD
w.c. opt. 1.06 -1.11 9% -0.41 1.20
c.s. 20% 1.24 -0.92 8% -0.41 1.39
RO 1.44 -1.48 15% -0.53 1.79
offset w.c. opt. 0.99 -0.35 8% -0.22 1.10
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Fig. 4.8: a) Strip charts of the NPV offset distributions. The black vertical lines indicate the
5th percentile, the mean, and the 95th percentile of the profit offset distribution. b) Plot of
CVaRα(ψoff ) as a function of the risk level, α. The figures (a) and (b) originally appeared in
Paper C. Similar results have been presented in [37, 38].

The current best but non-optimal iterate is returned in cases for which the optimization
algorithm uses more than 400 iterations, the relative change in the cost function is less
than 10−6, or the relative change in the step size is less than 10−10. These stopping criteria
are independent, i.e. when one of the criteria is satisfied, the optimizer stops. Furthermore,
the cost function is normalized to improve convergence. The normalization consists of
dividing by 106 such that the objective function is appropriately scaled.

4.4.2 Worst-case offset risk minimization

Figure 4.8 (a) compares the profit offset realizations associated with 1) the worst case
offset optimization strategy (offset w.c. opt), 2) the worst case optimization strategy (w.c.
opt), 3) the CVaR20% optimization strategy (c.s. 20%), and 4) the robust optimization
strategy (RO). All strategies produce realizations that perform worse than reactive control.
However, as indicated by the 5th percentile, the worst case offset optimization strategy
manages to significantly reduce both the number of negative offset realizations and the
amount of potential profit loss compared to the ensemble-based strategies. In this way,
the worst case offset optimization solution represents the strategy that reduces risk of
profit loss relative to reactive control to the largest extend. Figure 4.8 (b) confirms these
observations. In particular, for low risk levels, α < 0.2, all control strategies risk to perform
worse than reactive control. Nevertheless, the offset worst case optimization strategy offers
the lowest risk. As a minor drawback, the low risk of profit loss comes at the price of
overall lowest expected return. Table 4.2 quantifies the above observations by comparing
key performance indicators for the profit offset worst case optimization strategy and the
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ensemble-based methods. The first column compares expected returns, Eθ(ψoff ), and
the second column compares the worst case offset profit outcomes, inf(ψoff ). The results
confirm that the worst case optimization strategy offers the lowest potential profit loss
at the cost of the lowest expected return. The fourth to the sixth column report the
probability of negative offset profits, β = Prob[ψoff < 0], the average offset profit of the
negative offsets profits, Eθ[ψoff |ψoff < 0], and the average offset profit of the positive
offset profits, Eθ[ψoff |ψoff ≥ 0]. The results show that the offset worst case optimization
strategy has a mere 8% chance of yielding a negative offset profit of -0.22 mio USD, but
a 92% chance of yielding positive offset profits with an average value of 1.10 mio USD.
This implies that the offset worst case optimization strategy provides 1) the lowest risk of
profit loss and 2) at the same time, has a high probability (92%) of outperforming reactive
control. The price to be paid is that the offset worst case optimization provides the lowest
average positive offset profit. This implies that the offset worst case optimization stands
to improve reactive control by the smallest amount on average.

4.5 Summary

As a means to establish proof-of concept for the new risk mitigation strategies, this chapter
has presented a selection of numerical case studies. To summarize, the following provides
an overview of the main results:

• Numerical experiments have compared conventional ensemble-based strategies of
risk mitigation to the TE methods: TE RO, TE MVO and TE CVaR. The results
demonstrate the potential of TE methods to significantly improve short-term risk-
related performance measures such as expected return, standard deviation, and
conditional value-at-risk, with only slight deterioration of long-term objectives as a
consequence. While TE CVaR is not continuously differentiable with respect to the
controls, the results nevertheless demonstrate that a gradient-based approach may
successfully be used to optimize the TE CVaR objective function. The approach
proved to be a good candidate to mitigate the paramount risks of low expected returns
with improved short-term conditional value-at-risk by as much as 109.4%, 36.3% and
49.7% as compared to NO, RO and MVO, respectively.
• The numerical results have demonstrated the LS methods potential to properly
balance multiple objectives at significantly reduced computational cost relative to
the WS method. In particular, the LS method was able to find a viable trade-off
using 129 equivalent reservoir simulations. In turn, the WS method required 5931
simulations to generate the frontier. This corresponds to a significant reduction of
the computational burden. Furthermore, by considering three objectives, the LS
approach was able to match the benchmark for real-life best practices, reactive control,
in terms of short-term gains. At the same time, long-term profits were improved
by approximately 44 %. This indicates the benefits of considering more than two
objectives. As a result, due to the increasingly challenging task of representing the
Pareto front for a growing number of objectives, the LS methods ability to efficiently
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handle multiple objectives signifies its practical importance.
• Open-loop simulations have demonstrated the potential of offset risk minimization
to reduce the risk of low profit outcomes relative to the industrial standards of
reactive control. To illustrate benefits over conventional risk mitigation methods,
the offset approach was compared to a representative selection of ensemble-based
strategies. The results show that the offset worst case optimization strategy offers
the lowest risk of profit loss relative to reactive control. In particular, compared to
the ensemble-based strategies, the worst case offset optimization strategy manages to
significantly reduce both the number of negative offset realizations and the amount
of potential profit loss. As drawbacks, the low risk of profit loss comes at the price of
overall lowest expected return. Also, the offset worst case optimization strategy could
not ensure zero probability of yielding lower profit realizations than the reactive
strategy. Nevertheless, due to oil companies main concern of avoiding unacceptable
low profits, the results suggest that it may be more relevant to consider the NPV
offset distribution than the NPV distribution when minimizing risk in production
optimization.

Overall, the results demonstrate a significant potential to improve current state-of-the-
art ensemble-based and a posteriori methods in terms of computational efficiency and
robustness with respect to risks of profit loss. At the same time, the new methods manage
to maintain viable control strategies of practical relevance.
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Part II

Customized solvers for
PDE-constrained optimization
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Chapter 5
A new high-order approach to
PDE-constrained optimization

This chapter provides an introductory overview of the new LNK solvers and discusses
the associated contributions. The presentation naturally divides into three main parts.
Motivated by applications in physics, physiology and mathematical biology, the first part
introduces the class of distributed diffusion-reaction problems that are central to this thesis
and specifies appropriate assumptions. To motivate the need for customized solvers, the
second part discusses a selection of the associated computational challenges that are tied
to discretization and solution of the underlying optimization problems. Lastly, to put the
contributions of this thesis into perspective, the third part provides a broad overview of
the main components of the new LNK solvers and discusses relations to current-state-
of-the-art methodologies. The chapter is concluded by an outline of the remainder of Part II.

This chapter draws upon the papers E-H.

5.1 Background - A class of diffusion-reaction problems

Real-time optimization of systems governed by partial differential equations (PDEs) presents
significant computational challenges to nonlinear model predictive control (NMPC). In
particular, the large-scale nature of the PDE constraints often limits the use of black-box
optimization software. Hence, to ensure online solutions at relevant time-scales, large-scale
NMPC algorithms typically require powerful, customized PDE-constrained optimization
solvers. As a step in this direction, this thesis proposes customized Lagrange-Newton-
Krylov (LNK) solvers for the following class of time-dependent diffusion-reaction problems

min
y, u∈Uad

J(y, u) =
∫∫

Q
ϕ(x, t, y(x, t))dxdt+ ρ

2

∫∫
Q

(u(x, t))2dxdt, (5.1a)

s.t. ∂y

∂t
−D∆y +A(x, t)y +R(x, t, y) = β(x, t)u+ fs(x, t), in Q, (5.1b)

y(x, 0) = y0(x), in Ω. (5.1c)
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5. A new high-order approach to PDE-constrained optimization

Fig. 5.1: Simulation of a traveling wave front associated with the Schlögl model.

PDE-constrained problems of the type (5.1) trace back to the seminal work of Lions
[109] and have attracted considerable attention from the optimal control community,
where examples include [25, 26, 33, 46, 48, 139, 140]. Problems of the type (5.1) seek
to control the state variable, y : Q 7→ Rn, such as to optimize the objective, J(y, u), by
manipulating a distributed control mechanism, u ∈ Uad, u : Q 7→ Rnc that acts within
the domain Q = (0, T ) × Ω, Ω ⊂ Rd, d = 1, 2, 3 with boundary Σ := (0, T ) × ∂Ω. The
control can be restricted to any given subdomain, Qs ⊂ Q, by choosing the matrix-valued
function, β : Q 7→ Rn×nc , as a diagonal matrix with appropriate characteristic functions,
i.e. β(x, t) := diag(χQs,1(x, t), ..., χQs,nc (x, t)). In physical terms, the distributed control
models injection or suction of individual reactants. Alternatively, for chemical reactions
involving ionic species, the control may represent an electric field that seeks to steer
the system towards a desired conductivity pattern [25, 26]. For a given set of boundary
conditions, the PDE-constraints (5.1b) ensure that the optimal solution, (y∗, u∗), satisfies
the underlying physical model subject to the admissibility condition u ∈ Uad. Here D is
a constant (n, n) diagonal matrix, whereas R : Q × Rn → Rn and A : Q × Rn×n → Rn

denote the non-linear and linear reaction kinetics, respectively. In addition, fs : Q→ Rn

represents a given source term. The constant ρ > 0 denotes the Tikhonov regularization
parameter that, from a physical perspective, can be seen as means to penalize the energy
that the control induces into the system.

Basic assumptions and specifications

In addition to the basic assumptions on the nature of the underlying PDE system (5.1b),
the new LNK solvers will focus on DR problems (5.1) that satisfy the following additional
specifications:

• Tracking-type objectives
While the greater parts of this thesis do not rely on a specific expression for the
objective, ϕ, it should be noted that all numerical examples focus on tracking-type
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objectives, where

ϕ(x, t, y(x, t)) := y(x, t)− yd(x, t), in Q. (5.2)

For this specific choice, the objective (5.1a) function can be written in the form

J(y, u) = 1
2‖y − yd‖

2
L2(Q)n + ρ

2‖u‖
2
L2(Q)n . (5.3)

In this case, the objective expresses the desire to reach a pre-specified desired set-point,
yd ∈ L2(Q)n. This set-point may, e.g., represent an idealized state of the system,
an unstable steady state, or it may represent the result of a prior, independent
optimization procedure.
• Point-wise control constraints
In addition to the PDEs (5.1b), this thesis considers bi-lateral point-wise control
constraints. In this case, the set of admissible controls, u ∈ Uad, is given by

Uad := {u ∈ L∞(Q)n : ua ≤ u(x, t) ≤ ub a.e. in Q}, (5.4)

where a := (a1, ..., anc)T and b := (b1, ..., bnc)T . This thesis assumes the bounds to
be constants. Point-wise bounds of the type (5.4) appear in a number of practical
applications, where the control must satisfy, e.g., operational limitations that are
not naturally captured by the underlying PDE (5.1b). In the limiting case, where
ua := −∞ and ub :=∞, the admissible set becomes Uad = L2(Q)nc . This corresponds
to the case where the PDEs (5.1b) constitute the only constraints.
• Boundary conditions

In addition to the PDEs (5.1b), all problems will be subject to either homogeneous or
inhomogeneous Dirichlet, Neumann or Robin type boundary conditions. In particular,
the boundary conditions will be given by either

y = g, on Σ, (Dirichlet type BCs) (5.5)
∂y

∂n
= f, on Σ, (Neumann BCs) (5.6)

∂y

∂n
+ αy = h, on Σ, (Robin BCs) (5.7)

where α ∈ R and g, f, h ∈ L2(Σ)n describe pre-specified boundary data.
• Separable tensor-product domains
The work of this thesis primarily revolves around rectangular spatial domains, Ω, in
1D, 2D and 3D of the general type

Ω := [a, b]× [c, d]× [e, f ], (5.8)

where a, b, c, d, e, f ∈ R and a < b, c < d, e < f. As a matter of more complex
geometries, the results of this thesis extend to annular - and cylindrical domains of
the type

ΩA :={(x, y) ∈ R2| a ≤ x2 + y2 ≤ b}, (5.9a)
ΩC :={(x, y, z) ∈ R3| a ≤ x2 + y2 ≤ b, z ∈ (0, h)}, (5.9b)

where h ∈ R+ and 0 < a < b.
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Remark 6. The generality of the formulation (5.1) allows for systems with n states and
nc controls. However, the numerical examples of this thesis restricts attention to problems
with a maximum of two coupled states and a single control variable, i.e., where n = 2 and
nc = 1. Nevertheless, the approaches described in this thesis may be used to tackle general
problems of the type (5.1).

Remark 7. A mathematical rigorous treatment of the DR optimal control problems (5.1)
requires introduction of appropriate function spaces and relies on proper assumptions on
the non-linear reaction kinetics. However, since this thesis primarily focuses on numerical
aspects at the discrete level, the presentation refrains from going into details with such
aspects. Nevertheless, the concrete problems that are considered in this thesis rely on solid
mathematical foundations. In this regard, [48, 139] provide rigorous analysis for a broad
class of DR problems for which the non-linear reaction kinetics are decoupled, whereas
[25, 80] focus on concrete examples of two-species diffusion-reaction systems.

Model problems and applications

The interest in the class of problems (5.1) is motivated by its ubiquity in both academia
and practical applications. In particular, while the formulation (5.1) covers basic model
problems that involve Poisson and Helmholtz type equations, non-linear diffusion-reaction
systems of the type (5.1) naturally arise from a wide range of problems in respectively
physiology, physics, mathematical biology and chemistry, where they are used to model
processes for which chemical reactants or biological species evolve by means of mutual
interaction. Examples of concrete model problems and applications include:

• Linear diffusion-reaction equations
∂y

∂t
−∇ · (α∇y) +Ry = βu+ fs, (5.10)

where α(·, ·) denotes the diffusion coefficient and R(·, ·) describes reaction. Linear
diffusion-reaction equations of the type (5.10) comprise model problems such as
Poisson and Helmholtz equations. The associated linear-quadratic optimal control
problems therefore serve as a natural means to asses performance and conduct funda-
mental analysis [127, 135, 136]. Furthermore, Newton-like optimization algorithms
for non-linear problems typically rely on repeated solution of linear-quadratic optimal
control problems similar to (5.10) [85, 168]. As such, problems of the type (5.10) are
natural stepping stones towards more advanced problems.

• Scalar diffusion-reaction equations
∂y

∂t
−Dy∆y +R(y) = βu+ fs. (5.11)

Depending on the choice of parameters and non-linear reaction kinetics, (5.11)
describes the dynamics of, e.g., the Schlögl model [33, 46, 113, 147], the simplified
Ginzburg-Landau model for super-conductivity [94] and solid fuel ignition processes
[27, 28]. The Schlögl model is known to give rise to traveling wavefronts [46, 139–
141], whereas uncontrolled solid fuel ignition processes may lead to unstable blow-up
phenomena [27].
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• Scalar diffusion-reaction equations coupled with systems of linear ODEs

∂y

∂t
−Dy∆y +R(y) +

m∑
j=1

αjzj = βu+ fs, (5.12a)

∂zj
∂t

+ βjzj − γjy + δj = 0, j = 1, ...,m. (5.12b)

The set of equations (5.12) are widely used to model excitable systems [105, 119, 161].
In this setup, the PDE represents the activator equation, whereas the ODEs act as
inhibitors. For m = 1, the system (5.12) reduces to the FitzHugh-Nagumo equations
that model signals that are associated with excitable cells such as neurons [69, 121].
The dynamics are typically characterized by spiking wave patterns and may lead to
spiral wave formations for multiple dimensional problems [48, 139]. It is well-known
that similar spiral wave patterns may occur in heart tissue, where they can cause
defibrillation [2, 4, 103]. In this regard, the FitzHugh-Nagumo equations serve as a
first-principle model to study the control of such pattern formations [46–48, 139].
• Systems of coupled diffusion-reaction equations

∂y

∂t
−Dy∆y +Ry(y, v) = βuy + fy in Q, (5.13)

∂v

∂t
−Dv∆v +Rv(y, v) = βuv + fv in Q. (5.14)

General two-species reaction-diffusion systems of the type (5.1) are ubiquitous in
chemical engineering and mathematical biology. Examples include, e.g., the modeling
and control of chemical reactions [9, 78–81, 131] and the description of λ−ω systems
that serve as general models for evolution of biological systems and turbulent behavior
[25, 26].

Concretely, this thesis considers examples of optimal control problems that are governed by
linear diffusion-reaction equations (5.10), the Schlögl model and solid fuel ignition processes
(5.11), the Fitz-Hugh Nagumo equations (5.12), and general two-species diffusion-reaction
systems (5.1) that arise from chemical processes.

5.2 Numerical aspects and challenges

From a theoretical point of view, problems of the type (5.1) are to a large extend well-
understood. However, the numerical solution of the underlying large-scale optimization
problems still poses significant computational challenges. Many of these challenges can be
tied to one or more of the following key computational aspects:

• Nested-Analysis and Design versus Simultaneous-Analysis-and-Design.
• Optimize-then-discretize versus discretize-then-optimize.
• Solution of large-scale saddle-point systems.
• Solution of forward-backward systems.

To motivate the contributions of this thesis, the following provides a separate discussion
for each individual item in the context of state-of-the-art methodologies. To facilitate
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Fig. 5.2: Simulation of a spiking wave front associated with the FitzHugh-Nagumo equations.

the presentation and illustrate key issues, the discussions occasionally use the prototypic,
scalar diffusion-reaction model problem

min
y, u

J(y, u) :=
∫∫

Q
ϕ(x, t, y(x, t))dxdt+ ρ

2

∫∫
Q

(u(x, t))2dxd (5.15a)

s.t. ∂y

∂t
−∆y +R(y) = βu+ fs in Q, (5.15b)

y(x, 0) = y0(x) in Ω. (5.15c)

Each of the four discussions is concluded by the formulation of a corresponding research
objective. Combined, the four research objectives represent the main goals of Part II.

Nested-Analysis-and-Design versus Simultaneous-Analysis-and-Design. To solve
large-scale optimization problems such as (5.15), the literature distinguishes between two
solution paradigms, Nested-Analysis-and-Design (NAND) 1 and Simultaneous-Analysis-
and-Design (SAND) [17, 85]. The NAND method uses a reduced space approach that
eliminates the state variables from the optimization problem in terms of the control-to-state
map, G : u 7→ y, that associates each control configuration, u, to the corresponding state
of the system, G(u) = y. In particular, NAND methods solve the reduced optimization
problem

min
u∈Uad

f(u) := J(G(u), u). (5.16)

The reduced formulation (5.16) has the advantage of decoupling the PDE-constraints from
the optimization procedure by dividing the process into a three-step optimization loop:

1In many parts of the control literature, Nested-Analysis-and-Design is a synonym for so called single-
shooting methods.
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1) Given a temporary control profile, an embedded PDE solver integrates the state
equation forward in time to obtain the corresponding states. This corresponds to an
application of the control-to-state mapping, G.

2) Using the computed states, G(u) = y, an independent adjoint solver computes the
gradient of the objective function, f(u) := J(G(u), u), with respect to the decision
variables.

3) Finally, given the gradient with respect to the controls, a black-box non-linear
programming (NLP) optimizer updates the control profile following a gradient-based
descent direction subject to line search conditions.

This three-step procedure repeats itself until the control variable, u, meets appropriate
convergence criteria based on, e.g., the norm of the gradient and step size tolerances. The
NAND approach is appealing due to it non-intrusive nature that allows for the combination
of already existing forward solvers and commercial optimizers. As a drawback, the approach
is computationally demanding. In particular, NAND methods require successive solution
of the forward problem and repeated computation of adjoint sensitivities. For large scale
problems, where the number of unknowns readily exceeds 106, these requirements become
prohibitively expensive. This issue is particularly pronounced for distributed control
problems such as (5.15), where the number of decision variables, u, is comparable to the
number of states, y.

In contrast to NAND, methods of SAND consider both the states and the controls as
independent optimization variables that are coupled through the PDE constraints. To solve
the corresponding optimization problem, SAND methods solve the Karush-Kuhn-Tucker
(KKT) system of first-order optimality conditions for the states, controls, and multipliers
simultaneously. By solving for all dependent variables at once, SAND methods avoid the
need to repeatedly solve the state equations and the corresponding sensitivity problem.
In theory, this makes SAND approaches fast and attractive for real-time optimization of
large-scale problems. However, in practice, the solution of the full KKT system is a highly
non-trivial task. In particular, the KKT conditions constitute a nonlinear system of PDEs
coupled in both space and time. As a result, the optimization problem becomes huge to the
point where most standard black-box optimizers are rendered computationally intractable.
As a consequence, to realize the potential of SAND methods and promote online dynamic
large-scale optimization, customized solvers become imperative. This observation naturally
leads to the formulation of research objective 3:

Research objective 3. Propose customized SAND solvers tailored for
diffusion-reaction systems of the type (6.1).

Optimize-then-discretize versus discretize-then-optimize. While PDE-constrained
optimization problems are naturally formulated in infinite dimensional function spaces, their
complex nature implies that solutions must be sought numerically. Naturally, the underlying
computational procedures rely on discretization in some form or another. To this end, there
exists two fundamental approaches to discretization: 1) optimize-then-discretize (OD) and
2) discretize-then-optimize (DO) [90]. The OD approach applies theory of optimization in
Banach spaces to derive first-order necessary optimality conditions that characterize local
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Fig. 5.3: Optimize-then-discretize versus Discretize-then-optimize. This figure is inspired by [107].

extrema in terms of an infinite-dimensional system of differential equations and additional
variational inequalities [109, 168]. Once the infinite dimensional optimality conditions have
been derived, the OD approach solves the associated system by combining non-linear solvers
with appropriate discretization schemes. In contrast, the DO approach first discretizes
the infinite-dimensional PDE-constrained optimization problem by replacing continuous
functionals and operators by approximate, finite dimensional counterparts. As a result, the
DO strategy gives rise to a new, finite-dimensional optimization problem that can be solved
using conventional finite dimensional optimization theory and algorithms [123]. In general,
the approaches of DO and OD do not commute, i.e., the approaches may lead to different
finite dimensional problems depending on the nature of the involved differential operators
and the choice of discretization schemes [107]. As such, the potential differences between
OD or DO introduce elements of ambiguity into the numerical solution of PDE-constrained
optimization problems. In this regard, it becomes natural to ask whether one approach
is favorable to the other. However, the literature has no broad consensus on this matter,
where the choice between OD and DO is typically problem dependent. In particular, each
approach has its advantages and drawbacks. In effect, by deriving optimality conditions
in the infinite dimensional setting of function spaces, OD typically manages to preserve
underlying structures of the continuous optimality system on the discrete level. In contrast,
DO can lead to finite dimensional systems that fail to reflect features of the continuous
problem. In this sense, OD is said to be strongly consistent, while DO is not. On the other
hand, the finite-dimensional formulation of OD naturally gives rise to symmetric systems
in saddle-point form. This feature of guaranteed symmetry - a property that DO may not
have - is desirable from the point of numerical implementation as it allows for the use of
fast, specialized algorithms that exploit saddle-point structures.

Ultimately, the commutative properties of OD and DO crucially depend on the choice
of discretization scheme. This poses the natural question of whether it is possible to
construct discretization schemes that ensure commutative properties of OD and DO. Such
discretization schemes will necessarily inherit the advantages of both OD and DO. In fact,
commutative schemes would automatically lead to both strongly consistent and symmetric
finite dimensional problems. This motivates the definition of Research objective 4:
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Research objective 4. Propose new discretization schemes that ensure commutative
properties of DO and OD.

Solution of forward-backward systems. In the case of time-dependent PDE-constrained
optimization problems such as (5.15), the infinite-dimensional first-order optimality systems
typically involve strongly coupled forward-backward systems of parabolic initial-boundary
value problems that evolve with opposite directions in time [168]. In fact, in the concrete
case of (5.15), the optimality system becomes

∂ty −∆y +R(y)− (β2ρ−1p+ f) = 0 in Q, (5.17a)
−∂tp−∆p+Ry(y)p+ ϕy(y) = 0 in Q, (5.17b)
y(x, 0) = y0(x), p(x, T ) = 0 in Ω. (5.17c)

Forward-backward systems of the type (5.17) are computationally challenging to handle
and typically require appropriate time-domain decompositions [8, 84]. Consequently,
conventional sequential time-stepping schemes often fall short. As an alternative, it
has become popular to devise one-shot methods that solve the optimal control problem
simultaneously in the entire space-time cylinder [24, 25, 66, 131, 132, 162, 164]. Most
recent space-time approaches combine low-order spatial finite element discretizations with
implicit low-order time-steppers such as an implicit Euler scheme. While the combination of
low-order schemes is pliable, time-steppers must be chosen carefully to ensure commutative
properties of OD and DO as well as satisfaction of the forward-backward conditions [132].
Furthermore, one-shot methods need to account for all discrete time-steps simultaneously.
Consequently, for problems that require high accuracy and involve long periods of time-
integration, low-order one-shot approaches result in huge linear systems .2 Ultimately, this
may compromise computational tractability. These observations motivate the question of
wether it is possible to construct discretization schemes that reduce the temporal problem
dimensionality and, at the same time, satisfy the forward-backward conditions. This
question gives rise to Research Objective 5:

Research objective 5. Propose high-order space-time discretization schemes that
automatically satisfy the forward-backward conditions.

Solution of large-scale linear saddle-point systems. Following the approach of
Simultaneous-Analysis-and-Design, solution of the optimization problem in question
amounts to solving the corresponding KKT system of first-order optimality conditions.
In most cases, the KKT system will be non-linear. As a consequence, solution strategies
typically rely on Newton-like approaches based on Sequential Quadratic programming
(SQP) schemes or Interior Point (IP) methods [123]. In essence, such methods use iterative
schemes that form and solve a sequence of linearized subproblems, whose solutions provide
increasingly improved approximations to the true optimal state and control. In many cases,
this sequence of subproblems can be formulated as variable-coefficient linear-quadratic
programming problems (QPs). In turn, each QP is equivalent to an associated linear KKT
2To deal with the huge linear systems, [66, 162] propose low-rank in time approximations.
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system that can be written in saddle-point form
[
M BT

B −C

] [
x1

x2

]
=
[
F1

F2

]
. (5.18)

As a consequence, the main computational workload of SAND methods amounts to repeated
and multi-query solution of linear saddle-point problems of the type (5.18). As a challenge,
the saddle-point systems are large-scale, indefinite and typically ill-conditioned. Direct
methods therefore often become computationally intractable, both in terms of CPU-time
and memory-requirements. This is particularly the case for standard low-order finite
difference or finite element discretization schemes that require a considerable number of
unknowns to resolve the problem to a given level of accuracy. As a result, to tackle the
large dimensionality associated with the systems (5.18), the use of preconditioned iterative
methods have gained considerable attention in the context of PDE-constrained optimization,
where examples include [10, 11, 76, 86, 86, 148, 157]. Most recently proposed schemes
combine low-order time-steppers and finite element schemes with Schur-complement block
preconditioners [128, 129, 131, 132, 136–138, 163]:

S :=
[
M ·
B Ŝ

]
, (5.19)

Here Ŝ represents an approximation to the negative Schur-complement S := C+BM−1BT .

Preconditioners of the type (5.19) have proven effective in practice and their spectral
properties are well understood for a broad class of model problems [127, 135]. By focusing
on the structural properties of the saddle-point system, Schur-complement preconditioners
offer great flexibility in the sense that the approach does not directly rely on the choice of
discretization scheme. However, computational efficiency relies crucially on the availability
of inexpensive approximations to the Schur-complement, Ŝ. For low-order finite element
discretizations, it has become common practice to approximate S−1 using a fixed number
of standard multi-grid cycles [127–129, 131, 132, 135–138, 163]. For such schemes, the
multi-grid approach leads to preconditioners with linear complexity in the number of
variables. However, for high-order discretizations, multi-grid approaches may become less
attractive due to the dense nature of the associated stiffness- and mass matrices. Therefore,
to promote the potential benefits of high-order methods, this motives computational
attractive alternatives to multi-grid approximations. To this end, note that the structures
and properties of the individual blocks that constitute the optimality system (5.18) are
directly reflected in the choice of discretization scheme. Therefore, motivated by the need
to repeatedly solve large-scale saddle-point systems (5.18), this observation poses the
question of wether it is possible to construct high-order discretization schemes that by
virtue of their inherent properties give rise to computational attractive preconditioning
strategies. This leads to the formulation of Research objective 6:

Research objective 6. Propose high-order discretization schemes that promote
efficient preconditioning strategies tailored for large-scale saddle-point systems.
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Fig. 5.4: Conceptual Lagrange-Newton-Krylov scheme.

5.3 An overview of the new LNK solvers

By the discussion of Section 5.2, the numerical solution of PDE-constrained optimization
problems such as (5.1) is subject to a range of challenging factors. To a large extend, these
factors are tied to discretization issues and successive solution of large-scale linear systems in
saddle-point form (5.18). To address these issues, most solution strategies in the literature
focus on exploiting saddle-point structures tied to the optimality systems. In contrast, the
work of this thesis aims to shift the attention to the structural properties of the underlying
discretization schemes. In particular, motivated by the Research Objectives 1 − 4, the
primary goal of this thesis is to investigate and asses to what extend the numerical
challenges of large-scale PDE-constrained optimization problems can be addressed by
building customized solvers that are based on carefully designed high-order discretization
schemes with a potential to

C.1 Reduce problem dimensionality and promote sparsity patterns
C.2 Ensure commutative properties of OD and DO
C.3 Automatically satisfy the forward-back conditions
C.4 Promote efficient preconditioning strategies

Motivated by these criteria, this thesis proposes a new high-order approach to PDE-
constrained optimization that combines customized high-order polynomial bases with
appropriate Krylov subspace methods to develop customized solvers for the classes of
stationary and time-dependent nonlinear diffusion-reaction systems of the type (6.1).
Inspired by the seminal work of Shen on traditional boundary-value problems [154], the
high-order approach comprises two new solution strategies based on customized polynomial
bases:
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i) A spectral Galerkin (SG) scheme for stationary diffusion-reaction problems.
ii) A spectral Petrov-Galerkin (SPG) space-time scheme for time-dependent diffusion-

reaction problems.

In essence, the new solution strategies can be seen as special instances of Lagrange-Newton-
Krylov (LNK) methods. Following the traditional LNK framework proposed by [20, 21],
the strategies adhere to the approach of SAND and solve the full nonlinear KKT system by
a Sequentially Quadratic Programming (SQP) approach, where solution of the underlying
large-scale saddle-point subproblems rely on a matrix-free preconditioned Krylov subspace
method. In particular, the LNK schemes solve the KKT system in an iterative fashion
that consists of outer and inner iterations:

• Outer iterations - The outer LNK solver uses a Sequential Quadratic Programming
(SQP) approach that applies Newton’s method to divide the full nonlinear optimality
system into a sequence of linearized subproblems that determine the outer iterates,
xk.

• Inner iterations - To be memory-efficient and scalable, the inner LNK solver tackles
each individual subproblem using an iterative Krylov subspace (KSP) method that
approximates the solution of the outer SQP subproblem, xk, by the inner iterates,
xmk .

Main contributions

The main contributions of this thesis revolve around customized elements of the inner LNK
solver. To provide an overview, Figure 5.5 presents a pictorial decomposition that divides
the LNK solver into a top layer and a bottom layer. The top layer comprises well-known
and core functionality, namely the SQP scheme and Krylov subspace methods. In turn,
the bottom layer comprises the main contributions and new constituents of the inner LNK
solver:

• Customized SG and SPG discretization schemes that serve to lower problem di-
mensionality, automatically satisfy the forward-backward conditions and ensure
commutative properties of OD and DO.

• New Poisson-like preconditioners to accelerate the inner Krylov subspace method.
• A transform-based procedure for computing matrix-free, matrix-vector products to

avoid the need to form and store the large-scale saddle-point systems associated with
the inner KSP iteration.

Overall, the four research papers E-H describe and present the LNK solvers and their main
constituents. To put the associated contributions into perspective, the following provides
a broad discussion of the new LNK solvers and their relations to current state-of-the-art
methodologies. To this end, the contributions are divided into three categories:

Customized high-order polynomial bases - The SG and SPG schemes. Inspired
by the work of Shen [150, 152, 154], this thesis uses high-order, customized spectral basis as
a foundation for the construction of customized solvers for PDE-constrained optimization
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5.3. An overview of the new LNK solvers

Fig. 5.5: Lagrange-Newton-Krylov solver - Overview of the main constituents in terms of the top
layer (second row) and the bottom layer (third row).

problems of the type (5.1). While the associated discretization schemes were originally
introduced in the context of traditional initial- boundary-value problems [154], this thesis
is the first to adapt, recognize and exploit their computational benefits to PDE-constrained
optimization. In the context of PDE-constrained optimal control, the high-order approach
has a numbers of attractive features. Firstly, the convergence rates of spectral methods
typically behave as O(N−m), where m refers to the regularity of the function subject to
approximation. Consequently, the SG and SPG schemes automatically exploit whatever
regularity the optimal solution may posses to speed up convergence (Paper E). This stands
in contrast to low-order finite-element or finite-difference methods, where convergence
rates are restricted by the order of local polynomial bases, regardless of the regularity of
the problem. Hence, for sufficiently smooth problems, spectral schemes only require a
few number of expansion modes, N , to resolve the solution to a given level of accuracy.
Effectively, compared to low-order finite difference or finite element methods, this has the
potential to reduce computational complexity by reducing both storage requirements and
CPU-time. Ultimately, this may reduce problem dimensionality (Paper E).

Secondly, as a means to promote efficient time-dependent PDE-constrained optimization,
the SPG scheme introduces a pair of dual bases in time that are specifically designed
to efficiently handle the opposite time directions of the forward-backward systems that
are central to time-dependent PDE-constrained optimal control (Papers G,H). Effectively,
this also ensures commutative properties of the numerical solution strategies of optimize-
then-discretize and discretize-then-optimize. As a result, the LNK solver automatically
leads to strongly consistent and symmetric first-order optimality systems in saddle-point
form (Papers G,H). Thirdly, as opposed to traditional high-order collocation methods
[16, 102, 167], the SG and SPG schemes use carefully designed modal bases whose special
orthogonal properties lead to well-conditioned, sparse and banded mass- and stiffness
matrices for constant-coefficient problems [150, 154]. In turn, these properties are central
to construction of the new PL preconditioners (Papers E-H). Section 7.1 provides a detailed
description of the SG and SPG schemes and their key properties.

61



5. A new high-order approach to PDE-constrained optimization

Preconditioners for PDE-constrained optimization. For high-order discretization
schemes, black-box preconditioners and multigrid-based Schur-complement block precon-
ditioners typically become computationally expensive due to the dense nature of the
associated stiffness- and mass matrices. To this end, this thesis introduces a new collection
of Poisson-like preconditioners that rely on the high-order SG and SPG bases. The main
idea behind the PL preconditioning strategy is to replace the individual blocks of the
original optimality system by approximations that come from a spectral discretization of
an associated constant-coefficient optimal control problem. As such, the preconditioners
have ties to fast Poisson solvers known from traditional BVPs [61, 150, 151].

At their core, the PL preconditioners exploit 1) the structure of the SG and SPG
spectral bases and 2) the nature of separable domains. As the main feature, inversion of the
PL preconditioners decouples to form to a sequence of independent subproblems that only
involve small scale, sparse matrices. In particular, for scalar stationary problem of the type
(6.1), inversion of the PL preconditioner reduces to solution of (N − 1)d independent 2× 2
systems, where N is the number of spatial discretization modes in each direction and d is
the space dimension (Papers E,F). Similarly, for scalar time-dependent problems of the type
(6.1), the preconditioning problem reduces to a sequence of (N − 1)d independent subprob-
lems that only involve Nt×Nt tridiagonal matrices, where d denotes the spatial dimension
and N, Nt are the number of modes in the space and time directions, respectively (Papers
G,H). Due to spectral accuracy, the number of modes can in many cases be chosen small,
i.e. Nt ≤ 25. Overall, the PL preconditioners can be applied matrix-free and scale linearly
with the number of spatial discretization modes. In addition, the independent nature of the
subproblems makes the preconditioners scalable and amenable to parallelization. (Papers
E-H).

For simple, stationary linear-quadratic model problems, spectral analysis shows that
block diagonal PL preconditioners are ideal in the sense that the spectra of the precon-
ditioned systems are bounded independently of the problem dimensionality (Chapter 8).
In addition, numerical studies indicate that the PL preconditioners remain ideal for more
complex cases of non-linear and time-dependent DR problems (Papers G-H). Further,
numerical results show that the PL preconditioned iterative solvers outperform state-of-the
art direct methods and may pose viable alternatives to the widely-used constellation of
low-order schemes and Schur-complement block preconditioners (Papers E-F). Section 7.2
provides a detailed description of the new PL preconditioners.

High-order methods for PDE-constrained optimization. In general, spectral schemes
have only received modest attention in the context of optimal control. As an exception,
spectral Galerkin methods have previously been use to develop efficient direct solvers for
linear-quadratic Poisson’s control problems in the form [50, 51]:

min
y, u

1
2‖y − yd‖

2
L2(Ω) + ρ

2‖u‖
2
L2(Ω), ρ > 0, (5.20a)

s.t. −∆y = u+ fs in Ω. (5.20b)
y = 0 on Γ. (5.20c)
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While the direct solvers [50, 51] are highly efficient, the proposed methods are limited
to constant-coefficient Poisson-type problems with Dirichlet boundary conditions in rect-
angular domains. Further, the direct solvers do not allow for control constraints and
subdomain restrictions. Consequently, these shortcomings significantly narrow the range
of potential applications. In this regard, the SG and SPG schemes serve as means to
broaden the computational scope of efficient high-order methods in PDE-constrained
optimization. In particular, while the SG and SPG schemes rely on ideas similar to [50, 51],
the approaches are altogether different with significant advantages. Firstly, the iterative
nature of the SG and SPG schemes allows for an efficient way to handle multi-dimensional,
variable-coefficient, non-linear problems by using low-storage, matrix-free implementations
that are amenable to parallelization. This enables high-order solutions to large-scale
problems that would otherwise be computational intractable by direct strategies such as
[50, 51]. Secondly, the SG and SPG schemes accommodate both Dirichlet, Neumann and
Robin-type boundary conditions and enable point-wise bound constraints and distributed
controls that can be restricted to arbitrary subdomains. Thirdly, the ability to efficiently
solve variable-coefficient DR problems allows for extensions to non-rectangular separable
geometries, including annuli and cylinders (Paper G). Overall, the new LNK solver provides
a non-trivial extension of current high-order methodologies to efficiently handle the more
complex cases of time-dependent, non-linear problems. In this way, this research may
contribute to pave the way for new applications of high-order methods to PDE-constrained
optimization.

5.4 Outline

The remainder of Part II is divided into four chapters:

• The LNK solver - Top layer
As a means to establish the necessary background, this chapter provides a brief
overview of the top layer of the LNK solver. In particular, the chapter discusses
basic theoretical results and implementation details for the outer SQP scheme and
the inner Krylov subspace solvers.
• The LNK solver - Bottom layer
To provide a unified presentation of the new elements of the inner LNK solver, this
chapter provides a general description of the main constituents of the bottom layer.
In particular, the presentation focuses on the SG and SPG discretization schemes, the
new Poisson-like preconditioners and the transform-based procedure for computing
matrix-free, matrix-vector products.
• Theoretical aspects
As a means to analyze the PL preconditioners, this chapter establishes concrete
bounds on the spectrum of prototypic PL preconditioned optimality systems that
arise from a class of stationary linear-quadratic model problems. The main purpose
is to gain insights into the nature of the PL preconditioners in a simplified setting
that permits analysis. In this way, the results serve as rough guidelines to what can
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5. A new high-order approach to PDE-constrained optimization

be expected from the PL preconditioners in more general and complex cases.
• Numerical case studies
To establish proof-of-concept, this chapter presents a selection of numerical case
studies. The chosen examples range from linear-quadratic optimal control problems
to coupled systems of non-linear diffusion-reaction equations that arise from chemical
processes.

Finally, as a part of the overall conclusions of this thesis, Chapter 10 provides a discussion
of the LNK solvers in terms of strengths, weaknesses and perspectives.
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Chapter 6
The LNK solver - Top layer

The following chapter presents the top layer of the Lagrange-Newton-Krylov solver. To
illustrate the main components, the chapter uses the following generic scalar diffusion-
reaction optimal control problem

min
y, u∈Uad

J(y, u) =
∫∫

Q
ϕ(x, t, y(x, t))dxdt+ ρ

2

∫∫
Q

(u(x, t))2dxdt (6.1a)

s.t. ∂ty

∂t
−∆y +R(y) = βu+ fs, in Q, (6.1b)

y(x, 0) = y0(x), in Ω. (6.1c)

The presentation follows a three-step outline that can be summarized as follows:

• First-order necessary optimality conditions
Following the approach of optimize-then-discretize, Section 6.1 derives first-order
necessary optimality conditions using the formal Lagrange method. The resulting
optimality conditions can be formulated as a coupled system of non-linear diffusion-
reaction equations that evolve with opposite directions in time:

∂ty −∆y +R(y)− (βu+ fs) = 0 in Q, (6.2a)
−∂tp−∆p+Ry(y)p+ ϕy(y) = 0 in Q, (6.2b)
y(x, 0) = y0(x), p(x, T ) = 0 in Ω, (6.2c)
〈ρu− βp, h− u〉L2(Q) ≥ 0 ∀ h ∈Uad. (6.2d)

The optimality conditions provide a characterization of local extrema associated with
the optimal control problem (6.1). Hence, to generate a local optimal solution to
(6.1), the primary purpose of the LNK solver is to compute a solution, x := (y, u, p),
to the optimality system (6.2).
• The outer solver - An SQP method
To solve the non-linear optimality system (6.1), Section 6.2 describes the Sequentially
Quadratic Programming (SQP) method that constitutes the outer LNK solver. In
particular, the presentation describes how to linearize the optimality system using
Newton’s method and discusses generalizations to the case of two-species diffusion-
reaction problems. In the presence of bound constraints, Newton’s method is not
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6. The LNK solver - Top layer

directly applicable. To handle such cases, Section 6.2.2 discusses an appropriate
semi-smooth Newton (SSN) scheme that relies on generalized derivatives. From
a numerical point of view, the SQP and SSN schemes can be treated in a unified
manner in the sense that both approaches lead to linearized subsystems that take
the general form

∂ty −∆y + C0(xk)y − ρ−1C1(xk)p = f(xk) in Q, (6.3a)
−∂tp−∆p+ C0(xk)p+ C2(xk)y = g(xk) in Q, (6.3b)
y(x, 0) = y0(x), p(x, T ) = 0, in Ω. (6.3c)

• The inner solver - Krylov subspace methods
Upon discretization, each SQP subproblem (6.3) can be written as a large linear
system in saddle-point form

[
MC2 KT

C0

KC0 −1
ρMC1

]
︸ ︷︷ ︸

A

[
ŷ
p̂

]
︸ ︷︷ ︸

x

=
[
Ĝ

F̂

]
︸ ︷︷ ︸

b

. (6.4)

As a consequence, the computational bottleneck of the LNK scheme amounts to
repeated solution of large linear saddle-point systems (6.4). In this regard, Section
6.3 introduces Krylov subspace methods as a general tool to solve large linear systems
in an efficient, matrix-free and scalable manner. The presentation covers algorith-
mic details and basic theoretical properties of the symmetric and non-symmetric
KSP solvers, MINRES and GMRES, which are used throughout this thesis as the
computational backbone of the inner LNK solver.

6.1 First-order necessary optimality conditions

The following derives first-order necessary optimality conditions for the optimal control
problem (6.1). The derivation is based on the formal Lagrange method [168]. As the
nomenclature suggests, the formal Lagrange method is not mathematically rigorous. In
particular, the derivation process refrains form specifying appropriate function spaces to
account for the nature and regularity of the state, control and adjoint variables. Instead,
to facilitate the derivation process, the formal Lagrange method simply assumes that the
state, the multipliers and the associated derivatives exist as square-integrable functions. As
a consequence, the following does not present a strict mathematical proof of the first-order
optimality conditions. In fact, rigorous establishment of the optimality conditions relies on
the introduction of proper function spaces and requires appropriate assumptions on the
properties of the non-linear reaction kinetics, R(·) [139]. As a result, the following should
primarily be seen as a convenient tool to derive formal optimality conditions that can be
used as a starting-point for rigorous analysis and, as a matter of importance to this thesis,
for numerical implementations.
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6.1. First-order necessary optimality conditions

6.1.1 The formal Lagrange method

In essence, the basic idea behind the formal Lagrange method, as well as approaches based
on rigorous analysis, comes from the following fundamental result concerning optimization
in Banach spaces:

Lemma 6.1.1 ([168]). Let Uad denote a nonempty and convex subset of a real Banach
space, U, and let the real-valued mapping f be Gâteaux differentiable in an open subset of
U that contains Uad. Then, if u is a solution to the minimization problem

min
u∈Uad

f(u), (6.5)

then it satisfies the variational inequality

f ′(u)(h− u) ≥ 0, ∀h ∈ Uad. (6.6)

From Lemma 6.1.1, it follows that optimal solutions, u ∈ Uad, to minimization problems
of the type (6.8) must necessarily satisfy the first-order optimality condition (6.6). To
apply this result to optimal control problems of the type (6.1), the formal Lagrange method
seeks to remove the PDE-constraints by introducing the formal Lagrangian function1

L(y, u, p) := J(y, u) +
∫∫

Q
(yt −Dy∆y +R(x, t, y)− (βu+ fs))pdxdt. (6.7)

In this way, the original PDE-constrained optimization problem (6.1) can be recast in the
form

min
u∈Uad

L(y, u, p), (6.8)

where the state variable, y, is now unconstrained. Therefore, by a formal application of
Lemma 6.1.1, the optimal solution ought to satisfy the first-order necessary optimality
conditions

Ly(y, u, p)h ≥ 0, ∀ h ∈W (0, T ) such that h(0) = 0. (6.9a)
Lu(y, u, p)h ≥ 0, ∀ h ∈ Uad (6.9b)
Lp(y, u, p)h = 0, ∀ h ∈W (0, T ). (6.9c)

Now, the conditions (6.9) can be restated as follows

Ly(y, u, p)h =
∫∫

Q
ϕy(x, t, y)hdxdt+

∫∫
Q

(ht −Dy∆h+Ry(x, t, y)h)pdxdt

=
∫∫

Q
ϕy(x, t, y)hdxdt+

∫∫
Q
htpdxdt︸ ︷︷ ︸
I1

+
∫∫

Q
(−Dy∆h+Ry(x, t, y)h)pdxdt︸ ︷︷ ︸

I2

.

1The Lagrangian also contains a boundary integral to account for the boundary conditions associated with
the PDE. For simplicity, this term is neglected in the presentation. In this regard, note that, for the DR
problems considered in this thesis, the boundary conditions of the state equation carry over to the adjoint
equation [168].
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Using integration-by-parts with respect to the time variables in I1, and with respect to the
space variables in I2, it follows that

Ly(y, u, p)h =
∫∫

Q
(ϕy(x, t, y)− pt −Dy∆p+Ry(x, t, y)p)hdxdt+

∫
Ω
h(T )p(T )dx = 0 ∀h.

(6.10)
In particular, (6.10) must hold for all h ∈ C∞0 (Q). As a consequence, it follows that∫∫

Q
(ϕy(x, t, y)− pt −Dy∆p+Ry(x, t, y)p)hdxdt = 0, ∀h ∈ C∞0 (Q). (6.11)

Since C∞0 (Q) is dense in L2(Q), it must hold that

− pt −Dy∆p+Ry(x, t, y)p = −ϕy(x, t, y), in Q. (6.12)

Furthermore, (6.10) must also hold for all h ∈ C1(Q). Therefore,∫
Ω
h(T )p(T )dx = 0. (6.13)

Under suitable assumptions on the smoothness of the boundary, Ω, it can be shown that
the possible set of values h(T ) is a dense subset of L2(Ω) [168]. It therefore follows that
the adjoint variable, p, must satisfy the end-time condition p(x, T ) = 0 ∈ Ω. As a result,
the adjoint equation reads

− pt −Dy∆p+Ry(y)p = −ϕy(x, t, y), in Q. (6.14)
p(x, T ) = 0 in Ω. (6.15)

Next, consider the the variational inequality for Lu. Direct evaluation gives

Lu(y, u, p)(h− u) = ρ

∫∫
Q
u(h− u)dxdt−

∫∫
Q
βp(h− u)dxdt

=
∫∫

Q
(ρu− βp)(h− u)dxdt ≥ 0 ∀ h ∈ Uad.

Finally, evaluation of Lp gives rise to the state equation (6.1b). Therefore, by collecting
the above results, the formal first-order optimality system becomes

∂ty −∆y +R(y)− (βu+ fs) = 0 in Q, (6.16a)
−∂tp−∆p+Ry(y)p+ ϕy(y) = 0 in Q, (6.16b)
y(x, 0) = y0(x), p(x, T ) = 0 in Ω, (6.16c)
〈ρu− βp, h− u〉L2(Q) ≥ 0 ∀ h ∈Uad, (6.16d)

where the original boundary conditions are preserved. Note that, in the special case,
Uad := L2(Q), the variational inequality (6.16d) reduces to the requirement that

〈ρu− βp, v〉L2(Q) = 0, ∀ v ∈ L2(Q). (6.17)

As a consequence, it must hold that ρu(x, t) = β(x, t)p(x, t), a.a. (x, t) ∈ Q. Therefore, in
the particular case where PDEs constitute the only constraints, the optimality system
(6.16) reduces to the coupled system of non-linear PDEs

∂ty −∆y +R(y)− (β2ρ−1p+ fs) = 0 in Q, (6.18a)
−∂tp−∆p+Ry(y)p+ ϕy(y) = 0 in Q, (6.18b)
y(x, 0) = y0(x), p(x, T ) = 0 in Ω. (6.18c)
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Remark 8 (Second-order sufficient optimality conditions). For convex optimization
problems, the first-order necessary optimality conditions are also sufficient [168]. In
particular, any control that satisfies the first-order optimality conditions will automatically
be a global optimum. As a challenge, the non-linear nature of the diffusion-reaction equation
(6.1b) implies that optimal control problems of the type (6.1) will typically be non-convex.
As a consequence, first-order optimality conditions will in general only characterize local
extrema, that may not necessarily be minima [123, 168]. In fact, to guarantee local
optimality, second-order optimality conditions must hold as well. However, in practice,
numerical evaluation of second-order derivatives typically becomes computational prohibitive
for large-scale problems. As a consequence, most numerical optimization algorithms tacitly
assume that appropriate second-order optimality conditions hold without taking any measures
to verify validity of this assumption. In the interests of computational efficient, this thesis
follows the same approach. In particular, the LNK solver is designed to generate local
extrema associated with optimal control problems of the type (6.1) by solving the first-order
optimality system (6.16).

6.1.2 General two-species reaction-diffusion systems

The formal Lagrange method may also be used to derive first-order optimality conditions
for optimal control problems governed by coupled systems of diffusion-reaction equations.
Consider, e.g., the general two-species systems of the type

∂y

∂t
−Dy∆y +Ry(y, v) = βuy + fy in Q, (6.19a)

∂v

∂t
−Dv∆v +Rv(y, v) = βuv + fv in Q. (6.19b)

In this case the Lagrangian function becomes

L(y, u, p, q) := J(y, u)+
∫∫

Q
(Ly−(βyuy+fy))pdxdt+

∫∫
Q

(Lv−(βvuv+fv))qdxdt, (6.20)

where Lα := αt −Dα∆α+Rα and p, q are the associated Lagrange multipliers or adjoint
states. Now, following the outline of Section 6.1, the formal Lagrange method leads to the
following first-order optimality system

∂ty −∆yy +R(y, v)− (βuy + fy) = 0 in Q, (6.21a)
∂tv −∆vv + S(y, v)− (βuv + fv) = 0 in Q, (6.21b)
−∂tp−∆p+Ry(y, v)p+ Sy(y, v)q + ϕy(y, v) = 0 in Q, (6.21c)
−∂tq −∆q + Sv(y, v)q +Rv(y, v)p+ ϕv(y, v) = 0 in Q, (6.21d)
y(x, 0) = y0(x), v(x, 0) = v0(x), p(x, T ) = q(x, T ) = 0 in Ω, (6.21e)
〈ρuy − βp, h− uy〉L2(Q) ≥ 0 ∀ h ∈ Uad. (6.21f)
〈ρuv − βq, h− uv〉L2(Q) ≥ 0 ∀ h ∈ Zad. (6.21g)

Similar to the case of the scalar diffusion-reaction problem (6.1), the special situation
Uad = Zad = L2(Q) implies that (6.21) reduces to a system of non-linear PDEs coupled in
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space and time

∂ty −∆yy +R(y, v)− (β2ρp+ fy) = 0 in Q, (6.22a)
∂tv −∆vv + S(y, v)− (β2ρq + fv) = 0 in Q, (6.22b)
−∂tp−∆p+Ry(y, v)p+ Sy(y, v)q + ϕy(y, v) = 0 in Q, (6.22c)
−∂tq −∆q + Sv(y, v)q +Rv(y, v)p+ ϕv(y, v) = 0 in Q, (6.22d)
y(x, 0) = y0(x), v(x, 0) = v0(x), p(x, T ) = q(x, T ) = 0 in Ω, (6.22e)

Note also that the above observations for the two-species system (6.19) generalize to the
case of Nc coupled states in a relatively straightforward manner. In particular, for the
general Nc-species system, the corresponding optimality system will consist of 2Nc coupled
diffusion-reaction equations along with Nc variational inequalities of the type (6.21f).

6.1.3 Point-wise bound constraints

From a formal point-of-view, the optimality conditions, (6.16) and (6.21), hold for any
closed, bounded subspace Uad ⊂ L2(Q). However, numerical solution of the corresponding
systems relies on proper treatment of the variational inequalities (6.16d), (6.21f) and
(6.21g). The following describes how this can be achieved in the concrete case of point-wise
box-constraints

Uad := {u ∈ L2(Q) : ua ≤ u(x, t) ≤ ub a.e in Q}. (6.23)

The basic idea is to use the explicit expression for Uad to transform the variational
inequalities of the type (6.16d) into computable equations. To this end, the following
lemma provides the necessary starting-point:

Lemma 6.1.2 ([114]). Let H denote a Hilbert space and let Uad ⊂ H be a nonempty,
closed subspace of H. Let c > 0 and f ∈ H be arbitrary and assume that

(i) u ∈ Uad,
(ii) 〈f, h− u〉H ≥ 0 ∀ h ∈ Uad.

Then it holds that u = P(u− cf), where P : H → H denotes the projection onto U.

Now, in the case of the scalar diffusion-reaction problem (6.1), the optimal control
u ∈ Uad satisfies

〈ρu− βp, h− u〉U ≥ 0 ∀ h ∈ Uad.

Therefore, by application of Lemma 6.1.2 with c := ρ−1 > 0, it follows that u ∈ Uad can
be determined by the projection formula

u = P
[
u− ρ−1(ρu− βp)

]
= P

[
ρ−1βp

]
,

where p denotes the associated adjoint state. For the concrete case of point-wise bound
constraints (6.23), the projection (P[ua,ub](u)(x, t)) of R onto [ua, ub] is given by

(P[ua,ub](u)(x, t)) = max(ua,min(u(x, t), ub)). (6.24)
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It therefore follows that

u = P[ua,ub]
[
ρ−1βp

]
= max(ua,min(ρ−1β(x, t)p(x, t), ub)) := H(p;β). (6.25)

Note that the expression (6.25) establishes a direct relationship between the optimal control,
u, and the corresponding adjoint state, p, in terms of the function, H. Therefore, similar to
the case Uad := L2(Q), it is possible to eliminate the control variable from the optimality
system by substitution of the expression (6.25) into (6.16). As a result, in the case of
point-wise bound constraints, the optimality system (6.16) can be written as the following
non-smooth system of coupled PDEs

∂ty −∆y +R(y)− (βH(p;β) + fs) = 0 in Q, (6.26a)
−∂tp−∆p+Ry(y)p+ ϕy(y) = 0 in Q, (6.26b)
y(x, 0) = y0(x), p(x, T ) = 0 in Ω. (6.26c)

Similar, in the case of general two-species diffusion-reaction problems with point-wise
bound constraints, the control variables, uy and uv, may be eliminated such that the
optimality system (6.21) can be written in the form

∂ty −∆yy +R(y, v)− (βH(p;β) + fy) = 0 in Q, (6.27a)
∂tv −∆vv + S(y, v)− (βH(q;β) + fv) = 0 in Q, (6.27b)
−∂tp−∆p+Ry(y, v)p+ Sy(y, v)q + ϕy(y, v) = 0 in Q, (6.27c)
−∂tq −∆q + Sv(y, v)q +Rv(y, v)p+ ϕv(y, v) = 0 in Q, (6.27d)
y(x, 0) = y0(x), v(x, 0) = v0(x), p(x, T ) = q(x, T ) = 0 in Ω. (6.27e)

6.2 The outer LNK solver - An SQP method

Motivated by the discussion of Section 6.1, the LNK scheme seeks to solve the DR optimal
control problem (6.1) by computing solutions to the first-order optimality system (6.16).
To this end, it is common practice to use a Sequentially Quadratic Programming (SQP)
approach [75, 85, 104, 131, 144]. In essence, the SQP method considers the optimality
system (6.16) as an operator equation, F (x) = 0, that can be solved iteratively by Newton’s
method [63]:

F (xk) + F ′(xk)(x− xk) = 0, xk+1 := x, k ∈ N. (6.28)

The linearization procedure (6.28) requires that the mapping F is Fréchet differentiable.
When PDEs constitute the only constraints, i.e., when Uad = L2(Q), this requirement is
generally fulfilled. However, for problems that involve point-wise bound constraints, the
need for the introduction of min and max functions implies that Fréchet derivatives of F do
not exist. To illustrate how the issues of non-differentiable functions manifest themselves
and how to cope with them, the presentation of the SQP scheme is divided into two parts:

• An SQP scheme for the case where PDEs constitute the only constraints.
• An semi-smooth SQP scheme for the case of additional point-wise bound constraints.
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6.2.1 An SQP scheme - PDEs constraints

In the case where PDEs constitute the only constraints, the corresponding optimality
system can be written in the form (6.18). Under suitable assumptions on the non-linear
reaction kinetics, R(·), the mapping, F, associated with the non-linear optimality system
is Fréchet differentiable. As a result, Newton’s method is applicable. Therefore, given
the sequence of iterates, xi := (yi, pi), 1 ≤ i ≤ k, determination of the next iterate,
xk+1 := (y, p), can be found by solution of the optimality system linearized at xk, i.e.,

∂ty −∆y + C0(xk)y − ρ−1C1(xk)p = f(xk) in Q, (6.29a)
−∂tp−∆p+ C0(xk)p+ C2(xk)y = g(xk) in Q, (6.29b)
y(x, 0) = y0(x), p(x, T ) = 0 in Ω, (6.29c)

where C0(xk) := Ry(yk), C1(xk) := β2, C2(xk) := Ryy(yk)pk + ϕyy(yk) and

f(xk) := Ry(yk)yk −R(yk) + fs, (6.30a)
g(xk) := Ryy(yk)pkyk + ϕyy(yk)yk − ϕy(yk). (6.30b)

Using the formal Lagrangian function (6.7), the linearized optimality system (6.29) can be
rewritten as a linear-quadratic optimal control problem in the form

min
y, u∈Uad

1
2L
′′(yn, un, pn)(y − yn, u− un)2 + J ′(y, u)(y − yn, u− un) (6.31a)

s.t. y

∂t
−∆y +R(yn) +Ry(yn)(y − yn) = βu+ fs, in Q, (6.31b)

y(x, 0) = y0(x), in Ω. (6.31c)

As a consequence, linearization of the optimality system (6.27) by Newton’s method is
equivalent to solving a sequence of Quadratic Programming (QP) problems of the type
(6.31). This motivates the nomenclature of Sequentially Quadratic Programming (SQP)
methods.

Remark 9 (The SQP method - Existence, uniqueness and rate of convergence).
Under suitable assumptions on the domain, the functions, ϕ and R, and the admissible set
Uad, it is possible to show that the SQP algorithm converges to a local solution (y, u, p)
provided that 1) the triplet (y, u, p) satisfies first- and second order optimality conditions
and 2) that the algorithm starts from a initial guess that is sufficiently close to (y, u, p) [168].
As a consequence, the SPQ algorithm is local in nature. In particular, given an arbitrary
initial guess, the algorithm may fail to converge. To be robust, the SPQ algorithm should
therefore be combined with appropriate globalization techniques, such as, e.g., line-search
criteria [123]. The LNK solver of this thesis is strictly local in nature. In particular, this
thesis does not address means to ensure convergence from arbitrary initial guesses.

6.2.2 Point-wise bound constraints - A semi-smooth Newton method

In the case of point-wise bound constraints, the optimality system can be written in the
form (6.18). For such problems, the basic SQP approach of Section 6.2.1 falls short, since
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the mapping H is not Fréchet differentiable. The cause of non-differentiability is directly
linked to the min and max functions that arise from the projection formula (6.25). However,
while the mapping H is not Fréchet differentiable in the traditional sense, it is possible to
show that H is so called Newton differential with the generalized derivative [96, 114]:

Hp(p) = 1
ρ
β(x, t)

1, ua ≤ 1
ρβ(x, t)p(x, t) ≤ ub

0, Otherwise
. (6.32)

As a consequence, using the Newton derivative (6.32), it is possible to formulate a semi-
smooth counterpart to the traditional Newton iteration (6.28). In this case, the semi-smooth
linearized optimality system becomes

∂ty −∆y + C0(xk)y − ρ−1C1(xk)p = f(xk) in Q, (6.33a)
−∂tp−∆p+ C0(xk)p+ C2(xk)y = g(xk) in Q, (6.33b)
y(x, 0) = y0(x), p(x, T ) = 0 in Ω, (6.33c)

where C0(xk) := Ry(yk), C1(xk) := ρβHp(pk), C2(xk) := Ryy(yk)pk + ϕyy(yk) and

f(xk) := Ry(yk)yk −R(yk) + fs − (Hp(pk)pk −H(pk)), (6.34a)
g(xk) := Ryy(yk)pkyk + ϕyy(yk)yk − ϕy(yk). (6.34b)

Note that, in the special case where ua = −∞ and ub =∞, the semi-smooth subsystem
(6.33) simplifies to the standard SQP subproblem (6.31). As a result, the standard SQP
iteration can be seen as a special case of the more general semi-smooth Newton iteration.
The semi-smooth optimality system (6.33) therefore allows for a unified approach to both
cases.

Remark 10. Besides the semi-smooth SQP method outlined above, there exists a variety
of methods to solve semi-linear PDE-constrained optimal control problems with bound
constraints. Popular methods include primal-dual active set strategies and projected Newton
methods [83, 90, 94]. In addition, there exists interior-point - and trust region methods
[130, 169, 170, 180]. The work [62] provides a comparison of selected algorithms for
optimal control of Burgers equation.

6.2.3 Linearized optimality system - General two-species
reaction-diffusion systems

For completeness and later use in subsequent chapters, the following states the semi-smooth
linearized optimality system associated with the general two-species system (6.19). To this
end, formally define the differential operators

L+ := ∂t −∆, (6.35)
L− := −∂t −∆. (6.36)
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Then, the semi-smooth linearization of the general two-species optimality system (6.27)
can be written in the form

L−p+Ry(yk, vk)p+ Cyy(xk)y + Cyv(xk)v + Sy(xk)q = F1(xk), (6.37)
L−q + Sv(yk, vk)q + Cvv(xk)v + Cyv(xk)y +Rv(xk)p = F2(xk), (6.38)

L+y +Ry(yk, vk)y +Rv(xk)v − βHp(pk)p = F3(xk), (6.39)
L+v + Sv(yk, vk)v + Sy(xk)y − βHq(qk)q = F4(xk), (6.40)

where the variable coefficients are given by

Cyy(xk) := Ryy(yk, vk)pk + Syy(yk, vk)qk + ϕyy(yk, vk), (6.41)
Cvv(xk) := Svv(yk, vk)qk +Rvv(yk, vk)pk + ϕvv(yk, vk), (6.42)
Cyv(xk) = Cyv(xk) := Ryv(yk, vk)pk + Syv(yk, vk)qk + ϕyv(yk, vk), (6.43)

and the right-hand side becomes

F1(xk) = Cyy(xk)yk + Cyv(xk)vk, (6.44)
F2(xk) = Cyv(xk)yk + Cvv(xk)vk, (6.45)
F3(xk) = Ry(xk)yk +Rv(xk)vk −R(xk)− (Hp(pk)pk −H(pk)) + fy, (6.46)
F4(xk) = Sy(xk)yk + Sv(xk)vk − S(xk)− (Hq(qk)qk −H(qk)) + fv. (6.47)

6.2.4 A receding horizon approach

To ensure robustness and computational efficiency over long time horizons (0, T ), this
thesis follows [29, 95, 139, 140] and uses a receding horizon approach that divides the time
period (0, T ) into Np intervals of length ∆t to replace the full-horizon optimality system
(6.26) by a sequence of Np corresponding optimal control problems

∂ty
n −∆yn +R(yn)− (βnH(pn;βn) + fns ) = 0 in Qn, (6.48a)

−∂tpn −∆pn +Ry(yn)pn + ϕy(yn) = 0 in Qn, (6.48b)
yn(x, 0) = yn−1(x, n∆t), pn(x, (n+ 1)∆t) = 0 in Ω, (6.48c)

where Qn = Ω × ((n − 1)∆t, n∆t). In particular, each subproblem (6.48) is solved over
the time window ((n− 1)∆t, n∆t), where the initial condition, yn0 (x) = yn−1(x, n∆t), is
given by the previous subproblem. In turn, the procedure is initiated with the original
condition, i.e., y1

0(x) := y0(x). Each of the Np control problems are solved by the SQP
approach. This gives rise to the sequence of linearized subproblems

∂ty
n −∆yn + C0(xnk)yn − ρ−1C1(xnk)pn = f(xnk) in Qn, (6.49a)

−∂tpn −∆pn + C0(xnk)pn + C2(xnk)yn = g(xnk) in Qn, (6.49b)
yn(x, 0) = yn−1(x, n∆t), pn(x, (n+ 1)∆t) = 0 in Ω. (6.49c)

The final state, yfull, and final adjoint state, pfull, are then defined by collecting the
individual solutions, yn and pn, to each of the Np respective SQP schemes:

yfull(x, t) :=


y1(x, t) in Q1
...

yN (x, t) in QNp .

(6.50)
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pfull(x, t) :=


p1(x, t) in Q1
...

pN (x, t) in QNp .

(6.51)

Remark 11. Note that the control strategy associated with yfull and pfull will in general be
suboptimal over the full horizon [29, 139, 140]. Nevertheless, the suboptimal profile can in
many cases replace the true optimal control for all practical purposes [48, 140].

6.3 The inner LNK solver - Krylov subspace methods

The following provides a description of the top layer of the inner Lagrange-Newton-Krylov
solver. This part of the solver is responsible for the numerical solution of the SQP
subproblems, or equivalently, the linearized optimality systems (6.33) that take the general
form

∂ty −∆y + C0(xk)y − ρ−1C1(xk)p = f(xk) in Q, (6.52a)
−∂tp−∆p+ C0(xk)p+ C2(xk)y = g(xk) in Q, (6.52b)
y(x, 0) = y0(x), p(x, T ) = 0 in Ω. (6.52c)

After application of an appropriate discretization scheme, each individual SQP subproblem
(6.52) can be written as a large, linear saddle-point systems:[

MC2 KT
C0

KC0 −1
ρMC1

]
︸ ︷︷ ︸

A

[
ŷ
p̂

]
︸ ︷︷ ︸

x

=
[
Ĝ

F̂

]
︸ ︷︷ ︸

b

. (6.53)

As a consequence, the computational workload of the inner LNK solver revolves around
repeated solution of linear problems of the type (6.53). To this end, the inner LNK
solver relies on Krylov subspace (KSP) methods [32, 77, 82, 142, 171]. In particular, KSP
methods provide a general tool to efficiently solve large linear systems:

Ax = b, A ∈ Rn×n. (6.54)

To establish the necessary background on the inner LNK solver, the following provides
an introduction to KSP methods. The presentation does not intend to give an extensive
survey. Instead, the presentation focuses on theoretical and computational details that are
central to the this thesis. To this end, the presentation primarily covers

• GMRES 2 - A KSP method for general non-symmetric matrices.
• MINRES 3 - A KSP methods for indefinite symmetric matrices.

The presentation is mainly based on the technical report [55].

2The Generalized Minimal Residuals method originally introduced by [143].
3The Minimal Residuals Method originally introduced by [124].
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6.3.1 Basics of iterative methods

Fundamentally, to solve general linear systems of the type (6.54), one distinguishes between
two solution approaches:

• Direct methods
Direct methods provide the exact solution to (6.54) in a finite number of arithmetic
operations by transforming the system into one that is more readily solved using
e.g. factorization techniques. However, for large n, such approaches become compu-
tationally intractable due to restrictions on memory allocation and the number of
arithmetic operations. As an example, simple Gaussian elimination requires O(n3)
operations and O(n2) storage. Also, direct methods are not readily parallelized and
may fail to properly exploit sparsity patterns. Lastly, for ill-conditioned matrices,
direct solution strategies may lead to compromising round-off errors.

• Iterative methods
Iterative methods seek to solve (6.54) by generating a sequence of gradually improved
approximations {xk}mk=1,m ∈ N of the true solution, x. As opposed to direct methods,
iterative approaches will therefore, in general, not provide the exact solution to (6.54)
and may lack robustness. However, by using an iterative scheme, CPU time and
required memory may be reduced by several orders of magnitude as compared to
state-of-the-art direct solvers. In addition, the main computational work of iterative
methods revolves around matrix-vector products. Such operations are prone to
parallelization and as a result, iterative methods have a significant potential to
exploit modern computer architectures to boost performance when solving large scale
problems. In this regard, proper preconditioning of the iterative scheme is crucial to
robustness and computational efficiency.

In general, for small and medium sized problems, for which CPU time and memory are not
crucial, direct methods are often preferred due to their robustness. However, for repeated
solution of large-scale, ill-conditioned problems such as (6.53), iterative methods become
indispensable tools to achieve fast, scalable solvers.

The simple iteration. To illustrate the main concepts behind iterative solution strategies
and motivate KSP methods, the following considers the so called simple iteration (SI)
scheme. The SI scheme is based on the fundamental idea of replacing the true linear system

Ax = b, A ∈ Rn×n,

by a sequence of surrogate systems, Pxk = b, that are more readily solved. The solution
of each surrogate system gives rise to the approximation, xk ∈ Rn. Until a satisfactory
approximation is reached, the current iterate, xk ∈ Rn, is successively improved by solving
the system

Pzk = b−Axk, k ∈ N0,
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to form the correction xk+1 := xk + zk, k ∈ N0. As a consequence, the SI scheme can be
written in terms of the iterative procedure

xk+1 = xk + P−1(b−Axk), k ∈ N0. (6.55)

Depending on the choice of the surrogate system matrix P ∈ Rn×n, the SI scheme (6.55)
leads to different stationary 4 iterative methods:

• The Jacobi method defines P to be the diagonal of A, i.e., P := D.

• The Gauss-Seidel method takes P as the lower triangular part of A, i.e., P := L.

• The Successive Over-Relaxation method takes P := ω−1D − L, where ω denotes the
relaxation parameter.

Basic preconditioning. In general, convergence of the SI scheme (6.55) is not guaranteed.
In particular, convergence strongly depends on the spectral properties of the matrix
P−1A ∈ Rn×n. To see this, note first that the error associated with the kth iteration can
be written as

ek = A−1b− xk, k ∈ N0.

Combined with (6.55), this gives the recursive relationship

ek+1 = (I − P−1A)ek = . . . = (I − P−1A)ke0, k ∈ N. (6.56)

Therefore,

‖ek+1‖ ≤ ‖(I − P−1A)k‖‖e0‖ ≤ ‖(I − P−1A)‖k‖e0‖, ∀ k ∈ N. (6.57)

The estimate (6.57) implies that (6.55) converges if and only if ‖(I −P−1A)‖ < 1. Further,
since

lim
k→∞

‖(I − P−1A)k‖
1
k = ρ(I − P−1A),

it follows that
lim
k→∞

‖ek+1‖ = 0⇔ ρ(I − P−1A) < 1. (6.58)

Intuitively, (6.58) states that the simple iteration (6.55) converges rapidly if the matrix
P−1A is a good approximation of the identity matrix I. To promote fast convergence, this
suggests that the surrogate system matrix P ∈ Rn×n should be chosen such that

(i) P−1A approximates the identity.
(ii) P is computationally inexpensive to invert.

In this way, the surrogate system matrix P ∈ Rn×n can be interpreted as a preconditioner
that seeks to modify the conditions of the original system, Ax = b, to ensure fast con-
vergence. Therefore, instead of the original (6.54), it becomes natural to consider the
preconditioned linear system

P−1Ax = P−1b. (6.59)

In general, preconditioning is crucial to iterative schemes, including KSP methods. For a
detailed introduction to preconditioning, see e.g. [142, 179].

4 The methods are stationary in the sense that the iteration matrix P ∈ Rn×n is independent of the
iteration count, k ∈ N0.
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Krylov subspaces. Considering the preconditioned system (6.59), with the simplifying
notation, A := P−1A and b := P−1b, the simple iteration (6.55) becomes

xk+1 = xk + (b−Axk) = xk + rk, k ∈ N0, (6.60)

where rk := b−Axk, k ∈ N0 denotes the residual of the kth iteration. In the literature,
this formulation of (6.55) is known as the Richardson iteration. Similar to (6.56), the
residuals satisfy the recursive relationship

rk+1 = (I −A)rk = . . . = (I −A)k+1r0, k ∈ N0. (6.61)

This implies that
rk+1 = Pk+1(A)r0, (6.62)

where Pk+1(A) denotes the polynomial Pk+1(A) := (I −A)k+1 of degree k + 1. Therefore,

xk+1 = r0 + r1 + . . .+ rk−1 + rk = x0 +
k∑
j=0

(I −A)jr0. (6.63)

Effectively, this means that the Richardson iteration approximates the true solution,
x = A−1b, by vectors of the form Pk−1(A)r0. Naturally, this leads to the question of wether
the approximation can be improved by replacing Pk−1(A) with some other polynomial.
To answer this question, it becomes necessary to investigate the k-dimensional subspace
that is characterized by the property that all it’s elements can be written in the form
xk = x0 +Qk−1(A)r0, for some polynomial Qk−1 of degree k−1. This subspace is known as
the m-dimensional Krylov subspace (KSP) generated by A and the initial residual vector,
r0 = b−Ax0:

Kk(A, r0) := span {r0,Ar0,A2r0, ...,Ak−1r0}. (6.64)

6.3.2 KSP methods - Projections onto Krylov subspace

Given the linear system of equations

Ax = b, A ∈ Rn×n, (6.65)

KSP methods seek to represent the true solution, x ∈ Rn, by extracting a sequence of
suitable approximate candidates, xk, k ∈ N, from the k-dimensional Krylov subspace
(6.64). In other words, KSP methods aim to determine good polynomial representations of
x = A−1b. From a more general point of view, KSP methods can be interpreted as specific
realizations of projections onto appropriate subspaces of approximates:

Definition 6.3.1 ([142]). Consider A ∈ Rn×n and let K and L denote two k-dimensional
subspaces of Rn. The projection method onto the subspace K, and orthogonal to L, extracts
the approximate solution, x̃ ∈ K of (6.65) that satisfies

b−Ax̃ ⊥ L. (6.66)

When K = L, the projection method is said to be orthogonal. If K 6= L, the method is
oblique.
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Motivated by Definition 6.3.1, one distinguishes between orthogonal and oblique KSP
approaches:

(i) The Ritz-Galerkin approach seeks to locate the approximate solution, xk, for which
the associated residual vector is orthogonal to the k-dimensional Krylov subspace:
b−Axk ⊥ Kk.

(ii) The Petrov-Galerkin approach finds the approximate solution, xk, by requiring
that the residual is orthogonal to some other appropriate k-dimensional subspace:
b−Axk ⊥ Lk.

The orthogonal and oblique approaches each gives rise to different iterative methods
depending on the choices of involved subspaces, K and L. In particular, the Ritz-Galerkin
approach results in methods such as Conjugate Gradients (CG) [87], whereas the Petrov-
Galerkin approach leads to the methods of interest to this thesis, namely GMRES and
MINRES. At first glance, the various KSP methods appear quite different in nature and each
method suits different applications. However, fundamentally, all of the KSP approaches
boil down to application of the following theorem that describes how to explicitly realize a
given projection of the system Ax = b onto the associated Krylov subspace:

Theorem 6.3.2 ([142]). Let Vk = [v1, ..., vk] ∈ Rn×k and Wk = [w1, ..., wk] ∈ Rn×k denote
bases for the subspaces K and L, respectively. Assume that W T

k Av is invertible, then the
approximate solution of a given projection method may be written in the form:

xk = x0 + Vk(W T
k AVk)−1W T

k r0. (6.67)

Combined with the Petrov-Galerkin conditions, Theorem 6.3.2 provides the focal point
for deriving the KSP methods of GMRES and MINRES. In particular, both GMRES and
MINRES stems from an application of Theorem 6.3.2 with the Galerkin-Petrov condition
with L := AKk, k ∈ N. However, application of Theorem 6.3.2 relies on the availability of
appropriate bases, Vk and Wk, for the respective subspaces, K and L. A first step towards
deriving KSP methods therefore involves constructing bases for the Krylov subspaces.
To this end, the Arnoldi process describes a systematic way of constructing orthonormal
bases for Kk, k ∈ N in a computational stable manner. To ensure numerical stability, the
Arnoldi process instead uses the modified Gram-Schmidt procedure. Algorithm 1 lists
the procedure. The following theorem summarizes some important relations that arise
from the Arnoldi process that are central to the derivation of the GMRES and MINRES
methods:

Theorem 6.3.3 ([142]). Let Vm ∈ Rn×k and H̃k ∈ Rk+1×k denote the matrices generated
by the Arnoldi process. Then H̃k is upper Hessenberg and the following recursive relations
hold

AVk = Vk+1H̃k (6.68)
V T
k AVk = Hk, (6.69)

where Hk denotes the matrix that results from removing the last row of H̃k.
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Algorithm 1: The Arnoldi process with Modified Gram-Schmidt

1: procedure The Arnoldi process with MGS
2: Choose a vector v1 such that ‖v‖2 = 1.
3: for j = 1, 2, ..., k do
4: Compute wj = Avj
5: for i = 1, 2, ..., j do
6: hij = (wj , vi)
7: wj = wj − hijvi
8: end for
9: hj+1,j = ‖wj‖2

10: if hj+1,j = 0 then break
11: end if
12: vj+1 = wj/hj+1,j
13: end for
14: end procedure

Generalized Minimal Residuals (GMRES). GMRES approximates the true solution
of (6.65) by the vector xk ∈ x0 +K(A, r0) that minimizes the Euclidean residual norm

xk := argmin
y∈x0+Kk(A,r0)

‖b−Ay‖2, k ∈ N.

In this way, GMRES can be interpreted as a projection of Ax = b onto K := Kk and
orthogonal to L := AKk. By Theorem 6.3.2, this implies that the kth iterate xk is given by

xk = x0 + Vk(W T
k AVk)−1W T

k r0, whereWk := AVk.

Using the relations of Theorem 6.3.3 and the orthogonality of {vi}ki=1, it follows that

xk = x0 + Vk((AVk)TAVk)−1(AVk)T r0

= x0 + Vm(H̃T
k V

T
k+1Vk+1H̃k)−1H̃T

k V
T
k+1r0

= x0 + Vkyk,

where yk = (H̃T
k H̃k)−1H̃k)Tβe1. This shows that yk solves the normal equations

(H̃T
k H̃k)yk = H̃T

k βe1,

or, equivalently, that yk is the unique minimizer of the (k + 1)× k least squares problem

yk = argmin
y
‖βe1 − H̃ky‖2, k ∈ N. (6.70)

The kth iterate of GMRES is therefore given by the element xk ∈ Kk such that

xk = x0 + Vkyk, where yk solves (6.70).

Algorithm 2 lists the corresponding GMRES algorithm. In practice, the least squares
problem (6.70) is solved by means of QR factorizing H̃k = QkR̃k, where Qk is unitary and
R̃k is upper triangular. Due to the Hessenberg structure of H̃k, the QR factorization can
be computed efficiently using so called plane or Givens rotations. For a detailed description
of the GMRES algorithm based on Givens rotations and the associated computational
benefits, see e.g. [142, 143].
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Algorithm 2: Conceptual GMRES algorithm for solving the system Ax = b.

1: procedure Conceptual GMRES
2: Choose x0.
3: Set r0 := Ax0 − b.
4: Set β := ‖r0‖2.
5: Set v1 := r0

β .
6: for j = 1, 2, ... do
7: Compute wj = Avj .
8: for i = 1, 2, ..., j do
9: hij = (wj , vi)
10: wj = wj − hijvi
11: end for
12: hj+1,j = ‖wj‖2
13: if hj+1,j = 0 then break
14: end if
15: vj+1 = wj/hj+1,j
16: Compute yk as the minimizer of ‖βe1 − H̃ky‖2.
17: Check for convergence.
18: end for
19: Compute xk = x0 + Vkyk.
20: end procedure

Minimal Residuals Method (MINRES). In essence, MINRES is a simplification of
the GMRES algorithm that comes from the assumed symmetry of the system matrix, A.
This simplification emanates from the Lanczos process, which is a modified version of
the Arnoldi procedure that exploits symmetry. As opposed to the Arnoldi process that
relies on k-term recurrences, the Lanczos process is memory limited and effectively only
requires storage of three vectors. In particular, the symmetry of A implies that the upper
Hessenberg matrix, Hk, becomes tridiagonal. The fact that Hk is tridiagonal leads to
three-term recursions for the Krylov basis vectors. As a result, the MINRES approximate,
xk, can be calculated efficiently by a low storage back substitution procedure. Algorithm 3
lists the MINRES algorithm. For a detailed description of the Lanczos process and the
MINRES method, see e.g. [77, 124, 171].

6.3.3 GMRES and MINRES - A comparative overview

To provide an overview of the main differences between GMRES and MINRES in relation
to their use in this thesis, the following presents a comparative summary in terms of
computational efficiency, preconditioning and convergence properties.

Computational efficiency. In general, the long recurrences associated with the Arnoldi
process makes the method of GMRES computationally more demanding than MINRES.
In particular, the matrices H̃k and Vk must be stored for every iteration. Furthermore,
the matrices grow in size with the number of iterations. Therefore, if the given linear
system requires many iterations to force the residual to a given tolerance, GMRES becomes
impractical due to the computational demands. This stresses the importance of proper
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Algorithm 3: MINRES algorithm

procedure MINRES
Compute v1 = b−Ax0.
β1 = ‖v1‖2, η = β1
γ1 = γ0 = 1, σ1 = σ0 = 0
v0 = w0 = w−1 = 0
for j = 1, 2, ..., k do

Compute vj = 1
βj
vj , αj = vTj Avj .

vj+1 = Avj − αjvj − βjvj−1
βj+1 = ‖vj+1‖2
δ = γjαj − γj−1σjβj , ρ1 =

√
δ2 + β2

i+1
ρ2 = σjαj + γj−1γjβj , ρ3 = σj−1βj
γj+1 = δ/ρ1, σj+1 = βj+1/ρ1
wj = (vj − ρ3wj−2 − ρ2wj−1)/ρ1
xj = xj−1 + γj+1ηwj
‖rj‖2 = |σj+1|‖rj−1‖2
if ‖rj‖2 < ε then

break
end if
η = −σj+1η

end for
end procedure

preconditioning to keep the KSP iterations low. In contrast, for symmetric matrices, the
inherent structure simplifies the Arnoldi procedure to the Lanczos process, that relies on
simple three-term recurrences. This leads to efficient and memory limited methods that
produce optimal approximates. Naturally, this raises the question of wether it is possible
to construct general-purpose iterative methods that relies on short-term recurrences while
maintaining the optimality of the Krylov projection. Unfortunately, due to the Faber-
Manteuffel theorem [67], this is in general not possible. However, if one is willing to drop
the requirement of optimality, several methods exists such as BiCG [70], QMR [74] and
restarted GMRES [143]. Despite the lack of optimality and certified robustness, such
methods often perform well in practice.

Preconditioning. The role of a preconditioner, P , is to modify the original system,
Ax = b, to make it amenable to iterative solution strategies. To this end, the preconditioner
can essentially be applied in three different ways

• Left preconditioning: P−1Ax = b.

• Right preconditioning: AP−1x = b.

• Split preconditioning: P−1
L AP

−1
R x = b, provided that P = PLPR.

To effectively lower the iteration count, P must provide a good approximation to A.
However, to be computationally efficient, the preconditioner must be low storage and it
should be inexpensive to compute the action of P−1. Furthermore, given a symmetric
system matrix, A, it is desirable for the preconditioner to preserve symmetry. In particular,
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this allows for the use of symmetric KSP methods to solve the preconditioned system. In
this regard, note that the strategies of left - and right preconditioning will in general not
have this property. In particular, even when the system matrix, A, and the preconditioner,
P are both symmetric, the preconditioned system matrix may not be. As a consequence,
for symmetric KSP solvers such as MINRES, the preconditioner, P, typically has be
symmetric positive definite (SPD). In particular, under these assumptions P admits a
Cholesky factorization of the form P = LLT . In this case, split preconditioning preserves
symmetry. The SPD assumption places constraints on the choice of preconditioners that
can be used with MINRES. On the contrary, GMRES do not have these limitations. In
this regard, it should be noted that there exists other means to preserve symmetry that
are based on the use of carefully chosen inner products [77, 142].

Convergence. To a large extend, the convergence theory for symmetric KSP methods
such a MINRES is well-understood. In particular, the residual error, rk := b−Axk, can
be bound by the estimate [77]

‖rk‖ ≤ min
pk

max
i=1,...,n

|pk(λi)|‖b‖, (6.71)

where {λi}ni=1 are the eigenvalues of the system matrix, A, and the minimum is taken
over the set of kth order polynomials, pk, with value 1 at the origin. As a consequence,
the convergence rate of the MINRES algorithm can be described directly in terms of
the eigenvalues of A. This result is important to the construction of preconditioners. In
particular, loosely speaking, for symmetric KSP solvers such as MINRES, convergence in a
low numbers of KSP iterations can be guaranteed, provided that the preconditioned system
matrix has a clustered spectrum that is bounded away from zero. On the contrary, the
convergence behaviour of non-symmetric KSP solvers such as GMRES cannot be explained
in terms of the eigenvalue distribution of the system matrix, A, alone. In fact, assuming
that the non-symmetric system matrix, A, is diagonalizable, the GMRES residual error
can be bound by the estimate [77]

‖rk‖ ≤ κmin
pk

max
i=1,...,n

|pk(λi)|‖b‖, (6.72)

where κ is the condition number of the eigenvector matrix that associates with the
diagonalization procedure. As a consequence, for non-symmetric KSP methods, the
quality of a given preconditioner can not solely be assessed based on the spectrum of the
preconditioned system. In fact, the properties of the associated eigenvectors must also be
taken into account. In this regard, efforts have been made to describe the convergence of
GMRES by other means; see e.g. [77] and the reference therein.

6.4 Summary

This chapter has provided an overview of the top layer of the new LNK solver and its
main components. The top layer constitutes the computational backbone of the LNK
solver. The presentation has covered 1) an outer SQP-based semi-smooth Newton method
that seeks to solve the first-order necessary optimality conditions associated with DR
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optimal control problems and 2) the Krylov subspace methods, MINRES and GMRES,
that underpin the inner LNK solver that serves to efficiently compute solutions to the
large-scale saddle-point systems that arise from discretization of the SQP subproblems. To
cope with long time integrations, the chapter has described a modified SQP algorithm that
uses a receding horizon (RH) principle to divide the original optimal control problem into
a sequence of associated subproblems. While the RH procedure will in general produce
suboptimal controls over the entire horizon, the approach promotes convergence of the
underlying Newton scheme and speeds up computations.
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Chapter 7
The LNK solver - Bottom layer

The following chapter provides a description of the bottom layer of the LNK solver and its
main constituents. To this end, the chapter describes how to discretize, precondition and
efficiently solve the prototypic linearized optimality system that arises as part of the outer
SQP scheme:

∂ty −∆y + C0(xk)y − ρ−1C1(xk)p = f(xk) in Q, (7.1a)
−∂tp−∆p+ C0(xk)p+ C2(xk)y = g(xk) in Q, (7.1b)
y(x, 0) = y0(x), p(x, T ) = 0 in Ω. (7.1c)

By focusing on (7.1), the chapter covers the underpinning framework that corresponds
to a single outer iteration of the LNK solver. In particular, given the current outer
SQP iterate, xk := (yk, pk), the presentation outlines how to efficiently compute the next
iterate, xk+1 := (y, p), by solving (7.1) in an iterative and matrix-free manner using Krylov
subspace methods. The presentation focuses on three main components:

• Spectral discretization - The SG and SPG schemes
The first part introduces the SG scheme for stationary problems and the SPG
scheme for time-dependent problems. In particular, the section demonstrates how
to construct the SG and SPG bases, discusses their key properties and describes
how to use the methods to discretize the optimality system (7.1) to form symmetric
saddle-point systems in the general form:[

MC2 KT
C0

KC0 −1
ρMC1

]
︸ ︷︷ ︸

A

[
ŷ
p̂

]
︸ ︷︷ ︸

x

=
[
Ĝ

F̂

]
︸ ︷︷ ︸

b

. (7.2)

• The new Poisson-like preconditioners
Given the saddle-point system (7.2), the second part describes how to exploit the
properties of the SG and SPG bases to construct and invert the new PL precondition-
ers. In particular, the presentation describes an efficient and matrix-free inversion
procedure for the preconditioning problems that are central to computing the inner
LNK iterates. As the main feature, the inversion procedure uses the SG and SPG
bases to decouple multi-dimensional preconditioning problems into a sequence of
independent subproblems that only involve small scale, sparse and banded matrices.
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Fig. 7.1: Inner LNK solver. Main components.

• Matrix-free matrix-vector products by transform methods
The third part describes how to compute matrix-vector products in the form zk := Axk
in a matrix-free manner using transform methods. This approach completely removes
the need to form and store the saddle-point system matrix, A. Since A is typically
dense in the context of spectral discretization schemes, this feature is essential to
maintain computational efficiency of the inner KSP solver in multiple dimensions.

This chapter draws upon the papers E-H.

7.1 Spectral discretization - The SG and SPG schemes

Together with finite elements (FE), finite differences (FD) and finite volumes (FV), spectral
methods represent one of the main discretization schemes for the numerical solution of
partial differential equations [35, 88, 102, 153]. From a general point of view, these schemes
can be seen as concrete instances of weighted residual methods (WRMs) [115]. Given a
PDE, WRMs seek to approximate the solution by a truncated series expansion in terms of
a collection of trial functions, {ψk}. To determine the associated expansion coefficients,
WRMs seek to minimize the residual between the series expansion and the true solution
in some appropriate norm. This procedure involves a set of test functions, {φk}. While
FE, FD and FV discretizations employ local bases, {ψk} and {φk}, with finite regularity,
spectral methods rely on global and smooth basis functions such as Chebyshev, Legendre,
Laguerre and Hermite polynomials [35, 88, 102, 153]. The different choices between local
and global basis functions manifest themselves in a variety of different properties that are
central to computations. The following summarizes a selection of the key differences:

• The convergence rates of spectral methods typically behave as O(N−m), where m
denotes the regularity of the function subject to approximation. This stands in
contrast to methods of FE, FD and FV, where convergence rates are strictly limited
by the order of the local polynomial bases. As such, spectral methods tend to exploit
whatever regularity the solution may possess. From a computational point of view,
this implies that spectral methods require significantly fewer degrees of freedom to
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7.1. Spectral discretization - The SG and SPG schemes

obtain a given level of accuracy, whenever the problem is sufficiently smooth.
• In many cases, spectral methods allow for exact differentiation. Compared to FE, FD

and FV methods, this property reduces phase errors, which makes spectral methods
attractive for long time integrations.
• The local nature of FE, FD and FV methods implies that the associated stiffness
- and mass matrices become sparse and banded. In contrast, the global nature
of spectral basis functions typically causes the associated stiffness - and/or mass
matrices to be completely dense.
• In general, FE methods are suitable for complex geometries, whereas spectral methods

primarily find applications in simple, separable domains. In this regard, it should be
mentioned that there exists a number of hybrid methods such as hp-finite element-
and spectral element methods that seek to combine attractive features from both
global and local methodologies [34, 64, 89, 101].

The differences between the various discretization schemes and the associated basis functions
also have a significant computational impact on the solution of linear systems such as the
discrete optimality system [

MC2 KT
C0

KC0 −1
ρMC1

]
︸ ︷︷ ︸

A

[
ŷ
p̂

]
︸ ︷︷ ︸

x

=
[
Ĝ

F̂

]
︸ ︷︷ ︸

b

. (7.3)

In particular, the structure and properties of the individual blocks that make up the system
(7.3) are directly reflected by the choice of discretization scheme. In fact, the individual
blocks will typically be composed of stiffness - and/or mass matrices that take the general
form

aij = a(ψj , φi), A = (aij)i,j=0..N , (7.4)
c`ij = C`(ψj , φi), MC` = (c`ij)i,j=0..N , ` = 0, 1, 2, (7.5)

where {ψk} and {φk}, are the trial and test functions, respectively. This observation poses
the natural question of wether it is possible to construct the basis functions, {ψk} and
{φk}, such as to promote efficient solution strategies. In particular, motivated by the
introductory discussion in Section 5.3, it becomes desirable to construct bases such as to
meet the criteria:

C.1 Reduce problem dimensionality and promote sparsity patterns
C.2 Ensure commutative properties of OD and DO
C.3 Automatically satisfy the forward-back conditions
C.4 Promote efficient preconditioning strategies

To this end, this thesis uses and extends customized high-order polynomial basis that
were originally introduced in the context of initial-and boundary value problems [154]. In
particular, this thesis uses

• A Spectral-Galerkin (SG) scheme for stationary problems.
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• A Spectral Petrov-Galerkin (SPG) scheme for time-dependent problems.

To provide an overview, the following introduces the SG and SPG bases and the asso-
ciated discretization schemes. For ease of treatment, the presentation focuses on the
one-dimensional case on rectangular domains of the general type Q = [0, T ] × [a, b]. To
this end, note that in virtue of the transformations

t̂(t) = T

2 (t+ 1), t ∈ [−1, 1], (7.6)

x̂(x) = b− a
2 (x+ 1) + a, x ∈ [−1, 1], (7.7)

the given domain, Q, can always be mapped to the reference square

QR = TR × ΩR = [−1, 1]× [−1, 1]. (7.8)

Furthermore, by introducing the correction function

y(x, t) := y(x, t)− y0(x) in QR, (7.9)

the problem can be assumed to have initial condition y0(x) = 0 in ΩR. Similar correction
functions can be introduced to account for inhomogeneous boundary conditions [150].
Therefore, without loss of generality, the presentation will focus on problems that are
defined on QR with homogeneous initial- and boundary data. The extension to multi-
dimensional problems can be treated by forming tensor products of the one-dimensional
components. In this regard, Section 7.1.2 briefly outlines the main steps for the SG
discretization. The SPG scheme can be treated similarly. Note also, by combining the SG
and SPG bases with Fourier series expansions, the discretization schemes generalize to
other separable domains such as annuli and cylinders

ΩA :={(x, y) ∈ R2| a ≤ x2 + y2 ≤ b}, (7.10a)
ΩC :={(x, y, z) ∈ R3| a ≤ x2 + y2 ≤ b, z ∈ (0, h)}, (7.10b)

where h ∈ R+ and 0 < a < b. In this regard, Paper F provides a detailed description in
the context of stationary problems.

7.1.1 The SG and SPG bases

The SG and SPG schemes rely on weak formulations of the PDEs in question. In both
cases, the test and trial functions, {ψk} and {φk}, are chosen as boundary-adapted bases
that are constructed to automatically satisfy the prescribed boundary conditions. To
discretize in space, the SG and the SPG schemes use a Fourier-like basis that was first
introduced by [154]. In addition, to discretize in time, the SPG scheme uses a one-shot
approach that solves the optimality system (7.1) simultaneously in the space-time cylinder,
QR = TR × ΩR. To properly account for the associated forward-backward conditions, the
SPG scheme uses a dual set of boundary-adapted bases that automatically satisfy the initial-
and end-time conditions associated with the state - and adjoint variables, respectively. To
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Fig. 7.2: A comparison of the first five Legendre polynomials and the Fourier-like basis functions
for Dirichlet and Neumann boundary conditions, respectively. Note how the Fourier-like basis
functions automatically satisfy the corresponding boundary conditions.

this end, let PM ,M ∈ N denote the set of all univariate polynomials of degree less than or
equal to M and consider the SG and SPG spatial and temporal approximation spaces:

VN = {v ∈ PN : a±v(±1) + b±v
′(±1) = 0}, (7.11)

TN := {v ∈ PNt : v(−1) = 0}, T∗N := {v ∈ PNt : v(1) = 0}. (7.12)

Given the approximation spaces (7.11) and (7.12), the following outlines how to construct
appropriate bases

{ψk}N−2
k=0 ∈ VN , {ωk}Nt−1

k=0 ∈ TNt , {ω∗k}
Nt−1
k=0 ∈ T∗Nt . (7.13)

Spatial discretization - The Fourier-like basis. The Fourier-like basis, {ψk}N−2
k=0 ∈

VN , can be constructed in two steps. Following [153, 154], the construction procedure can
be outlined as follows:

1) Let {Lk(·)}Nk=0 denote the orthogonal Legendre polynomials [35, 153]. Then there
exists a unique set of coefficients {ak, bk}N−2

k=0 such that

φk := ck (Lk + akLk+1 + bkLk+2) ∈ Vk+2, ck := (
√
−bk(4k + 6))−1.

For general boundary conditions of the type, the coefficients {ak, bk}N−2
k=0 , are given

by

ak = (2k + 3)(a+b− + a−b+)
Dk

bk =
−2a−a+ + (k + 1)2(a+b− − a−b+ + b−b+

2 k(k + 1)2(k + 2)
Dk

,

where Dk := 2a+a− + a−b+(k + 2)2 − a+b−(k + 2)2 − b−b+
2 (k + 1)(k + 2)2(k + 3). In

the concrete cases of Dirichlet and Neumann boundary conditions, the coefficients,
{ak, bk}N−2

k=0 , are given by respectively

ak = 0, bk = −1 and ak = 0, b0 = 1/2, bk = −k(k + 1)/((k + 2)(k + 3)). (7.14)
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Furthermore, the associated stiffness matrix, SA = (〈∂xφj , ∂xφi〉)ij , becomes diagonal

skk = −(4k + 6)bk, k = 0, 1, ..., N − 2, (7.15)

whereas the mass matrix, MA = (〈φj , φi〉)ij , is symmetric positive definite with the
penta-diagonal structure

mjk = mkj =


2

2k+1 + a2
k

2
2k+1 + b2k

2
2k+5 , j = k

ak
2

2k+3 + ak+1bk
2

2k+5 , j = k + 1
bk

2
2k+5 , j = k + 2

. (7.16)

2) The second step diagonalizes MA using an eigenvalue decomposition. In fact, since
MA is banded and symmetric positive definite, the eigenvalues, {λi}N−2

i=1 , and the
matrix of eigenvectors, Q = (qij), can be computed offline at the cost of O(N2)
operations [150]. Given Q, the FL basis is defined by

ψk(x) =
N−2∑
j=0

qjkφj(x), 0 ≤ k ≤ N − 2. (7.17)

Since Q is invertible, {ψk}N−2
k=0 constitutes a basis for VN . Furthermore, due to the

orthogonality of Q and the auxiliary functions {φk}N−2
k=0 , the FL basis satisfies the

relations

〈ψi, ψj〉 =
N−2∑
n,l=0

qniqlj〈φn, φl〉 = (QTMAQ)ji = λjδj,i, (7.18a)

−〈ψ′′i , ψj〉 =
N−2∑
n,l=0

qniqlj〈φ′′n, φl〉 =
N−2∑
n,l=0

qniδn,lqlj = δj,i. (7.18b)

In particular, the FL basis diagonalizes both the stiffness matrix, (S)ij = 〈ψ′j , ψ′i〉 and the
mass matrix, (M)ij = 〈ψj , ψi〉, simultaneously.

Temporal discretization - A dual set of Legendre bases. To construct bases for
the temporal approximation spaces

TN := {v ∈ PNt : v(−1) = 0}, T∗N := {v ∈ PNt : v(1) = 0}, (7.19)

that automatically satisfy the forward-backward conditions, the SPG scheme uses the dual
set of basis functions [154]:

ωk(t) := Lk(t) + Lk+1(t), 0 ≤ k ≤ Nt − 1, (7.20a)
ω∗k(t) := Lk(t)− Lk+1(t), 0 ≤ k ≤ Nt − 1, (7.20b)

where {Lk(·)}Nk=0 denote the Legendre polynomials. Since the Legendre polynomials
constitute a basis for PNt and satisfy the property Lk(±1) = (±1)k, k ∈ N, it follows that
{ωk}Nt−1

k=0 and {ω∗k}
Nt−1
k=0 constitute bases for TNt and T∗Nt , respectively. Further, using the

orthogonal properties of the Legendre polynomials, it is possible to show that

〈∂tωj , ω∗i 〉 = 2δij 〈∂tω∗j , ωi〉 = −2δij . (7.21a)

90



7.1. Spectral discretization - The SG and SPG schemes

Fig. 7.3: The first five basis functions of the primal and dual bases, respectively. Notice how the
bases have been adapted to satisfy respectively the initial- and end-time conditions associated with
the state- and adjoint equations.

In particular, the first-order temporal derivative matrix (Dt)ij = 〈∂tωj , ω∗i 〉 becomes
diagonal. Furthermore, the temporal mass matrices

Bij = 〈ωj , ω∗i , 〉, B = (Bij)i,j=0,...,Nt−1, (7.22a)
Byij = 〈ωj , ωi, 〉, By = (Byij)i,j=0,...,Nt−1, (7.22b)
Bpij = 〈ω∗j , ω∗i 〉, Bp = (Bpij)i,j=0,...,Nt−1. (7.22c)

become tridiagonal with the non-zero entries

Bij =


2

2j+1 −
2

2j+3 , i = j

− 2
2j+1 , i = j + 1
2

2j+1 , i = j − 1

, (7.23)

Byij = Byji =


2

2j+1 + 2
2j+3 , i = j

2
2j+1 , i = j + 1

, (7.24)

Buij = Byji =


2

2j+1 + 2
2j+3 , i = j

− 2
2j+1 , i = j + 1

. (7.25)

Note that the matrices, By and Bp, are symmetric, whereas B is not.

7.1.2 The SG discretization

Given the Fourier-like basis (7.17), the following outlines the SG discretization of the
stationary prototypic optimality system

−∆y + C0(xk)y − ρ−1C1(xk)p = f(xk) in ΩR, (7.26a)
−∆p+ C0(xk)p+ C2(xk)y = g(xk) in ΩR, (7.26b)
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where the associated boundary conditions for y and p are of the general type

a±v(±1) + b±v
′(±1) = 0. (7.27)

To this end, let {ψk}N−2
k=0 ∈ VN be the Fourier-like basis associated with the boundary-

adapted approximation space

VN = {v ∈ PN : a±v(±1) + b±v
′(±1) = 0}, (7.28)

and consider the corresponding finite series approximations of the state and adjoint variables

yN (x) =
N−2∑
k=0

ŷkψk(x), ŷ = {ŷk}N−2
k=0 , (7.29)

pN (x) =
N−2∑
k=0

p̂kψk(x), p̂ = {p̂k}N−2
k=0 , (7.30)

where ŷ, p̂ denote the unknown expansion coefficients. Now, consider the bilinear form
a : VN × VN → R defined by

a(y, v) =
∫

ΩR
∇y · ∇vdx. (7.31)

Then the discrete Galerkin formulation of the linearized optimality system (7.26) can be
written in the form

a(yN , v) + C0(yN , v)− ρ−1C1(pN , v) = 〈f, v〉N ∀ v ∈ VN , (State equation) (7.32a)
a(v, pN ) + C0(v, pN ) + C2(yN , v) = 〈g, v〉N , ∀ v ∈ VN , (Adjoint equation), (7.32b)

where 〈·, ·〉N denotes the discrete inner product

〈h, q〉N =
N∑
j=0

h(xj)q(xj)wj , (7.33)

that approximates the continuous integral 〈h, q〉L2(ΩR) by numerical quadrature based on
the Legendre-Gauss-Lobatto (LGL) nodes, {xj}Nj=0, and the associated quadrature weights,
{wj}Nj=0 [102, 167]. Similarly, the discrete bilinear forms C` : VN × VN → R, ` = 0, 1, 2 are
defined by

C`(h, q) =
N∑
j=0

C`(xj)h(xj)q(xj)wj . (7.34)

To determine ŷ, p̂, the SG method requires that the optimality conditions (7.32) hold for
the approximations, yN , pN ∈ VN , and the set of Galerkin test functions {ψn}N−2

n=0 ∈ VN .
In particular, the discrete optimality system becomes

a(yN , ψn) + C0(yN , ψn)− ρ−1C1(pN , ψn) = 〈f, ψn〉N , ∀ 0 ≤ n ≤ N − 2, (7.35a)
a(ψn, pN ) + C0(ψn, pN ) + C2(yN , ψn) = 〈g, ψn〉N , ∀ 0 ≤ n ≤ N − 2. (7.35b)

Now, consider an arbitrary element xN ∈ VN . Then xN can be written in the form

xN =
N−2∑
k=0

x̂kψk, x̂ = {x̂k}N−2
k=0 . (7.36)
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Then, by linearity of a : VN × VN → R, it follows that

a(xN , ψn) =
N−2∑
k=0

x̂ka(ψk, ψn) = [a(ψ0, ψn), ..., a(ψN−2, ψn)]x̂, 0 ≤ n ≤ N − 2. (7.37)

Similar arguments show that for each ` = 0, 1, 2, it holds that

C`(xN , ψn) = [C`(ψ0, ψn), ..., C`(ψN−2, ψn)]x̂, (7.38a)
C`(ψn, xN ) = [C`(ψn, ψ0), ..., C`(ψn, ψN−2)]x̂. (7.38b)

Now, define the matrices and vectors

aij = a(ψj , ψi), A = (aij)i,j=0..N−2, (7.39)
c`ij = C`(ψj , ψi), MC` = (c`ij)i,j=0..N−2, ` = 0, 1, 2 (7.40)
ĝn = 〈g, ψn〉N , Ĝ = (ĝ0, ĝ1, . . . , ĝN−2)T , (7.41)
f̂n = 〈f, ψn〉N , F̂ = (f̂0, f̂1, . . . , f̂N−2)T . (7.42)

Then, by combining (7.37) and (7.38), it follows that the discrete optimality conditions
(7.35) can be written in the general saddle-point form[

MC2 KT
C0

KC0 −1
ρMC1

]
︸ ︷︷ ︸

A

[
ŷ
p̂

]
︸ ︷︷ ︸

x

=
[
Ĝ

F̂

]
︸ ︷︷ ︸

b

, (7.43)

where KC0 := A+MC0 .

Remark 12. Note that, for the SG discretization, the block KC0 := A+MC0 is symmetric.
As a consequence, the transpose in (7.43) is superfluous. However, the form (7.43) is
preferred to maintain generality of the presentation.

The SG discretization - Extensions to multiple dimensions. In the two-dimensional
case, the state- and adjoint variables are approximated by the double-sum series expansions

yN (x, y) =
N−2∑
k,l=0

ŷklψk(x)ψl(y), ŷ = {ŷkl}N−2
k,l=0, (7.44)

pN (x, y) =
N−2∑
k,l=0

p̂klψk(x)ψl(y), p̂ = {p̂kl}N−2
k,l=0. (7.45)

In this case, it follows that

a(yN , ψnψm) =
N−2∑
k,l=0

ŷkl

∫∫
ΩR

[(
∂ψk
∂x

∂ψn
∂x

ψl(y)ψm(y)
)

+
(
∂ψl
∂y

∂ψm
∂y

ψk(x)ψn(x)
)]

dxdy

=
N−2∑
k,l=0

ŷkl [a(ψk, ψn)b(ψl, ψm) + a(ψl, ψm)b(ψk, ψn)] ,

where b(·, ·) denotes the bilinear form b(y, v) =
∫

ΩR
yvdx. Now, using the following ordering

of the unknowns
ŷ = [ŷ0, ..., ŷN−2]T , ŷk = {ŷkl}N−2

l=0 , (7.46)
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the SG approximation to a(·, ·) can be written as the Kronecker product

A2D = A⊗M +M ⊗A. (7.47)

As a consequence, the two-dimensional discrete optimality system matrix can be written
in the form

A2D =
[

M2D
C2

(A⊗M +M ⊗A+M2D
C0

)T

A⊗M +M ⊗A+M2D
C0

−1
ρM

2D
C1

]
. (7.48)

Here the variable-coefficient matrices M2D
C`
∈ R(N−1)2×(N−1)2

, ` ∈ {0, 1, 2} are defined by
the entries

(mc`)ij = 〈C`ψkψl, ψnψm〉N , (7.49)

where the global indices i, j satisfy that

i = n(N − 1) + (m+ 1), j = k(N − 1) + (l + 1), (7.50a)
0 ≤ k, n, l,m ≤ N − 2. (7.50b)

Similarly, in the three-dimensional case, the use of triple-sum series expansions

yN (x, y, z) =
N−2∑

k,l,m=0
ŷklmψn(x)ψm(y)ψl(z), ŷ = {ŷklm}N−2

k,l,m=0, (7.51)

pN (x, y, z) =
N−2∑

k,l,m=0
p̂klmψn(x)ψm(y)ψl(z), p̂ = {p̂klm}N−2

k,l,m=0, (7.52)

leads to a discrete optimality system matrix

A3D =
[
M3D

C2
K3D
C0

K3D
C0

−1
ρM

3D
C1

]
, (7.53)

where K3D
C0

:= A ⊗ M ⊗ M + M ⊗ A ⊗ M + M ⊗ M ⊗ A +M3D
C0
. In this case, the

variable-coefficient matrices M3D
C`
∈ R(N−1)3×(N−1)3

, ` ∈ {0, 1, 2} are defined by the entries

(mc`)ij = 〈C`ψkψlψm, ψrψsψt〉N . (7.54)

where the global indices i, j satisfy that

i = (t+ 1) + s(N − 1) + r(N − 1)2, j = (m+ 1) + l(N − 1) + k(N − 1)2, (7.55a)
0 ≤ k, l,m, r, s, t ≤ N − 2. (7.55b)

Remark 13. Note that the multiple dimensional matrices, (7.48) and (7.53), merely
serve to illustrates the structural properties of the optimality systems that can be used
for prototypic implementations and the study of eigenvalues. In turn, due to their large-
scale nature, the implementations used in this thesis refrain from forming and storing
the matrices in practice. Instead, the implementations rely on matrix-free, matrix-vector
products by transform methods. Section 7.3 outlines the procedure.
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7.1.3 The SPG discretization

As an extension of the SG scheme for stationary problems, the following describes the SPG
discretization for the time-dependent prototypic linearized optimality system

∂ty −∆y + C0(xk)y − ρ−1C1(xk)p = f(xk) in QR, (7.56a)
−∂tp−∆p+ C0(xk)p+ C2(xk)y = g(xk) in QR, (7.56b)
y(x, 0) = y0(x), p(x, T ) = 0 in ΩR, (7.56c)

To this end, let K := N ·Nt and define the combined space-time approximation spaces

SK := VN × TNt , and S∗K := VN × T∗Nt , (7.57)

where VN , TNt and T∗Nt are defined by (7.11) and (7.12), respectively. Let {ψ}N−2
k=0 denote

the Fourier-like basis associated with VN and let {ωl}Nt−1
l=0 and {ω∗l }

Nt−1
l=0 be the primal and

dual bases of TNt and T∗Nt , respectively. Now, consider the associated space-time series
representations

yK(x, t) =
N−2∑
k=0

Nt−1∑
l=0

ŷklψk(x)ωl(t), (7.58a)

pK(x, t) =
N−2∑
k=0

Nt−1∑
l=0

p̂klψk(x)ω∗l (t). (7.58b)

Note that, in order to satisfy the forward-backward conditions, the state variable is
approximated in terms of the basis functions {ψkωl}, whereas the adjoint approximation
is expanded in the dual basis, {ψkω∗l }. In particular, the state approximation is sought in
the primal space, SK , whereas the adjoint approximation belongs to the dual space, S∗K .
Now, consider the bilinear forms D : SK × S∗K → R, aQ : SK × S∗K → R, C` : SK × S∗K →
R, ` = 0, 1, 2 given by

D(y, v) =
∫
QR

∂ty vdxdt (7.59)

aQ(y, v) =
∫
QR

∇y · ∇vdxdt (7.60)

C`(y, v) =
N∑

i,j=0
C`(xi, tj)h(xi, tj)q(xi, tj)wx,iwt,j '

∫
QR

Ci y vdxdt. (7.61)

Then the fully discrete space-time approximation of (7.56) becomes

Find yK ∈ SK , pK ∈ S∗K :
D(yK , v) + aQ(yK , v) + C0(yK , v)− ρ−1C1(pK , v)= 〈f, v〉K ∀v ∈ S∗K , (7.62a)
D(v, pK) + aQ(v, pK) + C0(pK , v) + C2(yK , v) = 〈g, v〉K ∀v ∈ SK . (7.62b)

Note the use of different test spaces, S∗K and SK , for the state- and adjoint equations, re-
spectively. Now, since the combined space-time functions, {ψnωm} and {ψnω∗m}, constitute
bases for respectively, S∗K and SK , it must hold that

D(yK , ψnω∗m) + aQ(yK , ψnω∗m) + C0(yK , ψnω∗m)− 1
ρ
C1(pK , ψnω∗m)= 〈f, ψnω∗m〉K , (7.63a)

D(ψnωm, pK) + aQ(ψnωm, pK) + C0(pK , ψnωm) + C2(yK , ψnωm) = 〈g, ψnωm〉K , (7.63b)
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for all 0 ≤ n ≤ N − 2, 0 ≤ m ≤ Nt − 1.

To proceed, notice that

D(yK , ψnω∗m) =
N−2∑
k=0

Nt−1∑
l=0

ŷklD(ωl, ω∗m)b(ψk, ψn) (7.64)

=
N−2∑
k=0

b(ψk, ψn)
Nt−1∑
l=0

ŷklD(ωl, ω∗m), (7.65)

and

D(ψnωm, pK) =
N−2∑
k=0

Nt−1∑
l=0

p̂klD(ωm, ω∗l )b(ψn, ψk) (7.66)

=
N−2∑
k=0

b(ψn, ψk)
Nt−1∑
l=0

p̂klD(ωm, ω∗l ) (7.67)

where D(y, v) :=
∫
TR
∂ty vdt and b(y, v) :=

∫
ΩR y vdx. As a consequence, it follows that the

collective entities

D(yK , ψnω∗m) and D(ψnωm, pK), 0 ≤ n ≤ N − 2, 0 ≤ m ≤ Nt − 1, (7.68)

can be expressed in matrix form

(M ⊗Dt)ŷ and (MT ⊗DT
t )p̂, (7.69)

where the expansion coefficients are arranged according to the ordering

ŷ := (ŷ0, ..., ŷN−2), ŷk = {ŷkl}Nt−1
l=0 , (7.70a)

p̂ := (p̂0, ..., p̂N−2), p̂k = {p̂kl}Nt−1
l=0 . (7.70b)

Furthermore, notice that by standard tensor product calculus, it holds that

MT ⊗DT
t = (M ⊗Dt)T . (7.71)

Now, by similar arguments, it follows that the discrete optimality conditions (7.63) can be
expressed as a matrix system in symmetric saddle-point form[

MC2 KT
C0

KC0 −1
ρMC1

]
︸ ︷︷ ︸

A

[
ŷ

p̂

]
︸ ︷︷ ︸

x

=
[
Ĝ

F̂

]
︸ ︷︷ ︸

b

, (7.72)

where KC0 := M ⊗Dt +A⊗B +MC0 . Here the right-hand side vector is given by

Ĝ := (ĝ0, ..., ĝN−2), ĝn = {〈g, ψnωm〉K}Nt−1
m=0 , (7.73a)

F̂ := (f̂0, ..., f̂N−2), f̂n = {〈f, ψnω∗m〉K}Nt−1
m=0 , (7.73b)

whereas the variable-coefficient matricesMC` ∈ RNt (N−1)×Nt (N−1), ` ∈ {0, 1, 2} are defined
by the entries

(mc0)ij = 〈C0ψkωl, ψnω
∗
m〉K , (7.74a)

(mc1)ij = 〈C1ψkω
∗
l , ψnω

∗
m〉K , (7.74b)

(mc2)ij = 〈C2ψkωl, ψnωm〉K , (7.74c)
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where the global indices i, j satisfy that

i = nNt + (m+ 1), j = kNt + (l + 1), (7.75a)
0 ≤ k, n ≤ N − 2, 0 ≤ l,m ≤ Nt − 1. (7.75b)

Remark 14. By virtue of the SPG discretization, the discrete optimality system (7.72)
becomes symmetric. As a consequence, the approaches of optimize-then-discretize and
discretize-then-optimize commute provided that the discretization uses the anzats spaces,
SK and S∗K . In particular, this implies that the discretized adjoint equation coincides
with the finite dimensional adjoint state of the discretized state equation. This property of
the underlying discretization scheme has shown to significantly speed up convergence of
nonlinear conjugate gradient methods in the context of optimal control of diffusion-reaction
problems [33].

7.1.4 The SG and SPG schemes - Summary

To summarize, the following provides an overview of the SG and SPG bases

{ψk}N−2
k=0 ∈ VN , {ωk}Nt−1

k=0 ∈ TNt , {ω∗k}
Nt−1
k=0 ∈ T∗Nt , (7.76)

and their key properites

• Inspired by [150, 154], the SG and SPG schemes are based on customized high-
order polynomial bases that have been adapted to satisfy the prescribed boundary
conditions of the continuous optimality system. As a consequence, for constant
coefficient problems, the discretization schemes lead to sparse and banded optimality
systems that can be solved efficiently. This stands in contrast to conventional spectral
schemes based on, e.g., collection approaches [35, 150].
• The spatial Fourier-like basis, {ψk}N−2

k=0 , diagonalizes the stiffness- and mass matrices
for constant coefficient problems. As a result, Fourier-like basis lead to symmetric
and sparse optimality systems for such problems.
• The temporal dual bases, {ωk}Nt−1

k=0 and {ω∗k}
Nt−1
k=0 , lead to sparse, banded stiffness-

and mass matrices for constant coefficient problems. In particular, the first-order
stiffness matrix becomes diagonal, whereas the temporal mass matrices becomes
tridiagonal.
• The temporal dual bases are constructed to automatically satisfy the forward-
backward conditions that arise from the continuous optimality system. As a result,
the approaches of optimize-then-discretize and discretize-then-optimize commute. In
particular, the SPG scheme leads to a symmetric discrete optimality system.
• Based on the seminal ideas [152], the SG and SPG discretization schemes can be

combined with Fourier expansions as a means to extend the methods to annular and
cylindrical domains. Paper F describes the extension for the SG scheme.

7.2 The PL preconditioners

This section provides an introduction and discussion of the new PL preconditioners. In
combination with appropriate Krylov subspace methods, the preconditioners are intended
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to accelerate solution of the linearized subproblems that constitute the inner iterations of
LNK solver. The corresponding saddle-point systems take the general form

[
MC2 KT

C0

KC0 −1
ρMC1

]
︸ ︷︷ ︸

A

[
ŷ
p̂

]
︸ ︷︷ ︸

x

=
[
Ĝ

F̂

]
︸ ︷︷ ︸

b

, (7.77)

where the matrices come from either an SG or an SPG discretization. To apply the PL
preconditioners, P , each iteration of the KSP method requires solution of a preconditioning
problem of the type

Px := Axk︸︷︷︸
zk

. (7.78)

As the main feature of the PL preconditioners, the following describes how to exploit the
properties of the SG and SPG bases to develop matrix-free, scalable inversion procedures
that decouple the original preconditioning problem (7.78) into comparably small, inde-
pendent subsystems. In particular, let d be the spatial dimension of the problem and let
N,Nt denote the number of spatial and temporal discretization modes, respectively. Then
it holds that:

• For stationary problems, the properties of the SG scheme imply that the full scale
2(N − 1)d × 2(N − 1)d preconditioning problem (7.78) decouples into a sequence of
(N − 1)d independent 2× 2 subsystems.
• For time-dependent problems, the properties of the SPG scheme imply that the

2Nt(N − 1)d× 2Nt(N − 1)d preconditioning problem (7.78) decouples into a sequence
of (N − 1)d independent 2Nt × 2Nt subsystems.

These properties imply that the PL preconditioners scale linearly with the spatial problem
dimension. This suits the receding horizon setup 1 well in the sense that Nt can usually be
chosen small compare to N . In addition, the independent nature of the subsystems makes
the preconditioners amenable to parallelization. The presentation of the PL preconditioners
follows a two-part outline:

• The first part introduces basic properties and discusses usage recommendations.
• The second part describes how the respective SG and SPG preconditioners can be

inverted in an efficient and matrix-free manner.

7.2.1 Basic properties and usage

For high-order discretization methods, black-box preconditioners and multigrid-based
Schur-complement block preconditioners typically become computationally expensive due
to the dense nature of the associated stiffness- and mass matrices. Therefore, to promote
the potential computational benefits of high-order schemes, this thesis proposes new

1See Section 6.2.4 for a description of the receding horizon approach.
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Poisson-like preconditioners of the type

P1 :=
[
C2M +√ρKC0

0
0 1

ρ(C1M +√ρKC0
)T

]
P2 :=

 0 KT
C0

KC0
−1
ρMC1

 (7.79)

P3 :=

 C2M 0
KC0

C2KC0
M−1KT

C0
+ C1

ρ M

 P4 :=

 C2M KT
C0

KC0
−1
ρC1M

 (7.80)

where KC0
is a constant-coefficient approximation to the discrete state equation and the

constant coefficients C`, ` = 0, 1, 2, are given by

C` = 1
2

(
max
Q

C`(xk) + min
Q

C`(xk)
)
. (7.81)

Preconditioners with the same block structures have been considered by a variety of authors,
where examples include [76, 86, 128, 131, 136–138, 148, 157, 182]. In this regard, the main
contribution of this thesis is given by the way that each individual block is constructed
by exploiting the properties of the SG and SPG bases. In turn, this leads to efficient and
matrix-free inversion of the PL preconditioners. To provide an overview, the following
provides a separate discussion for each preconditioner.

• Preconditioner P1

Under suitable assumptions on the coefficients {C`}2i=0, P1 is symmetric positive
definite. This is particularly the case for linear-quadratic problems with constant and
positive coefficients. As a consequence, P1 can be applied with indefinite, symmetric
KSP solvers such as MINRES that benefit from short-term recurrences. Furthermore,
as Chapter 8 shows, the simple diagonal block structure allows for the use of spectral
analysis to establish concrete bounds on the spectrum of the preconditioned system
matrix, P−1

1 A. Since all of the PL preconditioners are based on the same block-
approximation principles, analysis of P−1

1 A may provide insights and rough guidelines
on what can be expected from the more complex preconditioners, Pi, i = 2, 3, 4 in
terms of strengths and weaknesses.
• Preconditioner P2

The preconditioner P2 is indefinite. Therefore, P2 must be applied with a non-
symmetric KSP solver such as GMRES or BiCG. The main interest in this type
of preconditioner comes from the fact that it preserves the original lower diagonal
block, −1

ρMC1 , at low computational cost. In particular, the simple lower triangular
structure implies that

P−1
2 :=

 1
ρK
−1
C0
MC1K

−T
C0

K−1
C0

K−T
C0

0

 . (7.82)

Application of the preconditioner therefore only involves three solves with KC0
and

one matrix-vector multiplication withMC1 [135, 157]. In particular, let zk = [z1
k, z

2
k]T .

Then, the preconditioning problem (7.78) with P := P2 can be inverted in four steps
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as follows

y0 := K−1
C0
z2
k

y1 := K−T
C0
z1
k

y2 := MC1y1

y3 := 1
ρ
K−1
C0
y2,

with x := [y3 + y0, y1]T . In turn, as Section 7.3 describes, the matrix-vector multipli-
cation, MC1y1, can be performed matrix-free using transform methods. Since MC1

ties to the control variable, preservation of the full matrix often have computational
benefits to applications that require subdomain control and problems with point-wise
bound constraints.

• Preconditioner P3

The preconditioner P3 is a Schur-complement block preconditioner, where

ŜPL := C2KC0
M−1KT

C0
+ C1

ρ
M (7.83)

provides a constant-coefficient approximation to the negative Schur-complement. As
such, P3 proposes a direct alternative to prevalent Schur-complement approximations
based on multi-grid cycles, ŜMG [127, 128, 131, 135–138]. The constant-coefficient
approximation, ŜPL, will in many cases offer a computational attractive alternative
to ŜMG. However, compared to multi-grid cycles, the constant-coefficient approach,
ŜPL, provides a crude approximation. This implies that ŜMG will in general be more
robust. Due to the block triangular structure, P3 is indefinite and should therefore
be applied with non-symmetric KSP solvers. As an alternative, the block diagonal
preconditioner

P3,B :=

 C2M 0
0 C2KC0

M−1KT
C0

+ C1
ρ M

 , (7.84)

will in many cases be symmetric positive definite. As a result, it can be applied with
short-term recurrence KSP solvers such as MINRES.

• Preconditioner P4

In contrast to Pi, i = 1, 2, 3, the preconditioner P4 seeks to preserve the full saddle-
point structure of the original system. To this end, P4 approximates the individual
blocks of the discrete optimality system (7.77) by the corresponding blocks that
come from either a SG or an SPG discretization of the associated constant-coefficient
problem

∂ty −∆y + C0(xk)y − ρ−1C1(xk)p = f(xk) in QR, (7.85a)
−∂tp−∆p+ C0(xk)p+ C2(xk)y = g(xk) in QR, (7.85b)

In the literature, accounts report that indefinite preconditioners outperform block
diagonal preconditioners [13, 155, 157]. The numerical experiments of this thesis
confirm these observations in the concrete case of P1 and P4. Further, in terms of
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an overall assessment, P4 exhibits the best performance. In particular, while the
computational costs of computing P−1

4 are comparable to those associated with
inversion of Pi, i = 1, 2, 3, the preconditioner P4 exhibits a superior ability to lower
the number of required KSP iterations.

7.2.2 An efficient inversion procedure

The presentation of the inversion procedures is divided into three parts. As a preparatory
step, Section 7.2.3 presents a general observation on tensor product decompositions that
will be central to the inversion procedures for both the SG and SPG preconditioners. By
combining the general observations of Section 7.2.3 with the properties of the Fourier-like
basis (7.18), Sections 7.2.4 and 7.2.5 describe how to efficiently invert the PL preconditioners
for stationary and time-dependent problems, respectively. Each of the sections are concluded
with a list of key take-home messages that relate to inversion and application of the PL
preconditioners.

7.2.3 A general observation on tensor product decompositions

Fundamentally, the inversion procedures for the SG and SPG preconditioners rely on
a general observation on the decomposition of tensor product matrices. In particular,
let Λi, i = 1, 2, 3, 4 be diagonal matrices such that diag(Λi) = {λij}Nj=1. Furthermore, let
Mi, i = 1, 2, 3, 4 ∈ RK×K be arbitrary matrices. Then, it follows that the tensor product
block matrix

M =
[

Λ1 ⊗M1 Λ2 ⊗M2

Λ3 ⊗M3 Λ4 ⊗M4

]
, (7.86)

can be written in the form

M =




λ1

1M1
. . .

λ1
NM1




λ2

1M2
. . .

λ2
NM2




λ3
1M3

. . .

λ3
NM3




λ4

1M4
. . .

λ4
NM4





(7.87)

As a consequence, the system matrix, M, decouples. In particular, the blocks that are
boxed will only be coupled with other boxed blocks. Similarly, encircled blocks will only be
coupled with other encircled blocks. As a result, the overall system reduces to a sequence
of subsystems that take the form

Mj =
[
λ1
jM1 λ3

jM2

λ2
jM3 λ4

jM4

]
, 1 ≤ j ≤ N. (7.88)
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Now, assume that the matrices Mi, i = 1, 2, 3, 4 can also be written in terms of tensor
products in the form

Mi = Σi ⊗Mi,1, (7.89)

where Σi are diagonal matrices such that diag(Σi) = {σij}Nj=1. Then the above reasoning
can be applied to reduce the system (7.88) once more to obtain the subsystems

Mj,` =
[
λ1
jσ

1
`M1,1 λ2

jσ
2
`M2,1

λ3
jσ

3
`M3,1 λ4

jσ
4
`M4,1

]
, 1 ≤ j, ` ≤ N. (7.90)

This procedure then repeats itself as long as the involved matrices, Mi,n, i = 1, 2, 3, 4 can
be written as tensor products in the form

Mi,n = Σi ⊗Mi,n+1. (7.91)

Therefore, if
Mi,0 = (λi ⊗ Σi ⊗ . . .⊗ Γi)⊗Mi,nmax , i = 1, 2, 3, 4, (7.92)

then the original system (7.86) will decouple into Nnmax independent subsystems.

7.2.4 Stationary problems - Efficient inversion of the SG
preconditioners

The following shows how to combine the general observations of Section 7.2.3 with the
properties of the Fourier-like basis to efficiently invert the PL preconditioners for stationary
problems. Since the inversion procedures for Pi, i = 1, 2, 3, 4 rely on the same basic
principles, the presentation will only cover the most comprehensive case of P4. For no-
tational convenience, the following drops the subscripts associated with the preconditioners.

The one-dimensional case. Given the PL preconditioner, P, determination of the inner
LNK iterate relies on solution of saddle-point problems of the type C2M KT

C0

KC0
−C1

ρ M


︸ ︷︷ ︸

P

[
ŷk

p̂k

]
︸ ︷︷ ︸

x

=
[
Ĝk

F̂ k

]
︸ ︷︷ ︸
Axk

, (7.93)

where KC0
= A+C0M and A, M are the stiffness - and mass matrices associated with the

Fourier-like basis. Now, by the FL orthogonality relations (7.18a) and (7.18b), it follows
that mij = λiδij and

kij = −〈ψ′′j , ψi〉+ C0〈ψj , ψi〉 = δi,j + C0λiδi,j , (7.94)

where {λi}N−2
i=0 are the eigenvalues of the auxiliary matrix, MA, defined by (7.16). Conse-

quently, the properties of the Fourier-like basis ensure that the one-dimensional discretized
PDE, KC0

, and the mass matrix, M , become diagonal matrices. As a consequence,
inversion of P reduces to the solution of the (N − 1) systems[

C2λn (1 + λnC0)
(1 + λnC0) −C1

ρ λn

] [
ŷkn
p̂kn

]
=
[
Ĝkn
F̂ kn

]
, 0 ≤ n ≤ N − 2. (7.95)
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7.2. The PL preconditioners

Extension to multi-dimensional problems. By forming tensor products of the one-
dimensional components, the efficient solution procedure from 1D carries over to the
multi-dimensional cases. Consider first the two-dimensional case. Here the mass- and
stiffness matrices are given by

M2D = M ⊗M, KC0
= A⊗M +M ⊗A+ C0(M ⊗M). (7.96)

As a result, the matrices can be written in the form

M2D =


λ0M · ·

· . . . ·
· · λN−2M

 , B̂2D =


Σ0 · ·

· . . . ·
· · ΣN−2

 , (7.97)

where Σn := (M + λnIN−1) + C0λnM. Hence, using the notation,

ŷkn = {ŷknm}N−2
m=0, p̂

k
n = {p̂knm}N−2

m=0, Ĝ
k
n = {Ĝknm}N−2

m=0, F̂
k
n = {F̂ knm}N−2

m=0,

it follows that the two-dimensional optimality system (7.110) can be written as N − 1
independent linear systems[

C2λnM Σn

Σn −C1
ρ λnM

] [
ŷkn
p̂kn

]
=
[
Ĝkn
F̂ kn

]
, 0 ≤ n ≤ N − 2. (7.98)

Further, since M is a diagonal matrix, the system (7.98) reduces to (N − 1)2 independent
2× 2 linear systems[

C2λnλm σnm

σnm −C1
ρ λnλm

] [
ŷknm
p̂knm

]
=
[
Ĝknm
F̂ knm

]
, 0 ≤ n,m ≤ N − 2, (7.99)

where σnm := (λn + λm) + C0λnλm. Now, by similar arguments, the three-dimensional
discrete optimality system (7.110) can be reduced to (N − 1)3 independent 2× 2 linear
systems[

C2λnλmλl σnml

σnml −C1
ρ λnλmλl

] [
ŷknml
p̂knml

]
=
[
Ĝknml
F̂ knml

]
, 0 ≤ n,m, l ≤ N − 2, (7.100)

where σnml := (λnλm + λmλl + λnλl) + C0λnλmλl.

Extension to coupled systems. In the case of general, stationary two-species diffusion-
reaction systems (6.19), the linearized subsystems take the form 2

−∆p+Ry(yk, vk)p+ Cyy(xk)y + Cyv(xk)v + Sy(xk)q = F1(xk), (7.101)
−∆q + Sv(yk, vk)q + Cvv(xk)v + Cyv(xk)y +Rv(xk)p = F2(xk), (7.102)

−∆y +Ry(yk, vk)y +Rv(xk)v − βHp(pk)p = F3(xk), (7.103)
−∆v + Sv(yk, vk)v + Sy(xk)y − βHq(qk)q = F4(xk). (7.104)

2See Section 6.2.3 for a more detailed description.
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7. The LNK solver - Bottom layer

As a result, the corresponding preconditioning problem (7.78) can be written in the form


M̂Cyy M̂Cyv

M̂Cvy M̂Cvv

L+ M̂Ry M̂Sy

M̂Rv L+ M̂Sv

L+ M̂Ry M̂Rv

M̂Sy L+ M̂Sv

−ρ−1M̂β

−ρ−1M̂β



ŷk

v̂k

p̂k

q̂k

 =


Ĝk

F̂ k

Ĥk

Ĵk

 , (7.105)

where L denotes the SG discretization of the Laplace operator and M̂α = αM denotes the
usual constant-coefficient mass matrix approximation. In particular, the preconditioning
can be formulated as a 4× 4 block system, where each block has the dimensions (N − 1)d×
(N − 1)d, d = 1, 2, 3. Following lines of reasoning similar to the case of scalar equations,
the diagonal structure of the involved stiffness - and mass matrices implies that the
preconditioning problem decouples into (N − 1)d independent 4× 4 subsystems. In the 1D
case, the subsystems takes the form:


Cyyλn Cyvλn

Cvyλn Cvvλn

λn +Ryλn Syλn

Rvλn σn + Svλn

λn +Ryλn Rvλn

Syλn σn + Svλn

−1/2ρ−1λn

−1/2ρ−1λn



ŷkn
v̂kn
p̂kn
q̂kn

 =


Ĝkn
F̂ kn
Ĥk
n

Ĵkn


Similar, in the 2D and 3D cases, each individual subproblem can be written as


Cyyλnm Cyvλnm

Cvyλnm Cvvλnm

σnm +Ryλnm Syλnm

Rvλnm σnm + Svλnm

σnm +Ryλnm Rvλnm

Syλnm σnm + Svλnm

−1/2ρ−1λnm

−1/2ρ−1λnm



ŷknm
v̂knm
p̂knm
q̂knm

 =


Ĝknm
F̂ knm
Ĥk
nm

Ĵknm

 ,

and
Cyyλnml Cyvλnml

Cvyλnml Cvvλnml

σnml +Ryλnml Syλnml

Rvλnml σnml + Svλnml

σnml +Ryλnml Rvλnml

Syλnml σnml + Svλnml

−1/2ρ−1λnml

−1/2ρ−1λnml



ŷknml
v̂knml
p̂knml
q̂knml

 =


Ĝknml
F̂ knml
Ĥk
nml

Ĵknml

 ,

where σnm := λn + λm and σnml := λnλm + λmλl + λnλl. Similarly, λnm := λnλm and
λnml := λnλmλl.

Remark 15. The above considerations carry over to the general case of Nc species. In
this case, the corresponding optimality system consists of 2Nc coupled diffusion-reaction
equations that couple the Nc states and the corresponding Nc adjoint variables. As a result,
the corresponding preconditioning problem (7.78) involves matrices of dimensions 2Nc(N −
1)d × 2Nc(N − 1)d that can be written in terms of (N − 1)d × (N − 1)d stiffness- and mass
matrices. Again, using the PL preconditioning strategy, the individual (N − 1)d × (N − 1)d

blocks decouple. As a consequence, the multi-dimensional preconditioning problem (7.78)
reduces to (N − 1)d independent subsystems of dimension 2Nc × 2Nc.
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SG preconditioners - Summary.

• For scalar problems, the properties of the FL basis implies that the preconditioning
problem reduces to (N − 1)d independent 2× 2 systems. The systems, (7.99) and
(7.100), are readily inverted analytically. Consequently, no direct solver is needed.
• In general, for problems with Nc coupled states, the preconditioning problem decou-

ples into (N − 1)d independent 2Nc × 2Nc systems. Analytical solutions may still be
derived provided that Nc is small. However, when Nc becomes large, a direct solver
or an appropriate iterative method should be applied.
• Regardless of Nc, the inverse P−1 can be computed within linear complexity, i.e.,
in O(Nd) operations. However, the proportionality constant will dependent on Nc.

This implies that the PL preconditioners are particularly efficient whenever Nc is
small, whereas the computational burden grows with Nc.

• The inversion procedure is low storage and essentially matrix-free. In fact, the
inversion procedure relies only on the N − 1 eigenvalues of the auxiliary matrix MA

and, only if Nc is of considerable size, the 2Nc × 2Nc system matrices. Due to the
penta-diagonal structure of MA, the eigenvalues can be pre-computed and stored
efficiently as part of an offline pre-processing stage at the cost of O(N2) operations.
• The independent nature of the subsystems makes the solution procedure amenable to

parallel implementation. This is particular in the interest of computational efficiency
when Nc becomes large.
• Note that the PL preconditioners can also be seen as efficient direct solvers for 1D,
2D and 3D constant-coefficient optimal control problems of the general kind

min
y, u

1
2‖y − yd‖

2
L2(Ω) + ρ

2‖u‖
2
L2(Ω), ρ > 0, (7.106a)

s.t. −∇ · (α∇y) +Ry = βu+ fs in Ω. (7.106b)

with either Dirichlet, Neumann or Robin type boundary conditions. Here α(·) denotes
the diffusion coefficient and R(·) describes reaction. All the coefficients are functions
of the spatial coordinate.

7.2.5 Time-dependent problems - Efficient inversion of the SPG
preconditioners

The following describes how to exploit the ideas of Section 7.2.3 to efficiently invert
the SPG preconditioners. In essence, the procedure relies on the same principles that
underpin inversion of the SG preconditioners. In fact, similar to the case of the SG
preconditioners, the SPG preconditioning problem decouples in space. However, the
asymmetry of the Petrov-Galerkin discretization prevents decoupling in time. As a
consequence, the SPG preconditioning problem involves the temporal mass matrices
By,Bp,B ∈ RNt×Nt . Nevertheless, by the properties of the primal and dual bases,
the matrices By,Bp,B are sparse and banded. As a results, the SPG scheme maintains
computational efficiency. For the sake of brevity the following focuses on P4. The remaining
preconditioners, Pi, i = 1, 2, 3, can be treated similarly.

105



7. The LNK solver - Bottom layer

One dimensional case. In case of the SPG scheme, the one-dimensional preconditioning
problem becomes  MC2

KT
C0

KC0
−1
ρMC1


︸ ︷︷ ︸

P

[
ŷk

p̂k

]
︸ ︷︷ ︸

x

=
[
Ĝk

F̂ k

]
︸ ︷︷ ︸
Axk

, (7.107)

where KC0
:= M ⊗Dt + A ⊗ B + C0M ⊗ B and the mass matrices, MC1 and MC2 , are

given by

MC1
:= BP = C1M ⊗Bp (7.108a)

MC2
:= BY = C2M ⊗By (7.108b)

Hence, to apply the preconditioner, each iteration of the KSP method requires solution of
the discrete optimality system C2BY KT

C0

KC0
−1
ρC1BP


︸ ︷︷ ︸

P

[
ŷk

p̂k

]
︸ ︷︷ ︸

x

=
[
Ĝk

F̂ k

]
︸ ︷︷ ︸
Axk

. (7.109)

By combining the properties (7.18) and (7.21), it follows that the discrete optimality
system (7.109) reduces to the (N − 1) independent subproblems λjC2By κT

C0

κC0
−λj 1

ρC1Bp

[ ŷkj
p̂kj

]
=
[
Ĝkj
F̂ kj

]
, 0 ≤ j ≤ N − 2, (7.110)

where κC0
:= 2λjINt−1 + B + C0λjB. Furthermore, each individual subproblem (7.110)

can be solved efficiently using a Schur-complement decomposition. In particular, for each
j ∈ {0, ..., N − 2}, block Gaussian elimination applied to (7.110) gives[

By αjκ
T
C0

O S

] [
ŷkj
p̂kj

]
=
[

αjĜ
k
j

κC0
By−1(αjĜkj )− F̂ kj

]
, (7.111)

where S := αjκC0
By−1κT

C0
+ λj

1
ρC1Bp is the the Schur-complement and αj = (λjC2)−1.

Note that S is symmetric positive definite when C2 > 0. Hence, S admits a Cholesky
factorization R′R = S. Therefore, the subsystem (7.110) can be solved in a four step
procedure as follows:

1) Solve the tridiagonal system By v = αjĜ
k
j . (7.112a)

2) Solve by back substitution R′x = κC0
v − F̂ kj . (7.112b)

3) Solve by back substitution R p̂kj = x. (7.112c)
4) Solve the tridiagonal system Byŷkj = αj(Ĝkj − κTC0

p̂kj ). (7.112d)

When C2 < 0, S may not be positive definite. In this case, one may use a LDL factorization
at slightly increased computational cost [12]. Note that the solution procedure only relies
on storage and inversion of 1D, tridiagonal and triangular Nt ×Nt matrices.
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7.2. The PL preconditioners

Extension to multiple dimensions. Similar to the stationary case, tensor product
formation of one-dimensional components makes it possible to extend the efficient inversion
procedure from 1D to the multi-dimensional cases. To see this, note that the individual
blocks of the 2D preconditioner can be written in the form

MC1
:= BP = C1M ⊗M ⊗Bp (7.113a)

MC2
:= BY = C2M ⊗M ⊗By (7.113b)

KC0
:= M ⊗M ⊗Dt +A⊗M ⊗B +M ⊗A⊗B + C0M ⊗M ⊗B. (7.113c)

Due to the diagonal structures of M and A, it follows that two-dimensional version of
(7.109) reduces to (N − 1)2 independent subsystems λiλjC2By κT

C0

κC0
−λiλj 1

ρC1Bp

[ ŷkij
p̂kij

]
=
[
Ĝkij
F̂ kij

]
, (7.114)

where κC0
= 2λiλjINt−1 + (λi + λj)B +C0λiλjB and 0 ≤ i, j ≤ N − 2. By similar lines of

reasoning, the three-dimensional preconditioning problem (7.109) decouples into (N − 1)3

independent subsystems in the form[
λiλjλ`C2By κT

C0

κC0
−λiλjλ`C1Bp

] [
ŷkij`
p̂kij`

]
=
[
Ĝkij`
F̂ kij`

]
, (7.115)

where κC0
:= 2λiλjλ`INt−1 + (λiλj + λjλ` + λ`λi)B + C0λiλjλ`B and 0 ≤ i, j, ` ≤ N − 2.

Extension to coupled systems. Analogously to the stationary case, the SPG inversion
procedure for scalar problems generalizes to the case of coupled diffusion-reaction systems.
In particular, for the two-species problems, the corresponding preconditioning problem
takes the form

[
M̂Cyy M̂Cyv

M̂Cvy M̂Cvv

] [
L+ M̂Ry M̂Sy

M̂Rv L+ M̂Sv

]T
[
L+ M̂Ry M̂Rv

M̂Sy L+ M̂Rs

]
−
[
ρ−1M̂β

ρ−1M̂β

]


ŷk

v̂k

p̂k

q̂k

 =


Ĝk

F̂ k

Ĥk

Ĵk

 , (7.116)

where L denotes the SPG discretization of the formally defined differential operator
L+ = ∂t − ∆. Following arguments similar to ones for the scalar case, the full scale
preconditioning problem (7.116) decouples into (N − 1)d subsystems of size 4Nt × 4Nt. As
an example, in the three-dimensional case, the subsystems take the form

[
CyyλnmlBy CyvλnmlBy

CvyλnmlBy CvvλnmlBy

] [
σnml +RyλnmlB SyλnmlB

RvλnmlB σn + SvλnmlB

]T
[
σnml +RyλnmlB RvλnmlB

SyλnmlB σnml + SvλnmlB

][
−1/2ρ−1λnmlBp

−1/2ρ−1λnmlBp

]


ŷknml
v̂knml
p̂knml
q̂knml

 =


Ĝknml
F̂ knml
Ĥk
nml

Ĵknml

 ,
(7.117)

where σnml := 2λnmlINt + (λnλm + λmλl + λnλl)B and λnml := λnλmλl.
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SPG preconditioners - Summary.

• In the case of scalar problems, the multi-dimensional preconditioning problem (7.78)
decouples into (N−1)d independent subsystems of dimension 2Nt×2Nt. In the general
cases of problems with Nc coupled states, the preconditioning problem decouples
into (N − 1)d independent 2NcNt × 2NcNt subsystems.

• Following a receding horizon implementation, the time interval of the optimal control
problem in question will typically be of moderate size. Combined with the high-order
accuracy of the SPG method, the number of temporal discretization modes, Nt, can
usually be chosen small, i.e., Nt ≤ 25.

• Each individual subproblem can be solved efficiently using a Schur-complement
decomposition. The solution procedure involves four steps that solely involve one-
dimensional tridiagonal and triangular matrices of size NcNt × NcNt, where the
computational bottleneck revolves around repeated Cholesky factorizations of the
Schur-complement.

• Regardless of Nc, inversion of the SPG preconditioners scales linearly with the number
of spatial discretization modes, where the associated proportionality constant will
dependent on Nc and Nt. As a consequence, SPG preconditioners are particularly
efficient whenever Nc and Nt are comparably small. When Nc and/or Nt becomes
large, it is advisable to consider an iterative solution strategy for the subproblems
themselves.

• Due to the independent nature of the subproblems, the inversion procedure can be
carried out in parallel. This feature can have significant benefits whenever Nc and/or
Nt becomes large.

• Note that, besides serving as a preconditioner, the SPG inversion procedure can
also be used independently as an efficient direct solver for 1D, 2D and 3D constant-
coefficient, time-dependent optimal control problems of the type

min
y, u

1
2‖y − yd‖

2
L2(Q) + ρ

2‖u‖
2
L2(Q), ρ > 0, (7.118a)

s.t. ∂ty −∇ · (α∇y) +Ry = βu+ fs in Q, (7.118b)
y(x, 0) = y0(x), in Ω, (7.118c)

with either Dirichlet, Neumann or Robin type boundary conditions. Here α(·, ·)
denotes the diffusion coefficient and R(·, ·) describes reaction. All the coefficients are
functions of both the spatial and temporal coordinates.

7.3 Matrix-free matrix-vector products by transform
methods

In general, the global nature of the spectral basis functions imply that the variable-
coefficient, discrete optimality matrix[

MC2 KT
C0

KC0 −1
ρMC1

]
︸ ︷︷ ︸

A

, (7.119)
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will be completely dense. From a computational point of view, the need to assemble and
store the matrix, A, therefore becomes a prohibitive factor to computational performance.
As a consequence, the implementations that are used in this thesis refrain from forming
and storing the matrices in practice. Instead, the implementations rely on matrix-free,
matrix-vector products by transform methods [151, 153]. For simplicity, the presentation
of the procedure focuses on the one-dimensional case associated with the SPG scheme. The
procedure for the SG scheme can be treated analogously. In addition, multi-dimensional
transforms can be performed through a sequence of one-dimensional transforms. Hence,
regardless of the spatial dimension, the computational bottleneck is tied to matrix-matrix
products that involve one-dimensional matrices. Assuming that Nt remains comparably
small to N, this implies that the computational complexity scales like O(NtN

d+1), where
d denotes the spatial dimension. Combined with the high accuracy of the SG and SPG
methods, the number of spatial and temporal modes can in many cases be chosen small.
This makes the approach competitive, even for large scale problems. Also, since matrix-
matrix products constitute the computational bottleneck, the scheme is amenable to
parallelization.

7.3.1 KSP matrix-vector products by transform methods

Given an arbitrary vector, [x̂1, x̂2]T ∈ R2Nt(N−1), consider the matrix-vector product[
MC2 KT

C0

KC0 −1
ρMC1

]
︸ ︷︷ ︸

A

[
x̂1

x̂2

]
︸ ︷︷ ︸

xk

, (7.120)

where KC0 := M ⊗Dt +A⊗B +MC0 . By the properties of the SPG bases, the matrices
A,M and Dt become diagonal, whereas B is tridiagonal. Hence, the matrix-vector products
(M ⊗Dt +A⊗B)x̂i, i = 1, 2 can be computed efficiently using sparse matrix formats. The
following therefore focuses on the matrix-vector products that involve the full matrices,
MC` , ` = 0, 1, 2. To this end, consider arbitrary elements XK ∈ SK and X∗K ∈ S∗K defined
by

XK :=
N−2∑
k=0

Nt−1∑
l=0

x̂klψkωl ∈ SK , (7.121)

X∗K :=
N−2∑
k=0

Nt−1∑
l=0

x̂∗klψkω
∗
l ∈ S∗K , (7.122)

where x̂ := (x̂0, ..., x̂N−2), x̂k = {x̂kl}Nt−1
l=0 and x̂∗ := (x̂∗0, ..., x̂∗N−2), x̂∗k = {x̂∗kl}

Nt−1
l=0 . Now,

the variable-coefficient matrices MC` ∈ RNt (N−1)×Nt (N−1), ` ∈ {0, 1, 2} are defined by the
entries

(mc0)ij = 〈C0ψkωl, ψnω
∗
m〉K , (7.123a)

(mc1)ij = 〈C1ψkω
∗
l , ψnω

∗
m〉K , (7.123b)

(mc2)ij = 〈C2ψkωl, ψnωm〉K , (7.123c)

109



7. The LNK solver - Bottom layer

where the global indices i, j satisfy that

i = nNt + (m+ 1), j = kNt + (l + 1), (7.124a)
0 ≤ k, n ≤ N − 2, 0 ≤ l,m ≤ Nt − 1. (7.124b)

As a consequence, it follows that

(MC0 x̂)i =
N−2∑
k=0

Nt−1∑
l=0

x̂kl〈C0ψkωl, ψnω
∗
m〉K = 〈C0XK , ψnω

∗
m〉K , i = nNt+(m+1), (7.125)

where 0 ≤ n ≤ N − 2, 0 ≤ m ≤ Nt − 1. Similarly, it must hold that

(MC1 x̂
∗)i = 〈C1X

∗
K , ψnω

∗
m〉K , i = nNt + (m+ 1) (7.126a)

(MC2 x̂)i = 〈C2XK , ψnωm〉K , i = nNt + (m+ 1), (7.126b)

where 0 ≤ n ≤ N − 2, 0 ≤ m ≤ Nt − 1. Hence, the matrix-vector products that involve
MC` , ` = 0, 1, 2 can be computed matrix-free by evaluation of the inner products (7.125)
and (7.126). Following [151, 153], the evaluation can be carried out efficiently using
transform methods. For simplicity, consider evaluation of the inner product (7.125):

(i) Evaluate XK at the spatial and temporal LGL nodes, {xi}Ni=0 and {tj}Ntj=0, using the
forward Legendre transform

XK(xi, tj) =
N−2∑
k=0

Nt−1∑
l=0

x̂klψk(xi)ωl(tj), i = 0, 1, ..., N, j = 0, 1, ..., Nt. (7.127)

(ii) Compute the coefficients, ŵ := (ŵ0, ..., ŵN−2), ŵk = {ŵkl}Nt−1
l=0 by the backward

Legendre transform

(C0XK)(xi, tj) =
N−2∑
k=0

Nt−1∑
l=0

ŵklψk(xi)ωl(tj), i = 0, 1, ..., N, j = 0, 1, ..., Nt. (7.128)

(iii) Evaluate the inner products, T3, by computing

〈C0XK , ψnω
∗
m〉K =

N−2∑
k=0

Nt−1∑
l=0

ŵkl〈ψkωl, ψnω∗m〉K , 0 ≤ n ≤ N − 2, 0 ≤ m ≤ Nt − 1.

(7.129)

The inner products (7.126) can be treated similarly. Note that each of the three steps,
(i) − (iii), can be formulated in terms of matrix-matrix operations. In fact, define the
matrices

X̂ := [x̂0, ..., x̂N−2], V := [Ψ0, ...,ΨN−2], Vp := [Ω0, ...,ΩN−2], (7.130)

where Ψj = (ψj(x0), ..., ψj(xN )) and Ωj = (ωj(t0), ..., ωj(tNt)). Then, step (i) can be
computed by

X = VpX̂ VT . (7.131)
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7.4. Summary

Algorithm 4: Conceptual SQP algorithm with SPG discretization

procedure Offline computations
Fix N and Nt.
Compute the SPG basis functions by (7.17) and (7.20).
Compute the N − 1 eigenvalues, {λk}N−2

k=0 , of MA.
Compute the Nt ×Nt tridiagonal matrices, B,By,Bp.

end procedure
procedure Online local SQP scheme

Choose x0 := (y0, p0). Set k := 0. Set ε := 1.
while ε > tol do

Compute Ĝ(xk) and F̂ (xk).
Compute Ci(xk), i = 0, 1, 2 to setup P by (7.109).
Solve the system PAxk+1 = Pb by GMRES to obtain ŷ, p̂.

. Apply P matrix-free using the procedure (7.112).
. Compute the involved matrix-vector products matrix-free by (7.131)-(7.133).

Compute xk+1 := (yk+1, pk+1) using (7.58).
Compute ε := ‖xk+1 − xk‖0.
Set k := k + 1.

end while
end procedure

Furthermore, let V−1
p and V−1 denote the pseudo inverses of Vp and V, respectively. Then,

step (ii) can be computed by
Ŵ = V−1

p W(V−1)T . (7.132)

Finally, step (iii) can be computed by the matrix-matrix product

Ŵ = BŴM. (7.133)

In general, assuming that Nt remains comparably small to N, each the transform steps,
(i)− (ii), requires O(NtN

d+1) operations while step (iii) can be carried out in O(NtN
d)

operations by the sparsity of B and M . In all cases, the proportionality constants are
small. Hence, the evaluation scheme is highly efficient for moderate size problems and
remains reasonable efficient for most large-scale problems.

7.4 Summary

This chapter has given an introduction to the bottom layer of the new LNK solver and its
main constituents. The presentation has covered 1) customized spectral Galerkin (SG) and
spectral Petrov-Galerkin (SPG) discretization schemes for stationary and time-dependent
diffusion-reaction optimal control problems, 2) the new Poisson-like preconditioners that
exploit the properties of the SG and SPG schemes to accelerate the inner Krylov subspace
(KSP) solvers and 3) a transform-based procedure for computing matrix-free, matrix-vector
products that are central to ensure computational efficiency of the inner KSP iterations.
As their main feature, the SG and SPG schemes lead to sparse and banded stiffness -
and mass matrices for constant coefficient problems. The PL preconditioners exploit this
property to decouple multi-dimensional preconditioning problems into a sequence of small,
sparse and independent subsystems. This implies that the PL preconditioners scale with
the spatial problem dimension and are prone to parallelization. Furthermore, the SPG
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7. The LNK solver - Bottom layer

bases are constructed to automatically satisfy the forward-backward conditions that arise
from the first-order necessary optimality system. As a result, the approaches of optimize-
then-discretize and discretize-then-optimize commute under the SPG discretization. To
provide a summarizing overview of the LNK solver and the interplay between the top and
bottom layer, Algorithm 4 outlines a conceptual description of the method and its key
constituents.
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Chapter 8
Theoretical aspects

As a means to gain insights into the properties of the PL preconditioners, the following
chapter derives bounds on the spectrum of the preconditioned optimality system associated
with the simple, linear-quadratic optimal control problem

min
y, u

1
2‖y − yd‖

2
L2(Ω) + ρ

2‖u‖
2
L2(Ω), ρ > 0, (8.1a)

s.t. −∇ · (α∇y) +Ry = βu+ fs in ΩR, (8.1b)

where the variable coefficients, α(·) and R(·), are assumed to satisfy the conditions

0 < amin ≤ a(x) ≤ amax, 0 < Rmin ≤ R(x) ≤ Rmax, ∀ x ∈ ΩR. (8.2)

Here ΩR denotes the reference domain ΩR := [−1, 1]d, where d = 1, 2, 3. Further, to facilitate
the analysis, the chapter restricts attention to the block diagonal PL preconditioner

P1 =
[
M +√ρK̂ 0

0 1
ρ(M +√ρK̂)

]
. (8.3)

The basic idea is to consider a simplified setting that allows for analysis of the PL precondi-
tioners and the associated constant-coefficient approximations. In turn, the corresponding
results are intended as rough guidelines as to what can be expected from applications of
the PL preconditioners to more complex problems, such as the broad class of discrete,
linearized SQP subproblems that are central to this thesis.

At this point, the material of this section has not been published elsewehere.

8.1 Eigenvalue analysis

To investigate the properties of the PL preconditioners, the following establishes concrete
bounds on the spectrum of the preconditioned system matrix[

M +√ρK̂ 0
0 1

ρ(M +√ρK̂)

]−1

︸ ︷︷ ︸
P−1

1

[
M KT

K −1
ρM

]
︸ ︷︷ ︸

A

. (8.4)
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Here A is the SG discretized optimality system associated with the optimal control problem
(8.1), where K := Aa +MR denotes the SG discretization of the PDE-constraint (8.1b)
and K̂ = wAA+ wRM denotes the corresponding constant-coefficient SG approximation.
In general, the constants, wA and wR, are given by

wA = 1
2(amax + amin) (8.5)

wR = 1
2(Rmax +Rmin). (8.6)

However, note that the following does not assume specific expressions for wA and wR. In
turn, the analysis will provide a partial justification for the concrete choices (8.5) and (8.6).
As a starting-point, the analysis relies on the following key result [76, 157, 178, 181]:

Theorem 8.1.1. Assume that A is symmetric positive definite and that C is symmetric
positive semi definite. Let ρ > 0 and consider the saddle-point system

A =
[
A BT

B − 1
βC

]
. (8.7)

Let ηmax and κmax be the largest eigenvalues of A and C, respectively. Let σmax and σmin

denote the largest and the smallest singular values of the square matrix B. Then it holds
that Λ(A) ⊂ I− ∪ I+, where

I− =

1
2

− 1
β
κmax −

√(
( 1
β
κmax

)2
+ 4σmax

 , 1
2

(
ηmax −

√
(ηmax)2 + 4σmin

)
and

I+ =

1
2

− 1
β
κmax +

√( 1
β
κmax

)2
+ 4σmin

 , 1
2

(
ηmax +

√
(ηmax)2 + 4σmax

) .
By Theorem 8.1.1, it is possible to bound the spectrum, Λ(A), of the saddle-point

system matrix, A, in terms of the disjoint intervals I− and I+. In turn, the intervals may
be computed based on the eigenvalues of the individual blocks that constitute the system.
To use the result of Theorem 8.1.1, the analysis of this chapter relies on the following
observations that are inspired by [157, 181]:

• Note that P−1
1 A is similar to the matrix A := P−

1
2

1 AP
− 1

2
1 . This implies that

Λ(P−1A) = Λ(A). As a consequence, it will suffice to establish bounds on the
spectrum of the split preconditioned system

A := P−
1
2

1 AP
− 1

2
1 =

[
L−

1
2ML−

1
2 L−

1
2KR−

1
2

R−
1
2KL−

1
2 −1

ρR
− 1

2MR−
1
2

]
=
[
A B

T

B −1
ρC

]
,

where L := M +√ρK̂ and R := 1
ρ(M +√ρK̂).

• By combining the above observation with Theorem 8.1.1, it follows that it is possible
to bound Λ(P−1

1 A) by the maximum and minimum eigenvalues of the respective
blocks A := L−

1
2ML−

1
2 , C := R−

1
2MR−

1
2 and BT

B = L−
1
2KR−1KL−

1
2 .
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8.1. Eigenvalue analysis

As a first step towards establishing bounds on the eigenvalues associated with the matrices
A, C and BT

B, Lemma 8.1.2 provides bounds on the spectrum, Λ(K−1
K). In particular,

Lemma 8.1.2 establishes spectral equivalence between the SG discretized PDE, K, and the
corresponding constant-coefficient approximation, K̂.

Lemma 8.1.2. Let K = Aa + MR denote the SG discretized state equation associated
with the optimal control problem (8.1). Let K̂ = wAA+ wRM denote the corresponding
constant-coefficient approximation. Then K and K̂ are spectrally equivalent in the sense
that the following estimates hold{

amin
wA

,
Rmin
wR

}
≤ xTKx

xT K̂x
≤
{
amax
wA

,
Rmax
wR

}
. (8.8)

Proof. Consider first the 1D case. Then, given x ∈ RN , define

XN =
N−2∑
k=0

xkψk(x),

where {ψk}N−2
k=0 denotes the Fourier-like basis. Then, by definition of the stiffness- and

mass matrices, it holds that

xTKx = 〈Kx, x〉`2 = 〈a∇xN ,∇xN 〉N + 〈RxN , xN 〉N
≤ amax〈∇xN ,∇xN 〉N +Rmax〈xN , xN 〉N
= amax〈Ax, x〉`2 +Rmax〈Mx, x〉`2
= xT (amaxA+RmaxM)x.

Similar arguments shows that the above estimates hold in the 2D and 3D cases as well
[153]. Hence, in general, it follows that

xTKx

xT K̂x
≤ amaxx

TAx+Rmaxx
TMx

xT (wAA+ wRM)x

= amaxy +Rmax
wAy + wR

, where y := xTAx

xTMx
.

Similarly, it can be shown that

aminy +Rmin
wAy + wR

≤ xTKx

xT K̂x
. (8.9)

Now, to establish upper and lower bounds, consider the function

f(y) := amaxy +Rmax
wAy + wR

, y ∈ R+. (8.10)

The derivative of f with respect to y is then given by

f ′(y) = amaxwR −RmaxwA
(wAx+ wR)2 , y ∈ R+. (8.11)

Hence, f is either monotone increasing or monotone decreasing depending on wether

amax
wA

≥ Rmax
wR

or amax
wA

≤ Rmax
wR

. (8.12)
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Fig. 8.1: A collection of the smallest and largest eigenvalues from the spectrum Λ(K−1
K) for

different choices of the variable coefficients, a and R, in 2D and 3D, respectively. The first
column uses a(x, y) = (10 + x + y)2, R(x, y) = (10 + y2 + x4) and a(x, y, z) = (10 + x + y + z),
R(x, y, z) = (10+y2+x4+z3). The second column uses a(x, y) = (10+x+y)4, R(x, y) = (10+y2+x4)
and a(x, y) = (10 + x+ y + z)2, R(x, y, z) = (10 + y2 + x4 + z3). Note that the spectra are tighter
in the first column.

Furthermore, if f is monotone increasing, then f(y) ≤ amax
wA

, ∀ y ∈ R+. Similarly, if f is
monotone decreasing, then f(y) ≤ Rmax

wR
, ∀ y ∈ R+. This proves the upper bound

xTKx

xT K̂x
≤ max

{
amax
wA

,
Rmax
wR

}
. (8.13)

The lower bound can be established by similar arguments.

Given the spectral equivalence between K and K̂, the followings shows how to derive
bounds on the eigenvalues of the matrices

A := L−
1
2ML−

1
2 , C := R−

1
2MR−

1
2 , B

T
B = L−

1
2KR−1KL−

1
2 , (8.14)

and, as a consequence, provide bounds on the spectrum, Λ(P−1A), of the preconditioned
system (8.4). The result is formally stated in Theorem 8.1.3.

Theorem 8.1.3. Let ρ > 0 and consider the preconditioned optimality system[
M +√ρK̂ 0

0 1
ρ(M +√ρK̂)

]−1

︸ ︷︷ ︸
P−1

1

[
M KT

K −1
ρM

]
︸ ︷︷ ︸

A

, (8.15)

where K = Aa +MR denotes the SG discretized state equation associated with the optimal
control problem (8.1). Let K̂ = wAA+ wRM denote the corresponding constant-coefficient
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approximation. Define the constants

κmax := 1
1 +√ρ(wA d

λmax
+ wR)

, (8.16)

σmin :=
(

min
{
Amin
wA

,
Rmin
wR

})2
( √

ρwR
1 +√ρwR

)2

, (8.17)

σmax := max
{
Amax
wA

,
Rmax
wR

}2
, (8.18)

where λmax is the largest eigenvalue of the 1D mass matrix, MA defined by (7.16). Then it
holds that Λ(P−1

1 A) ⊂ I− ∪ I+, where

I− =
[1

2

(
−κmax −

√
(κmax)2 + 4σmax

)
,
1
2

(
κmax −

√
(κmax)2 + 4σmin

)]
(8.19)

and

I+ =
[1

2

(
−κmax +

√
(κmax)2 + 4σmin

)
,
1
2

(
κmax +

√
(κmax)2 + 4σmax

)]
. (8.20)

Since λmax is independent of the number of spatial discretization modes, N, it follows that
Λ(P−1

1 A) is bounded independently of N.

Proof. By Theorem 8.1.1, it will suffice to establish bounds on the eigenvalues of the
matrices

A := L−
1
2ML−

1
2 , C := R−

1
2MR−

1
2 , B

T
B = L−

1
2KR−1KL−

1
2 . (8.21)

First, consider the matrix A = L−
1
2ML−

1
2 , where L = M + √ρK̂. To determine the

associated eigenvalues, note that A is similar to L−1M since

L−1M = L−
1
2 (L−

1
2ML−

1
2 )L

1
2 . (8.22)

Furthermore, note that the choice of Fourier-like bases implies that both L = (M +√ρK̂)
and M are diagonal matrices. Hence, the eigenvalues of L−1M are given by its diagonal
elements. Due to the tensor product structure of the involved matrices, it follows that the
1D, 2D and 3D eigenvalues become

(1D) κi = λi
λi +√ρ(wA + wRλi)

= 1
1 +√ρ(wAλi + wR) . (8.23)

(2D) κij = λiλj
λiλj +√ρ(wA(λi + λj) + wRλiλj)

= 1
1 +√ρ(wA( 1

λi
+ 1

λj
) + wR)

. (8.24)

(3D) κijk = 1
1 +√ρ(wA( 1

λi
+ 1

λj
+ 1

λk
) + wR)

, (8.25)

where {λj}N−2
j=0 denotes the eigenvalues of the 1D auxiliary mass matrix MA defined by

(7.16). Consequently, the largest eigenvalue, κmax, in d dimensional space, is given by

κmax = 1
1 +√ρ(wA d

λmax
+ wR)

, (8.26)
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where λmax is the largest eigenvalue of the 1D mass matrix, MA. Note that λmax is bounded
independently of number of discretization modes, N. In particular one can show that there
exists constants, independent of N, such that ([35],Section 7.3)

0 < c1 ≤ λNmax ≤ c2. (8.27)

As a result, κmax is also independent of N. Now, following the above outline, the maximum
eigenvalue, ηmax, associated with R = 1

ρ(M +√ρK̂) is given by

ηmax = ρ

1 +√ρ(wA d
λmax

+ wR)
. (8.28)

Next, consider the smallest and largest eigenvalues of the matrix

B
T
B = L−

1
2KR−1KL−

1
2 , (8.29)

where L = (M +√ρK̂) and R = 1
ρ(M +√ρK̂). It then follows that BT

B can be expressed
in terms of L or R alone. In particular, one may write

B
T
B = ρL−

1
2KL−1KL−

1
2 . (8.30)

Hence, BT
B is similar to the matrixM := ρL−1(KL−1K) = (√ρL−1K)2. Therefore, to

obtain lower and upper bounds for the eigenvalues of the matrix, BT
B, it will suffice to

bound the eigenvalues of
√
M. To this end, consider the Rayleigh quotient

xT
√
Mx

xTx
= √ρy

TKy

yTLy
= √ρ yTKy

yT (M +√ρK̂)y
. (8.31)

It then follows that

xT
√
Mx

xTx
= √ρ yTKy

yT (M +√ρK̂)y

= yTKy

yT K̂y

(
√
ρ

yT K̂y

yT (M +√ρK̂)y

)

= yTKy

yT K̂y

 √
ρ(wA yT Ây

yTMy
+ wR)

1 +√ρ(wA yT Ây
yTMy

+ wR)

 .
Now, let y := yT Ây

yTMy
and notice that

f(y) :=
( √

ρ(wAy + wR)
1 +√ρ(wAy + wR)

)
≤ 1 ∀ y ∈ R+. (8.32)

Furthermore, by Lemma 8.1.2, it holds that

yTKy

yT K̂y
≤ max

{
amax
wA

,
Rmax
wR

}
. (8.33)

Therefore, it follows that

xTB
T
Bx

xTx
≤ max

{
amax
wA

,
Rmax
wR

}2
. (8.34)
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Fig. 8.2: A collection of the smallest and largest eigenvalues from the spectrum Λ(P−1
1 A) for

different choices of the variable coefficients, a and R, in 2D and 3D, respectively. The regularization
parameter is given by ρ = 10−2. The first column uses a(x, y) = (10+x+y)2, R(x, y) = (10+y2 +x4)
and a(x, y, z) = (10 +x+ y+ z), R(x, y, z) = (10 + y2 +x4 + z3). The second column uses a(x, y) =
(10+x+y)4, R(x, y) = (10+y2 +x4) and a(x, y) = (10+x+y+z)2, R(x, y, z) = (10+y2 +x4 +z3).
Note that the spectra are tighter in the first column. In all cases, the MINRES algorithm with a
tolerance of ε = 10−6 solves the preconditioned system in less than 34 iterations, independently of
the chosen problem dimension.

To obtain a lower bound, similar arguments show that

xT
√
Mx

xTx
= yTBy

yT B̂y


√
ρ(wA yT Ŝy

yT M̂y
+ wR)

1 +√ρ(wA yT Ŝy

yT M̂y
+ wR)


≥ min

{
amin
wA

,
Rmin
wR

}( √
ρwR

1 +√ρwR

)
. (8.35)

The result now follows by an application of Theorem 8.1.1 with the established bounds
(8.26), (8.28), (8.34) and (8.35).

To illustrate that the established estimates of Theorem 8.1.3 are useful in practice,
Figure 8.2 shows that the intervals, I− and I+, provide accurate bounds for the eigenvalues
of the preconditioned system P−1

1 A for two test cases in 2D and 3D, respectively. The
results reflect a general tendency for other case studies. However, as the regularization
parameter becomes smaller, the estimates gradually deteriorate. In particular, when the
regularization parameter is chosen small, the lower bound estimates tend to suggest that
the absolute value of the minimal eigenvalues is close to zero. However, based on practical
experiments, this does not seem to be the case in general. As a consequence, the bounds
are primarily accurate for larger values of the regularization parameter.
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Rough guidelines for application of the PL preconditioners. Based on the results
of the above analysis, the following collects some general observations that are used to
establish rough guidelines as to what can be expected from the PL preconditioners in
more general settings. In addition, the guidelines are supported by experiences based on
numerical experiments.

• Note that by (8.16), (8.17) and (8.18), the upper and lower bounds of the precondi-
tioned system depend directly on amin, amax and Rmin, Rmax. As a consequence, when
these values are relatively close, the eigenvalues can be expected to be comparable
tightly clustered in the respective intervals that are bounded away from zero. Based
on the convergence properties on MINRES (6.71), it is therefore reasonable to expect
small residuals in a low number of KSP iterations. In turn, when the variable
coefficients, a(·) and R(·), vary considerably over the domain, the eigenvalues become
less clustered and may approach zero. As a consequence, deterioration of the precon-
ditioned MINRES algorithm can be expected. In generally, these observations are
supported by numerical experiences and, generally, include all the PL preconditioners.
In this regard, it should be noted that numerical experiments suggest that the block
diagonal preconditioner, P1, is significantly more sensitive to varying coefficients as
compared to the approximative constraint preconditioner, P4.

• In line with the above comment, note that the upper and lower bounds of the
preconditioned system depends on amin

wA
, amax
wA

and Rmin
wR

, Rmax
WR

. Hence, as a means to
ensure a relatively tight clustering of the eigenvalues, it becomes reasonable to chose
wA and wR as the mean value of the coefficients over the entire domain. This provides
a justification for the concrete choices (8.5) and (8.6), respectively.

• By comparison with the unpreconditioned system (8.7), it follows that the previously
strong dependence on the regularization parameter, ρ, has been mitigated to some
extend. In particular, the established bounds for the preconditioned system, (8.19)
and (8.20), depend on √ρ, as opposed to ρ. This observation suggests improved
robustness to smaller regularization parameters. While this is true compared to the
unpreconditioned system (8.7), the performance of the block diagonal preconditioner
generally shows to deteriorate for small values of ρ. In this regard, it is noted that
numerical experiments have shown that the approximative constraint preconditioner,
P4 appears to be robust with respect to the regularization parameter. To a large
extend, the same holds for the PL preconditioner, P3.

8.2 Summary

To gain insights into the nature of the PL preconditioners, this chapter has established
concrete bounds on the preconditioned optimality system matrix associated with a simple,
linear-quadratic optimal control problem with variable coefficients. The results were
established for the block diagonal PL preconditioner P1. In combination with experiences
based on numerical experiments, the results were used to provide rough guidelines on
the expected behavior of the PL preconditioners in general. As a rule of thumb, the
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8.2. Summary

results have shown that the PL preconditioners will work well for problems with mildly
varying coefficients. In turn, if the minimum and maximum values of the coefficients
deviate significantly from the mean taken over the domain, the PL preconditioned Krylov
subspace methods can be expected to require an increasing number of iterations to resolve
the residual to a given level of accuracy. In this regard, it should be noted that the
preconditioners P3 and P4 have shown significantly better performance compared to P1

and P2.
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Chapter 9
Numerical case studies

To investigate the potential of the new LNK solvers and the associated PL preconditioners,
this chapter considers a collection of numerical case studies. The case studies can be
classified into two main categories. To establish proof-of-concept, the first category
contains simple linear-quadratic model problems that compare a selection of the new
methods to state-of-the-art direct solvers and low-order schemes with various types of
Schur-complement preconditoners based on algebraic multi-grid (AMG). The second
category seeks to demonstrate the potential of the LNK solvers to tackle more challenging
problems that hints at practical applications. In this regard, the second category includes
examples that control the Schlögl model, solid fuel ignition processes, the FitzHugh-Nagumo
equations and coupled systems of diffusion-reaction equations that are central to chemical
processes. The presentation is divided into three main parts:

• A comparison study - Linear-quadratic optimal control.
This section is concerned with simple linear-quadratic stationary model problems.
• Optimal control of scalar diffusion-reaction problems.
This section considers control problems that involve control in annular domains, the
Schlögl model and solid fuel ignition processes.
• Optimal control of coupled systems of diffusion-reaction equations.
This section treats the FitzHugh-Nagumo equations and large-scale coupled systems
of diffusion-reaction equations in 3D.

The chapter is concluded with an overall summary of the main results.

Parts of the results of this chapter are adopted from the papers E-H. In addition, all three
parts contain new results that have not been published elsewhere.
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9. Numerical case studies

Fig. 9.1: Comparison of 1) the desired state, yd, and 2) the controlled state, y. The controlled state
has been computed using the SG scheme with N = 64.

9.1 A comparison study - Linear-quadratic optimal control

To demonstrate the potential of the SG scheme, the following solves prototype linear-
quadratic DR optimal control problems

min
y, u

1
2‖y − yd‖

2
L2(Ω) + ρ

2‖u‖
2
L2(Ω), ρ > 0, (9.1a)

s.t. −∇ · (α∇y) +Ry = βu+ fs in Ω, (9.1b)

in 2D and 3D, respectively. The presentation is divided into two case studies:

• Case study I To establish proof-of-concept for the PL preconditioners, Case study I
compares various PL preconditioned SG schemes to constellations of low-order finite
difference (FD) methods and state-of-the-art Schur-complement preconditioners that
are based on algebraic multi-grid (AMG). Here the AMG approximations to the
Schur-complements are computed by a MATLAB interface to the Harwell Subroutine
Library (HSL) Fortran code HSL_MI201 [30]. Such AMG approximations to the
Schur-complement have previously been used in the context of PDE-constrained
optimization by, e.g., [127, 135, 136, 157].

• Case study II To illustrate the potential benefits of high-order schemes, Case
study II demonstrates how fast convergence rates may result in significant speed-up
compared to low-order discretization schemes. As a reference case, the study uses a
second-order finite difference (FD) method based on central differences.

Note that the FD schemes are included as representatives of commonly used low-order
discretization methods, i.e., the FD schemes are not intended to represent state-of-the-art.

1HSL, a collection of Fortran codes for large-scale scientific computation.See www.hsl.rl.ac.uk.
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9.1. A comparison study - Linear-quadratic optimal control

9.1.1 Case study I - Proof-of-concept for the PL preconditioners

The following case study seeks to establish proof-of-concept and asses the potential of the
new PL preconditioners. To this end, the study uses the SG scheme to solve a prototypic
linear-quadratic DR optimal control problem (9.1) in the 3D reference domain IR = [−1, 1]3,
where the objective is to track the following desired state

yd(x1, x2, x3) :=

1, (x1, x2, x3) ∈ [−1/2, 1/2]3

0, Otherwise
. (9.2)

The associated variable coefficients are given by

a(x) := 1, β(x) := 1, R(x) := 10 + x1 + x2 + x3. (9.3)

As reference cases, the study uses a second order FD scheme with block diagonal- and block
triangular Schur-complement preconditioners. In particular, to establish proof-of-concept
for the PL preconditioners, the study solves the preconditioned discrete optimality systems

P−1
i ASGx = P−1

i b, P−1
F,iAFxF = P−1

F,ibF , (9.4)

where the corresponding SG and FD system matrices can be written in the form

ASG :=
[

M KC0

KC0 −1
ρM

]
, AF :=

[
MF KF

C0

KF
C0
−1
ρM

F

]
. (9.5)

Here KC0 and KFD
C0

denote the SG - and FD discretized state equations, respectively. The
associated SG preconditioners, Pi, are given by

P1 :=
[
M +√ρKC0

0
0 1

ρ(M +√ρKC0
)

]
P2 :=

[
M 0
0 KT

C0
M−1KC0

+ 1
ρM

]
(9.6)

P3 :=
[

M 0
KC0

KT
C0
M−1KC0

+ 1
ρM

]
P4 :=

[
M KC0

KC0
−1
ρM

]
. (9.7)

In turn, the FD preconditioners, PF,i, take the form

PF,1 :=
[
MF 0

0 ŜF

]
PF,2 :=

[
MF 0
KF
C0
−ŜF

]
, (9.8)

where the Schur-complement approximations are based on the approach originally put
forward by [127]. In particular, the Schur-complements are approximated by

Ŝ := (KF + 1
√
ρ
MF )(MF )−1(KF + 1

√
ρ
MF ), (9.9)

where inversion of the matrix, (KF + 1√
ρM

F ), is computed using a MATLAB interface to
the state-of-the-art HSL Fortran algebraic multi-grid (AMG) implementation HSL_MI20.
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Test case description. The study compares 1) the symmetric positive definite precon-
ditioners, P1, P2 and PF,1 and 2) the indefinite preconditioners, P3, P4 and PF,2. The
study considers the regularization parameters, ρ = {10−2, 10−6}. To solve the associated
preconditioned optimality systems (9.4), the study uses MATLABs implementations of MIN-
RES and GMRES, respectively. All problems associated with the SG scheme are solved
with a tolerance of ε = 10−8. Due to thier low order nature, the FD implementations use
a tolerance of ε = 10−6. The inversion of the PL preconditioners rely on the procedure
outlined in Section 7.2.2, whereas the matrix-vector products that are required by the KSP
solvers are computed using the matrix-free approach described in Section 7.3. In turn,
the FD implementations rely on a sparse representation of the involved matrices. The
unpreconditioned iterative methods, MINRES and GMRES, did not converge within 100
iterations. All problems are solved with Dirichlet boundary conditions. All computations
are performed in MATLAB (2015b).

Numerical results. Table 9.1 shows the CPU times and the number of KSP iterations
associated with each preconditioner for the different choices of the regularization parameter,
ρ = {10−2, 10−6}, and a growing number of degrees of freedom (DOF). As an example,
Fig. 9.1 compares the desired state, yd, to the state variable, y, computed by the SG
scheme for ρ = 10−6. The results of Table 9.1 show that the indefinite preconditioners
outperform the symmetric positive definite preconditioners. This is primarily due to the
fact that the GMRES method requires significantly fewer iterations than MINRES in this
particular case. Also, while the symmetric positive definite preconditioners are sensitive
to the regularization parameter, the indefinite preconditioners are less effected. This is
particularly true for the PL preconditioners. Experiments with other and smaller values of ρ
show the same tendencies. In general, the results show that the PL preconditioners perform
similar to the AMG-based Schur-complement preconditioners for small scale problems.
However, as the problem dimension grows, the PL preconditioners tend to be significantly
faster; this should be seen in the context of solvers for non-linear problems that rely on
repeated solution of problems of the type (9.1). These increases in computational speed
can partially be tied to an overall lower number of required KSP iterations. However, the
results also suggest that the PL inversion procedure to some extend outperforms HSL_MI20.
In this regard, it should be noted that the PL inversion scheme relies on a for-loop-based
implementation in MATLAB, whereas HSL_MI20 is essentially written in Fortran. As a
consequence, significant speed-ups can be expected from a low-level implementation of the
PL preconditioners.

Remark 16. Note that the above results are dependent on the specific choices of parameters
and the desired state. Nevertheless, other experiments with variable coefficients based on
low-order polynomials, sines and cosines, show similar tendencies. However, for high-
order polynomial coefficients that vary significantly throughout the domain, the AMG-based
preconditioners appear to be more robust than the PL preconditioners. This is in accordance
with the theoretical results of Section 8.1. Note also, that while the setup of Case study I is
simple, problems of the type (9.1) naturally occur as subproblems in, e.g., SQP algorithms.
Therefore, Case study I provide hints as to what can be expected from the PL preconditioners
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Table 9.1

Case study I - MINRES, ρ = 10−2

P1 P2 PF,1
DOF Time (s) KSP iter. Time (s) KSP iter. Time (s) KSP iter.
686 0.041 20 0.035 16 0.026 18
6,750 0.181 20 0.127 15 0.171 20
59,582 0.928 20 0.745 15 1.248 22
500,094 9.251 20 6.987 15 11.649 23

Case study I - MINRES, ρ = 10−6

P1 P2 PF,1
DOF Time (s) KSP iter. Time (s) KSP iter. Time (s) KSP iter.
686 0.043 22 0.036 17 0.032 13
6,750 0.191 22 0.268 29 0.171 24
59,582 1.137 24 1.373 31 1.750 31
500,094 11.032 24 14.893 33 17.574 36

Case study I - GMRES, ρ = 10−2

P3 P4 PF,2
DOF Time (s) KSP iter. Time (s) KSP iter. Time (s) KSP iter.
686 0.042 11 0.028 6 0.029 8
6,750 0.131 9 0.075 6 0.119 11
59,582 0.558 9 0.334 6 1.355 15
500,094 4.798 9 3.536 6 18.583 23

Case study I - GMRES, ρ = 10−6

P3 P4 PF,2
DOF Time (s) KSP iter. Time (s) KSP iter. Time (s) KSP iter.
686 0.021 6 0.015 4 0.018 4
6,750 0.074 7 0.051 4 0.099 6
59,582 0.366 6 0.252 3 0.699 7
500,094 3.507 6 2.164 3 5.957 7

in terms of computational performance for a single iteration of a given non-linear, iterative
solver.

9.1.2 Case study II - Benefits of high-order schemes

To demonstrate the potential benefits of high-order methods, Case study II considers linear-
quadratic DR optimal control problems (9.1) in 2D and 3D, respectively. In particular,
the study considers the reference domain Ω := [−1, 1]d, d = 2, 3, where the two-and three
dimensional coefficients are defined by respectively

2D : a(x) := 1, R(x) = 10k + x1 + x2, k := 0.8. (9.10)
3D : a(x) := 1, R(x) = 10k + x1 + x2 + x3, k := 0.8. (9.11)

To investigate convergence, the desired states, yd ∈ L2(Ω), and the source-terms, fs ∈
L2(Ω), have been constructed such that the optimal solutions, (y∗, u∗) ∈ C∞(Ω)×C∞(Ω),
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are given by

2D : y∗∞(x) = sin(πx1) sin(πx2), u∗∞(x) = y∗∞(x)(2π2 + γ(x)), (9.12a)
3D : y∗∞(x) = sin(πx1) sin(πx2) sin(πx3), u∗∞(x) = y∗∞(x)(3π2 + γ(x)). (9.12b)

Overall, to investigate computational efficiency, case study II investigates the SG scheme
in terms of convergence and CPU-times for 1) a growing number of unknowns and 2)
decreasing error tolerances. The results are compared to 1) MATLABs state-of-the-art
direct solver (DS) and 2) a standard second-order finite difference (FD) scheme with a
Schur-complement preconditioner (5.19), where M = C = I are the identity matrices and
B is the FD discretized PDE.

Test case description. All computations are performed in MATLAB (2015b). The study
considers the regularization parameter, ρ = {10−2. To solve the associated preconditioned
optimality systems (9.4), the study uses MATLABs implementation of GMRES for both the
SG scheme and the FD scheme. All problems associated with the SG scheme are solved
with a tolerance of ε = 10−8. The FD implementations use a tolerance of ε = 10−6. The
study uses the approximative constraint PL preconditioner, P4. The inversion of the PL
preconditioner relies on the procedure outlined in Section 7.2.2, whereas the matrix-vector
products that are required by the KSP solvers are computed using the matrix-free approach
described in Section 7.3. In turn, the FD implementations rely on a sparse representation
of the involved matrices. The unpreconditioned GMRES method did not converge within
100 iterations. All problems are solved with Dirichlet boundary conditions.

Numerical results. Figure 9.2 (a,b) illustrates convergence rates, Table 9.2 and Figure
9.2 (c,d) compare the CPU-times that each method requires to reach a given level of
accuracy, while Table 9.3 and Figure 9.2 (e,f) show CPU-times for increasing problem sizes.
The results confirm exponential convergence rates for the SG scheme. In particular, the
SG scheme reaches an accuracy of 10−4 using 10 modes in each direction. In contrast, the
3D FD scheme requires 128 nodes in each direction to reduce the error to about 4.8 · 10−4.

As Table 9.2 shows, this difference in accuracy manifests itself in the CPU-times required
to resolve the problem to a given precision. While the SG scheme manages to solve the
3D problem to an error tolerance of 10−9 in approximately 0.07 seconds, the FD scheme
becomes computationally highly demanding. Note also that the direct method is slightly
faster than the SG scheme in the 2D case. This is due to the low dimensionality that comes
with spectral accuracy. However, the direct method becomes inferior in 3D. In particular,
it requires approximately 6.4 seconds of CPU-time to reach an error tolerance of 10−9.

For this case study, spectral accuracy keeps the problem size relatively low, however,
potential applications that involve large systems of coupled DR equations have significantly
more degrees of freedom. To demonstrate the SG schemes potential to handle such
applications, Table 9.3 and Figure 9.2 (e,f) investigate the development of CPU-times for
an increasing number of unknowns. As the CPU-timings show, the SG scheme leads to
fast solution of large-scale problems on standard hardware. In the 2D case, problems with
approximately 130, 000 unknowns are solved in less than half a second. In the 3D case,
problems with up to approximately 4 million unknowns are solved in less than a minute.
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9.1. A comparison study - Linear-quadratic optimal control

Table 9.2: 2D and 3D cases. Comparison of CPU-times to reach a given error tolerance, ε. An
asterix, ∗, indicates that the desired level of accuracy was attained by the listing in the above slot.
A horizontal line, −, indicates that no computations were performed.

Case study II - CPU-times to reach a given error tolerance.

ε 2D DS FD SG 3D DS FD SG
10−1 0.0013 0.0391 0.0063 0.0206 0.0752 0.0207
10−2 0.0014 0.4452 0.0066 0.1066 0.4204 0.0353
10−3 ∗ 5.9817 ∗ 0.2200 17.791 0.0373
10−4 0.0019 69.172 0.0066 ∗ 1195.3 ∗
10−5 0.0036 − 0.0069 0.7448 − 0.0438
10−6 ∗ − ∗ ∗ − ∗
10−7 0.0066 − 0.0074 2.2466 − 0.0579
10−8 ∗ − ∗ ∗ − ∗
10−9 0.0114 − 0.0079 6.3949 − 0.0721

Table 9.3: Case study II - 2D and 3D cases. Comparison of iteration counts and CPU-times for
increasing N . Iteration counts are listed in parentheses. A horizontal line, −, indicates that no
computations were performed.

Case study II -Iteration counts and CPU-times for grow problem sizes.

N 2D DOF DS FD SG 3D DOF DS FD SG

8 98 0.0017 0.0156 (5) 0.0126 (7) 250 0.02 0.004 (2) 0.017 (8)
16 450 0.0147 0.0194 (5) 0.0141 (7) 686 0.06 0.012 (2) 0.022 (7)
32 1922 0.0243 0.0423 (5) 0.0133 (7) 6750 7.37 0.064 (2) 0.068 (7)
64 7938 10.581 0.2312 (5) 0.0242 (7) 27648 420.9 0.341 (2) 0.191 (7)
128 32258 590.52 0.9878 (5) 0.0593 (7) 59582 − 0.731 (2) 0.383 (7)
256 130050 − 6.3912 (5) 0.2821 (7) 500094 − 8.124 (2) 3.842 (7)
512 522242 − 23.741 (5) 2.1451 (7) 4096766 − 105.2 (3) 59.58 (7)

For problems of these sizes, MATLABs direct solver runs out of memory. Furthermore, the
direct method quickly becomes impractical in terms of CPU-time. Overall, the results
demonstrate that the SG scheme can produce high-precision solutions to the optimal
control problem (9.1), while its computational complexity is comparable to that of a simple
FD implementation, when a Schur-complement preconditioner is used.

Note that the ability of the SG scheme to lower problem dimensionality hinges on
the smoothness of the solution (y∗∞, u∗∞). When regularity drops, the SG scheme will
require more DOF to resolve the problem to a given level of accuracy. In this regard, the
primary advantage of the SG scheme, and high-order methods in general, is that such
methods automatically exploit whatever regularity the solution may posses. This stands
in contrast to low-order schemes. In addition, the results suggest that the SG scheme has
a computational complexity similar to that of the FD scheme. This indicates that the
SG method may be computationally competitive, even for problems of low regularity that
typically occur in PDE-constrained optimization.

129



9. Numerical case studies

100 101 102 103

N - Number of modes in each direction

10-10

10-5

100

A
b

s
o

lu
te

 m
a

x
im

a
l 
p

o
in

tw
is

e
 e

rr
o

r 2D - Convergence test

DS
FD
SG

(a) Convergence rates in 2D.
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(c) 2D CPU-times required to reach a given toler-
ance, ε.
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(d) 3D CPU-times required to reach a given toler-
ance, ε.

10
0

10
1

10
2

10
3

N - Number of modes in each direction

10
-4

10
-2

10
0

10
2

10
4

C
P

U
-t

im
e

 [
s
]

2D - CPU-times for growing N

DS
FD
SG

O(N
3
)

(e) 2D CPU-times for increasing problem sizes.

10
0

10
1

10
2

10
3

N - Number of modes in each direction

10
-4

10
-2

10
0

10
2

10
4

C
P

U
-t

im
e

 [
s
]

3D - CPU-times for growing N

DS
FD
SG

O(N
4
)

(f) 3D CPU-times for increasing problem sizes.

Fig. 9.2: A comparison of the 1) SG scheme (SG), 2) MATLABs state-of-the-art direct solver (DS)
and 3) a standard second-order finite difference (FD) method with a Schur-complement block
preconditioner. The figure originally appeared in Paper E.
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9.2. Optimal control of scalar diffusion-reaction problems

9.2 Optimal control of scalar diffusion-reaction problems

The following case studies investigate the LNK solvers and their ability to solve scalar
diffusion-reaction problems of the general type

min
y, u

J(y, u) := 1
2

∫∫
Q

(y(x, t)− yd(x, t))2dxdt+ ρ

2

∫∫
Q

(u(x, t))2dxdt (9.13a)

s.t. y

∂t
−Dy∆y +R(y) = βu+ fs, in Q, (9.13b)

y(x, 0) = y0(x) in Ω, (9.13c)

for different choices of the model parameters Dy, β and the non-linear reaction kinetics,
R(·). To this end, the presentation falls into three case studies:

• Case study I To demonstrate that the LNK methodology goes beyond rectangular
domains, Case study I solves the stationary counterpart to the control problem (9.13)
in an annular geometry with a monotone cubic non-linearity and point-wise bound
constraints.
• Case study II As a time-dependent example, Case study II considers optimal
control of the Schlögl model. As opposed to the cubic non-linearity of Case study
I, the Schlögl reaction kinetics, R(·), are non-monotone. As a result, the Schlögl
model gives rise to traveling wavefronts and leads to unstable fixed-point solutions.
To demonstrate the potential of the LNK solver to tackle such problems, Case study
II solves the Schlögl model with - and without subdomain control.
• Case study III As a 2D time-dependent example, Case study III applies the LNK
solver to control solid fuel ignition (SFI) processes that involve an exponential
non-linearity. Due to a change in sign of the Laplace operator, such problems are
non-coercive. Also, it is well-known that SFI processes have unstable steady-states
that lead to finite-time blow-up phenomena [27, 28]. This makes the processes
challenging from the perspective of control.

9.2.1 Optimal control in annular geometries

The following case study solves the stationary version of the control problem (9.13) in the
annular domain

ΩA :={(x, y) ∈ R2| a ≤ x2 + y2 ≤ b}, (9.14a)

with the cubic, monotone non-linearity R(y) := y3. Problems that involve cubic monotone
non-linearities serve as recurring model problems in the control literature [168]. In addition,
the study considers point-wise bound constraints, i.e., the admissible set of controls, Uad,

is given by
Uad := {u ∈ L∞(ΩA) : ua ≤ u(x) ≤ ub a.e. in ΩA}. (9.15)

The overall goal is to track desired states of the type

zd(r, θ) =

Z, (r, θ) ∈ [αr, βr]× [0, π/2] ∪ [π, π/3]
0, otherwise

, (9.16)
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Table 9.4: For comparison, [·] denotes the CPU time (s) required by MATLABs direct solver. A horizontal
line indicates that the computations were manually terminated after 300s, without reaching convergence.

Optimal tracking problem - Dirichlet boundary conditions
ua = −∞, ub =∞, ρ = 10−5 ua = −35, ub = 35, ρ = 10−4 ua = −10, ub = 10, ρ = 10−3

N,M DOF Time (s) SSN steps KSP iter. Time (s) SSN steps. KSP iter. Time (s) SSN steps KSP iter.
50 5,000 0.54 [59.95] 4 9 1.42 [76.13] 6 25 1.71 [82.27] 7 28
100 20,000 1.23 [-] 4 9 4.26 [-] 6 26 5.53 [-] 7 30
250 125,000 7.21 [-] 4 9 36.35 [-] 6 28 51.9 [-] 7 33

Optimal tracking problem - Neumann boundary conditions
ua = −∞, ub =∞, ρ = 10−5 ua = −35, ub = 35, ρ = 10−4 ua = −10, ub = 10, ρ = 10−3

N,M DOF Time (s) SSN steps KSP iter. Time (s) SSN steps. KSP iter. Time (s) SSN steps KSP iter.
50 5,000 0.65 [53.26] 4 10 1.57[83.91] 6 24 1.77 [86.51] 7 28
100 20,000 1.25 [-] 4 10 4.25 [-] 6 26 5.42 [-] 7 29
250 125,000 7.43 [-] 4 8 34.23 [-] 6 27 51.81 [-] 7 32

Fig. 9.3: The computed states for 1) Dirichlet boundary conditions , 2) Neumann boundary
conditions and 3) the desired state for ua = −35, ub = 35, ρ = 10−4 . Note that both solutions
manage to approximate the desired state well, despite of the bound constraints. The figure originally
appeared in Paper F.

where a ≤ αr < βr ≤ b. The following example uses the parameters, Z = 4, a = 30, αr = 40
and βr = b = 60. The main purpose of the study is to investigate efficiency and robustness of
the LNK solver. To this end, the study solves (9.13) for different choices of 1) problem size,
2) boundary conditions, 3) regularization parameter, and 4) point-wise bound constraints
of the type (9.15) As a benchmark reference, the results are compared to MATLABs state-of-
the-art direct solver.

Test case description. All computations are carried out in MATLAB (2015b). To solve, the
control problem (9.13), the LNK solver relies on the SSN scheme outlined in Section 6.2.2
with a tolerance of η = 10−4. The KSP iterations are performed using the MATLAB function
GMRES with a tolerance of ε = 10−9 and the approximative constraint PL preconditioner,
P4. The direct solver relies on MATLABs backslash command. The source term, fs, is set
to zero. For all studies, the unpreconditioned GMRES method did not converge within
100 iterations.

Numerical results. Table 9.4 lists the results, where KSP iter denotes the average
number of KSP iterations required for each SSN step. Note also that DOF denotes the
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number of degrees of freedom for each individual SSN subproblem. Hence, the total
degrees of freedom, DOFT , is therefore given by #SSN steps × DOF. The results reflect
some overall tendencies that generalize to other choices of the parameters, Z, a, αr, βr and
b. Firstly, the preconditioners provide significant reductions in CPU-time compared to
the direct strategy. In particular, the results show that the non-linear control problem
with up to DOFT = 875, 000 unknowns can be solved in less than a minute using modest
hardware. Secondly, the preconditioners prove robust with respect to the problem size and
the choice of boundary conditions. Thirdly, as a drawback, the number of SSN steps and
KSP iterations increase as the point-wise bounds become more strict. The authors suspect
that these increases in SSN steps and KSP iterations are caused by the combination of a
decrease in regularity of the solution and an increase in non-linearity of the full optimality
system.

9.2.2 The Schlögl model

As a special instance of (9.13), the following study considers optimal control of the 1D
Schlögl model. In this case, the reaction kinetics are given by the cubic non-linearity

R(y) := C(y − y1)(y − y2)(y − y3), (9.17)

where C > 0 and y1, y2, y3 ∈ R. Unlike the cubic non-linearity of Case study I, R(y) = y3,

the reaction kinetics of the Schlögl model are not monotone. As a result, the Schlögl model
leads to traveling wave-like solutions. In this regard, the transition from monotone to non-
monotone non-linearities has been reported to give rise to a number of numerical difficulties
[33, 48, 139, 141]. To demonstrate the potential of the LNK solver to handle this type of
problems, the following considers two case studies with Ω = [0, 20] and T = 4. Inspired by
[33], the case studies seek to apply optimal control to prevent so called nucleation processes.
In particular, given the respective initial conditions,

y0,1(x) = exp (−(x− 10)2), y0,2(x) = exp
(
−(x− 10)2

10

)
, (9.18)

the uncontrolled Schlögl model gives rise to traveling wave-like patterns that spread out
over the space-time domain. This process is referred to as nucleation [33]. To halt the
nucleation process and prevent the wave-like patterns from propagating, the following
considers the respective desired states, yd,1 and yd,2, that are defined by

yd,1(x, t) =

ynat(x, t), t ∈ [0, 2.5],
ynat(x, 2.5), t ∈ (2.5, T ]

, yd,2(x, t) = exp
(
−(x− 10)2

10

)
, in Q. (9.19)

Here ynat refers to the state that naturally develops from the Schlögl model in an uncon-
trolled setting, i.e., when u := 0. To illustrate the potential computational difficulties that
may arise from restrictions on the manipulated variable, the two case studies consider 1) a
fully distributed control to track yd,1 and 2) three subdomain restricted controls to track
yd,2, where u is restricted to the respective domains

χ1 := {(x, t) ∈ Q |4 ≤ x ≤ 16}, χ2 := {(x, t) ∈ Q |x ≤ 4 ∨ x ≥ 16},

χ3 := {(x, t) ∈ Q |8 ≤ x ≤ 12}.
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Test case description. All computations are carried out in MATLAB (2015b). The control
problems (9.13) that seek to track yd,1 and yd,2 are solved by the SQP scheme outlined in
Section 6.2.1 with a tolerance of η = 10−4. To track yd,2, the subdomain control problems
rely on the receding horizon (RH) approach outlined in Section 6.2.2 that divides the time
horizon (0,T) into Np = 2 parts. Without the RH approach, the SQP iterations failed
to converge in the case of the, intuitively speaking, most restrictive subdomain, χ2. The
inner LNK solver uses the MATLAB function GMRES with a tolerance of ε = 10−6. In this
regard, the fully distributed control problem relies on the approximative constraint PL
preconditioner, P4, whereas the subdomain problems use the PL preconditioner, P3.

2

All subdomain case studies use the regularization parameter ρ = 10−2. The number of
spatial- and temporal discretization modes is chosen to be N = Nt = 200.3 This amounts
to 79, 600 DOF per. SQP iteration. The parameters of the Schlögl reaction kinetics (9.17)
are C := 1

3 , y1 := 0, y2 :=
√

3, y2 := −
√

3. The source term, fs, is set to zero. All problems
are solved with Neumann boundary conditions. For all studies, the unpreconditioned
GMRES method did not converge within 100 iterations.

Numerical results. Figure 9.4 shows the controlled state and the optimal control for
the fully distributed problem. Table 9.5 reports the associated number of SQP steps,
the CPU times and KSP iterations for a range of regularization parameters. The results
show that the LNK solver manages to solve the problem using only a few SQP and KSP
iterations, respectively. Compared to [33] that uses an implicit Euler method in time,
a spatial finite-element discretization and a non-linear conjugate gradient optimization
method, this leads to significant computational speed-ups. Other numerical experiments
with different model parameters, initial conditions and desired states confirm this overall
tendency. In particular, the numerical experiments strongly suggest that the LNK solver
manages to efficiently solve fully distributed control problems in a robust manner.

Figure 9.5 shows the controlled states and the optimal controls for the subdomain
problems. For each problem, Table 9.6 lists the total number of required SQP steps, the
average number of KSP iterations per SQP step and the overall CPU times in seconds that
were required to solve the given problem. The results show that the subdomain restrictions
on the controls lead to increases in both the number of SQP - and KSP iterations compared
to the fully distributed problem. Nevertheless, taking the complexity of the problem into
account, the iteration counts seem reasonable. Furthermore, the CPU timings remain
comparably low. In this regard, it should be noted that the listed iteration counts and
CPU timings have proven to be fairly representative of similar studies with different model
parameters and other subdomain configurations.

Remark 17 (Further numerical experiences). Note that, as a general observation
over a range of studies, when the control variable is restricted to small subdomains, the
number of SQP iterations tend to grow and may ultimately lead to divergence. Further, for
restrictive subdomains, such as χ2, the number of KSP iterations tend to rise during the
2For the subdomain control problems, the PL preconditioner P3 turned out to be only slightly advantageous
compared to P4.

3The number of spatial- and temporal discretization modes is deliberately chosen comparably large to
illustrate computational efficiency.
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9.2. Optimal control of scalar diffusion-reaction problems

Fig. 9.4: Halting a nucleation process by fully distributed control. Note how the control only
becomes active when the uncontrolled state begins to deviate from the desired state.

Table 9.5: Optimal control of the 1D Schlögl model with N = Nt = 200. The number of DOF per.
SQP iteration is 79, 600.

Optimal control of the Schlögl model - Desired state yd,1.

ρ = 10−2 ρ = 10−4 ρ = 10−6

SQP step # CPU time (s) KSP iter CPU time (s) KSP iter. CPU time (s) KSP iter.
1 0.335 1 0.349 1 0.324 1
2 1.051 7 0.735 3 0.531 2
3 0.680 4 0.350 1 - -
4 0.345 1 - - - -

Table 9.6: Subdomain control of the 1D Schlögl model with N = Nt = 200. The number of DOF
per. SQP iteration is 79, 600.

Optimal control of the Schlögl model - Desired state yd,2.

DOF= 79, 600 Subdomain χ1 Subdomain χ2 Subdomain χ3

SQP steps 5 11 9
Avg. KSP iter. 17.4 21.6 14
CPU time (s) 5.04 10.89 6.55

first few SQP steps before returning to reasonable counts. As a means to address increases
in SQP- and KSP iterations that arise from subdomain restrictions, the RH approach have
proven useful on multiple accounts. While the RH control strategy is in general suboptimal,
it has shown to produce practical control strategies in cases where the traditional SQP
strategy fails to convergence. The price to be paid is that the RH approach relies on solution
of Np SQP subproblems. Nevertheless, the number of DOF for each individual subproblem
can usually be chosen significantly smaller than for the full horizon problem.
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9. Numerical case studies

Fig. 9.5: Halting a nucleation process by subdomain control. For visual convenience, color bars
have deliberately not been included. All plots in the first row and the first plot in the second row
take values in the interval [−1, 2]. The second plot in the second row takes values in the interval
[0,−2], whereas the third and the fourth plot take values in [0,−20].

9.2.3 Solid fuel ignition processes

As a special case of (9.13), the following considers optimal control of solid fuel ignition
processes [27, 28]. In this case, Ω ⊂ R2, is assumed to contain a given solid fuel, that
is subject to combustion. Due to underlying chemical reactions, the combustion process
produces a region of localized heat that diffuses throughout the domain. For all t ∈ (0, T ),
the balance between diffusive heat transfer and the chemically generated heat can be
modeled by the scalar diffusion-reaction process (9.13b),where the non-linear reaction
kinetics are given by the exponential non-linearity R(y) := η exp(y), η > 0 and Dy := −1.
Note that this implies that the problem is non-coercive [27]. In addition, it is well-known
that the exponential nonlinearity of the ignition process may lead to blow-up phenomena.
In particular, depending on the domain, Ω, and the value of η > 0, solutions will either
blow up within a finite time or tend to infinity as t→∞. To avoid blow-up phenomena
and enable solutions for a wider range of the parameter, η > 0, the control problem (9.13)
aims to steer the heat distribution, y, to the pre-specified set-point, yd, by manipulating
a distributed heat source, u. To this end, the objective is given by the tracking-type
functional

J(y, u) = 1
2‖y − yd‖

2
2 + 1

2‖e
y − eyd‖22 + ρ

2‖u‖
2
2, (9.20)

The term ‖ey−eyd‖22 is added to establish existence and uniqueness for the control problem
in the absence of coerciveness. For a detailed derivation of the model and the associated
control problem, see e.g. [27].
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9.2. Optimal control of scalar diffusion-reaction problems

Table 9.7

Optimal tracking problem - Desired state yd1 .

η = 1 η = 10 η = 100
DOF Time (s) SQP steps KSP iter. Time (s) SQP steps. KSP iter. Time (s) SQP steps KSP iter.
48,020 6.78 3 7 6.88 3 7 7.14 3 7
96,040 8.98 3 7 9.03 3 7 9.10 3 7
192,080 17.27 3 8 17.08 3 8 17.78 3 8

Optimal tracking problem - Desired state yd2 .

η = 1 η = 10 η = 100
DOF Time (s) SQP steps KSP iter. Time (s) SQP steps. KSP iter. Time (s) SQP steps KSP iter.
48,020 8.66 3 10 8.91 3 10 9.62 3 10
96,040 11.76 3 10 11.89 3 10 12.38 3 11
192,080 24.04 3 11 23.44 3 11 25.59 3 12

Test case description. The study considers Ω := [0, 2]2 and T = 1, where the aim will
be to track the desired states

yd1(x, y, t) := 10
π2 , yd2(x, y, t) := 10

π2 tχQc(x, y, t). (9.21)

Here Qc := {(x, y, t)| (x−1)2 +(y−1)2 < t2}. The desired state, yd1 expresses the objective
to keep the temperature fixed, while yd2 represents a desire to restrain the heat distribution
to a circular subdomain that grows steadily with time. To demonstrate computational
efficiency and robustness of the LNK solver, the case study investigates invariance to 1) the
problem dimensionality and 2) different values of the parameter η > 0. All experiments use
ρ := 10−5. The outer SQP method uses a tolerance of 10−4. All computations are performed
in MATLAB (2015b). To solve (9.13), the inner LNK solvers uses MATLABs implementation
of GMRES with a tolerance of ε = 10−6. The inner KSP solver uses the approximative
constraint PL preconditioner, P4. The source term, fs, is set to zero. The problem is solved
with Dirichlet boundary conditions. For all studies, the unpreconditioned GMRES method
did not converge within 100 iterations.

Numerical results. To investigate computational efficiency, Table 9.10 shows how 1)
computation time, 2) the number of SQP iterations needed for convergence, and 3) the
average number of KSP iterations required per SQP iterations develop for a growing
number of degrees of freedom (DOF) and the parameters η ∈ {1, 10, 100}. The DOF are
increased by doubling the number of temporal modes, Nt. Figure 9.9 compares the desired
targets to the controlled states in terms of space-time plots for the case of η = 10 and
N × N × Nt = 25 · 25 · 12. The results support convergence to the optimal solution.
In particular, in both cases, the controlled state mimics the desired trajectory to high
precision. Since the study uses a fully distributed control, this can in general be expected.
The numerical results of Table 9.10 show that the PL preconditioner manages to keep the
KSP iteration low, independently of the problem size and the model parameter η > 0.
As a results, the open-loop, distributed SFI problem with up to approximately 200,000
unknowns can be solved in less that half a minute. Note that this result is obtained using
modest hardware in MATLAB with no regards to parallel implementations. Notice also that
the CPU timings grow approximately linearly with the number of DOF. This supports
scalability of the LNK solver.
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Fig. 9.6: Comparison of a) the desired state yd1 and the controlled state and b) the desired state
yd2 and the controlled state. The figures (a) and (b) originally appeared in Paper G.

9.3 Optimal control of coupled systems of
diffusion-reaction equations

The following considers applications of the LNK solver to solve two-species coupled
diffusion-reaction systems of the general type

min
y, u

J(y, v, u) (9.22a)

s.t. ∂y

∂t
−Dy∆y +Ry(y, v) = βyuy + fy in Q, (9.22b)

∂v

∂t
−Dv∆v +Rv(y, v) = βvuv + fv in Q. (9.22c)

y(x, 0) = y0(x), v(x, 0) = v0(x) in Ω, (9.22d)

with the tracking-type objective

J(y, v, u) := 1
2‖y − yd‖

2
L2(Q) + 1

2‖v − vd‖
2
L2(Q) + ρ

2‖u‖
2
L2(Q). (9.23)

In particular, the following considers two concrete instances of the type (9.22):

• The FitzHugh-Nagumo equations As an extension of the case studies on the
Schlögl model, Case study I seeks to control the FitzHugh-Nagumo equations over
comparably large spatial domains and time horizons subject to point-wise bound
constraints on the control variable.

• Systems arising from chemical processes To illustrate the potential of the LNK
solver to solve large-scale problems of practical relevance, Case study II considers a
problem that hints at applications to optimal control of chemical processes.
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9.3. Optimal control of coupled systems of diffusion-reaction equations

9.3.1 The FitzHugh-Nagumo equations

As a special case of (9.22), the following considers the FitzHugh-Nagumo equations that
take the form

∂y

∂t
−Dy∆y +R(y) + αz = βu+ fs, in Q (9.24a)

∂z

∂t
+ βV z − γy = 0, in Q (9.24b)

y(x, 0) = y0(x), z(x, 0) = z0(x) in Ω, (9.24c)

where the non-linear function R(·) denotes the Schlögl reaction kinetics

R(y) := C(y − y1)(y − y2)(y − y3). (9.25)

In the case of the FitzHugh-Nagumo equations, the state variables, y and z, are known
as the activator and inhibitor, respectively. Similar to the Schlögl model, the FitzHugh-
Nagumo dynamics are known to excite traveling wave-like formations and spike impulses.
In addition, the associated non-monotone reaction kinetics pose a variety of computational
difficulties to optimal control algorithms [46–48, 139, 141]. As a means to asses the potential
of the LNK solver to tackle problems of this type, the following considers two case studies.
The studies use the respective 1D space-time domains

Q1 := Ω1 × (0, T1) = [0, 200]× [0, 40], Q2 := Ω2 × (0, T2) = [0, 200]× [0, 10]. (9.26)

The associated desired states are given by

yd,1(x, t) =

ynat(x, t), t ∈ [0, 20],
ynat(x, 20), t ∈ (20, T1]

, yd,2(x, t) = exp
(
−(x− 100)2

100

)
, in Q2, (9.27)

where ynat denotes the wave-like front that naturally develops from the uncontrolled
FitzHugh-Nagumo equations with the initial-condition

y0(x) = exp
(
−(x− 100)2

100

)
. (9.28)

As Figure 9.7 illustrates, the uncontrolled system leads to a wave-like pattern that propa-
gates throughout the domain. With time the wave disintegrates into two individual waves
that travel in opposite directions. To avoid disintegration of the wave, the first case study
seeks to track, yd,1 to maintain the wave profile at T = 20, whereas the second study aims
to track, yd,2 to keep the initial profile of the wave intact over time. To this end, the first
case study tracks yd,1 using a fully distributed control. In turn, the second case study
tracks yd,2 subject to the following point-wise upper bound constraints on the control
variable:

Uad,1 := {u ∈ L∞(Q2) : u(x, t) ≤ ub := 0.08 a.e. in Q2}, (9.29)

Uad,2 := {u ∈ L∞(Q2) : u(x, t) ≤ ub := 0.06 a.e. in Q2}. (9.30)

It is noted that, by construction of the test case, the constraints will become active.
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9. Numerical case studies

Fig. 9.7: Fully distributed optimal control of the 1D FitzHugh-Nagumo equations with N = Nt =
200.

Test case description. All computations are carried out in MATLAB (2015b). The control
problem (9.22) that seek to track yd,1 is solved by the SQP scheme outlined in Section 6.2.1
with a tolerance of ηSQP = 10−4. In turn, the control problem that tracks yd,2 is solved
using the SSN scheme described in Section 6.2.2. The tolerance is ηSSN = 10−4. In both
cases, the inner LNK solver uses the MATLAB function GMRES with a tolerance of ε = 10−6

and the approximative constraint PL preconditioner, P4.
4 The case studies that involve

point-wise bound constraints use the regularization parameter ρ = 10−2. The number of
spatial- and temporal discretization modes is chosen to be N = Nt = 200. This amounts to
159, 200 DOF per. SQP iteration. The parameters of the Schlögl reaction kinetics (9.17) are
C := 1, y1 := 0, y2 := 1, y2 := 0.01. The parameters on the FitzHugh-Nagumo equations
are α := 1, γ := 0.01 and βV := 0.02. All problems are solved with Dirichlet boundary
conditions. The source term, fs, is set to zero. For all studies, the unpreconditioned
GMRES method did not converge within 100 iterations.

Numerical results. Figure 9.7 shows the optimal control and the associated controlled
state for the fully distributed problem. Note that the control manages to avoid disintegration
of the traveling wave. Due to the distributed nature of the control, this could be expected.
Table 9.8 lists the number of SQP steps, the CPU times and the number of KSP iterations
per SQP step. The results confirm the computational behavior that was observed in previous
case studies on control of the Schlögl model.5 In particular, the results demonstrate that
the fully distributed control problem can be solved efficiently using a small number of SQP
steps and KSP iterations. Based on other experiments, these results appear to generalize to
other configurations of the model parameters. As a more challenging problem, Figure 9.8
4The PL preconditioner P3 showed similar behavior in terms of computational performance.
5See Section 9.2.2
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9.3. Optimal control of coupled systems of diffusion-reaction equations

Fig. 9.8: Optimal control of the 1D FitzHugh-Nagumo equations with point-wise bound constraints
and N = Nt = 200.

Table 9.8: Optimal control of the 1D FitzHugh-Nagumo equations with N = Nt = 200. The
number of DOF per. SQP iteration is 159, 200.

Optimal control of the FitzHugh-Nagumo equations - Desired state yd,1.

ρ = 10−2 ρ = 10−4 ρ = 10−6

SQP step # CPU time (s) KSP iter CPU time (s) KSP iter. CPU time (s) KSP iter.
1 0.680 1 0.672 1 0.661 1
2 2.121 5 1.601 3 1.039 2
3 1.340 3 0.785 1 - -

shows the optimal controls and the associated states for the second case study that involves
point-wise bound constraints. Table 9.9 provides a computational summary. Similar to
the results that were observed in connection with subdomain control of the Schlögl model,
the results show that the introduction of point-wise bound constraints lead to increases in
the SQP steps and KSP iterations. As a consequence, CPU times grow. Similar numerical
experiments show that the results represent a general tendency. Nevertheless, the results
demonstrate that control-constrained problems may be solved in reasonable times. As a
means to accelerate solution of control-constrained problems, the receding horizon (RH)
approach outlined in Section 6.2.2 shows promising results. To illustrate the potential
benefits, Table 9.9 compares the conventional strategy for ub := 0.06 to a RH approach that
divides the full time horizon into Np = 2 parts. Note that the CPU time is approximately
halved. The cost to be paid is that the RH control is suboptimal. Nevertheless, the
suboptimal control manages to satisfy the constraints and to track the desired state, yd,2,
sufficiently well for most practical purposes.
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Table 9.9: Optimal control of the 1D FitzHugh-Nagumo equations with point-wise bound constraints
and N = Nt = 200. The number of DOF per. SQP iteration is 159, 200.

Optimal control of the FitzHugh-Nagumo equations - Desired state yd,2.

DOF= 159, 200 No bounds Bound ub = 0.08 Bound ub = 0.06 Bound ub = 0.06 (RH,Np = 2).
SQP steps 2 6 7 8

Avg. KSP iter. 2 12.3 17 6.12
CPU time (s) 3.19 23.36 36.62 18.57

9.3.2 Systems arising from chemical processes

To demonstrate the potential of the LNK scheme as a fast and memory-efficient PDE-
constrained optimization solver for large-scale processes, the following case study considers
the open-loop DR optimal control problem (9.22) in 3D. Inspired by [80, 131], the study
considers (9.22), where the underlying dynamics are described by the following nonlinear
system of coupled diffusion-reaction equations:

∂ty −Dy∆y + kyy + γyyv = u+ fy in Q (9.31)
∂tv −Dv∆v + kvv + γvyv = fv in Q (9.32)
y = v = 0 on Σ,
y(x, 0) = y0(x) v(x, 0) = v0(x) in Ω.

Here Dy, Dv, ky, kv are appropriate chosen constants and fy, fv are given source terms. The
nonlinear coupling terms, γyyv and γvyv, describe reaction kinetics. Further, u denotes a
distributed control mechanism. Note that such DR systems are closely related to chemical
processes. Consider e.g. the chemical reaction A + B → C. Then the evolution of the
reactant concentrations, (c1, c2) = (y, v), can be modeled by

∂tc1 −∇ · (∇(D1c1))− γ1c1c2 = f1 in Q,

∂tc2 −∇ · (∇(D2c2))− γ2c1c2 = f2 in Q,

c1 = c2 = 0 on Σ,
c1(s, 0) = c10(s) c2(s, 0) = c20(s) in Ω.

The main focus of the case study is to illustrate computational efficiency and robustness
of the LNK solver for problems of significant scale. To this end, the study investigates
how the number of outer SQP step and the inner KSP iterations depend on 1) problem
dimensionality and 2) different values of the non-linear coupling parameters γ1, γ2. In this
regard, the study considers a modified version of a model problem that was first considered
by [131]. Here the domain is Ω = [0, 2]3 and T = 1. The objective is to track the desired
states

yd(x1, x2, x3, t) :=

0.7, (x1, x2, x3) ∈ [1/2, 3/2]3

0.2, Otherwise
, (9.33)

vd(x1, x2, x3, t) := 0. (9.34)

Note that (9.33) is unattainable, since it does not satisfy the Dirichlet boundary conditions.
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Test case description. The fixed model parameters are given byDy = Dv = ky = kv = 1.
All experiments use the regularization parameter ρ := 10−5. The initial concentrations are
given by

y0(x1, x2, x3) = v0(x1, x2, x3) = 0.2 · χ[(1/2,3/2)3](x1, x2, x3), (9.35)

while the source terms, fy and fv, are set to zero. All computations and timings are carried
out in MATLAB (2017a) using the DTU Cluster6 application nodes with a total of 10 Core
Intel Xeon E5-2660v3 w. The outer SQP algorithm uses a tolerance of ε := 10−4. The inner
KSP iterations are performed using MATLABs implementation of GMRES with a tolerance
of 10−6 and the approximative constraint preconditioner, P4. The preconditioner is inverted
in parallel by assigning bN−1

Nc
c subsystems to each of the Nc cores. The remainder, if any,

is allocated to the core with index, Nc. Parallelization of the preconditioner uses MATLABs
Single-Program-Multiple-Data (SPMD) framework. The unpreconditioned GMRES method
did not converge within 100 iterations.

Numerical results. Fig. 9.9 compares the computed concentration of the first reactant
to the desired state, yd, in a space-time plot for N ×N ×N ×Nt = 20×20×20×20, where
the spatial variable, x2, has been fixed for visual convenience. In general, the results show
good agreement between the reactant, y, and yd. Since the control, u, only directly affects
y, it is in general difficult to control the concentration, v. In this case study, v remains
close to the initial condition (9.35) for all times. To support computational efficiency,
Table 9.10 shows how 1) CPU time, 2) the number of outer SQP iterations, and 3) the
average number of inner KSP iterations required per outer SQP iteration, depend on the
number of DOF and the coupling parameters γy, γv ∈ {0.15, 1.5, 15}. The DOF increase by
doubling the number of temporal modes, Nt. The CPU timings demonstrate fast solution
of the optimal control problem with a large number of DOF. Further, in favor of scalability,
the timings grow approximately linear in the sense that the required CPU time doubles as
the problem size doubles. Note also, while a direct comparison to [131] is not possible, the
timings and iteration counts of this study show significant improvements. In this regard, it
should be mentioned that [131] uses a different domain and consider their implementation
prototypic and foresee significant speed-ups given appropriate modifications. Finally, the
results support robustness. In particular, Table 9.10 shows that both the numbers of outer
and inner iterations are largely invariant to the problem size and the model parameters,
γy, γv. However, a minor benign growth in the inner KSP iterations occur when γy, γv

increase. Other experiment have shown that similar results hold for a range of different
choices of the parameters. In this regard, the solver showed deterioration for increasing
values of γy, γv.

Overall, the study supports the LNK solver as a promising strategy for large-scale,
distributed control problems of practical relevance. In this regard, it should be noted
that the case study uses a fully distributed control, i.e., the problem does not impose any
restrictions on the control variable. Based on the previous studies of this chapter, it is
reasonable to assume that the number of SQP and KSP iterations will increase, moderately
at best, in the presence of subdomain or point-wise bound constraints. As a consequence,
6See www.hpc.dtu.dk for a description of the DTU Cluster.
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Fig. 9.9: Comparison of 1) the controlled state, y, and 2) the desired state yd. The figure originally
appeared in Paper H.

Table 9.10

Optimal tracking problem
γy = γv = 0.15 γy = γv = 1.5 γy = γv = 15

DOF Time (s) SQP steps KSP iter. Time (s) SQP steps. KSP iter. Time (s) SQP steps KSP iter.
640,000 26.8 3 3 28.54 3 4 45.044 3 6
1,280,000 37.68 3 3 43.02 3 4 64.820 3 6
2,560,000 75.56 3 3 92.81 3 4 141.80 3 6

so will the CPU timings. Nevertheless, based on the results of this case study and the
experiences from the case studies on the Schlögl model and FitzHugh-Nagumo equations,
the author finds it reasonable to expect that the LNK solver will also be able to tackle
large-scale, control-restricted problems within competitive CPU-times.

9.4 Summary

As a means to investigate the new LNK solvers, this chapter has presented a range of
numerical case studies. To establish proof-of-concept, the SG scheme and the PL precondi-
tioners were compared to constellations of low-order finite difference (FD) methods and
state-of-the-art Schur-complement preconditioners based on algebraic multi-grid (AMG).
The methods were compared based on their ability to solve a simple, linear-quadratic
model problem. In general, the results showed that the PL preconditioners pose viable
alternatives to AMG-based Schur-complement preconditioners for the given type of problem.
In this regard, it is noted that other experiments have shown that the Schur-complement
preconditioners tend to be more robust for problems with variable coefficients that vary
significantly throughout the domain. In addition, the LNK solvers proved to be able
to efficiently solve a range of fully distributed, non-linear problems in a robust manner.
Examples included the Schlögl model, solid fuel ignition processes, the FitzHugh-Nagumo
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equations and large-scale coupled systems of diffusion-reaction equations. In particular,
for all problems, the number of SQP steps and KSP iterations remained low independently
of the model parameters and the regularization parameter. In general, the introduction of
subdomain - and point-wise bound constraints led to increases in the numbers of required
SQP steps and KSP iterations. Nevertheless, the LNK solvers managed to solve the
corresponding control-restricted problems within reasonable CPU-times and a comparably
low number of KSP iterations. In this regard, the receding horizon approach proved to be
a valuable tool to decrease both the number of SQP steps and the KSP iterations. Further,
the RH approach was able to solve subdomain problems for which the standard SQP
method failed to converge. The cost to be paid is that the RH control strategy is in general
suboptimal. Nevertheless, for the considered case studies, the results showed that the RH
solution may suffice for most practical purposes. Overall, the range of studies support
the LNK solvers as viable strategies for efficient solution of large-scale, distributed control
problems with a potential to address problems of practical relevance. As a step towards
fulfilling this potential, control-restricted, non-linear problems in multiple dimensions need
further investigation.
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Chapter 10
Conclusions and perspectives

To summarize and provide perspective on the contributions of this thesis, the following
chapter draws overall conclusions and discusses possibilities of future work. To this end,
the chapter is divided into two parts. The first part summarizes the main results from
Part I and Part II and presents final remarks and conclusions. To provide perspective, the
second part discusses recommendations for future work that are motivated by prospects
and challenges of the new methodologies.

10.1 Conclusion

Large-scale non-linear model predictive control (NMPC) is challenged by a range of factors
that revolve around multi-query, real-time solution of large-scale optimization problems
that are constrained by partial differential equations (PDEs). To meet a selection of these
challenges, this thesis has proposed optimization tools and customized solvers that seek to
promote large-scale optimization at relevant time-scales by reducing the computational
burden associated with the open-loop optimization problems that are central to PDE-
constrained NMPC. The contributions have been presented in two distinct parts:

• Part I - New methods for efficient solution of multi-objective optimization problems
that arise in oil reservoir management.
• Part II - Customized Lagrange-Newton-Krylov (LNK) solvers tailored for a class
of PDE-constrained optimization problems that are governed by diffusion-reaction
equations.

The following draws separate conclusions for each part of the thesis.

Part I - Multi-objective oil production optimization. As a means to address com-
putational issues of conventional risk mitigation strategies in oil production optimization,
this thesis has proposed and investigated three new methods that are based on ideas
from multi-objective optimization. The new methodologies include 1) Time-explicit (TE)
methods for joint mitigation of risks tied to geological and economical uncertainties, 2) a
least squares (LS) approach for finding optimal trade-offs between opposing risk-related
objectives, and 3) an offset risk minimization strategy that seeks to minimize risks of profit
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loss relative to industrial practices. Based on a range of open-loop simulation studies, the
new methods have demonstrated a significant potential to improve state-of-the-art risk
mitigation strategies that, to a large extend, rely on ensemble-based methods and a priori -
and a posteriori approaches. Based on the numerical cases studies and the general findings
of this thesis, the following overall conclusions can be made:

• Compared to conventional ensemble-based strategies, TE methods have a significant
potential to improve both short-term and long-term risk-related performance measures
such as expected return, standard deviation, and conditional value-at-risk. As a
consequence, TE methods pose a computational attractive alternative to ensemble-
based strategies that seek to model both economical and geological uncertainties.
Computational speed-up comes at the price that TE methods address economical
risks indirectly.

• The LS method is a promising and scalable tool to properly balance multiple objectives
at significantly reduced computational cost relative to widely-used a posteriori
methods. In addition, as opposed to ad-hoc a priori switching schemes, the LS
method is robust in the sense that it is theoretically guaranteed to converge to a
Pareto optimal solution. However, compared to hierarchical approaches, the LS
approach requires an additional optimization run. Overall, the LS approach poses a
viable alternative to a posteriori - and a priori methods in large-scale and complex
scenarios, where the efficient frontier is computationally intractable to generate.

• Compared to widely-used ensemble-based strategies, the offset optimization strategy
may significantly reduce risk of profit loss relative to the industrial standard of
reactive control. While studies have shown that offset risk minimization cannot be
expected to completely eliminate risks of profit loss, the results strongly suggest
that it may be more relevant to consider strategies based on offset principles rather
than conventional ensemble-based methods when minimizing risk in oil production
optimization.

In conclusion, the results of Part I strongly support the new risk mitigation strategies as
computationally attractive and robust alternatives to current state-of-the-art ensemble-
based- and a posteriori methods that dominate the oil literature. As a result, the new
methods have a significant potential to accelerate and promote robust application of NMPC
and model-based decision-making in the context of oil reservoir management.

Part II - Customized solvers for PDE-constrained optimization. Motivated by
computational challenges of large-scale PDE-constrained optimization, this thesis has
proposed and investigated new customized Lagrange-Newton-Krylov (LNK) solvers that
target fast and memory-efficient solution of stationary and time-dependent distributed
diffusion-reaction (DR) problems that naturally occur in physics, mathematical biology
and chemical engineering. Compared to traditional LNK solvers, the main contributions
of this thesis revolve around the use of customized spectral discretization schemes to
address a selection of numerical aspects tied to large-scale PDE-constrained optimization.
In particular, by investigating a spectral Galerkin (SG) scheme for stationary problems
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and a spectral Petrov-Galerkin (SPG) scheme for time-dependent problems, this thesis
has demonstrated that it is possible to construct high-order discretization methods and
customized iterative solvers with the abilities to

• Reduce problem dimensionality compared to low-order schemes, given sufficient
regularity of the underlying problem.
• Automatically satisfy the forward-backward conditions that are central to time-
dependent PDE-constrained optimization.
• Ensure commutative properties of the discretization paradigms of optimize-then-
discretize and discretize-then-optimize for a broad class of DR problems.
• Promote efficient preconditioning strategies based on new Poisson-like (PL) precon-
ditioners that can be inverted in an efficient and matrix-free manner by solving a
sequence of comparably small, independent subsystems.

To asses the potential of the new LNK solvers and the associated PL precondtioners, this
thesis has considered a number of case studies of increasing complexity, ranging from
simple, linear-quadratic control problems to the Schlögl model, solid fuel ignition processes,
the FitzHugh-Nagumo equations and large-scale coupled systems of diffusion-reaction
equations in 3D. Based on the numerical cases studies and the general findings of this
thesis, the following overall conclusions can be made:

• The LNK solvers may serve as efficient and robust solvers for a range of fully
distributed, non-linear PDE-constrained optimization problems. In particular, for
all fully distributed problems that were considered in this thesis, the LNK solvers
managed to converge fast to the solution, independently of the model parameters
and the regularization parameter. However, in general, problems with subdomain -
and point-wise bound constraints proved to require additional computational effort.
Nevertheless, given the complexity of the problems, the LNK solvers managed to
solve the corresponding control-restricted problems within reasonable CPU-times.
• A receding horizon (RH) approach, that divides the full problem into a sequence
of smaller subproblems, proved to be a valuable tool to improve convergence of the
LNK solvers. In particular, the RH approach was able to solve subdomain problems,
that would otherwise lead to divergence. As a drawback, the RH control strategy
is in general suboptimal. Nevertheless, for all the case studies considered in this
thesis, the RH control managed to track the desired states sufficiently well for most
practical purposes.
• For simple, linear-quadratic model problems, the PL preconditioners have shown
to pose viable alternatives to AMG-based Schur-complement preconditioners. In
this regard, while the PL preconditioners are in general computationally more
efficient, they are also less robust with respect to the parameters of the given
problem. In particular, results have shown that the PL preconditioners tend to
work well for problems with mildly varying coefficients. In turn, if the minimum
and maximum values of the coefficients deviate significantly from the mean taken
over the computational domain, the PL preconditioned Krylov subspace methods
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can be expected to require an increasing number of iterations to resolve the residual
to a given level of accuracy. Nevertheless, spectral analysis has shown that a block
diagonal PL preconditioner is ideal for a class of simple, linear-quadratic model
problems in the sense that the spectrum of the preconditioned optimality system
matrix has eigenvalues that are bounded away from zero, independently of the
problem dimensions. In addition, for the greater part of the time-dependent and
non-linear problems that have been considered in this thesis, the PL preconditioned
Krylov subspace methods converged in a comparably small number of KSP iterations.
In the majority of cases, the KSP iterations were robust with respect to problem size,
boundary conditions, model parameters and the regularization parameter. Overall,
this supports the PL preconditioners as promising strategies for iterative solution of
PDE-constrained optimization problems of diffusion-reaction type.

In conclusion, the results of Part II support the LNK solvers as viable strategies for efficient
solution of large-scale, distributed control problems with a potential to address problems
of practical relevance, e.g., as building blocks in NMPC-based controllers. However, as a
step towards fulfilling this potential, control-restricted, non-linear problems in multiple
dimensions need further investigation. In addition, this thesis is the first to exploit the
properties of customized spectral bases to build iterative solvers for large-scale, non-linear
PDE-constrained optimization problems. As a result, the ideas put forward by this work
may serve to pave the way for new applications of high-order methods in PDE-constrained
optimization.

10.2 Perspectives and future work

To provide perspective, the following gives recommendations for future work. The sug-
gestions are based on brief discussions that highlight prospects and challenges of the new
methodologies. In this regard, the section also serves to provide an overview of the scope
and limitations of the contributions that have been presented in this thesis.

Risk mitigation strategies - Real-life reservoirs and production data. As a means
to establish proof-of-concept for the new risk mitigation strategies, the case studies of the
this thesis have been based on comparably small and synthetic oil reservoir models. To
validate their potential, the new methods should be applied to more realistic and, eventually,
industrial reservoirs. In this regard, real-life data should be used to investigate how the
number of geological model realizations affect the ability of ensemble-based strategies
to represent and mitigate model-based uncertainties. In this regard, the ongoing Ph.D.
project [92] investigates oil production optimization in the context of real-life reservoirs
located in the Danish sector of the North Sea.

Risk mitigation strategies - Closing the loop. The results of this thesis rely on
open-loop simulations. In particular, the computed control strategies do not benefit from
the sources of feedback that naturally become available from production data and geological
measurements. In this regard, future work should address simulation-based means or
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real-life experiments to asses the effects that closed-loop feedback has on the new risk
mitigation strategies.

The LNK solvers - Extensions to convection-diffusion-reaction equations. The
new LNK solvers specifically target optimal control problems that are governed by diffusion-
reaction equations. Nevertheless, in principle, the solvers may also be used to address
problems that involve convection. In this regard, Paper E includes concrete examples.
However, the constant coefficient approximations of the PL preconditioners do not take
convention into account. This is rooted in the fact that the first-order derivative matrices
associated with the SG and SPG schemes become dense, even for constant coefficients. As
a consequence, the performance of the PL preconditioners will in general deteriorate as the
given problem becomes increasingly convection-dominated. In this regard, to broaden the
scope of the new LNK solvers, future work may address means to incorporate or account
for convention in the PL preconditioning strategies.

The LNK solvers - Extensions to boundary control. While the new LNK solvers
are tailored for distributed control problems, many applications rely on localized controls
that are restricted to act on the boundary of the domain or, alternatively, in highly localized
areas of the domain itself. As a consequence, to widen the potential applications of the
LNK solvers, it becomes natural to investigate possible extensions to so called boundary
control that introduces the control mechanism as part of the boundary conditions for the
state equation. In this regard, ongoing work seeks to combine the LNK solvers with ideas
from spectral element methods. The basic approach is to address the domain and its
boundary separately. In this way, the part of the problem that relates to the interior of the
domain can be tackled by the SG or SPG schemes that have been introduced in this thesis,
whereas the part that relates to the control and the boundary can be handled in a different
and more appropriate basis. At this point, work in this direction remains to be finalized.

The LNK solvers - Globalization of the SQP method. The Sequential Quadratic
Programming (SQP) method that constitutes the backbone of the outer LNK solver is
strictly local in nature. In particular, the method requires a starting guess that is sufficiently
close to the solution in order to ensure convergence. As a consequence, practical solvers
that intend to build upon the LNK framework need appropriate globalization strategies
to ensure convergence from arbitrary initial guesses. In this regard, future work may
address the possibilities of combining the new LNK solvers with appropriate line search
methods. Furthermore, for problems with point-wise bound constraints, numerical studies
of this thesis have shown that the underlying SQP algorithm requires increasing numbers
of steps to reach convergence as the bounds become tighter. In this regard, future work
may compare the SQP strategies of this thesis with, e.g., primal-dual active set strategies
and projected Newton methods [80, 83, 90, 94] in terms of computational performance and
robustness.

The LNK solvers - Complex geometries. The work of this thesis mainly revolves
around rectangular domains with extensions to annuli and cylinders. However, in principle,
the new LNK solvers have the potential to address a wide range of more complex geometries.
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In particular, provided that there exists a map that transforms the physical coordinates of
the given domain to the reference coordinates of the unit cube, the original problem can
be formulated as a variable-coefficient problem in the computational, square domain. In
turn, this problem may be addressed by the LNK solvers. Note, however, that concrete
examples in this direction have not been investigated at this point not. Note also that the
new LNK solvers, concretely the PL preconditioners, rely on tensor product structures.
Hence, extensions to arbitrary and truly complex geometries are likely beyond the potential
scope of the methodology.
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a b s t r a c t

Real-life applications of production optimization face challenges of risks related to unpredictable fluc-
tuations in oil prices and sparse geological data. Consequently, operating companies are reluctant to
adopt model-based production optimization into their operations. Conventional production optimization
methods focus on mitigation of geological risks related to the long-term net present value (NPV). A major
drawback of such methods is that the time-dependent and exceedingly growing uncertainty of oil prices
implies that long-term predictions become highly unreliable. Conventional methods therefore leave the
oil production subject to substantial economical risk. To address this challenge, this paper introduces a
novel set of time-explicit (TE) methods, which combine ideas of multi-objective optimization and en-
semble-based risk mitigation into a computationally tractable joint effort of mitigating economical and
geological risks. As opposed to conventional strategies that focus on a single long-term objective, TE
methods seek to reduce risks and promote returns over the entire reservoir life by optimization of a
given ensemble-based geological risk measure over time. By explicit involvement of time, economical
risks are implicitly addressed by balancing short-term and long-term objectives throughout the reservoir
life. Open-loop simulations of a two-phase synthetic reservoir demonstrate that TE methods may sig-
nificantly improve short-term risk measures such as expected return, standard deviation and conditional
value-at-risk compared to nominal, robust and mean-variance optimization. The gains in short-term
objectives are obtained with none or only slight deterioration of long-term objectives.

& 2016 Elsevier B.V. All rights reserved.

1. Introduction

Despite a significant potential to improve key performance
indicators (KPIs) central to oil reservoir management, real-life
applications of model-based optimization remain challenged
by a wide range of uncertainties related to e.g. unpredictable
fluctuations in oil prices and sparse geological data. As opposed to
geological uncertainties that are practically time-invariant, eco-
nomical uncertainty grows exceedingly and profoundly with time.
Conventional geological risk mitigation methods such as robust
optimization (RO) (Van Essen et al., 2009) and mean-variance
optimization (MVO) (Capolei, 2013) solely focus on risks asso-
ciated with the long-term net present value (NPV) and they share
the assumption of known economical model parameters. As a re-
sult, the profound time-dependent economical risks are altogether
neglected and the long-term predictions become highly risky.

The literature has mainly accounted for economical uncertainty
in terms of short-term versus long-term multi-objective optimiza-
tion (MOO). The idea is to expedite short-term profits and thereby
indirectly mitigate the risks that are imposed on the production
strategy by time-dependent uncertainties. To accomplish this, Lui
and Reynolds (2014) optimize a bi-criteria function for multiple
different choices of a user-specified parameter to generate the
Pareto front of short-term and long-term trade-off scenarios. Sub-
sequently, each scenario is examined to determine the optimal so-
lution. Such methods are referred to as a posteriormethods and rely
on multiple optimization runs to generate the Pareto front. This
puts computational efficiency into question. Also, the optimizations
often involve tuning of a user-specified set of weights, which may
be non-trivial. Weight adjustments can be avoided by ϵ-constraint
methods (Miettinen, 1999). Here a single objective is optimized
subject to bound constraints on the other objectives. As a compli-
cation, the ϵ-constraint approach imposes non-linear constraints on
the optimization problem and the question of how to choose the
bounds arises. A priori hierarchical approaches, which only generate
one solution, have been suggested by e.g. Van Essen et al., (2011),
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Fonseca et al., (2014b) and recently Siraj et al. (2015b). To ensure
computational tractability, the methods rely on a heuristic switch-
ing scheme for which convergence properties are not fully under-
stood at this point. Also, the convergence rate may be slow (Van
Essen et al., 2011). As an alternative to the switching scheme, Chen
et al. (2012) propose a hierarchical approach which relies on the
augmented Lagrangian method. Recent studies investigate the ef-
fects on the balance between short-term and long-term objectives
by considering an ensemble of ne economical realizations (Siraj
et al., 2015b, 2015c). The studies show promising results. However,
it should be kept in mind that the uncertainties of oil prices are
generally profound and grows exceedingly with time. Consequently,
the dynamic nature of oil prices may become practically un-
predictable and therefore highly difficult to model accurately over
the long prediction horizons of open-loop production optimization.
Typically, the reservoir life-cycle spans more than a decade. Also, as
a tool for joint risk mitigation, each economical realization must be
combined with each of the nd geological realizations to calculate the
gradients used for the optimization. In particular, ·n nd e adjoint
calculations are needed every time the optimizer calls the objective
function. In practice, where large ensembles must be considered,
the approach therefore becomes computationally intractable.

Combining the ideas of multi-objective optimization and con-
ventional risk mitigation, this paper introduces a set of novel
geological ensemble-based time-explicit (TE) optimization meth-
ods to address the issues of economical and geological un-
certainties in a united manner. TE methods seek to balance short-
term and long-term geological risk measures over time. In this way,
time-induced economical uncertainties are implicitly addressed in
the process. The proposed methods only rely on an ensemble of
geological realizations. The computational effort is therefore much
less involved as compared to approaches of combined model-
based uncertainties. Further, it is shown that TE methods can be
understood as a priori MOO methods with weights predetermined
by discretization. As opposed to most MOO approaches of the
literature, TE methods therefore avoid the expensive computations
and cumbersome process of weight adjustments associated with
generating the Pareto front. Open-loop simulations of a two-phase
synthetic reservoir, where geological uncertainties are represented
by an ensemble of 24 equiprobable permeability realizations, de-
monstrate that TE methods may provide significantly improved
short-term risk measures including expected return, standard
deviation and conditional value-at-risk, atmultiple points in time as
compared to conventional methods of geological risk mitigation.
Long-term objectives are in turn only slightly compromised. The
main contribution of this paper is the introduction and in-
vestigation of TE methods as alternatives to conventional en-
semble-based methods. To better understand the risk mitigation
effects of TE methods and their ability to balance short-term and
long-term objectives, numerical experiments are conducted in an
isolated open-loop setting. In this way, effects of data assimilation
and feedback from a moving horizon principle will not interfere.
Following Capolei et al. (2013), future studies are intended to
clarify the risk mitigating effects of feedback by comparing open-
loop and closed-loop TE strategies. Also, the paper focuses on
mitigation of geological and economical risks. Other important
factors of uncertainty such as future production infrastructure are
not considered.

The paper is organized as follows. In Section 2 we briefly re-
view fundamentals of water-flooding optimization. Conventional
risk mitigation strategies are discussed in Section 3. Section 4 in-
troduces the TE methods. Section 5 presents numerical results and
conclusions are made in Section 6. Appendix A lists the nomen-
clature used in the paper.

2. Water-flooding

Water-flooding refers to the secondary stage of oil recovery in
which water injection rates and producer bottom hole pressures
are dynamically altered according to some operating profile, u,
with the purpose of enhancing oil recovery. The work of this paper
assumes that fluid flow through the reservoir may be approxi-
mated by a two-phase immiscible flow model based on mass
conservation and Darcy's law. Relative permeabilities are de-
scribed by the Corey model. Discretization in space and time with
time-nodes = { } =T tk k

N
0 results in the non-linear equations

( ) { }θ = ∈ = … − = ( )+ l5R x x u k N x x, , , 0, 0, 1 , 1 , . 1k k k k1 0 0

For each time-step, tk, the state-space variables, = ( ) ∈ 5x x tk k
n2 x

denote reservoir pressures and fluid saturations, = ( ) ∈ 5u u tk k
nu

the controls, and θ a set of petrophysical and geological model
parameters. Here nx and nu denote the number of spatial nodes
and the number of wells subject to control, respectively. See e.g.
Aziz and Settari (1979), Chen (2007), Jansen et al., (2008) and
Völcker et al., (2009).

3. Model-based optimization

Model-based optimization seeks to determine the operating
profile that maximizes the life-cycle NPV, φ ( )tf , which is defined
as the integral

∫φ Φ( ) = ( ( ) ( )) ( )t x s u s ds, ,
2f

t

tf

0

over the reservoir life, tf , of the discounted profit, Φ, where

∑ ∑Φ = −
+

( ( ) − ( )) +
( )

κ ( )
∈ ∈⎛

⎝⎜
⎞
⎠⎟

⎡

⎣

⎢⎢⎢⎢

⎤

⎦

⎥⎥⎥⎥d
r q t r q t r q1

1
365

.

3

t
i P

o o i wp w i
l I

wi l, ,

Here ro, rwp and rwi denote respectively the oil price, the water
separation cost, and the water injection cost; qw i, and qo i, are the
volumetric water and oil flow rates at producer i; ql is the volu-
metric well injection rate at injector l; the discount factor
− ( + )κ ( )1/ 1 d t

365
accounts for the daily compounded value of the

capital, where d is the annual interest rate and κ ( )t is the integer
number of days at time t. Note that by convention, production
rates are negative to indicate extraction. This accounts for the
minus sign in the discount factor.

3.1. Problem formulation

The optimal control problem considered in this paper may be
formulated as a constrained optimization problem in the form

ϕ ϕ θ= { } { }
( ){ } { } = =−

= =−

⎛
⎝⎜⎜

⎞
⎠⎟⎟x umax , ;

4ax u
k k

N
k k

N

,
0 0

1

k k
N k k

N
0 0

1

( ) = ∈ ( )+ 5R x x u ks. t. , , 0, , 4bk k k k1

=^ ( )x x , 4c0 0

( ){ } ≤ ( )=−c u 0. 4dk k
N

0
1

The problem (4) seeks to determine the reservoir states, { } =xk k
N

0,
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and the optimal well configurations, { } =−uk k
N

0
1, such as to maximize

the profit measure

∑ϕ Φ= ( )Δ Δ = −
( )=

−
+ +x u t t t t, , .

5j

N

j j j j j j
0

1

1 1

Here ϕ is a right rectangle Euler approximation of φ ( )tf in (2). Well
configurations are represented by a zero-order-hold parametriza-
tion, i.e. it is assumed that the well settings are constant during
each time step:

( ) = ≤ ≤ ∈ ( )+ 5u t u t t t k, , . 6k k k 1

In this paper, the well configurations are the water injection rates.
A common alternative is to manipulate injector and/or producer
bottom hole pressures (bhp) (Capolei et al., 2015b). The set of well
configurations is also referred to as the operating profile.

3.2. Single-shooting

To solve (4), we apply a single-shooting approach as described
by e.g., Brouwer and Jansen (2004), Völcker et al. (2011), Capolei
et al. (2015b); i.e. we solve the problem

ψ ψ θ= { } ^
( ){ }

=−
=
−

⎛
⎝
⎜⎜

⎞
⎠
⎟⎟u xmax ; ,

7au
k k

N
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1

0
k k

N
0
1

( ){ } ≤ ( )=−c us. t. 0, 7bk k
N
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1

where
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{ ( ) ( )

}
ψ θ

ϕ θ

{ } ^
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= ^ ( )

=−
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, ; : , , 0, ,
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0
1

0
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1
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0 0

The single-shooting formulation (7) implies that we first solve the
equations ( ) = ∈+ 5R x x u k, , 0,k k k k1 to obtain the states { } =xk k

N
0,

before calculating the objective ϕ. In this way, the state variables
are implicitly removed from the optimization problem (4). Alter-
natives to single-shooting includes multiple-shooting methods
(Bock and Plitt, 1984; Capolei and Jørgensen, 2012) and collocation
methods (Biegler, 1984, 2013). Multiple-shooting and collocation
methods often provide better convergence properties than the
single-shooting method. However, the use of multiple-shooting
may be restricted by the need to compute state sensitivities,
whereas application of the collocation method is challenged by the
state vector's high dimension. Note that this paper only considers
bound constraints on the input profile. Usually, production facil-
ities also impose non-linear state or output constraints on the
problem. Fonseca et al. (2014a) provides a discussion of how
output constraints can be handled by an augmented Lagrange
method. See also Suwartadi et al. (2012). As a promising alter-
native, Codas et al. (2015) show how to exploit the inherent par-
allelism of multiple-shooting to efficiently handle output
constraints.

3.3. Geological uncertainties and risk mitigation strategies

The profound geological and petrophysical uncertainties asso-
ciated with reservoir simulation imply that there exists a large
variety of possible simulation parameters, θ, which from a prob-
abilistic point of view may all represent the reservoir data equally
well. To handle such uncertainties, strategies of risk mitigation rely
on an ensemble of equipropable geological realizations

θ θ θ θ θ= { … } = { } ( )=, , , . 9n
n i

i
n1 2

1d
d d

The NPV of each realization is denoted

( )ψ ψ θ= { } ^ ≤ ≤ ( )=−u x i n; , , 1 . 10
i

k k
N i

d0
1

0

A widely used assumption is that the uncertainties are tied to the
reservoir permeability. Popular methods based on this assumption
include RO, MVO and conditional value-at-risk optimization
(CVaRO) (Hanssen et al., 2015; Capolei et al., 2016; Siraj et al.,
2015a).

3.3.1. Robust optimization
RO as introduced by Van Essen et al. (2009) seeks to mitigate

geological risks by maximizing the expected return over an en-
semble of realizations (9), i.e.

∑ψ ψ≔
( )=n

1 .
11

RO
d i

n
i

1

d

Objections towards the use of RO are tied to the fact that the
method does not address the risks of low profit realizations di-
rectly, i.e. the variance of the ensemble (10) is neglected. To avoid
confusion, it should be noted that, in spite of it's name, RO does
not conform with standard theory of the field known as robust
optimization (Bertsimas et al., 2011).

3.3.2. Mean-variance optimization
MVO as introduced by Bailey et al. (2005) and Capolei et al.

(2015b) aims to remedy the insufficiencies of RO by directly ad-
dressing risks in terms of the sample estimated variance

∑ψ ψ ψ ψ= = − ( − )
( )σ

=n
1

1
.

12
V

d i

n
i

RO
2

1

2
d

For this purpose, one introduces a bi-criteria objective function,
which depends on a user-specified parameter, λ:

ψ ψ λψ≔ − ( ). 13MVO RO V

Note that the unit of λ is 1
$
. Each choice of λ results in a trade-off

between return and risk. Capolei et al. (2015b) have proposed to
characterize the optimal trade-off scenario as the solution that
maximizes the modified Sharpe ratio = ψ

ψσ
: RO , where risk free as-

sets have zero yield. Here ψ ψ=σ V . By maximizing :, the optimal
trade-off scenario provides the best possible ratio between return
and risk as measured by ψRO and ψσ , respectively.

Drawbacks of MVO include the multiple optimization runs
needed to locate the MS. Also, the tuning of the parameter, λ, used
to generate a sufficient representation of trade-off scenarios may
be non-trivial. Since MVO by construction targets both low and
high returns, lower variance may come at the cost of a reduction of
the highest possible NPV, without any considerably improvement
of the lowest possible NPV, as reported by e.g. Fonseca et al.
(2014a). It is also noted that the modified Sharpe ratio may be
misleading as a measure of risk (Rockafellar, 2015).

3.3.3. Conditional value-at-risk optimization
CVaRO is a fairly new concept in the production optimization

setting and has only recently begun to receive attention from the
oil production community (Hanssen et al., 2015; Capolei et al.,
2015a). CVaRO is well known in financial mathematics where it
has been used in risk management as a tool specifically designed
to target the paramount risks of low returns in terms of the risk
measure known as value-at-risk (Jorion, 2006). For the discrete
stochastic variable θnd, the CVaRO objective function is given by
the sample estimated average of the α·100% lowest outcomes,
ψ{ ˜ } =αi

i
n

1, i.e.
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∑ψ ψ α≔ ˜ ∈ ( )
( )α

α =

α

n
1 , 0, 1 .

14i

n
i

CVaR,
1

Here ψ̃ i denotes the ith lowest profit outcome associated with the
ensemble. Fig. 2(a) illustrates the basic idea. By construction,
CVaRO only focuses on downside risks, i.e., low returns. In this
way, the approach avoids the issues related to variance-based
methods which have a tendency to increase confidence in the
predictions by reducing high returns without causing mentionable
increments of low realizations. In turn, one can expect CVaRO to
provide a skewed probability distribution which reduces the
probability of low profit realizations. This is illustrated in Fig. 2(b).
However, as opposed to the cases of RO and MVO, the CVaRO
objective function (14) is non-differentiable with respect to the
controls ∈ 5u k,k . As Fig. 1 illustrates, non-differential points
arise when two or more profit outcomes result in the same value.
In such cases, the set of profit outcomes cannot be sorted in as-
cending order in a unique fashion. This implies that gradients in
such points do not exist. Non-differentiability with respect to the
controls, uk, for ∈ 5k , implies that the theory of gradient-based
optimization may not apply. Hence, there is no theoretical guar-
antee that the method produces KKT points, i.e., solutions which
satisfy the necessary first order optimality conditions (Nocedal and
Wright, 2006). Nevertheless, as demonstrated in this paper, opti-
mization of CVaR by gradient-based approaches shows promising
results in terms of decreasing risk. It is noted that smooth

Fig. 1. Conceptual illustration of the non-differentiability of CVaR. We consider an ensemble associated with two profit realizations, ψ1 (green curve) and ψ2 (blue curve).
Then ψ( )≔ ( )u uCVaR0.5 1 when ψ ψ( ) ≤ ( )u u1 2 and ψ( )≔ ( )u uCVaR0.5 2 when ψ ψ( ) ≤ ( )u u2 1 (red curve). However, as the green and blue arrows indicate, the gradient of CVaR0.5
does not exists in the point u0. However, note that non-differentiable points only occur when the realizations coincide. In all other points, CVaR0.5 is differentiable with
gradient ψ∇ ≔∇CVaRuk uk0.5 1 and ψ∇ ≔∇CVaRuk uk0.5 2, respectively. Despite non-differentiability, this motivates gradient-based algorithms to improve CVaR by following ascent
directions.(For interpretation of the references to color in this figure legend, the reader is referred to the web version of this article.)

(a) For a discrete stochatic variable, CVaR corresponds to the average of the
α ·100% lowest NPVs. In this way, CVaR targets risks of low returns directly.

NPV Millions [USD]

PD
F

CVaRO
RO

(b) A typical CVaRO probability distribution function.

Fig. 2. Conceptual drawing of CVaR and CVaRO: (a) For a discrete stochatic variable, CVaR corresponds to the average of the α·100% lowest NPVs. In this way, CVaR targets
risks of low returns directly and (b) A typical CVaRO probability distribution function.

Fig. 3. Conceptual drawing of TE optimization with risk measure φ φ[ ]≔ [ ]θ θT E . TE
optimization (green curve) seeks to balance short-term and long-term expected
profits by considering multiple objectives φ[ ]( )θE t (black dots) throughout the
reservoir life. As a result, significant short-terms gains may be obtained (black ar-
rows) relative to conventional optimization (red curve), which only focuses on the
single long-term objective of increasing end-time expected return. By promoting
the balance between short-term and long-term objectives, TE optimization im-
plicitly mitigates economical risks in the process. The price to be paid is a slight
reduction of the end-time NPV.(For interpretation of the references to color in this
figure legend, the reader is referred to the web version of this article.)
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approximations of CVaR exist (Rockafellar and Royset, 2010; Ba-
sova et al., 2011; Capolei et al., 2016). (Fig. 2).

In general, methods as RO, MVO and CVaRO have shown to
successfully reduce geological risks. However, they suffer a com-
mon drawback: the focus of the methods is restricted to mitigation
of risks associated with the long-term NPV. As a result, such
methods often sacrifice expected short-term returns, i.e., time-
induced economical risks are neglected.

Remark 1. Note that ensemble-based geological risk mitigation
methods can be naturally modified to also account for economical
uncertainties by consideration of additionally ne economical rea-
lizations η η= { } =n

j
j
n

1e
e . As an example, the modified RO objective

function ψ becomes

∑ ∑ψ ψ θ η= ({ } ^ )
( )= =

=−n
u x1 ; , , ,

15d e i

n

j

n

k k
N i j

, 1 1
0
1

0

d e

where = ·n n nd e d e, . The drawback of such approaches is tied to the
additional ·( − )n n 1d e adjoint calculations which are required to
calculate the gradient of the objective function (15) with respect to
the controls. Also, the dynamic nature of oil prices may be highly
difficult to model accurately over the long prediction horizons
associated with open-loop production optimization.

4. Time-explicit optimization

The following proposes time-explicit (TE) optimization as a
computationally attractive alternative to joint model-based

approaches and a posteriori MOO methods. The presentation of TE
methods will be kept general to facilitate adaptation of the ap-
proach to other applications. Three specific examples of TE
methods are also considered.

4.1. Motivation

TE methods are based on the novel idea of optimizing a specific
geological risk-related performance measure, φ φ θ[ ]≔ ({ ( ( ) ( ) )} )θ =T T t x t u t, , ;i i

i
nd

1 ,
over time in terms of an integral-based objective function,

∫ φ≔ [ ]( ) ≤ ≤
( )

θ
[ ( ) ( )]

;
T

T t dt t tmax 1 , 0 ,
16x t u t t

t
f

,
0

t
tf

f

0
0

where = −T t tf 0. For the purpose of production optimization, the
measured geological risks, φ[ ]θT , are tied to the NPV of oil recovery (2).
In contrast to conventional geological risk mitigation strategies that
focus on a single long-term objective, TE methods seek to reduce risks
and promote profits at every instant of the reservoir life. Inwords, (16)
expresses the objective of determining the operating profile, which
provides the optimal geological risk senario on average over the ex-
pected reservoir life span. By reducing the average geological risk over
time, as measured by φ[ ]θT , TE methods implicitly involve short-term
and long-term geological risk-related objectives. By promoting short-
term geological risk measures, the time-dependent and exceedingly
growing economical uncertainties are indirectly addressed in the
process. Fig. 3 illustrates the idea of TE optimization. Informally, the
formulation (16) may also be understood by picturing the geological
risks at every point in time, φ[ ]( )θT t , as individual objectives subject to
simultaneous optimization. In this way, (16) can be interpreted as a
multi-objective optimization approach where each objective is
weighted according to the integral. With this interpretation in mind,
TE methods can be seen as a priori MOO methods which determine
the trade-off scenario that provides the highest possible reduction of
average risk over time. Consequently, TE methods provide a compu-
tationally more attractive alternative to the prevalent MOO approaches
of the literature. MOO methods rely on comprehensive computations
to generate the Pareto front. Further, by addressing time-dependent
risks in terms of promoting short-term gains, the need for an en-
semble of economical realizations, which by the nature of the problem
may be practically impossible to model accurately, is avoided. Since TE
methods only rely on an ensemble of geological realizations, compu-
tationally effort is significantly reduced compared to combined model-
based approaches. The cost is that economical risks are addressed
indirectly, i.e. that no specific measure of the risk can be provided.

4.2. Problem formulation

The TE optimization problem is an optimal control problem of
the form (4), with the objective function, ψ, replaced by

(a) Conceptual drawing of TE SRO. (b) Conceptual drawing of TE CVaR.

Fig. 4. Illustration of TE methods. Shaded areas indicate max/min bands: (a) Conceptual drawing of TE SRO and (b) Conceptual drawing of TE CVaR.
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Fig. 5. Arbitrarily chosen permeability field of the ensemble and well configuration
for the test case. The permeability ranges from 10 mD to 2050 mD. Logarithmic
values have been plotted for improved visualization.
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index ℓ refers to indices of an arbitrary subset of time-nodes
{˜ } ⊆ { } ≤ℓ ℓ= =t t M N,M

i i
N

0 0 , that is used to discretize τ. ℓ↦4 i: de-
notes the associated index map between {˜ }ℓ ℓ=t M

0 and { } =ti i
N

0. The
mapping 4 is simply a mathematical convenience that relates the
indices of the subset {˜ }ℓ ℓ=t M

0 to the time nodes { } =ti i
N

0. In particular,
4 allows us to express the objective function (17) in terms of
{ } =ti i

N
0 directly. We note that the use of two sets of time nodes

{˜ } { }ℓ ℓ= =t t,M
i i

N
0 0 for discretization of respectively τ and ψ is chosen

to preserve computational efficiency. In particular, the formulation
allows for the use of fewer nodes to approximate τ. As elaborated
in Section 4.4, this is crucial in relation to gradient computations. A
natural way to choose the time nodes, {˜ }ℓ ℓ=t M

0, is given in Section
4.5 in terms of a MOO problem.

4.3. Gradients

Gradient-based optimization algorithms used to solve (4) re-
quire evaluation of the gradients, τ∇uk for ∈ 5k . One must cal-
culate
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for each ∈ 5k . This essentially corresponds to calculation of
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1 and each ∈ 5k . For an arbitrary
sample estimated risk measure, Ψ ψ ψ[ ] = [ … ]θ θT T , ,i nd , it then fol-
lows by the chain-rule of multivariate differentiation that
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Notice that (20) may also be written in the form
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Hence, for each ∈ 5k , τ∇uk may be expressed as
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The associated gradients ψ{∇ } ∈(ℓ) ℓ= 54 k,u
i M

1k may be computed
efficiently by the adjoint method; see Sarma et al. (2005),
Jørgensen (2007), Capolei and Jørgensen (2012).

Remark 2. The results of this section are based on the assumption
that the risk measure, Ψ[ ]θT , is continuously differentiable with
respect to the controls, { } =−uk k

N
0
1. As mentioned, this assumption is

not satisfied in the case of conditional value-at-risk,
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Fig. 6. Comparison of TE methods (blue curves) to conventional strategies (red curves).(For interpretation of the references to color in this figure legend, the reader is
referred to the web version of this article.)
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Ψ Ψ[ ]≔ [ ]θ θ αT CVaR , . In this case, the pragmatic approach of this
paper successfully uses ψ ψ∇ ≔ ∑ ∇ ˜ ∈α =α

α k N,u n i
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u
i

CVaR,
1

1k k , as
gradients.

4.4. Computational aspects

As opposed to conventional ensemble-based methods, TE
methods focus on multiple risk-related objectives over time. This
allows TE methods to address economical and geological risks in a
united fashion. The price to be paid is that TE methods become
computationally more expensive by requiring computation of the
gradients ψ{∇ } ∈(ℓ) ℓ= 54 k,u

i M
1k for each fixed ∈ { … }i n1, , d . Unless

multi-level parallelism is available, the calculation of ψ{∇ }(ℓ) ℓ=4u
i M

1k

for a fixed ∈ { … }i n1, , d requires a for-loop. However, since the
gradients, ψ∇ ( )4u j

i
k , for a fixed time ˜ ∈ {˜ }ℓ ℓ=t tj

M
1 may be computed in

parallel, the computational effort amounts to a single for-loop of M
adjoint computations per gradient evaluation. In particular, one
adjoint calculation is required for each time node in ˜ ∈ {˜ }ℓ ℓ=t tj

M
1.

This emphasizes the importance of having ⪡M N . In Section 4.5, we
demonstrate that the number of nodes, M, may in general be
chosen much smaller than N. Compared to methods of model-
based economical and geological uncertainties, which require

·n ne d adjoint calculations per gradient evaluation, the computa-
tional effort of TE methods is significantly less. The effects become
particularly pronounced in applications that rely on large en-
sembles. This is typically the case in real-life scenarios.

4.5. Ties to multi-objective optimization

The following relates the TE problem to MOO. The objective

function
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may be interpreted as a weighted sum method, where the weights
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Fig. 7. Comparison of TE CVaR (blue curve) to conventional strategies (red curves).(For interpretation of the references to color in this figure legend, the reader is referred to
the web version of this article.)

Table 1
Petrophysical and economical model parameters.

Description Value Unit

7 Porosity 0.3 –

cr Rock compressibility 0 −Pa 1

cw Water compressibility 4.28!10"10 −Pa 1

co Oil compressibility 6.65!10"10 −Pa 1

ρw Water density 1080 kg/m3

ρo Oil density 962 kg/m3

μw Dymanic water viscosity 4.8!10"4 ·Pa s
μ0 Dymanic oil viscosity 3.5!10"3 ·Pa s
Swc Connate water saturation 0.1 –

Sro Residual oil saturation 0.2 –

nw Corey exponent for water 2 –

no Corey exponent for oil 2 –

k0rw Water end-point relative perm. 1 –

k0ro Oil end-point relative perm. 1 –

Pinit Inital reservoir pressure 243 atm
Sinit Inital water saturation 0.15 –

ro Oil price 120 USD/bbl
rwp Water seperation cost 35 USD/bbl
rwi Water injection cost 10 USD/bbl
d Discount factor 0 –
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are automatically determined as the time-step lengths Δ (ℓ)4t . Also,
the weights are normalized by construction (with

= =( ) ( )4 4t t t t, M f0 0 ):

∑ ∑ ∑Δ = −
( )ℓ=

−
(ℓ)

ℓ=
(ℓ)

ℓ=

−
(ℓ)

⎛
⎝
⎜⎜

⎞
⎠
⎟⎟4 4 4T

t
T

t t1 1

24

M M M

0

1

1 0

1

= − = ( )
( ) ( )4 4t t

T
1. 25

M 0

Since Δ >(ℓ)4t 0 for all ℓ ∈ { … − }M0, , 1 , it follows fromMiettinen
(1999) (Thm. 3.1.2) that a solution, { } =−uk k

N
0
1, of (4) is also Pareto

optimal with respect to the MOO problem (with Ψ≔ [ ( )]θ(ℓ) (ℓ)4 4T T t ,
for notational convenience):

= ( … )
( ){ }

( ) ( ) ( )
=
− 7 4 4 4T T Tmax , , ,

26au
M1 2

k k
N

0
1

( ){ } ≤ ( )=−c us. t. 0. 26bk k
N

0
1

Accordingly, TE optimization has the neat interpretation as an a
priori MOO approach that seeks to simultaneously optimize a gi-
ven sample estimated risk measure Ψ[ ]θT at each time-node
{ }(ℓ) ℓ=4t M

1 such as to minimize the average risk over time. Given M
objectives, Ψ{[ (˜ )]}θ ℓ ℓ=T t M

1, the natural choice of time-nodes for
discretization of (16) therefore becomes {˜ }ℓ ℓ=t M

1. As opposed to a
posteriori MOO methods of the literature, TE methods avoid the
additional computations associated with generating the Pareto

front. Also, no cumbersome deliberations of weight adjustments
are needed and in contrast to ϵ- methods, TE methods do not rely
on non-linear bound constraints.

4.6. Specific TE methods

This paper considers three specific TE methods: (1) time-ex-
plicit robust optimization (TE RO): Ψ ψ[ ]≔θT RO; (2) time-explicit
sharp ratio optimization (TE SRO): Ψ[ ]≔θ

ψ
ψσ

T RO ; and (3) time-explicit

CVaR optimization (TE CVaR): Ψ ψ ψ[ ]≔ +θ αT RO CVaR, . The methods TE
RO and TE SRO are inspired by RO and MVO. TE RO seeks to in-
crease expected return over time whereas TE SRO aims to max-
imize the modified Sharpe ratio. In this way, TE SRO seeks to
promote expected return and reduce risk simultaneously. We note
that one can also consider TE MVO defined by Ψ ψ[ ]≔θT MVO. How-
ever, by considering TE SRO instead, issues tied to tuning of the
parameter, λ, are avoided. The potential pitfalls of TE RO and TE
SRO are the same as those of RO and MVO. TE RO does not address
risks directly whereas TE SRO addresses both high and low re-
turns. Consequently, reduction of high returns may occur without
increasing low returns. As risk mitigation of low returns is central
to operating companies, other approaches need investigation.
Here TE CVaR, which is based on CVaRO, is proposed. By con-
struction, TE CVaR only targets the α·100% lowest returns, i.e. the
minimal returns of the ensemble are maximized over time. Ex-
pected returns are simultaneously maximized to promote high
returns. In this way, TE CVaR seeks to avoid pitfalls by combining
only the desirable properties of TE RO and TE SRO.
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Fig. 8. Comparison of TE methods. Reference case: MVO.
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Remark 3. Note that since ψ αCVaR, is non-differentiable, the same
also holds for TE CVaR. However, as Fig. 1 motivates, non-differ-
entiable points only occur when multiple realizations coincide. In
practice, gradient-based methods can therefore be applied to im-
prove the objective by following ascent directions. In particular,
with promising results, this paper uses a gradient-based approach
to improve the TE CVaR objective function using

ψ ψ ψ∇ ≔∇ + ∇ ∈α 5k,u TE CVaR u RO u CVaR,k k k .

5. Numerical results

The following test case illustrates the potential of TE methods
to reduce geological risk measures over time and thereby im-
plicitly mitigate time-dependent economical risks in the process.
Four strategies are considered: TE RO, TE SRO, TE MVO and TE
CVaR. We solve (4) with bound constraints on the input profile.
Firstly, we compare TE RO to RO, TE MVO to MVO and TE CVAR to
CVARO to illustrate the benefits of the time-explicit approach over
conventional methods. Further, TE CVaR is compared to nominal
optimization (NO), RO and MVO to demonstrate the method's
ability to mitigate the paramount risks of low profit outcomes.
Here nominal optimization refers to the strategy that optimizes
the NPV using only a single reservoir model, i.e. nominal para-
meters. For NO, we calculate expected return, standard deviation
and CVaR by applying the nominal strategy to all reservoir models
of the ensemble. In the case of MVO, we take the parameter

λ = −10 7 1
$
. TE CVaR is computed with α = 0.12. Secondly, TE CVaR

is compared to TE RO and TE SRO to illustrate the advantages and
limitations associated with different choices of TE risk measures.
Due to high similarities with TE SRO, TE MVO is not considered
here. All simulations are performed using the Matlab Reservoir
Simulation Toolbox (MRST) (Lie et al., 2012). Solutions of (4) are
found by MATLAB's (2014b) build-in function fmincon with an
interior-point algorithm and a tolerance of ϵ = −10 8. The current
best, but non-optimal iterate, is returned in cases when the opti-
mization algorithm uses more than 100 iterations (Fig. 4).

5.1. Test case description

We consider a two-dimensional synthetic reservoir of dimen-
sions × ×620 m 620 m 50 m, which by spatial discretization has
been divided into × ×31 31 1 cell blocks. We assume that the
geological uncertainties are tied to the reservoir permeability and
that the uncertainties are well approximated by an ensemble of 24
equiprobable realizations. The permeability realizations have been
used in Capolei (2013) and Capolei et al. (2015b). It is noted that
the fields are quite heterogeneous with values in the range from
10 mD to 2050 mD. We apply a well setup of three injectors and
three producers (Fig. 5). The controls are the water injection rates.
The minimal and maximal injection rates are 0 m

day

3
and 800 m

day

3
,

respectively. Production wells operate at a constant bottom hole
pressure of 150 bar. The reservoir is simulated over =t 1800f days,
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Fig. 9. Comparison of TE methods relative to NO, RO and MVO.
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which by discretization has been divided into N¼60 control steps.
Each control step corresponds to 30 days. Petrophysical and eco-
nomical model parameters are presented in Table A1. For all TE
methods, representation of (23) uses M¼7, where
{˜ } ={ }ℓ ℓ=t 30, 60, 900, 1200, 1500, 1680, 1800M

1 days.

5.2. TE methods vs conventional strategies

Fig. 6 compares the TE methods to conventional strategies and
Fig. 7 compares TE CVaR to NO, RO and MVO. In each case, the
subfigures ( )A B C, , compare expected returns. The shaded areas
indicate one standard deviation. The subfigures ( )D E F, , compare
conditional value-at-risk, while the subfigures ( )G H I, , show the
increases in expected returns and conditional value-at-risk relative
to NO, RO and MVO. As Fig. 6 shows, the time-explicit approach
significantly improves the balance between short-term and long-
term objectives compared to conventional methods. In particular,
the TE approach ensures considerable increases in short-term
expected returns and conditional value-at-risk at the cost of only
slightly reduced long-term profits. These observations are sup-
ported by Fig. 7. In particular, as ( )A B C, , show, TE CVaR provides
significantly improved short-term gains relative to NO, RO and
MVO. In turn, long-term expected returns are only slightly com-
promised. As shown in ( )G H I, , , the best results provide a 61.7%,
42% and 63.5% increase in short-term expected returns compared
to NO, RO and MVO, respectively. Furthermore, in all three cases,
increases in expected return remain above 21% from t¼300 days
until t¼900 days. Long-term expected returns are in turn only
reduced in the cases of RO and MVO by 5.8% and 3.4%, respectively.
Fulfilling its primary purpose, TE CVaR manages to reduce risks of
low returns as measured by conditional value-at-risk. This is

illustrated in ( )D E F, , which show significantly improved CVaR
compared to NO, RO and MVO. The best results provide a 109.4%,
36.3% and 49.6% increase in short-term CVaR compared to NO, RO
and MVO. Long-term CVaR is only slightly reduced by 1.3% and
7.3% compared to RO and MVO. Overall, the results demonstrate a
significant potential of TE CVaR to improve the balance between
short-term and long-term risk-related objectives compared to
conventional methods. In particular, the results demonstrate that
TE CVaR has a considerable potential to reduce the paramount
risks of low returns in terms of improved short-term conditional
value-at-risk (See Table 1).

5.3. Comparison of TE methods

Fig. 8 compares the TE methods in terms of expected return in
( )A B C D, , , , standard deviation in ( )E F G H, , , and conditional va-
lue-at-risk in ( )I J K L, , , . MVO is used as reference case. In general,
all TE methods provide faster initial NPV build-up as compared to
the reference case MVO, i.e., short-term objectives are improved.
Fig. 9 illustrates this in terms of increases of expected return and
CVaR relative to NO in ( )A B C, , , RO in ( )D E F, , , and MVO in
( )G H I, , . Here the values of conditional value-at-risk (α¼0.12)
associated with NO, RO and MVO are denoted by NO CVaR, RO
CVaR and MVO CVaR, respectively. Note also that Fig. 9 allows for
comparison of RO vs TE RO and MVO vs TE SRO. Compared to TE
RO, TE SRO and TE CVaR at t¼300 days, NO expected return is
increased by 70.9%, 76.5% and 64.1%, RO expected return by 47.4%,
52.19% and 41.5% and MVO expected return by 24.7%, 28.8% and
19%. The increases in expected return remain above 30% until 1200
days, 600 days and 900 days and above 20% until 1200 days, 900
days and 1200 days.
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At t¼300 days, NO CVaR is increased by 66.3%, 69.8% and 61.8%,
RO CVaR by 40.1%, 42.4% and 36.3% and MVO CVaR by 26.5%, 28.6%
and 23%. The increases of NO CVaR remain above 60% until
t¼1800 days in all cases. TE CVaR provides the best result with a
maximal increase of 109.4%. The increases of RO CVaR remain
above 20% until 600 days, 600 days and 900 days whereas MVO
CVaR remain above 30% until 600 days, 600 days and 900 days.

In summation, the results demonstrate that TE methods may
significantly improve short-term objectives compared to conven-
tional methods with only slightly reduced long-term objectives as
a consequence. Of all methods, TE RO provides the overall highest
expected return. The cost is a large variance. On the contrary, TE
SRO provides an overall lower expected return. However, note that
TE SRO maintains a low variance over the entire reservoir life. This
stands in contrast to MVO which primarily manages to reduce end-
time risks. TE CVaR provides a fast NPV build up, comparable to TE
RO. However, TECVaR provides a lower variance due to overall
higher CVaR. In this way, TE CVaR combines the desirable prop-
erties of TE RO and TE SRO, as intended. These observations are
supported by Fig. 10, which depicts cumulative NPV distributions
over time. In particular, TE CVaR results in a NPV distribution,
which is comparable to that of TE RO in terms of high returns,
whereas risks as measured by low returns are significantly re-
duced in a manner similar to TE SRO.

6. Conclusions

The adoption of model-based optimization by oil companies is
challenged by the significant economical and geological un-
certainties associated with the models used for optimization. In
the oil literature, risk mitigation related to such uncertainties has
mainly been treated by: (1) ensemble-based approaches that focus
on geological uncertainty and (2) short-term versus long-term
multi-objective optimization that focus on economical un-
certainty. In this paper, time-explicit methods have been proposed
as a computationally tractable approach to address risk mitigation
in a united fashion. In particular, TE methods seek to balance
short-term and long-term geological risk measures over time and
thereby address time-dependent economical risks in the process.
Since TE methods only rely on an ensemble of geological realiza-
tions, the approach is far less computationally involved compared
to methods based on modeled economical and geological un-
certainties. The price to be paid is that economical risk is ad-
dressed indirectly. Further, it has been shown that TE methods
may be understood as a priori MOO approaches with weights
predetermined by temporal discretization. Consequently, TE
methods avoid the comprehensive computations of a posteriori
MOO methods, required to generate the Pareto front. By numerical
experiments, conventional strategies of risk mitigation have been
compared to the TE methods: TE RO, TE SRO and TE CVaR. The
results demonstrate the potential of TE methods to significantly
improve short-term risk-related performance measures such as
expected return, standard deviation, and conditional value-at-risk,
with only slight deterioration of long-term objectives as a con-
sequence. TE CVaR is not continuously differentiable with respect
to the controls. Nevertheless, the results demonstrate that a gra-
dient-based approach may successfully be used to optimize the TE
CVaR objective function. The approach proved to be a good can-
didate to mitigate the paramount risks of low expected returns
with improved short-term conditional value-at-risk by as much as
109.4%, 36.3% and 49.7% as compared to NO, RO and MVO,
respectively.
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Appendix A. Nomenclature

The following appendix lists the nomenclature used in the
paper (Table A1).

Table A1
Nomenclature.

Symbol Description

7 Porosity
cr Rock compressibility
cw Water compressibility
co Oil compressibility
ρw Water density
ρo Oil density
μw Dymanic water viscosity
μ0 Dymanic oil viscosity
Swc Connate water saturation
Sro Residual oil saturation
nw Corey exponent for water
no Corey exponent for oil
k0rw Water end-point relative perm.
k0ro Oil end-point relative perm
Pinit Inital reservoir pressure
Sinit Inital water saturation
ro Oil price
rwp Water seperation cost
rwi Water injection cost
d Discount factor
κ ( )t The integer number of days at time t
qo i, Volumetric oil flow rate at producer i
qw i, Volumetric water flow rate at producer i
ql Volumetric water injection rate at producer l
N Number of control steps
tk The kth time step
xk Reservoir statex at time tk
uk Control of water injection rates at time tk
mx0 Parameter specifying initial reservoir states
5 Set of time node indices
nx Number of spatial discretization nodes
nu Number of wells subject to control
t0 The time at which simulation begins
tf Total simulation time
φ Time-continuous NPV
Φ Discounted profit
ϕ Time-discrete NPV
ψ Time-discrete NPV (single -shooting formulation)
φ Ensemble of time-continuous NPVs,φi

Ψ Ensemble of time-discrete NPVs (single-shooting formulation), ψi

ψ̃ i The ith lowest profit realization of the ensemble Ψ

nd Number of geological realizations in an ensemble
ne Number of economical realizations in an ensemble
θ Set of petrophysical and geological parameters
θnd Ensemble of different petrophysical and geological parameters, θi

: The modified Sharpe Ratio
λ Tuning parameter associated with mean-variance optimization
α Confidence level associated with conditional value-at-risk

optimization
; Time-continuous time-explicit objective function
τ Time-discrete time-explicit objective function
{ } =ti i

N
0

Set of time nodes used to discretize φ

{˜ }ℓ ℓ=t M
0

Set of time nodes used to discretize ;
4 Index map between the sets of time nodes {˜ }ℓ ℓ=t M

0 and { } =ti i
N

0
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Abstract The uncertainties related to long-term forecasts
of oil prices impose significant financial risk on ventures of
oil production. To minimize risk, oil companies are inclined
to maximize profit over short-term horizons ranging from
months to a few years. In contrast, conventional production
optimization maximizes long-term profits over horizons that
span more than a decade. To address this challenge, the
oil literature has introduced short-term versus long-term
optimization. Ideally, this problem is solved by a posteri-
ori multi-objective optimization methods that generate an
approximation to the Pareto front of optimal short-term and
long-term trade-offs. However, such methods rely on a large
number of reservoir simulations and scale poorly with the
number of objectives subject to optimization. Consequently,
the large-scale nature of production optimization severely
limits applications to real-life scenarios. More practical
alternatives include ad hoc hierarchical switching schemes.
As a drawback, such methods lack robustness due to unclear
convergence properties and do not naturally generalize to
cases of more than two objectives. Also, as this paper shows,
the hierarchical formulation may skew the balance between
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the objectives, leaving an unfulfilled potential to increase
profits. To promote efficient and reliable short-term versus
long-term optimization, this paper introduces a natural way
to characterize desirable Pareto points and proposes a novel
least squares (LS) method. Unlike hierarchical approaches,
the method is guaranteed to converge to a Pareto optimal
point. Also, the LS method is designed to properly balance
multiple objectives, independently of Pareto front’s shape.
As such, the method poses a practical alternative to a poste-
riori methods in situations where the frontier is intractable
to generate.

Keywords Short-term versus long-term optimization ·
Multi-objective optimization · Risk management · Oil
production · Optimal control
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49M37 · 49J20

1 Introduction

The dynamic relationships between supply and demand
govern the prices of petroleum. The complex nature of such
relationships are tied to e.g., political agendas, the state
of financial markets, and oil investment speculations. As a
consequence, long-term forecasts of oil prices become unre-
liable. Efficient and robust tools for managing the associated
financial risks are therefore essential to oil companies.
In contrast, conventional production optimization represent
long-term strategies that maximize profit at the expected
end of the reservoir life. As a consequence, short-term gains
are compromised. In particular, long-term strategies delay
substantial revenue until several years after the oil produc-
tion has begun. One could argue that this is insignificant as
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revenue will be made eventually. However, as Fig. 1 illus-
trates, the growing uncertainty of oil prices implies that the
predictions are likely to become profoundly flawed with
time. As a result, long-term strategies become unreliable
for practical purposes. In addition, oil production is often
contractually driven and subject to operational constraints.
These factors, along with time-induced risks related to attri-
tion of operational equipment and the desire to expedite
recovery of capital expenditure (CAPEX), strongly moti-
vate expedition of short-term profit. To this end, the oil
literature has proposed short-term versus long-term opti-
mization. The idea is to mitigate time-dependent risks by
balancing short-term and long-term profits. In this way,
as Fig. 2 illustrates, short-term profits are expedited, the
prediction horizons are shortened, and oil price forecasts
implicitly become less risky. At the same time, benefits of
accurate long-term predictions are maintained. To solve the
short-term versus long-term problem, several approaches
based on multi-objective optimization (MOO) have been
suggested; ad hoc a priori hierarchical approaches, where
only a single trade-off is generated, have been proposed
by, e.g., [15, 34] and [30]. The methods rely on a heuristic
switching scheme for which convergence properties are not
fully understood. Also, the convergence rate may be slow
[34] and the method does not readily generalize to multi-
ple objectives. As an alternative to the switching scheme,
[9] have proposed a hierarchical approach that relies on
non-linear output constraints handled by the augmented
Lagrangian method. By construction, the hierarchical struc-
ture implies that the primary objective is heavily favored
over the secondary. The generated trade-off may therefore

Fig. 1 Illustration of the negative effects on long-term strategies
caused by exceedingly growing uncertainty (red shaded area) in the
oil prices (blue dotted line). With time, the predicted NPV (blue curve)
becomes increasingly uncertain

Fig. 2 Illustration of the idea behind short-term optimization. By
expediting short-term profit, the earnings become less vulnerable to
uncertainties (green shaded area) in the oil prices (blue dotted line)

skew the balance between the objectives. As an alterna-
tive to ad hoc a priori approaches, a posteriori methods
that generate approximations to the Pareto front of optimal
short-term and long-term trade-offs have been proposed.
Such methods provide management with multiple strate-
gies to choose from. [16] suggest a hybrid pattern search
and particle swarm algorithm to generate the Pareto front.
As a drawback, the method relies on more than 100,000
simulation runs. More computational-efficient approaches
include the method of weighted sums (WS) and the normal-
boundary intersection (NBI) method [20]. Recently, [22]
proposed a steepest descent algorithm that for two-objective
production optimization outperforms the methods of WS
and NBI in terms of computational efficiency. However,
in general, a posteriori methods rely on a large number of
reservoir simulations and scale poorly with the number of
objectives subject to optimization. Combined with the large-
scale nature of production optimization, such approaches
often become computationally intractable in practice.

To meet the challenges of the existing methods, this
paper proposes a least squares (LS) method that is designed
to ensure computationally efficient and reliable multi-
objective decision-making in situations where the Pareto
front is computationally unavailable. In particular, the
method poses (1) a computationally attractive alternative to
a posteriori methods and (2) a theoretically founded alter-
native to hierarchical methods that generalizes to multiple
objectives. The LS approach uses a novel characterization of
trade-offs to narrow its focus to a single Pareto optimal point
of pre-specified attractive features. In virtue of the charac-
terization, the LS method increases each individual objec-
tive as much as possible without severely compromising
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other objectives in the process. Unlike ad hoc switching
schemes that may unintentionally compromise short-term
objectives, the LS method automatically ensures a proper
expedition of profit while maintaining long-term goals.
Also, the method is theoretically guaranteed to converge to
a Pareto optimal trade-off and the number of required opti-
mizations scales linearly with the number of objectives. Two
case studies investigate the LSmethod’s ability to efficiently
balance multiple objectives. Case study I considers the tra-
ditional case of two objectives, while case study II uses
three objectives. In both cases, the LS approach generates
desirable trade-offs on the efficient frontier at significantly
reduced computational cost relative to the widely used WS
method.

The paper is organized as follows. Section 2 provides
necessary background on MOO. Short-term versus long-
term optimization is discussed in Section 3. Section 4
introduces the LS method. Section 5 presents numerical
results and conclusions are made in Section 6.

2 Multi-objective optimization

The general multi-objective optimization problem (MOOP)
takes the form

min
u∈�

f (u) = (f1(u), f2(u), ..., fm(u))T . (1)

Formulated in this way, the problem consists of finding a
single control vector, u = (u1, u2, ..., un), such as to mini-
mize each objective fi : Rn → R, 1 ≤ i ≤ m, subject to
the feasibility conditions u ∈ � ⊆ R

n, where the feasible
region is defined by

� = {u ∈ R
n| ci(u) = 0, i ∈ E, ci(u), ≥ 0, ci, i ∈ C}.

(2)

The image of the feasibility region, �, under the operation
of f : R

n → R
m is referred to as the feasible objective

region

Z = {f (u) = (f1(u), f2(u), ..., fm(u)) | u ∈ �} ⊆ R
m.

(3)

2.1 Pareto optimality

MOO assumes that the objectives, fi, are in mutual con-
flict, i.e., that no common optimum, u∗ = (u∗

1, u
∗
2, ..., u

∗
n)

T ,

exists. On the contrary, if all objectives, fi, had the same
optimum, u∗, the solution to (1) could be found by mini-
mizing anyone of the objectives individually. The MOOP
would therefore reduce to a single objective optimization
problem (SOOP) and theMOOP formulation would become

obsolete. On the other hand, the conflict between the objec-
tives implies that it is impossible to find a control vector that
minimizes all components of the objective vector, f . Hence,
with respect to the notion of optimality known from single
objective optimization, the MOOP becomes ill-posed. This
inconsistency motivates the need for a generalized concept
of optimality. The basic idea is to consider all objective vec-
tors, f (u) = (f1(u), f2(u), ..., fm(u)) ∈ Z, which have
the property that no element, fi, can be further minimized
without increasing at least one other component, fj . In this
case, one says that an optimal trade-off has been achieved.
This idea was formalized by Vilfred Pareto [27], leading to
the concept of Pareto optimality:

Definition 1 The control vector u∗ ∈ � is said to be
Pareto optimal if u∗ is non-dominated, i.e., if the following
statements hold for all u ∈ � :
(i) fi(u) ≥ fi(u

∗), ∀ i ∈ {1, ..., m},
(ii) fj (u) > fj (u

∗), for at least one j ∈ {1, ..., m}.
The vector u∗ ∈ � is said to be locally Pareto optimal if
there exists a neighborhood O ⊂ � such that u∗ is Pareto
optimal in O.

Often, there exists infinitely many Pareto optimal solu-
tions. The set of all such solutions is denoted the Pareto
optimal set

U = {u ∈ � | u is Pareto optimal }. (4)

Remark 1 Production optimization problems are in gen-
eral non-convex. Theoretically, the gradient-based methods
used in this paper can therefore only expect to generate
local Pareto optimal solutions [24]. However, in practice,
gradient-based methods have proven robust for both pro-
duction optimization and history-matching problems by
producing nearly optimal solutions. The reason has been
tied to redundant degrees of freedom that appear to mani-
fest themselves as ridges in the objective function [34]. For
reservoir history matching, see, e.g., [25, 26].

2.2 The Pareto front

From a mathematical point of view, all Pareto optimal points
are equally acceptable solutions. From a practical point of
view, however, certain trade-offs may be more desirable
than others. The choice of which Pareto optimal solution
suits a certain application the best often involves a so called
decision-maker, i.e., a specialist with an extensive knowl-
edge of the problem. Since the dimension of the decision
space, �, is usually much larger than the objective space Z,

i.e., n >> m, it is convenient to examine the Pareto opti-
mal set in the objective space. This is accomplished in terms
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of the Pareto front, which is defined as the image of U by
f : Rn → R

m, i.e.,

F = {f (u) = (f1(u), f2(u), ..., fm(u)) | u ∈ U}. (5)

In general, the Pareto front defines a hyper-surface in the
objective space,Z. For the cases of two and three objectives,
the Pareto front is given by a curve and a surface, respec-
tively. Figure 3 illustrates the Pareto front in the case of two
objectives.

3 Multi-objective production optimization

The following introduces short-term versus long-term opti-
mization as a multi-objective optimization problem in the
setting of reservoir water-flooding. Furthermore, to moti-
vate the introduction of the LS method, the section briefly
discusses a selection of the most prevalent MOO-based
approaches of the oil literature.

3.1 Water-flooding

During the oil recovery stage of water-flooding, injection
wells are used to dynamically inject water into the reservoir
to displace and lead hydrocarbons toward a set of production
wells where the oil is recovered. The well configuration that
specify the injection strategy is referred to as the operating
profile, u. In this work, u is represented by a zero-order-hold
parametrization, i.e., it is assumed that the well settings are
constant during each time step:

u(t) = uk, tk ≤ t < tk+1, k ∈ NL = {0, 1..., NL − 1}. (6)

Fig. 3 Illustration of the the Pareto front representative in the case of
two objectives which are to be maximized. Each red dot represents a
Pareto optimal point on the true frontier (blue curve)

Furthermore, this paper assumes that the dynamics of
water-flooding are described by a two-phase immiscible
flow model based on mass conservation and Darcy’s law
for porous media. Relative permeabilities are described by
the Corey model. Discretization in space and time with
time-nodes, T = {tk}NL

k=0, results in the non-linear equations

Rk(xk+1, xk, uk, θ) = 0, k ∈ NL, x0 = x̂0. (7)

For each time-step, tk, the state-space variables, xk = x(tk),

denote reservoir pressures and fluid saturations, uk = u(tk)

denote the controls and θ is the set of petrophysical and
geological model parameters. See, e.g. [1, 10, 17], and [36].

3.2 Short-term versus long-term optimization

Short-term versus long-term optimization seeks to deter-
mine the operating profile, {uk}NL−1

k=0 , that simultaneously
maximizes the long-term and short-term net present values
(NPVs), ϕL and ϕS, where

φα =
Nα−1∑

k=0

�(xk+1, uk)�tk , α ∈ {S, L}, (8)

defines the cumulative sum of the discounted profits

�(xk+1, uk) = 1

(1 + d)
tk+1

τ

[ ∑

i∈P

roqo,i(xk+1, uk)

−
∑

i∈P

rwpqw,i(xk+1, uk)

−
∑

l∈I

rwiql(xk+1, uk)

]
. (9)

Here ro , rwp, and rwi denote the oil price, the water separa-
tion cost, and the water injection cost, respectively; qw,i and
qo,i are the volumetric water and oil flow rates at producer
i; ql is the volumetric well injection rate at injector l; d is
the discount factor; Nα is the number of control steps for the
short-term NVP, α := S, and the long-term NPV, α := L,

respectively; and �tk = tk+1 − tk denotes the length of the
time step.

3.3 Problem formulation

In most situations, the short-term and long-term objectives,
ϕS and ϕL, are in mutual conflict. As Fig. 4 illustrates,
this implies that strategies which focus on maximizing
long-term objectives compromise short-terms profits and
vice versa. Short-term versus long-term optimization there-
fore becomes a question of balancing opposing objectives.
Hence, the problem is naturally formulated as a MOOP.
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Fig. 4 Illustration of the inherent conflict between short-term and
long-term objectives. Increasing short-term NPV (green dotted line)
results in an according decrease in long-term profit (red dotted line)

3.3.1 Single-shooting

Using a single-shooting formulation as described by, e.g.,
[6, 8, 37], the short-term versus long-term optimization
problem can be written in the form

max
{uk}NL−1

k=0

(
ψL({u}NL−1

k=0 ; x̂0, θ), ψS({u}NS−1
k=0 ; x̂0, θ)

)
, (10a)

s.t. umin,k ≤ uk ≤ umax,k, k ∈ NL. (10b)

Here, the objectives, ψα, α ∈ {L, S}, are given by

ψα({uk}Nα−1
k=0 ; x̂0, θ) =

{φα({xk}Nα

k=0, {uk}Nα−1
k=0 ; θ) :Rk(xk+1, xk, uk)=0, k∈Nα,

x0 = x̂0}.
(11)

The single-shooting formulation (11) implies that the equa-
tions Rk(xk+1, xk, uk) = 0, k ∈ Nα are solved to obtain the
states, {xk}Nα

k=0, before calculating the objectives, ψα . Alter-
natives to the single-shooting formulation (10a) include
multiple-shooting methods [5, 7] and collocation methods
[3, 4]. Note that, for simplicity, this work only considers lin-
ear bound constraints on the input profile (10b). See, e.g.,
[21, 32] and [12] for a discussion on how to efficiently
handle non-linear state and output constraints.

3.4 MOO strategies of the oil literature

Approaches to solve (10) include a posteriori methods,
which seek to generate a representative of the Pareto front,
and a priori methods, which generate only a single trade-
off. As a common feature, such methods convert the original
MOOP into one or several single objective optimization
problems, such that the solution of each SOOP represents
a distinct Pareto optimal point. The literature contains a
wide variety of such methods. Miettinen [23] provides an
extensive overview.

3.4.1 A posteriori methods

The oil literature has considered a posteriori methods
including the weighted sum method (WS) and the nor-
mal boundary intersection method (NBI) [20]. This paper
restricts attention to the WS method. The WS method con-
verts the MOOP (10) to a SOOP by associating each of the
objectives, ψL and ψS, with non-negative weights, wL and
wS := 1−wL, such as to minimize the convex combination
of objectives

max
{uk}NL−1

k=0

wLψL({uk}NL−1
k=0 ; x̂0, θ)+wSψS({uk}NS−1

k=0 ; x̂0, θ), (12a)

s.t. umin,k ≤ uk ≤ umax,k, k ∈ NL. (12b)

For each given positive weight, wL, the solution of (12)
gives rise to a Pareto optimal trade-off ([23], Thm. 3.1.2).
In this way, consecutive optimization runs generate a rep-
resentative of the Pareto front. The representative allows
management to examine and compare trade-offs to decide
which solution fits its purpose the best. However, as a draw-
back, the need for multiple optimization runs implies that
a posteriori methods become computationally demanding
and ultimately intractable for large-scale problems. This
issue is particularly pronounced in the case of production
optimization, where state dimensions of 106 are not unusual.

3.4.2 Hierarchical methods

A priori hierarchical approaches have been investigated by,
e.g., [9, 15, 34], and [30]. In the historic development of pro-
duction optimization, such approaches precede a posteriori
methods. Hierarchical approaches seek to solve the short-
term versus long-term problem by a two-step optimization
procedure. First, the long-term profit, ψL, is optimized by
solving the life-cycle optimization problem

max
{uk}NL−1

k=0

ψL = ψL({uk}NL−1
k=0 ; x̂0, θ), (13a)

s.t. umin,k ≤ uk ≤ umax,k, k ∈ NL. (13b)

Secondly, the short-term objective, ψS, is optimized subject
to the constraint that the corresponding long-term objective,
ψL, must be sufficiently close to the solution of (13), ψ∗

L :
max

{uk}NS−1
k=0

ψS = ψS({uk}NS−1
k=0 ; x̂0, θ), (14a)

s.t. umin,k ≤ uk ≤ umax,k, k ∈ NS. (14b)

ψ∗
L − ψL ≤ ε. (14c)

Note that the ordering of long-term and short-term objec-
tives is interchangeable. This implies that one may also
optimize the life-cycle production under the condition that
specific short-term objectives are met [34].
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As opposed to generating a representative of the Pareto
front, hierarchical approaches only require two consecutive
optimization runs. This makes the method attractive from a
practical perspective. As a drawback, only a single trade-off
is generated and, in general, there is no way of knowing how
the Pareto optimal point relates to other points on the effi-
cient frontier. Consequently, the problem of appropriately
balancing short-term and long-term profits becomes a ques-
tion of tuning the parameter, ε. By (14c), this corresponds to
deciding a priori how much management is willing to com-
promise the life-cycle NPV, ψ∗

L, without knowing what the
corresponding increase in short-term profit will be. Hence,
as Fig. 5 illustrates, this becomes a complicated matter that
depends e.g. on the shape of the Pareto front. Since the
hierarchical approach provides no information of the fron-
tier’s geometry, the tuning process will in general require

Fig. 5 Depending on the parameter, ε, the hierarchical approach gen-
erates different trade-offs. Hence, to appropriately balance short-term
and long-term objectives requires tuning. If ε is chosen too conserva-
tively, the hierarchical scheme produces points that are located on flat
parts of the frontier near ψ∗

L (leftmost red dot). Such trade-offs give
only moderate increases in short-term profits. On the other hand, if
ε is chosen too large, the method will produce trade-offs to the right
of the frontier’s bend (rightmost red dot). This leads to unnecessar-
ily large reductions of long-term profits. In either way, ad-hoc choices
of ε are likely to result in a skewed balance between the objectives.
In contrast to this, the trade-off located at the frontier’s bend offers a
proper balance. In particular, by moving toward the bend of the fron-
tier from the left, significant short-term gains (green dotted line) can be
made at the cost of only slightly reducing long-term profits (red dotted
line). Likewise, by moving toward the bend from the right, long-term
gains are considerably improved (green dotted line) while short-term
gains are marginally compromised (red dotted line). Note also that the
appropriate choice of ε heavily depends on the shape of the frontier.
In particular, if the front is rather flat in the horizontal direction this
implies that significant short-term gains can be made without reduc-
ing long-term profits, i.e., ε should be chosen small. However, if the
front has large curvatures, ε should be chosen large to ensure suffi-
cient short-term increases. As a drawback, the hierarchical approach
provides no information about the frontier’s shape. Consequently, on
the matter of choosing ε, management risks operating in the blind

multiple optimization runs. As a consequence, efficiency
of the method may be compromised. Also, the hierarchi-
cal formulation implies that the primary objective is highly
favored over the secondary. As Fig. 5 illustrates, the incli-
nation to favor one objective may heavily compromise the
other. This implies that hierarchical methods may skew the
balance between the objectives. In turn, this leaves an unre-
alized potential to substantially improve short-term profits
while only slightly reducing long-term profits.

Remark 2 In essence, there exists two approaches to solve
the hierarchical optimization problem. The first is based
on a theoretical null-space approach [34]. As a drawback,
the method relies on the Hessian matrix of the primary
objective. As such the method often becomes computation-
ally intractable in practice. An L-BFGS approximation of
the Hessian can to some degree relief the computational
burden [13]. The second approach is a more practical alter-
native that solves the hierarchical problem (14) by an ad-hoc
switching scheme that alternatively optimizes the short-
term and long-term objectives [34]. Its simplicity makes it
attractive from a practical point of view. However, due to
infeasible solution steps, the method may be slow. Also,
convergence properties are currently not understood. As a
consequence, the approach relies on heuristic stopping cri-
teria. Therefore, the solution may be suboptimal, i.e., there
is no guarantee that the method produces a Pareto opti-
mal trade-off. As a more robust alternative to the switching
scheme, [9] solve (14) by an augmented Lagrangian method
with ε := 0. The augmented formulation allows small con-
straint violations. In effect, this implies that only a small
decrease in the life-cycle NPV, ψ∗

L, is allowed. Therefore,
to produce significant short-term gains, the method relies on
the assumption that the Pareto front is sufficiently flat in the
horizontal direction of the objective space. Case study I of
this paper demonstrates that this assumption is not always
fulfilled.

3.4.3 Generalization to multiple objectives

Although general formulations of the short-term versus
long-term problem exists [20], the oil literature has inves-
tigated the problem for only two objectives, ψL and ψS .
A plausible explanation may be that the complexity of
a posteriori MOO methods grows increasingly with the
number of objectives and that switching schemes currently
lack a generalization to more than two objectives. How-
ever, as numerical results of this paper demonstrate, the
restricted focus on two objectives may unintentionally cause
imbalances between short-term and long-term objectives.
To restore balance, one may consider multiple objectives.
This is motivated by the recent study [11], which uses
multiple geological objectives to address the problem of
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mitigating risks that arise from geological and economi-
cal uncertainty. As opposed to conventional approaches of
the oil literature, this paper seeks to develop methodology
that can efficiently handle the short-term versus long-term
optimization problem in the general form:

min
{uk}NL−1

k=0

� := (ψ1, ..., ψm), (15a)

s.t. umin,k ≤ uk ≤ umax,k, k ∈ NL. (15b)

Here, ψi = ψi({uk}Ni−1
k=0 ; x̂0, θ) denotes the NPV at a given

time t̃i ∈ T = {tk}NL

k=0, 1 ≤ i ≤ m.

4 A least squares approach

In theory, a posteriori methods are ideal for multi-objective
decision-making. However, for many practical applications,
the large-scale nature of production optimization renders
the efficient frontier computationally intractable to gen-
erate. In particular, these issues become pronounced for
more than two objectives. Currently, the only computation-
ally inexpensive alternatives are the hierarchical methods.
As a drawback, such methods risk to diverge, produce
suboptimal solutions and skew the balance between the
objectives. To address these challenges, the following pro-
poses a LS method that combines concepts of MOO to
form a computationally tractable alternative to a poste-
riori methods and a theoretically founded alternative to
hierarchical methods. Unlike hierarchical approaches, the
LS method uses an a priori characterization of desirable
Pareto points to ensure that all objectives are properly
balanced independently of the Pareto front’s shape. In par-
ticular, the LS methods is designed to increase each objec-
tive as much as possible without severely compromising
any other objectives. As such, the LS method is intended
for computational fast but nevertheless reliable decision-
making in complex situations where the efficient frontier is
unavailable.

4.1 Characterization of desirable Pareto points

By the nature of MOO, all Pareto optimal trade-offs are
considered equally acceptable solutions to the MOOP (15).
However, from a practical perspective, decision-makers are
primarily interested in a single trade-off, namely the one that
suits a given application the best. In situations where the
Pareto front is computationally unavailable, this poses the
natural question of how to preselect desirable Pareto points
prior to the optimization process. This is inevitably a ques-
tion of preferences. However, to ensure reliable decision-
making in absence of the frontier, it is natural to assume that
management aims to maximize each individual objective

as much as possible without severely compromising other
objectives in the process. Therefore, motivated by Fig. 5,
this paper proposes to characterize Pareto points in terms of
the utopian profit scenario:

Definition 2 The utopian profit scenario is defined as the
vector ψ∗ := (ψ∗

1 , ψ∗
2 , ..., ψ∗

m), where ψ∗
i , 1 ≤ i ≤ m

denotes the solution to the SOOP

max
{uk}Ni−1

k=0 ∈Rn

ψi = ψi({uk}Ni−1
k=0 ; x̂0, θ), (16a)

s.t. umin,k ≤ uk ≤ umax,k, k ∈ Ni . (16b)

The solution to (16), ψ∗
i , represents the highest attainable

profit outcome of each individual objective, ψi . Therefore,
ψ∗ represents the ideal combination of profits. Naturally,
ψ∗ is infeasible due to the inherent conflict between the
objectives. However, it provides a natural characterization
and ordering of Pareto points:

Definition 3 The Pareto point � = (ψ1, ψ2, ..., ψm)

is considered preferable to the Pareto point  =
(ρ1, ρ2, ..., ρm), provided that

m∑

i=1

(ψi − ψ∗
i )2 ≤

m∑

i=1

(ρi − ψ∗
i )2, (17)

where ψ∗ = (ψ∗
1 , ψ∗

2 , ..., ψ∗
m) denotes the utopian profit

scenario. A Pareto point, P, that is preferable to all other
Pareto points is considered optimal.

Intuitively, the characterization of Definition 3 favors
Pareto points that remain close to the utopian profit scenario
as measured in terms of deviations from the ideal, ψ∗ :

�ψi := ψ∗ − ψi, i ∈ {1, 2, ..., m}. (18)

In particular, the characterization ensures that the opti-
mal Pareto point results in small deviations, �ψi, i ∈
{1, 2, ..., m}. In this way, one filters out unattractive trade-
offs where a given objective, ψi, is severely compromised
by the conflicts with other objectives. In particular, as
Fig. 6 illustrates, the characterization automatically ensures
expedition of profit by fully realizing the potential to
increase short-term objectives without severely compro-
mising long-term profit in the process. Unlike hierarchical
methods, this implies that short-term and long-term objec-
tives are properly balanced, independently of the Pareto
front’s geometry. The insensitivity to the frontier’s shape
makes the LS solution a viable strategy in situations where
computational limitations challenge application of a poste-
riori methods.

Remark 3 The LS method is intended for situations
where a posteriori methods are computationally intractable.
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Fig. 6 The LS method locates the Pareto optimal trade-off (green dot)
that minimizes the Euclidian distance to the utopian profit scenario
(green star). Geometrically, this point will be located at the bend of the
frontier. In this way, the method offers a proper balance that maximizes
each objective as much as possible without compromising other objec-
tives. As such, the method avoids undesirable trade-offs that skew the
balance by heavily favoring a single objective (red dots)

In such situations, the characterization intends to replace
ad-hoc trade-offs that, due to the unknown features of
the frontier, risk to severely compromise individual objec-
tives. In cases where management heavily prioritizes long-
term profits over short-term gains or vice versa, it may be
more appropriate to consider hierarchical or lexicograph-
ical approaches to enforce an ordering of the objectives
[9, 38].

4.2 Problem formulation

By Definition 3, the optimal trade-off, P, is characterized
by the Pareto point that minimizes the Euclidian distance
to the utopian profit scenario, ψ∗. To locate P, this paper
proposes the least-squares approach:

min
{u}NL−1

k=0

ψLS = 1

2

m∑

i=1

(ψi({uk}Ni−1
k=0 ; x̂0, θ) − ψ∗

i )2, (19a)

s.t. umin,k ≤ uk ≤ umax,k, k ∈ NL. (19b)

By narrowing focus to P, the LS approach (19) avoids most
of the heavy computations needed to generate the Pareto
front. Computational cost is therefore significantly reduced
relative to a posteriori methods. In particular, while the com-
plexity of a posteriori methods grows exponentially with the
number of objectives, the LS method scales linearly. Also,
as opposed to heuristic switching schemes of the literature,
(19) is guaranteed to locate a (local) Pareto optimal solution:

Fig. 7 As indicated by the green circle, non-convexity of the Pareto
front implies that there may exist several solutions to the LS problem
(19) (green dots)

Theorem 1 Assume that u∗ = {uk}NL−1
k=0 is a (local) mini-

mizer of (19). Then u∗ is a (local) Pareto optimal solution
of the MOOP

min
{uk}NL−1

k=0

� := (ψ1, ..., ψm), (20a)

s.t. umin,k ≤ uk ≤ umax,k, k ∈ NL, (20b)

where ψi = ψi({uk}Ni−1
k=0 ; x̂0, θ), 1 ≤ i ≤ m.

Proof See [23], Thm. 2.1.1.

In contrast to ad-hoc switching schemes, the LS method
is reliable in the sense that the method is theoretically guar-
anteed to converge to the Pareto optimal trade-off, P . The
price to be paid is that the LS method is computation-
ally more demanding; while hierarchical methods require
m optimizations, the LS approach requires m + 1. In par-
ticular, the LS method relies on the need to (1) generate
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Fig. 8 Reservoir permeability field and well setup for the test case
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Table 1 Petrophysical and economical model parameters

Description Value Unit

φ Porosity 0.3 −
cr Rock compressibility 0 Pa−1

cw Water compressibility 4.28 · 10−10 Pa−1

co Oil compressibility 6.65 · 10−10 Pa−1

ρw Water density 1080 kg/m3

ρo Oil density 962 kg/m3

μw Dynamic water viscosity 4.8 · 10−4 Pa · s
μ0 Dynamic oil viscosity 3.5 · 10−3 Pa · s
Swc Connate water saturation 0.1 −
Sro Residual oil saturation 0.2 −
nw Corey exponent for water 2 −
no Corey exponent for oil 2 −
k0rw Water end-point relative perm. 1 −
k0ro Oil end-point relative perm. 1 −
Pinit Initial reservoir pressure 243 atm

Sinit Initial water saturation 0.15 −
ro Oil price 120 USD/bbl

rwp Water seperation cost 35 USD/bbl

rwi Water injection cost 10 USD/bbl

d Discount factor 0 −

the utopian profit scenario, ψ∗, by solving (16) for each
objective, ψi, 1 ≤ i ≤ m and (2) solve the least squares
problem (19). However, note that the m optimizations (16)
are independent and can be run in parallel.

Remark 4 Due to the complexity of real-life reservoirs,
convexity of the Pareto front cannot be guaranteed in prac-
tice [8]. As Fig. 7 illustrates, this implies that there may
exist two or more Pareto optimal points that minimize the

objective, ψLS. In such cases, the generated trade-off, P,

will depend on the initial guess of the optimization proce-
dure. Nevertheless, in any case, the minimization property
of the generated trade-off, P, will ensure a proper balance
by remaining close to the utopian profit scenario. Hence,
despite non-convexity of the frontier, the method maintains
practical relevance.

4.3 Other norms

Based on the characterization of Definition 3, the LS
approach (19) uses the 2-norm

‖ψ∗ − ψ‖22 =
m∑

i=1

|ψi − ψ∗
i |2, (21)

to penalize deviations from the utopian profit scenario, ψ∗.
In general, the penalization could be carried out in any p-
norm

‖ψ∗ − ψ‖p
p =

m∑

i=1

|ψi − ψ∗
i |p, 1 ≤ p ≤ ∞. (22)

Each choice of p ∈ [1, ∞[ gives rise to a Pareto optimal
point. However, in general, the generated trade-off strongly
depends on p [23]. Intuitively, p reflects the degree to which
the individually deviations, �ψi, are penalized. For exam-
ple, the 2-norm squares �ψi, whereas the 1-norm penalizes
deviations linearly. This implies that the 2-norm becomes
more sensitive to individual deviations from the ideal.While
this motivates the choice of p = 2 over p = 1 for the
purpose of this paper, the question of which p is most appro-
priate for short-term versus long-term optimization is an
open question that motivates future research. In this regard,
[28] have demonstrated that the piecewise linear family of
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Table 2 Comparison of MOO methods

Strategy ψL [million USD] ψQ [million USD] # Reservoir
simulations

WS − − 1023

wL = 1 990.4 374.1 87

wL = 0.9 989 385.7 57

wL = 0.8 977 443.8 78

wL = 0.7 956.5 511.2 87

wL = 0.6 941.4 543.4 101

wL = 0.5 923.5 563.4 79

wL = 0.4 913.3 571 74

wL = 0.3 899.5 575.9 101

wL = 0.2 893.1 578.3 92

wL = 0.1 871.3 576.1 70

wL = 0 821.6 577.7 196

2D LS 940.8 544.5 137

CVaR norms can often replace the p-norms in practical
applications.

5 Numerical results

To establish proof of concept, two case studies demonstrate
the LS methods potential to balance multiple objectives
in a computationally efficient and reliable manner. Case
study I focuses on the traditional case of two objectives.
The study compares the LS solution to (1) a represen-
tative of the Pareto front generated by WS (12) and (2)
ad-hoc trade-offs generated by the hierarchical approach
(14). To demonstrate the LS method’s ability to handle

multiple objectives, case study II includes a third objective.
Also, as a benchmark of real-life best practices, case study
II compares the LS solutions to reactive control (RC). All
simulations are performed using the Matlab Reservoir Sim-
ulation Toolbox (MRST) [19]. Optimizations are performed
using MATLAB’s (2014b) gradient-based optimization tool
fmincon with an interior-point algorithm and a tolerance
of ε = 10−8. The current best, but non-optimal iterate,
is returned in cases when the optimization algorithm uses
more than 100 iterations. The gradients required by the opti-
mization algorithm are computed efficiently by the adjoint
method; see [7, 18, 29].

Remark 5 The studies [14, 20] establish the NBI method
as state-of-the-art among a posteriori methods. Neverthe-
less, to establish proof of concept, we find that the simpler
WS method is fully sufficient to illustrate the LS approach’s
computational benefits over a posteriori methods. Also, the
WS approach remains of relevance due to its widespread use
in practical applications.

5.1 Test case description

The case studies use a two-dimensional synthetic reservoir
of dimensions 620 m × 620 m × 50 m, which by spa-
tial discretization has been divided into 31 × 31 × 1 cell
blocks. Figure 8 illustrates the reservoir permeability field
and the well setup of three injectors and three producers.
The reservoir permeability field has been used by, e.g., [8]
and [11]. The controls are the water injection rates. The

minimal and maximal injection rates are 0 m3

day and 800 m3

day ,

respectively. Production wells operate at a constant bottom
hole pressure of 150 bar. The reservoir is simulated over
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Table 3 Comparison of MOO
methods. Profits are in million
USD

Strategy ψL ψQ ψS # Reservoir
simulations

WS − − − − 5931

wL = 1 wQ = 0 990.4 374.1 208.3 87

wL = 0.9 wQ = 0 989.9 379.5 219.2 123

wL = 0.8 wQ = 0 980.9 422.8 264.1 112

wL = 0.7 wQ = 0 954.9 475.2 346.1 102

wL = 0.6 wQ = 0 940.8 490.6 371.7 101

wL = 0.5 wQ = 0 927.7 500.2 388.1 101

wL = 0.4 wQ = 0 920.3 503.2 394.3 101

wL = 0.3 wQ = 0 915.2 505.4 397.5 117

wL = 0.2 wQ = 0 912.9 505.7 398.3 101

wL = 0.1 wQ = 0 912 505.4 398.5 101

wL = 0 wQ = 0 911.1 504.8 398.6 152

wL = 0.9 wQ = 0.1 989 385.7 212.2 57

wL = 0.8 wQ = 0.1 982.9 417.7 256.4 101

wL = 0.7 wQ = 0.1 959.9 470.2 333.3 92

wL = 0.6 wQ = 0.1 942.8 488.8 364.8 88

wL = 0.5 wQ = 0.1 929.7 499.7 386.2 101

wL = 0.4 wQ = 0.1 921.6 503.6 393.5 101

wL = 0.3 wQ = 0.1 915.1 506.2 397.5 102

wL = 0.2 wQ = 0.1 913.6 505.9 398.1 89

wL = 0.1 wQ = 0.1 895.1 526.8 398.4 94

wL = 0 wQ = 0.1 833.5 555.3 398.5 149

wL = 0.8 wQ = 0.2 977 443.8 237.6 78

wL = 0.7 wQ = 0.2 967.3 465.3 301.2 105

wL = 0.6 wQ = 0.2 947.7 488.4 357.1 97

wL = 0.5 wQ = 0.2 933.2 499.8 381.3 83

wL = 0.4 wQ = 0.2 922.1 504.9 392.5 101

wL = 0.3 wQ = 0.2 911.2 515.8 396.3 101

wL = 0.2 wQ = 0.2 893.7 530.9 397.7 105

wL = 0.1 wQ = 0.2 872.3 547.9 398.2 103

wL = 0 wQ = 0.2 837.5 555.9 398.4 196

wL = 0.7 wQ = 0.3 956.5 511.2 223.1 87

wL = 0.6 wQ = 0.3 948.3 513.4 314.1 105

wL = 0.5 wQ = 0.3 931.4 516.9 366.6 101

wL = 0.4 wQ = 0.3 915.5 525.6 386.5 104

wL = 0.3 wQ = 0.3 900.1 534.5 393.1 101

wL = 0.2 wQ = 0.3 883.1 545.1 396.7 101

wL = 0.1 wQ = 0.3 863.3 552.4 397.8 101

wL = 0 wQ = 0.3 835.8 556.6 398.2 173

wL = 0.6 wQ = 0.4 941.4 543.4 215.7 101

wL = 0.5 wQ = 0.4 929.4 539.1 327.6 101

wL = 0.4 wQ = 0.4 914.7 539.1 368.6 105

wL = 0.3 wQ = 0.4 891.8 547.6 388.2 101

wL = 0.2 wQ = 0.4 878.5 551.5 393.7 106

wL = 0.1 wQ = 0.4 841.7 555.5 396.4 101

wL = 0 wQ = 0.4 832.6 557.2 397.8 129

wL = 0.5 wQ = 0.5 923.5 563.4 226.2 79

wL = 0.4 wQ = 0.5 910.2 557.9 326.3 101

wL = 0.3 wQ = 0.5 893 555.7 372.9 105
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Table 3 (continued)
Strategy ψL ψQ ψS # Reservoir

simulations

wL = 0.2 wQ = 0.5 873.7 556.6 388.5 88

wL = 0.1 wQ = 0.5 854.2 558.8 393.9 101

wL = 0 wQ = 0.5 830.7 558.1 396.9 135

wL = 0.4 wQ = 0.6 913.3 571 243.5 74

wL = 0.3 wQ = 0.6 889.9 565.6 351.3 101

wL = 0.2 wQ = 0.6 874.8 563.9 373 104

wL = 0.1 wQ = 0.6 853.4 562.2 389.4 101

wL = 0 wQ = 0.6 826.7 559.9 393.7 184

3D LS − 925.4 524.9 369.3 129

1800 days, which by discretization has been divided into
NL = 60 control steps. Each control step corresponds
to 30 days. Long-term profit, ψL, is represented by the
NPV after 1800 days; NPV after 600 days is denoted by
ψQ; and ψS represents NPV after 300 days. Note that
the concrete objectives have been chosen for the purpose
of demonstration only. In general, the objectives can be
chosen in any way management sees fit. The reactive
strategy (RC) deploys all injectors at maximum capacity
and shuts in producer wells if the oil production revenue

becomes less than the water separation costs. The WS
method (12) is applied with the set of weights wL ∈
{ k
10 }10k=0. The hierarchical scheme (14) is solved with ε ∈

{0.01ψ∗
L, 0.02ψ∗

L, 0.04ψ∗
L, 0.08ψ∗

L}. In effect, this allows
for a 1, 2, 4, and 8 % decrease in the optimal life-cycle
NPV, ψ∗

L, respectively. Table 1 presents petrophysical and
economical model parameters.

Remark 6 The case studies assume the reservoir description
to be exactly known. However, in practice, the geological
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Fig. 11 Water saturation maps for (1) the WS method with wL = 0.6, (2) the 2D LS method, and (3) the 3D LS method. Reference strategy:
reactive control
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uncertainties related to reservoir simulation imply that there
exists a variety of possible simulation parameters, θ, that
from a probabilistic point of view, may all represent the
reservoir data equally well. To handle such uncertainties,
the oil literature has investigated risk mitigation strategies
that rely on ensembles of geological reservoir realizations
([11, 20, 31, 35]). The LS method readily generalizes to the
ensemble-based setup. However, to maintain a single focus,
the extension to ensemble-based optimization is intended
for a future paper.

Remark 7 Using the WS method with wL := 0 corresponds
to maximizing only the short-term NPV by determining
the optimal well settings, {uk}NS−1

k=0 . In this case, the ques-

tion of how to choose the remaining controls, {uk}NL−1
k=NS+1,

arise. This choice should result in the Pareto optimal
point (ψ∗

S , ψL). To this end, this paper follows the two-
step procedure of [20] by first optimizing the short-term
NPV and then maximize ψL over the remaining reservoir
life.

5.2 Case study I—balancing two objectives

This study balances the objectives, ψL and ψQ, where ψQ

represents the short-term objective. Figure 9 compares the
LS solution to the Pareto front representative generated by
the WS method and the ad-hoc trade-offs associated with
the hierarchical approach. The results show that the 2D
LS trade-off is Pareto optimal and that the generated solu-
tion, P, is located at the bend of the frontier, as expected.
To compare the LS approach to the WS method, Table 2
lists (1) long-term profits, (2) short-term profits, and (3)
the number of reservoir simulations required by the opti-
mization algorithm. The results show that the LS method
significantly reduces computational cost relative to the WS
approach. Overall, this demonstrates reliability and effi-
ciency. Figures 11 and 12 compare the 2D LS strategy to
the WS solution for wL = 0.6 in terms of (1) water sat-
uration maps and (2) optimal controls. Note, in particular,
how similarities of the strategies are directly reflected in
the associated long-term and short-term profits. To compare
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Fig. 12 Optimal controls for (1) the WS method with wL = 0.6, (2) the 2D LS method, and (3) the 3D LS method
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Fig. 13 Comparison of short-term and long-term strategies in the cases of two and three objectives. Reference case: reactive control

the LS method to the hierarchical scheme, Fig. 9 illustrates
reductions in short-term and long-term profits relative to the
utopian profit scenario. This allows for a comparison of how
much each trade-off deviates from the ideal, (ψ∗

Q, ψ∗
L). The

results show that the LS method properly balances the short-
term and long-term objectives. In particular, relative to the
utopian profit scenario, short-term and long-term profits are
reduced by just 5.74 and 5.01 %, respectively. In contrast,
the trade-offs generated by the hierarchical approach shift
the balance towards one of the objectives. For example, if
management is only willing to reduce the life-cycle NPV by
1 %, the short-term NPV, ψQ is reduced by 25.91 % relative

to ψ∗
Q. Consequently, if ε is chosen too small, the possi-

bility to significantly increase short-term gains is forfeited.
This illustrates the financial risks tied to the difficulty of
choosing the parameter, ε, prior to optimization. By mini-
mizing the Euclidean distance to the utopian profit scenario,
the LS method automatically avoids this potential pitfall of
hierarchical approaches.

5.3 Case study II—benefits of three objectives

This study includes the third objective, ψS . Figure 10 shows
the 3D LS solution and the Pareto front representative

Table 4 Comparison of LS
strategies Strategy ψL [million USD] ψQ [million USD] ψS [million USD]

2D LSψL,ψQ
940.8 544.5 214.4

2D LSψL,ψS
943.1 488.7 368.6

3D LS 925.4 524.9 369.3

Relative increases/decreases �ψL in % �ψQ in % �ψS in %

3D LS relative to 2D LSψL,ψQ
−1.64 % −3.59 % +72.24 %

3D LS relative to 2D LSψL,ψS
−1.87 % +7.41 % +0.19 %
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generated by WS. Table 3 lists the associated profits and
the number of required reservoir simulations. Like the case
of two objectives, the computed LS trade-off is Pareto opti-
mal. Also, the point is located at the bend of the 3D Pareto
surface. Figures 11 and 12 compare the LS strategies in
terms of water saturation maps and optimal controls; here,
the 2D LS solution optimizes ψL and ψQ. Note, in partic-
ular, how the 3D LS strategy’s early use of the injectors
1 and 2 causes rapid oil displacements relative to the 2D
LS solution. To further investigate the effects of introducing
an additional objective, Fig. 13 compares the LS solutions
in terms of cumulative NPV. Subfigures (A, B) show the
2D LS solution relative to (A) the ideal long-term strategy,
ψ∗

L, and (B) the ideal short-term strategy, ψ∗
Q. Subfigure

C shows increases and decreases of the LS solution rela-
tive to ψ∗

L and ψ∗
Q. Subfigures (D, E, F) show the same

information relative to the 3D LS solution. As subfigure C
shows, the 2D LS solution manages to increase short-term
profit, ψQ, relative to ψ∗

L by 45.55 %. In turn, long-term
profit is reduced by just 5.01 %. Also, relative to ψ∗

Q,

long-term profit is increased by 14.51 %, while short-term
profit is reduced by a mere 5.74 %. This demonstrates the
LS method’s ability to appropriately balance the objectives,
ψQ and ψL. However, note that the NPV after 300 days is
reduced by 29.52 % relative to ψ∗

Q. Also, the same NPV
is practically unchanged relative to ψ∗

L. This indicates that
the restricted focus to ψL and ψQ may unintentionally com-
promise other objectives. This strongly suggests that more
objectives need to be considered in the optimization process
to ensure a proper balance between long-term and short-
term profits. Subfigures (D, E, F) support this presumption.
In particular, by considering the third objective, ψS, prof-
its up until 350 days are significantly improved by as much
as 77.14 % relative to ψ∗

L and 52.15 % relative to ψ∗
Q.

In turn, long-term and short-term profits are only slightly
reduced by 6.56 and 9.13%, respectively. Relative to the LS
2D solution, decreases in long-term and short-term profits
are therefore negligible. Also, subfigures (G,H,I) compare
the 2D and 3D LS strategies to the real-life common prac-
tice, reactive control. Both LS solutions increase long-term
profit significantly by approximately 44 %. However, unlike
the 3D LS solution, the 2D LS solution is unable to com-
pete with RC in terms of profits prior to 600 days. These
results demonstrate that including more than two objec-
tives may have significant financial benefits in terms of
improving the balance between short-term and long-term
profits.

Note that, instead of optimizing the objectives ψL and
ψQ, the 2D LS method could also be used to optimize
ψL and ψS . To investigate the significance of this choice,
Table 4 compares the two strategies, 2D LSψL,ψQ

and 2D
LSψL,ψS

, to the 3D LS solution. The results show that, in
both cases, the 3D LS solution manages to significantly

increase the third objective relative to the 2D solution
without severely compromising the other objectives. In
this sense, the overall balance between the objectives are
improved in both cases.

6 Conclusions

Motivated by a need for efficient and reliable decision-
making in situations where the Pareto front is computa-
tionally unavailable, this paper has proposed a LS method
based on a novel characterization of desirable Pareto opti-
mal trade-offs. The LS approach offers a computationally
attractive alternative to current methodology that general-
izes and scales to multiple objectives. As opposed to ad-hoc
switching schemes, the paper has demonstrated reliability
of the LS method in the sense that it is guaranteed to con-
verge to a Pareto optimal solution. The price to be paid
is that the LS method requires an additional optimization
relative to hierarchical approaches. Numerical results have
demonstrated the LS methods potential to properly balance
multiple objectives by automatically avoiding trade-offs that
heavily compromise individual objectives at significantly
reduced computational cost relative to the WS method. By
considering three objectives, the LS approach was able to
match the benchmark for real-life best practices, reactive
control, in terms of short-term gains. At the same time,
long-term profits were significantly improved. This indi-
cates the benefits of considering more than two objectives.
Due to the increasingly challenging task of representing the
Pareto front for a growing number of objectives, the LS
methods ability to efficiently handle multiple objectives sig-
nifies its practical importance. Although this paper focuses
on short-term and long-term optimization, potential appli-
cations of the LS approach include popular MOO-based
geological risk mitigation strategies such as mean-variance
optimization [2, 8] and mean-conditional-value-at-risk opti-
mization [33]. Future work will extend the LS framework to
encompass these applications.
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Abstract: Simulation studies of oil field water flooding have demonstrated a significant
potential of optimal control technology to improve industrial practices. However, real-life
applications are challenged by unknown geological factors that make reservoir models highly
uncertain. To minimize the associated financial risks, the oil literature has used ensemble-
based methods to manipulate the net present value (NPV) distribution by optimizing sample
estimated risk measures. In general, such methods successfully reduce overall risk. However,
as this paper demonstrates, ensemble-based control strategies may result in individual profit
outcomes that perform worse than real-life dominating strategies. This poses significant financial
risks to oil companies whose main concern is to avoid unacceptable low profits. To remedy this,
this paper proposes offset risk mimimization. Unlike existing methodology, the offset method
uses the NPV offset distribution to minimize risk relative to a competing reference strategy.
Open-loop simulations of a 3D two-phase synthetic reservoir demonstrate the potential of
offset risk minimization to significantly improve the worst case profit offset relative to real-
life best practices. The results suggest that it may be more relevant to consider the NPV offset
distribution than the NPV distribution when minimizing risk in production optimization.
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1. INTRODUCTION

Industrial strategies of oil field water flooding rely on
reactive control to shut in producer wells as they become
unprofitable. To enhance production, the oil literature has
proposed optimal control technology, including nonlinear
model predictive control (NMPC). The use of NMPC is
referred to as closed-loop reservoir management (CLRM)
(Jansen et al., 2009). The goal of CLRM is to determine
the optimal operating profile that maximizes a key per-
formance indicator (KPI) over the reservoir life-cycle, e.g,
the cumulative oil recovery or a financial measure such
as the net present value (NPV). CLRM consists of 1) an
optimizer that uses the reservoir model to determine the
optimal operating profile by solving a constrained open-
loop optimization problem and 2) a state estimator for his-
tory matching to update the reservoir model as new data
becomes available. This paper focuses on the optimizer,
i.e. feedback and state-estimation is not considered. In
the oil literature, this open-loop optimal control problem
is referred to as life-cycle production optimization. The
problem corresponds to computing the a priori optimal
operating profile before the oil recovery process has begun
and feedback becomes available. While simulation studies
have demonstrated a significant potential of production
optimization to increase overall profit, real-life applica-
tions are challenged by a wide range of uncertainties

� This project is financially supported by The Danish Advanced
Technology Foundation (OPTION; 63-2013-3).

tied to reservoir simulation. To address the challenges of
uncertainty, the oil literature has considered ensemble-
based methods. Such methods represent the uncertainty
by approximating the continuous NPV distribution by a
finite number of possible outcomes, i.e., by an ensemble
of realizations. To minimize risk, the ensemble members
are combined to form a sample estimated risk measure
that is optimized over the reservoir life-cycle. Popular
ensemble-based methods include robust optimization (RO)
(Van Essen et al. (2009)), mean-variance optimization
(MVO) ( Bailey et al. (2005), Capolei et al. (2015b)) and
conditional value-at-risk optimization (CVaRO) ( Capolei
et al. (2015a), Siraj et al. (2015), Codas et al. (2016)).
Such methods have proven to reduce overall risk rela-
tive to real-life dominating strategies of reactive control.
However, ensemble-based control strategies may still result
in individual profit outcomes that perform worse than
reactive control. For reservoir asset managers whose pri-
mary concern is profit loss, this poses a significant risk
of unacceptable low profit realizations. Therefore, despite
overall lower risk, oil companies may be inclined to dis-
card ensemble-based methodology. To meet this challenge,
this paper proposes offset risk minimization. The offset
approach seeks to determine the control strategy that
minimizes the risk of performing worse than a competing
reference strategy. To this end, the method maximizes the
worst-case outcome of the NPV offset distribution. As op-
posed to methods of the oil literature, the offset approach
mitigates the risk of low profit realizations relative to the
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uses the NPV offset distribution to minimize risk relative to a competing reference strategy.
Open-loop simulations of a 3D two-phase synthetic reservoir demonstrate the potential of
offset risk minimization to significantly improve the worst case profit offset relative to real-
life best practices. The results suggest that it may be more relevant to consider the NPV offset
distribution than the NPV distribution when minimizing risk in production optimization.
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1. INTRODUCTION

Industrial strategies of oil field water flooding rely on
reactive control to shut in producer wells as they become
unprofitable. To enhance production, the oil literature has
proposed optimal control technology, including nonlinear
model predictive control (NMPC). The use of NMPC is
referred to as closed-loop reservoir management (CLRM)
(Jansen et al., 2009). The goal of CLRM is to determine
the optimal operating profile that maximizes a key per-
formance indicator (KPI) over the reservoir life-cycle, e.g,
the cumulative oil recovery or a financial measure such
as the net present value (NPV). CLRM consists of 1) an
optimizer that uses the reservoir model to determine the
optimal operating profile by solving a constrained open-
loop optimization problem and 2) a state estimator for his-
tory matching to update the reservoir model as new data
becomes available. This paper focuses on the optimizer,
i.e. feedback and state-estimation is not considered. In
the oil literature, this open-loop optimal control problem
is referred to as life-cycle production optimization. The
problem corresponds to computing the a priori optimal
operating profile before the oil recovery process has begun
and feedback becomes available. While simulation studies
have demonstrated a significant potential of production
optimization to increase overall profit, real-life applica-
tions are challenged by a wide range of uncertainties
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tied to reservoir simulation. To address the challenges of
uncertainty, the oil literature has considered ensemble-
based methods. Such methods represent the uncertainty
by approximating the continuous NPV distribution by a
finite number of possible outcomes, i.e., by an ensemble
of realizations. To minimize risk, the ensemble members
are combined to form a sample estimated risk measure
that is optimized over the reservoir life-cycle. Popular
ensemble-based methods include robust optimization (RO)
(Van Essen et al. (2009)), mean-variance optimization
(MVO) ( Bailey et al. (2005), Capolei et al. (2015b)) and
conditional value-at-risk optimization (CVaRO) ( Capolei
et al. (2015a), Siraj et al. (2015), Codas et al. (2016)).
Such methods have proven to reduce overall risk rela-
tive to real-life dominating strategies of reactive control.
However, ensemble-based control strategies may still result
in individual profit outcomes that perform worse than
reactive control. For reservoir asset managers whose pri-
mary concern is profit loss, this poses a significant risk
of unacceptable low profit realizations. Therefore, despite
overall lower risk, oil companies may be inclined to dis-
card ensemble-based methodology. To meet this challenge,
this paper proposes offset risk minimization. The offset
approach seeks to determine the control strategy that
minimizes the risk of performing worse than a competing
reference strategy. To this end, the method maximizes the
worst-case outcome of the NPV offset distribution. As op-
posed to methods of the oil literature, the offset approach
mitigates the risk of low profit realizations relative to the
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optimizer that uses the reservoir model to determine the
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loop optimization problem and 2) a state estimator for his-
tory matching to update the reservoir model as new data
becomes available. This paper focuses on the optimizer,
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tied to reservoir simulation. To address the challenges of
uncertainty, the oil literature has considered ensemble-
based methods. Such methods represent the uncertainty
by approximating the continuous NPV distribution by a
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are combined to form a sample estimated risk measure
that is optimized over the reservoir life-cycle. Popular
ensemble-based methods include robust optimization (RO)
(Van Essen et al. (2009)), mean-variance optimization
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et al. (2015a), Siraj et al. (2015), Codas et al. (2016)).
Such methods have proven to reduce overall risk rela-
tive to real-life dominating strategies of reactive control.
However, ensemble-based control strategies may still result
in individual profit outcomes that perform worse than
reactive control. For reservoir asset managers whose pri-
mary concern is profit loss, this poses a significant risk
of unacceptable low profit realizations. Therefore, despite
overall lower risk, oil companies may be inclined to dis-
card ensemble-based methodology. To meet this challenge,
this paper proposes offset risk minimization. The offset
approach seeks to determine the control strategy that
minimizes the risk of performing worse than a competing
reference strategy. To this end, the method maximizes the
worst-case outcome of the NPV offset distribution. As op-
posed to methods of the oil literature, the offset approach
mitigates the risk of low profit realizations relative to the
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competing reference strategy. In this way, the risk of profit
loss relative to industrial standards is minimized. Using an
ensemble of 100 realizations of a 3D synthetic reservoir,
open-loop simulations demonstrate the potential of offset
risk minimization to significantly increase the offset worst-
case scenario relative to reactive control. Compared to the
conventional use of the NPV distribution, the results sug-
gest that the NPV offset distribution may be more relevant
for risk mitigation in life-cycle production optimization.
The paper is organized as follows. In section 2, life-cycle
production optimization under uncertainty is formulated
as a risk minimization problem. Section 3 introduces off-
set risk minimization. Numerical results are presented in
Section 4 and conclusions are made in Section 5.

2. LIFE-CYCLE PRODUCTION OPTIMIZATION
UNDER UNCERTAINTY

Oil recovery by water flooding uses injection wells to
dynamically inject water into the reservoir to displace
hydrocarbons towards a set of production wells. The well
injection strategy is referred to as the operating profile,
u. The goal of life-cycle production optimization is to
determine the operating profile that maximizes profit,
ψ, over the reservoir life by solving the optimal control
problem (Brouwer and Jansen, 2004; Sarma et al., 2005;
Nævdal et al., 2006; Foss and Jensen, 2011; Völcker et al.,
2011; Capolei et al., 2013):

max
u∈U

ψ(u; θ). (1)

Here U expresses linear decision constraints and θ ⊂ Rm

represents geological, petrophysical and economical model
parameters. In this paper, profit is given by the cumulative
NPV, i.e.,

ψ(u, θ) =

N−1∑

k=0

Δtk

(1 + d)
tk+1

τ

[ value of produced oil︷ ︸︸ ︷∑

j∈P
ro qo,j

(
uk, xk+1(u, θ)

)

−

cost of separating produced water︷ ︸︸ ︷∑

j∈P
rwP qw,j

(
uk, xk+1(u, θ)

)

−

cost of injecting water︷ ︸︸ ︷∑

j∈I
rwI qj

(
uk, xk+1(u, θ)

)
]
.

(2)

Here ro , rwp and rwi denote the oil price, the water
separation cost, and the water injection cost, respectively;
qw,i and qo,i are the volumetric water and oil flow rates
at producer i; ql is the volumetric well injection rate at
injector l; d is the discount factor, N is the number of
control steps and Δtk = tk+1 − tk denotes the length of
the time step. Well flow rates are computed using the
Peaceman well model (Peaceman, 1983). For each time-
step, tk, the state-space variables, xk = x(tk), denote
reservoir pressures and fluid saturations whereas uk =
u(tk) represents a zero-order-hold parametrization of the
well controls. The states xk are computed by a two-phase
immiscible flow model based on mass conservation and
Darcy’s law for porous media. Relative permeabilities are
described by the Corey model. See e.g. Aziz and Settari
(1979); Chen et al. (2006); Chen (2007); Völcker et al.
(2009).

2.1 Risk mitigation by ensemble-based methods

The inaccessible geographical location of oil fields severely
limits the amount of available geological data. Conse-
quently, reservoir model parameters such as permeability,
porosity and initial states are often highly uncertainty. The
control strategy that solves (1) therefore imposes signifi-
cant risks of profit loss and becomes unreliable for practical
purposes. To reduce the financial risks of model discrepan-
cies with real-life reservoirs, the oil literature has proposed
ensemble-based production optimization. Ensemble-based
methods represent geological uncertainty by a discrete set
of equiprobable model realizations

θnd
= {θ1, θ2, ..., θnd} = {θi}nd

i=1. (3)

The ensemble (3) is used to approximate the continuous
NPV probability distribution by the related finite set of
profit outcomes

ψnd
= {ψi}nd

i=1, ψ
i = ψ(u; θi), 1 ≤ i ≤ nd. (4)

To minimize risk, the idea is to manipulate the discrete
NPV profit distribution (4) by formulating an appropriate
optimal control problem. To this end, it is customary to
use a risk measure R : ψnd

→ R to replace the overall
profit distribution and quantify risk in terms of the scalar
objective, R(ψ) :

min
u∈U

R(ψ(u; θnd
)). (5)

Figure 1 illustrates the key features of ensemble-based
production optimization.

2.2 Specific risk measures and ensemble-based methods

Risk measures quantify the stochastic profit, ψ, by a nu-
merical value, R(ψ), which serves as a surrogate for the
overall profit distribution. The quantification of risk allows
for fast and efficient decision-making. In particular, risk as-
sessment of two scenarios, ψ� and ψ��, reduces to comparing
the values R(ψ�) and R(ψ��). However, the quality of the
risk assessment heavily depends on the properties of the
risk measure in question. The following briefly discusses
the risk measures and related ensemble-based method used
in this paper. Capolei et al. (2015a) provide a detailed
overview of risk quantification in production optimization.

Robust optimization (RO) (Van Essen et al., 2009) refers
to the ensemble-based method that maximizes the life-
cycle sample estimated expected return, i.e.,

RRO := − 1

nd

nd∑

i=1

ψi. (6)

As a drawback, the expected profit is a risk neutral mea-
sure (Capolei et al., 2015a). As such, RO does not directly
account for important risk indicators such as the lowest
profit outcome.

Worst-case optimization (WCO) (Alhuthali et al., 2010)
focuses solely on maximizing the lowest profit outcome,
i.e.,

RWCO := − min
θi

ψ(u; θi) = −ψ̃. (7)

Here ψ̃ denotes the lowest profit realization associated with
the ensemble, i.e., ψ̃ ≤ ψi, 1 ≤ i ≤ nd . The restriction to
a single profit outcome implies that the measure is blind
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separation cost, and the water injection cost, respectively;
qw,i and qo,i are the volumetric water and oil flow rates
at producer i; ql is the volumetric well injection rate at
injector l; d is the discount factor, N is the number of
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the time step. Well flow rates are computed using the
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Darcy’s law for porous media. Relative permeabilities are
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porosity and initial states are often highly uncertainty. The
control strategy that solves (1) therefore imposes signifi-
cant risks of profit loss and becomes unreliable for practical
purposes. To reduce the financial risks of model discrepan-
cies with real-life reservoirs, the oil literature has proposed
ensemble-based production optimization. Ensemble-based
methods represent geological uncertainty by a discrete set
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→ R to replace the overall
profit distribution and quantify risk in terms of the scalar
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production optimization.

2.2 Specific risk measures and ensemble-based methods

Risk measures quantify the stochastic profit, ψ, by a nu-
merical value, R(ψ), which serves as a surrogate for the
overall profit distribution. The quantification of risk allows
for fast and efficient decision-making. In particular, risk as-
sessment of two scenarios, ψ� and ψ��, reduces to comparing
the values R(ψ�) and R(ψ��). However, the quality of the
risk assessment heavily depends on the properties of the
risk measure in question. The following briefly discusses
the risk measures and related ensemble-based method used
in this paper. Capolei et al. (2015a) provide a detailed
overview of risk quantification in production optimization.

Robust optimization (RO) (Van Essen et al., 2009) refers
to the ensemble-based method that maximizes the life-
cycle sample estimated expected return, i.e.,
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As a drawback, the expected profit is a risk neutral mea-
sure (Capolei et al., 2015a). As such, RO does not directly
account for important risk indicators such as the lowest
profit outcome.

Worst-case optimization (WCO) (Alhuthali et al., 2010)
focuses solely on maximizing the lowest profit outcome,
i.e.,
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Here ψ̃ denotes the lowest profit realization associated with
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Fig. 1. Outline of ensemble-based production optimiza-
tion, that consists of two key parts: 1) a reservoir
simulator that, given an ensemble of reservoir models
and a control input, computes the profit probability
distribution (black arrows and boxes) and 2) an opti-
mizer that uses the profit distribution to compute the
control strategy that minimizes risk as measured by
R (blue arrows and boxes).

to features of the NPV probability distribution. Conse-
quently, the risk quantification may be too conservative
and expected return may be compromised.

Conditional value-at-risk optimization (CVaRO) maxi-
mizes the sample estimated average of the α · 100% lowest
outcomes, {ψ̃i}nα

i=1, i.e.

RCVaR,α := − 1

nα

nα∑

i=1

ψ̃i, α ∈ (0, 1). (8)

Here ψ̃i denotes the ith lowest profit outcome associated
with the ensemble. By design, CVaROα accounts for the
entire α-tail of the profit distribution. When α increases,
CVaROα includes more of the profit distribution. As such,
emphasis is gradually moved towards promoting expected
return. In particular, for nα := nd, CVaROα reduces to
RO (6). On the other hand, when α decreases, CVaROα

includes only low profit realizations and in the extreme
case of nα := 1, CVaROα reduces to WCO (7).
As a drawback, CVaRα

(
ψ(u, θ)

)
is non-differentiable with

respect to the controls, u, for any α �= 1 (Christiansen
et al., 2016). The non-differentiability may interfere with
the optimization procedure (5). This potentially leads to
suboptimal solutions. As a way to overcome this issue,
Rockafellar and Uryasev (2002) and Rockafellar and Roy-
set (2010) show that the minimization problem (5) is
equivalent to the following smooth problem

min
c∈R,u∈U ,y∈Rnd

− c +
1

α · nd

nd∑

i=1

yi, (9a)

s.t. yi ≥ c − ψ(u, θi), i = 1, . . . , nd, (9b)

yi ≥ 0, i = 1, . . . , nd, (9c)

This paper uses the formulation (9) to minimize CVaRα,
whenever nα �= 1.

3. OFFSET RISK MITIGATION

Simulations studies have demonstrated the potential of
ensemble-based methodology to reduce overall risk of
profit loss relative to real-life dominating practices such

NPV off
θ (t, u) := NPVθ(t, u) − NPVθ(t, uref ) offset pdf 

NPV off
θ (t = tend, u)

t

Fig. 2. NPV offset risk mitigation. NPV offset uncertainty
band versus time (left). NPV offset probability dis-
tribution function over the reservoir lifetime (right).
Risk is reduced by maximizing the lifecycle average
value (blue circles) of the α% lowest offset profits (red
areas).

as reactive control. However, the conventional ensemble-
based methods and the associated risk measures take
no precautions to avoid profit loss relative to a com-
peting strategy. Consequently, despite overall lower risk,
ensemble-based control strategies may lead to individual
profit outcomes that perform significantly worse than a
given competing industrial control strategy, uref . Such
unacceptable low profit outcomes impose risks of profit
loss. Overall, the risk may be small compared to the
gains that stand to be made. However, to oil companies,
risk of profit loss outweighs potential profit gains. Conse-
quently, ensemble-based methods may be considered too
risky relative to conventional reactive control. To meet this
challenge, this paper proposes offset risk minimization as
a mean to reduce risk of profit loss relative to industrial
standards.

3.1 The profit offset distribution

Unlike ensemble-based methods that rely on the NPV
profit distribution, the offset approach uses the profit offset
distribution ψoffnd

= {ψi
off}nd

i=1, where:

ψi
off (u; θi) = ψ(u; θi) − ψ(uref ; θi), 1 ≤ i ≤ nd. (10)

Here uref denotes a competing reference strategy. For
a given control strategy, u, the profit offset distribution
provides a complete picture of the risk profile relative
to the industrial reference case. The offset distribution
therefore provides management with a tool for assessing
new methodology relative to existing practices. In this
regard, two distributions are of special interest: the tail
profit offset distribution,

{ψoff (u; θi)|ψoff < 0}, (11)

and the upper tail profit offset distribution,

{ψoff (u; θi)|ψoff ≥ 0}. (12)

These distributions represent, respectively, the distribu-
tion of the profit loss and the profit gain with respect to
the reference profit.

3.2 Offset risk minimization

Offset risk minimization seeks to determine the operating
profile, u, that minimizes the risk of performing worse
than a competing reference strategy. As opposed to the
conventional approach of minimizing risk of the profit
distribution (5), the offset approach minimizes risk of the
profit offset distribution

min
u∈U

R(ψoff (u; θnd
)). (13)
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In this way, the risk of profit loss relative to industrial
standards is minimized. Fig. 2 illustrates the idea of offset
risk minimization.

3.3 Worst case offset risk minimization

In oil reservoir management, new methodology is typically
not judged based on the chance of increased expected
return, but rather on the risk of performing worse than
existing practices. In particular, reservoir asset managers
primarily focus on risks of low profit realizations. There-
fore, this paper uses the offset approach with the worst-
case risk measure (7) to maximize the worst profit outcome
of the offset distribution:

max
u∈U

inf
θ

(ψoff (u, θ)) = max
u∈U

min
i=1,...,nd

(
ψoff (u, θi)

)
.

(14)
The optimization problem (14) is non-smooth. However,
for nα = 1, the numerical solution of (14) is equivalent
to the solution of the smooth constrained optimization
problem

min
u∈U

[
− inf

i=1,...,nd

(
ψoff (u, θi)

)]
= min

u∈U
[CVaRα (ψoff (u, θ))] ,

(15)
Consequently, the maximization of the worst case offset
profit can be regarded as an offset profit CVaR minimiza-
tion problem that can be solved by (9).

4. NUMERICAL RESULTS

The following case study demonstrates the potential of
offset risk minimization to reduce the risks of low profit
realizations relative to academic and industrial best prac-
tices. Firstly, the offset approach is used to maximize the
worst-case offset profit relative to reactive control over
the reservoir life-cycle. Secondly, the offset approach is
compared to RO, WCO and CVaRO to illustrate the main
benefits of offset risk mitigation relative to conventional
ensemble-based methods.

4.1 Reservoir model description

The numerical simulations use the standard version of the
Egg model (Jansen et al., 2014). This model has been used
in a number of publications as a benchmark to test optimal
control methodologies (Van Essen et al., 2009). The Egg
model is a synthetic reservoir model consisting of 60×60×
7 = 25.200 grid cells of which 18.553 cells are active. The
reservoir is produced for 3.600 days under water flooding
conditions. It contains eight water injectors and four
producers, which are completed in all seven layers. The
bhps of the producer wells are kept fixed at 395 bar and the
water injection rates are subject to control with a sample
time of 90 days. The water injection rates are bound to be
in the interval [0, 79.5] m3/day. Fig. 3 shows the well setup.
Model uncertainty is represented by an ensemble of 100
permeability realizations. Table 1 provides petrophysical
and economical simulation parameters. Reservoir fluid flow
is simulated using a two phase (oil and water) immiscible
flow model with zero capillary pressure and incompressible
fluids and rocks.

Fig. 3. Permeability field of the ensemble and well setup
for the case study.

Table 1. Petro-physical and economical model
parameters

Description Value Unit

h Grid-block height 4 m
Δx,Δy Grid-block length/width 8 m
φ Porosity 0.2 -
co Oil compressibility 1.0 · 10−10 Pa−1

cr Rock compressibility 0 Pa−1

cw Water compressibility 1.0 · 10−10 Pa−1

μo Oil dynamic viscosity 5 · 10−3 Pa · s
μw Water dynamic viscosity 1.0 · 10−3 Pa · s
k0ro End-point relative permeability, oil 0.8 -
k0rw End-point relative permeability, water 0.75 -
no Corey exponent, oil 4.0 -
nw Corey exponent, water 3.0 -

Sor Residual oil saturation 0.1 -
Sow Connate water saturation 0.2 -
pc Capillary pressure 0 Pa
Pinit Initial reservoir pressure (top layer) 40 · 106 Pa
Sw,0 Initial water saturation 0.1 -
pbhp Production well bottom hole pressures 39.5 · 106 Pa
qwi,min Minimum water injection rate for well 0 m3/day
qwi,max Maximum water injection rate for well 79.5 m3/day
rwell Well-bore radius 0.1 m
T Simulation time 3600 day
N Number of control steps 40 -

ro Oil price 126 USD/m3

rwP Water separation cost 19 USD/m3

rwI Water injection cost 6 USD/m3

d Discount factor 0

4.2 Numerical optimization method

The optimization problem (13) is solved using a gradient
based optimization algorithm provided by MATLABs opti-
mization toolbox (MATLAB, 2014). Given an iterate of
the optimizer, ψ(u, θi) is computed by solving the flow
equations using MRST (Lie et al., 2012). The gradient,
∇uψ is computed by the adjoint method (Jørgensen, 2007;
Völcker et al., 2011; Capolei et al., 2012a,b; Jansen, 2011;
Sarma et al., 2005; Suwartadi et al., 2012). An optimal
solution is reported if the KKT conditions are satisfied
to within a relative and absolute tolerance of 10−6. The
current best but non-optimal iterate is returned in cases
for which the optimization algorithm uses more than 400
iterations, the relative change in the cost function is less
than 10−6, or the relative change in the step size is less
than 10−10. These stopping criteria are independent, i.e.
when one of the criteria is satisfied, the optimizer stops.
Furthermore, the cost function is normalized to improve
convergence. The normalization consists of dividing by 106

such that the objective function is appropriately scaled.
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In this way, the risk of profit loss relative to industrial
standards is minimized. Fig. 2 illustrates the idea of offset
risk minimization.

3.3 Worst case offset risk minimization

In oil reservoir management, new methodology is typically
not judged based on the chance of increased expected
return, but rather on the risk of performing worse than
existing practices. In particular, reservoir asset managers
primarily focus on risks of low profit realizations. There-
fore, this paper uses the offset approach with the worst-
case risk measure (7) to maximize the worst profit outcome
of the offset distribution:

max
u∈U

inf
θ

(ψoff (u, θ)) = max
u∈U

min
i=1,...,nd

(
ψoff (u, θi)

)
.

(14)
The optimization problem (14) is non-smooth. However,
for nα = 1, the numerical solution of (14) is equivalent
to the solution of the smooth constrained optimization
problem

min
u∈U

[
− inf

i=1,...,nd

(
ψoff (u, θi)

)]
= min

u∈U
[CVaRα (ψoff (u, θ))] ,

(15)
Consequently, the maximization of the worst case offset
profit can be regarded as an offset profit CVaR minimiza-
tion problem that can be solved by (9).

4. NUMERICAL RESULTS

The following case study demonstrates the potential of
offset risk minimization to reduce the risks of low profit
realizations relative to academic and industrial best prac-
tices. Firstly, the offset approach is used to maximize the
worst-case offset profit relative to reactive control over
the reservoir life-cycle. Secondly, the offset approach is
compared to RO, WCO and CVaRO to illustrate the main
benefits of offset risk mitigation relative to conventional
ensemble-based methods.

4.1 Reservoir model description

The numerical simulations use the standard version of the
Egg model (Jansen et al., 2014). This model has been used
in a number of publications as a benchmark to test optimal
control methodologies (Van Essen et al., 2009). The Egg
model is a synthetic reservoir model consisting of 60×60×
7 = 25.200 grid cells of which 18.553 cells are active. The
reservoir is produced for 3.600 days under water flooding
conditions. It contains eight water injectors and four
producers, which are completed in all seven layers. The
bhps of the producer wells are kept fixed at 395 bar and the
water injection rates are subject to control with a sample
time of 90 days. The water injection rates are bound to be
in the interval [0, 79.5] m3/day. Fig. 3 shows the well setup.
Model uncertainty is represented by an ensemble of 100
permeability realizations. Table 1 provides petrophysical
and economical simulation parameters. Reservoir fluid flow
is simulated using a two phase (oil and water) immiscible
flow model with zero capillary pressure and incompressible
fluids and rocks.

Fig. 3. Permeability field of the ensemble and well setup
for the case study.

Table 1. Petro-physical and economical model
parameters

Description Value Unit

h Grid-block height 4 m
Δx,Δy Grid-block length/width 8 m
φ Porosity 0.2 -
co Oil compressibility 1.0 · 10−10 Pa−1

cr Rock compressibility 0 Pa−1

cw Water compressibility 1.0 · 10−10 Pa−1

μo Oil dynamic viscosity 5 · 10−3 Pa · s
μw Water dynamic viscosity 1.0 · 10−3 Pa · s
k0ro End-point relative permeability, oil 0.8 -
k0rw End-point relative permeability, water 0.75 -
no Corey exponent, oil 4.0 -
nw Corey exponent, water 3.0 -

Sor Residual oil saturation 0.1 -
Sow Connate water saturation 0.2 -
pc Capillary pressure 0 Pa
Pinit Initial reservoir pressure (top layer) 40 · 106 Pa
Sw,0 Initial water saturation 0.1 -
pbhp Production well bottom hole pressures 39.5 · 106 Pa
qwi,min Minimum water injection rate for well 0 m3/day
qwi,max Maximum water injection rate for well 79.5 m3/day
rwell Well-bore radius 0.1 m
T Simulation time 3600 day
N Number of control steps 40 -

ro Oil price 126 USD/m3

rwP Water separation cost 19 USD/m3

rwI Water injection cost 6 USD/m3

d Discount factor 0

4.2 Numerical optimization method

The optimization problem (13) is solved using a gradient
based optimization algorithm provided by MATLABs opti-
mization toolbox (MATLAB, 2014). Given an iterate of
the optimizer, ψ(u, θi) is computed by solving the flow
equations using MRST (Lie et al., 2012). The gradient,
∇uψ is computed by the adjoint method (Jørgensen, 2007;
Völcker et al., 2011; Capolei et al., 2012a,b; Jansen, 2011;
Sarma et al., 2005; Suwartadi et al., 2012). An optimal
solution is reported if the KKT conditions are satisfied
to within a relative and absolute tolerance of 10−6. The
current best but non-optimal iterate is returned in cases
for which the optimization algorithm uses more than 400
iterations, the relative change in the cost function is less
than 10−6, or the relative change in the step size is less
than 10−10. These stopping criteria are independent, i.e.
when one of the criteria is satisfied, the optimizer stops.
Furthermore, the cost function is normalized to improve
convergence. The normalization consists of dividing by 106

such that the objective function is appropriately scaled.
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Table 2. Key performance indicators for the NPV offset distribution.

Control Eθ(ψoff ) inf(ψoff ) β := Prob[ψoff < 0] Eθ[ψoff |ψoff < 0] Eθ[ψoff

∣∣ψoff ≥ 0]

strategy 106 USD 106 USD 106 USD 106 USD

w.c. opt. 1.06 -1.11 9% -0.41 1.20
c.s. 20% 1.24 -0.92 8% -0.41 1.39
RO 1.44 -1.48 15% -0.53 1.79

offset w.c. opt. 0.99 -0.35 8% -0.22 1.10

4.3 Worst-case offset risk minimization

Fig. 4 compares the profit offset realizations associated
with 1) the worst case offset optimization strategy (offset
w.c. opt), 2) the worst case optimization strategy (w.c.
opt), 3) the CVaR20% optimization strategy (c.s. 20%),
and 4) the robust optimization strategy (RO). All strate-
gies produce realizations that perform worse than reactive
control. However, as indicated by the 5th percentile, the
worst case offset optimization strategy manages to signif-
icantly reduce both the number of negative offset realiza-
tions and the the amount of potential profit loss compared
to the ensemble-based strategies. In this way, the worst
case offset optimization solution represents the strategy
that reduces risk of profit loss relative to reactive control
to the largest extend. Fig. 5 confirms these observations. In
particular, for low risk levels, α < 0.2, all control strategies
risk to perform worse than reactive control. Nevertheless,
the offset worst case optimization strategy offers the lowest
risk. As a minor drawback, the low risk of profit loss comes
at the price of overall lowest expected return.
Table 2 quantifies the above observations by comparing
key performance indicators for the profit offset worst case
optimization strategy and the ensemble-based methods.
The first column compares expected returns, Eθ(ψoff ) and
the second column compares the worst case offset profit
outcomes, inf(ψoff ). The results confirm that the worst
case optimization strategy offers the lowest potential profit
loss at the cost of the lowest expected return. The fourth
to the sixth column report the probability of negative
offset profits, β = Prob[ψoff < 0], the average offset
profit of the negative offsets profits, Eθ[ψoff |ψoff < 0],
and the average offset profit of the positive offset profits,
Eθ[ψoff |ψoff ≥ 0]. The results show that the offset worst
case optimization strategy has a mere 8% chance of yield-
ing a negative offset profit of -0.22 mio USD, but a 92%
chance of yielding positive offset profits with an average
value of 1.10 mio USD. This implies that the offset worst
case optimization strategy provides 1) the lowest risk of
profit loss and 2) at the same time, has a high probability
(92%) of outperforming reactive control. The price to be
paid is that the offset worst case optimization provides the
lowest average positive offset profit. This implies that the
offset worst case optimization stands to improve reactive
control by the smallest amount on average.

5. CONCLUSION

This paper has introduced and investigated offset risk
minimization for life-cycle production optimization under
geological uncertainty. Using 100 realizations of a 3D syn-
thetic reservoir, open-loop simulations have demonstrated
the potential of offset risk minimization to reduce the risk
of low profit outcomes relative to the industrial standards
of reactive control. To illustrate benefits over conventional
risk mitigation methods, the offset approach was compared
to a representative selection of ensemble-based strategies.

-2 -1 0 1 2 3 4

ψ
off
i  [million USD]

w.c. opt
offset w.c. opt
c.s. 20 %
RO

Fig. 4. Strip charts of the NPV offset distributions. The
black vertical lines indicate the 5th percentile, the
mean, and the 95th percentile of the profit offset
distribution.
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Fig. 5. Plot of CVaRα(ψoff ) as a function of the risk level,
α.

Based on the numerical results, the following conclusion
can be made:

• Among the strategies considered in this paper, the
offset worst case optimization strategy offers the
lowest risk of profit loss relative to reactive control.

• Compared to the ensemble-based strategies, the worst
case offset optimization strategy manages to signif-
icantly reduce both the number of negative offset
realizations and the amount of potential profit loss.

• The low risk of profit loss comes at the price of overall
lowest expected return.

• Due to oil companies main concern of avoiding unac-
ceptable low profits, the results suggest that it may be
more relevant to consider the NPV offset distribution
than the NPV distribution when minimizing risk in
production optimization.

As a minor drawback, the offset worst case optimization
strategy could not ensure zero probability of yielding lower
profit realizations than the reactive strategy. This is most
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likely because reactive control relies on feedback. Future
work seeks to explore the benefits of combining the offset
risk minimization procedure with feedback using a reced-
ing horizon implementation of combined data assimilation
and optimization.

REFERENCES

Alhuthali, A.H., Datta-Gupta, A., Yuen, B., and
Fontanilla, J.P. (2010). Optimizing smart well controls
under geologic uncertainty. Journal of Petroleum Sci-
ence and Engineering, 73, 107–121.

Aziz, K. and Settari, A. (1979). Petroleum reservoir
simulation. Applied Science Publishers.
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Abstract: Despite a significant potential to improve industrial standards, practical applications
of production optimization are impeded by geological uncertainty. As a mean to handle the
associated financial risks, the oil literature has devised a range of ensemble-based strategies
that seek to optimize proper combinations of sample-estimated risk measures to balance the
opposing objectives of risk and reward. Many of the associated optimization problems are
naturally formulated in terms of multi-objective optimization (MOO). Ideally, MOO problems
should be solved by generating an approximation to the efficient frontier of optimal trade-
offs between risk and return. However, the large-scale nature of real-life oil reservoirs implies
that formation of the frontier often becomes computationally intractable in practice. To meet
this challenge, this paper introduces a generalized least squares (LS) approach that provides an
efficient and unified solution strategy for ensemble-based multi-objective optimization problems.
At its core, the LS method uses an a priori characterization of desirable trade-offs that allows
the method to focus on a single Pareto optimal point. Consequently, the LS approach avoids
the need to generate a representative of the efficient frontier. In turn, this significantly reduces
computational complexity compared to most MOO methods. As a result, the LS method poses
a practical alternative to conventional strategies when the efficient frontier is unknown and
computationally intractable to generate.

Keywords: Optimal control, Model-based control, Production control, Risk, Stochastic
modelling.

1. INTRODUCTION

In the oil literature, production optimization refers to the
use of nonlinear model predictive control (NMPC) to en-
hance the process of oil field water-flooding (Jansen et al.,
2009). In particular, by combining mathematical reservoir
models with advanced gradient-based optimization tools,
production optimization seeks to determine the set of well
configurations that maximize a performance index such
as the cumulative oil recovery or the financial measure
of life-cycle net present value (NPV). While numerical
case studies have demonstrated a significant potential of
production optimization to improve industrial practices,
commercialization of the technology remains challenged
by inherent geological uncertainties. To address the chal-
lenges of uncertainty, the oil literature has mainly consid-
ered ensemble-based methods (Van Essen et al. (2009)).
Such methods seek to represent geological uncertainty
by an ensemble of equally probable model realizations.
Effectively, the ensemble is used to generate a discrete
approximation to the continuous profit distribution. To
minimize risk and promote profits, the idea is to formulate
optimization problems that manipulate the discrete profit

� This project is financially supported by the Danish Hydrocarbon
Research and Technology Centre.

distribution to balance risk and reward according to ap-
propriate measures of risk. Prevalent ensemble-based risk
mitigation strategies include mean-variance optimization
(MVO) (Bailey et al. (2005), Capolei et al. (2015b)) and
conditional value-at-risk optimization (CVaRO) (Capolei
et al. (2015a), Siraj et al. (2015b), Codas et al. (2016)).
While the strategies differ by the way they quantify risk,
the associated optimization problems naturally fall into
the category of multi-objective optimization (MMO). In
addition, production optimization problems that seek to
balance short-term and long-term profits can also be clas-
sified in this way (Liu and Reynolds, 2015). This common
structure of production optimization problems allows for
a unified approach to their solution in terms of MOO
methods. Typically, MOO methods seek to generate a
representative of the Pareto front, i.e., the set of all optimal
trade-offs between risk and reward. By generating the
Pareto front, MOO methods present management with
the opportunity to locate the trade-off that provides the
best fit to the given application. As a drawback, the
large scale nature of production optimization makes the
approach computationally demanding to the point where
many practical applications become intractable. This issue
is particularly pronounced in the case of ensemble-based
methods that rely on a large number of reservoir simu-
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1. INTRODUCTION

In the oil literature, production optimization refers to the
use of nonlinear model predictive control (NMPC) to en-
hance the process of oil field water-flooding (Jansen et al.,
2009). In particular, by combining mathematical reservoir
models with advanced gradient-based optimization tools,
production optimization seeks to determine the set of well
configurations that maximize a performance index such
as the cumulative oil recovery or the financial measure
of life-cycle net present value (NPV). While numerical
case studies have demonstrated a significant potential of
production optimization to improve industrial practices,
commercialization of the technology remains challenged
by inherent geological uncertainties. To address the chal-
lenges of uncertainty, the oil literature has mainly consid-
ered ensemble-based methods (Van Essen et al. (2009)).
Such methods seek to represent geological uncertainty
by an ensemble of equally probable model realizations.
Effectively, the ensemble is used to generate a discrete
approximation to the continuous profit distribution. To
minimize risk and promote profits, the idea is to formulate
optimization problems that manipulate the discrete profit
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the associated optimization problems naturally fall into
the category of multi-objective optimization (MMO). In
addition, production optimization problems that seek to
balance short-term and long-term profits can also be clas-
sified in this way (Liu and Reynolds, 2015). This common
structure of production optimization problems allows for
a unified approach to their solution in terms of MOO
methods. Typically, MOO methods seek to generate a
representative of the Pareto front, i.e., the set of all optimal
trade-offs between risk and reward. By generating the
Pareto front, MOO methods present management with
the opportunity to locate the trade-off that provides the
best fit to the given application. As a drawback, the
large scale nature of production optimization makes the
approach computationally demanding to the point where
many practical applications become intractable. This issue
is particularly pronounced in the case of ensemble-based
methods that rely on a large number of reservoir simu-
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a unified approach to their solution in terms of MOO
methods. Typically, MOO methods seek to generate a
representative of the Pareto front, i.e., the set of all optimal
trade-offs between risk and reward. By generating the
Pareto front, MOO methods present management with
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sified in this way (Liu and Reynolds, 2015). This common
structure of production optimization problems allows for
a unified approach to their solution in terms of MOO
methods. Typically, MOO methods seek to generate a
representative of the Pareto front, i.e., the set of all optimal
trade-offs between risk and reward. By generating the
Pareto front, MOO methods present management with
the opportunity to locate the trade-off that provides the
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large scale nature of production optimization makes the
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lations. Recently, Christiansen et al. (2017) introduced a
least squares (LS) method for efficient short-term versus
long-term optimization. The method specifically targets
problems where the Pareto front is computationally in-
tractable to generate. Concretely, the LS approach relies
on an a priori characterization of trade-offs. This allows
the method to narrow it’s focus to a single Pareto optimal
point of pre-specified attractive features. As a drawback,
the LS method assumes the reservoir description to be
exactly known, i.e., the problem formulation does not allow
for uncertain model parameters. To this end, this paper
generalizes the LS framework to account for geological
uncertainty. Effectively, this broadens applications of the
LS methodology to ensemble-based risk mitigation strate-
gies and provides a unified approach to the efficient and
reliable solution of the underlying class of MOO problems,
including MVO and CVaRO. Further, the computational
complexity of the generalized LS method scales linearly
with the number of objectives. This implies that the gen-
eralized LS approach provides a convenient and efficient
way to trade-off a large number of risk-related objectives
simultaneously. As a results, the LS method provides in-
creased flexibility compared to conventional a posteriori
methods, where the curse of dimensionality has limited
previous applications to bi-criteria objective functions. To
establish proof-of-concept, a numerical case study applies
the generalized LS method to efficiently solve a mean-
variance problem for a 2D synthetic black-oil reservoir with
an ensemble of 10 permeability realizations. The results
demonstrate the ability of the generalized LS method to
efficiently trade-off risk and reward at significantly reduced
computational cost relative to a conventional bi-criteria
MVO approach.
The paper is organized as follows. Section 2 introduces
ensemble-based oil production optimization. Section 3 de-
scribes risk mitigation in the context of multi-objective
optimization and Section 4 presents the generalized LS
method. Numerical results are presented in Section 5 and
conclusions are made in Section 6.

2. OIL PRODUCTION OPTIMIZATION

Life-cycle oil production optimization seeks to enhance the
recovery stage of oil field water-flooding by solution of
an optimal control problem (Brouwer and Jansen, 2004;
Sarma et al., 2005; Nævdal et al., 2006; Foss and Jensen,
2011; Völcker et al., 2011; Capolei et al., 2013):

max
u∈U

ψ(u; θ) (1)

For a specific set of geological and petrophysical model
parameters, θ ∈ Rn, the goal is to determine the optimal
well settings, u ∈ U , that maximize the cumulative NPV,
ψ, defined by

ψ(u; θ) =
N−1∑

k=0

[∑

i∈P

(rgqg,i + roqo,i − rwpqw,i)

−
∑

l∈I

rwiqw,l + rgiqg,l

]
∆tk

(2)

Here ro, rg, rwp, rgi and rwi denote the gas price, the
oil price, the water separation cost, the gas injection cost
and the water injection cost, respectively; qg,i, qw,i and
qo,i are the volumetric gas, water and oil flow rates at
producer i; qw,l and qg,l are the volumetric well injection

rates at injector l; N is the number of control steps and
∆tk = tk+1 − tk denotes the length of the time step. Well
flow rates are computed using the Peaceman well model
(Peaceman, 1983). For each time-step, tk, the state-space
variables, xk = x(tk), denote reservoir pressures and fluid
saturations whereas uk = u(tk) represents a zero-order-
hold parametrization of the well controls. The states xk are
computed by a black-oil model based on mass conservation
and Darcy’s law for porous media. Relative permeabilities
are based on tables that mimic empirical data. See e.g.
Aziz and Settari (1979); Chen et al. (2006); Chen (2007).

2.1 Production optimization under uncertainty

Simulation-based studies show that production optimiza-
tion has a significant potential to improve real-world dom-
inating practices. However, the transition to industrial ap-
plications relies on proper mathematical treatment of the
largely unknown geological features of offshore oil fields. In
particular, to be of practical relevance, the optimal control
problem (1) must account for geological uncertainty in the
model parameters, θ ∈ Rn. To this end, it has become com-
mon practice to use ensemble-based strategies. Ensemble-
based methods seek to represent geological uncertainty by
a collection of model realizations that all fit the available
geological data equally well:

θnd
= {θ1, θ2, ..., θnd} = {θi}nd

i=1. (3)

To quantify risk, ensemble-based methods approximate
the continuous NPV probability distribution by the dis-
crete set of profit realizations

ψnd
= {ψi}nd

i=1, where ψi = ψ(u; θi), 1 ≤ i ≤ nd. (4)

For a given operating profile, u ∈ U , the set of discrete
profits (4) provides a complete picture of how revenue is
distributed over the range of model realizations. Using this
information, ensemble-based methods seek to mitigate risk
by reducing the probability of low profit outcomes. In prac-
tice, this is accomplished by minimizing an appropriate
risk measure, R : ψnd

→ R :

min
u∈U

R(ψ(u; θnd
)). (5)

In the oil literature, widely used risk measures, R, include
expected return (E) (Van Essen et al., 2009), the profit
variance (V) (Capolei et al., 2015b)) and Conditional
value-at-risk (Cα) (Siraj et al., 2015b) :

E := − 1

nd

nd∑

i=1

ψi, (6)

V :=
1

nd − 1

nd∑

i=1

(ψi − E)2, (7)

Cα := − 1

nα

nα∑

i=1

ψ̃i. (8)

Each risk measure provides a quantification of risk by
capturing different aspects of the discrete profit distribu-
tion, ψnd

. In particular, E aims to promote high profits by
maximizing the mean value whereas V seeks to localize the
distribution to avoid volatility and large profit deviations.
In turn, Cα targets the tail of the distribution by maxi-
mizing the expected return over the α · 100% lowest profit
realizations, {ψ̃i}nα

i=1, for a given α ∈ (0, 1). See Capolei
et al. (2015a) for a comprehensive survey on risk measures
in oil production optimization.
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Fig. 1. Illustrative Pareto front of optimal trade-offs in the
case of two objectives, e.g. risk and reward.

3. ENSEMBLE-BASED MULTI-OBJECTIVE
OPTIMIZATION

To provide a proper quantification of risk, it is often neces-
sary to include multiple features of the discrete profit dis-
tribution, ψnd

. To this end, many ensemble-based methods
seek to optimize appropriate combinations of the funda-
mental risk measures (6)-(8). As a challenge, the individual
risk-related objectives are often in mutual conflict. For
example, the desire to increase returns are often bound to
higher risks and vice versa. Consequently, many ensemble-
based strategies, including MVO and CVaRO, are natu-
rally formulated as multi-objective optimization problems
that take the general form

min
u∈U

f(u) = (R1(u), R2(u), ...,Rm(u))
T

. (9)

Since the individual objectives are in mutual conflict,
there does not exists a single optimal operating profile,
u ∈ U , that simultaneously minimizes all components of
the objective vector, f. Instead, an optimal solution to
(9) is characterized by the property that no objective,
Ri, can be further minimized without increasing at least
one other objective, Rj . Such a solution is said to be
a Pareto optimal trade-off (Pareto, 1971). In practice,
there is typically an infinite number of optimal trade-
offs. Together they constitute the Pareto optimal set, O.
Each element u ∈ O gives rise to a different optimal risk
scenario that, from a mathematical point of view, provides
a satisfactory solution to the risk mitigation problem (9).
The goal of a posteriori MOO methods is to generate a
representative collection of these trade-offs in order for
management to decide which scenario fits the application
the best. In particular, a posteriori MOO methods seek to
generate an approximation to the Pareto front of optimal
trade-offs:

F = {f(u) = (R1(u), R2(u), ...,Rm(u)) | u ∈ O}. (10)

In the general case of m objectives, the Pareto front defines
a hyper-surface in the objective space. Fig. 1 illustrates
the Pareto front in the concrete case of two objectives.
For a more elaborate introduction to multi-objective oil
production optimization, see e.g. Liu and Reynolds (2015);
Christiansen et al. (2017).

Remark 1. In addition to a posteriori methods, the oil lit-
erature has proposed a number of a priori MOO methods,
where only a single trade-off is generated (Van Essen et al.,
2011; Chen et al., 2012; Fonseca et al., 2014; Siraj et al.,

2015a). For a discussion on these methods in the context
of multi-objective optimization, see e.g. Christiansen et al.
(2017).

3.1 Multi-objective risk mitigation by weighted sums

In the oil literature, the weighted sum method (WS) repre-
sents one of the most widely used a posteriori MOO meth-
ods. To approximate the Pareto front, the WS method
reformulates the MOOP as a sequence of single objective
optimization problems by assigning a non-negative weight,
wi, to each objective, Ri, such as to minimize the wighted
sum of objectives

min
u∈U

m∑

i=1

wiRi(ψ(u; θnd
)). (11)

Each choice of positive weights, {wi}m
i=1, leads to a Pareto

optimal trade-off (Miettinen (1999), Thm. 3.1.2). Conse-
quently, by iterating over different weight constellations, it
is possible to generate a representative of the efficient fron-
tier. As a drawback, the large scale nature of oil production
optimization makes the need for repeated optimizations
time-consuming and computationally demanding. Further,
it is a non-trivial task to determine the weights, {wi}m

i=1,
that provide a proper representation of the frontier. Ulti-
mately, these computational challenges prevent industrial
applications.

Example 2. Mean-variance optimization (MVO) (Capolei
et al., 2015b) uses the WS method to locate the optimal
balance between the objectives of risk, V, and reward,
E, by solving a sequence of m bi-criteria optimization
problems for different choices of the weight parameter, λi :

max
u∈U

λiE(ψ(u; θnd
)) − (1 − λi)V(ψ(u; θnd

)), 1 ≤ i ≤ m.

(12)

Each iteration of the optimization algorithm relies on
nd reservoir simulations to calculate E(ψ(u; θnd

) and
V(ψ(u; θnd

)). The highly non-linear nature of oil produc-
tion optimization implies that iteration counts usually ex-
ceed 100. Hence, it is not uncommon that ensemble-based
risk mitigation strategies like MVO require more than 100·
nd ·m reservoir simulations to generate a representation of
the Pareto front.

4. A GENERALIZED LEAST SQUARES APPROACH

To meet the computational challenges of a posteriori MOO
methods, the following introduces a new least squares
(LS) approach for efficient risk-related multi-objective
decision-making in oil production optimization. The LS
method extends the work of Christiansen et al. (2017) to
account for uncertainty in the model parameters, θ ∈ Rn.
In this way, the LS approach provides a unified and
computationally attractive approach to the solution of
multi-objective ensemble-based risk mitigation problems.

4.1 Characterization of desirable Pareto points

Ideally, a posteriori methods should be used to generate
a representative of the Pareto front to support informed
decision making. However, for large-scale applications, the
Pareto front is often computationally unavailable. This
poses the natural question of how to preselect desirable
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Variance

Return

Fig. 2. Illustration of the key idea behind the LS method
and the characterization of desirable trade-offs. By
minimizing the Euclidian distance to the utopian risk
scenario, the LS method locates the trade-off at the
bend of the frontier (�). By moving towards the bend,
from � to ∆, the LS method properly balances risk
and reward by promoting each objectives as much
as possible without compromising the other in the
process.

Pareto points without explicit knowledge of the efficient
frontier. Christiansen et al. (2017) have recently proposed
an answer to this question using an a priori characteriza-
tion of desirable Pareto points in terms of the utopian risk
scenario:

Definition 3. The utopian risk scenario is defined as the
vector R∗ := (R∗

1, R∗
2, ...,R∗

m), where R∗
i , 1 ≤ i ≤ m

denotes the solution to the optimization problem

min
u∈U

Ri(ψ(u; θnd
)). (13)

The utopian risk scenario serves as a natural mean to
characterize desirable trade-offs. The key idea is to favor
Pareto points that remain close to the utopian profit
scenario as measured in terms of deviations from the ideal,
R∗ :

∆Ri := ψ∗ − ψi, i ∈ {1, 2, ..., m}. (14)

In particular, a Pareto point is considered desirable if it
remains close to the utopian risk scenario in the sense of
least squares:

Definition 4. The Pareto point Ψ = (R1, R2, ...,Rm) is
considered preferable to the Pareto point � = (ρ1, ρ2, ..., ρm),
provided that

m∑

i=1

(Ri − R∗
i )

2 ≤
m∑

i=1

(ρi − R∗
i )

2, (15)

where R∗ = (R∗
1, R∗

2, ...,R∗
m) denotes the utopian risk

scenario. A Pareto point, P, that is preferable to all other
Pareto points is considered optimal.

In essence, the classification of Definition 4 ensures that
desirable optimal Pareto points only deviate slightly from
the utopian risk scenario as measured by the Euclidian
distance. In this way, the classification screens out trade-
offs where a given objective, Ri, is severely compromised
at the expense of promoting others. For example, the
classification naturally disregards the unattractive trade-
offs that only favor high profits and neglect the associated
risks. As a result, the classification narrows the search to

Fig. 3. Well setup and permeability field.

trade-offs that provide a proper balance between risk and
reward. Fig. 2 illustrates the key idea.

4.2 The LS optimization problem

To locate desirable trade-offs, P, this paper introduces the
generalized least-squares approach:

min
u∈U

ψLS =
1

2

m∑

i=1

(Ri(ψ(u; θnd
)) − R∗

i )
2. (16)

The LS method (16) is guaranteed to locate a (local)
Pareto optimal solution (Miettinen (1999), Thm. 2.1.1).
By design, this Pareto optimal trade-off minimizes the
Euclidian distance to the utopian risk scenario. In this way,
the LS method generates the optimal trade-off that in-
creases each objective as much as possible without severely
compromising other objectives in the process. As a result,
the method obtains a proper balance between risk and
reward without having to generate the efficient frontier.
Further, as opposed to a posteriori methods, the computa-
tional complexity of the LS method scales linearly with the
number of objectives. Altogether this makes the approach
a computationally attractive alternative to conventional
MOO methods in situations where the efficient frontier is
unavailable.

5. NUMERICAL RESULTS

To demonstrate the LS method’s ability to properly bal-
ance the objectives of risk and reward, the following case
study uses (16) to solve the mean-variance multi-objective
optimization problem

min
u∈U

f(u) = [−E(ψ(u; θnd
)),V(ψ(u; θnd

))] . (17)

As a base case reference, the LS solution is compared to
the Pareto front generated by a bi-criteria MVO approach
(12) with weights {λi}10i=0 = { i

10}. In all computations,

the variance is scaled by wv := 10−7 to ensure comparable
magnitudes of the objectives.

5.1 Case study description

The case study uses a 2D synthetic black oil reservoir
model of dimensions 800 m × 1000 m × 10 m, which by
spatial discretization has been divided into 80×100×1 cell
blocks. To represent geological uncertainty, the case study
uses an ensemble of 10 channeled isotropic permeability
fields, where the permeability ranges between 0-1200mD.
The reservoir is produced for 3600 days under water
flooding conditions. It contains six water injectors and
six producers. All wells are horizontal. Fig. 3 shows the
well setup. The bhps of the producer wells are kept fixed
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Table 1. Reservoir data.

description symbol value Metric

physical dim (x, y, y) (800, 1000, 10) [m]
grid-cell dim (∆x,∆y,∆z) (10, 10, 10) [m]
porosity, uniform φ 0.2 -
water comp cw 1.45e-5 [bar−1]
rock comp cr 4.35E-10 [bar−1]
capillary pressure Pc 0 [bar]
pore volume Vpore 1.6e6 [m3]
oil in place Voip 1.28e6 [m3]
permeability range (kx, ky) [0, 1200] [mD]
bubble-point pressure Pb 153.67 [bar]
datum press Pr 130.00 [bar]
datum depth dr 1500.00 [m]
oil water contact OWC 2000.00 [m]
gas-oil contact GOC 1000.00 [m]
initial water saturation Swi 0.2 -

at 125 bar and the water injection rates are subject to
control with a sample time of 30 days. The water injection
rates are bound to be in the interval [0.1, 250] m3/day,
with a rate of movement constraint of ±30m3/day. The
total injection rate is constrained to a maximum of 750
m3/day. The initial water injection rates, uinit, are set to
62.5 m3/day for each well. All simulations are performed
using the Eclipse E300 black oil reservoir simulator. Table
1 shows petrophysical simulation parameters. Solutions to
the optimization problems, (12) and (16), are found by
MATLABs build-in function fmincon with an interior-
point algorithm and a tolerance of ε = 10−8. The current
best, but non-optimal iterate, is returned if the iteration
count exceeds 100 and the objective function violates
sufficient decrease conditions. Gradients required by the
optimization algorithm are computed efficiently by the
adjoint method (Jørgensen, 2007; Völcker et al., 2011;
Capolei et al., 2012a,b; Jansen, 2011; Sarma et al., 2005;
Suwartadi et al., 2012).

5.2 Comparison of the LS method and MVO

Fig. 4 compares the LS solution to the Pareto front
representative generated by MVO. Table 2 shows the
corresponding Pareto optimal values of expected return
(E) and standard deviation (S). The results show that
the LS method manages to locate the trade-off at the
bend of the efficient frontier. Compared to the extreme
MVO case of λ := 1, the LS method produces a trade-
off that maintains a high expected return, while reducing
the risk of profit loss considerably. In particular, expected
return is reduced by just 1.5 million USD, while the
the standard deviation is reduced by approximately 3
million USD. Also, compared to the extreme MVO case
of λ := 0, the LS method manages to drastically increase
expected return from 76.1 million USD to 102.6 million
USD. The cost is a slight increase in the standard deviation
of approximately 3.2 million USD. Overall, the results
show that the LS method manages to locate a trade-off
that properly balances the objectives of risk and reward,
without any knowledge of the shape of the efficient frontier.
In turn, this makes the LS method a computational
attractive alternative to MVO. In particular, Table 2
compares MVO and the LS method in terms of equivalent
reservoir simulations required to meet the stopping criteria
of fmincon. While MVO requires a total of 17150 reservoir
simulations, the LS method needs only perform 3090. This
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Fig. 4. Pareto front representative computed by MVO
compared to the LS optimal trade-off. The Pareto
optimal points are displayed in terms of expected
return (E) and standard deviation (S).

Table 2. Comparison of MVO and the LS method.

Strategy E [million USD] S [million USD] # Reservoir simulations

MVO (WS) - - 17150
λ = 1 104.1 9.53 1120
λ = 0.9 104.4 9.28 3550
λ = 0.8 103.9 8.13 2140
λ = 0.7 104 7.73 210
λ = 0.6 103.5 7.33 1930
λ = 0.5 103.1 6.90 1540
λ = 0.4 102.8 6.65 610
λ = 0.3 101.5 6.35 2110
λ = 0.2 98.7 5.88 1370
λ = 0.1 91.9 4.84 1510
λ = 0 76.1 3.36 1060

LS 102.6 6.54 3090

amounts to a reduction of the computational effort by
approximately 82 %.

6. CONCLUSION

This paper has introduced a generalized least squares
method for efficient and reliable ensemble-based multi-
objective optimization. The LS approach extends the work
of Christiansen et al. (2017) to handle geological uncertain-
ties and it is designed specifically for situations where the
efficient frontier is computationally intractable to gener-
ate. The extension paves the way for a unified approach
to large-scale risk mitigation strategies in oil production
optimization and serves a convenient mean to efficiently
overcome the computational challenges of ensemble-based
multi-objective optimization. In particular, the computa-
tional complexity of the LS approach scales linearly with
the number of objectives. This allows for optimization of
multiple risk-related objectives, whereas previous applica-
tions have been limited to bi-criteria problems. Using 10
realizations of a 2D synthetic black oil reservoir, numerical
results have demonstrated the LS method’s ability to prop-
erly balance risk and reward by solving a mean-variance
optimization problem at significantly reduced computa-
tional effort relative to a conventional bi-criteria MVO
approach. In this regard, the main computational work-
load tied to repeated reservoir simulations was reduced
by approximately 82 %. Future work seeks to use this
increased computationally flexibility of the LS method to
investigate the potential benefits on the balance between
risk and reward that comes from combining more than two
risk-related objectives.
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porosity, uniform φ 0.2 -
water comp cw 1.45e-5 [bar−1]
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datum press Pr 130.00 [bar]
datum depth dr 1500.00 [m]
oil water contact OWC 2000.00 [m]
gas-oil contact GOC 1000.00 [m]
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at 125 bar and the water injection rates are subject to
control with a sample time of 30 days. The water injection
rates are bound to be in the interval [0.1, 250] m3/day,
with a rate of movement constraint of ±30m3/day. The
total injection rate is constrained to a maximum of 750
m3/day. The initial water injection rates, uinit, are set to
62.5 m3/day for each well. All simulations are performed
using the Eclipse E300 black oil reservoir simulator. Table
1 shows petrophysical simulation parameters. Solutions to
the optimization problems, (12) and (16), are found by
MATLABs build-in function fmincon with an interior-
point algorithm and a tolerance of ε = 10−8. The current
best, but non-optimal iterate, is returned if the iteration
count exceeds 100 and the objective function violates
sufficient decrease conditions. Gradients required by the
optimization algorithm are computed efficiently by the
adjoint method (Jørgensen, 2007; Völcker et al., 2011;
Capolei et al., 2012a,b; Jansen, 2011; Sarma et al., 2005;
Suwartadi et al., 2012).

5.2 Comparison of the LS method and MVO

Fig. 4 compares the LS solution to the Pareto front
representative generated by MVO. Table 2 shows the
corresponding Pareto optimal values of expected return
(E) and standard deviation (S). The results show that
the LS method manages to locate the trade-off at the
bend of the efficient frontier. Compared to the extreme
MVO case of λ := 1, the LS method produces a trade-
off that maintains a high expected return, while reducing
the risk of profit loss considerably. In particular, expected
return is reduced by just 1.5 million USD, while the
the standard deviation is reduced by approximately 3
million USD. Also, compared to the extreme MVO case
of λ := 0, the LS method manages to drastically increase
expected return from 76.1 million USD to 102.6 million
USD. The cost is a slight increase in the standard deviation
of approximately 3.2 million USD. Overall, the results
show that the LS method manages to locate a trade-off
that properly balances the objectives of risk and reward,
without any knowledge of the shape of the efficient frontier.
In turn, this makes the LS method a computational
attractive alternative to MVO. In particular, Table 2
compares MVO and the LS method in terms of equivalent
reservoir simulations required to meet the stopping criteria
of fmincon. While MVO requires a total of 17150 reservoir
simulations, the LS method needs only perform 3090. This
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return (E) and standard deviation (S).

Table 2. Comparison of MVO and the LS method.

Strategy E [million USD] S [million USD] # Reservoir simulations

MVO (WS) - - 17150
λ = 1 104.1 9.53 1120
λ = 0.9 104.4 9.28 3550
λ = 0.8 103.9 8.13 2140
λ = 0.7 104 7.73 210
λ = 0.6 103.5 7.33 1930
λ = 0.5 103.1 6.90 1540
λ = 0.4 102.8 6.65 610
λ = 0.3 101.5 6.35 2110
λ = 0.2 98.7 5.88 1370
λ = 0.1 91.9 4.84 1510
λ = 0 76.1 3.36 1060

LS 102.6 6.54 3090

amounts to a reduction of the computational effort by
approximately 82 %.

6. CONCLUSION

This paper has introduced a generalized least squares
method for efficient and reliable ensemble-based multi-
objective optimization. The LS approach extends the work
of Christiansen et al. (2017) to handle geological uncertain-
ties and it is designed specifically for situations where the
efficient frontier is computationally intractable to gener-
ate. The extension paves the way for a unified approach
to large-scale risk mitigation strategies in oil production
optimization and serves a convenient mean to efficiently
overcome the computational challenges of ensemble-based
multi-objective optimization. In particular, the computa-
tional complexity of the LS approach scales linearly with
the number of objectives. This allows for optimization of
multiple risk-related objectives, whereas previous applica-
tions have been limited to bi-criteria problems. Using 10
realizations of a 2D synthetic black oil reservoir, numerical
results have demonstrated the LS method’s ability to prop-
erly balance risk and reward by solving a mean-variance
optimization problem at significantly reduced computa-
tional effort relative to a conventional bi-criteria MVO
approach. In this regard, the main computational work-
load tied to repeated reservoir simulations was reduced
by approximately 82 %. Future work seeks to use this
increased computationally flexibility of the LS method to
investigate the potential benefits on the balance between
risk and reward that comes from combining more than two
risk-related objectives.
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A FAST AND MEMORY-EFFICIENT SPECTRAL GALERKIN
SCHEME FOR DISTRIBUTED ELLIPTIC OPTIMAL CONTROL

PROBLEMS∗

LASSE H. CHRISTIANSEN † AND JOHN B. JØRGENSEN ‡

Abstract. Many scientific and engineering challenges can be formulated as optimization prob-
lems which are constrained by partial differential equations (PDEs). These include inverse problems,
control problems, and design problems. As a major challenge, the associated optimization procedures
are inherently large-scale. To ensure computational tractability, the design of efficient and robust
iterative methods becomes imperative. To meet this challenge, this paper introduces a fast and
memory-efficient preconditioned iterative scheme for a class of distributed optimal control problems
governed by convection-diffusion-reaction (CDR) equations. As an alternative to low-order dis-
cretizations and Schur-complement block preconditioners, the scheme combines a high-order spectral
Galerkin method with an efficient preconditioner tailored specifically for the CDR application. The
preconditioner is matrix-free and can be applied within linear complexity where the proportionality
constant is small. Numerical results demonstrate that the preconditioner is ideal in the sense that
appropriate Krylov subspace methods converge within a low number of iterations, independently of
the problem size and the Tikhonov regularization parameter.

Key words. PDE-constrained optimization, Saddle-point problems, Preconditioning, Spectral
methods, Optimal control.

AMS subject classifications. 49J20, 65F08, 65F10, 93C20

1. Introduction. PDE-constrained optimal control is ubiquitous in science and
engineering. Applications include diverse areas such as geoscience, chemical process
industry, aerodynamics, quantum systems, medicine, manufacturing, and financial
engineering [15]. However, real-life applications are impeded by computational chal-
lenges tied to the large-scale nature of PDE-constrained optimal control. Often, the
computational bottleneck amounts to solving large linear saddle-point systems [10].
The large dimensions imply that direct linear solvers become inefficient in terms of
both CPU-time and storage. Consequently, proper design of preconditioned iterative
methods are of crucial importance. The literature provides a variety of preconditioned
schemes targeting specific applications. These include Poisson control [21, 25], Stokes
control [22], Navier-Stokes control [8, 19], and optimal control of reaction-diffusion
processes [20]. Most of these schemes combine low-order finite element discretizations
with Schur-complement block preconditioners. While this constellation has proven
effective for a range of model problems, computational efficiency relies heavily on the
availability of inexpensive approximations to the Schur-complement.

As an alternative to existing methodologies, this paper proposes a fast, high-
precision and memory-efficient spectral Galerkin (SG) scheme tailored for distributed
elliptic optimal control problems governed by convection-diffusion-reaction (CDR)
equations. Such problems are of importance to e.g. chemical process engineering,
mathematical biology and simulation of fluid flow. Compared to existing practices,
the SG scheme contributes in two ways. Firstly, in contrast to the wide use of low-
order discretizations, the SG scheme uses a custom-made high-order spectral Galerkin
method. This is motivated by the observation that when 1) the optimization prob-
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2 L.H. CHRISTIANSEN, AND J.B. JØRGENSEN

lem is constrained only by the PDE or when 2) integral constraints are imposed on
the state - and/or control variable, spectral methods converge spectrally fast to the
optimal solution, provided only that the data of the problem is smooth [6]. Conse-
quently, compared to low-order finite difference or finite element methods, the SG
scheme requires significantly fewer unknowns to resolve the problem to a given pre-
cision. Effectively, this reduces computational complexity by lowering both storage
requirements and CPU-time. Secondly, the scheme uses a new preconditioner tailored
specifically to CDR optimal control problems that arise from the SG discretization. At
its core, the preconditioner uses an efficient direct solver for linear diffusion-reaction
type equations with constant coefficients. In this way, it resembles a fast Poisson pre-
conditioner known from traditional boundary value problems [7]. Unlike most precon-
ditioners that target PDE-constrained optimization, it does not rely on the availability
of Schur-complement approximations. Further, the preconditioner is matrix-free and
can be applied within linear complexity where the proportionality constant is small.

Previously, efficient spectral Galerkin schemes have been developed in the context
of Poisson control [5, 6]. Here the authors proposed an efficient direct solver that
relies on diagonalization [26]. As a drawback, the methods are restricted to linear
constant coefficient problems. In this perspective, this paper provides a non-trivial
extension of [5, 6] to efficiently handle more complex cases of variable-coefficients. In
this way, this research may pave the way for new applications of high-order methods
to PDE-constrained optimal control. To demonstrate the schemes potential, two case
studies solve CDR distributed optimal control problems in 2D and 3D, respectively.
The numerical results show that spectrally accurate optimal controls can be obtained
within a few iterations of a suitable preconditioned Krylov subspace method. Further,
the results show that the iteration count is independent of both the problem size and
the Tikhonov regularization parameter. This strongly suggest that the preconditioner
is ideal for the application.

The paper is organized as follows. Section 2 introduces the optimal control prob-
lem and derives first-order necessary optimality conditions. Discretization of the op-
timality conditions is described in Section 3. Section 4 introduces the SG scheme,
including the new preconditioner. Section 5 presents numerical results and conclu-
sions are made in Section 6.

2. A class of elliptic optimal control problems. This paper treats the class
of distributed elliptic optimal control problems in the form:

min
y∈Y, u∈U

1

2
‖y − yd‖2L2(Ω) +

ρ

2
‖u‖2L2(Ω), ρ > 0,(2.1a)

s.t. −∇ · F(y) + γy = u+ f in Ω.(2.1b)
y = g on Γ.(2.1c)

Here the flux, F , is given by F(y) = α∇y + βy.

Tracking-type PDE-constrained problems of the type (2.1) trace back to the semi-
nal work of Lions [17]. Such problems seek to control the state variable, y ∈ Y ,
to a pre-specified set-point, yd ∈ Z, by manipulating the source of control, u ∈ U .
The objective (2.1a) expresses the desire to reach the set-point, yd, while the PDE-
constraints, (2.1b) and (2.1c), ensure that the optimal solution, (y∗, u∗) ∈ Y × U,
satisfies the underlying physical model, where g specifies the state on the boundary.
The constant ρ denotes the Tikhonov regularization parameter. PDEs of the type
(2.1b) model convection-diffusion-reaction processes. The equation typically derives
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from first principle mass conservation laws and can be written in the equivalent form

(2.2) L(y) ≡
d∑

i,j=1

Di(αDjy) +

d∑

i=1

Di(βiy) + γy = u+ f.

Here Di denotes the partial derivative, ∂
∂xi

, α(·) denotes the diffusion coefficient, β(·)
is a vector that specifies the direction and magnitude of convection and γ(·) describes
reaction. Fundamentally, there exists two approaches for the numerical solution of
(2.1). The literature distinguishes between the strategies of 1) optimize-then-discretize
(OD) and 2) discretize-then-optimize (DO). The OD approach uses techniques of op-
timization in Banach spaces to derive first-order necessary optimality conditions and
solves the associated infinite-dimensional system using an appropriate discretization
scheme. In contrast, the DO approach first discretizes (2.1) by replacing the objec-
tive (2.1a) and the PDE-constraints, (2.1b-2.1c), by finite dimensional counterparts.
In this way, the DO strategy allows for the use of conventional finite-dimensional
optimization theory [18]. In general, DO and OD do not commute [16], i.e., the ap-
proaches may lead to different finite-dimensional optimization problems depending on
the discretization scheme. In general, there is no broad consensus on the preferred
method and the choice between DO and OD often depends on the specific applica-
tion. For a more detailed discussion, see e.g. [13]. To solve (2.1), this paper uses
the OD approach. This choice allows for construction of numerical examples that can
verify convergence of the SG scheme to the true infinite-dimensional optimal state
and control, (y∗, u∗) ∈ Y × U .

2.1. OD - Variational formulation and first-order optimality conditions.
Following the OD approach, this section introduces the variational formulation of
(2.1), specifies underlying assumptions on the problem data and derives first-order
necessary optimality conditions that characterize the optimal solution (y∗, u∗) ∈ Y ×
U . To this end, let Ω ⊂ Rd, d = 1, 2, 3 be a bounded rectangular domain with
boundary, Γ.Without loss of generality, the following assumes homogeneous boundary
conditions, i.e., g := 0. Inhomogeneous boundary conditions are readily accounted for
by appropriately modifying the source, f. Take Y := H1

0 (Ω) to be the state space, let
U := L2(Ω) be the set of admissible controls and consider the space of test functions
V := H1

0 (Ω). The variational formulation of the optimal control problem (2.1) then
becomes:

min
y∈Y, u∈U

1

2
‖y − yd‖2L2(Ω) +

ρ

2
‖u‖2L2(Ω), ρ > 0,(2.3a)

s.t. a(y, v)− b(u, v) = 〈f, v〉L2(Ω) ∀ v ∈ V.(2.3b)

Here the bilinear forms a : Y × V → R, b : U × V → R are given by

a(y, v) =

∫

Ω

(F(y) · ∇v + γyv)dx(2.4)

b(u, v) =

∫

Ω

uvdx.(2.5)

To ensure well-posedness of the problem (2.3), this paper assumes that α, γ ∈ L∞(Ω)
are strictly positive and that βi ∈W 1,∞(Ω), f, yd ∈ L2(Ω). Also, this paper restricts
attention to diffusion-dominated problems, i.e., |β| is assumed to be of moderate size.
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For convection-dominated problems, see e.g. [31]. Lastly, it is assumed that the
following inequality holds

(2.6) − 1

2
∇ · β + γ ≥ 0, in Ω.

Under these assumptions, it is well-known that the optimal control problem (2.3)
admits a unique solution (y∗, u∗) ∈ Y × U [17, 30]. Further, optimization theory
in Banach spaces shows that the unique optimal solution to (2.3) corresponds to a
stationary point of the Lagrangian function L : H1

0 (Ω)× L2(Ω)×H1
0 (Ω)→ R [30]:

(2.7) L(y, u, p) :=
1

2
‖y − yd‖2L2(Ω) +

ρ

2
‖u‖2L2(Ω) + a(y, p)− b(u, p)− 〈f, p〉L2(Ω).

This is equivalent to the requirement that all partial Fréchet derivatives of the La-
grangian vanish, i.e., the unique solution (y∗, u∗) ∈ Y × U to (2.3) must satisfy that
∇L(y∗, u∗, p∗) = 0, where p∗ ∈ H1

0 (Ω) denotes the corresponding adjoint state. This
leads to the set of necessary and sufficient optimality conditions:

a(y∗, v) + b(u∗, v) = 〈f, v〉L2(Ω) ∀ v ∈ V, (State equation)(2.8a)
a(v, p∗) = 〈yd − y∗, v〉L2(Ω), ∀ v ∈ V, (Adjoint equation)(2.8b)
b(w, p∗) = ρ〈u∗, w〉, ∀ w ∈ U, (Gradient equation).(2.8c)

Note that the gradient equation (2.8c) leads to the condition

(2.9)
∫

Ω

(ρu∗ − p∗)wdx = 0, ∀ w ∈ U.

Since U = L2(Ω), it follows that ρu∗(x) = p∗(x), a.e. x ∈ Ω. Consequently, the
optimality conditions (2.8) reduce to the dual system of coupled PDEs

a(y∗, v)− b(u∗, v) = 〈f, v〉L2(Ω) ∀ v ∈ V, (State equation)(2.10a)
ρa(v, u∗) + b(y∗, v) = 〈yd, v〉L2(Ω), ∀ v ∈ V, (Adjoint equation).(2.10b)

3. OD - Discretization of the optimality system. The following describes
how to discretize the optimality system (2.10) using a customized spectral Galerkin
method. While the method was first introduced by [29] in the context of traditional
initial- boundary value problems, this paper is the first to recognize its computational
benefits to PDE-constrained optimal control. The method constitutes a corner stone
of the SG scheme and plays an integral role in the design of the new preconditioner.
Further, the spectral Galerkin method converges exponentially fast to the optimal
solution, (y∗, u∗) ∈ Y × U, provided only that f and zd are smooth [6, 32]. In
turn, spectral accuracy implies that only a few number of expansion modes, N , are
required to reach a given level of accuracy. Effectively, this lowers dimensionality of
the problem. For the class of CDR problems (2.1), the spectral Galerkin method
therefore provides an efficient alternative to conventional low-order finite differences
and finite element discretizations that currently predominate numerical schemes for
PDE-constrained optimization.

3.1. The spectral Galerkin method. For ease of treatment, the presentation
covers only the one-dimensional case on the reference domain Ω = [−1, 1]. Multi-
dimensional problems can be treated accordingly by forming tensor products of the
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one-dimensional components. To discretize the optimality system (2.10), let PN de-
note the set of all polynomials of degree less than or equal to N and consider the
subspace

(3.11) VN = {v ∈ PN : v(±1) = 0}.
Note that VN is a subspace of both Y = V := H1

0 (Ω) and U := L2(Ω). The spectral
Galerkin method approximates the true solution (y∗, u∗) ∈ Y × U by the truncated
series expansions

yN (x) =
N−2∑

k=0

ŷkψk(x), ŷ = {ŷk}N−2
k=0 ,(3.12)

uN (x) =
N−2∑

k=0

ûkψk(x), û = {ûk}N−2
k=0 .(3.13)

Here {φk}N−2
k=0 is a suitable basis for VN and ŷ, û denote the unknown expansion

coefficients. The choice of basis represents one of the primary differences between
spectral - and finite element methods. While finite element discretizations employ
local bases with finite regularity, spectral methods rely on global and smooth basis
functions such as Chebyshev, Legendre, Laguerre and Hermite polynomials [4]. The
efficiency of spectral discretizations rely crucially on the choice of basis. In this regard,
this paper uses a set of Fourier-like basis functions that was first introduced by [29]:

(3.14) ψk(x) =
N−2∑

j=0

qjkφj(x), 0 ≤ k ≤ N − 2.

Here Q = (qjk) is the orthogonal matrix whose columns are the eigenvectors of the
matrix, M̂ = (m̂ij), defined by

(3.15) m̂jk =

{
ckcj

(
2

2j+1 + 2
2j+5

)
, k = j

−ckcj 2
2k+5 , k = j + 2

, cj =
1√

4j + 6
,

while the auxiliary functions, φj , are given by

(3.16) φj(x) = cj (Lj(x)− Lj+2(x)) , 0 ≤ j ≤ N − 2.

{Lj(·)}Nk=0 denote the orthogonal Legendre polynomials. The benefits of the Fourier-
like basis to PDE-constrained optimization will be elaborated in Section 4.2.1. To
determine the associated unknown expansion coefficients, ŷ, û, the spectral Galerkin
method requires that the discrete optimality conditions hold

a(yN , vN )− b(uN , vN ) = 〈INf, vN 〉L2(Ω) ∀ vN ∈ VN ,(3.17a)
ρa(wN , uN ) + b(yN , wN ) = 〈INyd, wN 〉L2(Ω), ∀ wN ∈ UN .(3.17b)

Here IN denotes the interpolation operator over the set of Legendre-Gauss-Lobatto
(LGL) nodes, {xj}Nj=0. For details on LGL nodes and numerical quadrature, see e.g.
[14]. Since Q has full rank, the set of functions {ψk}N−2

k=0 form a new basis for VN .
Hence, the conditions (3.17) are equivalent to the coupled system of equations

a(yN , ψk)− b(uN , ψk) = 〈INf, ψk〉L2(Ω) 0 ≤ k ≤ N − 2,(3.18a)
ρa(ψk, uN ) + b(yN , ψk) = 〈INyd, ψk〉L2(Ω), 0 ≤ k ≤ N − 2.(3.18b)
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Using the notation,

ydk = 〈INyd, ψk〉, Y = (yd0 , yd1 , . . . , ydN−2
)T ,(3.19)

fk = 〈INf, ψk〉, F = (f0, f1, . . . , fN−2)T ,(3.20)
bij = a(ψj , ψi), B = (bij)i,j=0..N−2,(3.21)
mij = b(ψj , ψi), M = (mij)i,j=0..N−2,(3.22)

the discrete optimality system (3.18) can be written in matrix form

(3.23)
[
M ρBT

B −M

]

︸ ︷︷ ︸
A

[
ŷ
û

]

︸ ︷︷ ︸
x

=

[
Y
F

]

︸ ︷︷ ︸
b

.

For a more detailed introduction to spectral discretization methods and their appli-
cations, see e.g. the monographs [4, 12, 28] and the list of references therein.

4. The SG scheme - An efficient preconditioned iterative solver. The
discrete optimality conditions (3.23) constitute a linear system in saddle-point form
[3]. Here each of the blocks (1, 2) and (2, 1) represent a discretized PDE. Consequently,
the system is inherently large-scale. For constant-coefficient problems, there exists ef-
ficient direct solvers [5]. However, for variable-coefficient problems, the global nature
of the spectral basis functions implies that the matrix B becomes dense. Hence, in-
version of the matrix requires O(N3d) operations while formation and storage takes
additional O(N2d) operations. As a result, direct solution strategies become computa-
tionally demanding even for a moderate number of unknowns. Despite spectral accu-
racy, this prevents practical applications in three dimensions. To meet this challenge,
the following introduces the SG scheme that is tailored specifically for the efficient
solution of systems (3.23) that arise from the spectral Galerkin discretization. As an
addition to [5], the SG scheme provides an efficient way to handle variable-coefficients.
At its foundation, the scheme uses non-symmetric Krylov subspace (KSP) methods,
such as GMRES [24] and BiCG [9]. Fundamentally, KSP methods solve the linear
system (3.23) iteratively by approximating the true solution, x, using a sequence of
iterates, xk, that are extracted from the k-dimensional Krylov subspaces:

(4.24) K(A, r0) := span {r0, Ar0, A
2r0, ..., A

k−1r0}.

Here r0 := b − Ax0 denotes the initial residual vector. For large-scale problems, the
efficiency of KSP methods relies on two key components:

(i) Matrix-free and efficient evaluation of the matrix-vector products, Axk, to
avoid forming and storing the matrix, A.

(ii) An efficient preconditioner, P, to lower the iteration count of the given KSP
method.

In essence, the SG scheme comprises a new strategy of how to realize the requirements,
(i) and (ii), in the context of the optimality system (3.23). This naturally divides the
presentation of the scheme into the subsections 4.1 and 4.2.

4.1. Matrix-free evaluation of KSP matrix-vector products. It is well-
known that the complexity of matrix-vector products involving A can be reduced to
O(Nd+1) operations using sum-factorization methods that exploit the tensor-product
structure of the block matrices [4]. The following describes how computational costs
can be further reduced using transform methods. For simplicity, the presentation
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focuses on the one-dimensional case. Multi-dimensional transforms can be performed
through a sequence of one-dimensional transforms. Hence, the computational bot-
tleneck is tied to (N − 1) × (N − 1) matrix-matrix products. This implies that the
computational complexity amounts to a small multiple of Nd+1. Combined with the
high accuracy of the SG method, this makes the approach competitive, even for large
scale problems. Also, since matrix-matrix products constitute the computational bot-
tleneck, the scheme is highly amenable to parallelization.

4.1.1. KSP matrix-vector products by transform methods. Given an ar-
bitrary vector, [x̂1, x̂2]T ∈ R2(N−1), consider the matrix-vector product

(4.25)
[
M ρBT

B −M

]

︸ ︷︷ ︸
A

[
x̂1

x̂2

]

︸ ︷︷ ︸
xk

.

Section 4.2.1 shows that the use of the Fourier-like basis (3.14) implies that M be-
comes a diagonal matrix. Hence, the matrix-vector products Mx̂i, i = 1, 2 reduce
to Euclidean scalar products. The following therefore focuses on the matrix-vector
products that involve the full matrices, B and BT . To this end, define

(4.26) uN,i :=

N−2∑

`=0

x̂i,`ψ` ∈ VN , i = 1, 2,

where x̂i = {x̂i,`}N−2
`=0 . Since B = (bij)i,j=0..N−2, where bij = a(ψj , ψi) it follows that

(4.27) (Bx̂i)j = a(uN,i, ψj), j = 0, ..., N − 2.

Hence, the matrix-vector products that involve B can be computed matrix-free by
evaluation of the inner products (4.27) that take the explicit form

(4.28)
∫

Ω

α∇uN,i · ∇ψjdx
︸ ︷︷ ︸

T1

+

∫

Ω

(βuN,i) · ∇ψjdx
︸ ︷︷ ︸

T2

+

∫

Ω

γuN,iψjdx

︸ ︷︷ ︸
T3

, j = 0, ..., N − 2.

Similarly, the matrix-vector products, (BT x̂i)j , can be computed matrix-free by eval-
uation of the inner products a(ψj , uN,i). In both cases, the evaluation can be carried
out efficiently using transform methods. For simplicity, consider evaluation of the
term T3 :

(i) Evaluate uN,i at the LGL nodes, {xj}Nj=0, using the forward Legendre trans-
form

(4.29) uN,i(xj) =
N−2∑

k=0

x̂i,kψk(xj), j = 0, 1, ..., N.

(ii) Compute the coefficients, {ŵ}N−2
k=0 , by the backward Legendre transform

(4.30) IN (γuN,i)(xj) =

N−2∑

k=0

ŵkψk(xj), j = 1, 2, ..., N − 1.

(iii) Evaluate the inner products, T3, by computing

(4.31) 〈γuN,i, ψj〉 =

N−2∑

k=0

ŵk〈ψk, ψj〉, j = 0, 1, ..., N − 2.
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The terms T1 and T2 can be treated similarly. Each of the transform steps, (i)− (ii),
require O(Nd+1) operations while step (iii) can be carried out in O(Nd) operations.
In all cases, the proportionality constants are small. Hence, the evaluation scheme is
highly efficient for moderate size problems and remains reasonable efficient for most
large-scale problems.

4.2. The SG preconditioner. The role of a preconditioner, P , is to modify
the original system (3.23) to make it amenable to iterative solution strategies:

(4.32) P−1Ax = P−1b.

To effectively lower the iteration count, P−1 must provide a good approximation to
A−1. However, to be computationally efficient, the preconditioner must be matrix-free
and it should be inexpensive to compute the action of P−1.Good preconditioners man-
age to properly trade off these opposing objectives. In the context of PDE-constrained
optimal control, preconditioned iterative methods have gained considerable attention
[1, 2, 11]. In recent years, most contributions have focused on Schur-complement
block preconditioners [19, 20, 21, 22]:

(4.33) S :=

[
M ·
B Ŝ

]
.

Here Ŝ represents an approximation to the negative Schur-complement S := −M +
ρBTM−1B. Preconditioners of the type (4.33) have proven effective in practice and
their spectral properties are well understood for a broad class of model problems.
However, to be computationally efficient, it is crucial to have approximations to the
Schur-complement that are inexpensive to invert. For low-order finite element dis-
cretizations, it has become common practice to approximate S−1 using a fixed num-
ber of standard multi-grid cycles [11, 21]. For such schemes, the multi-grid approach
leads to preconditioners with linear complexity in the number of variables. However,
for spectral Galerkin methods, multi-grid approaches are far less developed. To pro-
mote the benefits of spectral schemes, this motives alternatives that do not rely on
multi-grid Schur-complement block preconditioners. To this end, this paper proposes
preconditioners in the form

(4.34) Pρ :=

[
M ρB̂

B̂ −M

]
.

The idea is to replace the dense block, B, of the original system (3.23), by the sym-
metric approximation, B̂, that arises from a spectral discretization of the associated
constant-coefficient problem:

min
y∈Y, u∈U

1

2
‖y − yd‖2L2(Ω) +

ρ

2
‖u‖2L2(Ω), ρ > 0,(4.35a)

s.t. − ᾱ∆y + r̄y = u+ f. in Ω,(4.35b)
y = g on Γ,(4.35c)

where ᾱ, r̄ are appropriately chosen constants. In this way, the preconditioners (4.34)
are constructed from the individual blocks of the optimality system associated with
the constant-coefficient problem (4.35). As such, the preconditioners resemble fast
Poisson solvers known from traditional BVPs [7, 27].
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Remark 4.1. Note that the constant-coefficient discretized PDE, B̂, can also be
used to approximate the Schur-complement associated with the discrete optimality sys-
tem (3.23), i.e., Ŝ := −M+ρB̂M−1B̂. The constant-coefficient approach can therefore
also be used to construct efficient Schur-complement block preconditioners (4.33) for
the optimal control problem (2.3).

4.2.1. A fast direct solver for constant-coefficient problems. To apply
the preconditioner (4.34), each iteration of the KSP method requires solution of the
discrete optimality system associated with (4.35)

(4.36)

[
M ρB̂

B̂ −M

]

︸ ︷︷ ︸
Pρ

[
ŷk

ûk

]

︸ ︷︷ ︸
zk

=

[
Ŷ k

F̂ k

]

︸ ︷︷ ︸
Axk

.

Here xk is the current iterate and zk := P−1
ρ Axk is the associated intermediate op-

timal solution. To this end, the preconditioner uses a fast matrix-free direct solver
tailored for the constant-coefficient problem (4.35). In particular, the direct method
provides an efficient way to calculate the action of P−1

ρ by solving (4.36) in a matrix-
free manner. To derive the direct method, consider the Fourier-like basis that was
introduced in Section 3.1 :

(4.37) ψk(x) =
N−2∑

j=0

qjkφj(x), 0 ≤ k ≤ N − 2.

This basis share similarities with the Fourier basis for periodic problems. In particular,
due to the orthogonality of Q, the functions {ψk}N−2

k=0 satisfy the relations

〈ψi, ψj〉 =

N−2∑

n,l=0

qniqlj〈φn, φl〉 = (QT M̂Q)ji = λjδj,i(4.38a)

−〈ψ′′i , ψj〉 =
N−2∑

n,l=0

qniqlj〈φ′′n, φl〉 =
N−2∑

n,l=0

qniδn,lqlj = δj,i.(4.38b)

Here {λk}N−2
k=0 are the eigenvalues associated with the eigenvectors that form Q. Com-

bined with the definition of the stiffness matrix, B̂, (3.21), the relations (4.38a) and
(4.38b) imply that

(4.39) b̂ij = −α〈ψ′′j , ψi〉+ γ〈ψj , ψi〉 = αδi,j + γλiδi,j .

Similarly, by definition of the mass matrix (3.22), it follows that mij = λiδij . Conse-
quently, the Fourier-like basis ensures that the one-dimensional discretized PDE, B̂,
and the mass matrix, M , become diagonal matrices. In turn, this leads to efficient
direct inversion of (4.25). Further, by forming tensor products of the one-dimensional
components, efficient solution procedures carry over to the multi-dimensional cases.
Consider first the two-dimensional case. Here the mass- and stiffness matrices can be
written in the form

(4.40) M2D =



λ0M · ·
· . . . ·
· · λN−2M


 , B̂2D =




Σ0 · ·
· . . . ·
· · ΣN−2


 ,
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where Σn := α(M + λnIN−1) + γλnM. Hence, using the notation,

ŷkn = {ŷknm}N−2
m=0, û

k
n = {ûknm}N−2

m=0, Ŷ
k
n = {Ŷ knm}N−2

m=0, F̂
k
n = {F̂ knm}N−2

m=0,

it follows that the two-dimensional optimality system (4.36) can be written as N − 1
independent linear systems

(4.41)
[
λnM ρΣn
Σn −λnM

] [
ŷkn
ûkn

]
=

[
Ŷ kn
F̂ kn

]
, 0 ≤ n ≤ N − 2.

Further, since M is a diagonal matrix, the system (4.41) reduces to (N − 1)2 inde-
pendent 2× 2 linear systems

(4.42)
[
λnλm ρσnm
σnm −λnλm

] [
ŷknm
ûknm

]
=

[
Ŷ knm
F̂ knm

]
, 0 ≤ n,m ≤ N − 2,

where σnm := α(λn + λm) + γλnλm. By similar arguments, the three-dimensional
discrete optimality system (4.36) can be reduced to (N − 1)3 independent 2× 2 linear
systems

(4.43)
[
λnλmλk ρσnmk
σnmk −λnλmλk

] [
ŷknmk
ûknmk

]
=

[
Ŷ knmk
F̂ knmk

]
, 0 ≤ n,m, k ≤ N − 2,

where σnmk := α(λnλm + λmλk + λnλk) + γλnλmλk.

Using the formulation (4.41), it follows that the solution of two and three dimensional
optimality systems (4.36) reduces to solution of N − 1 and (N − 1)2 one dimensional
problems, respectively. In particular, the action of P−1

ρ can be computed within lin-
ear complexity, i.e., in O(Nd) operations. Note also that the 2 × 2 systems, (4.42)
and (4.43), are readily inverted analytically. Hence, no direct solver is needed. As
a consequence, the solution procedure is essentially matrix-free. In fact, the solution
procedure relies only on the N−1 eigenvalues of the matrix M̂, defined by (3.15). Due
to the penta-diagonal structure of M̂ , these can be pre-computed and stored efficiently
as part of an offline pre-processing stage at the cost of O(N2) operations. Finally, the
independent nature of the systems makes the solution procedure amenable to parallel
implementation.

Remark 4.2. The direct solver presented by this paper shares similarities with the
method in [5]. In particular, both solvers are inspired by the work of Shen [26] and
rely on diagonalization techniques. However, the method that this paper proposes en-
sures that the action of P−1

ρ can be computed matrix-free and within linear complexity,
i.e., in O(Nd) operations. In contrast, use of the direct method in [5] would require
O(Nd+1) operations to invert the corresponding preconditioner, Pρ. Since KSP meth-
ods require the action of P−1

ρ at every iteration, this distinction in complexity is im-
portant to maintain efficiency for large-scale problems in three dimensions. Note also,
that besides serving as a preconditioner, the direct methods charectarized by (4.42) and
(4.43) may also be used as efficient solvers for 2D and 3D constant-coefficient optimal
control problems (4.35) in their own right.

5. Numerical results. To demonstrate the potential of the SG scheme, two case
studies solve prototype CDR optimal control problems (2.3) in 2D and 3D, respec-
tively. To support computational efficiency, case study I investigates the SG scheme
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in terms of convergence and CPU-times for 1) a growing number of unknowns and 2)
decreasing error tolerances. The results are compared to 1) MATLABs state-of-the-art
direct solver (DS) and 2) a standard second-order finite difference (FD) scheme with
a Schur-complement preconditioner (4.33), where M := I is the identity matrix and
B is the FD discretized PDE. The FD scheme is included to demonstrate the compu-
tational benefits of high-order methods. In particular, it is not intended to represent
state-of-the-art. To demonstrate that the preconditioner, Pρ, is effective and robust,
case study II investigates invariance to 1) the problem dimensionality, 2) the Tikhonov
regularization parameter, ρ, and to 3) different variable coefficients. The studies con-
sider two sets of coefficients that are chosen as first- and second-order polynomials,
respectively. This is motivated by the frequent use of low-order polynomial approx-
imations to non-linear coefficients. Following [7], the constant-coefficients, α and γ,
that are used in the preconditioner, Pρ, are defined according to the heuristic

(5.44) α =
1

2

(
max
x∈Ω

α(x) + min
x∈Ω

α(x)

)
, γ =

1

2

(
max
x∈Ω

γ(x) + min
x∈Ω

γ(x)

)
.

All computations are performed in MATLAB (2015b) on a 2.9 GHz Intel processor with
16 GB RAM. To solve (3.23) iteratively, the SG scheme uses MATLABs implementation
of GMRES with a tolerance of ε = 10−10 and a maximum of 100 iterations. Due to
its low order nature, the FD scheme uses a tolerance of ε = 10−4. All timings are
listed in seconds and N refers to the number of modes in each principal direction.

5.1. Case study I - Efficiency of the SG scheme. Case study I considers
the CDR model problem (2.3) in Ω := [−1, 1]d, d = 2, 3, where the two-and three
dimensional coefficients are defined by

(5.45) a(x) := 1, β = 0, γ(x) = 10k + x, k := 0.8.

Using the continuous optimality conditions (2.10), the desired states, zd ∈ L2(Ω), and
the source-terms, f ∈ L2(Ω), have been constructed such that the optimal solutions,
(y∗, u∗) ∈ H1

0 (Ω)× L2(Ω), are given by

2D : y∗(x) = sin(πx1) sin(πx2), u∗(x) = y∗(x)(2π2 + γ(x)),(5.46)

3D : y∗(x) = sin(πx1) sin(πx2) sin(πx3), u∗(x) = y∗(x)(3π2 + γ(x)).(5.47)

The study compares the SG scheme to 1) MATLABs direct solver (DS) and 2) the second-
order FD scheme in 2D and 3D, respectively. Figure 5.1 illustrates convergence rates,
table 5.1 and figure 5.2 compare the CPU-times that each method requires to reach a
given level of accuracy while table 5.2 and figure 5.3 show CPU-times for increasing
problem sizes. The results confirm exponential convergence rates for the SG scheme.
In particular, the SG scheme reaches an accuracy of 10−4 using 10 modes in each
direction. In contrast, the 3D FD scheme requires 128 nodes in each direction to
reduce the error to about 4.8 · 10−4. As table 5.1 shows, this difference in accuracy
manifests itself in the CPU-times required to resolve the problem to a given precision.
While the SG scheme manages to solve the 3D problem to an error tolerance of 10−9

in approximately 0.07 seconds, the FD scheme becomes computationally intractable.
Note also that the direct method is slightly faster than the SG scheme in the 2D case.
This is due to the low dimensionality that comes with spectral accuracy. However,
the direct method becomes inferior in 3D. In particular, it requires approximately 6.4
seconds of CPU-time to reach an error tolerance of 10−9.



12 L.H. CHRISTIANSEN, AND J.B. JØRGENSEN

100 101 102 103

N - Number of modes in each direction

10-10

10-5

100

A
b

s
o

lu
te

 m
a

x
im

a
l 
p

o
in

tw
is

e
 e

rr
o

r 2D - Convergence test

DS
FD
SG

(a) Convergence rates in 2D.

100 101 102 103

N - Number of modes in each direction

10-10

10-5

100

A
b

s
o

lu
te

 m
a

x
im

a
l 
p

o
in

tw
is

e
 e

rr
o

r 3D - Convergence test

DS
FD
SG

(b) Convergence rates in 3D.

Fig. 5.1: Convergence rates in 2D and 3D.
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Fig. 5.2: CPU-times required to reach a given tolerance, ε.

For this case study, spectral accuracy keeps the problem size relatively low, how-
ever, potential applications that involve large systems of coupled CDR equations
have significantly more degrees of freedom. To demonstrate the SG schemes potential
to handle such applications, table 5.2 and figure 5.3 investigate the development of
CPU-times for an increasing number of unknowns. As the CPU-timings show, the
SG scheme leads to fast solution of large-scale problems on standard hardware. In
the 2D case, problems with approximately 130000 unknowns are solved in less than a
half a second. In the 3D case, problems with up to approximately 4 million unknowns
are solved in less than a minute. For problems of these sizes, MATLABs direct solver
runs out of memory. Furthermore, the direct method quickly becomes impractical
in terms of CPU-time. Overall, the results demonstrate that the SG scheme can
produces high-precision solutions to the optimal control problem (2.3), while its com-
putational complexity is comparable to that of a simple FD implementation, when a
Schur-complement preconditioner is used.
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Table 5.1: 2D and 3D cases. Comparison of CPU-times to reach a given error tolerance, ε.
An asterix, ∗, indicates that the desired level of accuracy was attained by the listing in the
above slot. A vertical line, −, indicates that no computations were performed.

ε 2D DS FD SG 3D DS FD SG
10−1 0.0013 0.0391 0.0063 0.0206 0.0752 0.0207
10−2 0.0014 0.4452 0.0066 0.1066 0.4204 0.0353
10−3 ∗ 5.9817 ∗ 0.2200 17.791 0.0373
10−4 0.0019 69.172 0.0066 ∗ 1195.3 ∗
10−5 0.0036 − 0.0069 0.7448 − 0.0438
10−6 ∗ − ∗ ∗ − ∗
10−7 0.0066 − 0.0074 2.2466 − 0.0579
10−8 ∗ − ∗ ∗ − ∗
10−9 0.0114 − 0.0079 6.3949 − 0.0721
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Fig. 5.3: CPU-times for increasing problem sizes.

5.2. Case study II - Robustness of the SG scheme. Case study II treats
the 3D CDR model problem (2.3) in Ω := [−1, 1]3 for two sets of variable coefficients,
C1 and C2, that are given by:

C1 : a(x) := 10 + x1, β(x) = (10 + x1, 0, 0), γ(x) = 10 + x.(5.48)

C2 : a(x) := 10 + x2, β(x) = (10 + x2
1, 10 + x2

2, 0), γ(x) = 10 + x.(5.49)

For each of the cases, the corresponding desired states, zd ∈ L2(Ω), and the
source-terms, f ∈ L2(Ω), have been chosen such that the optimal solutions, (y∗, u∗) ∈
H1

0 (Ω)× L2(Ω), are given by
(5.50)
y∗(x) = sin(πx1) sin(πx2) sin(πx3), u∗(x) = y∗(x)(3π2a(x)− (∇ · β)(x) + γ(x)).

To investigate how the performance of the SG scheme depends on 1) the number of
unknowns and 2) the choice of regularization parameter, figure 5.4 shows the iteration
count for growing N and various choices of ρ. The results show that the iteration
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Table 5.2: 2D and 3D cases. Comparison of iteration counts and CPU-times for increas-
ing N . Iteration counts are listed in parentheses. A vertical line, −, indicates that no
computations were performed.

2D
N DoF DS FD SG
8 98 0.0017 0.0156 (5) 0.0126 (7)
16 450 0.0147 0.0194 (5) 0.0141 (7)
32 1922 0.0243 0.0423 (5) 0.0133 (7)
64 7938 10.581 0.2312 (5) 0.0242 (7)
128 32258 590.52 0.9878 (5) 0.0593 (7)
256 130050 − 6.3912 (5) 0.2821 (7)
512 522242 − 23.741 (5) 2.1451 (7)
3D
N DoF DS FD SG
6 250 0.02 0.004 (2) 0.017 (8)
8 686 0.06 0.012 (2) 0.022 (7)
16 6750 7.37 0.064 (2) 0.068 (7)
25 27648 420.9 0.341 (2) 0.191 (7)
32 59582 − 0.731 (2) 0.383 (7)
64 500094 − 8.124 (2) 3.842 (7)
128 4096766 − 105.2 (3) 59.58 (7)

counts remain approximately constant as N grows, independently of ρ. This indicates
that the preconditioner, Pρ, is insensitive to both the problem size and the Tikhonov
parameter. Overall, this supports that Pρ is robust for optimal control problems of
the type (2.3), whenever the coefficients are given by low-order polynomials.

To provide a heuristic explanation for the effectiveness of the preconditioners,
the following considers the eigenvalue distribution associated with the preconditioned
system matrices for each of the cases, C1 and C2. In particular, while it is not
sufficient to ensure rapid convergence of non-symmetric KSP solvers, tightly clustered
eigenvalue distributions are often associated with good performance [23]. For each of
the cases, C1 and C2, the subfigures (5.4c) and (5.4d) show the respective eigenvalue
distributions. In both cases, the eigenvalues are clustered relatively tightly around one
and away from zero. Further, experiments that have not been included in the paper,
indicate that the clusterings are insensitive to the choice of regularization parameter,
ρ. Overall, this provides empirical evidence for effectiveness of the preconditioners,
Pρ.

6. Conclusions. This paper has proposed a fast and memory-efficient high-
order spectral Galerkin (SG) scheme tailored for distributed elliptic optimal control
problems governed by convection-diffusion-reaction equations. By design, the scheme
targets optimal control problems where the optimization problem is constrained only
by the PDE. For this class of problems, the SG scheme converges spectrally fast to the
optimal solution provided only that the data of the problem is smooth. Consequently,
relative to low-order methods, the SG scheme can significantly reduce computational
effort by lowering both storage requirements and CPU-time. At its core, the SG
scheme combines a non-symmetric Krylov subspace (KSP) solver with a new block
preconditioner tailored for the saddle-point optimality system that arises from the
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Fig. 5.4: Iteration counts for increasing problem sizes and the different choices of the
Tikhonov parameter, ρ, and eigenvalue distributions.

SG discretization. The preconditioner is matrix-free and its complexity scales linearly
with the number of modal basis functions, Nd, where the proportionality constant
is small. Overall, the computational complexity of the SG scheme amounts to a
small multiple of Nd+1. Combined with exponential converges rates and its matrix-
free nature, this implies that the SG scheme is competitive, even for most large-scale
problems. The computational bottleneck of the SG scheme is tied to the matrix-
vector products required by the KSP solver. This observation stresses the importance
of an efficient preconditioner that keeps the number of KSP iterations low. The
preconditioner proposed by this paper appears to fulfill these requirements for the
large class of problems with variable coefficients given by low-order polynomials. In
particular, the numerical results strongly indicate that the preconditioner is ideal
in the sense that GMRES converged in a low number of iterations, independently
of the number of modes and the choice of Tikhonov regularization parameter. In
particular, for all cases considered by this paper, the KSP solver converged in less than
16 iterations. Until now, efficient spectral Galerkin schemes only existed for problems
with constant coefficients. The SG scheme extends current state-of-the-art spectral
Galerkin methods to variable-coefficient problems. Since Newton-like solvers often
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rely on repeated solution of linearized variable-coefficient problems, the SG scheme
can be considered as an important first step towards efficient solution of non-linear
optimal control problems. In this way, the SG scheme may broaden applications of
high-order methods to PDE-constrained optimal control. As a limitation, this paper
focuses on problems that are constrained only by the PDE. However, many practical
applications also impose integral and bound constraints on the state and control
variables. Future work intends to use the SG scheme as an important building block
to handle more complex optimal control problems.
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New Preconditioners for Semi-linear
PDE-constrained Optimal Control in Annular
Geometries

Lasse Hjuler Christiansen and John Bagterp Jørgensen

Abstract Optimization problems that are constrained by partial differential equa-
tions (PDEs) often pose significant computational challenges to black-box opti-
mization algorithms. This is particular the case for non-linear problems that typi-
cally rely on multi-query solution of large-scale linearized subsystems. In this re-
gard, this paper proposes a customized solution strategy for a class of semi-linear
PDE-constrained optimization problems in annular domains. At its core, the strat-
egy relies on a collection of new Poisson-like preconditioners that are based on
boundary-adapted spectral Galerkin methods. The preconditioners are matrix-free
and scale linearly with the problem size. To establish proof-of-concept, a case study
solves a benchmark control problem for various model parameters. The results show
that the preconditioners lead to fast solution strategies that outperform conventional
direct approaches.

.

1 Introduction

Large-scale optimization problems that are constrained by partial differential equa-
tions (PDEs) play a key role in various fields of science and engineering [2, 10]. As a
challenge, the size and complexity of the PDE-constraints presents severe computa-
tional difficulties that often prevent the use of general-purpose black-box optimizers.
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As a consequence, cost efficient, specialized solvers become essential [1, 3, 7, 8].
As a contribution in this direction, this paper demonstrates how to extend seminal
ideas of Shen ([14, 15, 16]) to construct fast and memory-efficient optimizers for
the class of semi-linear PDE-constrained optimization problems with non-linear re-
action kinetics

min
y, u∈Uad

1
2

∫

Ω
(y(x)− yd(x))2dx+

ρ
2

∫

Ω
u(x)2dx, (1a)

s.t. −∆y+G(y) = u in Ω . (1b)

The paper focuses on the specific cases of either homogeneous 1) Dirichlet or 2)
Neumann boundary conditions, where Ω ⊂ R2 is an annular domain of the type

Ω :={(x,y) ∈ R2| a≤ x2 + y2 ≤ b}, 0< a< b. (2a)

For a given non-linear reaction term, G(·), and Tikhonov regularization parame-
ter, ρ > 0, the control problem (1) aims to determine the optimal state and control
variables, (y∗,u∗), that minimize the objective (1a). Here the optimal solution must
belong to the set of feasible pairs, (y,u), that satisfy the PDE-constraints (1b) and
the additional admissibility condition, u ∈Uad. To be concrete, this paper focuses
on the case of bi-lateral point-wise control constraints

Uad := {u ∈ L2(Ω) : ua ≤ u(x)≤ ub a.e. in Ωd}. (3)

Point-wise bounds of the type (3) appear in a number of practical applications,
where the control must satisfy, e.g., operational limitations that are not naturally
captured by the underlying PDE (1b). In the limiting case, where ua := −∞ and
ub := ∞, the admissible set becomes Uad = L2(Ωd). This corresponds to the case
where the PDE (1b) constitutes the only constraint.

Main contributions and outline

This paper contributes to a recent series of efforts by the authors that seek to con-
struct fast, iterative solvers for a range of PDE-constrained optimization problems
by exploiting the properties of customized spectral bases [4, 5, 6]. This series of
work aims to introduce a high-order alternative to the widely-used constellation of
low-order finite-element methods and Schur-complement preconditioners that cur-
rently predominates the literature on PDE control [11, 12, 13]. Previous efforts have
mainly considered distributed control of elliptic and parabolic non-linear diffusion-
reaction systems. The main focus has been on problems in rectangular domains,
where PDEs constitute the only constraints. As a natural extension, this paper inves-
tigates how to modify the existing methods to account for 1) bound constraints of
the type (3) and 2) different geometries. For the sake of brevity, the paper restricts
attention to annular domains (2). However, with slight modifications, the approach
generalizes to cylindrical geometries of the type
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ΩC := {(x,y,z) ∈ R3| a≤ x2 + y2 ≤ b, z ∈ (0,h)}, 0< a< b. (4)

As the main contribution, this work proposes a collection of Poisson-like precon-
ditioners that are customized for efficient solution of the control problems (1) by a
semi-smooth Newton (SSN) strategy [9]. Similar to a traditional Newton method,
the SSN scheme solves (1) iteratively by finding a locally optimal solution to the
non-linear Karuhn-Kush-Tucker (KKT) optimality conditions by solving a sequence
of linearized, variable-coefficient subproblems. Direct solution of the subproblems
is often time consuming and requires considerable memory-allocation. To this end,
the new preconditioners are designed to promote efficient solution of the SSN sub-
problems by appropriate Krylov subspace (KSP) methods. Following seminal ideas
of Shen [15], the preconditioners rely on fast direct solvers for constant-coefficient
problems that exploit 1) the structure of boundary-adapted spectral bases and 2) the
separable nature of annular domains. As the main feature, inversion of the precondi-
tioners decouples to form to a sequence of independent 2×2 systems. This implies
that the preconditioners can be applied matrix-free and scale linearly with the prob-
lem size. In addition, the independence of the 2× 2 systems makes the precondi-
tioners amenable to parallelization. To establish proof-of-concept, a numerical case
study solves (1), where G(·) is given by a cubic non-linearity. The results demon-
strate computational efficiency and show that the preconditioners respond well to
different problem sizes, boundary conditions, point-wise bound constraints and var-
ious choices of the regularization parameter, ρ > 0.

To establish the necessary background, Section 2 outlines how to solve the op-
timal control problem (1) using the SSN scheme. Further, to motivate the contri-
butions of this paper, the section discusses some of the computational challenges
that arise from discretization of the associated linearized subproblems. These chal-
lenges naturally leads to the construction of the new Poisson-like preconditioners
in Section 3. Section 4 presents numerical results, while Section 5 draws overall
conclusions and addresses future work.

2 Motivation - A semi-smooth Newton method

This paper solves the control problem (1) by a semi-smooth Newton strategy [9].
The SSN scheme seeks to generate a locally optimal solution, (y,u), by solving the
first-order necessary optimality system

−∆y+G(y)−H(p) = 0 in Ω , (5a)
−∆ p+Gy(y)p+ϕy(y) = 0 in Ω . (5b)

Here the boundary conditions of the original problem (1) are preserved, Gy denotes
the Fréchet derivative of G with respect to the state variable, y, and the optimal
control satisfies u = H(p) = max(ua,min(ρ−1 p(x),ub)). In the special case Uad :=
L2(Ω), it can be shown that u = H(p) = ρ−1 p [17]. In the concrete case of annular
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domains (2), the system (5) can be recast to polar coordinates. To this end, define
the functions

Y (t,θ) := y(r(t)cos(θ),r(t)sin(θ)), P(t,θ) := p(r(t)cos(θ),r(t)sin(θ)), (6)

where r(t) := b−a
2 (t + c), t ∈ [−1,1], c = b+a

b−a . The optimality system then reads

−∆tY +κG(Y )−κH(P) = 0 in QR (7a)
−∆tP+κGY (Y )P+κϕY (Y ) = 0 in QR, (7b)

where ∆tY :=
(
((t + c)Yt)t +

1
(t+c)Yθθ

)
, κ = (t+c)(b−a)2

4 and QR := [−1,1]× [0,2π).
To solve the KKT conditions (7), the SSN scheme considers the system as an opera-
tor equation F(y, p) = 0 and solves it by generating a recursive sequence of iterates,
xi := (Yi,Pi), 1 ≤ i ≤ k, where the next iterate, xk+1 := (Y,P), is found by solution
of the linearized optimality conditions:

−∆tY +C0(xk)Y −C1(xk)P = f (xk) in Ω , (8a)
−∆tP+C0(xk)P+C2(xk)Y = g(xk) in Ω . (8b)

Here C0(xk) := κGY (Yk), C1(xk) := κHP(Pk), C2(xk) := κ(GYY (Yk)Pk +ϕYY (Yk))
and

f (xk) := κ(GY (Yk)Yk−G(Yk)− (HP(Pk)Pk−H(Pk))), (9a)
g(xk) := κ(GYY (Yk)PkYk +ϕYY (Yk)Yk−ϕY (Yk)), (9b)

where Hp denotes the generalized Newton derivative of H with respect to the adjoint
variable, P, i.e.,

HP(P) =
1
ρ

{
1 if ua ≤ 1

ρ P≤ ub,

0 otherwise.
(10)

Numerical challenges - Discretization of the SSN subproblems

As a numerical challenge, the SSN scheme relies on successive solution of cou-
pled PDEs in the form (8). Upon discretization, this leads to repeated solution
of large saddle-point problems. To illustrate the associated difficulties, consider a
spectral-Galerkin discretization of the linear subproblems (8). To this end, define
the boundary-adapted approximation spaces

VN := {v∈PN : av(±1)+bv′(±1)= 0}, FM := span{eik(·), M/2≤ k≤M/2−1}.
(11)

Let K := N ·M and define SK := VN ×FM. The discrete Galerkin approximation of
(8) then seeks to find Y,P ∈ SK such that
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〈(t + c)Yt ,vt〉+ 〈(t + c)−1Yθ ,vθ 〉+ 〈C0Y −C1P,v〉 ∀v ∈ SK , (12a)

〈(t + c)Pt ,vt〉+ 〈(t + c)−1Pθ ,vθ 〉+ 〈C0P+C2Y,v〉 ∀v ∈ SK , (12b)

where 〈v,w〉 :=
∫ 2π

0

∫ 1

−1
vw dtdθ . To represent the approximate solutions, YN,M and

PN,M, consider the truncated series expansions

YN,M(t,θ) :=
M/2−1

∑
k=−M/2

N−2

∑
m=0

ŷl(k)mψm(t)eikθ , PN,M(t,θ) :=
M/2−1

∑
k=−M/2

N−2

∑
m=0

p̂l(k)mψm(t)eikθ ,

(13)
where l(k) := k+ M

2 . Now, define the (N− 1)× (N− 1) matrices associated with
the basis {ψk}N−2

k=0 :

ai j = 〈(c+ t)ψ ′j,ψ
′
i 〉, A = (ai j)i, j=0..N−2, (14)

bi j = 〈(c+ t)−1ψ j,ψi〉, B = (bi j)i, j=0..N−2. (15)

Further, let Γ and Ξ denote the M×M diagonal matrices defined by

γmn = 〈ein(·),eim(·)〉= 2πδmn, ξmn = mn〈ein(·),eim(·)〉= 2πnmδmn, (16)

where δmn denotes the Kronecker delta. Finally, consider the (MN× 1) right-hand
side vectors

ŷ := (ŷ0, ..., ŷM−1), ŷk = {ŷ jk}N−2
j=0 , (17)

p̂ := (p̂0, ..., p̂M−1), p̂k = {p̂ jk}N−2
j=0 , (18)

Ĝ := (ĝ0, ..., ĝM−1), ĝk = {〈g,ψ jeik(·)〉}N−2
j=0 , (19)

F̂ := ( f̂0, ..., f̂M−1), f̂k = {〈 f ,ψ jeik(·)〉}N−2
j=0 . (20)

The discretized linear subproblem (8) can then be written in matrix form
[

MC2 B+MC0
B+MC0 −MC1

]

︸ ︷︷ ︸
A

[
ŷ
p̂

]

︸︷︷︸
x

=

[
Ĝ
F̂

]

︸︷︷ ︸
b

, (21)

where B = Γ ⊗ A+Ξ ⊗ B. Here the matrices MC` , ` = 1,2,3 are defined by the
elements

(mc`)i j = 〈Ciψkeim(·),ψlein(·)〉, (22)

where i, j satisfy that

i = n(N−1)+(l +1), j = m(N−1)+(k+1), (23a)
0≤ k, l ≤ N−2, 0≤ n,m≤M−1. (23b)
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3 New Poisson-like preconditioners

As a significant challenge to the numerical solution of (7), the SSN scheme re-
lies on repeated solution of saddle-point problems (21) of dimension 2(N−1)M×
2(N − 1)M. Consequently, direct solution strategies often become computational
intractable. As a cost efficient alternative, the following introduces new precondi-
tioners that seek to accelerate the inner SSN subproblems (8) by using appropriate
Krylov subspace methods to solve the associated preconditioned linear systems

P−1
k Akxk = P−1

k bk. (24)

Concretely, this paper proposes approximative constraint preconditioners of the type

Pk =

[
M̂C2 B̂+ M̂C0

B̂+ M̂C0 −M̂C1

]
. (25)

Following ideas of traditional Poisson preconditioners, the new preconditioners are
constructed by approximating each block of the SSN subproblem (21) by the matri-
ces, B̂ and M̂c` , `= 0,1,2, that come from a spectral Galerkin discretization of the
corresponding constant-coefficient problem that determines Y,P ∈ SK such that

〈CAYt ,vt〉+ 〈CBYθ ,vθ 〉+ 〈C0Y −C1P,v〉 ∀v ∈ SK , (26a)

〈CAPt ,vt〉+ 〈CBPθ ,vθ 〉+ 〈C0P+C2Y,v〉 ∀v ∈ SK , (26b)

where CA = c, CB =
c

c2−1
and Ci =

1
2

(
max

Ω
Ci(xk)+min

Ω
Ci(xk)

)
, i = 0,1,2.

To be efficient, the new preconditioners crucially rely on carefully chosen basis
functions {ψk}N−2

k=0 for the discrete approximation space, VN (11). To this end, this
paper uses Fourier-like (FL) bases that were originally introduced by Shen and
Wang in the context of traditional initial-boundary-value problems [16]. As a key
property to construction of the preconditioners, the FL bases lead to diagonal mass-
and stiffness matrices, i.e.,

Mi j = (〈ψ j,ψi〉)i j = λ jδ j,i, Si j = (〈∂tψ j,∂tψi〉)i j = δ j,i. (27)

The FL bases can be constructed as part of an offline preprocessing stage in two
steps:

1) Let {Lk(·)}N
k=0 be the Legendre polynomials. Then there exists a unique set of

coefficients {ak,bk}N−2
k=0 such that

φk := ck (Lk +akLk+1 +bkLk+2) ∈Vk+2, ck := (
√
−bk(4k+6))−1.

Furthermore, the mass matrix, MA = (〈φ j,φi〉)i j, is penta-diagonal and symmetric
positive definite, whereas the stiffness matrix, SA = (〈∂xφ j,∂xφi〉)i j, becomes diag-
onal [14]. In the concrete cases of Dirichlet and Neumann boundary conditions, the
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coefficients, {ak,bk}N−2
k=0 are given by respectively

ak = 0, bk =−1 and ak = 0, b0 = 1/2, bk =−k(k+1)/((k+2)(k+3)). (28)

2) The second step computes the diagonalization Λ = QT MAQ, where Q = (qi j) de-
notes the matrix of eigenvectors and {λi}N−2

i=1 are the associated eigenvalues. Using
the matrix Q, the FL basis can be constructed by the linear combinations:

ψk(x) =
N−2

∑
j=0

q jkφ j(x), 0≤ k ≤ N−2. (29)

Efficient inversion of the preconditioners

As the main feature of the preconditioners, Pk, the following describes an efficient
inversion procedure that exploits the orthogonal structures of the FL bases (27). To
this end, consider the following preconditioning problem that is solved during each
iteration of the KSP method:

[
M̂C2 B̂+ M̂C0

B̂+ M̂C0 −M̂C1

]

︸ ︷︷ ︸
Pk

[
ŷk

p̂k

]

︸ ︷︷ ︸
zk

=

[
Ĝk

F̂k

]

︸ ︷︷ ︸
Akxk

. (30)

Note that (30) corresponds to the discrete first-order necessary optimality conditions
associated with the constant-coefficient optimal control problem (26). Hence, by
definition (22), it follows that

B̂=CAΓ ⊗S+CBΞ ⊗M, M̂C` =C`Γ ⊗M, (31)

where Si j = (〈∂tψ j,∂tψi〉)i j and Mi j = (〈ψ j,ψi〉)i j. Further, by the orthogonal prop-
erties of the Fourier bases (16), the matrices, Γ and Ξ , are diagonal. Therefore, using
the notation,

ŷk
l = {ŷk

lm}N−2
m=0, p̂k

l = {p̂k
lm}N−2

m=0, Ĝk
l = {Ĝk

lm}N−2
m=0, F̂k

l = {F̂k
lm}N−2

m=0,

it follows that the preconditioning problem (30) can be written as M independent
linear systems

[
2πC2M Σl

Σl −2πC1M

][
ŷk

l
p̂k

l

]
=

[
Ĝk

l
F̂k

l

]
, 0≤ l ≤M−1, (32)

where Σl := CAS+(CBk(l)2 + 2πC0)M. In addition, the properties of the FL ba-
sis, {ψk}N−2

k=0 , implies that S and M become diagonal (29). Hence, the system (32)
reduces to M(N−1) independent 2×2 linear systems in the form
[

2πC2λm σnm
σnm −2πC1λm

][
ŷk

lm
p̂k

lm

]
=

[
Ĝk

nm
F̂k

nm

]
, 0≤ l ≤M−1, 0≤ m≤ N−2, (33)
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where σlm :=CA+(CBk(l)2+2πC0)λm. By (33), it follows that the original precon-
ditioning problem (30) decouples into (N−1)M independent 2×2 subsystems. As
a consequence, the Poisson-like preconditioners (25) scale linearly with the problem
size and can be applied matrix-free.

4 Numerical results

To investigate the potential of the Poisson-like preconditioners, the following case
study solves the control problem (1), where the reaction term is given by the cubic
non-linearity G(y) := y3. The corresponding problem serves as a recurring example
in the control literature [17]. In this case study, the goal is to track the desired state
of the type

zd(r,θ) =

{
Z, (r,θ) ∈ [α,β ]× [0,π/2]∪ [π,π/3]
0, otherwise

, (34)

where a ≤ α < β ≤ b. The following example uses the parameters, Z = 4, a =
30, α = 40 and β = b = 60. The main purpose of the study is to investigate effi-
ciency and robustness of the preconditioners (25). To this end, the study solves (1)
for different choices of 1) problem size, 2) boundary conditions, 3) regularization
parameter, and 4) point-wise bound constraints of the type (3) 1. As a benchmark
reference, the results are compared to MATLABs state-of-the-art direct solver. All
computations are carried out in MATLAB (2015b) on a 2.9 GHz Intel processor.
The SSN scheme is said to have converged when the 2-norm difference between
successive iterates is below η = 10−4. The KSP iterations are performed using the
MATLAB function GMRES with a tolerance of ε = 10−9. The direct solver relies
on MATLABs backslash command. Table 4 lists the results, where KSP iter
denotes the average number of KSP iterations required for each SSN step. Note
also that DOF denotes the number of degrees of freedom for each individual SSN
subproblem. Hence, the total degrees of freedom, DOFT , is therefore given by
#SSN steps×DOF. The results reflect some overall tendencies that generalize to
other choices of the parameters, Z,a,α,β and b. Firstly, the preconditioners provide
significant reductions in CPU-time compared to the direct strategy. In particular, the
results show that the non-linear control problem with up to DOFT = 875,000 un-
knowns can be solved in less than a minute using modest hardware. Secondly, the
preconditioners prove robust with respect to the problem size and the choice of
boundary conditions. Thirdly, as a drawback, the number of SSN steps and KSP it-
erations increase as the point-wise bounds become more strict. The authors suspect

1 By the choices of parameters, the study strives to provide a representative example of the gen-
eral tendencies of performance and robustness that can be expected from the preconditioners.
To allow for more diverse and elaborate experiments, the MATLAB source code of this study
has been made publicly available from https://github.com/LHCH-DK/PDE_Control_
Annular.git.
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Table 1 For comparison, [·] denotes the CPU time (s) required by MATLABs direct solver. A hori-
zontal lines indicates that the computations were manually terminated after 300s, without reaching
convergence.

Optimal tracking problem - Dirichlet boundary conditions
ua =−∞,ub = ∞,ρ = 10−5 ua =−35,ub = 35,ρ = 10−4 ua =−10,ub = 10,ρ = 10−3

N,M DOF Time (s) SSN steps KSP iter. Time (s) SSN steps. KSP iter. Time (s) SSN steps KSP iter.

50 5,000 0.54 [59.95] 4 9 1.42 [76.13] 6 25 1.71 [82.27] 7 28

100 20,000 1.23 [-] 4 9 4.26 [-] 6 26 5.53 [-] 7 30

250 125,000 7.21 [-] 4 9 36.35 [-] 6 28 51.9 [-] 7 33

Optimal tracking problem - Neumann boundary conditions
ua =−∞,ub = ∞,ρ = 10−5 ua =−35,ub = 35,ρ = 10−4 ua =−10,ub = 10,ρ = 10−3

N,M DOF Time (s) SSN steps KSP iter. Time (s) SSN steps. KSP iter. Time (s) SSN steps KSP iter.

50 5,000 0.65 [53.26] 4 10 1.57[83.91] 6 24 1.77 [86.51] 7 28

100 20,000 1.25 [-] 4 10 4.25 [-] 6 26 5.42 [-] 7 29

250 125,000 7.43 [-] 4 8 34.23 [-] 6 27 51.81 [-] 7 32

Fig. 1 The computed states for 1) Dirichlet boundary conditions , 2) Neumann boundary condi-
tions and 3) the desired state for ua = −35,ub = 35,ρ = 10−4 . Note that both solutions manage
to approximate the desired state well, despite of the bound constraints.

that these increases in SSN steps and KSP iterations are caused by the combination
of a decrease in regularity of the solution and an increase in non-linearity of the
KKT system.

5 Conclusions and outlook

This paper has proposed new Poisson-like preconditioners for semi-linear PDE-
constrained optimization problems with non-linear reaction kinetics and point-wise
bound constraints. The preconditioners specifically target problems in annular do-
mains. Inspired by [15], the new preconditioners exploit the orthogonal properties
of customized, boundary-adapted spectral bases. This leads to matrix-free precon-
ditioners that scale linearly with the problem size. Numerical results have demon-
strated that the preconditioners lead to fast solution of large-scale optimization prob-
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lems with significant computational benefits compared to MATLABs state-of-the-art
direct methods. Furthermore, the preconditioners have proven to be robust with re-
spect to the problem size for both homogeneous Dirichlet and Neumann boundary
conditions. As a challenge, numerical experiments indicated that the non-linearity
of the problem increases as the point-wise bound constraints become more strict. In
turn, this leads to an increase in the number of SSN steps and KSP iterations that
are required to reach convergence. A future study seeks to improve this situation by
providing the SSN scheme with an educated starting guess that uses a coarse-grid
solution to a similar control problem with less restrictive constraints.
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A fast PDE-constrained optimization solver
for nonlinear diffusion-reaction processes

Lasse Hjuler Christiansen and John Bagterp Jørgensen

Abstract— Large-scale nonlinear model predictive control
(NMPC) often relies on real-time solution of optimization
problems that are constrained by partial differential equations
(PDEs). However, the size and complexity of the underlying
PDEs present significant computational challenges. In this
regard, the development of fast, efficient and scalable PDE-
constrained optimization solvers remains central to large-scale
NMPC. As a contribution in this direction, this paper proposes
a new efficient preconditioned iterative scheme for optimal
control of large-scale time-dependent diffusion-reaction prob-
lems with nonlinear reaction kinetics. The scheme combines
a custom-made high-order spectral Petrov-Galerkin (SPG)
method with a new preconditioner tailored for the linear-
quadratic control problems that underly Sequential Quadratic
Programming (SQP) methods. The preconditioner is matrix-
free and amenable to parallelization. To demonstrate efficiency,
a case study applies the SPG scheme to control solid fuel ignition
(SFI) processes. In the absence of control, such processes
lead to unstable systems that naturally exhibit finite-time
blow-up phenomena. Open-loop simulations demonstrate the
ability of the SPG scheme to efficiently control SFI processes,
independently of the problem size and the model parameters.

I. INTRODUCTION

Nonlinear model predictive control (NMPC) is an emerg-
ing control technique with a range of applications in sci-
ence and engineering [1]–[3]. In recent years, the rapid in-
crease in computational power has spiked a growing interest
in real-time NMPC of large-scale processes governed by
partial differential equations (PDEs). Contributions in this
direction include [4]–[11]. As a drawback, the large-scale
nature of PDE-constrained optimization poses significant
computational challenges. Often, the computational work-
load revolves around repeated solution of large-scale linear-
quadratic subproblems that lie at the core of Sequential
Quadratic Programming (SQP) methods [12]. The large
dimensions imply that direct linear solvers become inefficient
in terms of both CPU-time and storage. Consequently, proper
design of preconditioned iterative methods are of crucial
importance.

As a contribution towards real-time optimization of large-
scale processes, this paper proposes a spectral Petrov-
Galerkin (SPG) scheme that targets the broad class of PDE-
constrained optimization problems that are governed by
diffusion-reaction (DR) equations with non-linear reaction
kinetics. Such problems have strong ties to applications in
chemical engineering [13], mathematical biology [14] and
physiology [15]. In essence, the SPG scheme can be seen

Lasse Hjuler Christiansen and John Bagterp Jørgensen are with the
Department of Applied Mathematics and Computer Science & the Center for
Energy Resources Engineering (CERE), Technical University of Denmark,
DK-2800 Kgs. Lyngby, Denmark {lhch,jbjo}@dtu.dk

as an efficient matrix-free solver for the linear-quadratic
control problems that underly SQP methods. To this end,
the SPG scheme combines a customized high-order spectral
method [16] with Krylov subspace (KSP) solvers [17]. The
efficiency of the SPG scheme relies on a new preconditioner
that exploits the structure of the SPG method to reduce
multi-dimensional problems to a sequence of independent
subproblems that only involve small scale tridiagonal and
triangular matrices. This implies that the preconditioner can
be inverted efficiently in a matrix-free and scalable manner.
In turn, this makes the scheme suitable for large-scale
problems.

To demonstrate the SPG methods potential, a numerical
case study applies the scheme to control solid fuel igni-
tion (SFI) processes. It is well-known that such problems
have unstable steady-states that lead to finite-time blow-up
phenomena [18], [19]. This makes the processes challenging
from the perspective of control. Nevertheless, the numerical
results show that the SPG scheme manages to solve the
SFI problem efficiently and robustly. In particular, the SPG
scheme solves each of the underlying SQP subproblems in
just a few KSP iterations, independently of the problem size
and the model parameters.

The paper is organized as follows. Section 2 introduces the
optimal control problem and states the corresponding first-
order necessary optimality conditions. The new SPG scheme
is introduced in Section 3. Section 4 presents numerical
results and conclusions are made in Section 5.

II. OPTIMAL CONTROL OF DIFFUSION-REACTION
PROCESSES

This paper aims to develop fast and memory-efficient
iterative solvers for the the class of distributed diffusion-
reaction optimal control problems in the form:

min
y, u

J(y, u) (1a)

s.t. ∂ty −∆y +G(y) = βu in Q, (1b)
y = 0 on Σ, (1c)
y(x, 0) = 0 in Ω. (1d)

Here Ω ⊂ Rd, d = 1, 2, 3 is a bounded domain and Q :=
Ω×(0, T ) and Σ := Γ×(0, T ), where Γ denotes the boundary
of Ω and T > 0 is a given fixed final time. The function G(·)
describes the nonlinear reaction kinetics and u = u(x, t)
denotes a distributed source term that represents the control
variable, while β = β(x, t) is a prescribed coefficient. Note
that β(x, t) := χΩc

(x, t) can be chosen as a characteristic
function to restrict the control to a subdomain Ωc ⊂ Ω that
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may change with time. The objective, J(·, ·), is given by the
functional:

J(y, u) =

∫∫
Q

ϕ(x, t, y(x, t))dxdt+
λ

2

∫∫
Q

(u(x, t))2dxdt,

(2)
where λ > 0 is the Tikhonov regularization parameter. Under
suitable assumptions on the regularity of the problem data, it
is well-known that the control problem (1) admits a unique
solution, (y, u), and that there exists a Lagrange multiplier, p,
such that the triplet, (y, u, p), satisfy the first-order necessary
optimality conditions:

∂ty −∆y +G(y)− βu = 0 in Q, (3a)
−∂tp−∆p+Gy(y)p+ ϕy(y) = 0 in Q, (3b)
λu− βp = 0 in Q, (3c)
y = 0, p = 0 on Σ, (3d)
y(x, 0) = y0(x), p(x, T ) = 0 in Ω, (3e)

Note that (3) reduces to a system of two coupled PDEs by
eliminating the control using (3c). For a rigorous derivation
of the optimality system within a proper function space
setting, see e.g. [20].

A. Optimal control of solid fuel ignition processes

As a concrete example, this paper considers optimal con-
trol of solid fuel ignition processes [18], [19]. In this case,
Ω ⊂ R2, is assumed to contain a given solid fuel, that is
subject to combustion. Due to underlying chemical reactions,
the combustion process produces a region of localized heat
that diffuses throughout the domain. For all t ∈ (0, T ), the
balance between diffusive heat transfer and the chemically
generated heat can be modeled by the diffusion-reaction
process (1) with G(y) := η exp(y), η > 0. It is well-known
that the exponential nonlinearity of the ignition process
leads to blow-up phenomena. In particular, depending on the
domain, Ω, and the value of η > 0, solutions will either blow
up within a finite time or tend to infinity as t→∞. To avoid
blow-up phenomena and enable solutions for a wider range
of the parameter, η > 0, the control problem (1) aims to
steer the heat distribution, y ∈ H2,1(Q), to a pre-specified
set-point, yd ∈ L2(Q), by manipulating a distributed heat
source, u ∈ L2(Q). To this end, the objective is given by
the tracking-type functional

J(y, u) =
1

2
‖y − yd‖22 +

1

2
‖ey − eyd‖22 +

λ

2
‖u‖22, (4)

For a detailed derivation of the model and the associated
control problem, see e.g. [18].

B. Computational challenges

To solve the DR optimal control problem (1), it suffices to
find the solution to the optimality system of strongly coupled
non-linear PDEs (3). To this end, it has become common
practice to use a Sequentially Quadratic Programming (SQP)
approach [12]. In essence, SQP methods apply Newton’s
method to the optimality system (3). Therefore, given a
sequence of iterates, xi := (yi, pi), 1 ≤ i ≤ k, determination
of the next iterate, xk+1 := (yk, pk)+(δy, δp), can be found

by solution of the optimality system linearized at xk, i.e.:

∂ty −∆y + C0(xk)y − C1(xk)p = f(xk) in Q, (5a)
−∂tp−∆p+ C0(xk)p+ C2(xk)y = g(xk) in Q, (5b)
y = 0, p = 0 on Σ, (5c)
y(x, 0) = y0(x), p(x, T ) = 0 in Ω, (5d)

where C0(xk) := Gy(yk), C1(xk) := λ−1β2 and

C2(xk) := Gyy(yk)pk + ϕyy(yk), (6a)
f(xk) := Gy(yk)yk −G(yk), (6b)
g(xk) := Gyy(yk)pkyk + ϕyy(yk)yk − ϕy(yk). (6c)

Consequently, real-time control of (1) relies crucially on
fast solvers for the repeated solution of coupled PDEs in the
form (5). However, solution of (5) is a non-trivial task. The
reason is twofold. Firstly, discretization of the subproblems
(5) typically leads to huge linear systems in saddle-point
form [21]: [

MC2 AT

A −MC1

]
︸ ︷︷ ︸

A

[
ŷ
p̂

]
︸ ︷︷ ︸

x

=

[
Ĝ

F̂

]
︸ ︷︷ ︸

b

. (7)

Here each of the blocks (1, 2) and (2, 1) represent a
fully discretized PDE in both time and space. In particular,
for a 3D problem that uses a grid of N nodes in each
spatial direction and Nt nodes in time, A has dimensions
2N3Nt × 2N3Nt. Hence, the large-scale nature of the
individual subproblems poses a significant computational
challenge in terms of both CPU-time and storage. This is
particularly the case for standard low-order finite difference
or finite element discretizations that require a considerably
number of unknowns to resolve the problem to a given level
of accuracy. Secondly, (3) represents a so called forward-
backward system, where the PDEs evolve with opposite
directions in time. In general, the opposite time directions
prevent the use of conventional time-stepping schemes and
require special care to properly account for the initial-and
terminal conditions (3e) [22], [23].

III. A NEW SPECTRAL PETROV-GALERKIN SCHEME

To address the computational challenges of large-scale
PDE-constrained optimization, the following introduces the
SPG scheme. In essence, the SPG scheme can be seen as
a fast and memory-efficient iterative solver for the large-
scale saddle-point problems (7) that lie at the core of SQP
methods. To this end, the SPG scheme extends the seminal
ideas of Shen and Wang to combine a customized high-
order spectral method with Krylov subspace (KSP) solvers
[16]. Fundamentally, KSP methods solve the linear system
(7) iteratively by approximating the true solution, x, using
a sequence of iterates, xk, that are extracted from the k-
dimensional Krylov subspaces:

K(A, r0) := span {r0,Ar0,A2r0, ...,Ak−1r0}. (8)

Here r0 := b−Ax0 denotes the initial residual vector. For
large-scale problems, the efficiency of the SPG scheme relies
on two key components:
(i) Matrix-free and efficient evaluation of the matrix-vector

products, Axk, to avoid forming and storing the matrix,
A.
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(ii) An efficient preconditioner, P, to lower the iteration
count of the given KSP method.

In essence, the SPG scheme comprises a new strategy of
how to realize the requirements, (i) and (ii), in the context
of the saddle-point optimality systems (7). To keep a single
focus, this paper will only describe the SPG preconditioner.
In turn, the paper [24] presents details on how to efficiently
perform matrix-free matrix-vector products using Legendre
transforms.

The presentation of the scheme falls into three parts. The
first part describes how to discretize (5) using the high-
order space-time SPG method. The second part demonstrates
how to exploit the structure of the SPG method to construct
the new preconditioner for the SQP subproblems (5). To
summarize, the third part presents an algorithmic overview
that illustrates how to embed the SPG iterative solver into
an SQP framework.

A. A high-order space-time Petrov-Galerkin method

To properly account for the forward-backward nature of
(5), the SPG scheme uses a one-shot approach that solves the
optimality system simultaneously in the space-time cylinder
Q = Ω× (0, T ). To this end, let PM ,M ∈ N denote the set
of all polynomials of degree less than or equal to M and
consider the spatial and temporal approximation spaces:

VN = {v ∈ PN : v(±1) = 0}, (9)

TN := {v ∈ PNt : v(−1) = 0}, T∗N := {v ∈ PNt : v(1) = 0}.
(10)

Let K := N ·Nt and define

SK := VN × TNt , and S∗K := VN × T∗Nt
. (11)

Then the fully discrete space-time approximation of (5)
becomes

Find y ∈ SK , p ∈ S∗K : (12a)
〈(∂ty −∆y + C0y − C1p), v〉 = 〈f, v〉 ∀v ∈ S∗K , (12b)
〈−(∂tp−∆p+ C0p+ C2y), v〉= 〈g, v〉 ∀v ∈ SK . (12c)

Given a set of bases,

{ψk}N−2
k=0 ∈ VN , {ωk}Nt−1

k=0 ∈ TNt , {ω∗k}Nt−1
k=0 ∈ T∗Nt

, (13)

the solution to (5) can be approximated by the series expan-
sions

y(x, t) =

N−2∑
k=0

Nt−1∑
j=0

ŷjkφk(x)ωj(t), (14a)

p(x, t) =

N−2∑
k=0

Nt−1∑
j=0

p̂jkφk(x)ω∗j (t). (14b)

Consider the associated matrices

sij = 〈ψ′j , ψ′i〉, S = (sij)i,j=0,...,N−2, (15a)
mij = 〈ψj , ψi〉, M = (mij)i,j=0,...,N−2, (15b)

dij = 〈ω′j , ω∗i 〉, Dt = (dij)i,j=0,...,Nt−1, (15c)
bij = 〈ωj , ω

∗
i 〉, B = (bij)i,j=0,...,Nt−1. (15d)

Then, by substitution of (14a) and (14b) into (12), the
discrete optimality conditions can be written in matrix form[

MC2 AT

A −MC1

]
︸ ︷︷ ︸

A

[
ŷ
p̂

]
︸ ︷︷ ︸

x

=

[
Ĝ

F̂

]
︸ ︷︷ ︸

b

, (16)

where A := M ⊗Dt + S ⊗B +MC0
and

ŷ := (ŷ0, ..., ŷN−2), ŷj = {ŷjk}Nt−1
k=0 , (17a)

p̂ := (p̂0, ..., p̂N−2), p̂j = {p̂jk}Nt−1
k=0 , (17b)

Ĝ := (ĝ0, ..., ĝN−2), ĝj = {〈g, ωjψk〉}Nt−1
k=0 , (17c)

F̂ := (f̂0, ..., f̂N−2), f̂j = {〈f, ω∗jψk〉}Nt−1
k=0 . (17d)

Further, the variable-coefficient mass matrices
MC`

∈ RNt (N−1)×Nt (N−1), ` ∈ {0, 1, 2} are defined by
the entries

(mc0)ij = 〈C0ψkωm, ψlωn〉, (18a)
(mc1)ij = 〈C1ψkω

∗
m, ψlω

∗
n〉, (18b)

(mc2)ij = 〈C2ψkωm, ψlω
∗
n〉, (18c)

where i, j satisfy that

i = lNt + (n+ 1), j = kNt + (m+ 1), (19a)
0 ≤ k, l ≤ N − 2, 0 ≤ n,m ≤ Nt − 1. (19b)

The key to the efficiency of the SPG method is to construct
appropriate bases (13) such that (16) decouples into smaller
subsystems that can be solved efficiently. The following
describes how to devise such bases in space and time,
respectively.

SPG spatial discretization: In space, the SPG method uses
a Fourier-like (FL) basis that was first introduced in the
context of initial-value problems [16]. The FL basis can be
constructed in two steps as follows:

1) Let {Lk(·)}Nk=0 denote the orthogonal Legendre poly-
nomials and define the auxiliary functions:

φj(x) = cj (Lj(x)− Lj+2(x)) , 0 ≤ j ≤ N−2, cj =
1√

4j + 6
.

(20)
Then the associated stiffness matrix, SA = (〈∂xφj , ∂xφi〉)ij ,

becomes diagonal and the mass matrix, MA = (〈φj , φi〉)ij ,
is symmetric positive definite with penta-diagonal structure
[25].

2) The second step diagonalizes MA using an eigenvalue
decomposition. In particular, since MA is banded and sym-
metric positive definite, the eigenvalues, {λi}N−2

i=1 , and the
matrix of eigenvectors, Q = (qij), can be computed offline
at the cost of O(N2) operations. Given Q, the FL basis is
defined by

ψk(x) =

N−2∑
j=0

qjkφj(x), 0 ≤ k ≤ N − 2. (21)

Since Q is invertible, {ψk}N−2
k=0 constitutes a basis for VN .

Furthermore, due to the orthogonality of Q and the auxiliary
functions {φk}N−2

k=0 , the FL basis satisfies the relations

〈ψi, ψj〉 =

N−2∑
n,l=0

qniqlj〈φn, φl〉 = (QTMAQ)ji = λjδj,i,

(22a)

−〈ψ′′i , ψj〉 =

N−2∑
n,l=0

qniqlj〈φ′′n, φl〉 =

N−2∑
n,l=0

qniδn,lqlj = δj,i.

(22b)
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In particular, the FL basis diagonalizes the stiffness matrix,
S, and the mass matrix, M, respectively.

SPG temporal discretization: In time, the SPG scheme
uses the dual set of functions [16]:

ωk(t) := Lk(t) + Lk+1(t), 0 ≤ k ≤ Nt − 1, (23a)
ω∗k(t) := Lk(t)− Lk+1(t), 0 ≤ k ≤ Nt − 1. (23b)

Then {ωk}Nt−1
k=0 and {ω∗k}

Nt−1
k=0 constitute bases for TNt

and
T∗Nt

, respectively. Further, using the orthogonal properties of
the Legendre polynomials, it follows that

〈∂tωj , ω
∗
i 〉 = 2δij 〈∂tω∗j , ωi〉 = −2δij , (24a)

〈ωj , ω
∗
i 〉 = 0, |i− j| > 1, (24b)

〈ωj , ωi〉 = 0, |i− j| > 1, (24c)
〈ω∗j , ω∗i 〉 = 0, |i− j| > 1. (24d)

In particular, the matrix Dt becomes diagonal, whereas one
gets tridiagonal mass matrices

Byij = 〈ωj , ωi, 〉, By = (Byij)i,j=0,...,Nt−1, (25a)
Bpij = 〈ω∗j , ω∗i 〉, Bp = (Bpij)i,j=0,...,Nt−1. (25b)

B. The SPG preconditioner

The following shows how to exploit the structure of the
new SPG basis to construct efficient preconditioners for the
SQP subproblems (16). The role of a preconditioner, P , is
to modify the original system (16) to make it amenable to
iterative solution strategies:

P−1Ax = P−1b. (26)

To effectively lower the iteration count, P−1 must provide
a good approximation to A−1. However, to be computation-
ally efficient, the preconditioner must be matrix-free and it
should be inexpensive to compute the action of P−1. Good
preconditioners manage to properly trade off these opposing
objectives. Following ideas of [25], the SPG preconditioner
replaces the coupled blocks, MC1 ,MC2 , A of the original
system (16), by the approximations, M̂C1 , M̂C2 , Â, that arise
from the SPG discretization of the associated constant-
coefficient problem

∂ty + C0y − C1p = f(xk) in Q, (27a)

−∂tp+ C0p+ C2y = g(xk) in Q, (27b)
y = 0, p = 0 on Σ, (27c)
y(x, 0) = y0(x), p(x, T ) = 0 in Ω, (27d)

where C0, C1 and C2 are appropriately chosen constants.
Since the problem only involves constant coefficients, the
mass matrices (18) simplify to

M̂C1 := BP = M ⊗Bp (28a)

M̂C2 := BY = M ⊗By (28b)

Â := M ⊗Dt + S ⊗B + C0M ⊗B. (28c)

Hence, to apply the preconditioner, each iteration of the KSP
method requires solution of the discrete optimality system[

C2BY ÂT

Â −C1BP

]
︸ ︷︷ ︸

P

[
ŷk

p̂k

]
︸ ︷︷ ︸

zk

=

[
Ĝk

F̂ k

]
︸ ︷︷ ︸
Axk

. (29)

Here xk is the current KSP iterate and zk := P−1Axk is the
intermediate optimal solution. To solve (29) efficiently, the

SPG preconditioner exploits the properties of the SPG bases
(13) to reduce the multi-dimensional problem into a sequence
of subproblems that only involve one-dimensional tridiagonal
and triangular matrices. In particular, by combining the
properties (22) and (24), it follows that the discrete optimality
system (29) reduces to the (N−1) independent subproblems[
λjC2By ÂT

Â −λjC1Bp

] [
ŷkj
p̂kj

]
=

[
Ĝk

j

F̂ k
j

]
, 0 ≤ j ≤ N − 2,

(30)
where Â := 2λjINt−1+B+C0λjB. In turn, each individual
subproblem (30) can be solved efficiently using a Schur-
complement decomposition. In particular, for each j ∈
{0, ..., N − 2}, block Gaussian elimination applied to (30)
gives[

By αjÂ
T

O S

] [
ŷkj
p̂kj

]
=

[
αjĜ

k
j

ÂBy−1(αjĜ
k
j )− F̂ k

j

]
, (31)

where S := αjÂBy
−1ÂT + λjC1Bp is the the Schur-

complement and αj = (λjC2)−1. Note that S is symmetric
positive definite when C2 > 0. Hence, S admits a Cholesky
factorization R′R = S. Therefore, (30) can be solved in a
four step procedure as follows:

1) Solve the tridiagonal system By v = αjĜ
k
j . (32a)

2) Solve by back substitution R′x = Âv − F̂ k
j . (32b)

3) Solve by back substitution R p̂kj = x. (32c)

4) Solve the tridiagonal system Byŷkj = αj(Ĝ
k
j − ÂT p̂kj ).

(32d)

When C2 < 0, S may not be positive definite. In this
case, one may use a LDL factorization at slightly increased
computational cost [21]. Note that the solution procedure
only relies on storage and inversion of 1D, tridiagonal and
triangular Nt × Nt matrices. Also, due to the high-order
accuracy of the SPG method, Nt can usually be chosen
small, i.e., Nt ≤ 25. Lastly, the independent nature of the
subsystems makes the preconditioner highly amenable to
parallelization.

Extension to multiple dimensions: By forming tensor
products of the one-dimensional components, the efficient
solution procedure from 1D carries over to the multi-
dimensional cases. In particular, one can show that the two-
dimensional problem (29) reduces to (N − 1)2 independent
subsystems[

λiλjC2By ÂT

Â −λiλjC1Bp

] [
ŷkij
p̂kij

]
=

[
Ĝk

ij

F̂ k
ij

]
, (33)

where Â := 2λiλjINt−1 + (λi + λj)B + C0λiλjB and
0 ≤ i, j ≤ N − 2. Similarly, in the three-dimensional
case, the problem (29) decouples into (N − 1)3 independent
subsystems.

C. The SPG scheme - Algorithmic overview

To give an overview of the SPG scheme, Algorithm (1)
gives a brief conceptual description of the procedure and its
main constituents.
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Algorithm 1 Conceptual SPG algorithm
1: procedure OFFLINE COMPUTATIONS
2: Fix N and Nt.
3: Compute the SPG basis functions by (21) and (23).
4: Compute the N − 1 eigenvalues, {λk}N−2

k=0 , of MA.
5: Compute the Nt ×Nt tridiagonal matrices, B,By,Bp.
6: end procedure
7: procedure ONLINE LOCAL SQP SCHEME
8: Choose x0 := (y0, p0). Set k := 0. Set ε := 1.
9: while ε > tol do

10: Compute Ĝ(xk) and F̂ (xk).
11: Compute Ci(xk), i = 0, 1, 2 to setup P by (29).
12: Solve the system PA = Pb by GMRES to obtain ŷ, p̂.
13: . Apply P matrix-free using the procedure (32).
14: Compute xk+1 := (yk+1, pk+1) using (14).
15: Compute ε := ‖xk+1 − xk‖0.
16: Set k := k + 1.
17: end while
18: end procedure

IV. NUMERICAL RESULTS

To establish proof-of-concept, the following case study
uses the SPG scheme to solve the solid fuel ignition optimal
control problem (1), where the nonlinear reaction kinetics
are given by G(y) := η exp(y), η > 0. The study considers
Ω := [0, 2]2 and T = 1, where the aim will be to track the
desired states

yd1(x, y, t) :=
10

π2
, yd2(x, y, t) :=

10

π2
tχQc(x, y, t). (34)

Here Qc := {(x, y, t)| (x − 1)2 + (y − 1)2 < t2}. The desired
state, yd1

expresses the objective to keep the temperature
fixed, while yd2

represents a desire to restrain the heat
distribution to a circular subdomain that grows steadily
with time. To demonstrate computational efficiency and
robustness of the preconditioner, the case study investigates
invariance to 1) the problem dimensionality and 2) different
values of the parameter η > 0. All experiments use λ :=
10−5. The local SQP method uses a tolerance of 10−4. The
constant-coefficients, Ci, i = 0, 1, 2, that are used in the
preconditioner, P, are defined by

Ci =
1

2

(
max

(x,y,t)∈Q
Ci(xk) + min

(x,y,t)∈Q
Ci(xk)

)
. (35)

All computations are performed in MATLAB (2015b) on a
2.9 GHz Intel processor with 16 GB RAM. To solve (7)
iteratively, the SG scheme uses MATLABs implementation of
GMRES with a tolerance of ε = 10−6. All timings are listed
in seconds.

A. Optimal control of solid fuel ignition processes

To investigate computational efficiency, Table I shows
how 1) computation time, 2) the number of SQP iterations
needed for convergence, and 3) the average number of KSP
iterations required per SQP iterations develop for a growing
number of degrees of freedom (DOF) and the parameters
η ∈ {1, 10, 100}. The DOF are increased by doubling the
number of temporal modes, Nt. Fig. (1) and Fig. (2) compare
the desired targets to the controlled states in terms of space-
time plots for the case of η = 10 and N×N×Nt = 25·25·12.
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Fig. 1: Comparison of 1) the desired state yd1
and 2) the

controlled state.
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Fig. 2: Comparison of 1) the desired state yd2 and 2) the
controlled state.

The results support convergence to the optimal solution. In
particular, in both cases, the controlled state mimics the
desired trajectory to high precision. The numerical results of
Table I show that the SPG preconditioner manages to keep
the KSP iteration low, independently of the problem size and
the model parameter η > 0. As a results, the open-loop SFI
problem with up to approximately 200.000 unknowns can
be solved in less that half a minute. Note that this result is
obtained using modest hardware in MATLAB with no regards
to parallel implementations. Notice also that the CPU time
grows approximately linearly with the number of DOF. This
supports scalability of the SPG scheme.

V. CONCLUSIONS AND OUTLOOK

As a contribution towards real-time NMPC for large-scale
processes, this paper has proposed a new, fully iterative and
matrix-free PDE-constrained optimizer for the broad class of
problems that are governed by diffusion-reaction equations
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TABLE I

Optimal tracking problem - Desired state yd1 .
η = 1 η = 10 η = 100

DOF Time (s) SQP steps KSP iter. Time (s) SQP steps. KSP iter. Time (s) SQP steps KSP iter.

48,020 6.78 3 7 6.88 3 7 7.14 3 7
96,040 8.98 3 7 9.03 3 7 9.10 3 7
192,080 17.27 3 8 17.08 3 8 17.78 3 8

Optimal tracking problem - Desired state yd2 .
η = 1 η = 10 η = 100

DOF Time (s) SQP steps KSP iter. Time (s) SQP steps. KSP iter. Time (s) SQP steps KSP iter.

48,020 8.66 3 10 8.91 3 10 9.62 3 10
96,040 11.76 3 10 11.89 3 10 12.38 3 11
192,080 24.04 3 11 23.44 3 11 25.59 3 12

with nonlinear reaction kinetics. In essence, the optimizer
is a fast solver for the linear-quadratic optimal control
problems that underly SQP methods. Numerical results have
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to distributed control problems that are constraint only by
PDEs. Future work focuses on additional bound- or integral
constraints by combining the SPG scheme with a Primal-
Dual Active Set (PDAS) strategy [27].

REFERENCES

[1] F. Allgower, T. A. Badgwell, J. S. Qin, J. B. Rawlings, and S. J.
Wright, “Nonlinear predictive control and moving horizon estimation -
An introductory overview,” Advances in Control. Highlights of Ecc’99,
pp. 391–449, 391–449, 1999.

[2] D. Mayne, J. Rawlings, C. Rao, and P. Scokaert, “Constrained model
predictive control: Stability and optimality,” Automatica, vol. 36, no. 6,
pp. 789–814, 2000.

[3] T. A. Badgwell and S. J. Qin, “Review of nonlinear model predic-
tive control applications,” Nonlinear Predictive Control Theory and
Practice, pp. 3–32, 3–32, 2001.

[4] L. Biegler, “Efficient solution of dynamic optimization and NMPC
problems,” Prog Syst C, vol. 26, pp. 219–243, 2000.

[5] H. G. Bock, M. M. Diehl, D. B. Leineweber, and J. P. Schloder, “A
direct multiple shooting method for real-time optimization of nonlinear
DAE processes,” Nonlinear Model Predictive Control (progress in
Systems and Control Theory Vol.26), pp. 245–67, 245–267, 2000.

[6] Z. Nagy, R. Findeisen, M. Diehl, F. Allgower, H. Bock, S. Agachi,
J. P. Schloder, and D. Leineweber, “Real-time feasibility of nonlinear
predictive control for large scale processes - a case study,” Proceedings
of the American Control Conference, vol. 6, pp. 4249–4253, 2000.

[7] M. Diehl, H. Bock, J. Schloder, R. Findeisen, Z. Nagy, and F. Allgo-
wer, “Real-time optimization and nonlinear model predictive control
of processes governed by differential-algebraic equations,” Journal of
Process Control, vol. 12, no. 4, pp. 577–585, 2002.

[8] M. Diehl, H. Bock, and J. Schloder, “Newton-type methods for the
approximate solution of nonlinear programming problems in real-
time,” Applied Optimization, vol. 82, pp. 177–200, 2003.

[9] L. T. Biegler, Real-time PDE-constrained optimization. Society for
Industrial and Applied Mathematics,, 2007, vol. 3.

[10] A. Borzi and V. Schulz, “Multigrid methods for PDE optimization,”
SIAM Rev., vol. 51, no. 2, pp. 361–395, 2009.

[11] G. Leugering, P. Benner, S. Engell, A. Griewank, H. Harbrecht,
M. Hinze, R. Rannacher, and S. Ulbrich, Trends in PDE Constrained
Optimization, ser. International Series of Numerical Mathematics.
Springer International Publishing, 2014.

[12] R. Herzog and K. Kunisch, “Algorithms for PDE-constrained opti-
mization,” Gamm Mitteilungen, vol. 33, no. 2, pp. 163–176, 2010.

[13] A. Borzi and R. Griesse, “Distributed optimal control of lambda-
omega systems,” Journal of Numerical Mathematics, vol. 14, no. 1,
pp. 17–40, 2006.

[14] ——, “Experiences with a space-time multigrid method for the optimal
control of a chemical turbulence model,” International Journal for
Numerical Methods in Fluids, vol. 47, no. 8-9, pp. 879–885, 2005.

[15] R. Aliev and A. Panfilov, “A simple two-variable model of cardiac
excitation,” Chaos Solitons and Fractals, vol. 7, no. 3, pp. 293–301,
1996.

[16] J. Shen and L.-L. Wang, “Fourierization of the Legendre-Galerkin
method and a new space-time spectral method,” Appl. Numer. Math.,
vol. 57, no. 5-7, pp. 710–720, 2007.

[17] Y. Saad, Iterative Methods for Sparse Linear Systems: Second Edition.
SIAM, 2003.

[18] A. Borzi and K. Kunisch, “The numerical solution of the steady state
solid fuel ignition model and its optimal control,” SIAM Journal on
Scientific Computing, vol. 22, no. 1, pp. 263–284, 2000.

[19] ——, “A multigrid method for optimal control of time-dependent
reaction diffusion processes,” Int S Num M, vol. 138, pp. 50–57, 2001.
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Abstract: Real-time optimization of systems governed by partial differential equations (PDEs)
presents significant computational challenges to nonlinear model predictive control (NMPC).
The large-scale nature of PDEs often limits the use of standard nested black-box optimizers
that require repeated forward simulations and expensive gradient computations. Hence, to
ensure online solutions at relevant time-scales, large-scale NMPC algorithms typically require
powerful, customized PDE-constrained optimization solvers. To this end, this paper proposes a
new Lagrange-Newton-Krylov (LNK) method that targets the class of time-dependent nonlinear
diffusion-reaction systems arising from chemical processes. The LNK solver combines a high-
order spectral Petrov-Galerkin (SPG) method with a new, parallel preconditioner tailored for the
large-scale saddle-point systems that form subproblems of Sequential Quadratic Programming
(SQP) methods. To establish proof-of-concept, a case study uses a simple parallel MATLAB
implementation of the preconditioner with 10 cores. As a step towards real-time control, the
results demonstrate that large-scale diffusion-reaction optimization problems with more than
106 unknowns can be solved efficiently in less than a minute.

Keywords: Optimal control, Model-based control, Nonlinear control, Partial differential
equations, Large-scale systems, Iterative methods.

1. INTRODUCTION

Nonlinear model predictive control (NMPC) is a well-
established control technique with many applications in
science and engineering (Allgower et al., 1999; Mayne
et al., 2000; Badgwell and Qin, 2001). However, for large-
scale processes governed by partial differential equations
(PDEs), the need for repeated real-time solution of PDE-
constrained optimization problems pose persistent compu-
tational challenges (Bock et al., 2000; Diehl et al., 2002;
Biegler, 2007; Borzi and Schulz, 2009; Leugering et al.,
2014). To solve large-scale optimization problems, the
literature distinguishes between two solution paradigms,
Nested-Analysis-and-Design (NAND) and Simultaneous-
Analysis-and-Design (SAND) (Biegler, 2000; Herzog and
Kunisch, 2010). The NAND method uses a reduced space
approach that eliminates the state variables from the opti-
mization problem. This has the advantages of reducing the
original problem into a sequence of comparably small op-
timization problems for the decision variables. As a draw-
back, NAND methods require repeated computation of
adjoint sensitivities and solution of the state equations. For
large scale problems, where the number of unknowns read-
ily exceeds 106, these requirements become prohibitively
expensive. This issue is particularly pronounced for dis-
tributed control problems, where the number of decision
variables is comparable to the number of states. In contrast
to NAND, methods of SAND consider both the states and

the controls as independent optimization variables that
are coupled through the PDE constraints. To solve the
corresponding optimization problem, SAND methods solve
the Karush-Kuhn-Tucker (KKT) system of first-order op-
timality conditions for the states, controls, and multipliers
simultaneously. By solving for all dependent variables at
once, SAND methods avoid the need to repeatedly solve
the state equations and the corresponding sensitivity prob-
lem. In theory, this makes SAND approaches fast and
ideal for real-time optimization. However, in practice, the
solution of the full KKT system is a highly non-trivial task.
In particular, the KKT conditions constitute a nonlinear
system of PDEs coupled in both space and time. As a
consequence, the optimization problem becomes huge to
the point where most standard black-box optimizers are
rendered computationally intractable. Hence, to realize the
potential of SAND methods and promote online dynamic
large-scale optimization, customized preconditioned itera-
tive solvers become imperative.
As a contribution in this direction, this paper proposes
a new parallel Lagrange-Newton-Krylov (LNK) scheme
that has been tailored for a class of time-dependent non-
linear diffusion-reaction systems that arise from chemi-
cal processes (Griesse and Volkwein, 2005; Pearson and
Stoll, 2013). Following the traditional LNK framework
proposed by Biros and Ghattas (2005), the scheme solves
the full nonlinear KKT system by a Sequentially Quadratic
Programming (SQP) approach, where solution of the
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The large-scale nature of PDEs often limits the use of standard nested black-box optimizers
that require repeated forward simulations and expensive gradient computations. Hence, to
ensure online solutions at relevant time-scales, large-scale NMPC algorithms typically require
powerful, customized PDE-constrained optimization solvers. To this end, this paper proposes a
new Lagrange-Newton-Krylov (LNK) method that targets the class of time-dependent nonlinear
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large-scale saddle-point systems that form subproblems of Sequential Quadratic Programming
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1. INTRODUCTION

Nonlinear model predictive control (NMPC) is a well-
established control technique with many applications in
science and engineering (Allgower et al., 1999; Mayne
et al., 2000; Badgwell and Qin, 2001). However, for large-
scale processes governed by partial differential equations
(PDEs), the need for repeated real-time solution of PDE-
constrained optimization problems pose persistent compu-
tational challenges (Bock et al., 2000; Diehl et al., 2002;
Biegler, 2007; Borzi and Schulz, 2009; Leugering et al.,
2014). To solve large-scale optimization problems, the
literature distinguishes between two solution paradigms,
Nested-Analysis-and-Design (NAND) and Simultaneous-
Analysis-and-Design (SAND) (Biegler, 2000; Herzog and
Kunisch, 2010). The NAND method uses a reduced space
approach that eliminates the state variables from the opti-
mization problem. This has the advantages of reducing the
original problem into a sequence of comparably small op-
timization problems for the decision variables. As a draw-
back, NAND methods require repeated computation of
adjoint sensitivities and solution of the state equations. For
large scale problems, where the number of unknowns read-
ily exceeds 106, these requirements become prohibitively
expensive. This issue is particularly pronounced for dis-
tributed control problems, where the number of decision
variables is comparable to the number of states. In contrast
to NAND, methods of SAND consider both the states and

the controls as independent optimization variables that
are coupled through the PDE constraints. To solve the
corresponding optimization problem, SAND methods solve
the Karush-Kuhn-Tucker (KKT) system of first-order op-
timality conditions for the states, controls, and multipliers
simultaneously. By solving for all dependent variables at
once, SAND methods avoid the need to repeatedly solve
the state equations and the corresponding sensitivity prob-
lem. In theory, this makes SAND approaches fast and
ideal for real-time optimization. However, in practice, the
solution of the full KKT system is a highly non-trivial task.
In particular, the KKT conditions constitute a nonlinear
system of PDEs coupled in both space and time. As a
consequence, the optimization problem becomes huge to
the point where most standard black-box optimizers are
rendered computationally intractable. Hence, to realize the
potential of SAND methods and promote online dynamic
large-scale optimization, customized preconditioned itera-
tive solvers become imperative.
As a contribution in this direction, this paper proposes
a new parallel Lagrange-Newton-Krylov (LNK) scheme
that has been tailored for a class of time-dependent non-
linear diffusion-reaction systems that arise from chemi-
cal processes (Griesse and Volkwein, 2005; Pearson and
Stoll, 2013). Following the traditional LNK framework
proposed by Biros and Ghattas (2005), the scheme solves
the full nonlinear KKT system by a Sequentially Quadratic
Programming (SQP) approach, where solution of the
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associated large-scale saddle-point subproblems rely on
a matrix-free preconditioned iterative Krylov subspace
method. In this context, this paper contributes with the
construction of a new preconditioner tailored for the DR
application. At its core, the preconditioner relies on a
spectral Petrov-Galerkin (SPG) discretization scheme that
is inspired by the work of Shen and Wang (2007). By
exploiting the structure of the SPG method, inversion
of the preconditioner reduces to solution of independent
subproblems that only involve small scale, sparse matrices.
The independent nature of the subproblems makes the pre-
conditioner scalable and amenable to parallelization. To
establish proof-of-concept, a case study uses the new LNK
scheme to solve large-scale diffusion-reaction optimization
problems with more than 106 unknowns. The study uses a
parallel implementation of the preconditioner distributed
on 10 cores.
The paper is organized as follows. Section 2 introduces the
optimal control problem. The new LNK solver is described
in Section 3. Section 4 presents numerical results and
conclusions are made in Section 5.

2. OPTIMAL CONTROL OF DIFFUSION-REACTION
PROCESSES

Nonlinear diffusion-reaction systems are ubiquitous in
chemical engineering and mathematical biology, where
they are used to model processes for which chemical reac-
tants or biological species evolve by means of mutual inter-
action. As an example, this paper considers the chemical
reaction A+B → C, where it is assumed that the backward
reaction C → A + B is negligible. To model this process,
let Ω ⊂ Rd, d = 1, 2, 3 be a bounded rectangular domain
with boundary Γ, take T > 0 to be a fixed final time,
and consider the space-time cylinders Q := Ω × (0, T ) and
Σ := Γ × (0, T ). Under the assumption that the forward
reaction occurs with a constant rate, the evolution of the
reactant concentrations, y, v, can be described by a system
of coupled nonlinear diffusion-reaction equations in the
form:

∂ty −D1∆y + k1y + γ1yv = f1 in Q, (1a)

∂tv −D2∆v + k2v + γ2yv = f2 in Q, (1b)

y = v = 0 on Σ, (1c)

y(x, 0) = y0(x) v(x, 0) = v0(x) in Ω. (1d)

Here D1, D2, k1, k2 are appropriate chosen constants and
f1, f2 are given source terms. The nonlinear coupling
terms, γ1yv and γ2yv, describe the conversion rate of
the reactants, where γi can be modeled by the Arrhenius
kinetics expressions

γi = k0e
− E

RT , i ∈ {1, 2}. (2)

Here k0 is a proportionality constant, E is the activation
energy, R is the universal gas constant, and T is the time-
independent reaction temperature (Warnatz et al., 2006).

2.1 The optimal control problem

To control DR processes of the type (1), this paper
considers the PDE-constrained optimization problem:

min
y, v, u

J(y, v, u) (3a)

s.t. ∂ty −D1∆y + k1y + γ1yv = βu+ f1 in Q, (3b)

∂tv −D2∆v + k2v + γ2yv = f2 in Q, (3c)

y = v = 0 on Σ, (3d)

y(x, 0) = y0(x) v(x, 0) = v0(x) in Ω. (3e)

The problem (3) seeks to determine the optimal control
input, u ∈ L2(Q), such that the concentrations of the
reactants, y, v, track pre-specified desired states, yd, vd ∈
L2(Ω). To this end, the objective (3a) is given by the
tracking-type functional

J(y, v, u) =
1

2
‖y − yd‖22 +

1

2
‖v − vd‖22 +

λ

2
‖u‖22, (4)

where ‖ · ‖2 denotes the L2(Q) norm and λ > 0 is the
Tikhonov regularization parameter. As a means to control
(3), this paper considers a distributed control mechanism,
u ∈ L2(Q), that acts within the domain Ω. The control
can be restricted to any given subdomain, Ωc ⊂ Ω, by
choosing the coefficient, β = β(x, t), as an appropriate
characteristic function, i.e. β(x, t) := χΩc

(x, t). In physical
terms, the control models injection or suction of individual
reactants. Alternatively, for chemical reactions involving
ionic species, the control may represent an electric field
applied to steer the system towards a desired conductivity
pattern (Borzi and Griesse, 2005, 2006).

3. A NEW LAGRANGE-NEWTON-KRYLOV SOLVER

As a step towards real-time dynamic optimization of
PDE-constrained systems, the following introduces a new
Lagrange-Newton-Krylov (LNK) solver tailored for large-
scale DR problems of the type (3). In combination with
appropriate state estimation tools, the solver is intended
to serve as an important building block for closed-loop con-
trollers. Motivated by the discussion of the introduction,
the LNK scheme follows the approach of Simultaneous-
Analysis-And-Design (SAND) that solves (3) by finding
a solution to the Karuhn-Kush-Tucker (KKT) optimality
system:

∂ty −D1∆y + k1y + γ1yv = βu+ f1 in Q, (5a)

∂tv −D2∆v + k2v + γ2yv = f2 in Q, (5b)

−∂tp−D1∆p+ k1p+ γ1vp+ γ2vq = yd − y in Q, (5c)

−∂tq −D2∆q + k2q + γ1yp+ γ2yq = vd − v in Q, (5d)

λu− βp = 0 in Q, (5e)

y = v = p = q = 0 on Σ, (5f)

y(x, 0) = y0(x) v(x, 0) = v0(x) in Ω. (5g)

p(x, T ) = q(x, T ) = 0 in Ω. (5h)

Following a Newton-Krylov strategy, the LNK scheme
solves the KKT system in an iterative fashion that consists
of outer and inner iterations:

• Outer iterations - The LNK scheme uses a Sequen-
tial Quadratic Programming (SQP) approach that
applies Newton’s method to divide the full nonlinear
problem (5) into a sequence of linearized subproblems
that determine the outer iterates, xk.

• Inner iterations - To be memory-efficient and scalable,
the LNK method solves each individual subproblem
using an iterative Krylov subspace (KSP) method
that approximates the solution of the outer SQP
subproblem, xk, by the inner iterates, xk.

The main feature that separates the LNK scheme from
conventional methods is the use of a custom-made spectral
Petrov-Galerkin (SPG) discretization scheme to construct
new, parallel and matrix-free preconditioners that acceler-
ate convergence of the inner KSP iterations. As opposed to
traditional high-order collocation methods (Biegler, 1984),
the SPG scheme uses carefully designed modal bases whose
special orthogonal properties lead to well-conditioned,
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sparse and banded mass- and stiffness matrices (Shen
and Wang, 2007). In turn, these properties are central
to construction of the preconditioners and ensure efficient
solution of the outer SQP subproblems.
The presentation of the LNK solver divides into three
parts. The first part introduces key aspects of the SPG
discretization. The second part presents the outer SQP
subproblems, while the third part discusses how to speed
up the inner iterations by using the SPG bases to build
efficient preconditioners for the outer SQP problems.

3.1 The SPG discretization

To introduce the SPG method, let PM , M ∈ N be the
set of all univariate, real-valued polynomials of degree less
than or equal to M and define the spatial and temporal
discretization spaces:

VN = {v ∈ PN : v(±1) = 0}. (6)

TN := {v ∈ PNt : v(−1) = 0}, T∗
N := {v ∈ PNt : v(1) = 0}. (7)

To be efficient, the LNK scheme relies on construction of
appropriate SPG bases

{ωk}Nt−1
k=0

∈ TNt , {ω∗
k}Nt−1

k=0
∈ T∗

Nt
, {ψk}N−2

k=0
∈ VN . (8)

The basic idea is to construct the bases such that the
associated mass- and stiffness matrices obtain structured
sparsity patterns that can be exploited to devise efficient
preconditioners for the outer SQP problems. For the sake
of brevity, the presentation of the SPG bases only covers
the basic definitions and the key properties that are rel-
evant to the preconditioners. In turn, the papers (Shen,
1994; Shen and Wang, 2007; Christiansen and Jørgensen,
2017), provide full derivations and implementation details.
To construct bases for TNt

and T∗
Nt

, the SPG method uses
linear combinations of the orthogonal Legendre polyno-
mials, {Lk(·)}N

k=0, that have been adapted to satisfy the
forward-backward conditions (5h):

ωk(t) := Lk(t) + Lk+1(t), 0 ≤ k ≤ Nt − 1, (9a)

ω∗
k(t) := Lk(t)− Lk+1(t), 0 ≤ k ≤ Nt − 1. (9b)

These choices of bases imply that the matrix, Dt,

dij = 〈ω′
j , ω

∗
i 〉, Dt = (dij)i,j=0,...,N−2, (10)

becomes diagonal, whereas the matrices, B, By, Bp,

bij = 〈ωj , ω
∗
i 〉, B = (bij)i,j=0,...,Nt−1. (11a)

(by)ij = 〈ωj , ωi, 〉, By = ((by)ij)i,j=0,...,Nt−1, (11b)

(bp)ij = 〈ω∗
j , ω

∗
i 〉, Bp = ((bp)ij)i,j=0,...,Nt−1. (11c)

become tridiagonal. To generate a basis for VN , the SPG
scheme uses the Fourier-like (FL) basis

ψk(x) =

N−2∑

j=0

qjkφj(x), 0 ≤ k ≤ N − 2. (12)

Here the functions {φk(·)}N−2
k=0 are defined by:

φj(x) = cj (Lj(x)− Lj+2(x)) , 0 ≤ j ≤ N−2, cj =
1√

4j + 6
, (13)

where {Lk(·)}N
k=0 denote the orthogonal Legendre poly-

nomials. The coefficients, qij , are given by the elements of
the matrix Q = (qij), whose columns form the eigenvectors
of the associated mass matrix MA = (〈φj , φi〉)ij . As its key
property, the FL basis satisfies the orthogonality relations

〈ψi, ψj〉 = λjδj,i, 〈ψ′
i, ψ

′
j〉 = δj,i, (14)

where {λi}N−2
i=1 are the eigenvalues of the matrix, MA. As

a consequence, the FL basis leads to diagonal stiffness -
and mass matrices, S and M,

sij = 〈ψ′
j , ψ

′
i〉, S = (sij)i,j=0,...,N−2, (15a)

mij = 〈ψj , ψi〉, M = (mij)i,j=0,...,N−2. (15b)

3.2 Outer iterations - The SQP subproblems

The outer iterations of the LNK scheme uses an SQP ap-
proach to approximate the solution to the KKT system (5)
by a sequence of Newton iterates xi := (yi, vi, pi, qi), 1 ≤
i ≤ k. Given, xk, the next iterate, xk+1 := (y, v, p, q), is
determined by solution of the associated linearized opti-
mality system:

Ly + γ1ykv − λ−1β2p = F1(xk), (16a)

Lv + γ2vky = F2(xk), (16b)

Lp+ γ1pkv + γ2C(v, q) + y = F3(xk), (16c)

Lq + γ2qky + γ1C(y, p) + v = F4(xk). (16d)

Here the differential operators, Ly, Lv, Lp and Lq are
defined by

Ly := ∂ty −D1∆y + k1y + γ1vky, (17a)

Lv := ∂tv −D2∆v + k2v + γ2ykv, (17b)

Lp := −∂tp−D1∆p+ k1p+ γ1vkp, (17c)

Lq := −∂tq −D2∆q + k2q + γ2ykq, (17d)

and C(a, b) := (akb + bka). The right-hand side is given
by

F1(xk) := f1 + γ1vkyk, (18a)

F2(xk) := f1 + γ1vkyk, (18b)

F3(xk) := yd + γ1vkpk + γ2vkqk, (18c)

F4(xk) := vd + γ1ykpk + γ2ykqk. (18d)

To discretize (16) using the SPG method, let K := N ·
Nt and introduce the combined space-time discretization
spaces

SK := VN × TNt and S∗
K := VN × T∗

Nt
. (19)

Now, consider the series representations

y =

N−2∑

k=0

Nt−1∑

j=0

ŷjkφk(x)ωj(t), p =

N−2∑

k=0

Nt−1∑

j=0

p̂jkφk(x)ω
∗
j (t), (20a)

v =

N−2∑

k=0

Nt−1∑

j=0

v̂jkφk(x)ωj(t), q =

N−2∑

k=0

Nt−1∑

j=0

q̂jkφk(x)ω
∗
j (t), (20b)

where {ψk}N−2
k=0

∈ VN , {ωk}Nt−1
k=0

∈ TNt , {ω∗
k}

Nt−1
k=0

∈ T∗
Nt

are the SPG bases. The finite-dimensional counterpart to
the SQP subproblem (16) then becomes

Find y, v ∈ SK , p, q ∈ S∗
K : (21a)

〈Ly + γ1ykv − λ−1β2u,w〉 = 〈F1, w〉 ∀w ∈ S∗
K , (21b)

〈Lv + γ2vky, w〉 = 〈F2, w〉 ∀w ∈ S∗
K , (21c)

〈Lp+ γ1pkv + γ2C(v, q) + y, w〉 = 〈F3, w〉 ∀w ∈ SK , (21d)

〈Lq + γ2qky + γ1C(y, p) + v, w〉 = 〈F4, w〉 ∀w ∈ SK . (21e)

Next, arrange the the unknown expansion coefficients
using the ordering

ŷ := (ŷ0, ..., ŷN−2), ŷj = {ŷjk}Nt−1
k=0

, (22a)

v̂ := (v̂0, ..., v̂N−2), v̂j = {v̂jk}Nt−1
k=0

, (22b)

p̂ := (p̂0, ..., p̂N−2), p̂j = {ŷjk}Nt−1
k=0

, (22c)

q̂ := (q̂0, ..., q̂N−2), q̂j = {q̂jk}Nt−1
k=0

, (22d)

and define the variable coefficient mass matrices,
By, Bv, BYp, BYq, and BYβ , by the entries
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sparse and banded mass- and stiffness matrices (Shen
and Wang, 2007). In turn, these properties are central
to construction of the preconditioners and ensure efficient
solution of the outer SQP subproblems.
The presentation of the LNK solver divides into three
parts. The first part introduces key aspects of the SPG
discretization. The second part presents the outer SQP
subproblems, while the third part discusses how to speed
up the inner iterations by using the SPG bases to build
efficient preconditioners for the outer SQP problems.

3.1 The SPG discretization

To introduce the SPG method, let PM , M ∈ N be the
set of all univariate, real-valued polynomials of degree less
than or equal to M and define the spatial and temporal
discretization spaces:

VN = {v ∈ PN : v(±1) = 0}. (6)

TN := {v ∈ PNt : v(−1) = 0}, T∗
N := {v ∈ PNt : v(1) = 0}. (7)

To be efficient, the LNK scheme relies on construction of
appropriate SPG bases

{ωk}Nt−1
k=0

∈ TNt , {ω∗
k}Nt−1

k=0
∈ T∗

Nt
, {ψk}N−2

k=0
∈ VN . (8)

The basic idea is to construct the bases such that the
associated mass- and stiffness matrices obtain structured
sparsity patterns that can be exploited to devise efficient
preconditioners for the outer SQP problems. For the sake
of brevity, the presentation of the SPG bases only covers
the basic definitions and the key properties that are rel-
evant to the preconditioners. In turn, the papers (Shen,
1994; Shen and Wang, 2007; Christiansen and Jørgensen,
2017), provide full derivations and implementation details.
To construct bases for TNt

and T∗
Nt

, the SPG method uses
linear combinations of the orthogonal Legendre polyno-
mials, {Lk(·)}N

k=0, that have been adapted to satisfy the
forward-backward conditions (5h):

ωk(t) := Lk(t) + Lk+1(t), 0 ≤ k ≤ Nt − 1, (9a)

ω∗
k(t) := Lk(t)− Lk+1(t), 0 ≤ k ≤ Nt − 1. (9b)

These choices of bases imply that the matrix, Dt,

dij = 〈ω′
j , ω

∗
i 〉, Dt = (dij)i,j=0,...,N−2, (10)

becomes diagonal, whereas the matrices, B, By, Bp,

bij = 〈ωj , ω
∗
i 〉, B = (bij)i,j=0,...,Nt−1. (11a)

(by)ij = 〈ωj , ωi, 〉, By = ((by)ij)i,j=0,...,Nt−1, (11b)

(bp)ij = 〈ω∗
j , ω

∗
i 〉, Bp = ((bp)ij)i,j=0,...,Nt−1. (11c)

become tridiagonal. To generate a basis for VN , the SPG
scheme uses the Fourier-like (FL) basis

ψk(x) =

N−2∑

j=0

qjkφj(x), 0 ≤ k ≤ N − 2. (12)

Here the functions {φk(·)}N−2
k=0 are defined by:

φj(x) = cj (Lj(x)− Lj+2(x)) , 0 ≤ j ≤ N−2, cj =
1√

4j + 6
, (13)

where {Lk(·)}N
k=0 denote the orthogonal Legendre poly-

nomials. The coefficients, qij , are given by the elements of
the matrix Q = (qij), whose columns form the eigenvectors
of the associated mass matrix MA = (〈φj , φi〉)ij . As its key
property, the FL basis satisfies the orthogonality relations

〈ψi, ψj〉 = λjδj,i, 〈ψ′
i, ψ

′
j〉 = δj,i, (14)

where {λi}N−2
i=1 are the eigenvalues of the matrix, MA. As

a consequence, the FL basis leads to diagonal stiffness -
and mass matrices, S and M,

sij = 〈ψ′
j , ψ

′
i〉, S = (sij)i,j=0,...,N−2, (15a)

mij = 〈ψj , ψi〉, M = (mij)i,j=0,...,N−2. (15b)

3.2 Outer iterations - The SQP subproblems

The outer iterations of the LNK scheme uses an SQP ap-
proach to approximate the solution to the KKT system (5)
by a sequence of Newton iterates xi := (yi, vi, pi, qi), 1 ≤
i ≤ k. Given, xk, the next iterate, xk+1 := (y, v, p, q), is
determined by solution of the associated linearized opti-
mality system:

Ly + γ1ykv − λ−1β2p = F1(xk), (16a)

Lv + γ2vky = F2(xk), (16b)

Lp+ γ1pkv + γ2C(v, q) + y = F3(xk), (16c)

Lq + γ2qky + γ1C(y, p) + v = F4(xk). (16d)

Here the differential operators, Ly, Lv, Lp and Lq are
defined by

Ly := ∂ty −D1∆y + k1y + γ1vky, (17a)

Lv := ∂tv −D2∆v + k2v + γ2ykv, (17b)

Lp := −∂tp−D1∆p+ k1p+ γ1vkp, (17c)

Lq := −∂tq −D2∆q + k2q + γ2ykq, (17d)

and C(a, b) := (akb + bka). The right-hand side is given
by

F1(xk) := f1 + γ1vkyk, (18a)

F2(xk) := f1 + γ1vkyk, (18b)

F3(xk) := yd + γ1vkpk + γ2vkqk, (18c)

F4(xk) := vd + γ1ykpk + γ2ykqk. (18d)

To discretize (16) using the SPG method, let K := N ·
Nt and introduce the combined space-time discretization
spaces

SK := VN × TNt and S∗
K := VN × T∗

Nt
. (19)

Now, consider the series representations

y =
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k=0

Nt−1∑

j=0
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k=0

∈ VN , {ωk}Nt−1
k=0
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Nt−1
k=0

∈ T∗
Nt

are the SPG bases. The finite-dimensional counterpart to
the SQP subproblem (16) then becomes

Find y, v ∈ SK , p, q ∈ S∗
K : (21a)

〈Ly + γ1ykv − λ−1β2u,w〉 = 〈F1, w〉 ∀w ∈ S∗
K , (21b)

〈Lv + γ2vky, w〉 = 〈F2, w〉 ∀w ∈ S∗
K , (21c)

〈Lp+ γ1pkv + γ2C(v, q) + y, w〉 = 〈F3, w〉 ∀w ∈ SK , (21d)

〈Lq + γ2qky + γ1C(y, p) + v, w〉 = 〈F4, w〉 ∀w ∈ SK . (21e)

Next, arrange the the unknown expansion coefficients
using the ordering
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q̂ := (q̂0, ..., q̂N−2), q̂j = {q̂jk}Nt−1
k=0

, (22d)

and define the variable coefficient mass matrices,
By, Bv, BYp, BYq, and BYβ , by the entries
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(by)ij = 〈ykψkωm, ψlω
∗
n〉, (23a)

(bv)ij = 〈vkψkωm, ψlω
∗
n〉, (23b)

(byβ)ij = 〈β2ψkω
∗
m, ψlω

∗
n〉, (23c)

(byp)ij = 〈pkψkωm, ψlωn〉, (23d)

(byq)ij = 〈qkψkωm, ψlωn〉, (23e)

where i, j satisfy that

i = lNt + (n+ 1), j = k(N − 1) + (m+ 1), (24a)

0 ≤ k, l ≤ N − 2, 0 ≤ n,m ≤ Nt − 1. (24b)

Finally, define BY = M ⊗ By and the submatrices,
LY, LV, LP and LQ,

LY = 2M ⊗DNt +D1(S ⊗B) + k1(M ⊗B) + γ1Bv , (25a)

LV = 2M ⊗DNt +D2(S ⊗B) + k2(M ⊗B) + γ2By , (25b)

LP = 2M ⊗DNt +D1(S ⊗B) + k1(M ⊗B)T + γ1B
T
v , (25c)

LQ = 2M ⊗DNt +D2(S ⊗B) + k2(M ⊗B)T + γ2B
T
y . (25d)

Then (21) can be written in matrix form
[
M(1) B(1)

B(2) M(2)

]

︸ ︷︷ ︸
A

[
ŷv

p̂q

]

︸ ︷︷ ︸
x

=

[
Ĝ

Ĥ

]

︸ ︷︷ ︸
b

, (26)

where

ŷv := (ŷ0, ..., ŷN−2, v̂0, ..., v̂N−2), (27a)

p̂q := (p̂0, ..., p̂N−2, q̂0, ..., q̂N−2), (27b)

Ĝ := (ĝ10 , ..., ĝ
1
N−2, ĝ

2
0 , ..., ĝ

2
N−2), (27c)

Ĥ := (̂h3
0, ..., ĥ

3
N−2, ĥ

4
0, ..., ĥ

4
N−2), (27d)

ĝij = {〈Fi, ψjω
∗
k〉}Nt−1

k=0
, i ∈ {1, 2}, (27e)

ĥi
j = {〈Fi, ψjωk〉}Nt−1

k=0
, i ∈ {3, 4}, (27f)

and

M(1) =

[
BY Σpq

Σpq BY

]
, B(1) =

[
LP γ2B

T
v

γ1B
T
y LQ

]
, (28a)

B(2) =

[
LY γ1By

γ2Bv LV

]
, M(2) =

[
−λ−1BYβ ·

· ·

]
, (28b)

with Σpq := γ1BYp + γ2BYq .

3.3 Inner iterations - The preconditioned KSP method

To solve the large-scale saddle-point problems (26) effi-
ciently, the LNK scheme uses KSP methods that approx-
imate the true solution, x, by the inner iterates, xk, that
belong to the k-dimensional Krylov subspaces:

K(A, r0) := span {r0,Ar0,A2r0, ...,Ak−1r0}. (29)

Here r0 := b − Ax0 represents the initial residual vec-
tor. The KSP approach implies that (26) can be solved
matrix-free such that the associated large-scale matrices,
A, do not need to be formed and stored (Christiansen
and Jørgensen, 2017). However, for KSP methods to be
efficient, preconditioning is essential. The goal of precondi-
tioning is to accelerate the convergence of KSP methods by
modifying the original system, e.g. by pre-multiplication of
a suitable matrix, P−1, i.e.,

P−1Ax = P−1b. (30)

To precondition the SQP subproblems (26), this paper
proposes matrices, P, in the form

P =

[
M̂(1) B̂(1)

B̂(2) M̂(2)

]
. (31)

To exploit the properties of the SPG bases, the idea is to
replace the individual blocks (28) of the original system by

the approximations, M̂ (i), B̂(i), i = 1, 2, that come from an
SPG discretization of the associated constant-coefficient
problem:

L̂y + γ1ykv − 1/2 λ−1p = F1(xk), (32a)

L̂v + γ2vky = F2(xk), (32b)

L̂p+ γ1pkv + γ2C(v, q) + y = F3(xk), (32c)

L̂q + γ2qky + γ1C(y, p) + v = F4(xk), (32d)

where

L̂y := ∂ty −D1∆y + k1y + γ1vky, (33a)

L̂v := ∂tv −D2∆v + k2v + γ2ykv, (33b)

L̂p := −∂tp−D1∆p+ k1p+ γ1vkp, (33c)

L̂q := −∂tq −D2∆q + k2q + γ2ykq, (33d)

Here the constant coefficients, yk, vk, pk, qk, are chosen as
the mean of the corresponding iterates, yk, vk, pk, qk, i.e.,

wk :=
1

2

(
max
x∈Q

wk(x) + min
x∈Q

wk(x)

)
, w ∈ {y, v, p, q}. (34)

Hence, during each inner iteration, application of the
preconditioner requires solution of the linear system of
equations [

M̂(1) B̂(1)

B̂(2) M̂(2)

]

︸ ︷︷ ︸
P

[
ŷv

k

p̂q
k

]

︸ ︷︷ ︸
zk

=

[
Ĝk

Ĥk

]

︸ ︷︷ ︸
Axk

. (35)

To ensure low cost inversion of the preconditioner, the
LNK scheme relies on the orthogonality relations of the
SPG bases. In particular, using the diagonal structure of
the matrix Dt defined by (10) and the FL properties (14),
it follows that the 4(N − 1)Nt × 4(N − 1)Nt system (35)
decouples into (N −1) independent 4Nt ×4Nt subsystems
in the form[

M̂
(1)
s B̂

(1)
s

B̂
(2)
s M̂

(2)
s

][
ŷv

k
j

p̂q
k
j

]
=

[
ĝkj
ĥk
j

]
, 0 ≤ j ≤ N − 2, (36)

where

M
(1)
s =

[
λjBy Σ̂pq

Σ̂pq λjBy

]
, B

(1)
s =

[
L̂P γ2λjvkB

T

γ1ykB
T L̂Q

]
,

(37a)

B
(2)
s =

[
L̂Y γ1λjykB

γ2λjvkB L̂V

]
, M

(2)
s =

[
−1/2λ−1λjBp ·

· ·

]
.

(37b)

Here Σpq := γ1λjpkBy + γ2λjqkBy and

L̂Y = 2λjDNt +D1B + k1λjB + γ1λjvkB, (38a)

L̂V = 2λjDNt +D2B + k2λjB + γ2λjykB, (38b)

L̂P = 2λjDNt +D1B + k1λjB
T + γ1λjvkB

T , (38c)

L̂Q = 2λjDNt +D2B + k2λjB
T + γ2λjykB

T . (38d)

Similarly, in the two and three dimensional cases, one can
show that the corresponding preconditioners, P, reduce to
(N − 1)2 and (N − 1)3 subsystems of dimensions 4Nt ×
4Nt, respectively. Hence, by exploiting the structure of
SPG bases, it is possible to reduce the multi-dimensional
preconditioning problem (35) to a sequence of (N − 1)d

independent subproblems (36) that only involve blocks of
Nt × Nt tridiagonal matrices, where d denotes the spatial
dimension and N, Nt are the number of modes in the space
and time directions, respectively. Further, due to high-
order accuracy of the SPG bases, the number of modes
can usually be chosen small, i.e. N, Nt < 30.
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This implies that the preconditioner can be inverted effi-
ciently and robustly by solving each subsystem using, e.g.,
a sparse direct solver. Finally, by the independent nature
of the subsystems, the preconditioner is readily inverted in
parallel by distributing a given portion of the subsystems
onto different cores.
To summarize, Algorithm 1 provides a conceptual descrip-
tion of the LNK scheme.

Algorithm 1 Conceptual LNK scheme
1: procedure Offline computations
2: Fix N and Nt.
3: Compute the SPG basis functions by (9) and (12).
4: Compute the N − 1 eigenvalues, {λk}N−2

k=0
, of MA.

5: Compute the Nt ×Nt tridiagonal matrices, B,By,Bp.
6: end procedure
7: procedure Outer SQP iterations
8: Choose x0. Set k := 0. Set ε := 1.
9: while ε > tol do
10: Compute Ĝ(xk) and Ĥ(xk).
11: Compute yk, vk, pk, qk to setup P by (35).
12: procedure Inner KSP iterations
13: Solve PA = Pb by GMRES to obtain ŷvk+1, p̂qk+1.
14:  Invert P in parallel using (36).
15: end procedure
16: Compute xk+1 := (yk+1, vk+1, pk+1, qk+1) using (20).
17: Compute ε := ‖xk+1 − xk‖0.
18: Set k := k + 1.
19: end while
20: end procedure

4. NUMERICAL RESULTS

To demonstrate the potential of the LNK scheme as a
fast and memory-efficient PDE-constrained optimization
solver, the following case study considers the open-loop
DR optimal control problem (1) in 3D. The main focus of
the case study is to illustrate computational efficiency and
robustness of the proposed preconditioner (26). To this
end, the study investigates how the number of KSP itera-
tions depend on 1) problem dimensionality and 2) different
values of the non-linear coupling parameters γ1, γ2. In this
regard, the study considers a slightly modified version of
a model problem that was first considered by Pearson and
Stoll (2013). Here the domain is Ω = [0, 2]3 and T = 1.
The objective is to track the desired states

yd(x1, x2, x3, t) :=

{
0.7, (x1, x2, x3) ∈ [1/2, 3/2]3

0.2, Otherwise
, (39)

vd(x1, x2, x3, t) := 0. (40)

Note that (39) is unattainable, since it does not satisfy
the boundary conditions. The fixed model parameters are
given by D1 = D2 = k1 = k2 = 1. All experiments
use the regularization parameter λ := 10−5. The initial
concentrations are given by

y0(x1, x2, x3) = v0(x1, x2, x3) = 0.2 · χ[(1/2,3/2)3](x1, x2, x3), (41)

while the source terms, f1 and f2, are set to zero. All com-
putations and timings are carried out in MATLAB (2017a)
using the DTU Cluster 1 application nodes with a total of
10 Core Intel Xeon E5-2660v3 w. The outer SPG algorithm
uses a tolerance of ε := 10−4. The inner KSP iterations
are performed using MATLABs implementation of GMRES
with a tolerance of 10−6. The preconditioner is inverted in

1 See www.hpc.dtu.dk for a description of the DTU Cluster.
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Fig. 1. Comparison of 1) the controlled state, y and 2) the
desired state yd.

parallel by assigning �N−1
Nc

� subsystems (36) to each of the
Nc cores. The remainder, if any, is allocated to the core
with index, Nc. Parallelization of the preconditioner uses
MATLABs Single-Program-Multiple-Data (SPMD) frame-
work.

4.1 Case study - Open-loop optimal control of chemical
processes

Fig. 1 compares the computed concentration of the first
reactant to the desired state, yd, in a space-time plot
for N × N × N × Nt = 20 × 20 × 20 × 20, where the
spatial variable, x2, has been fixed for visual convenience.
In general, the results show good agreement between the
reactant, y, and yd. Since the control, u, only directly
affects y, it is in general difficult to control the concentra-
tion, v. In this case study, v remains close to the initial
condition (41) for all times. To support computational
efficiency, Table 1 shows how 1) CPU time, 2) the number
of outer SQP iterations, and 3) the average number of
inner KSP iterations required per outer SQP iteration,
depend on the number of degrees of freedom (DOF) and
the coupling parameters γ1, γ2 ∈ {0.15, 1.5, 15}. The DOF
increase by doubling the number of temporal modes, Nt.
The CPU timings demonstrate fast solution of (1) with a
large number of DOF. For such problem sizes, conventional
NAND approaches become intractable. Further, in favor
of scalability, the timings grow approximately linear in
the sense that the required CPU time doubles as the
problem size doubles. Note also, compared to Pearson
and Stoll (2013) that use similar hardware, the timings
show significant improvement. In this regard, it should be
mentioned that Pearson and Stoll (2013) consider their
implementation prototypic and foresee significant speed-
ups given appropriate modifications.
Finally, the results support robustness. In particular, Ta-
ble 1 shows that both the numbers of outer and inner
iterations are largely invariant to the problem size and the
model parameters, γ1, γ2. However, a minor benign growth
in the inner KSP iterations occur when γ1, γ2 increase.

5. CONCLUSIONS AND FUTURE WORK

As a step towards development of closed-loop controllers
for real-time NMPC of systems governed by PDEs, this pa-
per has introduced a new Lagrange-Newton-Krylov (LNK)
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This implies that the preconditioner can be inverted effi-
ciently and robustly by solving each subsystem using, e.g.,
a sparse direct solver. Finally, by the independent nature
of the subsystems, the preconditioner is readily inverted in
parallel by distributing a given portion of the subsystems
onto different cores.
To summarize, Algorithm 1 provides a conceptual descrip-
tion of the LNK scheme.

Algorithm 1 Conceptual LNK scheme
1: procedure Offline computations
2: Fix N and Nt.
3: Compute the SPG basis functions by (9) and (12).
4: Compute the N − 1 eigenvalues, {λk}N−2

k=0
, of MA.

5: Compute the Nt ×Nt tridiagonal matrices, B,By,Bp.
6: end procedure
7: procedure Outer SQP iterations
8: Choose x0. Set k := 0. Set ε := 1.
9: while ε > tol do
10: Compute Ĝ(xk) and Ĥ(xk).
11: Compute yk, vk, pk, qk to setup P by (35).
12: procedure Inner KSP iterations
13: Solve PA = Pb by GMRES to obtain ŷvk+1, p̂qk+1.
14:  Invert P in parallel using (36).
15: end procedure
16: Compute xk+1 := (yk+1, vk+1, pk+1, qk+1) using (20).
17: Compute ε := ‖xk+1 − xk‖0.
18: Set k := k + 1.
19: end while
20: end procedure

4. NUMERICAL RESULTS

To demonstrate the potential of the LNK scheme as a
fast and memory-efficient PDE-constrained optimization
solver, the following case study considers the open-loop
DR optimal control problem (1) in 3D. The main focus of
the case study is to illustrate computational efficiency and
robustness of the proposed preconditioner (26). To this
end, the study investigates how the number of KSP itera-
tions depend on 1) problem dimensionality and 2) different
values of the non-linear coupling parameters γ1, γ2. In this
regard, the study considers a slightly modified version of
a model problem that was first considered by Pearson and
Stoll (2013). Here the domain is Ω = [0, 2]3 and T = 1.
The objective is to track the desired states

yd(x1, x2, x3, t) :=

{
0.7, (x1, x2, x3) ∈ [1/2, 3/2]3

0.2, Otherwise
, (39)

vd(x1, x2, x3, t) := 0. (40)

Note that (39) is unattainable, since it does not satisfy
the boundary conditions. The fixed model parameters are
given by D1 = D2 = k1 = k2 = 1. All experiments
use the regularization parameter λ := 10−5. The initial
concentrations are given by

y0(x1, x2, x3) = v0(x1, x2, x3) = 0.2 · χ[(1/2,3/2)3](x1, x2, x3), (41)

while the source terms, f1 and f2, are set to zero. All com-
putations and timings are carried out in MATLAB (2017a)
using the DTU Cluster 1 application nodes with a total of
10 Core Intel Xeon E5-2660v3 w. The outer SPG algorithm
uses a tolerance of ε := 10−4. The inner KSP iterations
are performed using MATLABs implementation of GMRES
with a tolerance of 10−6. The preconditioner is inverted in

1 See www.hpc.dtu.dk for a description of the DTU Cluster.
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parallel by assigning �N−1
Nc

� subsystems (36) to each of the
Nc cores. The remainder, if any, is allocated to the core
with index, Nc. Parallelization of the preconditioner uses
MATLABs Single-Program-Multiple-Data (SPMD) frame-
work.

4.1 Case study - Open-loop optimal control of chemical
processes

Fig. 1 compares the computed concentration of the first
reactant to the desired state, yd, in a space-time plot
for N × N × N × Nt = 20 × 20 × 20 × 20, where the
spatial variable, x2, has been fixed for visual convenience.
In general, the results show good agreement between the
reactant, y, and yd. Since the control, u, only directly
affects y, it is in general difficult to control the concentra-
tion, v. In this case study, v remains close to the initial
condition (41) for all times. To support computational
efficiency, Table 1 shows how 1) CPU time, 2) the number
of outer SQP iterations, and 3) the average number of
inner KSP iterations required per outer SQP iteration,
depend on the number of degrees of freedom (DOF) and
the coupling parameters γ1, γ2 ∈ {0.15, 1.5, 15}. The DOF
increase by doubling the number of temporal modes, Nt.
The CPU timings demonstrate fast solution of (1) with a
large number of DOF. For such problem sizes, conventional
NAND approaches become intractable. Further, in favor
of scalability, the timings grow approximately linear in
the sense that the required CPU time doubles as the
problem size doubles. Note also, compared to Pearson
and Stoll (2013) that use similar hardware, the timings
show significant improvement. In this regard, it should be
mentioned that Pearson and Stoll (2013) consider their
implementation prototypic and foresee significant speed-
ups given appropriate modifications.
Finally, the results support robustness. In particular, Ta-
ble 1 shows that both the numbers of outer and inner
iterations are largely invariant to the problem size and the
model parameters, γ1, γ2. However, a minor benign growth
in the inner KSP iterations occur when γ1, γ2 increase.

5. CONCLUSIONS AND FUTURE WORK

As a step towards development of closed-loop controllers
for real-time NMPC of systems governed by PDEs, this pa-
per has introduced a new Lagrange-Newton-Krylov (LNK)
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Table 1.

Optimal tracking problem

γ1 = γ2 = 0.15 γ1 = γ2 = 1.5 γ1 = γ2 = 15

DOF Time (s) SQP steps KSP iter. Time (s) SQP steps. KSP iter. Time (s) SQP steps KSP iter.

640000 26.8 3 3 28.54 3 4 45.044 3 6

1280000 37.68 3 3 43.02 3 4 64.820 3 6

2560000 75.56 3 3 92.81 3 4 141.80 3 6

solver that targets fast and memory-efficient open-loop op-
timization of time-dependent, nonlinear, diffusion-reaction
systems. As the main contribution, the LNK scheme has
introduced a new type of preconditioners that are based
on a customized spectral Petrov-Galerkin discretization
method. Numerical results have demonstrated computa-
tional efficiency of the precondtioners with a potential
to efficiently handle large-scale problems with more than
106 unknowns in reasonable times using a simple proto-
typic MATLAB implementation. While this paper considers
diffusion-reaction systems with two reactants, the LNK
approach generalizes to multiple coupled equations in a
straightforward manner. In particular, in the general case,
the preconditioning problem decouples into subsystems
of dimensions 2NrNt × 2NrNt, where Nr is the number
of coupled reactants. Further, while this paper restricts
attention to coupled diffusion-reaction systems, the SPG
method can also handle scalar equations with more general
non-linear reaction kinetics and certain types of diffusion-
convection problems (Christiansen and Jørgensen, 2017,
2018). Future work focuses on extending the LNK scheme
from distributed control problems to include the case of
Neumann boundary control.
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