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Executive Summary

The overall objective of the present thesis is to introduce the use of Bayesian networks
and influence diagrams to the maritime industry. Bayesian networks represent a class of
probabilistic models based on statistics, decision theory and graph theory. The focus of the
thesis is on applications to decision support, mainly regarding maintenance planning and
risk-related issues. The intention is to demonstrate the potential of Bayesian networks as an
intuitive modelling tool which adds transparency and consistency to the modelling.

Bayesian networks are based on technologies developed mainly within the artificial intel-
ligence community. Currently, these technologies are maturing and becoming generally
available in inexpensive software systems. It is therefore time for the technologies to be
disseminated to other fields. The thesis can therefore be seen as an effort to make results
originating from the artificial intelligence community available to the marine industry. It is
thus a contribution to a desirable technology transfer.

By five examples representing decision problems in the marine industry, the potential of using
Bayesian networks is analysed and explained. Comparison to other modelling techniques
with respect to accuracy and flexibility is made for each example. Moreover, it is shown how
Bayesian networks may be combined with other methods to obtain even stronger tools for
handling probabilistic problems.

The modelling power of Bayesian networks has been investigated in the following ways:

• A tool for cost-optimal inspection planning of offshore jacket structures with respect
to fatigue cracks has been formed. The fatigue prediction is based on a probabilistic
formulation of Paris’ law. A comparison is made between the Bayesian network for-
mulation and a formulation with structural reliability methods (FORM/SORM). The
probabilistic network model has been extended to comprise decisions and cost nodes
to form a flexible tool for identification and updating of the optimal inspection plan.

• A reliability model for upheaval buckling of trenched marine pipelines has been for-
mulated in terms of Bayesian networks. System reliability and maintenance costs have
been included in the formulation. The model is used for re-qualification of a pipeline
based on sonar measurements from the North Sea. This example combines structural
reliability methods, Bayesian networks and regression models.
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iv Executive Summary

• An effective detection system as regards misfire and exhaust valve leaks in marine
diesel engines has been developed. The detection is based on a simple mathematical
model fitted to experimental data. In an extended version, the detection system may
constitute the basis for a diagnosis system using Bayesian networks.

• The potential of using Bayesian networks for risk analysis has been investigated by
comparing a risk model formulated in terms of a Bayesian network to a risk model
formulated as an event tree. The model regards the possible risk reduction associated
with establishment of helicopter landing areas on cruise ships.

• An algorithm for learning the topology and the probabilities of a Bayesian network has
been investigated as a means of extracting knowledge from a database. The purpose
is to exploit the database to estimate the probabilistic relationship between a set of
ship characteristics, thus forming a tool for preliminary ship design. The predictions
obtained by this model are compared to those of neural networks and general regression
methods.

The principal conclusions of the thesis are:

• As regards maintenance planning (fatigue in jacket structure and upheaval buckling
examples), the main advantages of using Bayesian networks are the possibilities for
combination with e.g. structural reliability methods to form even more powerful prob-
abilistic models. Bayesian networks can thus be seen as a flexible unifying tool, which
makes it possible to benefit maximally from the strengths of the individual methods.

• The advantages of using Bayesian networks for diagnosis (of diesel engines) are based
on their ability to combine uncertain evidence and update the model according to
observations. Although this aspect has not been fully investigated in this thesis due
to lack of data, a large potential has been identified. It is therefore expected that
competitive advantages can quite easily be obtained in the field of diagnosis of diesel
engines.

• The main strength with respect to risk analysis is that Bayesian networks add consis-
tency and transparency to the models. A Bayesian network model is superior to fault
tree analysis and event tree analysis and it allows use of qualitative and quantitative
knowledge in a consistent manner.

• The use of learning algorithms for Bayesian networks makes them a strong data mining
tool. Data mining is already a major growth area within database technologies because
of the increasing amount of available data. Many interesting matters regarding the
learning process and the applied algorithms remain open to research.

The present thesis demonstrates the applicability of Bayesian networks and influence di-
agrams in the maritime field. It is concluded that Bayesian networks have indeed many
advantages to offer the marine community.



Synopsis

Afhandlingens overordnede formål er at introducere brugen af Bayesianske netværk og influ-
ensdiagrammer til det maritime fagomr̊ade. Bayesianske netværk repræsenterer en klasse af
probabilistiske modeller, der er baseret p̊a statistik, beslutningsteori og grafteori. I afhandlin-
gen er der fokuseret p̊a anvendelser til beslutningsstøtte, hovedsageligt vedrørende vedlige-
holdelsesplanlægning og risikorelaterede emner. Meningen er at demonstrere Bayesianske
netværks potentiale som intuitivt modelleringsværktøj, der tilfører modelleringen gennem-
sigtighed og konsistens.

Bayesianske netværk bygger p̊a teknologier udviklet inden for omr̊adet kunstig intelligens.
Disse teknologier modnes i øjeblikket og bliver gjort generelt tilgængelige i prisbillige soft-
waresystemer. Det er derfor tid til, at teknologierne overføres til andre omr̊ader. Afhandlin-
gen kan ses som et forsøg p̊a at gøre resultater, der oprindeligt stammer fra omr̊adet kunstig
intelligens, tilgængelige for den maritime industri. Den er s̊aledes et bidrag til en ønskværdig
teknologioverførsel.

Fordelene ved at anvende Bayesianske netværk er analyseret og forklaret gennem fem eksem-
pler, der hver repræsenterer et beslutningsproblem fra det maritime omr̊ade. For hvert ek-
sempel er der gennemført en sammenligning med andre metoder med hensyn til nøjagtighed
og fleksibilitet. Desuden er det vist, hvordan Bayesianske netværk kan kombineres med an-
dre metoder med henblik p̊a at opn̊a endnu stærkere værktøjer til at h̊andtere probabilistiske
problemer. Anvendelse af Bayesianske netværk er blevet undersøgt p̊a følgende måder:

• Et værktøj til økonomisk optimal inspektionsplanlægning af offshore jacket struk-
turer med hensyn til udmattelsesrevner er blevet udviklet. Forudsigelse af udmat-
telsesrevners udvikling er baseret p̊a en probabilistisk formulering af Paris’ lov. En
sammenligning mellem en Bayesiansk netværksmodel og en sikkerhedsteoretisk model
(FORM/SORM) er udført. Den probabilistiske netværksmodel er blevet udvidet til
ogs̊a at omfatte beslutnings- og omkostningsknuder for at skabe et fleksibelt værktøj
til identifikation og opdatering af den optimale inspektionsplan.

• En sikkerhedsmodel for hævningsbuling (upheaval buckling) af nedgravede rørledninger
er blevet formuleret vha. Bayesianske netværk. Systemsikkerhed og vedligehold-
elsesomkostninger er medtaget i formuleringen. Modellen bruges til forlængelse af
levetiden for en rørledning baseret p̊a sonarmålinger fra Nordsøen. Dette eksempel
kombinerer sikkerhedsteoretiske metoder, Bayesianske netværk og regressionsmodeller.
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vi Synopsis

• Et effektivt detektionssystem for defekt indsprøjtning og utætheder i udstødningsventiler
p̊a marine dieselmotorer er blevet udviklet. Detektionen er baseret p̊a en simpel
matematisk model tilpasset de eksperimentelle data. I en udvidet version vil detek-
tionsmetoden kunne udgøre en basis for et diagnosesystem, der bygger p̊a Bayesianske
netværk.

• Potentialet ved at anvende Bayesianske netværk til risikoanalyse er blevet undersøgt
ved at sammenligne en risikomodel formuleret som Bayesiansk netværk med en risiko-
model formuleret som et hændelsestræ. Modellen omhandler den eventuelle risikore-
duktion forbundet med indførelse af helikopterlandingsplads p̊a krydstogtskibe.

• En algoritme til læring af sandsynligheder og struktur af et Bayesiansk netværk er
blevet undersøgt som en måde, hvorp̊a viden kan uddrages fra en database. Formålet er
at udnytte databasen til at estimere den probabilistiske sammenhæng mellem forskel-
lige skibsparametre. Den herved skabte model kan bruges til præliminær skibskon-
struktion. Modellens resultater er sammenlignet med de tilsvarende resultater opn̊aet
med neurale netværk og generel regressionsanalyse.

Afhandlingens hovedkonklusioner er:

• Med hensyn til vedligeholdelsesplanlægning (eksemplerne udmattelse i jacket struk-
turer og hævningsbuling), ligger hovedfordelen ved at anvende Bayesianske netværk
i mulighederne for at kombinere modellerne med for eksempel sikkerhedsteoretiske
metoder med henblik p̊a at opn̊a endnu bedre probabilistiske modeller. Bayesianske
netværk kan derfor ses som et fleksibelt værktøj, der forener de enkelte metoder.

• Fordelen ved at anvende Bayesianske netværk til diagnose (af dieselmotorer) er baseret
p̊a evnen til at kombinere usikker information og opdatere en model i overensstemmelse
med observationer. Selv om dette aspekt pga. mangel p̊a data ikke er fuldt undersøgt
i denne afhandling, er et stort potentiale identificeret. Det må derfor forventes, at
konkurrencemæssige fordele relativt nemt kan opn̊as inden for diagnose af dieselmo-
torer.

• Den store styrke med hensyn til risikoanalyse er, at Bayesianske netværk føjer konsis-
tens og gennemsigtighed til modellerne. En Bayesiansk netværksmodel er overlegen i
forhold til fejl- og hændelsestræanalyse, og den tillader brug af kvalitativ og kvantitativ
viden p̊a en konsistent måde.

• Brug af læringsalgoritmer for Bayesianske netværk gør dem til et stærkt værktøj for
data-mining. Data-mining er allerede et stort vækstomr̊ade indenfor databasetek-
nologi pga. den tiltagende mængde af tilgængelig data. Mange interessante forhold
vedrørende læringsprocessen og de anvendte algoritmer st̊ar åbne for videre forskning.

Nærværende afhandling har demonstreret brugbarheden af Bayesianske netværk og influens-
diagrammer inden for det maritime omr̊ade. Det konkluderes, at Bayesianske netværk har
mange fordele at tilbyde det maritime fagomr̊ade.



Contents

Preface i

Executive Summary iii

Synopsis (in Danish) v

Contents vii

Symbols xv

1 Introduction 1

1.1 Overview and Background . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1

1.2 Objectives and Scope of the Work . . . . . . . . . . . . . . . . . . . . . . . . 3

2 Theory and Background 7

2.1 Bayesian Networks . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7

2.1.1 Definitions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8

2.1.2 Inference . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9

2.1.3 Max-propagation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16

2.1.4 Correlation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 18

2.1.5 D-separation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19

2.1.6 Continuous Variables in Bayesian Networks . . . . . . . . . . . . . . 21

2.2 Discretisation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 26

vii



viii Contents

2.2.1 Discretisation of a Dataset . . . . . . . . . . . . . . . . . . . . . . . . 28

2.2.2 Discretisation of a Known Distribution . . . . . . . . . . . . . . . . . 31

2.3 Learning a Bayesian Network . . . . . . . . . . . . . . . . . . . . . . . . . . 31

2.3.1 Search- and Scoring-based Algorithms . . . . . . . . . . . . . . . . . 32

2.3.2 The BNPC algorithm . . . . . . . . . . . . . . . . . . . . . . . . . . . 33

2.3.3 Other Aspects of Learning . . . . . . . . . . . . . . . . . . . . . . . . 34

2.4 Influence Diagrams . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35

2.4.1 The Strong Junction Tree Algorithm . . . . . . . . . . . . . . . . . . 37

2.5 Risk Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 41

2.5.1 Definition of Risk . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 43

2.5.2 FSA-methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 43

2.5.3 Risk Measures and Risk Acceptance Criteria . . . . . . . . . . . . . . 44

2.5.4 Tools . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 50

2.5.5 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 52

2.6 Maintenance Strategies . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 55

2.6.1 Approaches . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 56

2.7 Structural Reliability Methods . . . . . . . . . . . . . . . . . . . . . . . . . . 57

3 Inspection Planning for Offshore Jacket Structures 61

3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 61

3.2 Fatigue Cracks . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 62

3.2.1 The SN-approach . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 63

3.2.2 The Fracture Mechanics Approach . . . . . . . . . . . . . . . . . . . 63

3.3 Bayesian Network Model for Validation . . . . . . . . . . . . . . . . . . . . . 65

3.3.1 Structure and Distributions . . . . . . . . . . . . . . . . . . . . . . . 65



Contents ix

3.3.2 Discretisation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 67

3.3.3 Conditional Probability Tables . . . . . . . . . . . . . . . . . . . . . . 67

3.3.4 Comparison to Bogdanoff’s Cumulative Damage Model . . . . . . . . 69

3.3.5 Proban Model . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 70

3.3.6 Results of Validation Model . . . . . . . . . . . . . . . . . . . . . . . 70

3.3.7 Design Point . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 72

3.3.8 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 73

3.4 Decision Model for Optimal Maintenance Strategy . . . . . . . . . . . . . . . 73

3.4.1 Node Descriptions . . . . . . . . . . . . . . . . . . . . . . . . . . . . 74

3.4.2 Inclusion of Repair Decision . . . . . . . . . . . . . . . . . . . . . . . 75

3.4.3 Failure Cost Modelling . . . . . . . . . . . . . . . . . . . . . . . . . . 75

3.5 Results of Decision Model . . . . . . . . . . . . . . . . . . . . . . . . . . . . 77

3.5.1 Comparison to Decision Tree . . . . . . . . . . . . . . . . . . . . . . . 77

3.5.2 Identification of the Optimal Plan . . . . . . . . . . . . . . . . . . . . 78

3.5.3 Reliability Indices . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 80

3.5.4 Relaxation of Assumption Regarding Sequence of Maximisation and
Expectation Operations . . . . . . . . . . . . . . . . . . . . . . . . . 80

3.5.5 Sequence Effects . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 81

3.6 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 83

3.7 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 84

4 Upheaval Buckling 85

4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 85

4.1.1 Previous Studies . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 86

4.1.2 Approach . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 87

4.2 Reliability Model . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 88



x Contents

4.3 Data Collection and Parameter Estimation . . . . . . . . . . . . . . . . . . . 88

4.3.1 Estimation of the Pipeline Level . . . . . . . . . . . . . . . . . . . . . 88

4.3.2 Estimation of the Buckle Length L0 . . . . . . . . . . . . . . . . . . . 89

4.3.3 Estimation of the Deflection δf . . . . . . . . . . . . . . . . . . . . . 90

4.3.4 Estimation of the Cover Height H . . . . . . . . . . . . . . . . . . . . 90

4.4 Basic Reliability Model as a Bayesian Network . . . . . . . . . . . . . . . . . 91

4.4.1 Design Point . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 92

4.5 Decision Model for Upheaval Buckling . . . . . . . . . . . . . . . . . . . . . 93

4.5.1 Cost Modelling . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 94

4.5.2 External Control of the Hugin Model . . . . . . . . . . . . . . . . . . 95

4.5.3 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 95

4.6 System Reliability . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 96

4.7 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 98

5 Condition Monitoring of Marine Diesel Engines 101

5.1 Preface to Chapter 5 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 101

5.2 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 101

5.2.1 Background . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 102

5.2.2 Failure Modes . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 102

5.2.3 Technologies and Previous Studies . . . . . . . . . . . . . . . . . . . . 103

5.3 Experiments and Dataset . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 104

5.4 Preliminary Data Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . 107

5.5 Classifier Based on Data Fitting of a Simple Physical Model . . . . . . . . . 109

5.5.1 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 111

5.5.2 Comments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 112



Contents xi

5.6 Misfire . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 113

5.6.1 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 114

5.7 Classifier Based on Spectral Peak Height . . . . . . . . . . . . . . . . . . . . 114

5.7.1 Comments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 115

5.8 Discussion and Further Work . . . . . . . . . . . . . . . . . . . . . . . . . . 118

5.9 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 119

6 Formal Safety Assessment of Helicopter Landing Areas on Passenger Ships121

6.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 121

6.1.1 Overall Objective . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 121

6.1.2 Background . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 121

6.1.3 Scenario Description . . . . . . . . . . . . . . . . . . . . . . . . . . . 122

6.2 Step 1: Hazard Identification . . . . . . . . . . . . . . . . . . . . . . . . . . . 123

6.3 Step 2: Risk Assessment . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 123

6.3.1 The Event Tree Model . . . . . . . . . . . . . . . . . . . . . . . . . . 123

6.3.2 Transformation of Event Tree to Bayesian Network . . . . . . . . . . 125

6.3.3 Results and Comments . . . . . . . . . . . . . . . . . . . . . . . . . . 129

6.3.4 Deficiencies in the Presented Risk Model . . . . . . . . . . . . . . . . 129

6.4 Steps 3-5 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 130

6.5 Further Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 130

6.5.1 Sketch of an Enhanced Risk Model . . . . . . . . . . . . . . . . . . . 130

6.6 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 132



xii Contents

7 Preliminary Ship Design 133

7.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 133

7.1.1 Approach . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 133

7.2 Pre-processing of Data . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 134

7.3 Discretisation Algorithm . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 135

7.4 Learning a Bayesian Network Model . . . . . . . . . . . . . . . . . . . . . . 137

7.4.1 Comments on the Learned Network . . . . . . . . . . . . . . . . . . . 138

7.5 Using the Model: The Network as a Design Tool . . . . . . . . . . . . . . . . 140

7.5.1 Comparison to Other Prediction Models . . . . . . . . . . . . . . . . 142

7.5.2 Insertion of Multiple Constraints . . . . . . . . . . . . . . . . . . . . 145

7.5.3 Other Aspects . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 148

7.6 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 149

7.7 Further Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 149

7.8 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 151

7.8.1 Comparison to Neural Networks . . . . . . . . . . . . . . . . . . . . . 151

7.8.2 General Aspects of Learning and Discretisation . . . . . . . . . . . . 151

8 Discussion 153

8.1 Applicability of Bayesian Networks to Risk Analysis . . . . . . . . . . . . . . 154

8.2 Applicability to Structural Reliability Analyses . . . . . . . . . . . . . . . . 156

8.3 Modelling of a Temporal Development . . . . . . . . . . . . . . . . . . . . . 157

8.4 Performing Cost Optimisation . . . . . . . . . . . . . . . . . . . . . . . . . . 158

8.5 Applicability to Diagnosis . . . . . . . . . . . . . . . . . . . . . . . . . . . . 159

8.5.1 Arc Direction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 160

8.6 Learning Bayesian Networks from Data . . . . . . . . . . . . . . . . . . . . . 161

8.6.1 Discretisation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 162



Contents xiii

9 Conclusions and Recommendations for Further Work 163

References 165

A Commercial Systems for Monitoring Diesel Engines 171

B Sample Macro for External Control of Hugin 175

List of PhD Theses Available from the Department 181



xiv Contents

This page is intentionally left blank.



Symbols

The symbols used in this thesis are generally explained when first introduced, and their
meaning will normally be apparent from the context. In addition to the list below, arbitrary
variables may be specified locally to examplify a description.

Latin Letters

a Fatigue crack depth

a0 Initial fatigue crack depth

A Cross-sectional area of combustion chamber (Chapter 5)

A Scale parameter of the Weibull distribution (Chapter 3)

b Length of piston rod (Chapter 5)

B Shape parameter of the Weibull distribution (Chapter 3)

B Ship breadth moulded

c Half the stroke in diesel engine

C Material parameter for fatigue

C1 Constant regarding pressure relations in combustion chamber (Chapter 5)

C2 Constant regarding compression ratio (Chapter 5)

Cf Consequence of failure

CF Costs of failure

Ci Clique

Cm Mobilisation costs

Cs Costs of stones to be dumped

CT Total costs

d Deflection of pipeline

D Height of ship

D Inner pipe diameter

e Height of combustion chamber at TDC

E Young’s modulus

E(·) Expectation (mean) of stochastic variable

xv



xvi Symbols

f Height of combustion chamber

f Finding to be inserted as evidence in a Bayesian network

fd Load factor

g Distance measure (Chapter 5)

h Distance from crankshaft to top of combustion chamber

H Cover height of soil on top of pipeline

I Interval

IM(·) Mutual information between two nodes in a Bayesian network

Ipeak Spectral peak height (Chapter 5)

i Index

j Index

k Index

k1 Proportionality constant (Chapter 5)

k2 Proportionality constant (Chapter 5)

L Ship length overall

L Interval length

L0 Buckle length (of pipeline)

MU Model uncertainty

m Material parameter for fatigue

ms Mass of dumped stones

NC Number of cliques

ND Number of decisions in a Bayesian network

N Number of fatalities (Section 2.5)

N Number of load cycles (Chapter 3)

NDP Number of data points to be discretised

NI Number of intervals/states in a discrete variable (Arity)

NV Number of variables in a model

Pf Failure probability

P Pressure (Chapter 5)

Pin Pressure in combustion chamber

Pout Pressure outside combustion chamber

∆pmax Annual maximum pressure difference (Chapter 4)

r Compression ratio (Chapter 5)

s(·) Estimated standard deviation

s Acoustic emission (AE) signal (Chapter 5)

ŝ(·) Fitted function value of Acoustic Emission (AE) signal (Chapter 5)

S Separator between adjacent cliques in a junction tree



Symbols xvii

t Material thickness (Chapter 3)

t Wall thickness of pipeline (Chapter 4)

T Draught

T Time (Chapter 3)

∆Tmax Annual maximum temperature increase in pipeline

U Universe of variables

U(·) Utility

v Crankshaft angle (Chapter 5)

V Volume of combustion chamber

V Service speed

w Angle of piston rod (Chapter 5)

x Engine speed in rpm

Y Geometry parameter (Chapter 3)

Ypipeline Distance from MWL to pipeline

Yseabed Distance from MWL to seabed

Greek Letters

α Thermal expansion coefficient

β Reliability index

Γ Gamma function

δf Pipeline imperfection height

∆ Displacement

ε Threshold value (BNPC algorithm for learning)

ε Error term in regression and data fitting

ζ Frictional coefficient

θ Estimated parameters in data fitting

λ Weight factor (weighted least square estimation)

µ Expectation (mean) of a stochastic variable

ν Poisson’s ratio

ρsoil Soil density

σ Standard deviation of a stochastic variable

∆σ Far-field stress range for fatigue calculations

ω Angular velocity (Chapter 5)

ωp Peak angular velocity (Chapter 5)

Abbreviations



xviii Symbols

AE Acoustic Emission

AI Artificial Intelligence

ALARP As Low As Reasonably Practicable

API Application Program Interface

BNPC Bayes Net Power Constructor

BSP-tree Binary Split Partition tree

BUGS Bayesian inference Using Gibbs Sampling

CoV Coefficient of Variation

DAG Directed Acyclic Graph

EM Expectation Maximisation

ETA Event Tree Analysis

EU Expected Utility

FMEA Failure Mode and Effect Analysis

FORM First Order Reliability Method

FSA Formal Safety Assessment

FTA Fault Tree Analysis

GDP Gross Domestic Product

HAZOP Hazard and Operability study

HLA Helicopter Landing Area

IMO International Maritime Organization

KL-dist. Kullback-Leibler distance

LIMID Limited Memory Influence Diagram

MSBN Microsoft Bayesian Network

MWL Mean Water Level

NP-hard Non-Polynomial complexity of an algorithm

POD Probability Of Detection

POMDP Partially Observable Markov Decision Process

RBI Risk Based Inspection

RCM Reliability Centred Maintenance

RPM Revolutions Per Minute

SORM Second Order Reliability Method

TBF Time Between Failures

TBO Time Between Overhaul

TDC Top Dead Centre

TEU Twenty-foot Equivalent Unit (for loading capacity of container vessels)

Var Variance of a stochastic variable



Chapter 1

Introduction

1.1 Overview and Background

Concurrently with economic growth, safety aspects become increasingly important to indi-
viduals as well as to society in general. For the maritime industry, governmental bodies and
classification societies issue guidelines for regulation of the design, operation and mainte-
nance of ships and offshore structures. The objective is to ensure a sufficient safety level for
all involved parties at all times. Such regulations tend to be prescriptive so that innovative
design variations can hardly be implemented.

The marine community is currently experiencing a transition towards performance-based
design rules which take the entire lifetime of the system or structure into account. Perfor-
mance means the ability of the system to operate under the given conditions. Therefore,
performance-based rules are largely based on predictions of magnitude and frequency of oc-
currence of accidental loads, i.e. on the risk associated with operating the structure in its
entire lifetime. The risk is influenced by many factors, several of which are very uncertain.
Despite the uncertainty, it must be decided how to design, build, operate, maintain and
eventually scrap the structure or the technical system.

The decisions must be made so that a reasonable safety level is ensured while the costs are
minimised. It is thus possible to formulate the decision problem as an optimisation problem
in which the objective function is the total costs over the lifetime of the structure or the
system, and where the side constraint is a minimum safety level. Solving this optimisation
problem corresponds to making all the decisions regarding the system in question. This is, of
course, an extremely complex task because of the large number of scenarios to be considered
and the large uncertainty associated with each scenario.

To ensure that all decisions are taken on a rational basis, the uncertainties must be quantified
and combined in a larger analysis. Uncertainties can be effectively handled by probabilistic

1



2 Chapter 1. Introduction

models within the general discipline of risk analysis, in the maritime industry called formal
safety assessment (FSA).

FSA is a formalised approach to measuring the safety level and evaluating the impact on
safety of various changes in design, maintenance strategy or operational practice. The
methodology comprises hazard identification, probabilistic quantification of the critical event
sequences as well as cost-benefit analysis. In this way, the risk analysis serves as a basis for
comparison of risk control options in terms of cost-effectiveness, i.e. as a means of providing
decision support.

As mentioned, design for safety using the life cycle approach is often an intractably large
optimisation problem. To make the optimisation task tractable, it is often broken down
so that for instance the maintenance planning is optimised in isolation for a given design.
This is reasonable because the maintenance budget often contributes substantially to the
operating costs. Therefore, savings on the maintenance budget, if not compromising the
safety level, have direct effect on the bottom line.

Applying risk measures in order to arrive at maintenance planning schemes is often termed
risk-centred maintenance (RCM). A variation of this term is reliability-centred maintenance,
which only accounts for the reliability of a system in terms of the failure probability and
neglects the consequences in case of failure. If the required repair tasks are well defined or
of minor importance given the condition of the system, the planning task may be restricted
to concerning only the inspection intervals. Hence, inspection planning may be regarded in
isolation as a subset of the general maintenance planning. If it is based on risk measures,
the term risk-based inspection (RBI) is often used.

If large uncertainties have to be accounted for while a minimum safety level is respected,
very conservative design, operation and maintenance strategies must be applied. Therefore,
a more optimised design can be achieved if the uncertainty on important quantities can
be reduced. One way of reducing the uncertainty is to monitor important quantities as
for instance the stress in critical structural members or the vibration level of reciprocating
machinery. The uncertainty of a given quantity should be reduced if the costs of doing so
are lower than those of doing nothing. In other words, the value of the information should
be higher than the costs of obtaining it.

In modern engineering systems, it is possible to monitor continuously a large number of
quantities such as temperature, pressure etc. at a relatively low cost and thus provide an
accurate picture of the condition of the system. This in turn constitutes an enhanced basis
for cost-effective maintenance planning. The inexpensive information abundance can be ex-
ploited to gain competitive advantages by reducing the uncertainty to allow less conservative
design and maintenance practice. This is the idea behind condition-based maintenance.

However, the full information content of a recorded data series is not always exploited by
today’s technologies. Sometimes it is possible, by combining the various inputs, to arrive at
a better model for predicting the condition of the system in question. This is the basis for
predictive maintenance.
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It should be apparent from the above that the solution of the general decision problems asso-
ciated with maintenance planning has to take a large spectrum of uncertainties into account.
The decision problems are often reformulated as a complex of optimisation problems. Tra-
ditionally, structural reliability methods have been widely used to account for uncertainties
in loads, material properties and failure mechanisms. Uncertainty handling is also the key
in risk analysis but in a broader perspective and with the use of supplementary tools.

With the emergence of Bayesian networks as a powerful and flexible probabilistic modelling
technique, new possibilities have emerged. The topic of the present thesis is therefore to
identify how the marine industry can benefit from the potential of using Bayesian networks.

1.2 Objectives and Scope of the Work

The overall objective of the present thesis is to introduce the use of Bayesian networks
and influence diagrams to the maritime industry. The intention is to demonstrate their
potential as an intuitive modelling technique, yet rich enough to offer attractive features not
always achievable by other means. Despite their apparent simplicity, they possess impressive
modelling power for a wide range of applications.

By five different examples representing decision problems in the marine industry, the poten-
tial of using Bayesian networks is analysed and explained. Comparison to other modelling
techniques with respect to accuracy and flexibility is made for each example. Moreover, it is
shown how Bayesian networks may be combined with other methods to obtain even stronger
tools.

The core technology of Bayesian networks and influence diagrams is based on probability
theory, decision theory and graph theory and is mainly developed within the artificial intelli-
gence community. Currently, the technology is maturing and is becoming generally available
in inexpensive software systems, and it is therefore time for it to be disseminated in other
fields as well. The thesis may be seen as an effort to communicate results originally stemming
from the artificial intelligence community to more traditional engineering fields such as the
marine industry. It is thus a contribution to a desirable technology transfer.

The thesis is compiled in nine chapters. Chapter 2 describes the theory on which the ex-
amples presented in the subsequent chapters are based. Bayesian networks and influence
diagrams are presented at a level of granularity which should make it possible to understand
fully the examples of the subsequent chapters. In addition, structural reliability methods
are outlined and the theory behind risk analysis as a discipline is treated.

Chapters 3 to 7 give five different examples. Each example is an independent application of
Bayesian networks to a problem from the marine industry. The topics range from inspection
and maintenance planning over general risk analysis aspects to the tasks of monitoring and
diagnosis of diesel engines.
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Task Example Compared/combined with

Inspection planning Offshore jacket structure FORM/SORM,
Chapter 3 Cost optimisation

Repair planning Upheaval buckling FORM/SORM,
Chapter 4 of a trenched pipeline Cost optimisation

Regression
Classification and Condition monitoring of Neural networks,

diagnosis marine diesel engines Spectral analysis,
Chapter 5 Data fitting

Risk analysis in general FSA of helicopter Fault tree analysis
Chapter 6 landing areas Event tree analysis

Cost-benefit analysis
Learning a model from data Preliminary ship design Neural networks,

Chapter 7 Regression

Table 1.1: Topics covered in this thesis. The third column contains the methods with which
Bayesian networks are compared or combined.

In Chapter 3, a reliability model for inspection planning of an offshore jacket structure
is established using Bayesian networks. The considered failure mode is through-thickness
fatigue crack growth in tubular welded joints. The results of the Bayesian network model are
compared to those of more traditional reliability methods, before the model is extended to
encompass costs and decisions, thus allowing the optimal inspection plan to be identified. In
addition, general conclusions regarding the applicability of influence diagrams to inspection
planning are drawn.

Chapter 4 is concerned with a reliability model for upheaval buckling of a marine pipeline.
A Bayesian network model for fast updating based on observations is established, demon-
strating a set of useful software facilities. The model is extended to account for system
reliability and perform cost optimisation. The study also shows how Bayesian networks can
be combined with other methods such as structural reliability methods and regression.

Chapter 5 is concerned with condition monitoring of diesel engines. In particular, a detection
system for exhaust valve leaks is developed. The detection is effective to an extent so that
uncertainty modelling is not necessary. Therefore, the potential of using Bayesian networks
for diagnosis of technical systems has not been fully investigated.

In Chapter 6 a comparison between risk modelling with event trees and Bayesian networks
is made. An example of a formal safety assessment of helicopter landing areas is taken from
the literature and a part of the risk model is replaced with a Bayesian network. Thus, the
potential of Bayesian networks for risk analysis is described.

Chapter 7 falls a little outside the range of risk-related examples. It deals with learning
Bayesian networks from data. The task is to form a tool for preliminary ship design based
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on a large database of ship characteristics. This example shows a prospective application of
Bayesian networks as a data mining tool.

Chapter 8 discusses the findings of the previous chapters. Moreover, comparisons between
the various examples are made to illustrate the universal properties of the methodology. In
general, the discussion concerns the potential of Bayesian networks and influence diagrams
as a decision support tool within the marine industry.

Chapter 9 contains an overall conclusion of the study as well as recommendations for further
work. In Table 1.1 an overview of the examples is given. The table also shows the relation
to other methods.
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Chapter 2

Theory and Background

The objective of this chapter is to introduce the theory upon which the examples of Chapters
3 to 7 are based. In order to make the thesis as self-contained as possible, all relevant theory
is explained up to the level at which it is used in the subsequent chapters. Therefore, the
theoretical level as well as the level of detail of the individual sections may seem uneven.

As Bayesian networks play an important role in this thesis, they are presented most thor-
oughly along with influence diagrams. Aspects of discretisation and learning in Bayesian
networks are treated. In Section 2.5 the philosophy and the tools for performing risk analy-
sis in general are presented as well as an account of current development within the discipline.
General maintenance strategies are briefly described in Section 2.6 and structural reliability
methods are touched upon in Section 2.7. These topics are included in this chapter because
they are common to some of the subsequent examples.

An attempt has been made to keep this chapter objective and defer personal assessments
and comparisons of the described methods to Chapter 8. However, an exception is made in
Section 2.5.5 where a discussion of issues related to risk analysis in general takes place. The
content of this section reflects the author’s own views and observations.

2.1 Bayesian Networks

Bayesian networks constitute a class of probabilistic models with strong connections to graph
theory. Originally, Bayesian networks were developed as an extension to predicate logic based
on deterministic production rules. The immediate advantage is that each variable may have
more values than true and false, and not all relations have to be deterministic. It turned out
that the modelling power was very large, but the popularity of the networks as a modelling
tool did not increase substantially until efficient inference algorithms were developed, see for
instance Lauritzen and Spiegelhalter [50] and Jensen et al. [40].

7
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Figure 2.1: Simple Bayesian network consisting of two variables.

In the past, Bayesian networks have been applied to a wide range of problems. One of the
early applications was medical diagnosis based on observation of symptoms. These models
were high dimensional and highly connected, for instance the pathfinder system of Heckerman
et al. [33] had over 100 nodes and the MUNIN system (Olesen et al. [62]) around 1000 nodes.
Related to medical diagnosis the technology has been used in general troubleshooting. For
instance, a Bayesian network constituted the basis of the print troubleshooter of Windows
95. Another innovation of Microsoft is to incorporate a facility to learn Bayesian networks
in the general database program SQL Server 2000. The idea is to extract knowledge from
the database in terms of patterns of dependence between the recorded items. Others have
used Bayesian networks to decision problems such as mildew control and animal breeding.
Image analysis and classification are other fields which have benefited from the technology.

The network is designed as a knowledge representation of the problem domain, explicitly
encoding the probabilistic dependence between the variables in the model. Since the model
building focuses on the causal relationships between the variables, a Bayesian network auto-
matically reveals the analyst’s intuitive and analytical understanding of the problem. This
facilitates validation of the behaviour of the model and makes it easier to convey its essentials
to third parties.

The outcome of compiling a model is the marginal probability distributions of all variables
in the domain. Modelling local dependencies amounts to specification of the probabilistic
dependence of one variable on other variables. Even if the marginal distribution of the
dependent variable is not known beforehand, it will appear in the user interface when the
network has been compiled. A central feature of Bayesian networks is that they allow easy
inference based on observed evidence. If one of the variables in the domain is observed,
then the probability distributions of the remaining variables in the model are easily updated
accordingly. In this way, the model serves as a dynamic model and may answer various
queries.

Bayesian networks can be built and manipulated using a program package such as MSBN
[56], Netica [57] or Hugin (see Andersen et al. [2]). Many other packages are available, both
commercially and non-commercially, but in this study, only Hugin has been used.

2.1.1 Definitions

A Bayesian network consists of a set of nodes and a set of directed arcs. See Figure 2.1. Each
node represents a probability distribution, which may in principle be continuous or discrete.
The general theoretical problems associated with inclusion of continuous nodes in Bayesian
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networks are treated in Section 2.1.6. In the rest of the thesis, the formulation is restricted
to the discrete case in which each node represents a finite set of states where each state is
associated with a probability measure. Arcs indicate conditional probabilistic dependence
so that the probability of a dependent variable (X2 in Figure 2.1) being in a particular state
is given for each combination of the states of the preceding variables (X1). The dependence
structure is thus represented by a set of conditional probability distributions. A variable,
which is dependent on other variables, is often referred to as a child node. Likewise, directly
preceding variables are called parents. Nodes, which have no parents, are called root nodes
and nodes without children are leaf nodes. Bayesian networks are sometimes referred to
as directed acyclic graphs (DAGs), indicating that loops (or cycles) are not allowed. If
NV is the number of variables in the domain, a loop is understood as a directed path
X1 → X2 → · · · → XNV

so that X1 = XNV
, i.e. by following the direction of the arcs it is

possible to return to the point of departure.

A Bayesian network is a representation of the joint probability distribution of the entire vari-
able domain U = X1, X2, . . . , XNV

. This is seen by applying the chain rule to factorisation
of the joint distribution into a chain of conditional probability distributions:

P (U) = P (X1, X2, .., XNV
) (2.1)

= P (X1 | X2, . . . , XNV
) P (X2 | X3, . . . , XNV

) · · ·P (XNV
) (2.2)

=
∏

i

P (Xi | pa(Xi)) (2.3)

where P (X1, · · · , XNV
) is the joint distribution of X1 to XNV

and P (X1 | X2, · · ·XNV
) is

the conditional distribution of X1 given X2, · · · , XNV
. The notation pa(Xi) means the set

of parent variables of the variable Xi.

2.1.2 Inference

One of the main advantages of Bayesian networks is that they allow inference based on
observed evidence. The model is updated in accordance with observations using Bayes rule.
Consider again Figure 2.1. For the random variables X1 and X2, Bayes rule states:

P (X1 | X2) =
P (X2 | X1) P (X1)∑

all i P (X2 | X1 = xi)P (X1 = xi)
(2.4)

Assume for instance that variable X2 is observed to be in state xj. By applying equation
2.4 to each state of X1 the probability distribution P (X1 | X2 = xj) is computed:
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Figure 2.2: Two cliques and their separator.

P (X1 | X2 = xj) =
P (X2 = xj | X1) P (X1)∑

all i P (X2 = xj | X1 = xi)P (X1 = xi)
(2.5)

Similar computations may be performed for larger networks and the model thus allows us to
exploit the model to answer queries and to investigate different scenarios. However, updating
by this method is practical only if the network is small and each node represents only a few
states. If multiple pieces of evidence are inserted it becomes difficult to ensure consistent
updating so that all nodes are updated in accordance with all pieces of evidence. Another
problem is to perform the updating in an efficient manner.

To address these problems several evidence propagation techniques have been developed,
for instance Shachters [72] algorithm for arc reversal and removal. Algorithms based on
transformation of the network into a tree structure – called junction trees or join trees –
have drawn most attention in the research community because of their efficiency and other
attractive properties. In this thesis, focus will therefore be exclusively on algorithms based
on junction trees.

Junction Tree

A junction tree is a representation of the probabilistic model equivalent to that of the net-
work. It is a graphical structure, which ensures efficient and consistent updating of the
model. Recall that a tree is an undirected graph with only one path between any two nodes.
The nodes of a junction tree are called cliques because each consists of a set of variables
from the original network, i.e. a subset of the variable domain.

The tree must satisfy the so-called junction tree property in order to allow consistent up-
dating, see e.g. Jensen [39]. The junction tree property (or running intersection property)
is that all cliques on the path between two cliques V and W must contain the intersecting
set of variables V ∩ W . If V = {X1, X2, . . . , Xj} and W = {Xj−i, Xj−i+1, . . . , XNV

} and
i < j < NV then the intersection V ∩ W = {Xj−i, Xj−i+1, . . . , Xj} must be contained in
all cliques on the path between clique V and clique W . It should be noted that NV is the
number of variables in the domain. The intersecting set between adjacent cliques V and W
is called a separator S so that in Figure 2.2, S = V ∩W .
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A junction tree is constructed by the following procedure, which is based on an algorithm
originally suggested by Lauritzen and Spiegelhalter [50] and later modified by Jensen et al.
[40]:

1. Moralisation. The moralisation step connects all variables in the set pa(Xi) ∪ Xi

for all i. Less formally, it is performed by adding an edge between each variable pair
having common descendants. This is an act of morality because it is equivalent to
marrying parents with common children. See also example below.

2. Deletion. Delete the directions on all arcs.

3. Triangulation. The cliques are identified by successive elimination of the variables
in the following way: A variable may be eliminated if all its neighbours are mutually
connected. The eliminated variable and its neighbours then form a clique. If the
neighbours are not mutually connected, fill-in links are added to the graph to obtain
full connectivity of the variables in the clique. If at any point a clique is formed so that
it consists of a subset of an existing clique, it is superfluous and should be deleted.
When all variables are eliminated, all cliques are identified. The undirected graph
consisting of all the initial variables and all the links (both original and fill-ins) is
called a triangulated graph.

4. The cliques are connected so that the junction tree property is obtained.

It should be noted that the crucial point of this algorithm is the choice of elimination order
as this governs the size of the cliques and thus the efficiency of the computations. An efficient
junction tree has small clique tables and few cliques, as the goal is to minimise the total
sum of the clique table sizes. The size of each individual clique table is dependent both
on the number of variables in the clique and on the number of states in the participating
variables. If there are N variables in a clique V , then the size of its table tV is given as
| tV |= NI1NI2 · · ·NIN , where NI is the number of states in each variable.

From a network of NV variables, there are NV ! possible elimination sequences and thus
many different clique trees. A seemingly good choice of a variable to be eliminated in the
beginning of the sequence may imply large cliques at a later stage. Because such effects are
not easily foreseen, a reasonable choice may prove inefficient in the end. It is thus not a
trivial task to identify the optimal elimination sequence. In fact the complexity grows more
than polynomial with the size of the network (the problem is said to be NP-hard) for any
reasonable criterion of optimality, see Arnborg et al. [3]. However, efficient heuristics may
be applied, see e.g. Kjærulff [44]. For instance, it may be chosen to eliminate successively
the variable which requires the lowest number of fill-in links in step 3. A different approach
is to choose the variable yielding the smallest clique in terms of table size. Alternatively,
a weight measure may be assigned to the cliques and used for discrimination between the
variables to be eliminated next.
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a b

Figure 2.3: (a) Original Bayesian network. (b) Moralised graph.

a b

Figure 2.4: (a) Remaining graph after elimination of variable E. (b) Remaining graph after
elimination of variable A.

Example - Part 1
This example illustrates the algorithm described above for construction of a junction tree
corresponding to a Bayesian network. Later in this chapter (page 38) the example is extended
to illustrate the slightly different algorithm for construction of strong junction trees used with
influence diagrams. Consider the Bayesian network of Figure 2.3a.

Step 1:
The moralisation step connects nodes with common children. In this example it is only
necessary to connect B and D.

Step 2:
The directions of the arcs are deleted in order to obtain the moralised graph shown in Figure
2.3b.

Step 3:
Selection of the elimination order is the tricky point. It is reasonable to eliminate E first
because all of its neighbours are already mutually connected and no fill-in links are thus
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Figure 2.5: There are three ways of connecting the cliques. Only the tree in the middle has
the junction tree property.

required. Elimination of the variable E forms the clique {B,D,E}. The resulting graph is
seen in Figure 2.4a.

Without knowledge of the individual table sizes, any of the remaining variables may now be
eliminated. Choosing variable A we need to fill in the link B − C since A’s neighbours are
not mutually connected. The clique {A,B,C} is thus formed and the graph shown in Figure
2.4b is obtained. The last clique is then {B,C,D}.

By considering Figure 2.4a it is seen that if B were deleted instead of A, the fill-in link A−D
would have been added instead of the link B−C. The cliques {A,B,D} and {A,C,D} would
have been formed, and it is seen that any choice of elimination sequence has an effect on
future cliques. This illustrates the difficulties of identifying the optimal elimination sequence.

Step 4:
The three cliques are identified and must now be connected to obtain a junction tree. Com-
binatorially, there are three different ways of connecting the cliques, all of which are shown
in Figure 2.5. For the tree in the middle it is noted that the intersecting set between the
upper and lower clique {B,D,E} ∩ {A,B,C} = {B} is also contained in the clique on the
path between them. This means that this tree satisfies the junction tree property.

For the other trees, the condition does not hold. For instance the intersecting set between
the upper and lower clique in the left tree is {A,B,C} ∩ {B,C,D} = {B,C}, which is not
contained in the intermediate clique {B,D,E}.
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Initialisation of the Junction Tree and Insertion of Evidence

Once a junction tree has been established, the assignment of probability tables to the cliques
and the separators may be commenced. The first step is to initialise the tables of the cliques
and the separators by filling them with ones. Then, for each variable, one clique containing
the set {pa(Xi)}∪{Xi} is chosen. The probability table P (Xi | pa(Xi)) is multiplied on this
clique table. The clique tree with associated probability tables is now an equivalent model to
the Bayesian network model. The joint probability table P (U) is then equal to the product
of all clique tables divided by the product of all separator tables:

P (U) =

∏
clique tables∏

separator tables
(2.6)

The advantage of the tree structure lies in its properties with respect to insertion of observed
evidence and subsequent updating of the model. All inference and updating tasks of the
network model are performed by operations on the clique tables.

Evidence is inserted in a clique in the format of a finding. A finding is a statement that
certain states of the variable are impossible, i.e. their probability is zero. This is a more
general statement than that of instantiation (instantiation = the variable is observed to be
in one particular state). A finding may be represented as a vector f of ones and zeroes
corresponding to the possible and impossible states, respectively. It thus has the same
dimensionality as the variable it represents. In the program package Hugin, an even more
general form of evidence may be inserted, namely a likelihood vector. The difference from
a finding vector is that each component of the vector may assume values in the range [0, 1].
In the following, any piece of evidence in either of the mentioned forms is referred to as a
finding.

In general, a finding may be inserted in a joint probability distribution by multiplication of
the finding vector on the joint table P (U):

P (U, f) = P (U) · f (2.7)

Marginalisation

From the updated joint table the marginal distributions of each individual variable may be
found by summation over all other variables. This is known as sum-marginalisation:

P (Xi) =
∑

U\{Xi}
P (U) (2.8)

Sum-marginalisation has the property that the order in which the individual variables are
marginalised out does not change the result. The same operation may be performed when a
finding has been inserted:

P (Xi | f) = P (Xi, f)

P (f)
=

∑
U\{Xi} P (U, f)∑

U P (U, f)
(2.9)
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It is seen that all marginal probability distributions conditional on the given evidence may
be obtained from the updated joint distribution. In a similar manner, a finding may be
inserted in a clique table. Similarly, any variable or set of variables may be marginalised
out.

Before insertion of evidence, two adjacent cliques V and W have the probability tables tV
and tW . Their separator table may be found by sum-marginalisation of the separator set
S = V ∩W so that the separator table tS = P (S) contains the common information about
V and W :

tS =
∑
V \S

tV =
∑
W\S

tW (2.10)

Message Passing

As an example it may be assumed that we have observed one of the variables belonging to
clique V . We thus wish to insert the finding f in the clique V . This is done by multiplication
as in Equation 2.7. The message relevant to clique W is computed by marginalising out all
other variables than those of the separator. The updated separator table is denoted t∗S.
When sending a message from V to W the updated separator table is computed as

t∗S =
∑
V \S

tV (2.11)

The clique W now absorbs the updated information from V by updating its table so that

t∗W = tW
t∗S
tS

(2.12)

In this way, messages may be propagated through the junction tree until all cliques are
updated and consistency is achieved. The condition of consistency is∑

V \S

tV = tS =
∑
W\S

tW (2.13)

The separator table is thus the same no matter if the marginalisation is performed from V or
W . It may be shown that if a link has sent a message in both directions then it is consistent.
If all links have sent a message in both directions, then the entire tree is consistent and the
updating is completed.

Hugin Propagation

In Hugin propagation the messages are sent and received according to a two-step scheme
consisting of a collect evidence step and a distribute evidence step. Before executing either
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of the operations, a root clique is chosen (at random). In the collect evidence step, the root
node asks its neighbours to send it a message. The neighbours are only allowed to do so
if they have received a message from all of their other neighbours. If they cannot send a
message, they must therefore pass on the request. Since this takes place in a tree topology,
the request will soon reach the leaves, which have no neighbours except the one from which
the request came. The leaf nodes are thus allowed to send a message back. In this way, the
root node collects messages from all parts of the junction tree.

Subsequently, the root node distributes its information by sending a message to all its neigh-
bours. These in turn send a message to their neighbours except the one from which the
message came. When the collect evidence and distribute evidence steps have both been
executed, it is ensured that a message has been passed along all links in both directions.
Thus, the junction tree is consistent and all cliques have been updated in accordance with
the inserted evidence. The marginal posterior probability distributions of the variables may
now be extracted by sum-marginalisation.

As a side-effect of the junction tree representation, the joint probability of the inserted evi-
dence P (e) = P (f1, f2, . . . , fn) consisting of n findings may be computed from the consistent
tree (i.e. after propagation of the evidence) by, for any clique W , marginalising out all its
variables:

P (e) =
∑
W

P (W, e) =
∑
W

tW (2.14)

This corresponds to summing all entries of the clique table. The computation is done auto-
matically in Hugin so that the probability of the inserted evidence is always available.

2.1.3 Max-propagation

Max-propagation is an alternative type of propagation by which, given evidence on one or
more variables, the most probable configuration of the rest of the variables in the network
can be identified. A configuration is a set consisting of exactly one state from each variable.
Max-propagation thus identifies the configuration which best explains the observed evidence.
This may be compared to finding the design point in a structural reliability analysis, see
Section 3.3.7. In a similar manner, the most probable configuration may be compared to a
cut-set in a fault tree, see Section 2.5.4.

The configuration of maximum probability may be identified by a procedure based on mes-
sage passing in the junction tree. Instead of the message type described above, max-messages
are computed by replacing summation with maximisation.

A max-message is thus computed by max-marginalisation:

tS = max
V \S

tV (2.15)
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Instead of summing along every dimension in the set V \ S, the maximum value is taken.
The result is a message consisting of the maximum probabilities along each dimension. This
message may be propagated in a similar manner as the ”normal” propagation so that max-
consistency is achieved. The condition of max-consistency is very similar to that of ”normal”
consistency:

max
V \S

tV = tS = max
W\S

tW (2.16)

As in normal Hugin propagation, the operations collect evidence and distribute evidence
are used. The procedure for finding the most probable configuration M1 defined as M1 =
{X1 = c∗1, X2 = c∗2, . . . , XN = c∗N} is described by Cowell [13]. From a root node, a collect
evidence operation is performed using max-propagation. Then the root clique is searched
for the configuration, which has the highest probability. This configuration is inserted as
additional, or pseudo, evidence in the root clique. Now a max-message is distributed from
the root with all evidence inserted. The next clique is updated according to Equation 2.12. A
configuration of maximum probability of this clique may now be identified by only regarding
the subset which corresponds to the instantiation from the first clique. By continuing this
successive insertion of pseudo-evidence and passage of max-messages, all cliques are visited
and a configuration comprising all variables is reached. When a configuration comprises all
variables, its probability may be computed as the union of the evidence of that particular
configuration, see Equation 2.14.

Finding the M Most Likely Configurations

Once the most probable configuration M1 has been identified, the second most probable
configuration M2 can be found by a procedure which again is based on insertion of pseudo-
evidence and subsequent max-propagation. The key is that the second most likely configu-
ration will differ from the most likely in at least one of the variables. First an ordering of
the NV variables in the network is formed (at random). The procedure is to insert evidence
and perform max-propagations N times in the following way: Insert pseudo-evidence that
the state of the first variable, X1, is not in the configuration of maximum probability, i.e.
X1 �= c∗1. Perform max-propagation to identify the most probable configuration with this
pseudo-evidence. Next, pseudo-evidence is inserted so that X1 = c∗1 ∧ X2 �= c∗2, i.e. the
first variable is in the state of maximum probability whereas the next variable is not in the
state of maximum probability. Perform max-propagation again. This is repeated NV times
so that, in the end, there is pseudo-evidence of the max-configuration M1 on all variables
except the NV ’th one, i.e. X1 = c∗1 ∧ X2 = c∗2 ∧ · · · ∧ XNV −1 = c∗NV −1 ∧ XNV

�= c∗NV
. This

yields NV configurations which are potentially the second most probable of the joint distri-
bution. By applying Equation 2.14 to all NV configurations, the probability of each of the
configurations appears, and hence the second most likely can be found. This scheme may
be continued to find the third, fourth etc. most probable configuration.

If there were ”real” evidence (as opposed to pseudo-evidence), this must be inserted before
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starting the procedure. Thus, the variables on which the real evidence was inserted do not
participate in the successive insertion of pseudo-evidence.

It should be noted that the algorithm outlined above is far from being the computationally
most efficient for finding the M most probable configurations. However, the simplified ex-
planation is given in order to provide an intuitive understanding of the principle. A far more
efficient algorithm was developed by Nilsson [59]. At the time of writing, the algorithm has
not been implemented in Hugin.

It is seen that identifying the M most likely configurations is similar to finding the M most
dominant cut-sets in a fault tree analysis, see also Section 2.5.5.

2.1.4 Correlation

Since a Bayesian network is a representation of a full joint distribution over a discrete
variable domain, correlation is implicitly included and may be computed on demand. If the
simple Bayesian network shown in Figure 2.6 is taken, the covariance is calculated from the
conditional probability distributions:

Figure 2.6: Simple Bayesian network for computation of correlation.

Cov(X,Y ) = E[XY ]− E[X]E[Y ] (2.17)

=

NX
I∑

i=1

NY
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j=1

P (xi, yj) xi yj −

NX
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i=1

P (xi) xi
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 (2.18)

=

NX
I∑

i=1

xi

NY
I∑

j=1

P (xi | yj) P (yj) yj − (2.19)
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where NX
I is the number of states in variable X. It should be noted that although the

marginal distribution P (X) is not given explicitly in the network model, it can be calculated
by use of the law of total probability:

P (xi) =

NY
I∑

j=1

P (xi | yj) P (yj) (2.20)
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In this way, the correlation between the two variables is computed on the basis of the
distributions already specified during the construction of the model. It should be noted
that even if the correlation can be found from the conditional probability distribution the
inverse is not true. There is no unique mapping from correlation to conditional probability
distribution.

2.1.5 D-separation

Directional separation, or d-separation, is a property of directed graphs which may be ex-
ploited to identify irrelevant and requisite information for specific queries in a Bayesian
network or an influence diagram. The concept of d-separation is exploited in the BNPC
algorithm for learning Bayesian networks (see Section 2.3), which is used in the preliminary
ship design example of Chapter 7.

The notion of d-separation originates from Pearl [64] but has been investigated by numerous
researchers. Two nodes of a Bayesian network are said to be d-separated if they are condi-
tionally independent given a specified set of nodes. If P (A | B,C) = P (A | C) then A and
B are conditionally independent, or d-separated, given C. It should be noted that A, B and
C may be variables or sets of variables.

Before proceeding to how d-separation can be detected from the network topology, it is useful
to consider the types of connections found in a Bayesian network. In principle, there exist
only three types of connections in a directed graph, namely serial, diverging and converging
connections. In a serial connection (X → Z → Y ) evidence may be transmitted from X to Y
only if Z is not instantiated (instantiated= observed to be in a specific state). Instantiation
blocks the communication between X and Y and they are thus conditionally independent
(d-separated) given Z.

In a diverging connection (X ← Z → Y ) evidence may be transmitted through Z if it is not
instantiated. X and Y are then d-separated given Z.

Converging connections require a little more thought. In a converging connection (X →
Z ← Y ), X and Y are independent if nothing is known about Z. However, knowledge
of Z enables information to be transmitted from X to Y , thus making them conditionally
dependent given Z. This relationship may seem counterintuitive at first glance but in fact, it
is in good agreement with human reasoning. Consider the following example adapted from
Pearl [65]:

Example: Burglary Alarm
Assume that for a given burglary alarm system, an earthquake may accidentally trigger the
alarm to sound. As the occurrence of an earthquake is assumed to be independent of the
event of a burglary, the system may be modelled by the following network (Burglary) →
(Alarm) ← (Earthquake). As earthquakes are reasonably rare, it may be concluded, on
hearing the alarm, that a burglary has most probably occurred. However, if it is also learned



20 Chapter 2. Theory and Background

that an earthquake just occurred, this explains the sound of the alarm and because of the
unlikelihood of a burglary coinciding with an earthquake, the perceived probability of a
burglary is reduced. We see that the earthquake explains away the alarm. In this way, the
two causes are dependent given the effect.

If we return to the general case (X → Z ← Y ), it should be noted that Z does not have to
be instantiated itself to make X and Y conditionally dependent. Any information about Z
(i.e. insertion of a finding on Z or one of its descendants) will have the same effect.

A general definition of d-separation (from Pearl [65]) is:
T , V and W are disjoint sets of nodes in a Bayesian network. W d-separates T from V if
along every path between a node in T and a node in V there is a node X satisfying one of
the following two conditions:

1. neither X nor any of its descendants are in W and X has converging arcs

2. X is in W and X does not have converging arcs

In order to detect d-separation between two sets of nodes T and V , we must first identify
all possible paths between the nodes in the sets. Then for each conditioning set W we verify
for each node X on each path if any of the conditions (1) or (2) are satisfied.

As a special case we may wish to detect if two nodes in a Bayesian network are generally
independent, i.e. they are d-separated without any entered evidence. In this case W is
the empty set, and consequently X cannot belong to it and condition two is therefore not
applicable. Regarding condition one, it is given that neither X nor its descendants are
in W because of its emptiness. The only condition is therefore that there is a converging
connection on all paths between the two variables. In summary, it may be stated that in a
Bayesian network without inserted evidence, two (sets of) nodes can only be independent if
there is at least one converging connection on all paths between them.

Detection of d-separation directly by the definition may be involved. There is, however,
a more easily understood procedure. The ”Bayes-Ball” algorithm of Shachter [73] exploits
the properties of serial, diverging and converging connections to determine irrelevant and
requisite sets of variables for a given inference query. The algorithm needs an input of the
sets T and W , i.e. the set on which to condition, and the set from which we wish to detect
independence, i.e. the target of the query, the outcome. The algorithm then finds the set V
which is irrelevant, i.e. conditionally independent of T given W . The procedure is to let a
ball bounce between the nodes of the network starting in the nodes of T . The allowed moves
are determined by the properties of the serial, diverging and converging connections, which
the ball meets. For instance, a serial connection lets a ball pass unless it is instantiated.
Nodes of the network not to be reached by the ball constitute the set V which is conditionally
independent of T given W .
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It is important to note that the algorithm solely requires the topology of the network to
be known; neither the states of the individual variables nor their probability distributions
are necessary. This can be exploited to focus the effort on the important part of a model.
Imagine for instance that a conceptual model has been established by consulting domain
experts. Before engaging in the tedious job of estimating all the required probabilities, a d-
separation analysis can reveal that certain nodes are irrelevant to the queries of interest. Thus
there is no need to spend effort in estimating these probabilities. This makes d-separation a
strong tool for possibly reducing the work of eliciting certain probability distributions.

We see that in general these definitions may be used to deduce conditional independence
relationships from the topology of the graph by detecting d-separated variables or sets of
variables. It is thus possible to infer other independence relationships than those indicated
directly by the missing arcs in the graph. These new independence relationships may provide
useful information about the system or help explain its behaviour.

An additional point is important here. It has been proved by Geiger and Pearl [28] that
no other independence relations than those identifiable with d-separation may exist in a
Bayesian network model. In other words, d-separation identifies all possible independence
relationships without any knowledge of the states of the individual variables or their prob-
abilities. This in turn means that when a Bayesian network is used to express probabilistic
dependencies/independencies, no inconsistency in the dependence relationships may occur.
In a Bayesian network model, it is thus impossible to get contradictory statements with
respect to independence relations. There will always be consistency between independence
relations expressed at a local level and those at a global (model) level.

This again means that if, in a model, independencies are detected which do not correspond
to reality although all local independencies seem to be correct, this does not mean that
the model is inconsistent. On the contrary, since we know it is consistent, it indicates that
something else is wrong. This may thus help validate the model at a qualitative stage.

2.1.6 Continuous Variables in Bayesian Networks

In many engineering applications, the objective is to model physical phenomena which are
continuous in nature. This is not directly possible with Bayesian networks because the
associated algorithms are tailored to handle effectively discrete variables. The attractive
properties of Bayesian networks (intuitive yet consistent model building, local specification
of dependencies, efficient updating algorithms) make it attractive to look for possibilities of
including continuous nodes in the general formulation and analysis of Bayesian networks, in
order to form an even more powerful class of probabilistic models. However, this is not an
easy task and many approaches have been adopted to arrive at approximate models. Some
of these are described after a brief look at the general problem associated with inclusion of
continuous nodes in Bayesian networks.
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The approach is to assume that a model with the desired properties exists and then realise
the difficulties associated with establishing it. It is assumed that the network is a directed
acyclic graph containing both discrete and continuous nodes (hybrid network) in an arbitrary
topology (although no cycles). The nodes represent arbitrarily distributed random variables.
It is further required that the marginal distributions can be obtained for all nodes and
that evidence may be inserted in an arbitrary set of nodes and be propagated, so that the
distributions of the remaining variables are updated.

In order to define such a model the network X → Z ← Y is taken as an example and various
combinations of discrete and continuous distributions of the three variables are assumed.

A continuous root node is understood as a one-dimensional variable holding a probability
density function. It may be a distribution such as a Gamma or exponential distribution or it
may be any other probability distribution. If all variables are continuous, then the network
representation corresponds to a factorisation of a joint probability density function into a
chain of conditional distributions, as also used in the Rosenblatt transformation. In general
for NV variables:

fX1,...,XNV
(X1, . . . , XNV

) = fX1(X1 | X2, . . . , XNV
) · · · fXNV −1

(XNV −1 | XNV
)fXNV

(XNV
)

(2.21)

In particular:

fX,Y,Z(X,Y, Z) = fZ(Z | X,Y ) fY (Y | X) fX(X) (2.22)

= fZ(Z | X,Y ) fY (Y ) fX(X) (2.23)

where the last equality is only valid when X and Y are independent. A special case is when
Z is a deterministic function of the two other variables. We have Z = h(X,Y ) where h is
an arbitrary function. In this case the conditional probability distribution may be given as:
fZ(Z | X,Y ) = δ(Z − h(X,Y )) where δ(·) is Dirac’s delta function.

If Z is a discrete node while X and Y are continuous, then the conditional distribution of Z
must be specified as a probability of an event in the joint X,Y space. The states of the Z-
variable thus correspond to these events, for instance P (zi) = P (a < X < b∩ c < Y < d) or
P (zi) = P (g(X,Y ) < s). The probability of such events must be determined by integrating
the joint density function fX,Y (X,Y ) over the event subspace.

If Z and Y are continuous while X is discrete then the general formula fZ(Z | X,Y ) =
g(X,Y, Z) applies. Because X is discrete, the dependence can only be specified if the states
of X and Y are associated with numerical values.

If Z and Y are discrete while X is continuous, probabilities of events in the X,Y space must
be specified. The probability of an event is not computed only by integration; summation
with respect to the discrete parent Y is also necessary.
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It is seen that it is possible to define conditional probability distributions for hybrid networks.
By Equation 2.21 the joint distribution over the variable domain can now be formed.

In general a marginal probability distribution of a variable Xi is found by integrating out all
the remaining variables:

fXi
(Xi) =

∫ ∞

−∞
· · ·

∫ ∞

−∞
fX1···XNV

(X1, . . . , XNV
)dX1 · · · dXi−1dXi+1 · · · dXNV

(2.24)

Analytical integration of this expression cannot be performed unless the joint distribution
is very benign. At this point, the classes of possible distributions are already substantially
restricted, but an even worse problem than that of marginalisation is the problem of inserting
evidence and propagating it through the network.

By analogy with the discrete case, a finding in the continuous case is a statement that certain
ranges of a variable are impossible. Such a statement may be defined and represented math-
ematically but multiplying it by a hybrid joint probability distribution is not straightforward
in general.

Propagation of evidence constitutes an additional problem. When the junction tree frame-
work is used, one problem is to define a format for the messages to be passed on between
the cliques. The format must allow multidimensional hybrid distributions to be integrated
out of the likewise multidimensional hybrid clique distributions. Updating the next clique
according to Equation 2.12 involves division of two separator tables. This is intractable for
arbitrary hybrid distributions.

The general problems associated with inclusion of continuous variables in Bayesian networks
have now been sketched. In the following, various approaches adopted in order to arrive
at tractable models by restricting the generality are outlined and pointers to literature are
given.

Approximations

The following list outlines some of the approaches reported in the literature.

1. Restrictions on combination functions

2. Restrictions on probability distributions

3. Restrictions on topology

4. Restrictions on the causal relationship between discrete and continuous variables

5. Approximations to the probability distributions by more regular functions
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6. Monte Carlo methods. Gibbs sampling

7. Discretisation: Univariate or multivariate

Pearl [65] was one of the first researchers to devise algorithms for inclusion of continuous
variables in a network topology. He suggested an inference scheme in which the leaf nodes
represented independent Gaussian distributions. The network topology was restricted to
singly connected graphs (only one directed path between any two nodes) and the child
nodes were deterministic, linear functions of their parents.

Alag and Agogino [1] extended this to incorporate correlation between the leaf nodes. An-
other variation of Pearl’s framework was Driver and Morrel’s [18] scheme for approximation
of arbitrary distribution functions by sums of weighted Gaussians. The child nodes were
deterministic functions of the parents, but not necessarily linear. The system was again
based on singly connected graphs.

Lauritzen [48] developed a scheme which accommodates arbitrary network topology and
is able to handle hybrid networks of both discrete and Gaussian nodes. The continuous
nodes are combined by deterministic, linear functions, so that continuous nodes cannot have
discrete children. The algorithm is based on a transformation of the network to a rooted
junction tree, which respects a certain order of the variables. When a message to be passed
from clique to clique is computed, the integral is itself a Gaussian distribution, which may be
evaluated in terms of its second moment representation. The message to be passed on to the
next clique is thus a set of normal distributions represented by their means and variances.
A variation of this algorithm is implemented in Hugin.

As an alternative to approximating arbitrary probability functions by sums of weighted Gaus-
sians, variational methods may be used, see Jordan et al. [41]. Variational methods provide
bounds on the queries of interest. The idea is to simplify the joint probability distribution
by variational transformation of the local probability functions. This approximation scheme
allows us to determine bounds on probabilities and thus perform approximate inference.

Probability distributions may also be approximated by cubic spline curves, see for instance
Curds [14] for an extensive account.

Another attractive approach is to use Monte Carlo methods. In particular Gilks et al. [29]
have developed a system called BUGS (Bayesian inference Using Gibbs Sampling) which
samples from the conditional probability distributions of the network to perform inference.
It accommodates a large class of statistical distributions, as well as non-linearity in de-
terministic relations between variables. The drawback is that slow convergence may be
encountered.

In Hugin an alternative sampling scheme can be used to obtain the conditional probability
distribution of a child node in the case where it can be specified as a deterministic function
of its parents. Both parent and child nodes are discrete but specified as adjacent intervals
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in a finite range. The conditional probability distribution of the child node is computed by
sampling the intervals of the parent nodes. For each sampled set, the values are inserted
in the specified deterministic expression. By sampling 25 points in each interval for each
parent variable, a large number of function values are available for each configuration of the
parent variables. By taking the relative frequency of the occurrence of the function values
in each of the intervals specified for the child node, a reasonably accurate estimate of the
conditional probability distribution is obtained.

Not surprisingly, various forms of discretisation have also been applied as approximations to
the general continuous case. Discretisation of each variable individually is perhaps the most
straightforward approach, and it is treated in greater detail in Section 2.2. Kozlov and Koller
[47] proposed a flexible scheme for multidimensional discretisation. The algorithm accom-
modates hybrid networks and any probability distribution. A continuous multidimensional
space is discretised by successively dividing the space into two along one of its dimensions. To
represent the discretised space and its probability content, a representation called a Binary
Split Partition tree (BSP-tree) is devised. The algorithm makes use of a junction tree and
the messages are passed between the cliques by aligning the BSP-trees of adjacent cliques.
Aligning may be understood as ensuring that a message sent from one clique can be received
by the next clique. This requires alignment of branches in their respective BSP-trees cor-
responding to the separator variables. The BSP-tree representation is more compact than
that of a state space where each variable is discretised individually. This fact combined
with a junction tree message-passing scheme makes the algorithm computationally efficient.
The algorithm is inserted in an iteration loop, thus improving the probability estimates in
each step by improving the discretisation according to the query. One drawback is that
the algorithm focuses on the dense part of the distributions so that the tails are not well
represented.

The various approaches outlined above exploit different mathematical properties of Bayesian
networks. The choice of approximation approach is dependent on the particular problem
concerned. There may be preferences regarding computation time or the desired output
format. It all depends on the type of problem.

Application of Reliability Methods in Conjunction with Bayesian Networks

As an additional way of approximate inference in the general continuous case, application
of First and Second Order Reliability Methods (FORM/SORM) can be suggested. These
methods are further described in Section 2.7. It should be emphasised that the following is
only a rough set of ideas.

First and second order reliability methods are designed to evaluate the probability of an
event in the multidimensional probability space. The event is formulated in terms of a
limit-state function defining the event subspace. Evaluation of its probability is based on
a transformation of the probability space into the standard normal (Gaussian) space. In
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this space, the evaluation is done by exploiting geometrical properties particular to the
standardised Gaussian space.

In a Bayesian network (X → Z ← Y ) where X and Y are continuous nodes with arbitrary
probability distributions and Z is deterministically defined by its parents, the probability
distribution of Z may be found by formulating the events Z < zi for an arbitrary number
of zi’s. By applying FORM/SORM, a discretised distribution function of Z can be found.
It should be noted that the approximation is more accurate in the tails of the distribution
than in its dense part. The problem class can be extended by allowing correlation between
the parent variables and allowing the procedure to output conditional probabilities given a
set of discrete variables. This approach would have much the same functionality as Hugin’s
sampling scheme explained above.

If FORM/SORM are to be used to perform inference in a more general continuous Bayesian
network, it is reasonable to investigate the possibilities of applying them in the framework
of junction trees. The following problems must be solved:

• How can evidence be inserted in a clique?

• What is the general format for messages in the junction tree?

The message format has to be general enough to work both with and without inserted
evidence. The message format must be a representation of a joint probability distribution,
which allows multiplication by the potential of the next clique and division by the separator
potential.

In the case of no inserted evidence, FORM/SORM can be used to integrate out a discretised
message (probability table) to be passed on. In order for the message to be absorbed in
the next clique, a scheme for multiplication and division of messages must be devised. Such
schemes exist for restricted classes of distributions and various types of discrete distributions.
However, modifications should be made.

Alternatively, a continuous function of some general form could be fitted to the discretised
message, which in turn could be sent on. By making strong assumptions about the functions
to be used for fitting, it should be possible to arrive at a tractable solution. However, it is
questionable if this yields any attractive features compared to existing methods.

Moreover, the problem of evidence insertion remains. In conclusion, it may therefore be
stated that although not thoroughly investigated, the prospects for application of FORM/SORM
to inference within a junction tree seem limited.

2.2 Discretisation

As identified in the foregoing section, discretisation is one of the approaches, which may be
chosen to approximate a continuous state space by a Bayesian network model. Discretisation
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a b

Figure 2.7: Two-dimensional discretisation of a domain in the x,y-plane. (a) Univariate.
Marginalising is straightforward. (b) Bivariate. Marginalising is more complicated.

is traditionally known as a subdivision of a continuous range into a set of subranges or
intervals. Discretisation may also be understood as a categorisation or classification of a
given dataset.

A discretisation is univariate if the variables of the domain are discretised one by one as shown
in Figure 2.7a. Figure 2.7b shows a multivariate discretisation, i.e. multiple dimensions
are discretised simultaneously. In both cases, a discretisation divides the state space into
subspaces, or hyperintervals, with the same dimensionality as the original state space. A
discretisation as in 2.7b can be handled (as for instance in Kozlov and Koller [47]), but it is
often impractical in connection with Bayesian networks. The main reason is that we want
each variable to be represented by a set of mutually exclusive states. If the discretisation of
the total state space did not respect these states along all dimensions, marginalising would
include summation of the probability content of overlapping hyperintervals. See Figure 2.7b.
This is not practical and therefore a univariate discretisation is chosen in the remaining part
of this thesis. Discretisation of a continuous range can be defined by a set or vector of
split-points comprising the endpoints of the range, for instance X1 and X2 in Figure 2.7, as
well as the intermediate interval endpoints.

The purpose of a discretisation is usually to give a compact representation of a given dataset
or a continuous function, so that the most important properties of the function or dataset
are preserved. Dependent on the objective of the discretisation, different principles may be
applied. In the following, a distinction is made between the case where a dataset must be
discretised and the case in which a known probability density function must be discretised.
Discretisation of a known distribution is used in the inspection planning and upheaval buck-
ling examples (Chapters 3 and 4, respectively), whereas discretisation of a dataset is focused
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on learning tasks, i.e. the example of preliminary ship design in Chapter 7.

2.2.1 Discretisation of a Dataset

Discretisation of a dataset is usually performed as a pre-processing step in the process of
learning a Bayesian network or building a classifier based on observations. It may also be
done with the objective of eliciting a specific conditional probability distribution for use as a
part of a model. The dataset may comprise only one or several variables but as mentioned,
only one variable is discretised at a time.

It is important that the discretised distribution reflects the important properties of the
dataset. For instance, the data points in each interval should represent a homogeneous group
of items. In such cases, it is said that the variable is well represented by the discretisation.
Furthermore, the intervals must be mutually exclusive, so it must be ensured that the split-
points are placed between data points with different values. A split-point can therefore not
assume the same value as a data point.

After having sorted the dataset, for instance in increasing order, the location of the split-
points must be determined. This can be done according to one of the following principles:

• Equidistant split-points

• Equal frequency, i.e. equal number of data points in each interval

• Discretisation based on power function

• Supervised discretisation

Equidistant Split-points

The commonest and perhaps the most straightforward approach is to split the range into
intervals of equal length. This type of discretisation has the advantage that displaying
the dataset in a histogram corresponds to displaying the density function apart from a
normalising factor.

However, the variable may not be well represented, as the intervals in the lower part of the
range may be less homogeneous than the ones in the upper part. For instance, a data record
of ship lengths may lie in the range of [30, 330] m. Partitioning into 10 equally long intervals
causes ship A of 30 m to be in the same interval as ship B of 59 m. Likewise, ship C of
300 m will be in the same interval as ship D of 329 m. However, A and B are much less
homogeneous than ships C and D. This illustrates that the variable ”Ship length” is not
well represented by equidistant discretisation.
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When a dataset is discretised, the following empirical expression may be used as a rule of
thumb:

NI = 1 + 3.3 log10(NDP ) (2.25)

where NI is the number of intervals and NDP is the number of data points. Hence, 1000
data points would be discretised into 11 intervals.

Equal Frequency

Targeting an equal number of data points in each interval, this approach has the property
of fine discretisation of the dense part of the distribution, whereas the sparse regions have
fewer and longer intervals.

For learning purposes, it is important to ensure a reasonable number of data points in each
of the multidimensional intervals (hyperintervals) formed during estimation of conditional
probability distributions. Although this cannot be guaranteed when univariate discretisation
is used, equal frequency in the intervals of each variable makes it more likely that the hyper-
intervals in the sparse regions of the joint distribution also contain data points. Displaying
a histogram using this discretisation principle does not yield a good overview of how the
dataset is distributed because all intervals have the same probability. Instead the density
function should be displayed.

Discretisation Based on Power Function

As seen from the example of the ships A to D above, the degree to which a uniform dis-
cretisation represents the variable is dependent on the particular position of the range with
respect to zero. If we focus on the lower and upper limits of the range to X1 and X2, re-
spectively (as in Figure 2.7), it is suggested letting the length of each individual interval in
the range [X1, X2] be determined as a constant times the length of the preceding interval.
Thus, we have

Li = cLi−1 , i > 1 (2.26)

where c is a constant factor and Li is the length of the i’th interval starting from the one
closest to zero. Assuming the length of the first interval L1 to be known, we have

Li = ci−1L1 (2.27)

Hence, the length of each interval becomes a power function of an initial length L1. By
further requiring that the sum of the NI interval lengths must be equal to the range,

NI∑
i=1

Li = X2 −X1 (2.28)
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this can be reformulated as

Li = ci−1 c− 1

cNI − 1
(X2 −X1) (2.29)

The only question is how to choose c in order to obtain a reasonable discretisation for all
combinations of X1, X2 and NI . It is suggested setting the ratio between the upper and
the lower limits of the range equal to the ratio between the longest and the shortest interval
within the range. By application of Equation 2.27 this corresponds to letting cNI−1 = X2/X1.
If X2/X1 is large, the last interval has to be much longer than the first, and if further NI

is small, the difference between two adjacent intervals becomes too large. Therefore, the
number of intervals NI should be included in the expression as well.

It is suggested requiring cNI−1 not to exceed 0.5NI . Thus, if NI is large, the difference
between the longest and the shortest interval is allowed to be larger than if NI were small.
This means that the difference between adjacent intervals remains small. In effect, c is
determined in the following way:

cNI−1 = min(0.5 NI , X2/X1) (2.30)

By this discretisation, the variable is well represented in the sense that the relative variation
of the physical quantity within an interval is approximately the same for all intervals.

Supervised Discretisation

In Hussain et al. [35], a large number of algorithms for discretisation are described and
evaluated. The main distinction is made between supervised and unsupervised discretisation.
The three methods described above are unsupervised as no information apart from the data
points is used. In the context of classification, the data points are associated with a class
label thus enabling supervised discretisation. The dataset is discretised with the overall
objective to minimise the misclassification error.

Another distinction between the algorithms mentioned in [35] is the principles of merging and
splitting. In both cases, the first step is sorting the data points in ascending or descending
order.

In a merging algorithm, all data points initially belong to their own individual interval.
Based on a test or criterion the intervals are successively merged. The criterion may for
instance be a chi square test of the hypothesis that the data points of two adjacent intervals
are independent of the class.

In a splitting algorithm, the initial range is successively split according to some measure.
This may be done by measuring the entropy of the discretised distribution or by another
distance measure between the class and the data points.
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2.2.2 Discretisation of a Known Distribution

When a known distribution with a continuous analytical expression is discretised, the first
problem is how to treat the tails of the distribution. If the focus is mainly on the dense part
of the distribution, truncation of the tails is no problem. If extreme events are the point of
interest, as is the case in risk analysis and structural reliability, the tails of the distributions
are important and truncation should be done with care. In that case lumping the probability
mass of the tail into the outermost states of the range is recommended. How to choose the
truncation point is another problem not treated in detail in this thesis. However, in the
example of inspection planning (Chapter 3), the distributions are truncated according to
empirical findings.

When a probability distribution is discretised, it must be well represented with respect
to the purpose of the study. The discretisation task is thus to determine the length of the
individual intervals so that the discretised distribution represents the continuous distribution
in a reasonable and accurate way. Again, we may choose equal length or equal frequency
intervals, but there are other alternatives as well.

Some distributions are symmetric (e.g. the Gaussian distribution), others are very asym-
metric (as the exponential distribution). If the distribution is symmetric, it is logical to let
the discretisation be symmetric as well.

Intuitively, it seems reasonable to let the intervals be longer in the flat regions of the density
distribution and short in the steep regions. This may be achieved by letting the interval
length be inversely proportional to the gradient of the density function. This would yield
a fairly accurate representation of the continuous density distribution in all regions, but for
some distributions, as for instance the exponential one, the tail intervals would be very long
and the intervals close to zero would be very short. Long intervals may ruin the information
content because the model simply becomes too crude in some regions. Conversely, too short
intervals would require an excessive number of discretisation intervals.

In some cases (such as the exponential distribution), it yields reasonable results to let the
interval length follow a power function as this may be specified as a compromise between
the equal length and the gradient schemes. An approach similar to the one described by
Equation 2.26 through Equation 2.30 is suggested.

Again it must be concluded that the choice of discretisation principle is governed by the
purpose of the study and the particular continuous probability distribution concerned.

2.3 Learning a Bayesian Network

Learning a Bayesian network refers to the task of constructing a network model which best
represents an underlying database. In most cases, a pre-processing step of discretisation is
required.
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Cheng et al. [9] divide the many available learning algorithms into two main groups: ”De-
pendency analysis based methods” and ”search and scoring based methods” although some
algorithms have characteristics from both groups. The basic idea of the dependency analysis
based methods is to compute a dependence measure for pairs of nodes and use this measure
to decide whether or not to place an arc between the nodes. As a representative of this
type of algorithm, the BNPC algorithm is described below. Some algorithms require com-
plete ordering of the variables, and others require partial ordering. The necessary number of
conditional independence tests (CI-tests - to be defined below) is another important point
characterising these algorithms. Many algorithms require a number of CI-tests, which is
exponential in the number of nodes. This makes them impracticable even for medium sized
networks.

For search- and scoring-based methods, the learning task consists of choosing among all
possible network structures with the given number of nodes and estimating the probabil-
ity distributions associated with the chosen structure. Search for the best structure in the
space of possible structures is performed by various optimisation techniques, using an ob-
jective function based on maximum likelihood or entropy measures. Within this category
of algorithms, some require node ordering and others do not. Some algorithms work on a
limited class of graphical structures such as Markov networks, others are able to learn hidden
variables or accept missing values in the dataset.

The performance of a learning algorithm is most commonly tested by well-known benchmark
networks, such as the ALARM network (Beinlich et al. [6]). The usual approach is to create
datasets by sampling from known networks and subsequently apply the learning algorithm
to reconstruction of the network model from the dataset. The original model is compared to
the reconstructed one with respect to the number of missing arcs, extraneous arcs, wrongly
orientated arcs and arcs with missing orientation.

2.3.1 Search- and Scoring-based Algorithms

The basic principle behind most of the algorithms of this category is to use a search strategy
to find the topology, which optimises a measure of ”model goodness” among all possible
topologies. Various metrics can be used, but most common are maximum likelihood esti-
mates. On the assumption of no missing data, the sample likelihood can be found for a given
topology and the associated probability distributions:

P (sample | Topology, Probabilities) =
∏

i

P (casei | Model) (2.31)

where the sample is assumed to consist of conditionally independent cases given the model
(which consists of the topology and the probabilities). The (conditional) probability of each
case (given the model) can be decomposed into a product of conditional probabilities by
application of the chain rule in accordance with the decomposition of the joint distribution
as defined by the topology. These probabilities may be estimated by their observed frequency
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in the database, i.e. by counting. For instance, if A,B and C are variables and a1, b1, c1 are
states, the conditional probability P (A = a1 | B = b1, C = c1) can be found by counting the
instances of the events (A = a1, B = b1, C = c1) and (B = b1, C = c1):

P (A = a1 | B = b1, C = c1) =
Count(A = a1, B = b1, C = c1)

Count(B = b1, C = c1)
(2.32)

This approach suffers from sparse data problems, because the denominator in Equation 2.32
may be zero. As remedy for this, a prior distribution is often assumed in the form of an
equivalent sample size. Thus, the choice of equivalent sample size becomes important to
the sample likelihood and may therefore have an effect on the learned topology. The com-
putations associated with this approach are somewhat complicated and will not be further
explained here. Reference is made to Heckerman et al. [32].

An implementation of the outlined algorithm called ”B-course” is available for use on the
Internet [4]. A data file can be uploaded and the algorithm learns the network topology as
well as the associated probabilities. The algorithm can be stopped anytime to obtain the
best model so far. Meanwhile the algorithm continues the search and may later come up
with a better model. The system is extremely fast but for many practical problems, it is
critical that domain knowledge cannot be specified to guide the learning.

2.3.2 The BNPC algorithm

The algorithm used in the program package ”Bayes Net Power Constructor” of Cheng et
al. [9] belongs to the dependence analysis category. It is an extension of Chow and Liu’s
algorithm [10], and it is based on the equivalence between d-separation and conditional inde-
pendence. As described in Section 2.1.5, d-separation may be detected for a given topology.
When the topology of a network is learnt, the opposite strategy is adopted. Measures of
(conditional) independence are computed from the given dataset, thus yielding a set of (con-
ditional) independence statements. The topology of the network is then constructed from
this list. The algorithm runs in 3 phases: drafting, thickening and thinning.

In the drafting phase, the program computes the mutual information between any pair of
variables in the database. Based on this computation, a draft network structure is formed.
The mutual information between nodes Xi and Xj is defined as

I(Xi, Xj) =
∑
xi,xj

P (xi, xj)log
P (xi, xj)

P (xi)P (xj)
(2.33)

where xi, xj are the states of Xi, Xj. If the mutual information is below a certain threshold
ε then the nodes Xi and Xj are said to be marginally independent. Arcs are added between
marginally dependent nodes. This step creates a network close to the real model but not
necessarily identical to it.
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In the thickening phase, arcs are added between variables that cannot be d-separated.
The algorithm considers pairs of nodes (Xi, Xj), which are not already connected. A search
for sets of nodes C d-separating Xi and Xj is performed. The conditional independence test
(CI-test) is based on the conditional mutual information:

I(Xi, Xj | C) =
∑

xi,xj ,c

P (xi, xj, c)log
P (xi, xj | c)

P (xi | c)P (xj | c) (2.34)

where c represents the configurations of the conditioning set. If I(Xi, Xj | C) is smaller than
ε, then Xi and Xj are conditionally independent given the set C. If a separating set cannot
be found (i.e. Xi and Xj are still dependent given all possible sets C), then an arc is added.
This phase ensures that no arcs are missing but there may possibly be too many.

In the thinning phase, the task is to identify wrongly added arcs. In other words, it is
tried to find out if the network can do without any of the arcs. For each arc it is determined
if there are other paths between the two nodes. If so, the arc is removed temporarily and a
repeated search for a set separating the two nodes is initiated. If it is possible to d-separate
the nodes, then the arc is removed permanently, if not, it is put back in its original place.
A procedure for orientating the edges is included in this phase.

When the topology has been determined, the probabilities must be assigned. The topology
represents a factorisation of the joint probability distribution, i.e. the independencies ex-
pressed by the missing arcs. Initially, a diffuse prior probability distribution is applied to all
states in the network. Based on the dataset, i.e. the counts of instances in each configura-
tion, the prior probabilities are updated using Bayes rule. If a distribution is only described
by a few data points, then the updating is weak, and the updated probability distribution
thus resembles the diffuse prior distribution.

The total algorithm requires O(N4
V ) CI-tests, where NV is the number of nodes. This makes

it much more efficient than other learning algorithms. In Chapter 7 this algorithm is applied
to the problem of establishing a Bayesian network model for preliminary ship design on the
basis of data.

2.3.3 Other Aspects of Learning

Both of the algorithms described above assume full observability of the learned variables,
i.e. the learned topology does not contain any hidden variables. Moreover, it is assumed
that no data is missing in the dataset. In practice, these assumptions often do not hold, but
fortunately ways of handling the problem in a theoretically justifiable manner are available.

The so-called EM algorithm is a two-step iterative algorithm. The M-step corresponds to
maximisation of the likelihood as described for search- and scoring-based algorithms above.
The E-step yields the expectation of the missing or hidden parameters given the observed
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part of the model. In the subsequent M-step, the expected values are taken as if they
were observed and the hidden/missing parameters are re-estimated. This approach has been
shown to improve monotonically the true likelihood in each step.

Several variations and alternatives to the EM algorithm exist. However, it is out of the
scope of this thesis to investigate them further. Instead, reference is made to Buntine [8]
for an extensive review of learning algorithms for Bayesian networks. Heckerman et al. [32]
provide a good tutorial on theoretical as well as computational matters.

2.4 Influence Diagrams

An influence diagram is a Bayesian network, which is extended to solve decision problems.
In an influence diagram, two additional types of nodes are included in the network, namely
decision nodes (rectangles) and utility nodes (diamonds). A decision node defines the action
alternatives considered by the user. The parents of a decision node define the available
information at the time of the decision. An arc pointing to a decision node is thus an
information arc instead of an expression of the probabilistic dependence. Utility nodes are
conditional on probabilistic and/or decision nodes but have no successors. They hold tables
of utility for all configurations of its parent nodes. The utilities are measures of the decision-
maker’s preference for each configuration. A configuration is also known as the “state of
nature” in a decision-theoretical framework.

The rational basis for decision-making is established by computation of the expected utility
(EU) of each of the action alternatives. In order to perform this calculation, it must be
apparent which information is available at the time of each decision. The computation is
thus sensitive to the temporal order in which the decisions are taken.

As in the case of Bayesian networks, influence diagrams can be built and manipulated using
program packages such as Hugin. In addition to the marginal probability distributions of
all variables in the domain, the outcome of an influence diagram comprises the expected
utility of all decision alternatives. If evidence is inserted and propagated, the updated
expected utilities for all decision variables are computed. The optimal set of decisions initially
suggested by the model may therefore be altered, as more knowledge becomes available. An
influence diagram thus serves as a dynamic decision model always showing the optimal
strategy, possibly conditional on a set of observations.

Moreover, the expected utilities of the non-optimal choices are always available, thus allowing
a quantitative comparison of the action alternatives. However, the expected utility values are
evaluated on the condition that an optimal choice has been made in all previous steps. With
an influence diagram model, it is easy to investigate the consequences of different scenarios
or the impact of various findings simply by emulating the situations by entering evidence
accordingly.
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Influence diagrams were originally suggested by Howard and Matheson [34] as a means of
representing decision problems in a compact form. Many researchers have since then devel-
oped and refined algorithms for effective evaluation of this class of models. One approach
by Shachter [72] successively eliminates the nodes by so-called value preserving reductions
of the initial influence diagram. The two kinds of reductions (arc removal and arc reversal)
preserve the optimal policy as well as the expected utility of the decision alternatives.

Jensen et al. [38] suggested an algorithm which transforms the influence diagram into a
junction tree with special properties. In order to be able to evaluate influence diagrams,
the junction tree must have a unique root clique and the remaining cliques must respect a
special ordering relative to the root clique. Such a junction tree is termed a strong junction
tree or a rooted junction tree. The algorithm presented in [38] is implemented in Hugin [2]
and will be described in some detail in this thesis. A different graphical structure termed
LIMID (LImited Memory Influence Diagram) was developed by Lauritzen and Nilsson [49].
This algorithm exploits the concept of d-separation for limiting the computations only to
include information, which is requisite for the query. This algorithm, however, will not be
described in the present thesis.

Because of the sensitivity of the solution to the temporal ordering of the decisions, in the
formulation of Jensen et al. [38], an influence diagram requires a directed path connecting
all the decision nodes sequentially. Although the path may pass probabilistic nodes as well,
information once inserted in the model remains available for all subsequent decisions. This is
known as the “no-forgetting principle”. In many real world problems, however, information
may be lost or neglected in the time span between decisions. The algorithm for evaluating
LIMIDs relaxes the no-forgetting principle so that a system with limited or even without
memory may be analysed. See Lauritzen and Nilsson [49] for details.

Sometimes a distinction between intervening actions and non-intervening actions is made.
Intervening actions have an impact on the probability distributions in the network (e.g. test
results) whereas non-intervening actions exclusively affect one or more of the utility nodes.

Solving a decision problem involves alternating expectation and maximisation operations.
In order to compute the expected value of a decision alternative, the expectation operation
is performed, whereas making the decision, i.e. choosing the best alternative, corresponds
to performing maximisation. If we have a set C of possible configurations c1, · · · , cn, each
associated with a probability P (ci), the expected utility of the action aj is

EU(aj) =
∑

C

U(ci) P (ci | aj) (2.35)

After having calculated the expected utility for all action alternatives, we choose the best
by performing the max-operation over the set of action alternatives A:

U(A) = max
A

(EU(aj)) (2.36)
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By substitution of 2.35 into 2.36, we obtain

U(A) = max
A

(∑
C

U(ci) P (ci | aj)

)
(2.37)

The decision problem is thus formulated as alternating sum- and max-operations.

2.4.1 The Strong Junction Tree Algorithm

When an influence diagram is converted to a junction tree, the fact that sum- and max-
operations cannot be interchanged imposes additional restrictions on the structure of the
junction tree as compared to a standard Bayesian network. In a strong junction tree (Jensen
et al. [38]), there is a unique root clique and the remaining cliques must respect a special
ordering of the variables as well as an ordering relative to the root. Below, the algorithm for
construction of a strong junction tree is described. Subsequently, an example is presented
for further illustration.

As for a Bayesian network, a junction tree for an influence diagram is established from a
moralised graph and an elimination order. The elimination order must satisfy constraints
imposed by partitioning of the influence diagram into a number of sets. If the influence
diagram has ND decisions, IND

is the set of variables observed after the last decision or not
observed at all. IND−1 is the set of variables observed after the (ND − 1)’th decision but
before the ND’th decision. The set I0 consists of variables observed before the first decision.
The algorithm for constructing a strong junction tree is as follows:

1. Partitioning of the network into ND +1 sets: I0, I1, . . . IND
according to the decision

and the observation order.

2. Deletion. Delete arcs pointing into decision nodes.

3. Moralisation. Identical to the general junction tree step: Marry parents with common
children (connect all variables in the set pa(Xi) ∪ Xi for all i), including parents of
utility nodes.

4. Deletion. Delete utility nodes and drop directions on the arcs.

5. Triangulation. Start elimination of variables from the set IND
, the ND’th decision,

then IND−1 and so forth. A clique is formed from the eliminated variable and its
(remaining) neighbours. A new clique is not formed if all its variables already belong
to an existing clique. The elimination sequence constitutes a numbering of the variables
so that the first eliminated variable is assigned the highest number. See Table 2.1.

6. Numbering of cliques. A clique is numbered k = v after the variable v (belonging to
the clique) with the highest number so that variables having lower numbers and being
located in the same clique have a common neighbour (outside the clique), which has a
lower number than v. See example below.
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Figure 2.8: Influence diagram.

The clique with the number k = 1 is the root clique. The cliques are connected in the
following manner: Start by the root clique and go for increasing numbers. For each clique
Ck where k > 1: Compute Sk = Ck ∩

⋃k−1
i=1 Ci. Connect the clique k with a clique Cj which

has a lower number (j < k) and contains Sk. This completes the strong junction tree.

Hereby the property is obtained that, for adjacent cliques Ci, Cj where i > j (i.e. clique
i is farther away from the root than clique j), the elements of the intersection set Ci ∩ Cj

are later in the elimination sequence than the elements in the set Ci \ Cj. In this way the
variables, which were first eliminated participate in the cliques placed outermost (farthest
from the root) in the strong junction tree.

Example - Part 2
The Bayesian network model of Figure 2.3a is extended to comprise also decision and utility
nodes. An influence diagram as shown in Figure 2.8 is formed.

Compared to Figure 2.3a only three nodes are added, namely D1, D2 and U1. In order to
turn this influence diagram into a strong junction tree, the algorithm outlined above must be
followed. First, it should be noted that there is a directed path between the two decisions,
so that the temporal ordering is well defined (D1→ A → C → D2).

The network is partitioned into sets according to the temporal order of the decisions and the
observation of the variables. The link C → D2 means that the variable C is observed before
the decision D2 is taken. The variables observed after the last decision or not observed at
all belong to the set I2 = {A,B,D,E}. These variables are to be eliminated before D2.
The set I1 = {C} is to be eliminated before D1. No variables are observed before the first
decision, so I0 = ∅. Now, if the arcs pointing into decision nodes are deleted and the graph
is moralised, the graph of Figure 2.9a is obtained.

Next step is removal of the utility node. The triangulation starts by eliminating the variables
of the set I2. First, variable E is eliminated and the clique {B,D,E} is formed. The
remaining graph is shown in Figure 2.9b.
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a b

Figure 2.9: (a) Moralised graph. (b) Remaining graph after elimination of variable E.

a b

Figure 2.10: (a) Remaining graph after elimination of variable D. (b) Remaining graph after
elimination of variable B.
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Variable Variable number Clique Clique number
E 7 B,D,E 7
D 6 B,C,D,D2 6
B 5 A,B,C,D2 5
A 4 A,C,D1,D2 1
D2 3 - -
C 2 - -
D1 1 - -

Table 2.1: Numbering of variables and cliques.

Figure 2.11: Triangulated graph.

Elimination of variable D requires the fill-in link B−C. The clique {B,C,D,D2} is formed
and the remaining graph is shown in Figure 2.10a. Elimination of variable B requires the
fill-in A − D2 and the clique {A,B,C,D2} is formed. The remaining graph is shown in
Figure 2.10b.

The variables of set I2 must be eliminated before the variables of the other sets. Variable
A must therefore be eliminated at this point. This requires the fill-in links D1 − C and
D1−D2. The clique {A,C,D1, D2} is now formed. This includes all remaining variables so
that subsequent cliques would be subsets of it. Hence, no more cliques are formed. However,
in order to identify how the junction tree is to be connected, the elimination sequence must be
completed so that all variables have a number in the sequence. According to the partitioning
of the network, it is known that D2 must be eliminated next, then variable C and finally
D1. The complete elimination sequence is now determined and thus the numbering of the
variables is given. See Table 2.1.

In order to connect the junction tree, a root node must be identified. This is done by the
following numbering technique. Consider the completely triangulated graph in Figure 2.11.
The numbers on the right side of each node indicate the elimination sequence (backward
numbering). Clique {B,D,E} becomes number 7 as the variables B and D have a com-
mon neighbour outside the clique with a lower number than 7. The clique {B,C,D,D2}
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Figure 2.12: Strong junction tree.

becomes number 6 as variable A is outside the clique, has a lower number than 6 and is
a common neighbour of B, C and D2. The clique {A,B,C,D2} becomes number 5. The
clique {A,C,D1, D2} does not have neighbours with a lower number which are not in the
clique, so it gets number 1 and is thus the root clique.

The cliques are now connected by starting from the root and computing Sk for k > 1.
S5 = C5 ∩ {C1, C2, C3, C4} = {A,C,D2}. The only clique which contains these variables is
clique 1, so clique 5 must be connected to clique 1.
S6 = {B,C,D2}. The only clique containing these variables is clique 5, so cliques 6 and 5
are now connected.
S7 = {B,D}. The only clique containing these variables is clique 6, so cliques 7 and 6 are
now connected.

The resulting strong junction tree is seen in Figure 2.12, which shows that the tree respects
the criterion that Ci \ Cj, i > j is eliminated before Ci ∩ Cj because C7 \ C6 = {E} is
eliminated before the set C7 ∩ C6 = {B,D}. The variable E is thus only in the leaf clique
and does not occur in the cliques closer to the root. Similarly C6 \ C5 = {D} is eliminated
before C6 ∩ C5 = {B,C,D2}. Clique 6 is thus the occurrence of variable D closest to the
root. This ensures that information on E and D only occurs in the outermost part of the
junction tree.

The Bayes-Ball Algorithm for Influence Diagrams

The Bayes-Ball algorithm for d-separation (see Section 2.1.5) works for influence diagrams
as well. For some applications, it is of interest to identify the requisite set of probability
nodes and the requisite set of observations in order to identify the optimal policy.

2.5 Risk Analysis

The possibility of having an accident or experiencing other unwanted events cannot be
completely eliminated. The likelihood of experiencing an unwanted event may, however, be
reduced in various ways. Technical solutions which enhance safety may be developed or we
may simply refrain from engaging in the most dangerous activities. A person’s willingness
to engage in a risky activity is strongly dependent on the benefit obtained if the activity
turns out to be successful and the consequences in case of the opposite. It also depends on
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the perceived likelihood of the respective outcomes. The question is: How do we determine
which activities are reasonable to engage in and which are too dangerous?

This question may be addressed at an individual level or a societal level. In the former case,
each individual decides for himself which activities he wants to engage in at his own risk and
to his own benefit. But he cannot control the risks he is subjected to from other activities in
society. Therefore, we need authorities to regulate the activities so that nobody is subjected
to unreasonably high risks and so that the environment and the economic assets are not
jeopardised. In order to establish a basis for such regulation, a clear definition of risk as well
as measures for quantification of the risk is needed. Furthermore, discrimination between
allowable and unacceptable activities can only take place under careful consideration of risk
acceptance criteria. Because of the diverse interests of the involved parties in society the
need of a rational, auditable basis for the decision process is obvious.

The discipline of risk analysis seeks to establish the basis for rational decision-making, tak-
ing into account the uncertainties associated with the evaluation of both consequences and
probability of the possible events associated with a given activity or system. In a historical
perspective, the concept of quantitative risk analysis has evolved during the last decades,
starting with analyses of the safety of nuclear power plants and chemical industry. These risk
analyses were mainly driven by public concern. Later the aerospace industry followed the
same lines and soon after the offshore industry took up the ideas. Only quite recently, the
shipping industry has started using and further developing the methodology. The offshore
industry traditionally uses risk analysis to demonstrate compliance with rules and regula-
tions, whereas the shipping industry uses risk analysis to monitor safety of (engineering)
systems so that different solutions may be compared and more informed decision be taken.
Risk analysis may thus be used as a cost-effective tool for achieving a consistent level of risk
throughout the system and between similar systems. A risk analysis may thus also be seen
as a management tool to find out where to focus the limited resources (Harrington [31]). The
task is then the solution of a multi-criteria decision problem, which consists in prioritising
between risk-reducing activities.

Formal Safety Assessment is an emerging method for safety evaluation within the maritime
industry. The methodology is standardised by the International Maritime Organization
(IMO) and is described in Section 6. IMO is the superior authority with which all regulations
of national (UN member states) maritime authorities must comply. The methodology is
developed for use in the maritime industry, but is easily adapted to other areas as well.

In the following, the main ideas, tools and controversies of risk analysis are described. This
is done within the framework of the FSA-methodology of IMO because the standardised
method must be regarded as the state of the art for risk analysis in the maritime industry.
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2.5.1 Definition of Risk

Risk is as a standard defined as the product of probability and consequence:

Risk = Pf · Cf (2.38)

where Pf is the probability of failure (occurrence of an unwanted event) and Cf is the
consequence of the unwanted event. As an obvious extension, multiple failure modes (indexed
i) may be taken into account:

Risk =
∑

i

Pfi · Cfi (2.39)

The consequence may for instance be measured in fatalities per year, monetary value or
emission/spill of a given substance. Risk measures are treated in Section 2.5.3. Normally, an
unwanted event has consequences comprising more of the listed consequence types, and it is
common practice to map all types of consequences onto the same scale, usually a monetary
scale. This is done in order to be able to compare risks of different activities and use the
risk analysis as a basis for rational decision-making. It is thus seen that the formula 2.39
expresses an expected loss associated with a given activity.

2.5.2 FSA-methodology

In the IMO publication ”Interim Guidelines for the application of Formal Safety Assessment
(FSA) to the IMO rule-making process” [36] the methodology is outlined and explained.
The objective of the document is to facilitate trial applications of FSA-studies and estab-
lish a basis for consistent and well-documented application of the methodology by different
parties, so that the results are comparable. FSA should be used ”... as a tool to facilitate
a transparent decision-making process” [36], thus comparing the safety of existing and im-
proved regulations and ensuring a balance between safety and costs. The document clarifies
the terminology and describes an FSA as a five-step procedure:

1. Identification of hazards

2. Risk assessment

3. Risk control options

4. Cost-benefit assessment

5. Recommendations for decision-making
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A brief explanation of the five steps is given below.

Step 1: Identification of Hazards
The first step is to identify all hazards associated with the activity being considered. This
could be done by FMEA (see Section 2.5.4 for specific methods) or a structured brainstorm-
ing technique such as the HAZOP methodology. Relevant accident scenarios, their causes
(initiating events) and effects (consequences) shall be identified and the human factor be
taken into account. The outcome of this step is a prioritised list of hazards, so that the least
important scenarios with respect to given criteria may be discarded from the analysis at an
early stage.

Step 2: Risk Assessment
The purpose of this step is to quantify the risk of all identified hazard scenarios and display
the contribution of each hazard. This may be done by means of a so-called risk-contributing
tree, which is basically a combination of fault trees and event trees. Different types of
risk (individual, societal and environmental) shall be quantified (see Section 2.5.3 for risk
measures).

Step 3: Risk Control Options
In this step, reasonable risk control options shall be identified. Anything, which may be
done to reduce the risk, is a risk control option. Risk may be controlled by decreasing the
frequency of failures through better design, by limiting the consequences or by intervening
at any point in the identified event sequences. The risk control options shall be ranked
according to their ability to reduce the risk.

Step 4: Cost-benefit Assessment
The purpose of this step is to compare the risk control options based on a cost-benefit
analysis of each option. For each option, the costs and benefits are estimated in terms of
cost per unit risk reduction, for instance by use of the implied cost of averting a statistical
fatality (ICAF) value as defined in Section 2.5.3. Costs shall be evaluated as life-cycle costs
including operating, training, inspection and maintenance costs. Benefits shall be evaluated
in terms of reduction in number of fatalities, injuries or environmental damage. Moreover,
direct economical benefits may be included.

Step 5: Recommendations for Decision-making
In this step, the recommendations to the decision-makers are outlined. It comprises a com-
parison of alternative options based on cost-effectiveness. In addition, uncertainty as regards
the ICAF-values computed in step 4 shall be quantified, and the conditions under which they
deviate shall be discussed. The underlying assumptions, limitations and applied models shall
be explained so that the process is transparent and the analysis auditable.

2.5.3 Risk Measures and Risk Acceptance Criteria

The motivation of performing a risk analysis may be that certain authoritative requirements
must be met. Thus, the risk analysis serves to justify that the system or activity complies
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with the rules. The rules, however, are formed by an authority by consideration of acceptance
criteria – rational or irrational, political or technical. But ultimately the rules are based on
acceptance criteria.

The motivation may also be to establish a basis for comparing two alternative risk-mitigating
solutions, for instance the establishment of helicopter landing areas on cruise ships or en-
hancement of the personal life-saving appliances on board. In this sense, the risk analysis
serves as a basis for deciding upon the solution to choose.

An individual’s acceptance of risk is highly dependent on the benefit gained from the activity
and the degree of intentional exposure to the risk. A distinction may be made between first,
second and third parties. First parties are individuals who voluntarily expose themselves
to the risk because they obtain a substantial benefit from the activity. First parties have
long exposure time and usually also some degree of control or knowledge of the activity or
system in question. An example of first party individuals could be crewmembers on a ship.
Second parties are voluntarily exposed during a shorter time. They benefit directly from the
activity but have no control over it and are therefore not as willing to accept risk as are first
parties. An example is passengers on a ferry. Third parties are involuntarily exposed to a
risk and do not directly benefit from the activity. Therefore, third parties are very reluctant
to accept risk from an activity. As an example, people ashore exposed to pollution from
passing ships can be mentioned.

Another distinction may be made between individual risk and societal risk. Societal risk does
not distinguish between first, second and third parties but regards individuals as statistical
lives. It is the duty of the authorities to regulate the activities in society so that people
are not exposed to unreasonably high risks. One approach is to make sure that the risk
associated with a new activity is comparable to that of other similar activities. Another
principle is that a new activity should not substantially increase the overall risk in daily
life. These guiding principles are the basis of the following risk measures and associated
acceptance criteria.

FAR-value
The fatal accident rate (FAR) expresses the expected number of fatalities per time unit.
Often the FAR is computed for a given activity during 108 hours of exposure, roughly
equivalent to the total working hours of 1000 individuals in a 40-year professional life. This
is a useful measure in comparisons of the risk of various professions, but it is often misleading
as in many cases we are only exposed to the considered activity for a small fraction of the
time. For instance crossing a street on foot would have a very high FAR-value but as we
spend very little time on this activity, street crossing only contributes very little to the overall
risk. Authorities therefore use an alternative definition to prescribe allowable limits, namely
the annual fatality risk, i.e. an individual’s fatality probability within a year.

The ISSC report [61] lists criteria in terms of the maximum annual fatality risk for different
population groups in different countries and for different activities. They range between
5 · 10−7 and 10−3. According to IMO [37], an intolerable limit to the risk of single activities
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Figure 2.13: FN-diagram.

may be obtained from the observed annual fatality rate from all causes (10−3) when it is at
its lowest (4-15 years of age, OECD countries). Irrespective of the type of work or activity
an individual is engaged in, the risk associated with this activity should not exceed the limit.

The FAR-value and related measures are solely applicable to individual risk because they do
not distinguish between fatalities stemming from small accidents and fatalities from catas-
trophic events. Hence, societal risk aversion may not be expressed in terms of FAR.

FN-diagram
An FN-diagram shows the relationship between the annual frequency F of accidents with N
or more fatalities. As opposed to the FAR-value, it expresses both the probability and the
consequence associated with given activities. An FN-diagram is used to quantify societal
risk because it accounts for large accidents as well as small ones. Thus, it enables us to
express risk aversion or risk-proneness. Usually, risk curves are shown in a log-log plot with
the frequency on the ordinate axis. See Figure 2.13. The curves separate the plane into three
regions: The acceptable region, the unacceptable region and the so-called ALARP region
(As Low As Reasonably Practicable).

An activity falling in the unacceptable region (high accident frequency and high number of
fatalities per accident) should either be forbidden or the risk reduced at any cost. Between
this region and the acceptable region (low accident frequency and low number of fatalities
per accident) the ALARP region is found. The ALARP principle means that the risk should
be reduced until it is no longer reasonable (i.e. economically feasible) to reduce further the
risk. Acceptance of an activity whose risk falls in the ALARP region thus depends on a
thorough cost-benefit analysis taking into account all possibilities of reducing the risks.

Even if two activities have the same number of fatalities over the same period of time
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and therefore have the same risk, humans are in general less willing to accept one large
accident with thousands of fatalities than many accidents each with a small number of
fatalities. This behaviour is often termed risk aversion. The curves in a risk-adverse FN-
diagram would thus be steeper than in a risk-neutral one. Ditlevsen [15] states that because
risk acceptance criteria are usually established on the basis of observed failure probabilities
in related industries, it is often found that the observed FN-diagrams exhibit risk-prone
behaviour. This is surprising given the above-mentioned risk-adverse behaviour.

Some important properties of the FN-curve deserve mentioning. In the following, FN is the
frequency of N or more fatalities while fN is the frequency of exactly N fatalities. The
straight line in a log-log plot as Figure 2.13 has the expression

FN = F1N
b (2.40)

where b is the slope and F1 is the frequency of one or more fatalities. The frequency of
exactly N fatalities can now be expressed as

fN = FN − FN+1 (2.41)

= F1N
b − F1(N + 1)b (2.42)

= F1(N
b − (N + 1)b) (2.43)

Assuming a slope of b = −1, as advocated by e.g. IMO [37], we obtain

fN = F1

(
1

N
− 1

N + 1

)
(2.44)

= F1

(
1

N(N + 1)

)
(2.45)

This can only be regarded as a probability density function under the condition

∞∑
N=1

fN = 1 (2.46)

which again implies

∞∑
N=1

fN = F1

∞∑
N=1

(
1

N
− 1

N + 1

)
(2.47)

= F1

(
1− 1

2
+
1

2
− 1

3
+ · · ·

)
(2.48)

= F1 (2.49)
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Summing for N → ∞ thus implies F1 = 1. The expected number of fatalities becomes

E(N) =
∞∑

N=1

fNN =
∞∑

N=1

F1

(
1

N(N + 1)

)
N (2.50)

= F1

∞∑
N=1

1

N + 1
→ ∞ (2.51)

If an upper limit Nmax on the number of fatalities is introduced, F1 can take values different
from one and the expected number of fatalities E(N) becomes finite. However, E(N) and F1

will both be highly dependent on the chosen Nmax. This shows that the FN-curve should not
be regarded as a representation of a probability distribution for some generic accident type
with N ∈ {1, 2, · · · } as possible range. It is rather to be seen as a limiting curve for the risk
of individual activities. For each accident type, as for instance ship collisions or operation of
fixed drill rigs, a probability distribution and a consequence range must be defined, and they
do not have to conform to the format of Equation 2.45. The location of the corresponding
area in the FN-diagram (below or above the FN-curve) then determines if the activity is
acceptable or not.

In many connections, risk neutrality means that the risk contribution from all parts of the
consequence range must be equal, i.e. the contribution to the expected number of fatalities
must be the same for all values of N . This translates into

fN =
Constant

N
(2.52)

This function decays even slower than that of Equation 2.45, implying that if Equation 2.52
is risk-neutral, then Equation 2.45, and thus a traditional FN-curve with b = −1, is risk-
adverse. This can also be seen by realising that in Figure 2.13, the allowable risk contribution
from large accidents is smaller than for small accidents.

Fatality statistics are often used to establish FN-curves on the assumption that an upper
limit Nmax on the number of fatalities from one accident can be defined. From Equation
2.51 we have

F1 =
E(N)∑Nmax

N=1
1

N+1

(2.53)

If the expected number of fatalities E(N) can be estimated from observed fatality statistics,
the equation defines a point on the curve (1, F1). Since the slope is b = −1, the FN-curve
corresponding to a given activity is defined. This corresponds to the dashed line in Figure
2.13. If the ALARP region comprises one order of magnitude on either side of this curve,
the ALARP region of the activity is found.

In the absence of statistics from which to estimate E(N) of the activity, a reasonable criterion
may be established by the following argumentation: The number of fatalities which society



2.5 Risk Analysis 49

can accept depends on the importance of the activity to society. The importance may be
quantified by the contribution to the gross domestic product (GDP) from the activity. If
∆GDP1 is the contribution to GDP from activity 1, a reasonable value for the accepted
number of annual fatalities from another activity (indexed 2) may be obtained by

Naccept2 = Naccept1
∆GDP2

∆GDP1

(2.54)

in which Naccept1 is the accepted number of fatalities due to the activity for which an accep-
tance criterion exists, and ∆GDP2 is the contribution to the GDP from the activity for which
to establish a criterion. The corresponding FN-curve may now be identified by substituting
Naccept2 by E(N) in Equation 2.53.

ICAF-value
An alternative measure in evaluations of the cost-benefit relation of various control options
is the Implied Cost of Averting a statistical Fatality (ICAF). In the IMO publication [36] it
is defined as

ICAF =
∆ Cost

∆Risk
(2.55)

where the risk is measured in expected number of annual fatalities. In ISSC [61] a list of
ICAF-values from current codes in the UK, EU and US is given. They cover various activities
and authorities and the values range from USD 1 to 4 million. In the IMO publication [37]
the suggested value is £ 2 million if the risk of injuries and ill health is included (see below),
£ 1 million if not. Computing the ICAF-value for different risk control options makes them
comparable and enables a decision-maker to choose the one which saves most lives with a
given budget.

CURR value
In some cases an economic benefit is associated with implementation of a risk control option.
This benefit may be subtracted from the costs before dividing by the risk increment. It may
thus yield a more honest picture of the advantages of implementing the control option. The
Cost of Unit Risk Reduction (CURR) is given by

CURR =
∆ Cost−∆Economic benefit

∆Risk
(2.56)

Value of Injuries and Ill Health
Using the FAR-value or the FN-curves as a basis for risk acceptance criteria, only the number
of fatalities is taken into account. Neither injuries nor the impact on the general health is
included. The problem is that even if injury statistics are available, the degree of injury is
rarely reported. There is an immense difference between the case of permanent disability
and the case of temporary illness.

Injuries and ill health may be included implicitly in the number of fatalities on the assumption
that one fatality corresponds to a certain number of injuries or cases of compromised health.
Alternatively, the health and injury risks may be quantified separately.



50 Chapter 2. Theory and Background

In the IMO publication [37] it is suggested to include injuries and ill health by adjusting the
expected number of fatalities used in the computation of the ICAF-measure. Yet another
measure is the Quality Adjusted Life Years (QALYs). The idea is that the value one is
assigned to one life year of perfect health, whereas years of less than perfect health are
assigned values less than one. The sum of these values over the lifetime of a person thus
yields the number of quality adjusted life years. The difficult part is to quantify the impact
of implementing a risk control option on the quality of life.

Value of Human Lives
The value of human lives is a controversial matter that has drawn considerable attention in
the past. Now a reasonable consensus on the values to use has been reached as indicated by
the ICAF-values of ISSC [61].

Some people argue that acceptance criteria associated with the ICAF-value have nothing
to do with an assessment of the value of human lives. This is not true. The ICAF-value
expresses the implied cost of averting a statistical fatality. By use of the acceptance criterion
associated with a finite ICAF-value, a risk control option, implying costs of averting a
statistical fatality larger than this limit should not be implemented. This is equivalent to
the statement that society is not willing to pay more than this threshold value to save one
life. To society, the value of a statistical life is thus equal to the threshold value.

Infinite value of a human life excludes the possibility of finite acceptance criteria. If it
were reasonable to pay an infinite sum to avert a statistical fatality, then finite acceptance
criteria could only exist if the fatality probability were infinitely small. This means that we
should do everything possible to eliminate the probability of dying. Such reasoning leads to
absurd conclusions. For instance if a person is taken ill, all the resources of society should
be allocated to save this person.

Accounting for the cost of future loss of human lives is still a topic of discussion. Some
authorities such as IMO [37] argue that interest rates cannot be applied to human lives as
they are no financial good. Ditlevsen [15] states that human lives should be capitalised by
use of a positive interest rate so that future lives have a higher value than present ones. The
statement is based on a mathematical argument: Casualties are assumed to occur according
to a Poisson process and the consequences of the casualties are assumed to follow a Poisson
distribution. The interest rates of γ1 and γ2 are applied to the casualties and the gain of
the activity, respectively. Calculations show that there are no minima for the expected net
loss if the interest rate is set to zero and the time is allowed to be infinite. If the time is
fixed and the interest rate goes to zero, the minimum is dependent on the choice of time.
The suggestion is therefore to apply a reasonable interest rate to the fatalities for an infinite
time.

2.5.4 Tools

This section accounts for various techniques and tools for identifying failure modes and
consequences and for estimation of the associated probabilities. A brief review will be given
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as well as a short discussion of advantages and drawbacks.

HAZOP
The objective of a hazard and operability study (HAZOP) is to identify all possible hazards,
i.e. deviations from normal conditions, failure modes and possible sources of danger. It
is a systematic approach usually in the form of a structured brainstorming in a group of
experts. The group should consist of people from many different job categories, including
both operators and designers, in order to ensure different views on the matter and to improve
the chances of capturing all aspects. A leader of the group who is a specialist in using the
methodology is assigned. The brainstorming makes use of a list of guidewords, such as
none of, less of, more of. The idea is to investigate for each component what will happen
when conditions deviate from the normal state by for instance less pressure, no flow or more
temperature. Poor operation of the equipment and human failure should also be considered
in a HAZOP analysis. The process should take into account events which have happened
earlier as well as events which are known and mitigated by operational or maintenance
procedures. In addition, component failure and combinations of component failure should
be addressed. More details may be found for example in Hansen [30].

FMEA
A failure mode and effect analysis (FMEA) describes the case of a single-component break-
down. The system is otherwise assumed to work normally. An FMEA may thus be seen as
a subset of a HAZOP study.

Event Trees
Event trees are designed to model the possible event sequences (consequences) following an
initiating event. The branches typically represent occurrence or absence of a given event
represented by a yes- and a no-branch. Mitigating actions may thus also be accounted for.
The probabilities associated with the branches are conditional on the previous events. The
end-states of the tree contain both the consequences and the probability of each particular
event sequence. Most real-world risk analyses require many event trees, see for instance
Harrington [31].

Fault Trees
A fault tree is meant to identify all possible sequences of causes leading to an undesired
event (top event). It is usually constructed top-down seeking at each level the direct causes
of the identified events. The tree is expanded until component failure probability may be
inserted. The probabilities are combined by logical gates (OR, AND) and the corresponding
combination rules of series and parallel systems.

An important feature of fault trees is that cut-sets may be identified. A cut-set is a set of
basic events (component failures) which, if they occur, deterministically imply that the top
event occurs. A minimal cut-set has the property that it may not be reduced while still
being a cut-set. Minimal cut-sets are helpful in decisions on measures to improve the safety
of a given system. Formalised algorithms for identification of minimal cut-sets exist, see for
example Hansen [30].
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The disadvantage of fault trees is that they assume independence between the causes. De-
pendent events may therefore only be taken into account with great difficulty. The use of
logical gates implies that the output of each gate is deterministic given the input. This is
unrealistic because it implicitly assumes that nothing is left out of the modelling.

Combination of Event Trees and Fault Trees
Traditionally, event trees and fault trees are combined so that the fault tree accounts for the
causes of an undesired event and the event tree accounts for the associated consequences.
A system of connected fault trees and event trees is sometimes called a risk-contributing
tree. Often it constitutes the entire quantification of the risk analysis because it specifies the
probabilities as well as the associated consequences and thus the total risk of the system. A
drawback is that for real-world analyses, the trees become very large so that the analyst and
the reviewers may lose the general view.

Other Combinations
Nilsen et al. [58] advocate the use of structural reliability methods for replacing certain
branches of a fault tree.

Bayesian Networks
Bayesian networks are described in detail in Section 2.1. They are increasingly applied to risk
analysis because of their modelling power and richness of formulation. Fault trees and event
trees may be converted into Bayesian networks whereas the opposite is not always possible.
In Bobbio and Portinale [67] it is shown how a fault tree may in general be mapped to a
Bayesian network. Basically, any logical gate may be modelled as a conditional probability
table containing ones and zeroes corresponding to the truth tables of inputs and outputs. An
account of the advantages and drawbacks of Bayesian networks with respect to risk analysis
is given in Section 2.5.5 below.

2.5.5 Discussion

Risk analysis may be seen as an extension of worst case and best case scenarios. In a
worst case analysis the most pessimistic event sequence is identified and the consequences
estimated. By performing the analysis for best and worst cases, a consequence spectrum is
formed. This spectrum is bounded by two very unlikely event sequences and may therefore
be extremely wide. The information gained from such analysis is thus limited because no
information is provided about what outcome to expect. As regards risk analysis the approach
is to obtain a better estimate of the expected outcome by weighting each outcome of the
consequence range by its probability of occurrence. This is often a cumbersome process with
many pitfalls, which is probably the main reason for the common objections against risk
analysis:

• Any result may be achieved by risk analysis, therefore it is not a reliable method
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• Sufficient data is practically never available to estimate the necessary quantities, there-
fore it is pointless to try to quantify risk

With respect to the first item, it is true that in the hands of laymen, as in the case of any
modelling tool, it is possible to arrive at arbitrary results. However, when performed by
experienced engineers using a formalised methodology (for instance the FSA-methodology
of IMO [36]), the result of a risk analysis will indeed be useful. The result is based on sound
principles, the best estimates available and most importantly, the assumptions, computations
and estimates are fully auditable. This means that anyone disagreeing with the result must
show which estimates are inaccurate and replace them with accurate ones. In this case the
analyst will be pleased to update the model accordingly. This shows that arbitrary results
come from arbitrary assumptions.

With respect to the second item, Torhaug [79] states: ”Lack of data is no reason for not
undertaking risk analyses. On the contrary imperfect information is the main reason why
risk analyses are of interest.” The key point is to quantify the uncertainties associated with
a given decision problem, which is done by data analysis and statistics, but in the absence of
hard evidence, engineering judgement must be used. This is the discussion about subjective
versus objective probabilities, i.e. the conflict between frequentist and Bayesian statistics.
The author of this thesis is strongly in favour of the Bayesian approach because it strives
to include all available types of information in the analysis thus seeking the best available
estimates in all parts of the analysis.

Engineering decisions are generally based on computations relating to a mathematical model
of a given system. Decisions depending on such computations thus rely on the mathematical
model behind the applied formulas. Thus, the applicability of the results reduces to a
matter of trusting the models. Belief in a methodology or model is developed over time as
the discipline matures, is standardised and finds extensive use in industry or research. Risk
analysis within the shipping industry is not a mature discipline and, as the above objections
indicate, not a generally accepted discipline. This, however, will change as more analyses
are performed and presented to the community. For examples of conducted analyses, see
ISSC [61].

Comments on the FSA-methodology
The emergence of FSA as a unified way of performing risk analysis is seen as a large step
towards maturing risk analysis as a discipline for rational decision-making. As already men-
tioned the methodology may be used to show compliance with authoritative requirements
and to justify deviation from common practice. In addition, risk analysis applied in the de-
sign process allows all subsystems to be designed for the same level of safety, thus preventing
a low-safety subsystem from governing the safety level of the integrated system. Likewise,
the methodology may be used, for existing systems, to identify the subsystem on which
to spend the limited resources so that maximum safety gain for the integrated system is
achieved. In this sense risk analysis may be applied as a cost-effective management tool.

The standardisation of terminology and risk measures has the benefit of ensuring compa-
rability between risk analyses from different analysts. This is a prerequisite for discussion
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about the assumptions and modelling details of the analyses, which again is a step towards
consensus. The advantage of reaching international consensus regarding risk acceptance cri-
teria is that a uniform safety level is ensured in all countries which adopt IMO rules. An
agreed standard format of the analysis itself as well as the reporting format increases the
trustworthiness so that risk analysis with time may become a widely applied and respected
discipline.

According to ISSC [61] two of the most important future development areas of the FSA-
methodology are:

1. Human reliability analysis (HRA)

2. Risk acceptance criteria

Human reliability is a very difficult and controversial matter because in many cases the hu-
man factor contributes considerably to the overall risk. However, this issue is not specifically
addressed in this thesis.

Risk acceptance criteria are treated in detail in IMO [37], where a thorough account of the
various principles is given together with a specification of the measures and limits to be used
in practice. As mentioned in Section 2.5.3 the problem of accounting for injuries and ill
health still remains as well as the discussion of applying interest rates to human lives.

It may be concluded that, although there is still room for development within the method-
ology, the methodology is maturing and will in the future be increasingly used throughout
the shipping industry and other areas.

Bayesian Networks for Risk Analysis
Bayesian networks are well suited for combining physical relationships, engineering knowl-
edge and statistical data in the same probabilistic model. As mentioned, they may replace
fault trees and event trees thus making the representation of the risk problem more compact
and intuitive. In addition, a number of further advantages over fault trees and event trees
can be benefited from:

The difficulty of using fault trees is to account for dependencies between the causes of a
given event. In a Bayesian network, dependence is modelled by connecting the dependent
nodes (causes) with an arc and quantifying the dependence by specification of the conditional
probability table. Therefore, Bayesian networks may be preferable in cases where the causes
of an event are mutually dependent. This is further emphasised by the fact that in a Bayesian
network model, there will always be consistency between dependence/independence relations
expressed at a local level and those expressed at a global level. It is therefore not possible
to build a Bayesian network model with inconsistent dependence relations. This was also
mentioned in Section 2.1.5 on d-separation.

Because of the determinism associated with using logical gates in fault trees, Bayesian net-
works are especially advantageous when the causal dependencies are themselves uncertain.



2.6 Maintenance Strategies 55

A noisy gate is a logical gate for which there is a non-zero probability that the output is
different from the logical output given the inputs. In a Bayesian network a noisy gate is
modelled by allowing other probabilities than ones and zeroes to be inserted in the condi-
tional probability tables. A consequence of replacing logical gates with noisy gates is that
cut-sets (leading deterministically to the top event) may not be identified by the algorithms
used with fault trees. Instead, the most probable causes for the top event to occur may be
identified by the max-propagation algorithm developed for general Bayesian networks, see
Section 2.1.3.

Event trees may represent sequences of both dependent and independent events. However, if
the events are mainly independent the tree becomes redundant (many identical branches) and
the representation then becomes inefficient. Bayesian networks accommodate both highly
dependent systems (dense graph) and highly independent systems (sparse graph). They thus
constitute an efficient and flexible replacement for event trees.

When the risk quantification is performed using Bayesian networks and a program package
such as Hugin, the model serves as a dynamic tool in the sense that probability tables may
be changed, evidence be inserted and the most probable configurations be identified. Sensi-
tivity analysis can be conducted by simply altering the probability distributions for selected
nodes (those for which the sensitivity is desired) and monitoring the changes in probabil-
ity distribution or expected utility for specific queries. To avoid this brute-force method,
Kjærulff and van der Gaag [45] have developed a method for determining the sensitivity
of a given posterior marginal probability distribution on the individual probabilities of the
network, i.e. the probabilities of the individual states. The desired sensitivities are found by
one single propagation. However, this algorithm is, to the author’s knowledge, not available
in any commercial software package.

In general, Bayesian networks are useful in the FSA-methodology in steps 2, 4 and 5. In
step 2, Bayesian networks may replace risk-contributing trees (consisting of combined event
and fault trees) for quantification of the risk. In step 4, risk control options may be included
in the models already developed in step 2 as decision nodes with associated cost nodes.
Such influence diagrams then serve the purpose of economical models for quantification of
the impact of the risk control options. In step 5 a sensitivity analysis may be performed
as outlined above. By inserting evidence in the model, altering dependence assumptions or
changing probability distributions, the impact on various measures may be evaluated.

Bayesian networks thus constitute a strong risk analysis tool with substantial modelling
power. These aspects are further explained and exemplified in Chapter 6.

2.6 Maintenance Strategies

Corrective maintenance consists of repairing or replacing defective components once they
have been broken. Usually, a breakdown of a component requires stoppage of the engine,
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which again implies expensive, unanticipated transport delay. Moreover, it is often observed
that failure of one component initiates a whole series of failing components. Repair of the
component initiating the chain reaction before it breaks thus saves a whole chain of failures.
It is therefore the general opinion among maintenance professionals (see e.g. Fast Ferry
International [19]) that in the long run a corrective maintenance strategy is more expensive
than a preventive maintenance strategy.

If a preventive maintenance strategy is applied, the goal is to replace the components just
before they fail so that continuous operation is ensured and the lifetime of each component
is fully exploited. Moreover, it is an advantage to be able to schedule the repair work to
avoid transport delay. In addition, minimisation of the amount of hours spent on the repair
is desirable. This makes it for instance advantageous to repair multiple internal components
once the engine has been dismantled instead of dismantling it multiple times.

Thus, a complicated optimisation problem consisting of simultaneous inspection planning
and repair/replacement scheduling of multiple components has been identified. The objec-
tive is minimum maintenance costs and minimum operation disruption. The optimisation
problem thus includes estimation of the lifetime of a crucial component as well as the costs
associated with failure repair and inspection.

2.6.1 Approaches

In many connections, maintenance scheduling consists of performing certain inspections and
replacements at fixed intervals, for instance six months. Often the intervals are prescribed
by the manufacturer or the classification society. These intervals are inherently conservative
because a lot of uncertainty must be accounted for. The owner is therefore interested in
alternative approaches to maintenance scheduling.

The first approach is simply to extend the physical lifetime of the components or make
it more predictable. This means in many cases choosing components of a better quality.
The cost of the higher quality must be balanced by the reduced inspection and repair costs
obtained by using the high-quality components. This approach reduces the inspection costs
but does not prevent replacement of components which are not worn-out. Neither does it
change the fact that the inspection intervals are still fixed and therefore conservative in order
to be applicable under all circumstances.

The second approach is to estimate the residual lifetime of each component based on records
of the load history. The idea is that the time between failures (TBF) is a random variable
specific to the individual components. The wear rate is, however, dependent on other par-
ameters as for instance the load. By recording the load and the number of operation hours
and comparing the obtained record to a standard load history, an updated estimate of the
time to failure may be computed. This is known as reliability-based maintenance.
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The third way is condition-based maintenance. The basic idea is to monitor the condition
of a component or system and not repair it until a failure starts to develop. The goal is to
obtain early warning of a developing failure, so that a time window is allowed to perform the
repair work at a convenient time. In Sørensen and Pedersen [77] this is also called prognostic
maintenance.

The failure may be identified at many different levels. The working principle of most com-
mercial systems for monitoring of marine diesel engines, implemented during the 1990s, is
to detect abnormal working conditions by measuring a large number of quantities such as
temperature, pressure, vibration level etc. In Appendix A a description of commercially
available monitoring and diagnosis systems for diesel engines is given. For the measured
quantities, upper and lower bounds may be set so that an alarm is triggered in case of ex-
cess. It is up to the engineer on watch to find the cause of the abnormal condition and decide
on corrective actions. In the hands of experienced personnel, these systems may give early
warnings of developing faults and thus lead to savings on the maintenance budget.

The problem is that such systems do not pinpoint the cause of the problem. For instance, we
may observe that the combustion pressure is reduced on cylinder 3, but we do not know if
the cause is blow-by, a leaking exhaust valve or a defective injector. By use of new advances
in sensor technology and signal processing, systems have been developed for monitoring
single components with respect to single failure modes. Hence, early warnings of defects can
be given and a better basis for maintenance scheduling has been established because the
required maintenance task is known beforehand.

The ultimate goal is to be able to monitor and diagnose all crucial components with respect
to all relevant failure modes. Monitoring systems for single-component, single-failure mode
may thus be seen as subsystems of such a diagnostic system. However, as mentioned, this is
a developing field where the systems described in Appendix A are state of the art.

2.7 Structural Reliability Methods

Structural reliability methods are powerful tools for dealing with uncertainties in many engi-
neering disciplines. The importance of using probability concepts in design and evaluation of
engineering systems is widely recognised, and many valuable contributions to improvement
of design and evaluation of structural and mechanical systems have been made from the
research community. Structural reliability methods have reached a mature stage and are
widely used in the development of codes and for the design and maintenance of engineering
systems and structures.

The research field is immense and has a huge range of applications. The methods serve as
a basis for comparison to Bayesian network models in Chapter 3. In Chapter 4, structural
reliability methods are used in combination with Bayesian networks. In this section, the basic
concepts and computational methods of structural reliability methods are briefly outlined.
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More details are found in textbooks such as Ditlevsen and Madsen [16], Madsen et al. [53]
or Melchers [55].

In general, the objective in structural design is to ensure that the strength of the structure
or the system is higher than the loads to which the system can be exposed. The problem
is to account for the uncertainty associated with quantification of the load or the strength
of the structure. The uncertainty stems from physical uncertainties (natural loads and
materials), statistical uncertainty (sparse data) and model uncertainty. The overall objective
of structural reliability methods is to quantify these uncertainties to provide a better basis
for decision-making regarding the dimensions of the structure or with respect to maintenance
issues.

Probability measures have proved to be useful for this quantification. The parameters of
load and strength are regarded as stochastic variables described by probability distributions.
Correspondingly, the safety of a system or structure may be expressed in terms of failure
probability. More specifically, the load and strength parameters can be described by a vector
X of stochastic variables so that X = X1, X2, · · · , Xn. Modelling natural loads and strength
parameters, the stochastic variables are defined in a continuous probability space.

The failure event can be expressed as a limit-state function g(X) separating the total prob-
ability space into a safe set and a failure set.

g(X)




< 0 : Failure set
= 0 : Limit-state surface
> 0 : Safe set

(2.57)

The probability of failure Pf can be calculated as the integral of the joint probability density
function f(X) in the failure set:

Pf = P (g(X) ≤ 0) =

∫
g(X)≤0

f(X) dX (2.58)

Since the failure probability is usually very small, it is convenient to express it as a reliability
index defined as

β ≡ −Φ−1(Pf ) (2.59)

where Φ is the standardised normal distribution. The integral in Equation (2.58) cannot
in general be analytically determined. Since both numerical integration and simulation are
computationally intensive, other approximate but efficient methods for handling multidi-
mensional probability integrals have been developed.

In each of the cases mentioned above, the vector X of stochastic variables is transformed into
a vectorU consisting of uncorrelated standardised normally distributed variables. Dependent
on the available information about the variables in the domain, various transformations can
be applied. We distinguish between the following three cases:
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1. Only second order statistics (mean and covariance structure) are available

2. Marginal probability density distributions are specified for each individual variable and
the covariance structure is known

3. The full joint distribution is specified

In case 1) the transformation is linear. This means that a linear limit-state function in
the X-space is transformed into a linear function (hyperplane) in the U-space. It can be
shown that the reliability index β is equal to the distance from the origin of the normalised
space (U-space) to the transformed hyperplane. See Figure 2.14. Hence, by the definition
of the reliability index, (Equation 2.59), the failure probability is determined. If the limit-
state function is non-linear, it can be linearised to obtain a tangent hyperplane. An iteration
scheme can now be used to find the most likely failure point, i.e. the point on the transformed
limit-state surface which is closest to the origin.

In case 2), the transformation of the marginal probability distributions to the standard-
ised normal space may be effected through the cumulative density distributions. However,
transformation of the correlation structure is more involved. For convenience, the trans-
formation of correlation coefficients between various combinations of distributions has been
tabulated. This approach is known as Nataf transformation. It should be noted that Nataf
transformation is approximate. Once the problem has been transformed into the standard
normal space, the methods outlined above for non-linear limit-state functions can be used
to evaluate the reliability index and hence the failure probability.

In case 3) the joint probability distribution can be decomposed into a product of conditional
probability distributions by application of the chain rule. Each of the factors in the product
can be further transformed to a uniformly distributed random variable independent of the
other elements. This is known as the Rosenblatt transformation. By applying it twice, i.e.
first from the X-space to the uniformly distributed space and then to the standard normal
space, an exact transformation between the X-space and the U-space is established. Again,
in the U-space, the above methods for evaluation of β apply.

In summary, First Order Reliability Methods (FORM) are based on the first order approx-
imation (Taylor expansion) to the limit-state surface. See Figure 2.14. In the case where
the limit-state function is linear (forming a hyperplane in the U-space), the projection of
the origin onto the hyperplane is the most likely failure point. This geometrical property
is exploited when the limit-state function is not linear. The non-linear limit-state function
is approximated by a tangent hyperplane, and an iteration scheme is used to find the most
likely failure point.

Second Order Reliability Methods (SORM) include the second order terms of the Taylor ex-
pansion of the limit-state surface. The second order reliability index is determined by a cor-
rection factor to the first order reliability index. The computations are based on asymptotic
arguments regarding the curvature of the limit-state surface at the design point. Although
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Figure 2.14: The principles of FORM and SORM. Figure taken from [68].

SORM in general yields better estimates of the failure probability, it is computationally more
intense than FORM.

As an alternative to FORM/SORM, the multidimensional probability integral may be eval-
uated by simulation, also called Monte Carlo methods. As failure probabilities are in general
small, a very large number of sampling points are needed to arrive at reasonable estimates
of the failure probability. However, the process may be speeded up by only sampling around
the design point. This is known as importance sampling, which requires that the design point
can be found, e.g. by FORM. Directional simulation is an alternative technique searching
the entire U-space to identify the direction in which the distance from the origin to the limit-
state surface is smallest. This is an attractive approach in the case of limit-state surfaces
which resemble spheres centred around the origin of the U-space or if multiple design points
are present.

It is worth noting that the methods outlined in this section can evaluate the joint failure
probability of multiple failure modes in the same probability space. This is done by defining
more than one limit-state function.

A number of general probabilistic analysis tools are commercially available. For the work in
this thesis, only Proban [68] was used. Among other features, it has facilities for FORM/SORM
computations and different simulation techniques such as importance sampling and direc-
tional simulation.



Chapter 3

Inspection Planning for Offshore
Jacket Structures

3.1 Introduction

The overall objective of this chapter is to investigate the applicability of influence diagrams
to cost-optimal inspection planning. The properties of influence diagrams are exploited to
obtain advantages with respect to insertion of evidence and updating of the decision model.
As a second objective, the reliability model formulated as a Bayesian network model is
compared to a more traditional structural reliability model.

The objective of inspection and repair planning is to maintain a sufficient level of reliability
while minimising the total costs over the lifetime of the structure. For an offshore jacket
structure subjected to uncertain loads, this problem may be modelled stochastically and
solved by maximising the expected utility in the probabilistic sense. In addition, the present
study takes into account the dynamic decision problem arising from the fact that the model
must be updated after every new inspection.

Offshore structures generally consist of too many elements to perform a full inspection.
Therefore, samples are taken by selecting elements which empirically or computationally
are known to be more likely to fail than others. These fatigue-prone details are the so-
called hotspots. Because of inherent flaws and stress concentration, welded seams are much
more likely to fail than the steel tubes themselves. Inspection of a fatigue-prone detail
will result either in finding a crack of a given length or not finding a crack. Independent
of the inspection result, more information about the hotspot will be available after the
inspection than before. Based on the result of the inspection it must be decided when the
next inspection is going to take place. Different criteria have been established to guide
this decision. Some inspection planning schemes exclusively regard the reliability of the
structure and perform a new inspection as soon as the reliability index drops below a certain

61
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Figure 3.1: Jacket structure.

limit. Studies such as Madsen et al. [54] or Sørensen et al. [76] take into account the costs
associated with inspection, repair and failure of the structure. They use expected utility
measures to optimise the inspection plan under the constraints of a given repair strategy.
The present study is of the latter type where the new feature is to exploit the properties of
influence diagrams to build a comprehensive model and perform the calculations of expected
utility.

3.2 Fatigue Cracks

The commonest building material in the marine engineering field is steel. Although fatigue
problems may occur for other metals, only steel structures are considered in this study.

Fatigue cracks are initiated in irregularities in the metallurgical structure such as microcracks
and other flaws. They are usually initiated in welds where the metal structure is particularly
prone to irregularities due to the phase shifts experienced during cooling. If an initiated crack
is subjected to fluctuating loads, the crack will grow for each load cycle even if the stress
level is below the yield stress. This is known as the stable crack growth stage. Since ships
and offshore structures are subjected to cyclic loads from wind, current and waves, the welds
joining their components will always be subjected to fluctuating loads. Therefore, fatigue
is a problem which needs due consideration for almost all marine structures. When the
crack has propagated to a degree where the residual strength of the weld or component is
exhausted, unstable fracture (such as brittle failure) occurs.

In order to predict the development of fatigue cracks, the relationship between load, material
properties and lifetime must be described. Traditionally, two different approaches exist for
this task, namely the fracture mechanics approach and the SN-approach.
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3.2.1 The SN-approach

The SN-approach describes the relationship between a constant stress range ∆S and the
number of stress cycles N leading to failure. The relationship may be given by

N∆Sm = K (3.1)

where K and m are material parameters related to fatigue. The relationship can be empiri-
cally investigated for various components and materials but also for entire structural details.
Knowledge of the parameters of Equation 3.1 as well as the stress ranges experienced in prac-
tice can then guide the computation of fatigue life for real structures in their anticipated
loading environment. It should be noted that by application of the SN-approach there is no
intermediate state between the intact and the failed state. Therefore, partial deterioration
cannot be described. This means that temporal development of fatigue damage can hardly
be described by this method.

3.2.2 The Fracture Mechanics Approach

The fracture mechanics approach also aims at a description of the functional relationship
between the crack depth (length) and the size and number of encountered load cycles. It
is based on analysis of the stress and strain relationship at the crack tip, usually assuming
linear-elastic behaviour of the material. By assuming constant load amplitude, Paris and
Erdogan [63] derived the now classical Paris’ law:

da

dN
= C (∆K)m (3.2)

where a is the crack depth, N is the number of applied load cycles, ∆K is the range of the
stress intensity factor and C and m are material constants. The differential equation states
that the crack growth per load cycle da/dN is a power function of the crack length and the
range of the stress intensity factor. Because the stress intensity factor varies according to the
geometry of the considered structural detail, empirical formulas have been found for various
geometries. For a centre cracked panel, the following relation is used:

∆K = Y (a)∆σ
√
πa (3.3)

where ∆σ is the far-field stress range and Y (a) is a geometry function dependent on the
crack depth. Thus, Equation 3.2 becomes

da

dN
= C

(
Y (a)∆σ

√
πa

)m
(3.4)

Explicit solution of this equation with respect to the crack depth a is not generally possible.
An additional problem is that the load amplitude ∆σ is assumed to be constant. This does
not hold for random environmental loads as wind and waves.
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However, if we assume that the geometry function Y is independent of the crack depth a
and the stress range ∆σ is adequately described by a Weibull distribution (this is one of the
asymptotic extreme value distributions), the following analytical solution can be found (see
e.g. Madsen [53]):

a =
(
a
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)) 2
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In this equation, a0 is the crack depth at the time T = 0. A and B are parameters (scale,
shape respectively) of the Weibull distribution describing the stress range ∆σ. The distri-
bution function is given by

F (∆σ) = 1− exp

[
−

(
∆σ

A

)B
]
, ∆σ > 0 (3.6)

The gamma function Γ(·) appears when the expectation of a Weibull distributed variable is
taken.

Extensions to Paris’ Equation

It is well known that Paris’ equation in the form of Equation 3.2 overestimates the crack
growth rate. An important reason is that sequence effects are not accounted for. The
sequence in which large and small loads are encountered throughout the lifetime of the
structure has significant impact on the damage accumulation.

The simplest and perhaps most widely applied modification of Paris’ equation is to assume
that only loads above a certain threshold ∆Kth contribute to the crack growth. The exact
value depends on the stress ratio R = σmin/σmax. Correction for crack closure assumes that
the crack only grows during the time it is open.

If the geometry function Y is not independent of the crack depth a, an explicit expression
of the crack depth cannot be achieved. Instead, the differential Equation 3.4 can be solved
numerically. The results can still be used as input to the Bayesian network model.

The above considerations all assume one-dimensional cracks. However, to account for depth
as well as length, a crack may be assumed to be semi-elliptical thus including two dimensions.
The solution entails a set of coupled differential equations.

Probabilistic Formulation

In order to account for the uncertainties on the parameters of Paris’ equation, they may
be regarded as a vector of random variables X described by probability distributions. In
this formulation, Equation 3.5 expresses the probability distribution of the crack depth as
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Figure 3.2: Validation model.

a function of the remaining variables. The failure criterion is that the crack exceeds the
thickness of the material. The corresponding limit-state function is thus

g(X) = t− a (3.7)

where t is the thickness of the material and a is the crack depth as described in Equation
3.5. Hence, a reliability model is established, which may be treated by the methods outlined
in Section 2.7. The failure probability can now be determined as a function of all the
included variables. By assuming a certain number of load cycles (sea waves) per year, the
failure probability is expressed as a function of time. Thus, it can be used as a basis for
maintenance decisions.

3.3 Bayesian Network Model for Validation

In this section a Bayesian network model for prediction of probabilistic fatigue crack growth
is presented, see Figure 3.2. The intention is to demonstrate that a Bayesian network model
is able to predict the crack growth over time as well as structural reliability methods. The
point of departure for the model building is Paris’ equation in the explicit form of Equation
3.5. In the following sections, the assumptions leading to the model will be discussed.

3.3.1 Structure and Distributions

It is convenient to be able to monitor the failure probability in fixed time steps. In order
to avoid too many nodes in the network, time steps of two years have been chosen. The
variables a(0) through a(10) constitute a time axis from T = 0 up to T = 10 years.
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The initial distribution of crack depths is held by the variable a(0), which is assumed to
follow an exponential distribution with a mean value of 1 mm. The following a-variables
hold conditional probability distributions which will be discussed further in Section 3.3.3.

The variables A(02) through A(10) model the loads from the sea. As mentioned in Section 3.2
the loads can be described by a Weibull distribution with the parameters A and B. The shape
parameter B is assumed to have negligible variance and is therefore modelled as a constant
B = 0.66. The scale parameter A, however, is assumed to follow a normal distribution
with the mean value µA = 5.35 MPa and a coefficient of variation CoV = σA

µA
= 18%,

where σA is the standard deviation of A. The A-variables in the figure hold the normally
distributed scale parameter A for each time step. As the sea state in one time step does
not depend on the sea state in other time steps, the model has five independent variables
with the same distribution. In the Proban model the temporal development of a crack is
modelled in terms of the number of wave loads in the considered time period. This means
that incremental temporal development of a crack can only be captured by repeated runs
of the model with a new N -value for each run. In each run, the sea state is modelled as
one single variable (the Weibull scale parameter A) with the same distribution as in the
Hugin model. It should be recalled that the influence of the sea state being described by a
Weibull distribution was already integrated out in the establishment of Equation 3.5. Hence,
the main difference between the two models is that in the Hugin model the crack depth is
developed incrementally in time whereas the Proban model considers a fixed time span.

The material variables C and m could have been modelled stochastically but for convenience
they are taken to be deterministic values with C = 2.17 · 10−13 and m = 3. The number
of load cycles per year is modelled as a fixed number N = 106 per year. The geometry
function Y describes the impact from the boundary conditions of the considered structural
member. Empirical expressions have been found for the dependence of Y on the crack depth
for different geometries. As mentioned in Section 3.2, the geometry function is taken to be
independent of the crack size in this study. If the variables C, N , m, B and Y are assumed
to be deterministic values, Equation 3.5 may be rearranged to yield
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The uncertainty on the deterministic variables may be accounted for by introducing a model
uncertainty MU , which yields the model

a =
(
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, m �= 2 (3.10)

We further assume that the model uncertaintyMU can be described by a normal distribution
with mean µMU

= 1 and σMU
= 0.18. The coefficient of variation CoV = 18% is computed

on the assumption that 10 % of the uncertainty stems from the FEM-analysis (not a part of
this study) and 15 % from the model. A summary of the stochastic modelling is shown in
Table 3.1. The Proban and the Hugin models use the same variables and distributions.
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Variable Description Mean CoV Distribution

m Material parameter 3.0 - Deterministic
C Material parameter 2.17 ·10−13 - Deterministic
B Shape parameter Weibull 0.66 - Deterministic
N Number of load cycles 106 year−1 - Deterministic
a0 Initial crack depth 1 mm 100 % Exponential
A Scale parameter Weibull 5.35 MPa 18 % Normal
MU Model uncertainty 1 18 % Normal

Table 3.1: Probability distributions for variables in Hugin and Proban models.

3.3.2 Discretisation

Fatigue crack growth is a physical phenomenon where the variables are inherently continuous.
As mentioned in Section 2.1.6 it is not generally possible to perform exact inference with
Bayesian networks in the case where the variables hold continuous distributions. Many ways
of circumventing this problem have been proposed, yet the most straightforward (and the
one chosen here) is to apply univariate discretisation, i.e. discretise the distribution of each
variable individually.

The node a(0) models the assumed initial probability distribution of the crack depth. Since
the variable is modelled as exponentially distributed, a uniform length of the twenty discreti-
sation intervals would not capture the distribution in an adequate way, because the very low
probabilities in the tail would be subject to rounding errors. Letting the interval length L be
determined from the slope of the density function (L ∝ −1/f ′(x) where f(x) is the density
function) yields very short intervals close to zero and very long intervals in the tail.

It is chosen to let the interval length of the i’th interval be given as a constant times the
length of the (i − 1)’th interval. In this way the interval length becomes a power function
of a basic length δ. An additional restriction is that the interval lengths (excluding the last
tail interval) have to sum up to the material thickness (here chosen to be t = 20 mm). The
probability mass in the tail of the distribution is lumped in the state “Fail”, corresponding
to the event that the crack is deeper than the thickness of the material.

The variables MU and A(02) through A(10) are normally distributed and discretised into
ten intervals of equal length. In order to capture the whole distribution in a finite number of
intervals we need to truncate the distribution at both ends. The tail probabilities are lumped
into the probabilities in the first and last intervals. It has been found that truncating at
three standard deviations from the mean yields a reasonable approximation.

3.3.3 Conditional Probability Tables

At this point, the structure of the network, the distribution assignment and the discretisa-
tion of the nodes are completed. The next step is to establish the conditional probability
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Figure 3.3: Assignment of conditional probability. (a) Midpoint method. (b) Endpoint
method.

distributions in the a-variables.

Since in each time step these tables advance the probability vector of the crack depth,
they may be compared to transition matrices in a Markov process. As the time steps are
equal in length, the “transition matrices” may for convenience be chosen to be identical
in each time slice. This implies that we only need to establish one table, say for a(02),
and then copy it to the rest of the a-variables. In this way the discretisation of the a-
variables becomes identical in each time step. It should be noted that the model is not a
Markov model because the a-variables with a distance of more than one time step are only
independent if both the intermediate variable and the MU -variable are known. This is a
consequence of the MU -node being a common parent to all of the a-variables, see Figure
3.2. The nodes a(02) and a(06) are conditionally independent given a(04) and MU , because
P (a(06) | a(02), a(04),MU) = P (a(06) | a(04),MU).

Equation 3.10 yields a deterministic value for the crack depth for any value of the input
variables. In the Bayesian network model only the most significant, namely a(0), A and
MU , are included as input variables. The discretisation defines a set of states for each
variable in terms of an interval within the range of the variable. It should be recalled that
a configuration is a set of states with exactly one state from each variable.

A straightforward approach is therefore to represent the input values by the interval means.
By inserting these values in Equation 3.10 together with the deterministic value of K, a
mapping from input variables to crack depth is created. As the discretisation of the a-
variables is identical in each time step, it is an easy task to determine in which interval of
the a(02) node a calculated crack depth value falls. Unit probability is thus assigned to that
particular interval. See Figure 3.3a. Repeating this calculation for all combinations of input
values (interval means) yields the conditional probability distribution (consisting of ones and
zeroes) of the a-variables.

Together with a relatively crude discretisation, this approach has the drawback that the
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marginal probability of the lower intervals (small cracks) does not change over time. This
is because small cracks only grow very little in one time step, even for extreme values of
the variables A(Ti) and MU . Therefore, the calculated crack depth for time step Ti+1 will
fall within the same interval as for time step Ti and thus unit probability is assigned to the
same interval again. The probability mass of the lower intervals is thus stuck, and the crack
growth is not adequately modelled.

In order to avoid this problem an alternative procedure for assigning conditional probabilities
is proposed. Instead of inserting the interval mean values in Equation 3.10, both of the
interval endpoints are used. The conditional probability table of the node a(2) is established
in the following way: For a given configuration of the input variables a(0), A(02) and MU ,
the endpoint values of the corresponding intervals are inserted in Equation 3.10. This yields
an upper and a lower bound on the crack depth at time T = 2. These bounds comprise
an interval I which overlaps at least two intervals (states) of the a(2)-variable. See Figure
3.3b. Remember that the discretisation of a(2) is identical to the discretisation of a(0).
Therefore, by assigning probability to the states of the a(2)-variable according to the relative
overlap from the calculated interval I, we obtain the conditional probability of the a(2)-
states given the current configuration of the input variables. Repeating this calculation for
all configurations of the input variables, we get the conditional probability table of the node
a(2). This table can now be copied to all the other a-variables. This approach of uniform
probability assignment to the overlapped intervals of node a(2) causes an overestimation
of the probability mass in the upper and the lower intervals. In general, this implies an
overestimation of the uncertainty on the estimates, which again translates into a slight
overestimation of the crack growth rate.

As a relatively new feature, it is possible in Hugin to specify a discrete node as a deterministic
function of other discrete nodes. By specifying a(02) as a function (Equation 3.10) of a(0),
MU and A(02), a more accurate crack propagation model can be established. Hugin samples
the intervals of the parent nodes and inserts the sampled values in the specified expression.
By sampling 25 points in each interval for each variable, 253 = 15625 function values are
available for each configuration of the parent variables. By taking the relative frequency
of the occurrence of the function values in each of the intervals specified for the child node
(here a(02)), a very accurate estimate of the conditional probability distribution is obtained.

3.3.4 Comparison to Bogdanoff’s Cumulative Damage Model

The described model has a number of similarities with the cumulative damage model sug-
gested by Bogdanoff [7]. In this model, damage is described as a set of discrete states each
associated with a probability. Another basic element of the Bogdanoff model is the duty
cycle defined as: “a repetitive period of operation in the life of a component in which damage
can accumulate” [7]. For each duty cycle, a transition matrix is defined. The probabilistic
description of damage after the cycle is then solely dependent on the state before the cycle
and the transition matrix. Since the damage state is only evaluated before and after a duty
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cycle, the model is discrete in time. The cumulative damage model is thus a discrete-state,
discrete-time Markov model. The model does not consider the actual damage mechanism.
This means that no relation between damage and measurable physical quantities is specified.

Some similarities and differences with respect to our model may be identified: The set
of damage states with associated probabilities agrees well with our definition of the a(0)-
variable, which contains the probability distribution of the crack depth. Each duty cycle
in the Bogdanoff model corresponds to a two-year interval in our model. The transition
matrices correspond to the conditional probability tables of the a-variables. We have chosen
our conditional probability tables to be equal in each time step, but nothing prevents them
from being different. Likewise, the duty cycles (and the corresponding transition matrices)
need not be the same in each time step in the Bogdanoff model. Opposite Bogdanoff, our
model has a well-defined probabilistic mapping of the loads and the material parameters
to the damage states. The damage model is therefore based on physical principles, which
makes statistical parameter estimation easier. As mentioned in Section 3.3.3 our model is
not a pure Markov model because of the conditional independence between time slices which
are more than one step apart.

3.3.5 Proban Model

The Bayesian network model is compared to a reliability model formulated in the program
package Proban. The stochastic model used is outlined in Table 3.1. Furthermore, no
correlation between the variables is assumed. The model for T = 2 years and T = 10 years
are formed by letting N = 2 · 106 and N = 10 · 106, respectively. The failure probabilities
are evaluated by use of Equation 3.7.

3.3.6 Results of Validation Model

When specified in Hugin, the model described above is compiled in a few seconds. Out-
put is the marginal probability distribution of all variables, allowing the user to follow the
distribution of the crack depth through the time steps.

In the time step corresponding to ten years (node a(10) in Figure 3.2) the probability dis-
tributions found in Figure 3.4 are obtained. Figure 3.4b shows a more detailed view of the
probability distribution for crack depths larger than 8 mm. Two different Hugin graphs are
shown, indicating the difference between two of the applied methods for establishing the
conditional probability tables. As expected the endpoint method overestimates the crack
growth rate compared to the sample scheme. It is seen that the agreement between Hugin
and Proban is quite good. The slight difference is attributed to the load modelling. Regard-
ing the loads (in terms of the A-variables) as independent variables instead of one single
variable results in lower failure probabilities and thus higher reliability index for the Hugin
models.
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The reliability index corresponding to the failure probability can be found by using the
inverse normal distribution function, see Equation 2.59. The reliability index as a function
of time is shown in Figure 3.5. Again, the agreement between Hugin and Proban is very
good.

3.3.7 Design Point

As mentioned in Section 2.1.3 on max-propagation, the most likely configuration given some
evidence may be identified. By insertion of evidence on the failure state of the node a(02)
and subsequent max-propagation the most likely configuration of the variables in the model
is found. This corresponds to the most probable explanation for the evidence, which again
corresponds to finding the most likely failure point in a traditional FORM/SORM analysis.
Performing a max-propagation in the validation model where P (a(02) = failure) = 1 identi-
fies the following states to be the most likely:

a(0) ∈ [8.54, 10.18]
A(02) ∈ [7.08, 7.66] or [7.66, 8.24] (equally likely)
MU ∈ [1.324, 1.432] or [1.432, 1.54] (equally likely)

The design point as computed by Proban is a(0) = 11.61, A(02) = 7.34 and MU = 1.373.
Good agreement for MU and A(02) is observed whereas a small discrepancy is noted for
a(0). This may be attributed to the relatively coarse discretisation.
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Figure 3.6: Decision model for inspection planning.

3.3.8 Summary

As a conclusion to the validation section, it is noted that Bayesian networks are sufficiently
accurate in predicting fatigue crack growth despite the need for discretisation and the various
approaches to elicitation of conditional probability distributions. The design point may also
be identified with reasonable accuracy.

3.4 Decision Model for Optimal Maintenance Strategy

By adding appropriate probabilistic, decision and utility nodes, the validation model for
fatigue crack growth prediction is extended to a full decision model for inspection planning,
see Figure 3.6. For clarity, only the first six years are shown although any number of time
steps may be added. Since the applied repair strategy has a significant impact on the
modelling, it is convenient to present it before further description of the additional nodes.

Repair Strategy

When a hotspot is inspected, the possible outcomes are:
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1. Finding a failure
2. Finding a crack which is not yet a failure
3. No finding

In the present model, the following assumptions are made: If a crack or failure is found, it
will be repaired immediately. There is only one type of repair. After repair, the hotspot has
the same quality as a new weld. If a failure has occurred, it will be found for sure. Since
the states in a variable are mutually exclusive, this last assumption also implies that if the
inspection result is “Finding a crack” or “No finding”, then there is no failure.

3.4.1 Node Descriptions

The network model is augmented by a number of identical nodes in each time step. Therefore,
only nodes of one time step are described in the following where the general term Ti is used
as a reference to the time at an arbitrary time step i.

The decision node Inspect(Ti) has two states, “Inspection” and “Nothing”, corresponding to
inspecting the hotspot or leaving it as it is. The costs of these two alternatives are modelled
by the utility node CI(Ti). It is assumed that inspection costs DKK 0.1 million per hotspot.
The decision nodes are connected sequentially thus defining the order in which the decisions
are made.

The InspRes(Ti) node models the outcome of the inspection. It is conditional on both the
probabilistic node a(Ti) and the decision node Inspect(Ti), as the outcome of the inspection
depends on the probability distribution of the crack and whether or not an inspection has
been performed. It has four states: “Failure”, “Find”, “No find” and “No inspection”.
Inspection equipment and personnel are not infallible, so even in the case where a crack is
present, it is not given that it will be found. However, the probability of finding a crack
increases with its size. The probability of detection is thus conditional on the actual depth
of the crack. It may be modelled as an exponential distribution function:

POD(a) = P (detection of crack | depth of crack) (3.11)

POD(a) = 1− exp (−ba) (3.12)

where a is the real crack depth and b is a parameter describing the quality of the inspection
method. In this study b is selected to be 0.77 mm−1, corresponding to a 90 % probability of
detecting a 3 mm deep crack. The POD curve is held in the node InspRes(Ti).

The probabilistic node a rep(Ti) holds the distribution of the crack depth after inspection
and repair. It is dependent on both the crack distribution a(Ti) before inspection and repair,
and the inspection result InspRes(Ti). The applied repair strategy dictates that a detected
crack or failure should be repaired immediately. After a repair the probability distribution
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of the crack depth is thus reset to the initial crack depth distribution (as in the node a(0)).
In the case where no inspection has been performed or no crack has been found, the current
distribution of the crack depth is transferred to the next time step.

The cost of a repair is modelled by the utility node CR(Ti), which is solely dependent on
the inspection result as repair is only performed when a crack or failure has been found. It
is assumed that repair costs DKK 1 million per hotspot.

3.4.2 Inclusion of Repair Decision

Some studies distinguish between weld and grind repair. This may be included in the model
by two different means. The first option is to add a state to the node InspRes(Ti) so that the
state “Find” is replaced by the states “Find a small crack” and “Find a large crack”. The
former would trigger a grind repair whereas the latter would trigger a weld repair. Since the
quality of the weld is dependent on which type of repair has been performed, an additional
probability distribution would have to be assigned to the a rep(Ti) node. Finally, the repair
alternatives would have to be associated with according utility measures.

The second option is to add a decision variable holding the repair alternatives. This would
leave the choice between repair alternatives to the user. The model would recommend the
optimal action by computing the expected utilities of the repair alternatives as well as the
inspection alternatives. In the real world, after the inspection result has become available, the
maintenance engineer has the option of deciding which kind of repair should be performed.
Therefore, the second option (inclusion of an explicit repair decision node) would be closer
to reality than the first option. However, it is also a substantial extension of the current
model and might be intractable. In any case, it is not necessary for modelling the chosen
repair strategy.

3.4.3 Failure Cost Modelling

The expected failure costs E(CF (N)) over the lifetime N of the structure may be calculated
as

E (CF (N)) = CF (0)PF (0) +
N∑

i=1

CF (Ti) (PF (Ti) − PF (Ti−1))
1

(1 + r)Ti
(3.13)

where r is the real rate of interest, CF (Ti) and PF (Ti) are the failure costs and the failure
probability, respectively, at time Ti.

The node PF (Ti) has two states, namely “Fail” and “No fail”. The failure costs CF (Ti) are
modelled by the utility nodes of the same name. In the present study, the failure costs are
set to DKK 3000 million in all time steps, although an interest rate can easily be included.
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Subtraction of Probabilities

Subtracting probabilities as in Equation 3.13 is not generally possible with Bayesian networks
as probabilities must be non-negative. In this case, however, the model allows us to capture
the behaviour of the system and to obtain the correct incremental probabilities.

The possible evidence which may be entered in the node InspRes(Ti) is: 1) No inspection is
performed, 2) nothing is found by inspection, 3) a crack is detected or 4) a failure is found.

1. If no inspection is performed, the probability distribution of a(Ti−1) is advanced one
time step in accordance with the crack growth model. Since fatigue cracks are growing
with time, PF (Ti) > PF (Ti−1) and consequently dPF (Ti) = PF (Ti) − PF (Ti−1) ≥ 0.
The increment may be calculated by applying the chain rule of probability:

PF (Ti) = P (Fail(Ti))

= P (Fail(Ti) ∩ Fail(Ti−1)) + P (Fail(Ti) ∩ Nofail(Ti−1))

= P (Fail(Ti) | Fail(Ti−1))P (Fail(Ti−1)) + P (Fail(Ti) ∩ Nofail(Ti−1))

In this particular case, the conditional probability P (Fail(Ti) | Fail(Ti−1)) is unity
because a failure at time Ti−1 would still be present at time Ti. The difference dPF

may thus be expressed as the joint probability of failure at Ti and no failure at Ti−1:

dPF (Ti) = PF (Ti) − PF (Ti−1) = P (Fail(Ti) ∩ Nofail(Ti−1)) (3.14)

2. If no cracks are found, the same results as in 1) apply.

3. If a crack is found, it is repaired immediately. The failure probability will therefore
be smaller at time Ti than it was at time Ti−1 and dPF (Ti) ≤ 0. However, according
to the assumptions mentioned in connection with the repair strategy, the possibility
of failure is excluded once a crack has been found. This means that PF (Ti) = 0. It
also implies that failure has not occurred in earlier time steps. The total failure costs
for the time up to Ti must therefore be zero. As P (Fail(Ti)) = 0, the joint event
[Fail(Ti) ∩ Nofail(Ti−1)] is impossible. The incremental probability is therefore zero
and it is seen that this case may also be modelled correctly by applying Equation 3.14.

4. If a failure is found (evidence InspRes(Ti) = Failure), the failure probability is auto-
matically updated to PF (Ti) = 1 through the node a(Ti). This implies that PF (Ti) ≥
PF (Ti−1) and the increment dPF (Ti) is thus non-negative. Again Equation 3.14 is
applicable. We obtain dPF (Ti) = 1−PF (Ti−1). Summing the incremental failure prob-
abilities dPF (Tj) for j ≤ i thus ensures that the total failure costs up to Ti are weighted
by a factor of one. Hence, the model accounts for the full failure cost.
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Thus. It is shown that the incremental probability can be calculated as the joint probability
of failure at Ti and no failure at Ti−1, and that Equation 3.14 applies to all outcomes of the
inspection. The joint probability in Equation 3.14 may be computed in the node dPF (Ti),
which is dependent on both of the nodes PF (Ti) and PF (Ti−1). It holds a probability table
with four columns, namely the combinations of “Fail” and “No fail” in the two time steps.
The two rows correspond to dPF and its complement. Regarding only the dPF row, the
desired probability increment dPF is obtained by setting the event [Fail(Ti) ∩ Nofail(Ti−1)]
to one and the rest of the entries to zero.

It should be noted that the model does not intend to model the case of multiple failures in
the same hotspot. If the hotspot fails, extensive repair work must be carried out and the
probabilistic model is no longer valid. However, the probabilities and utilities associated
with this event must be included in order to be able to perform cost optimisation based on
expected utilities.

3.5 Results of Decision Model

In this section, the results of the established model are described and analysed. First, a
comparison to a decision tree is made. Then the model is extended to encompass a lifetime
of thirty years and it is shown that the optimal inspection plan may be directly read off the
user interface. Furthermore, it is shown how the optimal plan may be updated based on
information obtained by inspection. It is investigated how the common approximation of
interchanging expectation and maximisation can be avoided and its impact on computational
complexity is described. Finally, the inclusion of sequence effects with respect to the loads
is commented on.

3.5.1 Comparison to Decision Tree

In classical decision theory, a decision tree is the usual way of modelling the decision alter-
natives and their associated costs. A decision tree corresponding to the inspection planning
problem is shown in Figure 3.7. As it is the case of the influence diagram model of Figure
3.6, it encompasses six years of operation.

The decision alternatives (“Inspection”, “No inspection”) emanate from the square nodes in
the tree whereas the branches emanating from the circular nodes are the outcomes (“Find”,
“No find”) of the decisions. Each branch corresponds to a sequence of actions and outcomes
of these actions. In the right margin, the utilities are given for each of the branches. In
the round nodes, the expected utilities are computed. To maximise the expected utility, a
maximisation is performed in each of the square nodes. Solving a decision problem in the
classical way thus implies alternating expectation and maximisation steps.



78 Chapter 3. Inspection Planning for Offshore Jacket Structures

Figure 3.7: Decision tree for six years of operation.

A comparison of Figures 3.6 and 3.7 shows that a decision tree seems to be a much simpler
structure than the corresponding influence diagram. However, this is only true for a low
number of time steps. The number of nodes in the influence diagram model grows linearly
with the number of time steps whereas it grows exponentially in a decision tree. Moreover,
the decision tree does not include any probabilistic calculations or notions of crack growth.
It is solely a way of visualising the decision alternatives and their expected utilities - the
underlying probabilistic modelling must be completed by other means.

3.5.2 Identification of the Optimal Plan

The model computes the expected utilities of the decision alternatives (”Inspection”, ”No
inspection”) for each time step. If the model in Figure 3.6 is extended to encompass thirty
years, the expected utilities shown in Figure 3.8a are obtained. Each time step has one value
for the expected utility of inspection (triangle) and one value for no inspection (square). In
the first two time steps, the expected utility of not inspecting is larger than the expected
utility of inspecting. Therefore, the optimal choice is not to inspect in these time steps.
However, in the third time step (6 years), the optimal choice is to inspect because the
expected utility is now greater for the decision alternative ”inspection”. The expected utility
of all the optimal choices is -2.3 mill. DKK as this is the expected utility in the case where the
optimal choice is made in all time steps. In other words, the figure shows which combination
of decision alternatives to choose in order to obtain the minimal expected costs (maximal
EU). In the time steps T = 6 years, T = 14 years and T = 22 years the expected utility
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Figure 3.8: (a): Expected utility of decision alternatives in each time step. (b): All combi-
nations of optimal plans, inspections are performed at the branching points.

of inspecting the hotspot is greater than of not inspecting it. Inspection should therefore
be carried out in these three time steps. The optimal inspection plan thus appears directly,
simply by choosing the highest expected utility in each time step.

If no cracks or failures are found at the first inspection at T = 6 years, we might argue that
the loads have not been as severe as we expected or that the structure is stronger than we
thought. In any case, the reliability of the structure is increased given this inspection result,
and the expected failure costs are reduced accordingly. It might therefore be rational to
postpone the next inspection. The calculations necessary for evaluating this suggestion are
automatically carried out within the model after insertion of the inspection result.

It is relatively easy to check the expected utilities for all combinations of “Find” and “No
find” in each time step. Figure 3.8b shows all optimal inspection plans given observations.
The figure may be regarded as an event tree where the branches emanate from the points
where inspection has been performed. The branches which correspond to a finding are shown
as full lines, the ”No-find” branches are dashed. The tree is plotted in a coordinate system so
that the level of its branches corresponds to the expected utility of the considered inspection
plan. For the inspection result “No find” at T = 6 years, the updated model suggests that
the next inspection is performed at T = 16 instead of T = 14 years as suggested by Figure
3.8a. Hence, we have immediately saved two years of interest on the inspection costs (and
possibly on the repair costs). But the model also takes into account that the structure is
now safer than before the inspection. This is reflected in the decrease of expected costs over
the lifetime from DKK 2.30 million to DKK 1.32 million. If, by the second inspection at
T = 16 years, we do not find a crack either, then the model does not suggest any further
inspections during the lifetime of 30 years. We see that if no cracks are found, we not only
postpone the second inspection (and possible repair) but also save the third inspection. If,
on the other hand we find a crack during the inspection at T = 6 years, we have to inspect
again at T = 14 years. If we find a crack on this occasion too, a third inspection is required
at T = 22 years. Hence, the influence diagram model is able to identify the optimal plan for
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any sequence of observations.

Most studies of cost-optimal inspection planning deal with a set of inspection times which are
common to both the “Find”-branch and the “No find”-branch. This means for instance that
both of the branching points A and B in Figure 3.8b would appear at the same time (either
at T = 14 or at T = 16 years) independent of the inspection result at T = 6 years. Hence,
the optimisation would be based on a tree which is symmetric with respect to the branching
points. As seen in Figure 3.8b the tree does not have to be symmetric. It should be noted
that the inspection plan corresponding to the lower branch is identical to the initial plan
as identified by Figure 3.8a. The initial plan is therefore dominated by this event sequence
although substantial savings must be expected if “No-find”-results are obtained. This is
in contradiction with a common assumption in inspection planning, namely that ”No find”
may be assumed throughout the lifetime.

It should also be noted that the model is capable of analysing situations where the optimal
plan is not followed. If, for some reason, it is chosen not to inspect the hotspot at T = 6 years
as initially suggested by the model, all we need to do is to insert evidence of no inspection and
let the program compute the optimal plan given this new situation as well as the associated
expected costs. It will suggest an inspection at T = 8 years and the expected costs are DKK
2.40 million, which is 0.1 million more than inspecting at T = 6 years. This increase is due
to the increased failure probability.

3.5.3 Reliability Indices

The above use of the model yields the optimal plans based on a cost optimisation without side
constraints. Building codes often require a lower threshold value for the reliability index to
be maintained throughout the lifetime of the structure. In order to ensure that the structure
complies with the rules, the reliability index must be monitored. In Figure 3.9 the reliability
index as a function of time is plotted for two different inspection plans corresponding to the
upper and lower branches of Figure 3.8b. The reliability index is defined in Equation 2.59
and PF is associated with a two-year interval, corresponding to the nodes PF (Ti). In both
cases the reliability index remains larger than β = 4, although the optimisation is performed
without side constraints. The apparent limit is thus formed by the given relationship between
inspection, repair and failure costs. With the present model it is not possible to optimise
the inspection plan with explicit side constraints. If a different target safety level is desired,
the failure costs or inspection/repair costs must be modified.

3.5.4 Relaxation of Assumption Regarding Sequence of Maximi-
sation and Expectation Operations

In general, solving decision problems involves alternating expectation and maximisation
operations as illustrated in Section 3.5.1. As the models become increasingly complex,



3.5 Results of Decision Model 81

���
��
�
���
���������
��
� ����
������
���

0

1

2

3

4

5

6

0 2 4 6 8 10 12 14 16 18 20 22 24 26 28 30 32 34

�
����������

���
��
�
���
������
��
� ����
������
���

0

1

2

3

4

5

6

0 2 4 6 8 10 12 14 16 18 20 22 24 26 28 30 32 34

�
����������

a b

Figure 3.9: Reliability index as a function of time. (a) In case of No finding at each inspection.
(b) In case of finding at each inspection.

the computational effort may grow beyond tractability. A common way of circumventing
this problem is to neglect the sequential alternation between the two operation types and
simply postpone the maximisation until all expectation operations are completed. The model
shown in Figure 3.6 is in fact an approximate model because it does not respect that the
inspection result of the previous time step is actually known at the time of each decision. The
correct model would look like Figure 3.10, in which the links pointing to the decision nodes
Inspect(Ti) emanate from the InspRes(Ti−1) nodes instead of the decision nodes Inspect(Ti−1).
Unfortunately, it is impossible to compile the correct model with more than seven time steps,
corresponding to a lifetime of fourteen years of the structure. The reason is that the strong
junction tree algorithm must eliminate the unobserved nodes first, then the last decision
node, then the nodes observed between the last but one and the last decision node etc. In
the correct model the InspRes(Ti−1) nodes must therefore be eliminated between Inspect(Ti)
and Inspect(Ti−1). This places more restrictions on the elimination sequence than in the
approximate model where all decision nodes are eliminated at the very end of the sequence.
When the correct model is compiled, the restrictions in the elimination sequence result in
larger cliques and thus in larger computational effort.

The approximate model can be evaluated by considering Figure 3.11, which shows the ex-
pected utilities for the correct versus the approximate model. It is seen that the optimal
decision (inspect at T = 6 years) is unchanged but the expected utility values differ for the
two models. In conclusion, the error seems to be small for the considered type of model.
Connecting the decision nodes sequentially is therefore accepted as a reasonable approxima-
tion.

3.5.5 Sequence Effects

As mentioned in Section 3.3, the main difference between the Hugin and the Proban models
is the way the time aspect is modelled. In the Hugin model the crack depth is developed
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Figure 3.10: Correct decision model for inspection planning.
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incrementally in time whereas a fixed time span is considered in the Proban model. In the
influence diagram model, the load stemming from the sea waves is modelled as independent
variables in each individual time step (A-variables). Therefore, any sequence of large and
small loads may be assigned to the load variables and the impact evaluated by the program.
Such sequence effects are rarely accounted for in traditional fatigue models.

Bogdanoff’s cumulative damage model mentioned in Section 3.3.4 may account for sequence
effects in approximately the same way as the influence diagram model. However, the Bog-
danoff model suffers from lack of a well-defined damage model. Moreover, it does not have
the feature of decision and utility nodes.

3.6 Discussion

The decision model is based on a very simple crack growth model. Many improvements have
been made since Paris’ equation was suggested, many of which have been implemented in
reliability analyses. Examples are two-dimensional modelling of the cracks, crack closure
and threshold ranges. In this study the crack growth formula is used in its deterministic
form, solely to establish the conditional probability table for the a-variables. Once these
tables have been created, the crack growth formula is no longer used in the probabilistic
model. For the endpoint method of probability assignment described in Section 3.3.3, this
implies that any formulation and complexity of the crack growth formula may be chosen
without impact on the complexity of the Bayesian network model. Formulas which are more
elaborate may therefore easily replace the applied crack growth formula. For the sampling
scheme, the formula has to be an explicit expression of a in terms of the other variables.

The probabilistic model is rather simple as only three of the seven variables are modelled
stochastically. This choice is made by considering the computational complexity of the
Bayesian network model. The state space grows exponentially in the number of nodes and in
the number of states in each node. With fifteen time steps, the total table size would become
too large if all seven variables were modelled stochastically with a reasonable discretisation.
As for any modelling technique, computational complexity is a challenge which has to be
taken seriously. The decision model presented in this chapter is close to the limit of the
software used. This does not make the general use of Bayesian networks a problem. As in
the case of finite element analysis, it is important to pay attention to the necessary level of
granularity in the various parts of a given model. Significant reductions in computational
complexity can be achieved by restricting the use of a fine mesh (fine discretisation) to the
areas in which accuracy is needed and modelling the remaining part at a cruder level.

Discretisation of the variable domain is necessary as continuous variables can only be handled
for very restricted classes of distributions and topologies. The most straightforward approach
is to discretise each variable uniformly and only take into account the trade-off between
accuracy and computational complexity. However, in some cases, such as exponentially
distributed variables, better accuracy may be achieved by non-uniform discretisation while
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the same complexity is preserved. The choice of discretisation algorithm depends on the
purpose of the model.

If a crack is found during an inspection, its length may be measured to give an impression of
the condition of the structure. In the presented model, it is not possible to enter quantitative
information of this kind. However, by simply adding a number of states to the InspRes(Ti)
node as well as a mapping from crack length to crack depth, this feature may be included.

Despite the above-mentioned problems, the presented influence diagram model offers the
following advantages:

• It readily reproduces results obtained by structural reliability methods

• The most likely failure point (design point) is easily found by max-propagation

• The network representation allows easy conveying of the concepts to third parties and
makes it easy to validate the probabilistic model

• The optimal plan may be directly identified once the model has been established and
compiled

• In the event of available inspection results the plan may be updated

• All optimal plans may be identified

• Sequence effects may be evaluated

3.7 Conclusion

A model for probabilistic fatigue crack growth has been established using Bayesian net-
works. On this basis a full decision model was built and its results and behaviour have been
described and analysed. It was found that the advantages of this method are significant,
thus demonstrating the potential of the modelling technique. It was shown that influence
diagrams are able to model correctly important aspects of structural reliability methods as
well as a number of additional features. There is room for improvement and the model must
be extended in some respects in order to be applicable in practice.

In some cases, it may be a better solution to choose POMDPs (Partially Observable Markov
Decision Processes) as a modelling tool for planning problems, because they are computa-
tionally less intensive than Bayesian networks. As the name suggests, this class of models
satisfies the Markov property that each time slice is dependent only on its predecessor.
Common parents such as the model uncertainty may thus not be included. It is out of the
scope of this study to investigate POMDPs further although there is a close relation between
Bayesian networks and POMDPs. Instead, reference is made to Kaelbling et al. [42].



Chapter 4

Upheaval Buckling

The contents of this chapter are based on work performed in collaboration with C. F. Chris-
tensen, RAMBØLL Consultant Engineers, and Peter Friis Hansen, Technical University of
Denmark. Some of the results have previously been published in Friis-Hansen et al. [27] and
Christensen and Friis-Hansen [11].

4.1 Introduction

In the North Sea, by far the main part of oil and gas is transported via pipelines from the
offshore production facilities to the land-based oil terminals and refineries. The pipelines are
typically trenched/buried in the seabed to protect them against wave and current loads. The
majority of the offshore pipelines in the North Sea have reached an age of 20-30 years and
are thus approaching the end of their design life. Replacement is very costly and continued
operation (lifetime extension) can only be allowed after a thorough inspection and evaluation
of the condition of the pipelines.

The transported oil and gas is hot (often around 80◦C) at the inlet but cools during passage
of the pipeline. The production is typically shut down for two or three days once a year
for maintenance. In addition, production interruptions of ten minutes to two hours are
encountered approximately twice a month. This means that the operating temperature of
the pipeline is varying.

At positive temperature changes, the pipeline will expand. Because a buried pipeline is not
free to expand but restrained by friction with the soil, the pipe will be subjected to an axial
compressive load. This translates into a vertical force exerted by the pipe on the soil cover.
If this vertical force exceeds the restraint created by the weight of the soil cover, the bending
stiffness of the pipe and its submerged weight, the pipe will tend to move in the vertical
plane, and considerable displacements may occur. This phenomenon is known as upheaval
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Figure 4.1: Illustration of upheaval buckling.

buckling. Repeated cycles of high and low temperatures can cause the buckle to grow. In
severe cases the pipe may even protrude out of the seabed as illustrated in Figure 4.1. This
is a very dangerous situation, not only because of the deformations following from the sharp
buckle, but also because wave and current forces on the free part of the pipe will impose a
fluctuating load and may also cause scouring so that an even larger part of the pipeline is
exposed.

A buckle may be prevented from developing by dumping a layer of stones on the seabed on
top of the buckle. This stabilises the soil cover, i.e. weighs down the pipeline. It is only
necessary (and cost-effective) to dump stones on potentially critical locations. These must
therefore be identified and in each case it must be decided how many stones to dump.

4.1.1 Previous Studies

An analytical model has been established in Pedersen and Jensen [66] with the aim of
establishing a design criterion against upheaval buckling. The suggested model is a linearised
analytical model and may as such be considered sufficiently accurate only when the upheaval
displacement is relatively small. Based on this model a reliability model was formulated in
Koppel and Hansen [46], taking into account the uncertainties of the parameters of the
deterministic model. The limit-state function was defined in terms of a limiting value on the
maximum allowable temperature increase of the pipeline. It was found that the governing
parameters in the reliability calculation were the cover height H, the pipeline deflection
δf and the length of the buckle L0, see Figure 4.2. Furthermore, it was outlined how an
updating can be performed in case the three mentioned quantities are observed.
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Figure 4.2: Illustration of upheaval buckling.

 
 
 
 
 
 
 
 
 
 
 
 
 

Pipe 

Figure 4.3: Distance measurements.

4.1.2 Approach

By using side scan sonar, the distance from the mean water level (MWL) to the seabed and
to the pipeline top may be measured, see Figure 4.3. From such measurements, estimates of
the desired three quantities may be extracted. In Christensen and Friis-Hansen [11] a dataset
comprising measurements from 2.5 km of pipeline is used to estimate these quantities and
update the reliability model as a basis for requalification. In addition, a decision model is
formulated to support the choice of remedial action.

The particular focus in this chapter is on building a decision model using influence diagrams.
The objective is to establish a model which, based on the estimated values for H, δf and L0,
is able to update the reliability of the pipeline and rank the potential failure locations with
respect to reliability. Furthermore, it should suggest in which locations, to dump stones and
in each case how many. This is obtained by enabling the model to perform cost minimisation.
In addition, it is described how Hugin models can be integrated with other programs, here
MS Excel, to insert evidence and extract results automatically.

Hence, a decision model is established which is very easy to use and in principle may be used
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on site as soon as the data has been collected.

4.2 Reliability Model

The reliability model is based on the model by Pedersen and Jensen [66], in which the pipe is
regarded as a column with an initial upward deflection. The column is subject to compressive
forces from thermal expansion. The compressive forces can be expressed as a function of,
among other parameters, the temperature increase ∆T , the length of the buckle L0 and the
deflection δf . The compressive forces combined with an initial upward deflection result in
an upward displacement counteracted by the gravitational force of the soil cover. In the
original model by Pedersen and Jensen [66], the resistance to uplift of the pipe was governed
by the friction between soil and pipe. In the reliability model by Koppel and Hansen [46], it
is assumed that the soil cover can only sustain a certain vertical displacement before local
shear failure of the soil layer occurs. The failure criterion is thus based on the maximum
uplift resistance to shear failure of the cover layer. The carrying capacity of the soil is
governed by the load factor fd, the diameter of the pipe D and the thickness of the soil cover
H. A limit-state function can be formulated in terms of the temperature increase ∆Tmax at
which the shear failure occurs:

g(x) =MU∆T −∆Tmax (4.1)

where MU is the model uncertainty. For a complete description of the reliability model,
reference is made to Koppel and Hansen [46]. In Table 4.1 the variables and their distribu-
tions are specified. As also described in [46], the model may be updated if H, L0 and δf are
known.

4.3 Data Collection and Parameter Estimation

Data is collected by side scan sonar from 2.5 km of pipeline in the North Sea. Data points
are obtained for every 25 cm, which yields 10 000 points. The distance from the mean water
level (MWL) to the seabed and to the pipeline top is measured. The surface of the pipeline
is harder than the seabed and gives a clearer reflection of the sonar signals.

4.3.1 Estimation of the Pipeline Level

It is assumed that the pipeline locally is shaped as a second order polynomial. The distance
from the MWL to the pipeline Ypipe may therefore be expressed as Ypipe = x2θ2 + xθ1 + θ0,
where x is the pipeline position in the longitudinal direction (see Figure 4.1) and θ is the
vector of unknown parameters in the model. For each new measurement, the parameters
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Variable Description Mean CoV Distribution

D Inner pipe diameter 257.2 mm – Deterministic
t Wall thickness 15.9 mm 3 % Normal

∆pmax Annual max. pressure diff. 22.0 MPa 2 % Gumbel
∆Tmax Annual max. temperature increase 40.0 ◦C 10 % Gumbel

δf Imperfection height – 15 % Log Normal
L0 Imperfection length 50.0 m 10 % Log Normal
E Young’s modulus 210 GPa – Deterministic
ν Poisson’s ratio 0.30 – Deterministic
α Thermal expansion coefficient 11.7 · 10−6 ◦C−1 – Deterministic
H Cover height 1.40 m 10 % Log Normal
ρsoil Soil density 1000 kg/m3 5 % Normal
fd Load factor 0.5 10 % Normal
ζ Frictional coefficient 0.35 – Deterministic

MU Model uncertainty 1.0 15 % Normal

Table 4.1: Reliability model. Variables and their distributions.

are updated thus yielding a local estimate based on all previous values. Since the water
depth varies along the pipeline, the regression model is assumed to have a local constant
mean value. Therefore, a memory factor λ is introduced, so that λi is the weight of the
observation i steps earlier than the newest observation. Based on this weighted least square
formulation, estimates of mean and standard deviation of the vertical pipeline level are
obtained. The measurements show only negligible deflections. In order to illustrate the
decision model, three artificial buckles have been introduced. In Figure 4.4 the estimated
mean level is shown. Three local deflections are observed with amplitudes in the range of 20
to 25 cm and 27 minor deflections of 1 to 3 cm.

4.3.2 Estimation of the Buckle Length L0

Negative curvature of the pipeline indicates a potentially critical location. Irrespective of
the fluctuating sonar signal from the pipeline, the pipeline is known to follow a smooth
curve with a wavelength L0 of no less than 20 metres. A low-pass filtering of the measured
signal is therefore performed to eliminate the noise. The filtered signal is differentiated
twice (numerically) in order to obtain the curvature sign, see Figure 4.4. Both the originally
estimated level and the level of the pipeline after the low-pass filtering are shown. The part
with negative curvature is highlighted by bold. It should be noted that the filtered data is
used to find the buckle length only. The decrease in amplitude in the filtered data is therefore
of no importance to the estimation of the deflection δf or the soil cover thickness H. The
uncertainty on L0 has not been theoretically estimated but the coefficient of variation (CoV)
is set to 10%.
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Figure 4.4: Estimated pipeline depth (in metres), low-pass filtered signal and identified
buckles. The abscissa shows the location along the pipeline (in metres).

4.3.3 Estimation of the Deflection δf

The estimated pipeline levels, which correspond to the ends of the identified buckle, are
denoted Ye and Ys, see Figure 4.5. The maximum deflection δf of the buckle is taken to be
the largest distance between the estimated pipeline level and the straight line connecting
the points (xe, Ye) and (xs, Ys). The variance of the deflection is taken to be the estimated
variance of the pipeline level (as described in section 4.3.1) in the location with the largest
deflection.

4.3.4 Estimation of the Cover Height H

The cover height H is given as the difference between the distance from the MWL to the
pipeline (Ypipeline) and the distance from the MWL to the seabed (Yseabed):

H = Ypipeline − Yseabed (4.2)

The distance to the seabed is estimated in the same way as the distance to the pipeline. For
each of the potentially critical locations, the mean and variance of the cover height may be
computed. This is done by using the data points from the mid-third of each buckle length.

The mean of the cover height is simply the difference between the two means:

E(H) = E(Ypipeline)− E(Yseabed) (4.3)
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Figure 4.5: Estimation of wavelength and deflection.

Location Buckle length Cover height Cover height Deflection Deflection
- E(L0) [m] E(H) [m] s(H) [m] E(δf ) [m] s(δf ) [m]
1 23.9 0.926 0.014 0.202 0.011
2 22.4 1.006 0.012 0.025 0.005
3 23.4 0.908 0.016 0.249 0.014
4 25.2 1.360 0.014 0.239 0.011

Table 4.2: Estimated parameters in different failure locations. s(·) denotes the estimated
standard deviation.

The variance of the cover height H may be found as

V ar[H] = V ar[Ypipeline] + V ar[Yseabed]− 2Cov[Ypipeline, Yseabed] (4.4)

Due to simultaneous measurement of both quantities (Ypipeline, Yseabed), the correlation will
be positive. Therefore, it is conservative to assume zero correlation. Returning to Figure
4.4 we see that if locations where the deflection is smaller than 2 cm are neglected, only
four locations are of interest. They are found at approximately 675, 1070, 1225 and 2025 m.
Estimated statistics for these four locations are shown in Table 4.2.

4.4 Basic Reliability Model as a Bayesian Network

The network in Figure 4.6 shows the basic probabilistic model for the reliability of each
buckle. The input variables H, L0 and δf (H, L and d in the figure) are continuous by nature
and have therefore been discretised. From physical considerations, we know approximately
in which ranges they lie. An equidistant discretisation is chosen, yielding the values shown
in Table 4.3. Arity is a term for the number of discretisation intervals.
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Figure 4.6: Basic probabilistic model for upheaval buckling.

Variable Range Arity Interval
length

H 0.4 - 2.0 m 32 0.05 m
L 17 - 38 m 21 1.0 m
d 0.02 - 0.44 m 21 0.02 m

Table 4.3: Variable distributions, ranges and discretisations.

The node PF has two states: ”Fail” and ”Safe”. It thus holds the probability of failure due
to upheaval buckling given values of the input variables H, L and d. The conditional proba-
bility distribution is established by the following procedure: For each of the 32·21·21 = 14112
configurations of the input variables H, L and d, a reliability calculation (FORM/SORM)
is performed, assuming the input variables to be uniformly distributed in the intervals cor-
responding to the configuration in question. The rest of the variables assume their original
distributions given in Table 4.1. In this way, the uncertainty of the unobserved variables is
integrated out so that they are not explicitly a part of the model but still constitute an im-
plicit part. Since convergence is not guaranteed for FORM/SORM iterations, much missing
data is found in the conditional probability table established in this way. An interpolation
scheme has been devised in order to complete the table.

4.4.1 Design Point

In general, a reliability index is calculated by identifying the most probable failure point
on the corresponding limit-state surface. This point (design point) may equally well be
identified by performing max-propagation in a Bayesian network model. Consider the model
of Figure 4.6, in which the input variables H, L and d are assigned the same distributions
as in the FORM/SORM analysis performed in Koppel and Hansen [46] (see Table 4.1). The
design point may now be found by inserting evidence on the failure state in the PF -node and
subsequently performing a max-propagation. The result is the most probable configuration:
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Figure 4.7: Decision model for upheaval buckling.

H ∈ [1.15, 1.20], L ∈ [21, 22], d ∈ [0.32, 0.34], which agrees very well with the design point
found by the reliability model of [46], namely H= 1.20 m, L = 21.4 m and d = 0.329 m.

4.5 Decision Model for Upheaval Buckling

In Figure 4.7, the basic probabilistic model of Figure 4.6 has been extended to account
also for measuring uncertainty and include decision and cost nodes. In this model, the
nodes H, L and d are assumed to hold the true values while Hobs, Lobs and dobs hold the
measured/estimated values. The conditional probability tables of Hobs, Lobs and dobs account
for the measuring uncertainty in terms of the probability of a measurement (plus subsequent
estimation) given the true state of the variable. In this study, it is assumed that the measured
value can be expressed as the true value plus a Gaussian noise term with zero mean. The
uncertainty is modelled as three independent variables although they are related to the same
sonar measurements. Based on the estimated standard deviations shown in Table 4.2, the
measuring uncertainty is conservatively modelled by the standard deviations given in Table
4.4.

The input variables H, L and d are assigned uniform distributions (diffuse prior) so that
the posterior is governed maximally by the evidence. When evidence on Lobs is inserted,
the distribution of L is updated, taking into account the measuring uncertainty, and further
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Variable Range Arity Interval Distri- Mean Std.
length bution dev.

Hobs 0.4 - 2.0 m 32 0.05 m Cond. Gauss. H 0.016 m
Lobs 17 - 38 m 21 1.0 m Cond. Gauss. L 2.5 m
Dobs 0.02 - 0.44 m 21 0.02 m Cond. Gauss. d 0.04 m

Table 4.4: Variable distributions, ranges and discretisations.
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Figure 4.8: Geometry of dumped stone layer.

propagated to the rest of the network. The same mechanism applies to the deflection d and
the cover height H.

The rectangular node Dump in Figure 4.7 models the repair decision. The decision alterna-
tives comprise No dumping, Dumping 0.3 m, 0.4 m ... 1 m. The stones are placed by a fall
pipe over a length of 50 m and with a cross-section of the stone bed as shown in Figure 4.8.
The stone layer has an effective density of 1.3 tons/m3.

The uncertainty of the layer thickness is modelled by a conditional Gaussian distribution
where the mean is given by the decision node Dump. The coefficient of variation on the
stone height is assumed to be 10 %. The node Hdump models a total equivalent cover height
accounting for the different densities of stones and soil. Due to the relative density, the CoV
becomes 1.3·10 % = 13 %.

It should be noted that since the obs-nodes are observed before the decision is taken, the
model ought to contain arcs from each of the obs-nodes to the decision node Dump. For this
model, however, leaving them out does not change the expected utilities and consequently
the optimal decision is preserved.

4.5.1 Cost Modelling

The total costs CT of operating the pipeline for one year can be expressed as

CT = CFP (F | ms) + Csms + Cm 1ms>0 (4.5)
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where CF is the failure costs (DKK 1 million per day) including repair expenses and deferred
production costs. Cs is the cost per ton stone (DKK 125 per ton), ms is the mass of dumped
stones, Cm the mobilisation cost for stone dumping (DKK 2 million), and P (F | ms) the
conditional failure probability given that ms tons of stones are dumped. The indicator
function 1ms>0 takes the value of unity if ms > 0, i.e. if dumping takes place, and zero
otherwise.

Cdum in Figure 4.7 models the costs associated with the dumping, i.e. the terms Csms +
Cm 1ms>0. The node PF holds the conditional failure probability. It is governed by Hdump,
L and d. The utility node CF holds the failure costs. It is assumed that in case of failure,
the repair will last approximately sixteen days and the failure costs are therefore DKK 16
million. Together with the failure probability, CF defines the expected failure costs of the
considered location of the pipeline.

4.5.2 External Control of the Hugin Model

The Hugin model can be linked to a macro, for instance programmed in Visual Basic. Thus,
the network model works as an inference engine controlled by the macro via the Hugin API
(Application Program Interface).

In this study, the estimated values for each potentially critical location are held in a spread-
sheet table. A macro inserts the estimated values in the obs-variables of the Hugin model.
After propagation, various outputs may be extracted from the Hugin model and inserted
in the spreadsheet again. The desired outputs are the failure probability and the expected
utility of each decision alternative. An example of a macro is given in Appendix B. By let-
ting the macro successively insert evidence for each failure location, a ranking of the failure
locations with respect to their individual reliability indices is performed. This is of inter-
est because the system reliability is governed by the element with the lowest reliability. In
each run, the optimal decision for each location (when regarded individually) is identified
by comparing the utilities of the decision alternatives.

4.5.3 Results

For the four locations found previously, the outcomes are shown in Table 4.5. It is seen that
only location 3 is dangerous enough to justify the costs of dumping. It is also seen that the
optimal decision is to dump a stone layer of 0.4 m and that this increases the reliability index
from β = 1.13 to β = 3.39. The safety of the remaining locations is too high to justify the
costs of dumping. However, if dumping must be performed in one location, it may be worth
bringing along some more stones and dump them in the second most dangerous location
(location 1). The reliability index for this location is as low as 1.63. The optimal decision is
identified by removing the mobilisation costs from the cost node Cdum and then performing
the analysis for each location again.
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Loca- Cover Length Deflect. Pf β EU of Dump. Pf after β after
tion height no no optim. height optim. optim.

H L δf dump. dump. decis. [m] decis. decis.
3 0.908 23.4 0.249 0.13022 1.13 -2024 0.4 0.00035 3.39
1 0.926 23.9 0.202 0.05175 1.63 -828 0 0.05175 1.63
4 1.360 25.3 0.239 0.00009 3.75 -1.4 0 0.00009 3.75
2 1.006 22.4 0.025 0.00001 4.38 -0.10 0 0.00001 4.38

Table 4.5: Results of applying the combined system of Hugin, Excel and a Visual Basic
macro to the set of identified critical locations.

Loca- Cover Length Deflect. Pf β EU of Dump. Pf after β after
tion height no no optim. height optim. optim.

H L δf dump. dump. decis. [m] decis. decis.
1 0.926 23.9 0.202 0.05175 1.63 -19.0 0.3 0.00044 3.33

Table 4.6: New results for location 1 after it is given that the mobilisation costs must be
paid.

The optimal set of decisions is now altered so that dumping a layer of 0.3 m in location 1 is
cost-optimal. This increases the reliability index for this location from β = 1.63 to β = 3.33.
The new data for location 1 is seen in Table 4.6. Locations 2 and 4 are safe enough as they
are - it is not worth the effort to secure them further.

4.6 System Reliability

The procedure described above regards each location individually, although in reality the
system reliability and the total maintenance costs are the governing factors. The system
reliability is governed by the reliability of the most critical location. Therefore, even if the
reliability of the most critical location is increased considerably by the repair, the system
reliability may still be low due to other critical locations. If so, the expected failure costs
may not have decreased very much, and additional repair of the second most, third most
critical location etc. may be cost-optimal.

In order to model this adequately, it is necessary to include explicitly the system reliability
and the total maintenance costs. This is done in the model shown in Figure 4.9. It covers two
critical locations, referred to by the number in brackets. The eighteen nodes Hobs(·), Lobs(·),
dobs(·), H(·), L(·), d(·), Dump(·), Hdump(·) and PF (·) are identical to the corresponding
nodes of Figure 4.7, i.e. their states and probability distributions are the same. As in
the previous model, evidence according to observations from the two locations is inserted
in the obs-nodes and the decision alternatives are modelled by the two rectangular nodes.
Although the two decisions are taken simultaneously, they are linked simply because the
strong junction tree algorithm requires an ordering of the decisions.
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Figure 4.9: Decision model for system reliability for upheaval buckling.

Loca- Pf (sys) βsys EU of Dump. Pf (sys) after βsys after
tion no no optim. height optim. optim.

dump. dump. decis. [m] decis. decis.
3 and 1 0.17523 0.94 -2043 0.4 and 0.3 0.00079 3.16

Table 4.7: Results of applying the system model to the two most critical locations.

The node PF (sys) combines the failure probabilities of the two locations to obtain the failure
probability of the system. It is constructed as an or-gate because the system fails if either
or both locations fail. The failure costs are modelled by the node Cfail and the repair costs
are modelled by the node Ddum as a function of both dumping decisions.

As shown in Table 4.7, the optimal decision is to dump a stone layer of 0.4 m in location 3
and 0.3 m in location 1. The expected utility of doing so is EU= -2043, which corresponds
to the sum of the optimal decisions of Tables 4.5 and 4.6 (-2024 + -19). The system model
thus directly identifies the correct strategy without the trick of subtracting the mobilisation
costs in the second run.

In this model, the system failure probability is explicitly available and can be monitored
directly. Furthermore, it is possible to investigate the consequences of not following the
optimal decision strategy. If it is chosen not to repair the most critical location, then the
model suggests neither to repair the second most critical. Likewise, if it is chosen to repair
the second most critical location alone, this has no effect on the optimal decision regarding
the most dangerous location. This makes sense because it is not worth spending resources



98 Chapter 4. Upheaval Buckling

on repair work which does not increase the system reliability. If it is chosen to repair the
most critical location by dumping a different amount than the optimal one, then the model
still suggests dumping a layer of 0.3 m in the second most critical location. Again, this is
based on the impact on the system reliability.

Similar to the decision model for one failure location (Figure 4.7), links from each obs-node
to the decision nodes ought to be added. However, this makes the model too large for Hugin
to handle. The reason is that since the obs-nodes are observed before the decisions are taken,
they have to be eliminated last. This necessitates many fill-in links and ultimately yields
very large cliques. These require large storage and computational capacity. However, as the
optimal decisions were not affected by the simplification of leaving these links out in the
small model (Figure 4.7), they are left out of the larger model as well, even if doing so is
not theoretically justified. Moreover, correlation between variables, which are common to
the locations (such as frictional coefficient and load factor), has not been accounted for.

In the form of Figure 4.9, the model can be extended to account for more failure locations.
For each additional location this requires one arrow pointing to the node Cdum and one
pointing to PF (sys). The decision nodes must also be linked to form a decision ordering.
This increases the size of the model because of the following changes: In the moralised graph,
links must be added between all PF (·)-nodes and between all decision nodes. The PF-nodes
have two states, so the PF(sys)-table grows by a factor of two for each additional location.
The Dump(·)-node has nine states and the size of the cost node Cdum thus grows by a
factor of nine for each new location. An increase in model complexity is thus expected.

After compilation in Hugin, the junction tree of the model shown in Figure 4.9 has 15 cliques
and a total clique table size of 80 · 103. When an additional location is added, 22 cliques are
formed and the total clique table size increases to 121·103. With four locations, 29 cliques are
formed and the clique table size increases to 419·103. This demonstrates that the complexity
grows considerably for each additional location but the model does not become prohibitively
large for four locations.

4.7 Conclusion

The aim of the present study was to establish a model for requalification of pipelines with
respect to upheaval buckling. Measurements from 2.5 kilometres of pipeline were used to
establish statistics for initial deflection, buckle length and soil cover thickness of the pipeline.

A reliability model was formulated as a Bayesian network model, which enabled insertion of
estimated parameters as evidence. The parameters were estimated from real data. The con-
ditional probability tables of the failure probability nodes were established by FORM/SORM
algorithms. In the process of building the model, the uncertainty on the unobservable vari-
ables was accounted for by integrating them out, thus allowing only the observable nodes
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to be a part of the model. Both the assignment of conditional probabilities and the out-
integration represent a different approach than the one suggested in the previous chapter.

The reliability model was extended to an influence diagram comprising decision and cost
nodes. This model was linked to Excel via the API so that insertion and extraction of
information were facilitated. Thus, the identified locations could easily be ranked with
respect to failure probability. In addition, the computation of expected utility of the decision
alternatives constituted decision support regarding cost-optimal repair, i.e. the amount of
stones to dump in each location. However, it is not enough to base the repair decisions on
analyses of each individual location; the system must be regarded as a whole. Therefore,
the decision model was extended to comprise the impact of each decision on the system
reliability and the associated expected utility. Although computationally more intensive,
this model is far more realistic than the previous one.

The temporal development of a buckle (the upheaval creep rate) is not a part of the present
model because the model is formulated as a stability problem in the temperature. It is not
a trivial task to modify the model to include the creep growth. Doing this would require
formulation of the full non-linear model, for which convergence is not always guaranteed.
Consequently, it is impossible to predict the time to the next inspection.

Because many of the variables originally present in the reliability model have been eliminated,
the model is relatively simple to use. If necessary, it could be used on site thus making the
repair decision immediately after completion of the sonar measurements. All together, the
properties of influence diagrams have been exploited to establish a transparent decision
model which is easy to use.

The study has demonstrated the use of Hugin in conjunction with the interface to other
programs, which makes it possible to use Bayesian networks and influence diagrams in a
larger framework.

The use of Bayesian networks in combination with other probabilistic models is one of the
key strengths of Bayesian networks. Similarly to modelling system reliability, it is possible
to include multiple failure modes (analysed separately by e.g. FORM/SORM) in the same
Bayesian network model to obtain the total reliability of the system.
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Chapter 5

Condition Monitoring of Marine
Diesel Engines

The analyses performed in this chapter are based on a dataset made available by Torben
Fog, MAN B & W Diesel A/S Copenhagen.

5.1 Preface to Chapter 5

The original intention was to exploit the properties of Bayesian networks for diagnosis based
on inputs from multiple sensors. We set out to construct a diagnosis system expecting the
uncertainty on the classification to be large and the sensors to be numerous. The idea
was to use the updating facilities to obtain better predictions of the engine condition when
observations were made. However, the available dataset comprised only one type of sensor,
i.e. it was not possible to obtain concurrent data from more than one sensor. Secondly, it
proved possible to detect two failure modes from the same signal without misclassification,
which means the combining feature of Bayesian networks was not necessary to discriminate
between the failure modes. Since the developed classifiers work so efficiently, this chapter
focuses on the classifiers, i.e. more on detection than on diagnosis. Hence, Bayesian networks
do not play a significant role in this chapter although some general considerations of diagnosis
systems based on Bayesian networks are made.

5.2 Introduction

The objective of this chapter is to identify efficient classifiers for detection of two different
failure modes in marine diesel engines, namely exhaust valve leaks and defective injection
(misfire). The classification is based on structure-borne stress waves from recorded Acoustic

101



102 Chapter 5. Condition Monitoring of Marine Diesel Engines

Emission (AE) data obtained during experiments on the Research Engine of MAN B&W
Diesel A/S in Copenhagen, which is a two-stroke four cylinder 500 mm bore low-speed marine
diesel engine with an approximate output of 10 000 BHP. The study may be seen as a step
towards a diagnostic system, which can assist in the interpretation of measurements and
detection of causes of abnormalities during operation of the engine.

5.2.1 Background

Fast and reliable transportation is important to the supply chain of modern society. Sea
transportation accounts for a substantial part of all transportation services, and the reliabil-
ity and the predictability of this part of the chain thus have an impact on the total system. It
is therefore important that ships are always operable, and in particular that the propulsion
is efficient. On a ship, many systems are redundant, yet the main engine is not doubled.
The whole system is therefore sensitive to the reliability of this device.

The consequences of a disruption of the main engine fall within a wide range. Under benign
conditions, the consequence may only be a transport delay because the crew can fix the
problem alone and continue the voyage. In other cases, spare parts must be brought to
the vessel or a specialist team of engineers must be called on to perform the necessary
replacement. Often the vessel must be towed in order to get it into sheltered waters. If the
disruption occurs during a storm or in a confined or heavily trafficked area, the consequences
may be fatal for the crew, vessel and load.

In any case, a main engine breakdown is an undesired event entailing substantial costs. It
is in the interest of all parties of the ship operation (owner, crew, customer) to avoid this
situation and thus minimise the risk associated with the operation. The costs associated
with such events may hardly be reduced; therefore, the only way of reducing the risk is
through increased reliability of the main engine. This may be achieved by enhancing the
maintenance effort, which implies increased inspection and/or more frequent overhauls. It
also increases the costs. Automatic monitoring of key parameters is an inexpensive way of
inspecting vital components and thus increase the available amount of information about
the condition of the system. In this way a basis for condition-based maintenance is provided.

5.2.2 Failure Modes

Many components in a marine engine room such as fuel pumps and lubrication oil pumps
have redundant systems to ensure continued operation if one of the systems fails. The heart
of a combustion engine is the combustion chamber and the surrounding parts for which
no redundancy exists. The cylinder condition is therefore crucial to the operation and is
a natural starting point for the development of monitoring systems. Correct operation is
dependent on tightness of the combustion chamber, i.e. the sealing faces of the valves and
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the piston rings. In addition, the injection must be accurately controlled with respect to
both timing and amount.

Cylinder condition monitoring comprises the condition of piston and piston rings, liner,
exhaust valve, injector and cylinder lubrication. Each of these components may fail in
various ways. The cylinder liner may suffer from scuffing and various forms of corrosion. For
piston rings, blow-by, sticking and collapse are the main failure modes. The injector may
for instance be obstructed by salt deposits from sea water in the fuel oil.

The purpose of the exhaust valve is to seal the combustion chamber from the surroundings
during compression and thus ensure maximum pressure in the cylinder during the combustion
event. This again is necessary for achieving maximum engine performance in terms of output
power. Exhaust valve leaks (or burn-throughs) are usually initiated by dent marks from
deposits of the combustion products on the sealing face of the valve. Due to hot corrosion, the
cross-sectional area of the leak will increase rapidly and the engine output performance will
decrease correspondingly. Combustion gas may also penetrate the crack and give asymmetric
heating, which enables further growth of the failure.

If the leak is detected at an early stage, reconditioning of the damaged valve may be possible,
but more often the valve has to be replaced. In both cases repair and replacement are a
time-consuming process, which may cause costly transport delays. It is therefore of great
importance to be able to monitor the degradation of the exhaust valve so that the associated
maintenance work can be properly scheduled and continuous operation of the vessel ensured.

5.2.3 Technologies and Previous Studies

Generally, a distinction must be made between detection systems and diagnostic systems.
Detection systems are meant to give early warnings of failures. They are based on very
reliable tests for safe discrimination between normal and faulty operation. Diagnostic sys-
tems are designed to combine inputs from multiple sensors to yield a better picture of the
condition of the system in question. Diagnosing is thus a more uncertain undertaking and
the purpose of combining multiple inputs is to reduce the uncertainty.

The research field of fault detection is based on sensor technology and signal processing.
A signal (as for instance a vibration record) may be analysed in the time domain or in
the frequency domain. Plots in the time domain are usually easier to understand, because
mechanical events are visible as a function of time. However, they may not yield much
information about faults because a signal in the time domain is composed of superposed
signals with many different frequencies. The frequency of a signal from a faulty component
is thus hidden behind a lot of noise. The frequency domain displays the magnitude of the
various components of the signal as a function of their frequency. The disadvantage is that
the transformation is valid only if the signal is stationary.
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The time domain and the frequency domain may even be combined in the so-called time-
frequency analyses. In Safizadeh et al. [70] a comprehensive account of such methods is
given. The basic idea is to split the signal into smaller parts (which are assumed to be
stationary) and transform each of these to the frequency domain. The spectra are then
plotted on a time axis to monitor the temporal development of the spectra. The problem is
to obtain high resolution in the time domain and the frequency domain simultaneously.

In the field of diagnosis, i.e. the combination of sensor readings (uncertain evidence), neural
networks, multivariate statistics and other probabilistic approaches are the core technologies.
Neural networks, however, seem to be the commonest tool for this task.

The development of commercial systems for monitoring and diagnosis has gone from mea-
suring and displaying a few parameters to actually recording a vast number of parameters.
The idea is to identify abnormal running conditions and give corresponding warnings. The
diagnosis is then left to the engineer on duty. Typically, a permissible range for each of
the measured quantities is defined and if the limits are exceeded, a warning is shown. Such
systems are now standard for most engine manufacturers. The next step is to combine the
sensor readings to reasonable diagnoses. This has only been accomplished on a small scale.
In Appendix A a number of commercial systems for engine monitoring and diagnosis are
described.

In this study, the focus is on detection of exhaust valve leaks and misfire. As a part of a
previous study (see Fog [25]), experiments were carried out on the Research Engine of MAN
B&W Diesel A/S. Analysis of the obtained dataset has been reported in Fog [25] and Fog et
al. [26], in which the classification task was performed using an ensemble of neural networks
which outputted posterior probabilities of the valve condition. Other studies of detection
systems for exhaust valve leaks have been reported, for instance in Bardou and Sidahmed
[5].

5.3 Experiments and Dataset

The Research Engine is a two-stroke, four-cylinder low-speed diesel engine with a 500 mm
bore. From the series of experiments reported in Fog [25], it was concluded that acoustic
emission (AE) signals were better indicators of mechanical events than the other investigated
detection methods (temperature of exhaust gas, cylinder pressure and vibration measure-
ments by accelerometers). AE sensors measure structure-borne stress waves released as
energy when deformation of the material occurs. It was also found that exhaust valve leaks
were detected more efficiently by AE signals than by other methods. AE has proved su-
perior to the other measurements obtained, indicating sensitivity to both mechanical and
fluid-mechanical events, where acceleration for instance is sensitive only to the mechanical
activity. In this study, the only signal type investigated is the AE signals.

Two identical AE sensors were mounted in two different positions on the exhaust valve
housing as shown in Figure 5.1. During operation of the engine, AE signals were recorded
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Figure 5.1: Approximate positions of the two AE sensors on the outside surface of the valve
housing. The accelerometer and the thermocouple are not used in this study. See also Fog
et al. [26]

from each of the sensors. In addition, a shaft-timing signal with a resolution of 2048 angle-
specific pulses per revolution and a Top Dead Centre (TDC) signal were recorded.

As a pre-processing step the AE signals were synchronised with the TDC of the piston so
that each data series comprises exactly one revolution starting at the TDC. Furthermore, the
signal is trigger-resampled into 2048 points per revolution, so that one data series comprises
2048 angle-equidistant values.

The experiment was performed for four different engine load cases: 25 %, 50 %, 75 % and
100 %. For each engine load case, three failure modes were investigated: No exhaust valve
leak (normal operation), small leak (approx. 4 mm2 cross-section), and large leak (approx.
20 mm2 cross-section).

If an engine is used as a power generator, the engine speed is kept constant whereas the
load may vary. The engine is said to work on the generator load curve. When the engine is
used for propulsion of a ship with a fixed pitch propeller, the load is regulated by the engine
speed. In this situation, the engine is said to work on the propeller curve. The experiment
was performed using the generator load curve as well as the propeller load curve. In this
study, however, only the data from the propeller curve is analysed.

A series of experiments was performed without fuel injection in order to simulate a defective
injector, also called misfire. The experiments comprised a total of 367 datasets (engine
revolutions), of which 21 cases have misfire. As an example, datasets for the three leak sizes
at 50 % load (no misfire) are shown in Figure 5.2.
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Figure 5.2: Measurements for entire revolutions, 50 % load, propeller curve. Upper panel:
normal condition, middle panel: small leak, lower panel: large leak.
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5.4 Preliminary Data Analysis

From Figure 5.2 it is seen that the three graphs have the same qualitative properties. By
examining the scales on the vertical axes, it is noted that the vibration level is significantly
higher for the datasets recorded in situations where leaks are present.

In the beginning of the series (data point 1 to approximately 700), a relatively low vibration
level is observed, in the middle (data point 700 to approximately 1400), the data shows a
very irregular pattern and towards the end, a more regular pattern is resumed. The datasets
may thus be partitioned into three qualitatively distinct portions. The physical explanation
is that the valve is closed for the first portion (combustion), open for the intermediate portion
(exhaust and scavenge) and closed in the last portion (compression).

It seems meaningless to attempt to detect a leak in an open valve. Therefore, the portion
of the dataset where the valve is open is neglected. If the valve is closed and has a leak,
the pressure difference between the inside and the outside will cause gas to escape through
the leak and emit a ”hissing noise”. It is seen from the portions of the datasets (Figure 5.2)
where the exhaust valve is closed that the intensity of the vibrations increases dramatically
with the leak size.

The pressure reaches its maximum during combustion, but in order to avoid disturbance
from injection noise and noise from the combustion process itself, the datasets from the
compression stroke are expected to contain more consistent information about leaks than
the other parts of the series do.

In Fog [25] the injection timing as well as the timing of the opening and closure of the
exhaust valve is given for different operating conditions. The latest closure angle is 211.1◦

and the earliest injection angle is 352◦. To eliminate clutter from closure of the valve and
avoid injection noise, we restrict the analysis to comprise the portion of the data from the
crankshaft angle 300◦ - 350◦, corresponding to data points 1706-1992. An example of such
measurements is given in Figure 5.3. It is seen that the noise level increases significantly
with the leak size.

As a first attempt to gain knowledge of the dataset, the second order statistics are computed.
The mean noise level µ of the data instance distinguishes perfectly between no leak and small
leak. The distinction between small and large leak is associated with a misclassification rate
of 4.4 %. However, when conditioning on the load case the classification is 100 %.

This section is concluded by stating that a number of general properties of the dataset have
been identified, and some obvious classification parameters have been investigated. In the
following more sophisticated methods will be investigated.
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Figure 5.3: Measurements and mean level for compression stroke, 50 % load, propeller curve.
Upper panel: normal condition, middle panel: small leak, lower panel: large leak.
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Figure 5.4: Geometry of cylinder, piston position and crankshaft angle.

5.5 Classifier Based on Data Fitting of a Simple Phys-

ical Model

The basic assumption of this section is that if gas is escaping through a leak, then the general
noise level is proportional to the pressure difference between the inside and the outside of
the compression chamber. We further assume that the AE signal s(v) measures the general
level of the hissing noise as a function of the crankshaft angle v. The following model then
applies:

s(v) = k1(Pin − Pout) (5.1)

where k1 is a constant, Pin is the pressure in the combustion chamber and Pout is the pressure
on the outside of the cylinder. Pout is assumed to be much lower than Pin and is therefore
neglected. As a hypothesis, it is further assumed that the noise level is dependent on the leak
size so that the level of degradation can be estimated. This dependence relation is unknown
and therefore not accounted for in the model (Equation 5.1) but the hypothesis is confirmed
later.

A general expression for the pressure in the cylinder as a function of the crankshaft angle v
is searched for.

In Figure 5.4 a schematic drawing of the cylinder, piston, piston rod and crankshaft is shown.
Geometry considerations yield:

f = h− c cos v − b cosw − g (5.2)

By considering the top dead centre (TDC) position of the piston, we also see that h =
e+ g + b+ c and by insertion we get

f = e+ c(1− cos v) + b(1− cosw) (5.3)
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For an ideal gas in a confined space at constant temperature, the following relation is valid:

P1V1 = P2V2 (5.4)

where P is the pressure and V is the volume. The volume of the cylindrical combustion
chamber is given by V = fA where A is the cross-sectional area of the cylinder. During the
compression stroke, all valves are closed so the mass of the gas in the combustion chamber
is constant, and the pressure P2 may be computed from

P2 =
P1V1

V2

=
P1V1

fA
=

P1V1

A(e+ c(1− cos v) + b(1− cosw))
(5.5)

The angle w is ranging from zero to wmax given by sinwmax = c/b. If we assume b >> c,
then cosw � 1 and the expression for P2 may be written

P2 =
C1

C2 − cos v
(5.6)

in which C1 = P1V1/(Ac) and C2 = 1 + e/c.

Although the model is based on many idealisations, a simple model for the pressure as a
function of the crankshaft angle v has now been established. For the noise level to be pro-
portional to the pressure, a number of further assumptions are needed. First, that the leaks
are too small to decrease considerably the pressure in the combustion chamber compared to
normal operation. Secondly, that the transmission of the stress waves through the structure
as well as the amplification of the sensor signal are linear. The exact nature of transmission
and amplification is unknown, but Equation 5.1 is general enough to take into account a
proportionality factor which in a primitive way accounts for the model uncertainty. Hence,
the general model can be formulated

s(v) =
θ1

θ2 − cos v
(5.7)

where θ1 = k2C1 and θ2 = C2. As an empirical justification of the model, good agreement
with the dataset is shown in Figure 5.5. There are only two parameters to be estimated, but
unfortunately, linear models are not applicable because the problem cannot be formulated
as the general linear model:

Y t = xT
t θ + εt (5.8)

where θ = (θ1, θ2)
T is the column vector of parameters to be estimated, x is a known

matrix solely dependent on the independent variable (here the sampled time steps t ∈
{1706, . . . , 1992} and Y is a column vector of the measured data points. εt is the vec-
tor of error terms. The parameters θ cannot be expressed explicitly because the normal
equation θ̂ = (xTx)−1xTY does not apply.

Instead, a non-linear optimisation algorithm (Levenberg-Marquardt) is used. This is more
time-consuming and convergence to the global minimum cannot be guaranteed. However,
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Figure 5.5: Curve fitted to data by a non-linear optimisation algorithm. Large leak. θ1 =
506.2 and θ2 = 1.0646.

the global minimum of the objective function is relatively well defined in the case where
a leak is present, because the minimum value of the fitted function is given by ŝ(vmin) =
θ1/(θ2 − cos(300◦)) and the maximum is governed by ŝ(vmax) = θ1/(θ2 − cos(350◦)). Both
of these have limited possible range, and the minimum of the objective function should
therefore be well defined and facilitate convergence.

In cases where no leaks are present, the general noise level does not change much during
compression, see Figure 5.3 (top). The signal is thus stationary around its mean value,
and the algorithm searches for values for which the cosine term of Equation 5.7 becomes
negligible and the ratio θ1/θ2 expresses the mean noise level. The algorithm does not stop
until the tolerance limit has been reached.

5.5.1 Results

A number of different classifiers based on the optimisation result (θ1 and θ2) are tested. It
is found that the residual norm, θ1, ŝ(vmin), ŝ(vmax) and θ1/θ2 are relatively poor classifiers.

If 1/θ2 is used as a classifier it is possible to discriminate completely between the leak sizes
on the basis of the following intervals:

1/θ2 ∈ [0.000, 0.003] ⇔ No leak

1/θ2 ∈ [0.800, 0.908] ⇔ Small leak (5.9)

1/θ2 ∈ [0.915, 0.950] ⇔ Large leak
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There is a large gap between the intervals corresponding to no leak and small leak. The gap
between the intervals of small leak and large leak is relatively small. The detection of a leak
is thus very efficient whereas the determination of its size is somewhat harder. Since there
is no overlap between the intervals, no misclassification is possible.

An alternative classifier may be formed by the ratio

R1 =
ŝ(vmax)

ŝ(vmin)
=

θ2 − cos(300◦)
θ2 − cos(350◦)

(5.10)

It is possible to discriminate completely between the leak sizes on the basis of the following
intervals:

R1 ∈ [1.00, 1.00] ⇔ No leak

R1 ∈ [2.87, 5.17] ⇔ Small leak (5.11)

R1 ∈ [5.48, 8.52] ⇔ Large leak

Again the detection of a leak is very efficient as it is only to be checked if R1 = 1.00 or not.
As in the previous case the leak size is predicted reasonably well.

5.5.2 Comments

In conclusion to this section, it is stated that it is no problem to detect a leak by the
suggested classifiers. It is also possible to distinguish completely between a small and a large
leak, but the distinction is not as clear as the indication of a leak. This means that the
classifiers are very well suited for early warning purposes. The classification based on R1

is preferred because the distinction between a small and a large leak is better than that of
1/θ2. Furthermore, the ratio R1 has a better generalisation ability than the absolute value
1/θ2.

The classifier is based on data fitting where the functional model is derived from physical
principles. It is therefore expected that the method is robust and has good generalisation
abilities. This should be further investigated.

The crucial parameter of the classifier is θ2. The idealised expression θ2 = (1+e/c) explicitly
determines θ2 as a function of e/c, which is closely related to the compression ratio r =
(e+2c)/e. The fact that the data fitting yields different values of θ2 in the cases of large and
small leak indicates that θ2 is not only determined by the geometry but also influenced by
the leak size. Despite the unknown nature of these inaccuracies, the classification works very
efficiently. In view of the very fluctuating signal, there is no need for a more sophisticated
model.

When a diesel engine is operated for propulsion the normal condition is that the exhaust
valve is intact. In this case, the signal is stationary and it may seem inefficient to use a
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non-linear optimisation algorithm to identify the mean level of the noise. However, the
optimisation is necessary for detection of leaks, and when the mean noise level is known,
a reasonable starting point for the optimisation may be given. As a suggestion, θ1 may be
chosen to be 100µ and θ2 to be 100 where µ is the mean noise level. If there is no leak, the
cosine term of Equation 5.7 is negligible and the sensitivity of the residual to changes in θ
is small, and the algorithm soon reaches its tolerance limit. If there is a leak, the global
minimum is well defined and will be found in very few iteration steps even if the initial guess
was far off.

It may seem that the applied non-linear optimisation algorithm is a somewhat clumsy way
of identifying the ratio between the maximum and the minimum noise level. Since the
shape of the fitted function is rather simple, a satisfactory fit might be achieved by using
a polynomial model. In this case, the normal equation is valid, and an explicit expression
for the parameters is thus available. Computation time would be saved and identification
of the global minimum be ensured. The fitted graph has only two degrees of freedom and
if the model is replaced with a polynomial model, it should therefore be of a relatively
low order. However, use of polynomials does not yield a satisfactory classification for the
following reasons: A first order polynomial does not follow the convexity of the data points.
Therefore, the slope of the fitted function becomes somewhat arbitrary compared to the data
points. Dependent on the slope, the ratio between the maximum and the minimum values
of the fitted line may thus assume a very wide range of values, including very high positive
and negative values. This does not yield a reliable classifier. When a parabola is fitted to
the data, its top point may be located between vmin and vmax so that the fitted function is
not monotonically increasing in the domain [vmin, vmax] as is the ”true” model of Equation
5.7. The ratio between the function values of vmin and vmax, respectively, would then be
lower than for the ”true” model. This corrupts the classification. Higher order polynomials
also have the property that they are not monotonic, which is especially a problem when
no leak is present and the signal is close to being stationary around the mean. The model
of Equation 5.7 identifies the mean level with very small fluctuations whereas polynomials
of higher order fail to do so. Hence, it is concluded that no polynomial model can replace
the ”true” model and the need for non-linear optimisation algorithms remains. It has also
been attempted to fit a sine function to the data, but again the problem arises that it is not
necessarily monotonic in the domain.

It has been shown that the exact location of the sensor is not important to the detection
of leaks. This suggests that the structure-borne signal is transmitted very well through the
engine. However, earlier investigations of ”cross-talk” between the cylinders on this type of
engine showed negligible disturbance.

5.6 Misfire

The dataset also comprised 21 cases where the injection was blocked. The 21 cases were
distributed on the load cases of 25% and 50%, the three leak sizes and the two sensors. The
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purpose of this section is to find a way of detecting misfire from the recorded signals.

If the combustion process runs properly, the pressure in the combustion chamber is higher
during the combustion stroke than during the compression stroke. If there is no combustion,
the pressure will decrease after the TDC in the same manner as it increased during the
compression stroke. This is reflected in the symmetry property of Equation 5.7 around
v = 0.

In order to detect misfire (and various degrees of misfire) we have to quantify the increase
in pressure after the TDC compared to before the TDC. As shown above it is reasonable to
consider the AE signal proportional to the pressure if a leak is present. The simplest measure
is to compare the mean value of the data points from symmetric portions of the data series
before and after the TDC. This method can only be expected to work if the exhaust valve is
leaking because otherwise there is no hissing noise from which to measure a signal. However,
as demonstrated by the results below, it also works in case of intact exhaust valve.

5.6.1 Results

The classifier is established by computing the ratio between the mean value from the data
portion after the TDC and the mean value of the data portion before the TDC. To ensure
comparability the data portions on either side must be of the same length, i.e. we consider
the fractions of a revolution of 300◦ - 345◦ and 15◦ - 60◦ to avoid disturbance from injection
and opening of the exhaust valve (at 12◦ and 104◦, respectively).

R2 =
µafter

µbefore

(5.12)

This ratio can easily discriminate between cases where misfire is present and where it is not,
without misclassification and by use of the following intervals:

R2 ∈ [0.64, 0.82] ⇔ Misfire (5.13)

R2 ∈ [1.24, 3.29] ⇔ Normal combustion (5.14)

In practice, it is enough to test if the ratio is below or above unity. It is worth mentioning
that the approach of using a ratio instead of an absolute value eliminates problems related
to the attenuation of the signals from sensor 1 to sensor 2. Admittedly, these conclusions
are based on sparse data, but the results are very encouraging.

5.7 Classifier Based on Spectral Peak Height

Spectral analysis may help identify a dominating frequency in the hissing noise. Therefore
the peak height Ipeak is estimated by Fourier transformation of the discrete signal. Spectral
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analysis in general relies on the assumption that the dataset is generated by a stationary
stochastic process. As Figure 5.3 indicates, the data may be assumed to be stationary in the
case of no leak. This condition is the normal operating condition of the engine. In the case
of a leak, the signal is not stationary, so it is implicitly assumed that the data series may be
extended to meet stationarity requirements.

In Figure 5.6 examples of the estimated spectra are shown. It is obvious that in the case of
leaks, a distinct peak is present. It is found at angular velocities between ω = 0.0130 and
ω = 0.0175 relative to the timing of the sampled signal. In the case of no leak, the highest
peak is located elsewhere and the spectral density in the frequency band ω ∈ [0.0130, 0.0175]
is very small. This suggests that the classifier may be established just by estimating the
spectrum for ω ∈ [0.01, 0.02], which implies a considerable saving in computational effort
compared to estimating the entire spectrum ω ∈ [0, π].
By examining the dataset, it is found that the peak height is able to discriminate completely
between the three leak sizes irrespective of load case and sensor type. The discrimination
may be performed using the peak height Ipeak(ω) at ω ∈ [0.01, 0.02] as well as the following
discretisation:

Ipeak ∈ [0.00, 22.00] · 103 ⇔ No leak

Ipeak ∈ [4.05, 280.0] · 104 ⇔ Small leak (5.15)

Ipeak ∈ [3.70, 81.00] · 107 ⇔ Large leak

Since the intervals are mutually exclusive, there is no possibility of misclassification.

5.7.1 Comments

The engine speed varies for different load cases. Hence, although the spectral peaks have
been identified at certain angular frequencies ωp relative to the revolution of the engine, the
frequency of the noise is not constant.

Conversion from angular frequency measured in the unit of sampling points to frequency
measured in time takes place in the following way:

fp =
ωp rad/sample

2π rad/cycle
· 2048 samples/rev · x rev/min

60 s/min
= 5.43 ωp x Hz (5.16)

where x is the engine speed in rpm. The expression results in frequencies between 6.3 and
10.0 Hz for ωp = 0.0150 and engine speeds ranging between 77 and 123 rpm (the engine
speed depends on the load when the propeller curve is used).

Hence, the following two observations are made: First, the identified frequency is very low,
in fact outside the audible range, and thus has nothing to do with a hissing noise. Secondly,
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Figure 5.6: Estimated spectra for compression stroke, 50 % load, propeller curve. Upper
panel: normal condition, middle panel: small leak, lower panel: large leak.
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Figure 5.7: Sine curve fitted to data. Large leak.

the peak is found at a frequency proportional to the engine speed. These observations indeed
contradict the initial expectation that the frequency of the hissing was determined by the
vortices induced by the flow through the leak and thus independent of the engine speed.

The peak frequency cannot be explained as an excitation of natural frequencies because of
the proportionality to engine speed. A least squares fit of a sine curve with the identified
frequency to the data points is seen in Figure 5.7. The fit is not particularly good, and the
fitted function represents only a fraction of a period. This indicates that the fit might be
sensitive to the choice of data series. The identified frequency may therefore also be depen-
dent on the length of the chosen data series, a suspicion which has been computationally
confirmed. This again implies that the identified vibration does not stem from a mechanical
event.

The only explanation is that the identified sine function simply reflects the general increase
in the noise level during the compression stroke and in addition is a poor fit. This is a
consequence of treating a non-stationary process with the tools of stationary processes.

In spite of these problems, the peak amplitude is still shown to be a perfect classifier for the
exhaust valve leak. In a study of the same dataset, Fog et al. [26], feature extraction was
carried out using principal component analysis in combination with a neural network classifier
as well as a linear classifier. The neural classifier had a misclassification rate of 2 % while
the linear classifier misclassified in 25 % of the tests. It is obvious that the classifier based
on spectral analysis is more efficient. It also seems to be computationally efficient as it only
needs data from the compression stroke, which is taken to be [1992−1706)/2048 = 14% of the
dataset. Moreover, fast Fourier transformation algorithms are efficient as their complexity
is generally O(N log2 N).
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In conclusion to this section, it may be stated that although the described classifier has good
detection ability, the ability to generalise to other engines and other sampling frequencies is
poor.

5.8 Discussion and Further Work

The two classifiers developed for detection of exhaust valve leaks are both very efficient
in terms of misclassification rates. However, the spectral peak classifier is sensitive to the
length of the data series and must therefore be considered inferior to the classifier based on a
physical model. The classifier for detection of misfire also works very convincingly, although
this conclusion is based on rather sparse statistical material (21 cases).

The generalisation ability of the classifiers described in Sections 5.5 and 5.6 is expected to
be high, first because they are based on physical principles and secondly because they use
non-dimensional ratios instead of absolute values.

Because of the efficient detection of the two failure modes, AE sensors must be regarded
as very good indicators of mechanical events as well as fluid mechanical events. This sug-
gests that other failure modes (e.g. scuffing) may also be detected by this sensor type.
Investigation of this hypothesis would require further experiments.

Because of the effective distinction between no leak and small exhaust valve leak, it seems
highly probable that even smaller leaks than 4 mm2 can be detected, thus enabling warnings
to be issued long before the fault becomes unacceptable.

It has been attempted to fit other functions (polynomials and sine functions) than Equation
5.7 to the recorded data so that use of non-linear optimisation algorithms could be avoided.
These attempts turned out to be unsuccessful because the functions were not monotonically
increasing and failed to identify the general signal levels ŝ(vmin) and ŝ(vmax). As an alterna-
tive data fitting method, neural networks can be applied, but the degrees of freedom should
be restricted in order to avoid over-fitting, i.e. noise modelling. However, when the degrees
of freedom are restricted, the flexibility, which is a key strength of the method, is restricted.
It is therefore likely that neural networks will also fail to form a good basis for classification.

It is the ultimate aim to establish a system which is able to detect multiple failure modes
from all cylinders simultaneously and predict the severity of the degradation. As it turned
out, the classification does not involve much uncertainty as the failure modes and the level of
degradation relate to the computed quantities according to a one-to-one mapping. Therefore,
no uncertainty is to be accounted for, and probabilistic models are not necessary. However,
if multiple uncertain classifiers should be combined to form a diagnosis system, a Bayesian
network could be formed as shown in Figure 5.8a. The topology of the model is straightfor-
ward. The arcs are directed in the causal direction, not in the direction of inference. The
cause (failure) is unobservable without dismantling the engine but the effect is observable
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a b

Figure 5.8: Bayesian network diagnosis system. (a) Causal model (b) wrong model.

with the sensor. Therefore, evidence must be inserted on the sensor nodes. Subsequent
propagating of this evidence updates the probability distribution of the remaining nodes.
Thus, an updated probability distribution for the causes is obtained, which gives informa-
tion about the condition of the system. The inference thus goes in the opposite direction of
the arcs.

If the direction of the arcs was reversed as in Figure 5.8b, the failures would become con-
ditionally dependent given the sensor reading. Thus, if sensor reading 1 was known, the
probability of failure 2 would change if information about failure 1 was inserted and propa-
gated. This property is further explained in Section 2.1.5 on d-separation.

The system can be extended to an arbitrary number of sensors and failure modes. If two
failure modes are not independent, the dependence can simply be modelled by a link between
the two failure nodes. The same is the case for two dependent sensor readings. The suggested
diagnosis system may also include other variables such as the load case to increase the
information content and thus the accuracy.

5.9 Conclusions

This study has identified a set of efficient classifiers which can discriminate completely be-
tween leak sizes in the exhaust valve of a diesel engine based on recorded RMS acoustic
emission signals. The classifier based on a physical principle, namely the pressure condi-
tions in the cylinder during operation, is preferred because of its robustness and generality.
Moreover, an efficient classifier for detection of misfire has been developed.

The classifiers are not only able to detect a deviation from the normal condition, but can
also predict the type of failure and the level of degradation. The results are thus very
encouraging and it should be noted that the described methods might as well be used in
land-based facilities such as power plants.
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The potential of using Bayesian networks for diagnosis of diesel engines was not investigated
in the present study, so it failed to create a diagnosis system but succeeded in developing
efficient classifiers for failure detection. The ability of Bayesian networks to combine multiple
pieces of evidence still remains, and it is therefore very likely that Bayesian networks still
have a large potential in diagnosis of diesel engines.



Chapter 6

Formal Safety Assessment of
Helicopter Landing Areas on
Passenger Ships

6.1 Introduction

6.1.1 Overall Objective

The intention of this chapter is to demonstrate the potential of Bayesian networks for risk
analysis purposes. This is done by considering an example in which a Bayesian network risk
model is compared to a formulation in terms of an event tree. The analysis is concerned
with the safety of operating cruise ships with and without helicopter landing areas (HLA’s).
A full formal safety assessment (FSA) of this problem has been reported by Spouge [78].
In his analysis, the risk quantification is done by means of event trees. In this chapter,
an alternative formulation in terms of Bayesian networks is suggested. It has not been
attempted to change the outcome of the analysis, but merely to illustrate the attractive
features of using Bayesian networks for risk analysis. Although not all steps of an FSA are
carried out in this chapter, it is compiled roughly in the format of one.

6.1.2 Background

The Estonia disaster has highlighted a large number of safety issues related to maritime
passenger transportation. Many theoretical studies as well as practical measures have been
initiated in the wake of the Estonia disaster. One of the questions to answer is: What
can be done to prevent similar accidents from being initiated? To this end, rules regarding
monitoring of bow doors have been laid down. Another question is: How can catastrophic
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development of an accident be prevented? Research on damage stability and other design
issues have been initiated, for instance in the EU framework project HARDER (Harmoni-
sation of Rules and Design Rationale). More information about current investigations and
their implications for future rule-making is found in Rusaas [69]. Official investigations [24]
have revealed that in the Estonia disaster many victims lost their lives because of hypother-
mia. The number of fatalities would have been reduced if the evacuation had been more
efficient, or the victims had been better insulated from the cold of the water. In Sommer and
Friis-Hansen [75], the safety effect of personal thermal protective aids has been addressed.

Finally, the evacuation process has been investigated in e.g. Spouge [78]. In this study, the
effect of introducing helicopter landing areas (HLA’s) on board passenger ships has been
investigated. The first question is whether the presence of HLA’s on board all cruise ships
can actually decrease the number of fatalities. If so, is it a cost-effective risk control option
compared to general risk acceptance criteria, for instance the ICAF-value as described in
Section 2.5?

6.1.3 Scenario Description

The basic condition for this analysis is that a ship is in a situation which requires evacuation.
The cause may be a fire not under control, a collision or grounding with following water
ingress. If the ship is flooded or heels excessively and the situation cannot be stabilised,
the voyage cannot be continued and external help is necessary. Dependent on the existing
situation, the passengers and the crew may stay on board until they can be evacuated,
attempt to get away from the ship by entering life rafts or they may fall or jump overboard.

The evacuation may take place from other vessels picking people up directly from the water
or from rafts or lifeboats. In severe weather, it is often impossible for vessels to pick up
passengers, and the evacuation relies fully on helicopters. Although helicopters can operate
in almost all kinds of weather, wind and visibility may prohibit their use. If the casualty
vessel is equipped with a helicopter landing area (HLA), helicopters may land on board for
embarkation. Otherwise, passengers may be winched from the deck or superstructure or
directly from the water or raft. In ideal conditions, winching takes about five minutes for
the first winch and two minutes for subsequent cycles. If the helicopter can land on the ship,
twenty persons can board or disembark in about five minutes. Precious time can thus be
saved if the helicopters are able to land on the vessels.

Once a helicopter is full, it has to return to base if the rescued persons cannot be disembarked
on a nearby vessel. Again the cycle time can be reduced substantially and the efficiency of
the evacuation be dramatically increased if an HLA is available in the vicinity.

The success of an evacuation operation is dependent on the elapsed time from the accident
to the start of the evacuation and the rate at which people are rescued. When a mayday has
been issued, it takes a certain time for the staff at the base to prepare the helicopters for
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action. This preparedness time may vary from country to country and from base to base.
The flight time from the base to the accident location is dependent on the distance from
the shore and the type of helicopter, weather and visibility. The rescuing rate depends on
the number and size of the available helicopters as well as the shuttle time between accident
location and base.

It is seen that the rescue operation can be completed far more efficiently if usable HLA’s
are available on the casualty ship as well as on nearby vessels. However, even if HLA’s are
present, weather conditions or ship motions may prohibit their use.

6.2 Step 1: Hazard Identification

In order to identify the measurable parameters to take into account when performing the
FSA analysis, an evaluation of possible event sequences during an accident and associated
hazards is needed. In the hazard identification performed by Spouge [78], the main accident
types leading to evacuation are:

• Collision with another ship

• Grounding on shore or submerged rock

• Impact with port structures or ice floes

• Foundering due to lost watertight integrity

• Fire

6.3 Step 2: Risk Assessment

The purpose of this step is to compute the expected number of saved lives in an evacuation
using HLA’s. In order to do so, the probabilistic structure of the problem must be modelled.

6.3.1 The Event Tree Model

The analysis reported in Spouge [78] estimates the number of saved lives per evacuation in
the hypothetical situation where all cruise ships are equipped with HLA’s, compared to the
present situation where some have HLA’s and others not.

The analysis regards generic cruise ships above 130 m. The generic approach implies that
no particular service area can be specified, and therefore weather conditions etc. cannot be
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Figure 6.1: Event tree for evacuation of cruise ships via HLA. From Spouge [78].
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quantified. Global historical records of casualty and evacuation statistics are resorted to.
The analysis is based on an event tree representation, see Figure 6.1.

The approach is to estimate the probability of the following four cases: 1) No HLA is
available, 2) one HLA is available on the casualty ship, 3) one HLA is available on another
ship, 4) two HLA’s are available. The probabilities associated with these four cases are
multiplied by the expected number of saved lives per evacuation. This number is computed
in a separate study based on casualty statistics and engineering judgement. By weighting
the expected number of saved lives per evacuation by the observed evacuation frequency,
the total expected number of saved lives per ship year is obtained. By comparison with the
costs of constructing the HLA’s, the implied costs of averting a statistical fatality (ICAF,
see Section 2.5) can be found. This number is the basis of the decision-making.

The probabilities given in Figure 6.1 are based on statistical estimates as well as a set of
assumptions. The statistical basis is 48 cases of cruise ship evacuations, including a total of
848 fatalities.

6.3.2 Transformation of Event Tree to Bayesian Network

In this section, it is shown that the event tree model can easily be transformed into a Bayesian
network model. The mere transformation of one representation into another does not offer
substantial advantages. However, when the event tree model is analysed in a little more
detail, the independence structure can be exploited to obtain a reasonable Bayesian network
model, which quantitatively corresponds to the event tree model. Moreover, some of the
events can be collapsed and additional nodes can be introduced to enhance the transparency.
In the author’s view the Bayesian network model is more elegant than the event tree model.

Simple Transformation

In general, an event tree can be transformed into a Bayesian network simply by defining a
node for each event. Since all the events may be mutually dependent, the general transfor-
mation requires full connectivity of the network, i.e. that any two nodes are connected by a
directed link. The event tree shown in Figure 6.1 consists of eight events. When transformed
directly, this would yield a network with eight nodes arranged as illustrated in Figure 6.2
for four nodes.

The root node ”Event 1” in the Bayesian network would correspond to the first event ”Heli-
copter base ashore within operating range?”. The next node would correspond to the second
event, and the remaining events in the tree can be added as individual nodes. If we continue
in this way, the eighth node in the network is conditional on the seven previous nodes, i.e.
its conditional probability table is cumbersome to specify. In fact the specification requires
as many probabilities as contained in the last column of Figure 6.1.
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Figure 6.2: Bayesian network corresponding to a simply transformed event tree.

Figure 6.3: Adapted Bayesian network model corresponding to the event tree of Figure 6.1.

For this particular event tree, the complexity is slightly reduced because the second event is
not represented in the lower branch of the first event. Instead, the state ”None” needs to be
preserved in the second and the subsequent nodes.

Adapted Model

Fortunately, some of the events are clearly independent and the number of links can therefore
be substantially reduced. Consider the network model in Figure 6.3

for which the nodes and their states are specified in Table 6.1.

The node ”Within range?” models whether or not the location of the accident is within the
operable range of a helicopter base ashore. The node ”Heli operable?” models the weather
conditions (mainly wind and visibility), indicating that there is a 97 % probability that the
weather allows the helicopter to operate. ”Within range?” and ”Heli operable?” are modelled
as independent variables even if the weather conditions have a slight effect on the operable
range. However, accordance with the event tree is still preserved.

The node ”Arrival time” corresponds to collapsing the two events in the event tree regarding
the arrival time of the helicopters relative to the accident situation. This modelling technique
is chosen as a more transparent way of capturing the temporal development of the situation.
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Node name Description States

Within range? Helicopter base ashore within Yes, No
operating range?

Heli operable? Wind and visibility within Operable, Impossible
helicopter operating limits?

Arrival time Helicopter’s time of arrival Early, During evacuation, Too late
Cas. Cause Cause of casualty Fire, Collision, Other
HLA OK? HLA on casualty Yes, No

suitable for use?
Heli evac from The helicopter may evacuate From HLA, From water,

from water or from HLA No evacuation
Other HLA? Other cruise ship HLA Yes, No

suitable for use?
Heli resc? Is helicopter rescue possible? Yes, No
Evac freq Evacuation frequency Evacuation, Not evacuation
Heli resc freq Helicopter rescue frequency Success, Failure
Case of HLA’s Accounts for the combinations None work, Works on other ship,

of operability of the two HLA’s Works on casualty ship, Both work
Lives Number of lives saved 0, 0.99, 2.88, 3.87

in each case
Expected Decision node to enable Action 1

computation of expected utility

Table 6.1: Specification of the nodes of the Bayesian network shown in Figure 6.3.
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Dependent on the type of accident, the HLA of the casualty may be in working condition or
not. This is modelled in the node ”HLA OK?”. In case of fire, it is assumed to work in 50%
of the cases, in other accident types it is assumed to be inoperable.

The node ”Heli evac from” models the location from which the helicopter evacuation is
performed. Evacuation may take place from the HLA, from water or not at all. The following
assumptions are made: Because of the rapid development of a collision situation, fire is the
only accident type for which evacuation by helicopter is of any use. The only situation in
which the HLA may be used is when the helicopter arrives early and the HLA is operable.
If the helicopter arrives during the accident, it is assumed that the HLA cannot be used but
people may still be evacuated from the water. If the helicopter is too late, nobody can be
saved. In effect, the sum of the marginal probabilities of the states (Early, During evacuation)
expresses the probability of being picked up by a helicopter in case of an evacuation. Except
from the utility node, this node is the only one in the network which is dependent on three
other nodes. Due to the assumptions made, it is of the if-then type, and its conditional
probability table thus consists of ones and zeroes only.

The node ”other HLA?” models the combined event of the presence of a cruise ship closer to
the accident location than the land base and the operability of the HLA on the other ship.
If a cruise ship is present, its HLA is assumed always to be operable.

”Heli resc?” holds the probability of being rescued by a helicopter in an evacuation situation.
It is dependent on the presence and usability of the two HLA’s. As for the event tree, the
assumptions are: It is impossible to rescue a person from the water if there is no other vessel
with an operable HLA in the vicinity. If a second HLA is present, people may be evacuated
from the HLA or from the water.

”Evac freq” holds the evacuation frequency per cruise ship year. When combined with ”Heli
resc?”, the annual probability of helicopter rescue can be obtained in the node ”Heli resc
freq”.

The node ”Case of HLA’s” models the four combinations of operability of the two HLA’s.
The possibilities are: Both HLA’s work, the HLA on the casualty works but the other does
not, the HLA on the casualty does not work but the one on the neighbouring ship does, none
of them work. The probability table corresponds to a truth table of the four combinations.
It should be noted that the links could also have been drawn directly from the HLA nodes
to the utility node. This would save one node but make the utility table larger because it
would be dependent on one additional node. This illustrates that nodes may be added or
collapsed to yield an intuitively sound model.

The utility node ”Lives” models the number of saved lives in each of the four cases held
by ”Case of HLA’s”. In Spouge [78] an expected number of saved lives is assigned to each
of these situations. These values are based on a separate study. It should be noted that,
opposite the indication in Table 6.1, there is only one state in a utility node in which the
utility of each of the parent configurations is specified. However, it is illustrative to list the
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numbers associated with each configuration. The utilities are weighted by the probability of
rescue held by the node ”Heli resc freq”.

The decision node ”Expected” is solely included to allow computation of the expected utility.
Hence, only one state is necessary for this node.

6.3.3 Results and Comments

The expected number of saved lives per ship year (2.9 · 10−3) corresponds trivially to that
of Spouge, see Figure 6.1.

The two events regarding the arrival time of the helicopter as well as their outcomes are
captured in the node ”Arrival time”, in which three states (Early arrival, During evacuation,
Too late) are held. This ensures that the arrival time is uniquely defined relative to the
development of the accident.

Although independence relationships may be inferred from the event tree, they are far more
visible in a Bayesian network representation. This facilitates validation because the focus
is on the local dependencies. The probabilities are also easier to assess when only the local
relationships are considered. In the presented network, some of the probability tables have
the form of simple if-then relations, thus containing only ones and zeroes. This is partly
a consequence of the assumptions on which the event tree is based, and partly because of
the chosen mapping to a Bayesian network. Nodes can be added or collapsed arbitrarily as
long as we account for the changes in the remaining variables. In this way, a large degree
of freedom is achieved which should be exploited to construct a Bayesian network model,
which is intuitive and captures the problem consistently. Moreover, computational efficiency
may be taken into account when the model is constructed.

The event tree contains twelve columns and the Bayesian network contains thirteen nodes
including decision and cost nodes. In addition, the explanatory table is necessary for specifi-
cation of the Bayesian network. The Bayesian network representation may therefore hardly
be said to be more compact, but it is easier to follow the flow of information as well as the de-
pendence structure. Therefore, in the author’s view, the suggested Bayesian network model
is more transparent than the event tree model. It should be noted that the size of an event
tree grows exponentially in the number of events whereas the size of a Bayesian network
grows linearly in the number of nodes. Therefore, for larger event trees, a corresponding
Bayesian network will often yield a more compact representation.

6.3.4 Deficiencies in the Presented Risk Model

It is seen from the event tree in Figure 6.1 that lives can only be saved if the accident is a
fire. In the event of collision or other casualties, the probability of rescue using an HLA is
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zero. This is because only in case of fire, passengers are assumed to survive long enough for
the helicopters to arrive. This is in contradiction with reality because an HLA on board a
nearby vessel would speed up the process of evacuating people from rafts or from the water.
In addition, it is in contradiction with the situation during the Estonia disaster where many
people were winched onto helicopters and disembarked on nearby vessels.

The focus is on estimating the decrease in the number of fatalities due to installation of
HLA’s. This decrease is computed from an assessment of the saved fraction of the observed
fatalities in each accident type. The fraction used seems to be based purely on judgement.
Since the outcome of the analysis is very sensitive to the decrease in fatality frequency, it is
sensitive to the judgementally estimated fraction. In the author’s view, a better estimate of
the effect can be achieved by focusing directly on the number of fatalities as an outcome of
various event sequences. This would also allow inclusion of other life-saving appliances such
as life rafts.

6.4 Steps 3-5

Step 3 (Risk Control Options) is not treated because the HLA is the only risk control option
considered in this study.

Step 4 (Cost-benefit Assessment) has been treated in Spouge [78] based on probability es-
timates which are common to the two modelling techniques. Therefore, this step is not
conducted here.

Step 5 (Recommendations for Decision-making) is based on step 4 and is therefore not
included in this chapter.

6.5 Further Work

6.5.1 Sketch of an Enhanced Risk Model

In view of the above criticism, this section sketches an enhanced risk model. The risk model
should be formulated at a more detailed level than the one described above, taking into
account the temporal development of the evacuation situation. The focus should be on
explicit estimation of the number of fatalities in case of installed helicopter landing areas
and in the case of conventional layout.

Because of the rapid development of an accident, time is of paramount importance in an
evacuation situation. In cold areas, the survivability is very low for persons falling into
the sea. The total number of fatalities is crucially dependent on the elapsed time before
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evacuation. The quality of the analysis is thus highly dependent on how the temporal
development of the situation is captured. The event tree model had two events for modelling
of the temporal development, which is not an adequate level of granularity. Instead, the
model should capture the development of the situation from the point when the accident
happens while taking into account the following aspects:

• Time to detect and realise accident on board

• Time to issue mayday (alert SAR and nearby vessels)

• Preparedness time (time to get helicopters off the ground)

• Transfer time (from base to accident location)

• Pick-up time (to full helicopter)

• Shuttle time (transfer of passengers to base or nearby vessel)

• Survival time in water

• Time for nearby vessels to arrive at the accident location

The time estimates of the above list are dependent on the following measurable quantities:

• Distance to closest SAR base

• Distance to closest vessel

• Distance to closest vessel with HLA

• Number of available helicopters in the area

• Speed of helicopters

• Capacity of helicopters

• Speed of nearby vessels

A probabilistic description of these quantities can quite easily be obtained for a specific sea
area, and thus a probabilistic description of the transfer time, the shuttle time etc. can be
deduced. The timing of the various events can now be assessed on a much finer scale than
in the model of Figure 6.3. The critical point of the modelling consists in estimating the
number of survivors and fatalities in each of the modelled event sequences as a function of
the elapsed time. It is important to capture that the rescue action bears risk to personnel in
itself. Helicopters can fail or hit the superstructure of the ship. Such failure modes must be
adequately accounted for as well as the direct effect of a more efficient evacuation procedure.
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Benefits of the Enhanced Risk Model

One of the benefits of the sketched model is that it is possible to adjust the model to cover a
specific sea area, a specific route or type of ships. This adjustment is performed by adjusting
the probability distributions of the corresponding (root) nodes. Thus, it is also possible
to cover various wind and wave climates as well as various levels of preparedness. The
conceptual model (topology) can therefore be used as a template for more specific analyses,
for instance based on national conditions and regulations. This reduces the large uncertainty
reported in Spouge [78] and may identify conditions under which it is advantageous to require
HLA’s.

The risk model may also be used as a decision support tool in an evacuation situation.
For instance, the decision of how many helicopters to mobilise can be guided by inserting
evidence that there are no fatalities. Combined with evidence on the nodes modelling the
physical conditions (as for instance wind climate, distance from base to location), a max-
propagation will yield the most probable configuration for achieving the goal of no fatalities.
The decision is thus guided by rational weighting of all the contributing factors captured by
the model. When it has been decided how many helicopters to send, it may be inserted as
evidence in the model, thus enabling the user to find out what to expect from the situation
and possible courses of action for further mitigation of the catastrophe.

In an event tree analysis, the states are fixed and the probability of reaching each state must
be specified. In a Bayesian network, the conditional probability of reaching a given state
given the elapsed time can be specified. Time can thus be modelled in one or more nodes.
Bayesian networks therefore offer advantages over event trees with respect to modelling of
the temporal development of a situation.

6.6 Conclusion

In this chapter, a formulation of a risk model in terms of an influence diagram has been
given. It was demonstrated that an event tree in general can always be converted to a
Bayesian network. Furthermore, it was shown that additional transparency of the model can
be obtained by exploiting the independence relationships to arrive at an intuitively sound
model. However, it is emphasised that it is not necessary to formulate an event tree before
converting it to a Bayesian network. The network can be constructed directly thus making
the event tree superfluous. For large risk models, the Bayesian network representation is
more compact than an event tree although for smaller models, the opposite is the case.

An enhanced risk model has been sketched for a more detailed analysis of the option of
implementing helicopter landing areas on cruise ships. The focus is placed on modelling the
physical quantities governing the progress of the evacuation to obtain a direct estimate of
the number of fatalities in the case of implementing HLA’s and in the case of maintaining a
conventional layout.



Chapter 7

Preliminary Ship Design

7.1 Introduction

The overall intention of this section is to investigate the application of learning algorithms
to model building based on data. As described in Section 2.3, efficient algorithms exist for
learning Bayesian networks from data. The advantages of such methods as well as their
drawbacks will be discussed and exemplified by applying them to the problem of learning a
model for preliminary ship design.

The preliminary design phase of a ship is to decide roughly on its main particulars on the
basis of customer requirements. The customer requirements may be given in a more or less
detailed form, for instance there may be restrictions on the maximum draught or breadth, the
service speed should be within a specified range, or the carrying capacity of a certain cargo
type may be given. From this information, the ship designer has to decide on practicable
main dimensions. Often the approach is to consider ships with similar characteristics and
go through an iteration loop in order to modify the dimensions so that all specifications
are met. Another approach is to use empirical expressions for the relations between various
parameters. These are obtained by fitting regression lines to statistical data. However,
the empirical formulas often only express the relation between two parameters at a time,
irrespective of the rest. A method for finding the probabilistic dependence structure between
more parameters is addressed in this chapter. The approach is to use a learning algorithm
to establish a Bayesian network which in turn is used for answering various queries. The
results are compared to results obtained by use of neural networks and linear regression in
Clausen et al. [12].

7.1.1 Approach

The basis for the analysis is an acquired database of ship characteristics. Each ship in the
database may be seen as an instance of the joint probability distribution over the variables
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of the dataset. The goal of this section is to estimate the joint probability distribution of a
set of variables by representing it in a Bayesian network. As an example, container vessels
are investigated as they constitute a homogenous group, which is still sufficiently complex,
to show the flexibility of the method. The first step is to discretise the dataset so that a
maximum of information is preserved. Then the BNPC learning algorithm is applied so that
the topology of the network as well as the probabilities are learned.

Once the model has been established, it works as a design model where constraints on one
or more variables may be inserted. When the inserted evidence is propagated, the impact
on the remaining variables can be monitored. In this way, there is no fixed set of required
input and output variables, as is the case for other models such as neural networks. Hence,
it is easy to evaluate the impact of various design changes.

The section is compiled in the following manner, roughly equivalent to the steps of the
analysis:

1. Pre-processing of data: Extracting the full records from the database

2. Discretisation

3. Learning topology and conditional probability tables

4. Export to Hugin, compilation, marginal probability distributions

5. Use for queries, investigation of design alternatives

7.2 Pre-processing of Data

The database has been purchased from Lloyd’s Maritime Information Services, London
(LMIS). It contains main particulars for the entire world fleet and is therefore the most
complete set of data available. The database comprises all ship types, but for the purpose of
this study only container ships are considered. Likewise, only records on ships built in 1990
or later are considered because they represent contemporary ship design.

The dataset is organised as a matrix where each row (=one record) represents the data for
one particular ship and each column corresponds to a variable (for example length overall).
Unfortunately, for some vessels entries are left blank. Although possible, missing data is
difficult to handle in a statistical framework. Therefore, the investigation is based on full
records, i.e. where all of the following data is available: TEU capacity (TEU= Twenty foot
Equivalent Unit), length overall (L), breadth moulded (B), service speed (V ), max draught
(T ), depth (D) and displacement (∆). This means that out of 1540 available records, 812
vessels are used in the analysis. It is assumed that the values in the database are correct
although there may be inaccuracies because certain information (typically loading capacity
and displacement) is a business asset and may be regarded as confidential.
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7.3 Discretisation Algorithm

The next step is to discretise the dataset. The choice of discretisation algorithm greatly
depends on the purpose of the model and the properties of the dataset. As indicated in
Section 2.2 on discretisation in general, many algorithms exist for finding an appropriate set
of split-points. Here a heuristic algorithm consisting of two parts is applied.

In general, a discretisation should reflect the focus of the analysis, i.e. focus on the important
part of the distribution. In this particular study, the aim is prediction, i.e. a best estimate.
Therefore, the focus is on the dense part of the distribution. The applied discretisation of
the joint distribution should thus be crude in the sparse regions and fine in the dense regions
of the joint state space. An interval in such a discretisation would be a multidimensional
rectangle or a hyperinterval.

When univariate discretisation is applied, the hyperintervals are defined by the split-points of
the individual variables. In order to obtain a reliable probability estimate in each hyperinter-
val, it is desirable to ensure a reasonable number of data points in each hyperinterval. This
cannot be generally guaranteed when univariate discretisation is applied, but a reasonable
approximation is to discretise for equal frequency, which means that each interval represents
the same number of data points. Although it cannot be guaranteed that sparse regions along
one axis are also sparse along another, the approach in general has the property that the
dense part of the distribution is finely discretised so that the variable is well represented in
these regions, whereas the sparse regions have fewer and longer intervals. However, this is
not the only concern.

In real ship datasets, it is often seen that for a given variable a large part of the dataset
assumes a certain value. For instance, a large number of container ships have a breadth
of around 32.2 m because this is the maximum breadth allowed in the Panama Canal.
To represent the dataset well, it is important that similar ships are in the same category
(interval).

The number of discretisation intervals in general relates to the size of the database. Using
the empirical relation of Equation 2.25, the aim in this study is eleven intervals in each
variable. In some cases, however, the algorithm may end up with a different number of
intervals. This happens in cases where many data points have the same value so that some
intervals get a different number of data points.

In summary, we choose to discretise each variable individually for equal frequency on the
condition that the values of the split-points differ from those of the data points. This part
of the applied discretisation algorithm is outlined below.

Let
NDP be the total number of data points in the database.
hk is the desired number of intervals for the k’th variable.
m is the desired number of data points in each interval.
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xj is the value of the j’th data point.
spliti is the split-point between the i’th and the (i+ 1)’th interval.

1. Determine the desired number m of data points in each interval m ≈ NDP

hk
.

2. Sort the dataset in increasing order so that x1 ≤ x2 ≤ · · · ≤ xNDP
.

3. Consider data point xm.

4. If xm �= xm+1 then the first split-point is placed between these values (split1 =
xm+xm+1

2
).

5. If xm = xm+1 then search backward in the sorted data series for the nearest data point
xb for which xb �= xm. Search forward in the sorted data series for the nearest data
point xf for which xf �= xm.

6. If the nearest point is xb and there are still more than 0.6m data points in the interval,
then split1 =

xb+xb+1

2
. Otherwise split1 =

xf−1+xf

2
.

7. Repeat from (3) for the next interval (i = i+ 1), i.e. data point xb+m or xf−1+m.

This algorithm ensures that all intervals have a minimum number of data points and that
the split-points are placed between points of different values. Although it yields a reasonable
representation of the dataset, it may be improved by adjusting the value of the individual
split-points so that the categories become as uniform as possible, i.e. the flat regions (levels)
of the sorted dataset are identified, see Figure 7.1. This adjustment is done by applying a
pattern search algorithm which minimises the following measure:

Err =
∑

i

1

Ni

∑
j

| Imidi
− xij |

Imidi

(7.1)

where j indexes the individual data points in the i’th interval and Ni is the number of data
points in the i’th interval. The fraction expresses the relative distance between each data
point xj and the midpoint Imidi

of the i’th interval. The mean of these distances within each
interval is computed by the summation over j and division by Ni. Finally, the measure to
be minimised is formed by summing the contributions from all intervals.

Because the relative distance is minimised, a discrepancy in the lower range has a higher
weight in Equation 7.1 than the same absolute discrepancy in the upper range. This has the
effect that the split-points must be placed with lower spacing in the lower range than in the
upper range. This again is a desirable effect because the variable in question is represented
better in this way. However, as also seen in Figure 7.1, the effect is not very pronounced
because the definition of the levels of the dataset is more important.
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Figure 7.1: Discretisation of the sorted dataset for the variable breadth. Split-points are
indicated by horisontal lines.

As an alternative, the absolute distance could have been chosen:

Err =
∑

i

1

Ni

∑
j

(Imidi
− xij)

2 (7.2)

It is seen that the combined discretisation heuristic consists of two steps: Modified equal
frequency discretisation and subsequent pattern search. The result is that the levels in the
sorted dataset are reasonably identified and the range is split in its steep regions.

7.4 Learning a Bayesian Network Model

The objective is to construct a network topology and estimate the associated probability
tables, so that the underlying database is represented in the best possible way. At this
point, the underlying database is represented by the discretised dataset.

The program package Bayes Net Power Constructor described in Section 7.4 is applied. It
is possible to enter domain knowledge in the following forms: Forbidden links, root and
leaf nodes (no predecessors, successors respectively), complete ordering of the nodes, partial
ordering, causes and effects (directed links). Although it is attractive to incorporate as much
knowledge as possible, it should not restrict the model unnecessarily so that the information
content in the dataset cannot be extracted. For the present problem, the following domain
knowledge is inserted:

• The TEU capacity must be a root node because the loading capacity is a key require-
ment from the customer. This variable is therefore a good basis for the prediction of
the remaining variables.
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Figure 7.2: Learned Bayesian network for container vessels.

• D and ∆ are not directly connected as the physical dependence between the two is
very limited.

• ∆ is a direct effect of the TEU capacity because the displacement directly carries the
load. This is therefore a physically based link.

Together with the discretised dataset, these specifications lead to the Bayesian network
shown in Figure 7.2. The time consumption for learning the topology is 30–35 seconds on a
Pentium III 500 MHz processor. Once the topology has been determined, the (conditional)
probabilities associated with each node are estimated in 5-10 seconds.

7.4.1 Comments on the Learned Network

It is seen directly from the graph that V is d-separated from the rest of the variables given
TEU (diverging connection). This implies that if TEU is instantiated, then evidence on
either of the other variables does not change the estimate on V . Likewise, inserted evidence
on V does not affect the other variables if TEU is instantiated.

In a connected graph with seven nodes there will be at least six arcs and at most twenty-one.
Eight arcs as in the learned network of Figure 7.2 thus constitute a relatively sparse graph.
This has the advantage of low dimensionality of the conditional probability tables, which
in turn enhances the reliability of the estimates. On the other hand, dense graphs are in
general necessary in order to capture complex interrelations between the variables. At this
point, a compromise between modelling many interrelations and having reliable probability
estimates must therefore be made.

If the model is inserted in Hugin, the immediate output is the marginal probability distri-
butions of all the variables. Ideally, these should be identical to the ones obtained from the
dataset itself in the discretisation step, but because of the way in which the probabilities are
assigned to the conditional probability distributions, there will be small discrepancies. The
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reason is that the diffuse prior places probability mass in each entry of conditional probabil-
ity tables. This leads to non-zero probability of impossible events, for instance the event of
[L = 300 m ∩B = 12 m].

The problem gets worse when a configuration of X and Y is empty in the network X →
Z ← Y i.e. no data points fall in the hyperinterval [a < X < b ∩ c < Y < d]. In this case
a uniform probability is assigned to all states of Z for the given configuration of X and Y
(parent configuration). This would not have caused trouble if [P (a < X < b) = 0 ∨ P (c <
Y < d) = 0] because then the probability of the joint event [a < X < b ∩ c < Y < d ∩ Z = zi]
would have been zero for all i. But, as seen above, no states are assigned the probability of
zero.

The learning algorithm thus assigns positive probability to all events in the state space. The
assigned probabilities have the effect that after marginalisation, the discrepancies between
the marginals obtained by the discretisation and the compiled network, respectively, increase
with the connectivity of the network. This is because higher connectivity means high di-
mensionality of the conditional probability tables and consequently many remains of diffuse
prior probabilities. For the sake of accuracy in the marginal probability distribution, it is
thus desirable to learn a sparse network topology. The assignment of non-zero probability
measures to all states in the learned network can be justified by the argument that even if
an event is not represented in the database, it may still be possible.

A derived effect of assigning probability to all states is that false dependence or independence
relations may be detected by the CI-tests. The tests simply become unreliable. As the
probability assignment is dependent on the discretisation and the topology is dependent on
the CI-tests, in effect the learned topology is sensitive to the discretisation. The program
does not provide any indication or warning as to when the algorithm becomes unreliable.
As a countermeasure in this particular study, the superfluous probability measures were
manually removed in order to yield a more accurate model.

Since sparse probability distributions are in general problematic without manual interven-
tion, it was attempted to increase the density of the conditional probability tables by remov-
ing linear dependencies among the variables. Instead of modelling L and B as individual
variables, the ratio L/B was formed from the dataset and discretised as an individual vari-
able. The idea is that the table P (L/B | L) is denser than that of P (B | L) because the
probability mass is concentrated around the diagonal in the latter, whereas in the former the
probability mass is more evenly distributed over the range. This corresponds to modelling
only the relations superposed on the linear dependence. As it is still desirable to be able
to insert evidence on the variable B, it has to be reconstructed from the variables L and
L/B. However, by reconstruction of the node B, the uncertainty is increased because the
relationship between L and B is blurred by the variable L/B. In a deterministic formula,
there would have been no difference but the discretisation causes the prediction of B from
L (and vice versa) to become less accurate. As an example, a particular set S of ships
from the database is considered for which the lengths and breadths are in a given interval.
S = {ships | 168m < L < 180m ∩ 28m < B < 30m}. If the ratio L/B is established, none
of the ships in S will lie outside the interval L/B ∈ [168/30, 180/28] = [5.6, 6.4].
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Figure 7.3: Conditional probability distribution P (L | TEU). For convenience the states of
both variables are given as numbers.

Mapping this back onto B yields

B =
L

L/B
∈ [168/6.4, 180/5.6] = [26.1m, 32.1m] (7.3)

It is seen that the probability originally located in the interval B ∈ [28m, 30m] is now
smeared out on a range of approximately double length. This increases the uncertainty
and explains why the marginal probability of B is corrupted by use of the ratio L/B. The
idea of removing linear dependence is abandoned as it introduces more uncertainty than
it removes. It is apparent that a contradiction has been identified: On the one hand we
want dense probability tables in order for the estimates to be reliable, on the other, the
representation of the variables cannot be modified very much without corruption of their
information content. Learning a model therefore also includes a compromise in this respect.

7.5 Using the Model: The Network as a Design Tool

One way of utilising the learned network as a design tool is to predict all the variables from
the TEU capacity. The tool may thus be evaluated in terms of its ability to predict each
variable given a value of the TEU capacity variable.

For each state of the TEU-node, the posterior distribution of each of the variables is com-
puted. In Figure 7.3 the posterior distribution of L given TEU is depicted. As the optimal
predictor, the conditional mean may be extracted by using the interval midpoints. For
example, the predictor for length is computed in the following way:

L̂Li|T EUj
= E(Li | TEUj) =

∑
i

P (Li | TEUj) Lmidi
(7.4)
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Figure 7.4: Comparison of the design parameter breadth calculated by use of a Bayesian
network (step curve), power function regression and a neural network.
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Figure 7.5: Comparison of the design parameter length calculated by use of a Bayesian
network (step curve), power function regression and a neural network.

where Li is the i’th interval of variable L and L̂ is the predictor of Li given the evidence.
Lmidi

is the midpoint value of the i’th interval. TEUj is the j’th state of the TEU variable.
Plots of the conditional mean as a function of TEU are seen in Figures 7.4 and 7.5 for
variables B and L, respectively. The agreement with the data points is good, especially
in the midrange. Furthermore, it is seen that both the neural network and the Bayesian
network capture the Panmax breadth well. In the upper part of the ranges, the scatter of
the data points is more irregular, and the agreement consequently poorer.

It should be noted that the agreement of the Bayesian network with the data points may be
enhanced in a single-input, single-output model. If prediction of each of the other variables
from TEU were the only query of interest, a customised Bayesian network could be learned.
TEU would then be the root node connected directly to each of the other variables.
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7.5.1 Comparison to Other Prediction Models

The predictions from the Bayesian network have been compared to the predictions from a
neural network model and a linear regression model as described in Clausen et al. [12]. For
these models, the relationship between each variable and the predictor is given in terms of
a continuous function based on least squares estimates.

Linear Regression

In Clausen et al. [12] power functions are chosen as a basis for approximation of the re-
lationship between the loading capacity (TEU) and the other parameters. The following
expression is used:

Y = aXb (7.5)

where X is the TEU capacity and Y is any of the predicted parameters. The values of a
and b are found by least squares regression on the data points.

Prediction based on the TEU capacity is chosen because it indicates the owner’s needs and
in general terms the dimensions of the ship. Using power functions has the advantage that
coefficients such as the block coefficient (CB) are power functions as well.

In Figures 7.4 and 7.5, the fitted power functions are shown for breadth and length, respec-
tively. It is seen that the agreement with data is very good, especially in the lower ranges.
The effect of the Panmax breadth is not captured well by the power functions and the length
is overestimated for high TEU capacities. For the remaining variables the power functions
are determined as shown in Figure 7.6a.

Neural Network

Neural networks are designed to learn the relations between inputs and outputs on the basis
of a training dataset. Once the network has been trained, it is capable of predicting output
parameters related to input parameters which do not belong to the training set. A properly
trained neural network is thus well suited for generalisation.

In Clausen et al. [12] the applied network is a two-layer Sigmoid feed forward net with
one hidden layer. In general, a feed forward neural network consists of a number of layers
each transferring the weighted sum of its inputs to the next layer through transfer functions
(here a Sigmoid function). To improve flexibility a constant (also called bias) is entered
into the transfer function along with the weighted sum. Each layer can have several inputs
and outputs. The weights and biases are estimated in the learning phase by minimising the
output error given a set of corresponding input and output values. In total 30 weights and
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Figure 7.6: Design parameters for container vessels. (a) Power functions (b) neural network
predictions.

biases are estimated, which yields 30 degrees of freedom. A MATLAB routine is used for
the optimisation.

As seen in Figures 7.4 and 7.5 the output of the network agrees well with the given data.
Moreover, the Panmax breadth is captured reasonably well. For both B and L, the prediction
in the upper range differs for the three methods. This is due to the scattered and sparse
data in that range.

The values predicted by the neural network for the remaining variables are seen in Figure
7.6b.

Prediction Error

As a quantitative measure of comparison the average relative error, as defined in Equation
7.6, is calculated for each of the three methods. In the neural network model and the simple
regression model the relation between the capacity and the other design parameters is given
in terms of a continuous function based on least squares estimates. The average relative
error is computed by

Errav =
1

NDP

NDP∑
i=1

|xj − x̂j|
xj

(7.6)

whereNDP is the total number of vessels in the analysis. The notation x̂means the prediction
of x based on the model. A Bayesian network expresses the posterior probability distribution
given the input (evidence). The summation must therefore be performed at two levels; one
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Figure 7.7: Comparison of average relative error for power function regression, neural net-
work and Bayesian network.

for each interval and one which sums the contributions from all intervals.

Errav =
h∑

i=1

1

Ni

Ni∑
j=1

| xij − x̂ij |
xij

(7.7)

where j indexes the individual values of the database, i indexes the states (intervals) of the
TEU variable, Ni is the number of data points in the i’th interval and h is the number of
intervals in the TEU variable. The prediction x̂ij is computed as the conditional mean by
application of Equation 7.4. The results are compared in Figure 7.7, which shows that the
errors are reasonably low and that all three methods have approximately the same level of
relative error. Furthermore, it is seen that in spite of the crude discretisation in the Bayesian
network, in some cases (for variable L and B) the sum of squared errors is less than for the
regression method. For most of the variables, however, the neural network yields the smallest
average error. Because of its many degrees of freedom (30), it is flexible enough to capture
local behaviour of the dataset. In comparison the simple regression model has only two
degrees of freedom.

The choice of model for a design task depends not only on the error measure but also on
the application: The power functions are simple to implement but they are less flexible
and cannot, for instance, capture the Panmax breadth. This is possible with neural net-
works although they do not yield information about the posterior distribution of the design
parameters, as the Bayesian networks do.

To evaluate the consistency of the predictions, the block coefficient, CB = ∆/(L · B · T ),
is calculated from the predicted values of displacement, length, breadth and draught, see
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Figure 7.8: Comparison of predicted block coefficient CB.

Figure 7.8. All three methods yield reasonable results compared to data, which confirms
that the estimates are consistent. A few of the data points in Figure 7.8 assume unrealistic
values, but this is due to errors in the database.

7.5.2 Insertion of Multiple Constraints

With a Bayesian network, it is possible to insert evidence on multiple variables without
having to relearn the network. This is of interest in cases where it is necessary to specify
requirements of more than one input parameter at a time. If the same should be achieved
by neural networks, it must be relearned for each piece of inserted evidence. The ability of
the Bayesian networks to accommodate multiple, concurrent inputs (restrictions/demands)
is shown by the examples below.

Large Container Vessel

If for instance the main particulars of a 4100 TEU container vessel are desired, evidence
is inserted in the Bayesian network on the state TEU ∈ [3932, 4832] and propagation is
performed. The probability distributions for the rest of the variables are now updated ac-
cording to this evidence. The posterior probability density distributions of the displacement
and the draught are shown in Figures 7.9a and b, respectively. It is seen that the displace-
ment ranges between approx. 65,000 and 94,000 tonnes. The conditional mean, ∆̂ = 82662
tonnes, is indicated by the vertical line. The model estimates a draught of approx. 13 m to
be more likely than other values although there is a noticeable variance on the prediction.
The conditional mean is T̂ = 13.24 m.

By inserting the evidence (TEU= {3932}) and (TEU= {4832}) in the neural network and
the power function regression, a set of new predictions is obtained. The ranges are shown in
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Figure 7.9: Predictions of displacement and draught of large container vessel in terms of the
posterior density distribution. (a) and (b) are restricted in TEU capacity, whereas (c) and
(d) are restricted with respect to both TEU capacity and Panmax dimensions.

Figures 7.9a and b as intervals labelled ”neural network, single input” and ”simple regres-
sion”, respectively. These ranges are ”best estimates”, i.e. they do not express the variance
of the estimates. Thus, they are comparable to the conditional mean computed from the
posterior distributions obtained by the Bayesian network. Although the distributions of the
Bayesian network cover a relatively large range, they do not yield a poorer prediction than
the other methods. It should be mentioned that it is possible to estimate the variance on
the prediction by use of neural networks and regression methods. This, however, has not
been included in the study.

Panmax Restriction
It is further specified that the ship must not exceed the maximum dimensions of the Panama
Canal (L ≤ 294.2, B ≤ 32.3, D ≤ 13.4) m. This information may be inserted in the Bayesian
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network in the form of likelihood vectors. The dimension of the vector is equal to the
number of states of the corresponding variable, and its elements are zero for impossible
(unwanted) states and unity for possible states. When the new evidence is propagated the
probability distributions are updated again. This does not change the distribution much
for the displacement (compare Figures 7.9a and c), but as the draught is restricted its
distribution changes (Figures 7.9b and d). The distribution is truncated at 13.8 m (and not
13.4 m) because it has to follow the current discretisation.

As the Panmax requirements are not satisfied by the estimates produced by the single input
neural network, a network with fixed values for TEU and breadth is trained. The results for
displacement and draught are shown in Figures 7.9c and d, respectively. With specifications
of both TEU capacity and breadth, the neural network produces smaller variations in the
predicted displacement and draught than the single input neural network. It should be noted
that the predictions by neural networks and regression are not fully comparable to those of
the Bayesian network because of the difference in the inserted evidence. In the Bayesian
network the evidence has the format a ≤ X ≤ b whereas the evidence in the other models is
in the format X = a.

Small Container Vessel

As another example, a small container vessel is considered. On the assumption of a capacity
of approximately 950 TEU, evidence is inserted in the Bayesian network in the interval
[846, 1062]. After propagation, the density distributions of L and T become as shown in
Figures 7.10a and b. Again the conditional mean is shown as a vertical line and again the
value is found to agree well with the other prediction methods.

By further requiring that the draught is limited to 8.5 m (T ≤ 8.5 m), the distributions from
the Bayesian network of length and draught become as shown in Figures 7.10c and d. The
distributions are seen to have even lower variance than before.

A neural network with capacity and draught as input is trained and the draught is set to
8.5 m. The result of inserting 846 TEU and 1063 TEU in the neural network is shown in
Figure 7.10 as ”Neural network, double input”.

Moreover, it is required that the ship should have a service speed of minimum 18 knots. This
does not change the distributions output by the Bayesian network because V is d-separated
from the rest given TEU . Training a neural network with capacity, draught and velocity
and inserting TEUs as above, T = 8.5 m and V = 18 knots yield the length and draught
shown as ”Neural network, triple input” in Figures 7.10c and d.

The above illustrates how evidence can be inserted in Bayesian networks to narrow the solu-
tion space so that practicable designs can be found. In addition, multiple design requirements
may be easily investigated in order to use the network for ”what-if” analysis.
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Figure 7.10: Predictions of length and draught of small container vessel in terms of posterior
density distributions. (a) and (b) are restricted in TEU capacity, whereas (c) and (d) are
restricted with respect to both TEU capacity and draught.

7.5.3 Other Aspects

In addition to the applications of the model described so far, it is possible to predict the
variables from other nodes than the TEU node. In general, the predictions are consistent and
yield low variance on the posterior distribution. However, with the service speed V as sole
evidence, the predictions of the remaining variables are poor. The posterior distributions are
very irregular, which indicates weak dependence. It is possible that an additional explaining
variable such as engine power would have remedied this but, unfortunately, engine power
was not included in the database. It is, however, encouraging that the weak dependence
between service speed and the remaining variables is reflected in the network topology. V is
thus only dependent on the root node TEU and therefore d-separated from the rest when
TEU is instantiated. This demonstrates that the learning algorithm has really detected
the independence relationships of the dataset and utilised them for building the network
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topology.

7.6 Discussion

It should be noted that inserting evidence on multiple variables corresponds to conditioning
the rest of the variables on these particular findings. This again is equivalent to restricting
the probability space. If the inserted findings are mutually consistent (i.e. not conflicting)
and representative of the dataset, then the probability space is reduced to including only
its dense parts. However, if the findings are conflicting or represent rare cases, the reduced
probability space is very sparse, and the probability estimates consequently not very reliable.
The reliability of the estimates in general decreases with the number of conditions. The
results obtained by insertion of multiple findings should therefore be critically evaluated to
avoid drawing false conclusions. In order to evaluate the degree of conflict between individual
pieces of evidence, a conflict measure can be computed. The idea is that if the findings are
consistent, their different components are positively correlated and the joint probability
of the findings is consequently larger than if they were independent. The product of the
probability of the individual findings must thus be smaller than their joint probability. The
following conflict measure can be used:

conf (f 1,f 2, . . . ,fn) = log
P (f 1,f 2, . . . ,fn)

P (f 1)P (f 2) · · ·P (fn)
(7.8)

A negative conf-measure indicates a conflict. It should be noted that this measure resembles
the expression for mutual information (Equation 2.33). It is recalled (from Section 2.1.2)
that the individual probabilities in the expression can be obtained by exploiting a side
effect of the junction tree representation: In a junction tree representing a Bayesian network
the probability of inserted evidence P (e) = P (f1, f2, . . . , fn) may be computed from the
consistent tree (i.e. after propagation of the evidence) by, for any clique W , marginalising
out all its variables:

P (e) =
∑
W

P (W, e) =
∑
W

tW (7.9)

This corresponds to summing all entries of the clique table. The computation is done auto-
matically in Hugin so that the probability of the inserted evidence is always available.

7.7 Further Work

As mentioned, the learned model is optimised for the dense part of the joint distribution.
This is reasonable for models where the desired output is related to mean values or best
estimates, as is the case for the model studied in this chapter. However, for models where
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the tails of the distributions are important such as risk or reliability models, it is in general
problematic to let data alone govern the model building. This does not mean that learning
should not be used in such cases, but merely that it should be applied in conjunction with
other methods.

As a feasible approach the following is suggested:

1. Learn topology from data and domain knowledge

2. Learn probabilities for guidance

3. Apply engineering judgement to identify and fit continuous conditional probability
distributions

4. Rediscretise the domain

5. Update the probabilities from data

In the first step, the topology of the network is learned from a given dataset combined with
domain knowledge. In this step, the discretisation should rather be too crude than too
fine so that a reasonable number of interdependencies are captured. With the topology a
decomposition of the joint probability distribution into conditional distributions is given.
The decomposition is used to fit continuous distributions to the local conditional probability
tables. This ensures reasonable modelling of the tails (i.e. the sparse regions) of the dis-
tributions. The improbable states play an important role in the case of a reliability model
or a general risk analysis model. The continuous distributions may now be re-discretised
for representation in a Bayesian network with the same topology as the one learned in step
1. It should be noted that at this point the discretisation may be almost arbitrarily fine,
which makes possible very distinct inputs and outputs. The limiting factor is the compu-
tational complexity associated with large clique tables. Another important consideration is
the choice of truncation points. The Bayesian network model obtained so far may be seen
as a reasonable representation of a prior probability distribution. By assigning a weight to
this model by assuming for instance that it corresponds to 1000 data records, the original
dataset may be used to update this prior distribution to obtain the final model. As a last
step, the probability of impossible states should be set to zero. This may be seen as yet
another application of domain knowledge.

In this way, the dataset is used to guide the construction of the topology and the prior
probability distribution (steps 1 and 2). The crude model is smoothed out by step 3, and
step 4 makes it a reasonable prior distribution for further updating in step 5. Although the
dataset in a way is used twice, it seems reasonable to let the dataset guide the establishment
of a prior distribution which may be updated again after smoothing and rediscretisation.
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7.8 Conclusion

Using learning techniques, we have constructed and evaluated a Bayesian network model
for the task of preliminary ship design. Bayesian networks are found to be an efficient tool
for narrowing the solution space for the design parameters. Any new piece of information
about any variable may be inserted and help predict the rest of the variables. The model
may thus be used as an interactive design tool in which the impact of many different design
modifications can be explored without modifications of the model.

7.8.1 Comparison to Neural Networks

One of the advantages of Bayesian networks, contrary to neural networks, is that they do
not have to be relearned in order to answer different queries. This is the case for neural
networks. Moreover, evidence may be inserted in a more general form with Bayesian networks
(a ≤ X ≤ b) than with neural networks (a = X).

A drawback of using Bayesian networks is that the probability distribution is discretised and
the output therefore in some cases may be too crude to be useful. This is true in particular
for the sparse regions of the distribution. However, the sparse regions are hard to model
reliably by any modelling technique. In the dense parts of the distribution, the intervals are
quite narrow, thus allowing reasonable information to be extracted from the model.

Although the Bayesian network models for some variables yield slightly larger error sums
than the other methods, they provide the full posterior distribution so that the uncertainty
of the estimate is quantified. The uncertainty on the prediction is not included in the neural
network model presented in Clausen et al. [12].

7.8.2 General Aspects of Learning and Discretisation

In this chapter a number of problems associated with the discretisation, the learning task
and the learned model have been identified. In general, a fine discretisation is of interest in
order to represent the univariate dataset well. Moreover, the outputs should preferably be as
distinct as possible. On the other hand, the discretisation should be crude in order to ensure
reliable probability estimates in the hyperintervals as well as reliable CI-tests. The choice
of compromise is highly dependent on the intention of the model and no specific guidelines
can be given. It was also found that the learned topology is sensitive to the discretisation
because the CI-tests become unreliable when the probability content in each interval is low.

In order to obtain marginal distributions from the network which agree well with those
obtained directly from the discretisation, dense probability tables and sparse graphs are
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desirable. However, if detailed modelling of even the weak interdependencies is desired, a
dense graph is necessary.

To reduce the error induced by the algorithmic assignment of probability mass to all events, it
is desirable to represent the dataset so that dense probability distributions are formed. How-
ever, to obtain strong dependence relationships, the probability mass must be concentrated
along a functional relation (e.g. around the diagonal) with zeroes outside the diagonal. As a
consequence it was seen that the representation of the original dataset cannot be manipulated
uncritically without distorting the information content.

It is clear that the quality of a learned model increases with the amount of data available.
Although no specific rule is given here as to how much data is enough, it is useful to consider
that the dimensionality of the model, i.e. the number of variables, governs the necessary
data amount. If all variables in the domain have, say, ten states each, then one additional
variable increases the necessary data amount by a factor of ten for the same level of accuracy.
In conclusion, compromises must be made during learning of a model and in many cases,
the model must ultimately be developed by trial and error.



Chapter 8

Discussion

In each of the Chapters 3-7, Bayesian networks and influence diagrams have been compared
to existing modelling techniques as regards their advantages and disadvantages with respect
to various types of analyses. In this chapter, the main aspects are restated and compar-
isons across the examples are made. The intention is to provide a catalogue of the merits
and shortcomings of Bayesian networks and influence diagrams for the types of analyses
investigated.

In four of the five examples, the core of the decision problem was closely connected to
modelling of rare events and their causes, consequences and possibilities of remedial actions.
The example of Chapter 6 (helicopter landing areas) is a risk analysis following the FSA
methodology as closely as possible although only one risk control option is considered. The
study focuses on the feasibility of an addition to an existing system. There is only one
decision to make and the criterion is the cost of averting statistical fatalities.

The examples regarding inspection planning, upheaval buckling and diesel engine monitoring
(Chapters 3-5) focused on the safety of an existing system and the problem of deciding on
appropriate maintenance actions. Considered in a risk framework, the risk control option is
to perform a given, well-known type of repair.

In the inspection planning example (Chapter 3), the problem is to decide if inspection
should be performed or not. This task is performed in each time step, i.e. as a series
of interconnected decision problems. The costs of inspection are large enough to justify a
thorough analysis. If a crack is found, the safety of the platform is sufficiently compromised
to justify the repair costs. Therefore, repair is triggered by the finding of a crack, irrespective
of its size. This is a consequence of the relationship between the increase in failure probability
and the ratio between the failure and repair costs.

For upheaval buckling (Chapter 4), the focus is on system reliability, and all decisions are
taken as soon as the inspection result is given. The decision problem is if repair should be
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performed at all, and if so, in which location(s). The uncertainty about the repair work and
its quality is small and therefore set to zero.

In the diesel engine monitoring example (Chapter 5), the repair decision is based on the size
of the detected leak. If a certain threshold is exceeded, the repair has to be performed, but
the time is usually not critical, because it is possible to give a very early warning. Hence,
the repair can wait until call at next port. The measure on which the decision is based,
the inspection result, is computed for each engine revolution, i.e. practically continuously.
Continuous inspection is only feasible if the inspection costs are negligible compared to the
benefit of being able to plan the repair so that lost production is avoided. Contrary to the
inspection planning problem, it is given that inspection should always be carried out. The
decision of repair is, however, conditional on the finding.

The preliminary ship design example of Chapter 7 falls a little outside the family of risk-
related examples but it illustrates a prospective use of Bayesian networks. The model serves
the purpose of guiding decisions on ship design based on the combination of data analysis
and domain knowledge. Contrary to the previous examples, the focus is on the dense part
of the distributions.

8.1 Applicability of Bayesian Networks to Risk Analy-

sis

The modelling power of traditional risk analysis methods such as fault tree and event tree
analysis is clearly surpassed by that of Bayesian networks and influence diagrams. Both
fault trees and event trees may quite easily be converted to a Bayesian network but often
this yields a somewhat clumsy model because of the high connectivity.

The real advantage of Bayesian networks is that the model may be built in a completely
different way, focusing on the causal relationship between physical phenomena. As demon-
strated in Chapter 6 on formal safety assessment of helicopter landing areas, the model
differs very much from the event tree model suggested by Spouge [78]. The network model
is intuitive, conceptual, and easily understood by all involved parties. This helps at the
development stage where the model is discussed by engineers, operators and others. At the
conceptual level, it is possible to validate and agree upon the topology of the network before
even estimating one single probability. At this stage (i.e. from the topology of the network),
it is also possible to determine requisite and irrelevant sets of information. By identify-
ing irrelevant nodes, an inverse sensitivity analysis is made. It becomes apparent to which
nodes the query is not sensitive. By excluding irrelevant nodes, elicitation of probabilities
is facilitated and, in addition, work is saved when the quantitative sensitivity analysis is
performed.

Once the probabilities have been inserted (in Hugin, for instance, by using the MS Excel
API interface) and the model has been compiled, it is finished so that the results can be
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extracted: First, the probability of the top event can be evaluated. Next, the sensitivity
of the top event to other variables in the network can be found. In this case, evidence
on nodes may be inserted in turn and the output increment considered. Thus, the impact
of each variable or set of variables may be quantified. This sounds as a tedious task, but
once the model has been established (implemented in a program package), it is a matter
of a few mouse clicks to perform the analysis and investigate the behaviour of the model.
What-if queries may be readily answered and again the API can be helpful if extensive
sensitivity analyses are required. To avoid the brute-force method outlined here, Kjærulff
and van der Gaag [45] have developed a method for determining the sensitivity of a given
posterior marginal probability distribution on the individual probabilities of the network,
i.e. the probabilities of the individual states. The desired sensitivities are found by one
single propagation. However, to the author’s knowledge, this algorithm is not available in
any commercial software package.

In Nilsen et al. [58] unification of structural reliability methods and event tree analysis is
exemplified and advocated. As we have seen, Bayesian networks may replace event trees and
to a wide extent model the same as structural reliability models. Bayesian networks may
thus be seen as a unifying tool because of their large flexibility and modelling power.

By associating decision and cost nodes with the network, the model can be used for identifi-
cation of the optimal decision alternatives, i.e. as a strong decision support tool. Finally, it
is easy to change costs, probabilities or topology (especially with an API interface), so that
the model becomes dynamic and reflects the changing conditions of the analysis over time.

An additional advantage appears when the result of the analysis is presented to the customer
or a regulatory body. It is easier to explain the assumptions behind a conceptual network,
indicating the causal relationships between variables, than explaining several pages of fault
and event trees. It is also easier for third parties to evaluate the local dependencies between a
few variables than to verify that a dependence is correctly captured in e.g. an event tree with
many variables. Furthermore, the independence relationships identifiable with an algorithm
for d-separation may also help validate the model. For instance, by asking a domain expert
if it is reasonable that the variables A and B are regarded as independent if C and D are
known.

In a list format, Bayesian networks offer the following advantages over existing methods with
respect to risk analysis:

• Qualitative and quantitative variables can easily be combined in the same model

• Consistent dependence/independence statements

• Nodes are not restricted to binary states as is the case for fault trees

• Compact representation

• Insertion of evidence and subsequent updating of the model
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• Identification of requisite and irrelevant information

• Sensitivity analysis

• Inclusion of cost nodes: consequences may be accounted for

• Automatic computation of expected utilities: optimisation

• Dynamic model

The use of FSA has introduced a consistent and formalised approach to risk analysis in the
marine field. As a framework, this enhances transparency and comparability of the analyses.
By using Bayesian networks for the detailed risk model within the FSA framework, the
consistency and the transparency of the analysis are further enhanced. The communication
between involved parties becomes easier and, at the same time, the probabilistic model as
well as the dependence relations are consistent. Thus, risk analysis becomes trustworthier
as a discipline.

In ISSC 2000 [60] transparency in modelling is identified as a key parameter in design. This
is in accordance with the transition from prescriptive to performance-based rules, and the
tendency towards a more holistic view on the design process, for instance the life cycle
approach and the transition from component design to system design. Bayesian networks
may become an important tool in this process.

8.2 Applicability to Structural Reliability Analyses

When a probabilistic model focusing on rare events is built, structural reliability methods
cannot be overlooked. They are explicitly developed for approximations of probability inte-
grals in the low-density areas of a joint probability distribution. Structural reliability models
are formulated in terms of physical relationships which can be described analytically. The
physical quantities are modelled stochastically as are the mutual relationship between the
individual variables.

The main difference between a structural reliability model and a Bayesian network model is
that the former considers continuous probability distributions, whereas the latter models a
discrete state space. Another difference is how mutual dependencies between the variables
are modelled. In a structural reliability model, the dependencies are modelled as correlation
coefficients whereas in a Bayesian network conditional probability tables must be specified.
The latter approach thus represents a decomposition of the joint distribution. In a structural
reliability model, a transformation to the standard normal space is performed to enable
evaluation of the desired probability. A Bayesian network model is transformed into a
junction tree in order to facilitate computation.
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Despite these differences, very good agreement between the two model classes can be achieved.
In the inspection planning example (Chapter 3), the Hugin model gave results which cor-
responded very well with those of the Proban model. It was shown that the agreement
was dependent on, among other things, the way in which the conditional probability tables
were constructed. Two different approaches were investigated: the endpoint method and the
sampling scheme. In both cases, the conditional probability tables were constructed by in-
sertion of fixed values in Paris’ equation. In the Bayesian network model, no FORM/SORM
computations are performed, but the results are validated by comparison to FORM/SORM
computations performed in the Proban model. In this model, Paris’ equation is used to
define the limit-state function.

In the upheaval buckling example (Chapter 4), a structural reliability model was formulated
in terms of a Bayesian network. No comparison was made to a Proban model, but instead
FORM/SORM was used as a third method for assignment of conditional probability. For
each configuration of the three variablesH, L and d, a FORM/SORM analysis was performed
assuming uniform distribution in the intervals of the configuration while keeping the full,
continuous distributions for all other variables. In this way, all distributions were kept intact
and the only approximation apart from the discretisation was implicit in the FORM/SORM
computation. This study thus directly exploits the advantages of FORM/SORM to obtain
better estimates of the conditional probabilities. This is a more appropriate approach than
the two suggested in Chapter 3 when the state space is high-dimensional.

In structural reliability models, sampling can in general be applied as an alternative to
FORM/SORM. Sampling a high dimensional joint distribution is a very inefficient method
of evaluating a small failure probability. To increase efficiency, importance sampling may be
applied, thus restricting the sampled domain to areas known to be close to the limit-state
surface. In a Bayesian network, the joint distribution is decomposed into a set of conditional
probability distributions. As seen in the inspection planning example of Chapter 3, these
tables can be established by sampling from the parent nodes in case an analytical expression
of the relationship is known. As the conditional probability distributions can be far denser
than the joint distributions, decomposition is often advantageous when sampling is applied.

In summary, Bayesian networks are in the main able to reproduce the results obtained by
structural reliability methods. Because of the different formulation they cannot replace
structural reliability methods but their ability to combine different types of knowledge,
perform inference and investigate different scenarios makes them a strong supplementary
tool.

8.3 Modelling of a Temporal Development

Risk analyses and planning problems both seek to capture an event sequence or the temporal
development of a situation. The examples studied so far have made use of two distinct
modelling techniques.
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In the inspection planning study (Chapter 3), the object to be monitored as a function of
time is the probability distribution of the depth of fatigue cracks. The distributions are given
at fixed time slices linked by conditional probability distributions based on Paris’ equation.
This modelling technique thus assumes the time to be fixed and the state of the system to
be uncertain.

The risk analysis of the helicopter landing areas (Chapter 6) also takes an event sequence
into account. Other uncertain quantities such as the weather, the distance to shore etc. are
independent of the time but must be captured in the same model.

Time is modelled by a node which holds the distribution of elapsed time before given states
are reached. In this case, both the state of the system and the time it takes to reach each
state may be uncertain and there may be multiple nodes modelling temporal relationships,
for instance the time it takes to rescue and the time to sink. Opposite the planning study,
we seek to capture multiple simultaneous event sequences as well as other phenomena which
are independent of time. However, there is only one decision to make.

The choice between the two modelling techniques can be guided by considering the basis for
the decision(s). In the risk analysis example, the decision is based on the expected number
of averted fatalities from all causes, i.e. as a total of all event sequences. In the planning
problem, a sequence of decisions must be made. Each decision is based on the state of
the system at a particular time as well as the expectations for the future. More precisely,
the basis of the decision is the expectation of the maintenance costs over the remaining
lifetime of the structure. In order to be able to compute the expected costs for each time
step (as a basis for the current decision), a probability distribution for that particular time
must be known. Therefore, the model is constructed as a sequence of time slices instead of
probabilistic time nodes.

In general, it may be noted that if the model contains multiple decisions, a temporal sequence
is inherently defined in terms of the sequence of the decisions. In many cases, the model can
be formulated so that each decision corresponds to one time slice.

As mentioned in Chapter 3, POMDPs (Partially Observable Markov Decision Processes)
are computationally less intensive than Bayesian networks and may therefore be attractive
models for planning problems. Their limitation is mainly due to the Markov property.
However, it is out of the scope of this study to investigate further the use of POMDPs.

8.4 Performing Cost Optimisation

The costs associated with an influence diagram model are included as utility nodes depend-
ing on probabilistic and/or decision nodes. This allows the costs to be specified in local
dependence on a set of nodes, and it is not necessary to specify a complicated objective
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function for cost optimisation. When the influence diagram is compiled, the expected utili-
ties of all decision alternatives are computed. Cost optimisation is done by simply choosing
the (sequence of) decision alternative(s) with the highest expected utility.

The utilities are additive and it is therefore easy to include interest rates in the formulation
if time has been adequately accounted for. The utility of a given event may be dependent on
what has happened in the past or what has already been obtained. For instance the utility
of having French fries with your dinner on any given day is U(fries) = a. However, if you
already had French fries for the last ten days, the utility would probably have decreased.
This situation can be modelled in an influence diagram because two utility nodes may have
overlapping sets of parents. The joint event of parent configurations may therefore be as-
signed a different utility measure than the individual events. For instance, the utility of
having French fries for two consecutive days, three consecutive days etc. may be specified
and hence other cost patterns than the linear additive case can be modelled. This approach
was used in the system analysis of the upheaval buckling example because the repair costs
were not proportional to the number of repaired locations. In summary, it is seen that the
facilities already included in the influence diagram formulation readily capture the most
important cost models, although there are limitations.

8.5 Applicability to Diagnosis

The original objective of the diesel engine study (Chapter 5) was to exploit and investigate
the potential of Bayesian networks for diagnosis of marine diesel engines. The intention was
to construct a diagnosis system which combined inputs from different classifiers to reduce
the uncertainty on the overall classification compared to the individual classifiers.

Bayesian networks were seen as a suitable modelling tool for updating the probability of a
given hypothesis based on multiple pieces of evidence. The uncertainty on the individual
classifiers was thus expected to play a key role.

As shown in Chapter 5, it turned out that there was almost no uncertainty related to the
classification of the events covered by the experiments. One of the reasons is that the AE
sensor is much more consistent than other sensors investigated in for instance Fog [25]. In
addition, the classifier is based on physical considerations, i.e. a ”first principle approach”,
which makes it very stable. With the given granularity of the experiments, there is no
uncertainty on the classification, and it is thus unnecessary to model it. Neither is it necessary
to combine the AE classifier with classifiers based on other signals. As an additional surprise,
it turned out that it was even possible to detect two failure modes (misfire and exhaust valve
leaks) very reliably from the same signal.

It must therefore be concluded that the potential of Bayesian networks in connection with
diagnosis and condition monitoring has not been fully investigated in this thesis. It is seen
that even if the study succeeded in building a very efficient classifier, it failed to exploit
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Bayesian networks for combination of evidence. The fact, however, remains that Bayesian
networks can combine knowledge from different sources to update a model of a given system.
The potential for diagnosis therefore remains.

A comparison to the inspection planning and upheaval buckling examples shows that a
possible extension to a diagnosis system is to perform a full decision analysis with respect to
maintenance decisions. The output of such an analysis should be recommendations of repair
actions based on an inspection result. A formulation of the repair costs and the failure costs
including the costs of lost production would be necessary. The repair costs are relatively easy
to estimate in terms of spare parts and manhours. The problem is to quantify the cost of the
lost time because it depends on whether or not the repair can be carried out concurrently
with other necessary activities such as loading or discharging the ship, or it implies actual
waiting time for instance because of poor availability of spare parts or qualified personnel.
The repair decision is also connected to other pending repair works that become feasible to
perform if the engine has to be dismantled anyway. In view of the poor predictability of
these matters, it is not considered feasible to extend a diagnosis system which is based on
relatively few failure modes to a full maintenance planning model.

8.5.1 Arc Direction

As shown in Chapter 5, a diagnosis system based on a Bayesian network should always
respect the causal direction of the arcs. For instance, we know that a leak causes the
sensors to read differently from normal whereas, when seeing the different readings, we infer
that there must be a leak. The causal direction should be respected in the model because
otherwise independent causes become conditionally dependent given the effect. If the arcs
are wrongly directed and a leak is observed, the sensor readings become dependent, i.e.
knowing one sensor reading changes the probability of the other. It can be deduced from
Section 2.1.5 on d-separation that this is not the case if the arcs point from the leak to the
sensors. Consider also Figure 5.8.

In some cases, it is hard or impossible to obtain the probabilities associated with the causal
direction of the arcs. For instance, for a power plant it is not possible to conduct exhaustive
experiments including the effect of all failure modes on the sensor readings. In such cases,
maintenance staff may be able to give guidance as regards the probabilities associated with
arcs in the opposite direction, i.e. the likelihoods of causes given the evidence. Operators
and maintenance staff typically have an opinion about the probability of a failure given a
set of observations. By estimating many such likelihoods, a specification of the relationship
between cause and effect may be elicited although the arcs point in the wrong direction. As
shown in Shachter [72], it is possible to reverse arcs so that the correct causal relationship
appears in the model even if the elicitation was conducted in the other way. In Skaan-
ning [74], a systematic approach to elicitation of likelihoods and subsequent transformation
to conditional probabilities for Bayesian networks is described. The method is applied to
troubleshooting of printer problems but may be adapted to any other system.
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8.6 Learning Bayesian Networks from Data

As any other model building, learning is subject to an array of compromises. We may let the
data govern the model or we may apply various types of domain knowledge thus restricting
the model. We may pre-process the data and apply a wide range of discretisation techniques.
Various learning algorithms may be applied and we may choose to post-process the model
by for instance excluding impossible events. Hence, there are many degrees of freedom when
a Bayesian network model is learned from data.

The main advantages are that the dependence relation between the variables in a database
becomes apparent and thus reveals new knowledge of the domain. In addition, the strengths
of the dependence relations are quantified so that a predictive model is established. It
is based on sound statistical principles although any degree of domain knowledge can be
applied. The learned model may be extended by additional probabilistic, utility or decision
nodes.

Because the dimensionality of the state space is equal to the number of variables, the es-
timation of probabilities requires very large data amounts to yield a reliable model. A
compromise has to be made here because cruder discretisation of the dataset decreases the
number of probabilities to be estimated and thus increases the reliability of the model. As
seen in the example of preliminary ship design (Chapter 7), the learned topology is sensitive
to the discretisation so that fine discretisation yields a sparse graph because dependencies
cannot be detected by the applied algorithm.

The task of learning a Bayesian network may be compared to the discipline of data mining
known from database management. According to Elmasri and Navathe [23], ”Data mining
helps in extracting meaningful new patterns that cannot be found necessarily by merely
querying or processing data ...”. Usually, the knowledge discovery process includes the
following steps: Data selection, data cleansing, enrichment, data transformation or encoding,
data mining and display of the discovered information.

In the example of preliminary ship design, the data selection and cleansing consisted of
choosing to analyse container vessels only and removing corrupted and invalid data, i.e.
making sure that all ships had full records. Enrichment usually means combination with
other databases of the same domain, but in this case, the database already contained data
from the entire world fleet and consequently enrichment was impossible. Data transformation
was performed by discretising the dataset and in the data mining step, the topology and
the probabilities were learned. The result was displayed in the Bayesian network model
and in the form of answers to the various queries treated in the example. Other data
mining techniques are based on e.g. (non-linear) regression, neural networks and various
optimisation algorithms such as genetic algorithms.

Data mining has been declared one of the top database technologies for the future. Learning
Bayesian networks is one of the tools for data mining and this aspect may therefore be of
substantial interest to both researchers and users.
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8.6.1 Discretisation

It may seem a major disadvantage that Bayesian networks are unable to handle continuous
probability distributions directly. However, considering that the parameters of the continu-
ous distributions used in e.g. structural reliability models are often estimated on the basis of
histograms by fitting various analytical distributions to the observed data, a discrete model
may in reality be more in accordance with the actually observed data than the continuous
models are. The advantage of the continuous formulation is that very unlikely situations are
a part of the model even if they are not represented by the observations. In favour of the
discrete model, it must be noted that the computations are exact in the discrete case and
approximate in the continuous case when using FORM/SORM.

When Bayesian networks are used, the real problem is how to discretise a dataset or a
continuous distribution to minimise the loss of information. We have seen that the results
obtained from Bayesian network models are sensitive to the discretisation. It is therefore
of crucial importance that the discretisation is done in a reasonable way. Some guidelines
have been given in the chapter on theory (Chapter 2) and in the individual examples, but in
general, a good discretisation is dependent on the focus of the analysis and the complexity
of the model.



Chapter 9

Conclusions and Recommendations
for Further Work

The objective of the present work has been to introduce Bayesian networks and influence
diagrams to the maritime industry. This has been done by considering five examples covering
a wide range of applications within the field. In each of the examples, ways to exploit the
features of Bayesian networks and influence diagrams have been described.

From an overall point of view, the work presented in this thesis can be extended by purely
theoretical development, by use of the models in large real-world applications or by imple-
mentation of advanced specialised algorithms in existing software systems.

A Bayesian network model can be constructed so that good agreement with more traditional
structural reliability modelling is achieved. For maintenance planning, which is often based
on the temporal development of a structural reliability model, the advantage of using in-
fluence diagrams is that the optimal plan can be directly identified. Moreover, the optimal
plan may easily be updated according to observations. A problem is that the computational
complexity becomes intractably large because of fine discretisation of both the individual
probability distributions and the time axis. Unless much more efficient algorithms are devel-
oped, influence diagrams are not feasible for larger inspection planning models than the one
presented in Chapter 3. The development of algorithms for LIMIDs is a step along this path.
Alternatively, the use of other modelling techniques such as POMDPs should be investigated
for larger maintenance planning models.

In the upheaval buckling example, structural reliability methods were used to reduce the
domain to be modelled by Bayesian networks. This made the model small enough to be
handled effectively by the software, even if system reliability was taken into account. This
illustrates that, when combined with other methods, Bayesian networks can be a very efficient
modelling technique. Bayesian networks can also be applied in combination with several
other modelling techniques such as regression models, neural networks and optimisation
algorithms. Thus, one of the salient features of Bayesian networks is their large flexibility.
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For risk analysis, the main strengths are the intuitive nature of the model, the possibility of
combining qualitative and quantitative nodes and the superiority to event tree and fault tree
analyses. The security of a consistent dependence model and the ease of performing sensitiv-
ity analysis also play a significant role. At a theoretical level, interest may be focused on the
advantages obtainable by application of the advanced algorithms (such as sensitivity analy-
sis, d-separation and the M most probable configurations) which are not yet implemented
in common software. In view of the rapidly increasing interest in formal safety assessment
within the marine field, risk modelling is likely to benefit immensely from Bayesian networks.
This is an area where Bayesian networks have a very large potential compared to existing
methods.

In the past, Bayesian networks have been widely used for diagnosis in other disciplines such
as medicine and troubleshooting of various technical devices. However, the potential of
Bayesian networks in diagnosis of marine diesel engines is, to the author’s knowledge, still
unexplored. The obvious extension to the presented system is to include more sensors and
detect more failure modes by combining evidence from different sources. The author believes
that such systems would quite easily gain competitive advantages.

The preliminary ship design example has revealed many compromises to be taken account of
in the process of learning a Bayesian network model from data. One restriction was that the
database had to be reduced substantially because of missing data. Further work in this area
would therefore include use of algorithms which can accommodate missing data. The use of
informed priors should also be further investigated, as well as the suggested bootstrapping
approach.

The general methodology of learning in Bayesian networks used as a data mining tool has
an immense potential. In the future, most engineering systems will be equipped with sen-
sors which generate an abundance of data. This calls for methods for extracting relevant
information from databases, for which purpose Bayesian networks may play a significant
role.

Thus the methodology has many advantages to offer to the marine industry. However,
the complexity of the models may very well grow beyond tractability, and a need for even
more effective algorithms is apparent. Bayesian networks enable quicker and more intuitive
modelling as well as general transparency. The elements of Bayesian networks are simple, yet
when combined, they constitute a very rich class of models because many different aspects
can be captured.
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Appendix A

Commercial Systems for Monitoring
Diesel Engines

In this appendix, a number of commercial systems for monitoring and diagnosis of diesel
engines are described. The list is compiled in the order of appearance in the literature so
that the development may be followed during reading.

In Fast Ferry International [19] a monitoring system from the company Ernasko installed
on a Detroit Diesel Engine is described. In its full version it comprises some sixty sensors,
measuring among others the following quantities: exhaust temperatures, fresh water and
oil temperatures, pressure of cooling water and gear oil, engine speed and fuel flow. To
each sensor, high and low alarms are assigned, and all data is logged to allow for later
analysis. The screen displays exhaust temperatures for all cylinders, lubricating oil pressure
and temperature, engine speed and a few additional parameters. A case is mentioned in
which this system helped indicate two defect fuel injectors on the basis of exhaust gas
temperature measurements.

In Schiff und Hafen [21] a system (MACON 100) from the Norwegian company Moland is
described. It is installed on a MAN B&W Alpha Diesel engine. It measures and displays
engine speed, propeller pitch, air pressures, cooling water temperatures, exhaust gas tem-
peratures and fuel tank level. Deviations from the normal range of each signal are coloured
to indicate an alarm. A historical log shows all previous alarms.

A different approach is adopted by MTU (Motoren und Turbinen-Union), Schiff und Hafen
[20]. A database containing the relationship between load level and wear on specific com-
ponents has been created. Operating time, failures, investigation reports and maintenance
tasks of more than 60 000 engines are stored. On this basis, a standard load profile has been
created. By comparison of the actual load history to the standard, an updated value for the
time between overhaul (TBO) can be found. By use of this system, reductions of up to 35
% in the maintenance costs have been reported. In 1995, 2940 MTU-engines (1580 of them
in ships) were equipped with load profile recorders. The next step in the development of a
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maintenance and diagnosis system is a device for online comparison of the actual load history
and the standard load history. This allows computation of the wear state at any time and
thus optimisation of the maintenance intervals. If a problem arises, the last twenty minutes
of data may be recalled for faster diagnosis. The data may also be transmitted to base at
MTU. The fourth step is the Condition Analysis System (CAS), which is a diagnosis system
based on a database containing engine specific data, parameter limits, trend constellations
and a fault tree.

A brief review of additional systems is given in The Motor Ship [17]. A collaboration between
three major engine manufacturers (MAN B&W, Wärtsilä, Hyundai Heavy Industries) as well
as a classification society (DNV) has resulted in an integrated system for the entire engine
room. It provides the user with trend curves based on sensors on board. The system is based
on MS Windows and has a module which compares and analyses the individual readings and
gives corresponding diagnoses. The system is being fitted on a ship equipped with a MAN
B&W 7S60MC main engine.

Lloyd’s Register has a Windows-based system called Integrated Condition Monitoring Sys-
tem (ICMS) running on the main engine of the container vessel Providence Bay. Vibration
measurements, fault alarms and data from various logging systems are monitored.

Drew Ameroid Marine has an advanced cylinder and injector monitoring system called Diesel
Engine Performance Analyzer (DPA) for engine speeds up to 1500 RPM. It is also based on
Windows and has a cylinder pressure sensor and two crankshaft position magnetic sensors.
Fuel injector sensors are optional. The focus is on operational safety and availability of the
main engine. After beginning to use the engine, the crankshaft is slightly twisted and the
injection falls out of synchronisation with the piston position. This again means loss of fuel
efficiency. The DPA-system allows identification of this problem. Drew’s systems are fitted
on a ship with a MAN B&W 650VT2BF-110 engine.

The Norwegian system Kyma is based on a shaft power sensor which provides data regarding
torque overload and parameters for optimising the propeller pitch. With additional sensors
of engine speed, fuel consumption and temperature, the efficiency of the energy conversion
may be monitored and optimised. PC software can deliver fuel reports and maintenance
prediction. Propulsion data obtained from model tank experiments may be incorporated
and compared to real time measurements.

MacSea Ltd. has a diesel engine diagnostic system (Dexter) which is able to monitor more
than 2000 points for the main engine(s) and auxiliary machinery. If desired, data may be
filed for the entire lifetime of the ship. A neural network trained to recognise specific faults
compares these to the detected alarms. The system is fitted on some ten ships of the US
Sealift command. A basic system monitors 75 data points and costs about US$ 15 000.

KRUPP MaK’s monitoring system, Dicare, is reported in Diesel and Gas Turbine Worldwide
[22]. It runs on a Windows platform and it is based on standard engine performance data
recorded during testing. During operation, the observed data is compared to the standard
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in order to give early warnings of faults. The available measurements include exhaust gas
temperature, charge-air system, fuel oil, lube oil and cooling water. The recorded data is
stored in a database, which enables long-term trend analysis. Data may be transmitted to
land by satellite so that the base can perform further analyses, prepare spare part lists and
maintenance instructions.

In Sørensen and P. S. Pedersen [77], a comprehensive account of the concepts and the build-
ing blocks of the MAN B&W intelligent engine is given. In its full visionary version, it
entails a whole engine management system which integrates subsystems for engine control,
monitoring, prognostic maintenance and maintenance scheduling. A number of control sys-
tems are devised, of which the cylinder control unit is of most interest to this thesis. The
cylinder control unit electronically regulates the activation of fuel injection, exhaust valves,
starting valve and cylinder lubrication injector to allow adjustment to given conditions. This
ensures a more flexible engine. In addition, different monitoring systems are described, for
instance the PMI-pressure monitoring of combustion pressure. Other monitored quantities
comprise the pump index, engine torque, engine speed and scavenge air pressure. Torsional
vibrations of the camshaft are also measured and may be used for detection of misfiring or
reduced functioning of a torsional vibration damper or uneven load distribution among the
cylinders. An account of the CoCoS (Computer Controlled Surveillance) system is provided.
The CoCoS-EDS (Engine Diagnostics System) handles data logging, monitoring, trends and
diagnosis. It is based on comparison of measured and calculated values to model curves.
The system works on the basis of a set of rules relating the physical values to each other.
Fuzzy logic is applied to evaluate the behaviour of the engine. If the behaviour is unsatisfac-
tory, the system will generate a diagnosis. The CoCos-MPS (Maintenance Planning System)
schedules the maintenance work. Cylinder condition monitoring is regarded as a major area
in future diesel engine technology. The goal is to monitor the condition of cylinder liners,
pistons, piston rings and exhaust valves.
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Appendix B

Sample Macro for External Control of
Hugin

Public Sub LoadAndSave()

Call LoadDomain

Call CopyTable

Call SaveDomain

End Sub

Public Sub LoadDomain()

On Error GoTo errorhandl

’ Get a Globals object which can do loading:

Set glob = CreateObject("HUGINAPI.Globals")

’ Load the domain - the parse handler arguments are not used:

Set dom = glob.LoadDomainFromNet("c:afh.net", Nothing, 0)

’ Tell:

MsgBox ("Domain loaded!")

Exit Sub

errorhandl:

MsgBox ("Error: " & Err.Number & "; " & Err.DESCRIPTION)

End Sub
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Public Sub CopyTable()

Dim ndH As Object

Dim ndL As Object

Dim ndD As Object

’Dim ndHobs As Object

’Dim ndLobs As Object

’Dim ndDobs As Object

Dim ndDump As Object

Dim ndHdump As Object

Dim ndBuckl1 As Object

Dim ndBuckl2 As Object

Dim tb1 As Object

Dim tb2 As Object

Dim iH As Integer, iHobs As Integer

Dim iL As Integer, iLobs As Integer

Dim iD As Integer, iDobs As Integer

Dim iDump As Integer, iHdump As Integer

Dim iDl As Integer, iB As Integer

Dim c As Integer

Dim ConfIndex As Integer

Dim CellRow As Integer, CellCol As Integer

Dim H As Double, H_mean As Double, Hobs_low As Double

Dim Hobs_high As Double, covH As Double

Dim L As Double, L_mean As Double, Lobs_low As Double

Dim Lobs_high As Double, covL As Double

Dim D As Double, D_mean As Double, Dobs_low As Double

Dim Dobs_high As Double, covD As Double

Dim u_high As Double, u_low As Double, pdens As Double

Dim pcH As Integer, pcL As Integer, pcD As Integer

Dim pcdump As Integer, rInt As Integer

Dim Beta As Double, P As Double

On Error GoTo errorhandl

’ Get the nodes by their names:

Set ndH = dom.GetNodeByName("H")

Set ndL = dom.GetNodeByName("L")
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Set ndD = dom.GetNodeByName("D")

Set ndDump = dom.GetNodeByName("Dump")

Set ndHdump = dom.GetNodeByName("H_dump")

Set ndHobs = dom.GetNodeByName("H_obs")

Set ndLobs = dom.GetNodeByName("L_obs")

Set ndDobs = dom.GetNodeByName("D_obs")

Set ndBuckl1 = dom.GetNodeByName("Buckl_1")

Set ndBuckl2 = dom.GetNodeByName("Buckl_2")

’ Get the table of "Buckling":

Set tb1 = ndBuckl1.Table

Set tb2 = ndBuckl2.Table

’Set pointers to interval information

pcH = 1

pcL = 6

pcD = 11

pcdump = 16

rInt = 11

’ Calculate values and insert into table:

For iH = 0 To ndH.numberofstates - 1

H = (Worksheets("Intervals").Cells(rInt + iH, pcH).Value +

Worksheets("Intervals").Cells(rInt + iH, pcH + 1).Value) / 2#

For iL = 0 To ndL.numberofstates - 1

L = (Worksheets("Intervals").Cells(rInt + iL, pcL).Value +

Worksheets("Intervals").Cells(rInt + iL, pcL + 1).Value) / 2#

For iDl = 0 To ndD.numberofstates - 1

D = (Worksheets("Intervals").Cells(rInt + iDl, pcD).Value +

Worksheets("Intervals").Cells(rInt + iDl, pcD + 1).Value) / 2#

For iB = 0 To ndBuckl1.numberofstates - 1

’ Determine configuration index:

c = iH * ndL.numberofstates * ndD.numberofstates *

ndBuckl1.numberofstates

c = c + iL * ndD.numberofstates * ndBuckl1.numberofstates

c = c + iDl * ndBuckl1.numberofstates

ConfIndex = iB + c

’CellRow = c / 2 + 2
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’CellCol = iB + 15

Beta = BetaBuckl(H, L, D)

P = dPhiA(1, Beta)

If iB = 1 Then P = 1# - P

’ Insert value:

tb1.Data(ConfIndex) = P

tb2.Data(ConfIndex) = P

Next iB

Next iDl

Next iL

Next iH

’ Get the table of "H":

Set tb1 = ndH.Table

’ Copy values from sheet to table:

For iH = 0 To ndH.numberofstates - 1

’ Determine configuration index:

ConfIndex = iH

CellRow = iH + rInt

CellCol = pcH + 3

’ Copy value:

tb1.Data(ConfIndex) = Worksheets("Intervals").Cells

(CellRow, CellCol).Value

Next iH

’ Get the table of "L, D":

Set tb1 = ndL.Table

Set tb2 = ndD.Table

’ Copy values from sheet to table:

For iL = 0 To ndL.numberofstates - 1

’ Determine configuration index:

ConfIndex = iL

CellRow = iL + rInt

CellCol = pcL + 3

’ Copy value:

tb1.Data(ConfIndex) = Worksheets("Intervals").Cells
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(CellRow, CellCol).Value

CellCol = pcD + 3

’ Copy value:

tb2.Data(ConfIndex) = Worksheets("Intervals").Cells

(CellRow, CellCol).Value

Next iL

’ Tell:

MsgBox ("Data Entered!")

Exit Sub

errorhandl:

MsgBox ("Error: " & Err.Number & "; " & Err.DESCRIPTION)

End Sub

Public Sub SaveDomain()

On Error GoTo errorhandl

’ Save domain:

Call dom.SaveAsNet("c:afh.net")

’ Tell:

MsgBox ("Domain saved!")

Exit Sub

errorhandl:

MsgBox ("Error: " & Err.Number & "; " & Err.DESCRIPTION)

End Sub
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