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  Time-predictable computer architecture 
  Chip-multiprocessors 
  Memory access scheduling 
  JOP CMP prototype 
  Optimize memory access schedule 
  Conclusion 
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  (Hard) Real-time systems 
◦  Deliver correct result in time 
◦  Often safety-critical systems – certification needed 
◦  Timing proof with schedulability analysis 

  Worst-case execution time needs to be 
known 
◦  WCET is the input for schedulability analysis 

  Static WCET analysis 
◦  Measurement is not safe 
◦  High level analysis is mature 
◦  Issue is the low-level CPU model 
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  New architectures needed 
◦  Design a computer architecture for RTS 
◦  WCET is the main design constraint 
◦  Average-case not interesting 

  Use and develop features that are 
◦  WCET analysis driven 
◦  Have a low WCET 
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  Common CA wisdom: 

Make the common case fast and 
the uncommon case correct 

  Time-predictable CA: 

Make the worst case fast and 
the whole system easy to analyze 
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  Currently 4 to 8 cores per chip 
  Future CMP will contain hundreds of cores 
  Embedded systems are a good fit for CMP 
◦  Natural thread level parallelism 
◦  One thread per core in reach 

  Can we build time-predictable CMP? 
◦  Estimate worst-case execution time 
◦  Even when tasks compete for memory access? 
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  What if #cores >= #tasks? 
◦  Traditional task scheduling disappears 
  Also the schedule and dispatch overhead 
◦  Memory is shared – needs to be scheduled 
  TDMA based memory arbitration 
  Adapt static schedule to application 
  Context switch overhead of arbiter is small 

  Fine-grain scheduling of memory access 
  Different from task scheduling 
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  Tasks and memory access schedules 
◦  Not synchronized 
◦  Tasks may have arbitrary periods 

  One task per core 
◦  100% utilization possible 
◦  Revise memory access schedule 
  Lower bandwidth for tasks with slack time 
  Other tasks get additional bandwidth 

  Memory schedule part of WCET analysis 
  Use WCET results to improve schedules 
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  A time-predictable processor 
  WCET analysis tool 
  CMP system 
◦  Shared memory 

  FPGA implementation 
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  Time-predictable processor 
  Executes Java bytecodes 
  WCET analysis tool available 
  Open-source under GNU GPL 
  In industrial use 
  Local memory: 
◦  Method cache 
◦  Stack cache 
◦  Scratchpad memory 
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  At Java bytecode level 
◦  Standard implicit path enumeration approach 

  Simple bytecodes have constant execution 
time 

  Memory access time 
◦  Depends on memory arbiter 
◦  TDMA schedule input for low-level analysis 

  WCET tool is part of JOP distribution 
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  Shared memory 
◦  Java programming model 

  TDMA based memory arbitration 
◦  Schedule integrated into WCET analysis 

  Lock based synchronization 
  FPGA implementation 
◦  Up to 12 cores in low-cost Cyclone II FPGA 
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  Memory shared resource 
  Dynamic arbitration 
◦  Decision at runtime 
◦  Good average case performance 
◦  Not time predictable 
◦  Tasks influence each others execution time 

  Static arbitration 
◦  Predictable access time 
◦  WCET analysis of individual tasks possible 
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  Time-division multiple access 
  Partitioning of memory access bandwidth 
  Static arbitration policy 
◦  Allocation of bandwidth before runtime 

  Information used for timing analysis  
  Configurable VHDL implementation 
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  Conservative estimation (single memory 
access): 

  WCET analysis of bytecodes 
◦  Which bytecodes access main memory? 
◦  What is the access pattern? 
◦  How can we find the WCET? 
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  Static analysis of bytecode instructions 
  Bytecodes 
◦  Sequence of microcode instructions 
◦  Some access shared memory 
◦  Static analysis of the sequence 
◦  Incorporate TDMA schedule 

  Memory access pattern of bytecode 
◦  RD, WR or NOP operation 
◦  Fixed length 

  Find execution time of all different overlaps 
between access pattern and TDMA 
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  Arbiter Configuration: 
◦  3 CPUs 
◦  Time slot = 15 cycles  
◦  Memory access time = 2 cycles  



  Just equal time slots? 
◦  A simple first approach 

  Not all tasks 
◦  need the same bandwidth 
◦  have a 100% CPU utilization 

  Distribute memory bandwidth according to 
task’s needs 

  Statically schedule TDMA slots 
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  One task per processor 
◦  No task scheduling 
◦  100% CPU utilization per core possible 

  Not all task’s WCET equals period 
◦  Distribute slack time 
◦  Less memory bandwidth 
◦  Other task’s WCET is reduced 

  Still a static schedule 
◦  Time predictable 
◦  WCET analysis possible 
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  Open source under GNU GPL 
◦  Free access to git repository 

  Web sites 
◦  http://www.jopdesign.com/ 
◦  http://www.jopwiki.com/ 

  JOP Reference Handbook 
◦  http://www.jopdesign.com/doc/handbook.pdf 

  Various papers 
◦  http://www.jopdesign.com/docu.jsp 
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  Time-predictable architecture for real-time 
systems 

  More processing power with CMP 
  Each task has it’s own core 
  Static memory access schedule 
  WCET analysis for CMP possible 
  Schedule memory access – not tasks 
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                      Questions? 
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