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Greedy and metaheuristics for theo�ine scheduling problem in grid computingM. GamstDTU Management, Technical University of DenmarkAbstractIn grid computing a number of geographically distributed resources connected throughthe internet, are utilized as one computations unit. A number of grid servers control theactivity on the grid, i.e., they decide, which job a resource should compute and when itshould compute it. The grid servers run a scheduling algorithm to make such decisions.The o�ine scheduling problem consists of assigning jobs in a given time period to resourcesin advance, i.e., before that time periods begin. It is an NP-hard problem. In this paperseveral heuristics for solving the o�ine scheduling problem are introduced.The presented heuristics are �ve greedy algorithms, two local search algorithms andan adaptive large neighbourhood search. The heuristics are computationally evaluated.The results show that all heuristics �nd good solutions; the average gap between theheuristic and the optimal solutions is approximately 20%. The local search algorithmsand the adaptive large neighbourhood search perform better than the greedy heuristicswith respect to solution values. The greedy heuristics have much better running timethan the local search algorithms and the adaptive large neighbourhood search. They areall capable of solving instances with up to 2000 jobs and 1000 resources, and the worstresult values are within 30% of the optimal solutions. Thus, the heuristics for the o�inescheduling problem in grid computing all give useful results both with respect to runningtimes and to solution values.1 IntroductionIn grid computing a number of resources is used as one combined computations unit. Theresources may be desktop computers, clusters, super computers, etc. Users log on to the gridin order to use the provided services. The idea behind grid computing is that it can be usedto access applications, storage and computational power. Applications include all software -in this way the user only needs to install software on the home computer to log on to thegrid. Using a grid providing storage means that the user can save all data on the grid ratherthan on a local computer. Finally, a grid providing computations power ensures that the useris capable of solving computational or data heavy jobs regardless of the performance powerof the local computer. When grid computing emerged as a research �eld, the ambition wasto implement a system as widespread as the power grid. Hence the name grid computing.The ambitions have yet to be met, though. Today grid computing systems consist of a limitednumber of resources and users and most systems are used by researchers to gain computationalpower.Several implementations of grid computing exists, e.g., NORDUnet, Data Grid, The World-wide LHC Computing Grid, and the Minimum intrusion Grid (MiG). Generally, a grid consists1



of a number of users, resources and grid servers. The users request execution of certain jobs,the resources compute the jobs and the grid servers control all activity in the grid, i.e., whichjobs to execute, the time for execution, the resources to use for execution etc. For more detailson grid computing in general, including technical descriptions and an overview of existing gridprojects, see the survey paper [6].A grid typically consists of three sets of components; users, resources and grid servers.All components are connected through a Wide Area Network (WAN) and may thus be geo-graphically distributed. The MiG is a good example of a grid and can be seen in Figure 1.

Figure 1: An abstract model of the Minimum intrusion Grid as presented by [3].In the scheduling problem a number of jobs and resources are given. Each job consistsof a number of data �les distributed across the resources and each job is assigned a pro�t,which is paid when the job is executed. All resources are connected through the internetand bandwidths of all connection links are known. Each resource can execute at most onejob at a time and job data �les must arrive at the resource before execution can begin. Thescheduling problem consists of assigning jobs to resources for execution subject to bandwidthand resource availability, such that the total pro�t of executed jobs is maximized.Typically, job execution is handled online, i.e., the grid servers decide what to do with ajob request the moment the request is received. See [18] for further work on the MiG andsee [16] for online scheduling in MiG. Online scheduling, however, does not support servicessuch as advance reservation, grid performance analysis, and avoidance of job starvation. Ano�ine algorithm meets the desire for supporting these services. Given information on jobrequests, available resources, and expected bandwidth for a grid computing system in a giventime space, the o�ine algorithm plans all activity in the grid in advance. In this way, it ispossible to decide which resources to reserve for guaranteeing execution of a number of plannedjobs. The algorithm can also be used to analyze the e�ect of adding/removing a number ofjobs/resources etc. Yet another scope of the o�ine scheduling algorithm is to empty the jobqueue whenever the queue has reached a certain size. Emptying the job queue ensures thatno job is queued forever, hence job starvation is avoided.To the best of our knowledge not much literature exists on the scheduling problem withrespect to bandwidth limitations in Grid Computing. A complexity proof and greedy heuristicsfor a simpli�ed o�ine scheduling problem were presented by Marchal e.a. [13]. Agarwale.a. [1] suggested an o�ine scheduler taking both job execution and data transmission intoaccount. The method �rst schedules jobs to resources such that the total penalty of delayedjob executions is minimized. Then the overall starting and end times of job schedules are2



determined. Elghirani e.a. [7]proposed a tabu search algorithm, which schedules a queue ofjobs. The neighbourhood of a solution consists of moving a scheduled job to a another availableGrid resource. Often used moves are penalized to avoid move cycles. When no improvementhas been reached in a certain time interval, the tabu list is cleared, a new random solutionis found, and the tabu procedure starts all over. Varvaigos e.a. [17] considered job routingand scheduling to support Advance Reservations in the context of Grid Computing Advancereservations consist of scheduling data transmissions in a network and the task is to reservethe appropriate network resources. Varvaigos e.a. considered one data transmission requestat a time, for which they found all optimal paths and then selected the �best� path accordingto a multi-cost objective and to available network resources.We present �ve greedy heuristics, two local search algorithms and an adaptive large neigh-bourhood search for solving the o�ine scheduling problem in grid computing. The greedyheuristics use rather simple strategies for assigning jobs to resources. The main drawbackof the greedy heuristics is that they do not consider the problem instance as a whole butconcentrate on a job or a resource at a time. Hence, the two local search algorithms areintroduced. The algorithms use one of the greedy heuristics to �nd a solution and to lookin the neighbourhood of the best found solution. They thus try to take more than just asingle job or resource into account. Their main drawback is that they are unable to escapelocal maximas, because they only accept solutions better than the current. This leads to theadaptive large neighbourhood search. It seeks to �nd good solutions by removing and addingjobs from the current solution via a greedy heuristic chosen in a roulette wheel manner, whereeach heuristic has a certain probability of being chosen. A solution may be accepted, despitenot having the best solution value, in order to escape local maximas.The heuristics are computationally evaluated. The results show that all heuristics �nd goodsolutions; the average gap between the heuristic and the optimal solutions is approximately20%. The local search algorithms and the adaptive large neighbourhood search perform betterthan the greedy heuristics with respect to solution values. The greedy heuristics have muchbetter running time than the local search algorithms and the adaptive large neighbourhoodsearch. They are all capable of solving instances with up to 2000 jobs and 1000 resources,and the worst result values are within 30% of the optimal solutions. Thus, the heuristics forthe o�ine scheduling problem in grid computing all give useful results both with respect torunning times and to solution values.This paper is structured as follows. First in Section 2, the o�ine scheduling problemis formally described and it is shown to be NP-hard. Then the heuristics are introduced.The greedy heuristics are presented in Section 3, the local search algorithms in Section 4and the adaptive large neighbourhood search algorithm in Section 5. The heuristics arecomputationally evaluated in Section 6, where test instances are also described and informationon preprocessing and parameter tuning is presented. Finally, Section 7 contains �nal remarkson the work.2 Problem DescriptionThis section contains a formal description of the o�ine scheduling problem. First, someassumptions are made and the contents of a problem instance are formalized. The problemdescription follows and �nally the complexity of the problem is presented.Only one grid server is assumed as communication between servers in the grid is prede-3



termined. The grid server is considered as a resource unable to execute jobs but capableof holding job data. Also, it is assumed that the only data to be sent between resources isjob data. This abstraction is fair as bandwidth usage of job requests and job result �les areinsigni�cant and can thus be ignored.A problem instance includes the following information:
• A list of jobs J to be executed. The number of jobs is denoted |J |. Each job, j ∈ Jincludes the following information:� A time window, (aj , bj), i.e., the time at which job j is submitted (start time, aj)and a time stamp at which it must be either executed or discarded (end time, bj)� The pro�t, cj , for job j.� List of input �les, i.e., a list of the required job �les, the position of the job �les(where from data is to be copied) and the size of each job �le. The amount of datalocated on resource r for job j is denoted pr

j . The total size of the job is denoted
Sj� Estimated execution time, Qj

• A set of resources, R. The number of resources is denoted |R|. A time window (ar, br)is attached to each resource, r ∈ R
• Bandwidth availabilities out of and into each resource and between each pair of resourcesin the grid. Bandwidths may vary with time. Available bandwidth at time t for incomingdata at resource r is denoted dt

r−
, available bandwidth at time t for outgoing data atresource r is denoted d+

r+ , and available bandwidth at time t for data between resources
r, k is denoted dt

rk.The goal is to maximize the pro�t of executed jobs. Before a job can be executed, alljob �les must be copied to the executing resource. Also, bandwidths must be obeyed whensending data. Each resource is capable of receiving data while executing another job, but canexecute at most one job at a time.For each instance, the set of all time slots is denoted T and the total time of the instance,i.e., the di�erence between the latest end time and the earliest start time for all jobs andresources, is denoted |T |.2.1 Mathematical formulationThe o�ine scheduling problem is formulated mathematically on a graph G. The graph Gconsists of a set of nodes V , and a set of edges E. The set V is a union of the set of jobs andresources, i.e., V = J ∪R. Each edge (i, k) ∈ E connects resource i with resource k.To simplify notation, the time window [aik, bik] is introduced, where aik = min{ai, ak}and bik = min{bi, bk}, for some i, k ∈ R ∪ J . For further notational convenience, two sets areintroduced: Jt and Rt. The set Jt consists of jobs, j, with aj ≤ t ≤ b. Similarly, the set Rtconsists of resources, r, with ar ≤ t ≤ b.The mathematical model includes two types of variables; xtr
j ∈ {0, 1} and f tj

ir ∈ Q+. If
xtr

j = 1 then job j ∈ J is executed on resource r ∈ R, with execution beginning at time
t ∈ T . If xtr

j = 0 then the job is not executed on the resource with this beginning time. The4



non-negative variable f tj
ir ∈ Q+ denotes the amount of data on edge (i, r) ∈ E for job j ∈ Jat time t ∈ T .The o�ine scheduling problem can now be formulated mathematically. An edge-basedpresentation is:
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∀t ∈ [arji,min(bi, brj −Qj − 1)]The objective function (1) maximizes the pro�t of the executed jobs. The �rst constraint (2)says that each job can be executed at most once. Constraints (3) and (4) make sure that in-and outgoing bandwidth limitations are obeyed and constraint (5) ensures that connectioncapacities are obeyed. All job data must be received before execution time (6). Constraint(7) says that a resource can execute at most one job at a time. The two bounds ensure thatvariables take on appropriate values.2.2 ComplexityThe problem is NP-hard, which is shown by reduction from the NP-hard knapsack problem.The data transmission part only adds to the complexity of the scheduling problem, thus itsu�ces to show that the job assignment problem is NP-hard.In the knapsack problem, a knapsack and a set of items are given and each item has anattached pro�t. The goal is to pack items into the knapsack such that the total pro�t ofpacked items is maximized. For a survey of the knapsack problem and corresponding solutionmethods, see [14].Consider the knapsack problem instance where a knapsack is to be packed. This is equiv-alent to assigning jobs to a resource such that the total pro�t of executed jobs is maximized.Hence, a solution to the job assignment problem is applicable on the knapsack problem. Hence,the job assignment problem and the o�ine scheduling problem are NP-hard.5



A number of heuristics are adapted to the o�ine scheduling problem. The heuristics aredivided into three classes: greedy heuristics, local search algorithms and an Adaptive LargeNeighbourhood Search (ALNS) algorithm.3 Greedy heuristicsFive greedy heuristics are presented. They all seek to assign jobs to resources through a fewsimple steps.The heuristics need to take data transmission into account, i.e., the problem of sendingjob data to the executing resource before execution begins. In the following section the datatransmission problem is described in detail and a heuristic for solving the problem is presented.3.1 The data transmission problemAll resources are directly connected so when sending job data from one resource to another,the direct link is used. Sending job data is denoted the data transmission problem. In thisSection, the data transmission problem is transformed into the Linear Multi-commodity FlowProblem (MFP), which is polynomially solvable.For MFP, a number of commodities and a graph are given. The graph consists of anumber of nodes and edges between the nodes. Edges are assigned a capacity and a cost.Each commodity consists of a start node, an end node and an amount of �ow to be sendbetween the start and end nodes. The MFP is to send all commodity data without violatingedge capacities such that the total cost is minimized, see [2].Looking at the data transmission problem for a job, j, and an executing resource, r, weneed to send job data for j from several resources, r1, r2, . . . , rk to r before execution canbegin.Commodities are introduced: the resources r1, r2, . . . , rk are now start nodes and r is theend node. The �ow to send between each pair of start and end nodes is the job data. Hence,each commodity has start node ∈ {r1, r2, . . . , rk} and end node r and has �ow equal to thecorresponding job data. In this way, the data transmission problem corresponds to the MFP.Data can be sent at di�erent time stamps in the data transmission problem. When trans-forming this into the MFP, we get a MFP working over time. To handle the time aspect inMFP, the graph is transformed into a time expanded graph as done for the single-commodity�ow problem over time by Ford and Fulkerson, see [8, 9].In the time expanded graph, sources and target are connected through a set of added timenodes; each time node represent a time stamp. This is illustrated in Example 1. Bandwidthlimitations are represented as edge capacities. Consider the instance from Example 1: theedge going from resource u to time node 1 has bandwidth min{d1
u+ , d

1
ur}, and the edge goingfrom time node 1 to resource r has capacity d1

r−
. These examples of edge capacities illustratehow to �nd capacities for all edges in the graph. Now, solving the data transmission problemon the time expanded graph corresponds to solving the MFP.Even though the MFP is polynomially solvable, larger instances can be di�cult to solve.In the literature large instances of the MFP are typically solved using Lagrangian methods,partition methods, decomposition techniques, dual ascent algorithms, bundle methods, interiorpoint methods, etc., see [5] and [11] for surveys of the problem, and [12] for a review of solutiontechniques. Small instances are typically solved using the Simplex algorithm. No straight-forward combinatorial solution algorithm exists. We choose to solve the data transmission6
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Example 1: Two graphs are seen. The graph on the left-hand side represents an instanceconsisting of three source resources: u with time window [3, 5], v with time window [1, 3]and w with time window [4, 6]. The target node, r, has time window [1, 5]. The �gure onthe right-hand side shows the time expanded graph. Nodes representing times 1, . . . , 6 areintroduced, and u, v, and w are connected to r via nodes, representing time slots where bothparts are available.problem heuristically in order to keep the greedy heuristics simple. The greedy heuristics andthe data transmission algorithm are described in detail in the following.3.1.1 Heuristic for the data transmission problemThe data transmission problem is solved heuristically for each pair of job and resource (j, r).Starting from the top of the list of resources holding job data for j, the data is greedily sent to
r. Data transmission from a resource starts as early as possible with respect to time windowsand bandwidth availabilities, and the transmission continues until all data is sent, if possible.The running time of the algorithm is O(|R||T |) because the algorithm in worst case inves-tigates all time spaces for all resources.3.2 First come, �rst serveThis heuristic assigns the �rst available job to the �rst available resource, on which job exe-cution �nishes �rst. The heuristic does not take pro�ts for executed jobs into account.The �rst come �rst serve algorithm has running time O(|J ||R|2|T |); in worst case, the datatransmission algorithm is run for each pair of job and resource.3.3 Best �rstStarting with the job with highest pro�t, each job is assigned to the resource at which the jobexecution �nishes �rst.The best �rst heuristic has running time O(|J | log |J |+ |J ||R|2|T |); jobs are sorted accord-ing to pro�t, and in worst case the data transmission algorithm is run for each pair of job andresource.
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3.4 First �tThis heuristic �rst computes the start execution time for all jobs on a resource. The jobwith lowest start execution time is then assigned to the resource. If two jobs have the sameexecution �nish time, then the job with highest pro�t is executed. This is repeated until it isnot possible to assign any jobs to any resources.The �rst �t heuristic has running time O(|J |2|R|2|T |): in worst case, the data transmissionalgorithm is run for each resource and each pair of jobs.3.5 Best �tThis heuristic investigates the time usage for all jobs on each resource. The job with smallesttime usage for data transmission and execution is assigned to the resource. If two jobs havethe same time usage, then the job with highest pro�t is executed.The best �t heuristic has running time O(|J |2|T |2|R|2); the data transmission time is runfor each pair of jobs and for each resource at each possible starting time.3.6 Random �tJobs are chosen randomly and if possible assigned to a resource. Pro�ts are not taken intoaccount. The random �t heuristic has running time O(|J ||R|2|T |); in worst case the datatransmission algorithm is run for each pair of job and resource.4 Local search algorithmsThe greedy heuristics focus on a single job or a single resource at a time rather than takingall or some of the remaining into account. To compensate for this drawback, two local searchheuristics are implemented. A local search algorithm attempts to improve the current solu-tion by searching the neighbourhood. Let N(sol) denote the neighbourhood of some feasiblesolution sol. Then a general local search algorithm is illustrated in Algorithm 1.local_search(k)1: sol ← an arbitrary feasible solution in S2: while (∃sol ′ ∈ N(sol) such that profit(sol ′) > profit(sol)) do3: sol ← sol ′4: end while5: return sol Algorithm 1: Illustration of a general local search heuristicGiven a feasible solution executing l jobs, the neighbourhood is de�ned by the set of otherfeasible solutions, executing l − k of the same jobs. That is, in an attempt to improve thecurrent solution, k executed jobs are temporarily left out - or exchanged - to make room forother jobs. This k-exchange approach is in the literature also known as the swapping method.The k-exchange, local search algorithm is used as an approximation algorithm for the facilitylocation problem by [4]. For a historic overview of the method refer to this article.Two local search algorithms are implemented:8



• 1-exchange local search. Here k = 1. Exactly one executed job in the current solutionis blocked, i.e. the job cannot be executed in the next solution.
• k-exchange local search. Up to k, where 1 ≤ k ≤ l, executed jobs in the current solutionare blocked, i.e. the jobs cannot be executed in the next solution.Note, that the local search heuristics need a start solution with at least one executed jobto work. The exchange is performed until either a �xed upper bound on the number ofiterations (step 2-4 in Algorithm 1) is reached or the solution does not improve. The reasonfor setting an upper bound on the number of iterations is that otherwise the running time maybe exponential. In worst case all combinations of jobs may be exchanged per resource andthe number of exchanges is O(|R| ·

∑|J |
i=1

(

|J |
i

)

). Let ub be the upper bound on the number ofiterations. Then the local search heuristics have polynomial running time O(ub ·heur), where
heur is the (polynomial) running time of the used greedy heuristic.The local search algorithms need a method for �nding a start solution and for addingnon-executed jobs to the current solution. All of the greedy heuristics introduced earlier areusable and the best choice is found through computational evaluation.5 Adaptive large neighbourhood searchThe local search algorithms may get stuck in local maximas. This is due to the algorithmsonly accepting solutions better than the current and only looking in the neighbourhood of thecurrent solution. The adaptive large neighbourhood search is capable of escaping local maxi-mas and is thus implemented. The Adaptive Large Neighbourhood Search (ALNS) algorithmis presented for the Pickup and Delivery Problem with Time Windows by [15]The ALNS is adapted to the o�ine scheduling problem in grid computing. Given a startsolution, a subset of the executed jobs is removed from the solution using a removal heuristic.Some of the non-executed jobs are then inserted into the solution using an insertion algorithm.The solution is saved if it is accepted according to certain criteria. This procedure is repeateduntil some stop criterion is met. Both several removal heuristics and several insertion heuristicsare implemented. Each heuristic is rewarded according to how it performs and the probabilityof a heuristic being chosen depends on the corresponding received reward. Performance ismeasured both according to solution values and to new solutions.Algorithm 2 shows the framework for ALNS as an o�ine scheduling algorithm. Theframework does not specify how removal and insertion heuristics are chosen. We choose to setthe stop criterion, as seen in step 2 in Algorithm 2, to whether or not the best solution hasbeen improved. If not, then the stop criterion is met. The number of times, the heuristic andinsertion heuristics are run in an iteration (step 3-12 in Algorithm 2) is set through parametertuning.5.1 Removal heuristicsThe removal heuristics use the current solution to select which jobs to remove. Furthermore,the removal heuristics take some integer, k, as input, which de�nes the number of jobs toremove. The input k is set through parameter tuning and is never larger than the number ofexecuted jobs in the current solution. 9



ALNS(s ∈ {Solutions}, k)1: Solution sbest ← s2: while (stop-criterion is not met) do3: for (A fixed number of iterations) do4: s′ ← s5: remove k jobs from s′6: reinsert a subset of the non-executed jobs into s′7: if (profit(s′) > profit(sbest)) then8: sbest ← s′9: end if10: if (accept(s′, s)) then11: s← s′12: end if13: end for14: Reward removal and insertion algorithms according to performance15: end while16: return sbestAlgorithm 2: The adaptive large neighbourhood search framework.5.1.1 Pro�t based heuristicThe algorithm removes the k jobs with smallest pro�t from the current solution. The algorithmdoes not take time usage into account. Running time is O(|J | log |J |), i.e., the time it takesto sorting the executed jobs. Sorting is necessary to decide which k jobs to remove.5.1.2 Pro�t and time based heuristicLet Wj be a variable which denotes the time usage for sending job data for job j. For eachexecuted job, j ∈ J , the term c′ = cj/(Qj +Wj) is calculated, i.e., the pro�t per used time slotis found. Time usage includes time spent on sending job data and on executing the job. Jobswith k lowest pro�t per time slot are removed from the current solution. Again the runningtime is the sort time, O(|J | log |J |).5.1.3 Random removalThis algorithm selects k random jobs from the current solution, and then removes the jobs.Running time is O(k).5.2 Insertion heuristicsThe previously introduced greedy heuristics can be used for inserting jobs. The insertionheuristics, however, do not build a solution from base, but rather continues work on a partialsolution.The heuristics presented in Section 3 are slightly modi�ed. Executed jobs are not reinsertedand edge capacities and resource availability are modi�ed to re�ect data transmission and jobexecution of the already executed jobs. Furthermore, the heuristics attempt to assign a job,10



which has just been removed from the solution by the removal heuristic to another resourcethan that previously used.5.3 Adaptive weight adjustmentThe ALNS is adaptive as the choice of removal and insertion heuristics is adjusted in eachiteration of the algorithm. Each heuristic is assigned a probability for selection. Given hheuristics with weights wi, i ∈ {1, 2, . . . , k}, heuristic l is selected with probability:
wl

∑h
i=1 wiThe weights wl are set automatically according to how well heuristic l performs. For eachiteration of the ALNS (step 2-12 in Algorithm 2) wl is recalculated. Given heuristic l anditeration i, then wl for iteration i+ 1 is calculated as:

wl,i+1 = wli(1− ρ) + ρ
Sl

αlwhere ρ is the reaction factor controlling how quickly the weight adjustment algorithm reactsto changes in the solution values found by the heuristics. The reaction factor is set throughparameter tuning. The constant αl denotes the number of times heuristic l has been used inthe last iteration and Sl is the score of heuristic l obtained during the last iteration. The scoreis calculated according to three situations:
• The last remove-insert operation resulted in a new global best solution.
• The last remove-insert operation resulted in a solution that has not been accepted before.The pro�t of the new solution is better than the pro�t of the current solution.
• The last remove-insert operation resulted in a solution that has not been accepted before.The pro�t of the new solution is worse than the pro�t of current solution, but the solutionwas accepted.The sizes of the three di�erent scores are found using parameter setting. Solutions are storedin a hash table to ease the check for whether a solution has already been found or not.Simulated annealing is used to accept solutions. It can be bene�cial to accept a solution,even if it has worse solution value than the current solution. The reason for this is thatthe algorithm may be stuck in a local maxima and accepting a worst solution can lead thealgorithm from a local maxima towards a global maxima. Let s be the current solution,and let τ > 0 be the temperature. Then solution s′ is accepted with probability e− f(s′)−f(s)

τ .The cooling is τ = τ · (1 − c); where the cooling rate 0 ≤ c ≤ 1 is found via parametertuning. The start temperature, τstart, is calculated from the initial solution. The pro�t ofthe initial solution is denoted z′. The start temperature is set such that a solution, whichis w percent worse than the current, is accepted with probability 0.5. The start temperaturecontrol parameter, w, is set via parameter tuning.
11



6 Computational ResultsThe proposed heuristics are tested and compared with each other. First, problem instanceshave been generated. Details regarding the data generation are presented in the following.Next, preprocessing is performed to limit the solution space. The preprocessing steps arepresented later in this section.The local search heuristics and the ALNS require parameter tuning. The algorithms aretested on di�erent parameter settings and the best settings are chosen. Finally, all heuristicsare computationally evaluated and the results are presented and analyzed. All tests are runon a 2.66 GHz Intel Xeon machine with 8 GB RAM. Note that CPU times in the followingrefer to using one core.6.1 Data generationThis section contains an overview of how test data is generated.The instances are generates such that the number of jobs and resources vary. All instancesare generated to re�ect activity in a grid computing system within a 24 hour period. Resourcesare generated such that their start and end time lie within the 24 hour time span. Both thestart and end time are randomly generated within this bound. Furthermore, the end timelies at least one time slot later than the start time. Bandwidth availabilities are set randomlybetween 0 and 10. Jobs are generated such that job data is distributed across the resources,and such that each job data source holds at most �ve units of job data. The job start timelies within the 24 hour time span and the end time is set to be twice the size of the job afterthe start time. To show any connection between problem instance size and the complexity ofthe scheduling problem, instances with 100, 200, 500, 1000 or 2000 jobs and 10, 20, 50, 100,200, 500 or 1000 resources are generated.6.2 PreprocessingThe goal of preprocessing is to limit the size of a problem instance. Here, the preprocessingconsists of the following two steps:Job data source availabilityIf a resource containing job data is not available in the same time space as the job thenthe job cannot be executed. The running time of this preprocessing step is O(|J ||R|) asit, in worst case, needs to look at all resources for each job.Job data source bandwidthIf a resource containing job data does not have enough available bandwidth to send outall data in time for latest possible execution time and if the resource cannot execute thejob itself, then the job cannot be executed. The running time of this preprocessing stepis O(|J ||R||T |) as it, in worst case, needs to consider all time slots for all resources foreach jobs.The preprocessing steps remove the jobs, which it has established cannot be executed.Hence, the preprocessing potentially reduces the problem instance and it saves the heuristicsfrom considering jobs, which never can be included in any feasible solution.12



6.3 Parameter tuningThe parameters for the local search and the ALNS algorithms are tuned. To limit the scope ofthe parameter tuning process only a subset of the instances has been solved. The 1-exchangeand ALNS algorithms are tested on instances with 200 and 500 jobs, while the k-exchangealgorithm is tested on instances with 100 and 200 jobs.6.3.1 The local search algorithmsIt is necessary to decide the maximum number of iterations for both local search algorithms.If an upper bound is not set then the algorithms have potentially exponential running times.Furthermore, the k-exchange algorithm needs an upper bound on the number of jobs toexchange at a time. The parameters are set through the following tuning.1-exchange algorithmThe maximal number of iterations in the 1-exchange algorithm is to be set. First come�rst serve is used as heuristic and the maximal number of iterations is set to 5, 10, 20, 50 and100, respectively. Results are seen in Table 1.5 iter. 10 iter. 20 iter. 50 iter. 100 iter.Jobs Res. Result Time Result Time Result Time Result Time Result Time200 10 142 0.17 142 0.17 142 0.17 142 0.17 142 0.16200 20 154 0.42 154 0.41 154 0.41 154 0.42 154 0.41200 50 160 3.08 160 3.05 160 3.12 160 3.11 160 3.08200 100 168 6.84 168 6.83 168 6.75 168 6.68 168 6.64200 200 194 57.64 194 58.01 194 57.99 194 57.57 194 58.35200 500 144 220.41 144 220.39 144 220.39 144 220.29 144 221.01200 1000 162 1315.66 162 1274.50 162 1288.40 162 1271.15 162 1269.95500 10 290 1.23 290 1.23 290 1.24 290 1.22 290 1.22500 20 378 3.17 378 3.14 378 3.15 378 3.15 378 3.16500 50 422 19.89 422 19.95 422 20.04 422 20.07 422 20.02500 100 426 76.97 426 77.00 426 76.90 426 77.32 426 77.53500 200 374 275.43 374 276.13 374 275.90 374 279.65 374 276.10500 500 426 1492.35 426 1501.09 426 1495.79 426 1496.56 426 1493.15500 1000 398 7558.04 398 7507.04 398 7558.33 398 7540.05 398 7520.61Table 1: Results for tuning the number of iterations in the 1-exchange algorithm. The �rsttwo columns de�ne the problem instance by the number of jobs and resources, respectively.Then in pairs of columns follow the results for each bound on the number of iterations: 5, 10,20, 50 and 100. The pair of columns for each bound contains the result value and time usagein seconds.The results show no obvious pattern. The objective function is not improved regardlessthe number of iterations. Thus, the algorithm terminates after a couple of iterations and therunning times are very similar for all parameter settings. If the objective function shouldimprove then we wish to allow some iterations. However, too many iterations will a�ect therunning time negatively. We set the parameter to 20 iterations.Next, the heuristic used by the 1-exchange algorithm is determined. The choice standsbetween the �rst come �rst serve, best �rst, �rst �t, best �t and random �t heuristics. Resultsare seen in Table 2.Generally, the best �t setting �nds some of the best result values, but its running time isalso among the largest. Using best �rst and random �t yield low running times, but also low13



FCFS BFS FF BF RFJobs Res. Result Time Result Time Result Time Result Time Result Time200 10 142 0.20 136 0.16 134 0.23 126 0.43 132 0.08200 20 154 0.44 154 0.42 152 0.52 152 1.81 150 0.40200 50 160 3.06 160 2.66 162 3.39 162 11.72 160 1.78200 100 168 6.70 166 7.56 166 7.83 168 26.54 166 6.92200 200 194 57.66 194 60.17 194 60.02 194 220.61 192 58.49200 500 144 215.69 144 233.53 144 221.13 144 809.20 144 221.54200 1000 162 1272.01 162 1364.04 162 1292.24 162 4833.79 162 1270.27500 10 290 1.23 260 0.17 288 1.16 270 4.28 260 0.67500 20 378 3.17 366 2.96 382 3.70 380 11.52 370 2.54500 50 422 19.87 416 20.16 424 22.99 428 82.96 424 23.41500 100 426 77.14 430 74.43 426 79.31 430 288.71 424 74.11500 200 374 276.24 374 130.02 374 253.24 374 1075.54 374 275.42500 500 426 1501.95 422 663.34 424 1639.85 426 5758.90 426 1514.92500 1000 398 8936.82 396 7853.65 394 7642.20 396 28291.10 394 7429.52Table 2: Results for testing the 1-exchange algorithm with the di�erent greedy heuristics asbase. The �rst two columns de�ne the problem instance by the number of jobs and resources,respectively. Then in pairs of columns follow the results for each heuristic: FCFS is �rst come�rst serve, BFS is best �rst, FF is �rst �t, BF is best �t and RF is random �t. The pair ofcolumns for each heuristic contains the result value and time usage in seconds.5 iter. 10 iter. 20 iter. 50 iter. 100 iter.Jobs Res. Result Time Result Time Result Time Result Time Result Time100 10 128 0.04 128 0.05 128 0.04 128 0.05 128 0.04100 20 78 0.17 78 0.15 78 0.14 78 0.14 78 0.14100 50 74 0.60 74 0.61 74 0.60 74 0.60 74 0.61100 100 86 2.35 86 2.35 86 2.34 86 2.37 86 2.40100 200 70 12.20 70 12.25 70 12.22 70 12.21 70 12.20100 500 98 56.95 98 57.17 98 57.02 98 56.94 98 57.20100 1000 72 210.79 72 211.16 72 210.68 72 210.79 72 210.01200 10 142 0.14 142 0.14 142 0.14 142 0.14 142 0.13200 20 154 0.34 154 0.33 154 0.33 154 0.33 154 0.34200 50 160 24.14 160 23.98 160 28.40 160 24.01 160 24.19200 100 168 6.42 168 6.42 168 6.42 168 6.44 168 6.45200 200 194 55.46 194 55.98 194 55.95 194 55.46 194 56.01200 500 144 214.80 144 214.45 144 214.46 144 214.66 144 213.70200 1000 162 1257.09 162 1261.93 162 1290.93 162 1276.64 162 1262.04Table 3: Results for tuning the number of iterations in the k-exchange algorithm. The probleminstance is given in the �rst two columns by the number of jobs and resources, respectively.Then in pairs of columns follow the results for each bound on the number of iterations: 5, 10,20, 50 and 100. The pair of columns for each bound contains the result value and time usagein seconds.result values. First �t and �rst come, �rst serve have similar running times, but �rst �t givesslightly poorer solution values. We thus choose �rst come, �rst serve.
k-exchange algorithmSimilarly to the parameter tuning process for the 1-exchange algorithm, the k-exchangealgorithm is tested using the �rst come �rst serve heuristic. First, di�erent bounds on thenumber of iterations are set. The bounds are 5, 10, 20, 50 and 100. Results are seen in Table 3.The results show that increases in the objective function are not reached and the runningtime is almost unaltered regardless of the bound on the number of iterations. We choose toset the upper bound on the number of iterations equal to that of the 1-exchange algorithm,20. We hope that by allowing some iterations the algorithm might be able to improve theobjective for some instances. 14



5 exchanges 10 exchanges 20 exchanges 50 exchanges 100 exchangesJobs Res. Result Time Result Time Result Time Result Time Result Time100 10 128 0.04 128 0.04 128 0.04 128 0.04 128 0.04100 20 78 0.14 78 0.14 78 0.14 78 0.14 78 0.15100 50 74 0.59 74 0.59 74 0.60 74 0.60 74 0.60100 100 86 2.36 86 2.36 86 2.35 86 2.35 86 2.35100 200 70 12.36 70 12.20 70 12.31 70 12.26 70 12.26100 500 98 56.93 98 57.12 98 57.39 98 56.87 98 56.99100 1000 72 213.30 72 209.81 72 210.91 72 209.73 72 211.21200 10 142 0.14 142 0.14 142 0.14 142 0.14 142 0.14200 20 154 0.33 154 0.33 154 0.33 154 0.33 154 0.33200 50 160 11.36 160 24.06 160 50.48 160 75.64 160 76.14200 100 168 6.40 168 6.40 168 6.39 168 6.40 168 6.39200 200 194 55.94 194 55.51 194 55.38 194 55.39 194 55.39200 500 144 213.97 144 215.47 144 213.99 144 214.44 144 215.41200 1000 162 1262.53 162 1260.71 162 1515.47 162 1259.71 162 1261.75Table 4: Results for tuning the maximal number of jobs to exchange at a time in the k-exchange algorithm. The problem instance is given in the �rst two columns by the number ofjobs and resources, respectively. Then in pairs of columns follow the results for each bound onthe number of exchanges: 5, 10, 20, 50 and 100. The pair of columns for each bound containsthe result value and time usage in seconds.FCFS BFS FF BF RFJobs Res. Result Time Result Time Result Time Result Time Result Time100 10 128 0.04 128 0.03 124 0.30 126 1.10 128 0.17100 20 78 0.14 78 0.15 76 0.19 78 0.68 78 0.14100 50 74 0.60 74 0.64 72 0.68 74 2.49 74 0.60100 100 86 2.37 86 2.56 84 2.60 86 9.46 86 2.36100 200 70 12.26 70 12.80 70 12.68 70 46.27 70 12.28100 500 98 56.99 98 62.98 98 65.10 98 229.74 98 57.27100 1000 72 212.48 72 226.94 72 213.39 72 771.08 72 212.26200 10 142 0.14 136 0.14 134 0.16 125 2.63 132 0.43200 20 154 0.33 154 0.34 152 0.40 152 1.44 148 1.64200 50 160 11.34 160 3.04 162 3.00 162 11.09 156 2.75200 100 168 6.52 166 6.97 166 7.03 168 25.27 164 33.12200 200 194 55.53 194 57.59 194 57.84 194 211.88 193 136.73200 500 144 216.54 144 223.35 144 217.83 144 838.23 144 216.31200 1000 162 1261.36 162 1300.61 162 1277.72 162 4776.76 162 1263.63Table 5: Results for testing the k-exchange algorithm with the di�erent greedy heuristics asbase. The �rst two columns de�ne the problem instance by the number of jobs and resources,respectively. Then in pairs of columns follow the results for each heuristic: FCFS is �rst come�rst serve, BFS is best �rst, FF is �rst �t, BF is best �t and RF is random �t. The pair ofcolumns for each heuristic contains the result value and time usage in seconds.The maximal number of jobs to exchange out at a time is investigated. Again, �rst come�rst serve is used as heuristic and the bound on the number of iterations is set to 20, accordingto the parameter tuning above. The settings for the maximal number to exchange at a timeare 5, 10, 20, 50 and 100. Results are seen in Table 4.The results do not show any di�erence in result values, hence the parameter setting isdecided with respect to running times. Here, the 5-exchange setting outperforms the remainingsetting and we choose this parameter setting.Next, the heuristic used by the k-exchange algorithm is determined. Results are seen inTable 5.The results show that �rst come, �rst serve �nds the best result values for all instancesbut one. Furthermore, the �rst come, �rst serve has good running times, so we choose this15



5 runs 10 runs 20 runs 50 runs 100 runsJobs Res. Result Time Result Time Result Time Result Time Result Time200 10 136 0.11 136 0.24 136 0.62 136 0.73 136 0.48200 20 154 0.06 154 0.11 154 0.19 154 0.44 154 1.01200 50 160 2.41 162 1.76 162 6.29 160 12.36 162 30.58200 100 166 1.82 166 2.21 166 3.47 166 11.64 166 30.84200 200 194 6.57 194 15.17 194 28.40 194 87.38 194 249.11200 500 144 41.21 144 84.96 144 153.03 144 343.98 144 692.90200 1000 162 242.13 162 403.25 162 733.22 162 1935.13 162 4853.15500 10 258 0.09 258 0.10 258 0.28 258 0.39 258 2.92500 20 366 0.30 366 0.27 366 0.48 366 1.27 366 2.72500 50 426 1.19 416 2.29 418 6.14 416 9.20 416 21.31500 100 430 3.75 430 7.01 430 11.81 430 24.20 430 91.78500 200 372 19.35 372 38.45 372 77.76 372 149.88 372 281.87500 500 420 123.87 420 149.96 426 921.71 422 1418.48 420 1574.94500 1000 440 439.12 396 755.43 396 1429.54 396 3631.34 396 6605.05Table 6: Results for tuning the number of heuristic runs per iteration in ALNS. The �rst twocolumns de�ne the problem instance by the number of jobs and resources, respectively. Next,pairs of results for each parameter setting are shown. A pair consists of solution value and oftime usage in seconds.heuristic.6.3.2 The adaptive large neighbourhood search algorithmThe following parameters are to be set:
• hrun, the number of times heuristics are run by the algorithm in an iteration.
• k, which is the maximal number of executed jobs to be removed by the remove heuristics.
• ψ1, the score of �nding a new global best solution, ψ2, the score of �nding a new solutionwith better solution value than the score of the current solution and, ψ3, the score of�nding a new solution with worst solution value than the score of the current solution
• w, the start temperature control parameter
• c, the cooling rate
• r, the reaction factorTo reduce the scope of the parameter tuning process, each parameter is tested individu-ally. The remaining parameters are set to suitable values found through preliminary testingand later by already performed parameter tuning. Initial settings found through preliminarytesting arehrun = 50, k = 10, ψ1 = 60, ψ2 = 30, ψ3 = 15, w = 50, c = 1/2 and r = 50 (8)Number of heuristic runs per iterationIn each iteration the insertion and removal heuristics are run a number of times to reach anincrease in the solution value. The number of heuristic runs is set to 5, 10, 20, 50 and 100,while all other parameters are set according to (8).The results show that time usage tends to grow proportionally with the upper bound onthe number of test runs. This especially holds when the bound goes from 10 or less runs to20 or more runs. Good solution values are reached even at a bound of 5 runs. The di�erence16



|J| runs |J|/2 runs |J|/3 runs |J|/4 runs |J|/5 runsJobs Res. Result Time Result Time Result Time Result Time Result Time200 10 136 0.57 136 0.47 126 0.15 136 0.06 136 0.06200 20 154 0.27 154 0.26 154 0.24 154 0.20 154 0.21200 50 160 6.61 162 4.57 160 3.07 162 6.34 160 1.70200 100 166 10.62 166 9.29 166 18.17 168 6.27 166 3.33200 200 194 46.57 194 45.28 194 21.04 194 32.32 194 14.62200 500 144 138.95 144 198.38 144 166.20 144 121.14 144 109.19200 1000 162 496.95 162 787.10 162 519.09 162 485.74 162 372.52500 10 258 1.39 258 1.28 258 0.16 258 0.16 258 0.15500 20 366 0.54 366 0.52 366 1.33 366 2.70 366 1.68500 50 416 10.55 416 12.31 416 11.14 416 17.93 416 2.80500 100 430 61.25 430 110.50 430 29.95 430 71.21 430 23.34500 200 372 106.19 372 173.84 374 139.06 372 118.25 374 76.26500 500 420 556.01 420 842.79 422 1947.58 422 725.82 420 267.88500 1000 396 2720.64 396 2420.63 396 2184.90 396 2037.63 396 1073.03Table 7: The results for tuning the maximal number of jobs to remove at a time in the adaptivelarge neighbourhood search. The �rst two columns de�ne the problem instance by the numberof jobs and resources, respectively. Next, pairs of results for each parameter setting are shown.A pair consists of solution value and of time usage in seconds.in solution values is overall small. For these reasons we choose to set the maximal number ofruns to 10.Maximal number of jobs to remove at a timeThe removal heuristics takes out a number of executed jobs from the current solution. Anupper bound on the number of removed jobs is set via parameter tuning; the tested settingsdepend on the number of jobs in the instance and are |J |, |J |/2, |J |/3, |J |/4 and |J |/5. Fromthe previous parameter tuning, we have hrun = 10, and the remaining parameters are setaccording to (8). Results are seen in Table 7.The results show no obvious pattern. The setting which seems to give shortest runningtime and good solutions is |J |/5. Hence, we choose this parameter setting although othersettings would probably be equally good.Score settingsThe score paid to heuristics according to their performance is set via parameter tuning. Foursettings are tested:
• Score 0: ψ1 = 60, ψ2 = 30 and ψ3 = 15

• Score 1: ψ1 = 3, ψ2 = 2 and ψ3 = 1

• Score 2: ψ1 = 100, ψ2 = 10 and ψ3 = 1

• Score 3: ψ1 = 10000, ψ2 = 100 and ψ3 = 1From the previous parameter tuning, we have hrun = 10 and k = |J |/2. The remainingparameters are set according to (8). Results are seen in Table 8.Again, a strong pattern does not emerge from the results. There is, however, a smalltendency towards best results using setting Score 0. Running times for this setting are lowand results are good compared to the other settings. Hence, we choose setting Score 0:
ψ1 = 60, ψ2 = 30 and ψ3 = 15. 17



Score 0 Score 1 Score 2 Score 3Jobs Res. Result Time Result Time Result Time Result Time200 10 136 0.06 136 0.07 136 0.08 136 0.08200 20 154 0.21 154 0.18 154 0.18 154 0.18200 50 160 1.70 160 2.85 160 3.20 160 4.80200 100 166 3.33 166 2.42 166 5.16 166 4.22200 200 194 14.62 194 14.60 194 28.31 194 22.45200 500 144 109.19 144 103.83 144 100.03 144 107.87200 1000 162 273.52 162 405.12 162 456.65 162 447.38500 10 258 0.15 258 0.15 258 0.16 258 0.16500 20 366 1.68 366 0.39 366 1.41 366 0.52500 50 416 2.80 416 6.52 416 6.28 416 3.44500 100 430 23.34 430 35.74 430 32.79 430 25.25500 200 374 76.26 372 77.96 372 69.28 374 420.93500 500 420 267.88 420 345.92 420 293.65 420 523.67500 1000 396 1073.03 396 1113.50 396 899.38 396 970.74Table 8: The results for tuning the score to pay for accepted solutions in the adaptive largeneighbourhood search. The �rst two columns de�ne the problem instance by the number ofjobs and resources, respectively. Next, pairs of results for each parameter setting are shown.A pair consists of solution value and of time usage in seconds.10% 20% 50% 60% 100%Jobs Res. Result Time Result Time Result Time Result Time Result Time200 10 136 0.22 136 0.20 136 0.20 136 1.05 136 0.06200 20 154 0.17 154 0.18 154 0.18 154 0.16 154 0.18200 50 160 4.11 158 1.11 162 2.33 160 2.90 160 1.89200 100 166 3.88 168 6.10 166 4.82 166 3.44 166 3.09200 200 194 29.24 194 22.94 194 21.90 194 33.34 194 21.56200 500 144 118.42 144 102.54 144 126.34 144 114.20 144 87.80200 1000 162 499.94 162 549.69 162 598.98 162 519.71 162 473.00500 10 258 0.15 258 0.15 258 0.15 258 0.15 258 0.15500 20 366 2.61 366 0.51 366 0.58 366 0.54 366 0.45500 50 416 7.12 416 8.20 416 5.44 416 4.22 416 8.28500 100 430 42.89 430 17.41 430 22.76 430 23.45 430 32.29500 200 372 111.65 374 266.37 372 68.28 372 129.05 374 128.45500 500 420 383.02 420 561.29 420 303.62 420 210.70 420 433.85500 1000 396 1122.42 396 1111.02 396 1435.85 396 1667.41 396 2042.09Table 9: The results of tuning the start temperature control parameter in the adaptive largeneighbourhood search algorithm. The �rst two columns de�ne the problem instance by thenumber of jobs and resources, respectively. Next, pairs of results for each parameter settingare shown. A pair consists of solution value and of time usage in seconds.Start temperature control parameterThe start temperature control parameter, w, is to be set. This parameter says that a solution,which is w percent worse than the last solution is accepted with a probability of 50%. Settingsfor w are 10%, 20%, 50%, 60% and 100%. From the previous parameter tuning, we havehrun = 10, k = |J |/2 and ψ1 = 60, ψ2 = 30 and ψ3 = 15. The remaining parameters are setaccording to (8). Results are seen in Table 9.Once again, we do not see a strong pattern, but the results values are of good qualityand running times are low for tests with setting w = 50%. For these reasons, we choose thissetting.Cooling rateThe cooling rate c, is set. The cooling rate is a part of the simulated annealing process ofthe ALNS. Settings for c are 0.1, 0.17, 0.2, 0.5 and 1. From the previous parameter tuning,we have hrun = 10, k = |J |/2, ψ1 = 60, ψ2 = 30, ψ3 = 15 and w = 50%. The remainingparameters are set according to (8). Results are seen in Table 10.18



0.1 0.17 0.2 0.5 1Jobs Res. Result Time Result Time Result Time Result Time Result Time200 10 136 0.11 136 0.10 136 0.10 136 0.10 136 1.82200 20 154 0.27 154 0.27 154 0.28 154 0.30 154 0.29200 50 160 10.00 160 5.25 160 5.22 160 6.96 160 12.92200 100 166 11.43 166 6.26 166 15.78 166 13.08 166 9.37200 200 194 58.23 194 49.37 194 60.80 194 40.58 194 67.98200 500 144 165.57 144 178.50 144 152.77 144 205.78 144 219.17200 1000 162 1127.33 162 873.56 162 1115.58 162 779.73 162 879.05500 10 258 0.36 258 0.28 258 0.28 258 2.29 258 3.81500 20 366 5.70 366 3.76 366 0.95 366 1.02 366 2.47500 50 416 10.04 416 23.02 416 9.47 416 11.08 416 14.05500 100 430 34.63 430 55.33 430 38.07 430 87.61 430 52.96500 200 372 182.27 372 227.90 372 182.14 372 209.91 374 365.74500 500 420 728.78 420 637.98 420 520.13 420 719.08 420 576.30500 1000 396 2370.68 396 3471.70 396 2464.27 396 2901.12 396 2238.43Table 10: Results of the parameter tuning of the cooling rate,c. The �rst two columns of thetable de�ne the problem instance by the number of jobs and resources, respectively. Next,pairs of results for each parameter setting are shown. A pair consists of solution value and oftime usage in seconds.0.1 0.17 0.2 0.5 1Jobs Res. Result Time Result Time Result Time Result Time Result Time200 10 136 0.05 136 0.32 136 0.80 136 1.12 136 0.58200 20 154 0.14 154 0.15 154 0.18 154 0.15 154 0.14200 50 160 1.67 160 4.66 158 1.16 162 1.69 160 12.22200 100 168 6.21 166 3.24 166 5.86 166 8.47 166 5.82200 200 194 20.18 194 34.35 194 33.76 194 28.45 194 21.12200 500 144 139.52 144 101.06 144 131.95 144 141.30 144 128.30200 1000 162 456.45 162 596.19 162 453.44 162 545.42 162 607.01500 10 258 1.27 258 3.19 258 0.20 258 0.20 258 0.22500 20 366 2.91 366 1.94 366 0.44 366 0.45 366 0.53500 50 416 6.45 416 5.17 416 4.26 416 2.76 416 3.61500 100 430 28.75 430 18.03 430 27.54 430 27.24 430 16.68500 200 374 105.75 372 81.61 374 102.91 374 350.32 372 111.48500 500 420 317.96 424 641.06 420 361.78 420 346.82 426 476.61500 1000 396 1239.50 396 987.91 396 1225.37 396 1270.17 396 1151.23Table 11: Results for setting the reaction factor, r, to di�erent values. The �rst two columnsde�ne the problem instance by the number of jobs and resources, respectively. Next, pairs ofresults for each parameter setting are shown. A pair consists of solution value and of timeusage in seconds.The results again do not show any clear pattern. The setting 1, however, gives both goodresult values and has good running times. We thus choose to set the cooling rate to 1.Reaction factorThe reaction factor r, must also be chosen. Settings for r are 0.1, 0.17, 0.2, 0.5 and 1. From theprevious parameter tuning, we have hrun = 10, k = |J |/2, ψ1 = 60, ψ2 = 30, ψ3 = 15, w = 50%and c = 1. Results are seen in Table 11.Best result values are reached by using reaction factor 1. The running times for thissetting are generally higher than for the other settings. Setting 0.17 reaches good results andthe running times are generally low. We thus choose this setting.6.4 ResultsUsing the parameter settings found in the previous section, all heuristics are �nally testedand compared. Note, that in this �nal computational evaluation, a two hour upper bound is19



Heuristic Worst % Aver. %First come, �rst serve 28.57 20.92Best �rst 28.57 20.40First �t 28.57 21.60Best �t 29.55 20.15Random 28.57 20.351-exchange 28.57 18.00
k-exchange 28.57 18.00ALNS 28.57 19.24Table 12: Gaps between heuristic and optimal values are calculated. In the �rst columnthe name of the heuristic to compare is given. The second column contains the largest gapbetween the solution of the heuristic and the optimal solution. The gap is given in percent.The third column contains the average gap between the solution of the heuristic and theoptimal solution. Again, the gap is given in percent.set for the running times. Results are compared with respect to solution values and to timeusage.Detailed results for the computational evaluation of the greedy heuristics are seen in Ta-ble 13 and detailed results for the local search heuristics and the ALNS are seen in Table 14.First, solution values for some smaller instances are compared to the optimal solutionvalues. The optimal solution values are found by a branch-and-price algorithm presented in[10] and can be seen in Table 15. The average and the worst gap between the optimal andthe found solution values are gathered in Table 12. The three more sophisticated algorithmsgenerally �nd better solutions than the greedy heuristics. The largest gap between a heuristicand an optimal solution, however, is the same for almost all heuristics. The largest gap isnever more than 30%, and the average gap is from 18% to 22%. Hence, all heuristics performwell with respect to solution values.Next, running times are compared. Time usage is sorted according to the number of jobs,e.g. running times for all �rst �t test runs on instances with 100 jobs are added and thendivided with 7 (there are 7 instances with 100 jobs). The running times sorted according tothe number of jobs are seen in Figure 2.Generally, time usage grows with the number of jobs. This is expected due to the corre-sponding theoretical running times. Comparing all heuristics with each other, the �rst come�rst serve and the random �t heuristics have the smallest practical running times followed bythe �rst �t and the best �rst heuristics. The best �t heuristic has the largest practical timeusage of the greedy heuristics. The three sophisticated heuristics have much larger practicaltime usage than the greedy heuristics. Furthermore, the local search algorithms have largerpractical running times than the ALNS.Theoretical running times are presented using O-notation at the introduction of eachheuristic in Sections 3 and 4. The practical time usage re�ects the theoretical running timeswell. The �rst come �rst serve, the random �t and the �rst �t heuristics have the sametheoretical running time, which is also the smallest. Test results show that the �rst �t heuristicobviously has some overhead not included by the theoretical time usage. Next, the best �rstheuristic has smaller theoretical time usage than the best �t, which corresponds to the testresults. The sophisticated heuristics all have larger theoretical running times than the greedy20
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heuristics. The theoretical running times of the sophisticated heuristics are somewhat similar.The practical running times for the local search heuristics are, however, larger than those ofthe ALNS. For several instances, the k-exchange heuristic is even stopped by the upper boundon time usage. The reason for the larger running times of the local search heuristics must bedue to overheads not included by the theoretical running times.Finally, both time usage and solution values are considered. If time usage is the mostprominent factor for choosing a heuristic, it is recommended to choose one of the greedyheuristics because they are capable of �nding good solutions in relatively little time. If thequality of the solution is the primary priority then the 1-exchange and the k-exchange localsearch heuristics appear to perform best. We recommend the 1-exchange local search heuristic,because it has smaller time usage. Generally, the trade o� lies between time usage and solutionquality. If both are equally important then a reasonable compromise must be found.Looking at the suggested usage of the o�ine heuristics, we expect that time usage maynot be that important when analyzing the results of changing the components of the grid.When investigating whether or not some planned jobs can be executed, a (greedy) heuristiccan be chosen to give a fast, but possibly inaccurate answer, and another (more sophisticated)heuristic can be chosen to give a more accurate result later on. Finally, when emptying thequeue, the grid administrators most likely prefer having a plan straight away and may thuschoose a fast heuristic. Hence, the implemented heuristics all have bene�ts and are usabledespite their possible drawbacks.7 Final remarksIn this article, we have analyzed the o�ine scheduling problem in grid computing. The problemis formally described and a complexity proof of the NP-hardness of the problem is given.To solve the o�ine scheduling problem a number of heuristics are implemented and tested.Five of the heuristics are of greedy nature, two are local search algorithms and the �nal isan adaptive large neighbourhood search algorithm. The two local search algorithms can useany of the greedy heuristics as base, and thus the actual number of implemented heuristicsis 16. Through parameter tuning, however, we limit the local search algorithms to only useone greedy heuristic each. The adaptive large neighbourhood search algorithm is parametertuned to proper values.A computational evaluation is performed. The test results show that the three moresophisticated heuristics �nd very good solutions at the cost of a large time consumption. The�ve greedy heuristics generally �nd solutions of good quality and has signi�cantly smaller timeconsumption.The heuristics thus have di�erent advances and drawbacks. Overall they all perform well,and are very usable in the suggested areas of o�ine scheduling usage. Whenever a fast result isneeded, e.g., to empty the job queue or to generate a fast overview of the execution of plannedjobs, the greedy heuristics will give a good solution in little time. When performing in-depth analysis of grid performance, e.g., when investigating the results of adding or removingresources, then the local search algorithms and the adaptive large neighbourhood search shouldbe used to reach high quality solutions.The �nal conclusion is thus that the heuristics can easily be used both in practice for re-serving resources and emptying the job queue and as analytic tools to investigate and measuregrid performance. 22



FCFS BFS FF BF RFJobs Res. Result Time Result Time Result Time Result Time Result Time100 10 124 0.00 128 0.00 116 0.05 126 0.20 128 0.00100 20 78 0.00 78 0.02 74 0.06 78 0.19 78 0.01100 50 74 0.03 74 0.12 72 0.12 74 0.38 74 0.03100 100 86 0.11 86 0.43 84 0.37 86 1.00 86 0.11100 200 70 0.62 70 1.63 70 1.01 70 2.78 70 0.63100 500 98 2.74 98 12.02 98 4.49 98 10.46 98 2.87100 1000 72 14.00 72 40.78 72 15.97 72 33.41 72 13.90200 10 126 0.00 136 0.01 126 0.08 124 0.21 132 0.00200 20 154 0.02 154 0.03 146 0.17 152 0.49 150 0.02200 50 158 0.10 158 0.24 162 0.56 162 1.56 160 0.10200 100 168 0.27 166 0.88 164 1.13 168 3.14 168 0.27200 200 190 1.38 194 4.13 194 3.76 194 10.81 194 1.32200 500 144 6.74 144 20.26 144 11.08 144 26.78 144 6.61200 1000 162 33.77 162 93.19 162 43.76 162 111.96 162 33.88500 10 256 0.02 258 0.02 260 0.35 268 1.18 260 0.02500 20 366 0.05 366 0.09 358 1.02 378 3.25 368 0.05500 50 426 0.26 416 0.62 410 3.37 428 11.04 422 0.26500 100 424 0.84 430 2.53 420 7.06 430 22.64 422 0.85500 200 374 3.18 372 8.68 372 13.55 374 41.98 374 3.20500 500 426 16.52 420 56.74 422 46.13 426 136.97 424 16.76500 1000 394 67.68 396 219.27 394 122.26 396 363.03 392 68.831000 10 318 0.04 320 0.06 370 1.24 328 3.65 324 0.041000 20 736 0.17 754 0.26 804 6.21 768 20.53 770 0.171000 50 788 0.60 794 1.20 772 12.14 816 40.81 802 0.581000 100 830 1.90 856 4.86 824 26.36 860 92.66 834 1.931000 200 828 6.09 830 18.25 820 51.60 836 173.81 824 6.101000 500 806 35.80 806 109.74 804 143.53 812 467.79 808 35.901000 1000 814 131.95 814 437.47 812 348.52 814 1038.78 814 134.842000 10 436 0.14 444 0.18 506 5.34 458 16.81 432 0.122000 20 620 0.30 598 0.41 704 9.47 630 29.19 620 0.302000 50 1572 1.78 1580 2.68 1604 55.28 1624 189.17 1558 1.762000 100 1686 5.05 1688 10.25 1642 113.05 1750 386.58 1682 5.002000 200 1444 12.65 1432 31.93 1396 154.45 1456 528.67 1436 12.512000 500 1612 79.75 1616 221.72 1566 526.19 1622 1733.00 1612 78.782000 1000 1706 310.21 1706 938.17 1696 1324.38 1719 4010.46 1706 313.94Table 13: Results for testing the greedy heuristics. Problem instances are given in the �rsttwo columns consisting of the number of jobs and resources, respectively. FCFS stands for�rst come �rst serve, BFS for best �rst, FF for �rst �t, BF for best �t and RF for random�t. A pair is given for each of the �ve algorithms. A pair consists of result value and timeusage in seconds.
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SS MS ALNSJobs Res. Result Time Result Time Result Time100 10 128 0.05 128 0.05 128 0.12100 20 78 0.16 78 0.14 78 0.27100 50 74 0.61 74 0.60 74 0.74100 100 86 2.51 86 2.34 86 1.87100 200 70 12.31 70 12.32 70 9.56100 500 98 57.97 98 56.77 98 50.53100 1000 72 212.86 72 209.55 72 180.05200 10 142 0.17 142 0.14 136 0.07200 20 154 0.41 154 0.33 154 0.22200 50 160 3.01 160 11.42 158 1.04200 100 168 6.68 168 6.34 166 3.31200 200 194 57.09 194 55.29 194 14.03200 500 144 218.75 144 213.00 144 120.06200 1000 162 1265.29 162 1254.15 162 342.57500 10 290 1.24 290 3.36 258 0.16500 20 378 3.14 378 14.05 366 0.42500 50 422 20.10 422 92.34 416 3.63500 100 426 76.76 426 68.53 430 32.74500 200 374 274.59 374 271.96 374 135.76500 500 426 1490.83 426 1472.28 422 1102.17500 1000 396 7228.42 398 7070.13 396 1579.521000 10 372 6.22 372 12.72 320 6.341000 20 820 36.04 820 95.25 754 9.951000 50 802 90.48 802 385.03 794 21.631000 100 848 311.49 848 1550.22 856 70.501000 200 828 1175.01 828 5929.71 830 276.041000 500 810 6116.43 810 5851.33 806 1231.171000 1000 812 7242.48 812 7254.15* 814 2487.582000 10 506 31.88 506 46.87 444 1.582000 20 710 71.26 710 113.72 598 58.682000 50 1590 610.32 1590 1954.48 1580 115.082000 100 1688 1851.08 1688 7202.08* 1688 384.212000 200 1432 4043.54 1432 7200.41* 1432 678.042000 500 1624 7208.33 1624 7228.64* 1616 3050.742000 1000 1706 7266.57 1706 7245.76* 1706 6894.21Table 14: Results for testing the local search algorithms and the adaptive large neighbourhoodsearch. Problem instances are given in the �rst two columns consisting of the number of jobsand resources, respectively. SS stands for the 1-exchange algorithm, MS for the k-exchangealgorithm and ALNS for the adaptive large neighbourhood search. A pair is given for eachof the three algorithms. A pair consists of result value and time usage in seconds.
Jobs Resources Opt. val100 10 136100 20 104100 50 94100 100 106100 200 98200 10 176200 20 182200 50 206200 100 198500 10 358500 20 462500 50 5181000 10 398Table 15: Optimal results for some of the test instances. The selected instances are those,which the branch-and-price algorithm are capable of solving, see [10].24
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In grid computing a number of geographically distributed resources connected through a wide 
area network, are utilized as one computations unit. The NP-hard offline scheduling problem in grid 
computing consists of assigning jobs to resources in advance. In this paper, five greedy heuristics 
and two metaheuristics for solving the offline scheduling problem are introduced. Computationally 
evaluating the heuristics shows that all heuristics find useful solutions with a gap of 20\% between 
upper and lower bounds. The metaheuristics give better results than the greedy heuristics, but also 
have larger time usage. All heuristics solve instances with up to 2000 jobs and 1000 resources, thus 
the results are useful both with respect to running times and to solution values.
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