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A solution to the exploration and search task for multiple, heterogeneous, mobile robots is presented. The robots build a 
map of the environment using low-cost IR range finders and search the mapped area for objects of interest using vision. 
Communication is carried out on a P2P (Peer-To-Peer) network for fault tolerance. The P2P network is based on the JXTA 
framework and robots can join and leave the team dynamically. The robots are coordinated such that they distribute 
themselves in the environment without relying on a central agent. The solution has been tested on real mobile robots and 
simulated. The software is running locally on the robots, i.e. on low-end PCs. The result of the simulation shows that the 
software scales to a large number of robots. In this context we will focus on the mapping and coordination, which are 
considered the key contribution. 

1. INTRODUCTION 
Exploration and search with cooperative mobile robots is 
relevant in a variety of applications, including military 
reconnaissance, humanitarian search and rescue operations, 
planetary exploration, de-mining and commercial service 
robots. Some of these applications have special 
requirements concerning the overall fault tolerance of the 
system. For instance, the breaking down of a single team 
member or server should not cause the whole team of robots 
to malfunction. Other applications such as commercial 
applications are sensitive to the monetary cost of each 
single robot. 
 
In the project [4] producing this paper, a complete solution 
to the exploration and search task in an office-like 
environment has been implemented using a team of Small 
Mobile Robots (SMR). The robots use rangefinders for 
exploration and a vision system for detecting objects of 
interest.  
Reliability was increased by designing the communication 
and coordination methods with fault tolerance in mind and 
monetary cost was reduced by using low-cost sensors. 
 
1.1 IR Based Mapping 
Mapping with mobile robots has so far been dominated by 
high quality laser range finders and sonar, [2,6,11,17]; 
although, triangulation-based, IR range finders are 
attractive for commercial applications such as household 
robots etc. due to their low cost.  
In the paper [15] a topological coverage algorithm is tested 
on a low cost robot with IR sensors. However, focus is on 
the coverage algorithm, and the environment is a static 
laboratory setup. 
IR range finders have been used extensively for reactive 
behavior like wall following and limited collision 
avoidance so far. However, the poor performance of these 
sensors poses a challenge to the exploration and search 

tasks. The sensors suffer from general noise, sensitivity to 
surface color, sunlight, reflections, etc.  
Our design incorporates these properties in a probabilistic 
model of the sensor. The model is then used to update a 
traditional occupancy grid where each grid cell stores the 
probability of being either an obstacle or free area.  
To our knowledge, large-scale mapping has not been 
demonstrated with IR rangefinders earlier. 
 
1.2 Communication In Cooperative Robotics 
A common model of communication is client-server. This 
model is widely used in a number of network applications 
such as the web. One of the main reasons for choosing a 
client-server approach is that it is easy to create and 
maintain, however it suffers from the fact that a single point 
of failure can cause the entire system to malfunction. Also, 
it suffers from poor scalability. By using a peer-to-peer 
(P2P) approach, issues such as single point of failure and 
scalability [10] are handled more elegantly. P2P on the 
other hand is difficult to create and maintain, e.g. the 
fundamental issue of boot-strapping the network is a hard 
challenge. To alleviate this, our communication design is 
based on an off-the-shelf P2P framework named JXTA [5].  
Without any central server to organize the robots, a special 
challenge is the design of communication and coordination, 
such that the robots will cooperate and conduct the 
exploration and search task effectively. Furthermore, robots 
must be able to join and leave the team dynamically. 
  
1.3 Coordination 
In order to increase fault tolerance, no single point of failure 
such as a hardware break down or communication drop out 
should keep the team of robots from executing their task. 
Nor should a robot leaving the team unexpectedly cause any 
significant data-loss. These challenges must be dealt with in 
the coordination of robots in the team. 
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For coordination and exploration one approach is utilizing 
special robot sensors to detect and maintain a line of sight to 
fellow robots while exploring an area. [9] is using the line of 
sight to detect obstacles. If the line of sight is interrupted, an 
obstacle must be present between the two robots involved. 
This method is robust to obstacle reflectance and similar 
issues as long as robot detection does not fail. In [8] the 
same approach was used to reduce odometry errors while 
exploring by using fellow robots as landmarks. However, 
we do not find this approach appealing since it requires that 
only some robots are moving at a time while others are 
watching. This will degrade efficiency. 
 
[7] presents a path planning for landmine location that 
guarantees the whole area to be covered by moving the 
robot in a lawn mowing-like pattern. Unfortunately the 
algorithm is not easily extendable to multiple robots and is 
not handling dynamic environments. 
A method for decentralized distribution of sensor 
networks/robots by [3,13] can evenly distribute robots in an 
area, but does not direct the robots to cover unknown area 
with their sensors.  
 
[1,2] are using a central server to assign robots to different 
regions of the environment. The explored area is extended 
by sequentially assigning each robot to explore a target 
point on the frontier to the unknown area. The selection of 
robots and target points is keeping robots away from each 
other’s path, hence minimizing interference. Also overall 
cost by means of driven distance is minimized. This way the 
robots are distributed and directed towards unknown area at 
the same time.  
The method can be modified to fit our P2P model by letting 
each robot assign its own target points. Thus, the central 
server is avoided at the cost of very little communication.  
To demonstrate heterogeneity, not all robots will be 
equipped with a vision system for searching. Therefore 
those robots without a camera should simply explore, while 
the robots with a camera should interleave exploration and 
search dynamically. 
 
2. IR BASED MAPPING 
When using IR rangefinders for exploration, a number of 
issues must be dealt with. These include inaccuracy, 
sensitivity to sunlight, surface color etc. Furthermore, the 
range finders demonstrated here, have a detection range of 
only 0.15m-0.80m.  
These characteristics are incorporated in a probabilistic 
model of the sensor, in which sensor readings are associated 
with a certain probability of being valid. Using this model, 
sensor readings are transformed to the map, represented as 
an occupancy grid, where each grid cell (pixel) has a 
probability of being either an obstacle or free area.  
 
While exploring, robots continuously broadcast newly 
explored areas to other team members, which merge these 
sub-maps with their own map. This way all robots share a 
common map of the known environment. 

For the occupancy grid, the log-likelihood method 
presented in [14] is utilized. The probabilistic model of the 
IR-sensor is based on the following empirical knowledge 
about the sensor: 

• Measurement noise and disturbance increase with 
the distance to an object due to the principles of 
triangulation. 

• Readings of long distances are less reliable than 
short ones. 
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Fig. 1: Top: Example of stochastic IR range finder model with a 
sensor reading at d = 0.4m. Bottom: sensor reading of d = 0.6m 

projected onto occupancy grid. 
 
Consider Fig. 1. The model defines the likelihood 
(disregarding earlier observations) p(d,r) of a grid cell at the 
distance r from the sensor as a function of the sensor 
reading d (in this example d = 0.4m). A value of 0.5 
corresponds to unknown, 1 means free for certain, and 0 is 
occupied 
If the sensor reads d = 0.4m we assume an obstacle is most 
likely to be found at this distance. For r → 0 cells are likely 
to be free, and for r → ∞ (behind or inside an obstacle) cells 
are unaffected. As stated earlier, we assume the sensor 
reading to be less reliable when d increases. This is 
incorporated in the model by decreasing the Gaussian part 
in Fig. 1 by a factor proportional to d. The exact sensor 
model p(d,r) is: 
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σmax is the standard deviation of the sensor reading for d = 
dmax. rt is the threshold between the linear and Gaussian 
segment in Fig. 1, and g(d,r) is the scaled Gaussian. Note 
that p(d,r) is limited to the overall reliability of the sensor, in 
our case estimated to pmax = 0.7. For sensor readings d > rmax 
= 0.9m, close to the maximum range, obstacles cannot be 
detected. Thus the likelihood is set to 1/2. 
The values of all parameters shown in this model are those 
used for the rangefinders in our implementation. An 
example of the model for different sensor readings is seen in 
Fig. 2. 
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Fig. 2: The sensor model p(d,r) for different sensor readings d. 

 
3. P2P NETWORK 
The JXTA framework was started as a research project at 
Sun Microsystems. It defines a set of open P2P protocols 
that are designed to be independent of platform and 
programming language as well as transport protocol, such 
as TCP/IP, Bluetooth, etc.  
Currently, implementations are available for the Java and 
C/C++ programming languages making the framework 
attractive for cooperative robot designs. Technically, all 
communication is transferred as XML messages. Binary 
data may be encoded using for instance the base 64 format. 
These messages has a significant overhead, thus the 
framework is best suited for a communication scheme of 
sending a few messages with large payload rather than 
multiple small messages. 
Besides the earlier mentioned fault tolerance, the advantage 
of using the framework in cooperative robotics is the ease of 
use. The major drawbacks are extended latencies of several 
seconds at startup and limitations to the number of messages 
transmitted per second [10]. 
We use the framework to handle the following 
communication issues: 

• Bootstrapping, dynamic discovery and 
handshaking with new team members. 

• Connection and transmission via point-to-point 
TCP channels between two robots. 

• Broadcasting from a singe robot to all team 
members using the UDP protocol. 

 
When a new robot is joining the team, it will request the 
oldest team member for it’s current version of the map via a 
point-to-point connection. From then on the new robot will 
participate in the exploration and search task equal to other 
team members. At fixed intervals, each robot is 
broadcasting a sub-map of the newly explored area in its 
vicinity. Other robots are merging all submaps with their 
own current map such that all robots have a synchronized 
copy of the global map. This way, no mapping data is lost in 
case a single or more team members fall out. 
 
4. COORDINATION 
A frontier-based method is used for coordinating the robots 
in the exploration as well as the search task. This method 
works well with the decentralized P2P network. Robots are 
successively exploring points on the frontier to the 
unknown area, hence expanding the known area. With this 
approach the goal of optimization is to choose the 
robot-point assignments so the distance traveled by each 
robot is minimized. [16] presented a uncoordinated solution 
where robots always choose the closest frontier point, 
disregarding other robots in the team. In [2,11] the 
assignment of robots to frontier points is optimized by using 
a central server to coordinate the assignments.  
Furthermore, the cost of traveling to a given frontier point 
as well as the utility is used in the selection. Unfortunately, 
the introduction of a central server affects the fault tolerance 
of the systems since it is vulnerable to a single point of 
failure.  
The cost is estimated as the distance needed to be traveled to 
reach the frontier point, and the utility as expected area to be 
explored when arriving. In our case this will be the amount 
of unknown area within one sensor range of the robot. 
 
In our solution the coordination is designed to fit the 
decentralized P2P network. Each robot greedily selects a 
frontier point with the best combination of utility and cost 
(Euclidian distance to the frontier point). The robot plans a 
path to the chosen point and broadcasts this to all team 
members, who will then avoid frontier points in the vicinity 
of this path. Se Fig. 3. Thus, the case of two robots choosing 
points close to each other is avoided.  
Each robot is continuously performing the following 
sequence: 
 

1. Select the target point not selected by other robots 
with the best combination of cost and utility. 

2. Plan a path to this target point. 
3. Broadcast the path and target point to all other 

robots. 
4. Start following the path. 
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Fig 3: Target selection. Robot no. 3 is about to choose among the 
shown points, selecting the one with highest gain. Other robots 

cannot chose targets in the vicinity of #3 in order to avoid 
interference.  

 
4.1 Target Selection 
Each robot must select and explore the most promising 
target point among all pixels on the frontier to unknown 
area. Initially, some frontier points are removed to ensure 
the points that remain are evenly spaced with about one 
robot length in between (see Fig. 3). This is done to reduce 
future computations. 
In the special case where no target points are found, the 
whole area has been explored and the task is done. 
Otherwise, the robots should explore the target points, 
which will expand the frontier fastest while driving the 
shortest distance. Also, the robots should distribute 
themselves. A metric called the gain g is introduced. The 
target point with the highest gain is the most promising. The 
gain g is estimated for each of the M target points 
ti=|i=1,2...M.  
[2] uses the following equation for the estimation: 
 iii vug β−=         (1) 
where ui is the expected utility and vi the cost of reaching the 
point. For high values of β the robot will prefer targets close 
to itself, and for low values, accept traveling long distances 
in known terrain to reach points with high utility.  
The cost vi of moving the robot to ti would ideally be the 
length of the path leading the robot to ti. One could compute 
the length of the path to all target points, however, this is 
considered too computing time expensive. Instead we 
assume the cost to equal the Euclidean distance to the target 
di. If an obstacle is present in the straight line to the target 
point, the cost is increased: 
 1, >⋅= kdkv ii  
where k is a constant. The check for obstacles is done by 
raytracing in the map. 
 
The gain calculated using (1) however, does not take the 
cost of turning the robot into account, which is a significant 
part of the total cost if the target chosen is close to the robot. 
Furthermore, the robots are not directed away from the 
starting point where all robots are positioned at the 
beginning of an exploration task. This increases the risk of 

interference. The solution is to make targets leading the 
robot away from the starting point more attractive. 
An improved gain estimation is therefore: 

iiiii bavug δγβ +−−=        (2) 
where ai is the amount if turning needed to point the robot 
towards the target. γ is chosen relative to β such that cost of 
turning and driving equals. bi is the angular difference 
between the straight line to the target point, and the straight 
line to the starting point. δ should be larger than γ to 
compensate for the cost of turning away from the starting 
point. 
 
The gain gi is calculated for all i.  In a pure exploration task, 
or if the robot is not equipped with a camera, the robot 
selects the target t with the highest gain and plans a path to 
that target. 
If the path planning turns out to be impossible, the second 
best target is tried and so forth. If path planning is 
impossible for all target points, the robot will drive a little 
backwards along the path it came from and try again. 
When the target point is reached or the target point turns out 
to be unreachable, a new target point is selected and the 
cycle is repeated. 
 
4.2 Interleaving Exploration and Search 
In case of exploration and search, choosing a target is 
slightly more complicated. The field of view of the camera 
is covering a certain area in front of the robot, similar to the 
rangefinders. Coordination of the search can therefore be 
handled in a manner similar to the exploration. A 
map/occupancy grid is maintained where each grid cell 
stores the probability that it has been covered by a camera’s 
field of view. Searching the area is then equivalent to 
exploration, by sequentially assigning robots to frontier 
point in the search map. The only issue left is whether a 
robot should explore by choosing a target point in the 
exploration map, or search by selecting a similar point in the 
search map. 
 
We define the coverage of a map as the fraction that has 
been covered by a sensor. A map with all cells unknown has 
a coverage of zero and a completely explored map has a 
coverage of one. 
Let Me denote the exploration map and Ms the search map. 
Then the two coverages 
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are metrics of the progress of the exploration (ce) and the 
search (cs) tasks respectively. Since the camera cannot 
search unexplored area, the inequality cs ≤ ce is satisfied at 
all times. 
Let hj denote the gain of the j'th target points found in the 
search map, using the same principles as described in the 
previous section. hj is calculated slightly different than in 
equation (2): 
 jjjjj bavuwh δγβ +−−⋅=  
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A weight w is introduced. The target t is then chosen as the 
target with the highest gain in the union of all i and j: 
 
 }),({argmax

,
ji

ji
hgt =  

It is desirable to be able to tune the weighting between 
exploration and search. For low values of w large areas will 
be explored before being searched and vice versa. Inspired 
from control theory we adjust the weight to the current 
coverages: 
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se
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If cs<<ce then w becomes high causing the robot to prefer 
searching. Searching increases cs so w decreases and so 
forth. This solution adapts elegantly to a heterogeneous 
composition of the robot team without extra 
communication. If, for instance a single robot in a large 
team is equipped with a camera, ce will grow faster than cs 
and w will be high. This causes the camera robot to 
concentrate on searching while others are exploring. 
  
5. RESULTS 
Our solution is demonstrated on a team of up to 5 SMR’s 
(Small Mobile Robot). Each SMR measures 30cm squared 
and is mounted with 5 of the mentioned IR range finders 
and a bump-sensor to serve as a last resort when range 
finders fail. On board is a standard PC running Linux with a 
wireless network adapter (11Mbps) for communication. See 
Fig. 4. 
 

 
Fig 4: Small Mobile Robot (SMR) developed at Oersted•DTU 

Automation. 
 
The controlling software is implemented in Java and is 
running solely on the onboard PC. For simplicity the 
localization of each robot is based on odometry. Thus, test 
on real robots is limited to small areas in order to minimize 
the total driven distance for each robot.  
Besides the real life tests, simulations are conducted in 
various environments. In the simulator, the same software 
that runs on a real robot is controlling a virtual robot in a 2D 
environment. The IR rangefinders are modeled to detect 
obstacles and other robots. Furthermore, the odometry as 
well as the rangefinders are modeled to be noise free. The 
real life test will demonstrate the capability of the IR based 
mapping as well as the P2P methods on the wireless 
network. The simulations will prove the solution’s ability to 

distribute the robots and complete the exploration/search 
task in various environments, as well as the scalability to 
large team sizes. Currently the simulator can handle a 
maximum of 10 robots in real time when running on a 
high-end PC. 
 
5.1 Real Robots 
Robots are launched from the same location with 20sec 
intervals to demonstrate dynamic team size. Fig. 5 shows a 
photo of the area to be explored, and the resulting map 
created by 5 robots together. It is clear that all robots 
manage to distribute them selves in the area, minimizing 
overlap. Fig. 6 shows a performance measurement of team 
sizes. As expected, the time needed to cover the whole area 
is decreasing drastically with the number of robots. 
However, some interference such as robots simply standing 
in each other’s way, is limiting the performance for larger 
team sizes. 
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Fig. 5: Top: The robot test pit at Oersted•DTU with 5 robots 
exploring. Bottom: the resulting map. The faulty shape of the 

mapped cardboard boxes is caused by a mismatch in each robot’s 
localization. 
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Fig. 6: Benchmark for exploration of environment with obstacles. 
Error bars show the 75% confidence interval and the number of 

measurements. 
 

5.2 Simulations 
In the simulated test runs all robots are started concurrently. 
Fig 7 shows the map created in an environment with random 
obstacles. The simulation was stopped when 85% of the 
area was mapped (14% is covered by obstacles). A 
benchmark for the same area is shown in Fig. 8. Finally a 
simulation is conducted in a large and complex office-like 
environment with narrow corridors seen in Fig. 9. On the 
benchmark in Fig. 10 the limitations of the presented 
coordination method is becoming visible, since a medium 
sized team actually perform better than large ones. This is 
due to the narrow corridors where robots traveling in 
opposite directions will block each other’s way. 
Nevertheless all rooms and corridors are eventually 
explored. 
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Fig. 7: Example of 10 simulated robots exploring an area with 

random obstacles. 
 
The performance of the coordination has been compared to 
an uncoordinated reference algorithm using no 
communication. With this algorithm, each robot simply 
travels along a straight line until it bumps into something, 

being either an obstacle or a fellow robot. Then it turns to 
random direction and continues. The area explored on the 
way is, however, broadcasted on the network. The 
performance is compared by measuring the total explored 
area in the first 100sec. of a run. The result is seen in Fig. 
11. It is clear that he coordinated approach performs better, 
especially for large team sizes, where interference between 
robots is significant.  
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Fig. 8: Benchmark for exploration in random obstacles. 
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Fig. 9: 5 simulated robots in progress of exploring a large and 

complex, office-like environment. 
 

1 2 3 4 5 6 7 8 9

1500

2000

2500

3000

3500

number of robots

tim
e 

to
 c

ov
er

 9
5%

 [s
]

4

3

3
3 3 4

4

2

4

 
Fig. 10: Benchmark for the office environment. 
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Fig. 11: Coordinated vs. uncoordinated exploration in 

random obstacle environment (Fig. 7). 
 
6. CONCLUSION 
A complete solution to the exploration and search task for 
cooperating mobile robots has been demonstrated. In this 
solution our main contributions are the probabilistic 
mapping based on low-cost sensors and the decentralized 
P2P and JXTA based coordination. It shows that 
mapping/exploration tasks can be conducted not only with 
traditional high-cost laser and sonar-based rangefinders, but 
also low-cost triangulation based. This might be attractive 
for cost sensitive solutions such as commercial, domestic 
household robots. Tests on real robots have shown that 
maps can be produced with a quality that to our belief is 
comparable to sonar. The distributed coordination ensures 
that the whole system does not break down due to a single 
point of failure. The functionality of all parts has been 
proven through full-scale tests on a complete system. 
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