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ABSTRACT The angular information of light lost in conventional images but preserved and stored in
light-fields plays an instrumental role in many applications such as depth estimation, 3D reconstruction and
post-capture refocusing. However, the limited angular resolution of light-field images due to the consumer
hardware limitations is a major drawback in its widespread adoption. In this article, we present a novel deep
learning-based light-field view synthesis method from a sparse set of input views. Our proposed method,
an end-to-end trainable network, utilizes convolutional block attention modules to enhance the built-in
depth image-based rendering. The proposed convolutional block attention module consists of two attention
modules sequentially applied in the channel and spatial dimensions to focus the network on critical features.
The proposed network architecture is a combination of three sub-networks, one for stereo feature extraction,
another for disparity estimation, and the last for attention-based refinement. We present two schemes for
the refinement network that perform equally well but differ in the number of parameters by 1.2% and
execution time by 44%. Quantitative and qualitative results on four challenging real-world datasets show
the superiority of the proposed method. Our proposed method shows considerable PSNR gains, around 1 dB
compared to the state of the art and around 0.5 dB over our previous method LFVS-AM. In addition, ablation
studies demonstrate the effectiveness of each module of the proposed method. Finally, the parallax edge
precision-recall curve shows that our method better preserves parallax details.

INDEX TERMS Light-field, view synthesis, attention module, deep learning, neural networks, separable
convolution.

I. INTRODUCTION
Light-fields describe the collection of light rays in a
3D space. In traditional 2D photography, light rays from
multiple directions are integrated on the sensor, whereas in
light-field imaging, the angular information of the light rays
is preserved and stored separately. This allows for various
after the fact modifications such as post-capture refocus-
ing [4], depth estimation [5], segmentation and matting [6]
and occlusion removal [7]. In literature, Lipmann [1] first
introduced the concept of light-field imaging and referred
to it as integral imaging. He used a set of small biconvex
lenses to capture light rays from separate directions. Adelson
and Bergen [2] introduced the term ‘‘plenoptic function’’
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describing light rays as a seven dimensional quantity, com-
posed of three dimensions for the position in space, two
dimensions to represent the orientation, and one dimension
for the wave length of the light and capture time, respectively.
In [3], a ray-space representation is presented assuming zero
energy loss during light-ray propagation. In there, a light-
ray L(u, v, s, t) is defined by its interaction with two parallel
planes separated by a fixed distance f , where u and v repre-
sent the location of the intensity of the light ray within the
camera plane, whereas s and t represent the intersection with
the focal plane.

In literature, there are multiple ways to capture light-field
images and videos. This includes camera arrays [8], gantry
systems [9], optical masks [10], angle-sensitive pixels [11],
andmicrolens arrays [12], [13]. At present, camera arrays and
microlens array-based light-field cameras are the two most
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common and popular approaches. Camera arrays capture
different views simultaneously with high spatial resolution,
but limited angular resolution due to physical constraints.
Furthermore, camera arrays suffer from being rather bulky,
expensive and allow for less mobility and flexibility. The
angular resolution is not only limited by physical camera
placement constraints but also by the number of cameras.
On the other hand, microlens array-based light-field cameras
are hand-held and rather cost-effective. These cameras func-
tion on the principle of the plenoptic camera design presented
in [12], [13]. However, these specialized light-field cameras
suffer from low spatial resolution to accommodate angular
information on the fixed sensor size. One way to solve this
issue is using a hybrid system where we super-resolve the
low spatial resolution light-field sub-aperture images with
the help of a high resolution 2D camera. However, such
systems will increase the cost and the camera size [14].
Another approach is to utilize the spatio-angular trade-off
in the plenoptic design to achieve a high spatial resolution,
by sacrificing the angular resolution [13].

Apart from direct spatio-angular captures, several
approaches have been proposed to increase the angular
resolution of light-fields. Many conventional methods pro-
pose to reconstruct novel views using a small set of input
views [15]–[18] with deep learning-based models outper-
form most of them. Recent advances in deep learning
techniques for numerous computer vision and image pro-
cessing problems, such as multi-view stereo [19], [20]
and super-resolution [21], motivated the researchers to
explore deep learning-based models for light-field view
synthesis [22]–[24]. In [22], Kalantari et al. proposed a depth
image-based rendering (DIBR) light-field view synthesis
approach by dividing the method into two stages: disparity
estimation and color prediction, each consisting of a separate
convolutional neural network. The network was trained to
generate a single novel view based on the input angular
coordinate planes. Similarly, Navarro et al. [24], proposed
to divide the reconstruction pipeline into three stages: feature
extraction, disparity estimation, and view selection. However,
both of these methods failed to generate plausible results in
the presence of occlusions.

To mitigate problems in occlusion regions, we develop
a deep learning-based method to reconstruct an N × N
light-field from a sparse set of reference views as shown in
Fig. 1. We present a convolutional block attention module
(CBAM), which has been used in different contexts, e.g.,
object detection, to refine the synthesized novel views. Atten-
tion mechanisms have been proven instrumental in many
applications [47]–[51]. The concept of attention helps to
guide the network to focus on critical regions of the image.
Our proposed method is divided into three steps: stereo
feature extraction, disparity estimation, and attention-based
light-field refinement. The pipeline and the architecture of
the stereo-feature extraction and the disparity estimation net-
work is inspired by the work of Navarro et al. [24] with three
key differences: stereo feature extraction, three reference

FIGURE 1. Preview of the proposed method. Our method is able to
reconstruct a 7× 7 light-field from only four corner views. Here, we only
show the reconstructed middle sub-aperture view.

views, and attention mechanism-based refinement. First of
all, we propose to extract features directly from stereo pairs
and not from each image separately as compared to [24].
Extracting joint stereo features helps in better estimating
disparities. Moreover, the proposed method requires only
three reference corner views relative to the target view posi-
tion as opposed to fixed four corner views in [24]. Finally,
while [24] employs a weighted summation of warped views
using a selection network, our approach makes use of an
attention mechanism-based refinement module. The input to
this refinement module are the images warped with the help
of the estimated disparities.

A basic version of our proposed method is already pub-
lished in [25]. In this paper, we extend our proposed method
by enabling it to render multiple novel views simultaneously.
Moreover, we also present additional experimental results on
challenging real-world datasets and provide a set of different
ablation studies that support the benefits of our proposed
network. In summary, our main contributions include:
• An end-to-end neural network-based approach using
convolutional block attention module for novel view
synthesis

• Rendering multiple novel views simultaneously
• Capability to generate better disparity maps due to the
stereo feature extraction network (Sec. IV-D)

• Two different strategies for the final refinement stage,
i.e., a lenslet-based approach and a spatio-angular sepa-
rable (SAS) convolution-based approach (Sec. III-C)

• Cross-validation on real-world light-field dataset cap-
tured using a gantry system. This allows to compare
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for the first time depth image-based view synthesis for
plenoptic light-field data with MPI-based algorithms
tailored for multi-camera data

The remaining work is organized as follows. Section II
provides related work on state-of-the-art light-field view syn-
thesis and attention mechanism approaches. In Section III,
we present and explain our proposed view synthesis method.
We provide experimental results and ablation studies in
Section IV before concluding this paper in Section V.

II. RELATED WORK
In this section, we present a comprehensive literature review
on novel view interpolation. The trade-off between spatial
and angular resolution of microlens array-based light-field
capture systems has been a major obstacle for a speedy
adoption. In literature, several approaches were proposed
to enhance both spatial and angular resolution of a light-
field [22], [23], [26]. In this work, however, we purely focus
on methods that increase the angular resolution through view
synthesis. We can broadly divide these view-synthesis meth-
ods in two categories: conventional methods [18], [27]–[37]
and deep learning-based methods [22]–[24], [38]–[46].
Moreover, we also present recent techniques utiliz-
ing attention mechanisms for different computer vision
applications [47]–[54].

A. CONVENTIONAL METHODS
Traditional methods treat light-field view interpolation as a
signal reconstruction problem. In [27], a Gaussian prior based
on the dimensionality-gap is used to reconstruct a 4D light-
field image utilizing 3D focal stack sequences. The Gaussian
nature of the prior makes the reconstruction algorithm linear
and depth invariant. Shi et al. [28] reconstruct novel views by
approximating a continuous Fourier spectrum through careful
modeling of the projection of continuous sparse spectra into
the discrete domain.

Sparse coding is another tool used to interpolate novel
views. The method presented in [29], synthesizes novel views
by learning a local dictionary from a sparse set of input views.
In [30], the authors improve the previous method using an
optimal sampling pattern. Marwah et al. [31] learns a global
dictionary from a dataset of light-field patches to interpolate
a dense light-field given a sparse one.

Mitra and Veeraraghavan [32] present a patch-based
technique utilizing a Gaussian mixture model conditioned
on patch disparity values. Light-field image reconstruction
utilizing sparsification in Shearlet transform domain was
presented in [33] and [34]. Zhang et al. [35] introduce a
phase-based approach, where they embedded the disparity
information in the phase. In [36], the authors proposed a
Bayesian formulation by systematically modeling the error
induced in the Lambertian image formation process due to
the depth uncertainties. Warner and Goldluecke [18], [37]
proposed a continuous variational framework performing
super-resolution of light-field images by estimating depth
maps using epipolar images without the need for expensive

matching cost minimization. With that approach, both spatial
and angular resolution are increased. In general, all traditional
methods tend to present ghosting and tearing artifacts when
the input views are sparse.

B. DEEP LEARNING-BASED METHODS
Recent advances in deep learning inspired researchers to also
employ such techniques for dense light-field reconstruction.
Yoon et al. [38] proposed two convolutional neural networks
to sequentially enhance both spatial and angular resolution.
Similarly, Gul et al. [23] directly processed the raw lenslet
images using two CNNs increasing resolution in both spa-
tial and angular domain. Kalantari et al. [22] proposed the
first end-to-end neural network depth image-based render-
ing (DIBR) solution to synthesize a novel view using four
corner views. They extract input features for the disparity
estimation network by computing the mean and variance of
the warped input images at discrete disparity levels. After
estimating disparity at a novel position, each corner view is
warped to the target position using this disparity. In the end,
a color predictor network aggregates the information from the
warped views to generate the final result. Adaptive feature
remixing-based spatial and angular resolution enhancement
using two dedicated CNNs is presented in [75], which yields
high-quality super-resolved images regardless of the angular
coordinates of input view images. In [39], the authors applied
a 2D CNN on epipolar images to reconstruct novel views of
the light-field. On the other hand, Wang et al. [40] propose
to use a neural network based on the combination of both
2D and 3D convolutions. Epipolar geometry representation
is also used for super-resolution in the spatial dimension of
light-field images [76]. In [77], the authors proposed to solve
the domain gap issue between different light-field datasets
by presenting a zero-shot learning framework for spatial
resolution enhancement of the light-field. In [41], a dense
4D light-field is constructed using a center view. They first
estimate a 4D depth map and then use it to warp the center
view thus generating an initial estimate of the 4D light-field.
This initial estimate is then further refined through a 3D
convolution-based residual network. Jin et al. [46] introduce
a CNN-based light-field blending module to generate a dense
light-field from an initial estimation of a light-field using
the warped input views. They also introduce an epipolar loss
to reconstruct geometrically consistent light-fields. In [24],
the view synthesis problem is divided into feature extraction,
disparity estimation, and view selection using three sequen-
tial CNNs. In that method, features are extracted from each
reference image individually and a weighted summation of
warped views is computed using a view selection network.
As opposed to this, we extract stereo features from the refer-
ence input views and propose a light-field refinement network
using an attention mechanism.

Recently, multi-plane images (MPIs) emerged as an effec-
tive alternative representation for view interpolation, where
a scene is represented by a stack of RGB and alpha planes
at fixed discrete depths. In [42], the authors estimated
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MPIs for the first time using a neural network. In [43], the
authors improved the results of [42] by introducing a varia-
tional optimization framework in conjunction with the MPI
reconstruction using deep learning. Mildenhall et al. [44]
proposed to use MPIs for light-field view synthesis from a
sparse set of views using a 3D CNN. Li and Kalantari [45]
proposed amodified representation ofMPIs, namely Variable
MPIs, to reconstruct a 4D light-field using a single input
image. This allowed the disparity of each layer to be inferred
from the scene. In [78], MPIs are used for a cross-scale stereo
reference-based image super-resolution.

Apart from geometry-based rendering methods, implicit
neural representation presents a new promising research
direction for novel view synthesis. Neural Radiance Fields
(NeRF) [79] represents a scene with a multi-layer perceptron
(MLP). It enables photo-realistic novel view synthesis of
real-world scenes by defining the continuous 5D radiance
field. Since NeRF needs to be optimized for each scene
separately, Wang et al. [80] proposed to solve this issue by
learning a general view interpolation function that simulta-
neously performs density/occlusion/visibility reasoning and
color blending while rendering a ray. In [81], a generic neural
network reconstructs a radiance field from only three nearby
input views instead of using a dense captured scene. They
combine the cost-volume-based deep multi-view stereo tech-
niquewith differentiable volume rendering, enabling efficient
reconstruction of radiance fields for neural rendering.

C. ATTENTION MECHANISM
Attention assists the network to concentrate on salient
regions of its feature representation. Chen et al. [47] pro-
posed an attention mechanism to learn a soft weighting of
the multi-scale features for scale-aware image segmentation.
In [48], a residual attention network is introduced for image
classification. The proposed residual network is composed
of multiple soft attention modules as presented in [47].
The squeeze-and-excitation (SE) block attention module [49]
exploits the channel inter-dependencies to improve the clas-
sification accuracy. In [50], a CBAM is presented by adding a
spatial attention block in series with a channel attention block
for object detection. A slightly different CBAM is proposed
in [51] for video frame interpolation. In [52], only chan-
nel attention is used for frame interpolation in conjunction
with convolutional LSTM layers. Wang et al. proposed a
parallax attention module for correspondence learning and
super-resolution of stereo images [53], [54]. Parallax atten-
tion module integrates epipolar constraints with attention
mechanism to calculate feature similarities along the epipolar
line to capture stereo correspondence.

III. PROPOSED METHOD
A simplistic representation of a 4D light-field L(x,u) is the
two plane parameterization: one plane describing the spatial
coordinates x = (x, y) and another for the angular coordinates
u = (u, v) [3]. A sub-aperture view at angular position
uij = (ui, vj) is represented as Ii,j(x) = L(x,uij).

FIGURE 2. We divide the dense light-field LD into four quadrants. Our
proposed method reconstructs one quadrant at a time.

This paper aims to synthesize a high angular resolution
light-field given only a sparse set of sub-aperture views.
We consider four corner views of a M × N light-field, LS =
{I0,0, I0,N−1, IM−1,0, IM−1,N−1}, composed of four quadrants
LD = {Lq1,Lq2,Lq3,Lq4} (cf. Fig. 2), to reconstruct the
remaining views. During inference, the proposed network
generates one quadrant of the light-field at a time based
on the given inputs. Hence, a complete dense light-field is
reconstructed in four iterations. Some views, i.e., those on
the borders to other quadrants, will be reconstructed multiple
times as they belong to more than one quadrant. Thus, these
multiple candidates will be averaged to obtain the final light-
field image.

Our proposed framework pipeline is shown in Fig. 3.
The proposed method is divided into three modules. First,
we extract features from the input images in stereo pairs.
Extracting joint stereo features – as opposed to individual
image features in [24] – helps to achieve a better disparity
estimation (cf. Sec. IV-D). These features are then concate-
nated and used to estimate disparities for a quarter light-field.
Subsequently, the estimated disparities are used to warp the
RGB input views to the novel target positions. In a final
step, the reconstructed views are further refined by use of
a CBAM network. In this work, we present two different
architectures for the refinement network based on the rep-
resentation of the warped views as explained in Sec. III-C.
Moreover, our proposed method requires only three views out
of four corner views for each light-field quadrant depending
upon the location of the target rendering views. In order to
reduce problems arising from occlusions, we make sure that
each novel target view lies inside a triangle of cameras [55].
For that reason, we select the three closest views forming
a triangle that encompasses all target views of the current
quadrant (cf. Fig. 4). As a byproduct, using only three out
of four input views also reduces the complexity. To main-
tain an unchanging order for different light-field quadrants,
we flip the images horizontally and/or vertically accordingly
to always obtain an upper left triangle shape of the selected
input views (see Fig. 4) for further processing. For simplicity,
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FIGURE 3. Structure of the proposed light-field view synthesis method consisting of three major building blocks: stereo
feature extraction (light green), disparity estimation (light orange), and light-field refinement (light purple). Exemplarily, the
reconstruction of a 4× 4 light-field using four corner views is depicted. For higher angular resolution output, such as 7× 7,
a similar structure with different output layer filters is used. The bottom part shows the reconstruction of the top left
quarter of the output light-field. The 2×2 views of the light-field is generated with the aid of the four corner views provided.

FIGURE 4. Input views are selected based on target light-field quadrant.
In this figure, I0,6, I6,0, and I6,6 are selected for the reconstruction of the
light-field quadrant Lq4. The corresponding input views are flipped such
to always form an upper left triangle before feeding them to the feature
extraction network.

we will refer to these selected views as Il (left), Ir (right), and
Ib (bottom). Now, we will explain the network structure of
each step of our proposed method.

A. STEREO-FEATURE EXTRACTION
Compared to [24] that extracts features of each input
image individually, we extract features from stereo pairs.
Table 1 presents the layer-wise architecture of the proposed
stereo-feature extraction network. In total, there are six con-
volution layers of 3 × 3 kernels with 32 filters each and two
average pooling layers with 16× 16 and 8× 8 kernels.

The network receives a six-channel input by concatenating
RGB stereo images along the channel dimension. First, the
input is passed through five convolutional layers, consisting
of one residual block. Then, to gain more global information,
different scale features are extracted using two pooling layers.

TABLE 1. Layer-wise detail of the stereo-feature extraction architecture.
Here, k is the kernel size. Moreover, ‘‘channels’’ refers to the number of
input and output channels at each layer and ‘+’ denotes element-wise
addition.

In the end, a convolution layer is used to fuse features from
different scales. We use an exponential linear unit (ELU) [60]
and batch normalization (BN) layer [61] after each convolu-
tion layer.

We group the three selected views (Il, Ir, Ib), from the
sparse set LS, into three stereo pairs, namely horizontal (Il, Ir),
vertical (Il, Ib), and diagonal (Ib, Ir). The correspondence
offset in horizontal and vertical pairs is perpendicular to
each other. To reduce the complexity and be able use weight
sharing for both input pairs, we rotate the vertical stereo
images by 90◦, so that corresponding features are now to
be found in horizontal direction. Let Fhorz, Fvert, and Fdiag
be the extracted feature volumes. The size of each feature
volume is B × H × W × 32. After concatenating these
feature volumes, the disparity estimation network processes
this 96-channel input to generate disparities of the novel
views.
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B. DISPARITY ESTIMATION
The disparity estimation network predicts a disparity map
for each view of a quadrant, denoted as Dq(x,u), for
q ∈ {l, r, b}. It is well known that pixel matching does
not work in occluded regions and disoccluded pixels differ
depending on the view. To tackle this problem, we estimate
multiple disparity maps per target view; one for each input
view. In this way, we effectively handle the occluded areas.
Table 2 details the disparity estimation network. It consists
of seven convolution layers of 3 × 3 kernels. The first four
layers use dilated convolutions at rates 2, 4, 8, and 16, respec-
tively, each yielding 128-channel output. The following two
convolution layers use 64 filters without dilation. The last
convolution layer outputs a 48-channel volume which holds
the 4D disparity map for the current light-field quadrant.
In our experiments, the 4D disparity map consists of 4 ×
4x3 conventional 2D disparity maps; with 4 × 4 being the
angular target views and 3 for having one disparity map per
input reference view. All the convolution layers except the
last are followed by an ELU activation function and a batch
normalization (BN) layer. The output layer uses a hyperbolic
tangent activation and scales the disparity into the range
[−1, 1]. Subsequently, the output disparity maps are mul-
tiplied by a maximum allowed disparity value dmax > 0.
This multiplication will change the disparity range into
[−dmax, dmax]. We set the dmax = 4 for our experiment.

TABLE 2. Layer-wise detail of the disparity estimation architecture. Here,
k is the kernel size and d is the kernel dilation. Moreover, ‘‘channels’’
refers to the number of input and output channels at each layer.

C. ATTENTION-BASED LIGHT-FIELD REFINEMENT
Using the estimated 4D disparity maps, we warp the selected
corner views (Il, Ir, Ib) to generate novel views required to
reconstruct the current quadrant of the light-field image.
We perform the warping operation using differentiable bicu-
bic sampling presented in [41]. The function takes the source
pixel values from the input image based on the target pixel’s
estimated disparity, performs interpolation, and places it at
the target pixel position. Let Lwq denote the warped quadrant
of light-field, q ∈ {l, r, b}. This will generate a 5D signal
of size X × Y × U1 × V1 × 3, where X , Y denotes the
spatial resolution and U1 = dU/2e, V1 = dV/2e represents
the angular resolution of the warped light-field. To generate
the final output, the warped light-fields are concatenated and
refined using a refinement network consisting of attention
modules.

FIGURE 5. Exemplary light-field image captured using a Lytro Illum
camera [22]. This type of image is known as lenslet image. A zoomed-in
region is overlaid to show the individual lenslet regions.

As it is memory expensive and complex to process a
5D signal using 4D convolution layers, reducing the dimen-
sionality by some means would be beneficial. The simplest
way to reduce the dimensions is to reshape the warped quad-
rant of light-field into a 2D lenslet image (cf. Fig. 5) XU1 ×

YV1 × 3. In [56], [57], the authors presented an alternative
method spatio-angular separable (SAS) convolution to per-
form 4D convolution by implementing a sequence of inter-
leaved 2D convolutions (namely 2D spatial and 2D angular
convolutions). Based on these two approaches, we proposed
two different schemes for the light-field refinement network,
namely a lenslet refinement network and a spatio-angular
separable (SAS) convolution refinement network. Both of
these schemes contain CBAMs to focus the network on
salient regions in the feature space. Below, we explain the
architectures of both networks.

1) LENSLET REFINEMENT NETWORK
In this scheme, we first reshape the 4D warped light-field
quadrant into a 2D lenslet image. In Figure 5, we show an
exemplary lenslet image. As shown in the magnified view,
a regular pattern can be seen, where each pattern is called
lenslet, providing projection of rays from different direc-
tions. The spatial resolution of the image is defined by the
number of lenslets, whereas the number of pixels behind a
lenslet specifies the angular resolution of the light-field. After
reshaping, we can simply process thewarped light-field quad-
rant using 2D convolutions. Apart from the reshaped warped
light-fields, we also provide reshaped 2D disparity maps as
input to the network. Table 3 explains the architecture of the
proposed scheme. The network is composed of a head and tail
3× 3 convolution layer with five residual groups in between
(ResGroup). Each ResGroup consists of three CBAMs which
in turn consist of two 3×3 convolutions with ReLU activation
in between, followed by a channel attention (CA) and spatial
attention (SA) module before the residual connections. The
CA module focuses on salient channels in the feature space,
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while the SAmodule focuses on important regions of features
in the spatial domain. Each of these attention modules uses
convolution and pooling layers to attain global information of
the input. The output of the refinement network is an estimate
of the residual signal, i.e., the difference between the ground-
truth light-field and the average of the input warped light-
fields. Therefore, the final light-field quadrant is obtained
by adding the averaged warped views to the output of the
refinement network.

2) SPATIO-ANGULAR SEPARABLE (SAS) CONVOLUTION
REFINEMENT NETWORK
In this refinement network, we propose to use spatio-angular
separable convolutions [56], [57]. First, we permute and
reshape warped light-field quadrant into U1V1 × X × Y × 3.
In doing so, the first dimension acts as batch size. The SAS
convolution refinement network only takes the concatenated
warped light-fields as input. The overall architecture of the
SAS convolution refinement network is the same as the
lenslet refinement network. We only replace the initial two
convolution layers in the CBAM with a SAS convolution,
aiming to characterize the complicated LF structure among
pixels within and across angular views simultaneously.More-
over, SAS convolutions are a computationally less demanding
and memory efficient alternative to direct 4D convolutions.
The layer-wise explanation of the SAS convolution block is
presented in Table 4. The experimental results in Sec. IV-F4
show that disparity maps as inputs are not effective for this
scheme.

D. LOSS FUNCTION
As our proposed framework reconstructs only a quarter of the
light-field in each iteration, we enforce geometric consistency
between the reconstructed views in addition to L1-loss so
as to further preserve the light-field parallax structure. For
this purpose, we used the epipolar image (EPI) gradient loss
presented in [46]. Our network is trained by optimizing the
following loss function:

Lfinal = lwarprec + lrec + l
warp
tv + ltv + lepi + λ ∗ lsmooth (1)

where λ is a scaling coefficient for the smoothness loss.
lwarprec and lrec represent L1-loss between the reconstructed
light-field quadrant views and ground-truth views as:

lwarprec =
∑
k

‖L(x,uquad)− Lwk (x,uquad)‖1, (2)

lrec = ‖L(x,uquad)− L̂(x,uquad)‖1, (3)

where, L(x,uquad) denotes the ground-truth quadrant of light-
field, Lwk (x,uquad) denotes the k-th warped quadrant of the
light-field with k ∈ {l, r, b} being the original used cor-
ner view. L̂(x,uquad) is the final reconstructed quadrant of
light-field after the refinement stage.
lwarptv and ltv represent a total variation loss, calculating

the L1-norm between spatial gradients of the predicted and
ground-truth quarter light-fields. Mathematically, this can be

written as:

ltv = ‖∇L(x,uquad)−∇L̂(x,uquad)‖1. (4)

lwarptv =

∑
k

‖∇L(x,uquad)−∇Lwk (x,uquad)‖1, (5)

lepi is the EPI gradient loss [46] defined as the L1-loss
between the gradients of EPIs constructed from the predicted
and the ground-truth sub-light-field. An EPI is a 2D slice
of the 4D light-field with linear geometry structures, cor-
responding points are shifted according to their disparity
from one line to the other, effectively creating lines with
different slopes. An EPI can be constructed by extracting one
and the same row or column from each view and stacking
them together into a matrix again. The horizontal and vertical
EPIs of ground-truth label are defined as Ey∗,v∗ (ẋ, u̇) =
L(x, y∗, u, v∗) and Ex∗,u∗ (ẋ, u̇) = L(x∗, y, u∗, v), respec-
tively. Similarly, the EPIs for reconstructed quarter light-field
are defined as Êy∗,v∗ (ẋ, u̇) and Êx∗,u∗ (ẋ, u̇).

lepi =
∑
y∗,v∗

(‖∇xEy∗,v∗ (ẋ, u̇)−∇x Êy∗,v∗ (ẋ, u̇)‖1

+‖∇uEy∗,v∗ (ẋ, u̇)−∇uÊy∗,v∗ (ẋ, u̇)‖1)

+

∑
x∗,u∗

(‖∇yEx∗,u∗ (ẋ, u̇)−∇yÊx∗,u∗ (ẋ, u̇)‖1

+‖∇vEx∗,u∗ (ẋ, u̇)−∇vÊx∗,u∗ (ẋ, u̇)‖1). (6)

Moreover, the smoothness of each disparity map is
enforced by penalizing the spatial gradients. The smoothness
loss lsmooth is formulated as:

lsmooth =
∑
k

∇xDk(x,uquad). (7)

Here, Dk(x,uquad) with k ∈ {l, r, b}, denotes disparity
maps corresponding to each input view Ik.

E. TRAINING SETUP
1) DATASET
To effectively train our network, we used the publicly avail-
able Flowers dataset introduced in [41]. The dataset was
captured using a Lytro Illum camera consisting of 3343 light-
field images of flowers. We randomly select 100 light-field
images from the dataset for testing and the remaining 3243 for
training. Each light-field has a spatial resolution of
540 × 372 and an angular resolution of 14 × 14. In our
experiments, we only consider the central 7 × 7 views
because of the vignetting effect in the outer views. Our
model is trained to predict a light-field with 7 × 7 views
from only four corner views. During training, we ran-
domly crop the views into patches of 80 × 80. More-
over, pixel values are normalized to a range of [−1, 1] and
gamma corrected by randomly selecting a value from the
range [0.4, 1].

To evaluate the effectiveness of the proposed method,
we tested it on three other datasets, namely Diverse [22],
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TABLE 3. Layer-wise detail of the lenslet refinement network. Here, k is the kernel size. Moreover, ‘‘channels’’ refers to the number of input and output
channels at each layer. � represents concatenation operation. Highlighted layers with the same color indicate weight sharing.

TABLE 4. SAS convolution block architecture. Here, k is the kernel size
and d is the dilation rate.

Occlusions [58], and Reflective [58]. Each of these datasets
consists of 30 light-field images covering several critical fac-
tors for evaluation. For example, the Occlusions and Reflec-
tive datasets focus on challenging scenes examining photo
consistency assumption. These real world datasets assess
performance under natural illumination and practical cam-
era distortion. Also, we cross-validate the performance on a
real-world gantry dataset [15].

2) TRAINING
We implement our proposed method in Tensorflow 2.0 and
train the network using ADAM optimizer [59] with default
parameters, i.e., β1 = 0.9 and β2 = 0.99. Initially, we set
the learning rate to 10−4 and reduced it to 10−5 when the
slope of the loss becomes almost zero. The batch size is set
to 3. Moreover, we empirically set the λ in the loss function
to 0.001. We performed all the experiments and training on
a system equipped with an Nvidia Geforce GTX 1080 Ti.
The training time was approximately 3 days corresponding
to 800 epochs.

IV. EXPERIMENTAL RESULTS
In this section, we compare our proposed method with
our previous work [25], namely LFVS-AM (Light-Field
View Synthesis using Attention Module) and four state-
of-the-art light-field view synthesis methods utilizing four
corner views. These methods include: Kalantari et al. [22],
Navarro et al. [24], Jin et al. [46], and DM-OTF [62]. Out
of these four methods, DM-OTF (Direct Method Optical
Flow) follows the traditional non-learning-based view syn-
thesis pipeline using optical flow-based disparity estimation
presented in Facebook Surround 360 [65]. Moreover, we also
present results for the single image light-field view synthe-
sis method [41]. To differentiate between the two proposed
refinement network architectures, we denote our method
that employs a lenslet refinement network as LFVS-AM-LL
and the other that makes use of SAS convolutions in the
refinement as LFVS-AM-SAS. We compare all the methods
quantitatively and qualitatively on four different Lytro Illum
captured test sets. In addition, we assess the performance of
the proposed approach on the gantry dataset. We also present
ablation studies to show the effectiveness of various com-
ponents in our network. In the following subsections, apart
from quantitative and qualitative results comparisons, we also
compare the proposed method variants based on memory
consumption and time taken to produce a 4D light-field.
Besides, we present the result for two different applications,
disparity estimation and refocussing.

A. COMPARISON WITH STATE-OF-THE-ART METHODS
To evaluate the performance of the proposed method, we cal-
culate the peak signal-to-noise ratio (PSNR) in dB and the
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TABLE 5. Quantitative comparison of the proposed methods with the state of the art on dataset Flowers [41]. The metrics are reported in dB and
provided for the average performance on novel view positions as well as the center view only. We also provided the PSNR increase (1) to DM-OTF [62] as
a baseline anchor. Best results are highlighted.

multi-scale structural similarity index (MS-SSIM) [66] also
in dB according to the following equation:

MS-SSIM (dB) = −10 log10(1−MS-SSIM). (8)

The objective evaluation is conducted directly on the RGB
images as well as on the luminance channel only. The metrics
for the luminance channel are denoted by adding ‘-Y’ in
the name. Table 5 shows PSNR and MS-SSIM results for
the Flowers test set [41]. On the one hand, average results
from all novel view positions are provided, i.e., input corner
views are excluded. On the other hand, direct results for
the central view, i.e., camera position (3,3), are reported.
It is evident that both variants of our proposed method
outperform all state-of-the-art approaches across all met-
rics. Among the proposed variants, LFVS-AM-SAS attains
the overall best results. LFVS-AM-SAS achieves a PSNR
5.65 dB better result than the traditional optical flow-based
method DM-OTF [62] and more than 1 dB gain comparing
to the best state-of-the-art method, i.e., Navarro et al. [24].
Due to the absence of an important depth cue (stereo) in the
pipeline of Srinivasan et al. [41], a significant degradation
can be observed in its performance in contrast to the other
schemes. Moreover, we also present additional results from
further metrics in Table 6. Within these metrics, modified
weighted peak signal-to-noise ratio (MW-PSNR) [70] specif-
ically targets multi-view data and interpolation artifacts.
On top of this, visual saliency-induced index (VSI) [67], gra-
dient magnitude similarity deviation (GMSD) [68], and high
dynamic range visual difference predictor (HDR-VDP2) [69]
are well-known for predicting the difference noticeable to
the human visual system. The results further substantiate
the previous findings. In Fig. 6, we compare the PSNR
behaviour of individual views between all the methods except
DM-OTF [62] and Srinivasan et al. [41] because they per-
form the worst among all. It can be observed that our pro-
posed method attains the highest PSNR values for all inter-
mediate views, even for the farthest target position from all
reference input views, i.e., the middle view. It rather means
that our proposed method is consistently performing well for
all possible intermediate target positions.

Visual results of all view synthesis methods for the dataset
Flowers can be seen in Figs. 7 and 8. It is evident that all
state-of-the-art methods fail to recover fine structures such

TABLE 6. Quantitative results using different image quality metrics on
the test dataset Flowers [41]. The evaluation is done on the RGB images
and the average over all novel view positions is reported. The metrics
used here are: GMSD [68], VSI [67], HDR-VDP2 [69], and MW-PSNR [70]. ↑
and ↓ indicate whether a higher or lower value is better, respectively.

FIGURE 6. Visual illustration (heat map) of the fluctuation of the PSNR
values over the rendered target positions for the test dataset Flowers [41].
For the corner input views, we manually set the PSNR value to the 50.

as the flower petal. As opposed to this, both variants of the
proposed approach generate the petal boundary very closely
to the ground-truth. The attention modules together with a
supervision of EPI loss help the proposed method to learn and
reproduce contours of the object correctly. A similar trend
is visible in Fig. 8. All methods failed to generate the tiny
structures except for the proposed attentionmechanism-based
methods.

Moreover, to assess the ability to generalize for different
test contents other than flowers, we tested all the methods on
the dataset Diverse [22]. This dataset consists of light-field
images containing objects such as cars, leather belts, rocks,
and statues. We present PSNR and MS-SSIM results in
Table 7 and further results using other metrics in Table 8.
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TABLE 7. Quantitative comparison of the proposed methods with the state of the art on dataset Diverse [22]. The metrics are reported in dB and provided
for the average performance on novel view positions as well as the center view only. We also provided the PSNR increase (1) to DM-OTF [62] as a
baseline anchor. Best results are highlighted.

FIGURE 7. Visual comparison for the central view (3, 3) of the
IMG_7532 scene from dataset Flowers [41]. The different results are,
(a) Ground-truth, (b) DM-OTF [62], (c) Kalantari et al. [22],
(d) Navarro et al. [24], (e) Jin et al. [46], (f) LFVS-AM [25], (g) LFVS-AM-LL,
and (h) LFVS-AM-SAS. We also present the calculated PSNR values of the
RGB images for each method.

From both tables, it is clear that the proposed method still
outperforms all state-of-the-art techniques. However, the dif-
ference between the two proposed methods, LFVS-AM-LL
and LFVS-AM-SAS, is rather small or negligible in this case.
In Fig. 9, we illustrate the PSNR results as a function of the
angular position (u, v) averaged over the test setDiverse [22].
In particular, we plot the curves for the middle row of the
views in the light-field, i.e., view positions (3, v), and the
diagonal of the light-field, i.e., view positions (v, v). All
methods report higher PSNR values for views close to the
input images. However, we can observe that the proposed
approach is surpassing all state-of-the-art algorithms for all
angular positions. For visual comparison, the sceneCars from
the dataset Diverse is presented in Fig. 10. From the zoomed

FIGURE 8. Visual comparison for the central view (3, 3) of the
IMG_7116 scene from dataset Flowers [41]. The different results are,
(a) Ground-truth, (b) DM-OTF [62], (c) Kalantari et al. [22],
(d) Navarro et al. [24], (e) Jin et al. [46], (f) LFVS-AM [25], (g) LFVS-AM-LL,
and (h) LFVS-AM-SAS. We also present the calculated PSNR values of the
RGB images for each method.

image region, it can be seen that except LFVS-AM-SAS all
methods failed to estimate the thin structure.

To analyze the behavior of the algorithms in the presence
of larger occlusions and reflective objects, we tested all the
methods on 60 light-field images available in the Occlusion
and Reflective dataset [58]. In Tables 9, PSNR and MS-SSIM
averaged values over all intermediate rendering positions of
the light-field in the Occlusions dataset are presented. In the
presence of larger occlusions, the overall performance of
all methods decreases as compared to the Diverse dataset.
Nevertheless, the performance of the proposed method is
still superior. LFVS-AM-SAS achieves a gain of 4.4 dB over
Kalantari et al. [22], which performs the worst with respect
to PSNR among methods using four reference input views,
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FIGURE 9. Comparison of the PSNR (dB) for middle views (left) and diagonal views (right) of the light-field, with
coordinates (3, v ) and (v, v ) respectively, averaged on Diverse test set [22].

TABLE 8. Quantitative results using different image quality metrics on
the test dataset Diverse [22]. The evaluation is done on the RGB images
and the average over all novel view positions is reported. The metrics
used here are: GMSD [68], VSI [67], HDR-VDP2 [69], and MW-PSNR [70]. ↑
and ↓ indicate whether a higher or lower value is better, respectively.

and around 1 dB over Navarro et al [24]. Figure 13 presents
a visual comparison of all view synthesis methods investi-
gated. Apart from image detail examples, we provide the
absolute error images clipped in the range of [0, 0.04]. It is
evident that both proposed methods produce the image with
the lowest error, especially around the occluding object’s
contours. Moreover, the zoomed-in regions show that the
proposed method better predicts the occluded areas, such
as the partially occluded white part of the plant behind the
metallic bars. To further evaluate the content structure con-
sistency in the presence of occlusions, we plot and compare
the light-field parallax edge precision-recall curves [71] of
the reconstructed light-fields in the Occlusions dataset, see
Fig. 11. The curves give an intuitive assessment of how
well the parallax is preserved. As close as the curve of a
given method is to the top right corner, the better it per-
forms. The precision-recall curves for the proposed methods,
LFVS-AM-SAS, and LFVS-AM-LL, in most cases above
all other curves and as a result, also closest to the top
right corner which underlines the advantage of the proposed
method.

Table 10 presents PSNR and MS-SSIM results for
the dataset Reflective [58]. For this particular dataset,

TABLE 9. Quantitative comparison of the proposed method with the
state of the art methods on dataset Occlusions [58]. The metrics are
reported in dB and provided for the average performance on novel view
positions as well as the center view only. Best results are highlighted.

TABLE 10. Quantitative comparison of the proposed method with the
state of the art methods on dataset Reflective [58]. The metrics are
reported in dB and provided for the average performance on novel view
positions as well as the center view only. Best results are highlighted.

LFVS-AM-LL achieved the best results – LFVS-AM-SAS
performing second best. Through visual inspection, we noticed
that our proposed method cannot only predict thin structures
accurately but also reconstructs intensity values that are
closer to the ground-truth. This phenomenon is visible in the
error images presented in Fig. 14, especially at the flower.

B. CROSS-VALIDATION ON GANTRY DATASET
As opposed to the previous evaluations, we will now
cross-validate the performance of the proposed method
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FIGURE 10. Visual comparison for the view (0, 3) of the scene Cars from
the dataset Diverse [22]. The different results are: (a) Ground-truth,
(b) DM-OTF [62], (c) Kalantari et al. [22], (d) Navarro et al. [24],
(e) Jin et al. [46], (f) LFVS-AM [25], (g) LFVS-AM-LL, and (h) LFVS-AM-SAS.
Image detail examples are given for better visualization. We also present
the calculated PSNR values of the RGB images for each method.

on a dataset captured using a gantry-based acquisition
method [15]. Moreover, we also compared our results with
the light-field view synthesis approach LLFF [44] which is
based on multi-plane images (MPI). Such a comparison is
novel because it is not available for all the methods [22],
[24], [41], [44], [62] related to our approach, which are
characterized by using depth image based rendering. LLFF
uses COLMAP [73] as a pre-processing step to calculate the
camera parameters of each input view and the depth range
of the scene. However, we provide the camera parameters
and fixed depth range to achieve a fair comparison with our
proposedmethod by avoidingCOLMAP estimation inaccura-
cies. Similar to the previous experiment, we use four corner
views as input and render a 7 × 7 light-field. As shown in
Fig. 16, the proposed method performs reasonably well on
the gantry dataset, despite being trained on the Lytro dataset.
Both variants of the proposed method achieved a PSNR value
of more than 40dB. However, LLFF slightly outperforms
our proposed method. LLFF can render a sharp virtual view
whereas the results of our proposed method are not as crisp.
An apparent downside of using LLFF is its pre-processing
requirement. In the intermediate steps, the method extracts
MPIs composed of 32 layers for each input image, which
is computationally expensive. Moreover, LLFF requires four
MPIs (i.e., 4 × 540 × 372 × 32 × 3 pixels) for rendering
a virtual view, which is 32× more data than our proposed
method (3× 540× 372× 4 pixels).

FIGURE 11. Reconstruction quality comparison using the light-field
parallax edge precision-recall curves for the dataset Occlusion [58].

TABLE 11. Run time and number of trainable parameters for the
proposed methods.

C. MEMORY CONSUMPTION VS. TIME
From the results presented so far, it can be seen that LFVS-
AM-SAS always produces a slightly better result compared to
LFVS-AM-LL except for the dataset Reflective [58]. To fur-
ther evaluate both proposed variants, we analyze their mem-
ory consumption and run time needed to reconstruct a 4D
light-field. In Table 11, we present the number of train-
able parameters used in each variant and the required time
to generate a 7 × 7 angular resolution light-field having
340 × 572 spatial resolution. It can be seen that LFVS-AM-
SAS has almost 2.5%more trainable parameters compared to
our previous work, whereas, LFVS-AM-LL has only 1.35%
more parameters. Time-wise, LFVS-AM-LL takes approxi-
mately half of the time compared to LFVS-AM to generate a
complete 4D light-field. LFVS-AM-SAS, however, requires
roughly the same time as LFVS-AM. To conclude, LFVS-
AM-LL has a slightly lower number of parameters and is
almost twice as fast with aminimumdrop in quality compared
to LFVS-AM-SAS. Compared to LFVS-AM, it requires only
slightly more parameters to be trained, infers almost twice as
fast, and achieves much better quality.

D. DISPARITY VISUALIZATION
The proposed method predicts disparity maps in an unsu-
pervised manner as part of the light-field view synthesis.
In Fig. 12, we present a qualitative comparison of the esti-
mated disparity map for the center view of the light-field
with state-of-the-art methods. In particular, we compare
our method with Jeon et al. [63], Tainiai et al. [64],
Navarro et al. [24] and the occlusion-aware depth estimation
(OADE) [72]. Our proposed method needs only three corner

7906 VOLUME 10, 2022



M. S. K. Gul et al.: Attention Mechanism-Based Light-Field View Synthesis

FIGURE 12. Estimated disparity map comparison between the proposed methods and the four state-of-the-art approaches.

FIGURE 13. Visual comparison of the central view (3, 3) from the light-field image Occlusions_51 [58] reconstructed by different view synthesis
approaches. For each method, an error image of the reconstructed view is shown; clipped into the range [0, 0.04]. Furthermore, image detail examples
are provided for better visualization. PSNR values calculated on RGB images are presented as overlay text on error images.

views for disparity estimation, while Navarro et al. used
all four corner views, and OADE and Jeon et al. [63] even
requires a complete 4D light-field. Visually, we can see that
despite the limited number of reference views, our methods
show better results. The reason for that is that our pro-
posed method extracts stereo features from the input images
as compared to individual image features in the case of
Navarro et al. [24]. This advantage is especially noticeable
in the third row of Fig. 12. All state-of-the-art methods failed
in predicting the disparity of the tip of the leaf as opposed
to our proposed method. Similarly, for examples in the first
and second row, all state-of-the-art methods mix the disparity

values of some foreground objects with the background,
which does not happen for our proposed approaches.

E. REFOCUSING APPLICATION
Light-fields can be used to refocus images after-the-fact.
In Fig. 15, we present two examples, each of which presents
the ability of the proposed approaches focusing near and far.
AlthoughNavarro et al. is able to deal with background focus,
it misses a thin structure in the foreground at near focus.
This is mainly because their estimated disparity map lacks
accuracy at these thin structures (cf. Fig. 12). Our proposed
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FIGURE 14. Visual comparison of the central view (3, 3) from the light-field image Relfective_12 [58] reconstructed by different view synthesis
approaches. For each method, an error image of the reconstructed view is shown; clipped into the range [0, 0.04]. Furthermore, image detail examples
are provided for better visualization. PSNR values calculated on RGB images are presented as overlay text on error images.

methods on the other hand, produce fairly good results which
are close to the ground-truth.

As a final remark, the proposed scheme performed robustly
compared to related methods in the literature under different
variations in the scene’s complexity. This argument is quan-
tified by providing the quality of the reconstructed light field
and the visual inspection of the challenging regions in the
reconstructed light field views and disparity maps estimated
at the intermediate stage of the pipeline.

F. ABLATION STUDY
In this section, we experimentally validate the effectiveness
of different elements of our network, including the attention
mechanism, the number of reference views, the effect of the
EPI-loss, the effect of disparity input for the refinement net-
work, and multi-view estimation vs. single-view estimation.
We report all the finding on the dataset Diverse [22].

1) EFFECT OF ATTENTION MECHANISM
To evaluate the influence of the attention mechanism intro-
duced in the refinement network, we assess and compare the
proposed method with the model having neither channel nor
spatial attention mechanism incorporated. These methods are
labeled LFVS-LL and LFVS-SAS, respectively. In Table 12,
average PSNR and MS-SSIM values on all intermediate ren-
dering positions are given. The results confirm the effec-
tiveness of the attention mechanisms incorporated in our
proposed method. Attention mechanism better estimates the

TABLE 12. Ablation study on the effect of attention modules, number
of reference views, and EPI loss during training. The metrics are
reported in dB.

thin structure and texture by guiding the network to focus on
the salient regions.

2) EFFECT OF NUMBER OF REFERENCE VIEWS
Except for our method, all other state-of-the-art methods
use four corner views as reference input images. There-
fore, we show the effectiveness of using only three corner
views to synthesize novel views by comparing against a
4 view input case (LFVS-AM-LL-4View and LFVS-AM-
SAS-4View) in Table 12. The proposed methods achieve
better results with three reference views if the target position
lies inside the triangle formed by these views. However, if the
target image position lies at the perimeter of the triangle, then
the method using four views performs better. In addition,
the complexity of the network is reduced. Four input views
mean six stereo pairs as compared to three in the proposed
method. Eventually, this will increase the computational
time.
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FIGURE 15. Comparison for refocusing after the fact between our proposed methods and Navarro et al. [24].

3) EFFECT OF EPI LOSS
In our previous work [25], we synthesize each target view
individually during inference stage. In this work, however,
we propose to generate one quadrant of the light-field at once
(i.e., 4× 4 angular resolution light-field for a full 7× 7 light-
field). Moreover, we enforce an EPI loss during training on
the generated views to maintain light-field parallax structure.
The EPI loss reinforce the network to learn the geometric
features of the light fields. In Table 12, we show the effec-
tiveness of using an EPI loss during the training of the net-
work. The methods trained using the EPI loss produce overall
better PSNR and MS-SSIM values compared to the ones
without.

4) EFFECT OF DISPARITY INPUT FOR THE REFINEMENT
NETWORK
As mentioned in Section III-C, we used the estimated dispar-
ities as input to the refinement stage for the LFVS-AM-LL
scheme but not for LFVS-AM-SAS. This decision is based
on the study presented in Table 13. It is evident that LFVS-
AM-SAS cannot make proper use of the disparity input and
thus yields poor results. LFVS-AM-LL can benefit from the
additional disparity input.

5) MULTI-VIEW ESTIMATION VS. SINGLE-VIEW ESTIMATION
As explained in Section III, we propose to predict
a quadrant of the light-field (i.e., 4 × 4 angular resolution
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FIGURE 16. Visual comparison for the central view (3, 3) of the scene Teddy from the real-world gantry dataset described in [15]. PSNR values
calculated on the Y-channel of the images are presented as overlay on images.

TABLE 13. Ablation study on the effect of disparity as input to the
refinement network. The metrics are reported in dB.

light-field) compared to a single-view (SV) prediction in the
previous work. Single-view means that we perform all novel
view rendering subsequently. Multi-view (MV) prediction is
achieved by changing the disparity estimation network and
refinement network output layers from SV output to MV
output. In Table 14, we compare the different prediction
combinations for both sub networks. It can be seen that
running the disparity estimation network in MV mode and
the refinement network in SV mode performs rather poorly.
However, when the disparity estimation is kept to SV, it does
not matter much whether the refinement network is put to SV

TABLE 14. Ablation study on the effect of performing multi-view
prediction compared to single-view prediction. The metrics are reported
in dB. The average performance across all intermediate views without the
corner views is reported. For multi-view refinement, we chose the SAS
convolution refinement network.

or MV mode; both variants only perform moderately well.
On the other hand, we achieve the best performance when
both networks provide multi-view output. Because in multi-
view prediction, the networks learn and take advantage of the
geometric consistency between the reconstructed light-field
views by using EPI-loss.

V. CONCLUSION
In this paper, we presented an end-to-end deep convolutional
neural network for dense light-field view synthesis using
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four corner views. The proposed scheme consists of three
subnetworks, including stereo feature extraction, disparity
estimation, and attention mechanism-based refinement net-
work. Furthermore, we presented two different refinement
network variations, namely the lenslet refinement network
and the SAS convolution refinement network. Both of these
refinement networks show the advantage of using an attention
mechanism. We show through extensive experiments that
both variants outperform the state of the art. On average, the
proposed technique achieves 1 dB PSNR gain over the state-
of-the-art method and 0.5 dB over our previous work. More-
over, we showed the effectiveness of our proposedmethods to
estimate disparity maps from a sparse set of input views com-
pared to dense light-field disparity estimator. Further ablation
studies emphasize the superiority of our method. Future work
will include larger baseline light-field view synthesis and
incorporating the presented idea in a light-field compression
context to further reduce data storage and bitrate.
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