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Summary
Summary in English
Reconstruction of 3D triangle meshes from point clouds is a topic that has received significant
attention for more than two decades. This is partly due to the wide range of applications, and
partly due to the ill-posedness of the problem. As a result, there are many plausible solutions to
this reconstruction problem. Depending on the application, specific properties are of interest.
In most applications complex three-dimensional objects are scanned. This requires each object
to be recorded from several directions since each scan only covers a part of the object as seen
from a particular point.

A large class of methods proceeds by estimating a volumetric function in 3D, that contains
the desired surface as an isocontour. This is both simple and effective, and the output mesh
is easily extracted using isocontour triangulation. However, the output only approximates the
original input points, and they are not part of the resulting mesh. Another class of methods
solves the arguably harder, combinatorial problem of finding a triangle mesh that connects and
hence interpolates a large subset of the input points.

The methods developed in this project use the information about the point cloud being a
collection of multiple partial scans. This information has been used in a feature-preserving de-
noising algorithm, as much of the observed noise in real-world scans is a result of the composi-
tional nature of the point cloud. As a second contribution, amethod that reduces combinatorial
reconstruction to a well-posed 2D problem has been proposed. This method also uses informa-
tion about the scanning process. A third contribution adopts graph convolutional networks
for labeling the tetrahedra formed from the input points. It uses only local information and is
thereby scalable and parallelizable.



ii Summary

Summary in Danish
Rekonstruktion af 3D trekantsnet fra punktskyer er et emne, der har haft betydeligt forsknings-
fokus i mere end to dekader. Dette skyldes til dels den brede vifte af anvendelsesmuligheder
og til dels også at problemet er ill-posed. Som et resultat heraf forefindes der manger plausible
løsninger til rekonstruktionsproblemet. Afhængigt af anvendelsen er specielle egenskaber in-
teressante. De fleste anvendelser involverer scanning af komplekse 3D objekter. Dette kræver
at hvert objekt er optaget fra flere retninger, eftersom hvert scan kun dækker den del af objektet,
som ses fra et bestemt punkt.

En stor klasse af metoder benytter en fremgangsmåde, der involverer estimering af en tab-
uleret 3D funktion ud fra hvilken den ønskede overflade kan beregnes som en isoflade. Denne
fremgangsmåde er både simpel og effektiv, og det resulterende trekantsnet forefindes nemt
ved triangulering af isofladen. På den anden side er resultatet kun en approksimation af de
oprindelige input punkter, og disse er ikke en del af det resulterende net. En anden klasse af
metoder løser det vanskeligere, kombinatoriske problem at finde et trekantsnet, der forbinder -
og dermed interpolerer - en stor del af input punkterne.

Demetoder som er udviklet i nærværende projekt benytter informationen om at punkterne
er en del af en samling af flere partielle scanninger. Denne information er benyttet i en detal-
jebevarende støjfjerningsalgoritme, eftersom meget af den støj vi i praksis finder i scanninger
er resultatet af at punktskyerne er sammensatte. Et andet bidrag er udviklingen af en metode,
der reducerer kombinatorisk rekonstruktion til et 2D problem. Denne metode benytter også
information omkring scanningsprocessen. Et tredje bidrag anvender graf-foldningsnetværk til
at mærke tetraedere dannet ud fra input. Den benytter kun lokal information og er dermed
skalerbar og paralleliserbar.
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CHAPTER1
Introduction

Surface reconstruction has many applications and many possible solutions (Section 1.5). As a
result the field has a vast body of literature (see Chapter 7 for just some examples). The per-
spective taken in this project is to preserve the original data and use information about the
acquisition process in the pipeline from scanned points to a reconstructed surface.

1.1 Applications and Motivation
The digital acquisition of three-dimensional data of our surroundings has become cheaper, eas-
ier and more precise to a point where it soon will become ubiquitous in our everyday lives. Ad-
vances in other fields of A.I. will soon allow for autonomous vehicles to navigate a shared space
with humans. In order to do so savely they need accurate, reliable 3D data of their environment.

Digitizing the 3D shape of an object hasmore applications beyond robotics and autonomous
driving. Also, content creation for computer games, virtual reality and special effects are other
huge fields of applications. Furthermore, photogrammetric surveying allows acquiring 3D data
of whole city- and landscapes in unseen detail and speed, enabling new opportunities for in-
stance in agriculture and disaster relief. Scanning historical artifacts to preserve them andmake
them readily available to people around the world is another worthwhile cause. Last but not the
least reverse engineering and customized manufacturing also depend on accurate 3D data of
the products.

In a 3D pipeline surface reconstruction is concerned with estimating a continuous approx-
imation of the original surface. 3D data acquisition only produces point samples of an object.
In optical systems, these are directly related to the pixels of the imaging system or to the laser
dots of a LiDAR (Light Detection And Ranging) system (Chapter 2).

For some applications, like 3D printing or flood simulations, it is crucial to have such a
continuous surface representation. For others, like computer graphics, it is a widespread as-
sumption in the respective tool-chains. In all cases, there is additional information and value
from connecting the single points into a surface representation, even if it is simply to specify a
neighborhood relation (e.g. Chapter 9).

1.2 Traceability
Metrological traceability is the property of a measurement that allows it to be traced back to a
reference through an unbroken chain of calibrations. As far as it regards the methods discussed
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here it simply implies retaining the original data points of the measurement without confound-
ing them, adding new points not actually recorded, or even completely replacing them. The
output is supposed to be surface representation–a mesh with triangular faces–that has the sam-
pled data points as its vertices.

1.3 Scope of the Thesis
We assume the data to be provided by an optical acquisition method, either active or passive, in
a common coordinate frame. The methods and algorithms for this initial part of a 3D pipeline
are assumed to be given.

Based on that ways to refine the points’ positions and generate a triangular surface approx-
imation under the premise of conserving the original points, and exploiting information about
the scanning process were investigated.

1.4 Organization of this Thesis
Following this, the actual hardware setups are introduced briefly in order to illuminate their
implications for surface reconstruction. Afterwards different ways to represent a surface in 3D
are touched upon. Then, properties of surfaces and their reconstructions are discussed and the
major classes of surface reconstruction algorithms are introduced.

Upon those mostly introductory chapters the contributions are described. The first contri-
bution discussed in Chapter 9 is concerned with reducing noise due to misalignment of partial
scans. The second contribution (Chapter 10) is a method to triangulate all given data points in
the presence of noise. A third contribution (Chapter 11) employs a learning-based approach
to reconstruct surfaces. Finally, an extension of the DTU dataset for multiple-view stereopsis
[Jen+14; Aan+16] presented in Chapter 12.

1.5 Problem Definition
In surface reconstruction the given input is a set of points P = {pi}, i = 1, . . . , n in R3, which
are–possibly erroneous–samples from an unknown surface. Along with their position in the
ambient space other information can be associated with each point, e.g., the normal vector per-
pendicular to the surface at that point. Depending on the source of the data, further information
like color or the parameters of the acquisition process can be available.

The goal of surface reconstruction is to estimate the surface based on this point cloud. This
problem is ill-posed, meaning that with the limited information given it is impossible to deter-
mine the exact surface. A multitude of different surfaces, discerned by small variations but not
resolved by the sampling, could have been the original underlying surface. But what is of inter-
est here is to generate a plausible approximation to that surface, that fulfills some assumptions,
for example that the data points P are lying on the surface of a solid object.



CHAPTER2
Data Acquisition and

Hardware
The project has been motivated by real-world applications, more specifically digitizing, archiv-
ing, and sharing of cultural and archeological artifacts. This pipeline starts with the initial mea-
suring process and the hardware is as such an integral part of the project. The focus has been on
optical sensing devices, in particular, structured light scanners as they balance decisive factors
like acquisition time, hardware costs, scan accuracy and scan completeness. All optical sys-
tems share their dependencies on the optical properties of the object’s surface. Highly specular,
transparent, or absorbing surfaces are challenging. As well as external factors like a scattering
medium.

Time-of-Flight Methods (ToF) Emitting a light pulse and measuring the time it takes to hit
an object, it is possible to acquire distances directly in hardware. Scanning LiDAR (Light Detec-
tion And Ranging) methods, for example, emit a laser beam into the scene and illuminate the
surface of the objects point-by-point. Other methods use modulated light and special sensors
to capture multiple points simultaneously. The biggest challenge for ToF based methods is the
extremely short round trip times on the order nanoseconds. As a result, the hardware is costly,
or reduced resolution and increased noise has to be tolerated, like in Microsoft’s Kinect sensors.

Multi-View Stereo (MVS) Stereo vision methods are based on the same principle as human
vision. A point on the surface is seen in two cameras. Knowing the relative positions of the
two cameras and the pixel coordinates of the point the position of the surface point can be
triangulated in 3D. In contrast to ToF sensors no active light source is necessary and standard
camera hardware can be used. On the other hand, robustly determining corresponding points
in the images is the crucial step in this setup. The same idea can be applied to multiple images
of the object, which allows for denser point clouds and outlier removal.

Structured Light Scanners Structured Light methods are an active method, like ToF cam-
eras, as they project a pattern (a structure) onto the scene. Despite this, they still rely on a
conventional camera sensor. Thus, they are reasonably cheap and easy to build from commod-
ity hardware, and at the same time deliver more accurate measurements than MVS methods.
Compared to MVS it is also possible to acquire distance information in texture-less regions due
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to the projected pattern. The specific setup used for scanning in the project was similar to the
one in [GZ12].

2.1 Noise
As with any measurement, the acquisition process introduces noise to the data, regardless of
the specific technique used. An example of the noise distribution for a structured light scan-
ner is plotted in Figure 2.1. For illustration the mean distance per pixel for a static scene was
estimated over 67 individual scans. The histogram of the deviations from the sample mean is
shown together with a fitted Gaussian curve. It only accounts for errors in the depth estimation,
as other errors like calibration errors are static in this setting, for a study on precision and ac-
curacy of structured light scanners see [Eir+16]. Looking at the curve fit it can be seen that the
distribution has longer tails than a normal distribution. This is mostly due to outliers occurring
at depth discontinuities.

2.2 Overlapping sub-scans
All optical scanning devices are only able to acquire samples on surfaces facing their image
planes. Yet, often we are interested in a closed surface model for applications such as additive
manufacturing. And even in cases where we do not need a complete 3D model, concavities and
self-occlusion make it impossible to capture the entire region of interest from a single vantage
point. The result is that the same region on the surface is scanned from multiple angles and the
corresponding point cloud representations overlap.

The idea behind the PhD project was to develop a processing steps that not only are able
to handle this configuration, but actually gains merits from it. For this we associate each data
point with its scan ID, and index to look up the recorded geometric configuration, in order to
retrieve information like scan direction, or the resulting viewing direction each point was seen
from.

Figure 2.1: Noise of depth measurements.
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Surface

Representations
For processing and storing surfaces, a mathematical representation is necessary. Depending on
the spesific representation, geometric operations vary in their complexity–for details see [Bot10].

There are two major classes of representations. The first one (Section 3.2) focuses on the
notion of a solid object occupying a volume in 3D-space, Θ ⊂ R3. The second one (Section 3.3)
focuses on the surface of an object as the boundary ∂Θ between the object and the ambient
space.

3.1 Manifolds
Before going intomore detail about representations, the notion of a surface needs to be specified.
As mentioned before, the task at hand is to process information about physical objects. There-
fore, objects have a volume in three-dimensional space and their surface is a two-dimensional
object–a 2-manifold.

In the continuous setting, this implies, that for any point on the surface there exists a neigh-
borhood with radius ϵ > 0 around that point, inside which the surface is homeomorphic to a
disk. Homeomorphism formalizes the notion of two surfaces being topologically equivalent,
by requiring a continuous, bijective function, with a continuous inverse mapping, between the
two surfaces. Intuitively this means that locally the surface resembles a plane.

3.2 Implicit Representation
Implicit or volumetric representation encodes the geometry by assigning a value to the whole
embedding space f ∶ R3 → R. These values can encode inside and outside, ormore information
like the distance to the closest surface point.

Finding an algebraic expression for f , whenmodeling real-world objects, is almost impossi-
ble. So either only discrete samples are stored, or more expressive function approximators like
radial basis functions [BK05; Sam+06] and neural networks [Par+19; Mes+19] can be used.

Discrete samples on a regular grid (voxel representations) are a straight-forward extension
of the structure of digital images to a 3D volume. Their simplicity comes at the cost of high
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memory demands for complex objects as they scale cubicly with resolution, and addtionally
have to store empty space too. Despite this, they have been used in various attempts to transfer
the power of convolutional neural networks to the field of geometry processing [MS15; ROG17].

3.3 Parametric Representation
In contrast to a volumetric representation, parametric representations only encode the surface
of an object. This reduces storage requirements as the domain of the surface f ∶ Ω → S is only
2D. However, creating such a representation is more challenging.

Similar to implicit representations, it is not possible to find an algebraic expression for all
possible objects. For this reason, the surface of an object is partitioned into smaller patches
such that the geometry can be sufficiently well approximated in each of the patches. In fact,
the Weierstrass theorem guarantees the existence of a polynomial approximating any smooth
function up to any precision. In practice though, linear (first-order) approximations are much
more common due to their ease in computational processing. Typical examples of parametric
first-order representations are triangular meshes and quad meshes [Bom+13]. Higher-order
representations, like splines, are popular in computer-aided design (CAD), where it is crucial
to have higher-order continuity inside and in between the patches.

3.4 Converting Representations
Converting between volumetric and parametric representations is an essential operation in
practice. Depending on application, different representations are favorable. Here only the
conversion between the two most relevant representation is mentioned, converting between
a triangular mesh and an implicit representation.

3.4.1 Signed Distance Functions
Computing a distance function from a well-defined triangular mesh is a straight-forward oper-
ation. Still, it is computationally demanding, because for each sample the closest point on the
surface has to be determined. Data structures to accelerate this query drastically reduce run-
time [JBS06]. Deciding if a point lies on the interior or exterior of an object–usually encoded
in the sign of the function–albeit is not always as easy. Different methods have been published
to address this issue, e.g., by computing area-weighted pseudo-normals [BA05] or generalized
winding numbers [JKS13].

3.4.2 Marching Cubes
The marching cubes algorithm [LC87; NY06] converts an implicit function sampled on a grid
into a triangular mesh. From all 256 possible configurations of values on the corners of a cube,
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Figure 3.1: The 15 base cases of the Marching Cubes algorithm.

15 base cases (Figure 3.1 1) are stored in a look-up-table. Each of those cases results in a specific
configuration of triangles inside the cube. Alternativemethods are for instance dual contouring
[Gib98; Ju+02] or the Delaunay triangulation based method in [BO05].

1Drawing by Jean-Marie Favreau, distributed under a CC-BY 2.0 license.

https://creativecommons.org/licenses/by/2.0/
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Triangular Meshes

For processing data acquired by an optical system (Chapter 2) a parametric representation (Sec-
tion 3.3) is a natural choice, as we expect to get data points only from the surface of objects. Due
to their ease of use, triangles are the most common building block for parametric representa-
tions. For example, a triangle is always flat, whereas quadrilaterals are not, which simplifies
intersection testing.

A triangular mesh M = (V,F) is defined by a set of vertices V ⊆ R3 and a set of triangular
faces F ⊆ {1, . . . , V }3, where V is the number of vertices. A triangular face f = (f1, f2, f3) ∈
F is enclosed by the corresponding vertices vf1 , vf2 and vf3 . This also defines a set of edges
E(F) between the vertices.

4.1 Manifoldness and Valid Meshes
A triangular mesh is supposed to be an approximation of the true surface. One of the common
goals in surface reconstruction is to have an approximation that is homeomorphic to the true
surface [Ame+02]. Since the surface is a 2-manifold, the triangular mesh is also supposed to be
manifold. A triangular mesh is manifold if it is homeomorphic to a 2-manifold (Section 3.1).
This definition of a manifold mesh is unfortunately not very useful in practice, but there are a
couple of simpler properties to check for manifoldness:

1. Faces of the same mesh only intersect at edges or vertices. A self-intersection is an inter-
section of two faces at other locations.

2. A manifold edge has at most two incident faces.

3. A manifold vertex is a vertex where the corresponding star (the union of all its incident
faces) is still connected when removing the vertex.

Thus, a mesh is manifold iff it does contain only manifold edges and vertices, and no self-
intersections. This definition of manifoldness allows a mesh to have boundaries and holes, i.e.,
edges with only one incident triangle. Although assuming a solid object implies the resulting
surface to be closed, in practice it is advantageous to allow for boundaries and holes when an
object has not been scanned sufficiently dense. For example, when the backside of an object
has not been seen it is reasonable to output a mesh of the front only.

A stricter requirement would be a watertight (or closed) mesh, i.e., every edge has exactly
two incident faces. A closed mesh designates a clear separation between interior and exterior,
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which allows for awell-defined conversion into an implicit representation. For practical reasons,
we assume a triangular mesh to be a valid reconstruction if it is manifold in the weaker sense
yet could be completed into a closed mesh.

4.2 Topology of Graphs and Meshes
The most obvious way to represent a triangular mesh as a graph is taking the vertices and edges
of the triangles as vertices V and edges E of the graph. Another possibility is to denote a mesh
as a 3-uniform hypergraph with hyperedges E directly corresponding to the triangles.

A manifold mesh of disk topology will result in a planar graph, i.e., a graph that can be
embedded in the plane. Checking planarity of a graph can be done in linear time [HT74]. For
closed meshes, the genus of the resulting graph can be higher, but a manifold mesh is a graph
that has an embedding on a surface of appropriate genus. Determining the genus of a general
graph is NP-hard [Tho89], but checking embeddability on a given surface can be done in linear
time complexity [Moh99]. Yet for polyhedra, i.e., a solid with flat polygonal faces and straight
edges, Euler’s formula [Eul58] applies

V −E + F = 2 , (4.1)

where V is the number of vertices, E the number of edges, and F the number of faces. Any
polyhedron can be mapped to a planar graph via its Schlegel diagram[Cox74]. Euler’s formula
also holds for any connected, planar graph[Eri13], and was afterwards generalized by Lhuilier
and Gergonne [LG13] for polyhedra with holes [Bra+07]

V −E + F = 2 − 2G , (4.2)

where G is the genus (the number of holes), e.g., the genus of the sphere is 0. Later, Henri
Poincaré proved a version of the formula for arbitrary dimensions [Poi93].

4.3 Delaunay triangulation
A triangulation of a point setP is a simplicial complex subdividing the convex hull of the points.
It consists of non-intersecting d-simplices formed by d + 1 points p ∈ P as the vertices, where
d is the dimensionality of the embedding space. In 2D the simplices are triangles (2-simplex),
and in 3D they are tetrahedra (3-simplex). The word triangulation is used for such complices
in arbitrary dimensions, including 2D and 3D. The word tetrahedralization is specifically used
for a triangulation in 3D.

Among the many possible triangulations of a point set, the Delaunay triangulation is of
particular interest. A simplex is Delaunay iff it has an empty circumsphere i.e., a sphere passing
through all its points without containing any other vertex of the complex. A triangulation is
Delaunay iff all its simplices are Delaunay. For points in general position, i.e., no d + 2 points
lie on the same sphere, the Delaunay triangulation is unique.
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The Delaunay triangulation contains up to O(n⌊ d
2 ⌋) simplices [Sei95]. No other triangu-

lation exists with a smaller maximum min-containment radius [Raj94], i.e., the radius of the
smallest sphere containing the simplex. In 2D the Delaunay triangulation maximizes the min-
imum angle [TOG17]. However, it does not minimize the sum of edge lengths [Llo77]. This
problem of finding a minimum weight triangulations [DG70; Xu98], with edges weighted by
the Euclidean distance, is NP-hard [MR08]. For more on terminology and properties of the
Delaunay triangulation see [CG06; TOG17].

4.3.1 Duality and the Voronoi diagram
For a point p ∈ P , the Voronoi cell is composed of the locations around p that are not closer
to any other point in P . Inside that cell, any location has p as its nearest point. The boundary
of this polyhedron is formed of parts of the bisecting hyperplanes in between two points, as
the cell is the intersection of all closed half-spaces separated by the corresponding hyperplanes.
Voronoi cells corresponding to points on the convex hull are unbounded to one side.

At the intersection of Voronoi cells are the locations with more than one closest point in
the set P . In 3D, closed facets at the intersection of two Voronoi cells are called Voronoi facets,
closed edges at the intersection of three Voronoi cells are called Voronoi edges and the points
at the intersection of four Voronoi cells are called Voronoi vertices.

The union of all Voronoi cells is the Voronoi diagram. The Delaunay triangulation is the
dual of the Voronoi diagram. Every Voronoi cell corresponds to a Delaunay vertex, as those are
just the input points themselves. Furthermore, every d-simplex (triangle in 2d, tetrahedron in
3D) in the Delaunay triangulation corresponds to Voronoi vertex.

In 2D, a Voronoi edge corresponds to an edge in the Delaunay complex, see Figure 4.1. In
3D, a Voronoi edge corresponds to a triangle, as it is the intersection of twoDelaunay tetrahedra.
The Voronoi graph is the graph composed of the Voronoi vertices and edges. In surface recon-
struction, the Voronoi graph is mostly of interest in the 3D case (Chapter 11), with [DN19]
being one of the few exceptions.

Figure 4.1: The Delaunay triangulation (gray) of the black points and its dual the Voronoi dia-
gram in blue. N.B. theVoronoi verticesmust not lie inside the correspondingDelaunay triangle.
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CHAPTER5
Parametrizations of

Surfaces
Since we are solely concerned with surfaces of solid 3D objects, we can restrict ourselves to the
parametrization of 2-manifolds. A parametrization of a surface acts as a geometric coordinate
system on it, or equivalently describes a continuous embedding of the surface in a 2D domain.
For a global parametrization to exist, the surface needs to be homeomorphic to a disk, i.e., it is
as a whole topologically equivalent to a disk. It is straightforward to extract a valid triangulation
given a parametrization. For example, simply overlaying a regular grid results in a quad-mesh
that can be easily transformed into a triangle mesh. In case there are specific points to be used
in the output mesh, they can be triangulated in the 2D plane and result in a manifold mesh.
The close relationship between surface parametrization and reconstruction has also been used
in [Sch+17] to allow online visual feedback during scanning.

For valid surfaces of arbitrary topology, only local patches of disk topology can be contin-
uously parameterized. The existence of such a local disk-like neighborhood is guaranteed by
the manifold property. However, a single continuous parametrization is then not attainable
anymore. Instead, discontinuities have to be introduced by cutting the surface to achieve pieces
of disk-like topology. For individual objects, it is possible to do this in such a way that the re-
sult is still a single, connected component, e.g.,[She02]. Whereas for more complex scenes, it
might be necessary to partition the geometry into separate segments, which results in an atlas
of charts. Each chart then only maps a region of the manifold into a 2D domain ϕ ∶ U → R2. In
between overlapping regions Uα and Uβ . On the overlapping region ϕα(Uα ∩Uβ) this defines
a transition function from one chart to another [Lee01]

ταβ = ϕβ ○ ϕ−1
α . (5.1)

An overview of methods and applications of parametrizations can be found in [FH05;
SPR06].

5.1 Distortion
The most common and straight-forward parametrization domain is the plane–also due to the
application in texture creation and editing, where a flattened mesh can be easily painted with
2D tools. Only developable surfaces, i.e., surfaces with zero Gaussian curvature, can be cut
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M
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ϕβϕα

R2 R2

Figure 5.1: Charts (Uα, ϕα) and (Uβ , ϕβ) on the manifold M , and the corresponding transi-
tion functions ταβ and τβα

and flattened without distortion. For general surfaces, this flattening has to balance between
the length of discontinuities (seams) and the amount of distortion. A triangular mesh can be
trivially mapped to the plane by simply placing each triangle in the plane individually. This has
no distortion but maximizes the seam length. On the other hand, for any disk-like surface, the
Tutte embedding [Tut60; Flo97; GGT06] generates a mapping for any surface of disk topology
without additional cuts but possibly high distortion. Generating good cuts can be done in a
preprocessing step [SH02] or jointly with the flattening [Sor+02].

The quantities to preserve in a mapping are: angles, areas, and lengths. Preserving all of
them is only possible for developable surfaces. Depending on the metric of distortion used,
there are different methods.

• Conformal, angle-preserving or shear-minimizing, e.g. [Lév+02]

• Authalic, equiareal or area-preserving, e.g. [DMA02]

• Approximately isometric or distance-preserving, e.g. [HG00; Liu+08]

Iff a mapping is conformal and authalic, it is isometric [FH05]. Thus, methods like [HG00;
Liu+08] optimize a combined metric for angles and areas.

Despite minimizing distortion, it is also essential to make a parametrization locally and
globally injective, i.e., make sure triangles do not fold over and different parts to the mesh do
not overlap. This can be achieved, by introducing an appropriate distortion metric for local
injectivity and a barrier function for global injectivity [SS15].
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In Chapter 10 the segmentation into charts is done based on the information about each
point’s origin. This solves the problem of explicitly handling occlusions in the subsequent pro-
jection step. The mapping into the plane is done by a projection onto the image planes because
we assume noise to be predominantly distributed along the viewing directions.

Parametrizations have gained some interest in the context of 3D deep learning as a way to
apply 2D convolutions to 3D data [Gro+18; Ben+18]. Local parametrizations have also been
used for point cloud registration using geometric and photometric information [PZK17].

5.2 Surface to Surface Maps
In the approach detailed in Chapter 10, a mapping between two intermediate surfaces has to
be calculated. Similar to the mapping from a surface to a plane, an injective map with low
distortion is desirable. Only recently, a method for this problem has been proposed [Sch+19]
minimizing the Dirichlet energy of the surface-to-surface map starting from two correspond-
ing parametrizations in the plane. Other frameworks for shape correspondences, like functional
maps [Ovs+12] or the projection-based method with membrane regularizer in [Ezu+19], can-
not guarantee injectivity. Besides the fact that functional maps work best for isometric shape
matching, our experiments showed that the number of eigenvectors needed to solve the task in
Chapter 10 is prohibitively high. Furthermore, we need tomap a point on one surface to a point
on another surface, which need to be extracted from a functional map in the first place.

All methods are computationally demanding, taking tens of minutes for a mesh of a few
thousand vertices. For these reasons, we used a method projecting onto the nearest point on
the surface for the second mapping task in Chapter 10.
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CHAPTER6
Smoothing

Smoothing is used to reduce the effect of noise captured during the acquisition of the data. The
first assumption underlying this is the noise η(x) to be additive and have zero mean

f(x) = g(x) + η(x) , (6.1)

whereEη(x) = 0. The second assumption is independent and identically distributed noise, i.e.,
the noise for each data point is independent of the noise affecting any other point, but they are
drawn from the same distribution.

Looking at the first assumption, it becomes apparent that the ideal denoisingmethod would
be to average over multiple measurements, but this is at least time-consuming and sometimes
just impossible. Instead, with the addition of the second assumption about the noise, and assum-
ing the signal to be spatially correlated, e.g., pixels in an image are more likely to be similar to
their neighbors, the signal and the noise have different characteristics in how they vary spatially.
While the noise has high-frequency variations, the signal is mostly composed of low-frequency
components. Removing the high-frequency components in the Fourier domain then removes
the contributions of the noise. Unfortunately, this removes also the high-frequency details of
the signal.

Besides the need for choosing the cut-off frequency carefully, a hard cut-off also introduces
ringing artifacts. Therefore, a Gaussian kernel is the most common choice of smoothing filter
as it gradually dampens higher frequencies. The (inverse) Fourier transform of a Gaussian is
again a Gaussian. Due to that applying a Gaussian in the frequency domain is equivalent to
applying a Gaussian in the spatial domain.

6.1 Smoothing Meshes
Extending the frequency domain approach to signals on manifolds is done via the eigenfunc-
tions of the Laplace-Beltrami operator, due to the observation that the basis functions of the
Fourier transform are eigenfunctions of the Laplace operator. Therefore, using these eigenfunc-
tions similar operations can be executed on meshes and manifolds. Unfortunately, computing
these eigenfunctions is costly, and they are specific to a particularmesh–unlike in the case of im-
ages. For these reasons, it is more practical to employ a spatial approach for smoothing meshes
with a Gaussian kernel.

The Green’s function for the heat equation (homogeneous and isotropic diffusion equation)
is the Gaussian, this means the diffusion of heat can bemodeled by convolution with a Gaussian
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kernel. So generalizing the Gaussian filter approach from images to meshes is done via the
corresponding partial differential equation (PDE)

∂f(x, t)
∂t

= λ∆f(x, t) , (6.2)

where the diffusion process evolves over time t. This PDE has to be discretized in time and
space. The temporal discretization with step-width h yields

∂f(x, t)
∂t

≈ f(x, t + h) − f(x, t)
h

. (6.3)

The spatial discretization is denoted in matrix notation by a vector of samples f(t) at time t and
the Laplacian matrix L. Discretizing the Laplace-Beltrami operator to work on meshes has no
general solution, certain trade-offs have to be made as detailed in [War+07]. Rearranging (6.3)
and substituting the spatial discretization yields an explicit Euler step

f(t + h) ≈ f(t) + h
∂f(t)

∂t
(6.4)

= f(t) + hλLf(t) . (6.5)

To apply this diffusion process for mesh smoothing the function f is set to be the vertex po-
sitions [Bot10]. Another derivation of this smoothing scheme from the Dirichlet energy is
presented in Chapter 9.

6.2 Smoothing Point Clouds
Defining the Laplace operator for point clouds not only involves choosing the correct weights
in the matrix L as in the case for meshes. Even before that, the neighborhood relationship has
to be defined for each point in order to be able to compute finite differences at all. Similar to
surface reconstruction, smoothing needs to establish a neighborhood relation. Therefore, re-
constructed meshes have been used to calculate differential operators on point clouds [BSW09;
LLZ13]. How to use this relation for feature-preserving denoising has been demonstrated in
contribution [GB19b] and Chapter 9.

Similar to meshes, where choosing the cotangent-weighted approximation to the Laplace-
Beltrami operator [Mey+03] results in a mean curvature motion (or flow) [Des+99] that elim-
inates tangential drift. Mean curvature motion can be approximated via a local linear regres-
sion [Dig+11] under certain smoothness assumptions.



CHAPTER7
Methods for Surface

Reconstruction
The two major classes of surface reconstruction algorithms are briefly introduced by examples
in the following. A more specific discussion of related work follows in the chapters describing
the contributions Chapter 10, Chapter 11, and Chapter 9.

7.1 Volumetric

Volumetric or approximatingmethods first create an implicit representation of the object, which
then can be converted to a parametric one, see Section 3.4. Hoppe et al. [Hop+92] proposed
one of the earliest volumetric methods. The implicit function can be generated by splatting
each point into the volume [FG14; UB15] or solving a Poisson equation to integrate a gradi-
ent field obtained from the points’ position and normal [KBH06; KH13]. Recently, Barill et
al. [Bar+18] further simplified the search for a characteristic function to the computation of
the generalized winding number which is a summation over each point. Sub-divding the point
cloud into an adaptive octree, fitting a quadratic functions locally and blending it as a partition of
unity [Oht+03] is another approach to generate a smooth distance field. An evaluation of meth-
ods can be found in [Ber+13] and a comprehensive review of volumetric methods in [Ber+16].

Volumetric methods have two features which have traditionally been considered merits:
it is easy to ensure that holes (areas with missing points) are closed, and they suppress noise.
However, some recent volumetric methods, e.g. Floating Scale Surface Reconstruction [FG14],
repudiate the first of these features, since it is often not an advantage to have surface parts not
rooted in data. Volumetric methods also inherently resample the surface since the output mesh
is created using a polygonization methods such as marching cubes [LC87], dual-contouring
[SJW07] or surface tracking [Har98]. To accurately capture geometry, they often produce highly
detailed polygonal meshes, and that can lead to both over-sampling and also over-fitting the
output mesh to noise.

Most volumetricmethods estimate an approximation of a signed distance field. For this step
the normals, in particular their orientation, is critical. For general unordered point clouds this
step is challenging [MN03; DLS05], especially computing a coherent orientation (or sign) [Mul+10;
LW10; JKS13]. But for the setting addressed in this project the orientation can actually be sim-
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ply deduced from the viewing direction and in all comparisons with volumetric methods this
has been done.

7.2 Combinatorial
Combinatorial methods directly generate a parametric representation (see Section 3.3) connect-
ing (a subset of) the input points. The neighborhood relation of the points is inferred without
converting them to an intermediate volumetric representation. For an in-depth review of meth-
ods see [CG06; Dey06].

Greedy Methods The Ball Pivoting algorithm [Ber+99; DDG11] for instance starts from a
seed triangle and adds triangles by revolving a ball around each of the edges. For every point
that touches the ball without another point inside the ball a triangle is added. The user has to
define the radius of the ball which is crucial to the quality of the reconstruction. Methods to
overcome issues with irregular sampling [PB01; CD04] and noisy point clouds [SFS05; MRB09]
have been proposed. But don’t necessarily produce amanifold surface [PB01], rely on user input
to filter outliers and do not triangulate all points [CD04], or re-sample the entire point cloud
[SFS05; MRB09]. A Ball Pivoting method incorporating pre-smoothing has been proposed in
[Dig+11; Dig15].

Local FilteringMethods Using the Delaunay tetrahedralization in combinatorial reconstruc-
tion has been very popular, as it drastically reduces the number of candidate triangles and the
triangles aremostly well shaped. One of the earlier works to extract a sub-complex from the De-
launay tetrahedralization was α-Shapes [EM94]. From a Delaunay triangulation a α-complex
is extracted by keeping all simplices having an empty circumscribing sphere, and with radius
equal or smaller than the square root of α. The α-shape then is the part of R3 covered by the
α-complex. As a result there is no guarantee about manifoldness and the α-shapes can contain
holes and line segments that are not part of a triangle. Additionally, the approach only works
for uniformly sampled surfaces and the right choice of the parameter α.

TheCrust algorithms [ABK98; AB99; ACK01] compute a preliminary Voronoi diagram and
adds the poles of each Voronoi cell to the set of points. The poles of a Voronoi cell are the two
Voronoi vertices the furthest away from the corresponding data point, such that their positional
vectors relative to the data point form an angle larger than 90○. After adding the poles to the
point set another Delaunay tetrahedralization has to be computed and all triangles incident
to only points from the original point cloud are kept as candidates. From those candidates a
manifold mesh is selected.

In [Ame+02] an alternative method for extracting a sub-complex has been proposed. It
restricts the Delaunay complex to the union of the CoCones. A CoCone is the complement
of the two cones centered at each point, oriented along the direction to the pole, clipped to
the respective Voronoi cell. This operation retains the part of the Voronoi cell that is almost
perpendicular to the pole–estimating the normal. Every triangle that lies completely inside the
union of all CoCones is kept. This avoids the necessity for a second Delaunay tetrahedralization.
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The CoCone algorithm is guaranteed to result in a reconstructed surface homeomorphic to the
actual surface for noise-free samples, that are dense enough with respect to the local feature size.
The local feature size is the distance of a point on the surface to the medial axis, which in turn
is the set of all points having more than one nearest neighbor on the surface [Blu67]. But the
necessary sample density for this theoretical guarantee is extremely high. For example, a perfect
cylinder the size of a human finger needs around 8000 evenly-distributed, noise-free samples.
In order to resolve any deviation from a cylinder the number of samples must be increased
drastically. For sharp features the local feature size goes towards zero resulting in the need for
infinitely dense sampling. This makes it necessary to extract the sharp feature and handle them
separately [Dey+12].

An extension called Concurrent CoCone (Co3Ne) [BL16; BL17] avoids the initial unre-
stricted Delaunay tetrahedralization all together and allows parallelizing parts of the algorithm
for faster computation. Other extensions to speed-up computation [KY05] and an out-of-core
variant [DGH01] have been proposed.

In general, methods that use a thickening of the Delaunay tetrahedralization (α-Shapes,
Crust, Cocone) are not well suited for noisy data (see Figure 7.1), because they are build on the
assumption that it is possible to infer which triangles to select based on the shape of the Voronoi
cell. To get around that issue either only a small subset is triangulated [DG06], or pre-smoothing
is necessary [Dig+11; BL17]. For other issues due to numerical precision see [DGZ01].

We have proposed two methods to tackle this problem. The first one builds on the ob-
servation that the image domains of the scanner can be used as parameter domains for the
charts(Chapter 10). The second one learns an extraction heuristic from data (Chapter 11).

Global Labeling Methods Different methods for separating the tetrahedra on the interior
of objects from the exterior via a graph cut of the Voronoi graph (Figure 4.1) have been pro-
posed [LPK07; LPK09; Vu+12; JP11; JP14]. Our graph labeling approach, that does not depend
on solving a global optimization problem, is described in Chapter 11 and more detail on related
work is given there.

Figure 7.1: Voronoi diagram of a noise-free point cloud (left) and with added noise (right).
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CHAPTER8
Initial Project
Hypotheses

In the following, the key components of the initial project proposal are summarized, and some
findings are discussed. The initial project description was entitled “A Traceable 3D Scanning
and Reconstruction Pipeline” and is reprinted in Appendix A.

8.1 Locality
It is fairly easy to generate an unconnected, possibly self-intersecting set of triangles (triangle
soup), e.g., by exhaustively adding all possible combinations of three points in a local neigh-
borhood [Tev+10; DN19]. Selecting a subset of triangles from this triangle soup, that forms a
valid mesh and at the same time optimizes an objective function is NP-complete, which can be
shown by a reduction from the traveling salesperson problem [SS12]. This also manifests as a
problem in the linear programming approach described in [Tev+10].

The problem does not expose optimal substructure, i.e., a solution to the entire problem
cannot simply be composed of the solutions to smaller sub-problems. This is because the result
needs to form a manifold mesh, and then picking a valid solution adjacent to one specific point
restricts the admissible solutions for any solutions involving any neighboring point. So any local
choice has an influence on its neighboring problems and so forth.

Although it is possible to guarantee locality [FR02; Dum+08] under certain sampling as-
sumptions, the actual implementation [Dum+09] of this idea needs to sub-sample heavily and
discards most of the points in order to reconstruct a surface.

8.2 Complexity
Not only in surface reconstruction, following a greedy strategy, is common to simplify the prob-
lem. A greedy approach picks a locally optimal solution and ignores the global structure. In
surface reconstruction, a greedy algorithmusually starts with a seed triangle andmoves forward
by connecting points in the vicinity incrementally. The problem with greedy methods is that lo-
cal decisions can lead to situations where a high penalty is incurred because previous decisions
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are never taken back. This makes those methods also dependent on the specific choice of the
starting position. Examples of this approach are discussed in Section 7.2.

Another way to reduce the complexity of the problem is to restrict the candidate triangles
to be considered in the first place. A common choice is to construct a homogeneous simplicial
3-complex, i.e., a set of tetrahedra. From this, a sub-complex consisting of triangles has to be
extracted. The restriction to a simplicial complex additionally avoids any self-intersections of
the extracted surface. Different extraction schemes have been proposed, see Section 7.2.

8.2.1 Summary
A novel approach for selecting a sub-complex based on graph convolutional networks is pre-
sented in chapter 11. It also uses only local information defined by the neighborhood in the
Voronoi graph.

Furthermore, a projection based method leveraging the nature of the data acquisition to re-
duce the problem to 2DDelaunay triangulation is described in chapter10 avoiding theO(n2 log n)
complexity of 3D Delaunay triangulation [Eri03] and reducing it toO(n log n) [Ber+10]. It is
similar to the meshing step in [BBH08], but they disregard the information about sub-scans in
their segmentation step.

8.3 Bayesian Inference
Bayesian methods, in general, are all about explicitly using probabilities in order to quantify
uncertainty. In a full Bayesian approach the uncertainty in the predictions, as well as in obser-
vations and parameters are modeled as probability distributions. For an in-depth introduction
see [Gel+13]. The Bayesian approach goes beyond estimating confidence intervals, as it results
in a probability distribution over the predictions and parameters.

8.3.1 Basics of Bayesian Data Analysis
To set up a Bayesian approach, we encode our knowledge in a model of how data is generated.
This model has a set of parameters θ that describe a specific instance of our problem. From
such an instance, we can only observe the data y, the parameters θ are unobservable. (N.B. The
notion of parameterization in this context is different from the parameterization of a manifold
described before in Chapter 5)

The joint distribution p(y, θ) specifies the probability for every possible combination of
data and model instances. Thus, p(y∣θ) is the result of conditioning on θ. This can either be
seen as a function of y by fixing θ, and then it is a probability function over the data space
give a specific instance. Alternatively, it can be a function of θ with fixed data y–this is called
the likelihood and is not a probability distribution (doesn’t necessarily integrate to 1). Further,
p(θ) is called the prior as it encodes our modeling assumptions about how probable a specific
instance is–prior to seeing any data.
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The distribution of interest is the posterior p(θ∣y). That is the probability distribution over
the parameter space Θ given (or conditioned on) our data. In order to compute this from our
prior and likelihood, which are usually the two things accessible, we use Bayes’s rule:

p(θ∣y) = p(y, θ)
p(y)

[definition of conditional] (8.1)

= p(y∣θ)p(θ)
p(y)

[chain rule] (8.2)

= p(y∣θ)p(θ)
∫Θ p(y, θ′)dθ′

[law of total probability] (8.3)

= p(y∣θ)p(θ)
∫Θ p(y∣θ′)p(θ′)dθ′

[chain rule] (8.4)

This would be the most useful formulation in the context metrological traceability, since it al-
lows incorporating uncertainty in the data y as well as quantifying uncertainty of the output
by looking at the posterior distribution p(θ∣y). Unfortunately, computing this distribution is
intractable. It is not only analytically intractable as there is no closed form solution for the inte-
gral in the denominator of (8.4). But it is also computational intractable as this would require
numerical integration over the entire space of possible reconstructions. Even with advanced
Markov Chain Monte Carlo techniques (MCMC) like Metropolis-Hastings, that work better in
high dimensional spaces than e.g. Gibbs sampling, exploring the parameters space sufficiently
is prohibitively expensive. It would require generating sufficiently many samples, where each
sample is a potential reconstruction. More efficient methods like Hamiltonian Monte Carlo
would require derivatives, which are not available for a combinatorial model.

8.3.2 Maximum-A-Posteriori Methods for Surface Reconstruction

For the previously mentioned intractability of a fully Bayesian approach, it is common only to
seek a single solution that maximizes the posterior as this is the most probable solution under
the modeling assumptions made. Doing so turns the problem into an optimization problem at
the cost of discarding the notion of uncertainty in the posterior. As only a single point estimate is
made, its quality relative to other solutions is unknown. Due to slight variations in the objective
function, this can lead to seemingly optimal solutions that are arbitrarily bad–it is unclear how
much better the best solution is.

In the literatureMaximum-A-Posteriori (MAP)methods are often times referred to as Bayesian,
but they are not fully Bayesian as they do not account for uncertainty in the posterior. In order to
maximize the posterior we can assume the data to be fixed. Then the denominator (or evidence)
is constant and the posterior becomes proportional to the numerator p(θ∣y) ∝ p(y∣θ)p(θ).
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The MAP solution θ⋆ is then simply obtained by optimization:

θ⋆ = arg maxθp(θ∣y) (8.5)

= arg maxθ

p(y∣θ)p(θ)
p(y)

(8.6)

= arg maxθp(y∣θ)p(θ) (8.7)
= arg maxθ log p(y∣θ) + log p(θ) (8.8)

Equivalently, it is also possible to minimize the negative expression.
This formulation has become very popular, as it does not depend on evaluating an integral in

a high-dimensional space and only requires partial derivatives for the optimization procedure.
This comes at the cost of only retrieving a point estimate, i.e., one of the modes of the posterior
distribution. No information about the “prominence”, or the number, quality or existence of
other local optima is available.

In the MAP framework, the logarithm of the posterior decomposes into two additive terms.
The term stemming from the prior, enforces some regularity on our model instance, e.g., a
smooth, coherent surface. This is particularly helpful for ill-posed problems like surface re-
construction. The term derived from likelihood relates the estimated model instance to the
observed data. It encourages the model instance being close to the data. For a zero-mean, nor-
mally distributed data, this results in a least squares term [LP99].

Most of the literature on applying MAP methods for surface reconstruction is concerned
with continuous reconstructions and denoising. In an early contribution [LP99], the problem
was restricted to estimating the distance and angle of a single planar patch. By doing so, the
parameter and modeling space is drastically reduced. Furthermore, they condition on the ma-
terial of the patch, which means that the material properties become an input parameter to the
algorithm. With those simplifications, they are able to also optimize model complexity and
combine multiple measurements in a recursive Bayesian estimation.

It is possible to extend the former approach to a higher-order polynomial, but even then, it
is a very restrictive model, only allowing for surfaces that can directly be projected onto a 2D
plane. A straightforward way to get around this issue is to remove the surface reconstruction
from the inference, formally by conditioning on it. This results in a mesh denoising method
and can be extended to a mesh decimation method [DTB06].

The idea of using higher-order patches has been extended to a collection of patches–more
specifically quadratic patches–in [HAW07]. They rigidly align multiple range scans to a proto-
type defined by this collection of patches. They obtain the patches by subdividing the volume
using an octree adapting to the point density. The local support of each patch is then based
on this tree structure. Here care must be taken to where each point gets assigned for fitting.
An implicit surface representation is then obtained by blending in between neighboring fitted
patches. The individual sub-scans get aligned to this prototype, and the whole procedure is it-
erated. A final reconstruction can be retrieved by isocontour extraction of the implicit surface
(Section 3.4).

An implicit surface is also used for the final reconstruction in [Jen+06]. Despite this, the
model they use is not modeling a surface. Instead, they propose to use a denser, noise-free
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point cloud as a model. Additionally, they explicitly need to handle sharp features, like edges
and corners, where their smoothness prior is reduced.

The method that comes closest to one of the initial ideas for this project is described in
[Tev+10]. They define the probability space for the model ΩM to be all possible, manifold tri-
angulations with up to a fixed number of faces. The prior is penalizing curvature by looking at
the dihedral angles between adjacent triangles. Similar to the previously describedmethods, the
data points are assumed to be independent samples. Furthermore, the noise is assumed to be
normally distributed. The data term then still needs to integrate the probability over the entire
surface and thus is non-local, which is simply side-stepped by a support cut-off to reduce the
quadratic complexity. For the model space ΩM , candidate triangles are constructed by exhaus-
tively generating all possible triangles connecting three points, but only in a fixed neighborhood
in order to reduce complexity. From this triangle soup, a parameterization selects a subset of
the triangles represented by 1s in the otherwise 0 parameter vector θ. To enforce a manifold,
the resulting linear program has to be constrained. Finding a solution to this linear program
can, in general, be NP-hard. The canonical way to find at least an approximation is to relax the
problem by simply dropping the requirement on the variables to be integer-valued. Neverthe-
less, this can lead to unsatisfying solutions in challenging situations, as the authors report. To
reduce computation time, they propose to reduce the problem to a small number of keypoints
and also to impose the constraints only when necessary. Still, only results on one model with
150 keypoints taking 831 seconds of computational time have been reported.

8.3.2.1 Summary

As discussed earlier Section 8.3.1, a fully Bayesian approach is intractable for anything besides
toy examples, and combinatorial reconstruction does not lend itself well even to a Maximum-
A-Posteriori approach. However, in a MAP framework, there is freedom to explore different
ways to formulate the prior and the likelihood, e.g., a robust penalty function, like in [DTB06].
Therfore, we decided in the course of the project to look into the idea of a non-rigid alignment
method that uses the typical ingredients of a MAP approach, namely a smoothness prior and a
data term. The result of this is described in 9 and was published in [GB19b].
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CHAPTER9
Misalignment and

Noise
In this chapter, a simple, yet effective method for combining non-rigid alignment and smooth-
ing of point clouds is presented. Our focus lies on a practical approach that allows us to do
efficient feature-preserving denoising of millions of points as produced by structured light scan-
ners. Starting from an initial displacement field over the combined point cloud, our solution
relies on an iterative smoothing scheme on the neighborhood graph of each sub-scan, reducing
the Dirichlet energy of the displacement field. We compare a number of schemes for comput-
ing the initial displacement field, ranging from estimating the Laplacian of the combined point
clouds to point-to-point and point-to-plane correspondences.

9.1 Introduction
Optical surface scanning technologies ranging fromLiDARover time-of-flight cameras to struc-
tured light scanners (Chapter 2) allow us to acquire digital models of many types of objects for
a vast range of applications. However, almost all of these applications require us to scan each
object from several directions since each scan only covers a part of the object. For this reason,
we almost inevitably have to deal with point clouds that consist of multiple sub-scans, and it is
crucial these partial sub-scans are aligned precisely.

Substantial progress has been made when it comes to rigid alignment of such point clouds.
In a typical processing pipeline, global, rigid alignment is followed by a local, rigid registration.
However, rigid alignment cannot account for errors caused by faulty intrinsic calibration or due
to motion artifacts during the scanning process. These problems cause a non-rigid distortion
of the scanned surfaces. The misalignment results in high-frequency artifacts when the com-
bined point cloud is later triangulated to produce a surface model. Clearly, we can remove the
noise using smoothing methods (Chapter 6), but while feature preserving smoothing methods
are available, features and noise might well overlap in the frequency domain, making it effec-
tively impossible to remove the noise without harming features. The problem is illustrated in
Figure 9.2 below where three overlapping sub-scans are shown in 9.2a, 9.2b, and 9.2c. In Fig-
ure 9.2d, a triangulation of the combined point cloud is seen. It is clear that the combined point
cloud contains high-frequency noise, which is not present in the original sub-scans. These high-
frequency components (also observed in [BR07]) are caused by amisalignment of the sub-scans



30 9 Misalignment and Noise

that could not be corrected through rigid alignment.
We approach this problem via a scheme that specifically removes the high-frequency noise

that arises when sub-scans are combined into a single point cloud. Our approach is to apply a
combinatorial reconstruction algorithm, e.g., [BL17] or Chapter 10, to obtain a (noisy) triangle
mesh of the combined scans. We then cast the feature preserving smoothing of the triangle
mesh as a non-rigid registration performed after the reconstruction.

We know that much of the noise in the reconstruction is introduced by the misalignment
of the sub-scans. Thus, we constrain the smoothing to be an almost rigid deformation of each
sub-scan. To be more specific, we first compute displacement vectors for each vertex in the
combined point cloud. This can be done in a number of ways, and the natural approach is
to compute the Laplacian of the positions of the input point cloud–assuming that we have a
triangulation of the point set. In the next step, we apply the smoothing based on the computed
displacement vectors. However, we constrain the displacement of each vertex to be coherent
within its respective sub-scan.

The process is illustrated in 2D in Figure 9.1. The light-blue dots show samples of the origi-
nal signal. Another set of samples of this signal has been corrupted by noise and then translated
to emulate misalignment: the red dots have been moved up, and the blue dots have been moved
down. Consequently, the curve connecting the samples (red and blue) is very erratic. We can
remove the noise and jaggedness by regular smoothing, but this leads to significant blurring of
the sharp features, as illustrated by the green curve. The orange curve illustrates our method,
which more effectively preserves the features of the original signal while also removing noise.

In the following, we assume the individual sub-scans to be already rigidly aligned–globally
and locally. Besides the aforementioned approaches to global alignment, scans are often al-
ready coarsely aligned–either through the structure-from-motion (SfM) step necessary in the
multi-view-stereo (MVS) pipeline or directly measured while capturing, for example through a
turntable or robotic arm. Furthermore, we assume our sub-scans also to be locally aligned, for
example, by classical ICP [BM92; RL01].

9.2 Related Work
There exist a plethora of algorithms for registration or alignment of 3D data. Giving a com-
prehensive overview is clearly beyond the scope of this paper, but we refer to [Tam+13] for a
comparative survey on rigid and non-rigid alignment techniques for point clouds and meshes.

The continued and extensive work in the field shows the lack of a general solution to the
various use cases of this fundamental idea. The body of work on non-rigid registration differs
vastly in the underlying motivation and application. Early work focused on fitting a single scan
and a predefined template, e.g., for parametrization of human bodies [ACP03]. This continues
to be a challenging task as finding correct correspondences is crucial [LSP08; Van+11]. Com-
monly, only a small number of feature points are therefore considered, and based on those,
a deformation model is fitted, e.g., using thin-plate splines [CR03] or isometric deformations
[Hua+08]. The approaches in [BR04] and [Pal+18] divide the point cloud into clusters, which
are then individually aligned via rigid ICP. Spatial smoothing of the resulting transformations



9.2 Related Work 31

Figure 9.1: Illustrating the principle behind our proposed method. From the ideal data, the red
and blue samples are translated in opposite directions, and some random noise is added. Ap-
plying regular Laplacian smoothing to the curve defined by all samples yields the green curve.
The smoothing clearly removes the translations and reduces the noise, but it also blurs the sharp
features of the signal. In comparison, our proposed method (orange curve), which introduces
stiffness by smoothing the displacement vectors (i.e. the Laplacian) over each sample set, pre-
serves features much better at the expense of less noise reduction.

gives then the global transformation function, which aligns the scans with a template or base
model.

Feature-descriptor point-basedmethods are also common inmethods for global alignment,
which allows for arbitrarily large translations and rotations [Gel+05; RBB09; MAM14; ZPK16].
Ifmultiple scans need to be registered, the transformations are desired to be consistent [CZK15].
Naturally, for the combined task of global, non-rigid alignment of multiple scans, feature points
are used as well [BR07]. In our work, we assume the transformations to be small, i.e., we are
only concerned with the final step of the alignment and assume global alignment as a separate
task.

A wide range of feature preserving smoothing techniques exist, e.g. [ÖGG09; FDC03;
Hua+13; MC17] and generally use prior assumptions to constrain the smoothing. The specific
properties to differentiate noise from surface features either has to be carefully picked and tuned
or estimated from ground truth data, like it has been done inMesh Denoising via Cascaded Nor-
mal Regression (CNR) [WLT16]. Other approaches use geometric information to filter outliers.
Merrell et al. [Mer+07] project points back into the different images domains, and Wolff et al.
[Wol+16] check consistency in 3D.

Our approach to feature preserving smoothing is similar to the way stiffness is added to
the deformation in the optimal step framework of [ARV07], but here we extend the technique
to multi-way alignment. It is also very close to High Fidelity Scan Merging (HiFi) [Dig+10]
– at least in that we share the idea of smoothing on the global points as well as on the partial
sub-scans. However, their approach does not explicitly optimize any error function.
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(a) Scan direction 1 (b) Scan direction 2

(c) Scan direction 3 (d) Combined mesh

Figure 9.2: Three separate sub-scans from different viewing directions (a-c) with individual
meshes resulting from 2D Delaunay triangulation in the corresponding image plane. When
combining all points (aligned with rigid ICP) into a global mesh the non-rigid misalignment
results in visual noise as seen in sub-figure (d)

9.2.1 Contributions

When a triangle mesh is reconstructed from a set of sub-scans using a combinatorial method,
i.e., a method which preserves the input points as vertices of the output mesh, wemay clearly re-
tain information about to which sub-scan each point belongs. Asmentioned, anymisalignment
between the sub-scans tends to manifest itself as high-frequency noise in the output mesh.

We propose to cast the non-rigid registration problem as a feature preserving smoothing
performed after reconstruction on the output mesh. Feature preservation, in turn, is based on
the observation that the displacements due to smoothing should themselves vary smoothly over
the sub-scans since the error that requires non-rigid alignment is assumed to result in a smooth
deformation of the sub-scans.

Thus, our main contribution is a method for feature preserving smoothing that is applied to
non-rigid registration and based on regularization using the sub-scan information. The result-
ing algorithm is able to correct the alignment of multiple scans comprised of millions of points
in only a few minutes.
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9.3 Method
For non-rigid alignment, we are concerned with two driving forces. We want to achieve proper
alignment of the positions of the points resulting in a smooth global mesh when triangulated.
Besides, we also want to move the points coherently, implying we also want the displacement
vector field during this process to be smooth. The simplest way to explain the procedure is that
we apply simple Laplacian smoothing to the final mesh, but before actually moving the vertices,
we smooth the displacements.

9.3.1 Continuous Energy
At the heart of our approach lies the idea of reducing the local variationsmeasured by theDirich-
let energy on a domain Ω, which, in this context, are 2-manifolds embedded inR3. For the two
energies in non-rigid alignment we have two distinct domains. One being themanifold Θ given
by the surface of the scanned object, which is approximated by the surface reconstruction step
producing a global combined mesh. The other one, Ξ, is given by the individual sub-scans.

Driving the alignment of the point cloud is a smoothing, which seeks to reduce theDirichlet
energy on the global manifold Θ

Ea[p] = ∫
Θ
∥∇p(x)∥2 dA , (9.1)

where function value p(x) is the position in the embedding space. We are not interested in the
actual minimum of this energy, but rather take gradient steps

∂

∂p
Ea = −2∆p (9.2)

to yield a smoother surface, giving the classical Laplacian smoothing [Tau95].
Our displacement energy then measures how close our actual displacement d(x) is to a

given target displacement t(x), obtained from, but not limited to, the gradientmentioned above
eq.(9.2).

Ed[t] = ∫
Θ
∥d(x) − t(x)∥2 dA . (9.3)

As mentioned earlier, we also want to enforce a coherent movement of the points in each of
the sub-scans in order to limit distortion. To that end, we minimize the Dirichlet energy of the
displacement vector field t ∈ R3 associated with each point x on the k manifolds seen by each
of the k sub-scans

Ec[t] =∑
k
∫

Ξk

∥∇d(x)∥2 dA . (9.4)

Our combined energy is now simply a weighted sum of the energies

Et = Ed + αEc , (9.5)

and its gradient is
∂

∂d
Et = d(x) − t(x) + α∑

i

∆Ξid(x) . (9.6)
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9.3.2 Discrete Formulation
A triangulated surface S, with vertices V = {vi}, i = 1, . . . , N and edges E = {eij}, defines a
graph G = (V, E). The discrete Laplace operator on that graph can be expressed as a matrix L
such that

(Lu)i =∑
j

wij(ui − uj) , (9.7)

where ui is the value at vertex vi. There are multiple variants of the discrete Laplace operator
discerned by their weights ωij [War+07]. We use the uniformly weighted Laplacian given by
ωij = 1

di
, where di is the degree of vertex i.

For the alignment of multiple surfaces Sk each corresponding to one individual scan, we
have disjoint edge sets Ek. Indexing all points of all sub-scans jointly, we can gather the cor-
responding Laplacian operators in one matrix LΞ. The edges are generated by a Delaunay tri-
angulation of the 2D positions in the image plane of each sub-scan. We remove edges that are
longer than ten times the average edge length to avoid separate pieces of the scanned surface to
be dependent on each other. The discrete formulation of eq. (9.5)

Et = ∥D − T ∥2 + α∥MΞD∥2 , (9.8)

where MΞ is the incidence matrix with respect to the sub-scans. The gradient is then expressed
as

∇Et =D − T + αMT
Ξ MΞD (9.9)

=D − T + αLΞD , (9.10)

where T ∈ RN×3 is the matrix of target displacements, and D ∈ RN×3 the displacements ac-
tually applied after optimization, akin to [ARV07] but formulated for the multi-way alignment
case. The second equality in eq.(9.9) only holds for the unweighted discrete Laplacian.

After applying the calculated translations D, the target displacements change with the up-
dated positions. For that purpose, we repeat this process for a fixed, small number of iterations
or alternatively until the smallest eigenvalues of the local covariance matrices (see Figure 9.9a)
fall below a certain threshold, which is a parameter to our algorithm.

If we were to do simple gradient descent, starting with an initial guess of using the target
displacements, i.e., D0 = T , we would obtain a gradient equal to αLΞT + 2T and a resulting
translation of

T1 = 3T + αLΞT (9.11)
This effectively defines a smoothing process of the target translations over the individual sub
scans. Although we actually used a conjugate gradient solver in practice, it can thus be seen
that the non-rigid alignment is conceptually just smoothing the displacements, resulting from
a smoothing operator, with respect to the proximity in the sub-scans.

9.3.3 Target Displacements
As input to the optimization framework, we need a target displacement T . As our goal is de-
noising, we evaluate displacement vector fields generated by smoothing operators for meshes
as well as point clouds.
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GLP Graph-Laplacian smoothing, only uses the connectivity information of the mesh discard-
ing any spatial information. As a simple approximation to the Laplace-Beltrami operator,
it is the natural choice to approximate eq (9.1) in case a global mesh is given.

MCM MeanCurvatureMotion on point clouds [Dig+11], is computationallymore demanding
as it fits a total least squares (TLS) regression plane to the neighborhood around each
point and projects the point onto it. The plane passes through the centroid of the k-
nearest neighbors and its normal points in the direction of the least variance.

Centroid Instead of estimating a regression plane, simply moving each point to the centroid of
the k-nearest neighbors directly is another way to induce a displacement vector field. It
also is relates to the Graph-Laplacian, where instead of using the edges of a mesh as edges
in the graph, the edges connect to the k-nearest neighbors around each point.

P2P The classical point-to-point correspondence [BM92] is essentially equivalent to the cen-
troid of the k-nearest neighbors, where k = 1. Although some additional heuristics have
been incorporated to reject false or misleading correspondences [RL01]. For non-rigid
alignment it is not well-suited as it lumps points together (see Figure 9.6a), but it is in-
cluded for completeness.

P2Pl Point-to-plane (P2Pl) [CM92] correspondence is widely used for ICP. It is similar to
MCM in that it also restricts the displacements to the normal directions. Furthermore,
the standard way of normal estimation via Eigen decomposition of the covariance matrix
is equivalent to TLS regression [MN03]. The only difference is the point the regression
plane passes through, which in the case of P2Pl is the centroid of the k-nearest neighbors
with k = 1.

9.4 Results
We evaluated our method on a set of four different scans depicted in Figure 9.3. The famous
Stanford Bunny was taken from The Stanford 3D Scanning Repository [TL]. The three other
models (Owl, Facade and Skull) were scanned with a structured light scanner while placed on
a turntable to obtain pre-aligned sub-scans.

In Figure 9.3 each of the sub-scans is shown in a distinct color. Despite being carefully
calibrated, all sub-scans show substantial non-rigid misalignment. This becomes obvious in
the top row showing the combined sub-scans after rigid alignment via ICP. The bottom row
shows our non-rigid alignment process based on the Graph-Laplacian substantially reduces the
error for all models. In the case of the Skull the inner side of the nose has only been scanned
from a single direction, shown in orange. It is visible as an orange patch before and after the
non-rigid alignment.

Figure 9.4 and the top row of 9.5 show that the non-rigid alignment error is substantially
reduced. Laplacian smoothing [Nea+06] alone introduces far more blurriness before the high-
frequency noise caused by the misalignment vanishes, as shown in the bottom row of 9.5. It
also becomes apparent that Bilateral mesh denoising [FDC03] models the high level of noise as
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features and even after 50 iterations taking 48 minutes cannot fully remove the misalignment
noise. High Fidelity ScanMerging (HiFi) [Dig+10] is able to align the sub-scans well, taking 390
seconds for 5 iterations, resulting in less remaining noise. However, it is still not able to align
the sub-scans as well as ours, and a more visible misalignment pattern can be seen in Figure 9.8.
The final image in Figure 9.4 shows the result of Cascaded Normal Regression (CNR) [WLT16].
There is also some remaining misalignment visible after 412 seconds of processing, as the mis-
alignment noise gets transformed to lower frequencies, resulting in vertical streaks. It should
also be noted that using point to plane (P2Pl) displacements boils down to the method pro-
posed in [ARV07]. The cross section in Figure 9.7 shows the difference between 15 iterations
of smoothing with and without stiffness.

Table 9.1 lists timing for the alignment on the different models. The processing used an
Intel® Xeon® E5-2660v3 CPU with 10 cores. The adjacency for the sub-scans has to be assem-
bled for all approaches in order to compute LΞ. This adds a preprocessing time listed in the
fourth column of 9.1 to all variants. The meshing step is, of course, only mandatory for the
GLP displacements. We use the implementation of the Co3Ne algorithm [BL17] available in
Geogram [Lév]. Timings for reconstructing the global mesh are listed in the fifth column. As
all the variants for generating the displacement vector fields, except for P2P producing lumped
points, successfully reduce the misalignment, the advantage of using the GLP based approach
is a substantial reduction in computation time.

We use the same set of parameters on all models shown in Figure 9.3. We use the 16 nearest
neighbors for computing the MCM, as well as for the centroid. P2P and P2Pl use an upper
bound on the euclidean distance of 18-times the average closest point distance. Running ten
iterations with a stiffness factor α between 15 and 30 gave good results on all models.

In contrast to the other approaches for calculating the displacements, GLP does not require
to recompute the neighborhood relation in each iteration. Furthermore, using the uniform
Graph-Laplacian alleviates us from recomputing the weights in each iteration. For P2P and
centroid, it is necessary to update the kD-tree used for nearest neighbor search. When using
MCM or P2Pl, an addition Eigen decomposition has to be computed for each point. These
factors accumulate to 20% to 60% reduced iteration time.

Although the setting and the data is different in [Pal+18] as they are concernedwith aligning
a single scan to a template and the data is not publicly available, our implementation in Python
achieves timings on the same order. Comparing, for instance, their results for aligning a point
cloud of 8.7 million points in 221 seconds with the 279 seconds for our Skull model with 7.2
million points. The more related case discussed in [BR04] of aligning the 1406 scans of The
Digital Michelangelo Project containing 28 million vertices took 1.5 hours on a cluster of 60
nodes.

One thing to note is that when a global mesh is initially given, using the GLP displacements
is not only faster but also avoids folding triangles as can be seen in Figure 9.6. It inherits the
mesh fairing properties of the Graph-Laplacian [Nea+06] and is the only approach to result in
a “usable” mesh directly.
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Figure 9.3: Color coded triangulation of the sub-scans aligned with rigid ICP (top row), and
non-rigid ICP with Graph-Laplacian (GLP) based displacements (bottom row).

(a) Rigid ICP (b) Laplacian Smoothing (c) Point to Point (P2P) (d) Point to Plane (P2Pl)

(e) Mean Curv. (MCM) (f) Centroid (g) Laplacian (GLP) (h) HiFi [Dig+10]

Figure 9.4: Color coded triangulations: each sub-scan is triangulated individually by 2DDelau-
nay triangulation in the image plane and displayed in a distinct color. The actual 3D positions
of the vertices are result to the respective method for generating the displacement vectors after
5 iterations, see 9.3.3.
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Table 9.1: Processing times for setup & 10 iterations of the alignment process in seconds for the
models shown in 9.3.

Preprocessing Alignment

#Scans #Points Adjacency Meshing MCM GLP Centr. P2P P2Pl

Bunny 10 362k 3.32 2.36 28.47 15.40 24.00 19.27 28.38
Owl 3 692k 15.73 7.47 71.49 27.89 58.92 55.25 69.87
Facade 3 3.8M 77.43 40.53 284.77 150.77 229.08 189.83 262.76
Skull 18 7.2M 40.50 58.53 566.59 279.00 443.95 378.18 526.25

(a) Rigid ICP (b) P2P (c) P2Pl (d) MCM

(e) GLP (f) Centroid (g) Smoothing (2 iter.) (h) Smoothing (4 iter.)

(i) Smoothing (14 it.) (j) Bilateral (50 it.) (k) HiFi [Dig+10] (l) CNR [WLT16]

Figure 9.5: Color coded normals: close-up on a detail of the facademodel comparing rigid ICP
to non-rigid alignment with different displacement and Laplacian smoothing. Also results of
Bilateral mesh denoising [FDC03], High Fidelity Scan Merging (HiFi) [Dig+10], and Cascaded
Normal Regression (CNR) [WLT16] are shown.



9.4 Results 39

(a) Point to point (P2P)

(b) Mean Curv. Motion (MCM)

(c) Graph Laplacian (GLP)

Figure 9.6: Effect of non-rigid alignment with different displacements on the initial global mesh
reconstructed with Co3Ne from the original pointcloud. The color encodes the direction of the
interpolated face normals.



40 9 Misalignment and Noise

Figure 9.7: Top left: smoothing for 15 iterations. Top right: our method with 15 iterations and
stiffness set to 30. Bottom: cross-section where the original mesh is red. Our method is shown
as green points whereas the blue points are the result of pure Laplacian smoothing.

Figure 9.8: Comparing ours (left) to [Dig+10] (right) after 5 iterations each, it can been seen that
we achieve a better alignment visible in smaller colored patches representing different partial
scans.
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Figure 9.9: Change in the Facade scans across 35 iterations

9.5 Discussion
In this paper, we have proposed a method for non-rigid registration of partial scans that can
also be seen as a method for feature preserving mesh denoising. While the more coherent dis-
placements preserve features much better, it is still very effective at removing the noise due to
errors in alignment.

Wehave compared several procedures for computing the displacements that drive the smooth-
ing process, and we find that the Laplacians tend to give the best quality and certainly also the
best run-time performance.

Our work relies on two important assumptions. The first of these is that we have already
performed a good rigid alignment. The energies that we minimize are very local and cannot
correct for errors due to a single feature, which appears in different places due to misalignment.
Fortunately, it appears that modern methods for rigid alignment make this assumption fairly
easy to justify. Our second assumption is that we have triangle mesh connectivity for both the
combined point cloud and for each sub-scan. Fortunately, the partial scans can generally be
triangulated using 2D Delaunay triangulation in the image plane, and several combinatorial
reconstruction algorithms are available for reconstruction of mesh connectivity from the com-
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bined point cloud, e.g., [BL17].
If these assumptions are met, our post-reconstruction non-rigid alignment procedure can

be applied. Compared to simply smoothing out the noise due tomisalignment or (almost equiv-
alently) performing a volumetric reconstruction, the benefit is that we are able to preserve fea-
tures more accurately. We see the utility of our method as being mostly as the last step in the
pipeline — somewhat unusually — after meshing of the points.

When comparing to the two related classes of algorithms, i.e., feature-preserving mesh de-
noising and non-rigid alignment, we arrive at the best of both worlds. Non- rigid alignment
operates on point clouds, ignoring the mesh connectivity. Feature-preserving denoising uses
the topology information of the mesh, but ignores the knowledge about the scanning process
and typically relies on some prior. Our method uses the fact that we want each input scan to
deform almost rigidly as an informal prior, turning an approach for non-rigid registration into
feature preserving smoothing. It also should be noted that more sophisticated smoothing algo-
rithms are straight-forward to include in our framework. In summary, by using both sources
of information, we obtain superior results for the common scenario of creating high fidelity
meshes from scanned data.

9.6 Additional Results

Table 9.2: Summary of processing times for 10 iterations of the alignment process in seconds

Bunny Owl Facade Skull

Point to Point (P2P) 19.27 55.25 189.83 378.18
Point to Plane (P2Pl) 28.38 69.87 262.76 526.25
High Fidelity Scan Merging (HiFi) 52.61 116.66 423.07 974.23

Centroid 24.00 58.92 229.08 443.95
Mean Curv. Motion (MCM) 28.47 71.49 284.77 566.59
Graph Laplacian (GLP) 15.40 27.89 150.77 279.00

Figure 9.10: Alignment failure due to strong distortion. Left: original mesh, Right: Graph
Laplacian (GLP)
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Figure 9.11: Top row–Related methods: rigid ICP, Point to Point (P2P), Point to Plane (P2Pl),
High Fidelity Scan Merging (HiFi); Bottom row–Proposed displacements: Centroid, Mean
Curvature Motion (MCM), Graph Laplacian (GLP)

Figure 9.12: Top row–Related methods: rigid ICP, Point to Point (P2P), Point to Plane (P2Pl),
High Fidelity Scan Merging (HiFi); Bottom row–Proposed displacements: Centroid, Mean
Curvature Motion (MCM), Graph Laplacian (GLP)
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Figure 9.13: Top row–Related methods: rigid ICP, Point to Point (P2P), Point to Plane (P2Pl),
High Fidelity Scan Merging (HiFi); Bottom row–Proposed displacements: Centroid, Mean
Curvature Motion (MCM), Graph Laplacian (GLP)

Figure 9.14: Top row–Related methods: rigid ICP, Point to Point (P2P), Point to Plane (P2Pl),
High Fidelity Scan Merging (HiFi); Bottom row–Proposed displacements: Centroid, Mean
Curvature Motion (MCM), Graph Laplacian (GLP)
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Figure 9.15: Final mesh, Top row–Related methods: rigid ICP, Point to Point (P2P), Point
to Plane (P2Pl), High Fidelity Scan Merging (HiFi); Bottom row–Proposed displacements:
Centroid, Mean Curvature Motion (MCM), Graph Laplacian (GLP)

Figure 9.16: Final mesh, Top row–Related methods: rigid ICP, Point to Point (P2P), Point
to Plane (P2Pl), High Fidelity Scan Merging (HiFi); Bottom row–Proposed displacements:
Centroid, Mean Curvature Motion (MCM), Graph Laplacian (GLP)
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Figure 9.17: Final mesh, Top row–Related methods: rigid ICP, Point to Point (P2P), Point
to Plane (P2Pl), High Fidelity Scan Merging (HiFi); Bottom row–Proposed displacements:
Centroid, Mean Curvature Motion (MCM), Graph Laplacian (GLP)

Figure 9.18: Final mesh (Close-up on fine detail seen also in the photograph), Top row–
Related methods: rigid ICP, Point to Point (P2P), Point to Plane (P2Pl), High Fidelity Scan
Merging (HiFi); Bottom row–Proposed displacements: Centroid, Mean Curvature Motion
(MCM), Graph Laplacian (GLP)



CHAPTER10
Surface Reconstruction
via Triangulation in 2D

Wepresent amethod for reconstructing a surface from a point set given bymultiple range scans.
Usually we think of this surface as a two-dimensionalmanifold embedded in three-dimensional
space and the points being samples of this manifold. The key idea of our approach is to construe
range scans of a physical object as a set of charts, which together form an atlas of the manifold
which corresponds to the scanned object. Each chart defines a two-dimensional parametriza-
tion of a region of the manifold and thereby of the point samples. This parametrization allows
for an efficient triangulation of one region. A natural choice for these charts are the images
domain of the individual depth images. We show how to robustly assign each point to a chart
and how to merge the partial triangulations into a consistent mesh.

10.1 Introduction
Before the Information Age, surfaces weremostly represented in the form ofmaps or charts. In-
deed, the classical way to describe a manifold is “cartographic”, through an atlas of overlapping
charts that combined represent the entire manifold. This has obviously changed: we can now
store great ensembles of 3D surface primitives efficiently in computer memory, and it is often
simpler and more efficient to query such a 3D surface representation directly, rather than re-
sorting to maps. The need for several maps–in the case of all but the simplest objects–is clearly
also a reason why we often employ direct representations of surfaces in the embedding space.

Nevertheless, maps of surfaces are still often used for specific purposes: texture maps come
to mind, and, for a number of purposes, we can represent a 3D surface as a function of a scalar
function of two parameters. Directly connected with our concerns, techniques for 3D scanning
generally produce depth image representations. From such depth images, the final 3D model is
constructed. However, most methods for reconstruction start by converting the acquired depth
images to point clouds and then reconstruct surfaces from these point clouds in the embedding
3D domain rather than in a 2D domain. Arguably, that is surprising since the goal is to recon-
struct a 2-manifold, and connecting points to formmeshes is easier in 2D, where the dimension
of the embedding matches that of the manifold.

Of course, doing the reconstruction in 2D becomes challenging when it is taken into ac-
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Figure 10.1: Skull reconstructed from18 structured light scans amounting to 7.3million points.

count that the scans contain noise and overlap and that there is no obvious way to establish a
common 2D coordinate system. Our work aims to improve the situation by providing transi-
tion functions that allow us to map between depth images produced by scanning. Given such
transition functions, it is possible to map all points that cover the same area from several scans
into the 2D domain of a single scan and perform the triangulation in that domain. Thereafter,
the gap between several such independent triangulations needs to be closed to form a coherent
mesh.

10.1.1 Definitions and Contributions
Almost invariably, we reconstruct a 3D model from several sub-scans (obtained by optical ac-
quisition) that combine to cover the entire model. In the following, we will use the term digital
height map (DHM) to refer to a single scan. A DHM is a projection of parts of a 3D model onto
a 2D domain. Thus, a DHM can be seen both as a chart of the scanned object and as a collection
of points for which we have 2D positions in the chart domain as well as 3D positions.

We propose to employ the 2D domains of these DHMs as domains for 2D Delaunay tri-
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(a) Input points (b) Segmenta-
tion

(c) Triangula-
tion

(d) Overlap re-
moval

(e) Seam stitch-
ing

(f) Final
mesh

Figure 10.2: Steps of the algorithm: (a) the different scans are shown in distinct colors, (b) colors
represent the assigned image domain, (c) triangulation of partial point cloud assigned to one
specific domain, (d) triangulation after removing overlap with other domains, (e) pruned sub-
meshes in gray and consensus triangles bridging the gap in red, (f) final result after hole filling.

angulation and to perform point cloud reconstruction by subsequently combining these trian-
gulations. Immediately, this seems problematic. It would not lead to a coherent mesh if we
simply triangulated the individual DHMs. The reason being that they overlap, and we would
be left with the tedious problem of merging partially overlapping meshes. This is illustrated in
Figure 10.2a, which shows three point-rendered sub-scans (blue, orange, and green). Since the
three scans are taken from nearby angles, there is a big overlap between the point clouds.

In order to approach the problem, we observe that given two DHMs which overlap, say
A and B, it must be possible to map a point p from the domain of A to the domain of B. In
Section 10.3.2, we propose a method for constructing transition functions that map between
pairs of digital height maps.

However, we can also see DHMs as point sets, and the transition functions allow us to reor-
ganize the point sets such that a point that originally belonged to DHM A is mapped to DHM
B and then re-assigned to the point set belonging DHM B.

In Section 10.3.1, we describe a segmentation method to partition the point sets into non-
overlapping point sets. This is shown in Figure 10.2b, where we observe that the colors are now
separated into contiguous regions. Perceived as charts, the DHMs are unchanged, but the point
sets associated with eachDHMno longer overlaps with points sets associated with other DHMs.

After segmentation we perform Delaunay triangulation (Figure 10.2c), remove spurious
triangles (Figure 10.2d), and the remaining task is to join the non-overlapping meshes (Fig-
ure 10.2e). We allow the point sets to overlap slightly and exploit that there tends to be a
significant consensus between the triangulations in these overlap regions, as discussed in Sec-
tion 10.3.3. The final result is illustrated in Figure 10.2f.
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A B
p

pA
pB

Figure 10.3: Given a pair of DHMs A and B, we can map a point from its domain position in A,
pA, to its domain position in B, pB .

10.2 Related Work

The transition functions thatwe seek are injectivemaps between the overlapping regions of pairs
of discrete height maps. While methods for establishing bijective functional maps [Ovs+12]
even between shapes with only partial overlap [Rod+16] have received considerable attention
in recent years, our problem is different in that we assume the DHMs are both rigid and aligned,
typically using a variant of the ICP algorithm and non-rigid registration (Chapter 9). On the
other hand, simply projecting from one DHM into another is not viable since the surfaces are
noisy, and the alignment cannot be assumed to be perfect. Instead, our approach is to establish
a (non-meshed) common surface that integrates information from all DHMs. Such a surface
could, for instance, be established via one of the many approaches for moving least squares or
point set surfaces [Ale+01; Lev04; AK04; AA04; GG07]. However, these methods are inher-
ently iterative, and instead we preprocess our data using a method for mean curvature motion
smoothing due to [Dig+11].

Reconstruction of surfaces from optically acquired data is a big and much-explored field,
see Chapter 7. An important difference between our work and other reconstruction methods
is that we preserve and actively use information about the original scans in the form of discrete
heightmaps and triangulate almost all points combinatorially. The original Zippering approach
by [TL94] is superficially similar, but it differs in nearly all details. For instance, Zippering com-
putes the output positions for vertices as an average between scans, and the output resolution
is given by the resolution of an individual DHM. Pietroni et al. [Pie+11] appears to be simi-
lar as they also explicitly reconstruct a transition function representation from a depth image.
However, their aim is to construct a global 2D parametrization leading to a global optimization
problem. In contrast, we only have to find the transition functions between the input depth
images and show that this is sufficient for 3D reconstruction. Other methods that use the in-
formation about the scanning process are either volumetric [CL96; Hil+96; WSI98], otherwise
merge the data points [SL95; Dor+98], or do not use the information in the actual meshing
step [RST94].



10.3 Triangle meshes from range scans 51

However, conceptually, our work is more closely related to tangent plane-based triangula-
tion methods, such as [GKS00; GK02; CD04], which also exploit that surfaces are 2-manifolds.
The core difference is that we perform the reconstruction in the domain of the DHM rather
than a tangent plane of the surface, which can be noisy, and hard to estimate for unevenly sam-
pled or over-sampled surfaces. Bradley, Boubekeur, and Heidrich [BBH08] also segment and
project the points onto a plane, but in neither of the stepsmake use of the information about the
geometry of the data acquisition, the same is true for [Lip+07]. We reconstruct surfaces in the
2D domain of the discrete height maps. Consequently, we can use 2D Delaunay triangulation
[GS85], which we perform using the well known Triangle library by Shewchuk [She96].

10.3 Triangle meshes from range scans
Our method essentially reduces the problem to 2D Delaunay triangulation. Instead of triangu-
lating the points in the embedding space, we partition the points and map them back into the
image planes. More specifically, we perform the following steps (also see Figure 10.2):

• Smooth the point cloud by mean curvature motion (MCM) [Dig+11]

• Segment the point cloud into regions based on the distribution of scan IDs

• Calculate transition functions on the smoothed points

• Project the points onto the image planes according to the segmentation

• Triangulate the points in the 2D

• Close the gaps between the individual segments

It should be noted that akin to [Dig+11] the initial smoothing only serves the purpose of re-
ducing noise for the triangulation and does not introduce smoothing in the final result as the
points are put back into their original position.

10.3.1 Segmentation
The quality of the segmentation into non-overlapping pieces is crucial to our algorithm as it
determines the local parametrization and, by that, the quality of the resulting triangulation. We
base our cost function on the information about the origin of each point. For structured light
and laser range scanners, this is the scan ID together with the extrinsic parameters. Compared
to using normal information, it has the following advantages:

• It is resilient to noise as it is a property of the scanning process and not derived from
noisy data. On the contrary normal estimation is computed from data and depends on
the specific choice of parameters.

• It effectively provides us with visibility information such that we do not need to explicitly
check for occlusions, which can only be done approximately for a point cloud.
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We formulate the segmentation as a graph labeling problem with the points as nodes and con-
necting the k nearest neighbors with edges. The labels l we assign correspond to the scan IDs
and their image planes.

Each point Xi originates from a specific sub-scan s(Xi). Our segmentation assigns a label
li to each point, which determines the image plane the point is projected into for triangula-
tion. The segmentation minimizes the following energy function via a minimum cut on the
neighborhood graph:

E =∑
i

⎛
⎝

ul(xi) + λ ∑
j∈Ni

1li≠lj

⎞
⎠

, (10.1)

where the first term is based on the count of scan IDs Cl(xi) = {xj ∣xj ∈ Ni, s(xj) = l} in the
local neighborhood:

ul(xi) = 1 − Cl(xi)
maxm Cm(xi)

(10.2)

and the second term assigns a penalty for each point that gets assigned a label differing from its
original scan ID.

Finding the solution to this multi-label problem is done via a minimum graph cut with
alpha-expansion [KZ01]. The results are shown in Figure 10.2b and Figure 10.4, where we
observe that the colors are now separated into contiguous regions. Perceived as charts, the
DHMs are unchanged, but the point sets associated with each DHM no longer overlap with
points sets associated with other DHMs.

10.3.2 Transition functions
After assigning each point to a specific DHM, we need to find its 2D position. In order to
be more resilient to noise, we do not merely project each point. For each image domain, we
construct an auxiliary 2DDelaunay triangulation of the original points, as seen in a single image.
By that, we are creating a coarse approximation of the manifold in the embedding space and a
corresponding parametrization of the image plane.

In Figure 10.5, a triangulation of the points in image domain A and B is sketched in con-
junction with two triangles of the surrogate surface resulting from that. When mapping a point
pA from A to B, we determine the barycentric coordinates in A. From those, we can compute
a position XA on the surrogate surface in 3D. The closest point to XA on the surrogate surface
corresponding to B denoted as XB in Figure 10.5 connects the two DHMs. With the barycen-
tric coordinates of XB we can then determine the final 2D position on B. This procedure
defines our transition functions.

10.3.3 Seam closing
The remaining task is to join the partial meshes. To address this, we add spatially close points
to each part of the segmentation seen in Figure 10.2b, before triangulating them separately
(Figure 10.2c). This allows us to easily prune each of the resulting sub-meshes by only keeping
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Figure 10.4: Segmentation into individual domains

BA

xA

xB

XA XB

Figure 10.5: Going from image domain A to B via the connection of XA and XB (depicted
in red) in embedding space. Only on triangle of the two surrogate surfaces is drawn.
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the triangles connecting points initially labeled as belonging to this part. The result of this
pruning step is shown in Figure 10.2d.

From the set of triangles removed by pruning, we only retain those triangles connecting one
or two points of the original part, e.g., the blue one in Figure 10.2, with one of the other parts.
After processing all segments, we exploit that there tends to be significant consensus [SS12]
between the triangulations in these overlap regions. The consensus triangles connecting the
segments are added to the mesh (depicted red in Figure 10.2e). Lastly, remaining small holes
are closed. The final result is illustrated in Figure 10.2f.

10.4 Results
We compare our method to other combinatorial methods, namely SuperCocone [DGH01], Ro-
bustCocone [DG06], Co3ne [BL17], scale space meshing (SSM) [Dig15]. Also we compare to
Screened Poisson Reconstruction (SPR) [KH13] as a widely used volumetric method.

SPR, depth 10 SPR, depth 11 SSM Ours
Vertices 625k 1.8M 690k 686k
Faces 1.2M 3.6M 1.4M 1.4M

Table 10.1: Number of vertices and triangles in the reconstructed surface of the Owl model.
Our method and Scale Space Meshing (SSM) use approximately the same number of points and
faces. Whereas Screened Poisson Reconstruction (SPR) with a maximum octree depth of 11 uses
more then twice as many primitives.

In Figure 10.8 and from Figure 10.8 it becomes evident that in order to capture the fine
details, it is necessary to increase the overall number of points in the final mesh if a volumetric
method like SPR is used. This results in an outputmesh that models noise along with the details.
Our method and Scale Space Meshing (SSM) use approximately the same number of points and
faces. Whereas Screened Poisson Reconstruction (SPR) with a maximum octree depth of 11 uses
more than twice as many primitives.

This problem becomes even more apparent when some additional noise is added, which
can be seen in Figure 10.6 and Figure 10.7. The SuperCocone method completely breaks down
and is not able to recover a coherent surface at all. RobustCocone only uses a fraction of the
points and, in doing so, misses a lot of the details. Poisson reconstruction either has to reduce
the resolution or overfits modeling the noise. The ball pivoting step in SSM struggles to include
all points leaving holes in the surface. Co3ne includes all points but doing so at the expense of
topological noise, which is hard to remove with post-processing.

10.5 Discussion
A good case could be made that surface reconstruction from optical scans is a fairly easy prob-
lem in the sense that there are many algorithms, and some of them are straight-forward to im-
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Figure 10.6: Bunnywith added noise of std. 0.3. From left to right: SuperCocone,RobustCocone,
Screened Poisson Reconstruction with maximum octree depth of 8, Scale Space Meshing, Co3ne,
and our method.

Figure 10.7: Closeups of the facade scan. From left to right: SuperCocone, Screened Poisson
Reconstruction with maximum octree depth of 10, and 11, Scale Space Meshing, Co3ne, and our
method. (RobustCocone runs out of memory)
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plement. However, volumetric methods which conflate reconstruction and smoothing while
also re-sampling the surface–often leading to an increased number of parameters (vertices) if
we aim for the highest level of precision as seen in Figure 10.8.

Our approach is also straight-forward, requiring only common data structures and relying
on algorithms that are either easy to implement or available inwell-tested libraries, and it neither
increases the number of points nor does it introduce smoothing. Moreover, themethod appears
to be robust. This is an essential point since a big part of the reason why volumetric methods
have been embraced is their robustness to noise, including topological noise.

Nevertheless, our method has limitations. In some contexts, it is desirable to have a guar-
anteed closed surface, and this is not provided. It is also important to note that the MCM
smoothing moves points towards a common surface with little tangential motion. If a surface
is scanned from a very slanted angle, the dominant noise direction might have a large angle
to the smoothing direction, and potentially this could lead to loss of bijectivity. However, this
does not appear to happen, and with the current triangulation method, it would not lead to
fold-overs in the mesh itself, but other applications of the transition function scheme could be
affected. There are challenges in the current approach, which we hope to address soon:

• When stitching two segments, the set of consensus triangles for difficult camera configu-
rations is rather small, resulting in larger holes in the mesh.

• Although the segmentation is resolving the occlusions well, the fact that we need to add
overlaps and restrict inter-segment connections to these, makes deep concavities chal-
lenging.

• Thin structures in the geometry pose a problem to the smoothing step, which results ei-
ther in connections between very different scan directions or points not being smoothed
at all. This problem is also present in [Dig+11] and related methods.

• Finding a good balance between the data and the smoothing term for segmentation has
been difficult. Shallow minima in the cost function for regions with multiple or no
predominant scanning directions require additional regularization. Whereas, too much
smoothing causes occluded regions to be falsely assigned.

10.6 Future work
One major draw-back of combinatorial surface reconstruction algorithms compared to volu-
metric methods is their inherent sensitivity to noise. In our case, this can also affect the transi-
tion functions when extremely high levels of noise are present. In those situations, the surrogate
surface can get folded by the MCM, rendering the matching ambiguous. One further direction
would thus be to investigate ways to remedy this.

Also, processing times could be reduced at various steps of the algorithm. The graph cut for
segmentation only uses a single core, although parallel approaches formulti-label segmentation
have been proposed [Lem+10]. Furthermore, we aim for a rather smooth segmentation and do
not depend on the exact location of the borders in between. This would allow us to reduce
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Figure 10.8: Closeups of the triangulations. From left to right: Screened Poisson Reconstruc-
tion with maximum octree depth of 10, same with a depth of 11, and our method. Top row
shows the resulting meshes with flat shading, bottom row additionally shows the edges of the
triangulation.

computational complexity by only using a subset of the points and transferring the label to the
whole set afterward. Suitable sub- and up-sampling schemes could be another point to explore.

Finally, the transition functions can be used tomap other data than geometric positions: for
instance photometric quantities. Thus, the domain of the DHMs could also be the domain of
overlapping texture maps, providing a unified representation for geometry and appearance.
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CHAPTER11
Learning-based
Reconstruction

We present the first deep learning approach to combinatorial 3D surface reconstruction that
scales to arbitrary input sizes. The fundamental challenges are the discrete nature of the prob-
lem and the enormity of the search space. We approach these issues by splitting the recon-
struction problem into a combinatorial problem solved using 3D Delaunay triangulation and
a classification problem solved using a graph-convolution based deep learning architecture. In
essence, we train a neural network to classify tetrahedra into interior and exterior. The final
output is the boundary between the two classes. Our results show that the method produces
triangle meshes faithful to the captured surface. In particular, subtle features are preserved. We
compare our results to state-of-the-art algorithms for surface reconstruction, andevaluate the
essential ingredients of our architecture based on our ablation study .

11.1 Introduction
At the outset, the surface reconstruction problem seems suitable for machine learning. Recon-
struction is ill-posed since for any set of points there are a number of almost equally plausible
reconstructions. Indeed, we normally use regularizing energy terms such as minimization of
surface area or curvature to promote the preferred type of solution, but it seems that the pre-
ferred type of solution would be learnable. On the other hand, the problem is also discrete, and
must be recast in such a way that we obtain a problem that can be trained via gradient descent,
i.e., it must be possible to compute gradients for the learning problem. In recent work, Dai
and Nießner [DN19] proposed a generative, neural network-based method for reconstruction,
which considers all possible triangles that might be formed from the points. Unsurprisingly,
this restricts their method to a relatively small number of points (specifically 100 points).

We opt instead for the strategy of splitting the reconstruction problem into two problems:
a combinatorial problem which is well-posed and a classification problem that is still ill-posed
but learnable. The former problem can be seen as reducing the search space from all possible
triangles to amuch smaller set. Wedo this by usingDelaunay triangulation (Section 4.3) to form
a simplicial complex whose vertices are the input points. Fortunately, efficient implementations
for 3D Delaunay triangulation are readily available. The latter problem is thereby reduced to
finding the triangular faces in the complex, which should be a part of the output mesh. In
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fact, since we are interested in watertight surfaces, the problem is tantamount to classifying
tetrahedra according to whether they are inside or outside the surface, and the output triangles
are those which separate the two labels.

It is not in itself novel to use 3D Delaunay triangulation as the basis for combinatorial re-
construction of meshes from point clouds (Section 7.2). But it lends itself very well to a neu-
ral network-based surface reconstruction strategy by replacing a hand-crafted heuristic with a
data-driven approach based on inside-outside classification of tetrahedra, and this part of the
approach is novel to the best of our knowledge.

Our network employs multi-layer perceptrons (MLP), which operate on the dual graph of
theDelaunay tetrahedralizationwhere the nodes correspond to tetrahedra and the edges are the
dual edges to the triangular faces separating tetrahedra. Inspired by the Dynamic Graph CNNs
by [Wan+19], we use edge convolutions (EdgeConv) to learn from the point positions and scan
directions (alternatively normals). We find that it is crucial to add an attention mechanism as
well as skip connections.

Our results indicate that it is not only feasible to reconstruct 3D meshes from point clouds
using neural networks but also that ourmethod is highly scalable: since we only require local in-
formation for the classification of tetrahedra, our method can be applied out-of-core and would
scale up to machine limitations.

Contributions:

• end-to-end learning of surface reconstruction

• fully convolutional architecture is able to handle arbitrary number of points

11.2 Related Work
Learning-based Approximation Methods. While many approximation methods are volu-
metric, Xiong et al. [Xio+14] cast reconstruction as a dictionary learning problem where the
objective is to find a dictionary of vertices and a codingmatrix of barycentric coordinates which
combine to reproduce a good approximation of the input points. Groueix et al. [Gro+18] used
an encoder-decoder architecture to generate points on an implicit surface. Theymap a 2D input
through an MLP to a surface in 3D, conditioned on the input point cloud as a whole. In order
to cover complex objects, multiple overlapping patches are used, but in fact, are only overlaid
and never connected. Although it is then easy to triangulate each patch by the parametrization
induced through the input, it leads to separate sheets of triangulation stacked on top of each
other. Recently, Dai and Nießner [DN19] employed a method which learns vertex positions,
edge connectivity, and finally output triangles from a truncated signed distance field represen-
tation (see e.g. [JBS06]). However, this method is based on a complete graph representation
of the vertices, which greatly limits the feasible model complexity. Learning a signed distance
function was the goal in [Par+19], but during inference they need to fit a latent vector represen-
tation. This optimization step matches the current object to one of the classes present during
training. This not only makes inference intricate, but also means that it cannot be applied to
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completely new object types never seen during training. Mescheder et al. [Mes+19] learn to
assign the probability of a voxel being occupied by an object. They also use an encoder-decoder
architecture that first maps an object to a latent vector, which again does not generalize well to
unseen classes of objects.

Interpolation Methods. Interpolating methods are often based on a Delaunay triangulation
of the input point cloud (Section 7.2). Closest to our work are methods labeling the inside vs.
outside. The first such method, denoted the Sculpture approach, was proposed by Boissonnat
[Boi84] and operates by removing tetrahedra from the convex hull until all points lie on the
boundary. Later Amenta, Choi, and Kolluri [ACK01] proposed the Power Crust algorithm,
which initially approximates the medial axis by Voronoi poles and then extracts the surface as
the facets separating interior poles from the exterior in the power diagram. Giesen and John
[GJ02] proposed amethod that is based on finding the regions where all points flow to the same
critical point of the distance function when flowing in the ascent direction.

InterpolationMethods using Graph Cuts. Graph cut-based methods have been used exten-
sively in computer vision since early work by Greig, Porteous, and Seheult [GPS89] and are
also applicable to inside/outside classification. Given a graph with associated edge capacities,
it is possible to find the set of edges (min-cut), which limits the flow from a source to a sink
[Cor+01]. Using the Voronoi graph (Section 4.3), Labatut, Pons, and Keriven [LPK07] com-
pute the set of triangle faces separating inside from outside via a min-cut of the graph, where
the capacity of each edge is based on the visibility [LPK07]. Building on this work Labatut, Pons,
and Keriven [LPK09], and Jancosek and Pajdla [JP11] introduced correction terms for the edge
weights to make the approach more robust in practice. In [LPK09], the shape of the triangle
corresponding to an edge, and the shape of the two adjacent tetrahedra is taken into account.
Whereas, [JP11; JP14] are concerned with augmenting the capacity of the edges connected to
the sink node–representing the inside label.

Deep Learning on Graphs. Deep learning methods have been very successful on images,
where the data is sampled on a regular grid with a fixed neighborhood structure. Kipf and
Welling [KW17] extended deep learning methods to the more general domain of graphs. Lin-
ear combinations of node features are passed from each node to its neighbors, and then averaged
and passed through a non-linearity. The weights of the linear combinations are adapted during
training.

Among others, Wang et al. [Wan+19] then applied the idea to geometric data. Specifically,
for point clouds, even the neighborhood structure is not given. To this end Wang et al. use a
fixed number of nearest neighbors, initially in Euclidean space, but then for deeper layers also
in the embedding space. Additionally, they concatenate the current feature and the difference
to the neighboring feature to generate the inputs to the network layers.
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11.3 Method

Rather than directly searching for a triangulation of the input points, we divide the problem into
two much simpler one: first we limit the search space by computing the Delaunay triangulation
(Section 4.3) and second, we compute the inside/outside labeling of the resulting tetrahedra us-
ing graph-based learning. In the following, we will describe the general setup and then proceed
to the specifics of the network architecture.

11.3.1 Voronoi Graph Labeling

We set up the problem very much like [LPK09; JP11]. To the set of input points at locations
{x1, . . . , xN} scanned from direction {d1, . . . , dN}we add the camera centers {c1, . . . , cM},
and generate the Delaunay triangulation. Instead of camera positions the corners of a box con-
taining all points, as done in [KSO04], can also be used.

Given a Delaunay triangulation, the problem is to decide which of the resulting tetrahedra
(triangles in 2D) are on the inside of the object versus which are outside (see Fig. 11.2). The
reconstructed surface is then the boundary between the two classes.

The graph we are working on arises from the geometric dual of the Delaunay triangulation,
i.e., the Voronoi diagram (Section 4.3). For each Voronoi vertex, we have a node νi in our
Voronoi graph. For each Voronoi edge, except for those Voronoi edges going to infinity, we have
an edge in our graph (see Fig. 11.1).

Figure 11.1: Schematic drawing in 2D: A set of scan points (gray circles) from an object (orange)
and camera locations (gray squares), corresponding Delaunay triangulation (gray lines) and
Voronoi diagram (blue lines), Voronoi vertices (blue circles)
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Figure 11.2: Result of classification: Nodes, and corresponding triangles, are labeled as interior
(green) or exterior (purple)

11.3.2 Network Architecture

Given input features f , graph convolutional networks, in general, generate an embedding e of
each node νi (or the graph as a whole). The initial embedding at layer 0 are the input features
e(0) = f . Information is passed along the edges to the neighboring nodes and aggregated at each
node (see Fig. 11.3). Repeating this process allows generating increasingly complex features
incorporating information from farther nodes. After L steps, the final embedding is the output
of the network y = e(L)–in our case the probability of the class labels for each node.

Our specific network architecture is built of three key components: edge convolution (Edge-
Conv) [Wan+19] for relational embedding computation, an attention mechanism for weighted
aggregation, and skip connections to accumulate information at different scales (see Fig. 11.4).

EdgeConv with a summation as aggregation function is defined as:

e(l+1)
i = ∑

j∈N (i)
hΘ(l) (e

(l)
i ∥e

(l)
j − e(l)i ) , (11.1)

where hΘ(l) is an MLP with weights Θ(l). Instead of a summation other permutation-invariant
function, e.g. maxj∈N (i), can be used. New node embeddings e(l+1)

i are generated by this
aggregation of the activations resulting from the concatenation of the local feature and the dif-
ference to the neighboring feature (e(l)i ∥e

(l)
j − e(l)i ).

In order to allow for the modulation of information flow from each neighboring node we
use self-attention [Vel+18]. This results in a weighted sum of the individual EdgeConv contri-
butions and a slightly modified (11.1):

e(l+1)
i = ∑

j∈N (i)
α
(l)
ij hΘ(l)(.) , (11.2)
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where the weighting factor α
(l)
ij itself is a learnable mapping from the corresponding edge fea-

tures fij to a scalar α
(l)
ij to selectively boost or dampen specific connections:

α
(l)
ij = softmax (hΦ(l)(fij)) (11.3)

with an MLP hΦ(l) .
Layer-wise skip-connections bypassing the aggregation process allow for a selective preser-

vation of the current node embedding e(l)i , and we finally arrive at:

e(l+1)
i = gΨ(l) (e

(l)
i ) + ∑

j∈N (i)
α
(l)
ij hΘ(l)(.) , (11.4)

where gΨ is a MLP with linear activation function realizing a learnable projection onto the
output space. While the local node feature e(l)i is already included in the EdgeConv, we found
that this additional path helps learning in practice.

Furthermore, passing the embedding from every layer e(0), . . . , e(L) to the final output to
allow important information at every scale to skip any further aggregation, has shown to be ben-
eficial for training deeper networks. The final output layer is an MLP mapping the aggregated
features at each node to the output.

11.3.3 Implementation
We use the dataset introduced in [CGF09], but take virtual scans of the surfaces, much like
in [DN19]. The scan points and camera positions are then Delaunay triangulated, and ground
truth labels for each tetrahedron are generated by taking samples of the signed distance function
with respect to the ground truth mesh. All samples are averaged over each tetrahedron, and the
ground truth labels l result from the sign of this average. We sample each mesh in five different

νi

νi

νj

l

l + 1

Figure 11.3: Aggregation of information between layers l and l + 1.
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Figure 11.4: Network architecture and data flow for a single node νi and its set of neighbors
N (i) = {νj1 , νj2 , νj3} (2D case). Input features f are distributed to neighboring nodes and
processed by learnable functions g and d.

resolutions (from 1000 to 5000 points) and add five different levels of noise (standard deviation
of 0.003, 0.006, 0.009, 0.012 with models scaled to lie in a box between -1 and 1). Because of
that the network converges already after a few epochs, as seen in Fig. 11.7 and 11.8.

For the node features, we aggregate points in a small neighborhood (typically the eight near-
est neighbors in Euclidean space) around the four corners of each tetrahedron. The coordinates
and corresponding viewing direction of those points are concatenated into the node features
together with the barycenter of the tetrahedron f = (x1,1, . . . , x4,k, d1,1, . . . , d4,k). The fea-
tures for the camera centers only contain locations and are paddedwith zeros to have equivalent
dimensionality. The edge features fij are the positions of the corner of the corresponding trian-
gle.

We use eight layers of our basic building block described above (sec. 11.3.2), within each
of these graph-level layers the MLP hΘ(l) is three layers deep, gΨ(l) and hΦ(l) both have two
layers. Rectified linear units (ReLU) are used in all cases, but the final output, where naturally
a sigmoid is used for the classification. The loss functions for the classification is the binary
cross-entropy.

We train onnoisy, aswell as noise-free data. In order to generate noisy data, we addnormally
distributed perturbations to the positions of each scan point.

11.3.4 Comparison
To allow for a realistic and fair comparison (in Figure 11.5 and Figure 11.6) the virtual scan
points taken from [CGF09] are processed before any of the other methods are applied. Nor-
mals are not generally acquired by a scanning process, but we do know the camera position
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relative to the points seen. Thus, normals are estimated using PCA of the eight nearest neigh-
bors as we have a rather low point density. The normals are then oriented with respect to the
viewing direction, before applying Screened Poisson Surface Reconstruction (Poisson) [KH13] or
Concurrent CoCone (Co3Ne) [BL17]. For the graph cut based method (GraphCut) [JP14] each
point is associated with the original camera and an additional camera based on the visibility
with respect to the ground truth mesh is added. This creates additional lines of sight to remove
tetrahedra in their way.

In Table 11.1, we compare the accuracy of the different methods on the test data split. To
assess the accuracy, we calculated the signed distance function to the meshes produced by Pois-
son, Co3Ne and GraphCut. The sign of these functions at the barycenter of the tetrahedra is
converted to the label predictions that we then compare to the ground truth. Comparing tim-
ings in Table 11.2 shows competitive results for our method.

11.3.5 Ablation Study
WereplacedEdgeConv ((11.1))with the graph convolution (GCN) byKipf andWelling [KW17]:

E(l+1) = σ (D̂−
1
2 ÂD̂−

1
2 E(l)Θ(l)) ,

where σ is a non-linearity (again ReLU was used), Â =A + I is the adjacency matrix with self-
loops, and D̂ is the degree matrix with diagonal entries D̂ii = ∑j=0 Âij and zeros otherwise.
As a result we see a drop in accuracy by almost 15% (Table 11.3).

Adding layer-wise skip-connections ((11.4)) to GCN

E(l+1) = σ (E(l)Ψ(l)) + σ (D̂−
1
2 ÂD̂−

1
2 E(l)Θ(l)) ,

increases accuracy again by 9%.
EdgeConv alone only achieves results not surpassing random guessing, but significantly

improves on GCN with skip connections and attention.

Without Noise With Noise

Poisson [KH13] 89.0% 78.6%
Co3Ne [BL17] 82.1% 67.4%
GraphCut [JP14] 91.5% 86.4%
Ours 96.2% 94.1%

Table 11.1: Average accuracy on test data.

Poisson Co3Ne GraphCut Ours
0.5 0.21 1.2 0.19

Table 11.2: Computation time in seconds for 25k points (GraphCut & Ours without Delaunay
triangulation, which takes an additional 0.5 sec.).
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Figure 11.5: Top to bottom: Ground truth, Poisson [KH13], Co3Ne [BL17], GraphCut [JP14],
Ours (accuracy top to bottom: 96.4%, 89.6%, 97.9%).
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Figure 11.6: Noisy data with standard deviation 0.003, 0.009, 0.012 [left to right]: GraphCut
(top row, accuracy l.t.r: 88.9%, 81.5%, 84.7%) and Ours (bottom row, accuracy l.t.r: 96.0%,
94.2%, 93.5%).
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Figure 11.7: Mean and standard deviation of classification accuracy during the course of train-
ing. Numbers for the training data and the unseen test data are shown.
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Figure 11.8: Mean and standard deviation of classification accuracy during training. Numbers
for the unseen test data are shown. Comparing results for all and only non-trivial (not including
the camera centers) tetrahedra.
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GCN 81.3%
GCN with Skip connections 90.2%
EdgeConv 55.0%
EdgeConv with Skip connections 95.7%
EdgeConv with Skip connections and Attention 96.2%

Table 11.3: Average accuracy on test data without added noise.

11.4 Conclusions
Overall we presented an approach to applying current graph learning techniques to the problem
of combinatorial surface reconstruction. Our method is faithful to the input data in generating
a triangular output mesh connecting the given surface samples. Furthermore, it is fully convo-
lutional and uses only information local around each node. Due to that, it can be applied to
an arbitrary number of input points–even when the number of points during testing is much
larger than during testing, as can be seen in Figure 11.10.

We compared it to current state-of-the-art methods for surface reconstruction and showed
it is capable of resolving fine structures lost in other methods.

11.4.1 Future Work
As our approach relies onDelaunay triangulation to reduce the search space, we are also limited
to the resulting subset of triangles, when generating ground truth data. Unfortunately, this
subset does not necessarily contain a good approximation of the initial surface. We tackled this
challenge by sampling the signeddistance function atmultiple locations inside each tetrahedron,
but still some artifacts remain in our training data, see Figure 11.9. Improving on that issue
should further increase the fidelity of our results.

Figure 11.9: Non-manifoldness in the training data.
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Figure 11.10: Extrapolation to 25k points: Ground truth (top), Ours trained on models of size
1k to 5k (bottom, accuracy: 89.4%).



CHAPTER12
Data Generation for

Learning on 3D Point
Clouds

A data set for training and evaluation on real-world point clouds is presented–more specifi-
cally for post-processing ofmulti-view stereo results, e.g., denoising and consolidation [Ale+03;
Hua+09].

12.1 Introduction
There has always been a synergy between algorithmic advances and new data modalities. With
deep learning, data has become not only an inspiration but a necessity.

While deep learning on image processing tasks has been hugely successful, extending these
techniques to the three-dimensional domain is still an active and open research topic. Much of
the challenges stem from the very different data representations needed in 3Dprocessing. While
the only modality for images commonly used is samples on a regular grid, this does not scale
well to three dimensions–it is simply not feasible to use a voxel grid for today’s high-resolution
scans, and this gap will only continue to widen in the future. Using point clouds, where each
data point is storedwith its Euclidean coordinates, is therefore amore efficient alternativewidely
used in practice.

This very different representation requires new methods to be developed to foster a com-
parable surge in development, as we have seen on image data. Not only the methods have to
be adapted and developed, but it also requires an adequate amount of data in order to become
successful. Currently, much of the research done in deep learning on point clouds use synthetic
data. Often they are point samples from a surfacemodel or CADmodels. While this allows gen-
erating arbitrary amounts of training data by simply re-sampling the surface, the applicability
and transferability to real-world data are unclear.

We address this shortcoming by approximating ground truth for real-world data. Of course,
it is virtually impossible to attain the actual accurate positions for scenes of reasonable complex-
ity. This is because any measurement and algorithm introduce noise and outliers. To this end,
we propose a combination of recording modalities, i.e., multi-view stereo algorithms (MVS)
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and structured light (STL) scanner. While MVS does not require special hardware and pro-
duces densely sampled point clouds, STL needs a calibrated projector in conjunction with one
or more cameras. Methods trained on this data would allow achieving the quality of STL scans
with the acquisition simplicity of MVS methods. This would also befit downstream tasks like
surface reconstruction as they are usually sensitive to noise in the input.

12.2 Related work

12.2.1 Base Dataset
We leverage the previously published [Jen+14; Aan+16] and openly available1 DTU data set.
The data consist of 124 different scenes, seen from either 49 or 64 calibrated camera positions.
Images from each position are taken under seven different lighting conditions, some examples
are depicted in Figure 12.1. Results of three different MVS algorithms [Cam+08; FP10; TSF12]
in conjunction with structured light scans for each camera position have been provided in the
data set.

12.2.2 Recent Deep Learning Publications
A list of recent deep learning methods on point clouds, in conjunction with their application
and data set is given in Table 12.1. It is by no means a comprehensive list, but rather exemplifies
the current landscape in this field. A much wider range of publications on classification and
semantic segmentation exists. They use the available data sets like the ones listed below, which
all target classification an/or segmentation tasks:

• Shapenet [Cha+15]: Triangular meshes of 220,000 CAD models classified into 3,135
categories for classification.

1Available here: http://roboimagedata.compute.dtu.dk/

Figure 12.1: Photos of 40 of the 124 scenes in our data set.

http://roboimagedata.compute.dtu.dk/
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• ModelNet40 [Zhi+15]: Triangular meshes of CAD models of 40 categories (mostly man-
made, e.g. furniture), 9,843 shapes for training and 2,468 for testing of classification and
shape retrieval.

• SHREC15 [Pic+14]: Triangularmeshes of 1200 shapes from50 categories. Each category
contains 24 models, such as horses, cats, etc. in various poses. The original purpose is
classification into the 50 categories.

• ScanNet [Dai+17]: 1513 scanned and reconstructed indoor scenes. 1201 scenes for train-
ing, 312 scenes for test. The data set was designed for 3D scene understanding tasks, such
as 3D object classification, semantic labeling, and shape retrieval.

• Matterport [Cha+17]: RGB-D data set containing 10,800 panoramic views with surface
reconstructions and camera poses. The task is also semantic segmentation.

As these data sets were not intended for tasks like normal estimation from noisy point
clouds, it is common practice to generate training data by sampling the surface and adding
Gaussian noise to the samples, e.g. [BM16], [Gue+18], or [Her+18]. Although this allows for
practically infinite data it also reduces the capturing process to a very idealized noise-model.
Much of the characteristics of real-world data is not faithfully captured in this, e.g., viewing-
direction-dependent effects and systematic or correlated noise like they are obvious in [FP10]
in Figure 12.2 third column. In [Yu+18], a scanning process is emulated, but still only in a very
simplified fashion of rendering depth images of the models and recombining these into a point
clouds.

Table 12.1: Recent deep learning approaches on point clouds and the data sets used. No entry
in test data means the same data set as for training was used and split into training & test data.

Algorithm Application Training data Test data
PointNet [Qi+17b] Classification &

Segmentation
Shapenet [Cha+15]

PointNet++ [Qi+17a] Classification &
Segmentation

Shapenet [Cha+15]

PCPNet [Gue+18] Normal & Curvature
estimation

8 standard meshes, e.g. Armadillo 16 similar meshes

EC-Net [Yu+18] Consolidation 24 CAD models and 12 everyday objects Shapenet [Cha+15]
NormalNet [BM16] Normal estimation Simple synthetic shapes like cubes Stanford Dragon
MC-Net [Her+18] Classification,

Segmentation,
Normal estim.

ModelNet40 [Zhi+15] (for normals)

PCNN [AML18] Classification,
Segmentation,
Normal estim.

ModelNet40 [Zhi+15] (for normals)

DGCNN [Wan+19] Classification,
Segmentation,
Normal estim.

ModelNet40 [Zhi+15] (for normals)
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12.3 Contribution
We extend the DTU data set [Jen+14; Aan+16] for the training of deep learning algorithms.
While the original data set comes already with a method for evaluation, the error measure is
not well suited for training as it does not give a one-to-one correspondence of the MVS points
to the STL reference and also exhibits some noise in the STL reference. Therefore, we estimate
a reference by consolidating the MVS points via robust implicit moving least squares [ÖGG09]
(RIMLS) based on the STL reference, i.e., the implicit surface is defined by the STL points and
the MVS points are relocated onto this surface. This not only results in a drastic reduction in
noise, as can be seen in Figure 12.2, but also gives an estimate of the normals as the displacement
induced by RIMLS approximates mean curvature motion, which is perpendicular to the local
tangent plane. With this processing, we are able to facilitate the advantages of STL scans and
transfer them to the MVS points.

12.4 Example Training Results
As an example use case, we trained the PCPNet [Gue+18] implementation2 published by the
authors on our data set. The error function is defined by

E = 1
N

N

∑
i=1
(1 − ∣ cos(ni, n̂i)∣)2 , (12.1)

where n is the target normal vector and n̂ the prediction. It penalizes the angle between the
ground truth normal vectors and the predictionwithout considering orientation. In Figure 12.3
the loss for training and test split is plotted. It reaches a value of approximately 0.2 on the test
data, which corresponds to an average difference of 16 degrees.

12.5 Conclusion and Future Work
We make use of the unique and rich data set provided in [Jen+14; Aan+16] and extend its
usability further to the realms of deep learning. None of the published data sets discussed above
was designed for normal estimation or consolidation of point clouds. We hope to narrow this
gap and enable another application of deep learning.

There are two major topics to address in the future. One is working on the fidelity of our
ground truth estimate. The other is evaluating more published work on this data set and assess-
ing its benefit.

The next step towards a more faithful data set would be formulating the consolidation pro-
cess in a Bayesian or MAP framework(Section 8.3.1). This will allow to not only have a point
estimate of each 3D position but also assess the uncertainty of this estimate. Furthermore, with
a Bayesian, approach we obtain a fitted, generative model. This will allow drawing new samples

2Available here: https://github.com/paulguerrero/pcpnet

https://github.com/paulguerrero/pcpnet
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Figure 12.2: Structured light scan (blue) and same scan with recorded color (top row), Multi-
view stereo results (red) from top to bottom: Campbell et al. [Cam+08], Furukawa and Ponce
[FP10], Tola, Strecha, and Fua [TSF12], original scans left column (red), estimated ground truth
right column (yellow).
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Figure 12.3: Progress of the loss (see eq. (12.1)) on training (orange) and test (blue) data for
PCPNet [Gue+18].

from the estimated distribution, which in turn can be used to augment the data set and increase
the robustness of the algorithms trained on our data.

A broader evaluation of algorithms is foremost a computationally bounded endeavor, as for
example the training of PCPNet on our data took almost 10 days.
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Conclusion and Future

Work
Arguably a fully Bayesian approach (Section 8.3.1) would be desirable when looking at surface
reconstruction from a metrology point of view, because it handles uncertainties in a statically
soundway. Unfortunately, this ismerely possible for extremely simple objects like a single plane.
A computationally much simpler approach is to reduce statistical treatment to a maximum-a-
posteriori (MAP), essentially combining prior knowledge with the probability of the data in
an optimization scheme. Such an approach has been presented in Chapter 9 for combining
non-rigid alignment and feature-preserving denoising.

For reasons of computational complexity, even the simplified MAP approach is hard to
extend to a combinatorial reconstruction algorithm due to the resulting discrete optimization.
Nevertheless, projecting the points onto an image plane along the viewing direction (Chap-
ter 10) uses the prior knowledge about the noise being predominantly distributed along this
direction. The major advantage of our approach is the fact that we achieve manifold regions
incorporating all points by computationally efficient 2D Delaunay triangulation, despite the
noise from data acquisition. Prior combinatorial methods either filter out a large portion of the
points, or create artifacts in the resulting mesh. The mapping in between the surrogate surfaces
could be improved by minimizing distortion and folding of triangles via methods discussed in
Section 5.2. An optimized mapping onto planes (Section 5.1) could account for all viewing di-
rections and not only the predominant one. Furthermore, a more robust method to close the
gaps between the surface patches should be a focus of future work.

For point estimators, like neural networks, the best result possible would be to always pre-
dict the mean of the Bayesian posterior of the data, and with enough data, this approaches the
true posterior of the physical world we try to model. Given a sufficiently expressive estimator,
like a neural network [HSW89; Lu+17], it is possible to reach this–given enough training data.
How much data is needed, i.e., what fraction of all possible physical objects has to be seen, for
training amachine learningmodel to sufficient predictive accuracy is determined by howwell it
generalizes. For image recognition tasks, CNNs are expressive enough to simply memorize the
training data [Zha+16]. However, the network architecture [UVL18] and how they are trained
[HV93; HS97; MHB17] makes them able to generalize in practice.

In Chapter 11, a first approach for bringing surface reconstruction towards this goal has
been presented and shows promising results surpassing state-of-the-art on the available data.
However, the amount and quality of training data suitable is very limited. A possible direction
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forward to create more realistic data can be to emulate ground truth data by a combination
of high-fidelity data acquisition and classical optimization methods, that are commonly not
feasible to use for a real-world scenario but could then be used for training. An example of this
idea has been presented in Chapter 12.

The expressiveness of graph networks has drawn a lot of attention recently [Xu+19; Mor+19;
Mar+19; KP19], yet still current implementations for learning on large graphs are limited to
the message passing paradigm and permutation invariance. Permutation invariance causes the
architecture to be practically blind to the geometric configuration. EdgeConv and attention
mechanisms are able to introduce geometric information through the node features, this is a
major difference to how CNNs operate on images. In order to make GCNs more useful for
geometric tasks, new and improved architectures are necessary. Otherwise, different geomet-
ric configurations, which are supposed to have different labels, get mapped to the point in the
feature space. As a result, the network can not separate the labels.

Using a multiplicative term has been very successful in deep learning, e.g., self-attention
[Vas+17] and transformer networks [Dev+19] in natural language processing, or spatial trans-
former networks [JSZ+15; Qi+17b; Qi+17a] on images and point clouds. In GCNs a similar
formulation also improves expressiveness [Mar+19], and has shown in our work (Chapter 11)
to be beneficial, too. Thus, this would be an interesting topic for further research.

Overall, two novel approaches to surface reconstruction and an effective, feature-preserving
smoothing method have been developed during the course of the project. The first reconstruc-
tion methods (Chapter 10) reduces complexity by casting the problem into a 2D setting. In the
second approach (Chapter 11), only local information is used to supersede the global optimiza-
tion step. With an expressive network and sufficient data, an approximation to the Bayesian
optimal behavior can be learned. A common simplification of the Bayesian approach, i.e., com-
posing the objective of a prior and a data term, has been applied to reduce the noise in the data
(Chapter 9). All three key ideas–locality, reducing complexity, and a Bayesian formulation–have
thereby been successfully studied and applied.



APPENDIXA
Original Project

Description
A complete copy the original project description is included in the following.
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DFF Project Description · DFF-projektbeskrivelse
A Traceable 3D Scanning and Reconstruction Pipeline

Andreas Bærentzen and Anders Bjorholm Dahl
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Figure 1: Traditional surface reconstruction pipeline (above) and the pipeline that would result from
proposed research (below).

A vast amount of information about our cultural and natural heritage is stored at museums in the

form of artefacts and specimens. Making this heritage physically available for study is potentially

harmful to the objects, it is cumbersome, and it scales poorly. 3D surface scanning (and photogram-

metry) is already being used as an important part of a solution to this problem, because it allows us to

capture the surface geometry of objects [1, 2]. Moreover, for biological objects it is of great impor-

tance that surface scanning does not require ionizing radiation (such as X-rays) which is harmful to

DNA molecules and for this reason never used on objects that could contain ancient genetic material.

For any scientific purpose, it is clearly important that the obtained scans – point clouds of thou-

sands or even millions of points – are precise and of known precision. Additionally, for many practical

uses, such as visualization, 3D print or simply computing geometric properties, the final digital model

should be a triangular mesh and not just a point cloud. Unfortunately, the existing algorithms that are

used for surface reconstruction (converting a point cloud to a 3D triangle mesh) produce a final mesh

where the vertices (triangle corners) is a different set of points whose precise relation to the measured

points is unknown. The goal of the proposed research is to create the fundamental algorithms for a

software pipeline where the vertices of the final model are simply the measured points. Furthermore,

we plan to develop statistically sound algorithms for noise reduction as a post process on the final

mesh.

1



This is of great potential impact since a number of applications, besides cultural and natural her-

itage, are dependent on precise 3D scanning. Examples include medical uses such as dental implants

and industrial uses such as quality assurance by measuring similarity between a CAD model and a

manufactured object. The proposed research is of relevance to all of these areas, since absent the

knowledge of precisely how output points relate to the measurements, we cannot consider the recon-

structed 3D model to be measured data from which it is possible to compute valid statistics.

The Scanning and Reconstruction Pipeline. The typical structured light scanner (which is just one

of several modalities that could benefit from this research) consists of two cameras and a projector.

The projector illuminates the object (which cannot be transparent or mirror-like) with a light pattern

that makes it easier to find pixels in the acquired images that correspond to the same geometric

position on the surface. From such correspondences, we can estimate points on the object surface.

This is done from multiple directions, since we need several scans to cover the entire object. With

reference to Figure 1, the typical pipeline can now be described as follows:

1 Reconstruct points (+) on the scanned surface from correspondences in the input images.

2 Remove outliers from this point cloud and merge point clouds from multiple scans.

3 Spread the contribution of each point in a volumetric 3D grid.

4 Extract a triangle mesh from the volumetric representation. The output is shown separately in 5.

The volume conversion in Step 3 dampens noise and from a volumetric representation, iso-surface

polygonization can always extract a closed manifold surface. Unfortunately, details which might have

been present in the points from the first step are blurred by this step. As a consequence, the influence

of the measured points from Step 1 on each of the output vertices in the final mesh is often extremely

hard to quantify. To sum up, Steps 3 and 4 in the traditional pipeline make it simple to ensure an output

mesh of reasonable quality, but by combining reconstruction and smoothing, they make it impossible

to ensure that the output is a high fidelity representation of the original object.

1 Project Description

We propose to replace Steps 3 and 4 in the pipeline described above with a pipeline that ensures

traceability such that the output vertices can be related back to the input point cloud and thus the

original image correspondence points (refer to Figure 1). It is not hard to generate a mesh from the

individual part scans: for instance using 2D Delaunay triangulation [4]. An example part scan of a

wooden toy horse where outliers have been removed is shown in Figure 2. Zooming in, we observe

that the cleaned mesh is quite dense and fairly regular.
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Figure 2: Delaunay triangulation of a single part scan of a toy horse.

Hypothesis 1 The first challenge is that part scans are highly overlapping, and simply aligning them

we will arrive at a situation where the multiple part scans just form a polygon soup of intersecting

triangles. Our hypothesis is that it is feasible to merge the triangle meshes in such a way that we

obtain a single coherent mesh. However, there is no known algorithm which solves this problem, and

research is needed to arrive at the best strategy. Methodologically, our strategy will be to consider en-

ergies defined on a triangles meshing of the points, and then look for the triangle mesh that minimizes

a given energy. By exploiting locality, we expect to make this combinatorial problem tractable.

Hypothesis 2 This leads to a new, much simpler, pipeline for 3D reconstruction from point clouds

which is illustrated in Figure 1 (last row). The conversion to volumetric form and iso-surface contour-

ing have been replaced by a step that generates a mesh by connecting the input points and a second

step where the meshes produced from each part scan are merged. Our second hypothesis is that the

proposed research will lead to a method that produces higher precision in shorter time (given a fixed

approximate output mesh size) than state of the art methods (see below). This hypothesis can be tested

by comparing reconstructions of scans of an object of known geometry performed using state of the

art method as well as the method developed during the project.

Hypothesis 3 Based on our knowledge of the scanner hardware, we can estimate a probability dis-

tribution function for the true position of a point given an estimated position, and we can formulate a

geometric prior. Thus, we can formulate mesh smoothing as a Bayesian inference problem. Our third

hypothesis is that from a mesh that combines partial scans, we can smooth more effectively and new

possibilities emerge: having the points from all the original partial scans in a single merged mesh, we

can (rigidly) transform the vertices of any partial scan, e.g. to minimize a geometric energy function

on the entire mesh. This could be used to optimize the alignment of scans after reconstruction.
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2 Relation to other Work and State of the Art

Volumetric methods for surface reconstruction represent a characteristic function f : R3 → R by a

3D grid of samples. Changing these grid values, we can design the characteristic function such that,

say, its sign determines whether a point is inside or outside and the 0-level iso-surface corresponds to

the surface of the object. Perhaps, the most well known volumetric method is Poisson reconstruction

[9] which searches for a smooth characteristic function whose gradient field approximates (in the

least squares sense) the field of estimated point normals. While effective, it outputs surfaces that

are far from interpolating the input points. Screened Poisson Reconstruction [10] provides a closer

approximation but still does not guarantee interpolation. The same is also true of the recent Floating

Scale Surface Reconstruction method [8]. FSSR allows a local resolution to be assigned to each

individual point and high resolution points have a greater influence in a more compact region. The

results are often good, but the available implementation uses a lot of computational resources and

outputs a mesh which has far more vertices than the input point set. Common to FSSR and all the

other volumetric methods, iso-surface polygonization [12] is used to extract the final triangle mesh

from the volumetric representation.

Combinatorial methods take a different approach from those above by connecting the input points

to form triangles. Such methods are often based on a Delaunay tetrahedralization of the (combined)

input point cloud [5]. These approaches make no use of information about partial scans, and arguably

solve an ill posed problem [5] which makes it likely that topological errors creep into the output given

noisy input. In fact, our proposal is closer to one of the earliest combinatorial reconstruction methods:

Mesh Zippering [13]. In this approach the overlapping parts of part scan meshes are removed and then

the part scan meshes are merged. A salient point of our approach is that we wish to merge meshes with

significant overlaps in such a way that input vertices from both meshes are preserved. This problem

appears to be entirely unexplored. Thus, the proposed work would lead to a significant element of

novelty in the field of geometry processing algorithms.

In very recent work, surface reconstruction is cast as a dictionary learning problem where the three

vertices of the output triangles in combination describe nearby input points [14]. This is an interesting

approach but it does not exploit the structure of partial scans and also mixes the problem of surface

reconstruction with noise reduction.

The body of literature on mesh smoothing is quite large. Many methods are based on the notion

of a mesh Laplacian or Laplace-Beltrami operator (LBO). Such methods can be seen as both mean

curvature flow and as low pass filtering of noise [6]. On the other hand, most of these methods do

not consider a data term, and after even moderate smoothing, the resulting mesh has no meaning as a

measurement of a physical shape. This is also true of feature preserving approaches, e.g. [11]. There
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are, however, a few examples of effective Bayesian based mesh smoothing approaches which also

preserve features [3, 7]. In the proposed research, we plan to go further as discussed above.

3 Research Plan, Resources, Collaboration, and Dissemination

The feasibility of this project is largely contingent on access to a platform for 3D scanning. Fortu-

nately, we have the SeeMaLab structured light (SL) scanner and software which has been developed

at the Section for Image Analysis and Computer Graphics (IACG) with support from the H.C. Ørsted

foundation. This project provides us with an open and documented in-house developed platform com-

prising both scanner hardware and software. With reference to Figure 1, the SL scanner produces as

its output what corresponds to Step 2. Note that 20,000.00 DKK have been set aside for expenditures

pertaining to scanning equipment contingencies.

We apply for funding for a single Ph.D. student. He or she will be tasked with the research that

we envision will lead to the validation of our three hypotheses. This research will be carried out under

the supervision of the applicants. The PhD student will start on September 1, 2016.

The work on mesh merging and smoothing methods will be undertaken in collaboration with

Professor Leif Kobbelt from RWTH Aachen. Dr. Kobbelt is a leading expert in the field geometry ac-

quisition and processing and his lab at Aachen will host the PhD student during her external stay. The

application includes funding for an external stay in Aachen (est. autumn 2017) as well as sufficient

travel funds for the applicant to briefly visit RWTH.

We plan to validate the usefulness of our method by creating 3D digital heritage models. Remains

that contain DNA must not be subjected to ionizing radiation, rendering CT scanning useless. Our

goal is to create a database of such heritage objects and demonstrate that using our methods, the

digital models are more accurate and allow us to compute more reliable statistics. This work will

be in collaboration with Professor Rasmus Nielsen. The Nielsen Group at UC Berkeley focuses on

statistical and computational methods in evolutionary theory and genetics. Travel funds for a visit to

the Nielsen group for the PhD student and the co–applicant have also been included.

We plan to disseminate the work through (at least) three major journal publications focusing on

(1) the mesh merging process that will allow us to cleanly separate reconstruction and smoothing of

acquired digital models, (2) a Bayesian smoothing framework that exploits knowledge about the scan-

ning apparatus and the structure of partial scans, and (3) a validation publication where we demon-

strate utility through the creation of a digital heritage database. From a practical point of view, we

plan to develop a software package that will demonstrate the usefulness of our research.
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Abstract

We present a simple, yet effective method for non-rigid

alignment of point clouds. Our focus lies on developing a

practical approach that allows us to do efficient, multi-way

alignment of millions of points such as those produced by

structured light scanners. Starting from an initial displace-

ment field over the combined point cloud, our solution re-

lies on an iterative smoothing scheme on the neighborhood

graph of each sub-scan, reducing the Dirichlet energy of the

displacement field. We compare a number of schemes for

computing the initial displacement field, ranging from esti-

mating the Laplacian of the combined point clouds to more

traditional measures such as the point to point distance or

point to plane distance.

1. Introduction

Optical surface scanning technologies ranging from Li-

dar over time-of-flight cameras to structured light scanners

allow us to acquire digital models of many types of objects

for a vast range of applications. However, almost all of these

applications require us to scan each object from several di-

rections since each scan only covers the object as seen from

a particular point. Often, we are interested in a closed sur-

face model for applications such as additive manufacturing,

and even in cases where we do not need a complete 3D

model, concavities and self-occlusion make it impossible

to capture the entire region of interest from a single van-

tage point. For these reasons, we invariably have to deal

with point clouds that consist of multiple sub-scans, each

covering a part of the object. It is crucial these are aligned

precisely.

Substantial progress has been made when it comes to

rigid alignment of such point clouds. In a typical process-

ing pipeline, global, rigid registration is followed by a local,

rigid alignment. However, rigid alignment cannot account

for errors caused by faulty intrinsic calibration or due to

motion artifacts during the scanning process. These prob-

lems cause a non-rigid distortion of the scanned surfaces.

The misalignment results in high-frequency artifacts when

the combined point cloud is later on triangulated to produce

a surface model. Clearly, we can remove the noise using

smoothing methods, but while feature preserving smooth-

ing methods are available, features and noise might well

overlap in the frequency domain making it effectively im-

possible to remove the noise without harming features. The

problem is illustrated in Figure 2 where three overlapping

sub-scans are shown as triangle meshes in 2a, 2b, and 2c.

In Figure 2d, a triangulation of the combined point cloud

is seen. It is clear that the combined point cloud contains

high-frequency noise, which is not present in the original

sub-scans. These high-frequency components (as already

observed in [5]) are caused by a misalignment of the sub-

scans that could not be corrected through rigid alignment.

We approach this problem via a scheme that specifically

removes the high-frequency noise that arises when sub-

scans are combined into a single point-cloud. Our approach

is to apply a combinatorial reconstruction algorithm, e.g.,

[4], to obtain a (noisy) triangle mesh of the combined scans.

We then cast the non-rigid alignment as a feature preserving

smoothing of the triangle mesh performed after the recon-

struction.

We know that much of the noise in the reconstruction is

introduced by the misalignment of the sub-scans. Thus, we

constrain the smoothing to be an almost rigid deformation

of each sub-scan. To be more specific, we first compute

displacement vectors for each vertex in the combined point-

cloud. This can be done in a number of ways, and the nat-

ural approach is to compute the Laplacian – assuming that

we have a triangulation of the point set. In the next step, we

apply the smoothing based on the computed displacement

vectors. However, we constrain the displacement of each

vertex to be coherent within its respective sub-scan.
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Figure 1: To illustrate the principle of our method the red

and blue samples are translated, and noise is added. Simple

Laplacian smoothing yields the green curve. The smooth-

ing removes the translations and reduces the noise, but it

also blurs the sharp features. In comparison our proposed

method (orange curve) enforces coherence of the displace-

ment vectors within each sample set. This preserves fea-

tures much better at the expense of less noise reduction.

The process is illustrated in 2D in Figure 1. The light-

blue dots show samples of the original signal. Another set

of samples of this signal has been corrupted by noise and

then translated to emulate misalignment: the red dots have

been moved up and the blue dots have been moved down.

Consequently, the curve connecting the samples (red and

blue) is very erratic. We can remove the noise and jagged-

ness by regular smoothing, but this leads to significant blur-

ring of the sharp features as illustrated by the green curve.

The orange curve illustrates our method which more effec-

tively preserves the features of the original signal while also

removing noise.

In the following, we assume the individual sub-scans to

be already rigidly aligned - globally and locally. Besides the

aforementioned approaches to global alignment, scans are

often already coarsely aligned - either through the structure-

from-motion (SfM) step necessary in a multi-view-stereo

(MVS) pipeline or directly measured while capturing, for

example through a turntable or robotic arm. Furthermore,

we assume our sub-scans also to be locally aligned, for ex-

ample, by classical rigid ICP.

2. Related Work

There exist a plethora of algorithms for registration or

alignment of 3D data. Giving a comprehensive overview is

clearly beyond the scope of this paper, but we refer to [27]

for a comparative survey on rigid and non-rigid alignment

techniques for point clouds and meshes.

The continued work in the field shows the lack of a gen-

eral solution to the various use cases of this fundamental

idea. The literature on non-rigid registration differs vastly

in the underlying motivation and application. Early work

focused on fitting a single scan and a predefined template,

e.g., for parametrization of human bodies [1]. This contin-

ues to be a challenging task as finding correct correspon-

dences is crucial [17, 30]. Commonly, only a small number

of feature points is therefore considered and based on those

a deformation model is fitted, e.g., using thin-plate splines

[9] or isometric deformations [15]. The approaches in [6]

and [23] divide the point cloud into clusters, which are then

individually aligned via rigid ICP. Spatial smoothing of the

resulting transformations results in a global transformation

function, which aligns the scans with a template or base

model.

Feature-point based methods are popular for global

alignment, allowing for arbitrarily translations and rotations

[13, 26, 19, 34]. If multiple scans need to be aligned, the

transformations need to be consistent [8]. For the com-

bined task of global, non-rigid alignment of multiple scans,

feature-points are used as well [5]. In our work, we assume

the transformations to be small, i.e., we are only concerned

with the final step of the alignment and assume global align-

ment as a separate task.

A wide range of feature preserving smoothing tech-

niques exist, e.g. [18, 22, 12, 14] and generally use prior

assumptions to constrain the smoothing. The specific prop-

erties to differentiate noise from surface features either has

to be carefully picked and tuned or estimated from ground

truth data, like it has been done in Mesh Denoising via Cas-

caded Normal Regression (CNR) [31].

Our approach to feature preserving smoothing is simi-

lar to the deformation in the optimal step framework of [2],

but here we apply the technique to multi-way alignment. It

is also closely related to High Fidelity Scan Merging (HiFi)

[10] – in the sense that our approach shares the idea of com-

bining smoothing on the merged scans as well as on the par-

tial sub-scans. However, their approach does not explicitly

optimize an error function.

2.1. Contribution

Our method allows for feature-preserving smoothing of

multiple partial scans. When a mesh is reconstructed from

a set of sub-scans using a combinatorial method, i.e., a

method which preserves the input points as vertices of the

output mesh, information about the scanning process is re-

tained. As mentioned, any misalignment between the sub-

scans then manifests itself as high-frequency noise in the

output mesh. We propose to formulate feature preserving

smoothing after reconstruction on the output mesh as non-

rigid alignment. Feature preservation is based on the obser-

vation that the displacements due to smoothing should vary

smoothly over the sub-scans since the error that requires a

non-rigid alignment is assumed to result in a coherent de-

formation of the sub-scans.



(a) Scan direction 1 (b) Scan direction 2 (c) Scan direction 3 (d) Merged scans and global mesh

Figure 2: Three separate sub-scans from different viewing directions (a-c) with individual meshes resulting from 2D Delaunay

triangulation in the corresponding image plane. When combining all points (aligned with rigid ICP) into a global mesh the

non-rigid misalignment results in visual noise as seen in sub-figure (d)

Many methods for non-rigid alignment, e.g., [1, 6, 17,

23], address the case of aligning a single set of source points

to a target shape. In order to apply them to the case where

there are multiple scans, an incremental approach would be

necessary. However, this has the inherent drawback that

the result depends on the order in which the sub-scans are

added. This arbitrary choice would lead to accumulating

errors. Furthermore, it bears the peril of initializing with a

scan with particularly pronounced distortion.

Thus, our goal and main contribution is a method that

aligns all sub-scans jointly and symmetrically in order to

reduce high-frequency noise in the final mesh. We build

on the framework introduced in [2] and show how to apply

it to multiple scans jointly. Furthermore, we extend this

framework with an error function focused on denoising the

resulting output mesh with a regularization using the sub-

scan information. The resulting algorithm is able to correct

the misalignment of multiple scans comprised of millions

of points in only a few minutes.

3. Method

For non-rigid alignment, we are concerned with two

driving forces. We want to achieve proper alignment of the

positions of the points resulting in a smooth global mesh

when triangulated. Nevertheless, we also want to move the

points coherently, i.e., we likewise want the displacement

vector field during this process to be smooth. Intuitively the

procedure applies Laplacian smoothing to the final mesh,

but before actually moving the vertices, we smooth the re-

sulting displacements across the each sub-scan.

3.1. Continuous Energy

At the core of our approach lies the idea of reducing the

local variations measured by the Dirichlet energy on a do-

main Ω , which, in this context, are 2-manifolds embedded

in R
3. For the two energies in non-rigid alignment, we have

two distinct domains. One being the manifold Θ given by

the surface of the scanned object, which is approximated

by the surface reconstruction step. This constructs a global

mesh of the merged scans. The other one, Ξ, is given by the

individual sub-scans and the triangulation of them.

Driving the alignment of the point cloud is a smoothing

process, which seeks to reduce the Dirichlet energy on the

global manifold Θ

Ea[p] =

∫
Θ

‖∇p(x)‖2 dA , (1)

where function value p(x) is the position in the embedding

space. We are not interested in the actual minimum of this

energy, but rather take gradient steps

∂

∂p
Ea = −2∆p (2)

to yield a smoother surface, giving the classical Laplacian

smoothing [28].

Our displacement energy then measures how close our

actual displacement d(x) is to a given target displacement

t(x), obtained from, but not limited to, the gradient men-

tioned above eq.(2).

Ed[t] =

∫
Θ

‖d(x)− t(x)‖2 dA . (3)

As mentioned earlier, we also want to enforce a coherent

movement of the points in each of the sub-scans in order

to limit distortion. To that end, we minimize the Dirichlet

energy of the displacement vector field t ∈ R
3 associated

with each point x on the k manifolds seen by each of the k

sub-scans

Ec[t] =
∑
k

∫
Ξk

‖∇d(x)‖2 dA . (4)

Our combined energy is now simply a weighted sum of

the energies

Et = Ed + αEc , (5)

and its gradient is

∂

∂d
Et = d(x)− t(x) + α

∑
i

∆Ξi
d(x) . (6)



3.2. Discrete Formulation

A triangulated surface S, with vertices V = {vi},

i = 1, . . . , N and edges E = {eij}, defines a graph

G = (V,E). The discrete Laplace operator on that graph

can be expressed as a matrix L such that

(Lu)i =
∑
j

wij(ui − uj) , (7)

where ui is the value at vertex vi.There are multiple variants

of the discrete Laplace operator discerned by their weights

ωij [33]. We use the uniformly weighted Laplacian given

by ωij =
1

di

, where di is the degree of vertex i.

For the alignment of multiple surfaces Sk each corre-

sponding to one individual scan, we have disjoint edge sets

Ek. Indexing all points of all sub-scans jointly we can

gather the corresponding Laplacian operators in one matrix

LΞ. The edges are generated by a Delaunay triangulation

of the 2D positions in the image plane of each sub-scan.

We remove edges that are longer than ten times the average

edge length to avoid separate pieces of the scanned surface

to be dependent on each other.The discrete formulation of

eq. (5)

Et = ‖D − T‖2 + α‖MΞD‖2 , (8)

where MΞ is the incidence matrix with respect to the sub-

scans. The gradient is then expressed as

∇Et = D − T + αMT
ΞMΞD (9)

= D − T + αLΞD , (10)

where T ∈ R
N×3 is the matrix of target displacements,

and D ∈ R
N×3 the displacements actually applied after

optimization, akin to [2] but formulated for the multi-way

alignment case. The second equality in eq.(9) only holds

for the unweighted discrete Laplacian.

After applying the calculated translations D, the target

displacements change with the updated positions. For that

reason we repeat this process for a fixed, small number of it-

erations or until the smallest eigenvalues of the local covari-

ance matrices (see Figure 8a) fall below a certain threshold,

which is a parameter to our algorithm.

If we were to do simple gradient descent, starting with

an initial guess of using the target displacements, i.e., D0 =
T , we would obtain a gradient equal to αLΞT + 2T and a

resulting translation of

T1 = 3T + αLΞT (11)

This effectively defines a smoothing process of the target

translations over the individual sub scans. Although we

used a conjugate gradient solver in practice, it can thus

be seen that the non-rigid alignment is conceptually just

smoothing the displacements, resulting from a smoothing

operator, with respect to the proximity in the sub-scans.

3.3. Target Displacements

As input to the optimization framework, we need a target

displacement T . As our goal is denoising, we evaluate dis-

placement vector fields generated by smoothing operators

for meshes as well as point clouds.

GLP Graph-Laplacian smoothing only uses the connectiv-

ity information of the mesh discarding any spatial in-

formation. As a simple approximation to the Laplace-

Beltrami operator, it is the natural choice to approxi-

mate eq (1) in case a global mesh is given.

MCM Mean Curvature Motion on point clouds [11], is

computationally more demanding as it fits a total least

squares (TLS) regression plane to the neighborhood

around each point and projects the point onto it. The

plane passes through the centroid of the k-nearest

neighbors and its normal points in the direction of least

variance.

Centroid Instead of estimating a regression plane, sim-

ply moving each point to the centroid of the k-nearest

neighbors directly is another way to induce a dis-

placement vector field. It also relates to the Graph-

Laplacian, but instead of using the edges of a mesh as

edges in the graph, the edges connect to the k-nearest

neighbors around each point.

P2P The classical point-to-point correspondence [3] is es-

sentially equivalent to the centroid of the k-nearest

neighbors, where k = 1. Although some additional

heuristics have been incorporated to reject false or mis-

leading correspondences [25]. For non-rigid align-

ment, it is not well-suited as it lumps points together

(see Figure 6a), but it is included for completeness.

P2Pl Point-to-plane (P2Pl) [7] correspondence is widely

used for ICP. It is similar to MCM in that it also re-

stricts the displacements to the normal directions. Fur-

thermore, the standard way of normal estimation via

Eigen decomposition of the covariance matrix is equiv-

alent to TLS regression [20]. The only difference is the

point the regression plane passes through, which in the

case of P2Pl is the centroid of the k-nearest neighbors

with k = 1, and not n.

4. Results and Comparison

We evaluated our method on a set of four different scans

depicted in Figure 3. The famous Stanford Bunny was taken

from the The Stanford 3D Scanning Repository [29]. The

three other models (Owl, Facade, and Skull) were scanned

with a structured light scanner while placed on a turntable

to obtain pre-aligned sub-scans.



In Figure 3 each of the sub-scans is shown in a distinct

color. All of the scans show substantial non-rigid misalign-

ment, albeit being carefully calibrated. This becomes ob-

vious in the top row showing the combined sub-scans after

rigid alignment via ICP. The bottom row shows our non-

rigid alignment process based on the Graph-Laplacian sub-

stantially reduces the error for all models. In case of the

Skull, the inside of the nose has only been scanned from a

single direction. This is visible as an orange patch before

and after the non-rigid alignment.

Figure 4 and the top row of 5 show that the non-rigid

alignment error is substantially reduced. Laplacian smooth-

ing [21] alone introduces far more blurriness before the

high-frequency noise caused by the misalignment vanishes

as shown in the bottom row of 5. It also becomes appar-

ent that Bilateral mesh denoising [12] models the high level

of noise as features and even after 50 iterations taking 48

minutes cannot fully remove the misalignment noise. High

Fidelity Scan Merging (HiFi) [10] is able to align the sub-

scans well, taking 390 seconds for five iterations, resulting

in less remaining noise. However, it still is not able to align

the sub-scans as well as ours, and a more visible pattern can

be seen in Figure 7 indicating larger deviations in between

the sub-scans. The final image in Figure 4 shows the result

of Cascaded Normal Regression (CNR) [31]. There is also

some remaining misalignment visible after 412 seconds of

processing, as the misalignment noise gets transformed to

lower frequencies, resulting in vertical streaks. It should

also be noted that using point to plane (P2Pl) displacements

boils down to the method proposed in [2].

Table 1 lists timing for the alignment on the different

models. A Intel R© Xeon R© E5-2660v3 CPU with 10 cores

was used during processing. The adjacency matrix for the

sub-scans had to be assembled for all approaches in order to

compute LΞ. This adds a pre-processing time listed in the

fourth column of 1 to all variants. The meshing step is of

course only mandatory for the GLP displacements. We use

the implementation of the Co3Ne algorithm [4] available in

Geogram [16]. Timings for reconstructing the global mesh

are listed in the fifth column. All of the variants for gener-

ating the displacement vector fields, except for P2P which

produces lumped points, reduce the misalignment. A clear

advantage of the GLP based approach is a substantial reduc-

tion in computation time.

The same set of parameters is employed for all models

shown in Figure 3. We use the 16 nearest neighbors for

computing the MCM, as well as for the centroid. P2P and

P2Pl use an upper bound on the euclidean distance of 18-

times the average closest point distance. Running ten itera-

tions with a stiffness factor α between 15 and 30 gave good

results on all models.

In contrast to the other approaches for calculating the

displacements, GLP does not require to recompute the

neighborhood relation in each iteration. Furthermore, using

the uniform Graph-Laplacian alleviates us from recomput-

ing the weights in each iteration. For P2P and Centroid, it

is necessary to update the kD-tree used for nearest neigh-

bors search adding computation time. When using MCM

or P2Pl, an additional Eigen decomposition has to be com-

puted for each point. These factors accumulate to 20% to

60% reduced iteration time for GLP compared to the other

methods.

Although the setting and the data is different in [23] as

they are concerned with aligning a single scan to a template

and the data is not publicly available, our implementation

in Python achieves timings on the same order. Compar-

ing, for instance, their results for aligning a point cloud of

8.7 million points in 221 seconds with the 279 seconds for

our Skull model with 7.2 million points. The more related

case discussed in [6] of aligning the 1406 scans of the The

Digital Michelangelo Project containing 28 million vertices

took 1.5 hours on a cluster of 60 nodes.

One thing to note is that when a global mesh is initially

given, using the GLP displacements is not only faster but

also avoids folding triangles as can be seen in Figure 6. It

inherits the mesh fairing properties of the Graph-Laplacian

[21] and is the only approach of the ones evaluated that di-

rectly results in a proper mesh.

Figure 8 gives a quantitative comparison between the

classical energy terms based on Point to Point (P2P) and

Point to Plane (P2Pl), the proposed methods Centroid,

Mean Curvature Motion (MCM), Graph Laplacian (GLP),

and simple Laplacian smoothing. Figure 8a shows the qual-

ity of the alignment measured by the smallest eigenvalue of

the local covariance matrix of the merged points. All meth-

ods show a similar result indicating a successful reduction

in noise. Laplacian smoothing shows the most rapid de-

crease as the is no regularizing term. The Dirichlet energy

in Figure 8b is computed with respect to the global mesh.

For the Point to Point based method this energy term no-

tably increases after an initial decline as a result of drastic

tangential drift of the points. The method is oblivious to the

mesh as correspondences are only based on proximity. On

the other hand, the Graph Laplacian is explicitly account-

ing for this and thereby able to reduce the energy beyond

the other regularized methods.

5. Discussion

In this paper, we proposed a method bridging non-rigid

registration of partial scans and feature preserving mesh de-

noising. While coherent displacements preserve features

much better, it is still effective at removing the noise due

to alignment errors.

We have compared several procedures for computing the

displacements that drive the smoothing process, and we find

that the Laplacians tend to give the best quality, yet also the



Table 1: Processing times for setup & 10 iterations of the alignment process in seconds for the models shown in 3.

Preprocessing Alignment

#Scans #Points Adjacency Meshing MCM GLP Centr. P2P P2Pl

Bunny 10 362k 3.32 2.36 28.47 15.40 24.00 19.27 28.38

Owl 3 692k 15.73 7.47 71.49 27.89 58.92 55.25 69.87

Facade 3 3.8M 77.43 40.53 284.77 150.77 229.08 189.83 262.76

Skull 18 7.2M 40.50 58.53 566.59 279.00 443.95 378.18 526.25

Figure 3: Color coded triangulation of the sub-scans

aligned with rigid ICP (top row), and non-rigid ICP with

Graph-Laplacian (GLP) based displacements (bottom row).

best run-time performance.

Our work relies on two essential assumptions. The first

of these is that we already have a rigid alignment. The

energies we minimize are very local and cannot establish

correspondences between points far apart. Fortunately, it

appears that modern methods for rigid alignment [24, 32]

make this assumption reasonably easy to justify. Our sec-

ond assumption, in case of the GLP based energy, is that

we have triangle mesh connectivities for both the combined

point cloud and for each sub-scan. Fortunately, the partial

scans can generally be triangulated using 2D Delaunay tri-

angulation in the image plane, and several combinatorial re-

construction algorithms are available for reconstruction of

mesh connectivity from the combined point cloud, e.g., [4].

If these assumptions are met, our post-reconstruction

non-rigid alignment procedure can be applied. Compared

to merely smoothing out the noise due to misalignment or

(almost equivalently) performing a volumetric reconstruc-

tion, the benefit is that we are able to preserve features more

accurately. We see the utility of our method predominantly

as the last step in the pipeline – somewhat unusually – after

meshing of the points.

When comparing to the two related classes of algo-

rithms, i.e., feature-preserving mesh denoising and non-

rigid alignment, we arrive at the best of both worlds. Non-

rigid alignment operates on point clouds, ignoring the mesh

connectivity. Feature-preserving denoising uses the topol-

ogy information of the mesh, but ignores the knowledge

about the scanning process. Our method uses the fact that

we want each input scan to deform almost rigidly as an in-

formal prior, turning an approach for non-rigid registration

into feature preserving smoothing. It also should be noted

that more sophisticated smoothing algorithms are straight-

forward to include in our framework. In summary, by using

both sources of information, we obtain superior results in

the frequent scenario of creating high fidelity meshes from

scanned data.
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man body shapes: Reconstruction and parameterization from

range scans. Acm Transactions on Graphics, 22(3):587–594,

2003. 2, 3

[2] B. Amberg, S. Romdhani, and T. Vetter. Optimal step non-

rigid icp algorithms for surface registration. Proceedings of

the Ieee Computer Society Conference on Computer Vision

and Pattern Recognition, page 4270190, 2007. 2, 3, 4, 5

[3] P. J. Besl and N. D. McKay. Method for registration of 3-d

shapes. In Sensor Fusion IV: Control Paradigms and Data

Structures, volume 1611, pages 586–607. International Soci-

ety for Optics and Photonics, 1992. 4
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Table 1: Summary of processing times for 10 iterations of the alignment process in seconds

Bunny Owl Facade Skull

Point to Point (P2P) 19.27 55.25 189.83 378.18

Point to Plane (P2Pl) 28.38 69.87 262.76 526.25

High Fidelity Scan Merging (HiFi) 52.61 116.66 423.07 974.23

Centroid 24.00 58.92 229.08 443.95

Mean Curv. Motion (MCM) 28.47 71.49 284.77 566.59

Graph Laplacian (GLP) 15.40 27.89 150.77 279.00

Alignment failure due to strong distortion Graph. Left: original mesh, Right: Graph Laplacian (GLP)
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Top row – Related methods: rigid ICP, Point to Point (P2P), Point to Plane (P2Pl), High Fidelity Scan Merging (HiFi)

Bottom row – Proposed displacements: Centroid, Mean Curvature Motion (MCM), Graph Laplacian (GLP)

Top row – Related methods: rigid ICP, Point to Point (P2P), Point to Plane (P2Pl), High Fidelity Scan Merging (HiFi)

Bottom row – Proposed displacements: Centroid, Mean Curvature Motion (MCM), Graph Laplacian (GLP)



Top row – Related methods: rigid ICP, Point to Point (P2P), Point to Plane (P2Pl), High Fidelity Scan Merging (HiFi)

Bottom row – Proposed displacements: Centroid, Mean Curvature Motion (MCM), Graph Laplacian (GLP)

Top row – Related methods: rigid ICP, Point to Point (P2P), Point to Plane (P2Pl), High Fidelity Scan Merging (HiFi)

Bottom row – Proposed displacements: Centroid, Mean Curvature Motion (MCM), Graph Laplacian (GLP)



Final mesh:

Top row – Related methods: rigid ICP, Point to Point (P2P), Point to Plane (P2Pl), High Fidelity Scan Merging (HiFi)

Bottom row – Proposed displacements: Centroid, Mean Curvature Motion (MCM), Graph Laplacian (GLP)

Final mesh:

Top row – Related methods: rigid ICP, Point to Point (P2P), Point to Plane (P2Pl), High Fidelity Scan Merging (HiFi)

Bottom row – Proposed displacements: Centroid, Mean Curvature Motion (MCM), Graph Laplacian (GLP)



Final mesh:

Top row – Related methods: rigid ICP, Point to Point (P2P), Point to Plane (P2Pl), High Fidelity Scan Merging (HiFi)

Bottom row – Proposed displacements: Centroid, Mean Curvature Motion (MCM), Graph Laplacian (GLP)

Final mesh (Close-up on fine detail seen also in the photograph):

Top row – Related methods: rigid ICP, Point to Point (P2P), Point to Plane (P2Pl), High Fidelity Scan Merging (HiFi)

Bottom row – Proposed displacements: Centroid, Mean Curvature Motion (MCM), Graph Laplacian (GLP)
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Abstract

We present a method for reconstructing a surface from a point
set given by multiple range scans. Usually, we think of this
surface as a two dimensional manifold embedded in three-
dimensional space and the points being samples of this man-
ifold. The key idea of our approach is to construe range scans
of a physical object as a set of charts which together form an
atlas of the manifold which corresponds to the scanned object.
Each chart defines a two-dimensional parametrization of a re-
gion of the manifold and thereby of the point samples. This
parametrization allows for an efficient triangulation of one re-
gion. For the domain of these charts, a natural choice are the
image planes of the individual depth images.

1 Introduction

Reconstruction of 3D surfaces from optically acquired data is
a big and well-explored field [1]. Overall, methods for 3D re-
construction can be classified as combinatorial if the original
points are connected or volumetric when the surface emerges as
the level-set of a characteristic function f : R3 → R. The Ball
Pivot Algorithm [2] is an example of a combinatorial method
whereas Poisson reconstruction [9] is a well-established exam-
ple of a volumetric method.

Volumetric methods have two features which have tradition-
ally been considered merits: it is easy to ensure that holes (ar-
eas with missing points) are closed, and they suppress noise.
However, volumetric methods inherently resample the surface
since the output mesh is created using a polygonization method
such as marching cubes [12]. To accurately capture geometry,
we often produce highly detailed meshes, and that can lead to
both oversampling and overfitting (see Figure 5).

These are the main reasons we are looking for a combinatorial
approach. Our starting point is the observation that the optical
acquisition of an object almost always requires scanning it from
multiple directions in order to capture the entire surface. In
an ideal setting, each scan of the surface would cover a part of
the surface that does not overlap that of any other scan, but
the opposite is generally true: to ensure proper coverage, scans
overlap significantly.

Arguably, this is what makes 3D reconstruction somewhat
challenging. Usually, we can reconstruct a surface of a single
sub-scan only by 2D triangulation of the points, but then we
are left with several partially overlapping triangle meshes. Per-
haps, for this reason, most 3D reconstruction methods tend to
merge the scans into a single point cloud. We do almost the
opposite: our approach is to segment points into disjoint re-
gions where each region corresponds to one of the sub-scans,
illustrated in Figure 2. In the image (a) the colors are mixed
because the scans overlap, but after segmentation (b) we end
up with three point-clouds that cover distinct regions of the
surface. Yet each segment corresponds to a sub-scan, and we

can reconstruct a surface mesh of the segment simply by 2D
triangulating the corresponding point set. What remains is to
stitch the seams between each of these meshes, producing the
results shown in (e).

1.1 Related Works

Our work may seem similar to the original zippering approach
[16]. However, zippering removes triangles (along with their
vertices) from the boundary of each sub-scan as long as they
overlap while we reassign rather than remove points.

In [13] the aim is to construct a global 2D parametrization
leading to an optimization problem. In contrast to this, we only
have to find the transition functions between the input depth
images and show that this is sufficient for 3D reconstruction.

Conceptually, our work is perhaps more closely related to
tangent plane-based triangulation methods such as [4] which
also exploit that surfaces are 2-manifold.

2 Method

Almost invariably, we reconstruct a 3D model from several
scans (obtained by optical acquisition) that combine to cover
the entire model. In the following, we will use the term discrete
surface map (DSM) to refer to points in the frame of a single
scan. A DSM is a projection of parts of a 3D model onto a 2D
domain. Thus, a DSM can be seen both as a discrete chart of
the scanned object and as a collection of points for which we
have 2D positions in the image domain as well as 3D positions.
The domain of each DSM is the corresponding image plane.

We propose to employ the 2D domains of these DSMs as
domains for 2D Delaunay triangulation and to perform point
cloud reconstruction by subsequently combining these trian-
gulations. Immediately, this seems problematic. It would not
lead to a coherent mesh if we triangulated the individual DSMs.
The reason being that they overlap, and we would be left with
the tedious problem of merging partially overlapping meshes –
as illustrated in Figure 1a which shows three scans (blue, or-
ange, and green). Since the three scans are taken from nearby
angles, the point clouds almost completely overlap.

In order to approach the problem, we observe that given
two DSMs which overlap, say A and B (illustrated Figure 2),
it must be possible to map a point p from the domain of A
to the domain of B. In Section 2.3, we propose a method for
constructing transition functions that map between pairs of
image domains. However, we can also see DSMs as point sets,
and the transition functions allow us to reorganize the point
sets such that a point which originally belonged to DSM A
is mapped to DSM B and then re-assigned to the point set
belonging DSM B.

We make use of this by re-assigning points in the overlapping
regions to one of the contributing DSMs. Gathering all points
sampling a specific patch in one DSM, we reduce the problem
to 2D Delaunay triangulation of those patches (see Figure 1b
and 1c).

1



(a) Input points (b) Segmentation (c) Triangulation (d) Overlap removal (e) Seam stitching (f) Final mesh

Figure 1: Steps of the algorithm – (a) the different scans are shown in distinct colors, (b) colors represent the assigned image
domain, (c) triangulation of partial point cloud assigned to one specific domain, (d) triangulation after removing overlap with
other domains, (e) pruned sub-meshes in grey and consensus triangles bridging the gap in red, (f) final result after hole filling.

A B
p

pA
pB

Figure 2: Given a pair of DSMs A and B, we can map a point
from its domain position in A, pA, to its domain position in B,
pB .

2.1 Smoothing

We assume the DSMs are globally and locally aligned, typically
using a variant of the ICP algorithm [14]. However, still the
surfaces are noisy, and the alignment cannot be assumed to be
perfect. Our approach is to establish a (non-meshed) common
surface that integrates information from all scans. Therefore we
pre-process our data using a method formean curvature motion
(MCM) smoothing of point clouds due to [8] – also used in other
combinatorial methods like [7, 3]. It is an iterative smoothing
process based on the heat equation:

dX

dt
= h(X)N(X) , (2.1)

where the positionX ∈ R evolves in normal directionN propor-
tional to the mean curvature h over time t. It has been shown
in [8] that this can be estimated by iteratively projecting each
point onto its local total least squares regression plane.

It should be noted that akin to [8] the initial smoothing only
serves the purpose of reducing noise for the triangulation and
does not introduce smoothing in the final result.

2.2 Segmentation

We need to resort the point sets into non-overlapping pieces.
We base our cost function on the information about the ori-
gin of each point. For structured light and laser range scan-
ners, this is the scan ID together with the extrinsic parameters.
Compared to using normal information it has the following ad-
vantages:

• It is resilient to noise as it is given by the scanning process
and not derived from noise data.

• It effectively provides us with visibility information such
that we do not need to explicitly check for occlusion, which
can only be done approximately for a point cloud.

We formulate the segmentation as a graph labeling problem
with the points as nodes and connecting the k nearest neighbors
with edges. The labels l we assign correspond to the scan IDs
and their image planes.

Each point Xi originates from a scan s(Xi) ∈ S. Our seg-
mentation assigns a label li ∈ S to each point, which determines
the image plane the point is projected into for triangulation.
The segmentation minimizes the following energy function via
a minimum cut on the neighborhood graph:

E =
∑

i



ul(xi) + λ
∑

j∈Ni

✶li 6=lj



 , (2.2)

where the first term is based on the count of scan IDs Cl(xi) =
{xj |xj ∈ Ni, s(xj) = l} in the neighborhood:

ul(xi) = 1−
Cl(xi)

maxm Cm(xi)
(2.3)

and the second term assigns a penalty for each point that gets
assigned a label differing from its original scan ID.

Finding the solution to this multi-label problem is done via
a minimum graph cut with alpha-expansion [10]. The results
are shown in Figure 1b and 3, where we observe that the colors
are now separated into contiguous regions. Perceived as charts,
the DSMs are unchanged, but the point sets associated with
each DSM no longer overlap with points sets associated with
other DSMs.

2.3 Transition functions

After assigning each point to a specific DSM, we need to find
its 2D position. In order to be more resilient to noise, we do
not merely project each point. For each image domain, we
construct an auxiliary 2D Delaunay triangulation of the points
originating from the corresponding image. By that, we are cre-
ating a coarse approximation of the manifold in the embedding
space and a corresponding parametrization of the image plane.
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Figure 3: Segmentation into individual domains

BA

pA pB

XA XB

Figure 4: Going from image domain A to B via the connection
of XA and XB (depicted in red) in embedding space.

In Figure 4 a triangulation of the points in image domain
A and B is sketched in conjunction with two triangles of the
surrogate surface resulting from that. When mapping a point
pA from A to B, we determine the barycentric coordinates in
A. From those, we can compute a position XA on the surrogate
surface in 3D. The closest point to XA on the surrogate surface
corresponding to B denoted as XB in Figure 4 connects the two
DSMs. With the barycentric coordinates of XB we can then
determine the final 2D position on B. This procedure defines
our transition functions.

2.4 Seam closing

The remaining task is to join the partial meshes. To address
this, we add spatially close points to each part of the segmen-
tation seen in Figure 1b, before triangulating them separately
(Figure 1c). This allows us to easily prune each of the result-
ing sub-meshes by only keeping the triangles connecting points
initially labeled as belonging to this part. The result of this
pruning step is shown in Figure 1d.

From the set of triangles removed by the pruning, we only re-
tain those triangles connecting one or two points of the original
part, e.g., the blue one in Figure 1, with one of the other parts.
After processing all segments, we exploit that there tends to be
significant consensus [15] between the triangulations in these
overlap regions. The consensus triangles connecting the seg-
ments are added to the mesh (depicted red in fig. 1e). Lastly,
the remaining small holes are closed. The final result is illus-
trated in Figure 1f.

3 Results

We compare our method to other combinatorial methods,
namely SuperCocone [5], RobustCocone [6], Co3ne [3], scale
space meshing (SSM) [7]. Also we compare to Screened Poisson
Reconstruction (SPR) [9] as a widely used volumetric method.

SPR, depth 10 SPR, depth 11 SSM Ours

Vertices 625k 1.8M 690k 686k
Faces 1.2M 3.6M 1.4M 1.4M

Table 1: Number of vertices and triangles in the reconstructed
surface of the Owl model.

Figure 5: Closeups of the triangulations. From left to right:
Screened Poisson Reconstruction with maximum octree depth
of 10, same with a depth of 11, and our method.

Figure 6: Bunny with added noise of std. 0.3. From left to
right: SuperCocone, RobustCocone, Screened Poisson Recon-
struction with maximum octree depth of 8, Scale Space Mesh-
ing, Co3ne, and our method.

In Figure 5 and from Table 5 it becomes evident that in order
to capture the fine details it is necessary to increase the overall
number of points in the final mesh if a volumetric method like
SPR is used. This results in an output mesh that models noise
along with the details. Our method and Scale Space Mesh-
ing (SSM) use approximately the same number of points and
faces. Whereas Screened Poisson Reconstruction (SPR) with
a maximum octree depth of 11 uses more than twice as many
primitives.

This problem becomes even more apparent when some ad-
ditional noise is added, which can be seen in Figure 6 and 7.
The SuperCocone method completely breaks down and is not
able to recover a coherent surface at all. RobustCocone only
uses a fraction of the points and in doing so misses a lot of the
details. Poisson reconstruction either has to reduce the reso-
lution or overfits modeling the noise. The ball pivoting step
in SSM struggles to include all points leaving holes in the sur-
face. Co3ne includes all points but doing so at the expense
of topological noise which is very hard to remove with post-
processing.

4 Discussion and Future Work

A good case could be made that surface reconstruction from
optical scans is a fairly easy problem in the sense that there are
many algorithms. However, generally volumetric methods con-
flate reconstruction and smoothing while also resampling the
surface – often leading to an increased number of parameters
(vertices) if we aim for the highest level of precision as illus-
trated in Figure 5. Our approach neither increases the number
of points nor does it introduce smoothing.
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Figure 7: Closeups of the facade scan. From left to right:
SuperCocone, Screened Poisson Reconstruction with maximum
octree depth of 10, and 11, Scale Space Meshing, Co3ne, and
our method. (RobustCocone runs out of memory)

Nonetheless there are challenges in the current approach,
which we hope to solve in the future:

• When stitching two segments the set of agreeing triangles
for difficult camera configurations is rather small, resulting
in larger holes in the mesh.

• Although the segmentation is resolving the occlusions well,
the fact that we need to add overlaps and restrict inter-
segment connections to these, makes deep concavities chal-
lenging.

• Thin structures in the geometry pose a problem to the
smoothing step, which results either in connections be-
tween very dissimilar scan directions or points not being
smoothed at all. This problem is also present in [8] and
related methods.

• Finding a good balance between the data and the smooth-
ing term for segmentation has been difficult. Shallow min-
ima in the cost function for regions with multiple or no
predominant scanning directions require additional regu-
larization. Whereas, too much smoothing causes occluded
regions to be falsely assigned.

Also processing times could be reduced at various steps of the
algorithm. The graph cut for segmentation only uses a single
core although parallel approaches for multi-label segmentation
have been proposed [11]. Furthermore, we aim for a rather
smooth segmentation and do not depend on the exact location
of the borders in between. This would allow us to reduce com-
putational complexity by only using a subset of the points and
transferring the label to the whole set afterwards.

Exploring the applicability of our transition function to other
problems like mapping color and other quantities derived from
2D images would also be an interesting future direction.
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Surface Reconstruction from Point Clouds using Graph Convolutional

Networks

A R T I C L E I N F O
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A B S T R A C T

We present the first deep learning approach to combinatorial 3D surface reconstruction that scales

to arbitrary input sizes. The fundamental challenges are the discrete nature of the problem and the

size of the search space. We approach these issues by splitting the reconstruction problem into a

combinatorial problem solved using 3D Delaunay triangulation and a classification problem solved

using a graph convolution based deep learning architecture. In essence, we train a neural network

to classify tetrahedra into interior and exterior. The final output is the boundary between the two

classes. Our results show that the method produces triangle meshes faithful to the captured surface.

In particular, subtle features are preserved. We compare our results to state-of-the-art algorithms for

surface reconstruction and based on our ablation study, we evaluate the essential ingredients of our

architecture.

1. Introduction

Reconstruction of 3D triangle meshes from point clouds

is a topic that has received significant attention for more than

two decades. A large class of methods proceeds by finding a

characteristic function or an approximation thereof, that con-

tains the desired surface as an isocontour. This is both simple

and effective and the output mesh is easily computed using

isocontour triangulation. However, the output only approx-

imates the input points due to voxelization and smoothing.

Another class of methods solves the arguably harder, com-

binatorial problem of finding a triangle mesh that connects

and hence interpolates a large subset of the input points. Our

work belongs to this second category.

At the outset, the surface reconstruction problem seems

suitable for machine learning. Reconstruction is clearly ill-

posed since for any set of points there would, in general, be

a number of almost equally plausible reconstructions. In-

deed, we normally use regularizing energy terms such as

minimization of surface area to promote the preferred type

of solution, but it seems that the preferred type of solution

would be learnable. On the other hand, the problem is also

discrete, and must be recast in such a way that we obtain a

problem that is trainable, i.e. it must be possible to compute

gradients for the learning problem. In recent work, [13] pro-

pose a generative, neural network-based method for recon-

struction which considers all possible triangles that might be

formed from the points. Unsurprisingly, this restricts their

method to a relatively small number of points (specifically

100 points).

We opt instead for the strategy of splitting the reconstruc-

tion problem into two problems: a combinatorial problem

which is well-posed and a simple classification problem that

is still ill-posed but learnable. The former problem can be

seen as reducing the search space from all possible triangles

to a much smaller set. We do this by using Delaunay tri-

angulation to form a simplicial complex whose vertices are

the input points. Fortunately, efficient codes for 3D Delau-

nay triangulation are readily available. The latter problem

ORCID(s):

is thereby reduced to finding the triangular faces in the com-

plex which should be a part of the output mesh. In fact, since

we are interested in watertight surfaces, the problem is tan-

tamount to classifying tetrahedra according to whether they

are inside or outside the surface, and the output triangles are

those which separate the two classes.

It is not in itself novel to use 3D Delaunay triangulation

as the basis for combinatorial reconstruction of meshes from

point clouds. But it lends itself very well to a neural net-

work based surface reconstruction strategy by replacing a

hand-crafted heuristic with a data-driven approach based on

inside-outside classification of tetrahedra, and this part of the

approach is novel to the best of our knowledge.

Our networks employ multi-layer perceptrons (MLP), which

operate on the dual graph of the Delaunay tetrahedralization

where the nodes correspond to tetrahedra and the edges are

the dual edges to the triangular faces separating tetrahedra.

Inspired by the Dynamic Graph CNNs by [30], we use edge

convolutions (EdgeConv) to learn from the point positions

and scan directions (alternatively normals). We find that it

is a crucial to add an attention mechanism as well as skip

connections.

Our results indicate that it is not only feasible to recon-

struct 3D meshes from point clouds using neural networks

but also that our method is highly scalable: since we only

require local information for the classification of tetrahedra,

our method can be applied out-of-core and would scale up

to machine limitations.

Contributions:

• end-to-end learning of surface reconstruction

• fully convolutional architecture is able to handle arbi-

trary number of points

2. Related Work

Surface reconstruction methods can roughly be divided

into two categories according to whether they approximate

or interpolate the input points. In the following, we aim to
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Surface Reconstruction using GCNs

provide an overview but focus mostly on the methods related

to our work. For a more complete overview of approxima-

tion methods, we refer the reader to Berger et al. [5]. As for

interpolation, Cazals and Giesen [9] provide an overview of

many important schemes.

Volumetric Approximation Methods. Volumetric meth-

ods reconstruct a smooth characteristic function, stored as

samples on a 3D lattice, from which the output surface can

be extracted as an isocontour. Hoppe et al. proposed one of

the earliest volumetric methods [18], and later Kazhdan and

Hoppe [22] formulated the search for a characteristic func-

tion as a Poisson problem. Recently, Barill et al. [4] further

simplified the search for a characteristic function to the com-

putation of the generalized winding number which is simply

a summation with a term for each point. In fact, if the closing

of large holes is not important, it is possible to simply com-

pute a weighted average of contributions from each point in

a local neighbourhood as in the work of [14].

Learning-based Approximation Methods. While many

approximation methods are volumetric, Xiong et al. [31] cast

reconstruction as a dictionary learning problem where the

objective is to find a dictionary of vertices and a coding ma-

trix of barycentric coordinates which combine to reproduce a

good approximation of the input points. Groueix et al. [17]

used a encoder-decoder architecture to generate points on

an implicit surfaces. They map a 2D input through a MLP

to a surface in 3D, conditioned on the input pointcloud as

a whole. In order to cover complex objects multiple over-

lapping patches are used, but in fact only overlaid and never

connected. Although it is then easy to triangulate each patch

by the parametrization induced through the input, it leads to

separate sheets of triangulation stacked on top of each other.

Recently, Dai and Nießner [13] employed a method which

learns vertex positions, edge connectivity, and finally output

triangles from a truncated signed distance field input repre-

sentation (see e.g. [21]). However, this method is based on a

complete graph representation of the vertices which greatly

limits the feasible model complexity. Learning a signed dis-

tance function directly was addressed in [28], but during in-

ference they need to fit a latent vector representation. The

optimization step matches the current object to one of the

classes present during training. This not only make inference

more complicated, but also means that it cannot be applied

to completely new object types never seen during training.

Mescheder et al. [27] learn to assign the probability of being

occupied by an object for any point inside a bounding vol-

ume. But, they also use an encoder-decoder architecture that

needs to first map an object to a latent vector, which again

does not generalize well to unseen classes of objects.

Interpolation Methods. Interpolatory methods are often

based on a Delaunay triangulation of the input point cloud.

Cazals and Giesen [9] provide a (not quite recent but com-

prehensive) overview of such methods where they divide re-

construction methods into four classes. The first class con-

sists of methods which operate in the tangent plane of the

sampled surface. This includes the early work by Boisson-

nat [7]. The second class is the methods which restricts the

triangulation to the triangles which lie in an approximation

of the surface. This includes the Crust algorithm by Amenta

and Bern [1] and the later Co-cone algorithm by Amenta

et al. [2]. These algorithms use the notion of Voronoi poles

to define regions that should be disjoint from the set of out-

put triangles. The last class contains methods such as the

Ball-Pivoting algorithm [6] which extracts triangles whose

vertices lie on the boundary of a ball of given radius which

in turn contains no point from the cloud.

However, closest to our work is the penultimate class of

methods denoted the inside/outside labeling methods. The

first such method, denoted the Sculpture approach, was also

proposed by Boissonnat in [7] and operates by removing

tetrahedra from the convex hull until all points lie on the

boundary. Later Amenta et al. [3] proposed the Power Crust

algorithm which initially approximates the medial axis by

Voronoi poles and then extracts the surface as the facets sep-

arating interior poles from exterior in the power diagram.

Giesen and John [15] proposed a method which is based on

finding the regions whence all points flow to the same criti-

cal point of the distance function when flowing in the ascent

direction.

Interpolation Methods using Graph Cuts. Graph cut-

based methods have been used extensively in computer vi-

sion since early work by Greig et al. [16] and are also ap-

plicable to inside/outside classification. Given a graph with

associated edge capacities, we can find the set of edges (min

cut) which limits the flow from a source to a sink [12]. Us-

ing the dual graph to the Delaunay complex, Labatut et al.

[25] compute the set of triangle faces separating inside from

outside via a min-cut of the graph, where the capacity of

each edge is based on the visibility [25]. Building on this

work Labatut et al. [26], Jancosek and Pajdla [19] introduced

correction terms for the edge weights to make the approach

more robust in practice. In [26] the shape of the triangle

corresponding to an edge, and the shape of the two adjacent

tetrahedra is taken into account. Whereas, [19, 20] are con-

cerned with augmenting the capacity of the edges connected

to the sink node - representing the inside label.

Deep Learning on Graphs. Deep learning methods have

been very successful on images, where the data is sampled

on a regular grid with a fixed neighborhood structure. Kipf

and Welling [23] extended deep learning methods to the more

general domain of graphs. Linear combinations of node fea-

tures are passed from each node to its neighbors, and then

averaged and passed through a non-linearity. The weights

of the linear combinations are adapted during training.

Among others, Wang et al. [30] then applied the idea to

geometric data. Specifically for pointclouds even the neigh-

borhood structure is not given. To this end Wang et al. use

a fixed number of nearest neighbors, initially in Euclidean

space but then for deeper layers also in the embedding space.

In addition they concatenate the current feature and the dif-
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Figure 1: Schematic drawing in 2D: A set of scan points (grey
circles) from an object (orange) and camera locations (grey
squares), corresponding Delaunay triangulation (grey lines)
and Voronoi diagram (blue lines), Voronoi vertices (blue cir-
cles)

ference to the neighboring feature to generate the inputs to

the networks.

3. Method

Rather than directly search for a triangulation of the input

points, we divide the problem into two much simpler prob-

lems: first we limit the search space by computing the Delau-

nay triangulation and second, we compute the inside/outside

labelling of the resulting tetrahedra using graph-based learn-

ing. In the following, we will describe the general setup and

then proceed to the specifics of the network architecture.

3.1. Voronoi Graph Labeling
We setup the problem very much like [26, 19]. To the set

of input points at locations {x1,… , xN} scanned from direc-

tion {d1,… ,dN} we add the camera centers {c1,… , cM},

and generate the Delaunay triangulation. Instead of camera

positions the corners of a box containing all points, as done

in [24], can also be used.

Given a Delaunay triangulation, the problem is to decide

which of the resulting tetrahedra (triangles in 2D) are on the

inside of the object versus which are outside (see Fig. 2).

The reconstructed surface is then the boundary between the

two classes.

The graph we are working on arises from the geometric

dual of the Delaunay triangulation, i.e. the Voronoi diagram.

Each Delaunay tetrahedron is mapped to a Voronoi vertex,

and each Delaunay face to a Voronoi edge (see [10] for more

details). For each Voronoi vertex, we have a node �i in our

Voronoi graph. For each Voronoi edge, with the exception

of those Voronoi edges going to infinity, we have an edge in

our graph (see Fig. 1).

3.2. Network Architecture
Given input features f , graph convolutional networks, in

general, generate an embedding e of each node �i (or the

graph as a whole). The initial embedding at layer 0 are the

input features e(0) = f . Information is passed along the edges

to the neighboring nodes and aggregated at each node (see

Figure 2: Result of classification: Nodes, and corresponding
triangles, are labeled as interior (green) or exterior (purple)

Fig. 3). Repeating this process allows generateing increas-

ingly complex features incorporating information from far-

ther nodes. After L steps the final embedding is the output

of the network y = e(L) – in our case the probability of the

class labels for each node.

Our specific network architecture is built of three key

components: edge convolution (EdgeConv) [30] for rela-

tional embedding computation, an attention mechanism for

weighted aggregation, and skip connections to accumulate

information at different scales (see Fig. 4).

EdgeConv with a summation as aggregation function is

defined as:

e
(l+1)

i
=

∑

j∈ (i)

ℎΘ(l)

(
e
(l)

i
‖ e(l)

j
− e

(l)

i

)
, (1)

where ℎΘ(l) is a MLP with weights Θ(l).Instead of a summa-

tion other permutation-invariant function, e.g. maxj∈ (i),

can be used. New node embeddings e
(l+1)

i
are generated by

this aggregation of the activations resulting from the con-

catenation of the local feature and the difference to the neigh-

boring feature
(
e
(l)

i
‖ e(l)

j
− e

(l)

i

)
.

In order to allow for the modulation of information flow

from each neighboring node we use attention [29]. This re-

sults in a weighted sum of the individual EdgeConv contri-

butions and a slightly modified (1):

e
(l+1)

i
=

∑

j∈ (i)

�
(l)

ij
ℎΘ(l) (.) , (2)

where the weighting factor �
(l)

ij
itself is a learnable mapping

from the corresponding edge features fij to a scalar �
(l)

ij
to

selectively boost or dampen specific connections

�
(l)

ij
= sof tmax

(
ℎΦ(l) (fij)

)
(3)

with a MLP ℎΦ(l) .

Layer-wise skip-connections bypassing the aggregation

process allow for a selective preservation of the current node

embedding e
(l)

i
, and we finally arrive at

e
(l+1)

i
= gΨ(l)

(
e
(l)

i

)
+

∑

j∈ (i)

�
(l)

ij
ℎΘ(l) (.) , (4)
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Figure 3: Aggregation of information between layers l and l+1
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Figure 4: Network architecture and data flow for a single node
�i and its set of neighbors  (i) = {�j1 , �j2 , �j3} (2D case). Input
features f are distributed to neighboring nodes and processed
by learnable functions g and d

where gΨ is a MLP with linear activation function realizing

a learnable projection onto the output space. While the local

node feature e
(l)

i
is already included in the EdgeConv, we

found that this additional path helps learning in practice.

Furthermore, passing the embedding from every layer

e(0),… , e(L) to the final output to allow important informa-

tion at every scale to skip any further aggregation, has shown

to be beneficial for training deeper networks. The final out-

put layer is a MLP mapping the aggregated features at each

node to the output.

3.3. Implementation
We use the dataset introduced in [11], but take virtual

scans of the surfaces, much like in [13]. The scan points and

camera positions are then Delaunay triangulated and ground

truth labels for each tetrahedron are generated by taking sam-

ples of the signed distance function of the ground truth mesh.

All samples a averaged over each tetrahedron and the ground

truth labels, l, result from the sign of this average. We sam-

ple each mesh in five different resolutions (from 1000 to

5000 points) and add five different levels of noise (standard

deviation of 0.003, 0.006, 0.009, 0.012 with models scaled

to lie in an interval between -1 and 1). Because of that the

network converges already after few epochs, as seen in Fig. 7

and 8.

For the node features, we aggregate points in a small

Without Noise With Noise

Poisson [22] 89.0% 78.6%
Co3Ne [8] 82.1% 67.4%
GraphCut [20] 91.5% 86.4%
Ours 96.2% 94.1%

Table 1

Average accuracy on test data

neighborhood (typically the eight nearest neighbors) around

the four corners of each tetrahedron. The coordinates and

corresponding viewing direction of those points are concate-

nated into the node features together with the barycenter of

the tetrahedron f = (x1,1,… , x4,k,d1,1,… ,d4,k). The fea-

tures for the camera centers only contain locations and are

padded with zeros to have equivalent dimensionality. The

edge feature fij is the positions of the corner of the corre-

sponding triangle.

We use eight layers of our basic building block described

above (sec. 3.2), within each of these graph-level layers the

MLP ℎΘ(l) is three layers deep, gΨ(l) and ℎΦ(l) both have two

layers. Rectified linear units (ReLU) are used in all cases,

but the final output, where naturally a sigmoid is used for

the classification, and linear output is used for the signed

distance function estimation. The loss functions for the clas-

sification is the binary cross-entropy.

We train on noisy, as well as noise-free data. In order

generate noisy data, we add normally distributed perturba-

tions to the positions of each scan point.

4. Results

4.1. Comparison
To allow for a realistic and fair comparison (in Fig. 5 and

6) the virtual scan points taken from [11] are processed be-

fore any of the other methods are applied. Normals are not

generally acquired by a scanning process, but we do know

the camera position relative to the points seen. Thus, nor-

mals are estimated using PCA of the eight nearest neighbor

as we have a rather small point density. The normals are then

oriented with respect to the viewing direction, before apply-

ing Screened Poisson Surface Reconstruction (Poisson) [22]

or Concurrent CoCone (Co3Ne) [8]. For the graph cut based

method (GraphCut) [20] each point is associated with the

original camera. An additional camera based on the visi-

bility with respect to the ground truth mesh is added. This

creates additional lines of sight to remove tetrahedra in their

way.

In Table 1 we compare the accuracy of the different meth-

ods on the test data split. To assess the accuracy we calcu-

lated the signed distance function to the meshes produced by

Poisson, Co3Ne and GraphCut. The sign of these functions

at the barycenter of the tetrahedra is converted to the label

predictions that we then compare to the ground truth. Com-

paring timings in Table 2 shows competitive results for our

method.
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Figure 5: Left to right: Ground truth, Poisson [22], Co3Ne [8], GraphCut [20], Ours (accuracy top to bottom: 96.4% , 89.6%,
97.9%)

Figure 6: Noisy data with standard deviation 0.003, 0.009, 0.012 (left to right): GraphCut (top row, accuracy l.t.r: 88.9% ,
81.5%, 84.7%)) and Ours (bottom row, accuracy l.t.r: 96.0% , 94.2%, 93.5%)

Poisson Co3Ne GraphCut Ours
0.5 0.21 1.2 0.19

Table 2

Computation time in seconds for 25k points (GraphCut & Ours
without Delaunay triangulation, which takes an additional 0.5
sec.)

4.2. Ablation Study
When replacing EdgeConv (eq. 1) with the graph convo-

lution (GCN) by Kipf and Welling [23]:

E(l+1) = �

(
D̂
−

1

2 ÂD̂
−

1

2E(l)Θ(l)
)
,

where � is a non-linearity (again ReLU was used), Â = A+I

is the adjacency matrix with self-loops, and D̂ is the degree

matrix with diagonal entries D̂ii =
∑

j=0 Âij and zeros oth-

erwise, we see a drop in accuracy by almost 15% (Table 3).

Adding layer-wise skip-connections (eq. 4) to GCN

E(l+1) = �
(
E(l)Ψ(l)

)
+ �

(
D̂
−

1

2 ÂD̂
−

1

2E(l)Θ(l)
)
,

increases accuracy by 9%.

EdgeConv alone only achieves results not surpassing ran-

dom guessing, but significantly improves on GCN with skip

connections and attention.
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Figure 7: Mean and standard deviation of classification accu-
racy during the course of training. Numbers for the training
data and the unseen test data are shown.
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Figure 8: Mean and standard deviation of classification accu-
racy during training. Numbers for the unseen test data are
shown. Comparing results for all and only non-trivial (not in-
cluding the camera centers) tetrahedra.

GCN 81.3%
GCN with Skip connections 90.2%
EdgeConv 55.0%
EdgeConv with Skip connections 95.7%
EdgeConv with Skip connections and Attention 96.2%

Table 3

Average accuracy on test data without added noise

5. Conclusions

Overall we presented an approach to applying current

graph learning techniques to the problem of combinatorial

surface reconstruction. Our method is faithful to the input

data in generating a output triangular mesh connecting the

given surface samples. Furthermore, it is fully convolutional

and uses only information local around each node. Due to

that it can by applied to arbitrary number of input points -

even when the number of points during testing is much larger

then during testing as can be seen in Fig. 9.

We compared it to current state of the art methods for

surface reconstruction, and showed it is capable of resolving

fine structures lost in other methods.

Figure 9: Extrapolation to 25k points: Ground truth (top),
Ours trained on models of size 1k to 5k (bottom, accuracy:
89.4%)

5.1. Future Work
As our approach relies on Delaunay triangulation to re-

duce the search space we are also limited to the resulting sub-

set of triangles, when generating ground truth data. But this

subset does not necessarily contain a good approximation of

the initial surface. We tackled this challenge by sampling

the signed distance function at multiple locations inside of

each tetrahedron, but still some artifacts remain in our train-

ing data . Improving on that issue should further increase

the fidelity of our results.
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Figure 1: Closeup on superimposed point clouds, in blue color the stuctured light scan, in red the MVS approach by Furukawa

and Ponce [9] and in yellow the result of the combined robust implicit moving least squares [13] (RIMLS) processing. While

the structured light results exhibits less outliers than the MVS approach, it still is noisy, whereas the combined processing

produces results of much higher fidelity.

ABSTRACT

We present a unique data set for training and evaluation on real-
world point clouds. More specifically for post-processing of multi-
view stereo results, e.g. denoising and consolidation[2].

CCS CONCEPTS

· Computing methodologies → Reconstruction; Matching;
Scene understanding; Shape representations; Shape inference; Super-
vised learning by regression; Neural networks; 3D imaging; Shape
analysis.

1 INTRODUCTION

There has always been a synergy between algorithmic advances
and new data modalities. But with deep learning data has become
not only an inspiration but a necessity.

While deep learning on image processing tasks has been hugely
successful, extending these techniques to the three-dimensional
domain is still an active and open research topic. Much of the chal-
lenges stem from the very different data representations needed
in 3D processing. While the single modality for images commonly
used samples on a regular grid, this does not scale well to three
dimensions - it is simply not feasible to use a voxel grid for to-
day’s high-resolution scans, and this situation will only continue to
worsen in the future. Using point clouds, where each data point is
stored with its Euclidean coordinates, is therefore a more efficient
alternative widely used in practice.

But this very different representation requires new methods to
be developed to foster a comparable surge in development as we
have seen on image data. Not only the methods have to be adapted
and developed, but it also requires an adequate amount of data in
order to become successful. Currently, much of the research done

in deep learning on point clouds uses synthetic data. Often they
are point samples from a surface model or CAD models. While this
allows generating arbitrary amounts of training data by simply
re-sampling the surface, the applicability and transferability to
real-world data is not guaranteed.

We address this shortcoming by approximating ground truth
for real-world data. Of course, it is virtually impossible to attain
the actual accurate positions for scenes of reasonable complexity.
This is because any measurement and algorithm introduces noise
and outliers. To this end, we propose a combination of recording
modalities, i.e. multi-view stereo algorithms (MVS) and structured
light (STL) scanner. While MVS does not require special hardware
and produces densely sampled point clouds, STL needs a calibrated
projector in conjunctionwith one ormore cameras.Methods trained
on this data would allow achieving the quality of STL scans with
the acquisition simplicity of MVS methods. This would also befit
downstream task like surface reconstruction as they are usually
sensitive to noise in the input.

2 RELATED WORK

2.1 Base Dataset

We leverage a previously published [1, 12] and openly available1

data set. The data consist of 124 different scenes, seen from 49 or 64
calibrated camera positions. Images from each position are taken
under seven different lighting conditions, some of them are depicted
in Figure 2. Results of three different MVS algorithms [5, 9, 17] in
conjunction with structured light scans for each camera position
are provided in the data set.

1Available here: http://roboimagedata.compute.dtu.dk/



Figure 2: Photos of 40 of the 124 scenes in our data set.

2.2 Recent Deep Learning Publications

A short list of recent deep learning methods on point clouds, in con-
junction with their application and used data set is given in Table 1.
It is by no means a comprehensive list, but rather exemplifies the
current landscape in this field. A much wider range of publications
on classification, and semantic segmentation exists. This might be
the result of the availability of huge data set like the ones listed
below, which all target classification an/or segmentation tasks:

• Shapenet [7]: Triangular meshes of 220,000 CAD models
classified into 3,135 categories for classification.

• ModelNet40 [20]: Triangular meshes of CAD models of 40
categories (mostly man-made, e.g. furniture), 9,843 shapes
for training and 2,468 for testing of classification and shape
retrieval.

• SHREC15 [14]: Triangular meshes of 1200 shapes from 50
categories. Each category contains 24 models, such as horses,
cats, etc. in various poses. The original purpose is classifica-
tion into the 50 categories.

• ScanNet [8]: 1513 scanned and reconstructed indoor scenes.
1201 scenes for training, 312 scenes for test. The data set
was designed for 3D scene understanding tasks, such as 3D
object classification, semantic labeling, and shape retrieval.

• Matterport [6]: RGB-D data set containing 10,800 panoramic
views with surface reconstructions and camera poses. The
task is also semantic segmentation.

As these data sets are not applicable to tasks like normal esti-
mation from noisy point clouds, it is common to generate training
data by sampling the surface and adding Gaussian noise to the
samples, e.g. [4], [10], or [11]. Although this allows for practically
infinite data it also reduces the capturing process to a very idealized
noise-model. Much of the characteristics of real-world data is not
faithfully captured in this, e.g. viewing direction depended effects,
and systematic or correlated noise like they are obvious in [9], see
Figure 3 third column. In [19] a scanning process is emulated, but
still only in a very simplified fashion of rendering depth images of
the models and recombining these into a point clouds.

3 CONTRIBUTION

We extend the base data set [1, 12] to make it readily usable for
training of deep learning algorithms. While the original data set
comes already with a method for evaluation, this error measure
is not well suited for training as it does not give a one-to-one
correspondence of the MVS points to the STL reference, and also
exhibits some noise in the STL reference. We therefore estimate
a reference by consolidating the MVS points via robust implicit
moving least squares [13] (RIMLS) based on the STL reference, i.e.

the implicit surface is defined by the STL points and the MVS points
are relocated onto this surface. This not only results in a drastic
reduction in noise, as can be seen in Figure 3, but also gives a good
estimate of the normals as the displacement induced by RIMLS
approximates mean curvature motion, which is perpendicular to
the local tangent plane. With this processing we are able to facilitate
the advantages of STL scans and transfere them to the MVS points.

4 EXAMPLE TRAINING RESULTS

As an example use case, we trained the PCPNet [10] implementa-
tion2 published by the authors on our data set. The error function
is defined by

E =
1

N

N∑

i=1

(1 − | cos(ni , n̂i )|)
2
, (1)

where n is the target normal vector and n̂ the prediction. It penal-
izes the angle between the ground truth normal vectors and the
prediction without considering orientation. In Figure 4 the loss for
training and test split is plotted. It reaches a value of approximately
0.2 on the test data, which corresponds to a average difference of
16 degrees.

5 CONCLUSION AND FUTUREWORK

We make use of the unique and rich data set provided in [1, 12] and
extend its usability further to the realms of deep learning. None of
the published data sets discussed above was designed for normal
estimation or consolidation of point clouds. We hope to close this
gap and enable another application of deep learning.

We will release the addition to the data set on our website (http:
//roboimagedata.compute.dtu.dk/), as well as the source code to
align MVS results with the STL reference. This will then allow
facilitating other MVS methods, beyond the three already provided,
and will help to further diversify the data set.

Besides that, there are two major topics to address in the fu-
ture. One is working on the fidelity of our ground truth estimate.
The other is evaluating more published work on this data set and
assessing its benefit.

Our next step towards a more faithful data set will be formulating
the consolidation process in a Bayesian framework. This will allow
us to not only have a point estimate of each 3D position, but also
assess the uncertainty of this estimate. Furthermore with a Bayesian
approach we obtain a fitted, generative model. This will allow us to
draw new samples from the estimated distribution, which in turn
can be used to augment the data set and increase the robustness of
the algorithms trained on our data.

A broader evaluation of algorithms is foremost a computationally
bounded endeavor, as for example the training of PCPNet on our
data took almost 10 days. But as this data set will become more
widely known new publications might include an evaluation on it
right away.
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