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Abstract: Autonomous navigation quay to quay is a goal for various surface vessel trades,
from inland ferries to river transport and offshore services. Ability to navigate safely within a
harbour or other confined waters is an essential step-stone towards this goal. This paper aims at
creating a map of open water area that is available for safe navigation, given dynamic and static
obstacles. Employing electro-optical sensors, the paper suggests open water detection using a
classification convolutional neural network on context sensitive sub-partitioning of an image in
a pyramid of smaller areas, combining the classifications in to a map of subareas containing
open water. A salient feature of this approach is the ease of annotation and ease of creating a
large amount of annotated images that is needed for machine learning. Following classification
of sub-areas, camera images are transformed to bird’s view by projective geometry methods to
enable planning of feasible paths for navigation. This new approach is validated on data from
sea trials in Danish waters.

Keywords: Deep learning, Detection performance, Open water detection, Computer vision,
Autonomous Marine Vehicles, In-harbor navigation.

1. INTRODUCTION

Tools are needed that support and enhance the safety of in-
harbor autonomous navigation and berthing. A key tech-
nology in enabling this is image based detection of areas
containing open water, in conjunction with information
from other sensors such as radars in different frequency
bands and AIS.

Sufficient open water space must be available to navigate
safely. Opposite to detecting objects hindering the way,
mobile robots use algorithms to find passable terrain from
laser scanners Andersen et al. (2006). A similar approach
at sea is to find passable open water areas. Segmentation of
open water areas have been pursued in different ways and
for different purposes. Convolutional neural networks were
applied for semantic segmentation in confined water cases
for rivers in Malaysia and Germany Adam et al. (2020)
and Akiyama et al. (2020). Change of color spaces was
reported by Taipalmaa et al. (2020), who applied it in a
deep learning approach for open water segmentation. The
same author published a high resolution data set for the
purpose of open water segmentation in Taipalmaa et al.
(2019). Satellite observations where used by Cafaro et al.
(2012), Karvonen et al. (2005) and Komarov and Buehner
(2018), but this technology does not provide details in the
scale needed for in harbor navigation.

When conditions allow, cameras are unique sensors to
determine the location of areas containing open water.
W-band radar (70-80GHz) operate in nearly all weather
conditions, but cannot detect non-reflective objects. With
camera images detecting also soft objects, the combination

is unique. Vision and radar detected objects at sea was
combined by Hermann et al. (2015), using bearing only
estimation of visual objects. Data association of objects
captured by different sensors could achieve much higher
certainty if all sensors provide compatible information.
Furthermore, aiming at autonomous navigation, near-
coast or in-harbour, comparison with sea chart information
will be indispensable, and transformation of all data into a
common geographic frame will be instrumental. Projective
geometry transformations can help achieving this for the
camera images (Hartley and Zisserman (2004)) and, if
needed, image distortion effects can be dealt with Reiher
et al. (2020), Jeong and Kim (2016).

A semantic, i.e. pixel-wise segmentation approach gives
a very accurate location of boundaries of open water,
more accurate than required for in harbor navigation.
Furthermore, the process of annotating data for semantic
open water segmentation requires a very detailed and
time consuming annotation process. This paper suggests
a different approach, where a classification network is
employed on a hierarchical sub-partitioning of images. The
paper shows how this process is conducted on a network
intended for classification, but through the hierarchical
sub-partioning provides a segmentation with sufficient
accuracy for safe navigation. The paper details on benefits
in terms of rapid annotation, achievable accuracy versus
degree of subdivision and shows test results from sea trials
to illustrate the approach. Once segmented, the paper
shows transformation to a bird’s view and provides bounds
on distance uncertainty of boundaries of sub-partitioned
areas in the transformed view. The entire concept is

Open Water Detection for Autonomous
In-harbor Navigation Using a Classification

Network

Martin K. Plenge-Feidenhans’l ∗ Mogens Blanke ∗

∗ Automation and Control Group, Department of Electrical
Engineering, Technical University of Denmark, DK-2800 Kgs. Lyngby,

Denmark (e-mail: {mkpl,mb}@elektro.dtu.dk)

Abstract: Autonomous navigation quay to quay is a goal for various surface vessel trades,
from inland ferries to river transport and offshore services. Ability to navigate safely within a
harbour or other confined waters is an essential step-stone towards this goal. This paper aims at
creating a map of open water area that is available for safe navigation, given dynamic and static
obstacles. Employing electro-optical sensors, the paper suggests open water detection using a
classification convolutional neural network on context sensitive sub-partitioning of an image in
a pyramid of smaller areas, combining the classifications in to a map of subareas containing
open water. A salient feature of this approach is the ease of annotation and ease of creating a
large amount of annotated images that is needed for machine learning. Following classification
of sub-areas, camera images are transformed to bird’s view by projective geometry methods to
enable planning of feasible paths for navigation. This new approach is validated on data from
sea trials in Danish waters.

Keywords: Deep learning, Detection performance, Open water detection, Computer vision,
Autonomous Marine Vehicles, In-harbor navigation.

1. INTRODUCTION

Tools are needed that support and enhance the safety of in-
harbor autonomous navigation and berthing. A key tech-
nology in enabling this is image based detection of areas
containing open water, in conjunction with information
from other sensors such as radars in different frequency
bands and AIS.

Sufficient open water space must be available to navigate
safely. Opposite to detecting objects hindering the way,
mobile robots use algorithms to find passable terrain from
laser scanners Andersen et al. (2006). A similar approach
at sea is to find passable open water areas. Segmentation of
open water areas have been pursued in different ways and
for different purposes. Convolutional neural networks were
applied for semantic segmentation in confined water cases
for rivers in Malaysia and Germany Adam et al. (2020)
and Akiyama et al. (2020). Change of color spaces was
reported by Taipalmaa et al. (2020), who applied it in a
deep learning approach for open water segmentation. The
same author published a high resolution data set for the
purpose of open water segmentation in Taipalmaa et al.
(2019). Satellite observations where used by Cafaro et al.
(2012), Karvonen et al. (2005) and Komarov and Buehner
(2018), but this technology does not provide details in the
scale needed for in harbor navigation.

When conditions allow, cameras are unique sensors to
determine the location of areas containing open water.
W-band radar (70-80GHz) operate in nearly all weather
conditions, but cannot detect non-reflective objects. With
camera images detecting also soft objects, the combination

is unique. Vision and radar detected objects at sea was
combined by Hermann et al. (2015), using bearing only
estimation of visual objects. Data association of objects
captured by different sensors could achieve much higher
certainty if all sensors provide compatible information.
Furthermore, aiming at autonomous navigation, near-
coast or in-harbour, comparison with sea chart information
will be indispensable, and transformation of all data into a
common geographic frame will be instrumental. Projective
geometry transformations can help achieving this for the
camera images (Hartley and Zisserman (2004)) and, if
needed, image distortion effects can be dealt with Reiher
et al. (2020), Jeong and Kim (2016).

A semantic, i.e. pixel-wise segmentation approach gives
a very accurate location of boundaries of open water,
more accurate than required for in harbor navigation.
Furthermore, the process of annotating data for semantic
open water segmentation requires a very detailed and
time consuming annotation process. This paper suggests
a different approach, where a classification network is
employed on a hierarchical sub-partitioning of images. The
paper shows how this process is conducted on a network
intended for classification, but through the hierarchical
sub-partioning provides a segmentation with sufficient
accuracy for safe navigation. The paper details on benefits
in terms of rapid annotation, achievable accuracy versus
degree of subdivision and shows test results from sea trials
to illustrate the approach. Once segmented, the paper
shows transformation to a bird’s view and provides bounds
on distance uncertainty of boundaries of sub-partitioned
areas in the transformed view. The entire concept is

Open Water Detection for Autonomous
In-harbor Navigation Using a Classification

Network

Martin K. Plenge-Feidenhans’l ∗ Mogens Blanke ∗

∗ Automation and Control Group, Department of Electrical
Engineering, Technical University of Denmark, DK-2800 Kgs. Lyngby,

Denmark (e-mail: {mkpl,mb}@elektro.dtu.dk)

Abstract: Autonomous navigation quay to quay is a goal for various surface vessel trades,
from inland ferries to river transport and offshore services. Ability to navigate safely within a
harbour or other confined waters is an essential step-stone towards this goal. This paper aims at
creating a map of open water area that is available for safe navigation, given dynamic and static
obstacles. Employing electro-optical sensors, the paper suggests open water detection using a
classification convolutional neural network on context sensitive sub-partitioning of an image in
a pyramid of smaller areas, combining the classifications in to a map of subareas containing
open water. A salient feature of this approach is the ease of annotation and ease of creating a
large amount of annotated images that is needed for machine learning. Following classification
of sub-areas, camera images are transformed to bird’s view by projective geometry methods to
enable planning of feasible paths for navigation. This new approach is validated on data from
sea trials in Danish waters.

Keywords: Deep learning, Detection performance, Open water detection, Computer vision,
Autonomous Marine Vehicles, In-harbor navigation.

1. INTRODUCTION

Tools are needed that support and enhance the safety of in-
harbor autonomous navigation and berthing. A key tech-
nology in enabling this is image based detection of areas
containing open water, in conjunction with information
from other sensors such as radars in different frequency
bands and AIS.

Sufficient open water space must be available to navigate
safely. Opposite to detecting objects hindering the way,
mobile robots use algorithms to find passable terrain from
laser scanners Andersen et al. (2006). A similar approach
at sea is to find passable open water areas. Segmentation of
open water areas have been pursued in different ways and
for different purposes. Convolutional neural networks were
applied for semantic segmentation in confined water cases
for rivers in Malaysia and Germany Adam et al. (2020)
and Akiyama et al. (2020). Change of color spaces was
reported by Taipalmaa et al. (2020), who applied it in a
deep learning approach for open water segmentation. The
same author published a high resolution data set for the
purpose of open water segmentation in Taipalmaa et al.
(2019). Satellite observations where used by Cafaro et al.
(2012), Karvonen et al. (2005) and Komarov and Buehner
(2018), but this technology does not provide details in the
scale needed for in harbor navigation.

When conditions allow, cameras are unique sensors to
determine the location of areas containing open water.
W-band radar (70-80GHz) operate in nearly all weather
conditions, but cannot detect non-reflective objects. With
camera images detecting also soft objects, the combination

is unique. Vision and radar detected objects at sea was
combined by Hermann et al. (2015), using bearing only
estimation of visual objects. Data association of objects
captured by different sensors could achieve much higher
certainty if all sensors provide compatible information.
Furthermore, aiming at autonomous navigation, near-
coast or in-harbour, comparison with sea chart information
will be indispensable, and transformation of all data into a
common geographic frame will be instrumental. Projective
geometry transformations can help achieving this for the
camera images (Hartley and Zisserman (2004)) and, if
needed, image distortion effects can be dealt with Reiher
et al. (2020), Jeong and Kim (2016).

A semantic, i.e. pixel-wise segmentation approach gives
a very accurate location of boundaries of open water,
more accurate than required for in harbor navigation.
Furthermore, the process of annotating data for semantic
open water segmentation requires a very detailed and
time consuming annotation process. This paper suggests
a different approach, where a classification network is
employed on a hierarchical sub-partitioning of images. The
paper shows how this process is conducted on a network
intended for classification, but through the hierarchical
sub-partioning provides a segmentation with sufficient
accuracy for safe navigation. The paper details on benefits
in terms of rapid annotation, achievable accuracy versus
degree of subdivision and shows test results from sea trials
to illustrate the approach. Once segmented, the paper
shows transformation to a bird’s view and provides bounds
on distance uncertainty of boundaries of sub-partitioned
areas in the transformed view. The entire concept is

Open Water Detection for Autonomous
In-harbor Navigation Using a Classification

Network

Martin K. Plenge-Feidenhans’l ∗ Mogens Blanke ∗

∗ Automation and Control Group, Department of Electrical
Engineering, Technical University of Denmark, DK-2800 Kgs. Lyngby,

Denmark (e-mail: {mkpl,mb}@elektro.dtu.dk)

Abstract: Autonomous navigation quay to quay is a goal for various surface vessel trades,
from inland ferries to river transport and offshore services. Ability to navigate safely within a
harbour or other confined waters is an essential step-stone towards this goal. This paper aims at
creating a map of open water area that is available for safe navigation, given dynamic and static
obstacles. Employing electro-optical sensors, the paper suggests open water detection using a
classification convolutional neural network on context sensitive sub-partitioning of an image in
a pyramid of smaller areas, combining the classifications in to a map of subareas containing
open water. A salient feature of this approach is the ease of annotation and ease of creating a
large amount of annotated images that is needed for machine learning. Following classification
of sub-areas, camera images are transformed to bird’s view by projective geometry methods to
enable planning of feasible paths for navigation. This new approach is validated on data from
sea trials in Danish waters.

Keywords: Deep learning, Detection performance, Open water detection, Computer vision,
Autonomous Marine Vehicles, In-harbor navigation.

1. INTRODUCTION

Tools are needed that support and enhance the safety of in-
harbor autonomous navigation and berthing. A key tech-
nology in enabling this is image based detection of areas
containing open water, in conjunction with information
from other sensors such as radars in different frequency
bands and AIS.

Sufficient open water space must be available to navigate
safely. Opposite to detecting objects hindering the way,
mobile robots use algorithms to find passable terrain from
laser scanners Andersen et al. (2006). A similar approach
at sea is to find passable open water areas. Segmentation of
open water areas have been pursued in different ways and
for different purposes. Convolutional neural networks were
applied for semantic segmentation in confined water cases
for rivers in Malaysia and Germany Adam et al. (2020)
and Akiyama et al. (2020). Change of color spaces was
reported by Taipalmaa et al. (2020), who applied it in a
deep learning approach for open water segmentation. The
same author published a high resolution data set for the
purpose of open water segmentation in Taipalmaa et al.
(2019). Satellite observations where used by Cafaro et al.
(2012), Karvonen et al. (2005) and Komarov and Buehner
(2018), but this technology does not provide details in the
scale needed for in harbor navigation.

When conditions allow, cameras are unique sensors to
determine the location of areas containing open water.
W-band radar (70-80GHz) operate in nearly all weather
conditions, but cannot detect non-reflective objects. With
camera images detecting also soft objects, the combination

is unique. Vision and radar detected objects at sea was
combined by Hermann et al. (2015), using bearing only
estimation of visual objects. Data association of objects
captured by different sensors could achieve much higher
certainty if all sensors provide compatible information.
Furthermore, aiming at autonomous navigation, near-
coast or in-harbour, comparison with sea chart information
will be indispensable, and transformation of all data into a
common geographic frame will be instrumental. Projective
geometry transformations can help achieving this for the
camera images (Hartley and Zisserman (2004)) and, if
needed, image distortion effects can be dealt with Reiher
et al. (2020), Jeong and Kim (2016).

A semantic, i.e. pixel-wise segmentation approach gives
a very accurate location of boundaries of open water,
more accurate than required for in harbor navigation.
Furthermore, the process of annotating data for semantic
open water segmentation requires a very detailed and
time consuming annotation process. This paper suggests
a different approach, where a classification network is
employed on a hierarchical sub-partitioning of images. The
paper shows how this process is conducted on a network
intended for classification, but through the hierarchical
sub-partioning provides a segmentation with sufficient
accuracy for safe navigation. The paper details on benefits
in terms of rapid annotation, achievable accuracy versus
degree of subdivision and shows test results from sea trials
to illustrate the approach. Once segmented, the paper
shows transformation to a bird’s view and provides bounds
on distance uncertainty of boundaries of sub-partitioned
areas in the transformed view. The entire concept is

Open Water Detection for Autonomous
In-harbor Navigation Using a Classification

Network

Martin K. Plenge-Feidenhans’l ∗ Mogens Blanke ∗

∗ Automation and Control Group, Department of Electrical
Engineering, Technical University of Denmark, DK-2800 Kgs. Lyngby,

Denmark (e-mail: {mkpl,mb}@elektro.dtu.dk)

Abstract: Autonomous navigation quay to quay is a goal for various surface vessel trades,
from inland ferries to river transport and offshore services. Ability to navigate safely within a
harbour or other confined waters is an essential step-stone towards this goal. This paper aims at
creating a map of open water area that is available for safe navigation, given dynamic and static
obstacles. Employing electro-optical sensors, the paper suggests open water detection using a
classification convolutional neural network on context sensitive sub-partitioning of an image in
a pyramid of smaller areas, combining the classifications in to a map of subareas containing
open water. A salient feature of this approach is the ease of annotation and ease of creating a
large amount of annotated images that is needed for machine learning. Following classification
of sub-areas, camera images are transformed to bird’s view by projective geometry methods to
enable planning of feasible paths for navigation. This new approach is validated on data from
sea trials in Danish waters.

Keywords: Deep learning, Detection performance, Open water detection, Computer vision,
Autonomous Marine Vehicles, In-harbor navigation.

1. INTRODUCTION

Tools are needed that support and enhance the safety of in-
harbor autonomous navigation and berthing. A key tech-
nology in enabling this is image based detection of areas
containing open water, in conjunction with information
from other sensors such as radars in different frequency
bands and AIS.

Sufficient open water space must be available to navigate
safely. Opposite to detecting objects hindering the way,
mobile robots use algorithms to find passable terrain from
laser scanners Andersen et al. (2006). A similar approach
at sea is to find passable open water areas. Segmentation of
open water areas have been pursued in different ways and
for different purposes. Convolutional neural networks were
applied for semantic segmentation in confined water cases
for rivers in Malaysia and Germany Adam et al. (2020)
and Akiyama et al. (2020). Change of color spaces was
reported by Taipalmaa et al. (2020), who applied it in a
deep learning approach for open water segmentation. The
same author published a high resolution data set for the
purpose of open water segmentation in Taipalmaa et al.
(2019). Satellite observations where used by Cafaro et al.
(2012), Karvonen et al. (2005) and Komarov and Buehner
(2018), but this technology does not provide details in the
scale needed for in harbor navigation.

When conditions allow, cameras are unique sensors to
determine the location of areas containing open water.
W-band radar (70-80GHz) operate in nearly all weather
conditions, but cannot detect non-reflective objects. With
camera images detecting also soft objects, the combination

is unique. Vision and radar detected objects at sea was
combined by Hermann et al. (2015), using bearing only
estimation of visual objects. Data association of objects
captured by different sensors could achieve much higher
certainty if all sensors provide compatible information.
Furthermore, aiming at autonomous navigation, near-
coast or in-harbour, comparison with sea chart information
will be indispensable, and transformation of all data into a
common geographic frame will be instrumental. Projective
geometry transformations can help achieving this for the
camera images (Hartley and Zisserman (2004)) and, if
needed, image distortion effects can be dealt with Reiher
et al. (2020), Jeong and Kim (2016).

A semantic, i.e. pixel-wise segmentation approach gives
a very accurate location of boundaries of open water,
more accurate than required for in harbor navigation.
Furthermore, the process of annotating data for semantic
open water segmentation requires a very detailed and
time consuming annotation process. This paper suggests
a different approach, where a classification network is
employed on a hierarchical sub-partitioning of images. The
paper shows how this process is conducted on a network
intended for classification, but through the hierarchical
sub-partioning provides a segmentation with sufficient
accuracy for safe navigation. The paper details on benefits
in terms of rapid annotation, achievable accuracy versus
degree of subdivision and shows test results from sea trials
to illustrate the approach. Once segmented, the paper
shows transformation to a bird’s view and provides bounds
on distance uncertainty of boundaries of sub-partitioned
areas in the transformed view. The entire concept is

Open Water Detection for Autonomous
In-harbor Navigation Using a Classification

Network

Martin K. Plenge-Feidenhans’l ∗ Mogens Blanke ∗

∗ Automation and Control Group, Department of Electrical
Engineering, Technical University of Denmark, DK-2800 Kgs. Lyngby,

Denmark (e-mail: {mkpl,mb}@elektro.dtu.dk)

Abstract: Autonomous navigation quay to quay is a goal for various surface vessel trades,
from inland ferries to river transport and offshore services. Ability to navigate safely within a
harbour or other confined waters is an essential step-stone towards this goal. This paper aims at
creating a map of open water area that is available for safe navigation, given dynamic and static
obstacles. Employing electro-optical sensors, the paper suggests open water detection using a
classification convolutional neural network on context sensitive sub-partitioning of an image in
a pyramid of smaller areas, combining the classifications in to a map of subareas containing
open water. A salient feature of this approach is the ease of annotation and ease of creating a
large amount of annotated images that is needed for machine learning. Following classification
of sub-areas, camera images are transformed to bird’s view by projective geometry methods to
enable planning of feasible paths for navigation. This new approach is validated on data from
sea trials in Danish waters.

Keywords: Deep learning, Detection performance, Open water detection, Computer vision,
Autonomous Marine Vehicles, In-harbor navigation.

1. INTRODUCTION

Tools are needed that support and enhance the safety of in-
harbor autonomous navigation and berthing. A key tech-
nology in enabling this is image based detection of areas
containing open water, in conjunction with information
from other sensors such as radars in different frequency
bands and AIS.

Sufficient open water space must be available to navigate
safely. Opposite to detecting objects hindering the way,
mobile robots use algorithms to find passable terrain from
laser scanners Andersen et al. (2006). A similar approach
at sea is to find passable open water areas. Segmentation of
open water areas have been pursued in different ways and
for different purposes. Convolutional neural networks were
applied for semantic segmentation in confined water cases
for rivers in Malaysia and Germany Adam et al. (2020)
and Akiyama et al. (2020). Change of color spaces was
reported by Taipalmaa et al. (2020), who applied it in a
deep learning approach for open water segmentation. The
same author published a high resolution data set for the
purpose of open water segmentation in Taipalmaa et al.
(2019). Satellite observations where used by Cafaro et al.
(2012), Karvonen et al. (2005) and Komarov and Buehner
(2018), but this technology does not provide details in the
scale needed for in harbor navigation.

When conditions allow, cameras are unique sensors to
determine the location of areas containing open water.
W-band radar (70-80GHz) operate in nearly all weather
conditions, but cannot detect non-reflective objects. With
camera images detecting also soft objects, the combination

is unique. Vision and radar detected objects at sea was
combined by Hermann et al. (2015), using bearing only
estimation of visual objects. Data association of objects
captured by different sensors could achieve much higher
certainty if all sensors provide compatible information.
Furthermore, aiming at autonomous navigation, near-
coast or in-harbour, comparison with sea chart information
will be indispensable, and transformation of all data into a
common geographic frame will be instrumental. Projective
geometry transformations can help achieving this for the
camera images (Hartley and Zisserman (2004)) and, if
needed, image distortion effects can be dealt with Reiher
et al. (2020), Jeong and Kim (2016).

A semantic, i.e. pixel-wise segmentation approach gives
a very accurate location of boundaries of open water,
more accurate than required for in harbor navigation.
Furthermore, the process of annotating data for semantic
open water segmentation requires a very detailed and
time consuming annotation process. This paper suggests
a different approach, where a classification network is
employed on a hierarchical sub-partitioning of images. The
paper shows how this process is conducted on a network
intended for classification, but through the hierarchical
sub-partioning provides a segmentation with sufficient
accuracy for safe navigation. The paper details on benefits
in terms of rapid annotation, achievable accuracy versus
degree of subdivision and shows test results from sea trials
to illustrate the approach. Once segmented, the paper
shows transformation to a bird’s view and provides bounds
on distance uncertainty of boundaries of sub-partitioned
areas in the transformed view. The entire concept is

Open Water Detection for Autonomous
In-harbor Navigation Using a Classification

Network

Martin K. Plenge-Feidenhans’l ∗ Mogens Blanke ∗

∗ Automation and Control Group, Department of Electrical
Engineering, Technical University of Denmark, DK-2800 Kgs. Lyngby,

Denmark (e-mail: {mkpl,mb}@elektro.dtu.dk)

Abstract: Autonomous navigation quay to quay is a goal for various surface vessel trades,
from inland ferries to river transport and offshore services. Ability to navigate safely within a
harbour or other confined waters is an essential step-stone towards this goal. This paper aims at
creating a map of open water area that is available for safe navigation, given dynamic and static
obstacles. Employing electro-optical sensors, the paper suggests open water detection using a
classification convolutional neural network on context sensitive sub-partitioning of an image in
a pyramid of smaller areas, combining the classifications in to a map of subareas containing
open water. A salient feature of this approach is the ease of annotation and ease of creating a
large amount of annotated images that is needed for machine learning. Following classification
of sub-areas, camera images are transformed to bird’s view by projective geometry methods to
enable planning of feasible paths for navigation. This new approach is validated on data from
sea trials in Danish waters.

Keywords: Deep learning, Detection performance, Open water detection, Computer vision,
Autonomous Marine Vehicles, In-harbor navigation.

1. INTRODUCTION

Tools are needed that support and enhance the safety of in-
harbor autonomous navigation and berthing. A key tech-
nology in enabling this is image based detection of areas
containing open water, in conjunction with information
from other sensors such as radars in different frequency
bands and AIS.

Sufficient open water space must be available to navigate
safely. Opposite to detecting objects hindering the way,
mobile robots use algorithms to find passable terrain from
laser scanners Andersen et al. (2006). A similar approach
at sea is to find passable open water areas. Segmentation of
open water areas have been pursued in different ways and
for different purposes. Convolutional neural networks were
applied for semantic segmentation in confined water cases
for rivers in Malaysia and Germany Adam et al. (2020)
and Akiyama et al. (2020). Change of color spaces was
reported by Taipalmaa et al. (2020), who applied it in a
deep learning approach for open water segmentation. The
same author published a high resolution data set for the
purpose of open water segmentation in Taipalmaa et al.
(2019). Satellite observations where used by Cafaro et al.
(2012), Karvonen et al. (2005) and Komarov and Buehner
(2018), but this technology does not provide details in the
scale needed for in harbor navigation.

When conditions allow, cameras are unique sensors to
determine the location of areas containing open water.
W-band radar (70-80GHz) operate in nearly all weather
conditions, but cannot detect non-reflective objects. With
camera images detecting also soft objects, the combination

is unique. Vision and radar detected objects at sea was
combined by Hermann et al. (2015), using bearing only
estimation of visual objects. Data association of objects
captured by different sensors could achieve much higher
certainty if all sensors provide compatible information.
Furthermore, aiming at autonomous navigation, near-
coast or in-harbour, comparison with sea chart information
will be indispensable, and transformation of all data into a
common geographic frame will be instrumental. Projective
geometry transformations can help achieving this for the
camera images (Hartley and Zisserman (2004)) and, if
needed, image distortion effects can be dealt with Reiher
et al. (2020), Jeong and Kim (2016).

A semantic, i.e. pixel-wise segmentation approach gives
a very accurate location of boundaries of open water,
more accurate than required for in harbor navigation.
Furthermore, the process of annotating data for semantic
open water segmentation requires a very detailed and
time consuming annotation process. This paper suggests
a different approach, where a classification network is
employed on a hierarchical sub-partitioning of images. The
paper shows how this process is conducted on a network
intended for classification, but through the hierarchical
sub-partioning provides a segmentation with sufficient
accuracy for safe navigation. The paper details on benefits
in terms of rapid annotation, achievable accuracy versus
degree of subdivision and shows test results from sea trials
to illustrate the approach. Once segmented, the paper
shows transformation to a bird’s view and provides bounds
on distance uncertainty of boundaries of sub-partitioned
areas in the transformed view. The entire concept is
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1. INTRODUCTION

Tools are needed that support and enhance the safety of in-
harbor autonomous navigation and berthing. A key tech-
nology in enabling this is image based detection of areas
containing open water, in conjunction with information
from other sensors such as radars in different frequency
bands and AIS.

Sufficient open water space must be available to navigate
safely. Opposite to detecting objects hindering the way,
mobile robots use algorithms to find passable terrain from
laser scanners Andersen et al. (2006). A similar approach
at sea is to find passable open water areas. Segmentation of
open water areas have been pursued in different ways and
for different purposes. Convolutional neural networks were
applied for semantic segmentation in confined water cases
for rivers in Malaysia and Germany Adam et al. (2020)
and Akiyama et al. (2020). Change of color spaces was
reported by Taipalmaa et al. (2020), who applied it in a
deep learning approach for open water segmentation. The
same author published a high resolution data set for the
purpose of open water segmentation in Taipalmaa et al.
(2019). Satellite observations where used by Cafaro et al.
(2012), Karvonen et al. (2005) and Komarov and Buehner
(2018), but this technology does not provide details in the
scale needed for in harbor navigation.

When conditions allow, cameras are unique sensors to
determine the location of areas containing open water.
W-band radar (70-80GHz) operate in nearly all weather
conditions, but cannot detect non-reflective objects. With
camera images detecting also soft objects, the combination

is unique. Vision and radar detected objects at sea was
combined by Hermann et al. (2015), using bearing only
estimation of visual objects. Data association of objects
captured by different sensors could achieve much higher
certainty if all sensors provide compatible information.
Furthermore, aiming at autonomous navigation, near-
coast or in-harbour, comparison with sea chart information
will be indispensable, and transformation of all data into a
common geographic frame will be instrumental. Projective
geometry transformations can help achieving this for the
camera images (Hartley and Zisserman (2004)) and, if
needed, image distortion effects can be dealt with Reiher
et al. (2020), Jeong and Kim (2016).

A semantic, i.e. pixel-wise segmentation approach gives
a very accurate location of boundaries of open water,
more accurate than required for in harbor navigation.
Furthermore, the process of annotating data for semantic
open water segmentation requires a very detailed and
time consuming annotation process. This paper suggests
a different approach, where a classification network is
employed on a hierarchical sub-partitioning of images. The
paper shows how this process is conducted on a network
intended for classification, but through the hierarchical
sub-partioning provides a segmentation with sufficient
accuracy for safe navigation. The paper details on benefits
in terms of rapid annotation, achievable accuracy versus
degree of subdivision and shows test results from sea trials
to illustrate the approach. Once segmented, the paper
shows transformation to a bird’s view and provides bounds
on distance uncertainty of boundaries of sub-partitioned
areas in the transformed view. The entire concept is

validated on sea trial data. Performance and robustness
of this method are evaluated using precision and recall for
the deep learning methods. The contribution of this paper
is a novel method to determine open water space, using
a classification network for segmentation of images taken
cameras mounted on a surface vessel.

The structure of the paper is as follows. Section 2 intro-
duces the novel method of applying a classification network
for the segmentation of camera images. Furthermore, the
theoretical framework for inverse perspective mapping is
presented. Section 3 provides results on the precision and
recall of the deep learning method, and gives ranges for the
resolution of the output at the range at which this method
is applied. Finally Section 4 draws conclusions.

Table 1. Abbreviations and Acronyms

acronym explanation

AIS Automatic Identification System
ADAM Adaptive Moment Estimation
CNN Convolutional Neural Network
IMU Inertial Measurement Unit
FN False Negatives
FP False Positives
HFOV Horizontal field of view
VFOV Horizontal field of view
TP True Positives
ResNet Residual Network

2. METHOD

Images taken in the visible range are used for this ap-
proach, comprising a data set. The data set was obtained
in the south Funen archipelago in Denmark. Cameras were
mounted on a platform on a dedicate mast on a work-boat
type vessel such that full coverage of the surroundings
is obtained, see Figure 2. Each image in the data set is
split into 3 × 3, 9 × 9 and 27 × 27 sub-divisions grids. A
convolutional neural network (CNN) is then trained for
each grid size, to classify whether an image sub-partition
contains water, no water or partial water. Overall segmen-
tation performance is assessed by using the classified grid
segments as a segmentation map.

The finished segmentation mapping will subsequently be
transformed from the field of view of the cameras to a
bird’s view using inverse perspective transformations. The
subsections below describe the individual steps in the
approach. Abbreviations are listed in Table 1.

Fig. 1. Test vessel from TUCO Marine. Autonomy sensors
on the test are mounted on the foremast, which is
dedicated for these sensors.

Fig. 2. Sketch of RGB camera platform. Cameras are tilted
downwards by 12.5◦ to provide sufficient perspective
for efficient transformation by projective geometry
methods.

Table 2. Camera specifications.

RGB Camera

Lens Motorised, 8-12 mm, auto iris, auto focus

Field of view 38.9°-109.2° HFOV, 21.9°-56.2° VFOV

Max. Resolution 2560x1440 pixels

Video Stream 25/30 Hz w. x265 Encoding

2.1 Data set

The data used in this study were obtained in Danish
near-coast waters in what is known as the south Funen
archipelago. The data set consists of 4953 images, of which
302 are annotated. Of these, 277 are randomly chosen
to be used for training. The rest are used for validation,
corresponding to a 90%-10% ratio. For this sea trial, data
was recorded with a single RGB bullet type IP camera,
specifications of which can be seen in Table 2

Although only a single camera is used for this paper,
several identical cameras were mounted on a circular plat-
form such that full 360◦ coverage of the surroundings can
be achieved.. There is an overlap between the respective
cameras’ horisontal field of view as shown in Figure 2. The
cameras are mounted to tilt 12.5◦ down.

The images are annotated in a pyramid like manner. First,
an image is sub-partitioned into a 3× 3 grid. Each of sub-
partitions is annotated as one of the three classes: {water,
non-water, partial water}. Any sub-partition annotated as
partial water is then further sub-partitioned into a 3 × 3
grid, and re-annotated. This process can repeat two times
for each sub-partition in the 3×3 grid annotated as partial
water. The size and amount of layers in this grid pyramid
has been chosen such that the resolution at the lowest level
is suited for in harbor navigation. A calculation of the
implications of choice of grid size in relation to resolution
of the generated open water map will be presented in
section 3
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validated on sea trial data. Performance and robustness
of this method are evaluated using precision and recall for
the deep learning methods. The contribution of this paper
is a novel method to determine open water space, using
a classification network for segmentation of images taken
cameras mounted on a surface vessel.

The structure of the paper is as follows. Section 2 intro-
duces the novel method of applying a classification network
for the segmentation of camera images. Furthermore, the
theoretical framework for inverse perspective mapping is
presented. Section 3 provides results on the precision and
recall of the deep learning method, and gives ranges for the
resolution of the output at the range at which this method
is applied. Finally Section 4 draws conclusions.

Table 1. Abbreviations and Acronyms

acronym explanation

AIS Automatic Identification System
ADAM Adaptive Moment Estimation
CNN Convolutional Neural Network
IMU Inertial Measurement Unit
FN False Negatives
FP False Positives
HFOV Horizontal field of view
VFOV Horizontal field of view
TP True Positives
ResNet Residual Network

2. METHOD

Images taken in the visible range are used for this ap-
proach, comprising a data set. The data set was obtained
in the south Funen archipelago in Denmark. Cameras were
mounted on a platform on a dedicate mast on a work-boat
type vessel such that full coverage of the surroundings
is obtained, see Figure 2. Each image in the data set is
split into 3 × 3, 9 × 9 and 27 × 27 sub-divisions grids. A
convolutional neural network (CNN) is then trained for
each grid size, to classify whether an image sub-partition
contains water, no water or partial water. Overall segmen-
tation performance is assessed by using the classified grid
segments as a segmentation map.

The finished segmentation mapping will subsequently be
transformed from the field of view of the cameras to a
bird’s view using inverse perspective transformations. The
subsections below describe the individual steps in the
approach. Abbreviations are listed in Table 1.

Fig. 1. Test vessel from TUCO Marine. Autonomy sensors
on the test are mounted on the foremast, which is
dedicated for these sensors.

Fig. 2. Sketch of RGB camera platform. Cameras are tilted
downwards by 12.5◦ to provide sufficient perspective
for efficient transformation by projective geometry
methods.

Table 2. Camera specifications.

RGB Camera

Lens Motorised, 8-12 mm, auto iris, auto focus

Field of view 38.9°-109.2° HFOV, 21.9°-56.2° VFOV

Max. Resolution 2560x1440 pixels

Video Stream 25/30 Hz w. x265 Encoding

2.1 Data set

The data used in this study were obtained in Danish
near-coast waters in what is known as the south Funen
archipelago. The data set consists of 4953 images, of which
302 are annotated. Of these, 277 are randomly chosen
to be used for training. The rest are used for validation,
corresponding to a 90%-10% ratio. For this sea trial, data
was recorded with a single RGB bullet type IP camera,
specifications of which can be seen in Table 2

Although only a single camera is used for this paper,
several identical cameras were mounted on a circular plat-
form such that full 360◦ coverage of the surroundings can
be achieved.. There is an overlap between the respective
cameras’ horisontal field of view as shown in Figure 2. The
cameras are mounted to tilt 12.5◦ down.

The images are annotated in a pyramid like manner. First,
an image is sub-partitioned into a 3× 3 grid. Each of sub-
partitions is annotated as one of the three classes: {water,
non-water, partial water}. Any sub-partition annotated as
partial water is then further sub-partitioned into a 3 × 3
grid, and re-annotated. This process can repeat two times
for each sub-partition in the 3×3 grid annotated as partial
water. The size and amount of layers in this grid pyramid
has been chosen such that the resolution at the lowest level
is suited for in harbor navigation. A calculation of the
implications of choice of grid size in relation to resolution
of the generated open water map will be presented in
section 3
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Fig. 3. visualisation of the annotation scheme for one
element annotated as partial water.

Annotating in this manner improves the speed at which
large data set can be obtained, as the classical method of
drawing pixel precise boundaries around objects present
in images can be very time consuming. Furthermore, each
image will provide several annotations instead of just one
for the classical method, 9 annotations corresponding to
the 3 × 3 grid, 81 annotations for the 9 × 9grid and 729
annotations for the 27×27 grid. The 302 annotated images
resulted in a data set with cardinality shown in Table
3. Figure 3 shows a graphical example of the annotation
scheme.

Table 3. Dataset cardinality.

Water Partial Water Non Water

Large 649 1.231 613
Medium 11.188 4.260 6.989
Small 119.728 12.947 69.258

Semantical annotation of a data set of this size would have
taken several weeks, however, using the annotation method
presented here, shortened this to approximately 10 hours.

2.2 Classification Network

The annotation scheme presented in section 2.1 necessi-
tates the recasting of the segmentation problem to that of
a classification problem, as each image sub-partition can
be seen as a separate image that can simply be classified
instead of segmented. Reassembling these sub-partitions
in to an image will then yield a segmentation with a high
enough accuracy for in harbor autonomous navigation.

Recasting to a classification problem provide a new class
of neural networks as tools for generating an open water
map. One of the more successful classes of neural networks
for classification is the Residual Network (ResNet) (He
et al. (2016)). One problem of deep CNN’s is exploding
gradients, i.e. the magnitude and direction of the weight
updates in the network become very large, leading to
difficulties of convergence. This problem was addressed
by Glorot and Bengio (2010) and Bengio et al. (1994) by
usage of normalised initialisation and intermediate nor-
malisation layers (Ioffe and Szegedy (2015)), that enabled
convergence of deep convolutional neural networks. This
however, lead to a degradation of accuracy issue when the
number of layers increased. He et al. (2016) showed that
this degradation could be addressed by using a residual
learning framework within the network. Instead of hoping
that each couple of layers in the network would fit an
underlying mapping, He et al. (2016), lets each block of
layers fit a predefined residual mapping. Let

H(x)

be the desired underlying mapping. He et al. (2016) then
lets a block of stacked layers fit the mapping

F(x) = H(x)− x

, where x is the input to the block of layers. This expression
is rewritten to H(x) = F(x) + x, leading to a block of the
type shown in Figure 4

Fig. 4. A residual block compared to a standard network.

Using these residual blocks, the problem of degradation of
the accuracy when increasing the number of layers was
resolved, hence leading to increasing accuracy without
increasing complexity He et al. (2016). This paper uses
the 50 layer version of the residual network, with a fully
connected layer in the end, reducing the number of neurons
from 2048 to 3, to conform to the number of classes present
in the data set.

The loss function used is the cross entropy loss.For more
than two classes, this is defined as,

CE(p, y) = −
M∑
c=1

yc log(pc) (1)

where yc ∈ [0, 1] is the ground truth value of class c
and pc is the predicted probability that the image sub-
partition belongs to class c. The ADAM optimizer was
used during training of the network, along with a learning
rate of 2.5 · 10−5. To handle class imbalance in the data
set, a weighted random sampler was employed such that
approximately equal amounts of image sub-partitions for
each class were used for training. Data augmentation was
also used, with each sample being able to be rotated
+/- 15° and/or flipped along its vertical axis. A model
was trained for each sub-partition size (large, medium,
small), corresponding to the 3 × 3, 9 × 9 and 27 × 27
grid, respectively. The image sub-partitions were resized
to 256× 256, 128× 128 and 64× 64 pixels, as the selected
network requires square images as input. Each model was
trained for 250 epochs, or until convergence.

2.3 Transformation of the open water map

Once a model has been trained for each sub-partition
size, inference can be conducted. The output is computed
separately for each sub-partition size, enabling batching
of images and therefore improving inference time. The
image sub-partitions were subsequently reassembled into
a proper output image, as illustrated in Figure 5.

The information gained from the inference can be trans-
formed in to a reference frame that is common to all
sensors. This common reference frame, denoted the vessel

reference frame, is chosen to be a heading oriented tan-
gent plane, i.e a coordinate system which has the x-axis
pointing along the heading of the vessel, y-axis pointing
starboard, and z-axis pointing down. Furthermore, it is
placed such that the plane spanned by the x and y axis
correspond to the calm water surface. This is illustrated
in Figure 6.

Fig. 5. Sample output from network inference. Green is
open water, yellow is partial water and red is not
water.

Fig. 6. The vessel, platform and camera reference frames.

2.4 Projective Geometry

A camera provides a mapping of a projective 3-space,
P3 on to a 2D image plane that is described in a 3D
Cartesian frame, R3, the camera coordinate system. In
P3, a point is denoted X and is represented in P3 by
homogeneous coordinates, i.e a point in P3 is a four vector
where the fourth component represents a scaling, X =
[X1, X2, X3, X4]

T , represents the point [x, y, z]T ∈ R3

by [x, y, z]T = [X1/X4, X2/X4, X3/X4]
T . Homogeneous

points at infinity have X4 = 0 (Hartley and Zisserman
(2004)).

Transformation and rotation in P3 is conveniently done by
representing a line in P3 using a Plücher matrix. A line
through points A and B, both are homogeneous 4 × 1
vectors, is represented by the

L = ABT −BAT (2)

This representation will be used to find crossing between a
line and a horizontal plane in P3, thereby mapping a point
in he camera plane to a point on the tangent plane.

Describing pose The pose in R3 is combined rotation
and translation. The coordinates are illustrated in Figure
6. Rotations in Euler angles roll φ, pitch θ and yaw ψ are
described by,

Rx(φ) =

[
1 0 0
0 cosφ − sinφ
0 sinφ cosφ

]

Ry(θ) =

[
cos θ 0 sin θ
0 1 0

− sin θ 0 cos θ

]

Rz(ψ) =

[
cosψ − sinψ 0
sinψ cosψ 0
0 0 1

]
(3)

A combined rotation is obtained as Rxyz = RxRyRz.
Translation in R3 is described by the distance of transla-
tion in a 3-vector

t =

[
x
y
z

]
(4)

Homogeneous coordinates Combined translation and ro-
tation is conveniently described in homogeneous coordi-
nates, both in robotics and in perspective geometry. A ho-
mogeneous point in R3 is the 4×1 vector tH = [x, y, z, s]T

where the 4th coordinate s is the scale. Points on the
horizon have s = 0.

Homogeneous coordinates solve the issue that points in R3

at different distance project may to the same point in the
R2 image plane. In homogeneous coordinates such points
will have different scale.

Homogeneous coordinates describe combined rotation and
translation as,

[R | t]H =

[
R3×3 t3×1

01×3 1

]
(5)

Camera model Cameras are modelled as general projec-
tive cameras, see Hartley and Zisserman (2004), with a
camera projection matrix P defined as,

P = K [R | t] (6)

where K is the camera calibration matrix, and the matrix
[R | t] is the combined rotation and translation matrix,
which describes the pose of the camera in relation to the
vessel reference frame. In the general projective camera,
K is defined as

K =

[
fmx s mxpx 0
0 fmy mypy 0
0 0 1 0

]
(7)

where f is the focal length of the camera, mx and my

are measures of pixels per unit distance in the x and
y dimensions. This makes correction of the camera for
non square pixels possible. Further, (px, py) is the camera
centre’s offset in pixels and s is a parameter that models
the skew of pixels in the camera.

Rotations are combined by going from the vessel reference
frame to the cameras frame of reference. The translation is
simply concatenated to the rotation matrix in the manner
shown in equation 6. The pose of the camera used in this
paper is chosen such that it corresponds to a 90◦ rotation
about the z-axis of the vessel reference frame, followed by
a 90◦ rotation about the new x-axis. Then, the camera
is translated -4.155 m along the new y-axis, and 0.415 m



 Martin K. Plenge-Feidenhans’l  et al. / IFAC PapersOnLine 54-16 (2021) 30–36 33

reference frame, is chosen to be a heading oriented tan-
gent plane, i.e a coordinate system which has the x-axis
pointing along the heading of the vessel, y-axis pointing
starboard, and z-axis pointing down. Furthermore, it is
placed such that the plane spanned by the x and y axis
correspond to the calm water surface. This is illustrated
in Figure 6.

Fig. 5. Sample output from network inference. Green is
open water, yellow is partial water and red is not
water.

Fig. 6. The vessel, platform and camera reference frames.

2.4 Projective Geometry

A camera provides a mapping of a projective 3-space,
P3 on to a 2D image plane that is described in a 3D
Cartesian frame, R3, the camera coordinate system. In
P3, a point is denoted X and is represented in P3 by
homogeneous coordinates, i.e a point in P3 is a four vector
where the fourth component represents a scaling, X =
[X1, X2, X3, X4]

T , represents the point [x, y, z]T ∈ R3

by [x, y, z]T = [X1/X4, X2/X4, X3/X4]
T . Homogeneous

points at infinity have X4 = 0 (Hartley and Zisserman
(2004)).

Transformation and rotation in P3 is conveniently done by
representing a line in P3 using a Plücher matrix. A line
through points A and B, both are homogeneous 4 × 1
vectors, is represented by the

L = ABT −BAT (2)

This representation will be used to find crossing between a
line and a horizontal plane in P3, thereby mapping a point
in he camera plane to a point on the tangent plane.

Describing pose The pose in R3 is combined rotation
and translation. The coordinates are illustrated in Figure
6. Rotations in Euler angles roll φ, pitch θ and yaw ψ are
described by,

Rx(φ) =

[
1 0 0
0 cosφ − sinφ
0 sinφ cosφ

]

Ry(θ) =

[
cos θ 0 sin θ
0 1 0

− sin θ 0 cos θ

]

Rz(ψ) =

[
cosψ − sinψ 0
sinψ cosψ 0
0 0 1

]
(3)

A combined rotation is obtained as Rxyz = RxRyRz.
Translation in R3 is described by the distance of transla-
tion in a 3-vector

t =

[
x
y
z

]
(4)

Homogeneous coordinates Combined translation and ro-
tation is conveniently described in homogeneous coordi-
nates, both in robotics and in perspective geometry. A ho-
mogeneous point in R3 is the 4×1 vector tH = [x, y, z, s]T

where the 4th coordinate s is the scale. Points on the
horizon have s = 0.

Homogeneous coordinates solve the issue that points in R3

at different distance project may to the same point in the
R2 image plane. In homogeneous coordinates such points
will have different scale.

Homogeneous coordinates describe combined rotation and
translation as,

[R | t]H =

[
R3×3 t3×1

01×3 1

]
(5)

Camera model Cameras are modelled as general projec-
tive cameras, see Hartley and Zisserman (2004), with a
camera projection matrix P defined as,

P = K [R | t] (6)

where K is the camera calibration matrix, and the matrix
[R | t] is the combined rotation and translation matrix,
which describes the pose of the camera in relation to the
vessel reference frame. In the general projective camera,
K is defined as

K =

[
fmx s mxpx 0
0 fmy mypy 0
0 0 1 0

]
(7)

where f is the focal length of the camera, mx and my

are measures of pixels per unit distance in the x and
y dimensions. This makes correction of the camera for
non square pixels possible. Further, (px, py) is the camera
centre’s offset in pixels and s is a parameter that models
the skew of pixels in the camera.

Rotations are combined by going from the vessel reference
frame to the cameras frame of reference. The translation is
simply concatenated to the rotation matrix in the manner
shown in equation 6. The pose of the camera used in this
paper is chosen such that it corresponds to a 90◦ rotation
about the z-axis of the vessel reference frame, followed by
a 90◦ rotation about the new x-axis. Then, the camera
is translated -4.155 m along the new y-axis, and 0.415 m
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along the new z-axis. Finally, the camera is rotated −12.5◦

about its new x-axis to bring it into its final pose on the
camera platform.

Compensate for ship motions Due to the waves, the ship
will roll and pitch randomly during passage and maneu-
vering at sea. An IMU continuously measures the accel-
erations and turn rates of the vessel, and roll and pitch
movement of the ship in relation to the vessel reference
frame is calculated in the IMU. These measurements are
used to rotate the platform and camera reference frames
as needed. In matrix form, the transformation from a 3D
perspective point X in the vessel reference frame to a 3D
point xc in the camera reference is,

xc = K

[
Rcp dcp

01×3 1

] [
Rpv dpv

01×3 1

]
X (8)

Here, X is a point in P3 homogeneous coordinates. Rpv is
the the 3× 3 rotation in R3 and dpv the 3× 1 translation
of the platform in relation to the vessel reference frame,
including the pitch and roll of the ship. Rc and dcp are
the rotation and translation of the camera relative to the
platform reference frame.

Projective transform to bird’s view To perform a per-
spective transformation to a bird’s view, a separate virtual
camera is utilised, placed in a pose corresponding this
view. Furthermore, camera projections are exploited in
order to obtain the transformation between these two cam-
eras. Consider a virtual camera with a calibration matrix
identical to the main camera on the ship, and placed with
a translation of tv = [0, 95.53,−100]T , and rotated 90◦

about the vessel reference frames z-axis. This placement
corresponds to a bird’s view, with the field of view matched
such that the virtual camera can barely see the front of the
vessel. Also consider a plane corresponding to the water
surface defined using three points in this plane

π = (D234,−D134, D124,−D123)
T (9)

where Djkl is the determinant of the jkl rows of the 4× 3
matrix obtained by concatenating the three points in the
plane written using homogeneous coordinates

Xπ =



0 1 0
0 0 1
0 0 0
1 1 1


 (10)

A line can then be cast from a point in the cameras image
plane x, through the camera centre C, defined as the
right null space of P. Using Plücker notation (Hartley and
Zisserman (2004)), this line can be written as

L = C(P+x)T −P+xCT (11)

where P+ is the pseudo-inverse of P. The intersection
between this line and the water surface plane is

X = Lπ (12)

Such a ray is then cast for four pixels in the image taken by
the camera on the vessel. Each of the projections in vessel
reference frame coordinates can then be projected into the
virtual cameras reference frame in order to obtain an image
from this cameras perspective, as shown in equation 13

xv = Kv [Rv | tv]X (13)

where xv is the point in the virtual camera coordinate
system and X is the point in vessel reference frame coor-
dinates. As such, four point correspondences are obtained,
which can then be used to calculate a homography trans-
form from the vessel camera to the virtual camera. This
homography is used to perform a perspective transforma-
tion. This is shown in Figure 7.

(a) Image taken from the vessel.

(b) Image transformed to bird’s view.

Fig. 7. Image from the vessel (a) and transformed to a
bird’s view virtual camera perspective (b). The lower
part of the birds view transformed image is used for
mapping, together with images from other cameras
that provide a 360◦ overview.

3. RESULTS

Model performance is evaluated based upon whether or
not an image sub-partition is assigned the correct class
when doing inference on the validation set. The class is
determined by evaluating which output neuron has the
largest activation after inferring an image sub-partition
through the network. Performance of the model is assessed
using precision p and recall r, defined by

p =
TP

TP + FP
, r =

TP

TP + FN
(14)

where TP is the amount of true positives, i.e correctly
classified instances of sub-partitions in the validation set,
FN is false negatives, i.e. instances where the network
assigned a class different from the class currently being
evaluated, while it should have been the class currently
evaluated, and FP is false positives, i.e instances where
the network assigns the class currently being evaluated to

(a) (b)

Fig. 8. A set of predictions and their ground truth, along with their bird’s eye transformations, limited to approximately
200 meters.

a sub-partition, when it should have been a class different
from the current.

Precision and recall is evaluated on each combination of
sub-partition size and class, yielding Tables 4 and 5

Table 4. Precision.

Water Partial Water Non Water

Large 0.99 0.86 0.91
Medium 0.99 0.88 0.99
Small 0.98 0.70 0.99

Table 5. Recall.

Water Partial Water Non Water

Large 0.88 0.97 0.84
Medium 0.98 0.96 0.96
Small 0.99 0.81 0.94

The results show that it is the partial water class that
is hardest for the networks to classify correctly, which
is expected. These image sub-partitions contain mixed
texture and brightness information, and are also the least
represented class. So even when using weighted random
sampling and data augmentation, the precision is worst for
this class. This gets worse as the sub-partitions get smaller
in size, as less information can be extracted from each sub-
partition. Figure 8 shows a set of in-harbour results. Upper
row images show result processed to find free-space water
areas and the lower row images have been transformed to
bird’s view.

3.1 Real world size of image sub-partitions

To make an assessment on the choice of image sub-
partition size, a calculation of their size was conducted
using the back projection scheme presented in section 2.3.
The calculation was done separately for the x and y-axis in
the vessel reference frame. The results is shown in Figure
9.

The real world vertical size of the image sub-partitions,
corresponding the x-axis in the vessel reference frame
increases very rapidly as sub-partitions get closer to the
horizon, covering approximately 40 m at approximately
500 m distance from the vessel. Horizontally, the real world
size of each image sub-partition increases to approximately
20 m, at 500 m distance from the vessel. In terms of
resolution needed for in harbor navigation, this is deemed
acceptable.

4. CONCLUSION

This paper addressed the problem of safe, in-harbor nav-
igation. Using vision, a novel method was suggested to
obtain a map of free water areas. A key element was
the hierarchical sub-division of images A fast annotation
approach was an essential benefit of the suggested method,
which use automated hierarchical image sub-partitioning
to rapidly generate large data sets. The paper showed how
data was analyzed by a network intended for classification,
and through the hierarchical sub-partitioning, provided a
segmentation with sufficient accuracy for safe navigation.
A bird’s view map for navigation was created using projec-
tive geometry transformations. Using a camera downward
tilt of 12.5◦ appeared to give very useful results for navi-
gation in confined areas. Results form sea tests validated
the approach.
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Fig. 8. A set of predictions and their ground truth, along with their bird’s eye transformations, limited to approximately
200 meters.
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Fig. 9. Real world sub-partition bounds in meters as a function of sub-partition number from the bottom of the image.
Camera tilt was 12.5◦ down. Vertical in the image plane maps to distance from the camera platform, horizontal
maps to the horizon seen from the platform. The plot are calculated using equations 11 and 12
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