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Abstract 

	

Audiovisual	 integration	 can	 facilitate	 speech	 comprehension	 by	 integrating	

information	 from	 lip-reading	 with	 auditory	 speech	 perception.	 When	

incongruent	 acoustic	 speech	 is	 dubbed	 onto	 a	 video	 of	 a	 talking	 face,	 this	

integration	can	lead	to	the	McGurk	illusion	of	hearing	a	different	phoneme	than	

that	 spoken	 by	 the	 voice.	 Several	 computational	 models	 of	 the	 information	

integration	 process	 underlying	 these	 phenomena	 exist.	 All	 are	 based	 on	 the	

assumption	 that	 the	 integration	process	 is,	 in	some	sense,	optimal.	They	differ,	

however,	in	assuming	that	it	is	based	on	either	continuous	or	categorical	internal	

representations.	 Here	 we	 develop	 a	 model	 of	 audiovisual	 integration	 of	 the	

phonetic	 information	 represented	 on	 an	 internal	 representation	 that	 is	

continuous	and	cyclical.	We	compare	these	models	to	the	Fuzzy	Logical	Model	of	

Perception	 (FLMP),	 which	 is	 based	 on	 a	 categorical	 internal	 representation.	

Using	 cross-validation,	 we	 show	 that	 model	 evaluation	 criteria	 based	 on	 the	

goodness-of-fit	 are	 poor	 measures	 of	 the	 models’	 generalization	 error	 even	 if	

they	 take	 the	 number	 of	 free	 parameters	 into	 account.	We	 also	 show	 that	 the	

predictive	power	of	all	 the	models	benefit	 from	a	 regularization	 that	 limits	 the	



	

precision	of	the	internal	representation.	Finally,	we	show	that,	unlike	the	FLMP,	

models	 based	 on	 a	 continuous	 internal	 representation	 have	 good	 predictive	

power	when	properly	regularized.		
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1.1 Introduction 

We	perceive	speech	not	only	from	the	voice	but	also	from	lip-reading.	We	

integrate	this	multi-sensory	percept	automatically	when	comprehending	speech	

in	 a	 natural	 face-to-face	 conversation.	 This	 is	 evidenced	 by	 the	 facilitation	 of	

speech	perception	when	the	face	of	the	interlocutor	is	seen	as	compared	to	when	

it	 is	 not	 (Binnie,	Montgomery,	 &	 Jackon,	 1974;	 Sumby	 &	 Pollack,	 1954).	More	

strikingly,	it	can	also	lead	to	illusory	phonetic	percepts	when	the	face	articulates	

a	 different	 phoneme	 than	 what	 we	 hear	 in	 the	 voice.	 This,	 McGurk	 illusion	

(Mcgurk	&	Macdonald,	 1976),	 come	 in	 three	 different	 forms	 (Tiippana,	 2014).	

One	 form	 is	 the	 fusion	 illusion	 where	 the	 integrated	 percept	 seems	 to	 be	 an	

amalgamation	 of	 the	 auditory	 and	 visual	 signals.	 As	 an	 example,	 /pa/	 is	 often	

heard	as	/ta/	when	dubbed	onto	a	video	of	a	 face	saying	/ka/.	 In	 combination	

illusions,	the	integrated	percept	contains	both	phonemes--the	one	seen	from	the	

face	and	the	one	heard	in	the	voice.	As	an	example,	/ka/	is	often	heard	as	/pka/	

when	 dubbed	 onto	 a	 video	 of	 a	 face	 saying	 /pa/.	 Finally,	 in	 visual	 dominance	

illusions,	 observers	 hear	 the	 phoneme	 articulated	 by	 the	 face	 instead	 of	 the	

phone	spoken	by	the	voice.	

1.2 Maximum Likelihood Estimation Models of Multisensory Integration 

Andersen	 (Andersen,	 2015)	 presented	 the	 Early	 Maximum	 Likelihood	

Estimation	 (MLE)	 model	 of	 the	 underlying	 audiovisual	 integration	 process.	 In	

this	model,	place	of	articulation	is	represented	by	a	one-dimensional	continuous	

internal	 representation	 ranging	 from	back,	 or	 velar,	 (/g/	or	 /k/)	 over	 alveolar	

(/d/	 or	 /t/)	 to	 front,	 or	 bilabial	 (/b/	 or	 /p/).	 The	 place	 of	 articulation	 for	 the	

auditory	 and	 visual	 speech	 stimuli	 is	 thus	 represented	 by	 a	 scalar	 internal	

representation	value	for	each	stimulus.	In	the	encoding	process	Gaussian	noise	is	

added	to	the	internal	representation.	Response	boundaries,	or	criteria,	divide	the	

continuum	into	phonetic	response	categories.	The	discrete	response	probability	

distribution	is	given	by	the	probability	mass	that	falls	within	each	category.	This	

part	of	the	model	is	equivalent	to	signal	detection	models	with	multiple	ordered	

response	 categories	 such	 as	 used	 in	 confidence	 rating	 tasks	 (Macmillan	 &	

Creelman,	2005).		

	



	

The	 integration	process	 in	Early	MLE	 is	 the	MLE	principle	 introduced	by	Ernst	

and	 Banks	 (Ernst	 &	 Banks,	 2002).	 The	 MLE	 model	 bases	 integration	 on	 the	

assumption	 that	 the	 Gaussian	 noise	 added	 to	 the	 auditory	 and	 visual	 internal	

representation	 values	 during	 encoding	 is	 sampled	 from	 independent	

distributions.	 The	 maximum	 likelihood	 estimate	 (MLE)	 of	 the	 audiovisual	

probability	distribution	therefore	equals	the	normalized	product	of	the	auditory	

and	visual	probability	densities.	When	the	distributions	are	Gaussian	this	 leads	

to	 simple	 expressions	 for	 the	 mean	 and	 the	 variance	 of	 the	 audiovisual	

distribution.	 The	mean	 is	 a	weighted	 average	 of	 the	means	 for	 the	 unisensory	

distributions,	 the	 weight	 being	 a	 function	 of	 the	 variances	 of	 the	 unisensory	

distributions	 so	 that	 the	more	 variable	 distribution,	 corresponding	 to	 the	 less	

reliable	 source	 of	 information,	 is	 given	 less	 weight.	 The	 variance	 of	 the	

audiovisual	 distribution	 is	 also	 a	 function	 the	 variance	 of	 the	 unisensory	

distributions	so	that	it	is	always	less	than	any	of	the	variances	for	the	unisensory	

distributions.	This	reflects	that	more	sources	of	information	should	always	lead	

to	 a	 more	 precise,	 less	 variable	 estimate.	 In	 the	 Early	 MLE	 model	 response	

selection	 happens	 after	 integration	 of	 the	 auditory	 and	 visual	 internal	

representation,	 hence	 integration	 can	 be	 said	 to	 occur	 early	 in	 the	 perceptual	

process.		

	

Here,	 we	 extend	 the	 Early	 MLE	 model	 to	 apply	 the	 models	 to	 the	

perception	of	un-voiced	stop	consonants	/k/,	/p/	and	/t/	and	the	three	types	of	

McGurk	 illusions	 that	 they	 elicit:	 fusion,	 visual	 dominance	 and	 combination	

illusions.	We	conducted	a	simple	audiovisual	speech	experiment	for	the	purpose	

of	 testing	 quantitative	 models	 of	 audiovisual	 integration	 of	 speech.	 In	 the	

experiment	observers	identified	the	unvoiced	stop	consonants	/k/,	/p/	and	/t/.	

The	 stimuli	 were	 recorded	 speech	 and	 recorded	 video	 presented	 either	

acoustically,	 visually	 or	 audiovisually	 using	 all	 the	 nine	 (congruent	 and	

incongruent)	combinations.		

	

To	apply	the	Early	MLE	model	to	this	paradigm	response	categories	K,	P	

and	T	as	well	as	PK,	PT	and	KT	are	needed.	A	priori,	we	were	not	aware	of	an	

obvious	 way	 to	 arrange	 these	 response	 categories	 on	 a	 one-dimensional	



	

continuum,	but	 it	appears	natural	 to	place	the	combination	categories	between	

the	categories	representing	their	constituents	(i.e.	placing	e.g.	PK	between	P	and	

K).	 This	 means	 that	 a	 linear	 one-dimensional	 continuum	 cannot	 be	 used.	 The	

only	way	 to	 do	 this	while	 keeping	 the	 continuum	 one-dimensional	 is	 to	 use	 a	

cyclical	continuum	(i.e.	K-KP-P-PT-T-KT-K-...).	Although	this	might	seem	like	an	

odd	structure	for	a	speech	continuum,	it	is	grounded	in	the	physical	properties	of	

the	stop	consonants.	Figure	1	shows	a	cyclical	synthetic	continuum	constructed	

by	varying	the	second	and	third	formant	frequencies	in	the	closure	phase	of	the	

consonants	 (Summerfield,	 1979).	 Along	 the	 continuum,	 observers	 reported	 to	

hear	the	stop	consonants	and	two	combinations	of	consonants,	PK	and	PT,	which	

corresponds	to	the	most	commonly	heard	combination	illusions.	

	

	
Figure	 1	 -	 Parameter	 space	 for	 a	 cyclical	 synthetic	 acoustic	 speech	 continuum	 created	 by	
Summerfield	(1979).	Labels	indicate	percepts	reported	by	observers.	

	

1.2.1 The Cyclical Model 
In	 the	 cyclical	model,	 phonetic	 information	 is	 represented	 as	 a	 value	 on	

the	 cyclical	 continuum.	 Noise	 affects	 the	 perceptual	 process	 so	 that	 a	 given	

stimulus	 is	 best	 represented	 by	 a	 probability	 distribution	 over	 the	 internal	

representation	 in	 the	 same	 way	 that	 a	 stimulus	 is	 represented	 by	 a	 Gaussian	

distribution	over	a	linear	continuum	in	signal	detection	theory	(SDT).	We	chose	

to	use	the	von	Mises	distribution,	which	is	defined	on	the	cyclical	continuum	and	
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closely	related	to	the	Gaussian	distribution.	Just	as	the	Gaussian	distribution,	the	

von	 Mises	 distribution	 can	 also	 be	 completely	 specified	 by	 its	 mean,	 μ,	 and	

precision,	κ,	 (related	 inversely	 to	variance).	Six	response	boundaries	divide	the	

continuum	into	six	response	categories.	With	repeated	presentations	of	a	specific	

stimulus,	the	internal	representation	value	will	randomly	vary,	sometimes	falling	

into	one	response	category	sometimes	into	another.	The	probability	mass	within	

a	response	category	determines	the	response	probability	for	that	category.	As	in	

signal	detection,	this	explains	response	variability.	The	cyclical	model	is	a	model	

with	 free	 parameters	 for	 every	 auditory,	 visual	 and	 audiovisual	 stimulus	 in	

addition	to	free	parameters	for	the	response	boundaries.	It	is	thus	not	a	model	of	

audiovisual	 integration	 but	merely	 a	mapping	 between	 the	 cyclical	 continuum	

and	the	discrete	response	probabilities.	

1.2.3 The Early MLE Model 
Applying	the	MLE	principle	to	von	Mises	distributions	is	analogous	to	applying	it	

to	Gaussian	distributions.	Since	 the	product	of	 two	von	Mises	distributions	 is	a	

von	 Mises	 distribution,	 the	 distribution	 of	 internal	 representation	 values	 for	

audiovisual	stimuli	is	a	von	Mises	distribution	with	mean,	 ,	given	by	

	

		 		

	

where	 and	 are	 the	 means	 of	 the	 distributions	 for	 auditory	 and	 visual	

stimuli	respectively,	 and	 are	the	precision	of	the	distributions	for	auditory	

and	visual	stimuli	respectively,	and	arctan	denotes	the	four-quadrant	arctangent	

function	 (Chang	 et	 al.,	 2019;	 Murray	 &	 Morgenstern,	 2010).	 The	 precision	

parameter	 for	 the	 distribution	 of	 internal	 representation	 values	 for	

audiovisual	stimuli	is	given	by		

	

	 	

	

The	free	parameters	of	the	Early	MLE	model	are	the	mean	and	precision	

parameters	 for	 the	 auditory	 and	 visual	 stimuli	 in	 addition	 to	 the	 six	 response	

 µAV

  
µAV = arctan κ A sin µA( ) +κV sin µV( ),κ A cos µA( ) +κV cos µV( )( )

 µA  µV

 κ A  κV

 κ AV

  
κ AV cos θ − µAV( ) =κ A cos θ − µA( ) +κV cos θ − µV( )



	

boundaries.	 Response	 probabilities	 can	 be	 calculated	 using	 the	 von	 Mises	

probability	function.	

1.2.3 The Fuzzy Logical Model of Perception (FLMP) 
Models	 of	 audiovisual	 integration	 of	 speech	 can	 either	 be	 based	 on	 a	

discrete	or	continuous	 internal	representation.	The,	by	 far,	most	studied	model	

of	 audiovisual	 speech	 perception	 is	 the	 Fuzzy	 Logical	 Model	 of	 Perception	

(FLMP)	 in	 which	 integration	 is	 based	 on	 a	 discrete	 internal	 representation	

(Massaro,	1998).	According	to	the	FLMP,	the	audiovisual	response	probability	is	

the	normalized	product	of	the	auditory	and	visual	response	probabilities	

	

	 	

Here,	 SA	 and	 SV	 represent	 the	 auditory	 and	 visual	 stimulus	 respectively	

and	 Ri	 represents	 a	 response	 in	 response	 category	 with	 index	 i.	 The	 free	

parameters	 of	 the	 models	 are	 the	 auditory	 and	 visual	 response	 probabilities	

and	 respectively.	 This	 can	 be	 thought	 of	 as	 an	 optimal,	

maximum	 likelihood	 estimate	 (MLE)	model	 given	 two	 independent	 sources	 of	

information	 in	 perfect	 analogy	 to	 MLE	 models	 multi-sensory	 integration	 of	

continuous	measures	such	as	location	(Andersen,	Tiippana,	&	Sams,	2005;	Ernst	

&	Banks,	2002;	Ernst	&	Bülthoff,	2004).	The	MLE	and	FLMP	models	thus	rely	on	

the	 same	 principles	 but	 apply	 to	 continuous	 and	 discrete	 internal	

representations	respectively.	

1.2.4 The Late MLE Model 
In	 the	 early	 MLE	 model	 integration	 is	 based	 on	 the	 cyclical	 internal	

representation,	which	is	the	followed	by	categorization	of	continuous	values	into	

discrete	 response	 categories.	 In	 the	 late	 MLE	 model	 the	 order	 of	 the	 two	

processes	 are	 reversed.	 The	 auditory	 and	 visual	 continuous	 internal	

representation	 values	 are	 first	 categorized	 into	 discrete	 response	 categories.	

This	 transforms	 the	 continuous	 internal	 representation	 to	 a	 discrete	

representation	 similar	 to	 that	of	 the	FLMP.	 Integration	 follows	 this	 step	and	 is	

thus	 based	 on	 discrete	 response	 probabilities	 as	 in	 the	 FLMP.	 This	 late	 MLE	

model	has	the	same	free	parameters	as	the	early	MLE	model	as	only	the	auditory	

  

P(Ri | SA,SV ) =
P(Ri | SA)P(Ri | SV )
P(Rj | SA)P(Rj | SV )

j
∑

  P(Ri | SA)   P(Ri | SV )



	

and	 visual	 cyclical	 continuous	 internal	 representations	 and	 the	 response	

boundaries	are	represented	by	free	parameters.		

1.2.5 Model Overview 
Model	 diagrams	 of	 the	 four	 models	 presented	 above	 are	 depicted	 in	

Figure	 2.	 The	 cyclical	 model,	 early	 MLE	 and	 late	 MLE	 models	 all	 share	 the	

continuous	cyclical	 internal	representation	and	therefore	all	need	to	categorize	

continuous	values	to	arrive	at	discrete	response	probabilities.	The	cyclical	model	

contains	no	model	of	integration	and	therefore	requires	free	parameters	for	the	

internal	representation	of	audiovisual	stimuli	in	addition	to	the	free	parameters	

for	 internal	 representation	of	auditory	and	visual	stimuli.	 In	contrast,	 the	early	

and	 late	 MLE	 models	 both	 contain	 a	 model	 of	 integration	 based	 on	 the	 MLE	

principle	and	require	free	parameters	for	the	internal	representation	of	auditory	

and	visual	 stimuli	only.	The	difference	between	 the	early	and	 late	MLE	models	

lies	 in	 the	 order	 of	 integration	 and	 categorization.	 The	 early	 MLE	 model	

integrates	 continuous	 cyclical	 internal	 representations	 prior	 to	 categorization	

while	 the	 late	 MLE	 model	 integrates	 discrete	 internal	 representations	 after	

categorization.	Finally,	the	FLMP	contains	only	a	discrete	internal	representation	

that	map	 directly	 onto	 discrete	 response	 probabilities.	 MLE	 integration	 in	 the	

FLMP	 is	 thus	 based	 on	 a	 discrete	 internal	 representation,	 as	 is	 the	 late	 MLE	

model.	

	

	
Figure	2	–	Model	diagram	of	the	four	models	described	in	the	study:	The	cyclical	model,	the	early	
MLE	model,	the	late	MLE	model	and	the	FLMP.	
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1.3 Model Evaluation  

Many	 studies	 have	 shown	 that	 the	 FLMP	 fits	 very	 well	 to	 data	 from	 a	

variety	 of	 audiovisual	 speech	 experiments.	 However,	 it	 has	 been	 questioned	

whether	 these	 good	 fits	 are	 due	 to	 the	 flexibility	 of	 the	model.	 Several	model	

evaluation	approaches	that	takes	model	flexibility	into	account	such	as	Bayesian	

methods	 (Massaro,	 Cohen,	 Campbell,	 &	 Rodriguez,	 2001;	Myung	&	 Pitt,	 1997),	

correcting	 the	 goodness-of-fit	 for	 the	 model's	 degrees	 of	 freedom	 (Massaro,	

1998)	 and	Minimum	 Description	 Length	 (Myung,	 Pitt,	 &	 Kim,	 2005)	 has	 been	

employed	 to	 test	 this	 without	 resolving	 the	 issue.	 A	 severe	 problem	 with	 the	

FLMP	is	that	has	been	clearly	shown	to	be	an	extremely	flexible	model	when	the	

auditory	and	visual	response	probabilities	are	highly	incongruent	as	is	the	case	

for	 the	 type	 of	 incongruent	 audiovisual	 stimuli	 that	 elicits	 the	McGurk	 illusion	

(Andersen,	Tiippana,	&	Sams,	2002;	Schwartz,	2006).	

	

Few	 studies	 have	 used	 cross-validation	 to	 evaluate	 MLE	 models	 of	

audiovisual	 integration	 of	 speech.	 In	 cross-validation,	 the	 model	 is	 fit	 to	 (or	

trained	 on)	 a	 subset	 of	 the	 data	 and	 tested	 on	 the	 complementing	 set.	 This	

division	of	the	data	set	into	training	and	test	sets	can	be	repeated	so	that	the	data	

is	eventually	tested	on	all	the	available	data.	The	error	found	in	cross-validation	

is	 a	 good	measure	 of	 the	models'	 generalization	 error.	 It	 is	 important	 that	 the	

division	 of	 data	 reflects	 the	 parameters	 across	 which	 the	 model	 aims	 to	

generalize.	 The	 cyclical	model,	 for	 instance,	 does	 not	 aim	 to	 generalize	 across	

stimuli	 but	 only	 across	 trials	 as	 it	 does	 not	 prescribe	 how	 responses	 to	 one	

stimulus	depends	on	 the	 responses	 to	 another	 stimulus.	Models	 of	 audiovisual	

integration,	 such	 as	 the	 FLMP	 and	MLE	models	 do	 aim	 at	 generalizing	 across	

stimuli.	 Therefore	 the	data	 should	be	 split	 between	 stimuli	when	 testing	 these	

models	with	cross-validation.	Only	then	can	we	test	the	models’	ability	to	predict	

responses	 to	 one	 stimulus	 based	 on	 the	 responses	 to	 other	 stimuli.	 Massaro	

(Massaro,	1998)	used	a	form	of	cross-validation	separating	test	and	training	data	

in	one	 study	and	 found	 that	 the	FLMP	has	 some	ability	 to	predict	 test	data.	 In	

contrast,	Andersen	(Andersen,	2015)	compared	the	FLMP	and	Early	MLE	models	

using	 cross-validation	 on	 a	 data	 set	 used	 previously	 to	 assess	 the	 FLMP	 and	

found	that	the	test	error	of	the	Early	MLE	model	was	lower.	



	

	

1.4 Regularization 

When	a	model	is	too	flexible,	it	generally	over-fits,	which	means	it	adapts	

to	the	sampling	noise	 in	the	data.	This	 leads	to	a	 low	training	error	but	a	 large	

test		error.		To	avoid	over-fitting	a	less	flexible	model	is	needed.	This	can	be	done	

in	two	ways.	First,	we	can	decrease	the	number	of	free	parameters.	Second,	we	

can	 regularize	 the	 model.	 Model-flexibility	 means	 that	 the	 prediction	 of	 the	

model	is	very	sensitive	to	small	variations	in	parameter	values.	This	sensitivity	is	

often	 greater	 for	 some	 parameter	 values	 than	 others.	 Regularization	 adds	 an	

error	 term,	 that	measures	 the	 sensitivity,	 to	 the	 error	during	 training	 (but	not	

during	 testing).	 This	 shifts	 the	 best	 fit	 away	 from	 the	 parameter	 values	where	

sensitivity	is	high	and	decrease	the	tendency	of	the	model	to	overfit.		

	

Regularization	 has	 an	 interesting	 interpretation	 when	 applied	 to	 the	

models	we	have	described	above.	For	the	cyclical	model	as	well	as	for	the	FLMP,	

the	 parameters	 define	 the	 auditory	 and	 visual	 internal	 representation	 of	 the	

observer.	 A	 high	 sensitivity	 means	 that	 a	 small	 change	 in	 the	 internal	

representation	 can	 lead	 to	 a	 large	 change	 in	 the	 predictions	 of	 the	 response	

probabilities.	 Such	 models	 require	 that	 the	 precision	 of	 the	 internal	

representation	is	unrealistically,	or	even	infinitely,	high.	

	

For	 the	 models	 based	 on	 the	 cyclical	 continuum,	 the	 precision	 of	 the	

internal	representation	is	simply	given	by	the	precision	parameters	 	and	 .	
When	 the	 precision	 is	 high	 very	 small	 changes	 in	 the	 mean,	 μ,	 can	 shift	 the	

probability	 mass	 from	 one	 reponse	 category	 to	 another,	 which	 changes	 the	

model	 outcome	 drastically.	 In	 order	 to	 penalize	 model	 estimates	 for	 high	

estimates	of	the	precision	parameters	 	and	 	we	choose	the	penalizing	term	

to	 be	 the	 sum	 of	 squares	 of	 all	 the	 precision	 parameters	 for	 all	 unisensory	

stimuli.	 This	 corresponds	 to	 applying	 a	 half-Gaussian	 prior	 on	 the	 reliability	

parameters.		
	

 κ A  κV

 κ A  κ A



	

For	 the	 FLMP,	 defining	 the	 precision	 of	 the	 internal	 representation	 is	 a	

little	 less	obvious.	Recall	 that	 the	 free	parameters	are	 the	unisensory	 response	

probabilities,	which	 can	 be	 assumed	 to	 be	 Dirichlet	 distributed.	 Let	 	denote	

the	vector	of	auditory	response	probabilities,	i.e.		

	

	 	

	

The	symmetric	Dirichlet	distribution	can	the	be	written	as	

	

	 	

	

Here,	 	is	called	the	concentration	or	precision	parameter	because	large	

values	of	 	means	 that	 the	probability	mass	 is	more	 evenly	distributed	across	

the	 response	 categories.	 At	 a	 value	 of	 	the	 distribution	 is	 uniform	 and	 at	

lower	values	the	distribution	is	more	concentrated	with	most	of	the	probability	

mass	falling	into	a	single	response	category.	As	we	know	that	The	FLMP	is	very	

sensitive	 to	 small	 variations	 in	 the	 parameter	 values	 for	 probabilities	 close	 to	

zero	 or	 one	 (Andersen	 et	 al.,	 2002;	 Schwartz,	 2006)	 we	will	 apply	 a	 prior	 on	

.	 We	 do	 so	 by	 penalizing	 the	 log	 likelihood	 during	 training	 by	 a	 term	

derived	from	the	logarithm	of	the	prior,	which	can	be	written	as	

	

	

	

Given	 a	 prior	 distribution	 for	 the	 model	 parameters	 we	 seek	 not	 to	

maximize	 the	 log	 likelihood	 but	 rather	 the	 log	 posterior,	 which	 is	 the	 log	

likelihood	plus	the	log	prior.	The	logarithm	of	the	prior	can	be	written	as	
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When	 fitting	 the	 FLMP,	 the	 unisensory	 response	 probabilities	 are	 free	

parameters.	The	last	term	in	the	log	prior	does	not	depend	on	these	and	hence	

will	 not	 influence	 the	 optimization.	 Hence,	 applying	 the	 Dirichlet	 prior	 is	

equivalent	to	adding	the	following	term	to	the	log	likelihood.		

	

	 	

	

This	term	penalizes	strongly	for	probabilities	close	to	zero	for	which	the	

Dirichlet	 has	 high	 precision.	 This	 corresponds	 well	 with	 the	 finding	 that	 the	

FLMP	 is	 very	 sensitive	 to	 small	 variations	 in	 the	 parameter	 values	 for	

probabilities	close	to	zero	(Andersen	et	al.,	2002;	Schwartz,	2006).	

	

For	 all	 models,	 the	 optimal	 regularization	 weight,	 ,	 is	 unknown.	

Typically	it	is	varied	in	search	of	the	value	that	will	minimize	the	test	error	using	

a	one-dimensional	grid	search.	

2. Methods 

2.1 Experimental Methods 

The	 observers	 in	 the	 experiment	 were	 10	 native	 Finnish	 speakers	 (5	

males,	5	females)	with	normal	hearing	and	normal	or	corrected-to-normal	vision	

according	 to	 self-report	 who	 were	 naive	 with	 regards	 to	 the	 purpose	 of	 the	

experiment.	Their	mean	(standard	deviation)	age	was	20.8	(2.1)	years.	The	study	

was	conducted	 in	adherence	with	 the	Declaration	of	Helsinki	 ethical	principles	

regarding	human	experimentation.		

The	stimuli	were	made	 from	video	 recordings	of	another	native	Finnish	

speaker	articulating	the	Finnish	non-words	/eke/,	/epe/	or	/ete/.	The	stimulus	

set	 contained	 the	 3	 auditory,	 3	 visual	 and	 all	 of	 the	 9	 possible	 audiovisual	

stimulus	 combinations	 presented	 using	 Presentation®	 software	 from	

Neurobehaviorial	Systems.	Auditory	stimuli	were	presented	by	a	balanced	set	of	

Roland	 Stereo	 Micro	 Monitor	 MA-8	 speakers	 and	 the	 sound	 level	 was	
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approximately	 50	 dB(A)	 in	 background	 noise	 of	 30	 dB(A)	 from	 computer	

ventilation.	 The	 subjects	 sat	 at	 a	 distance	 of	 80	 cm	 in	 front	 of	 the	 computer	

screen,	 so	 the	 height	 and	width	 of	 the	 clip	were	 13.4	 and	 8.4	 degrees	 and	 the	

height	and	width	of	the	face	were	9.9	and	6.1	degrees	visual	angle.	A	still	frame	

in	 which	 the	 mouth	 of	 the	 talker	 was	 closed	 was	 displayed	 in	 the	 unimodal	

auditory	condition.	Incongruent	audiovisual	stimuli	were	created	by	dubbing	the	

audio	 track	onto	 the	video	by	aligning	 the	bursts	of	 the	stop	consonants	of	 the	

dubbed	and	original	 audio	 recording.	Each	of	 the	15	 stimuli	was	presented	20	

times	in	random	order	to	each	observer.	

The	observers	were	 instructed	 to	 look	at	 the	 face	and	 report	what	 they	

heard	unless	there	was	no	sound	in	which	case	they	should	report	based	on	lip-

reading.	 They	 responded	 by	 unspeeded	 typing	 of	 any	 consonant	 or	 set	 of	 two	

consonants	using	a	standard	keyboard	followed	by	a	press	of	the	return	key.	The	

next	stimulus	commenced	200	ms	after	the	return	key	was	pressed.		

Before	any	further	analysis,	the	data	were	pre-processed	as	follows.	Pairs	

of	identical	consonants	were	re-classified	as	single	consonants.	G,	B	and	D	were	

reclassified	 as	 the	 corresponding	 unvoiced	 consonants,	 K,	 P	 and	 T,	 which	

affected	4.9%	of	all	trials.	The	order	of	consonants	was	ignored	so	that	both	KP	

and	PK	were	classified	as	PK	and	so	 forth.	After	 this	pre-processing	more	 than	

99%	of	all	responses	fell	in	the	categories,	K,	PK,	P,	PT,	T	and	TK.	The	remaining	

responses	were	discarded	from	any	further	analysis.	

2.2 Methods for model fitting and evaluation 
We	fitted	each	of	 the	models	described	 in	the	 introduction	and	depicted	

schematically	in	Figure	2	using	the	quasi-Newton	BFSG	method	provided	by	the	

Optimization	 Toolbox	 in	 MatLab™	 (Optimization	 Toolbox	 User’s	 Guide,	 2013).	

Each	optimization	was	run	1000	times	with	randomly	selected	initial	parameter	

values	 to	prevent	 the	optimization	to	end	 in	a	 local	minimum.	Each	model	was	

fitted	 both	 by	maximizing	 the	 log	 likelihood	 and	by	minimizing	 the	 root	mean	

squared	 error	 RMSE	 for	 each	 subject.	 Based	 on	 these	 two	 error	measures,	we	

calculated	several	model	assessment	measures	that	all	correct	the	models'	error	

with	 a	 factor	 that	 depends	 on	 the	 number	 of	 free	 parameters:	 Akaike	

Information	 Criterion	 (Akaike,	 1981),	 the	 Bayesian	 Information	 Criterion	



	

(Schwarz,	 1978)	 and	 the	 mean	 RMSE	 corrected	 for	 the	 number	 of	 free	

parameters,	which	is	the	RMSE	divided	by	(Nd	–	Np)/Nd	where	Nd	is	the	number	

of	 independent	data	points	and	Np	 is	 the	number	of	 free	parameters	 (Massaro,	

1998).		

	

For	 the	 cyclical	 model,	 the	 precision	 parameter	 of	 the	 von	 Mises	

distribution	may	depend	on	 the	modality	of	 the	stimulus,	as	one	modality	may	

present	speech	 information	more	reliably,	and	on	 the	phoneme	(or	viseme),	as	

some	 phonemes	 (or	 visemes)	 may	 be	 more	 clearly	 perceived	 than	 others.	 In	

order	to	test	the	models	in	more	constrained	versions,	we	also	tested	a	version	

were	the	precision	parameter	depends	only	on	the	modality.	

	

As	 the	 expression	 for	 the	 von	 Mises	 probability	 function	 contains	 an	

infinite	sum,	we	used	an	approximation	(Burkardt,	n.d.;	Hill,	1977).	Due	to	this,	

very	small	response	probabilities	could	be	miscalculated	to	have	negative	values.	

Such	 erroneous	 estimates	 were	 set	 to	 zero	 during	 optimization	 and	 model	

evaluation.		

	

We	 based	 cross-validation	 of	 the	models	 using	 only	 the	 RMSE	 as	 error	

measure	 because	 the	 log	 likelihood	 would	 sometimes	 be	 infinite	 during	

optimization,	which	 therefore	 could	not	 continue	 to	 find	an	optimal	parameter	

estimate.	We	cross-validated	the	models	by	fitting	them	to	a	subset	of	the	data,	

excluding	the	responses	to	one	stimulus,	auditory,	visual	or	audiovisual	and	then	

calculating	 squared	 error	 of	 the	 model	 with	 respect	 to	 that	 stimulus.	 By	

repeating	 this	 process	 over	 15	 folds	 –	 one	 for	 each	 stimulus	 presented	 –	 we	

calculated	the	cross-validation	test	squared	error	for	all	 the	stimuli.	Finally,	we	

used	this	measure	to	calculate	the	cross-validated	test	RMSE	for	each	subject.	We	

henceforth	refer	to	the	cross-validated	test	RMSE	as	simply	the	test	RMSE.	

	

In	 order	 to	 asses	 the	 effect	 of	 regularization,	 we	 repeated	 the	 cross-

validation	 procedure	 but	 with	 a	 penalizing	 regularization	 term	 added	 to	 the	

squared	 error	 during	 optimization.	 We	 did	 this	 for	 a	 number	 of	 different	

regularization	weights	in	order	to	assess	the	optimal	weight.		



	

3. Results 

3.1. Experimental Results 

	

Figure	3	shows	the	mean	response	proportions	(black	bars)	across	observers.	All	

the	auditory	stimuli	were	perceived	with	very	high	accuracies	above	99%.	The	

congruent	 audiovisual	 stimuli	 were	 also	 perceived	 with	 very	 high	 accuracies	

above	97%.	The	visual	speech	was	perceived	well	but	poorer	than	auditory	and	

audiovisual	speech.	Visual	/p/	was	perceived	with	an	accuracy	of	99%	probably	

due	to	its	visually	distinct	bilabial	closure.	Observers	perceived	/k/	and	/t/	less	

clearly	with	accuracies	of	76%	and	92%	respectively.	

	

	
Figure	 3	 -	 Mean	 observed	 response	 proportions	 across	 observers	 (black	 bars).	 	 Mean	 predicted	
response	probabilities	based	on	cross-validation	of	the	regularized	FLMP	(red	bars)	and	early	MLE	
model	with	parameterization	depending	only	on	sensory	modality	(green	bars).	Error	bars	indicate	
the	standard	error	of	the	mean.	Yellow	highlights	indicate	stimuli	that	elicit	combination	illusions.	
Cyan	highlights	indicate	stimuli	that	elicit	fusion	or	visual	capture	illusions.	

	

Observers	 perceived	 all	 types	 of	 McGurk	 illusions	 from	 the	 incongruent	

audiovisual	 stimuli.	 Fusion	 illusions	 of	 hearing	 /ete/	 from	 auditory	 /epe/	

dubbed	onto	visual	/eke/	were	perceived	only	in	29%	of	trials.	This	percentage	

is	 lower	 than	 reported	 previously	 but	 covers	 over	 a	 large	 variability	 between	

observers	ranging	from	15%	to	85%	not	unlike	the	variability	across	observers	

previously	reported	(Mallick,	Magnotti,	&	Beauchamp,	2015).	Instead	of	hearing	
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a	 fusion	 illusion,	observers	often	(48%)	heard	a	visual	dominance	 illusion.	The	

visual	dominance	illusion	has	previously	been	reported	for	this	type	of	stimulus	

when	 /k/	 is	 articulated	 very	 clearly	 (Tiippana,	 2014;	 Tiippana,	 Andersen,	 &	

Sams,	 2004).	 Observers	 also	 perceived	 a	 strong	 visual	 dominance	 illusion	 of	

hearing	/epe/	as	/ete/	in	88%	of	the	trials	where	/epe/	was	dubbed	onto	/ete/.	

Combination	 illusion	/epke/	was	perceived	in	48%	of	the	trials	where	/k/	was	

dubbed	onto	visual	/p/	and	/epte/	was	perceived	in	52%	of	the	trials	for	where	

/t/	was	dubbed	onto	visual	/p/.	Auditory	/eke/	dubbed	onto	visual	/ete/	caused	

no	 illusion	 in	 89%	 of	 trials.	 Likewise	 auditory	 /ete/dubbed	 onto	 visual	 /eke/	

also	caused	no	illusion	in	89%	of	trials.		

	

In	 summary,	 the	 experimental	 results	 demonstrate	 a	 reasonably	 strong	 and	

varied	McGurk	 illusion	with	 incongruent	 combinations	 causing	 no	 illusion,	 the	

fusion	illusion,	visual	dominance	illusion	or	combination	illusions.		

3.2 Modeling Results 
The	 error	 measures	 from	 model	 fitting	 are	 listed	 in	 Table	 1.	 Based	 on	 all	

measures,	 the	 cyclical	 model	 had	 the	 lowest	 error	 of	 all	 models.	 The	 cyclical	

model,	 however,	 is	 the	 only	 of	 the	 models	 that	 is	 not	 a	 model	 of	 audiovisual	

integration.	 It	 is	 also	 the	 model	 with	 the	 highest	 number	 of	 free	 parameters.	

Based	on	this	result	none	of	the	models	of	audiovisual	integration	are	selected.			

		

For	all	the	models	based	on	the	cyclical	continuum	(the	cyclical	model,	the	early	

MLE	model	 and	 the	 late	MLE	model),	 all	 error	measures	were	 lower	when	 the	

parameters	were	allowed	to	vary	with	both	stimulus	and	modality,	i.e.	when	the	

number	of	free	parameters	was	higher.	

	

All	the	models	fitted	the	data	very	well.	The	values	for	the	mean	RMSE	were	very	

low.	For	comparison,	we	calculated	the	expectation	value	for	the	RMSE	based	on	

the	 multinomial	 distribution	 and	 found	 that	 all	 models	 fitted	 the	 data	 much	

better	than	what	could	be	expected	(see	Figure	4).	This	could	indicate	that	they	

overfit	and	that	none	of	the	error	measures	correct	for	this.	

	 	



	

	

Table	1	–	Error	measures	and	number	of	free	parameters.		

Model 

Parameters 

vary with 

Mean 

RMSE 

Mean 

Corrected 

RMSE 

Negative  

Log 

Likelihood AIC BIC Parameters 

Cyclical 
Stimulus and Modality 0.0044 0.0083 144 358 439 35 

Modality 0.0161 0.0232 306 658 712 23 

Early MLE 
Stimulus and Modality 0.0115 0.0149 262 558 597 17 

Modality 0.0149 0.0180 354 734 765 13 

Late MLE 
Stimulus and Modality 0.0129 0.0167 291 616 655 17 

Modality 0.0147 0.0178 360 746 777 13 

FLMP Stimulus and Modality 0.0097 0.0162 196 452 521 30 

	

We	calculated	the	mean	test	RMSE	for	all	models	of	audiovisual	integration.	The	

cyclical	model	cannot	predict	responses	to	one	stimulus	based	on	the	responses	

to	 the	 other	 stimuli	 as	 it	 assigns	 free	 parameters	 to	 every	 stimulus.	 The	mean	

test	RMSE	vales	are	tabulated	in	Table	2.		

	

Table	2	–	Mean	test	RMSE	with	and	without	regularization.		

	
Model	 Parameters	

vary	with	

Test	RMSE	 Test	RMSE	with		

regularization		

Early	MLE	
Stimulus	and	Modality	 0.3141	 0.206	

Modality	 0.3045	 0.183	

Late	MLE	
Stimulus	and	Modality	 0.2782	 0.229	

Modality	 0.2314	 0.201	

FLMP	 Stimulus	and	Modality	 0.3271	 0.245	

	

	

From	Table	2	we	see	that	the	mean	cross-validation	RMSE	was	lowest	for	the	late	

MLE	 model	 with	 parameters	 depending	 on	 modality	 only	 and	 highest	 for	 the	

FLMP.	 Interestingly,	 the	number	of	 free	parameters	 for	 this	 version	of	 the	 late	

MLE	model	is	one	the	lowest	for	the	models	we	tested	while	it	is	the	highest	for	

the	FLMP.	

	



	

For	all	models,	the	cross-validation	RMSE	was	much	higher	than	the	expectation	

value	 for	 the	 RMSE.	 This	 indicates	 that	 none	 of	 the	 models	 capture	 the	

mechanisms	of	audiovisual	speech	perception	entirely.		

	

All	 models	 benefited	 from	 regularization.	 This	 can	 be	 seen	 in	 Figure	 4,	 which	

shows	 the	 mean	 cross-validation	 RMSE	 as	 a	 function	 of	 the	 logarithm	 of	 the	

regularization	weight	 for	all	models.	This	 function	appears	 to	be	convex	 for	all	

models,	 which	 means	 that	 all	 models	 had	 lower	 cross-validation	 RMSE	 when	

regularized	appropriately.	It	also	appears	quite	stable	varying	very	little	around	

its	minimum	with	changes	in	the	regularization	weight	on	the	order	of	a	factor	of	

ten.	 All	 functions	 have	 their	minima	 for	 regularization	weights	 in	 the	 interval	

minus	 1	 to	 minus	 2	 log	 units.	 In	 order	 to	 further	 compare	 the	 models,	 we	

estimated	the	minimum	cross-validation	RMSE	(shaded	area	in	Figure	4).	These	

values	 are	 listed	 in	 Table	 2.	 The	 regularized	 early	MLE	model	 had	 the	 lowest	

cross-validation	RMSE	while	the	FLMP	had	the	highest.	Still	the	minimum	cross-

validation	RMSE	with	 regularization	was	higher	 than	 the	 expectation	value	 for	

the	RMSE	indicating	that	all	models	either	under-	or	over-fit.		

	

	
Figure	 4	 -	 Mean	 RMSE	 (dashed	 lines)	 and	 cross-validation	 RMSE	 (solid	 lines)	 plotted	 against	
regularization	weight.	Error	bars	indicate	the	standard	error	of	the	mean	across	observers.	Shaded	
rectangular	boxes	mark	the	minimum	cross-validation	RMSE	and	the	RMSE	expectation	value	based	
a	multinomial	distribution.	
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To	 further	our	understanding	of	 the	source	of	 the	prediction	errors	we	plotted	

the	cross-validation	predictions	for	the	early	MLE	model	and	the	FLMP	with	the	

observed	response	proportions	in	Figure	3.		

	

For	 the	early	MLE	model,	 there	 is	a	very	clear	pattern:	predictions	 failed	more	

drastically	 for	 auditory	 /k/	 or	 /t/	 dubbed	 onto	 visual	 /p/.	 These	 incongruent	

stimuli	are	the	only	stimuli	that	caused	combination	illusions.	The	corresponding	

response	categories,	PK	and	PT,	were	therefore	almost	only	used	in	response	to	

these	 stimuli.	When	 fitting	 the	model	 to	 the	 data	without	 these	 responses,	 the	

response	category	will	collapse	to	a	very	small	interval	on	the	cyclical	continuum	

to	 make	 the	 corresponding	 response	 probabilities	 as	 small	 as	 possible	 for	 all	

stimuli.	In	that	case,	the	early	MLE	model	predicts	that	responses	are	distributed	

over	the	neighboring	response	categories	corresponding	to	the	auditory	and	the	

visual	stimulus,	i.	e.	the	constituent	consonants	of	the	combination	illusion.		

	

For	the	FLMP,	the	pattern	is	less	clear.	Although	predictions	were	very	good	for	

congruent	 audiovisual	 stimuli,	 large	 discrepancies	 are	 seen	 for	 all	 unisensory	

stimuli.	As	 for	 the	early	MLE	model,	predictions	 for	combination	responses	are	

poor	and	fall	into	the	combination’s	constituent	categories.	Model	predictions	for	

the	other	 incongruent	audiovisual	 stimuli	 resemble	 those	of	 the	early	MLE	but	

the	fit	is	poorer.	

4.1 Discussion 

The	purpose	of	the	current	study	is	two-fold.	First,	we	aimed	to	further	develop	

MLE	models	 of	 audiovisual	 speech	 perception	 based	 on	 a	 continuous	 internal	

representation.	Second,	we	wanted	to	apply	cross-validation	and	regularization	

in	the	process	because	we	believe	that	these	are	important	and	useful	tools	that	

are	simple	to	apply	and	understand	intuitively.		

	

We	 compared	 the	 models	 to	 the	 FLMP	 because	 it	 has	 been	 a	 very	 influential	

model	 of	 audiovisual	 speech	 perception	 and	 is	 equivalent	 to	 MLE	 integration	

based	on	a	discrete	internal	representation.		



	

	

Goodness-of-fit	measures	(cf.	Table	1)	selected	the	cyclical	model.	This	model	is	

characterized	by	 a	 good	 fit	 but	 also	by	 a	 high	number	of	 free	parameters.	 The	

good	fit	could	thus	be	due	to	over-fitting.	 	In	order	to	test	whether	this	was	the	

case	we	compared	the	RMSE	of	all	models	the	multinomial	expectation	value	of	

the	RMSE	in	Figure	4.	This	value	corresponds	to	the	expected	RMSE	for	the	true	

underlying	 model,	 i.e.	 the	 model	 in	 which	 the	 true	 underlying	 response	

probabilities	are	specified.	Although	this	model	captures	all	fixed	effects	it	would	

not	 fit	 perfectly	 due	 to	 sampling	 error.	 The	 expectation	 value	 of	 the	 RMSE	 is	

given	by	 the	multinomial	expectation	value.	 If	a	model	 fits	better	 than	 the	 true	

underlying	model	 it	must	capture	random	effects.	This	 leads	to	poor	predictive	

power,	 or,	 in	 other	 words,	 high	 generalization	 error.	 Notably,	 all	 the	 models	

tested	 here	 had	 much	 lower	 RMSE	 than	 the	 multinomial	 expectation	 value	

indicating	that	they	over-fit	to	the	data	presented	here.	

	

One	approach	to	estimating	the	generalization	error	is	to	correct	the	goodness-

of-fit	by	penalizing	for	the	number	of	free	parameters.	Such	corrections	include	

the	AIC,	BIC	and	 the	RMSE	corrected	 for	 the	number	of	 free	parameters.	From	

Table	 1	we	 see	 that	 these	measures	 also	 selected	 the	model	with	 the	 greatest	

number	of	free	parameters,	i.e.	the	cyclical	model	with	free	parameters	for	both	

stimulus	and	modality.		This	could	indicate	that	all	measures	based	on	goodness-

of-fit	were	biased	towards	selecting	the	more	flexible	model	even	if	the	measures	

contain	corrections	for	the	number	of	free	parameters.	The	reason	for	this	may	

be	that	the	number	of	free	parameters	alone	does	not	determine	the	flexibility	of		

non-linear	model	such	as	all	the	models	tested	here.		

	

The	 generalization	 error	 for	 non-linear	 models	 can	 be	 estimated	 using	 cross-

validation,	an	approach	widely	used	in	machine	learning	(Bishop,	2006).	Cross-

validation	 (without	 regularization)	 selected	 the	 late	 MLE	 model	 in	 the	 more	

parsimonious	 form	 where	 the	 free	 parameters	 depend	 only	 on	 stimulus	

modality.	This	model	is	one	of	the	models	with	the	fewest	free	parameters;	less	

than	half	of	that	of	the	FLMP	and	the	cyclical	model,	which	could	indicate	that	it	

was	selected	because	it	 is	 less	flexible	and	less	prone	to	over-fitting.	Bearing	in	



	

mind	 that	 this	model	 also	 fitted	 the	 data	 very	well,	 this	 does	 not	mean	 that	 it	

does	not	over-fit	at	all.	 It	only	means	 that	 it	might	over-fits	 less	 than	 the	other	

models.		

	

That	all	models	tested	here	are	prone	to	over-fitting	was	affirmed	by	the	cross-

validation	of	regularized	models	as	the	test	error	decreased	for	all	models	when	

regularized.	The	regularized	early	MLE	model	showed	the	lowest	test	error	of	all	

models	 (cf.	 Figure	 4	 and	 Table	 2).	 The	 test	 error	 of	 the	 late	 MLE	 model	 was	

however	 very	 close.	 Given	 the	 limited	 amount	 of	 data	 employed	 to	 test	 the	

models	 here	 these	 differences	 may	 not	 generalize	 to	 larger	 data	 sets.	 The	

difference	between	these	models	and	the	FLMP,	however,	was	quite	substantial.	

When	 we	 compared	 the	 predictions	 of	 the	 early	 MLE	 model	 with	 the	 data	 in	

Figure	 3,	 we	 found	 that	 the	 failures	 of	 these	 predictions	 were	 focused	 on	

combination	illusions.	This	is	likely	to	be	due	to	the	lack	of	specific	combination	

responses	to	other	stimuli	than	those	that	elicit	the	combination	illusion.	For	the	

FLMP,	 however,	 predictions	 failed	 more	 broadly	 including	 responses	 to	 uni-

sensory	stimuli.	Hence	the	specific	failures	of	predictions	based	on	the	early	MLE	

model	were	more	 readily	 interpretable	 than	 those	 of	 the	 FLMP.	 This	 indicates	

that	 models	 of	 audiovisual	 integration	 in	 speech	 perception	 based	 on	 an	

underlying	 continuous	 variable	 have	 better	 predictive	 performance	 that	 the	

FLMP	at	least	for	limited	data	sets	such	as	ours.	

	

Recently,	MLE	models	have	been	extended	to	models	including	a	causal	inference	

stage	or	a	joint	prior	(Körding	et	al.,	2007;	Magnotti	&	Beauchamp,	2017).	Both	

of	 these	types	of	models	allow	integration	to	vary	due	to	 individual	differences	

between	 observers	 or	 stimulus	 features	 such	 as,	 for	 example,	 cross-modal	

asynchrony.	 MLE	models	 cannot	 account	 for	 such	 variation	 in	 the	 strength	 of	

integration.	 Yet,	we	 have	 chosen	 not	 to	 develop	 the	models	 presented	 here	 to	

include	 causal	 inference	 or	 a	 joint	 prior.	 The	 reason	 for	 this	 is,	 again,	 that	we	

found	 that	 even	 MLE	 models	 tend	 to	 over-fit,	 at	 least	 to	 our	 data	 set.	 More	

complex	models,	 such	 as	 causal	 inference	 and	 joint	 prior	models,	 are	 likely	 to	

increase	 this	 tendency	 to	 over-fit.	We	 therefore	 leave	 the	 task	 of	 testing	 such	



	

more	 complex	 models	 using	 cross-validation	 on	 richer	 data	 sets	 to	 future	

research.	

	

Regularization,	as	we	have	employed	it	here,	has	a	very	immediate	and	intuitive	

interpretation	 when	 applied	 to	 models	 of	 perception.	 It	 seeks	 to	 stabilize	 the	

model	 by	 making	 it	 less	 sensitive	 to	 small	 changes	 in	 parameter	 values.	

Perceptual	 inference	 also	 solves	 a	 computational	 problem	 and	 one	 of	 vast	

complexity.	 It	 solves	 it	 based	 on	 computational	 processes	 implemented	 in	 the	

brain,	which	 is	 subject	 to	many	kinds	of	perturbations	 such	as	 fatigue,	 glucose	

levels,	internal	noise	and	influences	from	the	environment.	Therefore,	it	too	must	

seek	a	stable	solution	that	does	not	vary	wildly	with	small	changes	in	the	state	of	

the	 system.	 All	 the	 models	 we	 have	 studied	 here	 are	 non-linear	 and	 can	 be	

shown	 to	 vary	 wildly	 in	 their	 predictions	 with	 infinitesimal	 changes	 in	

parameters	in	some	circumstances	(Andersen	et	al.,	2002;	Schwartz,	2006).		

	

We	have	applied	the	cyclical	internal	representation	to	model	audiovisual	speech	

perception	for	stop-consonants	specifically.	It	can	be	thought	of	as	a	constriction	

of	a	two-dimensional	continuum	(cf.	Figure	1).	The	two-dimensional	continuum	

deviced	by	Summerfield	(1979)	 is	a	space	of	acoustic	 formant	 frequencies.	Our	

models	 based	 on	 the	 cyclical	 continuum	 thus	 supports	 that	 audiovisual	

integration	 of	 phonetic	 information	 is	 based	 on	 formant	 frequencies	 as	 the	

auditory	feature	in	agreement	with	a	recent	model	(Olasagasti,	Bouton,	&	Giraud,	

2015),	 which	 suggested	 that	 mouth	 opening	may	 be	 the	 corresponding	 visual	

feature.	We	believe	that	the	cyclical	continuum	is	unlikely	to	apply	to	audiovisual	

speech	 perception	 in	 general,	 for	 which	 a	 more	 general	 multi-dimensional	

continuum	will	be	need	although	we	fear	that	such,	more	complex	models,	may	

be	 computationally	 intractable.	 The	model	 is	 thus	 specific	 to	 the	 data	 but	 this	

often	applies	to	models	of	perception	and	cognition	because	of	the	complexity	of	

true	 underlying	 processes	 and	 the	 relative	 paucity	 of	 the	 data	we	 can	 hope	 to	

obtain.	
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