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ABSTRACT

The blind segregration of acoustic sources from a mix-
ture of different sounds remains one of the main chal-
lenges in the computer-based analysis of audio signals.
One approach to achieve this segregation is to divide the
audio input into spectro-temporal segments which each
are assumed to be dominated by the same source. These
segments are also referred to as glimpses of the locally
dominant source and can be used to reconstruct or ana-
lyze the corresponding source signal. This contribution
is concerned with the source-independent segmentation of
acoustic scenes by extracting glimpses based on locally
observable feature contrasts between neighboring time-
frequency units. The goal of this data-driven approach is to
avoid source-specific assumptions and to achieve more ro-
bustness to unknown acoustic scenes as compared to class-
based systems. The presented algorithm uses a combina-
tion of different acoustic features to derive a map of fea-
ture contrasts which indicates on- and offsets of acoustic
sources. Areas which are enclosed by high contrasts, are
assumed to exhibit consistent features and thus orignate
from the same source. Such regions are then converted
into spectro-temporal glimpses by applying two different
image segmentation methods (graph-based superpixels and
regiongrow).

1. INTRODUCTION

In complex listening scenarios, such as noisy environments
or settings with multiple talkers, the main challenge of
source segregation algorithms is to identify which signal
components are dominated by the target source. With a
large number of masking sources, the detection of these
target components within the mixed signal becomes in-
creasingly difficult. Since this kind of situation is common
in real world scenarios and successfully handled by human
listeners, the human auditory system often serves as an in-
spiration for the design of source segregation algorithms.

One such principle that is thought to take place in hu-
man auditory perception has first been described in the
context of auditory scene analysis (ASA) [1] and divides
the process of source segregation into two steps, namely
segmentation and grouping segments to form an auditory

stream. The segmentation step describes the organization
of the auditory input into coherent units or segments which
are later on connected by the grouping stage to create the
percept of an auditory object. Such segments may also be
regarded as spectro-temporal glimpses of a single source,
in which the sources’ energy is left unmasked or less af-
fected by the energy of the interferers [2]. Another dis-
tinction, that is made between two mechanisms that gov-
ern stream segregation, is the distinction between primitive
and schema-based grouping [1]. While primitive group-
ing cues are directly extractable from the audio signal
and could be translated into a data-driven algorithm, the
schema-based grouping cues are relying on pre-obtained
knowledge of the recognized object and are implemented
in a rather hypothesis-driven fashion.

The glimpse formation algorithm presented in this con-
tribution is focused on primitive cues that are calculated
based on single T-F units. These locally extracted cues
are used to calculate relative features which represent
feature changes between the T-F units. The potential
strength of this approach, is that a higher degree of source-
independence and generality can be achieved by replac-
ing absolute features, which are source specific, by rela-
tive features that indicate source changes. In this way, the
influence of the absolute properties of the sources in the
training is supposed to be reduced.

An example for a source-dependent speaker segregation
system was presented in [3]. In their study, a deep neural
network (DNN) was trained with two-talker mixtures to es-
timate the ideal ratio masks (IRMS) of a specific male tar-
get speakers. While this algorithm was able to improve the
speech intelligibility of the trained target, performance will
deteriorate substantially for any other speaker. To general-
ize this kind of system to a larger group of target sources,
it would be possible to include a larger number of talkers
in the training dataset. Yet, the working principle itself
would remain source-dependent and rely on the recogni-
tion of speaker-specific structures.

A source-independent system was suggested in [4],
where a DNN was used to transform T-F units of a mixed
signal into an embedding space where T-F units belonging
to the same source lie close together and are clustered with
a K-means algorithm. This yields a group of T-F units that
are likely dominated by the same source and are eventually
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used to construct a binary mask to separate the sources. By
performing the clustering step, this method uses the dis-
tinction between sources as governing grouping principle
and is therefore less dependent on knowing the absolute
properties of the speakers. Their evaluations show similar
performance in seen as well as unseen conditions which in-
dicates that the system generalizes well to unknown speak-
ers. Since ideal binary masks (IBMs) are used to train the
DNN, the system can learn global properties as well as in-
fer schema-based cues.

The goal of the glimpse formation algorithm presented
in this study is to reduce the dependence on global prop-
erties and avoid hypotheses about the individual sources.
The grouping (i.e. glimpse formation) is performed locally
between individual T-F units and in a data-driven man-
ner. Therefore, a DNN is trained to predict a contrast map
which represents transitions between sources instead of the
presence of one specific source. By choosing the contrast
map as a training target, the DNN learns on- and offsets
of arbitrary source types in connection with distinct fea-
ture changes. During inference, the DNN classifies the ob-
served feature changes between neighboring T-F units into
high and low contrast values which are then used to detect
on- and offsets. The primary advantage of this approach
is that the feature contrasts will also occur at on- and off-
sets of sound sources that were not included in the training
stage. The only assumptions made are that glimpses that
belong to the same source exhibit homogeneous or slowly
varying acoustic features, and, vice versa, that a high fea-
ture contrast indicates a boundary between glimpses. As a
consequence, the grouping paradigm is expected to gener-
alize to a wide range of acoustic conditions.

For developing the current glimpse formation algo-
rithm, two aspects were of major interest and will be eval-
uated in this contribution. Firstly, different combinations
of features and spectro-temporal context are available for
the training of the DNN classifier to estimate the contrast
maps. Therefore, the first question to be answered will be,
if and to what extent this method of contrast estimation
benefits from feature- and context integration. Secondly,
the contrast maps need to be transformed into glimpse
estimates. For this purpose, the outputs of two differ-
ent segmentation methods will be evaluated according to
their overlap with the ground truth glimpses and compared
against each other.

Sec. 2 outlines the structure of the glimpse formation
algorithm and details the feature extraction as well as the
DNN training. A definition of the evaluation procedure
and the used metrics is given in Sec. 3. Results of the eval-
uation are presented in Sec. 4.

2. ALGORITHM

An overview of the individual processing stages of the seg-
mentation algorithm is given in Fig. 1. The binaural input
signal of the mixed sources, as seen on top of the diagram,
is first processed with a gammatone filterbank and seg-
mented in the time domain. This yields a 3-dimensional
representation of the signal for each ear channel which is
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image
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azimuth power

max pitchazm. corr. pwr. delta

feature maps:

contrast maps:

combined contrast:

glimpse estimate:

binaural input:
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1Figure 1. Processing stages of the algorithm.

used to extract different features per T-F unit. Based on
the resulting feature maps, the feature changes between
neighboring T-F units are calculated and arranged to cre-
ate contrast maps. These feature specific contrast maps are
fed into a pre-trained DNN classifier which combines evi-
dence across different feature domains as well as the near
spectro-temporal context and provides a combined contrast
map. The final glimpse estimate (i.e. glimpse boundaries)
is obtained by applying image segmentation methods to the
combined contrast map which identify regions that are en-
closed by high contrasts. Details of the feature extraction
and contrast estimation are given in Sec. 2.1 and Sec. 2.2.
The glimpse formation method is described in Sec. 2.3.

2.1 Feature Extraction

The binaural input is pre-processed with a 32 channel gam-
matone filterbank with center frequencies between 200 Hz
and 7 kHz with 1,25 filters per ERB (Equivalent Rectangu-
lar Bandwidth [5]). Both the waveform at the filter outputs
and the output of an inner hair-cell model for this wave-
form can be used for further feature extraction. The inner
hair-cell model is implemented by applying a half-wave
rectification to the waveform [6] and smoothing the output
using a 4th order lowpass Butterworth filter with a cutoff
frequency of 400 Hz. This hair-cell model provides the
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signal envelope for higher frequency bands while retain-
ing the finestructure of the waveform in lower frequency
bands and is used to improve the extraction of periodicity
features. Depending on the feature, the frequency chan-
nels are segmented into overlapping rectangular frames of
either 20 or 40 ms duration. Due to specific time res-
olutions that each feature type requires to yield a suffi-
ciently reliable estimate, the time segmentation can be per-
formed on analysis windows with different lengths. How-
ever, the segmentation is constrained to a constant step size
of 10 ms between consecutive windows to ensure align-
ment of the frames in the following stages. To illustrate
the 3-dimensional representations at the output of this pre-
processing step, the power averaged across T-F units is
plotted in Fig. 1.

The presented evaluation focuses on three feature types,
namely periodicity, power, and spatial location, all of
which are extracted per T-F unit. An illustration of the
three extracted feature types is given in the scheme. The
left panel is a representation of the estimated source az-
imuths which are obtained from extracted binaural cues
(interaural time and level differences). Every T-F unit is
colored according to the most probable azimuth. The cen-
ter panel displays the summed power and the rightmost
panel shows the extracted periodicity information by color-
ing each T-F unit according to its most pronounced period,
i.e. the pitch estimate. The dashed arrows on the right side
indicate that at this stage the system is extendable to in-
clude a larger number of feature types. It should be noted
that these feature representations are by no means limited
to 2 dimensions as implied by the illustration in Fig. 1 but
can be 3 dimensional or could even have a higher dimen-
sionality as long as they are extractable per single T-F unit.

For obtaining the periodicity cues, the normalized au-
tocorrelation (NAC) of the inner hair-cell model output is
calculated based on 40 ms time frames. The NAC of the
signal x is calculated according to (1)

NAC(t, f, τ) =∑N−1−τ

n=0
[x(t, f, n) · x(t, f, n+ τ)]√∑N−1−τ

n=0
x(t, f, n)2

√∑N−1−τ

n=0
x(t, f, n+ τ)2

(1)

with t, f and n denoting time frame, subband index and
sample, and N being the frame length in samples. The
time lag in samples τ is varied between 40 and 267 samples
(corresponding to pitch values between roughly 500 and 60
Hz) which provides a vector P (τ, t, f) that indicates the
periodicity at different time lags.

Power and spatial features are retrieved directly from
the waveform and both based on 20 ms time frames. To
obtain the summed power E(t, f), the squared absolute
values of the waveform are summed over the length of
one frame. The spatial cues are estimated, using the lo-
calizer suggested by [7]. In this framework, the interau-
ral time differences (ITDs) and interaural level differences
(ILDs) are jointly analyzed to determine the azimuth posi-

tion of the acoustic source. For each channel f and time
frame t, the ITDs are calculated according to the normal-
ized cross-correlation between both ears (2), for time lags
τ in a range of [−1, 1] ms. The time lag τ for which the
cross-correlation function exhibits a peak corresponds to
the estimated ITD in samples. To increase the accuracy
of the ITD estimate, exponential interpolation is applied
around the estimated maximum of τ .

Cf (f, τ) =∑(
lf
(
t·N
2 − n

)
− lf

) (
rf
(
t·N
2 − n− τ

)
− rf

)√∑(
lf (2t−N−2n)−2lf

2

)2√∑(
rf (2t−N−2n−2τ)−2rf

2

)2
(2)

l̄f and r̄f denote the mean values of the left and right ear
channels which are estimated over the time frame t. The
ILDs are obtained by integrating the energy in each ear
across all samples N in a time interval and comparing
these values in left and right ear. The ratio is expressed
in dB. Both cues are fed into a pre-trained Gaussian Mix-
ture Model which maps the ITD/ILD combination on the
azimuth plane and provides a vector P (azm, t, f) of prob-
abilities per considered azimuth angle.

2.2 Contrast Maps

To obtain an estimate of the similarity between two neigh-
boring T-F units, the extracted feature values or vectors
are put in relation to each other assuming that they will
be highly similar when the two units are dominated by the
same source. This is done either by correlating the two vec-
tors (Pearson’s correlation) or by calculating the difference
between both values. Other than these contrast measures,
two neighboring values can also be summed or averaged,
e.g. to gain information about pitch salience or spectral
power.

In the current analysis, six different similarity features
are evaluated. Specifically, two alternatives of quantifying
the similarity are considered for each of the three feature
types. Tab. 1 gives an overview of those six similarity fea-
tures, their precise calculation and their interpretation in
terms of physical signal properties. As displayed in the
feature specific contrast maps within Fig. 1, the local fea-
ture specific similarity measures by themselves are quite
noisy and exhibit only few reliable structures.

To combine evidence across different feature domains,
a DNN classifier is trained to take the single similarity fea-
tures as input and approximate an ideal contrast represen-
tation. The ideal contrast labels Pcontrast which serve as
training target for the DNN are calculated according to (3).

Pcontrast = 1−
∑
s

ps(1) · ps(2) (3)

with ps(k) representing a heuristically determined prob-
ability function of the source s being dominant in the T-
F unit k. SNRs signifies the local signal-to-noise ratio
(SNR) of s in relation to all other present sources within k.

ps(k) =
ws(k)∑
s ws(k)

(4)
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feature type comparative measure calculation interpretation

norm. autocorr., Nx, Ny
Pearson’s corr.

∑i=n
i (Nxi−Nx)·(Nyi−Ny)√∑i=n

i (Nxi−Nx)
2·
∑i=n

i (Nyi−Ny)
2

pitch similarity

norm. autocorr., Nx, Ny
averaged max. value 1

2 · (max {Nx}+max {Ny}) pitch salience

summed power, Ex, Ey
abs. difference

√
(Ex − Ey)

2 energy on/offsets

summed power, Ex, Ey
abs. sum

√
(Ex + Ey)

2

overall
power/spectral
cues

azimuth probability, Ax, Ay
Pearson’s corr.

∑i=n
i (Axi−Ax)·(Ayi−Ay)√∑i=n

i (Axi−Ax)
2·
∑i=n

i (Ayi−Ay)
2

location similarity

logarithmic azimuth prob.,
log (Ax), log (Ay)

Pearsons’ corr. ”
location similarity,
enhanced peaks

Table 1. Calculations and acoustic interpretations of the similarity features.

ws =
1

1 + exp (−SNRs)
. (5)

The Pcontrast value is low when ps(k) of the same source
is high in both T-F units. In reverse, Pcontrast is high when
different sources are dominant in the two units, hence, we
expect to observe strong feature changes.

The used DNN is a feed-forward network with 2 hid-
den layers, each with the same size as the input layer.
A ReLU (rectified linear unit) activation function is used
in the hidden layers and a sigmoid function in the output
layer. Regularization is done using a dropout of 0.2 during
training, meaning that 20% of neurons in the hidden layers
are ignored during each update cycle. Furthermore, batch
normalization was applied after the activation. Because
the training data is highly imbalanced containing larger
amounts of low contrasts than high contrasts, the loss func-
tion was modified by using the following transformation to
emphasize errors in the estimation of high contrast values.

L =
0.5

M

M∑
m=1

(
lm

3 − rm3
)2

(6)

With L being the summarized loss for M datapoints and
lm and pm being the respective label or prediction for dat-
apoint m.

In order to include spectral context into the classifi-
cation, every DNN is trained jointly for all filterbands,
whereby 2 DNNs are trained separately, one for across
filterband transitions and one for within filterband transi-
tions. To provide temporal context, the similarity features
of neighboring T-F units (e.g. 2 frames in the past and in
the future) are included by stacking the vectors holding the
similarity features.

The input features are normalized separately for each
file using histogram equalization. Training material is
taken from the TIMIT database [8], generating roughly 3
hours of speech material consisting of 2, 3, and 4 speaker
mixtures. Mixtures are generated by mixing between 2 and
4 different sentences spoken by individual speakers at a

longterm SNR of 0 dB, meaning that all speakers are equal
in level. To each mixture, pink diffuse noise is added at
an SNR of -3, 0, or 3 dB as compared to a single speaker.
Male and female speakers are mixed at various constella-
tions but not presenting more than two speakers with the
same gender simultaneously. To imprint spatial properties
on the mixtures, the sentences are rendered with head re-
lated impulse responses [9]. Spatial conditions presented
in the training include separation angles between 0◦ to 50◦

azimuth, that is, all speakers have equal spatial distance to
each other in the frontal horizontal plane.

2.3 Glimpse Formation

To transform the contrast map at the output of the DNN
into spectro-temporal glimpses, the contrasts need to be
transformed into contours or boundaries, which encircle
the glimpse area. The simplest method is to set a threshold
to the contrast map and label transitions where the con-
trast exceeds this threshold as boundaries. In the follow-
ing analysis, this method will be referred to as regiongrow.
Despite the simplicity of the method, it is expected to yield
good results when the contrast estimates are reliable and
unambiguous.

However, the estimated contrast maps (as illustrated in
Fig. 1) tend to exhibit blurred areas with ambiguous con-
trast values. When using the regiongrow method, these
blurred areas can cause glimpses to either leak and grow
over a large area of the spectro-temporal plane or be-
come rather small when using a more conservative cri-
terion. Therefore, an alternative method was evaluated
which takes into consideration the homogeneity within a
certain spectro-temporal region. The chosen method is
described by [10] and will be referred to as graph-based
superpixels. Coming from the field of image segmenta-
tion, the graph-based superpixels use the averaged contrast
within an existing cluster of pixels (i.e. a superpixel) as a
criterion for the integration of neighboring pixels. As the
size of a superpixel increases, its criterion for adding fur-
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ther pixels becomes more conservative, preventing it from
extensive growth. Furthermore, it allows larger glimpses
to grow in areas with an overall high average contrast. The
superpixels which are formed with this method are directly
used as spectro-temporal glimpses. The tolerance of the
superpixel growth can be controlled by the parameter τ
whose influence is observed in the following evaluation.

3. EVALUATION METHODS

Two stages of the algorithm are evaluated in this contribu-
tion; the adherence of estimated contrasts to true contrasts
and the glimpse formation based on these contrast maps.
For the contrast evaluations, Receiver Operating Charac-
teristics (ROCs) were used, which are a common tool to
assess classification performance. In this analysis, the es-
timated contrasts are put in relation to the occurrence of
ground truth boundaries and displayed as ROC-curve. The
area under this curve (AROC) indicates the suitability of
the regarded feature for a correct classification.

The estimated glimpse maps are compared to the
ground truth glimpse map by calculating the weighted av-
eraged Jaccard coefficient which is a metric from set the-
ory, used to quantify the ratio of intersection and union
between two sets. The original Jaccard coefficient for two
sets A and B is calculated according to (7) where |A ∩B|
labels the size of the intersecting area in pixels and |A∪B|
the union respectively.

J(A,B) =
|A ∩B|
|A ∪B|

(7)

This metric is extended for two arrays of sets, i.e. two
segmentations S = {Sk}Kk=1 and G = {Gl}Ll=1 of the
same image I consisting of N pixels. In this notation S
represents the estimated segmentation (i.e. the estimated
glimpse map) with K being the number of estimated seg-
ments. G represents the ground truth segmentation con-
sisting of L segments. The weighted averaged Jaccard co-
efficient wJ is calculated according to (8)

wJ =
1

2
·
∑
Sk

max
Gl

{|Sk ∩Gl|}

|Sk ∪Gl|
· |Sk|
N

+

1

2
·
∑
Gl

max
Sk

{|Gl ∩ Sk|}

|Gl ∪ Sk|
· |Gl|
N

 (8)

with |Sk| denoting the size of segment Sk (i.e. the num-
ber of pixels in Sk) and |Gl| the size of segment Gl. As
shown in (8), wJ is obtained by first matching each esti-
mated glimpse Sk to the ground truth glimpse Gl which
has the largest overlap with Sk. The Jaccard coefficients
are calculated for each pair separately and weighted ac-
cording to the size of Sk before averaging over all matched
pairs. This procedure is repeated in reverse order, by
matching each ground truth glimpse Gl to the estimated
glimpse Sk with the largest overlap and calculating their
weighted average value. The mean of the two weighted

Jaccard coefficients is used as wJ . Due to the two match-
ing procedures, thewJ coefficient indicates both underseg-
mentation and oversegmentation errors, reaching its max-
imum value 1 only in the case of a perfect accordance be-
tween S and G.

As a complementary metric, the labeled accuracyACCl
is calculated by matching each estimated glimpse to the
source with whose ideal binary mask it has the largest
overlap. With T = {Ts}Ss=1 being the true source map
(i.e. every T-F unit is labeled according to the dominant
source) and S the number of sources, ACCl is calculated
by comparing the T-F units of the ideal source map and the
matched glimpses (see (9)). It should be mentioned how-
ever, that this metric favors oversegmentation.

ACCl =
1

N
·
∑
Sk

max
Ts

{|Sk ∩ Ts|} (9)

The evaluations are performed with sentences and
speakers from the TIMIT database which have not been
used during training. A set of 60 sentence mixtures was
used out of which a third is each a 2, 3, and 4 speaker
mixture. Each mixture is presented at three different sep-
aration angles: 5◦, 20◦, and 50◦ azimuth, and with diffuse
pink noise added at an SNR of -3 dB compared to a single
speaker.

4. RESULTS AND DISCUSSION

The results of the ROC analysis of the estimated contrast
maps are displayed in Fig. 2 - Fig. 4. As an indicator for
the performance of each classifier, the area under the ROC
curve (signified AROC) is plotted along the y-axis. An
AROC value of 0.5 corresponds to chance level perfor-
mance.

Fig. 2 compares the overall performance of six classi-
fiers trained on a single similarity feature and one com-
bined model which integrates all six similarity features.
Plotted from left to right are four constellations of context
integration, whereby the condition on the far left (none)
represents the performance of the single similarity feature
with neither DNN training nor spectro-temporal context
and the condition on the far right (spectral, 2 frames) shows
the performance of a DNN trained over all filterbands and
with 2 frames temporal context in the future and in the past.

It can be observed that all models benefit from the inte-
gration of both spectral and temporal context, however, the
extent of the advantage varies between the feature types.
The analysis shows that power features and specifically the
summed power, draw the largest benefit from spectral con-
text. Considering that including spectral context into this
model allows it to use timbre features, this large improve-
ment is expectable. Another notable observation is that
spatial features, although quite strong to begin with, draw
the smallest benefit from both spectral and temporal con-
text integration. One reason could be that these cues al-
ready make use of a GMM classifier which has been opti-
mized in advance. Yet, the DNNs based on spatial features
only are comparatively strong even on a small spectral and
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Figure 2. Receiver Operating Characteristics in depen-
dence of different degrees of context integration (plotted
are averaged AROC values and standard deviations).

temporal scale. The combined model exhibits a large im-
provement due to the integration of different similarity fea-
tures, although it draws a relatively small benefit from the
integration of temporal context.

To gain a better understanding of the classifiers’ be-
havior in complex listening scenarios, the performance of
the three strongest single similarity feature models and the
combined model are examined in dependence of speaker
number (Fig. 3) and separation angle (Fig. 4).

Figure 3. Averaged AROC values and standard deviations
for different speaker numbers.

As shown in Fig. 3, an increasing number of speakers
leads to a worsening performance for all four models. The
decline is most pronounced for the model based on the
summed power which may be attributed to an increasing
overlap of spectral energy between the speakers. Thus, it
can be expected that this feature type is the most sensitive
to a larger number of sources.

The dependency on speaker separation angle in Fig. 4
reveals a decreased performance in case of small separa-
tion angles for the localization based model as well as the
combined model. It can also be observed that the decrease

Figure 4. Averaged AROC values and standard deviations
for different separation angles.

is roughly twice as large for the model trained solely with
spatial cues as compared to the combined model. Thus, the
combined model seems to be effective in benefiting from
the presence of different sources of information, such that
even for small separation angles where spatial features pro-
vide less information, the combined feature DNN shows
good performance. The model trained with pitch salience
features exhibits the weakest performance compared to the
other models although it remains above chance level in all
conditions.

The evaluation of the final glimpse maps is displayed
in Fig. 5 and Fig. 6. The left panels show the performance
of the regiongrow method for a set of 10 different thresh-
olds for which smaller thresholds result in more boundaries
(i.e. more glimpses). Indicated on the right is the perfor-
mance of the graph-based superpixels in dependence of τ
where larger values result in larger glimpses. The param-
eter values were chosen after an initial pilot evaluation to
determine a coarse range of best performance.

regiongrow

w
J

graph-based superpixels

threshold τ

1

Figure 5. Jaccard Coefficients as a function of contrast
threshold, or τ for regiongrow (left panel) and graph-based
superpixels (right panel).

Fig. 5 shows a better performance of the regiongrow
method as compared to graph-based superpixels. When
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regiongrow
A
C
C

l
graph-based superpixels

threshold τ

1

Figure 6. Labeled accuracy as a function of contrast
threshold, or τ for regiongrow (left panel) and graph-based
superpixels (right panel).

choosing a threshold of 0.2 the reached Jaccard coefficient
is about 0.45 while the best value reached with the super-
pixel method (at τ = 0.1) is about 0.35. Additional infor-
mation can be gained from Fig. 6 where the labeled accu-
racy is displayed. As mentioned before, this metric favors
oversegmentation but also reflects, how well the estimated
glimpses would adhere to the ideal binary mask which is
the goal of the further processing steps for this algorithm.
As seen in Fig. 6, graph-based superpixels with τ = 0.1
perform better with respect to labeled accuracy than the
regiongrow algorithm at a contrast threshold of 0.2. The
most likely reason for this is a large number of single T-
F unit glimpses produced by the graph-based superpixels
which cause the weighted Jaccard coefficient to deteriorate
but have no negative effect on the labeled accuracy. In light
of a subsequent processing step that would assign the esti-
mated glimpses to a binary mask, creating single T-F unit
glimpses might be preferable to undersegmentation. How-
ever, creating a large number of glimpses which consist of
single T-F units would also defeat the intention of a seg-
mentation algorithm, therefore the labeled accuracy must
be interpreted in combination with the weighted Jaccard
coefficient.

5. CONCLUSION AND FUTURE WORK

The scope of this project was to develop an algorithm that
can extract glimpses of one source from a multi-source en-
vironment by relying on relative features instead of abso-
lute source properties. One guiding question was whether
different features can be used in a complementary way to
estimate on- and offsets between different sources. The
integration of different feature types for this task was suc-
cessfully achieved by using a DNN classifier and could be
further improved by adding spectro-temporal context. Fur-
thermore, the combined model was less sensitive to small
separation angles and an increased speaker number than
the models trained with a single similarity feature. This
result supports the conclusion that this method of feature
integration is successful in combining the strengths of dif-

ferent features and adding robustness to the estimation.
The formation of glimpses from the contrast maps has

yielded a more ambivalent result. While the superpixel al-
gorithm performs better with respect to labeled accuracy,
the regiongrow method yields the higher Jaccard coeffi-
cient which is effectively the larger overlap with the ground
truth glimpses. Therefore, the ideal method for this stage
could be further investigated or should be chosen depend-
ing on following processing steps, such as the grouping of
glimpses in auditory streams.

The overall goal of this contribution was to find a
method that can perform the segmentation of an acoustic
scene on a very general assumption, which is the detec-
tion of boundaries between glimpses based on local fea-
ture changes. For multi-talker scenarios, the developed al-
gorithm was successful in estimating feature contrasts that
can be used to form auditory glimpses. In order to test the
robustness of this approach to unknown sources, it has to
be further evaluated on a larger set of source types. An-
other future step will be to assign the extracted glimpses to
active sources and obtain an IBM estimate.
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