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Abstract
The network has always been driven by data, especially under the current back-
ground with rapid information technology evolutions. Latency is one of the most
critical metrics in the data transmission network since it significantly affects network
service quality. The demands for latency also has evolved. Not only a shorter time
is required, but also a worst-case transmission guarantee should be offered. Ether-
net is used in the modern network as a universal solution due to its low cost and
high bandwidth. It has become more widespread in the areas such as automotive
In-Vehicle Network (IVN) and industrial control network. However, following a best-
effort mechanism, conventional Ethernet does not provide a latency guarantee on
data transmission. The IEEE 802.1 working group has proposed the Time-Sensitive
Networking (TSN) as an extension to the IEEE 802.1Q Bridges and Bridged Net-
works. TSN particularly addresses the deterministic low-latency requirement and
high availability. Traffic scheduling paradigms are applied in the TSN network for
switching and queuing operations. TSN has been widely adopted in converged net-
works that combine different traffic types with real-time application data. Dedicated
TSN profiles have also been proposed to integrate TSN in various use cases.

This thesis investigates achieving latency-critical networking with TSN from three
aspects. 1) The thesis summarizes all TSN asynchronous scheduling algorithms, com-
pare latency, frame loss, and queue occupancy performance in a simulation environ-
ment. 2) The thesis explores implementing TSN approaches in a vehicle network,
create different combinations of synchronous and asynchronous scheduling methods
in the automotive gateway, studies the E2E latency of automotive application data.
3) The thesis proposes a Field-Programmable Gate Array (FPGA) design of the
Asynchronous Traffic Shaping (ATS) for a switch architecture, gives an overview of
the hardware scale, explores a series of hardware configurations and the impact on
hardware resource consumption and data capacity. Overall, the following conclusions
can be drawn from the thesis. 1) A traffic scheduler can leverage the algorithms
based on the leaky bucket constraint to achieve asynchronous traffic scheduling with
deterministic transmission latency. 2) In a vehicle network, ATS can achieve a compa-
rable latency performance as the synchronous scheduling method for critical traffics
with less implementation effort. 3) An ATS FPGA component can perform similar
data capacity as a basic strict-priority function block while needing higher resource
consumption.
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The proposed results in the thesis show the deterministic low-latency feature offered
by TSN technologies and hardware implementation concerns of the functional mod-
ules. Finally, TSN-based transmission is regarded as an effective solution to build a
latency-critical network.



Resumé
Netværket har altid været drevet af data, især i den nuværende situation med hurtige
informationsteknologiske udviklinger. Forsinkelse er en af de mest kritiske parametre
i datatransmissionsnetværket, da det i væsentlig grad påvirker netværkstjenestens
kvalitet. Kravene til forsinkelse har også udviklet sig. Ikke kun en kortere tid kræves,
men der skal også tilbydes en værst tænkelig transmissionsgaranti. Ethernet bruges
i det moderne netværk som en universel løsning på grund af dets lave omkostninger
og høje båndbredde. Det er blevet mere udbredt inden for områder som In-Vehicle
Network (IVN) og det industrielle kontrolnetværk. Imidlertid giver konventionel Eth-
ernet med ”best-effort” ikke en forsinkelsesgaranti ved datatransmission. IEEE 802.1-
arbejdsgruppen har foreslået Time-Sensitive Networking (TSN) som en udvidelse til
IEEE 802.1Q Bridges and Bridged Networks. TSN adresserer især det determinis-
tiske krav med lav forsinkelse og høj tilgængelighed. Trafikplanlægningsparadigmer
anvendes i TSN-netværket til skifte- og kø-operationer. TSN er blevet bredt vedtaget
i konvergerede netværk, der kombinerer forskellige trafiktyper med applikationsdata
i realtid. Dedikerede TSN-profiler er også blevet foreslået til at integrere TSN i
forskellige scenarier.

Denne afhandling undersøger opnåelse af forsinkelses-kritisk netværk med TSN fra
tre aspekter. 1) Specialet opsummerer alle TSN asynkrone planlægningsalgoritmer,
sammenligner latenstid, pakketab og købelægning i et simuleringsmiljø. 2) Afhandlin-
gen udforsker implementering af TSN-tilgange i et køretøjsnetværk, skaber forskel-
lige kombinationer af synkron og asynkron planlægningsmetode i bilnetværket, stud-
erer E2E-latenstiden i bilapplikationsdata. 3) Afhandlingen foreslår et FPGA-design
(Field-Programmable Gate Array) af Asynchronous Traffic Shaping (ATS) til en
switcharkitektur, giver et overblik over hardware-skalerbarheden, udforsker en række
hardwarekonfigurationer og indvirkningen på hardwareforbrugsforbrug og dataka-
pacitet. Samlet set kan følgende konklusioner drages fra afhandlingen. 1) En trafik-
planlægning kan udnytte algoritmerne baseret på ”leaky bucket”-begrænsning for
at opnå asynkron trafikplanlægning med deterministisk transmissionstid. 2) I et
køretøjsnetværk kan ATS opnå en sammenlignelig forsinkelses-ydelse som den synkrone
planlægningsmetode til kritisk trafik med mindre implementeringsindsats. 3) En ATS
FPGA-komponent kan udføre lignende datakapacitet som en grundlæggende funk-
tionsblok med streng prioritet, mens den har brug for højere ressourceforbrug.

De foreslåede resultater i afhandlingen viser den deterministiske funktion med lav
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forsinkelse, der tilbydes af TSN-teknologier og hardwareimplementeringsproblemer
for de funktionelle moduler. Endelig betragtes TSN-baseret transmission som en
effektiv løsning til at opbygge et forsinkelses-kritisk netværk.
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CHAPTER1
Introduction

In the network world, data communication happens everywhere. The bursty devel-
opment of wireless sensors, microchips, data centers, and cloud technologies results
in a considerable increase in the interconnections between computer systems and
the physical world. This chapter gives a few examples of the main drivers of current
rapidly-increasing data communication and elaborates on the basic Quality-of-Service
(QoS) requirements under this background. Additionally, this chapter provides a
thorough analysis of transmission latency and common research approaches to inves-
tigate network latency performance. Finally, the contributions of the Ph.D. project
are elaborated.

1.1 Background: why do we need a latency-critical
network?

Since the early 2000s, it has been a continuous trend that information processing
systems are embedded in enclosing products, i.e., the pervasion of embedded systems.
As a result, data computation and transmission become ubiquitous everywhere [1].
Today’s embedded systems contain numerous types of interfaces to support various
microprocessors and peripheral devices. Automation becomes a prevalent change
for many systems. A noticeable effect is an increase in Machine-to-Machine (M2M)
communications. Figure 1.1 gives the number of M2M connections from the year
2018 to 2023 based on the data from [2]. The total number of M2M connections will
double in 2022 than in 2018 and reach more than 14 billion in 2023.

Alone with the computing resource centralization, such as cloud computing, embedded
systems also generate and request an increasing amount of data to communicate with
these external services [3]. The interaction with the physical environment is a rather
important aspect for many systems. However, the connections between computation
and physical quantities (e.g., time, energy, and space) were frequently ignored by
many applications running on Personal Computers (PCs). On the other hand, Cyber-
Physical Systems (CPS) become a promising revolution that intensely intertwined
embedded systems/software and physical environment [4]. Currently, CPS can be
found in diverse areas, such as automotive, aerospace, health monitor, robotics, and
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Figure 1.1: The number of Machine-to-Machine connections from 2018 to 2023 [2]

Industrial Internet of Things (IIoT) [5].
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The expansion of interconnections boosts the volume of computational operations, es-
pecially in the area of automation. Take an example of the automotive network. The
development of Advanced Driver Assistance Systems (ADAS) in the vehicles facili-
tates the self-driving capability and intensely increases the computing requirements.
As shown in Figure 1.2, the amount of in-vehicle computation scales by a factor of
104 from safe driving to self-driving [6].
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Real-time system. The importance of timeliness becomes significantly important
since embedded systems and CPS connect directly with the environment and have an
immediate impact from the interaction. It is essential for a system to be dependable in
the aspects of safety, security, confidentiality, reliability, repairability, and availability
[7]. Furthermore, control applications for CPS and embedded systems are responsible
for controlling the physical processes. Most of these applications must meet real-time
constraints to guarantee dependability, which means the control applications require
bounded latency to receive their responses or finish transmitting messages. According
to the description in [8], the importance of timing in CPS is highlighted: CPS requires
that timing be a correctness criterion, not a quality factor. Time must be part of the
semantics.

However, due to CPS’s data heterogeneity, it is challenging to offer guaranteed real-
time services to different application data [9]. Many systems are distributed, meaning
that they are characterized by the distribution of network devices and processors.
Thus, time-constraint connectivity in CPS becomes a difficult design challenge.

1.2 The Quality-of-Service requirements for data
transmission

Powerful computational capability, as well as high-performance and reliable transmis-
sion networks, are the imperative designing foundations for real-time systems. The
growth of interconnection escalates stringent QoS requirements for data transmission
within the real-time systems. Notably, four aspects are considered in all cases:

• Throughput. Throughput is one of the most critical transmission network
metrics, representing the maximum data rate one system is capable of process-
ing. Link throughput (or bandwidth) capability highly relies on internet access
technologies, such as Digital Subscriber Line (DSL), Ethernet, Wi-Fi, and Syn-
chronous Optical Networking (SONET). The typical throughput of Ethernet
links is 1G/10G/100G/200G/400G, with upcoming 800G/1.6T standards [10].
Network switches usually consist of multiple interfaces. Therefore the aggre-
gation throughput of a device is the capability of processing all full-duplex
traffic saturating interfaces simultaneously. Current cutting-edge data center
hardware switches can support up to 64 × 400G Ethernet interfaces, with a
throughput in the magnitude of terabits per second (Tbps) [11]. Besides, a high-
performance software switch can easily reach Mega Packet Per Second (Mpps)
throughput [12]. Commonly, control applications generate a limited amount
of data. However, applications that transmit image/video data, such as the
infotainment and ADAS in an IVN, demand significantly more bandwidth than
the control applications. [13]. Thus, sufficient data throughput needs to be
guaranteed for transmitting the total amount of data in the real-time systems.
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Dynamic Bandwidth Allocation (DBA) algorithms [14] are broadly employed in
the Ethernet Passive Optical Network (EPON) to assign bandwidth according
to subscribers’ requirements.

• Packet loss rate. Packets can be dropped in the network for many rea-
sons, such as exceeding the reserved bandwidth, passing the receiving windows,
erroneous fields, and most overwhelmingly, the congestion at nodes. For in-
stance, the loss of packets can cause low stability of the Cooperative Adaptive
Cruise Control (CACC) system in an automotive network [15]. Various solu-
tions could be applied to guarantee zero loss rate for critical applications, such
as active retransmission, interleaving-based transmitting schemes, using redun-
dant paths at the transmitter side. Alternatively, insertion-, interpolation- and
regeneration- based schemes at the receiver side [16]. Packet loss is the criteria
that safety-/latency- critical applications must consider since the loss of packets
results in failed transmission. Possible solutions, such as retransmission, add
extra long latency to the entire transmission.

• Latency. Latency is the temporal metric used to determine the timeliness
of a transmission. The timeliness often refers to a deadline for the process.
The deadline of a Hard real-time process (i.e., hard deadline) is considered to
be critical for the effectiveness of the service. Therefore it is usually assigned
for safety- and control-related applications. For example, the motion planning
system in an autonomous driving car usually requires hard deadlines to make
instant actuator actions in the presence of obstacles [17]. While a deadline
of the soft real-time process (i.e., soft deadline) is relatively tolerant of being
met, a few missed-deadline transmissions may cause a degradation of system
performance but not a system disordering. For example, the audio systems will
not break down when a few transmissions miss the deadline but can result in
a low audio quality [18]. In section 1.3, we thoroughly analyze the latency in
current transmission networks.

• Jitter. Jitter is the time deviation of transmission latency. Due to various
reasons in the transmission network, the same stream’s packets may experience
varying latency instead of a constant latency. The causes can be network conges-
tion, unstable connection (mostly in wireless networks), and malicious attacks.
A common way to calculate the jitter is by taking the average of the differences
between every two latency results of the same stream. Therefore, to minimize
the jitter, abounded latency needs to be guaranteed for the transmission. In
the fields such as the Fifth generation (5G) fronthaul network, Ethernet with
deterministic features is considered to be an attractive solution to provide a
guaranteed jitter [19].
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1.3 Latency in Transmission Networks

Regardless of scale, transmission networks, e.g., Local Area Network (LAN), Metropoli-
tan Area Network (MAN), or Wide Area Network (WAN), widely employ packet
switching for efficient bandwidth utilization. The data is transmitted with headers
and encapsulated into packets. Along the transmission path, data packets are queued
and forwarded by the intermediate network devices. In the context of packet-switched
networks, these packets experience an unavoidable delay at each network component
before arriving at the destinations. Correspondingly, E2E transmission latency is the
duration one data packet traverses from the sender to the receiver.

1.3.1 Impact of latency

Network latency plays a critical role in a wide range of areas, from live streaming
and online meeting to financial business and musical concerts. For example, stock
trading companies usually deploy a dedicated low-latency High-Frequency Trading
(HFT) network to perform high-frequency operations, and quick responses to stock
market events [20]. From the perspective of Quality-of-Experience (QoE), latency
can be translated directly into the user experience. For online/cloud gaming, high
in-game latency, i.e., lag, makes the game’s interactivity obviously sluggish [21].

N
o
rm

a
li
z
e
d
 P

e
rf

o
rm

a
n
c
e

1.0

0.75

0.5

0.25

0

500 1000 1500 20000

Latency (ms)

Third-person

Avatar game

First-person

Avatar game

Omnipresent 

game

Figure 1.3: How players’ performance is affected by the game lag in three types of
games [22]

An example of online gaming QoE versus latency is given in Figure 1.3 based on the
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results from [22]. As we can see, the omnipresent game is the least affected type, in
which players have around 70% performance with 2000ms latency compared with the
no-latency situation. The players’ performance in the avatar games is susceptible to
latency, especially in first-person avatar games. The performance sharply decreases
when latency starts to increase. The players have 75% performance when 100ms
latency is introduced, and it drops to nearly 0 when the latency is above 1000ms.
While in the third-person avatar game, players have close to 70%, 25% performance
when the latency is 500ms, 2000ms, respectively.

An example from [23] shows the impact of latency on the QoE of two web search
systems. As indicated in Figure 1.4, the likelihood of feeling the latency with fast and
slow search systems are depicted, respectively. For the slow system, the likelihood of
noticing the latency increases when adding more than 1000ms latency to the system,
with nearly 80% chances that users perceive the latency. A more significant effect is
observed with the fast system. When more than 750ms latency is added, the users
have a great chance (more than 80%) to notice the latency. While with 1500ms and
1750ms added latency, the latency is extremely likely to be noticed by the users with
both systems.
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Figure 1.4: How users’ experience is affected by added response latency in two web
search systems [23]

1.3.2 Latency requirements

Based on the above examples, it is undoubtedly that the latency requirement is one
of the highest-priority elements to consider during the designing stage of transmission
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networks. Current networks contain frequent interactive operations, and applications
typically require E2E latency constraints to guarantee their effectiveness. Four types
of IVN traffic and the corresponding requirements are listed in Table 1.1 to give some
examples of the latency demands.

Table 1.1: E2E latency requirements of In-Vehicle applications

Type of traffic E2E latency requirement
Control data ≤ 10ms

Driver assistance video ≤ 45ms
Navigation ≤ 100ms
Multimedia ≤ 150ms

Control data is used for vehicle control and monitor. The latency requirements of
control data vary from different Electronic Control Units (ECUs) and the transmitted
data sets. In most cases, the control data need less than 10ms latency. The strictest
latency requirement by real-time control application is around 2.5ms [24, 25]. The
ADAS system leverages several real-time audio and video applications to assist the
autonomous driving functions. Thus, video data from the cameras related to driver
assistance require less than 45ms E2E latency [26]. Navigation data that contains
map segments need to be sent to the display unit with less than 100ms latency
requirement. Finally, the multimedia data have to be streamed from the media devices
(e.g., Bluetooth and auxiliary port) to the display or speaker with a maximum of
150ms latency [105].

In the Internet-of-Things (IoT) area, the Ultra-Reliable Low-Latency Communica-
tions (URLLC) class also raises stringent requirements on the completion time of
mission-critical applications. Table 1.2 lists some examples of the communication
requirements of IoT applications.

Table 1.2: Latency requirements of IoT applications

Type of traffic E2E latency requirement
Factory automation 0.25 − 10ms

Smart grid 3 − 20ms
Intelligent Transport System 10 − 100ms

Professional audio 2ms

Because of these real-time control features, applications relevant to factory automa-
tion (e.g., assembling, packaging, and printing machines) are generally sensitive to
latency. A control application for machine tools may have a latency requirement of
250µs [27]. Smart grid IoT applications also need to fulfill low latency requirements
in the range of 3ms to 20ms in order to achieve the real-time condition monitoring
function [28]. Autonomous driving brings the latency requirements to the Intelligent
Transport System (ITS), which provides traffic information and real-time coordina-
tion of actions, a latency range of 10 − 100ms is required [29]. Moreover, professional
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audio applications (e.g., live concerts) also have latency requirements since the latency
between sound generation and the tonal perception that exceeds 4ms will disturb the
audio effect. Thus, a latency of 2ms is demanded by the applications.

1.3.3 Latency components

In a data transmission network, various network elements and their interrelationship
form the network infrastructure. Thus, the E2E latency of data transmission consists
of components generated by these elements. Depending on which Open Systems In-
terconnection (OSI) layers’ operations are involved, network devices can be classified
into several categories. For instance, a network hub forwards data only in the phys-
ical layer, while a network bridge performs at the data link layer (L2). Routers are
network layer (L3) devices, which perform packet routing among different networks.
Moreover, with the demand for fast switching and routing performance, Commercial-
Off-The-Shelf (COTS) multi-layer switches are also available in the market. An L3
switch performs both L2 switching and L3 routing at each port. It employs dedicated
hardware to accelerate the processes, making it a powerful and scalable solution for
high-speed networks. If not specified, the term switch refers to a general network
device in this thesis. Additionally, we use the terms frame and packet to denote the
basic data transmission units in the data link layer and network layer, respectively.

A network example and the illustration of its latency components are given in Figure
1.5. The latency consists of three types of components: in-host delay in the end hosts,
propagation delay in the links between every two nodes, and the network device delay
in the intermediate switches. Several internal delay components of the in-host delay
and network device delay are also given. Accordingly, the latency/delay types are
elaborated:

• Propagation delay. It is the time duration that data packets propagate in
the transmission medium. It highly relies on the transmission distance and the
transmitting speed in the medium (e.g., fiber, copper wire, air), which usually
has a magnitude of the speed of light.

• In-host delay. In-host delay is the internal delay within end hosts. Usually,
data need to go through various elements in a host, e.g., Network Interface Card
(NIC), Operating System (OS), application stacks. Each step can accumulate
the internal delay in the host. In many cases, metrics, such as bandwidth, pre-
dominate over latency during the host designing phase. Therefore, many NICs
are designed to delay the delivery of interrupts to trade for optimized band-
width performance [30]. Besides, the OS introduces delays by the interruption
and thread switching processes. One approach to optimizing the in-host delay
is bypassing the OS with the use of offloading schemes, such as the Data Plane
Development Kit (DPDK) [31] and Remote Direct Memory Access (RDMA)
[32, 33]. As a result, the applications have direct access to the packets in the
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Figure 1.5: Transmission latency components between two end hosts

NIC.
• Network device delay. Another primary segment of transmission latency is

caused in the intermediate network devices. It contains several components, for
instance, the queuing and processing delay. At the same switching port, all types
of frames share the total transmission resources. Consequently, when multiple
frames arrive at the same egress port in a short duration, the received frames
need to be queued in the switch and wait for transmission. Queuing causes a
delay in the frame and can be translated to a reduction in real-time performance.
The number of active layers of an operation might affect the processing delay in a
device. However, current high-performance devices commonly employ hardware
acceleration to reduce the impact. In this thesis, we assume that the impact is
negligible.

An illustration of latency distribution is given in Figure 1.6 based on data from [34].
In case 1, the test is conducted between two hosts located in the same rack, connected
by a cut-through Top-of-Rack (ToR) switch and 2m fibers; 10G Ethernet is used. Two
hosts in an HFT network are tested in case 2, connected by one L1-switch and 1.5m
copper cables, 10G Ethernet is used. A small fat-tree network is considered in case
3, where cut-through switches and several 2m connect two hosts, 5m, 10m fibers in
between, 10G Ethernet is used. Case 4 explores two hosts in a big fat-tree network
with the longest distance in all experiments, where store-and-forward switches and
100m fibers are used in the spine network, 100G Ethernet is used.

As shown in the figure, in case 1, the in-host delay occupies the largest latency segment.
The portion of the propagation delay is relatively small due to the short transmission
distance. The delay of the ToR switch takes a slightly smaller portion than that of the
in-host delay. In the second case, only physical-layer switching is involved. Thus, the
percentage of network device delay is less than 20%. Propagation delay is also short
in case 2 because of the short transmission distance. In case 3, with the increase of
intermediate nodes, the percentage of network device delay grows to around 70%. As
a result, the percentage of in-host delay decreases to 20%. Propagation delay takes
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Figure 1.6: Latency distribution in four experimental cases: 1. single-rack network 2.
HFT network 3. small fat-tree network 4. big fat-tree network [34]

around 5% due to the slight increase of the transmission distance. In case 4, the
propagation delay scales with the transmission distance and takes 15% of the E2E
latency. Simultaneously, the switching delay is significantly larger than the other
components, taking over 70% of the latency. In-host delay occupies the smallest
portion, around 10% in this case.

Accordingly, the latency distribution varies greatly from network to network. Due to
the intrinsic features (e.g., signal transmission speed), it is infeasible to improve the
propagation delay in the mediums. Therefore, propagation delay is proportional to
transmission distance and predominates in long-range transmission. The in-host delay
is overshadowed by propagation and network device delay in many cases. However,
with the improvements of the switching technologies, the in-host delay can become
the bottleneck of the total transmission latency in short-distance transmission (e.g.,
intra-rack in a Date Center Network (DCN)). Network device delay takes a significant
portion of the total E2E latency in most transmission networks, and it scales with
the number of intermediate nodes in the transmission path. Though L1-switching
generates relatively little delay, it is not a universal option for all networks. In the area
such as automotive and avionics networks, L2- or L3- switching is necessary for the
sense of packet-switched communication. The magnitude of the network device delay
hence increases with higher-layer switching involved compared with L1-switching.



1.4 Common research approaches in investigating network latency 11

1.4 Common research approaches in investigating
network latency

To investigate the latency performance of network components or E2E transmission,
the research community has adopted a wide range of approaches. This section sum-
marizes four categories and lists some of the example tools.

• Testbed. Testbed provides the possibility to conduct quality research on the
challenges present in real communication networks. Running with a real device
eliminates the concern of deviation in the simulation and emulation. As a re-
sult, latency research can get precise results from the testbed. Many testbeds
are made to be specific to one project and openly available across a commu-
nity of users. An example testbed is GENI [36], which offers numerous hosts
and devices in the architecture and can be used for the test with different layer
technologies. Another example testbed is Géant [37], which provides experimen-
tal networks with distributed infrastructure to software and Software-Defined
Networking (SDN) development teams.
However, testbeds are usually set up with a fixed topology. Therefore, it does
not offer the flexibility to conduct any topology modifications compared with
simulation and emulation. In most open-testbed cases, the user can only enter
the testbed application space but does not have full access to its basic frame-
works such as firmware and OS. Thus it is difficult to test new technologies that
require relevant changes.

• Analytical model. Another approach for latency research is building an ana-
lytical model of the system. By using mathematical modes, such as those based
on Markov chain [38], or network calculus [39], it is possible to create an analyt-
ical framework that contains server, buffer, traffic manager, and other entities.
Therefore, these models can perform an estimation of queuing and processing
time in a system. An analytical model is useful to give an insight into network
traffic scheduling and queuing algorithms. Moreover, the analytical model is
scalable in adding new elements, making it suitable for any scale of networks.
On the other hand, the analytical model is highly abstracted from the real
system. It is hard to model all complexities and realistic features, such as
randomization. Hence, the result can be used to represent a general-case study
instead of covering all corner cases.

• Emulation. Another widely-used approach to evaluate network systems is em-
ulation. Emulations are able to describe network systems with more realistic
behaviors in some situations. Because emulations are characterized by codes
that are portable to real-world devices, such as switches, servers, operating
systems, and applications, it is also feasible in emulations to create arbitrary
topology and deploy network hardware at low cost [40]. Each virtual host usu-
ally consists of a group of lightweight processes in user space or an independent
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namespace. The cost of adding more hosts in emulation is usually trivial. Soft-
ware switches can be integrated into the emulation to forward and process data
packets. Emulations can be either in the form of full-system emulation (e.g.
DieCast [41], Virtual Machine with Open vSwitch [42]) or Container-Based
Emulation (CBE) (e.g. CORE [43], Trellis [44], Mininet [45, 46]).
Unlike discrete-event simulators, emulators are not driven by a series of events
in the systems. Instead, they run code and process events in continuous time.
Packet transmissions usually are not tracked with time instant by default in
emulations. Therefore, it is required to use applications to measure latency,
such as iperf3 [47], P4 INT [48], or use the ping command to generate Internet
Control Message Protocol (ICMP) packets to measure QoS metrics between
two hosts. Alternatively, a host-assigned timestamp of packets can be used to
calculate latency for E2E transmissions if endpoints are synchronized. It can
also measure the internal delay components of hosts and network devices. The
nodes have to support a running clock to generate timestamps usually written
in the metadata of packets.
The performance of emulations can be affected by the platform they run on. For
instance, the processing delay of packets in a node may differ when running the
emulation with low and high Central Processing Unit (CPU) occupancy. Thus,
results from emulations are not entirely guaranteed to be the same as running
in realistic systems.

• Simulation. It is common to implement a targeted technology or network com-
munication system in a simulated environment for research purposes. Not only
because of economic reasons but also simulations provide platforms to investi-
gate the systems’ effectiveness and performance flexibly. With the abstraction
of simulation’s threads, it is feasible to control the environment and parameters
in the simulation in order to compare and study multiple technologies.
A wide variety of simulation tools are available, and they cover various types of
systems. Discrete-event simulations are usually carried out by specific simula-
tors, for example, ns-2 simulator [49], ns-3 simulator [50, 51], Riverbed simulator
[52, 53], and OMNeT++ simulator [54, 55]. The discrete events in the network
simulators advance the virtual time. Namely, the simulation kernel schedules
the execution of actions according to the instant of time. The time mecha-
nism possesses the discrete instants of all events, making transmissions of every
packet traceable, thus easy to measure latency-relevant performance. Models
in the simulations usually contain a hierarchy of communicating modules rep-
resenting low-level hardware, e.g., buffers and schedulers, as well as high-level
application behavior, e.g., data-generating and processing. Accordingly, the
simulations can also offer statistics of in-device delays besides the E2E latency
of the overall transmission.
Compared with realistic systems, simulations are designed to simplify the be-
haviors in most cases. They usually run at the application level, and the code
for simulations tend not to be the same code used for real devices. Thus, to
validate the results from simulations, it is crucial to run the same simulations
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multiple times with different random seeds.

1.5 Thesis organization

Chapter 1 presents the background in network’s trend and elaborates the importance
of network latency as the motivation to this work. Then the main research objective—
network latency is conceptualized, and a discussion on network latency components
and common research approaches are described in the first chapter. Chapter 2
focuses on data transmission with time-aware communication, which is associated
with the main research activities in the thesis. The time-aware networking paradigms,
as well as the state-of-the-art TSN standards, are introduced in this chapter. In
addition, the designing principles used for the research activities are outlined, followed
by the relevant research contributions of the Ph.D. work at the end of the chapter.
Chapter 3 introduces an implementation of latency monitoring and optimizing with
data-plane programming. Finally, Chapter 4, 5, 6 present three publications from
the Ph.D. research. These three chapters’ content includes minor grammar changes,
terminology unification, and remade figures/tables for better readability. The original
papers are attached at the end of the thesis.
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CHAPTER2
Data Transmission with

Timing-Aware
Communication

There has been a broad range of researching topics on manipulating network latency
in data transmission networks. Nowadays, the goal of latency performance has shifted
from meeting application deadlines consistently to achieving deterministic, bounded,
low latency for applications. As a result, this trend facilitates the evolution of trans-
mission networks. Ultra-Low Latency (ULL) and deterministic transmission demands
have been proposed in the wired data network. The introduction of TSN provides
deterministic features to the IEEE 802.1Q network, and the IETF Deterministic Net-
working (DetNet) supplements the support in the network layer [56]. Moreover, it is
also a critical aspect of the 5G network to offer URLLC wireless communication. The
5G ecosystem is composed of a wireless access segment and a wired segment, where
wireless access connects User Equipment (UE) with base stations. Audio data are
usually encapsulated into Ethernet frames, e.g., Radio-over-Ethernet (RoE). Then
in the wired segment, the fronthaul and backhaul networks connect among base sta-
tions, baseband processing units, and the core networks. TSN can also bring ULL
improvement to both 5G fronthaul and backhaul networks since the wired segment
is usually connected by bridged networks. [57]. A preliminary integration of TSN
in 5G architecture has been included since the 3rd Generation Partnership Project
(3GPP) Release-16 [58].

This chapter focuses on several approaches used in the wired transmission networks,
specifically, on the networks with time-aware features. Additionally, this chapter
demonstrates the fundamental forwarding operations for deterministic transmission.
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2.1 Event-Triggered and Time-Triggered networks

Transmission networks are usually implemented in two distinct paradigms or a mix-
ture of both, which are: Event-Triggered (ET) and Time-Triggered (TT) mechanisms
[59]. The communicating and processing activities in ET systems are triggered by
the occurrence of events in the systems, such as data arrival and traffic congestion.
Most ET systems use work-conserving schemes, where the switching device always
keeps transmitting data if there are stored data in queues. ET systems dynamically
create executions to the current events so that the performance can vary from time
to time, depending on the system state. ET behaviors can result in low deterministic
transmission in real-time systems.

While the TT systems follow a different mechanism, where recurring operations are
predefined in the systems with constant intervals, action schedules are executed based
on the timing information. The schemes that TT systems usually employ are non-
work-conserving, which means switching device might stay idle when there are data
stored in the device. As a prerequisite condition, TT systems require accurate plan-
ning on the temporal behavior of all the real-time tasks at the design phase. There-
fore, critical transmissions in the TT systems are predictable in terms of timing
performance, i.e., transmission latency and jitter. On the other hand, the TT sys-
tems are more complicated and require more resources to calculate and pre-install the
switching operations than the ET systems. ET systems can have higher bandwidth
utilization than TT systems because of work-conserving behavior.

2.2 Time-Triggered Ethernet

The concept of Time-Triggered Ethernet (TT Ethernet) was proposed in 2005 in
[60]. Real-time transmissions could not be guaranteed in the standard Ethernet. TT
Ethernet, as a variation of Ethernet, is introduced to support all types of real-time,
non-real-time safety-critical data transmission while also achieving that temporal re-
quirement can be fulfilled upon Ethernet.

TT Ethernet integrates both ET and TT systems and provides deterministic service
by the TT cluster. Relying on a group of time-keeping controllers, TT Ethernet
establishes a common global time in the system among all the enabled hosts and
switches. TT Ethernet frames are added with additional TT frame headers containing
control information. The frames use two bytes in the header as a period identifier
to be recognized by the controllers and switches. The frames are transmitted at the
designated period assigned for the period identifier. On the basis of the predefined
transmission behaviors, TT frames are sent out directly from switches with a short
clearance delay after arrival. At the same time, the ET frames are queued in the
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switches and take the available free bandwidth to get transmitted [61].

2.3 Audio-Video Bridging

Originally, the standard Ethernet adopted Best-Effort (BE) transmission in the net-
work without guaranteeing any real-time services. With the increasing demands of
transmitting real-time audio and video streams over Ethernet, BE transmission was
no longer sufficient to fulfill the system requirements. From the year 2007, the IEEE
Audio and Video Bridging (AVB) task group was created and have proposed a set of
standards to define a deterministic system in the AVB network. Similar to TT Eth-
ernet, AVB offers common global time in the networks and introduces several traffic
classes to transmit real-time audio and video streams over Ethernet to guarantee low
latency, jitter, and frame loss rate. As listed in Table 2.1, basic standards in AVB in-
cludes: forwarding and queuing management for low latency control in 802.1Qav [62],
bandwidth reservation to guarantee sufficient space required by the streams across
the transmission path in 802.1Qat [63], and the generalized Precision Time Protocol
(gPTP) to support synchronized operations in 802.1AS-2011 [64].

2.4 Time Sensitive Networks

As part of the IEEE 802.1 working group, the TSN task group was formed to apply
the features of AVB to a broader scope of work on real-time transmissions in 2012.
Evolving from the AVB standards, TSN consists of published sub-standards and
ongoing drafts and amendments. It inherits the features defined in the AVB standards.
Besides, the TSN task group also published supplementary standardized operations
to provide real-time services using TSN. Table 2.1 lists a part of AVB and TSN
standards. Same as in AVB, TSN also reserves resources to realize zero congestion
frame loss for critical flows in the network by following the 802.1Qcc enhancement to
Stream Reservation Protocol (SRP) standard [65]. Also, TSN relies on the 802.1AS-
2020 standard [66] to achieve L2 synchronizing for all the enabled bridges in a domain
and builds other functions, such as scheduling, based on the reliable synchronization.
In order to control the transmission latency, several scheduling policies are defined
in TSN: 802.1Qbv standard [67] introduces the TAS, 802.1Qch [68] introduces the
Cyclic Queuing and Forwarding (CQF), and the ongoing project in P802.1Qcr [69]
introduces the ATS. Although both are TT systems, TT Ethernet and TSN differ
in several aspects: TT Ethernet schedules transmission on a per-frame basis, but
TSN follows a per-queue manner. TT Ethernet introduces additional headers to the
TT frames, while in the TT domain, TSN utilizes the original 802.1Q tagged frame
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format without any extra overhead. Detailed descriptions of TSN scheduling are given
in Section.2.6.

TSN standards cover most requirements of real-time systems regarding the reliability
and determinism of the transmissions. Therefore, TSN can be applied to various areas
and verticals that need real-time connectivity, including audio/video systems, mobile
fronthaul networks, industrial automation, automotive and avionic networks. To
tailor TSN for specific usages, the task group also proposed or is working on profile
standards, specifying the TSN features, configurations, standards, and bridge/end
station operations to be involved for each application case. In order to support
transporting time-sensitive fronthaul streams between Radio Equipment (RE) and
Radio Equipment Control (REC), the 802.1CM standard [70] develops a bridged
packet network over IEEE 802.3 Ethernet for fronthaul. As an enabler of Industry 4.0,
TSN is also used to deploy converged networks for industrial automation as defined
in the IEC/IEEE 60802 standard [71]. Last but not least, with the deployment of
the Ethernet network in the vehicles, TSN is used to offer reliability, security, and
low-latency for transmission. The TSN profile for the automotive network is defined
in P802.1DG standard [72].

2.5 IEEE 802.1Q standard for bridges and bridged
networks

One of TSN’s fundamental standards is the IEEE 802.1Q standard for bridges and
bridged networks [35]. For simplicity, the abbreviation 802.1Q is used to refer to the
standard in this thesis. The internal workflow of bridges and operations in bridged
networks are given in the 802.1Q. Besides the unified functionalities of bridges, the
802.1Q also defines the optional extensions that could be added to the bridged net-
works.

Specifically, TSN is built upon the Virtual Local Area Network- (VLAN-) aware
bridged network described in the 802.1Q. Bridged networks need to be partitioned
to alleviate unnecessary overheads, inefficient addressing, as well as to prevent basic
rudimentary security issues. VLAN applies functional and logical split within a single
physically connected network. Frames that enter the VLAN domain are added with
VLAN tags, which get removed before exiting the VLAN domain. An 802.1Q frame
format is described in Figure 2.1.
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Figure 2.1: IEEE 802.1Q frame format with (lower)/without (upper) VLAN tag

The VLAN tag is a 32-bit frame field inserted between the source MAC address and
EtherType/Size fields. It consists of a 16-bit Tag Protocol Identifier (TPID) with a
value of 0x8100, indicating the frame as a VLAN-tagged type; a 3-bit Priority Code
Point (PCP) referring to the priority level; a Drop Eligible Indicator (DEI) indicating
if the frame can be dropped when congestion occurs; and a 12-bit VLAN Identifier
(VID) giving the VLAN domain the frame is generated. The TSN functionalities are
implemented for the L2 operations in the VLAN networks. The VLAN tag of the
frames can be utilized for TSN traffic classification.

2.6 Designing principle

In this thesis, the operations in the network components, i.e., switches and end hosts,
follow the principles defined by the 802.1Q standard. The term 802.1Q nodes in
the thesis generally refers to the VLAN-aware switching devices, such as routers and
switches. To avoid misunderstanding, the term stream refers to a sequence of data,
which is a subset of flows that have a unique feature. The term flow covers a broader
range. Depending on the use case, it can refer to a set of streams from one source to
one or more destinations or a set of streams that are assigned with the same traffic
class.

The frame forwarding process mainly maintains the QoS provided by the 802.1Q
nodes. The major elements include frame filtering and forwarding, as well as informa-
tion maintenance and updates regarding the process. The functions carried out by
the process are depicted in Figure 2.2.

2.6.1 Active topology enforcement

The connectivity of LANs and 802.1Q nodes in a bridged network is provided by the
forwarding ports, which form an active topology. Specifically, information on VLAN
memberships is stored in all 802.1Q nodes within the same VLAN domain to forward
frames to the correct routes. The active topology is created using spanning tree algo-
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Figure 2.2: Frame forwarding process from a reception port to a transmission port in
an IEEE 802.1Q node, with the corresponding section in parentheses

rithms, such as Rapid Spanning Tree Protocol (RSTP) and Multiple Spanning Tree
Protocol (MSTP). Once a frame is received at the reception port, a Boolean value
(TRUE or FALSE) is assigned to determine whether to execute forwarding and learn-
ing processes. The 802.1Q nodes use the learning process to register and propagate
VLAN information, including source address and VID, of all the ports that belong to
the active topology. When multiple transmission paths exist between the sender and
the receiver, the forwarding process of the frames received on the redundant path is
disabled while only the ones received at the main path are forwarded, so that data
loops are prevented by disabling the forwarding process.
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2.6.2 Filtering

Supported members’ VID and source address pairs are stored in each reception port.
Received frames are verified that the contained VID and source address is on the
list of valid sources. Frames with the valid identifier are allowed to be forwarded,
while the others with unallowed VID will be discarded at the forwarding process.
Ingress filtering can be used to filter received frames from invalid sources but cannot
identify source-spoofing frames. As indicated by the name, egress filtering focuses on
the frames that will be transmitted from the 802.1Q nodes. According to the VID
and source MAC address pairs, the transmitter validates the frame before sending
to prevent the receivers from getting spoofed frames. Furthermore, if the streams’
maximum Service Data Unit (SDU) size or the queue’s maximum SDU are specified
in the filters, the frames that exceed the size will also be discarded at the egress port.

2.6.3 Flow classification and metering

Besides the services that need time-critical transmissions, a number of non-time-
critical services also exist in most systems, which are more tolerant with transmission
latency and require fewer network resources than the critical ones. For profitability
and efficiency, not all services are treated in the same way. 802.1Q nodes are able
to classify frames from different services according to the specific identifiers in the
headers. The identifiers can be used in the 802.1Q nodes include source MAC address
and destination MAC address, VID, and Priority.

Classification creates the condition for the critical flows to be expedited in the devices.
It is an automated process in the nodes. An explicit configuration of traffic classes
associated with each port is a crucial element for flow classification. It is possible
to assign classes in small networks by hand. In contrast, with the increase of flows
and devices, it becomes impractical because of the numerous combinatorial cases
between flows and traffic classes. As defined in 802.1Q, a maximum of eight classes
are supported at one port, and each port can have different numbers of traffic classes.
Despite the fact that eight classes are too simple to represent the full description of
all QoS requirements of the flows, the purpose is to simplify the needs and attain
high-speed operations and low cost. The eight traffic classes of general interest are
listed below:

• Network Control (NC). Used to configure and maintain network infrastructure,
with a guaranteed delivery requirement.

• Internet Control (IC). Control traffics used in large networks for different ad-
ministrative domains.

• Voice (VO). Voice traffics that require less than 10 ms latency.
• Video (VI). Video traffics that require less than 100 ms latency.
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• Critical Applications (CA). Applications that require guaranteed minimum
bandwidth as the main QoS requirement.

• Excellent Effort (EE). BE-type services are offered to the most important cus-
tomers, with a high priority among BE traffics.

• Best Effort (BE). Unprioritized traffic class without transmission guarantee,
insensitive to QoS metrics.

• Background (BK). The class that is allowed to be transmitted but does not
impact the transmission of other classes.

The term 802.1Q classes is used to refer to the eight classes.

2.6.3.1 Strict-priority classification

802.1Q nodes mandate the strict-priority flow classification but permit the use of
additional traffic classes (section 2.6.3.2, 2.6.3.3) as well as class-based transmission
selection algorithms (section 2.6.6). The correspondence between the 802.1Q classes
and the priority values are given as:

Table 2.2: Mapping priority values to 802.1Q classes

Priority value 1 0 (Default) 2 3 4 5 6 7
Traffic class BK BE EE CA VI VO IC NC

The priority value increases from left to right in Table 2.2. The BE class is the default
traffic type used for transmission, while the endpoints generate flows and assign 0 to
the PCP field as default, BE class is then mapped with 0 in value. The lowest priority
value is 1, corresponding to the BK class.

For strict-priority classification, the assigning of priority levels is directly decided by
the flows’ deadlines. An inverse-deadline priority assignment to periodic real-time
tasks is widely used in strict-priority networks [73], where higher priorities are set
to smaller-deadline flows in the network. This method is proved to be an optimal
solution in synchronous systems when all services are initiated simultaneously. The
assignment works as an optimal solution to the asynchronous systems when particular
flow conditions are met. Moreover, the traffic flows can also reserve channels/classes
along the transmission path by sending an establishment request frame [74]. Suppose
sufficient resources are available on every intermediate device, and the latency re-
quirements are fulfilled at the end of the transmission. In that case, a channel/class
for the flow will be assigned between the sender and the receiver.

2.6.3.2 Classification for Time-Triggered systems

TT systems generally introduce new traffic classes to the existing 802.1Q classes. For
example, TT Ethernet adopts the TT and Rate-Constrained (RC) classes. TT class
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is assigned to the critical flows, providing determinism in terms of bounded latency
and jitter. RC class is assigned to flows that require less stringent transmission. The
RC class can regulate bandwidth’s upper bound by limiting the time interval between
two frames and the frame size. The RC class can have bounded transmission latency.
The 802.1Q classes have lower priorities than the TT and RC classes, which only use
the remaining bandwidth in the network when no other classes require transmission.
They offer the least guarantees on the transmission time points and latency and can
be subdivided into more priority levels following strict-priority classification.

AVB and TSN introduce the Scheduled-Traffic (ST) and AVB Service Class A (SR-A),
Class B (SR-B) classes. ST class utilizes the time-driven forwarding mechanisms in
TSN to avoid interference from other classes and to guarantee a predictable behavior.
AVB classes are shaped by a Credit-Based Shaper (CBS) to get transmitted, which
provides bounded delay to flows with less strict requirements. SR-A is configured to
have a higher priority than SR-B, and the 802.1Q classes have lower priority than the
ST and AVB classes. The correspondence between classes and priority values with
AVB classes is defined in 802.1Q as shown in Table 2.3a and 2.3b, this thesis also
investigates the case with ST class introduced to the 802.1Q classes, the alteration
is given in Table 2.3c:

Table 2.3: Mappings of traffic classes to priority values with different classification
setups

(a) Mapping priority values to the traffic classes in 802.1Q with AVB Class B supported

Priority value 1 0 (Default) 2 3 4 5 6 7
Traffic class BK BE EE CA VO IC NC SR-B

(b) Mapping priority values to the traffic classes in 802.1Q with both AVB classes supported

Priority value 1 0 (Default) 2 3 4 5 6 7
Traffic class BK BE EE CA IC NC SR-B SR-A

(c) Mapping priority values to the traffic classes in 802.1Q with both AVB classes and ST
class supported

Priority value 1 0 (Default) 2 3 4 5 6 7
Traffic class BK BE EE CA IC SR-B SR-A ST

The VI class is replaced by the SR-B class when only one AVB class is supported. The
VO and VI classes are replaced by the SR-A and SR-B classes, respectively, when both
AVB classes are supported. On top of these allocations, the ST class replaces the NC
class when the ST class is supported. To ensure AVB and ST classes’ operations as
they are defined, the available AVB and ST classes are assigned with higher priority
values than the 802.1Q classes in AVB and TSN networks.

Apart from classification setups, TT systems also need to configure network-wide
transmission time schedules for TT/ST classes to be forwarded. Since all the traffics of
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general TT/ST classes have regular transmitting features, a static configuration of the
schedules should be set up at design time. The schedules of every traffic class at the
same port are highly related to each other. The relation between classes in TT systems
is commonly formulated to a mathematical form called a constraint. A constraint is
based on the per-stream requirements, i.e. latency and jitter. The complexity of
the schedules increases with the scale of the system and becomes infeasible to be
manually solved for a large number of flows. A common method to search for big
networks schedules is using the Satisfiability Modulo Theories (SMT) based on the
constraints. As proposed in [75], SMT-solver is used to find the optimal schedules of
transmitting time points for TT frames in TT Ethernet, regarding frame constraints,
latency constraints, and integration cost constraints. With a similar approach, the
work demonstrated in [76] also utilized the SMT-solver as a black-box process that
takes the constraints as input and generates solutions of window-based schedules for
ST classes in TSN devices. The procedure of configuring the schedule is considered
to be time-consuming. In [77], a graphical network modeling tool is designed to
automate the synthesis of gate control list in TSN scheduling. It is able to convert
user-defined flow, topology, and QoS to the constraints. The tool applies object-
oriented modeling, logic programming, and Satisfiability Modulo Theories (SMT) to
achieve synthesis automation, which simplifies the procedure of configuration.

2.6.3.3 Classification for Asynchronous Traffic Shaping

ATS offers flexible traffic class configuration in a network, giving that one frame can
be assigned with different classes at different hops on its transmission path. The
reason is that the traffic flows passing through every node differ from one to another,
giving per-node traffic class configuration to optimize the forwarding process at every
node. At the time of writing, the p802.1Qcr standard does not introduce any new
traffic classes in the draft 2.3 version. Thus, the 802.1Q classes and the corresponding
priority levels are used for flow classification in ATS.

ATS executes a uniform TT mechanism for all types of traffics, including periodic
and sporadic ones. Instead of predefined gate operation schedules, ATS defines the
correspondences between flows and queues and between queues and priority levels
at the design phase. Namely, the queues in ATS devices are assigned with fixed
priority levels in each device. Frames will be forwarded into the corresponding queue
based on their priority level. Similar to generating schedules in TT systems, the
synthesis problems in ATS can also be solved using the SMT approach to produce
the assignments of flows, queues, and priorities at each node [78].
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2.6.3.4 Stream gating

802.1Q nodes with TT operations may support stream gates to discard the frames
that arrive out of a scheduled time range. The status of the gates is set to open
only during the committed reception interval. Otherwise, the gates are closed to
ensure the coordination of transmissions of frames in the network. Stream gates
are also used to map one frame’s priority to an Internal Priority Value (IPV). The
subsequent operations, e.g., queuing, transmission selection, can take actions based
on the IPV. A frame can use either the original priority value or a specific value as
its IPV, depending on the configuration in the gates. IPV enables a flexible priority
assignment at different nodes, especially in ATS, where the same frame can have
different priorities along the transmission path (Section 2.6.3.3).

2.6.3.5 Eligibility time assignment

This step is optional and only implemented when ATS is used in an 802.1Q node. ATS
scheduler calculates and assigns an eligibility time to a frame, which is later used for
ATS traffic selection. It is a per-class metric that is applied to frames belonging to the
same stream. Predefined parameters of the stream, including Committed Burst Size
and Committed Information Rate, need to be collected in the scheduler to calculate
the eligibility time of one frame. The ATS algorithm used to calculate theeligibility
time is explained in Section 4.3.3.

2.6.3.6 Metering

Additionally, traffics are also metered in 802.1Q nodes during the forwarding process.
The identifiers used in an 802.1Q node for classification are also applied to metering.
Stream is the basic unit used for metering in 802.1Q. Metering can be implemented
on a single-stream (i.e. per-stream) or multi-stream (e.g. per-class) basis. When the
streams exceed the committed information rate during a period is called an overloaded
situation. It is usually caused by network failures such as misbehaved senders in the
system. Meters are managed at each port, measuring the rate of received streams to
detect an overloaded stream before it gets transmitted. Metering in the 802.1Q nodes
applies a coloring scheme, using green, yellow, red to label committed, excess, non-
conformant frames. Committed frames are forwarded normally as their traffic classes.
Excess frames are classified as a BE class no matter what class they belonged. While
the non-conformant frames are discarded from the forwarding process to prevent
failure propagation. Metering is used to determine the drop eligible parameter of
each frame. The color labels are only valid locally at one port. TSN employs a
per-stream metering mechanism defined in the 802.1Qci standard, providing meters
based on each stream.
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2.6.4 Queuing frames

Store-and-forward switching is commonly used in a switched network, which starts to
process frames after receiving them completely. Alternatively, cut-through switching
is used for fast-processing requirements. It only looks up the first six bytes of the
incoming frames and starts the forwarding process regardless of the correctness of the
frames. Therefore, cut-through switching is not adopted widely in the network. This
thesis focuses on the store-and-forward switching, where queuing plays an essential
role in the process.

802.1Q defines the queuing rules based on traffic classes. After the classification
of received frames, the forwarding process shall queue the frames to the potential
transmission ports. The frames are stored in the queues associated with each traffic
class. One or multiple queues are provided by a given port, with each queue mapping
to a distinct traffic class. Maximum eight queues per port are supported, allowing
queuing isolation for each traffic class. Depending on the available number of queues,

Table 2.4: Matching the 802.1Q classes to available queues

Number of available queues Grouping of traffic classes
1 {BK, BE, EE, CA, VI, VO, IC, NC}
2 {BK, BE, EE, CA},

{VI, VO, IC, NC}
{BK, BE, EE, CA},

3 {VI, VO},
{IC, NC}

{BK, BE}, {EE, CA},
4 {VI, VO},

{IC, NC}
{BK, BE}, {EE, CA},

5 {VI, VO},
{IC}, {NC}

{BK}, {BE}, {EE, CA},
6 {VI, VO},

{IC}, {NC}
{BK}, {BE}, {EE}, {CA},

7 {VI, VO},
{IC}, {NC}

{BK}, {BE}, {EE}, {CA},
8 {VI}, {VO},

{IC}, {NC}

the traffic classes can be grouped to match the queues, as shown in Table 2.4.

With the introduction of more traffic classes (i.e., TT, RC, AVB, ST), dedicated
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queues are necessary to separate these classes from the 802.1Q classes. Therefore, a
minimum of two and three queues need to be implemented when one and two AVB
classes are used, respectively. At least four queues are required if both AVB classes
and ST classes are supported. Table 2.5 gives the matching of traffic classes to the
available queues when two AVB classes are supported in the network, starting from
three queues available. The class-separate queues provide the foundation of fine-grain
high-speed operations in transmission. The egress port thus can apply corresponding
queue managing and traffic selecting mechanisms to each class.

Queues in 802.1Q nodes are implemented through First-In-First-Out (FIFO) buffer.
Accordingly, frames will be stored at the tail of the FIFOs. Within the same FIFO,
the frames stored at the head get selected for transmission firstly. The definition of
a queue is not limited to a single FIFO but can also be a set of FIFOs to separate
frames, for example, with the same class but different VLANs. In this thesis, the
time span from the first bit of a frame enters the queue to the last bit transmitted
from the queue is considered as the queuing delay.

Table 2.5: Matching the 802.1Q classes and AVB classes to available queues

Number of available queues Grouping of traffic classes
3 {BK, BE, EE, CA, VI, VO, IC, NC},

{SR-B}, {SR-A}
{BK, BE, EE, CA}

4 {VI, VO, IC, NC}
{SR-B}, {SR-A}

{BK, BE, EE, CA}
5 {VI, VO}, {IC, NC}

{SR-B}, {SR-A}
{BK, BE}, {EE, CA}

6 {VI, VO}, {IC, NC}
{SR-B}, {SR-A}

{BK, BE}, {EE, CA}
7 {VI, VO}, {IC}, {NC}

{SR-B}, {SR-A}
{BK}, {BE}, {EE, CA}

8 {VI, VO}, {IC}, {NC}
{SR-B}, {SR-A}

2.6.5 Queue management

Typically, to mitigate congestion in the queue, managing rules are applied to queues to
drop frames under particular conditions. As described in Section 2.5, a VLAN tagged
frame contains a 1-bit DEI field, indicating whether the frame can be dropped. When
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frames need to be dropped from the queues, the probability of dropping the frames
with the DEI set is greater than the others with DEI unset. Furthermore, to ensure
a bounded per-hop delay, frames stored in the queues that exceed the maximum
residence time shall be removed from the queues as well.

2.6.6 Transmission selection

Dedicated traffic manager modules are often implemented in 802.1Q nodes to ensure
low queuing delay for critical flows. The traffic manager is responsible for execut-
ing transmission selection algorithms to regulate outbound flows in the port. The
TSN synchronous traffic scheduling schemes are given in this section, details of the
algorithms and asynchronous schemes are described in section 4.3 and 5.2.

Various factors can affect the queuing delay in a network, such as queue occupancy
and egress port status. Generally, the root problem that causes long queuing delay
during the forwarding process is the interfering frames, which belong to another non-
critical flow.

802.1Q standard provides several scheduling methods. Strict priority is determined
as the default traffic management scheme in the standard. In order to separate traffic
classes, a corresponding number of queues are implemented. Therefore, the higher-
class frames can be selected for transmission before those with a lower traffic class.
However, as illustrated in Figure 2.3, assuming Queue2 has a higher priority than

[Queue1]

[Queue2]

Transmission 
port

T0 T1 T2   T4Time  T3

Queuing Delay(f2)

Queuing Delay(f1)

f0 f1 f2

Figure 2.3: A strict-priority transmission example with two queues in one transmis-
sion port

Queue1, and only two frames f1 and f2 are queued in the transmission port during
the period. The port starts to transmit f1 at T1 when a critical frame, f2, arrives
at T2. Since one port only transmits one frame every time, f2 must wait until f1’s
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transmission is completed at T3. Consequently, f1’s remaining transmission time
(in this case, T2 − T3) becomes an extra queuing delay for the critical frame. It is
not easy to eliminate all the influences from low-priority flows only with the strict-
priority scheme. Interference has a more noticeable impact on the latency when a
relatively low line rate is used. In the worst case, the extra queuing delay introduced
by interfering frames in a Gigabit Ethernet is in the magnitude of microseconds.

2.6.6.1 IEEE 802.1Qbv Enhancement to Traffic Scheduling

The 802.1Qbv standard defines a TT transmission selection method in TSN, namely
the TAS. Instead of directly manipulating the queued frames, TAS manages the states
of the stream gates attached to each queue through the Gate Control List (GCL) of
one port. The GCL contains the entries that determine the configuration information
of the gate state. Frames are selected for transmission from the queues when the gate
state is set to open. Otherwise, frames are held in the queues when the gate state is
set to closed. An example of GCL pseudo code is shown below:

stream1.gate.receive_window_start = set_to_clock(1110µs)
stream1.gate.receive_window_end = set_to_clock(1140µs)
stream1.gate.transmit_window_start = set_to_clock(1150µs)
stream1.gate.transmit_window_end = set_to_clock(1160µs)
stream1.interval = 500µs

In this example, the receiving window is 30µs to receive frames, and the transmitting
window is set to 10µs to send frames out. The gate remains closed outside the
windows. These operations recur every 500µs equal to the interval of the stream.
Hence, ST class flows are assigned with periodic transmitting windows according to
the arrival time at the port and the cycle time.

T5

G

[Queue1]

[Queue2]

f0 f2Transmission 
port

T0 T1 T2   T4Time  T3

Queuing Delay(f2)

Queuing Delay(f1)

f1

T6

Reserved 
window for f2

Figure 2.4: An TSN TT transmission example with two queues in one transmission
port
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If an ongoing non-scheduled transmission collides with a scheduled transmitting win-
dow in TT systems, the non-scheduled transmission shall be turned down to ensure
the scheduled stream passes through the port correctly. Consequently, it causes a
transmission failure for the non-scheduled frame. Therefore, a guard band is inserted
in front of the scheduled windows to avoid this issue. Figure 2.4 depicts a situation
with the utilization of a guard band for scheduled transmission. The time span from
T3 to T5 is reserved for f2, a guard band from T1 to T3 is added to avoid another trans-
mission initiates before the window. The duration of the guard band in the figure is
depicted not to scale. It needs to be long enough for a frame with a maximum frame
size to be transmitted in reality. In this example, f1 arrives at T0 and gets queued
in Queue1. When f0 is completely sent out at T1, the guard band of f2’s reserved
transmitting window (T3 to T5) starts. Frame f2 arrives and gets queued in Queue2
at T2, and would be transmitted from T3 to T4. When the transmitting window closes
at T5, f1 is selected for transmission and finishes at T6. A guard band prevents loss of
transmission for unscheduled flows when transmitting windows are scheduled in the
same port.

An obvious drawback of adding the guard band is the extra bandwidth consumption
of the data link since no data is sent out over the guard band duration. It can be
translated to bandwidth loss, especially affects the BK and BE traffic classes that
belong to the 802.1Q classes and utilize the spare bandwidth. With a guard band
inserted before each scheduled window, the cycle of the recurring windows also has
to be longer than the guard band. In other words, it adds a limitation (greater or
equal to the guard band) on the minimum cycle time of the scheduled flows, which
may not be applicable to all scheduled flows.

The 802.1Qbv standard defines a length-aware scheduling mechanism to reduce the
bandwidth waste caused by the guard band. Suppose an unscheduled frame is avail-
able for transmission during the period of a guard band. In that case, the TAS
scheduler will check the frame’s size and determine if it can be fitted into the guard
band without affecting the scheduled window. This mechanism increases the utiliza-
tion of bandwidth but does not remove the need for minimum cycle time.

2.6.6.2 Frame Preemption

To mitigate the drawbacks of the guard band, the TSN standards include a frame pre-
emption mechanism (802.1Qbu & 802.3br). Preemption offers the ability to interrupt
the transmission of a preemptable frame, start to transmit an express frame, and still
able to resume transmitting the rest of the preemptable frame afterward. To narrow
the condition for preemption, a transmission port contains a parameter addFragSize
defines the minimum size of a preemptable frame is 64×(1+addFragSize)+4. There-
fore, the guard band’s duration only needs to be as long as the minimum size of the
preemptable frame.
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Figure 2.5: An example of TSN TT transmission and frame preemption with two
queues in one transmission port

As demonstrated in Figure 2.5, frame f1 arrives at T0 and gets queued in Queue1.
When f0 is completely sent out at T1, f1 gets transmitted and is preempted by the
guard band of f2 at T2. The port is able to transmit the first part of frame f1 (f1.1)
before the guard band (from T1 to T2). f2 arrives at T3 and is sent out during its
reserved transmitting window (T4 to T5). The port resumes the transmission of f1.2
after the reserved window ends at T5. A prerequisite for preemption is both the
sender and the receiver support the process. Precisely, the sender shall encapsulate
the fragments of the preemptable frames with a header containing sequence number
and preemption flag, as well as adding a Cyclic Redundancy Check (CRC) field at
the end of each fragment. Upon receiving the preempted frames, the receiver needs to
validate all the fragments according to the sequence number and CRC, then removes
the overhead and reassembles the original frames. The preemption process is executed
in a unique Media Access Control (MAC) structure. In the transmitting process, the
express and preemptable frames are forwarded through separated MAC sublayers.
Another sublayer merges the frames from the separation and forwards them to the
physical layer. On the receiver side, the process is the other way around.

Besides, the preemption mechanism can also be integrated with the ATS and strict-
priority scheduling. So that the high-priority express frames can interrupt a low-
priority preemptable frame if the transmission and preemption conditions are met.
Our previous research work in [79] has investigated the performance of a strict-priority
scheme combining preemption. The utilization of preemption reduces the necessary
length of the guard band to avoid the waste of bandwidth. As a result, the limitation
on the cycle time of scheduled flows is minimized as well. The preemption drawbacks
are that the frames’ fragments introduce extra overheads, and the preemptable frames
may experience an increasing queuing delay.
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2.6.6.3 Credit-Based Shaper

CBS is widely used in AVB and TSN networks to shape data traffic and prevent trans-
mission burstiness. It assigns credit to each flow and allows transmission when the
credit is non-negative. Transmission consumes credit, and frame backlog accumulates
credit.

As illustrated in Figure 2.6, frame f1 arrives at T0 while f0 is getting transmission, the
credit starts to increase because of f1’s backlog. When f0 is finished, and f1 starts to
be transmitted at T2, it starts to consume the credit. Frame f2 arrives at T1 and gets
transmitted at T4 because the credit is non-negative when f1 finishes. The credit keeps
decreasing until T5 when f2 finishes. Since f3 arrives at T3 and waits for transmission,
the credit starts to increase from T5. When the credit becomes non-negative at T6,
f3 can be transmitted. This example illustrates the CBS splits the transmission of
three consecutive frames to avoid burst output. CBS may introduce extra queuing
delays due to its shaping scheme. A study on delay and backlog bounds of CBS using
network calculus can be found in [80].

Credit
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[Queue1]
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Figure 2.6: An example of CBS with one egress queue

2.7 Research contributions

The research works included in this thesis primarily focus on two aspects of the
latency-critical network. A summary is given in Figure 2.7. The first part explores
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network latency from a network abstraction perspective. We implemented a queuing
delay monitoring system and presented a corresponding latency optimization method.
The second part investigates on using TSN for a deterministic low-latency transmis-
sion. We specifically study traffic scheduling and shaping methods in TSN. We started
with analyzing the algorithm, principles, and performance test in a point-to-point
communication use case. To our knowledge, this was the first work that focuses on
the TSN asynchronous scheduling algorithms at that time. Then we worked on a
common IVN use case of TSN and compared several scheduling and shaping meth-
ods in the same situation. It was the first work that applies ATS and compares
multiple approaches in an automotive network. Afterward, we presented the FPGA
implementation of ATS, with a comprehensive study on the proposed architecture.

Research 
contributions

Deterministic 
Low-latency TSN 

network

Network latency 
monitoring

A study of fundamental L2 standards for deterministic data 
transmission network (Chapter 2)

A research on transmission performance of TSN asynchronous 
traffic scheduling (Chapter 4)

A research on TSN traffic scheduling used in 
In-Vehicle Network (Chapter 5)

A research on latency monitoring using data-plane programming 
(Chapter 3)

A on FPGA implementation of TSN traffic scheduling  (Chapter 6)

Figure 2.7: Research contributions

2.7.1 Summary of the papers

To research building a deterministic low-latency transmission network with TSN, we
have conducted several works and summarized them in papers. This section describes
the papers that are included in this thesis. We briefly elaborate on the motivations
and methodologies used in each work.

• Zhou, Zifan, Michael Stübert Berger, Sarah Renée Ruepp, and Ying Yan.
”Insight into the IEEE 802.1 Qcr asynchronous traffic shaping in time-
sensitive network”. Advances in Science, Technology and Engineering Sys-
tems Journal 4, no. 1 (2019): 292-301.

• Zifan Zhou, Juho Lee, Michael S.Berger, Sungkwon Park, and Ying Yan.
”Simulating TSN Traffic Scheduling and Shaping For Future Auto-
motive Ethernet.” Submitted to JOURNAL OF COMMUNICATIONS AND
NETWORKS (2020).
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• Zifan Zhou, Michael S.Berger, and Ying Yan
”Mapping TSN Traffic Scheduling and Shaping to FPGA-based Ar-
chitecture.” Early Access Article. IEEE Access.

2.7.1.1 Paper A

The ATS approach was initially proposed as the Urgency-Based Scheduler (UBS) [81].
UBS introduces two algorithms to achieve asynchronous schedules: Length-Rate Quo-
tient (LRQ) and Token Bucket Emulation (TBE). Also, another CQF-derived method
called Paternoster was briefly mentioned. The effectiveness of the TSN asynchronous
schemes was unclear but attractive. Therefore, we proposed a research work on UBS,
Paternoster, and the preliminary ATS algorithms in Paper A. We implemented sim-
ulations to test the algorithms in a basic point-to-point connection in the Riverbed
simulator. We collected the device delay, packet loss rate, and queue occupancy under
different loading scenarios (from underflow to overflow) to investigate each scheme’s
performance. Furthermore, we compared the testing results between different meth-
ods to present the best possible in each scenario. Our results indicate that LRQ and
TBE have the lowest packet loss rate in all tests, and Paternosters have the least
queued frames in most cases. On the other hand, TBE can achieve the shortest de-
lay in the underflow scenarios, while Paternosters have a shorter delay than others
in the overflow scenarios. Overall, TBE can get better performance than LRQ and
Paternosters. On rare occasions, Paternoster can achieve the best performance with
specific configurations.

2.7.1.2 Paper B

TSN is a promising solution for LAN-scale networks, where network device delay is
primarily the threshold. In comparison, propagation delay is less dominant due to
the limited transmission range. Therefore, we researched applying TSN for IVN in
Paper B to explore if TSN is applicable to a common use case. Several schedulers
and shapers are involved in the test, including strict-priority, CBS, TAS, and ATS.
The works are done within the OMNeT++ simulation environment, in which we
create an IVN topology consisting of multiple domain gateways and vehicle electron-
ics. We introduced the gateway testing architecture to integrate different scheduling
and shaping methods in the gateway. We implemented four cases of using single or
multiple schemes to shape IVN traffic flows. E2E latency of the flows is collected
for comparison. Our results show that TAS and CBS’s combination guarantees the
lowest latency for high-priority flows among all cases. At the same time, low-priority
flows have a longer latency than the other cases. The combination of ATS and
strict-priority offers the second-lowest latency for high-priority flows. Nevertheless,
it achieves the best general performance for all flows. Low-priority flows are also
provided with transmission fairness.
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2.7.1.3 Paper C

The speed performance is a critical factor in achieving low latency, especially for
network devices. It is yet challenging to rely on pure software for data process and
transmission. Therefore, specialized hardware, such as Application Specific Integrated
Circuit (ASIC) and FPGA, becomes a preferable option. In Paper C, we studied the
FPGA design of strict-priority and ATS from an implementation perspective. We
mainly focus on the influence of queuing and bus width configurations on the hardware
resource consumption and data throughput. Thus, we mapped the functional blocks
of the two schemes to FPGA modules and simulated them on an Intel FPGA. We
run groups of Register-Transfer Level (RTL) simulations in Quartus with different
configuring combinations based on the design. The results indicate that queue amount
and bus width highly affect the number of logic blocks and registers required in
the hardware but affect different modules to a different extent. On the other hand,
the data throughput is mainly decided by the bus width. In general, ATS has a
slightly lower throughput with the requirement of more hardware resources than
strict-priority.



CHAPTER3
Latency monitoring

with P4 INT
Network monitoring mechanism plays a significant role in conducting resource man-
agement and achieving low latency in the network. To define the data-plane ab-
straction of a network device using a high-level description syntax, a data-plane
programming language - Programming Protocol-independent Packet Processors (P4)
[143] is introduced in 2014 and has been widely discussed. Besides providing the
programmable data plane, P4 also introduces various features and extensions, such
as the In-Band Network Telemetry (INT) [48]. Based on P4 INT, the network device
is able to collect network telemetry, such as queuing delay, occupancy, and so on, in
the data plane without the intervention of the control plane. This chapter describes
an implementation of using the P4 INT framework for monitor and report network
device status and for keeping track of network packets’ queuing delay in the device.
We investigate the available features of P4 INT and use it for a preliminary resource
management approach based on the network telemetry. The work is conducted in
an emulation environment with Mininet, where we explore the queuing delay in the
software switch using the metadata provided by the P4 data plane. P4 INT headers
are inserted in network packets to collect all the telemetry information and report to
a centralized collector. The collector then sends the data to a database and visualizes
the results for observation.

P4 completes the Software-Define Networking (SDN) ecosystem by offering a pro-
grammable data plane to support on-demand configurable data forwarding. The
concept of SDN [144] was introduced to separate control logic from the underlying
switching device. SDN centralizes the control plane of switching devices in one or
more controllers to simplify network enhancement, device (re)configuration, and man-
agement policy employment.

The section is organized as follows. We first introduce the motivations based on edge
computing (or fog computing) use case to demonstrate the needs for latency mon-
itoring, and we also list several existing research on relevant topics. Moreover, we
describe the architecture using programmable data planes to collect data telemetry
and conduct resource management. Then we introduce an emulation of the monitor-
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ing system in Mininet for proof-of-concept implementation. Last but not least, we
conclude the work and discuss future telemetry-based traffic engineering possibilities.

3.1 The need for monitoring

One of network management’s primary goals is to mitigate the latency between the
user and the computing node. Furthermore, it is beneficial to integrate a centralized
controller to facilitate network management for a specific network area. Therefore,
we introduce the monitoring topic, starting with the edge computing use case.

To offload computational capability from the user device, centralized computation
service, such as cloud computing, has been widely accepted in all kinds of systems.
However, a distributed real-time system might suffer from long transmission latency
due to some devices located far from the server in the core networks. Transmission
latency for real-time applications, such as health monitoring and emergency response,
is crucial in providing reliable and efficient performance. However, the data can
experience long propagation delays to reach and require data from the cloud [145].
Besides, a centralized cloud data center needs to store and process a large amount of
data from billions of systems. The heavy workload can also cause a long processing
delay for latency-critical data.

Given that the distance significantly impacts the propagation delay of data communi-
cation, edge computing enables the distribution of cloud services to the edge device,
with a closer location to users. Therefore, the round-trip propagation between user
and edge device is shorter. Edge computing usually has a lightweight design. Several
edge devices could be distributed at the network edge, which lowers the possibility
of overloading by distributing data to several edge devices. Moreover, regarding the
energy needed to transmit a byte of data from the user to the computing device, edge
computing has lower energy consumption than cloud computing [146].

In order to maintain a high availability and performance of edge computing, man-
agement decision needs to be made based on a specific metric to distribute workload
optimally. Factors such as time, energy, and user-application context have been men-
tioned in network management literature. Typically, the latency-critical application
specifies a tolerant maximum E2E latency for transmission, i.e., the deadline. The
time required for completing a task should be ahead of the deadline of the application.
It is straightforward to allocate service and resources according to network delay. Un-
like cloud computing, where the servers are far from the user, edge computing node
often disperses over the user network. Thus, it is possible to measure the latency
within the range. User data usually have multiple paths to access one or multiple
edge nodes. The mentioned network monitoring system could acquire the real-time
switching device status and deliver it to the control plane, which can make a corre-
sponding managing scheme based on the information. Accordingly, the network is
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able to dynamically select the route for data transmission to balance traffic load in
each path.

An application could analyze the telemetry data collected from the data plane within
a centralized controller, then sends managing instructions to the corresponding device.
Implementing a centralized control plane aims to assess all delay factors and generate
instructions to fulfill transmission requirements. Accordingly, the data is allocated
with an optimized path for transmission.

3.2 Related Work

A few protocols, e.g., Simple Network Management Protocol (SNMP) [147], have been
widely used to track switching device status. However, few support delay-relevant
telemetry collecting. The research community proposed several studies on delay mon-
itoring approaches and delay analysis in the edge network in the existing literature,
but there are not many discussions on using P4 INT for network resource management
in practice.

A comprehensive survey on network monitoring is given in [148]. The work describes
the monitor’s position in a network and summarizes monitoring methods based on
purposes. The authors of [149] proposed a delay monitoring mechanism in SDN. The
work is based on an auxiliary packet service that generates specific packets to mea-
sure the real-time data delay. In [150], a study on workload balancing in fog network
based on theoretical analysis and simulations is proposed. The paper introduces an
offloading solution that considers the trade-off between computation and transmis-
sion delay. Another work on using fog node for 5G cellular networks was proposed
in [151]. The work proposes a mathematical model of a fog network and the impor-
tant related parameters to clarify the computing delay and communication delay. In
[152], the authors introduce a software-defined embedded system for fog computing
optimization. The work gives the delay analysis of the fog network as a function
of the network setups. In [153], the authors proposed a delay-aware pathfinding al-
gorithm based on an SDN framework and OpenFlow protocol to optimize network
routing/rerouting performance. The work in [154] gives a 5G demo that utilizes P4
INT for latency reporting. In [155], the authors utilize INT for a IP-over-optical
network latency detection architecture. The work focuses on minimizing the network
overhead by limiting the portion of network packets inserted with INT header.
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3.3 Monitoring architecture with P4 INT

In this section, we briefly describe the architecture for latency monitoring and resource
management. The P4 program is used to define the pipeline for packet processing
in all P4 programmable devices (in this work, Bmv2 software switch). With the
support of P4 architecture, the device can create metadata of each packet within the
processing pipeline. Specific telemetry-related metadata can be collected via data-
plane operations, for example, the internal timestamps when a packet enters and
leaves the P4 processing pipeline. Besides, the queue occupancy and queuing delay
metadata change along with the number of packets stored in the device, therefore,
can indicate device status.

3.3.1 A software-define architecture

Figure 3.1 depicts an example network with a software-defined architecture. As men-
tioned above, the P4 program is used for the data-plane action of the switching
device. The controller physically connects to all devices. Thus, the controller has the
abstraction of the network and direct access to modify the devices’ data-plane actions.
Commonly, communication between the controller and switching device is achieved by
the well-defined OpenFlow [156] Application Programming Interface (API). However,
in this architecture, the controller is able to send instructions to the p4 device via
the P4Runtime interface or Command Line Interface (CLI). Both methods support
to change configurations of an on-work device. P4 device can expose its data-plane
entities, such as pipeline, table entry, counters, and meters, to the controller so that
the controller has access to modify the parameters. Such an architecture brings the
following benefits:

• Centralized management: the control plane is separated from the data plane
in the network, one centralized entity possesses the network abstraction and the
control of data plane, management policy regarding the whole network becomes
easier to be applied.

• Real-time network management: the implementation of a controller with a
programmable data plane enables modifying data-plane action at runtime. It is
possible to change the parameter and entry, e.g., switching table in the device,
through a P4 interface while the device is still running. It also supports on-
demand monitoring operations by modifying the INT parameters in the device.

• Simplification of switching device: the switching device is simplified with
the control plane removed. It becomes a white-box switch that only conducts
data-plane forwarding and communicates with the controller through an in-
terface, such as OpenFlow. Besides, the P4 program is portable among the
switching devices (i.e., NIC, hardware/software switch, and so on) with the
same P4 architecture. It also accelerates the deployment of the network.
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Figure 3.1: An illustration of a software-defined architecture, all devices in the edge
network domain connect to the controller, the controller can acquire telemetry from
the devices and modify the parameters of data-plane entities. In the INT process,
switch a, d, and e can work as INT source and INT sink

3.3.2 P4 In-band Network Telemetry

To collect telemetry data, monitoring protocols either create special probe packets
(postcard mode) or add extra headers (integrated into traffic). Both methods increase
the overhead in the network depending on the size of required instructions. INT was
derived from the Tiny Packet Program (TPP) that embeds instruction into network
packet from end host to query the status of switching device [157]. Similarly, the P4
device adds INT headers that contain INT instructions and description of the header
to regular network packets.

As shown in Figure 3.2, we define the INT domain contains all the INT-capable devices
(switch 1, 2, and 3). The process is initiated by the first node connected with the data
transmitter (switch 1), so-called INT source, in the domain. The INT source adds
the INT header that indicates the required telemetry data. Then it adds its telemetry
(INT S1 data) after the INT header to the packet. The header can be encapsulated as
a payload after several network protocols (e.g., Transmission Control Protocol (TCP)
and User Datagram Protocol (UDP)). The following devices on the path interpret
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Figure 3.2: Illustration of network telemetry collection in an INT-enable domain

the instruction contained in the INT header. Then they add extra layers of telemetry
data per device (INT S1 data and INT S3 data) with the corresponding metadata
value to the INT header. After the last-hop device connected with the data receiver
(i.e., INT sink) in the INT domain finishes with the packet processing, it clones the
packet into two. It then strips all the INT headers and data to restore the original
network packet from one of the packets. According to the (inner) network header, the
packet is forwarded to the port connected with the receiver. As indicated by the data
transmission legend in the figure, the INT process only remains in the INT domain
and is kept transparent from the data transmitter and receiver.

For the other cloned packet, the INT sink encapsulates it into an INT report packet,
which contains an INT report header and another layer of network header (outer
network header). The INT report header contains the device information of the INT
sink, such as hardware ID and node ID. It also has fields that indicate the version and
sequence number information. The outer network header layer consists of the general
network stack with Ethernet/IP/UDP headers, containing the address information of
an INT collector.

The INT collector can be a server, an application in the centralized controller, or
simply a script. The primary function is to read all header layers and extract the INT
data in the header. To leverage the INT data for network management, the collector
needs to maintain all devices’ status based on the telemetry information and updates
with real-time changes. Furthermore, the collector can use another embedded module
to apply an optimization algorithm for making workload distribution.
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3.4 P4 INT Emulation with Mininet

After explaining the capability and workflow of P4 INT in the previous section, we
present a proof-of-concept emulation in this section. We conduct the emulation in
Mininet for latency monitoring in a small network, where we set up virtual hosts to
represent user and server. BMv2 [158] software switch is used as a switching device
in our work. We present the queuing delay results measured with P4 INT. Then
we conduct a rerouting operation during run-time for latency optimization. The
main objective of the emulation is to validate P4 INT for monitoring and managing
purpose. The emulation is not used to achieve a production-grade low latency due to
the software switch and script limitation.

3.4.1 Emulation setup

Mininet

Host 1 Switch 1

Switch 4

Switch 2 Switch 3
Server 1

Host 2

Collector

MySQL

Server 2

Default path

CLI

Table entry

Queuing delay

INT report

Figure 3.3: Emulation topology to monitor queuing delay, the fault route for all data
packets is: switch 1 - switch 2 - switch 3, the alternative route is: switch 1 - switch 4
- switch 3
As seen in Figure 3.3, the Mininet emulation contains four switches connect between
two hosts (Host 1, 2) and two servers (server 1, 2). Data packets from the hosts are
forwarded from switch 1 to switch 2 by default. Switch 1 can alternatively forward
packets through another path (path in blue) to the servers when packets experience
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a long queuing delay at switch 2. The INT collects the queuing delay in each switch
on the path. In this test, switch 3 works as the INT sink that generates and sends
the INT report packet. Switch 3 connects one of its ports to an external interface of
Mininet. On the other side of the interface, we use a python script listening to the
port and running a collector instance that interprets INT reports. The packet index,
switch ID, queuing delay, timestamp, and protocol ID in IP header data are retrieved
from the report. The data are then forwarded to a MySQL database, where we use
Grafana [159] to visualize the delay results. The BMv2 software switch runs a thrift
Remote Procedure Call (RPC) server. Therefore we are able to use a CLI connection
to modify the entries in the switching table.

We carry out two tests in our preliminary implementation. The first test focuses on
the validation of the basic INT functions. We first ping from host 1 to server 1, and it
generates continuous 98-Byte Internet Control Message Protocol (ICMP) packet flow
at a rate of 5 packets/second. Then we use Iperf [160] to generate a UDP flow from
host 2 to server 2. Since we want to overflow switch 2 with UDP packets, we found
out that 10Mbps UDP flow is enough for this purpose in our case. The UDP flow will
be terminated once we observe a sharp increase in the queuing delay and lasts for a
few seconds in switch 2. The second test validates rerouting operation based on INT
results. We first run the same steps as in the first test. However, we will manually
reroute the ICMP flow to the redundant path when the increase of ICMP queuing
delay appears in switch 2. To track the operation, we set up delay monitoring of
UDP and ICMP flows in switch 2 and 4 during the emulation.

3.4.2 Testing results

Figure 3.4 depicts the result of the first test. The delay is plotted as a function of the
packet index, which indicates the receiving order of the INT report at the collector.
At the beginning of the emulation, the ICMP flow has a queuing delay in the range
of hundreds or less than one hundred microseconds.

The UDP flow is added to the network around the time of the 1281st ICMP packet.
An apparent increase in the queuing delay can be observed from the figure (highlight
with red). It indicates switch 2 has been overflowed with ICMP and UDP packets.
Due to the burstiness of the UDP flow, some ICMP packets also experience a relatively
low delay during this period. The UDP flow is terminated before the 2097th ICMP
packet. Then we can see a drop in the delay result. It finally recovers to the normal
level. In order to show a clear view of the result, we remove the overflow part and
plot the rest of the results in Figure 3.5. As can be seen, only a few packets have an
extra-long delay at switch 2 in this duration. It is related to the software switch’s
performance, which can be affected by external factors such as CPU utilization.

The queuing delay in switch 2 and 4 from the second test are given in Figure 3.6 and
3.7. We can see that the ICMP flow is forwarded to switch 2 and has a low queuing
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Figure 3.4: ICMP packet queuing delay as a function of packet index at switch 2,
without route redirection. UDP packets are added from index 1281 to 2097, the delay
of ICMP packets during the overflow period is highlighted with red line
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Figure 3.5: ICMP packet queuing delay as a function of packet index at switch 2,
without route redirection, without result from index 1281 to 2097

delay at the beginning of the emulation. The UDP flow is added at around the 280th
ICMP packet. The queuing delay of UDP packets in this duration is also given in
the figure. As we can see, both flows have an extremely high delay compared to the
beginning. Then we execute the command to change the route for ICMP flow before
the 368th packet. As shown in Figure 3.7, the 372nd ICMP packet appears in switch
4, indicating that the forwarding rule for ICMP flow has been modified successfully.
The queuing delay of ICMP packets at switch 4 decreases greatly compared with the
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delay at switch 2.
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Figure 3.6: ICMP and UDP packet queuing delay at switch 2, with route redirection.
ICMP packet with a index equal or less than 371 are forwarded through switch 2,
UDP packets are added to the route from index 278 to 368
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Figure 3.7: ICMP packet queuing delay at switch 4, with route redirection. ICMP
Packets with index greater than 371 are redirected to switch 4

3.5 Discussion

P4 INT offers a monitoring mechanism to track the switches’ performance in a per-
packet way. It is possible to run a workload-distributing operation combining with
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the software-defined architecture, based on the collected telemetry. This work’s ulti-
mate goal is to demonstrate how to accelerate data exchange in the network with a
programmable data plane and a centralized control unit.

In this work, we have shown the principle of telemetry detection using P4 INT and
how software-defined managing architecture leverage the features provided by P4.
Although P4 INT has not been widely accepted in the industry, we have seen more
research focusing on this area. The SDN data plane has evolved from the typical
OpenFlow switches to P4 programmable ones, creating a massive space for new pro-
tocols, data plane telemetry measurement, and network management. We have also
demonstrated how INT-capable P4 switches work within networks and how to collect
telemetry data, demonstrating with emulations on how to collect per-packet queuing
delay. Furthermore, two preliminary tests are given, and the results conform to our
idea of utilizing the architecture for future network management. To complete the
design, a more sophisticated controller that employs a management algorithm module
is necessary. Moreover, it also generates a command to apply the modification on
the switching device. As a result, the network manager only needs to operate on the
controller to access the whole network.
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CHAPTER4
Paper A: Insight into
the IEEE 802.1 Qcr

Asynchronous Traffic
Shaping in Time

Sensitive Network
TSN is an attractive solution for latency-critical data transmission built upon IEEE
802Q network. Traffic scheduling and shaping in TSN aim to achieve deterministic
low latency and zero congestion loss. The widespread TSN solution, i.e., Time-Aware
Shaper (TAS), requires a network-wide precise clock synchronization and only targets
cyclic data flows. This paper focuses on the ATS performance evaluation, which
applies the shaping algorithm to any flows and use asynchronous clock reference. We
implement simulations in discrete-event simulator for evaluation and comparison. We
collect QoS metrics, including end-to-end delay, buffer usage, and frame loss rate, to
assess the shaping performance. Results show that ATS achieves effective traffic
shaping and switching without synchronous mechanisms, while there is an evident
trade-off for using these specific algorithms.

4.1 Introduction

Various devices and network technologies were introduced over the years to facilitate
information exchange in the network world. Data communication has now become
more sophisticated and autonomous. The increase of interconnecting levels within
the network system causes an explosive growth of network traffics.
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The utilization of Internet of Things (IoT) and Cyber-Physical System (CPS) in the
industrial domain bring about the concept of Industry 4.0. Industrial networks are
now a mixture of the field bus system, Ethernet approaches, and wireless solutions
[82]. In mobile communication networks, Centralized-Radio Access Network (CRAN)
and Cloud-Radio Access Network (Cloud-RAN) are introduced to the access network
between devices and radio transceiver [83][84]. They have been widely integrated
in the Fifth Generation (5G) mobile network [85]. The evolution with higher data
throughput raises the challenge to the wired network segment in the access network.

Accordingly, transmission network has been driven by current technology trends. It
becomes more challenging to fulfill the stringent transmitting requirements for critical
flows. It is a prerequisite to build a fundamental transmission network that is capable
of providing adequate QoS level. The IEEE 802.1 working group of Time Sensitive
Network (TSN) aims to extend standard Ethernet. TSN originates from the Audio
Video Bridging (AVB) work, which provides bridging and network management rules
over Ethernet within a LAN or MAN domain. It contains a series of standards to
define the schemes for deterministic, reliable, and efficient communication.

One of the primary features in TSN is the time synchronization, where all nodes are set
to a common clock reference within a TSN domain. Relying on the synchronization,
general TSN synchronous scheduling — TAS can provide the delivery of frame with
high predictability. Specifically, the time instance when each transmission occurs is
guaranteed in the network. However, it has a strict requirement on the precision
of the timing mechanism - any timing misalignment possibly imposes the network’s
failures. TAS operations utilize consistent and recurrent egress gate behavior. The
flows’ pattern need to be fixed to fit in the schedule. Thus, TAS only applies to a
subset of traffic flows that are periodical and constant.

The Asynchronous Traffic Shaping (ATS) project is under the IEEE 802.1Qcr working
group [69]. It is an approach designed without the dependency on network-wide gate
operation planning and clock synchronization. The purpose is to provide deterministic
and relatively low transmission delay for general time-sensitive flows and no traffic
pattern restrictions. An Urgency-Based Scheduler (UBS) solution was proposed at
the early stage of the development [81]. UBS contains two algorithms based on the
Rate-Controlled Service Disciplines (RCSDs) [86]. Besides, a concept of Paternoster
scheduling [87] is also included in the 802.1 Qcr web page. At the time of writing, a
new ATS algorithm is proposed in the latest draft-version standard. An analysis of
the new algorithm is also involved in this paper.

This paper’s main contributions are summarized as follows: We present comprehen-
sive research on asynchronous TSN shaping methods, including UBS, Paternoster,
and ATS. Then we design corresponding simulation models of UBS and Paternoster
to measure the performance in a simulated scenario. We collect the one-hop delay,
buffer usage, and frame loss rate results from the simulations. Then, we conduct a
comparison among all the approaches and summarize the features of each shaper. As
far as we know, this is the first work to evaluates all the above-mentioned algorithms
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using software simulation.

4.2 Related work

To the best of our knowledge, the synchronous TSN scheduling has been mentioned in
many works, but few papers focus on the performance evaluations of the asynchronous
algorithms. On the other hand, there are researches using analytical models on TSN
scheduling delay study. This section lists a few relevant works on the analysis, mea-
surement, and modeling of TSN scheduling.

4.2.1 TSN synchronous scheduling

The work in [88] proposes a temporal-isolated Scheduled Traffic (ST) class among
flows of different priorities in AVB network, considering flows’ mutual interference.
The work comprises simulations of AVB+ST, AVB, and TT Ethernet cases, where
the traffics are regulated by CBS+TAS, CBS, and TAS+strict-priority, accordingly.
The results show that the temporal isolation between the ST class and other traffic
classes guarantee a predictable low latency for the ST class.

In [89] and [90], two performance analysis of synchronous scheduling in AVB and
TSN networks are proposed. The work in [89] evaluates the AVB standards within
a simulation environment. It shows the interfering flows have limited influence on
AVB flows’ latency and the latency increases with the maximum frame size. An
experimental testbed is proposed in [90] to analyze the latency and jitter of the TAS
scheme in TSN. This work also indicates that the latency and jitter of ST class are
independent of unscheduled traffics. Besides, it is worth mentioning that the network
stack software of the end station has a strong effect on the behavior of critical periodic
traffics in such an experimental environment.

The work in [92] gives an example of applying Ethernet and TSN to a wireless sys-
tem. The result shows that it is difficult for conventional Ethernet to fulfill the jitter
requirements of Common Public Radio Interface (CPRI), while this problem could
be solved by adding TAS and the corresponding ST class.

4.2.2 TSN asynchronous scheduling

The original UBS paper includes an analytical model of LRQ and TBE algorithms
and gives a formal timing analysis of the delay bound [81]. The simulation results
in the paper conform with the calculated delay bound of the algorithms. The work
in [93] proposes a performance evaluation of ATS and Credit-Based Shaper (CBS).
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The analytical model included in [81] is extended in this paper. Moreover, a backlog
bound of switching buffer is given based on network calculus. A stringent E2E latency
bound in TSN is presented. The work increases the tightness of the upper bound of
E2E delay in the TSN network and benchmarks a theoretical analysis for such a
network.

ATS provides the flexibility of aggregating flows and assigning different priority levels
at each hop. The synthesis of ATS becomes an important issue in terms of mapping
flows to queues and assigning priority levels to queues. The work in [78] presents an
SMT based solution along with a topology rank, cluster-based heuristic for synthe-
sis. The work demonstrates that it is feasible to find an existing synthesis solution
with the SMT method, and the Topology Rank Solver (TRS) heuristic reduces the
computational effort to achieve the method significantly.

4.3 Asynchronous scheduling

This section introduces the system model used in the paper and the current TSN
asynchronous scheduling schemes, including UBS (LRQ and TBE), Paternoster, and
ATS algorithms.

4.3.1 System model

the switch with asynchronous scheduling implements a clock that does not synchronize
with other switches.

A schematic TSN switch is depicted in Figure 4.1. Within the switch, a shaper
calculates the eligibility time of every frame depending on the algorithm. The time
is then used for traffic regulation - a frame is eligible for transmission if the assigned
eligibility time is less than or equal to the current time. The shaping operations are
implemented through an open/closed gate control instance attaching to the queues:
the gate for the specific queue will be opened when the frame in that queue is eligible
to be transmitted. The algorithms used for calculating eligibility time is described in
the following sections.

Transmission latency usually comprises of link propagation delay and switching device
delay. A desirable queuing discipline should effectively reduce the queuing delay in
the devices. In the UBS proposal, a queuing hierarchy is introduced to the pipeline.
The queuing framework contains:

• shaped queue, the pre-buffer before shapers, which stores frames separately
according to the identification of the frame, e.g., flow ID, traffic class, and flow
destination address
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Figure 4.1: Modules of a switch with TSN asynchronous scheduling

• shared queue, the post-buffer after shapers, which stores frames with the same
internal priority level at the egress port, frames are transmitted based on the
First Come First Serve (FCFS) scheme in a shared queue

Queuing schemes for input frames are defined as [81]:

• QAR1: frames from different transmitters are not allowed to be stored in the
same shaped queue.

• QAR2: frames from the same transmitter but not belong to the same priority
in the transmitter are not allowed to be stored in the same shaped queue.

• QAR3: frames from the same transmitter with the same priority in the trans-
mitter but not belong to the same priority in the receiver is not allowed to be
stored in the same shaped queue.

The primary purpose of implementing the queuing schemes is to enable flexible con-
figuration among different flows and fulfill fine-grained network services from various
network domains and administrators.

According to the queuing schemes, the minimum number of shaped queues is affected
by the number of ports in the device. An n-port node needs at least n − 1 mandatory
shaped queues per port to fulfill the QAR1 scheme.

Scheme QAR2 and QAR3 achieve the separation of flows on a priority base, so that
frames with higher priority can bypass the lower-priority frames. The queuing iso-
lation also helps to prevent malicious attack, assuring that disordered flows will not
be forwarded. Besides, it enables flexible operations according to administrative re-
quirements, e.g., flow blocking or transmitter blocking. Ultimately, the switch can
leverage the queuing schemes to achieve short queuing time for latency-critical flows.
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4.3.2 UBS algorithms

In order to achieve asynchronous scheduling and keep a low queuing delay, two inter-
leaved scheduling algorithms are introduced in UBS, namely Length-Rate Quotient
(LRQ) and Token Bucket Emulation (TBE). Both algorithms are derived from the
leaky bucket constraint [91], where a constraint is added on the input and output
flow rate:

li(d) ≤ b + d · r (4.1)

In the formula, li donates the accumulative amount of transmitted bits, as a function
of time duration d; b is the committed burstiness size; r represents the committed
data rate of the flow. The constrain is applied to the output flow for UBS algorithms,
which limits a flow’s maximum transmitting rate from a queue, also allows to a certain
amount of burstiness.

An asynchronous shaper leverages the UBS algorithms to calculate eligibility time
for frame transmission. Algorithm 1 shows the LRQ algorithm, where i represents a
specific flow number. The shaper reads the frame (f) stored at the head of shaped
queue and stores the frame length in a variable (L). If the flow’s eligibility time
(flow[i].eligibilitytime) is less or equal to the current time (tnow), the frame will be
retrieved from the shaped queue. The eligibility time for next frame in the flow is
updated. The new flow[i].eligibilitytime is the sum of tnow and the quotient between
the size of the transmitted frame and the reserved link rate of the particular traffic
class (L/r[i]).

Algorithm 1 LRQ algorithm Pseudo code
1: /* Initialization */
2: for i in (0 : I) do
3: flow[i].eligibilitytime = 0
4: end for
5: /* Shaping */
6: while true do
7: if queue[i].size > 0 then
8: f = queue[i].head
9: L = f.length

10: end if
11: if tnow ≥ flow[i].eligibilitytime then
12: queue[i].transmit(f)
13: flow[i].eligibilitytime = tnow + (L/r[i])
14: end if
15: end while
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Consequently, the LRQ shaper forces an idle period after one frame get transmitted
from the shaped queue. Then it closes the transmission gate for the shaped queue
until the next frame is eligible for transmission. The shaped traffic from an LRQ
shaper can have a constant and sparse output rate.

On the other hand, a TBE shaper calculates the eligibility time based on a token
amount, where the tokens are equivalent to data bits. TBE is given in Algorithm 2.
Algorithm 2 TBE algorithm Pseudo code

1: /* Initialization */
2: for i in (0 : I) do
3: flow[i].eligibilitytime = 0
4: flow[i].token = Burst[i]
5: end for
6: /* Shaping */
7: while true do
8: if queue[i].size > 0 then
9: f = queue[i].head

10: L = f.length
11: end if
12: if flow[i].token + (tnow − flow[i].eligibilitytime) ∗ r[i] ≥ L then
13: queue[i].transmit(f)

14:
flow[i].token = min(Burst[i],

f low[i].token + (tnow − flow[i].eligibilitytime) ∗ r[i]) − L
15:
16: flow[i].eligibilitytime = tnow

17: end if
18: end while

In the pseudo code, i represents the flow number. At the beginning, each flow is
assigned with a certain amount of token that equals to the flow’s allowed burst size
(Burst[i]). The shaper reads the frame (f) stored at the head of shaped queue and
stores the frame length in a variable (L). The state of the output gate relies on the
current token number of the flow. The formula in Line 12 compares the current token
number with the pending frame. The left side is the sum of remaining token number
from last transmission (flow[i].token), and the increased token number since last
transmission ((tnow −flow[i].eligibilitytime)∗r[i]). If the pending frame is no greater
than the current token amount, the shaper can transmit the frame from the shaped
queue. Otherwise, the shaper will close the transmission gate until it accumulates
enough token. The token number and eligibility time is updated after each frame’s
transmission. According to the algorithm, the TBE shaper allows consecutive frame
transmission when there are sufficient number of token.

LRQ and TBE both originate from the leaky bucket constraint. However, they differ
in the implementing methodology. By constantly adding an idle time after each
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transmitted frame, LRQ shapes the traffic flow with a relatively stable transmitting
rate. Regardless of the incoming flows’ pattern, it converts all flows to a sparse output
pattern. On the other hand, the TBE method is more similar to original leaky bucket
constraint. The shaper controls the traffic flow with a constant rate while allows a
certain amount of burstiness. Namely, as long as a sufficient number of tokens exists
in the bucket, a frame can get transmitted immediately.

4.3.3 ATS algorithm

The IEEE802.1Qcr working group was approved in 2017 and has been working on
standardizing TSN asynchronous traffic scheduling. A new ATS algorithm is included
in the recently published draft standard [69]. The approach is also based on the Leak
Bucket constraint and utilizes a token-based solution. ATS Shaper assigns eligibility
time to the frames that are stored in queue. Frames that reach their eligibility time
are selected for transmission. If multiple frames are eligible for transmission, they are
selected in an ascending order of the assigned eligibility times. The pseudo-code of
the ATS algorithm is shown in Algorithm 3.

Each flow is assigned with a virtual bucket, to which tokens are added at a committed
rate. Tokens are equivalent to data bits. The bucket size equals to the committed
burst size (Bursti). The bucket full time (flowi.bucketFull) is the instant when the
bucket is full of tokens. On the contrary, bucket empty time (flowi.bucketEmpty) is
the time when no tokens exist in the bucket. The initial bucket empty time should
be at least empty to full duration (flowi.emptyToFull) earlier than the initial bucket
full time . The empty to full duration is the duration needed to fill up the bucket with
tokens from empty to full by the committed data rate. The length recovery duration
(flowi.lengthRecover) denotes the duration that the tokens are accumulated by the
amount equals to the length of the frame.

Considering a single shaper, the shaper eligibility time (flowi.shaperEligibility) is
the time when one frame is eligible for transmission. Considering a group of shapers
within the same class, the group eligibility time (flowi.groupEligibility) is the time
for a frame to be transmitted from the group. Max residence time (MaxTime) is a
parameter used to limit the time a frame residing in one node. A frame is valid only
within the Max residence time.

Similar to the TBE algorithm, the ATS algorithm also allows a certain size of bursty
flows. On the other hand, the ATS eligibility time (flowi.eligibility) is not solely
decided by the number of tokens in the bucket. Instead, it is calculated based on
the bucket full time and bucket empty time, a future eligibility time is allowed to be
assigned to one frame.
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Algorithm 3 ATS algorithm Pseudo code
1: /* Initialization */
2: flowi.eligibility = 0
3: flowi.bucketFull = 0
4: flowi.groupEligibility = 0
5: flowi.bucketEmpty = −(Bursti/ri)

6: /* Frame Processing */
7: L = frame.length
8: flowi.lengthRecover = L/ri

9: flowi.emptyToFull = Bursti/ri

10: flowi.shaperEligibility = flowi.bucketEmpty + flowi.lengthRecover
11: flowi.bucketFull = flowi.bucketEmpty + flowi.emptyToFull

12:

flowi.eligibility = max(frame.arrival ,

f lowi.groupEligibility ,

flowi.shaperEligibility)
13: /* Shaping */
14: if flowi.eligibility ≤ (frame.arrival + MaxTime/1.0e9) then
15: flowi.groupEligibility = flowi.shaperEligibility

16:

flowi.bucketEmpty = (flowi.eligibility < flowi.bucketFull) ?
flowi.shaperEligibility :
flowi.shaperEligibility + flowi.eligibility − flowi.bucketFull ;

17: AssignAndProcessd(frame, flowi.eligibility)
18: else
19: Discard(frame);
20: end if

4.3.4 Paternoster queuing and scheduling

Paternoster algorithm is developed based on a cyclically scheduling approach - Cyclic
Queuing and Forwarding (CQF) or the peristaltic shaper [68]. Paternoster assigns
four cyclic egress queues per service class per port. Each queue is in used for queuing
frames for a fixed duration, namely a epoch τ . Four terminologies: prior, current,
next and last are used to describe the epoch and cyclic queues, Table 4.1 illustrates
the mechanism:

Every epoch has an associated current queue. All incoming frames will be directed
to the same current queue during one epoch until the queue gets full. The following
frames arrive at the same epoch are forwarded to the next and last queue before
next epoch starts. Frames will be dropped if the volume of frames exceeds reserved
storage in all three queues. At the transmission side, only the current queue works
as an outbound queue per epoch, which means only the current queue is allowed to
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Epoch
Queue Queue0 Queue1 Queue2 Queue3

Epoch0 prior current next last
Epoch1 last prior current next
Epoch2 next last prior current
Epoch3 current next last prior
Epoch4 prior current next last

Table 4.1: Timing and queuing in Paternoster

transmit and receive frames simultaneously. The epoch length of each traffic class
remains consistent within the defined network. Different classes do not have the
same epoch length. The shaper checks to make sure the prior queue is drained before
transmitting frames from the current queue. Otherwise, it will dequeue frames from
the prior. The remaining frames need to be dropped if the amount exceeds a specific
threshold.

The primary factor that bounds the delay is the duration of cycle epoch τ . The
best-case queuing delay occurs when frames are received and transmitted at the same
epoch. Accordingly, a frame can be forwarded immediately after reception. The
worst-case delay is caused by the situation where the current, next, and last queues
are fully filled with frames during one epoch. Thus per-hop queuing delay increases
to 3τ . Considering the number of hops (h), the total queuing delay becomes 3hτ .
Accordingly, the per-hop queuing delay bound of Paternoster can be represented by:

0 ≤ D ≤ 3 · h · τ (4.2)

The delay bound of the CQF shaper can be represented by:

0 < D ≤ 2 · h · τ (4.3)

Critical flow can have a more restricted queuing delay bound by assigning with a
shorter epoch duration in both Paternoster and CQF. Compared with CQF, Pater-
noster sacrifices some of the delay predictability. However, it reduces the lower bound
of queuing delay and offer a similar limits on the upper bound. From the perspective
of buffer usage, Paternoster splits four queuing space for each class, which makes
3/4 of the queuing space available in each epoch. In comparison, a CQF shaper pro-
vides 1/2 of the queuing space available during one epoch. Therefore, the division of
queuing in Paternoster offers more available storage resources, thus guarantee a lower
frame loss rate compared to CQF.

Cut-through transmission is also feasible when frames are received and transmitted
at the same epoch, which cannot be done with CQF. Paternoster enables a fast
forwarding mechanism without having synchronous timing signaling.
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4.4 Modeling asynchronous traffic scheduling with FSM

In this section, the Finite State Machine (FSM) of the UBS and paternoster schedul-
ing approaches are proposed. The FSMs are used as the designing principles of shaper
models. We used the Riverbed modeler for designing models and running simulation,
which is a discrete-event simulator provides performance evaluation for internet tech-
nology applications.

Init Generate

Stop

Start/PacketGenerate()
CycleTimerOut/

PacketGenerate()

Enable

Figure 4.2: FSM of traffic generator

In the modeler, the FSM is defined in the process domain, which usually consists
of multiple states. Transitions from one state to another are triggered by interrupts,
such as timer expiration and frames arrival. Actions and functions can be called inside
states or on the transitions. One state could have several transitions corresponding
to different transiting conditions or events.

An example FSM of a traffic generator is given in Figure 4.2. In the process model,
green circles represent forced states and red circles for unforced states: unforced states
allow a pause between entering and exit executives of the states during execution,
and the process remains suspended until invocation causes it to progress into the
exit executives of its current state; On the contrary, the forced state does not allow
the process to wait during the execution, thus forced state starts, finishes both enter
and exit executives immediately. On the transitions, left side of the slash is the
triggered event (e.g. CycleTimerOut), right side is the operations to be executed on
the transition (e.g. PacketGenerate()).

The process domain supports a multi-layer process hierarchy. A root process could
create its child processes, and multiple child processes are allowed to coexist simul-
taneously. The first generation of child processes can further create new processes
referred to as the second generation. A tree structure of process is given in Figure4.3.
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Root process

First-generation 
child processes

Second-generation 
child processes

Number of generation

Number of process 
scales dynamically 

as demanded

Figure 4.3: Process Hierarchy

The simulation kernel provides communication mechanisms that allow memory shar-
ing among root and child processes, which can be used for building the pipeline of
queuing and shaping schemes. In this work, processes simulate different modules in
the switch. The internal forwarding of one frame is achieved by passing the frame’s
memory address among processes.

4.4.1 Modeling UBS

Based on the root-child hierarchy, the switching functionalities before queuing are
done in a root process. The root process parses the frames and forwards them to the
shared queue group and the per-class shaper associated to the queues. The shaped
queue and shaper pair of each class is implemented in a child process. The benefits
of applying this hierarchy is that the root process is able to monitor and evaluate the
real-time state of all per-class shaping. From the device perspective, each bridge and
end station has the direct access to every shaper. For instance, the root process can
terminate a child process of one class when there are no more queued frames. It can
generate a new process for the class once new frames arrive at the correspond queue.

Figure 4.4 depicts the FSM in the root process in UBS. The UBS root process includes
two kinds of interrupts:

• Packet arrival: external interrupt when new frames arrive at the process,
frames are then parsed and recognized by the assigned identification tag (VLAN,
source, and destination address) in the header field. They will be forwarded to
the corresponding child process.

• Timer out: internal interrupt scheduled by the root process itself, two timers
are used here- a shared timer that set to simulate the elapsed time for the
transmitting operation of each frame, from the first bit to the last bit leave the
egress port; another recurring timer that used for a periodic check on the shared
queues. Since a process can not detect the frames that have been passed from a
child process to the root process, the timer is used to periodically check if any
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Enqueue

Dequeue
Shared
queue

Check 
Shared
queue

Init Start/

PacketArrival/

Figure 4.4: FSM of the UBS root process

frames are waiting in the root process for being transmitted.

Two child processes implement LRQ and TBE algorithms are presented in this paper.
In the simulation, root and child processes both have the same access to the shared
memory. Frames received by the root process will be allocated to the specific mem-
ory block and invoke the corresponding child process. Afterward, the child process
extracts the frames from the given memory address, calculates the eligibility time,
and forwards them to the corresponding shaped queue.

The FSM illustration for the LRQ child process is shown in Figure 4.5. In LRQ
process, the child process first reads the size of the head-of-queue frame, then it sets
up a timer that lasts for a duration equals to the quotient between frame size and
reserved data rate.

First frame 
processing

Init

start && flag==0/

TimerOut && ! QueueEmpty/
SetTimer(); SendPacket()

Start && flag==1/

TimerOut && QueueEmpty/
TerminateProcess()

PacketArrival/
EnqueuePacket()

Shaping

TimerOut && ! QueueEmpty/
SetTimer(); SendPacket()

TimerOut && QueueEmpty/
TerminateProcess()

PacketArrival/
EnqueuePacket()

Figure 4.5: FSM of the LRQ Child process

A flag is used in the LRQ process to indicate whether it is first frame in the process
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since started. Its value decides the next state of transition from the initial state when
the child process receives a new frame. When the last frame in the queue has been
completed with the transmission, the child process terminates itself to release the
system resources and inform the root process of the current vacant state of a specific
shaper. A timer is used in the child process to implement the idle interval after each
frame as defined in the LRQ algorithm. Thus, a frame is eligible to be transmitted
when it becomes head of the queue, and the transmission timer set by the previous
frame expires.

TBE FSM is achieved by another child process as shown in Figure 4.6. Similar to the
LRQ child process, TBE also needs the frame size to calculate the eligibility time for
transmission in the shapers. However, it is not necessary to delay the transmission
of each frame with this shaping algorithm. The state of the shaper highly depends
on the token level.

Init Start Shaping

PacketArrival/Enqueue()

TimerOut/SendPacket()

Figure 4.6: FSM of the TBE Child process

In the shaping state, the token level is kept by a variable bi. The tokens increase
with a constant rate of each flow. The state updates the variable ti with the current
time when an eligible frame is transmitted from the shaper. Two possible comparison
results between token level and frame size are considered in shaping state:

bi ≥ size: forward the head-of-queue frame from the child process to the root
process
bi < size: start a timer with duration of (size − bi)/ri, the frame will be
forwarded once the timer expires

4.4.2 Modeling Paternoster

Figure 4.7 shows the Paternoster FSM. In the FSM, the epoch updating is done by
setting a cyclic timer with a duration τ . Four fixed numbers represent the queue
indexes of each service class, so that prior, current, next and last queues are allocated
with corresponding numbers at different epochs. Two groups of queues numbered
from 0 to 3 and 4 to 7 represent two service classes in this work.
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Figure 4.7: Paternoster FSM

Timer 0 and 1 are dedicated for class 0 and class 1 epochs updating. The process
enters the Update class1 or Update class0 states when a timer expires. The functions
of epoch update contain:

• Check any ongoing transmission exists, if not, start transmitting from current
queue, else, update after the ongoing transmission is finished

• Update index of prior, current, next and last queues
• Update reserved bandwidth
• Check the number of remaining frames in prior, if the number exceeds the

threshold then drop all left frames, if not, start to transmit the left frames at
the new epoch

The process reserves a certain amount of bandwidth for each flow. The initial band-
width equals to epoch duration (τ) multiply the reserved data rate (ri). The reserved
bandwidth subtracts an amount equals to the frame size when a frame is transmit-
ted. Inside the Enqueue state, the model enqueues frames to current, next and last
queues successively, and drops the upcoming frames when all three queues are full
with reserved bandwidth.

Dequeue state implements the procedure of retrieving frames from queues and does
the transmission selection based on priority. Class with a higher priority, class0 in
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this project, is checked before other classes, an example of checking sequence is: prior
queue of class0 → current queue of class0 → prior queue of class1 → current queue
of class1 → . . . when a frame is extracted from the queue, the process starts a timer
represents the transmission time of the frame get transmitted from the egress port.

4.5 Simulations and Results

Source Sink
ATS Switch

LRQ shaper TBE shaper

Paternoster 
shaper

Shaped flowOriginal flow

Figure 4.8: Simulation Scenario

To evaluate TSN asynchronous scheduling, the LRQ, TBE, and Paternoster shaper
are tested in simulations with the Riverbed simulator. The simulations were finished
before the ATS algorithm proposed in the standard draft. Thus ATS is excluded in
this section. A basic point-to-point topology, as depicted in Figure 4.8, is tested to
evaluate the performance. Simulation parameters are given in Table. 4.2. The flow
intensity is set to achieve situations from underloaded to overloaded. All values are
taken based on simulation requirements instead of real-world use cases.

Parameters Value
Frame size 720 − 1328 Bytes

Reserved bandwidth 50 Mbps
Link rate 1 Gbps

Bandwidth of input flow 32 − 1928 Mbps
Paternoster epoch length 0.01, 0.005, 0.0025 second

Table 4.2: Simulation Parameters

We extend the simulation results based on our previous proposed paper [94]. In Table
4.3, the average frame loss rate comparison among Paternoster with different epoch
length and UBS are given (Results are plotted in Figure 4.9 in Appendices). Since
all devices have limited storage space and each traffic class is assigned with dedicated
bandwidth, excess frames over the bandwidth limit will be dropped. Independent of
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the algorithm, the input flows to UBS follow the leaky bucket constraint. Thus LRQ
and TBE algorithms have similar frame-loss performance, as shown in the first row.

Algorithms
InputFlow(Mbps)

32 48 64 80 96 112 128 144 160 176 192

TBE, LRQ 0 0 0.26 0.56 1.7 3.27 9.23 12 17.16 53.6 70.2
Paternoster A(τ = 0.01s) 0 0 0.33 1.6 2.87 6.81 10.34 17.72 23.97 44.32 77.76
Paternoster B(τ = 0.005s) 0 0 1.51 2.85 3.51 6.33 12.13 18.83 25.26 44.21 75.92
Paternoster C(τ = 0.0025s) 0 0.05 3.15 4.46 5.85 7.65 16.96 19.31 26.52 52.62 78.51

Table 4.3: Frame loss rate (in percentage) comparison

As traffic intensity keeps increasing, the loss rate also continuously increase for all
scheduling algorithms. The comparison shows UBS has a relatively lower loss rate
under the same input intensity. In contrast, the rate of Paternoster is related to the
epoch length (τ): shorter length means less storage space per epoch, thus causing a
higher loss rate, the reserved bandwidth of each flow is calculated as 3 · τ · datarate.

Algorithms
InputFlow(Mbps)

32 48 64 80 96 112 128 144 160 176 192

LRQ 0.83 3.75 54 522 187 80 39 26 17 8.65 3.03
TBE 0.08 0.51 36 320 129 76 37 31 19 0.04 0.04

Paternoster A(τ = 0.01s) 0.02 1.5 24 63 96 115 101 110 110 111 110
Paternoster B(τ = 0.005s) 0.12 2.21 36 45 50 50 40.4 67.4 67.5 67.5 67.4
Paternoster C(τ = 0.0025s) 0.7 2.3 10.8 15.1 26.2 22.3 19.5 19.2 19.8 20.25 22.7

Table 4.4: Average number of queued frames comparison

Table 4.4 shows the storage usage during the simulation (Results are plotted in Figure
4.10 in Appendices). When the bandwidth of input flow is less than the reserved
value, UBS/LRQ has the most queued frames on average while Paternoster A with
the longest epoch length has the least. As outlined above, the storage of frames
in Paternoster schedulers are related to epoch length. Compared to Paternoster B
and C, A can accommodate more frames in one queue and transmit them during
one epoch. B and C may store frames in more than one queue and have to wait the
upcoming epoch for transmission. Thus A has the least queued frames in underloaded
situations. On the other hand, Paternoster A can store more frames in each queue,
therefore it has the most queued frames in the overloaded situations. Since the LRQ
algorithm enforces an idle time after each transmission, LRQ shaper has the highest
average number of queued frames in underloaded and lightly overloaded situations
(input intensity = 64, 80, 96 Mbps).

On the other hand, when the bandwidth of input flow is equal or greater than the
reserved level (input intensity ≥ 50Mbps), Paternoster C has the least number of
queued frames. According to Table 4.3, C discards most frames among all schedulers
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under the same condition. Moreover, it iterates more epoch update during the entire
running time, which means more forwarding operations are executed.

Algorithms
InputFlow(Mbps)

32 48 64 80 96 112 128 144 160 176 192

LRQ 0.35 0.89 28 86 25 10 7.9 3.7 3.4 1.75 0.73
TBE 0.0003 0.0015 4.8 87 39 19.1 7.7 4.5 4 0.0058 0.03

Paternoster A(τ = 0.01s) 0.00071 0.066 2.8 19.7 15.5 12.2 17.1 15 15 19.5 17.87
Paternoster B(τ = 0.005s) 0.0257 0.37 7.9 5.23 5.65 7.6 8.5 8.5 8.1 8.7 9.8
Paternoster C(τ = 0.0025s) 0.063 0.724 4.6 5.35 3.65 3.95 3.14 3.65 3.23 4.5 5.8

Table 4.5: Average per-hop delay (millisecond) comparison

Finally, Table 4.5 lists the average transmission latency measurement (Results are
plotted in Figure 4.11 in Appendices). The variation of the latency statistics conforms
with the average number of queued frames. Paternoster A and UBS/TBE have the
shortest latency when the input intensity in the underloaded situation. It is because
Paternoster with a longer epoch length enables more forwarding operations in one
epoch and fewer frames are dropped due to bandwidth capacity. While Paternoster
C achieves the shortest latency in overloaded situations. The average delays of all
Paternoster shapers keep increasing with input intensity.

The average delay of LRQ and TBE increases with the input traffics before overload.
However, because of the Leaky Bucket Constraint’s linearly increasing feature, LRQ
and TBE schedulers allow more transmissions of frames with smaller sizes in an
overloaded environment. Thus the per-hop delay decreases sharply with the increase
of input intensity.

4.6 Conclusion of Paper A

TSN asynchronous scheduling aims at providing low congestion loss and deterministic
performance while not using time synchronization in TSN. The objective of this paper
is to test the performance of TSN Asynchronous scheduling in a series of simulations
with various situations.

The evolution of scheduling starts with priority-based traditional Ethernet, where
data flows are sorted by assigned priority, upon which frames are selected for trans-
mission. Approaches such as CBS are introduced to shape data flows to prevent
congestion caused by data burstiness. Traffic classes like AVB is introduced, which
provide services with a limited deterministic level to specific flows.

In the time-aware networks, the notion of global time synchronization is integrated
into all nodes and end stations. The scheduling approach can carry out operations on
a time-triggered schedule and offer determinism for time-sensitive flows. Schedulers
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like TAS and CQF are both set up on a synchronous time basis. The performance
requires high precision on time synchronization, which is possible to be affected by
failures.

ATS presents scheduling without a global notion of timing while still providing a
high level of determinism. From results collected in the simulations, UBS with LRQ
algorithm performs weakly in lightly loaded networks in terms of delay and bandwidth
utilization. While the TBE algorithm allows a certain level of bursty transmission
during the idle period also limits the egress flow with leaky bucket constraints when
the network is full or overfull.

Deriving from CQF, Paternoster scheduling increases the number of cyclic queues
for each traffics class, providing bounded transmission delay for all flows. Knowing
from simulation results, the trade-off between frame loss probability and delay in
Paternoster depends on the epoch’s length. Short duration could be set for flows
taking less bandwidth than reserved value, also assigning shorter epoch to higher
priority flows results in lower transmission delay.

4.7 Paper A Appendices

The following figures are added as complements of the simulation results in Paper A.
Figure 4.9, 4.10, and 4.11 visualize the results in Table 4.3, 4.4, and 4.5, respectively.
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Figure 4.10: Average number of queued frames comparison

32 48 64 80 96 112 128 144 160 176 192
Input flow intensity (Mbps)

0

20

40

60

80

Av
er

ag
e 

qu
eu

ei
ng

 d
el

ay
 ((

s)
)

LRQ
TBE
Paternoster A
Paternoster B
Paternoster C

Figure 4.11: Average per-hop delay (millisecond) comparison



CHAPTER5
Paper B: Simulating

TSN Traffic Scheduling
and Shaping For

Future Automotive
Ethernet

The broadening range of applications for vehicles has motivated the evolution of
the automotive communication network. Ethernet has been deployed in production
vehicles to build In-Vehicle Networks (IVN) by main manufacturers. To extent Eth-
ernet with real-time service for future E/E architecture, a Time-Sensitive Networking
(TSN) profile for automotive Ethernet has been created. This paper evaluates the
implementation of multiple traffic scheduling and shaping mechanisms in the auto-
motive Ethernet, respectively. Moreover, we mainly focus on two solutions, namely
the Time-Aware Shaping (TAS) and Asynchronous Traffic Shaping (ATS). To investi-
gate the performance, we introduce a TSN-based automotive gateway testing model
in a simulation environment. Furthermore, another two methods, i.e., strict-priority
and Credit-based Shaper (CBS), and TAS and ATS, are implemented in the model
and tested within a domain-based IVN scenario. The results show that TAS guaran-
tees the shortest worst-case latency of high-priority streams, whereas it has a longer
transmission latency for low-priority streams. ATS provides less determinism for
high-priority streams than TAS, but ensures a better average latency of all streams.



70
5 Paper B: Simulating TSN Traffic Scheduling and Shaping For Future Automotive

Ethernet

5.1 Introduction

5.1.1 Background and motivation

The evolution of sensor hardware and autonomous control boosts the development
of automotive networks. Emerging technologies such as Advanced Driver-Assistance
Systems (ADAS) and Automated Driving System (ADS) are widely employed [95].
These automotive applications significantly increase the demand for peripheral de-
vices. In-vehicle components such as radar, Lidar, sonar, GPS, odometry, inertial
measurement units are interconnected to perceive the surroundings and navigate ap-
propriate paths. On the other hand, the computation required by automation is in
the range of Tera operation per second (TOPS) [95]. Operations generated by real-
time applications, such as safety alarm and control messages from the driver assistant
system, often have stringent transmission requirements. It is of importance to build
a deterministic IVN supporting all types of data communications.Due to high data
rate and extensive application, Ethernet is adopted in IVNs to address the demands
of interconnecting different components and providing guaranteed services. [96].

Today’s IVN are composed of technologies such as Controller Area Network (CAN)
[97]/Controller Area Network Flexible Data-Rate (CAN FD) [98], FlexRay [99], Local
Interconnect Network (LIN) [100] and Media Oriented Systems Transport (MOST)
[101]. Communication between domains with different protocols is carried out by
IVN gateways. Most existing technologies are limited by bandwidth, flexibility, and
security [102].

Conceivably, Ethernet as the IVN technology provides speed, an ecosystem for reli-
able transmission and Quality-of-Service (QoS), and various features. Fast Ethernet
such as 100BASE-T1 standard has been considered a potential solution, which ful-
fills vehicle networking requirements in terms of costs, cable harness weight, and
bandwidth [103]. It is yet infeasible to produce fully-Ethernet architecture. Such
transition is taking place with an eclectic architecture including Ethernet core and
legacy bus systems [104]. However, the Best-Effort (BE) transmission mechanism
of Ethernet makes it unable to ensure deterministic features such as bounded tem-
poral performance, which restricts the capacity of real-time transmission within the
networks.

TSN is the technology derived from the IEEE 802.1Q standard providing deterministic
transmission over Ethernet. The TSN working group consists of several sections
focusing on different aspects. Table. 5.1 lists some examples of the standards. In order
to leverage the critical features of TSN for IVN, P802.1DG division [72] was created
to specify TSN-based profiles that support a wide range of in-vehicle applications,
including those requiring security, high availability and reliability, maintainability,
and bounded latency.
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Table 5.1: Part of TSN standards included in IEEE 802.1 working group

Reliability
Frame Replication and Elimination 802.1CB-2017
Path Control and Reservation 802.1Qca-2015
Per-Stream Filtering and Policing 802.1Qci-2017

Resource Management
Stream Reservation Protocol 802.1Qat-2010
YANG Data Model 802.1Qcp-2018
Link-local Registration Protocol P802.1CS

Latency
Credit Based Shaper 802.1Qav-2009
Frame Preemption 802.3br-2016

& 802.1Qbu-2016
Enhancements for Scheduled Traffic 802.1Qbv-2015
Cyclic Queuing and Forwarding 802.1Qch-2017
Asynchronous Traffic Shaping P802.1Qcr

Synchronization
Timing and Synchronization for
Time-Sensitive Applications 802.1AS-2020

The utilization of traffic shaping and scheduling over TSN guarantees a deterministic
low latency and jitter for real-time applications. The IEEE 802.1Qbv standard [67]
defines the enhancement for scheduled traffic, so-called Time-Aware Shaper (TAS).
It utilizes the time synchronization among all TSN nodes, and reserves transmission
resource for critical flows based on their arrival and departure times at every interme-
diate node. Alternatively, the ATS scheduling approach is an ongoing work outlined
in the P802.1Qcr standard [69]. ATS intends to achieve bounded low transmission
latency for mixed-type traffics without global time synchronization.

A common assessment method for TSN is building a testing model and use it in
software simulations. It is a flexible solution to build up a network and change the
configurations compared with a testbed in reality. The functional blocks in the TSN
nodes can be represented by software modules programmed to simulate the actual
device’s operations. Thus, applying the models in a simulation environment can be
used to evaluate the performance in a real system. In this paper, all the scheduling
approaches are modeled and evaluated in a simulated IVN environment.
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5.1.2 Related Work

The research community has reviewed the Automotive Ethernet architecture using
different approaches. A simulation work on automotive Ethernet is given in [105],
it proves that Ethernet can fulfill the latency and bandwidth requirements of auto-
motive applications. Another similar work is given in [106], the author gives the
Ethernet-based backbone performance analysis for a future in-car network using the
OMNeT++ tool. In [107], the work has explored the timing QoS in the automotive
Ethernet network focusing on the CBS, TAS, and strict-priority using the RTaW-
Pegase tool. Another simulation study of adding time-triggered traffics to an Eth-
ernet AVB network is given in [108], upon which the work also gives configuring
recommendations to improve IVN performance for vehicle applications. In addition,
mathematical analysis is often used to calculate the theoretical latency bound. A
formal analysis approach to derive the worst-case timing guarantees of TAS and peri-
staltic shaper is presented in [109], the work is based on a Compositional Performance
Analysis (CPA). Another worst-case latency analysis of TAS using network calculus
is proposed in [110]. In paper [111], the authors investigate the performance of TAS,
Burst-Control, and Peristaltic shapers for IVN applications using both simulations
and analysis. Several studies have also looked into the design of the IVN gateway for
automotive Ethernet. In [112] [113], the authors proposed an IVN gateway framework
that supports CAN, FlexRay, and Ethernet, as well as a corresponding heterogeneous
network synchronization mechanism. The work focuses on the evaluation of the delay
deviation caused by the clock drift. The gateway design is used to implement the
proposed synchronization mechanism instead of traffic scheduling and shaping in the
gateway. However, none of the above works have studied the performance of the ATS
method. Very few researches about the ATS exist since it is yet under the drafting
phase.

In [114], the authors propose a performance analysis and comparison between ATS
and TAS in an industrial network, also provide a vision on how to improve the TAS
mechanism. Instead of an IVN use case, the comparisons are made based on the
performance in an industrial network. In [115], a simulation work implementing ATS
and frame preemption is presented. The work considers a liner topology consisting
of four switches. However, it takes ATS, interleaved shaping, strict-priority, and
preemption into consideration, without comparing TAS.

Although TSN traffic scheduling and shaping are reviewed from many different aspects
in the works mentioned above, a comprehensive comparison among the IVN use cases
is still missing, which is considered one of the primary ATS use cases. Besides, a
general testing model of TSN that focuses on scheduler and shaper performance is
rarely considered.
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5.1.3 Contributions

The novelty of this paper is that we propose a testing model to provide an easy
approach to evaluate scheduling functions in simulation, then we demonstrate a thor-
ough comparison among the TSN scheduling methods in an automotive Ethernet envi-
ronment to investigate the impact of using different shaping and scheduling methods
in IVN. Specifically, the contributions of this paper are:

• We investigate the usage of TSN gateway with scheduler and shaper in a domain-
divided IVN architecture to provide a vision into the automotive Ethernet back-
bone network and to integrate TSN features into the automotive Ethernet pro-
file.

• We propose a modular testing model of layer-2automotive gateway, which is
compatible with various TSN functions, especially the scheduling and shaping
methods. Additionally, we implement the strict-priority, CBS, TAS, and ATS
modules used in the model and conduct a series of simulations using the testing
model with these modules.

• We compare the performance of different combinations of TSN functions. Fur-
thermore, we show quantitative results of the worst-case E2E stream latency
in a simulated IVN environment. Accordingly, we give our thoughts on the
features and limitations of the TSN-enabled gateways in this specific IVN use
case.

5.1.4 Paper outline

The rest of the paper is outlined as follows: section 5.2 covers the automotive Ethernet
model and discusses the integration of TSN features. Moreover, we describe the basic
principle of the two methods and algorithms used for scheduling. The testing models
of the IVN gateway is given in section 5.3. Section 5.4 covers an explanation of
simulation setup and performance evaluation. Section 5.5 concludes the paper and
covers future work.

5.2 Analysis of traffic scheduling and shaping in TSN

5.2.1 Automotive Ethernet Framework

In this paper, we focus on a domain-based IVN topology, as shown in Figure 5.1. The
network is divided into four sections: infotainment, body, chassis, and ADAS domain,
where each domain consolidates several Electronic Control Units (ECUs) into the
domain group. One capable ECU operates as the domain gateway in each group,
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connecting to all ECUs in the same domain and another adjacent gateway on the
backbone. All the gateways locate on the backbone, which provides the connection
among domains. Accordingly, communications between ECUs from different domains
need to pass through the backbone network. All connections shown in the figure use
Ethernet links.

Infotainment 
Domain

Body
 Domain

Chassis
 Domain

ADAS
 Domain

Gateway
Sensors and 

ECU
1Gbps Ethernet

10Mbps Ethernet

Figure 5.1: A domain-based automotive Ethernet framework

We assume the IVN under consideration is interconnected by 100 Mbps and 1Gbps
Ethernet links without transforming between protocols. In this topology, gateways
operate as a Layer-2 bridge, which forwards incoming frames and handles mixed-
types of traffics, e.g., time-critical and BE traffics. TSN functionalities, e.g., time
synchronization and time-triggered scheduling, are implemented and enabled in the
gateway. The arrival traffics in the gateways are classified based on the predefined
traffic classes and recognized using Per-Stream Filtering and Policing (PSFP) defined
by 802.1Qci[116]. Therefore, the domain-based framework enables the backbone to
offer TSN services to different traffics. By modifying the queuing and egress gating
mechanisms in the gateway, we implement TAS and ATS shaping for the given IVN
framework.

5.2.2 Time-Aware Shaper (TAS)

In TSN, the time synchronization is based on the IEEE 1588 Precision Time Proto-
col (PTP). In a PTP domain, the PTP protocol depends on time-stamped frames
exchanged between a timing master clock and a timing slave clock, with intermedi-
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ate boundary and/or transparent clocks to maintain the time accuracy as the 1588
packets traverse the network.

With common time synchronization, transmission actions are executed based on pre-
defined temporal events in time-triggered networks (e.g., Time-Triggered Ethernet,
TSN). Accordingly, a TSN TAS carries out actions when the clock reaches the time
instants. For periodic traffic streams, subsequent time-triggered events are placed.
The intervals are set to the cycle time of the streams. From the network perspec-
tive, TAS is capable of establishing a deterministic data transmission by creating an
appropriate schedule based on the knowledge of periodic transmitting events in the
system. In this paper, we use a static network topology, where the number of nodes is
fixed, and the patterns of streams are consistent. The schedules in TAS are manually
configured at the design time.

In TAS, the Scheduled Traffic (ST) class is a newly introduced traffic class which has
the following characteristics:

• highest priority
• scheduled on a per-stream basis in each node
• registration in bridges with operations as well as attribute values for registration

and de-registration

Figure 5.2 depicts the operations of TAS. As shown, traffics with different classes are
splitted and stored into separated queues. Up to 8 queues per port are supported.
Each queue has an attached transmission gate that controls the outbound flows.
The state of gates is either open or closed following the entries in Gate Control List
(GCL) within each port. The execution of entries in GCL is performed under the
global synchronous timing. As shown in the figure, only one gate is open at T1 when
the other gates are closed. Thus, critical traffics can be assigned with dedicated time
slots to get transmitted from the buffers with TAS scheduling.

Interfering traffic remains the main problem that affects the transmission latency
because it can occupy an output port relatively long and block the following time-
critical traffics. TAS can eliminate the contention by assigning specific time slots
for transmission of the ST frames. In this case, the ST frames are ensured with a
deterministic low-latency transmission. Guard band needs to be added before ST
windows so that the influence from interference traffic on ST is limited. The GCL
of TAS also supports dynamic runtime configuration, by using a centralized network
controller, e.g., Software-Defined Network (SDN) controller [117] [118], the GCLs can
be adjusted according to the current network state, more bandwidth is available to
other traffic classes, which is an effective way to improve the bandwidth utilization.

Due to the dependence on synchronous global clocks, the performance of TAS is
affected by the precision of the synchronization information. If the synchronization
does not function appropriately, the TAS gate could miss the transmission window
for the ST frame and cause an extra delay. Even worse, the failure is in a chain-like
effect where one node will affect the following nodes’ actions. The time for recovering
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from failure, e.g., switch over to a new master, possibly causes transmission disorder
and frames backlog in the queue. Besides its dependence on the clock synchronization
in all nodes, TAS has challenges mapping the critical application data into the ST
class. Automotive applications such as fast diagnostic data used for verifying driving
functionality generate samples at a constant rate. The delivery requires a guaranteed
deadline. According to the feature of TAS, such cyclic applications with a fixed frame
size are able to fit in the ST class. However, applications that generate alarm and
event messages are usually sporadic. There might be either a single message or a
burst of messages. The applications need low-loss and bounded-delay delivery to one
or several end devices. Due to the nature of TAS, it is not feasible to utilize the
ST class. To address the limitations of synchronous scheduling, ATS is designed to
achieve real-time performance in TSN with mixed traffic patterns, extending current
approaches in real-time Ethernet.

5.2.3 Asynchronous Traffic Shaping (ATS)

ATS shapes the traffics in a per-class manner. It calculates and maintains the status
of every traffic class. ATS relay on an independent clock at each separated node,
eliminating the need for synchronization within the network. Based on the shaping
algorithm, ATS assigns eligibility time to each traffic class, and a class is eligible for
transmission if the assigned eligibility time is less than or equal to the current time.

Gate Control List

T0 = 0 0 0 0 0 0 0 1
T1 = 0 1 0 0 0 0 0 0
T2 = 0 0 0 0 1 0 0 0
T3 = 1 0 0 0 0 0 0 0
T4 = 1 0 0 0 0 0 0 0
T5 = 0 0 0 0 0 0 1 0

Tn = 0 0 0 1 0 0 0 0

Buffers

Transmission 
gates

Transmission selection

...

...

Figure 5.2: A TAS operations illustration: the TAS instance supports up to eight
separated buffers, each has an attached gate that controls the outbound traffics. The
gates connect or disconnect the buffers from the transmission selection to allow or
prevent frames get selected from the buffers. The GCL entries define the status of
every gate. The figure shows the status at time T1 when only one gate is open, and
the others are closed.
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When several classes are eligible to send out frames simultaneously, the classes are
selected for transmission in ascending order of the eligibility times.

The pseudo-code of the algorithm used to calculate eligibility time is given in Al-
gorithm 4. Deriving from the Token-Based Emulation (TBE) algorithm [81], ATS
remains the concept of emulating a token bucket for traffic shaping. Bucket full time
is the time instant when the bucket is full of tokens. The size of the bucket is equiv-
alent to the committed burst size of the traffic class. On the contrary, bucket empty
time is the time instance when no tokens are remaining in the bucket. Empty to
full duration is the time span that the bucket fills up with tokens from empty to full
by the committed information rate. Length recovery duration denotes the time span
required to accumulate a number of tokens that is equal to the transmitted frame’s
length.

Algorithm 4 ATS algorithm Pseudo code
1: /* Initialization */
2: Teligibility = 0
3: TbucketF ull = 0
4: TgroupEligibility = 0
5: TbucketEmpty = −(burstSize/rate)

6: /* frame Processing */
7: DlengthRecover = frame.length/rate
8: DemptyT oF ull = burstsize/rate
9: TshaperEligibility = TbucketEmpty + DlengthRecover

10: TbucketF ull = TbucketEmpty + DemptyT oF ull

11:

Teligibility = max(Tarrival ,

TgroupEligibility ,

TshaperEligibility)
12: /* Shaping */
13: if Teligibility ≤ (Tarrival + MaxTime/1.0e9) then
14: TgroupEligibility = TshaperEligibility

15:

T bucketEmpty = (Teligibility < TbucketF ull) ?
TshaperEligibility :
TshaperEligibility + Teligibility − TbucketF ull ;

16: AssignAndProcessd(frame, Teligibility)
17: else
18: Discard(frame);
19: end if

Inside a single ATS, the shaper eligibility time is the time when the number of tokens
in the bucket is more or equal to the frame size. Considering a group of shapers with
the same traffic class, the group eligibility time means the most recent eligibility time



78
5 Paper B: Simulating TSN Traffic Scheduling and Shaping For Future Automotive

Ethernet

from the previous frame processed by the shaper in the same class. Max residence
time is used to limit the time a frame residing in one node, a frame is valid only
within the Max residence time.

As the algorithm indicates, the calculation of the eligibility time of a frame strongly
depends on the size of the last transmitted frame and the arrival time of the current
frame. Unlike the TBE algorithm, the eligibility time depends not only on the number
of tokens in the bucket. Instead, the bucket full time and the bucket empty time are
considered in the ATS algorithm. Thus, ATS can shape the streams based on a timing
scale. The ATS algorithm allows a specific scope of bursty transmission. However, it
still limits the amount of data during a certain period to avoid accumulating a large
frame bulk in the downstream node.

The worst-case delay of the time-sensitive traffic needs to be guaranteed. In the
case of TAS, the delay bound is dependent on the length of transmission windows.
Whereas for ATS, the delay bound can also be calculated. A formula of queuing delay
is given in [69][81]:

DBU,max(k, f) = maxh∈FH (k,f)

{
lMIN (h)

R(k)
+∑

g∈FH (k,h)∪FS(k,h)
bMAX(k, g) − lMIN (h) + lLP,MAX(k, h)

R(k) −
∑

g∈FH (k,h)
rMAX(k, g)

} (5.1)

In (5.1), k and f refer to the current hop and the stream of interest. FH(k, g), FS(k, g), FLP (k, g)
are the higher, same and lower traffic classes of stream f ’s class. R(k) is the trans-
mission data rate at the kth hop and rMAX(k, g) is the committed rate of stream
g at the kth hop. lMIN (h) represents the minimal frame length of stream h and
lLP,MAX(k, h) is the maximum size of interference frame of lower traffic class than
stream h. bMAX(k, g) is the committed burst size of stream g at the kth hop. The
delay bound considers the worst-case when a maximum-size frame of the lower traf-
fic class initiates transmission, plus all higher classes transmit the maximum size of
burst after the lower traffic class. In this case, frames from the stream of interest
will be transmitted after the interference frame and all bursts. Based on the formula,
it is possible to ensure bounded queuing delay since the burst size of each stream is
limited, and using strict priority for transmission selection will enable time-sensitive
streams to bypass interference in ATS.

5.3 Testing models of TSN-enabled gateway in IVN
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This section presents our design of the models for simulations. We create our own
gateway testing models in the OMNeT++ simulator [54] based on the Core4INET
framework [119]. We implement and integrate the desired TSN functions for perfor-
mance analyzing purposes.

The framework of the ATS and TAS gateway testing models are depicted in Figure
5.3 and Figure 5.4, respectively. The models are designed with modularity features.
They are easily customized based on functional requirements. Various TSN features
can be added to the model and tested as an IVN gateway function.

5.3.1 General-purpose modules

As shown in the figures, some components are compatible with both ATS and TAS
models. The functional blocks in these modules are implemented regardless of the
scheduling and shaping methods, for instance, the Media Access Control (MAC) mod-
ule used in the port. When one frame is received from the network, it is delivered
to the MAC module, where the frame is delimited and recognized. The module also
executes a check on the Frame check sequence (FCS). The frame is passed up without
modification if the FCS check is correct. When a frame is sent out from the queue
at the transmitting process, it is forwarded to the MAC module. The frame gets
transmitted from the MAC when the transmitting port is idle. Otherwise, frames
will be queued up in the MAC. The MAC module adds an inter-frame gap between
two frames, also fills the empty fields, e.g., source and destination MAC address, in
the frame.

Though common modules are utilized in both models, some of them are different
in configurations. For example, the clock module in the TAS model counts time
and synchronizes with the other nodes in the network. While the clock module’s
synchronization function in ATS is disabled, the clock is only aligned to the local
time in the single model. The ingress control module offers classifying functions.
It requires the mappings from stream IDs to the supported classes in the models,
then forwards the frames to the corresponding queues. The buffering of streams
in both models are on a per-class basis. The slicing of buffering space depends on
the classification strategy in the model. The main difference in the models is the
implementation of transmission selectors and shapers. According to the functional
setups, single or multiple selectors and shapers can be added to the model and be
applied to different traffic classes. In the ATS model, the shaper module combines
both ATS and strict-priority to select frames from queues. On the other hand, two
separate CBS and TAS modules are implemented in the TAS model for transmission
selection.
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5.3.2 ATS model description

Receiving process. After the conformance check at the port, the frame is directed
to a traffic manager. Followed by the functions defined in the 802.1Qci standard,
an ingress control module will make filtering and policing decisions to the incoming
frames. In addition, depending on the classification configuration, the control module
also reads the stream ID and destination MAC address of the frame and optionally
assign an Internal Priority Value (IPV) to the frame. The original priority values
and IPVs are mapped to the traffic classes supported in the gateway. Later based
on the assigned classes, the frames are queued on a per-class basis in the potential
transmission ports.

Port

Per-class buffer

MACMACtable

Queue Queue Queue High-, low-priority queue 

Transmission
selector ATS 

+
 Strict-priorityClock

SRPtable
TSN traffic 
manager

Ingress control

Figure 5.3: Functional modules and the connections of the ATS gateway testing
model. The receiving process of data flow is represented by the solid lines with
downwards arrows. The solid lines represent the transmitting process of data flow
with an upwards arrow. The dotted lines represent the controlling connections among
the modules

Transmitting process. When a frame is inserted in the egress queue, the ATS
will first stamp the current time as the frame’s arrival time. Combined with the
reserved rate of the corresponding stream, which is stored in the Stream Reservation
Protocol (SRP) table [63], ATS calculates the eligibility time for the frame and sets a
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timestamp on the frame. The calculation complies to the process given in Algorithm 4.
Accordingly, a clock module sets a timer of the eligibility time. The clock generates
a signal to the shaper when the time is reached. The ATS then selects the frame
for transmission and prioritizes the high-priority frame if both classes have eligible
frames. When an eligibility time is assigned to a frame, the shaper also updates the
status of the corresponding stream, i.e. bucket full time, shaper eligibility time, etc,
and prepares for the next frame.

5.3.3 TAS model description

Receiving process. After the frames pass through the MAC module in the TAS
model, they are forwarded to the ingress control module. The module classifies the
frames to ST and AVB classes according to their stream ID. Afterward, separated
queues receive the corresponding frames at the potential transmission ports.

Transmission
selector

Per-class buffer

Port

MACMACtable

CBS

Clock

SRPtable

TSN traffic
manager

ST queue 

TAS

AVB queue 

Ingress control

Figure 5.4: Functional modules and the connections of the TAS gateway testing model.
The receiving process of data flow is represented by the solid lines with downwards
arrows. The solid lines represent the transmitting process of data flow with upwards
arrows. The dotted lines represent the controlling connections among the modules

Transmitting process. At the transmitting process, ST class operations are defined
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by the transmitting gate parameters, namely the GCL, in the TAS module. It includes
the opening time, opening period, and cycle time of the ST gate operations. The TAS
module will forward the ST streams to the port on a timing basis by following these
predefined operations. The CBS module is responsible for regulating the AVB streams
from the queues and calculating the credit of the streams. The SRP table and clock
provide the reserved rate of the AVB streams and timing to the CBS module for credit
calculation. The CBS can effectively prevent a bulk of consecutive transmission of
AVB frames. A description of the CBS working process can be found in [120]. Besides
the CBS regulates the AVB streams, the transmitting gates connecting the queues
and the ports are controlled by the TAS. The gates for AVB queues are open outside
the transmitting window of ST streams.

5.4 Performance Evaluation

This section presents our evaluation of TSN scheduling and shaping for automotive
Ethernet. We implement the IVN topology given in Figure 4.3 within the OMNeT++
simulator. In the simulations, we use our testing models with different configurations
to analyze the performance of TAS and ATS in the IVN environment. The device
used for running simulations is based on an Intel 2-core i5-6200U CPU @2.30Ghz.

5.4.1 Simulation topology

As mentioned in Section II, the automotive Ethernet built in this paper follows a
domain-based architecture. Ethernet connections are used for both the backbone
network and the interconnection within domains. 100Mbps and 1Gbps full-duplex
Ethernet links are used in the simulations to ensure sufficient bandwidth. With the
focus on the link-layer protocols, we build most of the network functions up to layer
2 of the OSI model. TSN bridging is deployed at each gateway. TSN traffic scheduler
and shaper are deployed at the egress port of the gateways and endpoints (e.g., ECUs
and sensors). OMNeT++ is a pure software simulator. Therefore, all nodes within
the network are synced up with the simulator kernel timing and use it to correct the
local clock.

5.4.2 Stream simulation

The endpoints in the simulation are TSN-capable transceivers, which contain applica-
tions for traffic sources and sinks. To simulate a stable automotive network, we test
with traffic loads generated from cyclic automotive applications such as updates sent
between actuators and sensors, cyclic polling graphic updates, and fast diagnostic
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data for a drive that produces samples every few milliseconds. In total, 17 cyclic and
periodic communication streams are generated within different endpoints. Data size
is fixed and remains constant along simulating. The features of the streams are given
in Table. 5.2:

Table 5.2: Feature of the simulation streams in the example IVN

Stream No. 1 2 3 4 5

Path Info domain Info domain Info domain Info domain Info domain
→ Info domain → Info domain →ADAS domain →Body domain → Body domain

Priority Low Low High Low Low
Frame size/interval 11B/125µs 1250B/125µs 60B/10ms 2B/125µs 2B/125µs

6 7 8 9 10 11
Info domain Info domain Info domain Body domain Chassis domain ADAS domain

→Info domain → Info domain → Info domain → Chassis domain → ADAS domain → Body domain
Low Low Low High High Low

1250B/125µs 1250B/125µs 16B/125µs 4B/10ms 230B/10ms 2B/125µs

12 13 14 15 16 17
ADAS domain ADAS domain ADAS domain ADAS domain ADAS domain ADAS domain

→ Body domain → Info domain → Chassis domain → Chassis domain → Info domain → Body domain
Low Low High High Low Low

2B/125µs 1250B/125µs 625B/10ms 625B/10ms 1250B/125µs 1250B/125µs

The streams are assigned with two priorities, and the payload sizes vary from appli-
cations. High-priority streams (fH) are typically under 1000 bytes, and the interval
times are usually measured in milliseconds. The payload size of low-priority streams
(fL) varied from 2 to 1500 bytes and generated at a faster rate measured in microsec-
onds.

During the initialization of the simulations, the bandwidth of all the streams is
registered at all gateways using SRP. The bandwidth is calculated as Bandwidth
= second/interval × (framesize + SRP_SAFETYBYTE + PREAMBLE_BYTE +
SFD_BYTES) × 8 + INTERFRAME_GAP_BITS. Streams with a shorter frame
size than the minimum Ethernet frame will be padded to 64 bytes for transmission.
The worst-case E2E latency of different streams is collected to measure the perfor-
mance of the shaper.

5.4.3 Scenarios

Based on the same automotive Ethernet topology, we implement four sets of simu-
lations using different shapers and schedulers for parallel comparison. Streams are
matched with shapers by assigning traffic class/priority.

• In scenario 1, all the streams are assigned with the same traffic class and shaped
by a CBS.

• In scenario 2, all the streams are shaped by a CBS. Then the transmitter select
frames by strict priority. We use two traffic classes in the gateways and end-
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points, namely AVB Service Reservation class A (SR-A) and class B (SR-B) for
high and low priority streams, respectively.

• TAS is implemented in scenario 3. ST class is assigned to the high priority
streams. GCLs are configured offline based on the pre-knowledge of the trans-
mitting timing and cycle length of the streams. The low priority streams are
assigned with AVB SR class A and are shaped by a CBS. The fL streams will
be transmitted only while the transmission gates for the fH streams are closed.

• In scenario 4, we use ATS and strict-priority traffic selection for two traffic
classes, referring to the high-priority and low-priority streams in Table 5.2.

5.4.4 Test results

The results of all the test cases are given in Figure 5.5, 5.6, 5.7, and 5.8. An overall
comparison is given in Figure 5.10 in section 5.6. Comparing Figure 5.5 with Figure
5.6, we observe that in the second scenario, when CBS combines with strict-priority,
all the fH streams (fH ∈ f3,9,10,14,15) have shorter E2E latency than they are in the
first scenario. On the contrary, the fL streams (fL ∈ f1,2,4,5,6,7,8,11,12,13,16,17) have
longer latency when the other streams are prioritized.
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Figure 5.5: Scenario 1, implementing standalone CBS for all the streams in the testing
model

Figure 5.7 shows the results of using TAS and CBS. We found a noticeable influence
on the streams, where the fH streams have shorter latency than in scenario 2. At
the same time, the fL streams have longer or similar latency values. As we discuss in
the previous sections, TAS opens the transmission window for the fH streams when
they arrive. Additionally, to ensure all the fH frames are transmitted successfully,
the length of the gate opening period of the ST queue is set with an extra margin.
This operation can cause an extra queuing delay for the fL streams that share the
same ports with the fH traffics. Due to usingthe CBS and strict-priority can not
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Figure 5.6: Scenario 2, implementing CBS and strict priority for all the streams in
the testing model
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Figure 5.7: Scenario 3, implementing TAS for all streams and an additional CBS for
low-priority streams in the testing model

avoid all the interference from the fL streams, in scenario 2, the fH streams can be
transmitted before the frames of the fL streams that are currently queued, but still
need to wait for any ongoing transmission of the fL frames. From the results, we
observe that TAS provides a more efficient and faster transmission to high-priorities
than CBS and strict-priority. The latency differences of both traffic classes in Figure
5.6 and Figure 5.7 reflect that TAS delays the fL streams to grant a shorter latency
to the fH streams.

Figure 5.8 shows the scenario of using ATS and strict-priority. As we can see, the
fH streams have a shorter latency than some of the fL streams. However, fL1 ∈
f1,4,5,8,11,12 streams achieve shorter latency than the fL streams. We found the
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Figure 5.8: Scenario 4, implementing ATS and strict priority for all streams in the
testing model

common feature in fL1 is all the streams have short frames. Moreover, because
ATS executes a per-class shaping manner, fL1 streams are transmitted with short
delay when the burstSize is set with an adequate amount (10 consecutive frames for
fL1 streams in our case). The results also show a significantly decreased latency to
most fL streams, except fL2 ∈ f2,6,7, which remain at a similar scale among all four
scenarios. The fL2 streams are transmitted within the Infotainment Domain and
with large frame size. Moreover, utilizing ATS for fL2 streams has a limited influence
on the worst-case latency, since we set the burstSize for fL2 streams equals to double
the frame size. We also found that all fH streams have slightly increased latency
compared with TAS with CBS in scenario 3, as a trade-off for the decreased latency
of fL.

Figure 5.9 shows the average latency comparison among all four scenarios. The
results in Figure 5.9a indicate that TAS ensures the shortest latency to all the fH

streams. Meanwhile, ATS also guarantees a shorter latency to the fH streams than
CBS and strict-priority. In contrast, we can see in Figure 5.9b that ATS provides a
significantly shorter average latency to the fL streams than the other cases. At the
same time, TAS has the longest latency for fL, which is slightly longer than CBS
and strict-priority. The results in Figure 5.9 confirm that TAS offers shorter latency
to high-priority class traffics than ATS in our simulated environment. One of the
reasons is the fH streams in the simulations are generated periodically, and the gate
control actions are created accordingly. Therefore in scenario 3, all frames belonging
to the fH streams experience a very short delay at every node.

Because of ATS’s per-class shaping manner, the fL streams in scenario 5 perform
better than in TAS. On the other hand, the fH streams do not degrade remarkably
than in TAS, which is due to the utilization of strict-priority at the egress ports.
Frames of the fH streams are picked prior to those of fL streams when they come
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(a) Average E2E latency of all fH streams
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(b) Average E2E latency of all fL streams

Figure 5.9: A comparison of average E2E latency of the same traffic class in four
scenarios.

out from the shaped queues.

5.5 Conclusion and future work of Paper B

Automotive Ethernet may replace other IVN communication technologies and keep
a single physical network for applications [121]. One distinct benefit is reducing
the amount of wiring harness since multiple domains share the same wire instead of
different dedicated wires. Furthermore, the versatile TSN tools ensure the stringent
latency requirement over Ethernet.
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In this paper, we analyze using TSN scheduling and shaping as a component for
future automotive Ethernet. After giving the automotive network features based
on an example topology, we explain two TSN scheduling and shaping approaches:
TAS and ATS in detail. We have discussed that using TAS and ATS in automotive
Ethernet can achieve certain automotive applications’ performance while also having
specific restrictions. TAS scheduling is able to guarantee bounded short delay, but
it requires acknowledgment of streams to set up the synchronous transmission. ATS
shaping provides more flexibility of traffics but less determinism than TAS. Finally,
we propose testing models for ATS and TAS gateway and have implemented a series
of simulations within the OMNeT++ simulation framework in order to study the
worst-case latency performance of TAS and ATS in IVN.

The TSN-based automotive Ethernet aims to provide a deterministic guarantee for
mixed-type traffic loads. Based on our results, TAS can offer shorter worst-case E2E
latency for periodic high-priority streams than the other scheduling schemes in our
IVN scenario. Applications such as control flow from chassis, which are usually peri-
odic and have stringent latency requirements, can benefit from being set as ST traffic
class. At the same time, low-priority streams may have longer E2E latency using
TAS in the gateways than the other shapers, however suitable for the profile of appli-
cations that have tolerant requirement on latency, for instance, system management
and configuration traffic.

ATS has the second shortest latency performance for high-priority streams in the
tests but achieves better average latency for all streams. It is a preferred choice
when time-sensitive streams’ requirements can be fulfilled and accomplish certain
transmission latency for low-priority streams, e.g., video and voice traffic. Compared
with the mechanism of TAS, ATS is enabled to assign the higher priority class to
both sporadic and periodic streams.

From the synthesis requirements perspective, both ATS and TAS need the flow classifi-
cation configuration at the design time. It is feasible to assign traffic classes manually
in some cases. Otherwise, a synthesis tool can be used [78]. On the other hand, gate
operations in TAS at every node also need to be set up, which requires more effort
to build the network configuration than ATS.

Additionally, our proposed testing models provide a wide range of configurable at-
tributes. In this paper, the testing results are generated based on a simulated IVN
configuration. We have verified the functionalities of the models from all simulations.
Moreover, it is possible to scale up the model with multiple setups and compatible
with a specific network environment. We expect to use the models on a real-world
use case in the future.

We currently test with periodic flows in the simulation, future work may focus on
the impact of using TAS and ATS scheduling for sporadic flows. Furthermore, future
simulation should also include varying traffics under different shaper configurations.
Additionally, the formula of ATS delay bound is rather conservative. It seems infea-
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sible to predict the performance in IVN theoretically. A combined theoretical and
practical analysis may offer a closer approximation of the latency bound. Addressing
these problems is important to offer TSN functionalities to automotive Ethernet.
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CHAPTER6
Paper C: Mapping TSN
Traffic Scheduling and

Shaping to
FPGA-based
Architecture

Time-Sensitive Networking (TSN), which evolves from the Ethernet standards, has
been developed to ensure deterministic transmission in data networks. Asynchronous
Traffic Shaping (ATS) extends the conventional synchronized TSN with an asyn-
chronous scheduler to guarantee a bounded transmitting delay. In this work, we
present a Field Programmable Gate Arrays (FPGA) implementation of a TSN schedul-
ing entity, which leverages ATS for the frame forwarding process. We explore the
ATS design by function blocks and compare it with a benchmark design utilizing
strict-priority scheduling. In terms of operating frequency, our results indicate that
strict-priority scheduling performs 1.05% to 9.56% higher maximum frequency than
ATS with the same configurations. Regarding resource utilization, ATS consumes
51% to 119% more logic blocks and 51% to 101% more registers than strict-priority
scheduling. Based on the synthesis and fitting results from Register-Transfer Level
(RTL) simulations, we provide a general vision of designing and implementing consid-
erations of the ATS function. Specifically, we show the influences of the buffer and
bus width configuration on the FPGA implementation scale and data rate.
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6.1 Introduction

The amount of data to be shared/exchanged has increased exponentially in recent
embedded systems, such as automotive, industrial control, and avionic networks
[122, 123, 124]. Since real-time applications sensitive to latency are common in most
systems, it raises a requirement for data transmission in the network. In order to
build real-time communication capability over the data link layer, it is crucial to
guarantee a deterministic low E2E latency and jitter in technology such as Ethernet.
TSN standards provide an improvement to the IEEE 802.3 Ethernet network regard-
ing the deterministic services. One of the main contributions of TSN is to guarantee
bounded low latency for frame transmission. Relying on the time synchronization
mechanism in TSN, IEEE 802.1 Qbv standard [67] defines the Enhancements for
Scheduled Traffic, i.e., Time-Aware Shaping (TAS). With the precise time alignment
of all nodes in the network, the TAS-enabled domain assigns dedicated time slots for
the time-critical flows to avoid interference from other non-critical traffics.

However, since the gate operations have to comply with constant time intervals in the
scheduler, the Scheduled Traffic (ST) classes in TAS are limited to the flows with a
periodic transmission feature. A sporadic flow is not supported as an ST class. From
the perspective of hardware implementation, the device needs to allocate hardware
resources (i.e., computation and memory) for synchronization maintenance and the
execution of the time-triggered gate actions, accordingly.

In order to achieve a real-time guarantee without global time synchronization, the
ATS is introduced to the TSN standards [81]. ATS utilizes a token-bucket-based
scheduling approach to achieve bounded low latency, and jitter [125]. The ongoing
ATS standardization is led by the IEEE 802.1 Qcr working group[69]. It has been
proved in [114] that ATS has better performance than TAS for sporadic flows. Never-
theless, the transmissions of periodic critical flows are less predictable in ATS than in
TAS. The reason is that ATS offers certain fairness to all traffic classes. Overall, ATS
can still provide critical flows with bounded low latency and requires no prerequisite
on the traffic pattern (i.e., periodic or sporadic). It makes ATS a promising solu-
tion to be part of a deterministic transmission network used for distributed real-time
systems.

To ensure the Quality-of-Service (QoS) in networks, ATS implements the flow classi-
fication based on the incoming frames’ priority level. It supports a flexible classifying
mechanism with multiple classes and per-stream scheduling. Hence, the assignment
of queuing and priority levels becomes a critical synthesis issue at design time as
it determines the latency of each stream. Depending on the network size and QoS
requirements, the maximum number of traffic classes supported in the entity also
needs to be decided at design time. Nevertheless, the influence of classification on
the scale of needed Input or Output (I/O) pins and other hardware resources, such
as logic blocks and memory blocks, are still unknown. For hardware platforms, the
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available resources and performance vary significantly among products. To tailor the
devices used for specific cases at justifiable costs, the capability and scalability of the
specific type of device are some of the necessary issues that the network equipment
providers have to address based on the implementing consideration.

Various hardware is available in the market, such as Application Specific Integrated
Circuit (ASIC) and FPGA. FPGA is highly customized and can be quickly reconfig-
ured to support different configurations, so we implement ATS on an FPGA platform
to test various configurations. Since the main objective is to investigate the hardware’s
resource consumption and throughput, we leverage the Intel Quartus and Modelsim
software to implement ATS in RTL simulation and validate the implementation with
multiple testbenches.

6.1.1 Contributions

ATS has been verified to meet tight real-time constraints with an effective synthesis
solution in [78]. The novelty and objective of this paper are to explore the influence
of ATS classification policy on the hardware resource consumption and compare the
scale and throughput performance of ATS to strict-priority scheduling with the same
configurations. Specifically, the contributions of this paper are:

• We present a generic FPGA implementation of ATS that can be configured
with different bus widths and maximum numbers of traffic classes, and we give
a sophisticated demonstration by function blocks.

• We implement the RTL simulations of a strict-priority component as well as
the ATS component on an Intel Stratix V series FPGA device, respectively.
Then we compare the hardware frequency, resource utilization, and through-
put results between ATS and strict-priority regarding the entire design and
individual blocks.

• We evaluate the ATS and strict-priority designs by setting up 32 different con-
figurations for each scheme. We investigate the influences of the number of
traffic classes and bus width on the design.

Strict-priority is a basic method for traffic scheduling in a switched network, which
uses simple scheme to prioritize the high-priority class. ATS also combines priori-
tization to execute transmission selection. Furthermore, ATS needs function blocks
to record timing information and calculate eligibility time on a per-stream basis to
regulate the outbound flows. Therefore, it is interesting to compare ATS with the
traditional strict-priority policy in a hardware form.
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6.1.2 Related work

In order to accelerate system speed, FPGA hardware is widely used to distribute
workloads from the software. A number of works existing in the literature have in-
vestigated various FPGA-based Ethernet applications. An FPGA implementation
of real-time Ethernet functions is introduced in [126], the FPGA is embedded in a
Commercial Off The Shelf (COTS) switch and is used to accelerate the forwarding of
real-time frames in the switch. The work in [127] presents an Ethernet switch struc-
ture that uses an FPGA for cut-through forwarding, which also supports the IEEE
1588 Precision Time Protocol (PTP). A prototype real-time Ethernet switch is pro-
posed in [128]. The switch supports a time-triggered schedule and a synchronization
mechanism. Moreover, specialized FPGA components are often used for dedicated
functionalities. In [129, 130], FPGA implementations are used to generate highly
accurate timestamp on the frames. The works in [79, 131] propose an FPGA-based
implementation performing TSN frame preemption. A hardware/Software co-design
of an Ethernet controller is proposed in [132], where the FPGA is used in the Eth-
ernet MAC to achieve time-triggered transmission. The paper includes a hardware
consumption of the internal modules in the FPGA device, indicating the task parti-
tioning of hardware and software stack. Memory space is an essential resource for
the TSN hardware switch, especially when the on-chip memory is preferable for a
faster processing duration. In [133], the author proposed a switch architecture for
time-triggered TSN switches with a memory usage optimization. The paper inves-
tigated the hardware resource utilization of the proposed TSN switch architecture
on an FPGA device. A TSN switch is required to deal with a high data through-
put in the network. The switch architecture needs to be faster enough for line-rate
operations. In [134], a TSN switch architecture supporting TAS, frame preemption,
and Credit-Based Shaper at high throughput is proposed. The architecture utilizes
a Virtual Output Queuing (VOQ) framework to save hardware memory utilization.
An experimental setup of TSN TAS scheduling is introduced in [90], which was im-
plemented in a hardware platform with prototypical FPGA-based ports that support
synchronization and TAS scheduling. The platform achieved guaranteed worst-case
latency for time-triggered frames.

ATS has drawn much attention since it offers an alternative to TSN synchronous
scheduling methods. The asynchronous feature enables all types of flows with po-
tential deterministic transmissions. Several works have documented the performance
analysis of ATS [115, 114, 135, 93, 136]. However, to the best of the author’s knowl-
edge, no one has investigated the hardware implementation of ATS as we introduce
in this work.
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6.1.3 Paper outline

The rest of the paper is organized as follows. In Section 6.2, we introduce the basic
function blocks of the ATS and the mappings of these function blocks to FPGA. In
Section 6.3, the primary hardware implementation metrics relevant to the scheduling
entity are described. The experimental setup and evaluation of our design are given
in Section 6.4. Additionally, the comparison between the ATS and the strict-priority
components are shown in Section 6.4. The paper is concluded in Section 6.5.

6.2 Mapping ATS function blocks to hardware

Switched Ethernet provides effective data transmission in terms of bandwidth utiliza-
tion. Strict priority is widely adopted in the switched network to provide classified
QoS services. The time-critical frames are offered with a high-priority traffic class,
eliminating part of the latency caused by low-priority traffic classes. However, a low-
priority frame may start ahead of high-priority frame transmission. This condition
leads to excessive latency for the high-priority frame.

By creating dedicated transmitting time slots for scheduled flows, TAS scheduling
prevents the contention of transmission within the same port. In contrast, ATS
utilizes a local system clock for scheduling operations, such as assigning per-stream
eligibility times for transmission selection. According to their priority values and
the classification rules in ATS, frames are classified into different classes. Later, the
frames are buffered in a per-class queuing manner. This section briefly describes
the mapping of ATS functional modules to FPGA and demonstrates the hardware
implementation.

Figure 6.1 demonstrates the ATS entity and several relevant parts in a switching
device. The ATS entity is deployed at the egress path in each port. Frames from the
reception ports are forwarded through the switch fabrics and arrive at the correspond-
ing transmission port’s scheduling entity. We implement the ATS entity (highlighted
in the figure) and test it in a simulated surrounding. The entity uses the Avalon
interface [137] to communicate with other parts.

6.2.1 Stream gate

In ATS, flows are classified and filtered once arriving at the egress port. At the
stream gate, the original priority of the frame can be mapped to an Internal Priority
Value (IPV) so that a per-hop implementation of QoS can be achieved. If Per-Stream
Filtering and Policing (PSFP) is supported, the stream gate also carries out functions
such as gate control operations and flow metering. It is beyond the scope of the paper
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to explore PSFP in more detail, an overview can be found in [138]. During the frames
are parsed in the stream gate, the frame length and arrival time will be transferred
to the ATS scheduler module to calculate eligibility time (described in Section 6.2.3).

In this work, all frames follow the Ethernet 802.3 tagged frame format. The format
includes a four-byte field for the VLAN tag, as well as a two-byte field indicating the
length of the Ethernet frame. To reduce the complexity of the classifying process, we
use the VLAN tag for the proprietary classification scheme in our design. Depending
on the bus width of the FPGA design, the VLAN tag field comes at a different round
of input. Therefore, before the tag field is read, the data must be stored temporally
until the traffic class decides the output direction.

6.2.2 Data buffer

In the case of ATS, frames are queued separately based on the assigned IPV at every
egress port. Therefore, buffering memory needs to be partitioned based on the number
of queues. Our designs use the embedded memory blocks provided by the FPGA. The
available space for data buffer is set to 16384 word in total, where each word equals
the bus width. It is important for a designer to consider delineating and sharing
the available memory among multiple queues. However, since the buffer depth can
only be base-two values, the buffer depth is set to 4096 word in the 3-class design,
consuming 3 × 4096 = 12288 word memory in total. The 5-, 6-, and 7-class designs
use buffers with 2048-word depth, consuming 5 × 2048 = 10240, 6 × 2048 = 12288,
and 7×2048 = 14336-word total memory space, respectively. While the 1-, 2-, 4-, and
8-classes designs use 1×16384-word, 2×8192-word, 4×4096-word, and 8×2048-word
buffers, utilizing all the 16384 word memory space.

Each traffic class is assigned to a separate buffer to enable better traffic flow isolation,
where the buffering memory is implemented through a First-In-First-Out (FIFO)
approach. Each buffer is constituted by one or a set of FIFOs, with the corresponding
memory space. According to the ATS algorithm, the frames’ eligibility time are
assigned in ascending order so that the frames arrive earlier will be forwarded before
the later ones. The FIFO feature satisfies the mechanism since the frame stored at
the head of the FIFO gets processed first.

6.2.3 ATS scheduler module

The scheduler module realizes the computational functions and maintains the schedul-
ing parameters on a per-stream basis. The ATS buffering approach provides the possi-
bility of fine-grained traffic management. The scheduler separately makes scheduling
decisions and applies to frames that belong to different traffic classes. The following
piece of pseudo-code demonstrates the calculation of the frame’s eligibility time in
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the ATS scheduler module. The DlengthRecover and DemptyT oF ull denote the required
duration to recover a full bucket, equaling to the frame length and the committed
burst size, respectively. Then the shaperEligibility time and bucketFull time can be
calculated based on the bucketEmpty time. Before the frames get queued in the buffer,
the module calculates and assigns the eligibility time to the frames.

/* ATS eligibility time calculation */
DlengthRecover = framelength/rate;
DemptyT oF ull = burstsize/rate;
TshaperEligibility = TbucketEmpty + DlengthRecover;
TbucketF ull = TbucketEmpty + DemptyT oF ull;
Teligibility = max(Tarrival, TgroupEligibility,

TshaperEligibility);
if Teligibility ≤ (Tarrival + MaxResidencetime/1.0e9)

TgroupEligibility = TshaperEligibility;
T bucketEmpty = (Teligibility < TbucketF ull) ?

TshaperEligibility :
TshaperEligibility + Teligibility − TbucketF ull ;

The eligibility time is the maximum among arrival time, groupEligibility time, and
shaperEligibility time. Afterwards, the bucketEmpty time is updated based on the
values of eligibility time, bucketFull time, and shaperEligibility time.

In our design, the Hardware Description Language (HDL) tool assigns general cir-
cuit for the arithmetic functions in the scheduler module instead of Digital Signal
Processor (DSP) blocks. DSP is a dedicated block in FPGA to accelerate massive
floating-point calculation. The speed improvement in our design is trivial since the
ATS algorithm is a relatively simple process. The calculation mostly uses integer
addition/subtraction and comparison. The arithmetic function is programmed with
less than 20 lines of HDL codes. It is translated to the adder and general FPGA
circuit in the scheduler module. The benefits of using a general circuit are retaining
the design’s simplicity and keeping the design portable among any FPGA platforms.
However, this means the design will have higher logic block consumption because of
the calculation [139].

6.2.4 Info buffer

After calculating eligibility time, a group of Info buffers is employed after the scheduler
module to store all the eligibility time information. Same as the data buffer, the info
buffer is also separated by the traffic classes. A group of shift registers is used in the
scheduler module to delay the eligibility info until their corresponding traffic class is
determined. Then the scheduler module forwards the calculated eligibility times to
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the corresponding info buffer. A valid signal will be sent to the Write request port
of the info buffer from the scheduler module at the same time so that the positions
where the frames and their eligibility info are stored are identical in the Data and
info buffer.

Regardless of bus width, the total space for the info buffer is fixed at 4096 word,
where each word equals to 32 bit. The 3-class design uses 1024-word buffer for info
buffer, taking 3×1024 = 3072-word memory space. The 5-, 6-, and 7-class design use
512-word buffers and occupy 5 × 512 = 2560, 6 × 512 = 3072, and 7 × 512 = 3584-
word space. The 1-, 2-, 4-, and 8-class designs have 1 × 4096-word, 2 × 2048-word,
4 × 1024-word, and 8 × 512-word buffers, utilizing all 4096-word memory space for
info buffer.

6.2.5 Transmission selector

After the scheduler module executes the arithmetic function and writes the eligibility
times in the Info buffers, the stored data are used for transmitting operations by the
transmission selector.

When a frame comes to the head of the data buffer, the selector sends a read request
to the corresponding info buffer and matches the eligibility time with the frame. This
process recurs every time a frame is transmitted. Accordingly, the selector reads out
the frames with eligibility time earlier or equal to the current time. Finally, frames
are transmitted when the egress port is idle. Similar to a multiplexer in functions,
the selector receives frames from several buffers and transmits through one output.
When multiple frames are eligible for transmission, the one with the earliest eligibility
time will be selected first. The selector assures one frame of getting transmitted every
round to avoid port contention.

The eligibility-time-driven feature decides the transmission selector works in a non-
work-conserving manner. It means the selector is not always busy, despite the pres-
ence of stored frames in the buffers. The selector only reads out the frames when
one or more eligibility times are met with the current time, otherwise, the frames will
remain in the FIFO until the time. In this way, the transmission channel may be-
come idle during consecutive transmissions, making lower bandwidth utilization. On
the other hand, since the non-work-conserving selector regulates frame transmission
according to time instant, it is one of the primary features to achieve deterministic
transmission and mitigate jitter in the network.

Figure 6.1 describes the schematic relationship between the scheduler module and the
selector. However, the two function blocks are implemented within the same entity.
Because of that, some of the signals and variables can be shared easily between the
two blocks.
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6.2.6 Strict-priority benchmark

To benchmark the hardware resource utilization and throughput of traffic scheduling
hardware, we also develop a strict-priority scheduling entity as a reference. It is the
default transmission selection algorithm supported by all bridges in the IEEE 802.1Q
networks [35]. The strict-priority demands no complex scheduling algorithms. It uses
a work-conserving selector that always performs transmission when frames exist in the
buffers. It is common to integrate strict-priority scheduling with another scheduler
to offer a deterministic guarantee.

Strict-priority Entity

Embedded Memory
Lowest 
priority

Highest 
priority

Selected for transmission

Stream

gate

Transmission

Selector

Data buffer

Polling
order

Figure 6.2: An illustration of the modules in the strict-priority entity. The frame
stored in the buffer with the highest priority is selected for transmission by the entity

As depicted in Figure 6.2, the strict-priority design utilizes a similar structure as the
ATS, including a stream gate instance, a group of buffers for per-class queuing, and
one transmission selector. The strict-priority stream gate is responsible for classifying
and filtering the incoming data frames. The gate supports a maximum of eight
different classes. Compared with ATS, the time stamping process is removed from
the stream gate, as the transmissions are not triggered by time instant. Frames with
the same priority level are stored in one buffer. The memory space applies the same
division scheme as ATS. On the other hand, since the scheduling policy requires no
frame metadata, the strict-priority design requires no memory space to info buffer to
store frame information. When frames present in the data buffer and the transmission
selector is idle, it polls buffers starting from the highest-priority class. As a reference
group, the strict-priority design is also evaluated with the configurations of 64-, 128-,
256-bit, and 512-bit bus width, combining with one to eight maximum supported
traffic classes.
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6.3 Hardware implementation metrics

6.3.1 Logic Block

FPGA comprises arrays of basic logic blocks combined to implement logic-gate, arith-
metic, and register-related operations. Each logic block has multiple inputs and
outputs pins, and it has access to programmable connections to adjacent blocks. One
fracturable Look-Up Table (LUT) receives the inputs to the logic block. It stores the
values that correspond to all input variables and drives the outputs according to the
input values. In this way, the LUT is able to implement any user-defined Boolean
functions. Each logic block also contains several registers before the output pins of
the block. In some cases, logic blocks also include adders for simple arithmetic capa-
bility [140]. With a fixed designing structure, the number of logic blocks needed in
the ATS design is driven by multiple elements. In this work, we investigate the effect
of the traffic classification (Section 6.3.5) and bus width (Section 6.3.4) on resources
utilization.

6.3.2 BRAM

In the FPGAs, large FIFOs are composed of Block Random Access Memorys (BRAMs)
[141]. The amount of used BRAM blocks is used to reflect the memory usage of hard-
ware design in this work. The specific Intel Stratix V device used here contains 2640
M20K BRAM blocks with 20480-bit space each. The M20K BRAM supports a flex-
ible memory configuration depending on the bus width of the design. The space of
each BRAM (denoted by θ, and θ = 20480 in this paper) can be calculated using
Equation 6.1, where τ and ω denote the depth and data width:

θBRAM = τBRAM × ωBRAM (6.1)

Depending on the depth of one FIFO, the number of M20K BRAMs in one FIFO can
be calculated by:

δBRAM = τF IF O × ωBRAM

θBRAM
(6.2)

δBRAM denoted the amount of BRAM per FIFO. Figure 6.3 shows the number of
BRAMs needed per FIFO as a function of FIFO’s depth. Four different bus-width
cases used in our designs are given. As can be seen from the figure, the amount of
required BRAMs per FIFO increases with the bus width and FIFO’s depth.
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Figure 6.3: Number of memory BRAMs per FIFO as a function of FIFO depth, with
64-, 128-, 256-, 512-bit bus width

6.3.3 I/O Pins

The I/O pins are used to connect the FPGA with external, as well as some reserved
pins to specialized peripherals, e.g., external clock signals, Double-Data-Rate Syn-
chronous dynamic random-access memory (DDR SDRAM). In this work, we use the
customized Avalon-Streaming interfaces to connect the ATS entity.

Table 6.1 shows the I/Os of the ATS entity. The entity uses one data_in interface
to receive frames from the upstream entity, such as a switch fabric, one startofframe
interface to mark the beginning of the frames. The ATS entity transmits all frames
via one data_out interface to the downstream entity, such as an Ethernet MAC and
PHY. The total number of I/O pins used in the design can be calculated by:

∆pin = ωinput + ωoutput + ωclock + ωstart_in + ωreset

+ ωstart_out

(6.3)

Where ∆pin denote the total number of I/O pins. ωstart_in and ωstart_out are the
number of I/Os for the startofframe interfaces. The design also has one clock interface
for a single timing reference, one reset interface, which are represented by ωclock and
ωreset, accordingly. ωinput and ωoutput are the data widths of the input and output
interfaces.
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I/O Width (bit) Direction Description

data_in 64/128/256/512 Input
Data input from

upstream block, e.g.
switch fabric

startofframe_in 1 Input Mark the beginning of
input data

reset 1 Input Reset bit to initialize all
signals

clk 1 Input Clock signal

data_out 64/128/256/512 Output Data output from the
entity

startofframe_out 1 Output Mark the beginning of
output data

Table 6.1: I/O pins used in the ATS entity

6.3.4 Data rate

Traffic scheduling plays an important role in the forwarding process, therefore, the
achieved maximum data rate is a crucial parameter for the ATS design. The maximum
rate (R) supported by one interface is calculated by:

Rmax = ωbus × Fmax (6.4)

Fmax is the maximum frequency of the design, indicating how many input data cycles
the design can handle in one second. The maximum rate is calculated under the
situation when (64×n) Byte frames are transmitted, which leaves no spare bit on the
data bus. In reality, the data rate declines when there are spare bits in the data bus
while processing a frame. We use the maximum results of data rate for comparison
in this work.

Modern FPGAs are compatible with high-speed data communications. The Stratix V
GT devices come with 28.05-Gbps and 12.5-Gbps transceivers that are suitable for fast
switching applications [142]. With a targeted clock frequency of 200MHz, 64-bit, 128-
bit, 256-bit, and 512-bit designs correspond to 10G, 25G, 40G, and 100G interfaces,
respectively. Bus width plays a critical role in affecting the FPGA utilization. For
instance, specific operations may be executed on a per-bit base, especially the registers
created for interfaces that increase proportionally with the width.

6.3.5 Number of supported classes

The forwarding process supports up to eight traffic classes with separate queues for
each class [69]. The process in the one-class configuration is always straightforward.
Since there is only one data path in the design, all frames are mapped to the same
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priority level. The scheduler module only needs a sole function block to calculate the
eligibility info. The selector starts to transmit frames from the buffer whenever an
eligibility time is reached, without checking if another traffic class occupies the port.

In more complex cases, where multiple classes are supported, the received frames are
classified and forwarded to the corresponding buffers by the stream gate. Assuming
a single input interface to the stream gate, it can support different numbers of classes
with minor changes since one sequential case statement is used for the stream gating
process in the design. In contrast to the stream gate, the scheduler module needs
separate and concurrent code blocks to calculate per-stream status. The scheduler
module scale is expected to vary significantly with the number of streams and traffic
classes.

Depending on the network configuration, the required number of traffic classes differs
among cases. Designs with more supported classes come with a cost of hardware
resources and prices. As described above, the resource utilization changes with the
number of traffic classes used in the design. They are caused by the difference of
needed logic blocks in the scheduler module. Besides, the configuration and size of
FIFOs vary with the number of supported classes, and these factors also significantly
impact resource utilization.

6.4 Experimental Evaluation

6.4.1 Methodology

To evaluate the ATS design, we carried out synthesis, fitting, and timing analyz-
ing within RTL simulations. The work is implemented on an Intel Stratix V FPGA
(5SGXMABN3F45I4) in the Intel Quartus 16.1 and Modelsim 10.5b software. Firstly,
the logic functions are validated with testbench in the RTL simulations. The con-
ducted tests include: (a) stress tests that generate consecutive bursty Ethernet 802.3
tagged frames with the minimal length, (b) randomization tests that feed frames with
variable length and interval.

After the functional validations, we run a series of simulated synthesis and fitting for
the design in Quartus, these steps translate the code into device-specific primitives
and map the primitives to the device and specify the usage of routing resources. The
required data on the logic block utilization, registers, pins, and memory blocks can
be acquired from the Analysis and Synthesis Summary in Quartus software.

Finally, the static timing analysis is performed using the timing analyzer. The tool
measures the timing performance of all paths, as well as determines clock signals for
all register-to-register transfers translated from the code. The tool generates a timing
report that contains the maximum frequency of the clock in the design.
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6.4.2 Experiments

The platform in this work uses an x64-based processor. Overall, the ATS and strict-
priority entities each are tested with 32 different setups from the combination of the
following variables:

Bus width. The ATS design presented in this work can be configured to 64-bit,
128-bit, 256-bit, and 512-bit use cases. These four options are picked with the consid-
eration of the minimum Ethernet frame so that the input of one cycle contains only
one Ethernet frame or pieces from the same frame.

Maximum supported traffic classes. To evaluate the effect of traffic classification
on the design, the maximum supported classes in the design varies from one to eight
classes.

6.4.3 Experimental Results

All the experimental results are discussed in this section. Figure 6.4-6.7 present the
results of the ATS design. Charts 6.8-6.11 give the corresponding results of the strict-
priority scheduling. Table 6.2 lists the maximum data rate achieved in each design.
Finally, Figure 6.12 and 6.13 show the logic block utilization as a function of the
traffic class by entities: stream gate, transmission selector.

6.4.3.1 ATS resource utilization and frequency versus configuration

Figure 6.4 shows the number of logic blocks used in the ATS scheduling. Since
the required logic blocks in the scheduling design only take a small portion of the
total amount in the Stratix V devices, the utilization is compared through the actual
number of logic blocks instead of the percentage, which is below 1% in most cases.
As can be seen, the number of logic blocks increases with the maximum number of
traffic classes by a factor of 6.31, 7.44, 10.57, 7.80 for 64-bit, 128-bit, 256-bit, 512-bit
bus width, respectively.

The differences caused by the bus width is relatively slight for the single-class designs,
where the 64-bit, 128-bit, and 256-bit ATS require a similar amount of logic blocks,
and the 512-bit ATS utilizes around 500 more logic blocks. The difference becomes
more evident with more traffic classes: when the design support eight classes, the 512-
bit ATS has 2880, 4620, 5125 more logic blocks than the 256-, 128-, 64-bit ATS. The
reasons are that logic blocks are used frequently and mostly on a per-bit basis. Each
class requires more logic blocks with a broader bus width. Thus, with the increasing
number of supported classes, the difference becomes more considerable.
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Figure 6.4: Logic blocks vs. number of traffic classes in ATS

The results for registers used in ATS are given in figure 6.5. The numbers of reg-
isters increase from the single-class designs to eight-class designs, and the growth
rates get slower with a wider bus width. The respective increasing factors are
3.46, 3.10, 2.51, 1.72 for 64-bit, 128-bit, 256-bit, and 512-bit bus width ATS. Taking
the vertical comparison, the differences among four bus width cases change slightly
from a single class to eight classes. Because the registers’ primary usage is to store
data temporally, the number of registers scales lightly on a per-bit basis.
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Figure 6.5: Registers vs. number of traffic classes in ATS
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Figure 6.6: BRAMs vs. number of traffic classes in ATS

The number of required BRAMs in the ATS are plotted in Figure 6.6. The results
take both Data and info buffer into consideration. As described in Section 6.2.2 and
6.2.4, the available memory space for data buffer is 16384 words of bus width, the
available space for info buffer is 4096 words of 32 bit. While in the cases of 3-, 5-,
6-, and 7-classes designs, data buffer consumes 12288, 10240, 12288, and 14336 words
of bus width, info buffer consumes 3072, 2560, 3072, and 3584 32-bit word. Since
Quartus may employ extra BRAMs to improve timing, the single- and 2-class designs
use the most and same amount of BRAMs with the same bus width. 5-class designs
use the least BRAMs since they consume less memory space than other cases. 3- and
6-class designs have the same amount of BRAMs, as well as 4- and 8-class designs.
More BRAMs are required with wider bus width due to the word width equals the
design’s bus width.

ATS design achieves higher than 200MHz frequency in all cases. Figure 6.7 indicates
that the single-class designs have the highest maximum frequency than the others that
support more classes. The results are due to the lack of classification and coordination
functions for multiple traffic classes. So the designs can reach the shortest logic delay
between registers. The Fmax of the designs with multiple classes fluctuate within
a certain range, the standard deviations of these ATS designs are: σ64bit = 5.7,
σ128bit = 10.5, σ256bit = 8.5, σ512bit = 9.4. The fluctuation is caused by the differences
in fitting and placing the modules in the circuit. Thus, the signal transitions among
registers vary in every case, which results in Fmax value changes. Moreover, the fitting
results generated by the Quartus software are dependant on the values of the Fitter
Initial Placement Seeds. In this work, each compilation is tested with multiple seeds,
and the maximum results are picked.
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Figure 6.7: Fmax vs. number of traffic classes in ATS

Due to the fixed interfaces of the design, the number of I/O pins is independent of
scheduling methods and traffic classes. According to the fitting results, the 64-bit,
128-bit, 256-bit, and 512-bit designs use 132, 260, 516, 1028 I/O pins, respectively.
The amount of pins only scales with the bus width used in the design since the width
of the data_in and data_out interfaces are the only variables of the I/O pins.

6.4.3.2 Comparison with benchmark

As shown in Figure 6.8, the same variation as ATS also applies to strict-priority
scheduling. The number of logic blocks increases with the number of classes by a
factor of 6.39, 9.79, 10.55, 5.84 for 64-, 128-, 256- and 512-bit, respectively. In general,
the ATS scheduling requires more logic blocks than strict-priority with the same con-
figuration on traffic class and bus width. On average, the 64-bit, 128-bit, 256b-bit,
and 512-bit ATS utilize 119%, 96%, 73%, 51% more logic blocks than the correspond-
ing strict-priority, respectively.

Figure 6.9 indicates that the number of registers used in strict-priority also increase
with the number of maximum traffic classes, but with a slighter change than ATS.
The number increases by 2.77, 2.43, 1.47, 0.87 for 64-, 128-, 256- and 512-bit. ATS
requires more registers than the corresponding strict-priority designs. The results
indicate the 64-bit, 126-bit, 256b-bit, and 512-bit ATS require 101%, 96%, 70%, 51%
more registers on average than the strict-priority groups.

Due to the use of info buffer, ATS requires slightly more logic blocks than strict-
priority, as shown in Figure 6.10. At the same time, two scheduling methods require
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Figure 6.8: Logic blocks vs. number of traffic classes in Strict-priority
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Figure 6.9: Registers vs. number of traffic classes in Strict-priority

the same amount of BRAMs used for data buffer with the same configurations.

Compared with ATS, the strict-priority performs 9.56%, 4.91%, 1.05%, and 4.73%
higher Fmax on average across the 64-bit, 128-bit, 256-bit, 512-bit designs, as given
in Figure 6.11. Nevertheless, in some particular cases, ATS also achieves higher
Fmax than the corresponding strict-priority. The strict-priority is a basic scheduling
method, which requires a less complicated circuit than the ATS to be implemented,
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Figure 6.10: BRAMs vs. number of traffic classes in Strict-priority
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Figure 6.11: Fmax vs. number of traffic classes in Strict-priority

therefore, it is more likely to achieve higher frequency in the strict-priority designs.
Moreover, these two approaches differ significantly in the achievements, the frequency
performance is affected by multiple factors besides the logic complexity, such as the
fitting and routing among the hardware circuit. Thus, ATS can also achieve higher
frequency than the strict-priority.
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6.4.3.3 Maximum data rate

Table 6.2 lists the maximum data rate achieved by all the designs. The values
are collected after running seed sweep for place-and-route in the Quartus software.
The maximum values we got from our experiments are given. Within every col-
umn, the single-class designs achieve the highest rate compared with the others
that support multiple classes. Depending on the higher Fmax results, strict-priority
achieves a higher rate than the corresponding ATS in most cases. Every time the bus
width doubles, the rates also approximately become as twice as faster. ATS reaches
13.98Gbps, 28.78Gbps, 61.13Gbps, 117.03Gbps data rate on average for 64-bit, 128-bit,
256-bit, and 512-bit designs. The designs are compatible with the 10G, 25G, 40G,
and 100G Ethernet, accordingly.

64-bit bus width 128-bit bus width 256-bit bus width 512-bit bus width
Max. number of
supported classes

Strict-
priority ATS

Strict-
priority ATS

Strict-
priority ATS

Strict-
priority ATS

1 class 18.04 16.90 32.99 30.98 65.81 63.86 130.40 125.77
2 classes 15.16 13.59 29.13 27.58 59.86 58.25 120.50 122.67
3 classes 14.54 13.13 29.74 27.82 62.32 62.68 117.98 116.92
4 classes 14.49 13.29 29.09 27.27 61.27 62.85 122.90 109.38
5 classes 14.94 14.14 29.56 27.60 59.88 62.36 122.24 115.24
6 classes 15.08 13.89 29.57 30.92 62.10 60.76 122.42 113.17
7 classes 14.99 13.64 31.05 29.66 61.12 57.41 125.35 121.10
8 classes 15.16 13.25 30.17 28.41 61.55 60.91 117.47 111.96

Table 6.2: The maximum data rate of all the strict-priority and ATS designs, values
in Gbps

6.4.3.4 Logic block utilization by entities

The number of logic blocks used in the stream gate is given in Figure 6.12, where it
increases with both traffic classes and bus width. Besides, increasing from one class
to eight classes, the number increases by a factor of 3.68 for 64-bit ATS, 6.35 for
128-bit ATS, 15.58 for 256-bit ATS, and 39.69 for 512-bit ATS. The same trend is
also observed in the strict-priority scheduling: the number of logic blocks increases
by a factor of 3.93, 6.90, 10.04, 19.02, accordingly.

Figure 6.13 shows the number of logic blocks used in the transmission selector, includ-
ing the scheduler module in ATS cases. As can be seen, the numbers of logic blocks
increase linearly with the number of classes. However, the numbers do not scale with
the bus width used in the designs. The number of logic blocks used in the transmis-
sion selector increases by a factor of 6.63, 6.61, 6.58, 6.72 for 64-bit, 126-bit, 256b-bit,
and 512-bit ATS. In the corresponding cases, the factors are 10.21, 9.14, 14.98, 10.74
for the strict-priority. Compared with the entities in the strict-priority, ATS needs to
send temporal information to the scheduler module, and the module does the arith-



112 6 Paper C: Mapping TSN Traffic Scheduling and Shaping to FPGA-based Architecture

1 2 3 4 5 6 7 8
Maximum number of supported traffic classes

0

500

1000

1500

2000

2500

3000

3500

4000

64bit ATS
128bit ATS

256bit ATS
512bit ATS

64bit Strictpriority
128bit Strictpriority

256bit Strictpriority
512bit Strictpriority

Figure 6.12: Logic block utilization in the stream gate
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Figure 6.13: Logic block utilization in the transmission selector

metic functions. Therefore, in order to achieve in circuit, ATS requires more logic
blocks than strict-priority in both stream gate and selector module.
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6.5 Conclusion and future work of Paper C

Traffic Scheduling of TSN is a critical feature in the Ethernet ecosystem to achieve
real-time communications. In this paper, we map the ATS function blocks to hard-
ware implementation and introduce the FPGA design of ATS. Based on that, we
analyze the hardware performance and resource utilization of ATS scheduling. Fur-
thermore, we investigate the impacts of traffic classification and bus width setup on
the results. We also create a benchmark using a strict-priority scheduling entity in
order to compare ATS with a widely-used scheduling method.

Firstly, our results show the overall utilization and performance of ATS. The frequency
of ATS design achieves above 200MHz in all cases. The average data rates for 64-
bit, 128-bit, 256-bit, and 512-bit designs are compatible with 10G, 25G, 40G, and
100G Ethernet interface. Both the number of logic blocks and registers used in
ATS scales with the number of traffic classes. Regarding individual entities, the
results indicate the number of logic block in the stream gate increase with both the
number of traffic class and bus width. While the amount in the scheduler module only
scales with the number of traffic classes. Finally, we compare the results in parallel
with the implementation of strict-priority scheduling. Our results show that strict-
priority achieves a slightly higher frequency performance than ATS. Meanwhile, ATS
requires more hardware resources in the entire design and individual entities than
strict-priority. It is worth mentioning that the performance and resource utilization
results should be implementation-dependent. The results in this paper represent our
selected designs and the experimental setup. All tests are created with consistency
for comparing purposes.

As the objective of ATS is to achieve deterministic low-latency transmission. Latency
performance is another important metric of the ATS design, therefore, future work
can be carried out to investigate the switching delay generated by the ATS entity.
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TSN is an attractive solution for latency-critical frame transmission built
upon IEEE 802 architecture. Traffic scheduling and shaping in TSN aim
to achieve bounded low latency and zero congestion loss. However, the
most widespread solution (i.e. Time-Aware Shaper) requires a network-
wide precision clock reference and only targets on cyclical traffic flows.
This paper focuses on the performance evaluation of the ATS, which
applies shaping algorithm to any flows and requires no clock reference.
Simulations are proposed for evaluation and comparison. Metrics includ-
ing end-to-end delay, buffer usage and frame loss rate are collected to
assess the shaping performance. Results show that ATS achieves effective
traffic shaping and switching without synchronous mechanisms, while
there is an evident trade-off for using these specific algorithms.

1 Introduction

To facilitate the information exchange in the network
world, diverse devices and network technologies were
introduced over the years, the communication has now
become more comprehensive and autonomous. The
increase of interconnecting level within the network
system cause an explosive growth of network traffics.

The utilization of Internet of Things (IoT) and Cy-
ber Physical System (CPS) in industrial domain bring
about the concept of Industry 4.0, the industrial net-
works are now a mixture of field bus system, Ethernet
approaches and wireless solutions [1]. In mobile com-
munication networks, centralized baseband process-
ing and cloud service, i.e. Centralized-Radio Access
Network (CRAN) and Cloud-Radio Access Network
(Cloud-RAN) are introduced to the access network
between devices and radio transceiver [2][3], regard-
ing as a typical approach to achieve Fifth Generation
(5G) mobile network [4]. Accordingly, distributed data
transmission turns into be more integrated, it becomes
more challenging to fulfill the stringent transmitting
requirements for time-sensitive flows.

Having the development of the network applica-
tions in mind, it is a prerequisite condition to build a
fundamental transmission network which is capable
of providing appropriate services. The ongoing works
of Time Sensitive Network (TSN) aim to enhance stan-
dard Ethernet to fulfill the need for deterministic, re-
liable and efficient communication. TSN comprises a

set of standards, as a part of work in the IEEE 802.1
working group, this work originated from the Audio
Video Bridging (AVB) standards, it provides services
of bridging, network management and building real-
time transmission over Ethernet within a LAN or MAN
domain, different features are defined in separated
standards to ensure the performance from several per-
spectives.

One of the primary features in TSN is the tim-
ing synchronization, where all nodes and end stations
within a TSN domain are set by a common timing sig-
nal. Relying on the synchronization, general traffic
scheduling and shaping in TSN enhances the delivery
of frame with high predictability, namely, the time in-
stance when each transmission occurs is guaranteed
in the network. However, it raises strict requirement
on the precision of global timing mechanism - any tim-
ing misalignment possibly imposes failures to the net-
work. Thus high complexity is required for implemen-
tation and maintenance. Time-triggered scheduling
and shaping also requires a consistent and recurrent
egress gate behavior and it has to be synthesized be-
fore flows are transmitted from the source, thus the
synchronous scheduling and shaping procedure only
applies to a subset of traffic flows arrive periodically.

The Asynchronous Traffic Shaping (ATS) project
is created by the IEEE 802.1Qcr working group [5].
It is an approach designed without any dependency
on network-wide planning, cycle synchronization or
time-triggered actions, while the purpose is to provide
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deterministic and relatively low transmission delay for
general time-sensitive flows and has no requirements
on the traffic pattern. An Urgency-Based Scheduler
(UBS) solution was proposed at an early stage of de-
velopment [6], which contains two algorithms based
on the Rate-Controlled Service Disciplines (RCSDs)
[7], besides, a concept of Paternoster scheduling is also
included in the 802.1 Qcr web page [5]. At the time of
writing, a new ATS algorithm is included in the latest
version of the draft standard, all of these algorithms
are involved in this paper. The main contributions of
this paper are summarized as follows:

• Elaborating the principles of ATS by designing
relatively accurate models and measuring the
performance in simulation scenario. All mod-
els are built in software modeler that describes
network topology and functionalities.

• Collecting the average per-hop delay, buffer us-
age and frame loss rate deriving from simula-
tions. Based on the results, comparisons are done
between all ATS approaches, also the models
are set with different configurations to optimize
scheduling utilization.

2 Related work

To the best of our knowledge, few paper have perfor-
mance evaluation of ATS algorithms through software
simulation. The synchronous scheduling has been men-
tioned in many works, most of them indicate that it is
essential to apply scheduling to provide time-sensitive
services. On the other hand, existing researches on
ATS accomplish the theoretical analysis on the features
of ATS, in this section, a few works that are relevant
with the analysis, measurement and modeling of TSN
scheduling are included.

2.1 Researching on traffic scheduling in
TSN

Some works in the literature elaborate the require-
ments and implementation of the real-time scheduled
traffic in TSN networks. For instance, references [8]
and [9] give examples of applying Ethernet and sched-
uled TSN to in-vehicle and wireless communication
systems, emphasizing the importance of scheduling.
The evaluation in [8] proves that Ethernet is able to
transport the traffics mixing of different vehicle func-
tions but scheduling is necessary in the overload situ-
ations. In [9], results show that it is difficult for con-
ventional Ethernet to fulfill the jitter requirements
of Common Public Radio Interface (CPRI), while this
problem could be solved by implementing enhanced
scheduled traffic.

Multiple time-sensitive flows usually co-exist in the
same network, taking into account the mutual interfer-
ence among these flows, G. Alderisi et al proposed a
temporal isolation of flows that refer to the same traffic

class[10]. The work comprises of simulations of sched-
uled traffic in Audio Video Bridging (AVB) network,
the traffic scheduling is driven by strict priority and
off-line configuration. The results show that the tempo-
ral isolation between Scheduled Traffic (ST) and other
traffic classes guarantees low and predictable latency
for ST class.

The procedure of configuring synchronous schedul-
ing is considered to be time-consuming, in [11], a
graphical network modeling tool was designed to auto-
mate synthesis of gate control list in TSN scheduling, it
is able to convert user-defined flow, topology and Qual-
ity of Service (QoS) to the constraints for synthesis.
The tool applies object-oriented modeling, logic pro-
gramming and Satisfiability Modulo Theories (SMT)
to achieve automation of synthesis, it also simplifies
the procedure for configuration. In [12] and [13], two
performance analysis of real-time Ethernet are intro-
duced. In [12], the evaluation of AVB standards are
carried out in a simulation environment, and it shows
the interfering flows have limited influence on the la-
tency of AVB flows and the latency of the flows are
constrained by size of payload. And in [13], an ex-
perimental setup is proposed to analyze the latency
and jitter of synchronous traffic scheduling in TSN.
The results in this work also indicates that the latency
and jitter of scheduled traffic are independent from
unscheduled traffics, besides, it is worth mentioning
that the network stack software of end station has a
strong effect on the behavior of critical periodic traffics
in such experimental environment.

A prototype real-time Ethernet switch is proposed
in [14], the switch provides real-time communication
based on a time-triggered schedule. The switch sup-
ports frame transmission with a network-coherent time
line and online administration control, and it enforces
isolation of three different traffic classes so as to pre-
vent any interference from non-time-sensitive traffic.
A hardware/software co-design concept of Ethernet
controller is presented in [15], the controller is par-
titioned into communication and application compo-
nents, dedicated modules are allocated to critical trans-
mission to fulfill timing requirement and reduce the
load of microcontroller. The results show that the
hardware extension of Ethernet controller significantly
reduces the working load of software communication
stacks, especially with a mixture of scheduled and non-
scheduled traffics. With the controller, the jitter of
time-scheduled transmission can be improved sharply.

2.2 Relevant work on ATS

One of the most significant metrics to evaluate TSN
networks is the worst-case delay, the calculation of ATS
delay bounds in [6] does not account for accumulative
burstiness of the same traffic class. E. Mohammadpour
et al. proposed a performance evaluation of ATS and
Credit Based Shaper (CBS) in [16]. Firstly, the delay
calculation included in [6] is extended in this paper, in
regard to generic features of TSN. Moreover, backlog
bounds of buffers are given based on network calculus.
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A relatively stringent end-to-end latency bound of TSN
is computed instead of adding up the bounds calcu-
lated at every switch on the path. The work increases
the tightness of upper bound of end-to-end delay in
TSN network and benchmarks a theoretical analysis
for such a network.

In order to achieve the flexibility of ATS by aggre-
gating flows and assign separate priority level at each
hop, the synthesis of ATS becomes a more complicated
process, in terms of forwarding flows to queues and
assigning priority levels to queues. In [17], Johannes
and Soheil present a SMT based solution along with a
topology rank, cluster based heuristic of this method.
The work demonstrate that with the SMT method, it is
feasible to find an existed solution of synthesis and the
Topology Rank Solver (TRS) heuristic reduces the com-
putational effort to achieve the method significantly.

3 Asynchronous Shaping

3.1 Modules and Architecture

As depicted in Figure1, the switch with asynchronous
shaping implements an independent clock that does
not synchronize with other switches. For a given
queue that supports asynchronous shaping, flows sent
out from the queue are shaped by a bonded shaper,
which calculates eligibility time and assigns the time
to frames, the time are then used for traffic regulation
by the transmission selection algorithm, a frame is eli-
gible for transmission if the assigned eligibility time is
less than or equal to the current time. The flow shaping
actions are implemented through an open/closed gate
control instance attaching to the queue: the gate for
the specific queue will be opened when the frame in
that queue is eligible to be transmitted. The algorithms
used for calculating eligibility time is described in the
following sections.

Figure 1: Architecture of ATS switch

Transmission latency usually comprises of link
propagation delay and intermediate devices delay, a
desirable queuing discipline should reduce effectively
the storage delay in the devices. In the UBS proposal,
a queuing hierarchy is introduced to the ATS pipeline,
as Figure2 shows, the queuing framework contains:
(1) per-flow shaped queues, which are classified ac-

cording to the identification of the frame, e.g. flow ID,
traffic class and flow destination address (2) Shared
queues, which merge frames with the same internal
priority level and egress port but are transmitted from
different shaped queues, in shared queue, frames are
transmitted based on the First Come First Serve (FCFS)
principle.

Queuing schemes for input frames are defined as
[6]: QAR1: frames from different transmitters are not
allowed to be stored in the same shaped queue. QAR2:
frames from the same transmitter but not belong to
the same priority in the transmitter are not allowed to
be stored in the same shaped queue. QAR3: frames
from the same transmitter with the same priority in
the transmitter, but not belong to the same priority in
the receiver are not allowed to be stored in the same
shaped queue.

Figure 2: Architecture of ATS switch

The main purposes of implementing these queuing
schemes are to enable flexible configuration among
different flows, and to fulfill network services from
various network domains and administrators.

According to the queuing schemes, the minimum
number of shaped queues is limited by the number of
ports in device. An n-port node needs at least n − 1
mandatory queues to fulfill QAR1 scheme.

Basically, scheme QAR2 and QAR3 achieve the
separation of flows on a priority base, which enable
frames with higher priority can bypass the lower-
priority frames, to ensure the transmission delay of
high-priority flows will not be affected by interfering
flows. The isolation of queuing brings benefit to pre-
vent the propagation of malicious flows, assuring that
the ordinary flows will not get influence, it also en-
ables flexible operations according to administrative
requirements e.g. flow blocking or transmitter block-
ing. Considering asynchronous shaping, due to the
classification of frame queuing, the shaper is able to
conduct more granular operations based on larger scale
of in-queue frame state. Thus ATS could lessen the
queuing time of time-sensitive frames and achieve fast
forwarding.

3.2 UBS algorithms

In order to achieve asynchronous shaping and keep
low storage delay, an interleaved scheduling algorithm
is introduced in UBS. Two approaches deriving respec-
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tively from frame-by-frame leaky bucket algorithm
and token-based leaky bucket algorithm [7] are intro-
duced: Length-Rate Quotient (LRQ) and Token Bucket
Emulation (TBE). Both algorithms enable the shaper
with a constraint on the rate of input and output flow
as:

li(d) ≤ b+ d · r (1)

Where li donates the accumulative amount of trans-
mitted bits, as a function of the time; b is the size of
burstiness; d and r are the time duration and data
rate, the constrain can be regarded as a benchmark
for mixed traffic network without interaction among
different flows.

LRQ and TBE are both designed for asynchronous
shaping in TSN, however differ in the shaping con-
cept. The principle of LRQ is to shape the traffic flow
with a stable transmitting/leaking rate, regardless of
the incoming flow pattern, it is able to convert bursty
flow or flows with any pattern to stable, constant and
distributed output flows. On the other hand, in the
TBE method, the shaper controls the traffic flow with
an average rate while allows a certain level of burst,
namely, as long as sufficient number of "token" exists in
the "bucket", a transmission can therefore get started
immediately.

Instead of scheduling synchronously on timing ba-
sis, each asynchronous shaper keeps an local eligibil-
ity time to indicate when next frame is allowed to be
transmitted. For LRQ algorithm, the eligibility time is
calculated as the quotient between the size of the pre-
viously transmitted frame and the reserved link rate
of the particular class, as shown in the pseudo code:

Algorithm 1 LRQ algorithm Pseudo code

1: /* Initialization */

2: for i in (0 : I) do
3: f low[i].timestamp = 0
4: end for
5: /* Shaping */

6: while true do
7: if queue[i].size > 0 then
8: f = queue[i].head
9: L = f .length

10: i = f .index
11: ti = f low[i].timestamp
12: end if
13: if tnow ≥ ti then
14: output f from queue
15: ti = tnow + (L/ri)
16: end if
17: end while

The shaper updates the per-flow state every time
a transmission is finished. Consequently, the LRQ
shaper forces a time vacancy between frames and
closes the gate for the shaped queue until next frame
gets eligible for transmission, so that it keeps a stable
average output rate. For TBE, the eligibility time is

calculated as the time it needs to accumulate enough
"tokens", as shown in the pseudo code:

Algorithm 2 TBE algorithm Pseudo code

1: /* Initialization */

2: for i in (0 : I) do
3: f low[i].timestamp = 0
4: f low[i].token = Burstsize
5: end for
6: /* Shaping */

7: while true do
8: if queue[i].size > 0 then
9: f = queue[i].head

10: L = f .length
11: i = f .index
12: ti = f low[i].timestamp
13: Ki = f low[i].token
14: end if
15: if Ki + (tnow − ti) ∗ f low[i].bitrate ≥ L then
16: output f from queue
17: ti = tnow

18:
Ki = min(Burstsize, Ki + (tnow − ti) ∗ f low[i].bitrate)

−L
19: f low[i].timestamp = ti
20: f low[i].token = Ki
21: end if
22: end while

In principle, TBE algorithm could increase the uti-
lization of network resources than LRQ, especially in
the case when the network is lightly loaded, since in
TBE algorithm, the spacing time between two adjacent
frames is not added every times, unless the token level
of the flow is less than the pending frame.

Accordingly, the state of output gate relies on cur-
rent number of "token" in the per-flow "bucket": if the
length of pending frame exceeds the current amount
of "token", the shaper has to shut down the gate until
the number of "token" increases with time and accumu-
lates to an enough amount. Therefore, the TBE shaper
allows a limited extent of bursty flow when the number
of token is sufficient.

3.3 ATS algorithm

In the recently proposed draft of ATS standard[5], a
new shaping approach is included. Basically, the ap-
proach is also derived from Leak Bucket algorithms,
including the concept of token bucket which is used to
constrain the output rate of flows, preventing bursty
flows spreading along the path. A local system clock
function determines the selectability time per frame,
which is the time when the frame is queued and avail-
able for transmission selection. All frames that reach
their selectablity time are selected for transmission
in ascending order of the assigned eligibility times.
Any frame may experience an additional, non-negative
processing delay between its arrival time and its se-
lectability time. This delay may vary per frame, thus
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there is a delay vatiation over a sequence of frames.
The pseudo code of ATS algorithm is shown below:

Algorithm 3 ATS algorithm Pseudo code

1: /* Initialization */

2: Teligibility = 0
3: TbucketFull = 0
4: TgroupEligibility = 0
5: TbucketEmpty = −(burstSize/rate)

6: /* Frame Processing */

7: DlengthRecover = f rame.length/rate
8: DemptyT oFull = burstsize/rate
9: TshaperEligibility = TbucketEmpty +DlengthRecover

10: TbucketFull = TbucketEmpty +DemptyT oFull

11:

Teligibility =max(Tarrival ,

TgroupEligibility ,

TshaperEligibility)
12: /* Shaping */

13: if Teligibility ≤ (Tarrival +MaxT ime/1.0e9) then
14: TgroupEligibility = TshaperEligibility

15:

T bucketEmpty = (Teligibility < TbucketFull) ?

TshaperEligibility :

TshaperEligibility + Teligibility − TbucketFull ;
16: AssignAndP rocessd(f rame,Teligibility)
17: else
18: Discard(f rame);
19: end if

The bucket full time is the time instant when the
bucket is full with tokens, the size of bucket is equiv-
alent to the burst size, on the contrary, bucket empty
time is the time when there are no tokens existing in
the bucket. The initial bucket empty time should be at
least empty to full duration before the initial bucket full
time. Basically, the empty to full duration is the duration
needed to fill up the bucket with tokens from empty
to full by the committed information rate. The length
recovery duration denotes the duration that the tokens
are accumulated by a number equaling to the length
of the frame.

Considering a single shaper, the shaper eligibility
time is the time when the number of tokens in the
bucket is more or equal to the frame size. Taking into
account a group of shapers within the same shaper
class, the group eligibility time means the most recent
eligibility time from the previous frame processed by
the shaper in the same class. Max residence time is a pa-
rameter used to limit the time a frame residing in one
node, a frame is valid only within the Max residence
time.

As the code indicates, the calculation of eligibility
time of the frame strongly depends on the size of last
transmitted frame and the arrival time of itself. Dif-
ferent with the TBE algorithm, the eligibility time is
not directly calculated from number of tokens in the
bucket, instead, the bucket full time and bucket empty
time are considered. The ATS algorithm also allows

a certain scope of bursty flows, while for oversized
flow bulk, the shaper will still limit the amount of out-
putting flow to avoid accumulating bigger flow bulk
in the downstream node.

3.4 Paternoster queuing and scheduling

Paternoster algorithm is developed based on a cycli-
cally scheduling approach, Cyclic Queuing and For-
warding (CQF) [18], it provides deterministic and
bounded delay but removes the dependence on syn-
chronous timing. The principle of Paternoster is to im-
plement four cyclic egress queues per class of service
per port, each node and end station has local timing,
and the time is counted in the unit of epoch duration
τ . Four terminologies: prior, current, next and last are
used to describe all epochs and cyclic queues, Table 1
illustrates the mechanism:

Every epoch has an associated current queue, all
incoming frames will be directed to the same current
queue during one epoch unless the queue gets full,
the following frames arrive at the same epoch are for-
warded to the next and last queue as far as next epoch
starts. Frames will be dropped if the volume of frames
exceed reserved storage in all three queues. At the
egress ports, only the current queue works as out-
bound queue per epoch, which means only the cur-
rent queue is allowed to transmit and receive frames
simultaneously.

The length of epoch of each traffic class remains
its consistency within the defined network. Higher-
priority flows are assigned with a shorter epoch to
ensure less delay bound. Transmission of best-effort
flows only fills the remaining bandwidth left from re-
served flows. The best-effort frames will be dropped
if the anticipated transmission time is beyond the cur-
rent epoch. In principle, the length of τ should be
configured to long enough for all reserved transmis-
sion and at least one best-effort frame with maximum
size.

Compared with synchronous scheduling, Paternos-
ter sacrifices some of the delay predictability but re-
moves the synchronous timing signaling. Meanwhile,
it reduces the lower bound of delay and distributes
received frames to four queues, which provides similar
scheduling performance with synchronized schedule
and simplifies the implementation of synchronization.
From the perspective of buffer usage, the division of
queuing in Paternoster offers more available storage
resources, thus guarantee a lower frame loss rate com-
pared with conventional CQF.
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The end-to-end queuing delay of Paternoster is in-
dependent of the network topology and interfering
traffics, the primary factor that bounds the delay is
the duration of cycle epoch τ . The best case of end-
to-end delay occurs when frames are forwarded from
and to current queues in all relays, accordingly, the
waiting time in queues is negligible. The minimum
end-to-end delay depends on the number of hops (h )
and processing time. The worst case caused by the sit-
uation where all three queues - current, next and last
are assigned fully with frames. Thus per-hop queuing
delay increases to:

dP _hop ≤ (Q − 1) · τ (2)

Where Q denotes the total number of queues, then
end-to-end queuing delay becomes

dP _ET E ≤ (Q − 1) · τ · h (3)

Therefore, in Paternoster scheduling, frames are
distributed to egress queues in a more sparse manner,
and cut-through transmission is also feasible when the
current queue receives and transmits frames at the
same time, which cannot be done with CQF. These fea-
tures of Paternoster guarantee more accurate per-flow
state to the shaper and enable fast forwarding without
having synchronous timing signaling.

4 Modeling

In this section, models of ATS approaches in a simu-
lation environment are proposed. We used Riverbed
modeler for designing models and running simula-
tions, it is a discrete-event simulation tool providing
performance evaluation for internet technology appli-
cations.

Figure 3: Process domain of traffic generator in Riverbed modeler

In the modeler, behavior of all modules in nodes are
defined by process state machine, a process domain is
usually consisted of multiple states and the execution
of system kernel transits from one state to another as
responding to events have occurred, such as expiration
of timers and frames arrival. Actions and functions are
included inside states. One state could have several
transitions corresponding to different transiting condi-
tions or events. An example process domain of traffic
generator is given in Figure 3.

The modeler supports a multi-layer process hierar-
chy, a root process could create its own child processes,

multiple child processes are allowed to coexist at the
same time, the first generation child processes may
then in turn create new processes, which would be
referred to as second generation. A tree structure of
process relationships are given in Figure4. The simula-
tion kernel provides communication mechanisms that
allow memory sharing among root and child processes,
which is fitting for building the pipeline of queuing
and shaping schemes, in this work, processes in the
simulator emulate different modules in the switch, the
internal forwarding of frames is achieved by passing
the memory among processes.

Figure 4: Process Hierarchy

4.1 Modeling UBS

Based on the root-child process hierarchy, the ingress
modules and functionality in UBS are done in the root
process, which parses the frames and forwards to the
shared queue group, which are a series of child pro-
cesses created by the root, representing the per-flow
shaper associated with each shaped queue, the benefits
of applying this hierarchy for UBS is that each bridge
and end station, from the root process point of view,
has the direct access to every shaper, which means it is
able to monitor and evaluate real-time state of all per-
flow shaping, for instance, it could terminate a child
process of one shaper when there are no more queued
frames, and generates a new process for the shaper
once new frames arrive at the same class of flow.

Figure 5 depicts the root process in UBS. In pro-
cess model, green circles represent forced states and
red circles for unforced states: unforced states allow a
pause between enter and exit executives of the states
during execution, and the process remains suspended
only until invocation causes it to progress into the exit
executives of its current state; On the contrary, forced
state does not allow the process to wait during the exe-
cution, thus forced state starts, finishes both enter and
exit executives immediately.

Figure 5: Process model of UBS

The root process of UBS includes two kinds of in-
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terruptions for all the states:

• Packet arrival: external interrupt when new
frames arrive at the ingress port, frames are then
parsed and recognized by an assigned identifi-
cation tag (e.g. VLAN, source and destination
address) in header field and will be forwarded to
the corresponding child process.

• Timer out: internal interrupt scheduled by the
root process itself, two timers are used here: a
shared timer is set to simulate the elapsed time
for the whole transmission procedure of each
frame, from the first bit to the last bit leave
the egress port; another cycle timer is set with
a higher frequency than the shared timer, it is
used for a periodic check on shared queues, since
in the modeler, a process could not detect the
frames being passed from child process to root
process, namely, the timer is used to check pe-
riodically if there are any frames waiting in the
shared queue to be transmitted to egress ports.

Two types of child processes, implementing LRQ
and TBE algorithms respectively, are presented in this
paper. In the simulation, root and child processes both
have the same access to the shared memory, frames
received by the root process will be allocated to the
specific memory block and invoke the corresponding
child process, afterwards the child process extracts the
frames from the given memory address, calculates the
eligibility time and forwards them to the correspond-
ing shaped queue.

For LRQ algorithm, the child processes first need
to get the size of head-of-queue frame, and sets up a
timer lasts for a duration equals to the quotient be-
tween frame size and reserved link rate. A draft of
state machine for LRQ child process is shown in Figure
6.

Figure 6: Child process model of LRQ

A flag is used in the child process to indicate
whether the shaper is being occupied, its value decides
the next state of transition from initial state when child
process receives a new frame. In the case when the last
frame in queue has been completed with transmission,
the child process destroys itself to release the system
resources and also to inform the root process the cur-
rent vacant state of a specific shaper. A timer is used in
child process to implement the time interval between
frames as defined in LRQ algorithm, thus, a frame is
eligible to be transmitted when it becomes head of
the queue and the timer set after the transmission of
previous frame expires.

TBE is achieved by the other type of child process,
similar to LRQ child process, TBE also needs the ac-
knowledgement of frame size to calculate the eligibility
time for transmission in the shapers, however, it is not
necessary to delay the transmission of each frame with
this shaping algorithm, the state of the shaper highly
depends on the token level, the state transitions are
like in Figure 7.

Figure 7: Child process model of TBE

In shaping state, the token level is kept by a vari-
able bi , the level increases with a constant rate of each
shaper, the system kernel updates the state of variable
ti with current time, when an eligible frame is transmit-
ted from the shaper, two possible comparison results
between token level and frame size are considered in
shaping state:

bi ≥ size: forward head-of-queue frame to shared
queue directly

bi < size: start a timer with duration of (size −
bi)/ri once the timer expires the frame is for-
warded

The process model of ATS use the same architecture
as the TBE model, as introduced in this section, the
model contains two major parts: root process and child
process, the former covers the operations such as for-
warding frames to shaped queue and extracting frames
from shared queue, the latter implements the ATS al-
gorithm inside each shaper. Shared memory block
between root and child processes enables the internal
frame transfer inside one node.

4.2 Modeling Paternoster

In the model of Paternoster, the epoch updating is done
by setting a cyclic timer each with duration τ . The
queue indexes of each service class are represented
by four fixed numbers, so that prior, current, next
and last queues are allocated with corresponding num-
bers at different epochs, the number of queue groups
is a configurable option, in this work, two groups of
queues numbered from 0 to 3 and from 4 to 7 stand
for two service classes, 8 shows the state transitions in
the Paternoster model.
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Figure 8: Process model of Paternoster

Timer 0 and 1 are set for class 0 and class 1 epochs
updating, every time before transmit frames from cur-
rent queue the shaper has to make sure prior queue is
drained, otherwise it is supposed to dequeue frames
from prior, the remaining frames need to be dropped
if the amount exceeds a specific threshold, if not,
the frames in prior are allowed to be transmitted.
Threshold variables are defined in the model and used
in epoch updating states Update class1 and Update
class0. Additionally, if no transmission happens dur-
ing the epoch updating time and frames exist in the
current queue, the shaper has to launch new transmis-
sion after the update is finished. Thus the functions of
epoch update contains:

• Update index of prior, current, next and last
queues

• Update reserved bandwidth

• Check the amount of remaining frames in prior,
if exceeds the threshold then drop all left frames,
if not, transmit all frames

• Check any undergoing transmission exists, if not,
start transmitting from current queue, else, wait
for the ongoing transmission to be finished

According to Stream Reservation Protocol (SRP), the
bandwidth reservation is done in terms of allow a
certain amount of frames counting in bit during a
time period, the amount equals to epoch duration
(τ) multiply reserved data rate (ri), it is represented
by rsv_remaining variable in the model, an amount
equals to the frame size is subtracted from the re-
served bandwidth when a frame is transmitted. Inside
the Enqueue state, the model enqueues frames to cur-
rent, next and last queues successively, and drops the
frames when all three queues are full with reserved
bandwidth.

Dequeue state contains the procedure of getting
frames from queues and transmission selection based
on priority classes, class with higher priority, class0
in this project, is checked before other classes, an ex-
ample of checking sequence is: prior queue of class0
→ current queue of class0→ prior queue of class1→
current queue of class1→ . . .when a frame is extracted

from queue, the process starts a timer stands for the
transmission time of the frame from egress port, since
the modeler is driven by discrete events.

5 Simulations and Results

To evaluate the asynchronous shaping algorithms, in
this section, the LRQ, TBE and Paternoster models
proposed in the last section are used for carrying out
simulations in Riverbed simulator, the ATS algorithm
proposed in the standard draft is not given in this
work. A simple topology where only one flow exists, as
depicted in Figure 9, is tested to evaluate the behavior.

Figure 9: Simulation Scenario

Simulation parameters are given in Table. II. In
this paper, the main concern is to simulate different
working environments for the ATS switch, thus all the
values are taken based on simulation requirements
instead of real-world use cases.

The simulation results are based on our previous
proposed paper [19]. In Table. III, the average frame
loss rate comparison among Paternoster with differ-
ent epoch length and UBS are given. Since all devices
have limited storage space and each traffic class is as-
signed with dedicated bandwidth, excess frames over
the bandwidth limit will be dropped. Independent to
the algorithm, the input flows to UBS follow the leaky
bucket constraint, thus LRQ and TBE algorithms have
similar frame-loss performance as shown in the first
row.
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As traffic intensity keeps increasing, the loss rate
also constantly increase for all scheduling algorithms.
The comparison shows that under the same input in-
tensity, UBS has relatively lower loss rate, while the
rate of Paternoster is related to the epoch length (τ):
shorter length means less storage space per epoch thus
causing higher loss rate, the reserved bandwidth of
each flow is calculated as : 3 · τ · datarate.

Table IV shows the storage usage of the switch dur-
ing simulation. Regarding the switch, time for trans-
mission of one frame depends on frame size, data rate
also arrival and departure time of adjacent frames in
LRQ algorithm. From the results: when the bandwidth
of input flow is less than reserved level (input intensity
= 32,48Mbps), UBS/LRQ has the most queued frames
on average while Paternoster A with the longest epoch
length has the least. As outlined above, the storage
of frames in Paternoster schedulers are related with
epoch length. Compared with Paternoster B and C,
A is able to accommodate and forward more frames
during one epoch, thus A has the least queued frames.
Since UBS/LRQ algorithm enforces a pending time
after each transmission, the forwarding efficiency is
lower than others.

On the other hand, when the bandwidth of input
flow is equal or greater than reserved level (input inten-
sity ≥ 50Mbps), Paternoster C has the least number of
queued frames: according to Table III, C discards most
frames among all schedulers under the same condition,
moreover, it iterates more epoch update during the
entire running time, which means more forwarding
operations are executed.

Finally, table V lists the average delay measurement
comparison. The variation of the delay statistics con-
forms with that of average number of queued frames.
Paternoster A and UBS/TBE have the shortest delay
when the input intensity is less than reserved, because
Paternoster with longer epoch length enables more for-
warding operations, also less frames are dropped due
to bandwidth limitation, while Paternoster C performs
faster operations when the input overflows. The aver-
age delays of all Paternoster schedulers keep increasing
with input intensity.

The average delay of LRQ and TBE increases with
the input traffics before overload, however, because
of the linearly increasing feature of the Leaky Bucket
Constraint, LRQ and TBE schedulers allow more trans-
missions of frames with smaller size under overload
environment, thus the per-hop delay decreases sharply
with the increase of input intensity.

6 Conclusion

Currently, the standard 802.1Qcr for Asynchronous
Traffic Shaping (ATS) is still not finalized. Asyn-
chronous shaping aims at providing low congestion
loss and deterministic performance while not using
time synchronization in TSN, the objective of this pa-
per is to test the performance of ATS in a series of
simulations. With models built in Riverbed modeler, it

is able to simulate the work of ATS and collect results
for analyses.

The evolution of ATS starts with priority-based tra-
ditional Ethernet, where traffic flows are sorted by
assigned priority, upon which frames are selected for
transmission. Then approach like CBS is introduced
to shape egress flows to prevent congestion caused by
bursty flows. Also new traffic class like AVB is created,
providing services with limited level of deterministic
to specific flows.

In TT Ethernet and TSN, the notion of global time
synchronization is integrated in all nodes and end sta-
tions, scheduling approach is then able to carry out
operations on time-triggered schedule and offer deter-
minism for time-sensitive flows. Schedulers like TAS
and CQF are both set up on the time base, the perfor-
mance requires high precision on time synchronization,
which is possible to be affected by failures.

ATS presents scheduling without global notion of
timing, while still provide service with high-level of
determinism. From results collected in the simulations,
UBS with LRQ algorithm performs weakly in lightly
loaded networks, in terms of delay and bandwidth uti-
lization. While TBE algorithm allows a certain level
of bursty transmission during idle period also limits
the egress flow with leaky bucket constraints when
network is rather full or overfull.

Deriving from CQF, Paternoster scheduling in-
creases the number of cyclic queues for each traffics
class, providing bounded transmission delay for all
flows. Knowing from simulation results, the trade-off
between frame loss probability and delay in Paternos-
ter depends on the length of epoch, short duration
could be set for flows taking less bandwidth than re-
served value, also assigning shorter epoch to higher
priority flows results in lower transmission delay.
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Simulating TSN Traffic Scheduling and Shaping
For Future Automotive Ethernet

Zifan Zhou, Juho Lee, Michael Stübert Berger, Sungkwon Park, Ying Yan

Abstract: The broadening range of applications for vehicles has
motivated the evolution of the automotive communication network.
Ethernet has been deployed in production vehicles to build In-
Vehicle Networks (IVN) by main manufacturers. To extent Eth-
ernet with real-time service for future E/E architecture, a Time-
Sensitive Networking (TSN) profile for automotive Ethernet has
been created. This paper evaluates the implementation of multi-
ple traffic scheduling and shaping mechanisms in the automotive
Ethernet, respectively. And we especially focus on two solutions,
namely the Time-Aware Shaping (TAS) and Asynchronous Traf-
fic Shaping (ATS). To investigate the performance, we introduce a
TSN-based automotive gateway testing model in a simulation en-
vironment. Furthermore, another two methods, i.e. strict-priority
and Credit-based Shaper (CBS), as well as TAS and ATS are im-
plemented in the model and tested within a domain-based IVN sce-
nario. The results show that TAS guarantees the shortest worst-
case latency of high-priority streams, whereas it has a longer trans-
mission latency for low-priority streams. ATS provides less deter-
minism for high-priority streams than TAS, but ensures a better
average latency of all streams.

Index Terms: Automotive electronics, Scheduling algorithms, Eth-
ernet networks, Simulation, Time-Sensitive Networking.

I. INTRODUCTION

A. Background and motivation

THE evolution of sensor hardware and autonomous control
boosts the development of automotive networks. Emerg-

ing technologies such as Advanced Driver-Assistance Systems
(ADAS) and Automated Driving System (ADS) are widely em-
ployed [1]. These automotive applications significantly increase
the demand for peripheral devices. In-vehicle components like
radar, Lidar, sonar, GPS, odometry, inertial measurement units,
and so on are interconnected to perceive the surroundings, as
well as to navigate appropriate paths. On the other hand, the
computation required by automation is in the range of tera oper-
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ation per second (TOPS) [1]. Operations generated by real-time
applications, such as safety alarm and control messages from
the driver assistant system often have stringent transmission re-
quirements. It is of importance to build a deterministic IVN sup-
porting all types of data communications.Due to high data rate
and extensive application, Ethernet is adopted in IVNs to ad-
dress the demands of interconnecting different components and
providing guaranteed services. [2].

Today’s IVN are composed of technologies such as Controller
Area Network (CAN) [3]/Controller Area Network Flexible
Data-Rate (CAN FD) [4], FlexRay [7], Local Interconnect Net-
work (LIN) [5] and Media Oriented Systems Transport (MOST)
[6]. Communication between domains with different protocols
is carried out by IVN gateways. Most existing technologies are
limited by bandwidth, flexibility, and security [31]. Conceiv-
ably, Ethernet as the IVN technology provides speed, ecosys-
tem for reliable transmission and Quality-of-Service (QoS), and
various features. Fast Ethernet such as 100BASE-T1 standard
has been considered as a potential solution, which fulfills the
requirements of vehicle networking in terms of costs, cable har-
ness weight, and bandwidth [8]. It is yet infeasible to produce
fully-Ethernet architecture. Such transition is taking place with
a mixed architecture including Ethernet core and legacy bus sys-
tems [32]. However, the Best-Effort (BE) transmission mecha-
nism of Ethernet makes it unable to ensure deterministic features
such as bounded temporal performance, which restricts the ca-
pacity of real-time transmission within the networks.

TSN is the technology derived from the IEEE 802.1Q stan-
dard providing deterministic transmission over Ethernet. The
TSN working group consists of several sections focusing on dif-
ferent aspects. Table. 1 lists some examples of the standards. In
order to leverage the key features of TSN for IVN, P802.1DG
division [10] was created to specify TSN-based profiles that sup-
port a wide range of in-vehicle applications including those re-
quiring security, high availability and reliability, maintainabil-
ity, and bounded latency. The utilization of traffic shaping and
scheduling over TSN guarantees a deterministic low latency and
jitter for real-time applications. The IEEE 802.1Qbv standard
[11] defines the enhancement for scheduled traffic, so-called
Time-Aware Shaper (TAS). It utilizes the time synchronization
among all TSN nodes, and reserves transmission resource for
critical flows based on their arrival and departure times at every
intermediate node. Alternatively, ATS scheduling approach is
an ongoing work outlined in the P802.1Qcr standard [12]. ATS
intends to achieve bounded low transmission latency for mixed-
type traffics without the global time synchronization.

A common assessment method for TSN is building a testing
model and use it in software simulations. It is a flexible solution
to build up a network and change the configurations compared
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Table 1: Part of TSN standards included in IEEE 802.1 working group

Reliability
Frame Replication and Elimination 802.1CB-2017
Path Control and Reservation 802.1Qca-2015
Per-Stream Filtering and Policing 802.1Qci-2017

Resource Management
Stream Reservation Protocol 802.1Qat-2010
YANG Data Model 802.1Qcp-2018
Link-local Registration Protocol P802.1CS

Latency
Credit Based Shaper 802.1Qav-2009
Frame Preemption 802.3br-2016

& 802.1Qbu-2016
Enhancements for Scheduled Traffic 802.1Qbv-2015
Cyclic Queuing and Forwarding 802.1Qch-2017
Asynchronous Traffic Shaping P802.1Qcr

Synchronization
Timing and Synchronization for
Time-Sensitive Applications 802.1AS-2020

with a testbed in reality. The functional blocks in the TSN nodes
can be represented by software modules that are programmed to
simulate the operations in the actual device. Thus, applying the
models in a simulation environment can be used to evaluate the
performance in a real system. In this paper, all the scheduling
approaches are modeled and evaluated in a simulated IVN envi-
ronment.

B. Related Work

The research community has reviewed the Automotive Ether-
net architecture using different approaches. In [23], the author
gives the performance analysis of the Ethernet-based backbone
for future in-car network using the OMNeT++ tool. In [24], the
work has explored the timing QoS in the automotive Ethernet
network with a focus on the CBS, TAS, and strict-priority us-
ing the RTaW-Pegase tool. Another simulation study of adding
time-triggered traffics to an Ethernet AVB network is given in
[28], upon which, the work also gives configuring recommen-
dations to improve IVN performance for vehicle applications.
In addition, mathematical analysis is often used to calculate the
theoretical latency bound. A formal analysis approach to derive
the worst-case timing guarantees of TAS and peristaltic shaper
is presented in [25], the work is based on a compositional per-
formance analysis (CPA). Another worst-case latency analysis
of TAS using network calculus is proposed in [26]. In paper
[27], the authors investigate the performance of TAS, Burst-
Control, and Peristaltic shapers for IVN applications using both
simulations and analysis. Several studies have also looked into
the design of IVN gateway for automotive Ethernet. In [29]
[30], the authors proposed an IVN gateway framework that sup-
ports CAN, FlexRay, and Ethernet, as well as a corresponding
heterogeneous network synchronization mechanism. The work
focuses on the evaluation of the delay deviation caused by the

clock drift. The gateway design is used to implement the pro-
posed synchronization mechanism, instead of traffic scheduling
and shaping in the gateway. However, none of the above works
have studied the performance of the ATS method. In fact, very
few researches about the ATS exist, since it is yet under the
drafting phase.

In [13], the authors propose a performance analysis and com-
parison between ATS and TAS in an industrial network, also
provide a vision on how to improve the TAS mechanism. In-
stead of an IVN use case, the comparisons are made based on
the performance in an industrial network. In [14], a simulation
work implementing ATS and frame preemption is presented, the
work considers a liner topology consisting of four switches. But
it takes ATS, interleaved shaping, strict-priority and preemption
into consideration, without a comparison with TAS.

Although TSN traffic scheduling and shaping are reviewed
from many different aspects in the works mentioned above, a
comprehensive comparison among the IVN use cases is still
missing, which is considered as one of the primary ATS use
cases. Besides, a general testing model of TSN that focuses on
scheduler and shaper performance is rarely considered.

C. Contributions

The novelty of this paper is that we propose a testing model
to provide an easy approach to evaluate scheduling functions in
simulation, then we demonstrate a thorough comparison among
the TSN scheduling methods in an automotive Ethernet envi-
ronment to investigate the impact of using different shaping and
scheduling methods in IVN. Specifically, the contributions of
this paper are:

• We investigate the usage of TSN gateway with scheduler and
shaper in a domain-divided IVN architecture to provide a vision
into the automotive Ethernet backbone network, and to integrate
TSN features into the automotive Ethernet profile.
• We propose a modular testing model of layer-2automotive
gateway, which is compatible with various TSN functions, es-
pecially the scheduling and shaping methods. Additionally, we
implement the strict-priority, CBS, TAS, and ATS modules that
can be used in the model, and conduct a series of simulations
using the testing model with these modules.
• We compare the performance of different combinations of
TSN functions. And we show quantitative results of the worst-
case End-to-End (E2E) stream latency in a simulated IVN envi-
ronment. Accordingly, we give our thoughts on the features and
limitations of the TSN-enabled gateways in this specific IVN
use case.

D. Paper outline

The rest of the paper is outlined as follow: section II covers
the automotive Ethernet model and discussion about using TSN
features. Moreover, we describe the basic principle of the two
methods and algorithms used for scheduling. Section III covers
an explanation of simulation setup and performance evaluation.
Section IV concludes the paper and covers future work.
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Infotainment 
Domain

Body
 Domain

Chassis
 Domain

ADAS
 Domain

Gateway
Sensors and 

ECU
1Gbps Ethernet

10Mbps Ethernet

Fig. 1: A domain-based automotive Ethernet framework con-
taining four domain, the sensors and ECUs are connected
through the gateways of each domain, all the gateways locate
on the backbone of the network. All connections shown in the
figure use the Ethernet links.

II. Analysis of traffic scheduling and shaping in TSN

A. Automotive Ethernet Framework

In this paper, we focus on a domain-based IVN topology, as
shown in Figure 1, the network is divided into four sections:
infotainment, body, chassis, and ADAS domain, where each do-
main consolidates several Electronic Control Units (ECUs) into
the domain group. One capable ECU operates as the domain
gateway in each group. The gateway connects to all ECUs in the
same domain and to another adjacent gateway on the backbone.
The backbone provides a connection between domain gateways,
accordingly, communications between ECUs from different do-
mains need to pass through the backbone network.

We assume the IVN under consideration is interconnected
by 100 Mbps and 1Gbps Ethernet links without transform-
ing between protocols. In this topology, gateways operate as
Layer-2 bridge, which forwards incoming frames and handles
mixed-types of traffics, e.g. time-critical and BE traffics. TSN
functionalities, e.g., time synchronization and time-triggered
scheduling, are implemented and enabled in the gateway. The
arrival traffics in the gateways is classified based on the prede-
fined traffic classes and recognized by using Per-Stream Filter-
ing and Policing (PSFP) defined by 802.1Qci [15]. Therefore,
the domain-based framework enables the backbone to offer TSN
services to different traffics. By modifying the queuing and
egress gating mechanisms in the gateway, we implement TAS
and ATS shaping for the given IVN framework.

B. Time-Aware Shaper (TAS)

In TSN, the time synchronization is based on the IEEE 1588
Precision Time Protocol (PTP). In a PTP domain, the PTP proto-
col depends on time-stamped frames exchanged between a tim-
ing master clock and a timing slave clock, with intermediate
boundary and/or transparent clocks to maintain the time accu-
racy as the 1588 packets traverse the network.

With a common time synchronization, transmission actions
are executed based on predefined temporal events in time-
triggered networks (e.g., Time-Triggered Ethernet, TSN). Ac-

cordingly, a TSN TAS carries out actions when the clock reaches
the time instants. For periodic traffic streams, subsequent time-
triggered events are placed. The intervals are set to the cycle
time of the streams. From the network perspective, TAS is ca-
pable to establish a deterministic data transmission, by creat-
ing an appropriate schedule based on the knowledge of periodic
transmitting events in the system. In this paper, we use a static
network topology, where the number of nodes is fixed and the
patterns of streams are consistent. The schedules in TAS are
manually configured at the design time.

In TAS, the Scheduled Traffic (ST) class is a newly introduced
traffic class which has the following characteristics: a. highest
priority b. scheduled on a per-stream basis in each node c. regis-
tration in bridges with operations as well as attribute values for
registration and de-registration etc.

Figure 2 depicts the operations of TAS. As shown, traf-
fics with different classes are splitted and stored into separated
queues. Up to 8 queues per port are supported. Each queue has
an attached transmission gate that controls the outbound flows.
The state of gates is either open or closed following the entries
in Gate Control List (GCL) within each port. The execution of
entries in GCL is performed under the global synchronous tim-
ing. As shown in the figure, only one gate is open at time T1
when the others gates are closed. Thus, critical traffics can be
assigned with dedicated time slots to get transmitted from the
buffers with TAS scheduling.

Interfering traffic remains as the main problem that affects the
transmission latency, because it can occupy an output port rel-
atively long and block the following time-critical traffics. TAS
can eliminate the contention by assigning specific time slots for
transmission of the ST frames. In this case, the ST frames are
ensured with a deterministic low-latency transmission. Guard
band needs to be added prior to ST windows so that the influ-
ence from interference traffic on ST is limited. The GCL of TAS
also supports dynamic runtime configuration, by using a central-
ized network controller, e.g., Software-Defined Network (SDN)
controller [16] [17], the GCLs can be adjusted according to cur-
rent network state, more bandwidth is available to other traffic

Gate Control List

T0 = 0 0 0 0 0 0 0 1
T1 = 0 1 0 0 0 0 0 0
T2 = 0 0 0 0 1 0 0 0
T3 = 1 0 0 0 0 0 0 0
T4 = 1 0 0 0 0 0 0 0
T5 = 0 0 0 0 0 0 1 0

Tn = 0 0 0 1 0 0 0 0

Buffers

Transmission 
gates

Transmission selection

...

...

Fig. 2: An illustration of TAS operations: the TAS instance sup-
ports up to eight separated buffers, each has an attached gate that
controls the outbound traffics. The gates connect or disconnect
the buffers from the transmission selection, to allow or prevent
frames get selected from the buffers. The status of every gates
are defined by the entries in the GCL. The figure shows the sta-
tus at time T1, when only one gate is open and the others are
closed.
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classes, which is an effective way to improve the bandwidth uti-
lization.

Due to the dependence on synchronous global clocks, the per-
formance of TAS is affected by the precision of the synchro-
nization information. If the synchronization does not function
appropriately, the TAS gate could miss the transmission window
for the ST frame and cause an extra delay. Even worse, the fail-
ure is in a chain-like effect where one node will affect the actions
in the following nodes. The time for recovering from failure,
e.g., switch over to a new master, which possibly causes trans-
mission disorder and frames backlog in the queue. Besides its
dependence on the clock synchronization in all nodes, TAS has
challenges in mapping the critical application data into the ST
class. Automotive applications such as fast diagnostic data used
for verifying driving functionality generate samples at a constant
rate, the delivery requires a guaranteed deadline. According to
the feature of TAS, such cyclic applications with a fixed frame
size are able to fit in the ST class. However, applications that
generate alarm and event messages are usually sporadic. There
might be either a single message or a burst of messages. The ap-
plications need low-loss and bounded-delay delivery to one or
several end devices. Due to the nature of TAS, it is not feasible
to utilize ST class. To address the aforementioned limitations of
synchronous scheduling, ATS is designed to achieve real-time
performance in TSN with mixed traffic patterns, extending cur-
rent approaches in real-time Ethernet.

C. Asynchronous Traffic Shaping (ATS)

ATS shapes the traffics in a per-class manner, it calculates
and maintains the status of every traffic classes. ATS relay on
independent clock at each separated node, eliminating the need
for synchronization within the network. Based on the shaping
algorithm, ATS assigns eligibility time to each traffic class, and
a class is eligible for transmission if the assigned eligibility time
is less than or equal to the current time. When several classes
are eligible to send out frames at the same time, the classes are
selected for transmission in ascending order of the eligibility
times.

The pseudo code of the algorithm used to calculate eligibility
time is given in Algorithm 1. Deriving from the Token Based
Emulation (TBE) algorithm [18], ATS remains the concept of
emulating a token bucket for traffic shaping. Bucket full time is
the time instant when the bucket is full of tokens. The size of
the bucket is equivalent to the committed burst size of the traffic
class. On the contrary, bucket empty time is the time instance
when there are no tokens remaining in the bucket. Basically,
empty to full duration is the time span that the bucket fills up
with tokens from empty to full by the committed information
rate. Length recovery duration denotes the time span that is re-
quired to accumulate a number of tokens that is equal to the
transmitted frame’s length.

Inside a single ATS, the shaper eligibility time is the time
when the number of tokens in the bucket is more or equal to
the frame size. Taking into account a group of shapers with
the same traffic class, the group eligibility time means the most
recent eligibility time from the previous frame processed by the
shaper in the same class. Max residence time is used to limit the
time a frame residing in one node, a frame is valid only within

Algorithm 1 ATS algorithm Pseudo code

1: /* Initialization */
2: Teligibility = 0
3: TbucketFull = 0
4: TgroupEligibility = 0
5: TbucketEmpty = −(burstSize/rate)

6: /* frame Processing */

7: DlengthRecover = frame.length/rate
8: DemptyToFull = burstsize/rate
9: TshaperEligibility = TbucketEmpty +DlengthRecover

10: TbucketFull = TbucketEmpty +DemptyToFull

11:

Teligibility = max(Tarrival ,

TgroupEligibility ,

TshaperEligibility)
12: /* Shaping */

13: if Teligibility ≤ (Tarrival +MaxTime/1.0e9) then
14: TgroupEligibility = TshaperEligibility

15:

T bucketEmpty = (Teligibility < TbucketFull) ?

TshaperEligibility :

TshaperEligibility + Teligibility − TbucketFull ;
16: AssignAndProcessd(frame, Teligibility)
17: else
18: Discard(frame);
19: end if

the Max residence time.
As the algorithm indicates, the calculation of the eligibility

time of a frame strongly depends on the size of the last trans-
mitted frame and the arrival time of the current frame. Unlike
the TBE algorithm, the eligibility time is not only dependent on
the number of tokens in the bucket, instead, the bucket full time
and the bucket empty time are considered in the ATS algorithm
as well. Thus, ATS can shape the streams based on a timing
scale. The ATS algorithm allows a certain scope of bursty trans-
mission. However, it still limits the amount of data during a
certain period to avoid accumulating a large frame bulk in the
downstream node.

The worst-case delay of the time-sensitive traffic needs to be
guaranteed. In the case of TAS, the delay bound is dependent
on the length of transmission windows. Whereas for ATS, the
delay bound can also be calculated. A formula of queuing delay
is given in [12] [18]:

DBU,max(k, f) = maxh∈FH(k,f)

{
lMIN (h)

R(k)
+∑

g∈FH(k,h)∪FS(k,h)

bMAX(k, g)− lMIN (h) + lLP,MAX(k, h)

R(k)−
∑

g∈FH(k,h)

rMAX(k, g)

}
(1)

In (1), k and f refer to the current hop and the stream of in-
terest. FH(k, g), FS(k, g), FLP (k, g) are the higher, same and
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lower traffic classes of stream f ’s class. R(k) is the transmis-
sion data rate at the kth hop and rMAX(k, g) is the commit-
ted rate of stream g at the kth hop. lMIN (h) represents the
minimal frame length of stream h and lLP,MAX(k, h) is the
maximum size of interference frame of lower traffic class than
stream h. bMAX(k, g) is the committed burst size of stream g
at the kth hop. The delay bound considers the worst-case when
a maximum-size frame of lower traffic class initiates transmis-
sion, plus all higher classes transmit the maximum size of burst
after the lower traffic class. In this case, the frame from the
stream of interest will be transmitted after the interference frame
and all bursts. Based on the formula, it is possible to ensure
bounded queuing delay, since the burst size of each stream is
limited and using strict priority for transmission selection will
enable time-sensitive streams to bypass interference in ATS.

III. Testing models of TSN-enabled gateway in IVN

This section presents our design of the models for simula-
tions. We create our own gateway testing models in the OM-
NeT++ simulator [19] based on the Core4INET framework [20].
We implement and integrate the desired TSN functions for per-
formance analyzing purposes.

The framework of the ATS and TAS gateway testing models
are depicted in Figure 3 and Figure 4, respectively. The models
are designed with modularity feature, they are easily customized
based on the function requirements. Various TSN features can
be added to the model and tested as an IVN gateway function.

A. General-purpose modules

As shown in the figures, some of the components are compat-
ible in both ATS and TAS models, the functions in these mod-
ules are implemented regardless of the scheduling and shaping

Port

Per-class buffer

MACMACtable

Queue Queue Queue High-, low-priority queue 

Transmission
selector ATS 

+
 Strict-priorityClock

SRPtable
TSN traffic 
manager

Ingress control

Fig. 3: Functional modules and the connections of the ATS gate-
way testing model, the receiving process of data flow is repre-
sented by the solid lines with downwards arrow, the transmit-
ting process of data flow is represented by the solid lines with
upwards arrow, the controlling connections among the modules
are represented by the dotted lines

methods. For instance, the Media Access Control (MAC) mod-
ule used in the port. When one frame gets received at the phys-
ical port from the network, it is delivered to the MAC module,
where the frame is delimited and recognized, as well as a check
on the Frame check sequence (FCS) is executed. The frame
is passed up without modification if the FCS check is correct.
At the transmitting process, when a frame is sent out from the
queue it is forwarded to the MAC module. The frame gets trans-
mitted from the MAC when the transmitting port is idle, other-
wise, frames will be queued up in the MAC. The MAC module
adds an inter-frame gap between two frames, also fills the empty
fields, e.g. source and destination MAC address, in the frame.

Though common modules are utilized in both models, some
of them are different in configurations. For example, the clock
module in the TAS model counts time and synchronizes with
the other nodes in the network. While the synchronization func-
tion of the clock module in ATS is disabled, so the clock is only
aligned to the local time in the single model. The ingress control
module offers the classifying functions. It requires the mappings
from stream IDs to the supported classes in the models, then
forwards the frames to the corresponding queues. The buffer-
ing of streams in both models are on a per-class basis, the slic-
ing of buffering space depends on the classification strategy in
the model. The main difference in the models is the implemen-
tation of transmission selectors and shapers, according to the
functional setups, single or multiple selectors and shapers can
be added to the model, and be applied to different traffic classes.
In the ATS model, the shaper module combines both ATS and
strict-priority to select frames from queues. On the other hand,
two separated modules of CBS and TAS are implemented in the
TAS model for transmission selection.

Transmission
selector

Per-class buffer

Port

MACMACtable

CBS

Clock

SRPtable

TSN traffic
manager

ST queue 

TAS

AVB queue 

Ingress control

Fig. 4: Functional modules and the connections of the TAS gate-
way testing model, the receiving process of data flow is repre-
sented by the solid lines with downwards arrow, the transmit-
ting process of data flow is represented by the solid lines with
upwards arrow, the controlling connections among the modules
are represented by the dotted lines
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Table 2: Feature of the simulation streams in the example IVN

Stream No. 1 2 3 4 5 6 7 8

Path Info domain Info domain Info domain Info domain Info domain Info domain Info domain Info domain
→ Info domain → Info domain →ADAS domain →Body domain → Body domain →Info domain → Info domain → Info domain

Priority Low Low High Low Low Low Low Low
Frame size/interval 11B/125µs 1250B/125µs 60B/10ms 2B/125µs 2B/125µs 1250B/125µs 1250B/125µs 16B/125µs

9 10 11 12 13 14 15 16 17
Body domain Chassis domain ADAS domain ADAS domain ADAS domain ADAS domain ADAS domain ADAS domain ADAS domain

→ Chassis domain → ADAS domain → Body domain → Body domain → Info domain → Chassis domain → Chassis domain → Info domain → Body domain
High High Low Low Low High High Low Low

4B/10ms 230B/10ms 2B/125µs 2B/125µs 1250B/125µs 625B/10ms 625B/10ms 1250B/125µs 1250B/125µs

B. ATS model description

Receiving process. After the conformance check at the port,
the frame is directed to a traffic manager. Followed by the func-
tions defined in the 802.1Qci standard, an ingress control mod-
ule will make filtering and policing decisions to the incoming
frames. In addition, depending on the classification configura-
tion, the control module also reads the stream ID and destination
MAC address of the frame and optionally assign an Internal Pri-
ority Value (IPV) to the frame. The original priority values and
IPVs are mapped to the traffic classes supported in the gateway.
Later based on the assigned classes, the frames are queued on a
per-class basis in the potential transmission ports.

Transmitting process. When a frame is inserted in the egress
queue, the ATS will firstly stamp the current time as the arrival
time of the frame. Combined with the reserved rate of the corre-
sponding stream, which is stored in the Stream Reservation Pro-
tocol (SRP) table [21], ATS calculates the eligibility time for the
frame and sets a timestamp on the frame. The calculation com-
plies to the process given in Algorithm 1. Accordingly, a clock
module sets a timer of the eligibility time. The clock generates a
signal to the shaper when the time is reached. The ATS then se-
lects the frame for transmission, and prioritizes the high-priority
frame if both classes have eligible frames. When an eligibility
time is assigned to a frame, the shaper also updates the status of
the corresponding stream, i.e. bucket full time, shaper eligibility
time, etc, and prepares for the next frame.

C. TAS model description

Receiving process. After the frames pass through the MAC
module in the TAS model, they are forwarded to the ingress
control module. The module classifies the frames to ST and
AVB classes according to their stream ID. Afterwards, separated
queues receive the corresponding frames at the potential trans-
mission ports.

Transmitting process. At the transmitting process, ST class
operations are defined by the transmitting gate parameters,
namely the GCL, in the TAS module. It includes the opening
time, opening period, and cycle time of the ST gate operations.
By following these predefined operations, the TAS module will
forward the ST streams to the port on the timing basis. The
CBS module is responsible to regulate the AVB streams from
the queues and to calculate the credit of the streams. The SRP
table and clock provide the reserved rate of the AVB streams and
timing to the CBS module for credit calculation. The CBS can
effectively prevent a bulk of consecutive transmission of AVB
frames. A description of the CBS working process can be found
in [33]. Besides the CBS regulates the AVB streams, the trans-

mitting gates connecting the queues and the ports are controlled
by the TAS. The gates for AVB queues are open outside the
transmitting window of ST streams.

IV. Performance Evaluation

This section presents our evaluation of TSN scheduling and
shaping for automotive Ethernet. We implement the IVN topol-
ogy given in Figure 1 within the OMNeT++ simulator. In the
simulations, we use our testing models with different configu-
rations to analyze the performance of TAS and ATS in the IVN
environment. The device used for running simulations is based
on an Intel 2-core i5-6200U CPU @2.30Ghz.

A. Simulation topology

As mentioned in Section II, the automotive Ethernet built in
this paper follows a domain-based architecture. Ethernet con-
nections are used for both the backbone network and the inter-
connection within domains. 100Mbps and 1Gbps full-duplex
Ethernet links are used in the simulations to ensure sufficient
bandwidth. With the focus on the link-layer protocols, we build
most of the network functions up to layer 2 of the OSI model.
TSN bridging is deployed at each gateway. TSN traffic sched-
uler and shaper are deployed at the egress port of the gateways
and endpoints (e.g., ECUs and sensors). OMNeT++ is a pure
software simulator, therefore, all nodes within the network are
synced up with the simulator kernel timing and use it to correct
the local clock.

B. Stream simulation

The endpoints in the simulation are TSN-capable transceivers,
which contain applications for traffic sources and sinks. To sim-
ulate a stable automotive network, we test with traffic loads gen-
erated from cyclic automotive applications such as updates sent
between actuators and sensors, cyclic polling graphic updates,
and fast diagnostic data for a drive that produces samples every
few milliseconds. In total, 17 cyclic and periodic communica-
tion streams are generated within different endpoints. Data size
is fixed and remains constant along simulating. The features of
the streams are given in Table. 2:

The streams are assigned with two priorities, and the pay-
load sizes vary from applications. High-priority streams (fH )
are typically under 1000 bytes, and the interval times are usu-
ally measured in milliseconds. The payload size of low-priority
streams (fL) varies from 2 to 1500 bytes, and generated in a
faster rate measured in microseconds.

During the initialization of the simulations, the bandwidth
of all the streams are registered at all gateways using SRP,
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(a) Scenario 1, implementing standalone CBS for all the streams in the testing
model
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(b) Scenario 2, implementing CBS and strict priority for all the streams in the
testing model
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(c) Scenario 3, implementing TAS for all streams and an additional CBS for low-
priority streams in the testing model
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(d) Scenario 4, implementing ATS and strict priority for all streams in the testing
model

Fig. 5: A comparison of the worst-case E2E latency of all the testing streams in four scenarios.

the bandwidth is calculated as: Bandwidth = second/interval
× (framesize + SRP_SAFETYBYTE + PREAMBLE_BYTE +
SFD_BYTES) × 8 + INTERFRAME_GAP_BITS. Streams with
shorter frame size than the minimum Ethernet frame will be
padded to 64 bytes for transmission. To measure the perfor-
mance of the shaper, the worst-case E2E latency of different
streams are collected.

C. Scenarios

Based on the same automotive Ethernet topology, we imple-
ment four sets of simulations using different shapers and sched-
ulers for parallel comparison. Streams are matched with shapers
by assigning traffic class/priority.
• In scenario 1, all the streams are assigned with the same traffic
class and shaped by a CBS.
• In scenario 2, all the streams are shaped by a CBS. Then the
transmitter select frames by strict priority. We use two traf-
fic classes in the gateways and endpoints, namely AVB Service
Reservation (SR) class A and class B for high and low priority
streams, respectively.
• TAS is implemented in scenario 3. ST class is assigned to
the high priority streams. GCLs are configured offline based on
the pre-knowledge of the transmitting timing and cycle length
of the streams. The low priority streams are assigned with AVB
SR class A and are shaped by a CBS. The fL streams will be
transmitted only while the transmission gates for the fH streams
are closed.
• In scenario 4, we use ATS and strict-priority traffic selection
for two traffic classes, referring to the high-priority and low-

priority streams in Table 2.

D. Test results

The results of all the test cases are given in Figure 5. Com-
paring Figure 5a with Figure 5b, we observe that in the sec-
ond scenario, when CBS combines with strict-priority, all the
fH streams (fH ∈ f3,9,10,14,15) have shorter E2E latency than
they are in the first scenario. On the contrary, the fL streams
(fL ∈ f1,2,4,5,6,7,8,11,12,13,16,17) have longer latency when the
other streams are prioritized.

Figure 5c shows the results of using TAS and CBS. We found
a noticeable influence on the streams, where the fH streams
have shorter latency than in scenario 2. While the fL streams
have longer or similar latency values. As we discuss in the pre-
vious sections, TAS opens the transmission window for the fH
streams when they arrive. Additionally, to ensure all the fH
frames are transmitted successfully, the length of the gate open-
ing period of the ST queue is set with an extra margin. This can
cause an extra queuing delay for the fL streams that share the
same ports with the fH traffics. Due to usingthe CBS and strict-
priority can not avoid all the interference from the fL streams, in
scenario 2, the fH streams can be transmitted before the frames
of the fL streams that are currently queued, but still need to wait
for any ongoing transmission of the fL frames. From the re-
sults, we observe that TAS provides a more efficient and faster
transmission to high-priorities than CBS and strict-priority. The
latency differences of both traffic classes in Figure 5b and Fig-
ure 5c reflect that TAS delays the fL streams to grant a shorter
latency to the fH streams.
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Figure 5d shows the scenario of using ATS and strict-priority.
As we can see, the fH streams have a shorter latency than some
of the fL streams. However, fL1 ∈ f1,4,5,8,11,12 streams achieve
shorter latency than the fL streams. We found the common fea-
ture in fL1 is that all the streams have shorter frames. And since
ATS executes a per-class shaping manner, fL1 streams are trans-
mitted with short delay when the burstSize is set with an ad-
equate amount (10 consecutive frames for fL1 streams in our
case). The results also show a significantly decreased latency
to most fL streams, except fL2 ∈ f2,6,7, which remain at the
similar scale among all four scenarios. The fL2 streams are
transmitted within the Infotainment Domain, and with a large
frame size. And utilizing ATS for fL2 streams has a limited in-
fluence on the worst-case latency, since we set the burstSize for
fL2 streams equals to double the frame size. We also found that
all fH streams have slightly increased latency compared with
TAS with CBS in scenario 3, as a trade-off for the decreased
latency of fL.

Figure 6 shows the average latency comparison among all
four scenarios. The results in Figure 6a indicate that TAS en-
sures the shortest latency to all the fH streams. Meanwhile,
ATS also guarantees a shorter latency to the fH streams than
CBS and strict-priority. In contrast, we can see in Figure 6b
that ATS provides a significantly shorter average latency to the
fL streams than the other cases. Whereas TAS has the longest
latency for fL, which is slightly longer than CBS and strict-
priority. The results in Figure 6 confirm that TAS offers shorter
latency to high-priority class traffics than ATS in our simulated
environment. One of the reasons is the fH streams in the sim-
ulations are generated periodically, and the gate control actions
are created accordingly. Therefore in scenario 3, all frames be-
longing to the fH streams experience very short delay at every
nodes.

Because of the per-class shaping manner of ATS, the fL
streams in scenario 5 perform better than in TAS. On the other
hand, the fH streams do not degrade remarkably than in TAS.
Which is due to the utilization of strict-priority at the egress
ports, frames of the fH streams are picked prior to those of fL
streams when they come out from the shaped queues.

V. Conclusion and future work

Automotive Ethernet may replace other IVN communication
technologies and keep a single physical network for applications
[9]. One distinct benefit is reducing the amount of wiring har-
ness since multiple domains share the same wire instead of dif-
ferent dedicated wires. Furthermore, the versatile TSN tools
ensure the stringent latency requirement over Ethernet.

In this paper, we analyze using TSN scheduling and shaping
as a component for future automotive Ethernet. After giving the
features of the automotive network based on an example topol-
ogy, we explain two TSN scheduling and shaping approaches:
TAS and ATS in detail. We have discussed that using TAS and
ATS in automotive Ethernet can achieve certain performance for
automotive applications while also having specific restrictions.
TAS scheduling is able to guarantee bounded short delay but it
requires acknowledgment of streams to set up the synchronous
transmission. ATS shaping provides more flexibility of traffics
but less determinism than TAS. Finally, we propose testing mod-
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(a) Average E2E latency of all fH streams
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(b) Average E2E latency of all fL streams

Fig. 6: A comparison of average E2E latency of the same traffic
class in four scenarios.

els for ATS and TAS gateway and have implemented a series of
simulations within the OMNeT++ simulation framework, in or-
der to study the worst-case latency performance of TAS and ATS
in IVN.

The TSN-based automotive Ethernet aims to provide a deter-
ministic guarantee for mixed-type traffic loads. Based on our
results, TAS can offer shorter worst-case E2E latency for pe-
riodic high-priority streams than the other scheduling schemes
in our IVN scenario. Applications such as control flow from
chassis, which are usually periodic and have stringent latency
requirements, can benefit from being set as ST traffic class. At
the same time, low-priority streams may have longer E2E la-
tency using TAS in the gateways than the other shapers, how-
ever suitable for the profile of applications which have tolerant
requirement on latency, for instance, system management and
configuration traffic.

ATS has the second shortest latency performance for high-
priority streams in the tests but achieves better average latency
for all streams. It is a preferred choice when the requirements
of time-sensitive streams can be fulfilled and also accomplish
certain transmission latency for low-priority streams, e.g., video
and voice traffics. Compared with the mechanism of TAS, ATS
is enabled to assign the higher priority class to both sporadic and
periodic streams.

From the perspective of synthesis requirements, both ATS
and TAS need the flow classification configuration at the design
time. It is feasible to assign traffic classes manually in some
cases, otherwise, a synthesis tool can be used [34]. On the other
hand, gate operations in TAS at every node also need to be set
up, which require more efforts on building the network configu-
ration than ATS.

Additionally, our proposed testing models provide a wide
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range of configurable attributes. In this paper, the testing results
are generated based on a simulated IVN configuration. We have
verified the functionalities of the models from all simulations.
Moreover, it is possible to scale up the model with multiple se-
tups, and compatible with specific network environment. We
expect to use the models on a real world use case in the future.

We currently test with periodic flows in the simulation, future
work may focus on the impact of using TAS and ATS schedul-
ing for sporadic flows. Furthermore, future simulation should
also include varying traffics under different shaper configura-
tions. Additionally, the formula of ATS delay bound is rather
conservative. It seems infeasible to predict the performance in
IVN theoretically. A combined theoretical and practical analysis
may offer a closer approximation of the latency bound. Address-
ing these problems is important to offer TSN functionalities to
automotive Ethernet.
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ABSTRACT Time-Sensitive Networking (TSN), which evolves from the Ethernet standards, has been
developed to ensure deterministic transmission in data networks. Asynchronous Traffic Shaping (ATS)
extends the conventional synchronized TSN with an asynchronous scheduler to guarantee a bounded
transmitting delay. In this work, we present a Field Programmable Gate Arrays (FPGA) implementation
of a TSN scheduling entity, which leverages ATS for the frame forwarding process. We explore the ATS
design by function blocks and compare it with a benchmark design utilizing strict-priority scheduling. In
terms of operating frequency, our results indicate that strict-priority scheduling performs 1.05% to 9.56%
higher maximum frequency than ATS with the same configurations. Regarding resource utilization, ATS
consumes 51% to 119% more logic blocks and 51% to 101% more registers than strict-priority scheduling.
Based on the synthesis and fitting results from Register-Transfer Level (RTL) simulations, we provide a
general vision of designing and implementing considerations of the ATS function. Specifically, we show the
influences of the buffer and bus width configuration on the FPGA implementation scale and data rate.

INDEX TERMS Ethernet networks, Real-time systems, Hardware, Scheduling algorithm, FPGA

I. INTRODUCTION

The amount of data to be shared/exchanged has increased
exponentially in recent embedded systems, such as automo-
tive, industrial control, and avionic networks [1]–[3]. Since
real-time applications sensitive to latency are common in
most systems, it raises a requirement for data transmission
in the network. In order to build real-time communication
capability over the data link layer, it is crucial to guarantee
a deterministic low End-to-End (E2E) latency and jitter in
technology such as Ethernet. TSN standards provide an im-
provement to the IEEE 802.3 Ethernet network regarding the
deterministic services. One of the main contributions of TSN
is to guarantee bounded low latency for frame transmission.
Relying on the time synchronization mechanism in TSN,
IEEE 802.1 Qbv standard [4] defines the Enhancements for
Scheduled Traffic, i.e., Time-Aware Shaping (TAS). With the
precise time alignment of all nodes in the network, the TAS-
enabled domain assigns dedicated time slots for the time-
critical flows to avoid interference from other non-critical
traffics.

However, since the gate operations have to comply with
constant time intervals in the scheduler, the Scheduled Traffic

(ST) classes in TAS are limited to the flows with a periodic
transmission feature. A sporadic flow is not supported as an
ST class. From the perspective of hardware implementation,
the device needs to allocate hardware resources (i.e., compu-
tation and memory) for synchronization maintenance and the
execution of the time-triggered gate actions, accordingly.

In order to achieve a real-time guarantee without global
time synchronization, the ATS is introduced to the TSN
standards [5]. ATS utilizes a token-bucket-based scheduling
approach to achieve bounded low latency, and jitter [6].
The ongoing ATS standardization is led by the IEEE 802.1
Qcr working group [7]. It has been proved in [8] that ATS
has better performance than TAS for sporadic flows. Never-
theless, the transmissions of periodic critical flows are less
predictable in ATS than in TAS. The reason is that ATS
offers certain fairness to all traffic classes. Overall, ATS can
still provide critical flows with bounded low latency and
requires no prerequisite on the traffic pattern (i.e., periodic
or sporadic). It makes ATS a promising solution to be part
of a deterministic transmission network used for distributed
real-time systems.

To ensure the Quality-of-Service (QoS) in networks, ATS
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implements the flow classification based on the incom-
ing frames’ priority level. It supports a flexible classifying
mechanism with multiple classes and per-stream schedul-
ing. Hence, the assignment of queuing and priority levels
becomes a critical synthesis issue at design time as it deter-
mines the latency of each stream. Depending on the network
size and QoS requirements, the maximum number of traffic
classes supported in the entity also needs to be decided at de-
sign time. Nevertheless, the influence of classification on the
scale of needed Input or Output (I/O) pins and other hardware
resources, such as logic blocks and memory blocks, are still
unknown. For hardware platforms, the available resources
and performance vary significantly among products. To tailor
the devices used for specific cases at justifiable costs, the ca-
pability and scalability of the specific type of device are some
of the necessary issues that the network equipment providers
have to address based on the implementing consideration.

Various hardware is available in the market, such as
Application Specific Integrated Circuit (ASIC) and FPGA.
FPGA is highly customized and can be quickly reconfigured
to support different configurations, so we implement ATS
on an FPGA platform to test various configurations. Since
the main objective is to investigate the hardware’s resource
consumption and throughput, we leverage the Intel Quartus
and Modelsim software to implement ATS in RTL simulation
and validate the implementation with multiple testbenches.

A. CONTRIBUTIONS
ATS has been verified to meet tight real-time constraints
with an effective synthesis solution in [9]. The novelty and
objective of this paper are to explore the influence of ATS
classification policy on the hardware resource consumption
and compare the scale and throughput performance of ATS
to strict-priority scheduling with the same configurations.
Specifically, the contributions of this paper are:

• We present a generic FPGA implementation of ATS
that can be configured with different bus widths and
maximum numbers of traffic classes, and we give a
sophisticated demonstration by function blocks.

• We implement the RTL simulations of a strict-priority
component as well as the ATS component on an Intel
Stratix V series FPGA device, respectively. Then we
compare the hardware frequency, resource utilization,
and throughput results between ATS and strict-priority
regarding the entire design and individual blocks.

• We evaluate the ATS and strict-priority designs by set-
ting up 32 different configurations for each scheme. We
investigate the influences of the number of traffic classes
and bus width on the design.

Strict-priority is a basic method for traffic scheduling in
a switched network, which uses simple scheme to priori-
tize the high-priority class. ATS also combines prioritization
to execute transmission selection. Furthermore, ATS needs
function blocks to record timing information and calculate
eligibility time on a per-stream basis to regulate the outbound

flows. Therefore, it is interesting to compare ATS with the
traditional strict-priority policy in a hardware form.

B. RELATED WORK
In order to accelerate system speed, FPGA hardware is
widely used to distribute workloads from the software. A
number of works existing in the literature have investigated
various FPGA-based Ethernet applications. An FPGA im-
plementation of real-time Ethernet functions is introduced in
[10], the FPGA is embedded in a Commercial Off The Shelf
(COTS) switch and is used to accelerate the forwarding of
real-time frames in the switch. The work in [11] presents an
Ethernet switch structure that uses an FPGA for cut-through
forwarding, which also supports the IEEE 1588 Precision
Time Protocol (PTP). Moreover, specialized FPGA compo-
nents are often used for dedicated functionalities. In [12],
[13], FPGA implementations are used to generate highly
accurate timestamp on the frames. The works in [14], [15]
propose an FPGA-based implementation performing TSN
frame preemption. A hardware/Software co-design of an
Ethernet controller is proposed in [16], where the FPGA is
used in the Ethernet MAC to achieve time-triggered trans-
mission. The paper includes a hardware consumption of
the internal modules in the FPGA device, indicating the
task partitioning of hardware and software stack. Memory
space is an essential resource for the TSN hardware switch,
especially when the on-chip memory is preferable for a
faster processing duration. In [17], the author proposed a
switch architecture for time-triggered TSN switches with
a memory usage optimization. The paper investigated the
hardware resource utilization of the proposed TSN switch
architecture on an FPGA device. A TSN switch is required
to deal with a high data throughput in the network. The
switch architecture needs to be faster enough for line-rate
operations. In [18], a TSN switch architecture supporting
TAS, frame preemption, and Credit-Based Shaper at high
throughput is proposed. The architecture utilizes a Virtual
Output Queuing (VOQ) framework to save hardware memory
utilization. An experimental setup of TSN TAS scheduling is
introduced in [19], which was implemented in a hardware
platform with prototypical FPGA-based ports that support
synchronization and TAS scheduling. The platform achieved
guaranteed worst-case latency for time-triggered frames.

ATS has drawn much attention since it offers an alternative
to TSN synchronous scheduling methods. The asynchronous
feature enables all types of flows with potential deterministic
transmissions. Several works have documented the perfor-
mance analysis of ATS [8], [20]–[23]. However, to the best of
the author’s knowledge, no one has investigated the hardware
implementation of ATS as we introduce in this work.

C. PAPER OUTLINE
The rest of the paper is organized as follows. In Section
II, we introduce the basic function blocks of the ATS and
the mappings of these function blocks to FPGA. In Section
III, the primary hardware implementation metrics relevant
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FIGURE 1: An abstraction of the ATS entity (highlighted) in a switching port, the figure demonstrates the location of the ATS
entity inside an example switch system

to the scheduling entity are described. The experimental
setup and evaluation of our design are given in Section IV.
Additionally, the comparison between the ATS and the strict-
priority components are shown in Section IV. The paper is
concluded in Section V.

II. MAPPING ATS FUNCTION BLOCKS TO HARDWARE
Switched Ethernet provides effective data transmission in
terms of bandwidth utilization. Strict priority is widely
adopted in the switched network to provide classified QoS
services. The time-critical frames are offered with a high-
priority traffic class, eliminating part of the latency caused
by low-priority traffic classes. However, a low-priority frame
may start ahead of high-priority frame transmission. This
condition leads to excessive latency for the high-priority
frame.

By creating dedicated transmitting time slots for scheduled
flows, TAS scheduling prevents the contention of transmis-
sion within the same port. In contrast, ATS utilizes a local
system clock for scheduling operations, such as assigning
per-stream eligibility times for transmission selection. Ac-
cording to their priority values and the classification rules in
ATS, frames are classified into different classes. Later, the
frames are buffered in a per-class queuing manner. This sec-
tion briefly describes the mapping of ATS functional modules
to FPGA and demonstrates the hardware implementation.

Figure 1 demonstrates the ATS entity and several relevant
parts in a switching device. The ATS entity is deployed
at the egress path in each port. Frames from the reception
ports are forwarded through the switch fabrics and arrive at
the corresponding transmission port’s scheduling entity. We
implement the ATS entity (highlighted in the figure) and test
it in a simulated surrounding. The entity uses the Avalon
interface [24] to communicate with other parts.

A. STREAM GATE
In ATS, flows are classified and filtered once arriving at the
egress port. At the stream gate, the original priority of the
frame can be mapped to an Internal Priority Value (IPV) so
that a per-hop implementation of QoS can be achieved. If Per-

Stream Filtering and Policing (PSFP) is supported, the stream
gate also carries out functions such as gate control operations
and flow metering. It is beyond the scope of the paper to
explore PSFP in more detail, an overview can be found in
[25]. During the frames are parsed in the stream gate, the
frame length and arrival time will be transferred to the ATS
scheduler module to calculate eligibility time (described in
Section II-C).

In this work, all frames follow the Ethernet 802.3 tagged
frame format. The format includes a four-byte field for the
VLAN tag, as well as a two-byte field indicating the length
of the Ethernet frame. To reduce the complexity of the
classifying process, we use the VLAN tag for the proprietary
classification scheme in our design. Depending on the bus
width of the FPGA design, the VLAN tag field comes at
a different round of input. Therefore, before the tag field is
read, the data must be stored temporally until the traffic class
decides the output direction.

B. DATA BUFFER
In the case of ATS, frames are queued separately based on
the assigned IPV at every egress port. Therefore, buffering
memory needs to be partitioned based on the number of
queues. Our designs use the embedded memory blocks pro-
vided by the FPGA. The available space for data buffer is
set to 16384 word in total, where each word equals the bus
width. It is important for a designer to consider delineating
and sharing the available memory among multiple queues.
However, since the buffer depth can only be base-two values,
the buffer depth is set to 4096 word in the 3-class design,
consuming 3 × 4096 = 12288 word memory in total. The 5-
, 6-, and 7-class designs use buffers with 2048-word depth,
consuming 5 × 2048 = 10240, 6 × 2048 = 12288, and
7 × 2048 = 14336-word total memory space, respectively.
While the 1-, 2-, 4-, and 8-classes designs use 1 × 16384-
word, 2 × 8192-word, 4 × 4096-word, and 8 × 2048-word
buffers, utilizing all the 16384 word memory space.

Each traffic class is assigned to a separate buffer to enable
better traffic flow isolation, where the buffering memory is
implemented through a First-In-First-Out (FIFO) approach.
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Each buffer is constituted by one or a set of FIFOs, with the
corresponding memory space. According to the ATS algo-
rithm, the frames’ eligibility time are assigned in ascending
order so that the frames arrive earlier will be forwarded be-
fore the later ones. The FIFO feature satisfies the mechanism
since the frame stored at the head of the FIFO gets processed
first.

C. ATS SCHEDULER MODULE
The scheduler module realizes the computational functions
and maintains the scheduling parameters on a per-stream
basis. The ATS buffering approach provides the possibility
of fine-grained traffic management. The scheduler separately
makes scheduling decisions and applies to frames that belong
to different traffic classes. The following piece of pseudo-
code demonstrates the calculation of the frame’s eligibility
time in the ATS scheduler module. The DlengthRecover and
DemptyToFull denote the required duration to recover a full
bucket, equaling to the frame length and the committed
burst size, respectively. Then the shaperEligibility time and
bucketFull time can be calculated based on the bucketEmpty
time. Before the frames get queued in the buffer, the module
calculates and assigns the eligibility time to the frames.
The eligibility time is the maximum among arrival time,
groupEligibility time, and shaperEligibility time. Afterwards,
the bucketEmpty time is updated based on the values of
eligibility time, bucketFull time, and shaperEligibility time.

/* ATS eligibility time calculation */
DlengthRecover = framelength/rate;
DemptyToFull = burstsize/rate;
TshaperEligibility = TbucketEmpty +DlengthRecover;
TbucketFull = TbucketEmpty +DemptyToFull;
Teligibility = max(Tarrival, TgroupEligibility,

TshaperEligibility);
if Teligibility ≤ (Tarrival+MaxResidencetime/1.0e9)
TgroupEligibility = TshaperEligibility;
T bucketEmpty = (Teligibility < TbucketFull) ?

TshaperEligibility :

TshaperEligibility + Teligibility − TbucketFull ;

In our design, the Hardware Description Language (HDL)
tool assigns general circuit for the arithmetic functions in the
scheduler module instead of Digital Signal Processor (DSP)
blocks. DSP is a dedicated block in FPGA to accelerate
massive floating-point calculation. The speed improvement
in our design is trivial since the ATS algorithm is a rela-
tively simple process. The calculation mostly uses integer
addition/subtraction and comparison. The arithmetic function
is programmed with less than 20 lines of HDL codes. It
is translated to the adder and general FPGA circuit in the
scheduler module. The benefits of using a general circuit
are retaining the design’s simplicity and keeping the design
portable among any FPGA platforms. However, this means
the design will have higher logic block consumption because
of the calculation [26].

D. INFO BUFFER
After calculating eligibility time, a group of Info buffers is
employed after the scheduler module to store all the eligi-
bility time information. Same as the data buffer, the info
buffer is also separated by the traffic classes. A group of shift
registers is used in the scheduler module to delay the eligibil-
ity info until their corresponding traffic class is determined.
Then the scheduler module forwards the calculated eligibility
times to the corresponding info buffer. A valid signal will
be sent to the Write request port of the info buffer from the
scheduler module at the same time so that the positions where
the frames and their eligibility info are stored are identical in
the Data and info buffer.

Regardless of bus width, the total space for the info buffer
is fixed at 4096 word, where each word equals to 32 bit. The
3-class design uses 1024-word buffer for info buffer, taking
3×1024 = 3072-word memory space. The 5-, 6-, and 7-class
design use 512-word buffers and occupy 5 × 512 = 2560,
6 × 512 = 3072, and 7 × 512 = 3584-word space. The 1-,
2-, 4-, and 8-class designs have 1 × 4096-word, 2 × 2048-
word, 4× 1024-word, and 8× 512-word buffers, utilizing all
4096-word memory space for info buffer.

E. TRANSMISSION SELECTOR
After the scheduler module executes the arithmetic function
and writes the eligibility times in the Info buffers, the stored
data are used for transmitting operations by the transmission
selector.

When a frame comes to the head of the data buffer, the
selector sends a read request to the corresponding info buffer
and matches the eligibility time with the frame. This process
recurs every time a frame is transmitted. Accordingly, the
selector reads out the frames with eligibility time earlier or
equal to the current time. Finally, frames are transmitted
when the egress port is idle. Similar to a multiplexer in
functions, the selector receives frames from several buffers
and transmits through one output. When multiple frames are
eligible for transmission, the one with the earliest eligibility
time will be selected first. The selector assures one frame of
getting transmitted every round to avoid port contention.

The eligibility-time-driven feature decides the transmis-
sion selector works in a non-work-conserving manner. It
means the selector is not always busy, despite the presence
of stored frames in the buffers. The selector only reads out
the frames when one or more eligibility times are met with
the current time, otherwise, the frames will remain in the
FIFO until the time. In this way, the transmission channel
may become idle during consecutive transmissions, making
lower bandwidth utilization. On the other hand, since the
non-work-conserving selector regulates frame transmission
according to time instant, it is one of the primary features to
achieve deterministic transmission and mitigate jitter in the
network.

Figure 1 describes the schematic relationship between the
scheduler module and the selector. However, the two function
blocks are implemented within the same entity. Because of
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FIGURE 2: An illustration of the modules in the strict-
priority entity. The frame stored in the buffer with the highest
priority is selected for transmission by the entity

that, some of the signals and variables can be shared easily
between the two blocks.

F. STRICT-PRIORITY BENCHMARK
To benchmark the hardware resource utilization and through-
put of traffic scheduling hardware, we also develop a strict-
priority scheduling entity as a reference. It is the default
transmission selection algorithm supported by all bridges in
the IEEE 802.1Q networks [30]. The strict-priority demands
no complex scheduling algorithms. It uses a work-conserving
selector that always performs transmission when frames ex-
ist in the buffers. It is common to integrate strict-priority
scheduling with another scheduler to offer a deterministic
guarantee.

As depicted in Figure 2, the strict-priority design utilizes a
similar structure as the ATS, including a stream gate instance,
a group of buffers for per-class queuing, and one transmission
selector. The strict-priority stream gate is responsible for
classifying and filtering the incoming data frames. The gate
supports a maximum of eight different classes. Compared
with ATS, the time stamping process is removed from the
stream gate, as the transmissions are not triggered by time
instant. Frames with the same priority level are stored in one
buffer. The memory space applies the same division scheme
as ATS. On the other hand, since the scheduling policy
requires no frame metadata, the strict-priority design requires
no memory space to info buffer to store frame information.
When frames present in the data buffer and the transmission
selector is idle, it polls buffers starting from the highest-
priority class. As a reference group, the strict-priority design
is also evaluated with the configurations of 64-, 128-, 256-
bit, and 512-bit bus width, combining with one to eight
maximum supported traffic classes.

III. HARDWARE IMPLEMENTATION METRICS
A. LOGIC BLOCK
FPGA comprises arrays of basic logic blocks combined to
implement logic-gate, arithmetic, and register-related opera-

tions. Each logic block has multiple inputs and outputs pins,
and it has access to programmable connections to adjacent
blocks. One fracturable Look-Up Table (LUT) receives the
inputs to the logic block. It stores the values that correspond
to all input variables and drives the outputs according to
the input values. In this way, the LUT is able to implement
any user-defined Boolean functions. Each logic block also
contains several registers before the output pins of the block.
In some cases, logic blocks also include adders for simple
arithmetic capability [27]. With a fixed designing structure,
the number of logic blocks needed in the ATS design is
driven by multiple elements. In this work, we investigate
the effect of the traffic classification (Section III-E) and bus
width (Section III-D) on resources utilization.

B. BRAM
In the FPGAs, large FIFOs are composed of Block Random
Access Memorys (BRAMs) [28]. The amount of used BRAM
blocks is used to reflect the memory usage of hardware
design in this work. The specific Intel Stratix V device used
here contains 2640 M20K BRAM blocks with 20480-bit
space each. The M20K BRAM supports a flexible memory
configuration depending on the bus width of the design. The
space of each BRAM (denoted by θ, and θ = 20480 in this
paper) can be calculated using Equation 1, where τ and ω
denote the depth and data width:

θBRAM = τBRAM × ωBRAM (1)

Depending on the depth of one FIFO, the number of M20K
BRAMs in one FIFO can be calculated by:

δBRAM =
τFIFO × ωBRAM

θBRAM
(2)

δBRAM denoted the amount of BRAM per FIFO. Figure 3
shows the number of BRAMs needed per FIFO as a function
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width
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I/O Width (bit) Direction Description

data_in 64/128/256/512 Input Data input from upstream
block, e.g. switch fabric

startofframe_in 1 Input Mark the beginning of
input data

reset 1 Input Reset bit to initialize all
signals

clk 1 Input Clock signal
data_out 64/128/256/512 Output Data output from the entity

startofframe_out 1 Output Mark the beginning of
output data

TABLE 1: I/O pins used in the ATS entity

of FIFO’s depth. Four different bus-width cases used in our
designs are given. As can be seen from the figure, the amount
of required BRAMs per FIFO increases with the bus width
and FIFO’s depth.

C. I/O PINS
The I/O pins are used to connect the FPGA with external,
as well as some reserved pins to specialized peripherals,
e.g., external clock signals, Double-Data-Rate Synchronous
dynamic random-access memory (DDR SDRAM). In this
work, we use the customized Avalon-Streaming interfaces to
connect the ATS entity.

Table 1 shows the I/Os of the ATS entity. The entity uses
one data_in interface to receive frames from the upstream
entity, such as a switch fabric, one startofframe interface to
mark the beginning of the frames. The ATS entity transmits
all frames via one data_out interface to the downstream
entity, such as an Ethernet MAC and PHY. The total number
of I/O pins used in the design can be calculated by:

∆pin = ωinput + ωoutput + ωclock + ωstart_in + ωreset

+ ωstart_out
(3)

Where ∆pin denote the total number of I/O pins. ωstart_in
and ωstart_out are the number of I/Os for the startofframe
interfaces. The design also has one clock interface for a single
timing reference, one reset interface, which are represented
by ωclock and ωreset, accordingly. ωinput and ωoutput are the
data widths of the input and output interfaces.

D. DATA RATE
Traffic scheduling plays an important role in the forwarding
process, therefore, the achieved maximum data rate is a
crucial parameter for the ATS design. The maximum rate (R)
supported by one interface is calculated by:

Rmax = ωbus × Fmax (4)

Fmax is the maximum frequency of the design, indicating
how many input data cycles the design can handle in one
second. The maximum rate is calculated under the situation
when (64 × n) Byte frames are transmitted, which leaves no
spare bit on the data bus. In reality, the data rate declines
when there are spare bits in the data bus while processing a

frame. We use the maximum results of data rate for compar-
ison in this work.

Modern FPGAs are compatible with high-speed data com-
munications. The Stratix V GT devices come with 28.05-
Gbps and 12.5-Gbps transceivers that are suitable for fast
switching applications [29]. With a targeted clock frequency
of 200MHz, 64-bit, 128-bit, 256-bit, and 512-bit designs cor-
respond to 10G, 25G, 40G, and 100G interfaces, respectively.
Bus width plays a critical role in affecting the FPGA utiliza-
tion. For instance, specific operations may be executed on a
per-bit base, especially the registers created for interfaces that
increase proportionally with the width.

E. NUMBER OF SUPPORTED CLASSES
The forwarding process supports up to eight traffic classes
with separate queues for each class [7]. The process in the
one-class configuration is always straightforward. Since there
is only one data path in the design, all frames are mapped
to the same priority level. The scheduler module only needs
a sole function block to calculate the eligibility info. The
selector starts to transmit frames from the buffer whenever an
eligibility time is reached, without checking if another traffic
class occupies the port.

In more complex cases, where multiple classes are sup-
ported, the received frames are classified and forwarded to
the corresponding buffers by the stream gate. Assuming a sin-
gle input interface to the stream gate, it can support different
numbers of classes with minor changes since one sequential
case statement is used for the stream gating process in the
design. In contrast to the stream gate, the scheduler module
needs separate and concurrent code blocks to calculate per-
stream status. The scheduler module scale is expected to vary
significantly with the number of streams and traffic classes.

Depending on the network configuration, the required
number of traffic classes differs among cases. Designs with
more supported classes come with a cost of hardware re-
sources and prices. As described above, the resource utiliza-
tion changes with the number of traffic classes used in the
design. They are caused by the difference of needed logic
blocks in the scheduler module. Besides, the configuration
and size of FIFOs vary with the number of supported classes,
and these factors also significantly impact resource utiliza-
tion.

IV. EXPERIMENTAL EVALUATION
A. METHODOLOGY
To evaluate the ATS design, we carried out synthe-
sis, fitting, and timing analyzing within RTL simulations.
The work is implemented on an Intel Stratix V FPGA
(5SGXMABN3F45I4) in the Intel Quartus 16.1 and Mod-
elsim 10.5b software. Firstly, the logic functions are vali-
dated with testbench in the RTL simulations. The conducted
tests include: (a) stress tests that generate consecutive bursty
Ethernet 802.3 tagged frames with the minimal length, (b)
randomization tests that feed frames with variable length and
interval.
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After the functional validations, we run a series of sim-
ulated synthesis and fitting for the design in Quartus, these
steps translate the code into device-specific primitives and
map the primitives to the device and specify the usage of
routing resources. The required data on the logic block uti-
lization, registers, pins, and memory blocks can be acquired
from the Analysis and Synthesis Summary in Quartus soft-
ware.

Finally, the static timing analysis is performed using the
timing analyzer. The tool measures the timing performance
of all paths, as well as determines clock signals for all
register-to-register transfers translated from the code. The
tool generates a timing report that contains the maximum
frequency of the clock in the design.

B. EXPERIMENTS
The platform in this work uses an x64-based processor. Over-
all, the ATS and strict-priority entities each are tested with
32 different setups from the combination of the following
variables:

Bus width. The ATS design presented in this work can
be configured to 64-bit, 128-bit, 256-bit, and 512-bit use
cases. These four options are picked with the consideration
of the minimum Ethernet frame so that the input of one cycle
contains only one Ethernet frame or pieces from the same
frame.

Maximum supported traffic classes. To evaluate the
effect of traffic classification on the design, the maximum
supported classes in the design varies from one to eight
classes.

C. EXPERIMENTAL RESULTS
All the experimental results are discussed in this section. In
Figure 4, the first row consists of (a) number of used logic
blocks, (c) number of used registers, (e) number of used
BRAMs, and (g) Fmax as a function of the maximum number
of supported traffic classes in the ATS design. Charts in the
second row: (b), (d), (f), (h) give the corresponding results of
the strict-priority scheduling. Table 2 lists the maximum data
rate achieved in each design. Finally, Figure 5 shows the logic
block utilization as a function of the traffic class by entities:
(a) stream gate, (b) transmission selector.

1) ATS resource utilization and frequency versus
configuration
Figure 4a shows the number of logic blocks used in the ATS
scheduling. Since the required logic blocks in the scheduling
design only take a small portion of the total amount in the
Stratix V devices, the utilization is compared through the
actual number of logic blocks instead of the percentage,
which is below 1% in most cases. As can be seen, the number
of logic blocks increases with the maximum number of traffic
classes by a factor of 6.31, 7.44, 10.57, 7.80 for 64-bit, 128-
bit, 256-bit, 512-bit bus width, respectively.

The differences caused by the bus width is relatively slight
for the single-class designs, where the 64-bit, 128-bit, and

256-bit ATS require a similar amount of logic blocks, and
the 512-bit ATS utilizes around 500 more logic blocks. The
difference becomes more evident with more traffic classes:
when the design support eight classes, the 512-bit ATS has
2880, 4620, 5125 more logic blocks than the 256-, 128-, 64-
bit ATS. The reasons are that logic blocks are used frequently
and mostly on a per-bit basis. Each class requires more logic
blocks with a broader bus width. Thus, with the increasing
number of supported classes, the difference becomes more
considerable.

The results for registers used in ATS are given in Figure
4c. The numbers of registers increase from the single-class
designs to eight-class designs, and the growth rates get slower
with a wider bus width. The respective increasing factors
are 3.46, 3.10, 2.51, 1.72 for 64-bit, 128-bit, 256-bit, and
512-bit bus width ATS. Taking the vertical comparison, the
differences among four bus width cases change slightly from
a single class to eight classes. Because the registers’ primary
usage is to store data temporally, the number of registers
scales lightly on a per-bit basis.

The number of required BRAMs in the ATS are plotted
in Figure 4e. The results take both Data and info buffer into
consideration. As described in Section II-B and II-D, the
available memory space for data buffer is 16384 words of
bus width, the available space for info buffer is 4096 words of
32 bit. While in the cases of 3-, 5-, 6-, and 7-classes designs,
data buffer consumes 12288, 10240, 12288, and 14336 words
of bus width, info buffer consumes 3072, 2560, 3072, and
3584 32-bit word. Since Quartus may employ extra BRAMs
to improve timing, the single- and 2-class designs use the
most and same amount of BRAMs with the same bus width.
5-class designs use the least BRAMs since they consume
less memory space than other cases. 3- and 6-class designs
have the same amount of BRAMs, as well as 4- and 8-class
designs. More BRAMs are required with wider bus width due
to the word width equals the design’s bus width.

ATS design achieves higher than 200MHz frequency in
all cases. Figure 4g indicates that the single-class designs
have the highest maximum frequency than the others that
support more classes. The results are due to the lack of
classification and coordination functions for multiple traffic
classes. So the designs can reach the shortest logic delay
between registers. The Fmax of the designs with multiple
classes fluctuate within a certain range, the standard devia-
tions of these ATS designs are: σ64bit = 5.7, σ128bit = 10.5,
σ256bit = 8.5, σ512bit = 9.4. The fluctuation is caused
by the differences in fitting and placing the modules in the
circuit. Thus, the signal transitions among registers vary in
every case, which results in Fmax value changes. Moreover,
the fitting results generated by the Quartus software are
dependant on the values of the Fitter Initial Placement Seeds.
In this work, each compilation is tested with multiple seeds,
and the maximum results are picked.

Due to the fixed interfaces of the design, the number of
I/O pins is independent of scheduling methods and traffic
classes. According to the fitting results, the 64-bit, 128-bit,
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FIGURE 4: All experimental results of two scheduling methods. Four upper charts are the results of ATS scheduling: (a)
number of used logic blocks, (c) number of used registers, (e) number of used BRAMs, (g) the maximum frequency (Fmax) as
a function of the Maximum number of supported traffic classes. Each chart consists of four cases of different bus width used
in the design, differentiated by color. The results of the strict-priority scheduling are given in the bottom row by (b) number of
used logic blocks, (d) number of used registers, (f) number of used BRAMs, (h) Fmax as a function of the Maximum number
of supported traffic classes.

256-bit, and 512-bit designs use 132, 260, 516, 1028 I/O pins,
respectively. The amount of pins only scales with the bus
width used in the design since the width of the data_in and
data_out interfaces are the only variables of the I/O pins.

2) Comparison with benchmark
As shown in Figure 4b, the same variation as ATS also
applies to strict-priority scheduling. The number of logic
blocks increases with the number of classes by a factor
of 6.39, 9.79, 10.55, 5.84 for 64-, 128-, 256- and 512-bit,
respectively. In general, the ATS scheduling requires more
logic blocks than strict-priority with the same configuration
on traffic class and bus width. On average, the 64-bit, 128-
bit, 256b-bit, and 512-bit ATS utilize 119%, 96%, 73%, 51%
more logic blocks than the corresponding strict-priority, re-
spectively.

Figure 4d indicates that the number of registers used in
strict-priority also increase with the number of maximum
traffic classes, but with a slighter change than ATS. The num-
ber increases by 2.77, 2.43, 1.47, 0.87 for 64-, 128-, 256- and
512-bit. ATS requires more registers than the corresponding
strict-priority designs. The results indicate the 64-bit, 126-
bit, 256b-bit, and 512-bit ATS require 101%, 96%, 70%, 51%
more registers on average than the strict-priority groups.

Due to the use of info buffer, ATS requires slightly more

logic blocks than strict-priority, as shown in Figure 4f. At the
same time, two scheduling methods require the same amount
of BRAMs used for data buffer with the same configurations.

Compared with ATS, the strict-priority performs
9.56%, 4.91%, 1.05%, and 4.73% higher Fmax on average
across the 64-bit, 128-bit, 256-bit, 512-bit designs, as given
in Figure 4h. Nevertheless, in some particular cases, ATS
also achieves higher Fmax than the corresponding strict-
priority. The strict-priority is a basic scheduling method,
which requires a less complicated circuit than the ATS to be
implemented, therefore, it is more likely to achieve higher
frequency in the strict-priority designs. Moreover, these
two approaches differ significantly in the achievements, the
frequency performance is affected by multiple factors besides
the logic complexity, such as the fitting and routing among
the hardware circuit. Thus, ATS can also achieve higher
frequency than the strict-priority.

3) Maximum data rate

Table 2 lists the maximum data rate achieved by all the
designs. The values are collected after running seed sweep
for place-and-route in the Quartus software. The maximum
values we got from our experiments are given. Within
every column, the single-class designs achieve the high-
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64-bit bus width 128-bit bus width 256-bit bus width 512-bit bus width
Max. number of
supported classes

Strict-
priority ATS

Strict-
priority ATS

Strict-
priority ATS

Strict-
priority ATS

1 class 18.04 16.90 32.99 30.98 65.81 63.86 130.40 125.77
2 classes 15.16 13.59 29.13 27.58 59.86 58.25 120.50 122.67
3 classes 14.54 13.13 29.74 27.82 62.32 62.68 117.98 116.92
4 classes 14.49 13.29 29.09 27.27 61.27 62.85 122.90 109.38
5 classes 14.94 14.14 29.56 27.60 59.88 62.36 122.24 115.24
6 classes 15.08 13.89 29.57 30.92 62.10 60.76 122.42 113.17
7 classes 14.99 13.64 31.05 29.66 61.12 57.41 125.35 121.10
8 classes 15.16 13.25 30.17 28.41 61.55 60.91 117.47 111.96

TABLE 2: The maximum data rate of all the strict-priority and ATS designs, values in Gbps
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FIGURE 5: Logic block utilization by entity in the ATS and
strict-priority designs. The results of the stream gate module
are given in (a) and the transmission selector’s results are
shown in (b). In both figures, solid lines represent the results
for ATS scheduling, dashed lines represent strict-priority
scheduling. Bus width used in the design are differentiated
by color

est rate compared with the others that support multiple
classes. Depending on the higher Fmax results, strict-priority
achieves a higher rate than the corresponding ATS in most
cases. Every time the bus width doubles, the rates also

approximately become as twice as faster. ATS reaches
13.98Gbps, 28.78Gbps, 61.13Gbps, 117.03Gbps data rate
on average for 64-bit, 128-bit, 256-bit, and 512-bit designs.
The designs are compatible with the 10G, 25G, 40G, and
100G Ethernet, accordingly.

4) Logic block utilization by entities
The number of logic blocks used in the stream gate is given
in Figure 5a, where it increases with both traffic classes
and bus width. Besides, increasing from one class to eight
classes, the number increases by a factor of 3.68 for 64-
bit ATS, 6.35 for 128-bit ATS, 15.58 for 256-bit ATS, and
39.69 for 512-bit ATS. The same trend is also observed
in the strict-priority scheduling: the number of logic blocks
increases by a factor of 3.93, 6.90, 10.04, 19.02, accordingly.
Figure 5b shows the number of logic blocks used in the
transmission selector, including the scheduler module in ATS
cases. As can be seen, the numbers of logic blocks increase
linearly with the number of classes. However, the numbers
do not scale with the bus width used in the designs. The
number of logic blocks used in the transmission selector
increases by a factor of 6.63, 6.61, 6.58, 6.72 for 64-bit, 126-
bit, 256b-bit, and 512-bit ATS. In the corresponding cases,
the factors are 10.21, 9.14, 14.98, 10.74 for the strict-priority.
Compared with the entities in the strict-priority, ATS needs to
send temporal information to the scheduler module, and the
module does the arithmetic functions. Therefore, in order to
achieve in circuit, ATS requires more logic blocks than strict-
priority in both stream gate and selector module.

V. CONCLUSION AND FUTURE WORK
Traffic Scheduling of TSN is a critical feature in the Ether-
net ecosystem to achieve real-time communications. In this
paper, we map the ATS function blocks to hardware imple-
mentation and introduce the FPGA design of ATS. Based
on that, we analyze the hardware performance and resource
utilization of ATS scheduling. Furthermore, we investigate
the impacts of traffic classification and bus width setup on
the results. We also create a benchmark using a strict-priority
scheduling entity in order to compare ATS with a widely-
used scheduling method.
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Firstly, our results show the overall utilization and perfor-
mance of ATS. The frequency of ATS design achieves above
200MHz in all cases. The average data rates for 64-bit, 128-
bit, 256-bit, and 512-bit designs are compatible with 10G,
25G, 40G, and 100G Ethernet interface. Both the number
of logic blocks and registers used in ATS scales with the
number of traffic classes. Regarding individual entities, the
results indicate the number of logic block in the stream gate
increase with both the number of traffic class and bus width.
While the amount in the scheduler module only scales with
the number of traffic classes. Finally, we compare the results
in parallel with the implementation of strict-priority schedul-
ing. Our results show that strict-priority achieves a slightly
higher frequency performance than ATS. Meanwhile, ATS
requires more hardware resources in the entire design and
individual entities than strict-priority. It is worth mentioning
that the performance and resource utilization results should
be implementation-dependent. The results in this paper rep-
resent our selected designs and the experimental setup. All
tests are created with consistency for comparing purposes.

As the objective of ATS is to achieve deterministic low-
latency transmission. Latency performance is another impor-
tant metric of the ATS design, therefore, future work can be
carried out to investigate the switching delay generated by
the ATS entity.
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