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Preface 

This PhD thesis is the culmination of three years of full-time study at the 

Department of Environmental Engineering, Technical University of Denmark 

(DTU Environment) during the period October 2016 to January 2021. The 

period also included temporary leave to contribute to an EU Interreg project 

and a paternity leave. The PhD project was supervised by Professor Peter 

Steen Mikkelsen along with co-supervisors Associate Professor Luca 

Vezzaro, Krüger A/S and DTU Environment, and Professor Henrik Madsen, 

DTU Compute. The PhD project was a part of the larger Water Smart Cities 

project funded by Innovation Fund Denmark under the Grand Solution 

scheme [grant number 5157-00009B]. 

The thesis is organized in two parts: the first part is a synopsis that provides 

context and summarizes the main findings of the PhD project; the second part 

consists of three papers listed below, which have either been published, 

submitted or are in preparation for peer-reviewed scientific journals. These 

will be referred to in the text by their paper number written with the Roman 

numerals I-III. 

I Pedersen, J. W., Larsen, L. H., Thirsing, C. & Vezzaro, L. (2020). 

Reconstruction of corrupted datasets from ammonium-ISE sensors at 

WRRFs through merging with daily composite samples. Water Research, 

185, 116227. DOI: 10.1016/j.watres.2020.116227.  

 

II Pedersen, J. W., Vezzaro, L., Vedel, H., Thirsing, C., Madsen, H. & 

Mikkelsen, P. S. (2021). Comparison of high-resolution numerical 

weather predictions and radar extrapolation forecasts from an urban 

drainage perspective. Submitted.  

 

III Pedersen, J. W., Courdent, V. A. T., Vezzaro, L., Feddersen, H., Vedel, 

H., Madsen, H. & Mikkelsen, P. S. (2021). Evaluation of time-lagged 

numerical weather prediction ensembles for urban runoff forecasting with 

ROC and PR analysis. Manuscript. 
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The following peer-reviewed journal articles were also prepared during the 

PhD project but were not part of the thesis: 

 

Vezzaro, L., Pedersen, J. W., Larsen, L. H., Thirsing, C., Duus, L. B. & 

Mikkelsen, P. S. (2020). Evaluating the performance of a simple 

phenomenological model for online forecasting of ammonium 

concentrations at WWTP inlets. Water Science and Technology, 81(1), pp. 

109-120. DOI: 10.2166/wst.2020.085 

Pedersen, A. N., Pedersen, J. W., Vigueras-Rodriguez, A., Brink-Kjær, A., 

Borup, M. & Mikkelsen, P. S. (2021). The Bellinge data set: Open data and 

models for community-wide urban drainage systems research. Submitted. 

 

The following conference contributions were also produced during the PhD 

study: 

Vezzaro, L., Pedersen, J. W., Courdent, V. A. T., Löwe, R., & Mikkelsen, P. 

S. (2017). Towards a domain-based framework for use of rainfall forecasts 

in control of integrated urban wastewater systems. In Proceedings of 12th 

IWA Specialized Conference on Instrumentation, Control and Automation, 

11-14 June, Québec, Canada, pp. 149-157 (Full paper). 

Courdent, V. A. T., Pedersen, J. W., Munk-Nielsen, T., & Mikkelsen, P. S. 

(2017). Using a time-lagged method to enhance Numerical Weather Pre-

diction for urban drainage applications. In 14th IWA/IAHR International 

Conference on Urban Drainage, 10-15 September, Prague, Czech Republic, 

pp. 1639-1642 (Extended abstract). 

Pedersen, J. W., Courdent, V. A. T., Vezzaro, L., Vedel, H., Madsen, H., & 

Mikkelsen, P. S. (2017). Spatial bias and uncertainty in numerical weather 

predictions for urban runoff forecasts with long time horizons. In 14th 

IWA/IAHR International Conference on Urban Drainage, 10-15 Septem-

ber, Prague, Czech Republic, pp. 168-171 (Extended abstract). 

Pedersen, J. W., Courdent, V. A. T., Vezzaro, L., Madsen, H., & Mikkelsen, 

P. S. (2017). Urban runoff forecasting with ensemble weather predictions. 

In 15th Nordic Wastewater Conference, 10-12 October, Aarhus, Denmark, 

2 pp (Abstract). 

Pedersen, J. W., Vezzaro, L., Vedel, H., Madsen, H., & Mikkelsen, P. S. 

(2018). Performance of High-Resolution Numerical Weather Predictions 

with a Rapid Updating Cycle for Urban Runoff Forecasting. In 11th Inter-
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national Conference on Urban Drainage Modelling, 23-26 September, Pa-

lermo, Italy. pp. 438-441 (Extended abstract). 

Pedersen, J. W., Vezzaro, L., Madsen, H., & Mikkelsen, P. S. (2018). En-

semble forecasts of urban runoff from a deterministic Numerical Weather 

Prediction model by use of spatial neighborhood sampling. In Rainfall 

Monitoring, Modelling and Forecasting in Urban Environment. Urban-

Rain18: 11th International Workshop on Precipitation in Urban Areas, 5-7 

December, St. Moritz, Switzerland, pp. 89-91 (Extended abstract). 

Stentoft, P. A., Vezzaro, L., Courdent, V., Pedersen, J. W., Thomsen, H. A., 

Mikkelsen, P. S., Tisserand, B. & Amiel, C. (2019). Real Time Forecasting 

of Flows and Loads to WWTPs for Enhanced Hydraulic and Biological 

Capacity during Stormwater Events. In 10th edition of the NOVATECH 

conference, 2-4 July, Lyon, France, 4 pp (Extended abstract). 

Vezzaro, L., Pedersen, J. W., Larsen, L. H., Thirsing, C., Duus, L. B., 

Breinholt, A., & Mikkelsen, P. S. (2019). Evaluating the performance of a 

simple phenomenological model for online forecasting of ammonium con-

centrations. In 9th International Conference on Sewer Processes & Net-

works, 27-30 August, Aalborg, Denmark, 13 pp (Full paper). 

Vezzaro, L., Pedersen, J. W., Larsen, L. H., & Thirsing, C. (2020). Online 

forecasting of flows and ammonia load at WWTP inlet. In 14th annual Wa-

ter Research Conference: Danish Water Forum (DWF), Copenhagen, 

Denmark, pp. 37 (Abstract). 

Pedersen, A. N., Pedersen, J. W., Borup, M., Brink-Kjær, Christensen, L. E. 

& Mikkelsen, P.S. (2021). Use of signatures for systematic diagnostic 

comparison of time series from urban drainage models and data. Accepted 

for presentation at the 15th IWA/IAHR International Conference on Urban 

Drainage, September 2021, Melbourne, Australia (Abstract, postponed due 

to the Covid-19 pandemic). 

Pedersen, J. W., Vezzaro, L., Vedel, H., Madsen, H., Mikkelsen, P. S. 

(2021): Numerical weather predictions (NWP) as a new source of infor-

mation for improving the operation of urban drainage and wastewater sys-

tem. IWA WWC&E, 9-14 May 2021 (Abstract, postponed to September 

2022 due to the Covid-19 pandemic). 
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Summary 

Urban drainage and wastewater systems are responsible for protecting the 

environment against pollution and the public against diseases and flooding. 

These systems have traditionally been engineered as static solutions but the 

current wave of digitalization means that they are transitioning into actively 

managed assets. Real-time operations aim to accurately monitor the current 

state of the system, forecast its near future behavior, and based on this control 

actuators that allow for flexible performance. These efforts are often built on 

advanced algorithms that require high-quality input data to properly function. 

Since rainfall and ammonium concentrations in wastewater are some of the 

most important variables for general system performance, this thesis deals 

with obtaining good data on these two aspects. The main research objectives 

are about how to improve in-sewer measurements of ammonium with ammo-

nium ion-selective electrodes (A-ISE), and how to use numerical weather 

prediction (NWP) for forecasting rainfall and flow in sewers. 

Wastewater from households contain ammonium, which can have serious det-

rimental environmental effects if discharged into surface waters. It is there-

fore important that water resource recovery facilities (WRRFs) can accurately 

monitor, forecast, and ultimately remove it from the wastewater they receive. 

A-ISE technology has the advantage of measuring directly in the wastewater 

stream while being cheap to purchase and operate. However, it is also gener-

ally regarded as an unreliable data source prone to several types of errors. A 

one-year measurement campaign at a WRRF highlighted that the currently 

recommend approach to A-ISE sensor recalibration based on grab samples is 

inadequate. The result was a raw signal with erratic jumps and effects of 

drifting. A methodology to correct the errors in the signal was therefore de-

veloped based on integrating information from the A-ISE sensors and 24-h 

volume-proportional composite samples. The composite samples are availa-

ble at many WRRFs and the methodology can thus be used without additional 

operational costs. The corrected signal provided a much more reliable esti-

mate of ammonium concentrations, and could be used to estimate software 

sensors with more precise predictions. While there are still improvements to 

be made within use of A-ISE for monitoring ammonium in wastewater and to 

the developed methodology, the thesis has made major progress towards a 

measurement setup that can deliver reliable A-ISE data to wastewater manag-

ers. 
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NWP predicts rainfall through large-scale simulations of atmospheric physics 

and is the main alternative to radar extrapolation forecasts, which are more 

commonly used for urban drainage applications. However, the collective ex-

periences with NWP for urban drainage purposes are still rather few. The the-

sis therefore reviewed these experiences and extracted key lessons for how to 

use it well, and further investigated use cases for two different NWP prod-

ucts. Previous research into NWP use for urban drainage issues was grouped 

into four main topics: (1) generic rain and flow forecasting, (2) urban pluvial 

flood forecasting, (3) real-time control, and (4) post-processing. Based on 

this, advice were given on how to make sure that the scope and resolutions of 

a chosen NWP product, hydrological model, and decision algorithm are fit for 

the purpose they are intended to fulfil. 

In general, it is an issue that many published studies have been built on small 

samples of a few rain events, which often leads to inconclusive results. This 

thesis investigated NWP performance with a large forecast archive of more 

than 100 rain events, which quantified how forecast performance was de-

pendent on the type of weather event. Dynamic events with a high degree of 

evolution over time and events that consisted of small and scattered rain cells 

were difficult to predict. The NWP product could successfully be used to 

control a wet weather switch at a WRRF, which led to improved performance 

compared to a reactive control setup based on real-time rain gauge measure-

ments. 

An intuitive and easy-to-implement post-processing method based on time-

lagging was used to enhance a NWP ensemble product. The method was able 

to use information on forecast consistency from consecutive forecasts, and 

was used to make sewer flow predictions. Time-lagged forecasts were able to 

compete with a more well-known post-processing method based on spatial 

neighborhoods. 

NWP is becoming available as an open data source in many countries, and 

improvements in data resolutions and assimilation techniques are making it 

increasingly attractive for urban water purposes. With the review of how 

NWP has been used in the past and the strides made towards using these data 

for predictions and decision-making, the thesis aims to increase the uptake of 

NWP for real-time operations in urban drainage and wastewater systems. 
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Dansk sammenfatning 

Afløbs- og spildevandssystemer er ansvarlige for at beskytte miljøet mod for-

urening og befolkningen mod sygdomme samt oversvømmelser. Systemerne 

har traditionelt været konstrueret som statiske løsninger, men den igangvæ-

rende bølge af digitalisering i samfundet betyder, at systemerne er ved at ud-

vikle sig til at blive dynamiske aktiver. God realtidshåndtering af systemerne 

består af at kunne overvåge deres nuværende status, forudsige hvordan de 

opfører sig i den nærmeste fremtid og baseret på dette styre aktuatorer, der 

muliggør fleksibel ydeevne. Alt dette er ofte baseret på avancerede algorit-

mer, der kræver data af høj kvalitet for at fungere ordentligt. Da regnmæng-

der og ammoniumskoncentrationer i spildevand er nogle af de vigtigste vari-

abler at have styr på, vil denne afhandling handle om at skaffe gode data om 

disse to aspekter. Afhandlingens centrale forskningsspørgsmål omhandler, 

hvordan man kan forbedre målinger af ammonium med ion-selektive elektro-

der (A-ISE), og hvordan man kan bruge numeriske vejrprognoser (NVP) til at 

forudsige regn og vandmængder i kloakker. 

Spildevand fra husholdninger indeholder ammonium, som kan medføre seriø-

se negative påvirkninger, hvis det udledes til vandmiljøet. Det er derfor vig-

tigt, at spildevandsrenseanlæg præcist kan overvåge, forudsige og i sidste en-

de fjerne ammonium fra det spildevand, de modtager. A-ISE sensorer har den 

fordel, at de kan nedsættes direkte i det rå spildevand, samtidigt med at de er 

billige at købe og anvende. Teknologien anses dog generelt også for at være 

upålidelig datakilde, som lider under flere forskellige typer af fejl. En måle-

kampagne på et års længde viste, at den nuværende anbefalede måde at gen-

kalibrere A-ISE sensorer på, som er baseret på håndholdte prøver, er util-

strækkelig. Resultatet af målekampagnen var rådata, der både drev og inde-

holdte uregelmæssige hop. I afhandlingen er der derfor udviklet en metode, 

som kan korrigere for disse fejl ved at integrere målinger fra A-ISE sensorer-

ne og volumen-proportionale døgnprøver. Metoden kan implementeres uden 

yderligere omkostninger, da døgnprøverne allerede udtages på mange rense-

anlæg. De korrigerede data gav et meget bedre estimat af ammoniumskoncen-

trationerne og kunne bruges til at forbedre præcisionen af en software-sensor. 

Selvom både den udviklede metode og de generelle vejledninger til brug af 

A-ISE teknologi stadigt kan forbedres, så har afhandlingen gjort store frem-

skridt i forhold til at udvikle et målesystem, som kan forsyne brugere med 

pålidelige A-ISE data til spildevandshåndtering. 
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NVP forudsiger regn gennem simuleringer af atmosfærefysik på stor skala, 

og de er det primære alternativ til radar-baserede ekstrapolationsprognoser, 

som er bredere anvendt i afløbsbranchen. Branchens erfaring med NVP er 

stadig lille og spredt. Afhandlingen forsøger derfor at skabe et samlet over-

blik over disse samt at destillere nogle vigtige læringspunkter for god brug af 

denne datatype. Den nuværende forskning i NVP for afløbsorienterede formål 

kan opdeles i fire emner: (1) generiske forudsigelser af regn og flow, (2) for-

udsigelser af regnbetingede oversvømmelser i byer, (3) realtidsstyring og (4) 

post-processering. Derudover har forskningen i denne afhandling også yderli-

gere undersøgt to forskellige formål for brug af NVP data. Baseret på dette 

udstikkes der retningslinjer for, hvordan man kombinerer NVP dataprodukter, 

hydrologiske modeller og beslutningsalgoritmer på en hensigtsmæssig måde. 

Det er et generelt problem, at meget udgivet forskning er baseret på små ana-

lyser med en håndfuld regnhændelser, hvilket ofte leder til vage og ufuld-

stændige konklusioner. For at modvirke dette er resultaterne i denne afhand-

ling baseret på store arkiver af historiske prognoser med mere end 100 reng-

hændelser. Dette har bl.a. muliggjort en kvantificering af, hvordan forskellige 

vejrtyper påvirker prognosernes nøjagtighed. Dynamiske hændelser, der ud-

vikler sig meget over tid, samt hændelser bestående af små og spredte byger 

var sværest at forudsige. Afhandlingen har også vist, at et NVP produkt suc-

cesfuldt kan anvendes til at styre, hvornår et renseanlæg skal skifte mellem 

tør- og regnvejrsoptimeret styring. 

En intuitiv metode til post-processering af NVP ensembledata, der er nem at 

implementere, er også blevet vurderet i afhandlingen. Metoden kunne udnytte 

information, om hvor konsistente efterfølgende prognoser er, og blev brugt til 

at forudsige afstrømning af vand i kloakker. Denne ”time-lag”-metode viste 

sig at være konkurrencedygtig sammenlignet med en mere velkendt post-

processeringsalgoritme baseret på rumlige naboområder. 

NVP er på vej til at blive en åben og gratis datakilde i mange lande, og ved-

varende forbedringer i dataopløsning og dataassimileringsmetoder gør dem 

mere og mere attraktive for vandbranchen. Med det givne overblik over tidli-

gere brug af NVP, de udstukne retningslinjer samt de præsenterede dataana-

lyser sigter afhandlingen mod at øge brugen af NVP for realtidshåndtering af 

både afløbs- og spildevandssystemer. 
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1 Introduction and background 

1.1 Traditional urban drainage and wastewater 

systems 
Urban drainage and wastewater systems are responsible for safely managing 

the stormwater runoff caused by rainfall over cities and the wastewater pro-

duced by households and industries. These functions are so important for so-

ciety that they have been named one of the greatest medical advances in hu-

man history together with clean water supply (Ferriman, 2007). Drainage sys-

tems are generally split into two types of systems: combined sewers where 

storm- and wastewater are conveyed in the same pipes, and separate sewers 

where the two never mix. Many cities are dominated by centralized drainage 

and wastewater solutions, where the combined water and the wastewater 

component of separate systems are transported to a water resources recovery 

facility (WRRF). Here, the water is safely treated before it is discharged into 

a recipient water body. 

Installation of centralized systems require massive infrastructure investments, 

and they are thus typically planned to have lifespans of many decades or even 

a century. The infrastructure present in many cities today is therefore old and 

have to deal with growing pressures that were not accounted for by their de-

signers (Neumann et al., 2015). Some of the most pertinent ones are large-

scale urbanization, changing rainfall patterns due to climate change, and 

more stringent regulations on operational costs and environmental impacts.  

 

1.2 The digital revolution is here 
At the same time, the ongoing revolution in information and communications 

technology in society at large is disrupting how the water sector functions. A 

plethora of new concepts and their relevance for the water sector have 

emerged in recent years such as digitalization, Smart Cities (Albino et al., 

2015), Water 4.0 (Sedlak, 2014), Internet of Things (Atzori et al., 2010), arti-

ficial intelligence and big data (Garrido-Baserba et al., 2020). All of these 

concepts point towards the same key trends:  

 Urban water systems are transforming from static installations into dy-

namic, responsive systems that react to changing needs and conditions 

in space and time (García et al., 2015; Kerkez et al., 2016).  
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 The physical systems are becoming cyber-physical with digital plat-

forms, sensor data, modeling techniques, and communications technol-

ogy playing an increasingly central role in planning and operations 

(Blumensaat et al., 2019; Eggimann et al., 2017; Kerkez et al., 2016). 

 They are expected to deal with an increasingly diverse set of societal 

needs through integration with other systems. Examples are extraction 

and recycling of valuable nutrients from wastewater, supplying cities 

with district heating, and for stormwater infrastructure to provide co-

benefits such as additional value to public health (Alves et al., 2018; 

Grant et al., 2012; van Loosdrecht and Brdjanovic, 2014). 

Digital platforms that integrate sensor data and advanced modeling tech-

niques can be used to create so-called “digital twins” of the physical systems 

(Autiosalo et al., 2019; Wright and Davidson, 2020). These will allow im-

proved system understanding especially for locations that are not directly 

monitored (Haimi et al., 2013), better performance assessment and reporting, 

as well as aid with long-term planning through simulations of potential future 

scenarios (Löwe et al., 2017; Rauch et al., 2017). For urban drainage systems, 

they may allow investigations of sewer condition analysis (Laakso et al., 

2018), groundwater infiltration (Karpf and Krebs, 2011), monitoring of com-

bined sewer overflows (Zhang et al., 2018), etc. For WRRFs, they may assist 

in analysis and modeling of wastewater inflow composition (Martin and 

Vanrolleghem, 2014), assessment of energy efficiency (Panepinto et al., 

2016), plant-wide control (Solon et al., 2017), etc. 

 

1.3 Real-time operations 
Real-time operations of urban water infrastructure consist of three main com-

ponents: (1) monitoring the present state of the system, (2) forecasting future 

states, and based on these (3) taking action, e.g. through issuing warnings or 

controlling system actuators for flexible functioning. 

Real-time monitoring of urban water infrastructure is becoming increasingly 

feasible with decreases in the cost of installation and maintenance of many 

types of online sensors. These trends are leading towards so-called “ubiqui-

tous sensing” where water infrastructure will be systematically monitored in 

many locations (Blumensaat et al., 2019; Hill et al., 2014). In addition to 

physical sensors, real-time models can also produce estimates of the current 

system state, which is known in the wastewater literature as “software” or 
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“soft” sensors (Haimi et al., 2013). The current increase in data gathering is 

so strong that a recent horizon scan survey concluded that one of the key fu-

ture priorities of water managers should be avoiding the risk of drowning in 

data (Blumensaat et al., 2019). Therrien et al. (2020) have therefore outlined 

the steps that have to be conducted successfully before raw data becomes use-

ful for system comprehension, modeling, and actions: (1) proper data collec-

tion, (2) pre-processing, (3) storage, and (4) mining for patterns.  

Forecasting is often done with real-time models of which there are many dif-

ferent kinds. There are several different “spectra” that characterize real-time 

models. They range from physically-based to data-driven in terms of the 

amount of physics they incorporate, and from white-box to black-box in 

terms of how directly interpretable their internal states and computations are. 

They also range from distributed to lumped in their spatial aggregation, and 

from deterministic to stochastic in whether they include random processes. 

Common for many forecasting models are that they require predicted values 

of their inputs and continual updating of initial conditions through data as-

similation (Hutton et al., 2014; Lund et al., 2019; Pedersen et al., 2016).  

Control of the systems can be “passive” based on static rules for actuator set-

tings, or “active” through real-time control (RTC) algorithms that adapt to 

changing conditions (García et al., 2015; Lund et al., 2018). RTC algorithms 

may be based solely on real-time observations (reactive) or also on forecasts 

(predictive), they can be manually operated or automatic, and their scope can 

range from single subcomponents (local) to system-wide management (glob-

al) (Lund et al., 2018). Finally, the often-used term model predictive control 

(MPC) describes setups that use models to simulate potential future system 

trajectories and choose the optimal course of action (García et al., 2015). 

 

1.4 The importance of high-quality input data 
While many advanced forecasting and control schemes have been developed 

in the scientific literature, the transition from academic desktops to real-life 

implementation has been less successful. Lund et al. (2018) reviewed the 

MPC literature for urban drainage applications and concluded that very few 

publications contain actual case implementations. Most studies simply use 

synthetic rainfall data or “perfect forecasts” using historical observations as 

the forecasted values. Only a single study had applied actual rainfall forecasts 

to evaluate their MPC algorithm (Löwe et al., 2016). The MPC literature has 
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thus almost exclusively focused on developing control algorithms without 

considering the rainfall inputs that are going to feed them (Lund et al., 2018).  

There is large need for working on good inputs for these algorithms in the 

form of high-quality sensor data and forecasts of boundary conditions 

(Kerkez et al., 2016). Otherwise it is an open question how many of our ad-

vanced algorithms that will be robust enough to leave their perfect or synthet-

ic inputs behind and face the uncertainties and errors that characterize real 

operational inputs. 

 

1.5 Ammonium monitoring and rainfall predictions 
This thesis investigates input data that relate to two central variables in urban 

drainage and wastewater management: ammonium (NH4
+) and rainfall. NH4

+ 

is one of the main pollutants in wastewater and mostly originates from urine. 

It may promote eutrophication if it is discharged to the environment, which in 

turn can cause oxygen depletion in water bodies. At high pH values ammoni-

um turns into ammonia (NH3), which is toxic to aquatic organisms. A large 

part of the operations at modern WRRFs are dedicated to removal and reuse 

of nitrogen-containing compounds including NH4
+. Knowledge of NH4

+ con-

centrations is especially important for operating the aeration in the biological 

step of WRRFs (Åmand and Carlsson, 2012; Rieger et al., 2014). In com-

bined sewer systems, rainfall is the source of the stormwater component and 

creates major variations in the hydraulic loading. In large quantities it causes 

issues such as bypass of untreated or partly treated wastewater, combined 

sewer overflow (CSO), and even flooding. In smaller quantities, rainfall in-

creases the hydraulic load at WRRFs and lowers their treatment performance. 

Good forecasts of rainfall may e.g. be used to control in-sewer storage tanks 

to manage the hydraulic loading in space and time (Löwe et al., 2016). 

The specific types of data that are examined in this thesis are ammonium ion-

selective electrodes (A-ISE) for monitoring of NH4
+, and numerical weather 

prediction (NWP) for rainfall and flow forecasting. Each data source have 

properties that are highly useful to urban water management. NWP simulates 

the physical processes of atmospheric motion. It is therefore able to produce 

rainfall forecasts with forecast horizons that exceed those of the more com-

monly used radar-based “nowcasts”, which are made with extrapolation of 

spatial weather radar data. A-ISE sensors are relatively cheap, can be placed 

directly in the raw wastewater, and produce data at fine temporal resolution. 
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However, A-ISE sensors have a reputation for being difficult to maintain and 

producing unreliable and drifting signals, while rainfall forecasts from NWP 

are regarded as highly uncertain and of poor spatiotemporal resolution. 

 

1.6 Research objectives 
The hypothesis of this thesis is that both low-cost in-sewer sensors targeting 

ammonium and NWP can be highly useful for real-time operations at urban 

water utilities. The thesis will evaluate the current maintenance protocols of 

A-ISE sensors and aim to develop modeling techniques that increase signal 

reliability without additional costs of operation. It will also review and assess 

the limited number of published NWP applications for urban drainage pur-

poses, provide its own assessment of a promising NWP product, and investi-

gate a technique for enhancing raw NWP output. 

The thesis will specifically address the following research questions: 

1. How can we recover and reconstruct a useful signal from A-ISE sen-

sors in wastewater applications when there are serious data quality is-

sues, and is it possible to do so without additional costs of operation? 

2. Which experiences does the urban drainage community have with 

NWP, which recommendations for best practices can be distilled from 

these, and where are future developments needed? 

3. How do rainfall forecasts from NWP perform at the small spatial 

scales of urban drainage and wastewater management, and how do they 

compare with standard, well-known radar nowcasts? 

4. How can a simple post-processing method such as time-lagging en-

hance the use of NWP ensembles? 

 

1.7 Thesis outline 
The first research question is examined in Section 2 of the thesis (“Real-time 

monitoring of NH4
+ with A-ISE sensors”) and is the subject of Paper I. The 

final three questions are explored in Section 3 of the thesis (“Real-time fore-

casts of rainfall with NWP”), while Paper II specifically deals with question 

3 and Paper III investigates question 4. Section 4 (“Discussion”) provides a 

discussion of key results from the thesis, while Section 5 (“Conclusions”) 

summarize the main findings of the PhD project. Finally, Section 6 (“Future 

research”) points towards necessary and promising avenues of research.  
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2 Real-time monitoring of NH4
+ with in-

sewer sensors 

2.1 A-ISE sensor use in wastewater management 
Ammonium ion-selective electrodes (A-ISE) are one of the main options for 

continuous real-time monitoring of NH4
+ concentrations in wastewater. They 

rely on ISE technology, which measures the electrical potential of a sub-

stance and relates it to the concentration of a target ion. ISEs contain a mem-

brane that ideally only allows the specific target ion to affect the measuring 

electrode, and thus only the activity of the target ion in the otherwise com-

plex mix of substances in wastewater is measured. 

The main advantages of A-ISE sensors are that they can be installed in-situ 

(situated directly in the wastewater stream), and that they are significantly 

cheaper to purchase and operate than alternative ex-situ “analyzers” (Kaelin 

et al., 2008; Winkler et al., 2004). However, A-ISE is by many viewed as a 

less reliable technology, as several sources of uncertainty affect their meas-

urements. Their membranes are never 100% exclusive to other ions that are 

similar to the target ion, and other ions can thus interfere with the measure-

ments. Interference on NH4
+ estimates in wastewater are mainly caused by K+ 

and Na+ (Cecconi et al., 2019; Winkler et al., 2004). ISE outputs are also 

known to drift over time with the degree of drifting depending on the specific 

sensor type and its usage (e.g. Papias et al., 2018). Their in-situ nature also 

means that the sensors are at high risk of clogging.  

These issues can at least be partially mitigated through periodical cleaning of 

the sensor head, along with recalibration of the relationship between meas-

ured electrical potential and NH4
+ concentrations against reference samples. 

However, improper or even over-zealous recalibration of a sensor might sig-

nificantly deteriorate the final signal output, and using reference samples that 

do not adequately represent the current mix of wastewater can lead to poor 

recalibration outcomes (Cecconi et al., 2019).  

The choice of standard operating procedure (SOP) for how an ISE sensor is 

maintained is clearly important. The data used in Paper I came from a meas-

urement campaign conducted by the largest wastewater company in Denmark, 

which consulted with the sensor manufacturer on how to best care for it. The 

sensor was regularly cleaned with a wet cloth and recalibrated against a grab 

sample taken next to the sensor in the wastewater stream. The location of the 
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ISE sensor was close to optimal at a WRRF: behind the primary clarifier 

where many of the harsh constituents of raw wastewater have been removed 

(Winkler et al., 2004). This setup was state of the art data collection in terms 

of what can be expected from everyday use at a WRRF. The outcome was a 

yearlong time series riddled with sudden jumps due to improper sensor recal-

ibrations, data that was difficult to use, and a utility company with serious 

distrust for this type of sensor. This highlights that collection of faulty data 

happens even under some of the best practical circumstances as wastewater is 

a harsh and difficult medium to sample from. 

 

2.2 Handling faulty sensor data 
There is a rich literature on fault detection and data quality control of water 

quality sensors (Leigh et al., 2019). These range from rule-based approaches, 

control charts, and mass balance models (e.g. Rieger et al., 2010; Thomann et 

al., 2002) to more advanced multivariate statistical approaches and principle 

component analysis (e.g. Alferes et al., 2013; Haimi et al., 2016). 

One thing is detecting errors in data, another is what to do with a dataset that 

contains errors. Some often used ways of handling faulty sensor data are:  

 Discard errors: A common approach is to simply discard faulty data 

points and only use the parts of a time series where data quality is con-

sidered reasonable. This avoids potential biases and wrong conclusions 

during data analysis and modelling, and abides by the philosophy that 

garbage inputs are going to lead to garbage outputs. It does, however, 

potentially leave holes in the dataset that might require filling and is 

also potentially a waste of resources.  

 Extract features: It is possible to extract valuable features/signals from 

an otherwise unreliable dataset and make decision based on these. An 

example is Schneider et al.'s (2019) investigation of whether the detec-

tion of a trough in pH measurements, and an inflection point (where 

the second-order derivate is zero) in dissolved oxygen and nitrite con-

centrations could be used for monitoring small-scale, unstaffed treat-

ment facilities. Here, it does not matter if a signal has an erroneous 

offset or has drifted as long as specific patterns of interest, e.g. a peak 

or a trough, can be detected. 

 Estimate and replace: Gap filling techniques and so-called software 

sensors are trained to estimate what the actual value of missing or er-

roneous data points are. Such techniques can e.g. be based on interpo-
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lation, historical data of the target variable, or through estimated rela-

tionships with other measured variables (De Mulder et al., 2018; Yang 

et al., 2020). 

 Quantify error and reconstruct: Others try to quantify the size of the 

error in a given data point and subtract it to obtain an estimate of the 

actual value. An example is fitting a simple linear function to a drifting 

signal and subtracting the magnitude of the drift from erroneous raw 

A-ISE data (Papias et al., 2018). 

 

2.3 Reconstruction of corrupted A-ISE datasets 
Paper I developed a methodology that falls into the last category of how to 

handle erroneous data, and also tested whether the reconstructed data im-

proved the training of a software sensor. Here, the reliability and usefulness 

of A-ISE data were increased by merging it with information from an addi-

tional data source. Volume-proportional composite samples were used as they 

are widely available at WRRFs. In Denmark they are required by law for re-

porting on treatment performance to the national regulators. 

A-ISE data has the benefit of a continuous and high temporal resolution out-

put (Paper I used two-minute frequency), but also has the downside of low 

accuracy. Composite samples have low temporal resolution (here 24-hour 

averages) but are deemed more accurate, hence their use for regulatory re-

porting. Figure 1 shows an overview of the steps that comprise the presented 

Figure 1: The sequence of steps involved in the developed correction methodology. Please 

note that the time scales of each column is different: a couple of hours (left), a 24-hour 

period (middle), two weeks (right) (Modified from Paper I). 
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methodology for merging the two datasets. First, all manual recalibration 

jumps are removed from the dataset (left column), and then the ISE data is 

sampled in a manner that emulates how the composite sample is constructed 

for the purpose of direct comparison (middle column). Finally, the ISE data is 

adjusted to fit the composite samples on the days that they were measured. 

See Paper I for a detailed description of the procedure. 

Figure 2 shows two examples of how the composite samples have been used 

to correct the raw ISE signal. The left side shows a period with many poor 

sensor recalibration events that had led to a very erratic A-ISE signal, where-

as the corrected signal did not contain these jumps. The corrected signal had 

dry weather concentrations in the range of 45-55 mg/L, which seems more 

physically realistic than the 30-80 mg/L variations seen in the raw data. The 

right side of Figure 2 shows a month where the raw signal slowly drifted 

away from the composite samples, while this effect had been removed by the 

correction methodology. 

 

Figure 2: Example of two periods where the flow of water at the WRRF inlet is presented 

in top row. The middle row shows the raw and adjusted ISE signals, while the bottom row 

indicates sensor maintenance actions (Paper I). 

 

One way to implement a software sensor is with a model trained to provide 

real-time estimates of a target variable given another measured variable as an 

input. Paper I examined the positive impacts that the data correction method 

had on training such a software sensor. Results showed that a software sensor 

trained on the reconstructed data had sharper parameter distributions and less 

uncertainty in the estimates of NH4
+. Training the software sensor required 

eight weeks of A-ISE data to yield good median estimates, while 16 weeks of 

data were required for good predictive bounds (see Paper I for details).  
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3 Real-time forecasts of rainfall with NWP 

3.1 Rainfall observations and radar nowcasting 

3.1.1 Rainfall observations 

Measurements of rainfall are typically performed at point locations with rain 

gauges and disdrometers, or through remote sensing with weather radars and 

satellites. For urban drainage applications, the most common data sources are 

rain gauges of various types as well as X- and C-band weather radars. While 

rainfall estimates from rain gauges certainly contain uncertainties (Ciach, 

2003), they are often considered a highly reliable source of data and are often 

used as “ground truth”. Their main disadvantage is that they are point esti-

mates of rainfall, and a dense network of gauges are required to adequate 

sample rainfall events with high variability (Peleg et al., 2018; Villarini et al., 

2008). Weather radars scan the atmosphere by emitting microwave pulses and 

recording the backscattered reflectivities caused by hydrometeors such as 

rainfall. The reflectivities can be processed and converted into gridded spatial 

data. Rainfall intensities are estimated from reflectivities through empirical 

equations such as the Marshall-Palmer relation. The spatial dimension of 

weather radars is a large strength but the calculated rainfall intensities are 

highly sensitive to the raindrop size distribution. Weather radar data is there-

fore often merged with rain gauge observations for improved rainfall esti-

mates (Goudenhoofdt and Delobbe, 2009; Ochoa-Rodriguez et al., 2019). De-

tailed reviews of weather radar use for urban drainage purposes can be found 

in Einfalt et al. (2004) and Thorndahl et al. (2017). 

This thesis used rainfall observations from a rain gauge network at an urban 

catchment in Copenhagen. The rain gauge data is used for evaluating forecast 

performance in Paper II and calibrating a hydrological model in Paper III. 

Observations from Danish Meteorological Institute’s (DMI) national C-band 

radar network is used for visual classification of rain events in Paper II. 

 

3.1.2 Radar nowcasting 

A common method for generating short-term forecasts of rainfall is through 

so-called “radar nowcasting”, which rely on extrapolation of the observed 

spatial data provided by weather radars. There are many variants to how this 

is done. Generally though, consecutive radar scans are compared to each oth-

er and a vector field, which shows the trends of rainfall movement, is calcu-



11 

lated e.g. through cross-correlation. Observations from the most recent radar 

scan are then advected along the vector field to provide estimates of future 

rainfall. More advanced nowcasting techniques account for factors such 

growth and decay of rain cells, and quantify uncertainties through stochastic 

perturbations (Bowler et al., 2006; Pulkkinen et al., 2019). Radar nowcasts 

are generally thought to provide skillful predictions at forecast horizons of 30 

minutes to two hours ahead (Thorndahl et al., 2017). The main alternative to 

radar nowcasts when it comes to forecasting rainfall is numerical weather 

prediction (NWP), which is the main topic of this chapter. 

Paper II of this thesis uses a simple radar nowcasting product as a bench-

mark for NWP-based rainfall forecasts. The radar nowcast is produced by 

DMI based on data from the national C-band radar network (see Paper II for 

details). 

 

3.2 Numerical weather predictions 

3.2.1 What are numerical weather predictions? 

NWP are large-scale, physics-based simulations of atmospheric processes 

that attempt to predict the future state of the weather. For these simulations, 

the atmosphere is discretized into a three-dimensional grid where variables 

such as air pressure, density, temperature and winds are computed for each 

grid box through fundamental physical principles such as the laws of thermo-

dynamics and the Navier-Stokes equations (Bauer et al., 2015).  

NWP models require enormous computing power, which is reflected by na-

tional and international weather services having some of the largest super-

computer infrastructure in the world. However, NWP simulations are still 

limited by the available computing capabilities, despite the fact that comput-

ers have developed tremendously over the past decades. Various aspects of a 

NWP setup therefore trade-off against each other. Some of the most im-

portant aspects are spatial extent of the covered area, spatial resolution of 

grid boxes, size of integration time steps, forecast horizon, frequency with 

which new forecasts are made, and the number of members in ensemble pre-

diction systems (EPS). Meteorological modelers balance these trade-offs dif-

ferently depending on the purpose of a given forecasting system, which re-

sults in a range of different NWP products.  

 



12 

3.2.2 Different types of NWP 

In terms of spatial extent, this gives rise to two types of models: global NWP 

models that simulate weather conditions for the entire planet at coarse spatial 

and temporal resolutions, and local area models (LAM) that only simulate 

regional conditions but do so in high resolutions. LAMs require initial and 

boundary conditions from global NWP models, and LAMs are therefore also 

referred to as being “nested” within a global model.  

In terms of forecast horizon, various NWP models are designed to have high 

forecast skill for a targeted time window. Generally, forecasting setups are 

differentiated by the forecasting horizon as follows: 

 Nowcasting: 0 – 6 h 

 Short-range forecasting: 6 – 48 h 

 Medium-range forecasting: 2 – 15 days 

 Long-range/seasonal forecasting: > 15 days 

 

Global NWP models often run once or a few times per day at operational 

weather services (seasonal forecasts may only be run once a month), while 

LAM NWP products where new forecasts are made frequently (often down to 

once an hour) are denoted “rapid updating cycles”, “rapid refresh”, etc.  

Later in this thesis, Section 3.4 is going to review how NWP has been used in 

the urban drainage literature. To provide an idea of how some important 

properties vary between operational NWP setups, Table 1 shows a summary 

of these properties for the NWP products that have been used in the reviewed 

studies. The table shows that operational NWP setups range from global 

coarse-resolution models (70x100 km2 grid boxes, 3-hour time steps, 10-day 

horizon, once per day updating) to very high-resolution LAMs (1x1 km2 grid 

boxes, 10-minute time steps, 6-hour horizons, once per hour updating). For 

the studies that have used NWP ensembles, the number of ensemble members 

range from 10 to 26. 

Table 1: Selected properties for NWP products used in urban drainage case studies. 

Property Minimum Median Maximum 

Spatial resolution 1x1 km2 3.3x3.3 km2 70x100 km2 

Temporal resolution 10 min 1 h 3 h 

Forecast horizon 6 h 31.5 h 10 days 

Forecast frequency 1 h 6 h 24 h 

Ensemble members 10 22 26 
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3.2.3 How NWP models conceptualize the world 

The spatial and temporal resolutions of NWP models are central to how the 

physical processes of the atmosphere are conceptualized. Important physical 

processes that exist at scales smaller than a NWP model’s grid discretization 

are accounted for by conceptual equations that act as source or sink terms in 

each grid box. This conceptualization is called “parameterization” in the me-

teorological modelling community. NWP models therefore either explicitly 

simulate or parameterize different atmospheric processes depending on a 

NWP model’s resolutions. An important process such as deep convection, 

which frequently cause small-scale, high-intensity cloudburst events that 

might lead to urban pluvial flooding, exist on scales of 500 m to 10 km. 

Scales and resolutions do not just constrain what a NWP model is able to re-

solve and simulate, they also have a large influence on how observations of 

rainfall appear. The variability of measured rainfall rates within a single rain 

event can be large even at small spatial scales, and it can have a large impact 

on urban hydrological modeling (see Cristiano et al. (2017) for a review). As 

an example of small-scale variations, Peleg et al. (2018) studied how average 

measured rainfall intensities within a 1x1 km C-band weather radar grid box 

can vary at any given point on the ground. They found that an extreme event 

with a measured grid box average of 150 mm/h could be observed as any-

where between 130 and 195 mm/h at point-scale (which is what a rain gauge 

on the ground would measure).  

Figure 3 shows examples of what rainfall fields from a NWP model (3.3x3.3 

km) look like compared to observed fields from DMI’s national C-band 

weather radar network (500x500 m). These are the data products used in Pa-

per II. The top row of Figure 3 shows a stratiform rain event with the center 

of a cyclonic low-pressure system at the top of the images, as well as several 

small showers in the southern half of Denmark. The bottom row shows a 

small convective rain event with intense rainfall near Copenhagen. The ex-

amples highlight that the NWP predicts the general weather patterns well , as 

both the center of the low-pressure system the showers are present in the top 

row example, and the convective cell is predicted near Copenhagen in the 

bottom row. However, the exact location of smaller rain cells are predicted 

less well. Small cells also gets smoothed by both the coarser spatial resolu-

tion of the NWP compared to the radar observations, and the fact that a NWP 

model requires approximately five adjacent grid boxes to resolve these phe-

nomena (Golding, 2009). A small rainfall cell that in reality takes up the 
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space of single grid box will therefore appear to take up a larger spatial ex-

tent in the NWP output. 

The land-ocean discretization in the NWP model is also visible in Figure 3. 

The background map of Denmark for the radar observations is made with 

vector graphics that can show the coastline of Denmark in very high resolu-

tion (gray areas are land mass, white represent ocean). The background map 

for the NWP field is constructed from binary 0-1 values of how the weather 

model “sees” the shape of Denmark’s land mass in its roughly 3x3 km grid. It 

is in this resolution processes that describe ocean-air or land-air interactions 

(such as evapotranspiration) can be represented in NWP models. 

 

Figure 3: Example of a stratiform rainfall event with many adjacent, small showers (top 

row) and a small convective rainfall event (bottom row). The observed rainfall field for 10-

minute average precipitation intensities from C-band weather radars (left) and the forecast-

ed NWP field (right) over Denmark. The shown NWP and radar data products are the ones 

used in Paper II.  
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3.2.4 Ensemble forecasts 

Despite the large progress that has been made within the field of NWP over 

the past decades, the atmosphere remains a highly unpredictable and chaotic 

system. Even small deviations in the initial conditions of a NWP model can 

lead to large differences in the forecasted values as the forecast horizon 

grows. This highlights that a single, deterministic forecast cannot describe the 

large uncertainties related to NWP. Ensemble prediction systems (EPS) have 

therefore been developed to address this and have become the meteorological 

standard for quantifying uncertainty in NWP. An EPS is essentially built 

from multiple Monte Carlo simulations of a NWP model where the initial 

conditions and/or model components are perturbed. The schemes that obtain 

ensembles by perturbation to the model are differentiated as (Du et al., 2018): 

 “Multi-physics”: Different parameterization schemes are used for se-

lected processes within the same core NWP model. This accounts for 

uncertainty related to the choice of process conceptualization. 

 “Stochastic physics”: Stochastic perturbations are made to one or more 

components of a single NWP model. The perturbations can e.g. be 

made to parameter values, model states, and as random additive or 

multiplicative noise in specific equations. 

 “Multi-model”: Predictions from multiple different NWP models are 

collected into an ensemble. This approach accounts for both the choice 

of parameterization schemes like the multi-physics setups, and for un-

certainty related to the choice of resolutions and the numerical integra-

tion schemes (if these are different between the various models that 

comprise the multi-model ensemble). 

 

Figure 4 shows an example of an ensemble rainfall forecast over Denmark, 

which comes from a 25-member LAM EPS based on the DMI-HIRLAM-S05 

model at approximately 5x5 km2 resolution (Feddersen, 2009). This is the 

NWP product used in Paper III, and the ensemble is constructed as a mix of 

perturbations to initial conditions, multi-physics and stochastic physics. The 

figure shows a forecast issued on August 31, 2015, that predicted rainfall in-

tensities 14 hours ahead. Most ensemble members agreed that a rainfall sys-

tem would pass over western Denmark, but there were large variation in total 

rainfall depth and which regions of the country that would be most affected. 

It is important to keep in mind that ensemble forecasts are developed such 

that the various members have diverged from each other in a way that shows 

good spread within a specific time window. The NWP ensemble shown in 
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Figure 4 is designed for short-range purposes, and its members are supposed 

to diverge from each other quickly. On the other hand, members of an EPS 

from a global medium-range NWP model, which targets >2-day forecast ho-

rizons, will not necessarily have diverged from each other in an adequate 

manner at horizons shorter than two days. The ensemble spread will therefore 

likely underestimate forecast uncertainty within the first two days. 

 

Figure 4: An example of a rainfall forecast from the DMI-HIRLAM-S05 25-member en-

semble forecast for a rain event over Denmark. The snapshot shown in the figure is of pre-

dicted values 14 hours ahead given as accumulated mm over a one-hour time step. This 

data product is used in Paper III (modified from Courdent (2017)). 
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3.3 Forecast evaluation 
Paper II and III evaluate forecasts with a range of metrics that are designed 

to highlight different performance aspects. The metrics apply to either deter-

ministic point forecasts or ensemble forecasts, and some metrics are designed 

for categorical predictions. To understand the results presented in this thesis 

document, the most relevant metrics are those that pertain to categorical pre-

dictions.  

Categorical metrics in their simplest form are binary yes/no evaluations of 

whether a forecast and an observation agree at a specific time. In Paper II 

these metrics were used to evaluate if a forecast could correctly predict when 

the observed rainfall had exceeded pre-specified thresholds of interest. In 

Paper III they were used to assess two flow thresholds: a low threshold sig-

nifying that stormwater was present in a combined sewer system, and a high 

threshold signifying CSO occurrence. 

Table 2 shows a contingency table, which form the basis of many categorical 

evaluation metrics. If an observation or a forecasted value exceeds a thresh-

old then they are counted as being “positive”, and if the threshold is not ex-

ceeded they are considered “negative”. There are four possible outcomes to a 

binary prediction. A true positive (TP) where both the observation and fore-

cast exceed the threshold; a true negative (TN) where both do no exceed the 

threshold; a false positive (FP) where the forecast exceeds, but the observa-

tion does not; and a false negative (FN) where the forecast does not exceed, 

but the observation does. A contingency table is constructed by evaluating all 

issued forecasts and sorting them into one of these four outcomes. Perfor-

mance metrics can then be constructed by counting the number of forecast 

outcomes in each category. 

Table 2: A contingency table where a forecast outcome is sorted into one of four possible 

status indicators depending on whether it was a correct prediction (green fields), or a 

wrong prediction (red fields).  

 Observation Positive Observation Negative 

Forecast Positive ∑ True Positives (TP) ∑ False Positive (FP) 

Forecast Negative ∑ False Negative (FN) ∑ True Negative (TN) 
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The True Positives Rate (TPR) is a metric that describes the fraction of posi-

tive observations that were correctly predicted.  

𝑇𝑃𝑅 =
𝑇𝑃

𝑇𝑃 + 𝐹𝑁
 

The False Positives Rate (FPR) describes the fraction of the negative obser-

vations that were wrongly predicted as positive. 

𝐹𝑃𝑅 =
𝐹𝑃

𝐹𝑃 + 𝑇𝑁
 

The Positive Predictive Value (PPV) describes the fraction of positive fore-

casts that turned out to come true as positive observations. 

𝑃𝑃𝑉 =
𝑇𝑃

𝑇𝑃 + 𝐹𝑃
 

While TPR measures how reliable a forecast is at detecting the cases of inter-

est, e.g. the percentage of CSO events that were correctly predicted up front. 

FPR and PPV are different ways of describing how prone a forecast is to 

making false alarms. Perfect TPR and PPV scores have values of one and the 

worst possible score is zero, while the opposite is true for FPR scores. 

The three scores are interesting in their own right but can also be combined 

for graphical forecast assessments of probabilistic and ensemble forecasts. 

Relative operating characteristics (ROC) diagrams are constructed by plott ing 

FPR and TPR on the first and second axes, while a Precision-Recall (PR) di-

agram is made by plotting TPR and PPV on the axes (Davis and Goadrich, 

2006). An ensemble forecast will be evaluated as a curve in the two dia-

grams, which is constructed by plotting a series of points and drawing a line 

through them. The points are estimated by constructing as many contingency 

tables as there are members in the ensemble. The first contingency table is 

calculated by counting the outcomes of defining a forecast as positive if just a 

single member in the ensemble predicts a “positive” value. For the second 

table two ensemble members have to agree before a forecast is counted as 

positive, the third table requires three ensemble members to agree before it is 

positive, and so on. 

Figure 5 shows a fictive example of how the performance of two competing 

forecast systems, F1 and F2, appear differently in the two diagrams. Good 

performance means that the ROC curve is pushed into the top left corner, 

while good performance means a PR curve pushed into the top right corner.  
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ROC analysis is commonly used in hydrometeorological assessments, but PR 

analysis is not. Paper III argues that this is a mistake as PR diagrams are 

more relevant for imbalanced datasets, which is often the case in urban drain-

age oriented performance evaluation. Here, an imbalanced dataset is under-

stood as a dataset with few positive and many negative observations, which is 

the case for rare events such as flooding and CSO. 

 

 

Figure 5: Illustration of ROC (left) and PR (right) diagrams. A perfect curve is pushed into 

the top left corner of the ROC diagram and the top right corner of the PR diagram. The 

curves correspond to two fictive forecast systems (F1 and F2) and show how their perfor-

mance appear differently between the two diagrams. The dotted line depicts how a random 

prediction would perform (modified from Paper III). 

 

3.4 NWP applications in urban drainage 

management 
While rainfall forecasting based on NWP as a technology has been around for 

decades, the use of it for urban drainage and wastewater purposes is rather 

new. The first publications in the scientific literature started showing up in 

the early 2010’s, and the collective literature on the subject is still sparse. 

This thesis has reviewed all ISI journal publications that employ NWP as an 

input for an urban drainage purpose, be it forecasting of in-sewer variables 

such as flow and water level, control of important actuators, warnings of ur-
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ban flood inundation, etc. The total literature amounts to 20 publications, 

which can be categorized into four main topics:  

1. Generic rain and flow forecasting 

2. Urban pluvial flood forecasting 

3. Real-time control 

4. Post-processing  

A summary of the state of the art is given below for each category as well as 

an explanation of how the results of Paper II and III fit into the various cat-

egories. 

 

3.4.1 Generic rain and flow forecasting 

A handful of urban drainage-related studies have investigated the use of NWP 

for predicting various variables in sewer systems, such as flows and water 

levels, and compared it against radar nowcasts as benchmarks. The scope and 

results of these are reviewed in this section. 

Most of the published literature actually test forecast products that merge ra-

dar nowcasts with NWP, rather than evaluating the usefulness of NWP by 

itself. The first publications in the literature were two connected studies that 

examined the same forecast product where the STEPS algorithm (Bowler et 

al., 2006) was used to merge a deterministic NWP with a radar nowcast 

(Liguori et al., 2012; Schellart et al., 2014). The merged product was used to 

force a detailed hydrodynamic model for generating flow predictions in a 

small urban catchment. Liguori et al. (2012) found it difficult to produce flow 

predictions of high quality in general, while Schellart et al. (2014) concluded 

that the inclusion of the NWP improved the predictions for lead times longer 

than 1 hour and 45 minutes compared to the raw radar nowcast. In general, 

the NWP showed poor forecast accuracy at the small urban scales (Liguori et 

al., 2012), and the authors conclude that outputs with higher spatial resolution 

would be needed to forecast phenomena such as CSO and pluvial flooding 

(Schellart et al., 2014). Both studies struggle with obtaining strong conclu-

sions as they relied on examining just three and five events, respectively. An-

other study also tested a product with merged radar nowcasts and NWP, 

where the forecasts consisted of radar nowcasts for the first 0-2 hours, a mix 

of radar and NWP for 2-4, and only NWP beyond 4 hours (Jasper-Tönnies et 

al., 2018). This was done after first seeing that the radar-only ensembles per-
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formed best for the first two hours of forecast horizon, while an NWP ensem-

ble product were better beyond two hours for convective rainfall events. This 

merged ensemble product clearly outperformed the TPR scores of a reference 

consisting of a deterministic NWP. Yoon (2019) tested another technique for 

merging five different rainfall forecasts, three radar nowcasts and two high-

resolution NWPs, into a single rainfall field over Seoul. The products were 

combined in a multiple linear regression where the weights were estimated 

based on the errors of the previous forecasts for each product. However, the 

merged product did not provide a clear improvement over the best individual 

forecasts for neither rainfall estimates nor sewer water levels after having 

been routed through a hydrodynamic model. The conclusiveness was also 

here hampered by an evaluation based on mere three rainfall events.  

Urban runoff forecasts driven by pure NWP outputs have also been used for 

predicting rainfall depths at small urban scales and the inlet flow at a WRRF 

(Thorndahl et al., 2013). An evaluation of six rain events showed that radar-

based forecast mostly outperformed their NWP-based equivalents for forecast 

horizons up to two hours. They also saw that the NWP performance actually 

improved for lead times of 6-12 hours compared to shorter forecast of 1-2 

hours, which was likely because NWP models in general struggle with ob-

taining good initial conditions. Despite being a small study, their results were 

promising for WWTP inlet forecasting up to 24 hours ahead. Another study 

has shown that NWP products can have considerable skill even at small 

scales if the traditional flow forecasting problem is reframed from a question 

of predicting the exact amount of m3/s to simply distinguishing between so-

called “high” and “low” flow domains (Courdent et al., 2018). 

In the context of the studies mentioned above, Paper II addressed several of 

the highlighted gaps and shortcomings. The results of Paper II were based on 

an archive of forecasts and observations containing more than 100 rain 

events, and its findings was thus much stronger than the less conclusive stud-

ies. Rainfall forecasts from a deterministic NWP were benchmarked against a 

standard radar nowcasting methodology. The examined NWP product is also 

of special interest to the urban drainage community as it assimilates radar 

observations during a warm-up phase for improved initial conditions, thus 

mitigating some of the issues related to very short-horizon predictions that 

e.g. Thorndahl et al. (2013) observed. 

The forecasts were evaluated against ground observations from rain gauges at 

an urban catchment in Copenhagen, Denmark. This showed that both NWP 
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and radar nowcasts had poor correlations with observed 10-minute rainfall 

intensities, and suggests that even state of the art rainfall forecasts are diffi-

cult to use directly at the scale of small urban catchments. The poor to medi-

ocre performance from using NWP as direct input to hydrodynamic models 

(Liguori et al., 2012; Schellart et al., 2014; Yoon, 2019) can likely be ex-

plained by this. 

Paper II also followed up on Courdent et al.’s (2018) finding that NWP can 

provide valuable skill in terms of discriminating between discrete flow do-

mains (e.g. high vs low) rather than exact rainfall intensities. The local water 

utility companies in Copenhagen were asked to help delineate the rainfall 

domains that are most relevant for their operations, which resulted in four 

categories: (1) insignificant amounts of rain, (2) small rain events that likely 

do not cause issues, (3) medium-sized events that lead to bypass of 

wastewater at the WRRF, and (4) large events that can lead to CSO and sur-

face flooding. Both NWP and radar nowcasts generally were good at predict-

ing the cases without any rainfall, suggesting that they are well suited for de-

termining if rainfall is going to occur or not.  

Some of the studies mentioned above speculate about how the type of weath-

er phenomenon that a rain event is a part of affects the predictive perfor-

mance of NWP and radar nowcasts (Liguori et al., 2012; Thorndahl et al., 

2013). Paper II’s large forecast archive allowed for a quantitative analysis of 

this based on a visual classification of 116 rain events in terms of four prop-

erties: 

1. Evolution: How dynamically an event develops over time. Convective 

thunderstorms that arise and disappear quickly exemplifies high evolu-

tion. 

2. Spread: The degree to which an event consists of small and scattered 

rain cells. In Denmark, small westerly showers are a common example 

of high spread, while a large, uniform frontal system has low spread. 

3. Rotation: The amount of rotation in the incoming weather system. An 

example of high rotation are when the center of a low-pressure system 

moves directly across the case area. 

4. Speed: The horizontal speed of the rain event. Large-scale frontal sys-

tems often do not move at very high speed, while smaller cells can be 

both fast-paced and slow dependent on the general weather conditions. 
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The results showed that a high degree of evolution and spread in a rain event 

had a negative impact on predictive performance of both NWP and radar 

nowcast (see Figure 6). Especially the radar nowcasts were severely impacted 

by this, as their simple advective extrapolation approach could not simulate 

these phenomena. The NWP with its simulation of atmospheric physics was 

better suited for these types of events. Rotation and speed of the weather sys-

tems did not have a clear effect on forecast performance. In general, the NWP 

was able to retain much of its skill throughout the 10-hour forecast horizon, 

while the performance of radar nowcasts rapidly declined as the horizon in-

creased. The fact that the NWP can retain its performance for longer horizons 

makes it attractive for urban drainage problems that require long lead times 

such as control of storage volumes in sewer systems. 

 

Figure 6: Average forecast performance over 116 events in terms of True Positives Rate 

(top row) and Positive Predictive Value (bottom row) for a rainfall threshold of 0 mm/h. 

Performance is shown as a function of the forecast horizon (x-axis) for two selected prop-

erties of the observed rainfall event (columns) based on a low-medium-high definition for 

each property (colors) (Modified from Paper II). 
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3.4.2 Urban pluvial flood forecasting 

There are two examples of published NWP-based pluvial flood forecasting 

systems in full operation, and they have taken different approaches on how to 

use information from NWP. Brendel et al. (2020) created a forecast setup that 

simply uses NWP rainfall fields directly as input to a hydrodynamic SWMM 

model. They tested their system on two events: a non-flood inducing event, 

which was correctly predicted as non-problematic, and a flood event, which 

the forecasts partially captured but which the local authorities likely would 

not have deemed severe enough to issue an official, public warning. René et 

al. (2018) attempted to use rainfall outputs from a global, deterministic NWP 

model with coarse spatial resolutions of 50x50 km2 for a small urban case 

study (area of 0.45 km2). They did not use the forecasted rainfall directly. 

Instead, their flood forecasts were based on 2D overland flow simulations 

using historical rainfall observations from previous floods as input. The 

measurement series from the historical events were scaled so their total rain-

fall depth equaled the depth of the incoming rain event predicted by the NWP 

model. René et al. (2018) tested their system on three flood events where it 

correctly issued warnings 12 hours ahead. However, some of their results 

suggested that false alarms might be an issue for their system, but it is hard to 

judge whether this is true without operational tests over a longer time period. 

In lack of observational data, Yoon (2019) and Thorndahl et al. (2016) per-

formed simulation studies where rainfall observations were used to force de-

tailed 1D-2D flood models for one and two extreme rainfall events, respec-

tively. The outputs of the flood simulations were used as pseudo-

observations, which flood forecasts could be compared to. Rainfall forecasts 

from a deterministic NWP (Thorndahl et al., 2016) and a merged radar now-

cast-NWP product (Yoon, 2019) were then used as inputs to the flood mod-

els. For Thorndahl et al. (2016) the results were significant underestimation 

of both rainfall intensities and flood extent, which the authors blame on the 

coarse spatiotemporal resolutions of the forecasts. The merged product also 

led to underestimation of flood extent, but less so than the raw NWP (Yoon, 

2019). Other studies have tested NWP ensemble products with spatial resolu-

tions less than 3 km, and thus in the higher-resolution end of the collective 

literature, as input to flood models (Jasper-Tönnies et al., 2018; Olsson et al., 

2017). Jasper-Tönnies et al. (2018) found that the use of a NWP ensemble 

improved the number of correct flood warnings compared to a deterministic 

NWP over a three months period. However, direct use of a NWP ensemble in 
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a conceptual hydrological model was not able to trigger a warning for a se-

vere flood event in Malmö, Sweden (Olsson et al., 2017). 

As explained above several studies have obtained poor to mediocre results 

through direct use of NWP in floods models, i.e. using the predicted rainfall 

intensities at the exact location of the catchment as input to the models 

(Brendel et al., 2020; Olsson et al., 2017; Thorndahl et al., 2016). This is not 

necessarily because the NWP products were unable to predict that intense 

rainfall was imminent, but due to the spatial uncertainty of the exact location 

of where the rain cells are going to hit. By including forecasted rainfall val-

ues from the immediate surroundings of their catchments, some authors have 

found small improvements to their otherwise failing forecasts (Thorndahl et 

al., 2016), while others obtained greater benefits (Jasper-Tönnies et al., 2018; 

Olsson et al., 2017). Olsson et al. (2017) even went so far as to make the spa-

tial uncertainty a key component in their proposed decision framework, as 

they saw that several of their NWP ensemble members were able to predict 

intense rainfall but misplaced it in different directions. Consequently, they 

developed a visualization tool for improved flood risk assessment in a three-

dimensional plot by showing median, minimum and maximum predicted ac-

cumulated rainfall depths as a function of distance from the urban catchment 

and the forecast horizon. 

Yang et al. (2016) produced urban flood inundation warnings without a flood 

model by simply forecasting whether total rainfall depth would exceed prede-

fined critical thresholds. Their system was tested on seven events, which 

showed that using the NWP forecasts for triggering warnings resulted in me-

diocre performance.  

 

3.4.3 Real-time control 

One of the main prospects of using NWP for urban hydrology purposes is for 

predictive RTC of drainage and wastewater systems. Despite this, the litera-

ture contains few case studies with RTC based on NWP and their results have 

been mixed.  

Gaborit et al. (2013) investigated various RTC setups for the outlet gate of a 

stormwater pond receiving water from a small urban catchment. The aim of 

the study was to navigate a trade-off between increased settling of particulate 

matter in the pond while simultaneously avoiding overflows that could cause 

downstream flooding. The NWP was here used to predict if incoming rainfall 
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would exceed the available capacity in the pond and if so, the excess volume 

would preemptively be discharged from the pond. However, the study 

showed little to no gain by using NWP compared to the reactive measure-

ment-based setup. They suggest that their lack of good results were due to a 

poor choice of case study, and a follow-up study by the same authors there-

fore artificially modified the case to better investigate the effects of NWP-

based control (Gaborit et al., 2016). They tested three different NWP prod-

ucts, but this study also showed virtually no benefit from using any kind of 

NWP. 

Courdent et al. (2015) provided a simulated “proof-of-concept” case study 

with control of storage basins in an urban catchment based on the same LAM 

NWP EPS that is used in Paper III. The NWP product was used as an input 

to the MPC algorithm “DORA“ (Vezzaro and Grum, 2014), which is de-

signed to minimize the risk of combined sewer overflows based on the rela-

tive costs of emissions from each overflow location in a catchment. The NWP 

outputs were used to predict which of three operational modes, each with dif-

ferent MPC objectives, that would be expected in the near future. It is worth 

noting that they only simulated a single CSO event, which nonetheless 

showed that the NWP-based MPC successfully diverted CSO occurrence 

from three expensive, upstream locations to a cheaper, downstream location. 

Their analysis showed that this was achieved due to the NWP’s long forecast 

horizons, which provided lead times long enough to pre-actively empty more 

stored water.  

A couple of papers have investigated the use of NWP data for control of inte-

grated urban drainage-wastewater systems (Courdent et al., 2017; Stentoft et 

al., 2020). The main idea is that WRRFs can benefit from optimal use of the 

storage capacity in the upstream sewer systems by temporarily retaining wa-

ter in storage basins. The wastewater can then be released later when the 

WRRF is ready for it. Since WRRFs are vast consumers of electricity there 

are potential gains in energy savings for the facilities. In regions with large 

fluctuations in renewable energy production, such as the wind power-heavy 

Danish energy market, WRRFs can exploit dynamic energy prices and in-

crease a region’s demand-side flexibility (Brok et al., 2020; Stentoft et al., 

2020). It is, however, important that water stored in the sewer system does 

not limit the capacity to convey stormwater during rain events, and thus cre-

ate a risk of surface flooding or CSO. Rainfall predictions are therefore nec-

essary to ensure that any stored water can be removed before an incoming 

rain event arrives. Some energy markets rely on price prediction for the fol-
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lowing day (e.g. NordPool, www.nordpoolgroup.com), and the required rain-

fall forecast horizons are therefore in the order of 1-2 days, which is suitable 

for short-range NWP. 

Courdent et al. (2017) provide a simple methodology for determining whether 

predictive control based on NWP ensembles is suitable for a given case. The 

method uses the Relative Economic Value (REV), which depends on specify-

ing the ratio between potential benefits from energy savings in relation to the 

potential costs of negative impacts from a missed forecast, e.g. CSO and 

flooding. The framework can then be used to determine the optimal decision-

rules, such as how many ensemble members that need to agree that no rainfall 

is incoming before a switch to an energy optimization scheme is made. 

Stentoft et al. (2020) developed a MPC algorithm that optimized both elec-

tricity consumption and effluent quality of a WRRF. This was done by using 

the storage basin immediately upstream of the facility to control the inflow to 

the treatment processes. A rainfall forecast from a NWP determined whether 

the overall system control should switch between the developed MPC and a 

rule-based control during dry and wet weather, respectively. As the only real-

life case study in the literature, they showed results from a full-scale test over 

seven days. However, it seems that no rainfall occurred during their seven 

days of full-scale operation, which makes it difficult to assess how the uncer-

tainty in the rainfall forecasts will affect the performance of the algorithm 

over longer periods of time. 

Paper II expands on the limited number of examples with NWP-based pre-

dictive control in the literature. Here, a NWP product was used to control a 

wet weather switch at a WRRF in Copenhagen. The WRRF treats wastewater 

during dry weather but also receives stormwater from a combined sewer sys-

tem when it rains. The facility is able to increase its hydraulic capacity during 

wet weather through the technique of aerated tank settling, which protects 

against sludge escape from the secondary settlers by pumping some of the 

sludge into the aeration tanks (Sharma et al., 2013). The setup requires time 

to transition into a fully operational wet weather mode, which for this study 

was assumed to be around one hour. The examined NWP product was there-

fore used to trigger the switch from dry to wet weather mode if more than 1 

mm of rain was predicted within a forecast horizon of 1.5 hours. 

As shown in Figure 7, Paper II was able to show a clear benefit to using 

NWP-based rainfall forecasts compared to a reactive decision setup based 

only on rain gauge measurements (labelled “No forecast” in the figure). 
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Many more of the simulated events were in the acceptable categories of 

“good” and “early”, with the NWP-based scenario adequately predicting al-

most as many events as the “Perfect forecast”-scenario. However, the two-

year analysis also showed that the NWP produced a large amount of false 

alarm switches. Whereas several of the other NWP-studies in the urban 

drainage literature have shown that radar nowcasts outperform NWP at hori-

zons of 1-2 hours (Jasper-Tönnies et al., 2018; Thorndahl et al., 2013), Paper 

II found that a NWP product with improved initial conditions could compete 

with radar nowcasts in this kind of RTC setup (see Figure 7). 

 

Figure 7: The status of how the wet weather switch performed for all rain events within a 

two-year period at the Damhusaaen WRRF. The dashed, red line indicates the total number 

of observed events (good + early + late + miss), while the predicted false alarm events are 

on top of these (Paper II). 

 

3.4.4 Post-processing 

NWP models often exhibit some degree of bias (as also seen in Paper II). 

NWP ensembles are also often underdispersive in the sense that they underes-

timate uncertainty and too many rainfall observations fall outside of the en-

semble spread (Buizza et al., 2005), and ensembles scenario do not corre-

spond to probabilities directly. These issues have motivated the development 

of so-called “post-processing” techniques, which aim at enhancing or correct-

ing the raw NWP output. 

Within the urban drainage literature, two types of post-processing techniques 

have been applied to NWP-based rainfall forecasts before further use: (1) sta-

tistical methods which rely on estimating a statistical model for correcting the 
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forecast, and (2) in-expensive methods that expand the ensemble size to in-

clude more potential scenarios of future rainfall. 

Two related papers have investigated statistical approaches where the first 

paper developed the post-processing method, while the second tested it in an 

operational setting (René et al., 2013, 2018). The method was able to produce 

probabilistic forecasts from a single deterministic NWP output, and did so by 

estimating conditional probability distributions from a comparison of previ-

ous forecasted values with their corresponding observations from a historical 

data archive (René et al., 2013). The distribution were estimated by fitting a 

bivariate Gaussian distribution, and was tested by René et al. (2018) for plu-

vial flood forecasting as described in Section 3.2.2. They found that the post-

processing method improved TPR scores but led to a large increase in FPR. It 

is not clear that the method provided much value, as the raw and corrected 

forecasts produced almost identical warning decisions. 

No other studies in the urban drainage literature have tested statistical post-

processing methods, despite the fact that the meteorological literature con-

tains numerous approaches such as regression-based methods (Messner et al., 

2014), ensemble model outputs statistics (Scheuerer, 2014), and Bayesian 

model averaging (Raftery et al., 2005). This might be due to the issue that 

fitting statistical models requires a historical archive of forecasts and obser-

vations, which rarely has been available in the past. If any changes to an op-

erational NWP model are made that affect how it predicts rainfall, then a new 

archive of forecasts will have to be produced by re-running historical events. 

Such changes can happen frequently as weather services continually tune 

their NWP setups for improvements (Vannitsem et al., 2020). The fact that 

extreme flood-inducing precipitation rarely occurs at any given location 

makes it even more difficult to properly estimate a statistical model for such 

events. It might therefore be more feasible to employ statistical post-

processing for frequent everyday types of rainfall events where many obser-

vations and forecasts are available within relatively short time windows. This 

could for instance improve the RTC setups that rely on simple dry vs wet 

weather forecasts as mentioned in Section 3.2.3. 

The remaining urban drainage studies that have used post-processing have all 

been neighborhood methods, which attempt to address issues of spatial uncer-

tainty in the rainfall forecasts. The general approach of neighborhood meth-

ods starts by defining a large area surrounding the catchment (i.e. its “neigh-

borhood”). Precipitation that is forecasted outside of the catchment but within 
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the neighborhood area is considered as a potential rainfall scenario that might 

occur over the catchment in case there is spatial misplacement of a rain event. 

The method originated in the meteorological literature with Theis et al. 

(2005) as a way of generating an ensemble forecast from a deterministic 

NWP, while others since have used the method to create large super-

ensembles from raw NWP ensemble products (Ben Bouallègue et al., 2013; 

Schwartz et al., 2010). An additional advantage of this method is that it is 

straightforward and computationally cheap to implement, and does not re-

quire a large historical forecast archive as some of the statistical methods. 

The urban drainage literature has used the neighborhood method to expand 

the number of ensemble members and thereby also the number of scenarios 

that can trigger a decision (Courdent et al., 2017, 2018). Others have used it 

for flow and CSO predictions (Courdent et al., 2018) as well as flood warn-

ings (Jasper-Tönnies et al., 2018; Olsson et al., 2017) by evaluating whether 

high-intensity rainfall is predicted within a neighborhood. The size of the 

neighborhood is an engineering parameter to be tuned for the individual use 

case with the mentioned studies using maximum neighborhood sizes of 12.5-

50 km. 

An alternative inexpensive method is so-called lagged or time-lagged ensem-

bles, which uses previous forecasts together with the newest one in an en-

semble (Paper III). The justification for this is that the newest, most recently 

issued forecast is not necessarily better than the previous ones. This some-

times happen with NWP models due to poor initial conditions and spin-up 

effects caused by instabilities in the numerical model in the beginning of the 

forecast horizon. Like with neighborhood approaches, time-lagging is intui-

tive, originates from the meteorological community, and is computationally 

cheap and straightforward to implement. It also does not require a large fore-

cast archive for implementation. Time-lagged forecast have been used in the 

meteorological community for creating ensembles from a series of single, 

deterministic NWP runs (Mittermaier, 2007) and for developing super-

ensembles from a series of NWP ensemble runs (Ben Bouallègue et al., 

2013). 

Paper III distinguished between two ways of employing time-lagged ensem-

bles. The first approach, “consistent signal”, required multiple time-lags to 

show exceedance of a threshold before an action was made. This approach is 

visualized in Figure 8 for an observed CSO event. For this event, the consec-

utive forecasts are quite consistent in predicting that CSO will occur, which 

should provide a forecaster with reassurance of what will happen in the near 
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future. On the other hand, disagreement between consecutive NWP forecasts 

would highlight that there is large uncertainty about an incoming event 

(Pappenberger et al., 2011). The second approach, “cumulative super-

ensemble”, aggregated the ensemble members of the individual forecasts into 

a common, larger ensemble with 50 to 125 members, which gave more sce-

narios of what might happen in the future. 

 

Figure 8: Example of the information on forecast consistency that time-lagged NWP en-

sembles can provide to an end-user. Each row highlights the number of ensemble members 

that predict CSO occurrence in each of the five most recent forecasts, with the oldest fore-

cast in the top row and the newest in the bottom row. The numbers in each row indicate the 

number of ensemble members in each forecast that predict CSO occurrence at a given point 

in time. The red bar in the “Obs” row show the hours where CSO was actually observed 

(Paper III). 

 

The two methods were used to predict exceedance of two flow thresholds in a 

combined sewer catchment: 4000 m3/h signifying the difference between dry 

and wet weather, and 9500 m3/h signifying CSO occurrence. ROC and PR 

analysis showed that the cumulative super-ensemble performed best for both 

thresholds, while the consistent signal approach failed to improve on the raw, 

original ensemble. 

Time-lags and neighborhoods address different sources of uncertainty in 

NWP models. As mentioned above, time-lags account for uncertainty in ini-

tial conditions and spin-up issues, while neighborhoods address spatial uncer-

tainty. Paper III therefore compared the cumulative super-ensemble to the 

“maximum threat” neighborhood method (Courdent et al., 2018), which uses 

the highest intensities predicted within a specified neighborhood for each en-

semble member. The two methods performed similarly for the 4000 m3/h 

threshold (Figure 9a,b) but the cumulative super-ensemble covered more of 

the ROC and PR space, which means that an end-user has more points to op-

erate from. For CSO predictions (Figure 9c,d), it is seen that the two curves 

cross each other in PR space, which suggests that the best method depends on 

the end user’s risk tolerance. If detecting many events (at the cost of more 

false alarms) is preferable, then the time-lagged method is preferable to the 

neighborhood method. The opposite is true if false alarm actions are expen-
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sive, and it is acceptable to have a somewhat lower detection rate to avoid 

these. 

 

Figure 9: Comparison of the cumulative super-ensemble approach based on time-lagged 

forecasts and the maximum-threat neighborhood method. ROC (a+c) and PR (b+d) dia-

grams illustrate skill for flow thresholds of 4000 m3/h (a+b) and a 9500 m3/h (c+d)  (Paper 

III). 
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4 Discussion 

4.1 A-ISE sensors for monitoring in wastewater 

4.1.1 How to operate A-ISE sensors 

The raw A-ISE data collected for Paper I had serious flaws in terms of errat-

ic recalibration jumps and drifting values. As we considered the setup to be 

state of the art in terms of what is practically achievable, there are serious 

concerns regarding the applicability of A-ISE sensors for wastewater moni-

toring. The WRRF operators that were in charge of managing the sensor dur-

ing the study had little faith in the technology after seeing the raw data. It is 

clear that SOPs for A-ISE maintenance have to be updated as the currently 

recommended grab sample adjustments are inadequate for sensor recalibra-

tion. Cecconi et al. (2019) solved the issue with ex-situ recalibrations, i.e. 

grabbing a bucket of wastewater from the raw stream, putting the sensor in, 

waiting for it to adjust to the new medium, and taking a laboratory sample for 

comparison purposes. While this significantly improved their sensor readings, 

the operators we worked with consider the “bucket method” laborious and 

inefficient.  

Paper I tested the usefulness of an A-ISE sensor at probably the most favor-

able practical conditions: behind the primary clarifiers. It is not clear how 

useful these sensors are in less optimal locations and for setups where high-

quality reference samples for recalibration/merging are not available. Sewers 

and WRRF inlets may be too harsh an environment leading to issues with de-

bris and fat coating (Winkler et al., 2004), while WRRF effluent and recipient 

surface waters may contain too low concentrations for ideal use (Papias et al., 

2018; Winkler et al., 2004). It is also likely to be more difficult to establish 

high-quality reference samples outside of the WRRF, such as sewers and re-

cipients. 

Integrating the 24-h volume-proportional composite samples into the data 

setup solved many of the negative aspects with operating A-ISE sensors at 

the considered location. It did so without any additional operational costs as 

it exploited existing infrastructure. The new methodology thus provides a ma-

jor boost to A-ISE use in wastewater monitoring. 
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4.1.2 Uncertainties in the data 

While Paper I showed that merging the raw A-ISE data with 24-h volume-

proportional composite samples provided a much improved quality of data, 

the methodology cannot account for all types of errors. Successful implemen-

tation at a WRRF requires a certain minimum standard of the raw data. In 

Paper I, the composite samples were regarded as a reliable source of refer-

ence data, which was motivated by the fact that they are used for regulatory 

compliance assessment. However, any type of sampling will be subject to 

uncertainty arising from the specific sampling technique, equipment failure, 

and laboratory analysis (Ort et al., 2010). While some of these uncertainties 

may be accounted for in a more advanced data merging algorithm, it will be 

highly important that the samples undergo rigorous quality control since they 

have a large influence on the final signal output.  

Even though the developed methodology was able to remove some errors 

(jumps and drifting), the underlying raw A-ISE signal also have to provide 

meaningful raw estimates of NH4
+ variability over the course of a day. The 

sensor will e.g. have to be protected against debris leading to major clogging 

issues. The sensor head will also still have to be cleaned regularly, e.g. once a 

week (Cecconi et al., 2020). The merging algorithm replaced the manual sen-

sor recalibrations through what essential amounts to a so-called “one-point” 

calibration. Here, only the offset parameters in the relationship between elec-

trical potential and NH4
+ concentrations are updated. It is not clear to which 

degree the slope parameter is affected by sensor wear. Ohmura et al. (2019) 

showed that the slope parameter of ISE sensors for pH measurements did not 

change significantly over time, but it is an open question whether their results 

transfer to outside of their controlled settings and to A-ISE sensors. Field ex-

periments suggest that the sensors may need to undergo a more comprehen-

sive recalibration of both parameters about every three months (Cecconi et 

al., 2020). 

 

4.1.3 Perspectives for A-ISE use 

The reconstructed ISE data can be used for improved performance assess-

ment, legal reporting to authorities, and modeling efforts such as influent 

generation (Langeveld et al., 2017; Martin and Vanrolleghem, 2014). It is 

also well-suited for training NH4
+ software sensors and forecasting models 

(Newhart et al., 2020; Vezzaro et al., 2020). Finally, it can be used for feed-

forward control allowing e.g. aeration processes to be determined by up-
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stream NH4
+ estimates rather than delayed information from effluent concen-

trations (Kaelin et al., 2008; Stentoft et al., 2019). 

 

4.1.4 Expanding the methodology to other variables 

The idea of merging various types of sensor data products with different ap-

pealing aspects should be highly transferable to other use cases. The Danish 

wastewater regulations require that composite samples are analyzed for other 

variables than NH4
+ such as suspended solids, biological oxygen demand, 

nitrate, and phosphate. Low-cost online sensors of some of these variables 

could also be merged with the available composite samples. Nitrate would be 

a low hanging fruit since ISE sensors are available for it as well, often even 

combined with ammonium estimates in the AN-ISE sensor type.  

Data merging setups are something that water utilities could, and perhaps 

should, plan for when they design their monitoring strategies. Other fields 

already do this with an example from urban hydrology being merging of rain 

gauge and weather radar data. The presented methodology improves the reli-

ability of a low-cost sensor placed in the same location as a high-quality ref-

erence data source. However, it could also be possible to improve low-cost 

signals with reference data from another location by constructing a mathe-

matical model that can describe how the dynamics of the two locations relate 

to each other. This may be promising for sensing in distributed sewer net-

works where many low-cost sensors can provide distributed (noisy) data of 

variables such as water level, flow, and various water quality parameters. 

This could be then updated with information from a few accurate sensors in 

key locations. 

 

4.2 The future of NWP-based rainfall forecasting 

4.2.1 An open future 

In the past years, there has been a wave of opening of data products from na-

tional meteorological institutes that are now available free of charge. Many 

countries now provide free access to NWP products on multiple spatiotem-

poral scales and resolutions. These include but are not limited to the UK, 

France, the Netherlands, Germany, Sweden, Norway, Finland, USA, and 

Canada. It is also possible to obtain local observations and predictions from 

international centers such as EUMETNET and ECMWF. From 2019 onwards, 
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DMI has also started to gradually release various observations and forecast 

products covering Denmark.  

 

4.2.2 Next-generation NWP models: high-resolution, convection-

permitting, and improved DA 

Deep convection is an atmospheric process that happen at a small spatial 

scales (< 10km) and have previously been parameterized in NWP models. 

However, the new generation of NWP models, that are approaching 1 km 

spatial resolution, are better able to reproduce deep convection processes, and 

have become known as “convection-permitting” models. Clark et al. (2016) 

gives an assessment of what the new generation of convective-permitting 

models will do for the quality of NWP-based rainfall forecasting. For the near 

future, simple increases in computing power will continually improve NWP 

outputs by allowing more sophisticated and demanding DA schemes. Ensem-

ble sizes can be increased for better uncertainty quantification, and forecasts 

can have longer horizons and larger covered domains. Increasing resolutions 

will allow more and more small-scale phenomena to be properly resolved 

with deep convection being an important one. These gradual developments 

have been termed “the quiet revolution” of NWP (Bauer et al., 2015), and it 

will continue to evolve in the coming years. 

Convection is of special interest to urban hydrology as it can lead to high-

intensity rainfall events that cause pluvial floods in cities. It is therefore ex-

cellent news that these types of events will appear ever more realistically in 

new NWP models. However, fully resolving all types of convective events in 

operational forecast products does not seem possible in the near future as that 

might require grid resolutions finer than 100 m (Bryan et al., 2003; Clark et 

al., 2016). While convective events now look more realistic in the NWP out-

put, there will still be large spatial uncertainty associated with these events 

and ensemble sizes will remain too small to fully sample the range of possi-

ble outcomes. Post-processing methods such as neighborhoods and time-lags 

will therefore continue to be valuable, and will require continued application-

oriented refinement (Clark et al., 2016). 

RTC schemes for small urban catchments as well as those that do not have 

any significant storage facilities for retaining water require good rainfall pre-

dictions with short horizons. NWP products have struggled with good per-

formance on such short horizons and radar-based nowcasts have therefore 

been preferred in the past. The NWP community will need to address the 
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poor initial conditions mainly caused by lack of and insufficient assimilation 

of observations (Bauer et al., 2015). Several national weather services are 

developing various DA techniques that assimilate weather radar data into 

high-resolution NWP models (e.g. Ballard et al., 2016; Korsholm et al., 

2015). Paper II used one of these NWPs with assimilation of observed radar 

reflectivities through latent heat nudging, which is one of the more commonly 

used methods (Gustafsson et al., 2018). Ongoing research will continue to 

investigate more sophisticated methods such as 4D-Var and adapting the 

EnKF for convective-scale NWP (Sun et al., 2014). These efforts will be crit-

ical for many urban applications. 

 

4.2.3 Merging radar nowcasts and NWP 

There is a large, ongoing research effort towards integrating radar nowcasts 

and short-range NWP into one, single, “seamless” forecast. The rationale for 

this is that radar nowcasts perform well on very short horizons between 30 

minutes to 2 hours depending on the weather type, while NWP is better for 

longer horizons. 

Some of the urban drainage studies that employ merged radar nowcast-NWP 

products have used rather simple merging techniques that rely on a weighted 

average of the rainfall fields (Jasper-Tönnies et al., 2018; Yoon, 2019). That 

might be a reasonable approach for large-scale, stratiform rainfall systems 

where radar nowcasts and NWP tend to largely agree. However, for convec-

tive events, which both of these studies focus on, averaging two fields with 

spatial disagreement of where rain cells are located can make it seem like 

there are twice as many rain cells in the merged forecast. Other studies 

(Liguori et al., 2012; Schellart et al., 2014) have used the somewhat more 

sophisticated STEPS algorithm (Bowler et al., 2006), which decomposes the 

two original forecasts into various spatial scales and accounts for various 

sources of uncertainty.   

Other merging techniques that do not contain the potential pitfalls of simple 

averaging do exist in the meteorological literature. An example is an EnKF-

based solution where a stochastic nowcasting technique starts off from a ra-

dar nowcast, which is gradually updated and smoothly transitions into look-

ing like the NWP at longer horizons (Nerini et al., 2019). 
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4.3 Matching scales and resolutions of project 

aims, data, and models 
One of the keys to successful implementation of a NWP-based forecasting or 

control system is proper recognition and alignment of the scales and resolu-

tions of the project purpose, employed NWP product, hydrological model, 

and the decision framework. Of the surveyed urban drainage studies, those 

that fail to align these components are usually also those that struggle with 

obtaining good results. In this section, some common issues seen in the litera-

ture will be addressed. 

 

4.3.1 Time scales of use cases and NWP forecast horizons 

As mentioned earlier, NWP products are often designed with a given purpose 

in mind and to be most effective within a specific time window (nowcasting, 

short-range, medium-range, seasonal). It is therefore essential for successful 

use of NWP that urban drainage researchers and professionals employ the 

right kind of NWP product for the right purpose. Figure 10 compares the rel-

evant time scales of urban storm- and wastewater management issues with the 

forecast horizons of selected rainfall forecasting products that are provided 

for Denmark by DMI.  

Figure 10: An overview of the forecast horizons of selected rainfall forecasting products 

that DMI provides for Denmark (blue), and the relevant time scales for a range of different 

aspects and objectives of urban storm- and wastewater management. 
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While there is little risk of someone using a short-range NWP product for a 

drainage purpose that exist on longer scales, since these obviously are insuf-

ficient, the literature does show examples of the opposite. As Figure 10 high-

lights, the use of a global, medium-range NWP, such as ECMWF’s, with the 

goal of accurate in-sewer flow predictions or inundation depths a few hours 

ahead is equally out of proportion.   

 

4.3.2 Spatial scales of urban catchments and skillful NWP outputs 

The predictability of rainfall systems and thus the performance of NWP-

based rainfall forecasting is highly scale-dependent (as seen in Paper II for 

the low performance of high-spread events). In general, larger precipitation 

systems tend to be more organized, have longer lifetimes, and are more pre-

dictable (Sun et al., 2014). Meteorological modelers have recognized that 

evaluating NWP rainfall at point locations can make the forecasts appear 

poor, while they actually contain large value and skill from a larger spatial 

perspective. This has encouraged a move towards spatially aware evaluation 

metrics such as the Fractions Skill Score, where skill is calculated at multiple 

scales (Ebert, 2009; Roberts and Lean, 2008), and neighborhood post-

processing methods as described earlier. It is often the case that urban catch-

ments have a size that fits within one or a few NWP grid boxes and through 

the wide lens of regional or global NWP forecast domains, these catchments 

are more or less points in space. Urban drainage users of NWP estimates 

must therefore take care before simply using the predicted values in the grid 

box(es) that their catchments fit within. Robust warning and control schemes 

will have to be aware of the spatial uncertainty in their rainfall inputs 

(Courdent et al., 2017, 2018; Jasper-Tönnies et al., 2018; Olsson et al., 2017). 

 

4.3.3 The choice of hydrological models 

Total runoff in urban areas is characterized by a high degree of surface runoff 

and very fast response times due to the many impervious surfaces and piped 

flow paths. Detailed 1D and 1D-2D hydrodynamic models are often used to 

simulate flows through the system and the urban drainage community have 

come to expect high-resolution rainfall products to force these models. Gen-

eral advice on rainfall data in the literature is to have spatial grid resolutions 

less than 1 km2 and temporal resolutions less than 5 minutes (Ochoa-

Rodriguez et al., 2015; Schilling, 1991).  



40 

Some studies use detailed, computationally expensive runoff models, which 

consequently only allow for simulation of a single to a few rainfall scenarios 

(Brendel et al., 2020; Liguori et al., 2012; Schellart et al., 2014; Thorndahl et 

al., 2016). These approaches rely on receiving highly accurate rainfall fore-

casts. Given the kilometer-scale spatial resolutions, the hourly temporal reso-

lutions, and the large uncertainties related to most NWP data, such accuracy 

does not exist in practice. The direct applications of NWP in detailed pluvial 

flood models cannot be justified given that convective events are some of the 

most difficult to predict.  

Other ways of using the information from NWP are clearly preferable, but 

using some sort of runoff model may still be valuable. It lets a forecaster ac-

count for catchment specifics that might be important for runoff production 

such as land use, soil moisture, system actuators, antecedent conditions in the 

drainage network, etc. In general, it makes intuitive sense that detailed rain-

fall products should feed detailed hydrological and hydrodynamic models in 

order to handle problems that require detailed information. Conversely, 

coarse and uncertain rainfall products should feed simplified runoff models 

for simplified decision-problems. Figure 11 visualizes this idea. 

 

Figure 11: Consecutive layers/elements in a chain of forecasting models for urban runoff 

predictions (rows). Rainfall data, hydrological surface model and hydrodynamic sewer 

models of high detail intuitively fit together (left column), as do their coarse and simplified 

equivalents (right column). 

 

Based on the literature and the results of this thesis, the following three ap-

proaches are ways to handle at least some of the mismatch issues of NWP-

based forecasting and warning systems for small urban catchments: 
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1. For high-impact weather it is possible to only simulate one or a few 

worst-case scenarios and make decisions based on that. This could be 

the worst-case member in an ensemble or a high percentile such as the 

95th in a probabilistic forecast (Jasper-Tönnies et al., 2018; René et 

al., 2018). It could also be a time series from the grid box within a 

neighborhood where the most severe rainfall intensities are predicted 

(Courdent et al., 2017, 2018; Olsson et al., 2017; Thorndahl et al., 

2016). These attempts can keep a detailed hydrodynamic model as part 

of the forecasting setup, and take the approach of issuing a warning if 

the worst possible scenario exceeds a threshold, with the downside that 

they cannot provide probabilistic forecasts. 

2. Others abandon the idea of a computationally expensive runoff model, 

and instead choose to use simple, conceptual models, which in turn can 

provide hundreds or thousands of simulations in real-time (Courdent et 

al., 2018; Paper III). A related approach would be to use NWP as in-

put to fast surrogate models (also called emulators or meta-models) 

that have been trained to emulate the behavior of detailed runoff mod-

els at greatly reduced simulation times. Several surrogate models have 

been developed in recent years for e.g. flow (Lund et al., 2019; 

Thrysøe et al., 2019) and flood forecasting (Bermúdez et al., 2018). 

Machine learning models could be another option for computationally 

low-cost real-time predictions (Berkhahn et al., 2019).  

3. Finally, it is possible to produce warnings and make decisions without 

simulating any runoff processes in real-time, and instead base actions 

on exceedance of predefined rainfall thresholds (Gaborit et al., 2013, 

2016; Jasper-Tönnies et al., 2018; Yang et al., 2016, Paper II). With 

this approach runoff simulations can either not be used at all, or be 

made as offline, desktop exercises (e.g. with a detailed hydrodynamic 

model) that examine various potential flooding scenarios. These sce-

narios can then inform the choice of rainfall thresholds for a given 

warning or decision problem. 
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5 Conclusions  

The advanced monitoring and modeling concepts, that are transforming urban 

drainage and wastewater systems from static solutions into actively managed 

assets, require high-quality input data. This thesis has made major strides to-

wards operational use of two data sources that have highly desirable proper-

ties, but generally have been considered too unreliable and uncertain in the 

past: A-ISE sensors for monitoring NH4
+, and NWP for rainfall forecasting. 

The thesis showed that current standard operating procedures for how to 

maintain and operate A-ISE sensors at WRRFs need to be revisited. Recali-

brating the sensors based on standard grab sample adjustments often led to an 

erratic and unreliable signal. A methodology was developed to improve the 

reliability of the A-ISE sensors by merging their signals with 24-h volume-

proportional composite samples. These samples are widely available at 

WRRFs due to regulatory requirements, and implementation of the developed 

setup does thus not incur additional costs on operations. The merged dataset 

had much better data quality both for offline desktop studies and online esti-

mates of NH4
+. The reconstructed data was also more useful for training a 

software sensor. Since the use of composite samples is easy to implement and 

provides strong performance improvements, it should be pursued and further 

developed by water utilities. 

A review of current NWP applications highlighted some key issues that must 

be taken into account by urban water practitioners. NWP products are 

designed with specific time scales in mind and should be used for urban 

drainage purposes that exist on similar scales. NWP skill is highly dependent 

on spatial scale and they are not expected to provide accurate prediction 

directly above a small urban catchment. This needs to be accounted for in 

how they are used. An often seen issue in the literature is use of hydrological 

models that are not suited for the NWP estimates that deliver their inputs.  

Only a handful of urban water publications showcase real operational use of 

NWP while most studies so far have been desktop analyses. Many published 

studies do not possess much power in their analyses as they are based on 

evaluations of only a handful of rain events. This thesis based its results on 

large archives of historical forecasts, evaluated more than 100 rain events, 

and thus provide much more robust assessments. With this dataset it was 

possible to quantitatively evaluate the predictive performance of NWP 

rainfall estimates as a function of the weather type. Rain events with a lot of 
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dynamic evolution and those consisting of small and scattered rain cells were 

the most difficult to predict for both NWP and radar nowcasts. A NWP 

product with improved initial conditions through assimilation of weather 

radar observations was able to compete with the more commonly used radar 

nowcasts. The NWP product had good skill in terms of operating a wet 

weather switch at a WRRF and was a vast improvement over a reactive 

control setup based solely on real-time observations of rainfall. While rainfall 

forecasts based on radar nowcasting drastically worsened with increasing 

forecast horizons, NWP was able to retain much of its skill for longer 

horizons. 

NWP outputs are uncertain and post-processing methods can help describe 

and correct for this. The thesis investigated an intuitive post-processing 

method based on time-lagging of forecasts, which can account for some of 

the uncertainty related to specifying initial conditions. This method was able 

to highlight forecast consistency for the incoming weather situation and 

performed comparably to another post-processing method based on 

neighborhoods, which can account spatial uncertainty. 

Overall, the thesis increased the reliability of A-ISE signals to the point 

where they may be used in real-time operations behind the primary clarifiers 

of WRRFs. It also assessed the potential of rainfall forecasts from NWP at 

small urban scales, and highlighted ways to properly employ them. More 

research and more real life experiences are still needed for improving the 

usefulness of A-ISE sensors and NWP, but the thesis showed that both 

technologies can have an important role to play in the increasingly digital 

operations of urban drainage and wastewater management.  
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6 Future research 

6.1 Monitoring wastewater with A-ISE 
The data merging technique for A-ISE sensors and composite samples should 

be further developed. Future tests will show which frequency of composite 

samples that are required for adequate data quality, and how that may vary 

between locations. The technique should be tested for other variables, such as 

nitrate, where outputs from low-cost sensors may be improved. The technique 

itself could be expanded to account for uncertainties during the merging pro-

cess, e.g. through data assimilation techniques based on Kalman filters. This 

might also provide valuable uncertainty estimates on the measured values. 

Further research should investigate which locations A-ISE sensors are suita-

ble for with and without the merging technique. Within a WRRF, it would be 

interesting to test the technique for sensor locations before the primary clari-

fier and at the WWTP effluent where composites also often are available.  

Obtaining raw potentiometric data from A-ISE sensors would allow for test-

ing the assumption of relatively stationary slope parameters and the effect of 

interfering ions, which may be different for separate vs combined sewers. 

 

6.2 Use of NWP for urban drainage purposes 
Examination of the current literature has shown that there is a large need for 

further research and real case implementations before NWP-based warning 

and control schemes will be common within urban water management. The 

following points represent necessary and promising research avenues: 

 Large-sample studies: Much of the literature consist of studies that 

examine a handful of rainfall events and thus do not possess statistical 

power. Several studies are inconclusive and finish with statements that 

call for further research on their hypotheses. There is a need for large-

sample studies that examine NWP applications over longer periods, 

such as Paper II and III of this thesis. When analyses of forecasting 

setups are restricted to rain events only, they are missing the compo-

nent of whether their systems produce significant amounts of false 

alarms in dry periods. Large samples are difficult to obtain for flood 

events in individual catchments, and more flood-oriented studies 

should rely on multi-catchment analyses for more robust findings. 
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 Real-life case implementations: Many studies, including those in this 

thesis, are post-hoc desktop investigations of how NWP-based deci-

sions would have performed had the systems existed in the past. There 

is a need for more reports on actual forecasting systems and the prob-

lems and potential solutions they encounter to assist others in real-life 

implementations. This is especially true for RTC applications as the 

collective literature contains just one 7-day test at a real case (Stentoft 

et al., 2020) and five simulation studies: two simulation studies that 

mostly fail to get any benefit from NWP (Gaborit et al., 2013, 2016), a 

methodological study (Courdent et al., 2017), a small “proof-of-

concept” paper (Courdent et al., 2015), and Paper II’s WRRF-oriented 

wet weather switching problem. Some promising avenues are control 

of large storage volumes such as urban tunnel systems that have been 

constructed in several cities (Palmitessa et al., 2018, 2021) and fore-

cast-based optimization of energy use. 

 Proportionality and construction of the forecast chain: As dis-

cussed above, several studies go awry in how they combine NWP 

products with hydrological and hydrodynamic models for various pur-

poses. The discussion of this thesis suggests proportionality between 

the levels of detail in each component of the forecasting chain as an in-

tuitive start, but there is a need for investigating which combinations 

of NWP products, post-processing methods, runoff models, and control 

algorithms that provide useful results for which purposes. 

 Post-processing: Post-processing of raw deterministic and ensemble 

NWP outputs are essential for many purposes. National weather ser-

vices have many users of their products and are therefore often not in-

terested in tailoring post-processing schemes for individual end users. 

The urban drainage field will therefore need to take ownership of the 

developments of post-processing methods that are relevant for it. Sim-

ple, intuitive post-processing methods, such as neighborhoods and 

time-lagging, should continue to be refined. Statistical post-processing 

is becoming increasingly attractive due to the recent surge of open 

forecast data that allow for archiving and merging of multiple forecast 

products. This will also create opportunities for developing methods 

that turn pseudo-probabilistic ensemble products into actual probabilis-

tic forecasts for improved decision-making. Much more research is 

needed for this as precipitation is one of the more difficult variables to 

predict and post-process (Vannitsem et al., 2020).  
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a b s t r a c t 

Long-term, continuous datasets of high quality are important for instrumentation, control, and automa- 

tion efforts of wastewater resources recovery facility (WRRFs). This study presents a methodology to in- 

crease the reliability of measurements from ammonium ion-selective electrodes (ISEs). This is done by 

correcting corrupted ISE data with a data source that often is available at WRRFs (volume-proportional 

composite samples). A yearlong measurement campaign showed that the existing standard protocols for 

sensor maintenance might still create corrupted dataset, with poor sensor recalibrations responsible for 

abrupt and unrealistic jumps in the measurements. The proposed automatic correction methodology re- 

moves both recalibration jumps and signal drift by using information from composite samples that al- 

ready are taken for reporting to legal authorities. Results showed that the developed methodology pro- 

vided a continuous, high-quality time series without the major data quality issues of the original signal. 

In fact, the signal was improved for 87% of days when a reference sample was available. The effect of cor- 

recting the data before use in a data-driven software sensor was also investigated. The corrected dataset 

led to noticeably smaller day-to-day variations in estimated NH 4 
+ loads, and to large improvements on 

both median estimates and prediction bounds. The long time series allowed for an investigation of how 

much training data that is required to fit a software sensor, which provides estimates that are represen- 

tative for the entire study period. The results showed that 8 weeks of data allowed for a good median 

estimate, while 16 weeks are required for obtaining good 80% prediction bounds. Overall, the proposed 

method can increase the applicability of relatively cheaper ISE sensors for ICA application within WRRFs. 

© 2020 Elsevier Ltd. All rights reserved. 
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. Introduction 

The wastewater sector is moving towards more digitalization,

nd more instrumentation, control and automation in an effort

o improve infrastructure planning and operational performance

 Olsson et al., 2014 ; Yuan et al., 2019 ). Nitrogen removal is among

he major processes driving the design and affecting the opera-

ions of Water Resources Recovery Facilities (WRRFs), and thus one

f the key components that are targeted by these effort s. Sev-

ral WRRF control strategies imply monitoring of nitrogen forms,

ainly ammonium, NH 4 
+ , and nitrate, NO 3 

−, for defining set

oints for e.g. aeration or recycling rates during removal pro-

esses (see the examples in Olsson et al,. 2014 ; Sweeney and

abouris, 2018 ; Yuan et al., 2019 ), or to limit the emission of

reenhouse gasses like N 2 O ( Andalib et al., 2018 ; Ekström et al.,
∗ Corresponding author. 

E-mail address: jowi@env.dtu.dk (J.W. Pedersen). 

u  

a  

T  

ttps://doi.org/10.1016/j.watres.2020.116227 

043-1354/© 2020 Elsevier Ltd. All rights reserved. 
017 ). Furthermore, information on incoming nitrogen concentra-

ions and loads can also be used by optimization approaches based

n Model Predictive Control (e.g. Stentoft et al., 2019 ; Vre ̌cko et al.,

011 ). 

Long-term, continuous time series of relevant variables in the

ystem are key for supporting all of these efforts. For WRRFs, these

ime series can e.g. be used for the development of influent gen-

rators ( Martin and Vanrolleghem, 2014 ), to support the develop-

ent of plant wide models ( Cierkens et al., 2012 ), and to set up

oftware sensors and/or data-driven models ( Newhart et al., 2019 ).

nline sensors that measure NH 4 
+ and NO 3 

− are either based

n ex-situ (analysers) or in-situ installations ( Béltran et al., 2015 ).

hile the first analyse a pre-filtered wastewater sample, which is

umped out of the monitored stream, the latter are placed directly

n the wastewater stream. Generally, ex-situ commercial sensors

tilize colorimetric or ion-selective electrodes (ISE), while in-situ

pplications are based on ISE or UV-sensors ( Gernaey et al., 1998 ).

he two approaches obviously differ in terms of accuracy and pre-

https://doi.org/10.1016/j.watres.2020.116227
http://www.ScienceDirect.com
http://www.elsevier.com/locate/watres
http://crossmark.crossref.org/dialog/?doi=10.1016/j.watres.2020.116227&domain=pdf
mailto:jowi@env.dtu.dk
https://doi.org/10.1016/j.watres.2020.116227
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t  
cision, reliability and maintenance requirements, and thereby also

in their financial costs. Ex-situ sensors based on colorimetric tech-

niques are often judged as more reliable, but require important fi-

nancial investments. Conversely, in-situ ISE sensors have the ad-

vantage that they are significantly cheaper, have very little lag time

in their data delivery, and do not require any chemicals for their

analysis ( Rieger et al., 2002 ). 

Ammonium-ISE (A-ISE) sensors have been tested in multiple

environments ( Winkler et al., 2004 ): in harsh environments (sewer,

WRRF) the A-ISE performance was strongly affected by clogging

and fouling (requiring extensive maintenance and sensor cleaning),

while low target-ion concentrations challenged measurements in

cleaner streams (such as WRFF outlets). This was also observed by

Papias et al. (2018) when using A-ISE for monitoring a wetland

treating WRRF effluent. The main issue with measuring in low-

concentration environments is that, other ions (especially K 

+ and

Na + ) can interfere with the ion-selective membrane ( Cecconi et al.,

2019 ; Winkler et al., 2004 ). 

ISE sensors can also be strongly affected by drift, as experi-

enced by Papias et al. (2018) after about 30 days of operation.

Tendency to drift immediately after installation was also observed

by Ohmura et al. (2019) when benchmarking multiple ISE sensors

for pH measurements in a laboratory study. Signal degradation and

sensor ageing are caused by (1) reversible fouling, which is more

severe closer to the WRRF inlet and which can be cleaned with a

piece of cloth, and (2) irreversible fouling, which seems to be inde-

pendent of the location in the plant and which cannot be cleaned

( Cecconi et al., 2019 ). 

Appropriate Standard Operating Procedures (SOP) for sensor

maintenance are thus essential to ensure good quality of the

collected data, while improper SOP can irremediably deteriorate

the sensor signal. For example, Cecconi et al. (2019) showed

how the use of non-representative wastewater samples to recal-

ibrate A-ISE sensors can significantly worsen their performance.

In this case, ex-situ reference samples (i.e. collecting wastewa-

ter in a bucket and using it for sensor calibration) were recom-

mended. Rieger et al. (2010) proposed a procedure for obtaining

high-quality data, which requires performing additional intensive

monitoring campaigns. Both of these approaches produce addi-

tional workloads and costs for the WRRF operators. Similarly, SOPs

adopted by several scientific studies ( Alferes et al. (2014) , for ex-

ample, suggested a weekly sensor maintenance) might be regarded

as too demanding by WRRF operators, who need to navigate a

trade-off between the relatively lower price tag of an A-ISE and the

maintenance costs required to ensure high-quality measurements. 

There are examples of methods for retrieving useful informa-

tion from unmaintained or poorly maintained sensors (e.g. De Mul-

der et al., 2018 ; Schneider et al., 2019 ). Additional data valida-

tion methodologies have also been described by several stud-

ies ( Alferes et al., 2013 ; Leigh et al., 2019 ), with some specifi-

cally considering sensor drift ( Haimi et al., 2016 ; Rieger et al.,

20 05 ; Thomann et al., 20 02 ), data reconciliation and gap fill-

ing ( De Mulder et al., 2018 ), and online estimation of measure-

ment uncertainty ( Kahiluoto et al., 2019 ; Näykki et al., 2015 ).

Papias et al. (2018) attempted a drift correction with a simple lin-

ear relationship over time, while Schneider et al. (2019) extracted

useful information from the signals of unmaintained sensors. Most

of these methods are, however, semi-automatic, i.e. they still re-

quire some degree of intervention from a data scientist. 

This study introduces an automatic data correction methodol-

ogy for A-ISE sensors, which relies on reference measurements that

are commonly available at many WRRFs. The proposed method

increases the reliability of A-ISE data and extracts information

from otherwise corrupted time series without establishing new,

resource-demanding SOPs for WRRF operators. Data from a 1-year

measurement campaign performed by the largest wastewater util-
ty company in Denmark at a WRRF in Copenhagen were used.

ensor maintenance was performed by closely following the SOP

rovided by the sensor manufacturer, and the collected measure-

ents thus represent a “state-of-the-art” dataset for everyday, in-

eld sensor operations. Nevertheless, sensor drift and recalibration

umps make the raw data difficult to use in practice. In this study,

e therefore: 

1 Develop an automatic method for correcting the corrupted, raw

time series by removing the effects of improper sensor recali-

bration and by reconstructing a more reliable signal. The devel-

oped method utilizes existing, commonly available, composite

samples as reference, and it thus reduces the need for addi-

tional maintenance resources; 

2 Evaluate the performance of the automatic correction method

when applied in online WRRF operations as well as in an offline

context (correction of historical data); 

3 Investigate the impact of the corrected data for operating a

WRRF (analysis of daily NH4 + profiles) and for the application

of a data-driven, online software sensor; 

4 Discuss the need for modifying existing SOP and maintenance

procedures for A-ISE sensors providing a trade-off between the

need to maintain high-quality data while reducing the risk of

overzealous maintenance. 

. Materials and methods 

.1. Case study: Damhusaaen WRRF 

The Damhusaaen WRRF is operated by BIOFOS, the largest Dan-

sh wastewaster utility, and is one of three major plants in the city

f Copenhagen, Denmark. The plant receives wastewater from a

5 km 

2 combined sewer catchment, consisting of a mix of house-

olds and industries. The plant has a capacity of 350,0 0 0 PE and

s an alternating plant ( Isaacs and Thornberg, 1998 ) with biological

itrogen and phosphorous removal as well as chemical phospho-

ous precipitation. Fig. 1 shows an overview of the plant layout,

he main hydraulic pathways, and the location of the monitoring

ocations used for this study. The wastewater stream is sampled af-

er primary treatment (location 1), just before a pumping station.

n A-ISE sensor is installed downstream of the pumping station, in

he inlet channel to the biological treatment tanks (location 2). The

lacement of the sensor has been defined by BIOFOS staff for logis-

ical reasons, i.e. to provide easy access and to limit fouling caused

y fat and grease, which are known factors affecting the reliabil-

ty of both in-situ and ex-situ sensors ( Rieger et al., 2002 ). Data

or this study were collected for almost a full year in the period of

une 4th 2018 to May 15th 2019. 

.2. Available data 

.2.1. Flow observations 

Flow observations are collected after the central pumping sta-

ion by using a magnetic inductive flow metre with a one-minute

esolution. Basic data quality control (DQC) is automatically per-

ormed by the data collection platform, checking for out-of-sensor-

ange, sensor failures (flat lines), and sudden shifts. Small gaps in

he time series of less than 10 min are filled by linear interpola-

ion. Since the pump’s operation strongly affect the measured flow

ata, a moving average with a centred window of two hours is

sed to remove the spikes caused by pump operations from the

nfluent signal. Flow data are available for the full period of study. 

.2.2. Volume-proportional composite samples 

The Danish legislation requires WRRF operators to report on

he plant’s yearly performance to the Danish Environmental Pro-
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Fig. 1. Aerial photo of the WRRF with main hydraulic pathways indicated (top) and a schematic layout (bottom). The red points designate measurement locations. (For 

interpretation of the references to color in this figure legend, the reader is referred to the web version of this article.) 
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ection Agency (DK-EPA). The performance is evaluated by tak-

ng 24-h volume-proportional composite samples (cf. definition in

rt et al. (2010) ) at the inlet, outlet, and (when happening) the

ypass of the plant. The required sample frequency depends on

he plant capacity: for Damhusaaen, the DK-EPA requires at least

2 annual samples of the influent and 24 samples of the effluent.

he plant operators take additional samples for internal analysis

o obtain a better overview of the plant performance, with a to-

al of 48 samples being collected annually at location 1 ( Fig. 1 ).

he auto-sampler is not started on a fixed schedule as the oper-

tors intend to collect representative samples of all days of the

eek over a year. The sampling is thus spread out over the year,

nd there is approximately one sample per week on average with

ypical intervals between sample ranging from 4 to 10 days. The

uto-sampler that was used for this study is a MAXX SP Zone 2

uto-sampler with a total sample capacity of 9 litres per sampling

ay. The auto-sampler collects wastewater aliquots of 60 ml, re-

ulting in a maximum of 150 samples per day. The sampling vol-

me interval is modified by the plant operators depending on the

xpected inlet flow (i.e. if wet weather is expected during the sam-

ling period). Unfortunately, the auto-sampler settings have not

een documented, but the operators often utilize a value of 500

E

 

3 of wastewater passing by the sampler before a new aliquot is

aken. A sampling day runs from 7AM to 7AM the following day.

uring heavy rainfall events, it is possible that the total capacity

f the auto-sampler is exceeded and that the sampling thus ends

rematurely. During the study period, 45 daily composite samples

ere collected. Three samples were discarded due to unrealistically

igh or low values after consultations with the operators, while

our samples were discarded due to missing flow or A-ISE data for

he same day. 

.2.3. Ammonium-ISE data 

An ISE consists of an indicator electrode and a reference elec-

rode. The reference electrode sits in a reference solution and has

 constant electrical potential that is known to the manufacturer,

hile the potential of the indicator electrode will vary depend-

ng on the concentration of the target ion in the wastewater. The

ensor measures the difference in potential between the two elec-

rodes with a voltmeter. Knowing the potential in the reference so-

ution and the measured difference between the reference and the

ndicator, one can estimate the concentration of a target ion in the

astewater through the Nernst equation: 

 = E 0 + 

RT 
log ( A ) (1) 
zF 
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where E [V] is the electrode potential, E 0 [V] is a constant that is

specific to the indicator-reference electrode pair, R is the gas con-

stant [J K 

−1 mol −1 ], T [K] is the temperature, z [-] is the charge of

an ion, F is the Faraday constant [C mol −1 ], and A [-] is the activity

of the target ion. As there are different ions in raw wastewater, an

“ion-selective” membrane only allows a specific ion such as NH 4 
+ 

to reversibly bind to the indicator electrode. However, no mem-

brane is 100% selective towards its target ion, and other similar

ions can cause interference. Accounting for this in Eq. (1) , leads to

Eq. (2) that is also called the Nikolskii-Eisenmann equation: 

E meas = c + 

RT 

z i F 
log 

( 

A i + 

J ∑ 

j=1 

k i j A 

z i 
z j 

j 

) 

(2)

where E meas is the measured potential difference, c is a constant,

while subscript i and j refers to the target and the interfering ion,

respectively. J is the total number of interfering ions, while k ij is

the selectivity coefficient and accounts for how well the membrane

distinguishes between the target and the interfering ion. Eq. (2) ,

also known as the calibration curve of an ISE sensor, is a linear re-

lationship between the measured potential difference and the log-

arithm of the activity, with an offset ( c ) and a slope parameter

( RT/z i F ). Linearity only holds within a certain range of concentra-

tions, and interference from other ions becomes an issue at very

low concentrations of the target ion. At high concentrations, the

assumption of concentration roughly equalling activity is not re-

spected due to high ionic strength in the wastewater. 

ISE sensors are known to drift over time with several identi-

fied causes: the reference potential can be affected by diffusion of

molecules in the reference solution, the membrane can experience

clogging, and there might be ageing issues with various compo-

nents in the sensor. The degree of drifting is dependent the type

of sensor and the way it is used. The standard practice to min-

imize drift is to recalibrate the sensor regularly by re-estimating

the offset and slope parameters in Eq. (2) . This is normally done

by comparing sensor readings against laboratory analysis of grab

samples. If just one grab sample is taken for comparison with sen-

sor readings, it is called a one-point calibration, which only makes

it possible to re-estimate one of the parameters in Eq. (2) . If both

parameters are to be estimated a two- or multi-point calibration is

needed. 

The ISE sensor placed at location 2 at Damhusaaen WRRF is a

HACH AISE sc probe, which provided data for the whole study pe-

riod at two-minute resolution. The sensor corrects the signal for

K 

+ , as this is the most important interfering ion in wastewater.

Data were validated by using the same DQC procedure as for flow

observations with additional visual checks to remove sensor main-

tenance periods, which are often not detected by automatic DQC. 

The plant operators performed regular sensor maintenance, fol-

lowing a SOP that was agreed upon with the sensor manufacturer.

The SOP required a manual cleaning of the sensor once a week

with a wet piece of cloth. No chemical cleaning of the sensor head

was performed during the study period. Grab samples were taken

in the raw wastewater stream next to the sensor and a reading of

the sensor observation at the same time was logged. According to

the SOP, the sensor should be recalibrated if deviation between the

grab sample and the sensor reading is greater than 10%. The utility

company chose the value of 10% based on their standard internal

practice, which is also applied to other sensors across their plants.

Recalibration was done by following the sensor manufacturer’s rec-

ommendations, suggesting a one-point calibration, where only the

offset parameter is updated. In practice, the process of recalibra-

tion consisted of the operator typing the result of the laboratory

analysis of the grab samples into a HACH SC10 0 0 controller that

directly connects to the ISE sensor. Proprietary software inside the

controller then automatically updated the offset parameter of the
alibration curve. Overall, the collected data are thus representative

or a typical everyday use of such sensor by scrupulous operators

n daily WRRF operations. 

.3. Data correction method 

The proposed data correction method consists of three steps

iming at removing the large discontinuities due to sensor recal-

bration as well as any sensor drift by using information from 24-

 volume-proportional samples. The signal reconstruction aims to

reserve the information on relative intra-daily variations from the

SE signal, while adjusting the absolute values to a more reliable

stimate. The use of a 24-h sample implies that the correction

s not affected by inter-daily variations (e.g. weekdays vs. week-

nds), as long as the sensor data and the composite samples have

een collected over the same period. This correction also removes

he signal disruption caused by sensor recalibration based on non-

epresentative grab samples. The entire process is illustrated in

ig. 2 . 

1 Remove discontinuous recalibration “jumps”: The first step

identifies and removes discontinuities that are caused by man-

ual sensor recalibrations in a measured time series, providing a

smooth series of observations. Jumps were identified thanks to

the operators’ maintenance logbook, where recalibration events

were recorded. A recalibration event causes an instantaneous

jump in the measured series as the one-point calibration pro-

cedure adjusts the offset parameter in Eq. (2) . A change to the

offset parameter does not only move the daily average of the

observations but also changes the magnitude of the intra-daily

variations. Since the sensor calibration curve relates the mea-

sured E signal linearly to the logarithm of the NH 4 
+ concentra-

tion (see Eq. (2) ), it is necessary to operate on log-transformed

data. The first step back-calculates erroneous jumps by using

the difference between the mean of the 10 observations be-

fore the jump and the mean of the 10 observations after the

jump ( Fig. 2 a). This difference is either added to or subtracted

from the observations after the jump, aligning the observations

on both sides of the recalibration event ( Fig. 2 b). This is done

sequentially for all recalibration events in the considered pe-

riod, generating a times series where no sensor recalibrations

are visible. Because the jumps are removed by evaluating the

average concentration immediately before and after a jump, it

is important to choose a window of time for averaging that is

long enough to smooth out random noise in the data. The time

window should also not be so long that the dynamics in the

system have led to a real change in concentration, e.g. during

the ramping of the daily peak. For this study, a window size of

10 observations provided a good compromise between the two

aspects. 

2 Emulate composite sampling: This step calculates a 24-hour

average concentration based on ISE data, emulating the auto-

sampler’s volume-proportional sampling of the actual wastewa-

ter stream. First, the cumulative wastewater volume during the

sampling day is calculated ( Fig. 2 c). According to the typical

settings at Damhusaaen WRRF, samples are taken every 500m 

3 

of passing water volume. The measured NH 4 
+ concentrations at

corresponding sampling times are then extracted from the time

series (corrected at step 1), and their average is calculated, cre-

ating a composite sample from the sensor data ( Fig. 2 d). On

rainy days with large incoming wastewater volumes, the auto-

sampler might run out of its 150-sample capacity. This is em-

ulated by stopping the sampling from the sensor data at the

150th sample as well. 

3 Adjust ISE series with composite values: This step adjusts the

ISE values to fit the measured composite samples. As in step
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Fig. 2. Sketch of the different steps in the data correction method. It is worth noting that the time scales are different for each column. On the left, the time axis is a couple 

of hours, in the middle it is 24 h, while it is on the order of two weeks in the right column. 
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1, the adjustment is performed on log-transformed data. First,

a correction factor is determined for the days when compos-

ite samples were taken as the ratio between measured and

emulated composite values ( Fig. 2 e). Linear weighting between

these correction factors are then used to estimate correction

factors for days between two composite samples. Finally, the

corrected time series is obtained by multiplying the correction

factors to the data generated at step 1 ( Fig. 2 f). 

.4. Offline vs online applications 

The proposed correction method can be applied in offline, desk-

op settings (i.e. to correct data collected during past monitoring

ampaigns) and in online, operational settings (i.e. measurements

re corrected as soon as they are recorded by the sensor). For of-

ine applications on historical data, the correction of a given ISE

ata point can be based on its closest past and future composite

amples. For online applications, the correction procedure can only

e based on past composites samples, since future samples are ob-

iously not available. In this case, the correction factors are kept

onstant and equal to the one estimated at the most recent com-

osite sample day (i.e. there is no interpolation between two com-

osite sample days). 

.5. Evaluation of the corrected signal 

The performance evaluation of the correction method depends

n whether it is used in offline or online mode. The offline perfor-

ance is evaluated with a “leave-one-out” analysis, where a single

omposite sample is removed from the dataset and the full correc-

ion procedure is performed with the remaining samples. The rela-

ive error εraw 

for the raw signal on the removed day is calculated

s: 

 raw 

= 

C raw 

− C comp 

C comp 
(3) 

here C raw 

[mg l −1 ] is the concentration from the emulated com-

osite sample (Step 2) based on the raw ISE signal, and C comp [mg

 

−1 ] is the concentration from the removed composite sample mea-

ured in the laboratory. The relative error εcorr for the corrected
ata on the removed day is then calculated as: 

 corr = 

C corr − C comp 

C comp 
(4) 

here C corr [mg l −1 ] is the concentration from the emulated com-

osite sample (Step 2) based on the corrected ISE signal. The cor-

ection procedure has improved the value of the ISE data if ɛ corr is

maller than ɛ raw 

. This procedure is then repeated for all compos-

tes in the measurement campaign. 

The performance of online applications of the method is done

or each composite sample at a time. Here, the correction factors

hat were calculated for the most recent composite sample are ex-

rapolated forward to the ISE data for the day of interest. Eq. (4) is

hen applied to the online corrected signal. 

.6. Application to a data-driven software sensor 

The benefits of using the correction method in combination

ith a data-driven software sensor were also evaluated. The mod-

lling setup for the software sensor was based on the model ini-

ially presented by Vezzaro et al. (2020) , where it was used for

orecasting flow and NH 4 
+ at the inlet of a WRRF. This model

imulates incoming NH 4 
+ daily loads at the inlet of plant ( F N H 4 )

y using a widely applied simple second-order Fourier series (e.g.

echmann et al., 1999 ): 

 N H 4 ( t ) = μ + 

2 ∑ 

k =1 

( αk sin ( 2 πkt ) + βk cos ( 2 πkt ) ) (5) 

here μ corresponds to the daily mean of the NH 4 
+ load [kg/hr],

nd αk and βk are Fourier coefficients that reproduce the diurnal

attern. Since the ISE sensor is located after the primary clarifiers,

heir volume will cause the diurnal pattern to be attenuated and

elayed before it reaches the sensor location. Eq. (5) thus requires

 modification, where the inflow signal is filtered by using a series

f continuously stirred tank reactors with a total volume equiv-

lent to the total clarifiers’ volume. The number of tanks in se-

ies (three in this case) were defined according to the attenuation

bserved in the measurements. The NH 4 
+ concentration ( C N H 4 ) is

hen calculated as: 

 N H 4 ( t ) = 

F N H 4 ( t ) 

Q ( t ) 
(6) 
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where Q ( t ) is the measured inlet flow. 

The software sensor is trained by estimating the parameters

of Eq. (5) for each day within a user-specified time window.

The estimation procedure consists of minimizing the root mean

squared error between simulated and observed data with a stan-

dard Nelder-Mead algorithm ( R Core Team, 2019 ). This provides an

ensemble of daily profiles that contains as many members as there

are days within the time window. The ensemble allows for consid-

ering inter-daily variations (which are often neglected by models

only considering a single typical profile) and it is used for forecast-

ing or for filling information gaps in periods where NH 4 
+ concen-

trations and loads are missing, thus allowing the WRRF operations

to swiftly continue. 

To evaluate the influence of the amount of training data for es-

timating the software sensor, ensembles of different sizes are com-

pared. Only weekdays’ profiles are considered (i.e. no weekends).

The ensembles generated by using different time windows (ranging

from 2 to 16 weeks, and sweeping across the whole dataset) are

compared to the results obtained by using all the 130 dry week-

days. 

The performance of the software sensor is investigated with the

following indicators: 

1) Mean Absolute Relative Error (MARE) of the ensemble median

against the observations; 

2) Observation coverage of the 80% confidence interval as defined

with the 10th and 90th percentile as lower and upper bound-

ary; 

3) Interval Score (IS) as given by Eq. (7) for the ( 1 − α) · 100% con-

fidence interval. 

IS = 

∑ 

{ 

u − l for l < x < u 

u − l + 

2 
α · ( l − x ) for x < l 

u − l + 

2 
α · ( x − u ) for x > u 

(7)

where x is the observation at a given point in time, l is the lower

boundary of the confidence interval, u is the upper boundary of the

confidence interval, while α defines the confidence interval (e.g. α
equals 0.05 and 0.2 gives a 95% and 80% confidence interval, re-

spectively). 

3. Results and discussion 

3.1. Assessment of signal quality 

Fig. 3 a shows all the available inlet flow data. The average flow

was around 30 0 0 m 

3 /hr during dry days with discernible seasonal

variations: the dry weather flow was larger during winter months

and in a two-week rainy period in March 2019. These variations

were due to groundwater infiltration-inflow and followed the sea-

sonal variations in the groundwater table. Wet weather occurred

when the measured flow exceeded 50 0 0 m 

3 /hr with stormwater

peaks reaching 20,0 0 0–23,0 0 0 m 

3 /hr. 

Fig. 3 b shows the raw NH 4 
+ signal from the ISE sensor where a

change in colour indicates a manual sensor recalibration event. The

calibration time stamps are also shown in Fig. 3 c along with sen-

sor cleaning dates and change of the sensor cartridge (November

2018). An indication of a “calibration” time means that the sen-

sor was both cleaned and calibrated. Both infiltrated groundwater

and stormwater dilute wastewater, leading to lowered NH 4 
+ con-

centrations: these effects can be seen in the gradual changes over

long time intervals (weeks, months - indicating groundwater in-

filtration) and in the sudden (hours, days) drops in the NH 4 
+ con-

centrations due to stormwater dilution. In the period from Septem-

ber through November 2018, the sensor was maintained accord-

ing to the original SOP with frequent cleaning and comparison of

the deviation between ISE values and grab samples (approximately
nce a week). There were several exceedances of the 10% deviation

hreshold in this period, which led to frequent recalibration of the

ensor. Two of these were in hindsight due to grab samples with

nrealistically high concentrations, which should not have been

sed for recalibration in the first place. This maintenance proce-

ure changed from early December 2018 to late February 2019

hen the sensor was left unmaintained without any cleaning and

ecalibration. These changes in maintenance schedules were not

ctively planned as part of this study, but they provide a realistic

icture of sensor operations outside an academic setup (including

ffects of operators’ vacations, sick days, etc.) 

Fig. 3 d shows the raw sensor signal (red) and the corrected

ime series (purple) for the whole dataset. The measured concen-

rations from the 24-hour volume proportional samples are also

hown (black squares). Fig. 4 shows an enlargement of a period

ith intensive maintenance ( Fig. 4 a), and a period with apparent

ensor drift (July 2018 - Fig. 4 b). During the period with intensive

ensor maintenance, the signal showed large jumps in concentra-

ion of up to 30–40 mg/L before and after a sensor re-calibration.

fter these jumps, the signal sometimes reached physically unrea-

onable values above 90 mg/L. This raises serious concerns on the

epresentativity of the raw ISE signal. If this was the only available

ata source, it would be very difficult to determine which parts of

he dataset that can be regarded as reliable. Fig. 4 a shows how the

orrected signal provides a continuous, more realistic time series

ithout the large disruptive jumps. While the dry weather con-

entrations varied between 30 and 90 mg/L in the raw series, they

onsistently stayed around 50 mg/L in the corrected signal. From a

ualitative perspective, the corrected values seem much more rea-

onable as they do not show unrealistic changes in the dry weather

oncentrations. 

The long period without sensor maintenance ( Fig. 3 b) shows a

ownward trend in the raw ISE values over time until the next

ensor recalibration (late February), when the signal jumps back

p. A similar situation was observed in July 2018 ( Fig. 4 b), where

 period without maintenance resulted in an increasing trend in

H 4 
+ values over time. However, the analysis of the ISE signal

lone does not allow identifying if these trends are caused by sen-

or drift, variations in groundwater infiltration that dilutes wastew-

ter (as seen in the flow observations from January 2018), changes

n the wastewater influent loads (due to e.g. summer holidays in

uly), or a combination of these. The additional information pro-

ided by the composite samples thus enables a more thorough

nalysis, which, for example, shows how the ISE signal drifted

way from measurements during these two periods. The correction

ethod provides an adjusted signal that does not drift over time

hile still preserving the natural intra-daily variations in NH 4 
+ 

oncentration ( Fig. 4 b). 

Fig. 5 compares the quantitative performance of the raw ISE sig-

al against the two application modes (offline and online). Fig. 5 a

hows the relative error between the measured composite samples

nd their ISE-based equivalents for the raw and corrected signals,

s calculated by Eqs. (3) –(5). Here, it is seen that the offline correc-

ion produces smaller errors (quartile range of −8% to + 7%) than

he raw signal (quartile range of −13% to 24%). The online correc-

ion is, as expected, worse than the offline setup (quartile range of

15% to 12%) but it still provides an improvement compared to the

aw signal. While the boxplots ( Fig. 5 a) summarize the overall per-

ormance over the entire measurement campaign, Fig. 5 b,c show

he errors for each individual sampling day. A red point indicates

hat the raw signal outperforms the corrected signal for a given

ay, while a purple or blue point signifies that the corrected signal

s superior. Fig. 5 b,c show that there are a small fraction of days

here the raw signal is best: overall, the offline correction method

utperforms the raw signal in 87% of the 38 sampling days, while

he online correction is superior in 71% of the days. 
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Fig. 3. (a) Flow data, (b) raw ISE data with each calibration period in a separate colour, (c) indication of various types of sensor maintenance, (d) raw vs. corrected ISE signal 

vs. 24-h composites. 

3

3

 

w  

s  

t  

w  

m  

l  

f  

t  

1  

fi  

d  

p  
.2. Software sensor performance 

.2.1. Distribution of daily profiles 

Fig. 6 a,b shows the daily pattern of NH 4 
+ loads for all 130 dry

eekdays in the measurement campaign, with line colours corre-

ponding to the calibration periods shown in Fig. 3 b. Fig. 6 a shows

he daily load based on the raw data, where the classical daily

astewater profile is recognisable. Fig. 6 b provides the same infor-
ation, but based on the offline corrected dataset. The thick black

ines on the two graphs show the 10th, 50th, and 90th percentiles

or all analysed days. The 50th percentile (i.e. the median) shows

he measured load on a typical day, while the profiles outside the

0% and 90% bounds only represent 13 days (i.e. 10% of the pro-

les). A comparison between Fig. 6 a and b clearly shows that the

ay-to-day variability of daily loads is significantly reduced. For

ractical modelling purposes, this reduction will reduce the uncer-
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Fig. 4. Zoom of part of the period with frequent maintenance (a, left column), and zoom of a period with sensor drift (b, right column). 

Fig. 5. Comparison of measurement errors for (a) all three methods over the entire period, (b) raw vs. offline correction, (c) raw signal vs. online correction. Each point on 

the graphs is a day where composite samples were taken. Notice that (a) displays the relative error, while (b,c) shows the absolute relative error. 

Fig. 6. Daily profiles of NH 4 
+ loads for 130 dry weekdays estimated with raw and corrected data, respectively (a, b). The colour of each line indicates which sensor calibration 

period from Fig. 3 a given day belongs to. The thick black lines indicate the 10th, 50th, and 90th quantiles of the 130 daily profiles. Distributions of estimated parameter 

values in the software sensor for the raw and corrected signal, respectively (c, d). 
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Table 1 

Median estimates and interquantile range (difference between 10% and 90% values) for the parameters of the software 

sensor. 

Median value Interquartile range 

Parameter Raw [kg/hr] Corrected [kg/hr] Difference [%] Raw [kg/hr] Corrected [kg/hr] Difference [%] 

μ 124.6 112.7 −9.5 77.3 34.4 −55.5 

α1 −32.3 −31.3 −3.0 45.3 29.6 −34.5 

α2 −15.6 −15.7 0.7 23.8 17.7 −25.8 

β1 −5.88 −5.58 −5.0 32.8 32.1 −2.5 

β2 17.4 17.6 1.6 26.2 19.1 −27.1 

Fig. 7. Illustration of software sensor performance when trained on the raw ISE data (left column) and the corrected data (right column). Observed flow (a,b), software 

sensor trained on two weeks (c,d), and software sensor trained on 16 weeks (e,f). The red dots are the observed NH 4 
+ concentrations, the black line is the median software 

sensor estimate, and the coloured envelope is the 80% prediction bounds. (For interpretation of the references to color in this figure legend, the reader is referred to the web 

version of this article.) 
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a  
ainty in the estimation of daily loads. In fact, using the raw data

ould result in a large overestimation of both intra- and inter-daily

ariations. 

Fig. 6 c,d show the results of parameter estimations for the data-

riven software sensor ( Section 2.6 ) in terms of full parameter dis-

ributions, while Table 1 summarize the median estimates and the

ange between the 10% and 90% quantiles. Parameters are esti-

ated for each individual dry weekday in the campaign and sum-

arised by their empirical distributions. By comparing the two

raphs, it is seen that there is a large difference in the spread

f the μ-parameter between the raw and corrected data ( Table 1

hows more than 50% reduction in the 10% −90% interquantile

ange). Since this parameter represents the daily NH 4 
+ mean, this

s a direct consequence of the tightening in the ranges shown in

ig. 6 b. Table 1 also shows that the median of the parameter dis-

ributions are similar for the raw and corrected datasets, which in-

icates that there were no particular biases in the parameters esti-

ated on the raw data. However, there are large reductions (25.8–

4.5%) in the spread for three of the four shape parameters. The

arameter distributions shown in Fig. 6 d can be used in stochas-

ic models with the purpose of forecasting and to be used in e.g.

odel Predictive Control ( Stentoft et al., 2019 ). 
.2.2. Effect on performance 

Fig. 7 shows a qualitative example of the difference between

raining the software sensor on data from the raw ISE signal and

he corrected signal. The figure also shows how the sensor is af-

ected by the amount of data it has been trained on (2 weeks

ersus 16 weeks). When Fig. 7 c,e is compared to Fig. 7 d,f it is

lear that training the software sensor on the corrected dataset im-

roves both the median estimate and the prediction bounds. With

he raw data, the median estimate can be seriously biased at just

wo weeks of training (c versus d), while the prediction bounds

re much wider when the sensor is trained on a longer period (e

ersus f). Although the median estimate is much more robust with

he corrected data, there is still some structural issues at just two

eeks of training as the daily peak concentration is estimated to

rrive slightly later than in the observations (d). There is also a

harp second peak each day in the median estimate, which is not

resent in the observation. Training on 16 weeks leads to a me-

ian estimate that almost perfectly tracks the observations during

ry weather (d). The 80% confidence interval is also larger for the

6-week case, which leads to a better coverage. 

The software sensor has not been trained on wet weather and

ll of the software sensors (c,d,e,f) show poor performance dur-
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Fig. 8. Performance of the software sensor as a function of the number of weeks that it is trained on. MARE of the ensemble median (a). Coverage (b) and IS (c) of the 80% 

confidence interval. The red line indicates the performance of a software sensor that has been trained on all available days. For a and c, lower values mean a better score, 

while the opposite is the case for b. (For interpretation of the references to color in this figure legend, the reader is referred to the web version of this article.) 
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ing the rain event on November 29–30. The observations show

a slower onset and recovery of the stormwater dilution effect

than the model, a consequence of the model structural limitations

of these simple dilution-based models. To obtain better software

sensing during wet weather situations, it will be necessary to im-

plement additional elements in the model structure. Such addi-

tions can e.g. be a delayed onset of the dilution effect, a gradual

restoration of concentrations at the end of an event, or a first flush

effect (see Langeveld et al., 2017 for how to implement these addi-

tions). 

A further investigation of how the performance of the software

sensor depends on the amount of data used for training is shown

in Fig. 8 (only shown for the corrected dataset). Fig. 8 a shows

that the MARE of the ensemble median drastically improves with

even small increases of the training time window. Already at eight

weeks of training, the vast majority of the software sensors per-

form close to an ensemble that is trained on all available days (red

line), with little visible difference when using a 16-week window.

Fig. 8 b,c shows that a larger training window is required to obtain

good performance of the 80% confidence interval of the ensemble.

While the ensemble median is quite stable already at eight weeks,

the coverage can still be up to 25% lower than what is obtained

by training on the full period. With two or four weeks of training,

there is quite substantial variation in the performance depending

on the exact period that is chosen for training within the study

period. 

3.3. Implications for maintenance and operation of ISE sensors 

Considering that the maintenance procedure was carried out by

skilled operators of the largest Danish wastewater utility and with

recurring consultations with the sensor manufacturer, we consider

the data collected in this study as a good example of what a dili-

gent operator can practically achieve in everyday WRRF operations.

Through our conversations with the WRRF maintenance staff, it

is clear that the erratic nature of the raw signal, with unrealistic

jumps and low accuracy, seriously degrade trust in the value of ISE

sensors. For recalibration of A-ISE sensors in raw wastewater, SOPs

that rely solely on single, in-stream grab samples near the sen-

sor are insufficient and should thus be abandoned. Our results also

confirm the conclusion from Cecconi et al. (2019) that overzeal-

ous maintenance can potentially become an issue for data quality,

at least when it is based on single grab sample-based recalibra-

tion. Cecconi et al. (2019) concluded that good sensor recalibration

can be achieved by comparing sensor readings against a grab sam-

ple from a bucket outside of the wastewater stream. However, this

is considered impractical by BIOFOS operators, as it increases the
aintenance effort s beyond what it is deemed reasonable for ISE

ensors. Our correction method based on 24-h composite samples

emoves these additional maintenance effort s, since the recalibra-

ion utilizes already existing measurements. In addition, the au-

omatic procedure removes the risk related to human errors (e.g.

fat finger” errors when operating in the field). Thanks to the pro-

osed automatic correction, the only maintenance that is necessary

ithin the six-month lifetime of the sensor cartridge is physical

leaning of the sensor head. Based on our experience with operat-

ng a sensor behind the primary clarifier, we suggest that the sen-

or cleaning is kept at current frequency (e.g. weekly), while man-

al, in-field recalibration is done more sparingly and more thor-

ughly. Manual recalibration could reasonably be done with a two-

oint calibration that updates both offset and sensitivity parame-

ers (e.g. monthly, or every other month). 

Furthermore, using a 24hr composite sample follows the sug-

estion from Cecconi et al. (2019) to perform sensor recalibration

gainst multiple grab samples taken over the course of a day in-

tead of a single grab sample. Our results show how recalibration

gainst composite samples improved the quality of the signal by

educing the uncertainty linked to the representativity of a single

rab sample. It is worth noting that multiple single grab samples

ould be used to recalibrate both offset and sensitivity in Eq. (2) ,

hile the mixed composite only allows for recalibrating one of the

arameters. 

Currently, the raw potentiometric signal (E) is not available to

he operator, and the only available sensor output is the processed

H 4 
+ signal. The raw potentiometric data, the parameters of the

alibration curve, the selectivity coefficients for interfering ions,

nd other relevant settings are considered intellectual property of

he sensor manufacturer. If this information were available to the

ser, it would make it more straightforward to apply stochastic pa-

ameters that accounts for the uncertainty in various parts of the

-NH 4 
+ transformation. Such a setup could provide uncertainty es-

imates on the ISE data that can be utilized for stochastic control

outines ( Stentoft et al., 2019 ). 

.4. Limitations, uncertainties, and future outlook 

An essential assumption of the proposed method is the avail-

bility and the representativeness of the 24-hour composite sam-

les. In a Danish context, these composite samples are required

y law and the sampling protocols are defined by the Danish EPA.

owever, the method is applicable at any location where compos-

te samples (also with sampling durations different from the 24 h

n this study) are routinely collected close to a sensor, and thereby
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aking them available as reference values for the sensor correc-

ion. 

Clearly, the performance of the correction method is sensitive to

he sampling frequency of the reference samples. To ensure good

erformance, a minimum sampling frequency would be dependent

n e.g. the rate of signal drift (which is also dependent on the

pecific brand of the sensor), and the composition of monitored

astewater. In this study, composite samples were available almost

t a weekly frequency. Future research should investigate the effect

f different sampling frequency on the performance of the correc-

ion method. 

Since the composite samples are collected by following detailed

rotocols at Danish WRRFs, and they are used for legal require-

ents, their uncertainty is seldom questioned. However, as for any

ampling operation, they are subject to equipment failures, sam-

ling and lab uncertainties ( Ort et al., 2010 ). Some of these un-

ertainties can be quantified, and they might be considered by a

ata correction setup similar to ours (based on e.g. Kalman Filter-

ng). Nonetheless, data quality control of the composite samples is

 crucial step in the procedure. Furthermore, some locations (e.g.

lant effluent) might significantly challenge the ISE sensors (due

o e.g. too low concentrations, outside the ranges where there is a

inear relationship between the measured electrical potential and

he NH 4 
+ concentration). This would clearly limit the accuracy and

recision of ISE sensors, thereby hindering the recalibration proce-

ure. 

Whenever the auto-sampler and the ISE sensor are placed at

ifferent locations, a mathematical model is needed to align the

wo datasets (i.e. to estimate an equivalent of the composite sam-

les at the sensor location or vice versa). Such a model will inher-

ntly have several uncertainties, which will be propagated to the

orrection method. 

The proposed correction is essentially a one-point calibration

f the offset parameter against a composite sample, and a two-

oint calibration of both offset and slope was not considered.

heoretically, the slope of the calibration curve varies with tem-

erature and can be affected by membrane clogging. Also, off-

et and sensitivity might be affected by other components’ age-

ng issues, while the importance of the temporal variability in

he concentrations of interfering ions could also play a role (al-

hough a real-time K 

+ compensation is performed by the sensor).

hmura et al. (2019) showed that the sensitivity parameter was

uite stable over time for pH-ISE sensors used in wastewater, sug-

esting that a one-point recalibration could be sufficient. However,

his result was obtained in a controlled laboratory setup and with

 pH sensor, and a different behaviour could be hypothesized in

 field application at a WRRF. Because the proposed method only

pdates the offset parameter and only compares estimated daily

verages from the ISE sensor and a reference sample, it is lim-

ted in its ability to ensure that intra-daily dynamics are correct.

o check the sensor performance in representing these dynamics, a

wo- or multipoint recalibration with comparison against sub-daily

stimates would be needed. Since these data were not available in

his study, a multi-point calibration was not investigated. 

Further analysis should thus investigate the optimal frequency

f sensor cleaning and composite-based recalibration, as well as

he benefits of two- or multi-point recalibration. This would re-

uire the analysis of a fractionated, sub-daily reference sample, but

ince the infrastructure is already in place, this would just require

 modification of the current monitoring protocols defined by the

uthorities. 

The performance of any software sensor is dependent on the

epresentativity of the training dataset. The software sensor inves-

igated in this study assumes stationarity of the NH 4 
+ loads gen-

rated in the catchment. Therefore, its performance might worsen

n case of large intra-daily variations (e.g. weekend and tourism ef-
ects) that were not observed during the measurement campaigns.

he software sensor evaluation suggests that a relatively short

easurement campaign of 8–16 weeks is long enough to train a

ood software sensor for this case study. 8 weeks of training pro-

ided a good median estimate of the NH 4 
+ concentration, while

6 weeks were required for a good estimation of the uncertainty

ounds. This finding suggests that it might be possible to operate a

ensor for a limited amount of time and still obtain good estimates

f NH 4 
+ for other periods. This finding is especially interesting for

pplications in more harsh measurement environments such as the

lant inlet or upstream in the sewer system, where it is difficult

o operate a sensor for long periods of time (e.g. for predicting

oncentrations upstream of combined sewer overflows). Future re-

earch will investigate how well this finding holds up in these en-

ironments. Also, the combination of this method with automatic

nline estimation of measurement uncertainty, as in the approach

nvestigated by Kahiluoto et al. (2019) and Näykki et al. (2015) ,

ould increase the value of the reconstructed dataset. 

. Conclusion 

This study demonstrated how the reliability of an online wa-

er quality sensor (here an A-ISE for measuring NH 4 
+ concentra-

ions) can be improved when the raw signal, affected by several

ources of interference, is combined with information from tradi-

ional sampling methods (here daily volume-proportional compos-

te samples). 

The proposed correction method reconstructed a more reliable

ignal starting from a corrupted data set and by using already ex-

sting information. The suggested approach removed the slow drift-

ng of the sensor signal over time, as well as the effect of flawed

anual calibrations. The analysis in this study showed that the

uggested correction methodology improved the ISE estimate of

H 4 
+ concentrations for 87% of the days where reference samples

ere available. 

The time series of corrected NH 4 
+ values contained small inter-

aily variations and it was possible to fit a data-driven software

ensor with reasonably tight parameter distributions. This makes

he data more suitable for stochastic generation of inlet data for

WTP modelling as well as stochastic forecasting and control. 

A quick investigation showed that there was good potential for

etting up an ensemble-based software sensor that can fill gaps

n periods where there is no data. The results showed that train-

ng a software sensor on the corrected rather than the raw data

rastically improved both median estimates and prediction bounds.

raining a software sensor on just eight weeks of data led to a

ood median estimate of NH 4 
+ concentrations. 16 weeks of data

ere required for training in order to obtain good performance of

he 80% confidence interval of the software sensor. 

Our results showed how existing SOPs for ISE sensors in raw

astewater should be modified and improved. It was found that

ven in a fairly protected measurement location (after the primary

larifier), and with qualified operators following a maintenance

rocedure in close collaboration with the sensor manufacturer, sin-

le grab sample adjustments were not sufficient for maintaining

ood signal quality. The resulting signal was very erratic during pe-

iods with frequent sensor maintenance and recalibration. 

Our results support the hypothesis that the use of multiple grab

ample for each sensor recalibration could provide more robust re-

alibration. Indeed, using composite samples for sensor data cor-

ection led to an improved signal. Based on the experience from

his study, it is suggested that cleaning of the sensor head is per-

ormed frequently, e.g. once a week, while manual, in-field sensor

ecalibration is done more sparingly, e.g. once a month or every

ther month. In between those recalibration events, a reliable ISE



12 J.W. Pedersen, L.H. Larsen and C. Thirsing et al. / Water Research 185 (2020) 116227 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

K  

 

L  

 

L  

 

 

 

M  

 

 

 

 

N  

 

O  

O  

 

 

O  

 

 

P  

 

 

R  

 

R  

 

R  

 

 

 

 

 

 

 

 

S  

 

 

S  

T  

 

V  

 

 

V  

W  

 

Y  

 

 

signal can be obtained by using the proposed automatic correction

procedure. 

The proposed methodology can be applied to improve the re-

liability of online sensors for WRRF operations without requiring

additional sampling effort s from the plant operators. It can also be

applied to retrieve information from corrupted data of historical

measurements campaigns. Overall, it will thus provide new possi-

bilities for exploiting existing sensor data for better and more ef-

fective WRRF operations. 
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 16 

Abstract: 17 

Short-term forecasts of rainfall are critically important for warning and real-time operations of integrated urban 18 

drainage and wastewater systems. This study compared the performance of two operational rainfall forecasts 19 

that are available for applications in an urban drainage context: a radar-based extrapolation (500 m grid 20 

resolution, 3-hour horizon) that is already being applied at small urban scales, and a numerical weather 21 

prediction (NWP) product (3.3 km grid resolution, 10-hour horizon). The latter is a new product of special interest 22 

as it assimilates radar rainfall observations for improved localization of small high-intensity rain cells. Two years 23 

of rainfall observation and forecast data were evaluated considering a range of metrics, and 116 individual rain 24 

events were classified to assess how the type of weather event influences the predictive performance. Finally, a 25 

simple, yet realistic case study of operating a wet weather switch at a water utility company was also tested. 26 

Neither of the two forecast products produced rainfall estimates with good correlations to ground observations 27 

at the individual 10-minute time steps, but they both provided reasonable forecasts of rainfall occurrence at the 28 

catchment scale. The performance of the radar extrapolation forecasts deteriorated quickly with increasing 29 

forecast horizons, while the NWP retained its skill over time. Large negative effects on forecast performance of 30 

both products were observed for rain events containing a high degree of evolution, i.e. events with rain cells that 31 

emerge and dissipate quickly and those with small and scattered rain cells. These negative effects were 32 

exacerbated for the radar extrapolation. Using either of the forecast products for controlling the wet weather 33 

switch led to a large improvement compared to a reactive control-setup with real-time observations from rain 34 

gauges. Our comparison shows how NWP products, which are often considered of too coarse resolution for use 35 

in an urban drainage and wastewater context, provide comparable performance to radar extrapolation forecast 36 

for short forecast horizons, and that the longer lead time provided by NWP holds valuable information for 37 

systems with time dynamics longer than a few hours. 38 

 39 
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Keywords: 40 

Numerical weather predictions; radar extrapolation; quantitative precipitation forecasts; urban drainage; 41 

wastewater 42 

 43 

Highlights: 44 

 NWP with improved initial conditions is compared to a commonly used radar nowcast. 45 

 Assessments are based on >100 rain events and are relevant for real-world problems. 46 

 Do not expect reliable forecasts at individual time steps at small urban scales. 47 

 Results show how properties of a given weather type affect forecast performance. 48 

 Using the forecasts leads to large gains for operating a wet weather switch. 49 

  50 
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1. Introduction 51 

Integrated urban drainage and wastewater systems are responsible for safely transporting storm- and 52 

wastewater from streets and buildings to downstream water resource recovery facilities (WRRF) before 53 

discharge into natural environments. The system capacity may be exceeded during heavy rains, leading to 54 

combined sewer overflows (CSOs), surcharge of manholes, and even surface flooding. The biological treatment 55 

at the WRRF can also be overloaded, leading to disruption of the treatment processes or bypass of only 56 

mechanically treated wastewater. Sewer maintenance or repair works can furthermore be disturbed by even 57 

mild, unexpected sudden rainfall events. As part of the larger “smart cities” concept, system actuators can be 58 

used to control combined sewer systems and WRRFs in real-time in order to maximize their utility (García et al., 59 

2015; Lund et al., 2018). Certain operations such as use of storage basins by pumping of large volumes of water 60 

and changes of control strategies at WRRF’s require some time lag until the full effect of control decisions is 61 

achieved. In these cases, good forecasts of runoff flows and volumes are highly valuable. Therefore, the quality 62 

of rainfall forecasts is a critical factor for the optimal operations of these integrated systems. 63 

There is a large body of research on the use of rainfall forecasts based on extrapolation of radar 64 

observations, also known as radar nowcasting, for urban drainage purposes (see e.g. reviews of radar data use 65 

in the field by Einfalt et al., 2004, and Thorndahl et al., 2017). There are also several examples of radar 66 

extrapolation forecasts being used to produce urban runoff forecasts (Achleitner et al., 2009; Foresti et al., 2016; 67 

Löwe et al., 2014; Pedersen et al., 2016; Thorndahl and Rasmussen, 2013). These methods can provide skillful 68 

rainfall forecasts at horizons up to one or two hours depending on the type of weather regime (Thorndahl et al., 69 

2017). However, many of the forecast-related problems within integrated management of urban drainage and 70 

wastewater systems would benefit from longer forecast horizons, for example scheduling of daily repair works 71 

and control of large storage basins, which can take up to a full day to empty.  72 

Numerical Weather Predictions (NWP) can provide skillful rainfall forecasts at longer horizons (up to 73 

several days) thanks to the explicit simulation of physical processes in a large three-dimensional discretization of 74 

the atmosphere. However, this comes at the cost of extensive computational demands. The use of rainfall 75 

predictions from NWP models is not yet common in the urban hydrological literature. Although the development 76 

of NWP models have undergone a “quiet revolution” over the past few decades (Bauer et al., 2015), the current 77 

spatial and temporal resolutions are still short of what the urban hydrological community traditionally expect of 78 

spatially distributed rainfall data. General advice in the literature is to have spatial grids of 1x1 km2 at most and 79 

time steps less than 5 minutes (Ochoa-Rodriguez et al., 2015; Schilling, 1991). In contrast, NWP outputs often 80 

come with spatial grids of several kilometers and time steps of one or several hours.  81 

Studies with an urban drainage focus have used rainfall forecast products that combine radar 82 

extrapolation and NWP in different ways. (Liguori et al., 2012) and (Schellart et al., 2014) compared the same 83 

forecast product, which uses a single 24-hour NWP forecast and blends it with a new incoming radar 84 

extrapolation forecast every hour, against two kinds of radar-only forecasts with the purpose of simulating sewer 85 

flow, water depths, and combined sewer overflow (CSO) in a small urban catchment. Their results were based 86 

on three and five rain events, respectively, and thus not strongly conclusive, but the inclusion of NWP in a 87 

blended product improved rainfall and flow predictions beyond lead-times of 1.75 hours for stratiform rain 88 

events. (Jasper-Tönnies et al., 2018) tested another type of product, combining radar and NWP forecasts with a 89 
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gradual transition from a pure radar-based ensemble forecast to a pure NWP ensemble forecast through linear 90 

weighting. The detection rate for exceedance of water levels used to issue a flood warning stayed high 91 

throughout the forecast horizon. However, issues with false alarms became more pronounced with increased 92 

horizons. They also observed that the product’s forecast skill was higher in terms of rainfall predictions when 93 

including a 25x25 km2 neighborhood around their catchment. (Thorndahl et al., 2013) compared the use of radar-94 

based forecast and NWP forecast for predicting flow at the inlet of a WRRF. Here, the radar-based forecast 95 

outperformed the NWP at short lead-times up to two hours. The NWP forecast skill was actually better at lead-96 

times of 6-12 hours than at the short lead-times, which the authors attributed to poor initial conditions and spin-97 

up effects in the NWP model. 98 

(René et al., 2013) attempted to use NWP as input to hydrodynamic models by developing a probabilistic 99 

input bias correction method and testing it in a simple simulation study. They later explored the feasibility of 100 

using this method for urban flood forecasting with a very coarse-gridded NWP input (René et al., 2018), but they 101 

struggled with accurately predicting large flood-inducing rain events and observed a high amount of false alarm 102 

predictions. (Thorndahl et al., 2016) compared radar extrapolation and NWP for flood forecasting of two highly 103 

dynamic and convective events, and the radar-based forecast thus only performed well with lead-times up to 30 104 

minutes. Using the NWP’s forecasted precipitation directly over the catchment led to poor results, while using 105 

the maximum intensity predicted within a 35 km neighborhood provided better flood extent estimates. While 106 

the poor resolution of NWP models make them difficult to use for detailed urban flood forecasting, they can still 107 

be used to forecasts discrete flow “domains” (Vezzaro et al., 2017), for example a distinction of “high” or “low” 108 

flow situations or predicting the risk of combined sewer overflow and/or surface flooding in a city (Courdent et 109 

al., 2018). Many of the forecast problems related to operation of urban drainage systems are of this sort. WRRFs 110 

can also use these types of forecast to determine whether the incoming hydraulic load requires a switch to wet 111 

weather operations as the one presented in (Sharma et al., 2013). 112 

This paper compares the performance of two products providing deterministic rainfall forecast for 113 

applications in operation of urban drainage and wastewater systems. Compared to previous studies, which are 114 

either simulations studies without comparison to ground truth or based on observations and forecasts of only a 115 

few selected rainfall events, our comparison is based on a significantly larger amount of data. Indeed, we 116 

compare radar-based extrapolation and NWP with spatially distributed rain gauge data from a 55 km2 combined 117 

sewer catchment for a historical period of two years, comprising 195 rainfall events of varying type and 118 

magnitude. The radar product (500m resolution, 3-hour horizon) is from a simple and straightforward 119 

extrapolation algorithm that is well known to the urban hydrology literature. The NWP product (3.3 km 120 

resolution, 10-hour horizon) is promising for urban drainage and wastewater management purposes because it 121 

contains assimilation of radar observations to ameliorate the common issues with specification of initial 122 

conditions in NWP models (Korsholm et al., 2015). This has previously been shown to help with predicting the 123 

location of rain cells at small scales for selected high-impact rain events (Olsen et al., 2015). Our extensive 124 

database of forecasts allowed investigating how the weather type in terms of evolution, spread, rotation, and 125 

speed of clusters of rain cells influence the forecast performance. We evaluate the forecast products based on a 126 

range of performance metrics and accumulated rainfall thresholds for common operational decision problems, 127 

defined in collaboration with the local water utility companies in Copenhagen, Denmark. The performance 128 

evaluation considered (i) predictions of rainfall occurrence at the catchment scale; (ii) predictions at different 129 
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forecast horizons; (iii) the influence of the type of rain event; and (iv) switching the operation at a WRRF into wet 130 

weather mode based on rainfall forecasts and flow observations. 131 

 Section 2 introduces the case study, the observational data, the two forecast products, the visual 132 

classification of rain events, and how forecast performance is evaluated. Section 3 presents and discusses the 133 

results in terms of the average forecast skill over the two-year period, how performance varies for different types 134 

of weather events, and the ability to control a wet weather switch at a WRRF. Finally, Section 4 delivers the 135 

conclusions. 136 

 137 

2. Material and methods 138 

2.1. Case study 139 

The case area for this study was the Damhusåen catchment in Copenhagen, Denmark, which has a total area of 140 

approximately 55 km2 and approximately 262,000 inhabitants (Figure 1). The area has a combined sewer system 141 

with several CSO structures along the Damhusåen creek, and a downstream WRRF. During dry weather 142 

conditions (inflows below 6,400 m3/h), the plant only receives wastewater from households and industries in the 143 

catchment, which it treats with an alternating nitrification-denitrification process (Isaacs and Thornberg, 1998). 144 

During wet weather conditions the plant receives a large amount of stormwater, which if not managed properly, 145 

can lead to serious degradation of treatment performance and sludge escape from the secondary clarifiers. The 146 

operators have the ability to switch the plant into wet weather mode (Aeration Tank Settling - ATS, see (Sharma 147 

et al., 2013)) to decreases the risk of sludge escape and to temporarily increase the hydraulic capacity of the 148 

biological treatment steps to 10,000 m3/h at the cost of somewhat worse treatment performance during this 149 

time. This “wet weather switch” of operational mode takes about one hour to perform, and the forecast of 150 

incoming stormwater can thus anticipate the moment when the plant is able to fully treat the additional flow. 151 

 152 

To make the forecast performance evaluation relevant for urban drainage and wastewater professionals, we 153 

asked the local water utility companies in Copenhagen to assist in developing the performance metrics. The 154 

utilities were especially interested in the ability to discriminate between four categories of accumulated rainfall 155 

during a three-hour forecast horizon corresponding to different operational modes for their systems: 156 

 0-0.6 mm: During no or very low amounts of rainfall there is virtually no surface runoff and no issues for 157 

storm- and wastewater management, which means that e.g. maintenance activities can take place. 158 

 0.6-5 mm: Surface runoff occurs but is within the capacity of the sewer system. In this category, the 159 

WRRF operators need to consider whether it is necessary to switch operational mode from normal dry-160 

weather conditions to wet-weather conditions. 161 

 5-15 mm: The flow exceeds the hydraulic capacity of the WRRF’s biological treatment step and bypass 162 

of mechanically treated wastewater can occur. 163 

 >15 mm: The capacity of the combined sewer system is under pressure and there is a risk of CSO 164 

occurrence. For very high intensities, there is a risk of combined sewer surcharge through manholes and 165 

even surface flooding. 166 

 167 
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2.2. Observational data 168 

Measurements from 12 tipping-bucket rain gauges in the surrounding area were used as ground truth to evaluate 169 

forecast performance. The rain gauge data were provided by the Danish Meteorological Institute (DMI) in one-170 

minute resolution (Jørgensen et al., 1998), and were then spatially aggregated using Thiessen polygons to give 171 

the weighted mean rainfall intensities over the catchment. 172 

 173 

Radar observations were available from DMI’s national network of five C-band weather radars. The data 174 

underwent DMI’s standard automatic quality control with noise removal of non-precipitation echoes and a 175 

transformation to Cartesian coordinates. The final data product has a spatial resolution of 500 m and a temporal 176 

resolution of one minute (Bøvith et al., 2014). The radar data were provided as reflectivities with units expressed 177 

in dB and converted to rainfall intensities with a fixed Marshall-Palmer relationship (see Equation 1). 178 

 𝑅 = (
𝑍

𝑎
)

1/𝑏 

 (1) 

where 𝑅 is the estimated rainfall intensity, 𝑍 is the measured radar reflectivity, and 𝑎 and 𝑏 are constants. DMI’s 179 

recommended values of 200 and 1.6 were used for 𝑎 and 𝑏, respectively. 180 

 181 

Flow measurements were available at a two-minute resolution at the inlet of the WRRF located at the outlet of 182 

the catchment. Figure 1 shows the catchment area, the location of the flow gauge (at the WRRF) and the 12 rain 183 

gauges, along with the center point of the grid cells for both the radar and NWP rainfall forecast products (see 184 

next section). All observational data and forecasts products were available for a two-year period (6 January 2017 185 

to 31 December 2018). 186 

 187 
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 188 
Figure 1: Overview of the Damhusaaen case area in Copenhagen, Denmark. 189 

 190 

2.3. Radar and NWP rainfall forecast products 191 

Both rainfall forecast products used in this study are part of DMI’s current operational forecast portfolio. The 192 

products are directly “off-the-shelf” in the sense that they currently are made available in real-time for end-193 

users. No academic exercise in terms of statistical corrections or bias adjustment against rain gauge observations 194 

are made to any of the products.  195 

 196 

The radar extrapolation forecast data are based on extrapolation of the observed data rainfall fields described in 197 

Section 2.2, using vector fields estimated with the Farneback algorithm and a semi-Lagrangian backward 198 

interpolation scheme (Bøvith et al., 2014). The final product has a spatial resolution of 500 m and a temporal 199 

resolution of one minute for the first hour of forecast (500 m x 1 min, 0-1 h) and 10 minutes for the next two 200 

hours. The full forecast horizon of the product is three hours, but the data is delivered with a 10-minute delay 201 

due to completion of calculations and uploading of results. The effective forecast horizon for end users is 202 

therefore two hours and 50 minutes (500 m x 10 min; 1-2h50). For the sake of brevity, we will in figures and 203 

tables denote the 2 hour 50 minute horizon as “3h*”. 204 
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 205 

The used NWP forecast data are based on the hydrostatic HIRLAM NWP model (http://hirlam.org) and is 206 

particularly interesting from an urban drainage and wastewater point of view, as it has been developed with the 207 

specific aim of improving predictions of small-scale, high-intensity rainfall cells. The spatial resolution of the grid 208 

of the model is 0.03o, which corresponds to approximately 3.3 km over the case area, and the temporal resolution 209 

of the precipitation output is 10 minutes. This product is available in real-time and new forecasts are delivered 210 

with a one-hour frequency. The forecasts are generated in a two-step procedure that takes two hours to 211 

complete. The first 1.5 hours of runtime consist of a warm-up phase where the NWP model is initialized and then 212 

propagated while satellite-based cloud cover and radar-based precipitation observations are continually 213 

assimilated into the model with a nudging technique. This is done to improve the initial conditions of the model 214 

with special attention to accurate placement of rain cells at small scales. After the warm-up phase, the NWP 215 

model is used to generate a single, deterministic prediction of future precipitation without any further 216 

assimilation of data. The forecast becomes available for end-users 30 minutes after the last observation is 217 

assimilated, and from that point in time the product has a forecast horizon of 10 hours (3.3 km x 10 min, 0-10 h). 218 

The details of the NWP setup and the data assimilation technique are described in (Korsholm et al., 2015). 219 

 220 

2.4. Visual inspection and classification of rain events 221 

Rain events that led to an observed exceedance of the wet weather threshold of 6,400 m3/h (cf. Section 2.1) 222 

were classified into different categories in order to investigate how the type of rain event influenced the forecast 223 

performance of the two products. Both hydrological and meteorological expertise was employed in the 224 

classification. Start and end criteria for identifying an event were based on information from both rain and flow 225 

observations. An event was deemed to start when rainfall was first measured in any of the 12 gauges and to end 226 

after the flow observations had peaked and fell below the specified wet weather threshold. Independent 227 

consecutive events were separated using a time distance of four hours without rainfall or increased flow. They 228 

were subsequently classified by visual inspection of the radar observations, focusing on events without gaps in 229 

any of the observed or forecasted values (in total 116 events). Each event was assigned a “high”, “medium”, or 230 

“low” score in terms of the following four properties, inspired by the study of (Jensen et al., 2015): 231 

 Rotation: A high amount of rotation in an event can occur e.g. if the center of a low-pressure system 232 

moves across the catchment, while a low amount of rotation means that the movements happen in a 233 

simple advective-like manner. 234 

 Speed: High speed movement of rainfall cells is e.g. often seen for small westerly showers over Denmark. 235 

 Evolution: A high degree of evolution is seen e.g. in convective thunderstorms that form and dissipate 236 

quickly, while a low degree of evolution is seen for stratiform events with little dynamic development. 237 

 Spread: A high spread occurs for small and scattered showers clustered into cells that are spread out 238 

spatially, while a low spread occurs for large, uniform rainfall field. 239 

 240 

The resulting number of events in each category are summarized in Table 1. “Mixed” events where the weather 241 

system transitions from one class to another within the event were excluded from further quantitative 242 

evaluation. 243 
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 244 
Table 1: Number of events classified as Low, Medium, High, or Mixed with respect to each of the four defined properties. 245 

 Rotation Speed Evolution Spread 

Low 77 33 52 55 

Medium 24 63 35 33 

High 8 18 21 19 

Mixed 7 2 8 9 

 246 

Figure 2 shows observed and forecasted precipitation fields for the rear end of an event on March 30, 2017, as 247 

an example of the event classification conducted in this study. The event was classified as “Medium” in all four 248 

categories and resulted from a weather system with two bands of rainfall moving in from a westerly direction at 249 

about 12 m/s with some clockwise rotation and some evolution visible as separated cells merged into a single, 250 

thin band of rainfall. Some of the main differences between the two forecast products are clearly visible. At short 251 

lead-times, the radar extrapolation (Figure 2, left column) produces rainfall features that look like the observed 252 

rainfall field (Figure 2, middle column), whereas rainfall cells in the NWP output are more spatially smoothed out 253 

(Figure 2, right column). However, the NWP is able to predict that scattered rainfall cells evolve into a thin, long 254 

front at longer lead-times, which the radar extrapolation does not capture. This illustrates why NWP may provide 255 

useful forecasts at longer lead-times than radar extrapolation. Two additional examples of other types of events 256 

are shown in the Supplementary Information. Figure SI-1 shows an example of a convective storm with a high 257 

degree of evolution that the radar extrapolation is unable to predict, while the NWP predicts the phenomena 258 

occurring but misplaces the rain cells by about 20km. Figure SI-2 shows an example of a wide-spread and slow-259 

moving event that both forecast products predict well. Animations of various illustrative events classified as 260 

“high” or “low” for each of the four defined properties are also provided in the SI. 261 

 262 



Submitted manuscript for Journal of Hydrology.  
Manuscript number: HYDROL39980 

Pre-print version.  

Page 10 of 26 
 

 263 
Figure 2: Instantaneous rainfall fields at hourly lead-times (rows) for the radar extrapolation (left column) and NWP (right column) 264 
forecasts issued on 30-03-2017 11:00, as well as the corresponding observations (middle column). This event is classified as “medium” for 265 
rotation, speed, evolution, and spread. 266 
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2.5. Evaluation of forecast performance 267 

The evaluation of forecast performance in this study centers around three perspectives:  268 

1. The performance of the two forecast products for different forecast horizons. 269 

2. How forecast performance depends on the type of rain event. 270 

3. Their ability to control a “wet weather switch” in an idealized case. 271 

 272 

In our dataset, there are more radar than NWP forecasts because DMI delivers new radar extrapolation forecasts 273 

every 10 minutes but only updates the NWP product every hour. To provide a fair and direct comparison of the 274 

two products, we evaluated only those forecasts issued at points in time, where both products were available.  275 

 276 

2.5.1. Average skill scores, contingency tables and related performance scores 277 

Average skill scores were calculated for the whole two-year period to obtain an initial overview of forecast 278 

performance included scatter plots (observed vs. forecasted values) as well as the Mean Absolute Error (MAE) 279 

and the Mean Bias (MB) for different forecast horizons: 280 

 281 

MAE =
1

𝑛
∑|fi − oi|

𝑛

𝑖=1

 282 

MB =
1

𝑛
∑(fi − oi)

𝑛

𝑖=1

 283 

where n is the number of forecasts in the whole dataset, while f and o is the forecasted and observed values, 284 

respectively. 285 

 286 

Furthermore, a categorical forecast evaluation based on contingency tables as the one shown in Figure 3 was 287 

conducted. “Positive” here means that the threshold is exceeded while “negative” means that the threshold is 288 

not exceeded. Multi-contingency tables were set up by counting for each point in time whether the forecasted 289 

and observation values were on the same side of the thresholds defining the four operational domains for the 290 

catchment (0-0.6 mm, 0.6-5 mm, 5-15 mm, and <15 mm – see section 2.1). A total of 16,141 time steps were 291 

included in the analysis, and the number in each of the four categories were used to calculate the True Positives 292 

Rate (TPR) and the Positive Predictive Value (PPV) for each forecast horizon: 293 

 𝑇𝑃𝑅 =
𝑇𝑃

𝑇𝑃 + 𝐹𝑁
  

 𝑃𝑃𝑉 =
𝑇𝑃

𝑇𝑃 + 𝐹𝑃
  

TPR is the fraction of all positive observations that the forecast correctly predicts. PPV is the fraction of all positive 294 

forecasts that in fact turn out to come true, and thus reveals how trustworthy a positive forecast is. Both scores 295 

have 0 as the worst possible outcome and 1 as a perfect score, and they often trade off against each other. An 296 

aggressive forecaster that always predicts that rainfall is incoming will get a perfect TPR but a low PPV, while a 297 

conservative forecaster that only issues a warning when absolutely certain that rainfall is imminent will get a low 298 
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TPR but a high PPV. TPR and PPV were also calculated separately for each of the 3x4 event classes (low-medum-299 

high vs. rotation, speed, evolution and spread - section 2.4). 300 

 301 

 302 
Figure 3: Contingency table for evaluation of threshold problems by counting whether a condition (e.g. the exceedance of threshold) is 303 
true or false for both forecast and observation at the same time. TP+FP+FN+TN=total number of forecasts evaluated. 304 

 305 

2.5.2. Ability to control a wet weather switch 306 

While the previous section describes metrics for evaluating the average performance of forecasts, this section 307 

defines a simplified case of how actual system operation at a WRRF would have worked over the investigated 308 

two-year period, if it had been based on information from the two forecast products. The test case is inspired by 309 

a real decision problem that the WRRFs in Copenhagen face every day: deciding if their current operation should 310 

be in dry or wet weather mode.  311 

 312 

Since the case relates to high stormwater flow values at the WRRF, it would be possible to set up a rainfall-runoff 313 

model that the rainfall forecasts could be routed through to obtain flow forecasts (as in Courdent et al., 2018). 314 

However, for the sake of simplicity and to avoid potential effects of bias and uncertainties in the runoff model, 315 

it was decided to control the switch directly based on a rainfall threshold. By examining the relationship between 316 

how much rainfall that is usually needed to trigger exceedance of 6,400 m3/h of flow, a threshold of 1 mm of 317 

accumulated rainfall over a three-hour period was found to be appropriate. Furthermore, a distinction was made 318 

between whether the forecasts were able to trigger the switch in a satisfactory manner or if they were early, 319 

late, or completely missed an event (see Figure 4a for a conceptual sketch). Given that the plant needs a 320 

minimum decision lead-time of one hour to complete the switch, a “good” forecast was defined as one that 321 

triggers the switch between one to two hours before the onset of high flow. A trigger more than two hours in 322 

advance was deemed “early”, while one less than one hour in advance was deemed “late”, and a trigger occurring 323 

after exceeding the flow threshold was deemed “missed”. The studied two-year period contained 195 observed 324 

exceedances of the wet weather threshold. 325 

 326 

A decision framework for making the switch based on rainfall forecasts and flow observations was set up to 327 

resemble a realistic, practical workflow for the WRRF. Three criteria were evaluated for each time step and if any 328 

of them were true, the WRRF was switched into wet weather mode for the entire event (Figure 4b): 329 
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1. Incoming rainfall expected: the predicted rainfall within a chosen forecast horizon of 1.5 hours exceeded 330 

1 mm. 331 

2. Observed rainfall: the forecasted rainfall had not triggered the switch, but the rain gauges showed more 332 

than 1 mm of rain within the previous hour, and increased stormwater inflow would thus be imminent. 333 

3. Observed flow: neither the forecasted nor the observed rainfall had caused a switch to wet weather 334 

mode, but the inlet flow observations at the WRRF exceeded 6,400 m3/h for at least two consecutive 10-335 

minute time steps. 336 

The operation was switched back to dry mode after a rain event when all three criteria were false again. The 337 

forecast horizon was set to 1.5 hours, since the urban catchment provides approximately 30 minutes of delay 338 

before observed rainfall turns up as stormwater at the WRRF. Together, the delay and the forecast horizon gives 339 

a maximum two-hour lead-time for the plant to react, which is the boundary between what is deemed a “good” 340 

and an “early” forecast.  341 

 342 

 343 
Figure 4: a) Sketch of the decision problem with evaluations of forecasted switching status as "good", "early", "late", and "miss" categories. 344 
b) Decision chart outlining the sequence of criteria that leads to a decision about switching to wet weather mode during an event. 345 

A final analysis was set up to examine how the length of the forecast horizon affected the performance of the 346 

forecast products. This was done by performing the same “early”, “late”, “good”, “false alarm”-analysis as above, 347 

while varying the required lead-time for the plant to make the switch. In the above case, the minimum lead-time 348 

was one hour, and for the final analysis it was varied from one to three hours for the radar extrapolation product 349 

and one to nine hours for the NWP product. Correspondingly, the times that define the boundaries of a good 350 

trigger were also varied. If the lead-time was set to “x”, the boundaries of a good trigger would be x and x+1 351 

hour. An example is that a required minimum lead-time of 7 hours meant that a good forecast was one that 352 

triggered the switch 7-8 hours before the onset of the high flow event. 353 

 354 

3. Results and Discussion 355 

The results and discussion section first evaluates the average skill of the two forecast products over the two-year 356 

observation period, including TPR and the PPV based on categorical evaluation of threshold exceedances. It then 357 
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progresses into evaluating and discussing how forecast performance depends upon the type of incoming weather 358 

type, and finishes by evaluating the performance of the two forecast products for controlling a wet-weather 359 

switch for the WRRF of a utility company. 360 

 361 

3.1. Average skill of rainfall predictions 362 

Figure 5 shows scatterplots of observed vs predicted 10-minute rainfall intensities for both radar extrapolation 363 

and NWP forecasts at different forecast horizons. The radar extrapolation forecasts are more correlated with the 364 

observations than the NWP forecasts for very short horizons (0-1 hours), but the two products perform similarly 365 

for longer forecast horizons (as seen by the R2 metrics provided in the figure).  366 

 367 

There is a large amount of scatter around the 1:1 line in Figure 5 and none of the products perform particularly 368 

well. One should therefore not expect skillful forecasts at the level of an individual time step at the small spatial 369 

scales of an urban catchment from neither radar extrapolation nor NWP forecasts. An often cited statement in 370 

the urban hydrology literature is that high-quality rainfall products are required at <1km spatial resolution and 371 

<5 minute temporal resolution for detailed urban hydrological modeling, e.g. (Ochoa-Rodriguez et al., 2015; 372 

Schilling, 1991). Information from these types of rainfall forecasts are thus not well suited as input for detailed 373 

hydrodynamic models and should be applied in a different way to be useful. 374 

 375 
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 376 
Figure 5: Scatter plots of observed vs predicted average rainfall intensities over the catchment for all 16,141 10-minute time steps in the 377 
full two-year period. The red diagonal line is the 1:1 line. 378 

Figure 6 shows the average forecast performance over the full two-year period (using MAE, MB, TPR and PPV as 379 

scores) as a function of the forecast horizon. Since the radar-based product is an extrapolation of observations 380 

measured at forecast horizon = 0 h, it performs well in terms of MAE (Figure 6a) for very short horizons and then 381 

quickly degrades as the lead-time increases. The radar extrapolation outperforms the NWP for the first two hours 382 

in terms of MAE after which the two products produce similar MAE values. The fact that the NWP product 383 

simulates the physical processes of the atmosphere allows it to retain its skill level throughout the forecast 384 

horizon. NWP products often exhibit “spin-up” issues due to poor specification of their initial conditions resulting 385 

in poor performance early in the forecasts, which then improves after the first few hours. This is however not 386 

pronounced for the present NWP product, which shows that the nudging of additional radar rainfall observations 387 

into the weather model has indeed improved the initial conditions of the forecasts.  388 

 389 

Figure 6b illustrates the mean bias (MB) of the forecasts over the two-year period. Here, positive values specify 390 

that the forecasts overestimate rainfall on average, while negative values signify underestimation. The radar 391 

extrapolation’s mean bias is close to zero with a small underestimation bias after the first hour of forecast 392 

horizon. This underestimation is likely due to the fact that the product contains 1-minute time steps for the first 393 
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hour but only 10-minute steps for the second and third hour. Longer time steps in the extrapolation scheme 394 

means that rainfall cells move longer distances between frames, and there is a risk of rain cells “jumping past” 395 

small urban catchments leading to an underestimation. The NWP contains a positive bias throughout the forecast 396 

horizon, which is strongest at the beginning of the forecast and almost disappears around four hours into the 397 

forecast. (Korsholm et al., 2015) suggest that the nudging technique used in the present NWP product might 398 

generate too many grid cells with small amounts of precipitation compared to observations. However, their 399 

suspicion was based on results from a single, high-impact rain event that led to flooding in the city of 400 

Copenhagen. Our results, with two years of data and many different types of rain events, provide further 401 

credence to their conclusion. We also emphasize that the MB values calculated here are relatively small 402 

compared with the domain thresholds defined for the catchment. 403 

 404 

Figure 6c,d shows the performance of the two rainfall forecast products in terms of predicting the exceedance 405 

of a 0 mm/h rainfall threshold, i.e. whether rainfall occurs over the catchment. The NWP is superior except for 406 

the first 20 minutes of lead-time where the radar product is slightly better in terms of TPR scores (c), while the 407 

radar product has better PPV scores (d). The higher TPR scores and lower PPV scores together indicate that the 408 

NWP triggers more “positive” forecasts of incoming rainfall than the radar extrapolation. This leads to a higher 409 

detection rate (high TPR) with the trade-off of generating more false alarm forecasts (low PPV). While nudging 410 

radar rainfall observations into the NWP product during initialization seems to remove spin-up issues and 411 

generally improve initial conditions of the NWP product, it induces a positive bias and produces too many grid 412 

cells with low-intensity precipitation (cf. Figure 2). This together with the poorer spatial resolution of the NWP 413 

product compared to the radar product (3.3 km vs 0.5 km), which leads to a spatial smoothing of rainfall fields, 414 

likely explain why the NWP forecast triggers more “positive” forecasts of incoming rainfall than the radar 415 

extrapolation forecast. 416 

 417 

 418 
Figure 6: Forecast performance as a function of the forecast horizon. Mean Absolute Error, MAE (a) and Mean Bias, MB (b) as mm per 419 
10-min. time step. True Positive Rate, TPR (c) and Positive Predicted Value, PPV (d) on a threshold of 0 mm. For a and b, values of 0 are 420 
perfect while deviations from 0 are undesired. For c and d, values of 1 are perfect while 0 is the worst possible result. 421 
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Figure 7 shows multi-contingency tables with four classes of rainfall as defined by local utility companies (cf. 422 

section 2.1), for accumulated rainfall depths over the first two hours and 50 minutes. The contingency tables 423 

thus integrate the information about forecast performance over the forecast horizon, and display the 424 

performance for various rainfall intensity domains. The green diagonal line represent correct predictions. Values 425 

below the diagonal mean that the forecast product has underestimated the rainfall, while values above the 426 

diagonal indicate overestimation. 427 

 428 

The majority of the observations for the full two-year period are in the dry category (in the upper left corner of 429 

the contingency tables). The vast majority of these are correctly predicted as dry for both forecasts products. 430 

The multi-contingency table shows that the NWP forecasts exhibit structural performance differences depending 431 

on rainfall intensity levels, as it has a large fraction of observed dry time steps that are in the 0.6-5 mm predicted 432 

category. The NWP forecasts thus often predict small amounts of rainfall despite the observations showing dry 433 

weather. This indicates that the positive bias seen in Figure 6b is caused by rainfall events of small intensity. The 434 

present bias would thus be insignificant for applications related to high-impact weather like flood warnings, but 435 

should be considered for other types of everyday operations. The positive bias is likely due to smoothing of the 436 

rainfall caused by the NWP model requiring a couple of neighboring grid cells to resolve small rainfall cells. 437 

 438 

The radar extrapolation forecast shows a slight underestimation of rainfall in all categories, and the small 439 

negative bias in Figure 6b is thus not dependent on the rainfall intensity. The two lower rows of the multi-440 

contingency tables are quite similar, which means that the two forecast products largely agree on their 441 

predictions for medium and large events. These results show that the NWP can compete with the radar 442 

extrapolation product when it comes to discriminating between different categories of rain intensity at forecast 443 

horizons up to three hours. The nudging scheme thus provides valuable improved initial conditions for many 444 

types of rainfall events and not just the high-impact weather it was originally designed for. 445 

 446 

 447 
Figure 7: Multi-contingency table with thresholds defined by utility companies for predictions of accumulated rainfall over a 3 h* horizon. 448 
Values below the green diagonal lines signify that the forecasts underestimates rainfall while values above signify overestimation. Total 449 
number of forecast-observation pairs is 16,141. 450 
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 451 

3.2. Average forecast performance depending on type of weather event 452 

Figure 8 shows, Like Figure 6c,d, the average performance (TPR and PPV) of the two forecast products in terms 453 

of predicting exceedance of a 0 mm/h rainfall threshold, as a function of forecast horizon. Here the scores are 454 

however subdivided into the defined low-medium-high range for each of the four event categories (evolution, 455 

spread, rotation, speed), exempting “mixed” category events (Table 1) as well as events with incomplete data 456 

and dry periods from the analysis. 457 

 458 

The analysis shows that both the radar extrapolation and NWP forecasts have difficulties with forecasting events 459 

with a high degree of evolution, which are very dynamic events where the atmosphere is less stable and thus 460 

difficult to predict in general. The performance scores of the radar extrapolation product in particular drops 461 

steeply for increasing forecast horizons, as the simple advection-based extrapolation cannot simulate an evolving 462 

rainfall field. The literature on radar extrapolation contains examples of algorithms that account for growth and 463 

decay of rainfall cells through stochastic processes (e.g. Berenguer et al., 2011), which might be able to quantify 464 

some of the uncertainty related to this. However, without accounting for other relevant atmospheric variables 465 

that can lead to the formation and dissipation of rainfall, extrapolation-based forecast algorithms will continue 466 

to struggle with these types of event. NWP models include many other physical processes and observations, and 467 

while a high degree of evolution also negatively impacts the NWP performance, it is able to retain more of its 468 

skill as the forecast horizon increases. 469 

 470 

Similar to the evolution category, both forecasts products struggle with a high amount of spread in the incoming 471 

rainfall systems. This highlights that events consisting of small and scattered rainfall cells are much more difficult 472 

to predict at small urban scales than those made up of rainfall in large, contiguous weather systems. The radar 473 

extrapolation product is again severely affected as evidenced by the very low TPR and PPV scores for forecast 474 

horizons approaching three hours. The evolution and spread categories overlap to some degree. In fact, 82 out 475 

of a total of 116 events were similarly classified in the two categories. This makes sense as events that consists 476 

of small showers often also form and dissipate in a relatively fast manner. Highly dynamic convective rainfall cells 477 

also often form as small rainfall cells. Seen at a regional scale (in this context Denmark is considered a region), 478 

both products are often able to correctly forecast that a weather system consisting of small showers is incoming, 479 

but they both struggle with the exact location of the cells in space and time. Location errors, even minor ones, 480 

can be critical at small urban scales as it can mean the difference between a potential worst-case scenario, such 481 

as a severe cloudburst event, and no rainfall at all.  482 

 483 

The effects of rotation in the incoming weather systems does not have as clear an impact on either of the forecast 484 

products’ performance as the two previously discussed categories. The NWP shows mixed results with better 485 

TPR scores for low rather than high rotation events, and vice versa for the PPV scores. The PPV scores for the 486 

radar extrapolation does not show any influence by rotation, while the TPR scores are slightly better for high-487 

rotation events. Only eight of the 116 analyzed events exhibit high rotation, which might limit the ability of this 488 

analysis to show effects of rotation on performance scores. Visual inspection of the observed and extrapolated 489 

rainfall fields revealed that the extrapolation struggles with events where the flow vector field changes 490 



Submitted manuscript for Journal of Hydrology.  
Manuscript number: HYDROL39980 

Pre-print version.  

Page 19 of 26 
 

significantly throughout the forecast horizon. Vivid examples of this are events where the center of a cyclonic 491 

low-pressure system moves across the catchment. The NWP is less affected by this as it simulates these types of 492 

movements. 493 

 494 

The speed of movement of the incoming weather system also seems not to have a large impact on the forecast 495 

performance of the two products. The TPR scores for the radar extrapolation product indicate that slow-moving 496 

events are slightly easier to predict, while the NWP yields mixed results with better TPR and worse PPV scores 497 

for high-speed events. From visual inspection of the forecasts at a regional level, we noticed that due to the 498 

limited range of the radar network, high-speed events with rain cells that are outside of the radar’s range at the 499 

time of forecast, can move quite far into the observed area, especially at forecast horizons longer than two hours. 500 

The radar extrapolation product is based on DMI’s national C-band radar network, which provides estimates of 501 

rainfall for the extrapolation algorithm at a radius of 250 km from a radar’s location. A weather system moving 502 

at 20 m/s can cover a stretch of 216 km in three hours. Additionally, these types of C-band weather radars 503 

typically only provide accurate estimates of rainfall rates within a radius of about 100-120 km (Thorndahl et al., 504 

2014). This issue is not visible in the presented results as range-related issues rarely affect the location of this 505 

case study, but it will be something that end-users will have to be aware of in places along the perimeter of the 506 

radar network. 507 

 508 

Our results suggest that there is large potential for setting up an automated classification scheme that will 509 

analyze the predicted type of rainfall systems, and use this information to assess the expected accuracy and 510 

uncertainty related to the forecasts. 511 

 512 
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 513 
Figure 8: Forecast performance in terms of TPR (top row) and PPV (bottom row) as a function forecast horizon, subdivided into the low-514 
medium-high range for each of the four defined properties of the observed rainfall events. TPR and PPV are calculated based on a rainfall 515 
threshold of 0 mm/hr. For both scores, values of 1 are perfect while 0 is the worst possible result. 516 

3.3. Event-based evaluation of the ability to control a wet-weather switch 517 

The performance of the two forecast products for the wet weather control switching problem (section 2.5.2) are 518 

shown in Figure 9 for four different input data scenarios. “No forecast” means that the switching decisions were 519 

made only based on real-time observations from rain gauges and the flow gauge, “Radar” and “NWP” means 520 

that radar extrapolation and NWP forecasts were additionally used, while “Perfect forecasts” is a scenario using 521 

the gauge-observed rainfall as if it was a forecast (ex-post hindcasting). The “no forecast” and “perfect forecast” 522 

thus serve as lower and upper boundaries for how well the radar-based and NWP-based decisions can perform 523 

for the case study. 524 

 525 

The “miss” and “false alarm” fractions of the perfect forecast scenario are composed of events where the 526 

methodology’s assumption of a 1 mm threshold triggering a flow threshold exceedance downstream does not 527 

hold. Misses occur when the wet weather flow threshold at the WRRF is exceeded despite less than 1 mm of rain 528 

being recorded by the rain gauges. This can sometimes happen if the catchment is wet due to recent rain events 529 

e.g. during fall and winter months, which leads to large amounts of infiltration-inflow to the sewers. False alarms 530 

happen when exceedance of the 1 mm threshold does not result in exceedance of the flow threshold. Using the 531 

rainfall predictions as input to a runoff model with continuous assimilation of in-sewer data and using flow 532 

predictions in the decision chart (Figure 4b) may potentially reduce both the “miss” and “false alarms” fractions, 533 

but this was omitted for the sake of simplicity. 534 

 535 
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For the decision problem presented here, it is preferable to switch to wet-weather operation early rather than 536 

late. An early switch will lead to suboptimal wastewater treatment in the time just before a wet event, while a 537 

late switch means that the system capacity is not ready for the incoming amounts of water resulting in bypass of 538 

untreated wastewater or disruption of the processes at the WRRF. 539 

 540 

The acceptable fraction of events (good + early) significantly improves by using any of the two forecast products 541 

compared to the “no forecast” scenario. The use of forecasts pushes many of the “late” events in the no forecast 542 

scenario into the “good” fraction, while some of the “good” events end up in the “early” class. The radar-based 543 

and NWP-based decisions are generally comparable, with the radar having more “good” events while the NWP 544 

has slightly more “good” and “early” events. The large fraction of “early” and “false alarm” events for the NWP 545 

is in part due its spatially smoothed output as discussed in previous sections. Even if the NWP prediction of a rain 546 

event is rather good, the smoothing of the rainfall field can lead to an earlier triggering of the wet-weather switch 547 

when a rainfall system moves across the catchment. The smoothing can also lead to false alarms when rainfall 548 

cells move just past the catchment without actually hitting it, especially for weather systems that consist of small 549 

and scattered rain cells. 550 

 551 

 552 
Figure 9: The predicted status of each observed and predicted wet-weather event at the WRRF. The dashed, red line indicates the total 553 
number of observed events (good + early + late + miss), while the predicted false alarm events are on top of these. 554 

Whereas the required minimum lead-time of decision problem in Figure 9 is one hour (section 2.5.2), Figure 10 555 

shows how the results change when the lead-time for the problem is varied. Both forecast products perform well 556 

at a required lead-time of one hour, which is equal to the results in Figure 9. The radar extrapolation’s 557 

performance gradually worsens as the lead-time is increased from one to three hours. It should be noted here 558 

that at a lead-time of three hours, the proper forecast horizon to use would be 3.5 hours given this setup but the 559 

radar product’s forecast horizon is cut short at 2h and 50 minutes, as this is its maximum range. The NWP also 560 

generally provides fewer good predictions as the required lead-time is increased. However, it retains a large 561 

fraction of acceptable events (“good” + “early”) even as the lead-time increases. The number of false alarms 562 
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increases with increasing lead-time for both products, mainly because the false alarm predictions from shorter 563 

lead-time also are counted in the results for longer lead-times. Even though the NWP forecasts for lead-times 564 

approaching its maximum forecast horizon carry a large number of false alarms, these NWP forecasts still contain 565 

valuable information that can be used in the operational control of urban drainage systems and WRRF’s. 566 

 567 

 568 
Figure 10: The predicted status of each observed and predicted wet-weather event at the WRRF as function of the minimum lead-time for 569 
the switching decision problem. The dashed, red line indicates the total number of observed events (good + early + late + miss), while the 570 
predicted false alarm events are on top of these. 571 

4. Conclusions 572 

In this study, the performance of a radar extrapolation forecast and a NWP product were compared from the 573 

perspective of urban drainage and wastewater engineers that work in small urban catchments. Indeed, 574 

performance assessments of rainfall forecasts from radar extrapolation and NWP products are heavily 575 

dependent on the scale at which the analysis is made as well as the choice of metric. The metrics used in this 576 

study were in collaboration with employees from local water utility companies to make sure that the analysis is 577 

of relevance to real storm- and wastewater management issues.  578 

 579 

The performance  evaluation at the level of single 10-minute time steps throughout the full two-year study period 580 

showed that forecasts from both products had poor correlations with ground observations from rain gauges in 581 

the catchment, with the radar-based forecast being better than the NWP for the first hour of forecast horizon. 582 

The poor performance at the 10-minute level suggests that the investigated rainfall forecast products do not live 583 

up to the requirements that are generally defined by the literature on detailed hydrodynamic runoff modelling 584 

in an urban context. The urban hydrological community thus needs to investigate other ways of extracting and 585 

using information from these types of rainfall forecasts than merely propagating them through a detailed runoff 586 

model.  587 

 588 

Radar extrapolation forecasts were better than the NWP at very short horizons for making simple predictions of 589 

whether rainfall were to occur over the catchment, but its skill deteriorated rapidly as the forecast horizons 590 

increased. The NWP retained its skill both in terms of MAE, TPR and PPV values throughout the forecast horizon. 591 

The improved initial conditions in the NWP from assimilation of radar observations meant that that there were 592 

no signs of spin-up issues, which otherwise can be a common problem for other NWP products. However, the 593 

nudging-based assimilation scheme led to an overall positive bias in precipitation estimates. A multi-contingency 594 
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table of accumulated precipitation showed that this bias was mainly caused by predictions of low-intensity 595 

rainfall during dry periods. Other than the assimilation scheme, a small positive bias can also be caused by a 596 

smoothing effect resulting from the coarser grid cells in the NWP compared to the radar product (3.3 km vs 0.5 597 

km) as well as the way in which numerical weather models resolve individual rain cells.  598 

 599 

The forecast performance as a function of the weather type showed that the skill of the radar extrapolation was 600 

very low for events with a high degree of evolution in terms of rain cells that emerge and dissolve over short 601 

periods of time, and for events that consisted of small, spread out rain cells. The NWP also performed worse for 602 

these types of events highlighting that they are less predictable in general, but the NWP was able to retain its 603 

skill better at longer horizons. Rotation of the weather system that produced the recorded rainfall as well as the 604 

speed at which it moved did not have a large influence on predictive performance at the small urban scale. These 605 

results showed that there is a large potential for developing an automatic classification scheme that can detect 606 

the type of incoming rain event and use this information to dynamically assess the expected accuracy and 607 

uncertainty of the forecast.  608 

 609 

The forecast products were used in an idealized, yet realistic case of operating a wet-weather switch at a WRRF 610 

connected to a combined sewer system. Here, a forecast horizon of 1.5 hours was used, and the analysis showed 611 

that both products increased the amount of rain events that were detected in due time to switch the WRRF into 612 

wet-mode. Both forecast products were therefore found useful for daily WRRF operations, despite the fact that 613 

the single time step evaluation highlighted biases and large uncertainties in the predictions. The longer lead time 614 

provided by NWP furthermore pointed towards a potential use in decision problems for urban drainage and 615 

wastewater systems with time dynamics longer than a few hours.  616 

 617 

Although NWP is often considered to have too coarse resolutions for urban hydrological use, the NWP product 618 

evaluated in this study was able to compete with a simple radar-based forecast. This is in large part due to its 619 

improved initial conditions from assimilation of radar observations, which is something that hydrologists need 620 

meteorologists to continue developments within. 621 
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Supplementary information 

Additional example events 

Figure 1 shows a couple of convective cells arise over southern Sweden and move westward across 

Copenhagen. The cells that hit Copenhagen quickly form and are not present in the radar image that 

is used for extrapolation. The radar extrapolation forecast thus completely misses the event. The NWP 

properly simulated that a convective event arise in Southern Sweden and move across to Zealand. It 

does not get the exact location of the cell right though. 

 

Figure 2 shows a widespread frontal event that covers most of Zealand with scattered rainfall across 

the rest of Denmark. These types of frontal events are typically predicted well by both radar 

extrapolation and NWP.  

 

Animations 

Animations of four events are attached to the article. The animations are intended as archetypal 

examples of some common rainfall phenomena in Denmark, and examples of how the two forecast 

products simulate these types of events. They also show example results of the visual classification. 

An overview of the animated events are given in Table SI-1. 

 
Table SI-1: Overview of the animated example events and how they have been classified visually. 

File name 
Weather 

phenomenon 
Spread Rotation Speed Evolution 

Example_event_1_showers 
Westerly showers 

(17-03-2017) 
High Low High Medium 

Example_event_2_rotation 
Rotational system 

(28-04-2017) 
Medium High Low 

Low-

medium 

Example_event_3_frontal 
Frontal system 

(08-06-2017) 
Low Low Low Low 

Example_event_4_convective 
Convective cells 

(26-05-2018) 
High Low Low High 
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Figure 1: Example of a convective event arise over southern Sweden and move over Copenhagen. Instantaneous rainfall fields 

at hourly lead-times (rows) for the radar extrapolation (left column) and NWP (right column) forecasts issued on 26-05-2018 

11:00, as well as the corresponding observations (middle column). This event is classified as “high” for spread and evolution, 

and “low” for rotation and speed. 
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Figure 2: Example of a widespread frontal system that moves slowly across Denmark from a southwesterly direction. 

Instantaneous rainfall fields at hourly lead-times (rows) for the radar extrapolation (left column) and NWP (right column) 

forecasts issued on 09-06-2017 08:00, as well as the corresponding observations (middle column). This event is classified as 

“low” for spread, rotation, speed and evolution. 
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Abstract: 18 

Optimal operation of integrated urban drainage and wastewater systems can benefit from model predictive 19 

decision strategies utilizing rainfall predictions. Frequently, radar extrapolation models are used for rainfall 20 

forecasting, but several control purposes require longer lead times than the typical radar forecast horizon of up 21 

to a few hours. Numerical Weather Predictions (NWP) deliver longer forecast horizons but require large 22 

computational efforts. Therefore, NWP forecasts are often delivered as a single deterministic or as a small 23 

ensemble forecast. This articles aims at expanding the potential for using NWP forecasts in urban drainage by 24 

investigating how information from multiple NWP ensemble forecasts that overlap in time, also known as 25 

“time-lagged” ensembles, can be used to make predictions of urban runoff up to 24 hours ahead. Two 26 

approaches to time-lagging are investigated: (1) aggregating overlapping ensembles into a cumulative super-27 

ensemble, and (2) requiring several consecutive forecasts to provide the same rainfall signal (a “consistent 28 

signal” approach). The forecasts were evaluated based on their ability to correctly predict exceedance of two 29 

flow thresholds for (1) switching from dry-weather to wet-weather conditions, and (2) occurrence of combined 30 

sewer overflow (CSO) at the measurement location. These categorical predictions were evaluated with both 31 

Receiver Operating Characteristics (ROC) and Precision-Recall (PR) diagrams. Results showed that time-lagged 32 

ensembles increased the NWP performance by ensuring a larger coverage of observations, however at the cost 33 

of a larger ensemble spread. The majority of the performance improvements were obtained by including a 34 

single, lagged forecast. The consistent signal approach provided more trustworthy predictions but at the cost 35 

of a smaller number of detected events. Cumulative super-ensembles performed as well as or better than the 36 

original ensemble forecast for both flow thresholds. Although ROC diagrams are commonly used for forecast 37 

evaluation, we showed that PR diagrams were often more informative for detection of rare events such as CSO 38 
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occurrence. This suggests that PR diagrams can be used more widely in hydrological forecasting with 39 

imbalanced data sets, such as peak flow and flood forecasting. 40 

 41 

1. Introduction 42 

Combined urban drainage systems consist of a network of pipes wherein pumps, valves, storage tanks, etc. 43 

determine how wastewater and stormwater runoff are transported to a downstream treatment facility before 44 

it is discharged to a receiving water body. Real time measurements and forecasts of urban runoff can be used 45 

to adapt these systems to varying conditions and to operate actuators in an efficient manner. The objectives of 46 

these strategies involve, among others, minimizing risk of sewer overflows (e.g. Vezzaro and Grum, 2014), 47 

predicting loads at wastewater treatment plants (WWTP) (e.g. Pedersen et al., 2016), and issuing flood 48 

warnings (e.g. Henonin et al., 2013). 49 

Forecasts of urban runoff are mostly forced with rainfall predictions from “nowcast” models that 50 

extrapolate radar images (Achleitner et al., 2009; Löwe et al., 2014; Thorndahl and Rasmussen, 2013). These 51 

types of forecasts are skillful at lead times up to around two hours depending on the current weather regime 52 

(Thorndahl et al., 2017). Beyond this, the performance of such extrapolation algorithms deteriorates, as they 53 

do not explicitly simulate the complex, non-linear atmospheric processes that generate rainfall. However, 54 

several decision-making processes within urban drainage and wastewater management would benefit from 55 

longer forecast horizons. For example, large storage basins and tunnel systems can require up to more than a 56 

day to fully empty, and a radar-based forecast thus only allows for predictive control of a small part of the total 57 

volume. In countries with a flexible electricity market, where prices are determined one day ahead (e.g. in 58 

Denmark, see www.nordpoolgroup.com), it is furthermore possible to integrate urban drainage and 59 

wastewater systems in the smart grid concept by introducing cost-optimization control strategies (Bjerg et al., 60 

2015; Stentoft et al., 2020). Longer rainfall-runoff forecast horizons would also enable better planning of 61 

system maintenance, staff scheduling and emergency preparedness.  62 

Numerical Weather Prediction (NWP) models can provide precipitation forecasts with longer horizons 63 

than radar-based forecasts and there is an extensive and growing literature on the use of NWP precipitation 64 

forecasts in the broader hydrological literature. NWP has been used for streamflow forecasting (Bennett et al., 65 

2014), flood forecasting (Cloke and Pappenberger, 2009), and drought forecasting (Dutra et al., 2013) among 66 

many other purposes. However, within urban hydrology there are only a few applications. The lack of attention 67 

within the urban hydrology community is likely due to the poor spatial-temporal resolution of the NWP output. 68 

The required resolution of rainfall inputs for accurate urban runoff simulations is case-specific, but in general 69 

the community expects rainfall data with a spatial resolution less than 1 km2 and a temporal resolution less 70 

than 5 minutes (Ochoa-Rodriguez et al., 2015; Schilling, 1991). In contrast, NWP outputs typically have a spatial 71 

grid size of several square kilometers and temporal resolutions of hours (Dudhia, 2014). NWP models also 72 

require several grid cells to resolve a physical phenomenon. Thorndahl et al. (2013) have shown that radar 73 

extrapolation and NWP forced flow forecasts at the WWTP inlet performed comparably and suggest that a 74 

combination of the two might improve the final forecast. Liguori et al. (2012) and Schellart et al. (2014) used 75 

algorithms that combine radar nowcasts with NWP outputs but both studies struggled to produce good flow 76 

forecasts with these products. The inclusion of NWP outputs did, however, improve the forecasts at lead times 77 

beyond 1 hour and 45 minutes compared to a pure radar-based forecast (Schellart et al., 2014). Thorndahl et 78 

al. (2016) evaluated urban flood forecasting with radar extrapolation and NWP inputs, and showed that their 79 
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radar product deteriorated at lead times longer than 60 minutes, while the NWP product consistently 80 

underpredicted flooding. These studies suggest that NWP outputs are very difficult to use for detailed urban 81 

runoff forecasting, but Courdent et al. (2018) showed that they can be used to answer less detailed problems 82 

such as prediction of whether there will be a risk of “high flow” periods in the near future. Munk-Nielsen et al. 83 

(2015) showed that such high flow forecasts can be used for switching between dry and wet weather operation 84 

mode at wastewater treatment plants (in this case based on radar rainfall extrapolation). NWP-based high/low 85 

flow forecasts can also be used to operate integrated urban drainage-wastewater systems based on energy 86 

optimization (Courdent et al., 2017). 87 

NWP forecasts are often generated as ensembles in order to represent the various sources of 88 

uncertainty affecting the complex models. However, it is common that NWP precipitation ensembles exhibit 89 

biases and are underdispersive, which means that the uncertainty is underestimated and too many 90 

observations fall outside of the spread of the ensemble (Buizza et al., 2005). This, together with the coarse 91 

spatial and temporal resolution, complicates the use of NWP products for applications in urban drainage 92 

management. 93 

There are generally two ways of capturing more observations within the ensemble spread: (1) to 94 

increase the number of ensemble members by running more simulations, or (2) to correct the ensemble in a 95 

way that reflects the degree of under-representation of uncertainty. The first option is often not available as 96 

the computational cost of additional model runs is too high and it does not in general change the underlying 97 

forecast distribution. The second option consists of a large group of techniques collectively known as ensemble 98 

“post-processing”. Often post-processing methods rely on one or several statistical models to properly correct 99 

the ensemble output (Wilks, 2011). Whether this is done through regression-based methods with chosen 100 

ensemble metrics as regressors (e.g. Messner et al., 2014; Nielsen et al., 2006), Bayesian model averaging (e.g. 101 

Raftery et al., 2005), etc., statistical methods will require a database of historical forecast-observation pairs for 102 

estimating the appropriate corrections. However, this may be problematic as hindcasts (also known as re-103 

forecasts in meteorology) are not always easily obtainable due the expense of performing many NWP runs. The 104 

problem is exacerbated by the fact that a new historical database of forecasts would have to be run every time 105 

some property of the NWP model is modified. Especially events of rare magnitudes and estimating seasonal 106 

variations require long historical time series. 107 

In response to the issues of additional computational power and available historical databases, other 108 

methods have been developed that require neither. Theis et al. (2005) developed a post-processing method 109 

that use forecasted values from an area around the location of interest in order to derive an ensemble from a 110 

single deterministic run. This is referred to as a “spatial neighborhood”, and it has later been shown how the 111 

use of this approach by expanding sets of ensembles into a “super-ensemble” can improve the skill of 112 

precipitation forecasts (Schwartz et al., 2010). Several urban drainage related studies have since used a variant 113 

of this post-processing method for improved predictions of sewer flow and pluvial floods (Courdent et al., 114 

2017, 2018; Jasper-Tönnies et al., 2018; Olsson et al., 2017).  115 

Another low-computational cost method for expanding the available information in a forecast consists of 116 

(re-)using previous forecasts that overlap in time with new ones. NWP often have forecast horizons of several 117 

days and when a new forecast is made every few hours, the result will be that multiple forecasts overlap in 118 

time. The use of overlapping forecasts was originally introduced as “lagged average forecasts” by Hoffman and 119 

Kalnay (1983), but has since also been referred to as “time-lagged” or simply “lagged” forecasts. Time-lagged 120 

forecasts can be used to generate ensembles from consecutive deterministic forecasts (Mittermaier, 2007; 121 
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Yuan et al., 2008), or to expand ensemble forecasts into super-ensembles (Ben Bouallègue et al., 2013). 122 

Bentzien and Friederichs (2012) combined the use of neighborhoods and time-lags creating a large ensemble 123 

forecast from a single, high-resolution NWP run. Ben Bouallègue et al. (2013) compared the use of the two 124 

methods on ensemble precipitation forecasts and found that both improve the original forecast in a similar 125 

manner. 126 

Rather than aggregating overlapping forecasts into (super-)ensembles, it is also possible to use them by 127 

evaluating whether the same signal is present in consecutive forecasts. From a hydrological perspective, such a 128 

signal can be whether a forecasted water level or discharge exceeds a certain threshold (Dietrich et al., 2009; 129 

Thielen et al., 2008). If consecutive overlapping forecasts do not show the same signal, they are referred to as 130 

inconsistent. Such forecast inconsistency can be viewed as problematic and erode trust in a forecast system if 131 

warnings keep going on and off, but if handled properly it can also be viewed as beneficial as it is a sign of large 132 

uncertainty about the near-future state of the system (Pappenberger et al., 2011). 133 

In this paper, we investigate how overlapping NWP ensemble precipitation forecasts can be used for urban 134 

runoff forecasting in two ways: (1) by expanding the original ensemble forecast into a cumulative super-135 

ensemble, and (2) by requiring several consecutive forecasts to show a signal before a decision is made. Here, 136 

the signals are exceedance of a high/low flow threshold and an overflow threshold. Section 2 describes the 137 

case study, the urban runoff model and the used NWP product. Section 3 outlines the two post-processing 138 

methods as well as methods for evaluation. Special attention is given to evaluations with Precision-Recall (PR) 139 

curves as a supplement to Relative Operating Characteristic (ROC) curves, which are more common in 140 

hydrometeorological studies. In Section 4, the results are described and the time-lagged approach is compared 141 

to another low-computational cost post-processing method developed by Courdent et al. (2018) based on a 142 

spatial neighborhood. The main conclusions of the study are provided in Section 5. 143 

2. Materials: case area, available data, and urban runoff model 144 

2.1. Damhusåen catchment area 145 

The urban drainage system connected to the Damhusåen WWTP in the western part of Copenhagen, Denmark 146 

is used as a case study in this paper. We focus on the northern part of the catchment, which has a total area 147 

close to 30 km2 and is laid out as a combined sewer system. The case area is the same catchment that Courdent 148 

et al. (2018) used to test their spatial neighborhood approach. There are several overflow structures in the 149 

sewer network where combined sewage is discharged to a nearby creek when the system capacity is exceeded. 150 

Figure 1 shows the catchment boundary, main sewer pipes, rain and flow gauges as well as the center points of 151 

the grid cells in the NWP product. Observations of flow in the sewer network are available from an electro-152 

magnetic flow meter with two-minute resolution placed at the Dæmningen gauging station. At this station, 153 

there is a maximum flow capacity of around 10,000 m3/h above which overflow will occur. Measurements of 154 

rainfall intensity is available at one-minute, 0.2-mm resolution from five tipping bucket rain gauges operated by 155 

the Danish Meteorological Institute (DMI) on behalf of the Danish Water Pollution Committee (Jørgensen et al., 156 

1998). Both flow and rain gauge data is available for the period Nov. 2012 – Nov. 2016 of which the first half of 157 

the data is used for calibration of the runoff model. Monthly values of potential evapotranspiration are 158 

available from DMI for the historical period of 1989-2010 in a 20x20km grid (Scharling and Kern-Hansen, 2012), 159 

where the Damhusåen catchment fits inside a single grid cell. 160 
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 161 
Figure 1: The Damhusåen catchment upstream of the Dæmningen gauging station. 162 

2.2. Urban runoff model 163 

A brief description of the hydrological model will be given here, but the reader is referred to the appendix for a 164 

more detailed explanation of some aspects of the model and to Courdent et al. (2018) for details on the 165 

parameter estimation procedure. 166 

The wastewater pattern (dry weather flow) exhibits diurnal variation with flow peaks in the morning and 167 

the evening. Eq. (1) shows how this is simulated with a second order Fourier series that contain six parameters 168 

(Langergraber et al., 2008). 169 

𝑊𝑊𝑡 = 𝑎0 + 𝑎1 cos(𝑤 ⋅ 𝑡) + 𝑏1 sin(𝑤 ⋅ 𝑡) + 𝑎2 cos(2 ⋅ 𝑤 ⋅ 𝑡) + 𝑎2 sin(2 ⋅ 𝑤 ⋅ 𝑡) (1)  

where 𝑊𝑊𝑡  is the total wastewater flow at time 𝑡, 𝑤 is the frequency of the pattern corresponding to the 170 

diurnal cycle, while 𝑎0, 𝑎1, 𝑏1, 𝑎2 and 𝑏2 are parameters in the Fourier series. 171 

Rainfall-runoff is simulated with a lumped, conceptual model based on a Nash cascade, which consists of 172 

multiple linear reservoirs in series (Beven, 2012). The observed flow data show different runoff patterns for 173 

summer and winter periods. During winter when evapotranspiration is low and the groundwater table is high, 174 

there is infiltration of water into the sewer pipe network from the surrounding soil. This leads to much longer 175 

tails on the hydrographs, which are not present during summer months where the rainfall-runoff process is 176 

dominated by stormwater runoff from impervious areas in the urban environment. The full runoff process is 177 

therefore described by two parallel components: a fast runoff component, where the number of reservoirs in 178 

the series (nfast) is a parameter that is calibrated, and a slow runoff component, modelled with a single 179 

reservoir. Both these components contain parameters for the effective surface area (Afast and Aslow) and a time 180 

constant for the reservoirs (kfast and kslow). See Figure 2 for an overview of the full model structure as well as the 181 

parameters that are calibrated for each sub-element. The entire runoff model is run with internal time steps of 182 

four minutes. 183 
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The seasonally depending infiltration is accounted for with a soil “moisture” hidden state variable that 184 

controls the fraction of rainfall that is led through the slow runoff reservoir and the fraction that is removed 185 

from the system through evapotranspiration. High moisture values lead to a larger fraction of slow runoff 186 

through the kα parameter (see the appendix for details on the moisture-related processes). 187 

For each hydrological forecast, the runoff model is initialized with observed rainfall from rain gauges in 188 

the preceding 10 days. This ensures that any effects from antecedent events are accounted for. If the simulated 189 

runoff in the same 10-day period contains a bias compared to the observed flow, then a constant term equal to 190 

this bias is added to the forecasted flow. 191 

The hydrological model parameters were calibrated against flow measurements with the DREAMZS 192 

algorithm (Laloy and Vrugt, 2012), minimizing the root mean square error of the simulation. The average 193 

observed rainfall from five tipping bucket rain gauges in and around the catchment were used as input to the 194 

model during parameter estimation. The parameter estimation procedure consists of three steps. First, the 195 

wastewater parameters were calibrated on a dry period where there were no infiltration of water into the pipe 196 

system. These parameters were then used when the parameters for the fast runoff component is calibrated 197 

against flow observation during summer months (April 2014 – September 2014) where slow runoff is not 198 

present. Lastly, the slow runoff components were calibrated with all other parameters kept constant on the 199 

whole two-year period. 200 

 201 

 202 
Figure 2: Structure of the urban runoff model. Estimated parameters are shown in red script. 203 
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2.3. NWP ensemble data 204 

The NWP precipitation data used as model input in this study is produced by the Danish Meteorological 205 

Institute (DMI) and is based on the DMI-HIRLAM-S05 ensemble. The data comes from a limited area model that 206 

covers most of northern Europe. This model is nested inside the global ECMWF IFS model. The boundary 207 

conditions for the DMI-HIRLAM-S05 forecast is therefore based on forecasts from the global model. The 208 

ensemble consists of 25 members that are created from pairing of different NWP model structures and 209 

stochastic model perturbations as well as different ways of perturbing the initial conditions. The perturbations 210 

of the initial conditions are not random, but they are based on the magnitude of the errors of the two previous 211 

forecasts. Evaluations of the model ensemble have shown that it tends to be underdispersive in the sense that 212 

too many observations fall outside of the ensemble spread (Courdent et al., 2018; Feddersen, 2009). The 213 

spatial resolution of the output is 0.05o, which approximately corresponds to a 5.5x5.5 km grid over Denmark. 214 

The NWP output is accumulated precipitation in hourly time steps over a forecast horizon of 53 hours. The 215 

current system does, however, operate with about 3.5 hours of delay from the time the forecasts are initialized 216 

until they are made available for end-users. The effective forecast horizon is thus around 49 hours. A new 217 

ensemble forecast is generated every six hours. For this study, historical forecasts from June 2014 to November 218 

2016 are used. We refer to Courdent et al. (2018) and DMI’s technical report Feddersen (2009) for more details 219 

on the NWP product. 220 

3. Methodology 221 

3.1. Post-processing methods 222 

3.1.1. Time-lagged ensemble forecasts 223 

NWP often have forecast horizons of several days and when new forecasts are made e.g. every six hours, 224 

then that will lead to multiple forecasts overlapping in time. A “time-lagged” forecast is one where overlapping 225 

forecasts that were initialized at different times are used on the same target period (Mittermaier, 2007). 226 

Intuitively, it might seem natural to discard the old forecasts since the newest forecast has been initialized with 227 

the most recent observations of the atmosphere. There are, however, several reasons why the newest forecast 228 

will not always be the best one. NWP models suffer from an insufficient amount of observations for defining 229 

initial conditions, and any observation or model errors will be propagated through time via chaotic, non-linear 230 

processes (Bauer et al., 2015). “Spin-up effects” can furthermore produce spurious behavior in the first part of 231 

the forecast as disturbances from initial and boundary conditions need time to stabilize in the NWP model. If 232 

ensembles are used for uncertainty characterization, then the number of ensemble members will be severely 233 

limited by the computational cost of NWP model runs. Realistic perturbations of initial conditions generally 234 

lead to underdispersive NWP ensemble forecasts (Slingo and Palmer, 2011). However, as the ensemble spread 235 

increases with forecast length, the addition of time-lagged forecasts to the ensemble will increase the spread 236 

and thereby ameliorate the issue of underdispersiveness. Additional ensemble members from the same NWP 237 

model will of course not entirely mitigate the issue, as this does not account for other uncertainties related to 238 

model structural adequacy and the specification of initial conditions.  239 

In this study, we evaluate time-lagged forecasts with a collective horizon of 24 hours. As shown in Figure 3, 240 

five overlapping NWP forecasts from the DMI-HIRLAM-S05 product cover the entire 24-hour window. On the 241 

vertical axis of the figure, “Lag X” denotes the age of the overlapping forecasts with “0” being the newest, “1” 242 

being the first overlap (i.e. second newest), “2” the second overlap (i.e. third newest), etc. Each individual 243 
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forecast contains 25 members, which means that 125 ensemble members are available when all five forecasts 244 

are used. We investigate two ways of utilizing a time-lagged forecast: (1) the “super-ensemble” where all 245 

overlapping ensemble members are joined into one large ensemble forecast, and (2) the “consistent signal” 246 

approach where multiple consecutive forecasts have to show exceedance of a chosen threshold before a 247 

decision is made. Ben Bouallègue et al. (2013) and Raynaud et al. (2015) have investigated weighting schemes 248 

for time-lagged ensembles on the COSMO-DE-EPS and AROME-France NWP products, respectively. Both 249 

studies found that uniform weights for all members in time-lagged precipitation ensembles are close to 250 

optimal, and that more advanced weighting schemes provide little additional benefit. Therefore, potential 251 

weighting schemes on individual members of the super-ensemble will not be investigated here. 252 

 253 

 254 
Figure 3: Overview of how multiple overlapping forecasts from the DMI-HIRLAM-S05 product are available for the same target period. 255 
The dotted black lines show the 3.5-hour delay from forecast initialization at DMI until the NWP forecast is available for the end-user. 256 
The dotted, vertical, red lines highlight the 24-hour target period starting when the most recent forecast is made available. The green 257 
parts of the arrows show which parts of the individual forecasts that are used for producing time-lagged ensemble forecasts. 258 

3.1.2. Spatial neighborhoods 259 

Another low-cost post-processing method is the spatial neighborhood method, which is motivated by the large 260 

uncertainties related to the exact spatial placement of rainfall in NWP models. The neighborhood method 261 

views rainfall predictions near the location of interest as a possible scenario for what might occur directly 262 

above the catchment. Courdent et al. (2018) showed how this approach can be used for urban runoff 263 

predictions by using rainfall that is predicted within a specified radius of their considered catchment as input to 264 

a runoff model. Uncertainty of rainfall location is thus accounted for in the runoff predictions. The case area for 265 

this paper is the same that Courdent et al. (2018) used. A spatial neighborhood can dramatically increase the 266 

number of members in an ensemble forecasts as the size of the surrounding neighborhood is increased. As a 267 

way to limit the number of scenarios that have to be evaluated, Courdent et al. (2018) proposed the use of a 268 

“Maximal Threat” approach. This is implemented by using the largest forecasted rainfall intensities within a 269 

spatial neighborhood for each ensemble member in each time step. In this study, we compare the time-lag 270 

method with the “Maximal Threat” within a neighborhood radius of six NWP grid cells (approximately 34 km). 271 
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 272 

3.2. Forecast evaluation 273 

In this study, the performance of the flow forecasts was evaluated with standard continuous scores and with 274 

discrete scores based on exceedance of specified thresholds. 275 

  276 

3.2.1. Continuous scores 277 

As the forecasts consist of ensembles, they were here evaluated with three different continuous scores that 278 

assess different aspects of the ensemble nature: Continuous Ranked Probability Score (CRPS), ensemble 279 

coverage, and Average Relative Interval length (ARIL). The CRPS is a probabilistic generalization of the Mean 280 

Absolute Error (MAE) for deterministic forecasts. It measures the distance between the cumulative distribution 281 

of a probabilistic forecasts and an observation. As a score, it awards both narrow forecast distributions (small 282 

variance) as well as having that distribution closely around the observed data point (small bias). A perfect CRPS 283 

has a value of 0, while +  is the worst possible score, see Gneiting and Raftery (2007) for a more thorough 284 

explanation of the CRPS and its relation to other common scores. In this study, the CRPS was calculated by 285 

generating a cumulative forecast distribution wherein which each ensemble member is considered to have the 286 

same probability.  287 

The ensemble “coverage” simply evaluates the percentage of observations that fall within the full spread 288 

of the ensemble forecast. Ideally, the ensemble forecasts are centered on the observations with as narrow a 289 

spread as possible. ARIL is calculated as the average width of the interval covered by the ensemble normalized 290 

by the value of the observation at each point in time. A good ensemble forecast has a high coverage and a low 291 

ARIL. 292 

 In addition to the ensemble scores, the MAE of the ensemble mean was also evaluated. A time series 293 

based on the ensemble mean in each time step does not necessarily provide a realistic future path of the 294 

system, but can be used to assess if the general ensemble forecasts correspond to the observations. 295 

 296 

3.2.2. Threshold Exceedance 297 

Contingency tables 298 

In this paper, two threshold exceedance problems defined by Courdent et al. (2018) for the Damhusåen 299 

catchment were analyzed. The first threshold was whether the average hourly flow rate in the drainage system 300 

exceeded 4,000 m3/h, which was used to represent the difference between high and low flow domains. The 301 

second problem was whether there were any observations within an hour that exceeded 9,500 m3/h, which 302 

was used to evaluate whether CSO would occur within a given hour. During the evaluation period, the flow rate 303 

exceeded the high/low threshold 7.4% of the time and the CSO threshold 1.2% of the time. A forecasting 304 

system’s performance for these kinds of categorical predictions can be evaluated with a contingency table and 305 

various scores based on the elements of such a table. Figure 4 shows a contingency table indicating the status 306 

of both the observation and the forecasted value in terms of whether a chosen threshold is exceeded (positive 307 

signal) or not (negative signal). The table is set up by counting the number of forecast-observation pairs that 308 

fall into each of the four possible states of the table within a given time period. In this paper, forecast 309 

performance was assessed with three scores based on contingency tables. The true positives rate (TPR) 310 

describes the fraction of positive observations that were predicted correctly, and is sometimes referred to as 311 

“hit rate”, “sensitivity” (medical term) or “recall” (machine learning term). The false positives rate (FPR) 312 
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describes the fraction of negative observations that were not predicted correctly, and is equal to one minus 313 

“specificity” known from the medical literature. Finally, the positive predictive value (PPV) describes the 314 

fraction of the positive predictions that actually turn out to be true, and is sometimes referred to as “precision” 315 

within the machine learning literature. Figure 4 shows how the three scores are calculated from the elements 316 

of the table. 317 

 318 

 319 
Figure 4: Contingency table with the definition of three scores (TPR, FPR, PPV) that are used in ROC and PR analysis. The green elements 320 
are true categorical predictions, while the red are false. 321 

 322 

Graphical analysis using ROC and PR curves 323 

The three scores were used to make two graphical analyses: the Relative Operating Characteristic (ROC) 324 

diagram (Fawcett, 2006) and the Precision Recall (PR) diagram. The ROC diagram plots FPR on the horizontal 325 

axis and TPR on the vertical axis (see Figure 5(a)), while the PR diagram plots TPR on the horizontal axis and 326 

PPV on the vertical axis (see Figure 5(c)). Both ROC and PR curves show the ability of a forecast system to 327 

discriminate between events and non-events. A perfect forecasting system has a TPR = 1 (all true events were 328 

detected), FPR = 0 (no false positives were made), and PPV = 1 (all positive forecasts ended up coming true). 329 

This leads to a perfect ROC curve being pushed into the top-left corner while a perfect PR curve is pushed into 330 

the top-right corner. 331 

For probabilistic forecasts, a forecaster can determine the level of certainty required for the discrimination 332 

exercise. A risk averse forecaster will choose a low probability threshold before taking an action, while a risk 333 

tolerant forecaster will accept a higher threshold. A lower threshold will increase the TPR but come at the cost 334 

of an increased FPR and a decreased PPV. This means that more events are detected, but that there are more 335 

false alarms and each positive prediction is less trustworthy. The curves in the ROC and PR diagrams are then 336 

generated by evaluating the performance of a range of probability thresholds and drawing a line between the 337 

resulting points. An ensemble forecast can also provide a curve in these figures by specifying a number of 338 

ensemble members that have to exceed a flow threshold before a decision is made (this is also sometimes 339 

called the “weight of evidence”). 340 

The two curves are related to each other as they are made from the same contingency tables. We refer to 341 

Davis and Goadrich (2006) for a detailed explanation of the relationship between ROC and PR space. The main 342 

difference between them is in how they treat correct negative predictions, which becomes very pronounced 343 

for imbalanced datasets. A balanced dataset is defined as one where the amount of positive observations 344 

roughly equals the amount of negative observations (P=N as defined in Figure 4). In a time series example that 345 
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would mean the system is above and below a specific threshold the same amount of time. A dataset is 346 

imbalanced when positive observations are rare and the data is dominated by negative observations (P<<N), 347 

which is the case for flooding and CSO occurrence for instance, and it is thus a typical situation of interest in 348 

urban drainage applications. 349 

The difference between ROC and PR curves are here illustrated with an artificial example that contain two 350 

different forecasting systems: F1 and F2 (see Figure 5). Their performance is evaluated on a balanced and 351 

imbalanced dataset (with ten times more negative than positive observations). The example is constructed 352 

such that F1 and F2 operate with the same TPR and FPR levels on the two datasets. By comparing F1 and F2 in 353 

Figure 5(a), it is seen that F1’s most certain positive predictions are more likely to become true than F2’s, while 354 

F2’s most certain negative predictions are more likely to become true than F1’s. This is seen by F1 having a 355 

steeper ROC curve in the lower left corner of Figure 5(a), while in the top-right corner of the same ROC 356 

diagram, F2 performs better than F1. The area under the ROC curve is often used as a summary metric for ROC 357 

analysis. In this example, the two forecasting systems would score equally well. 358 

The fact that TPR and FPR are here constructed to be similar between the two datasets means that the two 359 

ROC curves remain unchanged as seen in Figure 5(a+c). Figure 5(b) shows how the two systems compare in the 360 

PR space for a balanced dataset. Here, it is seen that F2’s initial increase in false positives shows up 361 

immediately on the PPV axis in the left side of the figure. An area under the PR curve metric would say that F1 362 

is better than F2. For the imbalanced dataset in Figure 5(d), F2’s PR curve is drastically worsened. The reason is 363 

that when there are many negative observations, a small increase in FPR will lead to disproportionately more 364 

false positives. The ROC curve hides this, while it has a large impact on the PR diagram through the PPV-axis 365 

(left side of Figure 5(d)). Saito and Rehmsmeier (2015) provide several illustrative comparisons of ROC and PR 366 

evaluations from which they go as far as to state that ROC analysis can be deceptive when applied to 367 

imbalanced problems. They suggest that PR curves provide a more intuitive evaluation of performance for 368 

imbalanced problems. 369 

ROC analysis is a common tool in the hydrometeorological literature. PR analysis is not. This is surprising as 370 

the threshold exceedance problems of interest in the field often are of rare events, such as intense rainfall and 371 

flooding. 372 
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 373 
Figure 5: Example of how the degree of balance in a dataset affects the performance of two different forecast systems in terms of ROC 374 
and PR curves. The left column (a,c) are ROC curves, while the right column (b,d) are PR curves. Top row (a,b) shows curves on a 375 
balanced dataset (P=N), while the bottom row (c,d) shows curves on an imbalanced dataset (P=0.1N). The example is constructed such 376 
that the ROC curves do not change. The dotted lines on the ROC diagrams respresent the performance of random guessing, while on the 377 
PR diagrams they represent the balance/imbalance of the dataset. 378 

 379 

4. Results and discussion 380 

4.1. Forecast example 381 

Figure 6 illustrates how the time-lag method can combine two overlapping 25-member ensemble forecasts into 382 

a 50-member ensemble with an example for a single rain event that caused overflow at the Dæmningen 383 

location. The figure shows that the upper ensemble forecast (Lag 0) had a better representation of the falling 384 

limb of the main hydrograph. The second forecast (Lag 1) had better coverage of the initial small flow increase 385 

before the main peak as well as better coverage of the rising limb on the main hydrograph. This highlights that 386 

the newest forecast (Lag 0) does not necessarily outperform older forecasts and that there is potential value in 387 

time-lagging. The combined ensemble forecast exhibited qualities from both the individual forecasts. 388 
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 389 
Figure 6: Example of how two individual 25-member ensemble forecasts (upper and middle panel) are aggregated into a combined 50-390 
member ensemble forecast (lower panel). 391 

 392 

  In practice, it can be difficult to communicate the forecast uncertainty related to an incoming event as 393 

the use of time-lagging provided many different ensemble scenarios at once. For threshold exceedance 394 

problems, a simple yet effective way of doing this is with the use of a table like the one in Figure 7, which is 395 

shown for the same CSO event that was provided in Figure 6. The “Obs”-row highlights the time that CSO was 396 

measured during the event, while the “Lag”-rows show what each of the five overlapping forecasts earlier in 397 

the day predicted would happen. The coloring of each table element denotes the proportion of the 25 398 

members in each of the overlapping ensembles that exceed the 9,500 m3/h threshold. For real time operations, 399 

this kind of table provides operators with an easy overview of the forecast uncertainty related to an incoming 400 

event and can be used to issue warnings (the red “Obs”-row is of course not available during real time 401 

forecasting). In practice, the table can also be used for learning about the performance of a forecast setup 402 
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through retrospective analyses. We suggest that this kind of visualization will help improve operator trust in a 403 

final setup. 404 

 405 

 406 
Figure 7: Example of an effective visualization of forecast uncertainty in overlapping forecasts. Number of ensemble members that 407 
exceed the CSO threshold for each individual overlapping forecast. The “Obs”-row highlights within which hours CSO was actually 408 
observed (this example is for the same event that was shown in Figure 6). This illustration uses a simple green-yellow-red coloring range 409 
to illustrate the proportion of the individual ensemble that exceed the CSO threshold. Lag0 denotes the newest available forecasts, while 410 
Lag4 is the oldest. 411 

 412 

4.2. Evaluation based on continuous scores 413 

Table 1 shows performance scores as a function of the number of individual forecasts that are used to produce 414 

cumulative time-lagged ensembles. The values in the table are the average performance throughout the 24-415 

hour forecast horizon. It should be noted that the ensemble forecast collapses to a single deterministic forecast 416 

(with all members on top of each other) during dry weather periods without forecasted rainfall in any of the 417 

time-lagged forecasts. The scores in Table 1 are affected by such periods. From the table, it is seen that CRPS 418 

continuously improved as more overlapping forecasts were included. This suggest that the uncertainty 419 

description of the ensemble improved from including old forecasts. Including more time-lags of course 420 

increased the average spread of the ensemble. This is shown in the ensemble coverage, which increased as 421 

more lags were included. This did, however, come with a trade-off of an increasing ARIL score, which doubled 422 

compared to the original ensemble if four additional lags were used. The CRPS and coverage scores show that 423 

including a single time-lagged forecast already provided much of the total improvement without increasing the 424 

ARIL score too much. The MAE of the ensemble mean also did not continue to improve for more than one 425 

lagged forecasts. 426 

 427 
Table 1: Performance scores as a function of the number of overlapping forecasts. 428 

Number of lags Ensemble size CRPS [m3/h] MAE [m3/h] Coverage [%] ARIL [-] 

0 25 410 1495 42 0.90 

1 50 389 1488 53 1.30 

2 75 383 1494 58 1.52 

3 100 381 1505 61 1.66 

4 125 381 1518 63 1.82 

 429 

 430 

While Table 1 shows average scores throughout the forecasts horizon, Figure 8 breaks down how the CRPS 431 

changed as a function of the forecast horizon. The skill of the individual overlapping forecasts are plotted next 432 
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to each other in the upper panel. Here, it is worth noting that the newest forecast was comparable to both 433 

Lag1 and Lag2 throughout the forecast horizon, which again highlights the potential of time-lagging. There was 434 

a large increase in CRPS during the first few hours. This was caused by the updating of the initial conditions for 435 

the runoff model before each forecast was executed. As the effects of these wore out in the first few hours, the 436 

CRPS worsened. The skill of the forecast did not worsen significantly beyond this point.  437 

The lower panel in Figure 8 shows the performance of increasingly aggregating more lagged ensembles into 438 

larger cumulative ones (Lag0 denoting the newest 25-members, Lag1 denoting a combination of the two most 439 

recent into a 50-member forecast, etc). Here it is seen that including older ensemble forecasts lowered CRPS 440 

and thus increased forecast skill over the entire forecast horizon. It also shows that the largest incremental 441 

benefit was achieved by including a single lag as also seen in Table 1. There seems to be rapidly diminishing 442 

returns from including. 443 

 444 

 445 
Figure 8: Development of CRPS over the forecast horizon (average scores over the entire dataset). Upper plot shows the individual 446 
overlapping forecasts, while the lower plot shows the cumulative ensembles as overlaps are included. 447 

 448 

4.3. Evaluation based on threshold exceedance 449 

Figure 9(a+c) and (b+d) shows ROC and PR curves for exceedance of the high/low threshold (4,000 m3/h, a+b) 450 

and the CSO threshold (9,500 m3/h, c+d), respectively. The figure compares the performance of the newest 25-451 

member ensemble by itself (Lag0), the consistent signal approach, and the aggregated cumulative ensemble. 452 

First, a comparison of Figure 9(a+b) with (c+d) highlights that the forecasts were better at predicting 453 

exceedance of 4,000 m3/h than 9,500 m3/h. This is seen by the ROC curves being closer to the top-left corner 454 

and the PR curves being closer to the top-right corner. It is, however, worth noting that the difference in 455 

forecast performance between the two thresholds is more clearly expressed in the PR curves (b+d) because the 456 
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two datasets are very imbalanced. There was a larger proportion of false alarms for the 9,500 m3/h threshold, 457 

which is more evident on the PPV-axis of the PR diagram than on the FPR-axis of the ROC diagram. This result 458 

reflects that the NWP had worse skill for the high-intensity rainfall events that caused CSO than the more 459 

common stratiform events that triggered the 4,000 m3/h threshold. 460 

The performance of the two time-lagging approaches was comparable to the original 25-member 461 

ensemble for the 4,000 m3/h threshold (Figure 9(a+b)), while the cumulative ensemble was as good as or 462 

better than the original ensemble for the 9,500 m3/h threshold. Aggregating overlapping ensemble forecasts 463 

into a cumulative ensemble generally extended the range of the curves in both ROC and PR space, and there 464 

are thus more points of forecast skill available to operate from. Figure 9(b+d) showed that the consistent signal 465 

approach had higher PPV scores but lower TPR (point by point, the PR curve is higher and to the left of the 466 

original ensemble). This means that when multiple, consecutive signals are required before a decision is made, 467 

it will result in more trustworthy positive predictions (higher PPV) but fewer events will be detected (lower 468 

TPR). For the 9,500 m3/h threshold, it is furthermore seen that the consistent signal was worse than the 469 

original ensemble for most stretches of the PR space.  470 

 471 



Manuscript in preparation - confidential 

Page 17 of 23 
 

 472 
Figure 9: Comparison of original 25-member ensemble with the cumulative and consistent signal approaches. (a+b) predicting 473 
exceedance of the high/low flow threshold (4,000 m3/h), and (c+d) predicting exceedance of the CSO threshold (9,500 m3/h). (a+c) are 474 
ROC diagrams, while (b+d) are PR diagrams. The values are an average over the entire 24-hour forecast horizon. 475 

 476 

4.4. Comparison with spatial neighborhoods 477 

The comparison of the time-lagged approach with the spatial neighborhood method was only done with the 478 

cumulative ensemble, as the consistent signal approach did not outperform the original ensemble. Figure 10 479 

shows a comparison of the cumulative time-lags and the “maximal threat within a spatial neighborhood” with 480 

ROC and PR diagrams for exceedance of the 4,000 m3/h and 9,500 m3/h thresholds. Figure 10(a+b) shows that 481 

the methods performed comparably for the 4,000 m3/h threshold. Figure 10(d) shows that for predicting 482 

exceedance of the CSO threshold, the neighborhood approach outperformed time-lagging for most of the PR 483 

space, but that the two curves cross each other and the choice of method should thus depend on the 484 

operator’s risk tolerance. The neighborhood method was best if false alarm predictions are considered highly 485 

problematic (left side of the curve), while the time-lagged method was best if obtaining high TPR values is more 486 
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important (right side of the curve). This difference is not as visible in the ROC diagram (Figure 10(c)), which 487 

again highlights the usefulness of PR analysis on an imbalanced problem like CSO occurrence. The fact that the 488 

neighborhood approach outperformed time-lagging for most of the PR space, suggests that it is more 489 

important to account for uncertainty in spatial location than in initial conditions when forecasting high-490 

intensity rainfall events such as those produced by deep convection at small urban scales. 491 

 492 

 493 
Figure 10: Comparison of the neighborhood and the cumulative time-lags with five overlapping forecasts. (a+b) predicting exceedance of 494 
the high-low flow threshold (4,000 m3/h), and (c+d) predicting exceedance of the CSO threshold (9,500 m3/h). (a+c) are ROC diagrams, 495 
while (b+d) are PR diagrams. The values are an average over the entire 24-hour forecast horizon. 496 

 497 

5. Conclusions 498 

Time-lagged forecasts have been used in several studies in the meteorological literature and in this paper it is 499 

shown how the concept can be used for flow predictions in urban environments. Two ways of using the time-500 

lagged forecasts were investigated: (1) aggregating the ensembles from multiple overlapping forecasts into a 501 
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larger cumulative ensemble, and (2) requiring consecutive forecast to show the same, consistent threshold 502 

exceedance signal. 503 

The use of time-lagged forecasts improved both the Continuous Ranked Probability Score and the total 504 

ensemble coverage. However, this improvement came at the cost of larger forecast uncertainty as seen by an 505 

increasing Average Relative Interval Length score. A large proportion of the benefit from time-lagging was 506 

already achieved by including a single, lagged forecast. 507 

Two types of threshold exceedance problems were investigated: (1) a high/low threshold that signifies 508 

when rain-induced stormwater affects the flow in the combined sewer system, and (2) a threshold that 509 

signifies when CSO occurs at the measurement location. In terms of threshold exceedance forecasts, the 510 

consistent signal approach improved PPV-scores but led to poorer TPR. Aggregating overlapping forecasts into 511 

a cumulative ensemble was as good as or better than the original ensemble. The cumulative ensemble 512 

furthermore extended the range of points in the ROC and PR diagrams that are available for operation. 513 

The cumulative ensemble was compared to another post-processing method based on the maximal threat 514 

within a spatial neighborhood. This comparison showed that the two methods were comparable for the 515 

high/low flow threshold, and that the best method to use for the CSO threshold depended on the end users 516 

risk tolerance.  517 

Here, it was shown that PR diagrams are often more informative than ROC diagrams for problems with 518 

imbalanced datasets. This is due to the different ways that false alarms are visualized in the two diagrams. The 519 

ROC diagram is a common forecast evaluation tool within hydrometeorology, whereas PR diagrams are not. 520 

This suggests that PR diagrams can be used more widely in forecast evaluation of urban runoff and also more 521 

generally in hydrological forecasting with imbalanced datasets, such as peak flow and flood forecasting. 522 

From a practical perspective, it would be up to the end-user to choose whether a time-lagged or a spatial 523 

neighborhood method suits a given case most. ROC and PR diagrams provide an intuitive way of comparing 524 

these options. Future research could look into combining the time-lagged approach with spatial neighborhood 525 

information, for both ensemble forecast data and single deterministic forecast data products. 526 

 527 

6. Appendix 528 

This section outlines how the moisture state and related processes in the urban runoff models are calculated. 529 

Eq. (A.1) shows how the fraction of rainfall, 𝛼, that becomes slow runoff is determined. 530 

𝛼𝑡 = 1 − 𝑒−𝑘𝛼⋅𝑀𝑡−1  (A.1) 

here,  𝑘𝛼  is a parameter, which is calibrated, while 𝑀 is the moisture state, which itself is calculated as shown 531 

in Eq. (A.2). 532 

𝑀𝑡 = 𝑀𝑡−1 + (1 − 𝛼𝑡−1) ⋅ 𝐴𝑠𝑙𝑜𝑤 ⋅ 𝑅𝑡 − 𝐸𝑇𝑡  (A.2) 

where 𝐴𝑠𝑙𝑜𝑤  is the effective area of the slow runoff process, 𝑅𝑡 is the rainfall intensity, and 𝐸𝑇𝑡  is the volume 533 

of water that is removed from the system due to evapotranspiration. Moisture thus increases when it rains and 534 

decreases as a function of 𝐸𝑇. Evapotranspiration is in reality dependent on factors such as temperature and 535 

ground wind speeds, which is data that is not available for this study. It was therefore decided to make 𝐸𝑇 a 536 

function of the historically measured potential evapotranspiration from the dataset by Scharling and Kern-537 

Hansen (2012). The average monthly potential evapotranspiration from the period 1989-2010 was fitted with a 538 

Fourier series similar to Eq. (1). These fitted values were then used to simulate the 𝐸𝑇 as shown in Eq. (A.3). 539 

𝐸𝑇𝑡 = 𝑘𝐸𝑇 ⋅ 𝑃𝐸𝑇𝑡
𝑓

 (A.3) 
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where 𝑃𝐸𝑇𝑡 is the fitted potential evapotranspiration values, while 𝑘𝐸𝑇 and 𝑓 are constants that are calibrated. 540 

The slow runoff part of the model thus obtains the desired seasonality, as the amount of water that passes 541 

through the slow runoff component becomes a function of the seasonal 𝑃𝐸𝑇 data. 542 

 543 
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