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Summary

Light is electromagnetic energy propagating through space as waves, and if
the light does not intersect with matter, the light will continue to propagate
indefinitely. When the light does intersect matter, complex processes occur,
which gives rise to considerable computational challenges if these processes are
to be simulated. Additionally, the short wavelength of light makes the scattering
of light affected by even small structures on a surface. The small structures can
cause the light to change the direction of propagation many times or even cause
the light to change its color. With the increasing complexity of surfaces and
scattering, the required numerical computation increases substantially. It can
become infeasible to obtain simulated results if all the details of light’s behavior
are in the simulation.

In this thesis, we make a range of assumptions to obtain faster simulation. We
assume that light propagates in a relatively straightforward manner, and we
limit the types of surfaces we support with our methods while at the same time
providing a reasonable approximate result. We reduce the resolution of our
computations and results if details are not visible for the human eye or, e.g., a
camera.

We focus on surfaces that contain both microscopic and macroscopic features
and how we may connect these features into one result. We exploit knowl-
edge of scattering processes on a microscopic scale to infer information about
the underlying microgeometry based only on a macroscopic result. We build
models for and compute scattering of light on engineered surfaces. Specifically,
we target surfaces with functionality where the scattering of light is controlled
with the microstructure and surfaces, which cannot be represented using only a
heightmap.
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Summary (Danish)

Lys er elektromagnetisk energi der bevæger sig som bølger gennem rum og hvis
lyset ikke rammer noget stof vil det fortsætte til uendelig tid. Når lyset rammer
et stof, opstår der komplekse sprednings processer. Hvis man vil simulere den-
ne proces, giver det anledning til store beregningsmæssige udfordringer. Lysets
korte bølgelængde gør at det interagerer med selv meget små strukturer og det-
te kan give anledning til at lyset skifter udbredelses retning mange gange eller
helt skifter farve. Jo mere avanceret en overflade er, des mere beregningstungt
er det at simulere. Det kan blive uopnåeligt at danne et simuleret resultat hvis
alle detaljer i lysets opførsel skal medtages i beregninger.

I denne afhandling udnytter vi en række antagelser og tilgange for at opnå en
hurtigere simulering. Vi antager at lyset bevæger sig på en mere simpel måde,
men som er nok til at approksimere et resultat. Vi reducerer opløsningen på
både vores beregninger og de resultater vi genererer hvis forskellen alligevel ikke
kan opfattes med det menneskelige øje, eller med f.eks. et kamera.

Vi fokuserer på overflader der både har mikroskopiske og makroskopiske detal-
jer, og hvordan vi kan blande disse detaljer sammen i ét resultat. Vi udnytter
viden om spredningsprocesser på mikroskopisk skala til at forudsige noget om
den underliggende mikrostruktur, ved kun at have et makroskopisk resultat. Vi
bygger modeller for og beregner lysets spredning på menneskabte overflader.
Særligt kigger vi på overflader med funktionalitet hvor lysets spredning kontrol-
leres vha. mikrostruktur, og på overflader der ikke kan repræsenteres med kun
et højdekort.
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Preface

The research and work documented in this thesis were conducted at the Image
Analysis and Computer Graphics (IACG) section at DTU Compute (Depart-
ment of Applied Mathematics and Computer Science at the Technical Univer-
sity of Denmark). This thesis was written as part of the requirements to obtain
a Doctor of Philosophy (Ph.D.) in computer science. The work and research
related to the thesis were funded partially by a research project, QRProd, com-
bined with DTU Compute.

This thesis presents research stemming from a desire to understand the complex
scattering processes of light, which occurs when surfaces contain features with
scales of varying magnitude, and how it may be possible to approximate these
scattering processes as fast as possible without sacrificing too much accuracy.
During the years at DTU Compute, the work has resulted in five peer-reviewed
publications, all available in their author editions in appendices C1 to C5.

Associate Professor Jeppe Revall Frisvad has supervised the project. The re-
search has been conducted primarily at DTU Compute, with an external stay
supervised by Assistant Professor Adrian Jarabo at the Graphics and Imaging
Lab, Universidad de Zaragoza, in Spain.



vi



Acknowledgments

Not only was my supervisor Jeppe Revall Frisvad the primary source of inspira-
tion for me to take on Rendering as both hobby and professionally alike, but has
been a constant source of insight and knowledge. Thank you, Jeppe, for always
comprehensive feedback (around the clock) and your infectious desire to achieve
better results. I would also like to thank Niels Jørgen Christensen for sparking
my interest in Computer Graphics in the first place and for the work we have
completed together. I would also like to thank Adrián Jarabo for supervision
during my external stay in Spain and the following collaborative work. Thank
you to the entire group at Zaragoza for your hospitality; I only wish it had been
a little longer.

Thank you to DTU Compute and the people involved in selecting me as the
candidate for this project, offering the financial means and opportunity to obtain
a Ph.D. in Computer Science.

Both a thank you and applause go to the entire team at the Image Analysis and
Computer Graphics section at DTU Compute. An always friendly atmosphere,
free of negativity and other unwanted behavior in a workplace environment. A
special thank you to my office mates for always being so happy and talkative.

Finally, I would like to thank my loved ones, family, and friends for their support
during these years.



viii



List of Contributions

Peer reviewed

• Contribution C1: *Tobias Grønbeck Andersen, *Viggo Falster, Jeppe
Revall Frisvad and Niels Jørgen Christensen. Hybrid fur rendering: com-
bining volumetric fur with explicit hair strands. Visual Computer. 2016.
[Andersen et al., 2016].

• Contribution C2: Otto Højager Attermann Abildgaard, Jeppe Revall Fris-
vad, Viggo Falster, Allan Parker, Niels Jørgen Christensen, Anders
Bjorholm Dahl, Rasmus Larsen. Noninvasive particle sizing using camera-
based diffuse reflectance spectroscopy. Applied Optics. 2016. [Abildgaard
et al., 2016].

• Contribution C3: Andrea Luongo, Viggo Falster, Mads Emil Brix Doest,
Dongya Li, Francesco Regi, Yang Zhang, Guido Tosello, Jannik Boll Nielsen,
Henrik Aanæs, Jeppe Revall Frisvad. Modeling the Anisotropic Reflectance
of a Surface with Microstructure Engineered to Obtain Visible Contrast af-
ter Rotation. Proceedings of the ICCV 2017 International Conference on
Computer Vision. 2017. [Luongo et al., 2017].

• Contribution C4: Andrea Luongo, Viggo Falster, Mads Emil Brix Doest,
Macarena Mendez Ribo, Eyþór Rúnar Eiríksson, David B Pedersen, Jeppe
Revall Frisvad. Microstructure control in 3D printing with digital light
processing. Computer Graphics Forum. 2020. [Luongo et al., 2020].

• Contribution C5: Viggo Falster, Adrián Jarabo, Jeppe Revall Frisvad.
Computing the Bidirectional Scattering of a Microstructure Using Scalar
Diffraction Theory and Path Tracing. Computer Graphics Forum. 2020.
[Falster et al., 2020].

* Joint primary authors.



x



List of Symbols

Symbol SI-Unit Description

~k [1] Propagation vector.

~S

[
W

m2

]
Poyunting vector.

Φ [W ] Flux.

I

[
W

sr

]
Intensity.

E

[
W

m2

]
Irradiance.

L

[
W

m2 · sr

]
Radiance.

~n [1] Normal vector of a macro surface.

~m [1] Normal vector of a micro facet.

~ωi [1] Incident direction vector.

~ωo [1] Outgoing (reflected or refracted) direction vector.

~ωt [1] Refracted direction vector.

~θ [rad] Angle between two vectors.

fr
[
sr−1

]
Bidirectional Reflectance Distribution Function (BRDF)

ft
[
sr−1

]
Bidirectional Transmission Distribution Function (BTDF)

fs
[
sr−1

]
Bidirectional Scattering Distribution Function (BSDF)



xii



Glossary

FDTD Finite-difference time-domain. 15

injection molding Manufacturing process which utilizes a mold with a pre-
made surface structure to be copied. Highly used for mass-production of
polymer and metal based objects. 33

mean free path Mean distance between scatter events of particles. In rela-
tion to light, the average distance the electromagnetic energy propagates,
before changing direction due to intersection with matter. 46

metasurface Engineered composite surface exerting advanced lighting phe-
nomena. 4, 52

monochromatic Light with a singular wavelength. 19, 21

permeability Magnatic resitance of a material. Relevant for conductive sur-
faces.. 25

permittivity Electric polarizability of a material. Relevant for dielectric sur-
faces. The higher the permittivity of a surface, the more the polarization
occurs. . 25

phasor A complex number representing both amplitude and phase in an elec-
tromagnetic field. 21

wavelet A position on a wave. 20, 21
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Chapter 1

Introduction

1.1 Scope

The overall scope of this thesis is to share new insight and understanding of
the modeling and numerical simulation of light scattering on and inside surface
boundaries. Specifically, to connect the optical properties of surfaces with a
desired appearance or functionality. Such a connection is especially relevant for
the following domains.

• Production visualization and motion pictures.

• Quality assurance and control.

• Metasurface rendering.

• Digital twinning and prototyping.

• Synthetic data generation.

These domains are all interconnected in a way where timely feedback is essential.
Monitoring of production often requires time-critical or even hard real-time
feedback. Many types of visualizations typically require interactive feedback
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to be useful or will at least benefit thereof. This thesis, for the majority of
contributions, aims at providing highly parallelizable methods when evaluated
numerically. This is obtained by generally contributing to methods capable of
running on modern Graphics Processing Units (GPUs). The thesis also has
a dominant focus on industrial applicability, in some contributions, even for
mass-production.

A major part of the work related to this thesis is the measurement and simulation
of light traversal on engineered surfaces. To increase the impact of the related
contributions, a general approach has been to treat any input with as little
assumption and filtering as possible, making the techniques more useful.

1.2 Motivation

Research in photorealistic rendering and appearance prediction by computer
graphics simulation is usually divided into two; Either rendering of surfaces us-
ing reflectance functions or the rendering of volumes using scattering functions.
This distinguishment between the representation of surface and volumetric phe-
nomena is largely because it is easier to deal with in singular form, rather than
simultaneously - at least from an algorithmic perspective.

Unfortunately, this also afflicts our ability to effectively model some phenomena
where surface features at a microscopic scale need to be taken into account
at the same time as volume properties. The same is true for surfaces with
features at multiple scales, which may individually be represented by a given
reflection model. Still, the combined phenomena are not easy or even impossible
to represent with existing solutions.

Hence, we are motivated to solve a fundamental disjoint of methodologies, of
which there may be many uses. The following discusses some cases which have
been part of our work.

1.2.1 Product visualization and motion pictures

The interest in product visualization using computer graphics is widely used
and has been for many years. While some products have exterior surfaces with
minor complications in predicting the appearance using existing models for ren-
dering, there are still materials that prove a significant challenge. The ability
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to synthesize naturally occurring materials such as turbid fluids, plants, trees,
cloth, hair, and animal fur is still considered a challenging topic.

Figure 1.1: Photographs of Mink fur.

Taking animal fur as an example, we may notice the very complex structure of
hair strands seen in Figure 1.1. Synthesizing such images requires substantial
computational resources, and current models cannot produce such results in
interactive time. For product visualization, it is desired to have real-time or at
least interactive rendering available.

While still offering great visual capability, the improved rendering time will pro-
vide the foundation for new and realistic previews of customized products. It
may also allow customers or product designers to prototype the desired appear-
ance virtually. Either way, it is contractable that this could positively impact
the financials related to a product.

For motion pictures, there is an additional positive effect of having an interac-
tive preview available in good quality. Manual labor is needed when rendered
frames do not match the desired result. Such work is time-consuming and has
a significant financial impact.

1.2.2 Quality assurance and control

An integral part of modern mass-production is the automated process of opti-
mizing and controlling product quality. For decades, sensor devices’ advance-
ment has pushed the limitations of monitoring the production, with a transition
from relatively simple devices measuring, e.g., the overall spatial magnitudes
of produced items to more recent capabilities involving advanced computer vi-
sion systems. The latter offers many additional capabilities such as monitoring
shifts in spatially varying temperature and microscopic defects in the surface.
The important point is that despite all the data extracted from various sources,
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old and new types alike, the data may not offer a direct understanding or pre-
diction of how to improve the production process. As we detail in contributions
C2 and C4, some information may only be inferred with simulation. This is
true because some scattering effects seen in the final product may result from
an unexpected or unwanted additional component such as noise or may require
solving an inverse problem by simulation.

1.2.3 Digital twinning and prototyping

In the last decade, data connectivity on a massive scale has seen its entry into
the domain of automation. The ability to represent a product over its complete
life-cycle in all states from the inception of an idea to end-of-life has garnered
significant interest.

For our work, this includes two intertwined subjects; 3D printing and a com-
bined abstract of pre-computed scattering information, optical properties, and
material information, or in short, a virtual material.

A 3D printed object has an obvious connection with the data that describes its
form. Typically formats like the STL format, short for stereolithography, can
define the object’s shape, at least with current 3D printing standards. However,
this defining data is only a small part of the overall picture in digital twinning.
To deliver on the promises of digital twinning, we must consider production
parameters and subjects such as object magnitude and appearance prediction,
the accuracy of the production process, behavioral patterns in the production,
mitigation and prevention of systemic errors, improved stability and reliability,
cost reduction and reproducibility. All subjects which play into the financials
of a given product. To make this possible, data of the exterior - the virtual
material, must be computed and stored.

The reasoning is that if we can predict the appearance of the object in great
detail, we can connect image synthesis with image analysis, and by comparison,
also with the corresponding production parameters.

1.2.4 Rendering of metasurfaces

Metasurfaces is a closely related construct of additive manufacturing and 3D
printing, where surfaces are built with near no limitations of the form they may
obtain. Within the most recent years, the advancement of multiple methods
to create free-form surfaces in as little scale as sub-micron, the effect on the
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scattering of light, and interference effects such as diffraction has become im-
portant to predict accurately. The phenomenon of diffraction is nothing new;
neither are engineered surfaces. But the combination of free form engineered
surfaces and multiple scales (micron and sub-micron) offers a new challenge as
the assumptions of many existing models for the prediction of surface appear-
ance, is incompatible with arbitrary shapes. While metasurfaces may also be
the product of a 3D printing process, metasurfaces are distinguished by being
a composite of multiple scales with functionality in mind. Inspired from the
production of advanced antennas, metasurfaces offer similar control of visible
light as they do for other wavelengths of electromagnetic energy, e.g., digital
transmission. Figure 1.2 demonstrates a surface that embeds a DataMatrix
code produced by controlling the underlying microstructure, which, in effect,
embedding information into the surface. Swiss Federal Laboratories for Mate-
rials Science and Technology (EMPA) have also recently shown it is possible
to produce surfaces with a specific microstructure on large objects [Hoffmann,
2020].

Figure 1.2: Example of a plastic sample surface with functional behaviour.
The entire sample (left) measures 15x15mm and cutout approxi-
mately 10x3mm.

1.2.5 Synthetic data generation

The last of our major motivations binds all the other subjects together - data
connectivity to the optical properties of materials. With machine-learning being
a standard component in software engineers’ toolbox today and its wide adoption
in the industry, we are also motivated by weighing our focus towards connecting
simulations of the scattering of light with some intermediate data interfaced by
machine-learning algorithms and systems in general.
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1.2.6 Motivational summary

Based on the above motivational use cases, we aim at contributing to improved
solutions by:

• Approximating surface and material appearance in interactive time, to
support product visualization, quality assurance, and automation.

• Simulating and maintaining knowledge of microscopic details to support
inferred knowledge.

• Supporting measurements of real surfaces and integrate the results as per-
sistent data.

• Support free-form metasurfaces.

• Providing the ability to integrate all of the above in a machine-learning
environment.

1.3 Outcome

The research related to this thesis and the corresponding Ph.D. study over the
last 3 years has revealed several insights into the simulation of light scattering on
advanced and composite surfaces. We started with a basic idea of hybridization
between hard and soft surfaces, as we perceive them, and delved into details of
nano-scale surfaces with resulting lighting phenomena such as diffraction.

In total, we have contributed with five peer-reviewed publications that are avail-
able in their full format in appendices C1 to C5. In contribution C1, we predict
mink-fur appearance with a novel hybrid model, combining microscopic and
macroscopic details. In contribution C2, we predict wavelength dependant scat-
tering at a microscopic scale to predict appearance at the macroscopic scale.
We connect the computed appearance with measurements to infer particle size
distributions in liquid substances utilizing inverse modeling. In contribution C3,
we construct an analytical reflection model for ridged microgeometry, effectively
predicting the anisotropic scattering and functional appearance of the surface.
In C4 we develop a model targeting mitigation of production artifacts for 3D
printed polymers. We combine input for a 3D printer with generated noise to
match several features’ magnitudes in printed surfaces. We demonstrate we can
control the appearance and resemble the ground noise of a 3D printer. C5 is
core to the topic and title of this thesis. We compute the scattering of light
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by metasurface microgeometry. We work with metasurfaces that exert diffrac-
tion phenomena, which we predict with a combination of geometrical and wave
optics simulation.

1.4 Outline

The thesis is made up of four main chapters. In chapter 2, we introduce the
related work. We summarize the existing literature in fields touching upon the
subjects mentioned in the motivational summary 1.2.6.

In chapter 3, we target theory, which is often assumed to be understood as a
precursor to advance in the field of computer graphics. We attempt to provide a
link to connect the theory of radiant transfer with the field of Monte-Carlo based
simulation of light traversal utilized in computer graphics. Another reasoning
for offering the details of wave theory is the importance of understanding the
underlying assumptions and limitations to Maxwell’s Equations. Understanding
the fundamentals that existing models are built upon makes it easier to improve
both existing work and the work of this thesis.

In chapter 4, we introduce and summarize each of our contributions on their
own and end with a perspective and discussion of the overall similarities. Lastly,
in chapter 5, we share the conclusions of our work as a whole.
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Chapter 2

Related work

This thesis contains work that builds on top of decades of scientific efforts con-
tributed in a mix of fields, Conventionally known as material science, optics,
and image synthesis. Over the last decades, these fields have specialized in en-
gineered metasurfaces, wave optics, geometrical optics, appearance prediction,
and appearance printing. Each specialized subject with an extended range of
applications and active research subjects. Hence the related work of this thesis
is also an encompassment of these fields and topics.

2.1 Hard and soft surfaces - participating media

Our work’s initial types of surfaces included hair, fur, dairy products, and oil
emulsions. These surfaces exert a complex range of lighting phenomena depend-
ing on the viewing distance. Some surfaces’ features are so small that they are
not discernible by the human eye even at close range. E.g., fur may contain vol-
umetric details with a magnitude of roughly 30µm [Kaszowski et al., 1970], and
the dairy products and oil emulsions concerning our work C2 includes particles
in the sub-micron range.

Because of the spatial variance in all three dimensions, any explicit represen-
tation of every underlying detail is hugely demanding system resources such as
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memory. An alternative to an explicit representation approximates the com-
bined scattering effect of a volume as an implicit representation. The work of
[Kajiya and Von Herzen, 1984] introduced a technique based on representing
volumetric details as densities (scattering particles) and then, in combination
with raymarching, computing the scattered radiance towards the observer. This
approach allows a free-form representation of an object, but objects with more
considerable spatial extents still result in considerable demand for system re-
sources. Previous work [Kajiya and Kay, 1989, Neyret, 1995, Neyret, 1996]
demonstrates the mitigation of extensive memory use by using shell-volumes.
The volume is split into smaller parts and layered on top of the object instead
of fully encapsulating it. More recent work [Museth, 2013] provides a compre-
hensive solution to the representation of sparse volume data, reducing the need
to represent space in great detail. However, ray marching of volume densities is
very computationally intensive, making the method less attractive for interac-
tive applications. In our contribution C1, we extend the idea of shell volumes
by a novel indexing scheme, making the method increasingly attractive for in-
teractive applications. The benefit of representing a volume as densities is also
its short-coming. By not connecting optical properties per particle (as with an
explicit surface), the impact on memory usage decreases, allowing for a greater
spatial extent of the volume. However, precisely, the now missing optical prop-
erties also prevent the approach from functioning well for visible details in the
macroscopic range.

The disparity between hard and soft surfaces has led to scattering models to
combine explicit and implicit approaches. [Moon et al., 2008] provides a link
between scattering particles and optical properties by building a spherical har-
monic coefficients dataset, thereby adding complex behavior data to the volume
instead of just densities. More recent work also extends the capabilities of vol-
ume rendering by targeting a specific shape or structure. The work of [Meng
et al., 2015, Müller et al., 2016] provides methods of rendering grain-like objects
in high quality. [Aliaga et al., 2017] provides a scattering function targeting
fiber materials. [Luan et al., 2017] presents an interesting concept of combin-
ing a scattering function based on a specific particle shape with level-of-detail
(LOD). However, these methods are all off-line methods, so they may not be
well suited for interactive purposes. Concerning our contribution C1 these newer
methods do, however, provide exciting concepts for adding more advanced scat-
tering behavior to a volumetric component (e.g., undercoat of mink fur).

A special note should also be given to the work of [Lorenz, 1890, Mie, 1908], also
known as Lorenz-Mie theory. This theory provides the knowledge of scattering
from spherical particles, and in our case, importantly, the reduced scattering
coefficient. We will discuss the details of this in Chapter 4. The exciting part
is that the optical properties of the surface have a measurable impact on the
reflectance. It is possible to formulate an inverse problem, thereby offering the
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ability to measure information about the underlying geometrical details through
a combination of simulation and optimization. We do not explore other inverse
formulations than that for spherical particles, but interesting future work could
rely on the other implicit representations described above. E.g., the shape of
grains, type of fiber material, hair, and fur.

2.2 Engineered microstructure

The next point in our tale revolves around human-made surface structures on
a microscopic scale. The desire to add information or functionality to a surface
by controlling light’s scattering is nothing new. Stamping metal surfaces with
identification numbers, other trackable information or signatures have been used
for many years. Current identification in mass-production often utilizes prod-
uct labeling but involves an additional step, with the possibility of mislabeling
or unwanted relabeling, effectively breaking the product’s tracking. However,
current fabrication methods make it possible to create surfaces with very great
detail, thereby controlling the surface reflection [Weyrich et al., 2009, Malzben-
der et al., 2012, Lan et al., 2013, Levin et al., 2013, Pereira et al., 2017].

[Li et al., 2017, Regi et al., 2017] demonstrates the ability to add information
integrated to the product surface using micro-milling directly. The embedding
of binary information is made possible by adjusting the directional alignment
of produced microgeometry structures, which, combined with spatially varying
rotation at the macro level, generates high contrast levels in the reflection, at
least for some viewing angles. The important note here is that this capability
is already available for mass-production with a single-layer technique such as
micro-milling combined with injection molding [Regi et al., 2017]. Therefore one
may expect more demand for accurate appearance prediction of such surfaces,
which is our focus in C3.

The benefit of high-speed mass-production, however, comes at a cost. In com-
parison, these single-layer techniques are incapable of producing arbitrarily
shaped objects - a benefit of 3D printing, also known as additive manufacturing.
Advancements in 3D printing have also seen significant improvements. Recent
works targeting surface production at the nano-scale [Auzinger et al., 2018, Zhu
et al., 2018, Jonušauskas et al., 2019] facilitate very fine-grained control of the
surface structure, even with scales below the visible light wavelength.

A specific 3D printing technique, the digital light processing(DLP) technique,
has a well-known shortcoming of producing artifacts. The approach of printing
layers in sequence, combined with the resin’s solidification, results in voxeliza-
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tion. The work of [Greene, 2016] mitigates these defects by adjusting the flux
emission into the resin utilizing grayscale values in the projected image, thereby
adjusting the resin curing. A remaining artifact, however, is visible moiré pat-
terns on the printed surface. The work of [Greene, 2016] also discusses possible
improvements by adjusting grayscale values with random noise, but they do not
take into account the printer’s ground noise as we describe in contribution C4.
To the best of our knowledge, we are the first to make an extensive application
of grayscale interpolation based on multiple octaves of noise in all three dimen-
sions, thereby mitigating both voxelization and moiré patterns in combination
with control of appearance.

Artifacts are not an exclusive issue with 3D printing. Production based on
micro-milling may also result in surfaces with artifacts. The displayed topog-
raphy of a ridged microgeometry surface in the work of [Li et al., 2017] shows
unintended production artifacts, in the form of burrs and scratches. From the
perspective of predicting appearance accurately, this noise also needs to be mod-
eled. The ability to model these artifacts using random and modeled noise is
useful for improving 3D printing. We are interested in which types of random
noise may be adequate. Various random noise models exist, including the work
of [Lewis, 1989, Perlin, 1985, Perlin, 2002, Cook and DeRose, 2005]. Advocat-
ing for a specific noise model depends on the surface microgeometry, so one
would need to adjust noise to such specificities. However, for our work, we find
the use of sparse convolution noise as described by [Frisvad and Wyvill, 2007]
applicable, as it produces seamless noise without regularities.

In summary, mass-produce advanced surface geometry with arbitrary form in
a single layer is already possible. Albeit a slower process, it is also possible
to produce near arbitrarily shaped objects with nano-scale surface structures.
Regardless of the production method being injection-molding or a type of addi-
tive manufacturing, scattering models targeting appearance prediction of these
types of surfaces must deal with arbitrary form, even further complicated by
intended or unintended noise in the final surface structure.

2.3 Distribution functions for rough surfaces

For surfaces where light is in-homogeneously scattered, the evaluation of global
illumination becomes extensively challenging to numerically approximate. The
initial interest in scattering on rough surfaces stems from physics, with the
scattering of radio waves being the outset [Beckmann and Spizzichino, 1963].
Because of the difficulties of approximating the distributed energy, many as-
sumptions are made for reflection models considering rough surfaces. A common
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assumption is that the magnitude of features on a rough surface is either much
smaller or larger than the wavelength of light, avoiding taking into account
interference phenomena, but leads to a less optimal approximation for some
surfaces. Consideration of absorption, transmission, and overall differences in
surface curvature assumptions and the effects of shadowing and masking effects
also vary significantly between models. We do not consider the effects of polar-
ization in our work, but an outgoing scattered wave from a complex surface will
often exert depolarisation [Beckmann, 1967].

The initial thought process of approximating different attributes of the surface
and related material with sub-functions was the work of K.E. Torrance and E.M.
Sparrow [Torrance and Sparrow, 1967], who, in summary, describes the overall
distribution of incident to reflected radiance using three different terms; Fresnel,
geometry, and distribution.

The Fresnel term relates to the quantity of energy being reflected or refracted
(also known as the Fresnel equations). By definition, these equations take into
account polarization, but is often not considered as instead the Schlick’s ap-
proximation [Schlick, 1994] is utilized.

The geometrical term deals with the shadowing and masking terms of the sur-
face, making it inherently connected with the sampling approach (e.g., single
or multiple scattering). Early physically-based approaches such as [Torrance
and Sparrow, 1967] or the Smith model [Smith, 1967] estimates shadowing and
masking by the well-known concepts of V-Grooves and Gaussian based rough-
ness, respectively. Other early works such as [Cabral et al., 1987] focus on com-
pacting more advanced scattering behavior into spherical harmonics. The work
of [Ashikmin et al., 2000] is excellent at predicting the appearance of velvet-like
surfaces with easily tunable parameters but is best suited for approximating sur-
faces with a dominant specular peak due to its relative simplicity. More recent
work of [Heitz et al., 2016] improves on the Smith model by correlating trans-
mission with roughness height, and [Lee et al., 2018] improves on the original
concept of [Torrance and Sparrow, 1967] by imitating asymmetrical v-grooves.
In our contribution C3, we demonstrate a new reflection model targetting a spe-
cific surface microstructure (ridges). The model we demonstrate couples tightly
with the underlying geometry using only a few parameters. Hence, our model
also supports fast inverse modeling and optimization. When working with some-
what arbitrarity surface microgeometry as we do in contributions C4 and C5,
the number of possible parameters is no longer limited. The absence of an ex-
plicit limitation results in a more complicated and likely slower inverse modeling
scheme.

The distribution term relates to surface curvature arrangement, often realized in
a normal distribution function (NDF). Most approaches are based on statistics
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[Heitz, 2014] and are therefore not directly connected to any measured data
without some filtering or modulation. The recent work of [Ribardière et al.,
2019] describes a method to pre-process explicit geometry, classify the best
possible fit and choice from a limited set of predefined NDFs, making it very
useful for any surface microstructure representable by an NDF.

Some microgeometry surfaces exert anisotropic behavior, and models approx-
imating the scattering generally follow the same approach as isotropic models
but alters the reflected lobes’ shape to obtain a better fit [Poulin and Fournier,
1990, Ward, 1992]. More recent work makes assumptions about the effect on
the distribution of light in macroscopic viewing distance. With a normal distri-
bution based primarily on the microstructure, it is possible to obtain interactive
material design [Wu et al., 2011]. With the utilization of optimization, it is even
possible to obtain an automated and, in some cases, optimal surface curvature,
based on the desired appearance as input [Wu et al., 2013, Lan et al., 2013].
These findings correspond well to our findings in contribution C3. The recent
work of [Zeltner and Jakob, 2018] encapsulates reflection and refraction at ar-
bitrary levels and can represent a broad range of metasurfaces, but does not
consider wave-effects.

BxDF models can, in general, be separated into two different classifications,
stemming from the overall approach to approximating observed phenomena or
measurements; Phenomenological and physically-based. A third classification,
tabulated BxDFs, may originate from any source, including models and mea-
surements. Because tabulated BxDFs have a high computational cost and heavy
memory usage and offline storage consumption, the first two classifications are
the chosen approach for most models. Aside from these limitations, the tab-
ulated BxDF approach may represent any surface and connect directly with
industrial measurements. The MERL BRDF database [Matusik et al., 2003] is
an excellent example of tabulated isotropic BRDFs and, equally so, the UTIA
database with anisotropic tabulated BRDFs [Filip and Vávra, 2014].

In summary, explicit models that approximate the geometrical and distribution
terms, either phenomenological or physically based, have beneficial applications
and support fast inverse modeling. Still, for microgeometry where no or few
assumptions for the surface curvature can be made, a tabulated format may
be optimal. Hence, it is essential to choose between an analytical or tabulated
BxDF based on the underlying microgeometry assumptions.
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2.4 Wave effects

We now turn our eye to surfaces with microscopic features with magnitudes close
to the wavelength of light. With a combination of increasing levels of available
resources for numerical computation and the advancements mentioned above in
surface fabrication, the focus on the simulation of light with wave effects has
increased.

The work of [Musbach et al., 2013] demonstrates a method to combine the usage
of a rigorous solution to Maxwell’s Equations (FDTD) with nano-scale surface
production. The outcome is a reflectance function capable of representing near-
field interference effects such as diffraction. Due to the utilization of a rigorous
solution, they consider the spatial spread of light in the geometrical shadow,
which we in our contribution C5 do not. The cost of their excellent results
is extensive computational requirements, which for larger surfaces with spatial
variance in the surface structure, is not computationally feasible.

An offset for faster but approximative models for diffraction effects simulation
is Scalar Diffraction Theory (SDT). The work of [Kajiya, 1985] is based on
the Kirchhoff approximation (KA) in its Scalar version. KA offers an excellent
approximation to diffraction effects, but has several limitations; it is a far-field
approximation and is not valid in the near-field [Sancer, 1969], nor valid at
gracing angles or when shadowing and masking becomes a dominant factor.
The generalized Harvey-Shack (GHS) method [Harvey et al., 2007] solves these
issues but assumes that the underlying geometry is representable with a two-
dimensional heightfield. Hence the method does not consider metasurfaces with,
e.g., overhang features.

The work of [He et al., 1991] contributed to the He-Torrance reflection model
based on Gaussian surface roughness assumptions but does not consider anisotropic
features in the surface’s microgeometry. The work of [Stam, 1999] is based on a
two-dimensional Fourier transform, extracting the frequency components in the
surface height in two dimensions, thereby considering anisotropy, but depends
on predicting the distribution of normals with an analytical model also based
on Gaussian roughness.

A specific use-case that has seen much interest is the rendering of specular mi-
crostructure with a scratch-like appearance [Yan et al., 2016]; however, this
work does not consider wave effects but acts as a precursor for more recent
work. The terms described by [Torrance and Sparrow, 1967] act as a thought
process, focusing on the surface curvature (the NDF). In the wave optics domain,
[Dong et al., 2015, Holzschuch and Pacanowski, 2017, Werner et al., 2017, Yan
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et al., 2018, Kuznetsov et al., 2019] follows the same approach, but similar to
the limitations of BRDF models based purely on geometrical optics, these mod-
els, including diffraction effects, are limited by the same assumptions regarding
shadowing and masking. However, the diffraction effects are based on single
scattering, thereby limiting the model’s ability to predict shadowing and mask-
ing for some types of surfaces as detailed in the work of [Heitz et al., 2016, Lee
et al., 2018, Xie and Hanrahan, 2018, Chermain et al., 2019]. Additionally, any
attempt to renormalize the distributed energy after sampling loss caused by
the single-scattering approach leads to an invalid distribution of energy in cases
where the underlying surface microgeometry would cause significant shadow or
masking; we detail this extensively in our contribution C5.

2.5 Summary

The focus on performance is still a vital parameter, even today, and is probably
one of the primary motivations behind continued active research of specialized
models for various surfaces. Volumetric representations, especially when adding
optical properties as part of participating media, results in non-interactive ren-
dering performance. However, implicit methods are an essential abstraction to
represent large surfaces with spatial variance. Implicit methods may also play
an essential role in the inverse modeling of a surface, depending on the model
representing both volumetric and microgeometry structures in a combination
or solely. Recent advances in arbitrary metasurfaces’ engineering challenge ex-
isting models as little or no assumptions can be made for scattering behavior.
Additionally, the desire to directly measure and predict the appearance of such
surfaces entitles a data-driven representation such as a tabulated BxDF. Current
approximative scattering models that consider surface features with a magni-
tude close to the wavelength of visible light do not consider extensive shadowing
masking levels, which requires a sampling methodology based on multiple scat-
tering.

Lastly, this the contributions of this thesis are largely concerned with obtaining
and using the optical properties of materials based on their microgeometry. More
information regarding methods for acquiring optical properties at different scales
is available in a recent survey encompassing more than half a century of work
in computer graphics [Frisvad et al., 2020].



Chapter 3

Background

This chapter offers an overview of the theoretical background for the contribu-
tions in this thesis. We start with a descriptive foundation of how light behaves,
followed by a definition of quantifying light, and lastly, we describe how we
approach solving related problems numerically in regards to simulation, with a
focus on the scattering of microgeometry.

The following first section aims to briefly describe the link between Maxwell’s
equations and the simulation of the radiant transfer we conduct. Many assump-
tions about light’s behavior are made, so we aim at revealing these assumptions
clearly and thereby, hopefully, supporting future improvement and discussion
on these subjects.

3.1 Behavior of Light

The behavior of light has been of interest to humankind for all time. Evidence
and documentation of its behavior can be found for hundreds of years back
in time in literature. The shadowing of light is perhaps the most apparent
phenomena closely followed by reflection, both representable by understanding
some propagating, albeit invisible construct. Understanding of more advanced
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effects like refraction resulting in transmission and absorption effects required
additional research. Depending on the complexity it still does, this thesis is
an example thereof. Pierre de Fermat described light as always propagating in
straight rays in homogeneous-media (known today as Fermat’s principle of least
time traveled). However, this principle is not capable of explaining phenomena
that change the perceived color of the light. Robert Hooke challenged the idea
of light being only particles (today known as photons) moving in straight lines
at all times. Instead, Hooke proposed that light could be a pulsating construct
as well. Isaac Newton later defined this pulsating construct of light as waves,
giving rise to the understanding of colors and more advanced effects. Michael
Faraday connected the behavior of light with electromagnetism, which led to a
more explanatory representation of light through Maxwell’s Equations, defined
by James Clerk Maxwell.

Today, we know that the behavior of light abides by the wave-particle duality - a
concept known from Quantum Electrodynamics (QED) theory. The particulate
form is known as photons and acts as a massless transport mechanism allowing
the energy to propagate as waves, or rather, exist as a wavelet when measured.
QED is an advanced subject exceeding the scope of this thesis. Still, as our con-
tributions are based on the simulation of lighting effects such as interference and
diffraction, we must include the theory of light represented as the propagation
of electromagnetic energy, also known as radiative transfer. Still, we will abide
by the classical representations of light through approximations to Maxwell’s
Equations for the remainder of this thesis.

3.1.1 Waves

For the radiative transfer simulation, we are interested in how waves propagate,
implying a function of time and position in space and demanding an assertion
of its shape. An offset for a rigorous solution would be a full simulation using
Maxwell’s Equations (3.1) to (3.4).

∇ · ~E =
1

ε
ρ (3.1)

∇ · ~B = 0 (3.2)

∇× ~E = −d ~B

dt
(3.3)

∇× ~B = µJ + µε
d ~E

dt
(3.4)

where ∇ is a first-order differential operator representing divergence and curl
in the electric (E) and magnetic (B) fields. ε and µ, are the permittivity and
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permeability. ρ is the charge density, and J is the current density.

For our work we do not consider light propagation through volumes with charge,
thereby implying that ρ and J are both zero, which in turn voids the divergence
of the electric field and simplifies the expression for the curl of the magnetic
field, and we get:

∇× ~E = −d ~B

dt
(3.5)

∇× ~B = µε
d ~E

dt
(3.6)

Without divergence and this simplification, we can rewrite the two remaining
equations (3.3) and (3.4) to be rewritten in the form [Griffiths, 2013] (p. 394)

∇2 ~E = µε
d2 ~E

dt2
(3.7)

∇2 ~B = µε
d2 ~B

dt2
(3.8)

which both are solutions to Euler’s wave equation for three dimensions

d2 ~k

d t2
= c2

(
d2 ~k

dx2
+

d2 ~k

d y2
+

d2 ~k

d z2

)
(3.9)

where ~k = ~k(x, y, z, t). See also Figure 3.1.

With the combination of (3.7), (3.8) and (3.9) we have now connected position
with time and hence some constraint about the propagation, but we have yet to
make an assertion of its shape. The shape can be completely arbitrary as long
as it abides to (3.7) and (3.8).

For simulating radiant transfer between, e.g., a light source and a surface, we
are interested in limiting the calculation to be unidirectional, both for simplicity
and to make the computation timely feasible. If we make the assumption of
rectilinear propagation and assume waves of monochromatic light approximately
propagating with a sinusoidal shape, we may reduce (3.9) to one dimension and
define

d2 ~k

d t2
= c2

(
d2 ~k

dx2

)
(3.10)

where ~k = ~k(x, t).
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Figure 3.1: Electromagnetic field propagation for ~k = (1, 0, 0, 0) with a sinu-
soidal curvature.

A solution to (3.10) is the complex harmonic wave equation

Ψ(x, t) = Aei($x−ωt) (3.11)

where $ =
2π

λ
is the wavenumber, λ is the wavelength, $kx − ωt constitutes

the phase of the wave and x is the distance along the propagation vector.

With the formulation of (3.11), we can now compute wavelets on the propagat-
ing wave Ψ as a function of time and the rectilinear distance from the origin.
However, (3.11) is only valid so long as the wave is singular in a vacuum - no
other construct may affect it.

3.1.2 Interference

For radiative transfer at greater distances (more than several microns), we gen-
erally assume no disturbance to the wavefield unless we traverse a volume as
with, e.g., Contribution C1. However, when light propagates from a surface and
arrives at a surface, the wavefield may interpenetrate, causing a disturbance
known as interference (see Figure 3.2).

The electromagnetic field’s total energy is unchanged, as no energy can be gained
or lost in the process of interference. However, the spectral composition of
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the wavefield can change. In other words, the distribution of energy between
waves of different wavelengths and phases may change in overlap with different
directionality of individual waves. This change in distribution is possible due to
the principle of superposition, which stipulates that forces in an electromagnetic
wave field can be summed linearly.

When evaluating monochromatic wave propagation, interference may also occur
when waves propagate in different directions. Whatever the cause of interference
of the wavefield, the interference may be either constructive or destructive, in a
combination of in and outgoing directions as well as wavelength (see Figure 3.2).

Figure 3.2: Interference of waves emitted from two points in a plane towards
all directions in the same plane. Due to the perfect opposite over-
lap of waves between the two points, a line of perfect destructive
interference is formed (wave amplitude is zero).

We seek to extend our computations based on (3.11), but while a wavelet con-
tains information about the amplitude on the wave, it does not explicitly include
the phase of the wave. To include that, we need another construct, a phasor. A
phasor describes both the amplitude and phase of a wavelet in an electromag-
netic field, in conjecture represented by a complex number. In effect, computing
radiative transfer with phasors allows us to keep track of a propagating wave’s
amplitude, despite interference by other waves, regardless of phase differences.

3.1.3 Plane waves

Imagine a source of light in space (e.g., a star). Waves will naturally propa-
gate from the source in all directions unless otherwise hindered. This type of
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propagation is also known as spherical wave propagation. One can compute the
propagation as infinitely many waves with increasing distance in-between, as a
function of distance from the origin.

We are interested in quantifying energy per area (e.g., surface area where light
arrives). Each wave is by itself close to infinitesimal. Still, if we imagine a mul-
titude of them approximately propagating in parallel upon arrival to a surface,
we can define a quantity of energy per wave per area as well.

A well-known parallelization of waves is the plane wave, or, more specifically,
the sinusoidal plane wave. The naming refers to sinusoidal wavelets offsetting in
a plane perpendicular to the propagating direction of waves, which are in equal
phase. The latter being very important to consider as we will soon discuss in
section 3.1.4.

The phasor of a sinusoidal plane wave can be expressed by

Ψ(x, t) = Aei(
~k·~r−ωt) (3.12)

where ~k is the propagation vector, ~r is the rotation pointing towards the wavelet,
λ is the wavelength, t is the time and ~k · ~r − ωt constitutes the phase of the
wave.

We can immediately see a similarity between (3.11) and (3.12) with the only
difference being that ~k·~r generalizes the expression for any propagation direction
~k, opposed to distance x from origin.

In Figure 3.3 we see propagation along the vector ~k, with a sinosoidal offset in
the direction of the electric field.

3.1.4 Coherence Area

When light propagates with a broad spectrum such as the entire range of wave-
lengths for visible light (i.e., white light), waves from different parts of the spec-
trum will intertwine, causing both constructive and destructive interference, and
this effect will continue to occur for any propagating direction indefinitely.

It is, however, not computationally feasible to evaluate the interference for the
entire spectrum. Hence we combine the knowledge from sections 3.1.2 and 3.1.3.

The combination allows us to join waves together as one and define an incident
area on, e.g., a surface, but gives rise to consideration of limitations:
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Coherence area

Phasors 

Figure 3.3: Plane waves

• Dependence with distance from the source of light and increased spread
between the waves implies less energy density. We deal with this later in
section 3.2 when defining irradiance.

• The assumption of sinusoidal wave propagation is valid for a small monochro-
matic light beam, but we need to justify the extension to the specific area
size.

• Superpositioning is only valid when the light is coherent. It may be con-
sidered in an incident plane wave when all phasors are coaligned as a
wavetrain, meaning the phasors must continuously have the same phase
in the plane wave (see also Figure 3.3).

An estimation of the spatial limit can be based on the behavior of wave prop-
agation revealed by Young’s double-slit experiment, which may be simulated
using a Finite Difference Time Domain (FDTD) solver. Figure 3.4 shows a 3D
plot (based on the implementation of [Madras, 2020]), at t = 128ps, where t
reflects current time in the simulation.

The wavefront depicted illustrates the motion of plane waves tangential with the
macro plane in 2D. Although the scale of the simulated area of propagation is
significantly smaller than the extent of distances between the surface and, e.g.,
a natural light source such as the sun, the simulated behavior of a wavefront
in connection with the gaussian falloff of fringe intensity [Henderson, 2006] still
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justifies calculating the diameter of the coherence area. The diameter can be
estimated using the van Cittert–Zernike theorem. A common and useful exam-
ple is sunlight. An idealized simplification results in a coherence area with a
diameter of ∼ 50µm (see also contribution C5 for details), utilized throughout
our experiments and contributions.

Wavefront

Figure 3.4: Double slit visualization based on 2D FDTD.

In summary; We have justified the assumption that we may consider a small
area, the coherence area, as having the same incident plane wave. This concludes
the theory related to the coherence area. We now continue to look at what
happens when the energy intersects with a surface.

3.1.5 Scattering

Two distinct events may occur when light intersects matter: reflection and
refraction, each followed by recursive events or by effects such as interference
and absorption (see Figure 3.5).

Whether from inside a medium (homogeneous) or vacuum, reflection does not
result in a change in velocity for a propagating wave but may give rise to in-
terference effects. On the other hand, refraction is the effect of electromagnetic
energy transmitted across a boundary between mediums of different composi-
tions (including vacuum), thereby implying a possible difference between mate-
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rial properties. If the two adjoined mediums have different values of permittivity
(ε) and permeability (µ), then equation (3.6) from Maxwell’s Equations come
into effect.

The speed of light (v) is defined as

v =
1√
εµ

(3.13)

where ε and µ are values depending on the matter. Hence, (3.13) dictates a
possible change in wave propagation velocity when interfacing between different
media or vacuum.

A related and oft used formulation is known as the index of refraction, which is
the ratio between adjoined mediums’ light velocity, or as a complete formulation
with Snell’s law

sin(θt)

sin(θi)
=
η1

ηt
=
vt
v1

(3.14)

However, simply adjusting the propagation velocity of a plane wave would vio-
late Maxwell’s Equations (3.1) to (3.4). The following definition can lead us to
a proper solution

~S =
1

µ0
( ~E × ~B) , (3.15)

where ~S is the Poynting vector with an SI-unit of [W/m2] and is synonymous
with irradiance which we define in section 3.2 and µ0 is the vacuum permeability.

The combination of (3.14) and (3.15) is vital to the accurate computation of
transmitted energy in contribution C5. In continuation of assuming an incident
sinusoidal plane wave and that the refracted electromagnetic energy pertains to
linear polarization and sinusoidal curvature, also in the form of a plane wave,
we define

~k3 =
η1
~kt
ηt

, (3.16)

where ~k3 is propagating in the same direction as kt but scaled with a change in
velocity (see also Figure 3.5).

Lastly, in this section, we also need to consider the fraction of energy being
either reflected or refracted. For geometrical optics, the fractional split of elec-
tromagnetic energy at an interface boundary, as envision in Figure 3.5, is given
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Figure 3.5: Reflection and Refraction across adjoined medium boundary.

by the well known Fresnel equations.

However, for our work in contribution C5 we also need to consider the fraction
of energy being transmitted in the form of plane waves. So the phasors we
estimate need to be scaled with coefficients. The reflection and transmission
coefficients for unpolarized incident plane waves are defined as

R =
cos2θi − cos2θt

cos2θi + cos2θt +

(
η2

1 + η2
2)

η1η2

)
cosθicosθt

T =
η1cosθi(η1 + η2)(cosθi + cosθt)

cosθicosθt(η2
1 + η2

2) + η1η2(cos2θi + cos2θt)
, (3.17)

where R is the reflection coefficient, and T is the transmission coefficient [Kajiya,
1985].

Knowing the fraction of energy is not enough to compute the amplitude of a
propagation plane wave. As mentioned in section 3.1.2, we also need to consider
possible interference effects when the electromagnetic energy intersects with
matter. We will now continue to look at a specific phenomenon caused by
wave interference - The diffraction phenomenon paramount to our work with
contribution C5.
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3.1.6 Diffraction

Diffraction is not a property of light; it is an abstraction for understanding a sig-
nificant amount of interference in such vast quantities that the combined energy
resembles a new light source with a different spectral composition. Our work
focus on the interference of incident light based on the magnitude of details on
a surface. We consider the corresponding impact on the reflected and refracted
light. Specifically, we are interested in how it is perceived at macroscopic viewing
distance for the human eye.

Origin of
Scatter 
event 

Near-Field Far-Field

Figure 3.6: Different types of zones of interferences, based on spatial distance
from intersection with matter. λ is the wavelength.

In Figure 3.6, we see the different types of spatial zones related to wave field
interference. Hence, we are specifically interested in the simulation of light as
it is perceived in the far-field.

Until now, we have discussed the background theory of sinusoidal plane wave
propagation, and we have described the limitations upon which our work relies.
We may now connect these general principles of simplified wave propagation
with an approximate model for diffraction, building upon the same limitations,
namely the Kirchhoff Approximation (KA) in its scalar version. However, KA
requires one additional condition to be accurate, a roughness criterion is given
by

4πre ~k1 · ~m >> λ, (3.18)

where re is the local radius of a feature on the microgeometry surface, ~k1 is the
direction of the incident plane wave and ~m is the facet normal of the microge-
ometry [Brekhovskikh, 1952, Beckmann and Spizzichino, 1963, Kajiya, 1985].

This concludes the theoretical background related to the behavior of light for
our work. We will now continue with background theory considering the metric
of light - a needed precursor to the numerical simulation we conduct.
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3.2 Quantification of Light - Radiometry

A vital component to understanding how light can be measured and simulated
is quantifying light itself, also known as radiometry. Light is electromagnetic
energy measured in units of Joules [J], synonymously called radiant energy, and
to describe the behavior in a context of a combination of time, colors, area size,
and directions, etc. We need to differentiate it and understand the connection
in-between various differentiations.

Some of the earliest work [Chandrasekhar, 1950] offers the mathematical foun-
dations of computing scattered radiance, followed by Fred Edwin Nicodemus,
which contributed significantly to clear and useful work [Nicodemus, 1963, Nicode-
mus, 1965]. This was later standardized [Nicodemus et al., 1977] and offered
a foundation of terminology for the quantification of light. It is a vital part of
work following, including this thesis, especially in geometrical optics and image
synthesis. Paramount to our work is the terminology related to the concept of a
Bidirectional Reflectance Distribution Function (BRDF), its transmission coun-
terpart (BTDF) [Bartell et al., 1981], the combination of the two; the scattering
function (BSDF), also collectively known as BxDF functions.

We start with the definition which takes into account time, the radiant flux

Φ =
dJ

dt

[
J

s

]
,

[
J

s

]
= [W ] , (3.19)

where Φ corresponds to the power of the light.

In continuation, we are often interested in the quantification per unit-area, the
flux density, also known as the irradiance

E =
dΦ

dA

[
W

m2

]
. (3.20)

The irradiance (equal to the Poynting vector described in section 3.1.5) is widely
utilized when computing the scattering of light arriving on a surface, but it is
not a directional quantity. Light sources are most often represented with some
direction to the receiving surface, so we need to consider the direction.

Hence we define our first directional quantity, the radiant intensity

I =
dΦ

dω

[
W

sr

]
, (3.21)
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Figure 3.7: Unit-hemisphere with incident and outgoing directions in combi-
nation with angular and spatial differentiations.

where dω is the differentiated spherical radian (steradian) on the unit-hemisphere
(see Figure 3.7).

To define the combination of irradiance and flux intensity, thereby taking both
directionality and incident area into account, we can imagine an element of area
dA being uniformly lit by irradiance dE and using (3.20) we get

dΦ = dE · dA [W ] . (3.22)

To fulfill the combination, we impose the limit of the element-of-area dA to
be only lit by a directional quantity dω. However, it is important to scale dA
according to the directionality of dω as the subtended area will grow towards
increasing angles from normal incidence, thereby lowering dE.

dΦ(ω) = dE(ω) · dA (3.23)

=
dE · dω
cos(θ)

· dA [W ] ,

where θ is the polar angle between the normal ~n and ω, making it possible to
define the most widely referred to quantity throughout the thesis and corre-
sponding contributions, the radiance [Nicodemus, 1963]

L =
d2Φ

| cos θ|dA dω
, (3.24)
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3.2.1 Spectral quantities

For most of our contributions, we work solely with light represented as a particle.
Such a representation is plentiful for the simulation of scattering on microge-
ometry, where the spatial magnitude of features surpasses the wavelength of
light. When features are smaller or close to the wavelength of light, phenomena
such as diffraction can occur due to interference effects. The following intro-
duces the theory behind such phenomena, which we model and simulate in our
contribution C5.

For the scope of this thesis, the wavelengths of the electromagnetic energy being
of interest are within the visible spectrum (380 to 750 [nm]) [Starr and McMillan,
2010]. To expand from radiant to spectral quantities, we define the following:

Φλ =
dW

dλ

[
W

m

]
, Eλ =

d2Φλ
dω dλ

[
W

sr ·m2

]
, Lλ =

d3Φλ
cos(θ) dAdω dλ

, (3.25)

where Φλ is the spectral flux, Eλ the spectral intensity, Lλ the spectral flux with
each defined quantity now taking into account the wavelength of light.

3.2.2 Distribution Functions

The outgoing radiance for direction ωo was described by James Kajiya [Kajiya,
1986] as the rendering equation and may be written as

Lo(ωo,xm, λ) = Le(ωo,xm, λ) + Lr(ωo,xm, λ) (3.26)

where Le is the emitted radiance, and Lr is the reflected radiance.

We do not deal with surfaces emitting energy (Le = 0). Hence, we rewrite the
definition of the outgoing spectral radiance as

Lo(xm, ~ωo, λ) =

∫

λ

∫

A

∫

2π

fs(xm, ~ωi, ~ωo, λ)

×Li(xm, ~ωi, λ)| cos θi|dωi dAdλ , (3.27)

where Li is the incident spectral radiance, and fs is the BSDF.

F.E. Nicodemus described the quantification of reflected energy as partial re-
flectance, but in subsequent work, by his own mention [Nicodemus, 1965],
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changed this to bidirectional reflectance matching the work of D. K. Edwards
[Edwards, 1963]. Our contributions are described using the standardized termi-
nology by [Nicodemus et al., 1977], and the work of [Bartell et al., 1981], which
combined encompasses terminology of both reflection and transmission distri-
bution functions. These functions are synonymous with transfer functions or
functions describing a ratio in general, but consider the energy’s directionality.

In the field of radiometry, we describe the ratio of reflected and refracted energy
as a directional quantity (radiance) per incident irradiance as the Bidirectional
Scattering Distribution Function (BSDF), which is defined as

fs(~ωi, ~ωo) =
dLo(~ωo)

dE(~ωi)
=

dLo(~ωo)

cos(θi) dL(~ωi)
, (3.28)

where ωi and ωo are the incident and scattered (reflected or refracted) directions.
The BSDF is often (also in our work) made up of two components split into its
own function. Reflection is defined by the Bidirectional Reflection Distribution
Function (BRDF), and refraction is defined by the Bidirectional Transmission
Distribution Function (BTDF).

In section 3.1.5, we described the events which may occur when light inter-
sects matter, and in 2.3, we introduce the previous work related to distribution
functions. We conclude that the optimal type of BxDF representation various
between different types of surfaces. In contribution C3 we describe an analytical
BRDF model and in contributions C4 and C5 we utilized tabulated representa-
tions. However, energy conservation is critical to consider regardless of develop-
ing an analytical BxDF model or building a tabulated model through simulation.
To deal with energy conservation, especially when normalizing scattered energy.
In contribution C5, we utilize what is referred to as the directional-hemispherical
reflectance factor (DHR) [Nicodemus et al., 1977].

However, DHR only considers reflection in a hemisphere, but for our work, we
compute scattering of light with outgoing directions in the entire sphere and
we, therefore, extend the definition with a directional-spherical scattering factor
(DSSF)

S(ωi; 4π) =

∫

4π

fs(ωi, ωo) dωo

=

∫

2π

fr(ωi, ωo) dωo +

∫

2π

ft(ωi, ωo) dωo , (3.29)

where fr is the BRDF and ft is the BTDF and to conserve energy S(ωi; 4π) ≤ 1.
The utilization of this function during simulation is described in section 3.3.2.

Spherical data may be visualized in several ways. For our results, we chose to



32 Background

visualize BSDF values as two orthogonally projected hemispheres, one for the
BRDF and one for the BTDF part. Implicitly, this also means that we, in a
visualization, only represent either reflection or transmission from one fixed in-
cident direction or, in other words, a slice of the BxDF. Additionally, visualizing
spectral RGB in linear scale does not always reveal underlying details well, so
we accompany the spectral BSDF slices with a log-transformed visualization as
well. See Figure 3.8 and contribution C5 for examples.

Figure 3.8: BRDF slice based on our contribution C5. Left: Log-transformed
false color of integrated RGB values (2fr ). Center: Surface with
microgeometry. Right: Transformed to Linear RGB from spectral
samples.

It should be noted that for contribution C4, we do not utilize orthogonally
projected slices. Instead, we displace vertices on a high-resolution hemisphere.
However, the underlying values are equivalent. The slices are the output and
result of our simulations, and we will now continue to discuss how we compute
the slices in more practical terms.
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3.3 Simulation

Up until now, we have discussed the background of how light behaves and how we
quantify it in general terms. This section details some of our choices concerning
the simulation of radiative transfer on microgeometry surfaces. Figure 3.9 shows
a rendering of microgeometry based on measuring a real surface. The surface
was produced with the production-technique known as injection molding and is
directly related to our contribution C3.

Our outset was to extract as much information from a measured microgeome-
try input as possible and make limited assumptions about the scattered light
distribution. To accomplish this, we work with a full geometrical representa-
tion of the surface, which we then utilize for computing the scattering of light
from a given incident direction ωi to any possible outgoing direction ωo. Some
challenges arise with this approach, which we will now discuss.

Figure 3.9: Example of a surface with microgeometry. The rendered mesh
is based on a displaced heightmap from measuring a produced
surface (obtained with a laser confocal microscope). The entire
surface measures roughly 600× 600µm.

3.3.1 Patch generation

The first challenge related to the simulation is dealing with the input adequately.
Our work has dealt with data stemming directly from produced samples and
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synthetic multi-scale surfaces, made to resemble real surfaces we have observed.
For some surfaces, even a measurement of very high resolution is not necessarily
offering the best possible input. As seen in Figure 3.9, there are straight vertical
wall-like features near the end of ridge slopes, but in reality, these are, in some
cases, overhangs. However, the representation of overhangs and other complex
microstructural features is impossible, utilizing a two-dimensional measurement.
Some of the industrially available measurement capabilities, like microscopes
and some vision systems, cannot capture all microstructure features. Hence, we
work with the hybridization of real and synthetic data at multiple scales for the
most complicated surfaces.

We have chosen to represent the surface microgeometry with a polygon mesh
made of triangles. Memory usage is the primary limit to the number of tri-
angle faces, but it also impacts the simulation performance. In our work, we
have generally matched the resolution of, e.g., input noise functions with a
factor of two as per the Nyquist-Shannon sampling theorem, but discretized
input like heightmaps we match 1 to 1 in resolution. For example, the micro-
geometry surface illustrated in Figure 3.9 may be represented by a 2048× 2048
pixels heightmap with each pixel representing an orthogonally projected area of
roughly 300nm×300nm = 90µm2. We represent each vertex and vertex-normal
with a three-dimensional vector in a 32-bit floating-point format, resulting in
∼ 100 MB of memory usage for vertex-data.

When the triangle mesh has to represent microgeometry where features have
significant vertical magnitude, displacing vertices based on planar surface ge-
ometry with triangles faces of equal area, without any additional subdivision,
may cause undersampling of any function such as macro-geometry or noise in
three dimensions. We recursively subdivide triangles in the mesh to prevent this
undersampling until no edge of a triangle has a spatial magnitude surpassing
the desired value. e.g. 300nm. Many approaches exist for the subdivision of
triangle meshes. We utilize OpenGL 4.5 based tesselation in combination with
re-meshing from [Dawson-Haggerty et al., ]. Once the mesh curvature properly
reflects the desired microgeometry and can be considered adequate for simula-
tion, one challenge remains - Vertex-normals’ computation.

The choice of which type of normals to compute per vertex is not definite.
One may utilize hard-, smoothed-normals, or any other more advanced method
depending on the desired behavior. E.g., For idealized surfaces, smoothing
normals between triangle faces may have unwanted results. For our work, we
utilize angle weighted pseudonormals as described by [Bærentzen and Aanæs,
2005].
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In summary, Adequate mesh representation 1 is made up of both mesh subdi-
vision and normal computations. Figure 3.10 demonstrates the significance of
handling the input in a way that properly reflects the microgeometry surface
to be used for the scattering simulation. As seen in the two heightmaps in the
left-most column, they are mostly identical in outline. However, the top one cor-
responds to a heightmap of less resolution, and the bottom one corresponds to
the same surface, but the produced mesh geometry has been slightly smoothed.
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Figure 3.10

Even when comparing frequency components (extracted from the surface height
map using two-dimensional Fast Fourier Transform (2D FFT)), little change in
values is seen. However, the right column shows spectral BRDF slices at scale:
1e−4[sr−1], revealing a difference in scattered spectral radiance composition.
There are no right or wrong in this case, but the higher resolution and smooth-
ing of the surface may not be the best approach. The idea of evaluating our
simulation with elliptic axicons (the nine prolonged hemispheres) is inspired by
the work of [Thaning et al., 2003], and in contribution C5 we show a comparison
of our results with a rigorous solution.

1With great detail in input comes great responsibility for computing proper output
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3.3.2 Path tracing

Now that we have a well-defined geometrical representation in the form of a
triangle-mesh, we may establish a method for computing the scattering of light
by the microgeometry.

As mentioned in Chapter 2, features in the microstructure exerting significant
shadowing and masking poses a challenge. To extract the microgeometry scat-
tering behavior, including any shadowing and masking, we have opted for a
method based on path tracing. The goal is to numerically evaluate and build a
tabulated BSDF (fs) as explained in section 3.2.2 and according to the definition

fs(x,Ωi,Ωo) ≈
Φo(A,Ωo)

| cos Θo|AΩoE(x,Ωi)

[
sr−1

]
, (3.30)

where where x is a position on the microgeometry surface, Θo is the angle
between the macro surface normal at x and the direction in the centre of the
Ωo solid angle.

Setting up a framework for numerical evaluation of fs requires several steps;
selecting an adequate path tracing solution, utilizing an acceleration structure,
computing bounds of the microgeometry, and determining the surface material’s
optical properties, e.g., the index of refraction.

As introduced in Chapter 1, we emphasize on developing and utilizing highly
parallelizable algorithms to alleviate better computation performance, specifi-
cally targeting GPUs. For the sampling of microstructure, we have implemented
most of our algorithms on top of NVIDIA OptiX™ [Parker et al., 2010], utilizing
the Treelet Restructuring Bounding Volume Hierarchy (TRBVH) [Karras and
Aila, 2013] as an acceleration structure for ray intersection with polygons in
the microgeometry. Not essential to our work, but a likely better alternative to
TRBVH is the more recent work of [Domingues and Pedrini, 2015], but this was
not readily available for OptiX at the inception of our work.

The next part of the framework constitutes setting up and implementing a
measurement equation for (3.30), which we detail thoroughly in contribution C5.
In our contribution C5 we also describe a progressive path tracing technique,
which allows us to orthogonally project Ωo bin samples into a rectangular format
as visualized in Figure 3.8.

Anisotropic tabulated BSDFs are a four-dimensional construct, so even at rel-
atively low resolution, memory usage can be very significant. Due to this, we
compute one BSDF slice at a time where Ωi is fixed during sampling. This is
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true for both contribution C4 and C5. Additionally for contribution C5 we per-
form spectrum sampling, discussed in section 3.3.3, which requires evaluation
with a fixed wavelength.

The vital part, regardless of projecting the sample or not, is the microgeometry
sampling defined by the following Monte-Carlo estimator.

Φo(A,Ωo) =
1

KN

K∑

k=1

N∑

j=1

F (α, ξ,xm,j , ~m, ~ωi,k)|~m · ~ωo,j,k|A [~ωo,j,k ∈ Ωo] , (3.31)

where ~m is the normal of the microgeometry at ~ωi,k, A is the total area of the
microgeometry surface and [∗] is an Iverson bracket, which acts a visibility term
for the outgoing direction ~ωo,k ∈ Ωo. F (α, ξ,xm,j , ~m, ~ωi,k) is a functor which
maps to an algorithm based on the coherence area α and ray depth ξ when path
tracing completes and the return value is an estimate of the outgoing spectral
radiance.

For geometrical optics simulation, such as in contribution C4, the algorithm
always returns a phasor with a phase of 0 and an amplitude based on either
reflection R, or transmission T , both determined by the well known Fresnel
Equations. The same is the case for wave optics simulation in contribution C5,
but only when xm,j is outside the coherence area (see section 3.1.4).

When xm,j is inside the coherence area and ξ = 1 (relevant for wave optics
simulation only), the algorithm returns a phasor based on the integrals in con-
tribution C5, Eqs. (17) and (18), with reflection and transmission components
scaled by R or T as listed in (3.17). Looking at Figure 3.11, ξ = 1 for sampling
of the point xm1

and ξ = 2 for sampling of the point xm2
, thereby being single

scattering and multiple scattering respectively.

We have now established how to quantify the energy during sampling and which
setup to use, but we still need to assert some essential practicalities. Figure 3.11
displays an example of microgeometry with a visualization of a bounding box.
The yellow boundary visualizes a possible area of sampling the microgeometry at
a given vertical offset. The vertical offset is essential to consider as it implicitly
reflects whether the microgeometry is extruded from the macrosurface or en-
graved into it or even something in-between. If the microgeometry has padding
around it, this must be considered and be part of the sampling area. For micro-
geometry with magnitudes in one or two dimensions being significantly greater
than in other dimensions, the sampling area’s boundary may be extended to
encapsulate space beneath in combination with rejection sampling. Of crucial
importance is not violating light’s behavior, so sampled positions on the surface
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must correspond to incident flux density. Meaning sampling must always be
uniformly distributed as an orthogonal projection of, e.g., as a disc, similar to
the sampling area visualized in Figure 3.11.

Bounding box

Boundary of sampling area

Figure 3.11

Because of the visibility terms in contribution C5, Eqs. (17) and (18) and
extensive volatility when evaluating these integrals at near gracing angles, we
perform normalization of all BSDF slices according to Eq. 3.29.

3.3.3 Spectral BSDF

At the present point, we can compute a single BxDF slice, which for geometrical
optics is the final result to be combined into a full tabulated BSDF for the
representation of all incident directions. For wave optics simulation, we need
two additional steps; Spectrum sampling and color space mapping.

As discussed in 3.1.1, 3.1.2 and 3.1.4, we assume monochromatic light propagat-
ing as sinusoidal plane waves and estimated as phasors in the far-field. Hence
we need to sample one wavelength at a time, also known as a spectrum sample.
We perform sampling of the spectrum of visible light in our contribution C5,



3.3 Simulation 39

using eight BSDF slices with wavelengths equally spaced within the spectrum.

The last part of our simulation for wave optics is mapping from spectrum sam-
ples to RGB. This is known as XYZ to RGB mapping, and we compute the
mapping according to the standard by Commission Internationale de l’éclairage
(CIE) [Smith and Guild, 1931]. The mapping transforms our BSDF values in
XYZ space to RGB colors as averagely perceived by the human eye.

For purposes of rendering, we assemble multiple slices to form a full anisotropic
spectral BSDF, but outside that, a spectral RGB slice is our final result from
the simulation.

3.3.4 Summary

This chapter presented the background for connecting the theory and related
assumptions of radiant transfer to the Kirchhoff approximation, a cornerstone
of our contribution C5. It is essential to be aware of the limitations and as-
sumptions made. In summary, these limitations and assumptions are as follows:

• The energy propagates through a vacuum free of charge.

• The surface being intersected is not conductive.

• The surface does not absorb energy.

• The energy propagates with a sinusoidal shape.

• The energy propagates unidirectional in the form of a plane wave.

• The energy may be considered coherent in some limited area, so that we
may estimate phasors with a singular wavelength, in effect making it valid
to superposition individual phasor estimates within the coherence area.

Additionally, we have introduced the background theory of quantifying light
in connection with energy conservation and the visualization of our numerical
results (BSDF slices). We have highlighted the importance of dealing with
somewhat arbitrary input and some of the pitfalls involved. Lastly, we have
given an introduction to the path tracing simulation we have utilized for our
results related to engineered microgeometry surfaces (contributions C3 to C5).
We will now continue with a summary of all our contributions.
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Chapter 4

Contributions

This chapter provides the back-story, motivation, and an overview of our results
related to the contributions available in full-text in appendix C1 to C5. For
technical details, we refer to the individual contribution and the background
chapter 3 for the documentation of theory essential to this thesis.

Our contributions all share the commonality of micro- and macroscopic scales
in some form. Some of our contributions mix different scales of geometrical
representations of a surface. In contrast, others relate to measurements, a priori
knowledge, or an analytical model, all in the context of a distinct scale. Fig-
ure 4.1 shows an overview of our contributions in simplified form. In equally
simplified form, an explanation of each:

C1: A hybridization of two representations: A volume with microscopic fea-
tures and geometry for macroscopic features. We realize the combination
as a rendering technique.

C2: By combining measurement of reflected light at macroscopic scale with
knowledge of optical properties of substances with microscopic features,
we show it is possible to measure particle size distributions.

C3: A formulation of an analytical reflection model capable of predicting re-
flection of ridged surfaces. It provides the ability to find production pa-
rameters to obtain optimal contrast between rotated microgeometry and
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Figure 4.1: Map of contributions
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optimizes an effect that makes it possible to embed information directly
into a surface.

C4: With a combination of gray-scale patterns and noise at different scales,
we form a digital twin of 3D printed objects, taking into account printing
artifacts and noise while at the same time demonstrating the capability to
control overall surface appearance.

C5: A novel model capable of predicting reflection from surfaces with multi-
scale features close to the wavelength of visible light. We show it is possible
to predict radiant energy distribution due to in-surface scattering in a
physically plausible way while including wave effects.

In the following, we first summarize each contribution in a section of its own,
followed by an overall discussion.

4.1 Hybrid fur rendering: combining volumetric
fur with explicit hair strands

As discussed in C1, animals are often portrayed in films with special effects, an-
imations, and as part of entertainment in general. Most animals have a coating
of fur over their skin, meaning that the portrayal requires photo-realistic or at
least a good approximation of rendered fur. However, fur exerts advanced light
scattering phenomena and is, therefore, an active research topic. Additionally,
some clothing types are also made of fur, so it is only natural that the synthetic
appearance of fur (or any animal with fur) is of great interest both scientifically
and industrially alike.

Fur often consists of two major components; guard hairs distinguishable at the
macroscopic scale and a much denser undercoat at the microscopic scale (see
Figure 1.1). Explicit computation of light scattering between all strands in the
undercoat is computationally infeasible, leading to existing methods to focus
primarily on guard hairs and avoiding situations where the undercoat becomes
more dominant. To support close-ups and more realistic renderings of fur, the
undercoat must be included as well. We find that due to the scale of the un-
dercoat’s features being predominantly microscopic, an implicit representation
is a better solution. Under that assumption, the duality of scales makes the
rendering of fur images a multi-paradigm challenge. With an offset in scatter-
ing theory in hair strands and volume rendering, we have constructed a novel
hybrid model that combines these two paradigms.
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We developed our method targeting a creative and interactive environment,
meaning that the rendering performance was a key design factor in obtaining
timely feedback during design sessions. In addition to overall improved usability
of having a fast rendering available, this is also important as feedback time has
a significant financial impact due to costly workforce. Our method utilizes a
GPU based rasterization pipeline capable of handling a high amount of explicit
geometry (for the guard hairs), maintaining interactive performance levels.

Another important aspect is the ability to control the appearance, overall struc-
ture of the fur, and animation support. Combined with the rasterization pipeline,
these aspects caused us to experiment with the implicit second component, the
undercoat. We experimented with applying two-dimensional textures on a base
mesh below the guard hairs. Still, we find the approach unsuitable for repre-
senting scattering at oblique viewing angles with a varying range from the skin
combined with scattering from guard hairs. Instead, we found a volumetric
representation of the undercoat to be more adept as it supports more advanced
scattering phenomena in combination with dynamic lighting conditions.

Our method for evaluating the radiance scattered towards the viewing direction
for the undercoat utilizes raymarching of volume-densities. The integration of
the raymarching in our solution led to a few exciting discoveries.

For the volumetric layer representing the undercoat to fit an arbitrary layout,
based on a triangle-mesh corresponding to the animal skin, we invented a novel
triangle-indexing scheme, allowing dynamic resolution and spatial lookup, in
the volumetric layer, in addition to maintaining interactive performance.

The challenge of combining the radiance towards the viewing direction from
both the explicit and implicit components led us to the discovery of exploiting
the basic idea of order-independent transparency (OIT). This methodology is a
well-known solution for sorting pixel fragments along the viewing direction for
rasterized surfaces only. Still, we extend this idea by combining segments of the
ray marching into virtual fragments. Explicit geometry representing the guard
hairs and virtual fragments representing the undercoat are then combined to
offer a final radiance estimate towards the viewing direction.

Figure 4.2 shows a qualitative match-up between a real photo-graph and our
model. As can clearly be seen when comparing Figures 4.2b and 4.2c, the lack
of the undercoat component is significant at the intermediate viewing distance
and becomes even more dominant at closer range. The undercoat could, given
enough system resources, be represented explicitly as well. However, in our
tests, the advantage of an implicit representation is significant. For the setup
demonstrated in Figure 4.2, we have a performance gain per hair strand of ∼
4600%, using an implicit rather than an explicit representation. This concludes
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(a) Reference photo (b) Explicit only (c) Hybrid model (ours)

Figure 4.2: Photo and renderings of mink fur

our summary of rendering fur at mixed scales.

4.2 Non-invasive particle sizing using camera-based
diffuse reflectance spectroscopy

In production, measurement of the distribution of constituents in liquid sub-
stances is standard. Specifically, it is interesting to know, e.g., distribution
of oil in emulsions or fat and protein content in dairy products. A common
approach to obtain that information is via devices utilizing fiber optic probes.
Still, such devices are limited by sampling area, measuring only a small quantity
of substance at a time. Being physically integrated directly into the substance
as a requirement, they are also an invasive device. Therefore a non-invasive
approach with a more significant spatial extent is of great interest.

Figure 4.3: Instrument used for spectroscopic oblique incidence reflectometry
[Abildgaard et al., 2015]. See also C2.

A different approach is possible by exploiting the fact that particle sizes’ changes
have a measurable effect on the diffuse reflectance in liquids. With the usage of
a vision-based system, it is possible to capture information about constituents
in liquids in a non-invasive manner. Precisely this is true when utilizing a de-
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vice performing spectroscopic oblique incidence reflectometry [Abildgaard et al.,
2015].

The device allows us to capture changes in the reflected radiant intensity on
the substance’s surface as a function of the varying wavelength of the incident
light. We measure the diffusion coefficient which is approximately correlated
to the mean free path (MFP), based on distance from the entry point to the
diffusion center in the laser-in-liquid profile. The MFP may be computed as
1/(0.35µa + µ′s) [Lin et al., 1997], where µa is the absorption coefficient and µ′s
is the reduced scattering coefficient. Hence with the MFP value, we can deduct
these coefficients of the liquid substance from the measurement (see Figure 4.4a).

The absorption coefficient µa and the reduced scattering coefficient µ′s may also
be estimated by the use of Lorenz-Mie theory [Lorenz, 1890, Mie, 1908], based
on a priori knowledge of refractive indices of particles and distributions thereof.
As the goal is to obtain particle size distributions, this forms an inverse problem.

Our main contribution is to form and solve this inverse problem, thereby con-
necting measurements of the reduced scattering coefficient to apparent particle
size distributions. In practical terms, we solve the inverse problem utilizing op-
timization, finding local minima of residuals between an estimated particle size
distribution with fitted parameters (e.g., lognormal shape) and our distribution
based on measurements.

The requirement of a priori knowledge may seem like a significant limitation,
but for industrial purposes, the substance to be measured is often well known,
including the refractive indices of its constituents and a rough idea of the vol-
ume fractions of these constituents. Additionally, the calibration of devices in
industrial settings is standard, and other devices may be used to obtain optical
properties and overall calibration [C2]. Figure 4.4b shows an example from our
work, depicting a lognormal fit of oil particles in water solution.
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Figure 4.4: Particle size distribution result for an oil-based emulsion [C2].
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4.3 Modeling the Anisotropic Reflectance of a
Surface with Microstructure Engineered to
Obtain Visible Contrast after Rotation

Mass-produced products often involve an additional step of identification via la-
beling the product itself or a container with the product. Avoiding the additional
step in the production and providing integrated tracking for the entire product
life-time is therefore of interest. The engineered surface microstructure is an
alternative to coatings, different material compositions, painting, polishing, etc.
The appearance control is obtained by controlling the anisotropic reflection. If
the anisotropy caused by the microgeometry results in a significant change in
reflected radiance in a specific direction upon rotation, then a visible contrast
can also be detected by, e.g., a vision system upon such a rotation. This can be
exploited by placing the same or a different microgeometry in small areas next
to each other, thereby forming designated binary patterns (see also Figure 4.6).
In other words, it is possible to integrate recognizable binary information into
the surface directly.

Figure 4.5: Ridge based microstruc-
ture with slope angle θr
and varying pitch length.

In contribution C3 we document
the design of an analytic reflectance
model capable of predicting the
anisotropic reflectance from the sur-
face based on the microstructure in
Figure 4.5. It is important to note
that our model targets this specific
ridged microstructure, which can be
mass-produced at relatively low cost
and not the most optimal surface for relative high contrast between rotations.
Contrary to previous work [Torrance and Sparrow, 1966, Torrance and Sparrow,
1967, Ward, 1992] our model does not assume a random rough surface. Due to
the scale of microstructures correlated to pitch ranges 50−150µm, we can ignore
effects typically represented by wave-optics [Ashikmin et al., 2000]. Other pre-
vious work related to specific microstructures, e.g. [Poulin and Fournier, 1990],
does not relate directly to ridged structures [Ashikmin et al., 2000], or is based
on normal distributions [Weyrich et al., 2009].

Figure 4.6 demonstrates our capability to render synthetic images based on
the BRDF model for the ridged microstructure. With these images, we can
predict the contrast between rotations and which slope angles are optimal before
samples are produced. The production of a new sample may be time-consuming
and costly, so predictions can greatly reduce production costs.
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(a) φq = 0° (b) φq = 90°

Figure 4.6: Two quads rendered using our analytic BRDF model before and
after rotation by 90°. φq is the azimuthal orientation of the quad
around the normal of the macro surface (i.e., the quads normal).

Figure 4.7: DataMatrix encoding embedded into surfaces. Left: Photographs
of two samples. Right: Renderings with different codes.
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Figure 4.7 shows a comparison of photographs of two samples made with an in-
jection molding process, and for comparison, renderings based on our framework
also used for contributions C4 and C5.

In Figure 4.8b we show the performance of our model against real measurements.
As discussed in C3, the mismatch between the prediction and measurement
when adjusting the ridge angle θr parameter is likely due to noise. Looking
at Figure 4.8a, this is not far fetched, as obvious artifacts from production are
easily visible. This is a critical finding that also led us to discover matching 3D
printer noise described in the following section.
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Figure 4.8

4.4 Microstructure Control in 3D Printing with
Digital Light Processing

In a continuation of engineered surfaces’ appearance prediction based on a rel-
atively simple ridged microstructure from the previous section, we now change
the context to a more versatile, albeit typically slower production technique:
namely 3D printing related to our contribution C4. The targeted printing tech-
nique of our work is the digital light processing (DLP) technique, which in
simple terms, causes a liquid to solidify when irradiated by light in sufficient
quantity, also known as photopolymerization of light-activated resin. The DLP
technique typically results in a voxelized object, limited by the resolution of
the light source (e.g., pixel resolution in a projector) and the printer setup as
a whole. As explained in detail in the publication, we exploit that the solid-
ification process is not entirely binary. Still, instead, it is possible to control
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the solidification of the liquid more fine-grained. In practical terms, we adjust
the emission of radiant flux per pixel from the projector by merely controlling
gray-scale values in the projected image.

Gray-scale pixel values correspond to a more fine-grained discretization of object
edges, thereby mitigating the voxelization. However, printing an object with the
DLP technique is executed one layer at a time, thereby imposing a vertical limit
of the overall resolution in 3D. One could theorize that printing sheer layers
would eliminate voxelized appearance at least vertically. However, we found
that moiré patterns are present even at very thin layers. Mitigation of these
production artifacts is possible with the addition of randomized noise added to
the gray-scale values (also previously suggested by [Greene, 2016]).

Besides the desire for the mitigation of aliasing artifacts, we aim to provide
the capability to adjust the appearance of the final object. We can imagine
an adjustment to the gray-scale values, which results in zero production arti-
facts and a completely smooth surface, with only transmissive effects and ab-
sorption of the surface material preventing it from acting as a perfect mirror.
Such a mirror-like surface would exert one type of printed appearance, and its
counterpart, a perfectly diffuse Lambertian surface, would exert another. We
control microstructures in our work by altering the gray-scale values such that
the printed object has small facets reflecting the light in a more or less diffuse
manner, thereby causing the appearance to be either more smooth or rough.
Figure 4.9 visualizes one of the images projected into the resin when creating
the results for contribution C4.

Figure 4.9: Single slice of the Stanford bunny with the body on the left and
the neck on the right. The magnification demonstrates the added
noise and interpolation on edges of the sliced object.

When printing an object with the appearance in mind, predicting the final ob-
ject appearance is paramount. We found little agreement with the measured
output in our initial attempts at simulating expected appearance based on 3D
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printer input. As hinted in the previous section, production artifacts can sub-
stantially affect how light is scattered on a microgeometry surface. Figure 4.10a
in comparison with Figure 4.10b visualizes the difference between the input and
a measurement of the produced surface. A vital part of our contribution is
the inclusion of 3D printer noise as input for our simulation. The addition of
this additional noise offers the ability to predict final surface appearance with a
higher degree of accuracy (see also Figure 4.10b compared to Figure 4.10c).

In summary, we have taken a step towards improved appearance printing with
DLP printers in conjecture with the ability to predict the appearance of the
final product and the noise added by the printer setup as a whole. However,
a clear limitation of this work relates to the minimum scale of the underlying
microgeometry surface features, for which our simulation can accurately pre-
dict scattering of light. Representing the smaller surface features is one of the
motivations behind the work presented in the following section.

(a) Printer input (b) Measured surface (c) Our prediction

Figure 4.10: Noise texture used applied to the base object (e.g., Standford
bunny) when producing slice-images for 3D printing (top left).
The measured surface of the 3D printed sample (top center). Pre-
dicted surface texture using our model (top right). The bottom
row shows simulated reflection lobes for each texture.
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4.5 Computing the Bidirectional Scattering of a
Microstructure Using Scalar Diffraction The-
ory and Path Tracing

A part of our work with microgeometry surfaces (contributions C3 and C4) re-
vealed the importance of representing more advanced lighting phenomena such
as diffraction, which may occur when the magnitude of features on the surface
is close to the wavelength of light. Additionally, recent advances in surface
engineering and fabrication have made it possible to produce surfaces with an
increasing level of detail and functionality. The methods to produce such sur-
faces include 3D printing, injection molding, and laser cutting. The produced
surfaces include both intended and unintended features in functionality, noise,
and production artifacts, with the intended features ranging down to sub-micron
scale [Zhu et al., 2018, Jonušauskas et al., 2019]. Such engineered metasurfaces
allows an advanced degree of control of the scattered light by controlling the
surface features at varying scales but requires simulation to consider several
lighting phenomena occurring at different scales.

Each of these scales results in a series of phenomena: from diffraction at nanoscopic
scale to shadowing/masking and multiple scattering at microscopic scale (see,
e.g., Figure 4.11).

Figure 4.11: Metasurface microstructure with an overhang structure at mi-
croscopic scale (∼ 3µm) and high frequency noise at nanoscopic
scale (< 1µm).

This work develops a multiscale scattering model that accounts for nano-scale
features, where wave optics are dominant, and effects occurring at the micro-
scopic scale, including accurate shadowing and masking. We develop a measure
equation for the BSDF that combines scalar diffraction-based single scattering
with a multiple scattering term computed using the assumption of incoherently
scattered light. This assumption allows us to use a ray-optics approximation
for multiple scattering as detailed in contribution C5. Our model takes as input
the explicit geometry (such as seen in Figure 4.11) from fabrication setups with
nanometer resolution.
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Shadowing, masking, and multiple scattering terms have a substantial impact
on the distribution of energy. Due to the inherent limitation of single-scattering,
only an initial incident hit on the surface is considered. This limitation results
in a significant loss of energy during the sampling of the surface. Figure 4.12
demonstrates the importance of using explicit geometry as part of the simu-
lation. The figure visualizes orthogonal projections of BRDF reflection lobes
based on a single incident direction with an angular offset from a macro-normal
incidence of 50°. The smaller projections are equivalent to the larger, but the
smaller is log2 transformed false color of the integrated RGB values. The large
lobes are BRDF values in the linear scale [sr−1].

Figure 4.12: Single BRDF slice based on the simulation of the overhand sur-
face (Figure 4.11). Left: State-of-the-art single-scattering wave
optics using the Kirchhoff Approximation (KA). Right: Our
model which includes multiple-scattering steps in the simulation.

It is immediately apparent that existing KA models lack the ability to predict
the accurate distribution of energy for advanced multiscale surfaces where shad-
owing and masking are significant. Figure 4.13 visualizes a rendering using a full
tabulated BRDF of the overhang microstructure. The most apparent difference
between the two renderings is the overall brightness of the object. It should
be noted that the tabulated BRDFs for both the left and right renderings are
fully normalized. The reason for the difference is the distribution of energy.
Our model offers a closer match to reality, and in our work, we also compare
against a rigorous solution for verification of our claims (see contribution C5 for
details).

In summary, our contributions are:

• A scattering model for the BSDF that combines wave-based single scat-
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tering with ray-based multiple scattering.

• A prototype implementation for computing the in-surface BSDF from ex-
plicit surfaces considering single and multiple scattering.

Figure 4.13: The Stanford dragon rendered with the microstructure visualized
in Figure 4.11. Left: state-of-the-art single-scattering waveop-
tics. Right: our model which considers multiple scatter events in
the microgeometry.

4.6 Discussion

In the previous sections, we summarized each of the contributions - We will now
discuss the overall picture of these contributions (see also Figure 4.1).

The commonality between the contributions becomes apparent when either com-
paring scale-by-scale (i.e., micro to micro and macro to macro) or by imagining
how an approach used in one of the contributions could be an alternative in an-
other of our contributions. Additionally, the scale is also relative to the distance
between the observer and the surface. E.g., it may be impossible to distinguish
macroscopic details on a surface when viewing from a significant distance. In
effect, such details become microscopic and could benefit from being evaluated
by an approximative model.

Simulation of microstructure. All of our contributions include a micro-
scopic component in some format. Contribution C1 supports fiber materials: A
highly varying shell volume of densities combined with explicitly defined tubes of
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varying radius. Contribution C2 supports emulsions: Substances with a homo-
geneous distribution of spherical particles. Contribution C3 supports functional
polymer surfaces: Engineered surfaces utilizing ridged microstructure. Contri-
bution C4 supports 3D printing: Controlling printed microstructure utilizing
noise. Contribution C5 supports metasurfaces: Engineered microstructure at
multiple scales. For each of the contributions, the inclusion of a microscopic
representation gives rise to a more precise and flexible result or offers an en-
tirely new capability. In contributions C4 and C5, we path trace the actual
microgeometry. Any changes to this underlying microstructure will then di-
rectly affect the outcome of the simulation. Additionally, by not representing it
with an approximative model as in C3 or mangling the input, we implicitly sup-
port arbitrary and more advanced surface geometry. For contributions C1 and
C2 we do not maintain full representation of the microstructure. Instead, we
utilize approximations with a microscale representation and optical properties,
respectively. These representations still allow us to support arbitrary changes
at a microscopic scale but are merely approximations for light scattering. How-
ever, these approximations’ key benefit is less dependency on system resources
such as memory and therefore offers better scalability. For all the contributions
except contribution C3, we can directly support measurements as input, making
it possible to integrate a wider range of industrial production applications.

Macro scale representations. In contribution C1, we demonstrate how to
convert approximative microgeometry (the volumetric undercoat) into a set of
macro-scale radiance contributions (virtual fragments), combined with other
macroscopic features. Contribution C2 utilizes a priori knowledge of optical
properties to compute a macroscopic representation of the scattered light. Con-
tribution C3 shows how an analytical model tailored for a specific microstructure
can predict the reflectivity at the macroscopic scale, thereby making it possible
to obtain desired functionality through optimal parameters for production (e.g.,
the shape of ridges). Contribution C4 shows how the combination of multiple
scales of noise can control the resin curing process in 3D printing, thereby affect-
ing the final surface appearance at the macroscopic scale. Lastly, Contribution
C5 demonstrates how interference effects caused by microstructure at the sub-
micron scale may be connected with microstructure at a larger scale and then
combined into a prediction of scattered radiance at a macroscopic scale.

Interchangability. If we look at how our different contributions’ method-
ologies may be utilized in a broader perspective, some interesting details are
revealed. Our flexible shell volume data structure and the triangle-indexing
scheme of contribution C1 may be utilized to represent the microstructure and
other spatial data in all our other contributions. For contribution C2, the sub-
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stance may be represented as multiple layers using the shell volume structure.
For contribution C4, the shell volume could represent spatially varying opti-
cal properties relevant for sub-surface scattering. Although it would require a
change to our model for the scalar diffraction, the shell volume could be at-
tached to the macro geometry to support more advanced scattering effects in
contribution C5.

For contribution C1, the microscopic component (the volumetric-based under-
coat) could be realized by a macroscopic model, such as shown with contribution
C3 where the microstructure’s knowledge and assumptions are converted into an
analytical model. While an analytical model could predict the microscopic com-
ponent’s appearance, and it would likely be faster to evaluate during rendering,
an arbitrary volume’s flexibility would be lost.

The concept of using inverse modeling to obtain underlying optical properties
or information about, e.g., the curvature or even microstructure, is also interest-
ing. It may be possible to connect our methodology of measuring particle size
distribution from contribution C2 to infer information about sub-micron scale
features based on our work with contribution C5, or even conduct an analysis
of scattering for contribution C4.

Lastly, our work with arbitrary microstructure as input and output in the form
of a tabulated BSDF has revealed that it could be of interest to use BSDF slices
as input for further processing. It may be possible to map BSDF slices from our
simulation with parameters to be used with existing models or perhaps future
work for a generic concept of models.
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Conclusion

This thesis has documented and presented the research outcome of three years
of study for the Doctor of Philosophy degree (Ph.D.), with an overall goal of
furthering the knowledge related to scattering of light at mixed scales. Our
initial outset was motivated by phenomena seen in various naturally occurring
surfaces, followed by interest and industrial demand for predicting engineered
metasurfaces’ appearance.

The methods we have developed are generally relevant for product visualiza-
tion and appearance prediction and applicable to industries seeking to connect
data of underlying microstructure in substances and surfaces to improve prod-
uct quality. Additionally, the results obtainable using our methods also have
relevance for the entire domain of digitalizing the real world and are useful for
neural networks training data.

In contribution C1, we began our progress targeting the photo-realistic render-
ing of mink-fur in interactive time. Mink-fur has a particular duality of scales
due to its mix of micro- and macroscopic components. This duality acted as
a motivation for unifying contributions from existing models. Our research re-
vealed a gap in the existing research pertaining to the combination of micro- and
macroscopic representations in general. The gap was emphasized by reflecting
on our work with contribution C2, where we utilized microgeometry scattering
to infer knowledge about the composition of a substance. The effort related
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to contributions C1 and C2 in combination with initial measurements of engi-
neered surfaces with microgeometry, gave rise to our approach and results in
contributions C3 to C5.

In some cases, engineered surfaces are representable by a specific model, such as
the reflection model we developed for polymer surfaces in contribution C3. Still,
with an increasing ability to produce free-form surfaces using, e.g., 3D printing,
it is clear that the need to predict the appearance of such surfaces also increases.
In the effort related to contribution C4, we experienced a difference in printer
input vs. printer output. We contributed with a novel model that considers
the ground noise in the 3D printer, thereby improving the ability to control
and predict the final product’s appearance and implicitly provides a metric for
the printer’s quality. In contribution C5, we consider diffraction effects, and
we contribute with a method for improved simulation of the scattered energy
within non-trivial surface microgeometry while including wave effects.

Overall, we contributed with novel algorithms for the representation and the
combination of micro- and macroscopic details, and we contribute with mod-
els predicting the appearance for such multi-scale surfaces. In summary the
highlight of our contributions are:

• Shell-volume data structure with a triangle-indexing scheme (C1).

• Combining radiance contributions from volume and surface representa-
tions (C1).

• Using diffuse reflectance spectroscopy to infer particle size distributions in
emulations (C2).

• Predicting the appearance of functional surfaces based on ridged microge-
ometry (C3).

• 3D anti-aliasing scheme for slicing objects for 3D printing (C4).

• Mitigation of production artifacts in 3D printing (C4).

• Simulation of 3D printer ground noise effects (C4).

• Appearance control and prediction in 3D printing (C4).

• A scattering model for the simulation of radiant transfer in microgeometry
including wave effects (C5).

• A prototype implementation for building a tabulated spectral BSDF for
representing metasurfaces (C5).
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It is also of interest to describe known limitations and possible future extensions
of our work. Contribution C1 provides the methodology for computing results
in interactive time. However. The scattering computation of the volumetric
component (mink-fur undercoat) is based on ray-marching and prevents the
solution from being real-time. It would be of great interest to optimize the
rendering of the volumetric component. For contribution C2, we rely on a priory
knowledge about the substance, and the inverse model’s performance may not
suit demands in a production environment. The reflection model we develop in
contribution C3 does not consider noise in the produced surface. It would be an
improvement to add noise as part of the model. For contribution C4, we lack
data to demonstrate the effect of printer usage over time. Specifically, it may
be of interest to consider how and if the ground noise of the 3D printer varies.
In contribution C5, we do not consider polarization effects and coherent light
after the first scattering event. Including such effects is a natural extension of
our work.

With the mentioned contributions and limitations in mind, we believe and hope
to have contributed to the scientific community’s knowledge. We believe our
methods are useful in enhancing the quality of synthetic images and are viable
as an integrated part of modern automation and production pipelines.
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Hybrid fur rendering:
combining volumetric fur
with explicit hair strands
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Hybrid fur rendering: combining volumetric fur with explicit
hair strands
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Abstract Hair is typically modeled and rendered us-
ing either explicitly defined hair strand geometry or a

volume texture of hair densities. Taken each on their
own, these two hair representations have difficulties in
the case of animal fur as it consists of very dense and

thin undercoat hairs in combination with coarse guard
hairs. Explicit hair strand geometry is not well-suited
for the undercoat hairs, while volume textures are not
well-suited for the guard hairs. To efficiently model and

render both guard hairs and undercoat hairs, we present
a hybrid technique that combines rasterization of ex-
plicitly defined guard hairs with ray marching of a pris-

matic shell volume with dynamic resolution. The latter
is the key to practical combination of the two tech-
niques, and it also enables a high degree of detail in

the undercoat. We demonstrate that our hybrid tech-
nique creates a more detailed and soft fur appearance as
compared with renderings that only use explicitly de-
fined hair strands. Finally, our rasterization approach is

based on order-independent transparency and renders
high-quality fur images in seconds.

Keywords Fur · Hair strand · Rasterization ·
Ray marching · Photorealistic rendering · Order-

independent transparency · Shell volume

1 Introduction

Modeling and rendering of fur is essential in a number
of applications within the entertainment and visual ef-

fects industry. In addition, digitally created fur is useful
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T. G. Andersen · V. Falster · J. R. Frisvad (B) · N. J. Chris-
tensen
Technical University of Denmark, Kgs. Lyngby, Denmark
E-mail: jerf@dtu.dk

within the cosmetic and clothing industry as a tool for
designing new products. This work aims at fur visual-

ization for applications such as virtual clothing, where
the goal is to come close to the appearance of real fur
while retaining an aspect of interactivity in the render-

ing. It is a great challenge to semi-interactively generate
and render fur which is qualitatively comparable to real
fur. The challenge arises from the considerable number
of hair strands present in fur. Mink fur like the dressed

pelt in Fig. 1 (left) has around 20 thousand hair strands
per square centimeter [13].

There are two standard ways to model fur: explicit
models, where every hair strand is represented geomet-
rically; and implicit models, where hair strands are rep-
resented by volume densities. Explicit models excel at

creating visually distinguishable hair strands, but are
often prone to aliasing artifacts due to the thinness of
individual strands [3]. For dense animal furs, the alias-

ing artifacts become prohibitively processing intensive
to deal with. In contrast, implicit methods excel at rep-
resenting dense furs by treating the fur as a partici-

pating medium with scattering properties based on the
hair density. Implicit models, however, lack the ability
to represent an individual hair strand so that it is vi-
sually discernible from other nearby hair strands [11].

With high-resolution volumes, implicit models can rep-
resent individual hair strands [8], but this becomes too
processing and memory intensive for our application.

As exemplified in Fig. 1, we present a hybrid technique
that enables simultaneous rendering of explicitly and
implicitly modeled hair.

In Fig. 2, photos of a brown mink fur underline the
visual importance of undercoat and guard hairs: thick,
long guard hairs protrude from a fine, soft layer of un-

dercoat fur (right). The guard hairs exhibit a shiny ap-
pearance as opposed to the diffuse undercoat hairs. The
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Reference photo of a brown mink fur Explicit hair strands Hybrid fur (strands and volume)

Fig. 1 Most animal furs consist of both guard hairs and undercoat (left, as an example). These two fur layers are very different
and hard to model and render believably with explicit hairs only (middle) or volumetric fur only. We present a pipeline for
hybrid fur rendering that enables efficient combination of explicit hair strands with volumetric fur (right).

Fig. 2 Close-up photos of a brown mink fur. The fur skin is
bent to better illustrate the visual differences of the undercoat
hairs and the guard hairs. Both fur layers should be modeled
to qualitatively match the appearance of real fur.

undercoat hairs have a tendency to “clump” together
in cone-like structures (left), which resemble the ap-
pearance of a smooth noise function. As in previous

work [11,4], we find that both undercoat and guard
hairs have a significant impact on the overall appear-
ance of the fur. Kajiya and Kay [11] render both fur
layers in the ray marching pipeline used for volumetric

fur, but cannot clearly produce individual hair strands.
Bruderlin [4] renders both fur layers using explicit hair
strands and a micropolygon rasterization pipeline. How-

ever, the undercoat fur seems too sparse in comparison
with real animal fur. In addition, it appears too dark
when the general direction of the hair strands is close

to being parallel with the viewing direction.

We model the guard hairs with explicit camera-
facing geometry. For the undercoat, we extrude a shell
volume from the original polygonal model and dynam-
ically choose the subdivision level of each individual

triangle (dynamic resolution). We facilitate ray march-
ing of this shell volume by a new polygon neighbor data
structure and an on-the-fly lookup functionality for as-

sociating a position in space with an element of a volu-
metric data set (a voxel). To combine the volumetrically

modeled undercoat with geometrically modeled guard
hairs, we present two techniques using order-indepen-
dent transparency (OIT) [39] in a new way. These tech-
niques enable us to blend the implicit and explicit fur in

a physically plausible way while retaining an aspect of
interactivity (high-quality frames render in seconds).

2 Prior work

Early examples of fur rendering were based on raster-
ization of an explicit polygonal fur model [5,22]. Such

techniques easily lead to aliasing problems. To over-
come these problems, Kajiya and Kay [11] place vox-
els on the surface of a parameterized model to form a
volumetric fur shell. They render this using ray march-

ing [12]. Perlin and Hoffert [31] also use a volumetric
fur model rendered by ray marching, but they compute
fur volume densities using noise-based procedural tech-

niques. Using a rasterization-based approach and blur-
ring techniques to include approximate multiple scat-
tering, Kniss et al. [14] present an interactive version of

this noise-based volumetric fur. Their way of generat-
ing volumetric fur densities is similar to ours. However,
they use a full volume representation, where we use a
shell volume, and they do not include explicitly mod-

eled hair strands.

As an extension of Kajiya’s and Kay’s [11] shell vol-
ume, Neyret [29] shows how mipmapping is useful for
multiscale representation of geometry stored in shell
volumes. Neyret [30] also suggests adaptive resolution

by compression of the mipmap to suppress unvarying
information. This compressed mipmap corresponds to
a sparse voxel octree. Heitz and Neyret [9] present effi-

cient use of a sparse voxel octree that accurately repre-
sents tiny opaque geometry. Although this is a volume
representation, it is more suitable for rendering vox-
elized explicit fur [8]. As opposed to this, we use our

shell volume to represent an anisotropic participating
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medium defined by hair densities and scattering prop-
erties. Using a shell as in earlier work [11,29] instead of
a sparse volume encapsulating the entire scene, we more
easily obtain the orientation of the hair medium. In ad-

dition, our use of triangular prisms instead of boxes
enables us to build the shell volume for a triangle mesh
in a straight forward way.

There are many ways to model explicit hair strands.
LeBlanc et al. [15] model each hair strand as a tube
(a curved cylinder). At render time, these hair prim-

itives are broken up into line segments and rendered
as camera-facing geometry. In this way, each line seg-
ment appears as a cylinder. Goldman [7] slightly mod-

ifies this concept by using tubes with variable radius
such that the hair segments become truncated cones.
We use these tubes with variable radius for the model-

ing of our explicit hair strands (Fig. 3(3)). Following the
approach of Van Gelder and Wilhelms [35], we gener-
ate explicit fur on a triangle mesh by randomly placing
hair strands according to density and bending them ac-

cording to gravity. We use cubic Bézier curves to shape
the hair strands [1], and we apply grooming based on
texture maps [27].

Rendering of explicitly defined hair strands entails
a number of problems in aliasing, shadowing, and light-
ing [15,41]. The large number of rendering primitives is

also a challenge with respect to memory and processing
efficiency. To address these problems, LeBlanc et al. [15]
describe a rasterization pipeline specifically for render-

ing of explicit hair. In recent years, this pipeline has
been implemented to run efficiently on modern hard-
ware. Yuksel and Tariq [41] describe how to deal with

the large number of rendering primitives using geom-
etry and tessellation shaders. Yu et al. [40] use order-
independent transparency [39] to depth sort fur frag-
ments and accurately blend the contributions from the

hair strands seen in a pixel. We use similar techniques to
efficiently render explicit hair strands, but our pipeline
is different as it includes rendering of implicit volumet-

ric fur (Fig. 3).

The light scattering model used for scattering events
in volumetric fur, or to shade individual hair strands,

is important with respect to the realism of the ren-
dered result. Kajiya and Kay [11] presented the first
hair shading model and used it with volumetric fur.

Their model also applies to polygonal fur [15], and it is
often used due to its simplicity. Several authors suggest
different improvements for the Kajiya–Kay model [10,2,

26], whereas others consider hair microstructure to cre-
ate more physically based shading models [20,42,34,6,
37]. For our volumetric undercoat fur, we use the stan-
dard Kajiya–Kay model. For our explicit guard hair

strands, we use the single scattering component of the

artist-friendly shading model [34], and we add the dif-

fuse component of the Kajiya–Kay model to approxi-
mate multiple scattering between the guard hairs. We
could trade efficiency for accuracy by using a physically
accurate model [37] both for explicit hair strands and

as the phase function in the rendering of volumetric fur.

Offline techniques include multiple scattering to im-
prove realism [42,23,24,34,6,32,37], but spend minutes

per rendering. Interactive techniques do exist that in-
clude approximate multiple scattering effects [14,43,33,
36]. Such a technique could be combined with ours.
Again, it is a trade-off between efficiency and accuracy.

Lengyel [18] and Lengyel et al. [17] propose an ap-
proach where fur appearance is precomputed and stored
in 2D textures referred to as shells and fins. This tech-
nique enables real-time frame rates and has been im-

proved in different ways [38,16]. However, it can ulti-
mately only produce the rendering quality delivered by
the technique used for the precomputation. Our hybrid

technique is useful as a fast technique for precomputing
shells and fins in high quality.

3 Method

We model guard hairs explicitly with camera-facing ge-
ometry and undercoat hairs implicitly with a volumetric
shell wrapped around a polygonal base mesh. The vol-

umetric shell is created by extrusion of the base mesh
along smoothed vertex normals, resulting in a number
of triangular prism shaped volumetric elements (pris-
matic voxels) located between the base mesh and the

shell. To enforce the strengths and limit the weaknesses
of these two approaches, we combine them into a single-
pass rasterization-based technique.

Fig. 3 provides an overview of our rendering pipe-
line, which has the following steps. (1) We distribute
hair roots on a polygonal base mesh in a geometry
shader using the method outlined by Van Gelder and

Wilhelms [35]. However, we modify the distribution with
a 2D texture in order to control local density variations.
In addition, the geometry shader generates the pris-

matic shell geometry and associated meta-data, which
is stored in global buffers. (2) We use a compute shader
to generate the volumetric data set based on simplex
noise [21]. (3) We generate the camera-facing geome-

try for the explicit hair strands in a tessellation stage,
formed by a tessellation control shader and a tessella-
tion evaluation shader. The tessellation control shader

is executed once per hair strand root, and the tessella-
tion evaluation shader is executed once per hair strand
segment. Data relating to the hair strand geometry,

such as strand vertices and strand indices, are stored



4 T. G. Andersen et al.

smoothed normals
base mesh

shell geometry virtual subdivision of layers

virtual subdivision in layers tessellated explicit hair strand
base mesh

shell geometry

base meshhair root

1 Generate strand roots and shell geometry 2 Generate the volumetric data set 3 Generate the explicit hair strand segments

4 Rasterization and shading of base mesh 5 Rasterization and shading of shell geometry 6 Rasterization and shading of explicit hair strands

7 Depth sort and and blend all fragments Global buffer

Increasing depth of fragments

Explicit fragment

Shell fragment

Base mesh fragment

Virtual fragments

Explicit fragment

Virtual fragments

Fig. 3 Overview of our shader pipeline. In steps 1–3, we generate explicit hair strand and shell geometry. In steps 4–6, the
generated geometry is rasterized and shaded (see also Fig. 4 and Section 3.1-3.2). In step 7, the shaded fragments are depth
sorted and blended in accordance with our blending algorithm (see also Fig. 5 and Section 3.3).

in global buffers. (4–6) We perform the actual render-
ing using three shader programs: one for the rasterized
base mesh, one for the rasterized shell geometry (im-

plicit fur), and one for the rasterized explicit fur. Fi-
nally, (7) we depth sort and blend the fragments.

3.1 Rendering of explicit hair strands

As described in Section 2, we use existing shading mod-
els to shade explicit hair strands. However, it is also im-
portant to consider self-shadowing [19]. We use a local,
approximate self-shadowing model based on an expo-

nentially increasing darkening of hair strands near the
base mesh [28,25]. In addition, we let the transparency
of the explicit hair strands increase exponentially to-

wards the hair strand tips, resulting in a softer and
more natural appearance of the fur.

3.2 Modeling and rendering of implicit hair strands

When rendering volumetric fur, we use the single scat-

tering ray marching algorithm by Kajiya and Kay [11].
The algorithm approximately solves the volume render-
ing equation [12] by considering light which has been
scattered towards the eye in a single scattering event.

In the ray marching, we account for attenuation both
from the light source to the scattering event and from
the scattering event to the eye.

We initialize ray marching in the shader for the ras-
terized shell geometry (step 5). The shell fragments act
as entry points to the volumetric shell (Fig. 4) and

enable us to render the fur data stored in the pris-
matic shell volume. The three fragment shaders all ac-
cess global buffers for shading calculations, and the pro-

cessed fragment information (depth, color, and type) is
output to another global buffer. This global buffer is
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entry point
(shell fragment)

exit point

shell geometry

base mesh

volumetric subelement

volumetric
layers

Point of entry to new volumetric subelement
Ray-marching step

Legend

subdivision of a volumetric layer

Fig. 4 The ray marching in step 5 of our shader pipeline.

shell fragment

explicit hair
fragments

explicit hair
fragments

explicit hair strand

shell geometry

base mesh

explicit hair fragment

shell fragment

increasing depth
OIT buffer

ray-marching step base mesh fragment

Fig. 5 The fragments generated by the three rasterization
steps of our pipeline, seen from the side.

accessed in the final step (7) during the depth sorting

and blending of the fragments (Fig. 5).

Generating the volumetric data set. To imitate the ap-
pearance of undercoat fur, we generate a 2D noise tex-

ture and apply it across all volumetric layers. We com-
bine this with an increasing randomization of uv-coor-
dinates as we approach the topmost layers of the shell
volume. The randomization provides a more soft and

fuzzy appearance. We also calculate tangent vectors
by increasingly randomizing the interpolated, smoothed
vertex normals towards the topmost volume layers.

Position to volumetric subelement. To associate a po-
sition in 3D space with an element of volumetric data,
we virtually subdivide the prismatic voxels into finer
volumetric sub-elements. We first slice the voxels into a

number of layers defined by the perpendicular distance
to the top of the voxel in question. We then subdivide
each triangular layer into smaller triangles by repeat-

edly connecting edge centers (see Fig. 6, left).
Consider a layer of a given voxel (a triangle) defined

by the points p0, p1 and p2, and its corresponding

edges e0, e1 and e2 (see Fig. 6, right). In order to cal-
culate a local index of a given position p in this layer,
we define three local sub-indices i0, i1 and i2 by

ix =

⌊(
1− dist⊥(p, ex)

dist⊥(px, ex)

)
2d
⌋
, (1)

p0 p1

p2

i 0=
0

i 0=
1

i 0=
2

i 0=
3

i1=0i1=1i1=2i1=3

i2 =0
i2 =1

i2 =2
i2 =3p

0 1 4 9

2 5 10
3 6 11

7 12
8 13

14
15

e 1

e
0

e2

1 subdivision

2 subdivisions3 subdivisions

Fig. 6 Our indexing scheme for a volumetric layer.

f0 f1

f2 f3

First pass
counter

clockwise

Second pass
clockwise

f1 f2

32 bit 32 bit

Unique key value
64 bit

Unique key creation

Fig. 7 Creation of unique keys for edges in order to build a
neighbor data structure.

where x ∈ {0, 1, 2}, d is the number of subdivisions
along each edge and dist⊥(p, e) is the perpendicular
distance from a point p to an edge e. Given the three

local sub-indices, we now determine the local index i of
a point p in a given layer as follows:

i = i0(1 + i0) + (i1 − i2) , (2)

where the first term specifies the local index of the ele-
ments with i1 = i2 (highlighted in Fig. 6, right). Hence,
it can be interpreted as an offset to which we need to

add the (signed) difference between the remaining two
local indices, i1 − i2. This results in a local index i for
the subelement of a given layer to which p belongs. In

combination with the voxel index iv and the layer index
il, the global index ig is now given by

ig = (ivnl + il)4
d + i , (3)

where nl is the number of layers in each voxel.

Neighbor data structure. To march through the voxels,
we need the ability to go from one primitive in a triangle

mesh to its neighboring primitives. This requires that
we store the indices of the three neighboring faces with
the vertex data of each face in the mesh. We obtain the

indices of neighboring faces by first iterating through all
faces and building a map that associates each edge with
a face that it belongs to. An edge is uniquely identified

by two 32-bit vertex indices. Hence, we can create a
unique key for all edges by bit-shifting one of the two



6 T. G. Andersen et al.

vertex indices, and combining them into a single 64-bit
integer. This is illustrated in Fig. 7. We then build the
neighbor data structure by iterating over all primitives
again, but now forming keys in reversed order. A lookup

with a reversed key into the map that associates edges
with faces provides the index of the neighboring face,
which we then store with the vertex data of each face.

Ray marching in a fragment shader. Each shell frag-
ment has access to the global index of the voxel to which

it belongs. We step into the voxels along the direction
of the eye ray. At each step, we try to find a local index
within the current voxel. If such a local index exists,

we combine it with the global index of the voxel in or-
der to identify the volumetric subelement closest to the
current step position. As we can identify the volumet-
ric subelement, we can also associate each step position

with an element of the volumetric data set. If the cal-
culation of an index within the layer of the current step
position fails, we are no longer within the bounds of the

current voxel. In this case, we find the edge of the cur-
rent layer that is closest to the current step position and
refer to it as the exit edge. Following this, we attempt
to find a local index within one of the three neighboring

voxels. The relevant neighbor is given by our neighbor
data structure in combination with the exit edge. This
enables us to ray march through multiple voxels.

We continue this process iteratively until we find a
valid index in a voxel, or until we exit the volumetric
shell. Each time we find an index, we associate the step

position with an element of the volumetric data set and
do the standard computations of ray marching [11]: ac-
cumulate attenuation, ray march toward external light
sources, evaluate the phase function, and calculate the

radiance towards the eye.
Attenuation towards the eye is based on the den-

sity of the current and previously processed volumet-

ric subelements. We apply the Kajiya–Kay phase func-
tion [11], which determines the fraction of incoming
light scattered towards the eye at the current step. Fi-
nally, multiplication of the incoming light with density,

accumulated attenuation, and phase function results in
the radiance towards the eye from the current step.

3.3 Hybrid fur rendering

The explicit hair strands generate a vast number of
fragments (many per strand), whereas the shell vol-

ume generates just a few fragments where we start ray
marching into the underlying volume. One shell frag-
ment represents all undercoat hair strands intersected
by a given eye ray (Fig. 5). As a consequence, we can-

not treat the shell fragments as other fragments. If we

Fig. 8 Simplified blending (left) and blending with virtual
fragments (right).

did so, all fragments behind a shell fragment would ap-

pear occluded by all the undercoat hairs it represents.
Hence, the undercoat hairs would appear too dominant.
Based on these thoughts, a proper combination of the

two rendering schemes requires that the visualization
of the volumetric data set and the explicit hair strands
affect each other.

Virtual fragments. We achieve a physically plausible

combination of the two schemes by storing multiple vir-
tual fragments instead of only one per shell fragment.
When ray marching through the volume, we compute

the radiance towards the eye along the viewing ray.
Instead of only calculating a final radiance result, we
combine a small set of the ray marching steps into an
intermediate result and store this as a virtual fragment.

Additionally, each virtual fragment contains positional
information so that it can be depth sorted accurately
together with other non-virtual fragments (Fig. 3(7)).

This accurate depth sorting produces visually pleasing
results on close-up as demonstrated in Fig. 8. However,
due to the added virtual fragments, the total number

of fragments per pixel can easily exceed one hundred.
This larger set of fragments requires additional sorting
and more allocated memory, which becomes a limiting
factor in oblique views where rays take a longer path

through the shell volume.

Simplified blending. As a faster and less memory-in-
tensive alternative to virtual fragments, we extend the

fragment information to include the fragment type (in
addition to color and depth). The fragment informa-
tion describes whether a fragment stems from explicit
hair geometry, the shell geometry, or an opaque object.

We use this information in the per pixel post-processing
step of our implementation of order-independent trans-
parency (see Section 4), where we have access to all

fragment information for all pixels.
With the fragment type information, we can reduce

the alpha of a shell fragment based on the number of

unoccluded explicit hair strand fragments located di-
rectly behind it and their depth (Fig. 5). If no such
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explicit hair strand fragments exist, the shell fragment
keeps its original alpha value as determined by our vol-
ume rendering algorithm. For each explicit hair strand
fragment that we find, we subtract from the alpha:

αp = exp(−adpe) , (4)

where a is an attenuation parameter and dpe is the dis-
tance from the shell fragment to the hair strand frag-

ment. In this way, the explicit hair strands affect the
visual impact of the shell fragments. This is reasonable
as the attenuation accumulated during a ray marching
will increase for each intersection of the viewing ray

with an explicit hair strand. In addition, the effect is
local as αp decreases with increasing distance to the
shell geometry. While this simplified blending is clearly

an approximation, it enables us to avoid the memory
and performance hit of virtual fragments. When we ren-
der a full mesh, the fur is not up close, and the results

seem reasonable with this approximation, see Section 5.
Another aspect is that simplified blending is more user
friendly, as it provides direct control of the balance be-
tween the visual impact of each type of fur.

4 Implementation

Global buffer memory with custom layout is part of
the OpenGL 4.3 core specification. The Shader Stor-
age Buffer Object (SSBO) enables sharing of memory

between multiple shader programs. We utilize this fea-
ture by storing all data generated on the GPU in SS-
BOs. In this way, we avoid any overhead of copying
data between CPU and GPU, which is important in

our pipeline as we distribute rendering tasks into dif-
ferent shader programs (Fig. 3).

To blend fragments ordered by depth, we store all

generated fragments and use order-independent trans-
parency (OIT) [39]. This means that we do not need
a pre-sorting of scene geometry to have correct blend-

ing. Fragment information is stored in a pre-allocated
global buffer, which is sliced into smaller pieces of vary-
ing sizes. Each slice is a linked list storing information
such as fragment color and depth for all fragments of a

given pixel. As a result, we have access to all fragments
relating to each pixel of the final frame. We use the in-
formation in a per pixel post-processing step where all

fragments are depth sorted (back to front) and blended
with over-operations (see Section 3.3).

5 Results

Subdivision shell with neighbors. We first compare our

ray marching method with a more conventional ray–
voxel intersection technique. Both approaches produce

the same results but with significant differences in per-

formance. Ray marching with ray–prism intersections
accelerated by a binary space partitioning (bsp) tree
requires the time t (3 + 0.4 d) for processing, where t is

the time required by our method and d is the number
of subdivisions. The bsp tree stores index and bound-
ing box for every subelement in the shell and a large
number of splitting planes. The memory consumption

of this acceleration structure thus grows exponentially
with d. Our method is faster, does not depend on d,
and requires no acceleration data structure.

Rendering a bended fur skin. In Fig. 1 (left), we show
a reference photo of a cylindrically shaped brown mink
fur skin shot in a light controlled environment. We cre-

ated a polygonal model to roughly match the shape of
the skin, and added fur rendered with our hybrid ren-
dering technique, see Fig. 1 (right). We applied tone
mapping and depth of field as a post-processing effect.

If we only render explicitly modeled hair strands, the
fur lacks depth and softness, as seen in Fig. 1 (mid-
dle). In comparison, our hybrid technique achieves an

increase in softness and a higher level of detail in the
fur. As a consequence, the qualitative appearance of
the hybrid fur is in our opinion closer to the qualitative

appearance of the real fur.
Since our rendering technique is deterministic and

performs a complete depth sorting of all fragments, our
results do not suffer from temporal instability as can

be observed in the supplementary video. The fur in the
video differs slightly in appearance from that of Fig. 1
as we did not apply the post-processing effects.

Rendering a fur hat. Fig. 9 shows implicit, explicit, and
hybrid fur applied to a polygonal hat model. As for the
fur skin shown in Fig. 1, the addition of implicitly ren-

dered undercoat hairs qualitatively enhances the sense
of depth in the rendered fur.

Fig. 10 is an example of how the fur hat can be in-
tegrated into a live action background image in a qual-

itatively realistic fashion. We applied depth of field and
tone mapping as a post-processing effect. In the bottom
row of Fig. 10, we show an environment map captured

in the location where the background image was shot.
We created the environment map by unwrapping an
HDR photograph of a mirror ball with HDR-Shop 3.0.

We also used HDR-Shop to sample 16 directional light
sources (similar to the approach described by Hiebert et
al. [10]), which we used to simulate the effect of environ-
ment lighting of the explicit hair strands. We applied

this environment lighting in all our results. We did not
use environment lighting for the shading of the implicit
fur, as this environment lighting has a relatively small

visual effect on the implicit fur.
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Fig. 9 Renderings of a brown mink fur hat illuminated by the HDR environment map shown in Fig. 10: a implicitly rendered
fur, b explicitly rendered fur, c hybrid rendered fur.

Fig. 10 Top: brown mink fur hat integrated into a live-action
background image. Bottom left : chrome ball image of an en-
vironment. Bottom right : unwrapped environment map with
extracted light sources indicated as colored dots.

Rendering a furry bunny. Fig. 11 shows explicit and
hybrid fur applied to the Stanford bunny (69,451 trian-
gles). This demonstrates that our technique also applies

to larger meshes.

Rendering performance. We used an NVIDIA Quadro
K6000 GPU with 12 GB memory for rendering. Ta-

ble 1 presents memory consumption and timings for
each step of our hybrid fur rendering pipeline. As we
used 4× supersampling, the online render time should
be multiplied by four. The rendering resolution is 3840×
2274, which we downsample to get a high-quality fur
image of resolution 1920 × 1137. These settings were
used for all the rendered images that we present. Their

total rendering time is thus well below 13 seconds for all
meshes. In previsualization, the user would rarely need

Cylinder Hat Bunny

Triangle count 3584 5632 69451

1. Mesh and textures, GB 0.37 0.33 0.37
2. Prism volume densities, GB 1.06 0.77 0.59
3. Strand geometry, GB 0.06 0.52 0.28
4. Shell fragments, GB 0.20 0.20 0.20
5. Base mesh fragments, GB 0.20 0.20 0.20
6. Explicit fragments, GB 2.60 2.60 2.60

Total memory, GB 4.49 4.62 4.24

1. Process base mesh, ms 0.2 1.7 1.4
2. Prism volume densities, ms 2405 1740 1327
3. Generate expl. strands, ms 1.1 8.0 4.3
4. Rasterize shell volume, ms 635 519 755
5. Rasterize base mesh, ms 87.6 139 147
6. Rasterize explicit fur, ms 428 1270 795
7. OIT post-processing, ms 255 812 447

Preprocess time (1–3), ms 2406 1750 1333
Online render time (4–7), ms 1407 2740 2143
Total render time, ms 3813 4490 3476

Table 1 Memory consumption and timings for each step of
our pipeline when rendering a single frame of one of the im-
ages in this paper with resolution 3840 × 2274.

a high-resolution image. We therefore also generated an

image of lower resolution: 512×512 after downsampling
from 1024 × 1024. At this resolution, a single frame of
the cylinder mesh can be computed in a total of 489 ms
(not including preprocessing).

Using virtual fragments (as in Fig. 8), the number

of fragments generated in step 4 increases from one to x
per pixel on average. The OIT post-processing time in-
creases with x, and the limit is x = 30 in our examples,

as the memory consumption of step 4 then becomes
7.8 GB. Further increasing x requires a better GPU or
a trade-off such as lowering the resolution or comput-
ing densities on the fly. Quality-wise virtual fragments

carry a great potential, but they also require the user to
carefully consider the available GPU resources. A sim-
ilar memory and performance hit applies if we increase

the number of explicit hair strands. Using explicit fur
only, we could trade the 635 ms spent on ray march-
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Fig. 11 Comparison of explicit fur and hybrid fur. Magnified nose and back of the furry Stanford bunny seen in full in the
leftmost column: a, b explicitly rendered fur; c, d hybrid rendered fur.

ing in Fig. 1 for 82.432 undercoat hair strands. This is
however far from the 3.8 million hair strands in the un-
dercoat of the real mink fur. The use of volumetric fur is

thus important as here each scattering event represents
the net effect of scattering by many hair strands.

6 Discussion and conclusion

We combine geometrically modeled guard hairs with

volumetrically modeled undercoat hairs. The result is a
new fur rendering technique for accurate modeling and
rendering of the two layers present in nearly all ani-

mal furs. With this hybrid technique, we are able to
render images that in our opinion are a good approxi-
mation of the qualitative appearance of real animal fur.

The explicit representation of the guard hairs enables
us to imitate the visually distinguishable single strands
of hair. At the same time, the volumetric component
of our solution enables us to imitate the very dense

undercoat. We thus overcome the problems related to
an explicit representation of dense furs as well as the
problems related to visualization of distinguishable hair

strands with implicit approaches.

Our implementation requires less than a second to
render previews and less than a quarter of a minute to
generate fur and render it in high quality. Thus, we be-

lieve that our technique retains an aspect of interactiv-
ity that makes it suitable for virtual clothing or fashion
CAD systems. As we can regenerate the fur from an
arbitrary mesh and also render it in only seconds, our

technique fully supports fur animation. This includes
the ability to animate both undercoat and guard hairs.

There are many ways to improve our results. First
of all, we believe that virtual fragments have an inter-

esting potential as they lead to more accurate evalua-
tion of the volume rendering equation. Other important
ways to improve our work is by more accurate self-

shadowing, more physically accurate hair reflectance
and phase function, and inclusion of multiple scattering.

This could further improve the qualitative similarities
of reference photos and rendered images.

Our prismatic shell volume with dynamic resolution
has many potential applications beyond fur rendering.
We especially believe that it is useful in multiscale mod-

eling of bark, dust, dirt, fibers, or other phenomena that
stick to surfaces or grow on surfaces.

In conclusion, we presented a hybrid fur rendering
technique that forms a solid foundation for improv-
ing the quality of rendered fur in applications that re-

quire an aspect of interactivity. In particular, we believe
that our technique is an important step toward more
widespread use of fur in virtual clothing, fashion CAD,

and digital prototyping.
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Diffuse reflectance measurements are useful for noninvasive inspection of optical properties such as re-
duced scattering and absorption coefficients. Spectroscopic analysis of these optical properties can be
used for particle sizing. Systems based on optical fiber probes are commonly employed, but their low
spatial resolution limits their validity ranges for the coefficients. To cover a wider range of coefficients,
we use camera-based spectroscopic oblique incidence reflectometry. We develop a noninvasive technique
for acquisition of apparent particle size distributions based on this approach. Our technique is validated
using stable oil-in-water emulsions with a wide range of known particle size distributions. We also mea-
sure the apparent particle size distributions of complex dairy products. These results show that our tool,
in contrast to those based on fiber probes, can deal with a range of optical properties wide enough to track
apparent particle size distributions in a typical industrial process. © 2016 Optical Society of America

OCIS codes: (100.3200) Inverse scattering; (120.4290) Nondestructive testing; (150.5495) Process monitoring and control;
(290.4020) Mie theory; (290.7050) Turbid media; (300.6320) Spectroscopy, high-resolution.
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1. INTRODUCTION

Particle size distribution of emulsions and other dispersions is a
key parameter controlling their quality. Droplet size distribution
affects properties such as stability, appearance, and viscosity.
Due to its importance, it is very useful to noninvasively moni-
tor changes in particle size distribution during processing. We
propose to do this by measuring optical properties using an
instrument for spectroscopic oblique incidence reflectometry.
More specifically, we measure the reduced scattering coefficient
µ′s, which can also be computed from size distributions and re-
fractive indices of particles using Lorenz-Mie theory [1, 2]. This
enables us to construct an inverse method that finds information
about particle size distribution from the measurements provided
by a noninvasive optical instrument.

Fermentation of milk to produce yogurt is an example of a
process where particle size measurements are important. The
dispersion of casein micelles (colloidal protein particles) in milk
is modified by the increasing acidity, caused by bacterial action.
Starting from a standard milk product, such as low fat milk, a
starter culture of lactic acid bacteria is added and, over time,

© 2016 Optical Society of America. One print or electronic copy may be made
for personal use only. Systematic reproduction and distribution, duplication of
any material in this paper for a fee or for commercial purposes, or modifications of
the content of this paper are prohibited.

these bacteria convert lactose into lactic acid. This acidification
destabilizes the casein micelles, causing aggregation and cluster
formation. We can think of it as modifying the particle size dis-
tribution of the casein micelles. Finally, the growing aggregates
will form a gel—the milk has become yogurt [3]. The particle
gel in yogurt scatters light more than the casein micelles in the
original milk. The reduced scattering coefficient of a milk is
around a factor of two larger after fermentation [4]. This means
that the state of gelation (structure formation), or the apparent
particle size distribution of a constituent, has an influence on the
optical properties of an emulsion.

There are several ways to measure particle size distribu-
tion. However, if the sample is highly scattering, noninvasive
measurement of particle size distribution is most easily accom-
plished using reflectance. The reduced scattering coefficient
of a sample can be measured using diffuse reflectance [5]. By
comparing measured and computed values, we can estimate
the particle size distribution of a given sample using diffuse
reflectance spectroscopy [6].

One of the challenges of using diffuse reflectance spec-
troscopy is that an estimate of the total incident flux is re-
quired [5, 6]. We avoid this problem by using oblique incidence
reflectometry [7, 8], where the total incident flux is not required.
This technique also exists in a spectroscopic version [9], which
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has been used for measuring the particle size distribution of a
concentrated titanium dioxide suspension [10] and skin [11]. The
original technique for oblique incidence reflectometry [7] used a
laser as source and a camera as sensor. To enable spectroscopic
oblique incidence reflectometry, the following techniques [8–10]
used optical fiber probes instead of a camera as sensor. While
the fiber probes enable use of a spectrograph, they significantly
lower the spatial resolution, which narrows the range of reduced
scattering coefficients that the instrument is able to measure.

To use oblique incidence reflectometry for particle size mea-
surement during processing, we need to measure a wider range
of optical properties than the optical-fiber-based technique of-
fers. We therefore return to using a camera, which has high
spatial resolution, and obtain high spectral resolution by using
a supercontinuum laser [12]. The instrument is illustrated in
Figure 1, and the challenges in using a camera as the sensor
were addressed in previous work [13]. The challenges were
mostly in dealing with the noise and the speckle that appears
with higher spatial resolution, but also in dealing with the low
dynamic intensity range, lens distortion, and vignetting of the
camera. With these problems solved, the instrument provides
spectrally resolved measurement of the reduced scattering coef-
ficient µ′s from 5 cm−1 or less to at least 70 cm−1. This validity
range can be adjusted by adjusting the configuration, optical
components, and camera resolution of the instrument. In this
previous work [13], the optical properties were measured, but
there was no investigation of inversion to obtain information
about the apparent particle size distribution of the emulsions.

Particle sizing requires comparison to predicted optical prop-
erties. To compute optical properties from refractive indices and
a particle size distribution, we use the approach described by
Frisvad et al. [14]. Our fitting of the particle size distribution is
based on an assumption of a low-parameter continuous distri-
bution with an analytical expression (lognormal distribution, for
example). We use the Nelder-Mead simplex search method [15]
to fit the distribution parameters.

Our main contribution is to substantiate that the above-
mentioned instrument and analysis technique are useful for
noninvasive particle sizing. We do this by measuring the par-
ticle size distributions of optical samples with known particle
size distributions. For these measurements we get very good
agreement. We also measure the particle size distributions of
dairy products and compare our measurements to invasive mea-
surements obtained using a standard instrument, based on small

Light source

Computer system

AOTF

Sample

Camera

Fig. 1. Instrument used for spectroscopic oblique incidence
reflectometry [13]. The light source has a broad spectral emis-
sion profile and the transmitted wavelength is selected using
an acousto-optic tunable filter (AOTF). An achromat focuses
the beam onto the sample and a camera mounted above the
sample captures the light reflectance profile.

angle light scattering (Mastersizer 3000, Malvern Instruments,
UK). Finally, we discuss the differences between measurements
obtained with these two techniques.

2. METHOD

The Lorenz-Mie theory [1, 2] provides a nonlinear model for
computing the reduced scattering coefficient µ′s from particle
size distributions. The model assumes that the particles are
spherical and scatter light independently. We would like to
invert this model to go from measured spectra of reduced scat-
tering coefficients to particle size distributions. This is achieved
by modifying size distribution parameters until the difference
of measured and computed coefficients reaches a minimum. To
make this practical, we must limit the search space by making
assumptions with respect to the size distributions.

We first specify the model, where we have the following
relation between the particle size distribution N and the reduced
scattering coefficient µ′s of a sample [16]:

µ′s(λ) =
∫ ∞

0
(1− g(r, λ))Cs(r, λ)N(r)dr . (1)

In this relation, N(r)dr is the number density of particles with
radius r, while Cs and g are the scattering cross section and
the asymmetry parameter of a particle of radius r, respectively.
Given refractive indices of the particles and the host medium
at a wavelength λ, we can compute the scattering cross section
and the asymmetry parameter at the same wavelength using
Lorenz-Mie theory [14].

Inversion of this model to obtain N is a highly underdeter-
mined problem as r is arbitrary and so is the refractive index
of each particle in principle. We therefore make assumptions
about the size distributions and use a priori knowledge about
the material. We first assume that the emulsion consists of only
one or two different particle types with known refractive indices.
We also consider the refractive index of the host medium to
be known. Next, we consider each size distribution to be of a
kind that we can describe by a simple mathematical expression.
Due to the turbulent break-up of interfaces in an emulsification
process, emulsions and suspensions are very likely to have a log-
normal particle size distribution [17]. Lognormal distributions
have been measured in milk [18, 19] and are also found in other
classes of colloids, such as powders [20] and aerosols [21].

Due to our initial assumption of spherical particles, we have
the following relation between the particle size distribution and
the volume fraction v of a constituent:

v =
4π

3

∫ ∞

0
r3N(r)dr , (2)

where r3N(r) is sometimes referred to as the particle volume
frequency. The volume fraction is useful as we often have ap-
proximate a priori knowledge about it. We often know the weight
percent (wt. %) of different constituents from the production pro-
cedure, for example. Densities, however, may not be known and,
in some cases, all the substance may not form colloidal particles.
We can thus use wt. % as a reasonable initial guess for v, but we
should allow changes in v.

Choosing a lognormal volume frequency distribution with
mean value µ and standard deviation σ, we have

r3N(r) =
1

rβ
√

2π
e−

1
2

(
ln r−α

β

)2

, (3)
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Fig. 2. Reference particle size distributions of oil-in-water
emulsions (A–F) as measured using a Mastersizer 3000.

where

α = ln µ− 1
2

ln
(

σ2

µ2 + 1
)

and β =

√
ln
(

σ2

µ2 + 1
)

. (4)

With these equations (1–4), we use piecewise linear integration
to compute the spectrum of reduced scattering coefficients that
corresponds to a given set of parameters v, µ, and σ.

Having means to measure a spectrum of reduced scattering
coefficients [13], we use a fitting algorithm to choose the param-
eters v, µ, and σ such that the mean residual between measured
and computed spectra is minimized. We use the Nelder-Mead
simplex search method [15] as it is a derivative-free fitting al-
gorithm. To run this direct search algorithm, we need initial
guesses for all three parameters.

If a sample is composed of several particle types or multiple
modes, each particle type p or mode will have its own set of
distribution parameters (vp, µp, σp). This means that a material
such as milk, with two single mode particle types (fat and pro-
tein), will require the fitting algorithm to find six parameters
instead of three.

Spherical particles and independent scattering are reasonable
assumptions in a medium like milk, as the fat and protein parti-
cles are reasonably spherical and the volume fractions of these
inclusions are usually well below 10%. However, in a particle
gel like yogurt, particle-particle interactions occur. This leads
to diffraction effects that change the integral (1). Thus, when
applying our particle sizing method to structured materials like
yogurt, we will be measuring apparent particle size distributions.
We cannot use such measurements to say much with respect
to the actual particle size distribution. However, we can detect
structural changes during processing by detecting changes in
the apparent particle size distribution, which is very useful.

3. MATERIALS

We prepared six oil-in-water emulsions with different particle
size distributions. They were stabilized by gum arabic and had
an oil fraction of 13.1 volume percent. The refractive index of the
oil was 1.5 with only slight variation. Samples with scattering
properties in our range of interest, were obtained by diluting
with water to give an oil content of 2–5 volume percent. Fig-
ure 2 provides the reference particle size distributions of these
emulsions as measured using a Mastersizer 3000 (Malvern In-
struments, UK). The sample with the smallest and the sample

Table 1. Fat and Protein Content of the Homogenized Dairy
Products for which we Measure Apparent Particle Size Distri-
butions

Fat Protein
Type Product name (g/100 g) (g/100 g)

Low fat milk Arla Lærkevang 0.5 3.5
Minimælk

Reduced fat milk Arla Lærkevang 1.5 3.5
Letmælk

Whole milk Arla Lærkevang 3.5 3.4
Sødmælk

Low fat plain Arla A38 naturel 0.5 4.3
yogurt 0.5%

Reduced fat plain Arla A38 naturel 1.5 3.8
yogurt 1.5%

Whole milk plain Arla A38 naturel 3.5 3.4
yogurt 3.5%

with the largest particles are bimodal, the other four samples are
unimodal.

We also tested our method on the commercial milk and yo-
gurt products listed in Table 1. The chosen products span the
range of optical properties typically appearing in a milk fermen-
tation process. We again used a Mastersizer 3000 to measure
the particle size distributions. We did this for the milk products,
but not for the yogurt products as the necessary sample stirring
and dilution would destroy the gel network [22]. The measured
particle size distributions are in Figure 3. For each distribution,
the mode in the 10 to 100 nm range is due to protein particles
(casein micelles) and the mode(s) around 1 µm (and above) is
due to fat particles (globules). However, it is important to keep
in mind that the Mastersizer cannot allow for particles with
different refractive indices. This means that we cannot think
of these measurements as ground truth reference distributions.
Nevertheless, it is still interesting to compare our results with
the Mastersizer measurements.

The instrument we used for spectral measurement of the re-
duced scattering properties is as described in previous work [13]
(see Figure 1). To measure apparent particle size distributions,
we compare to Lorenz-Mie theory [14]. In our calculation of
the spectral reduced optical properties, we assume that the oil
droplets in the emulsions have a refractive index 1.50. For the
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Fig. 3. Particle size distributions of the commercial milk prod-
ucts listed in Table 1 as measured using a Mastersizer 3000.
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Table 2. Initial Guesses Used for the Nelder-Mead Simplex
Search Algorithma

Sample Mode v µ (µm) σ (µm)

A, C–E oil 0.03 0.3 0.05

B oil 1 0.03 0.1 0.03

oil 2 0.002 0.8 0.4

F oil 1 0.002 0.05 0.03

oil 2 0.03 0.5 0.4

dairy product casein 0.04 0.1 0.03

fat b 0.5 0.4
aThese initial guesses were based on our approximate a priori
knowledge of the materials.
bHere we use the fat fractions listed as wt. % in Table 1.

milk and yogurt samples, we assume milk fat particles of re-
fractive index 1.462 [23] and casein particles of refractive index
1.503 [24]. The initial guesses used for the Nelder-Mead simplex
search algorithm are in Table 2.

4. RESULTS

Using the oblique incidence reflectometry instrument (Figure 1),
we acquired spectral measurements of reduced scattering co-
efficients, µ′s(λ) for λ ∈ [465 nm, 945 nm], five or six times per
sample type. In rare cases, we discarded a full spectrum of mea-
surements due to extreme noise or a large number of missing
data points. We experienced no such problems when measuring
the properties of the three milk types.

The quality of measurements and fits are quite similar for all
the emulsions. Figure 4 shows two examples. The measured
reduced scattering coefficients of the emulsions consistently ex-
hibit oscillations. Their presence may suggest that the emulsions
are less polydisperse than the Mastersizer results and our re-
sults suggest. The larger bumps in the near infrared part of the
spectrum may be due to cross talk between reduced scattering
and absorption when these properties are inferred from the raw
camera data.

Examples of measurements and fits for the dairy products
are in Figure 5. Slight oscillations are also present in these mea-
surements, but we observe no unexpected bumps in the near
infrared. As expected (due to limitations of the instrument),
noise increases with an increase in the reduced scattering coef-
ficient. When measuring the optical properties of whole milk
yogurt with reduced scattering coefficients of several hundreds
per centimeter, we are reaching the limit of the instrument.

We used our inversion method to estimate the size distribu-
tion parameters (volume fraction v, distribution mean µ, and
standard deviation σ) for each individual fitted spectrum and
then took the mean values. The resulting parameters are listed
in Table 3. These results are somewhat influenced by the initial
guesses in Table 2, which means that our method (in its cur-
rent form) is not well suited for absolute measurements. As
mentioned before, we need a priori knowledge of the particle
composition (volume fractions, number of modes, and a rough
idea of the mean and width of each mode). On the other hand, if
our method is calibrated, it is very useful for monitoring changes
in the apparent particle size distributions.
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Fig. 4. Measured reduced scattering coefficients for samples A
and B (oil-in-water emulsions) and average fits. For samples
with two modes, the red and blue lines show the part of the fit
due to each mode.
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Fig. 5. Measured reduced scattering coefficients for reduced
fat milk and reduced fat plain yogurt and average fits. The red
and blue lines show the part of the fit due to each of the two
different particle types.

Figure 6 compares our emulsion results to the distributions
measured by the Mastersizer 3000. We believe that these samples
are not changed by either dilution or the stirring during mea-
surement. So, in this case, we consider the Mastersizer results as
reference results.

It is important to note that while the initial guesses are un-
changed for several different samples, the size distribution pa-
rameters returned by the inversion method are quite different.
Especially in the case of milk versus yogurt. This means that we
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Fig. 6. Particle size distributions of samples A–F (oil-in-water
emulsions) and Mastersizer measurements (references).

Table 3. Fitted Particle Size Distribution Parameters

Sample Mode v µ (µm) σ (µm)

A oil 0.017 0.15 0.067

B oil 1 0.013 0.14 0.059

oil 2 0.0020 0.93 0.32

C oil 0.021 0.29 0.060

D oil 0.014 0.17 0.073

E oil 0.013 0.35 0.057

F oil 1 0.0025 0.043 0.036

oil 2 0.014 0.68 0.33

low fat milk casein 0.026 0.040 0.046

fat 0.0017 0.96 0.65

reduced fat milk casein 0.025 0.057 0.043

fat 0.012 0.82 0.49

whole milk casein 0.023 0.096 0.038

fat 0.024 0.53 0.50

low fat yogurt casein 0.049 0.087 0.028

fat 0.0047 0.68 0.65

reduced fat yogurt casein 0.031 0.12 0.021

fat 0.023 0.64 0.40

whole milk yogurt casein 0.12 0.16 0.0070

fat 0.075 0.071 0.30

are not simply getting back what we gave as input. Considering
the casein volume fractions in Table 3 for the three milk types,
it is interesting to note that these values are quite close to the
expected value of 0.025 (or 0.024 in the case of whole milk). One
can calculate this expected value from the densities of the pro-
tein and the milk host as well as the percentage of the protein
content that typically exists as casein micelles in the milk [14].

To investigate the sensitivity of our inversion method, we
ran a large number of trials with different initial guesses and
mapped out the local minima. In this experiment, we found
that the method is independent of initial guesses if we know
the volume fractions in advance and constrain the standard
deviation to be at least 30% of the mean, that is, if we require a
coefficient of variation cv = σ/µ greater than 0.3. If the method
is left as is, a 10% change in the initial guess of a volume fraction
can lead to changes in the results by a factor 2 or 3, but not
changes by an order of magnitude. The method is most sensitive
to changes in volume fractions. Luckily, this is also the parameter
that we have better knowledge of in advance.

Mean values and coefficients of variation of the lognormal
size distribution of milk fat globules have been measured for
homogenized milk using a spectroturbidimetric method [18]. In
comparison to these measurements, our mean values are about
a factor two larger, but our coefficients of variation are similar.
In fact, these measurements indicate that a lower homogeniza-
tion pressure was used for our low fat and reduced fat milks
compared to our whole milk. This is likely as the larger fat parti-
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cles are skimmed from these products before homogenization,
but remain in the unhomogenized whole milk, which then may
require a higher homogenization pressure.

Mean values and β of the size distribution of casein micelles
have been measured in natural cow’s milk using dynamic light
scattering [25]. Our mean value for whole milk (96 nm) is in
the middle of the interval of means from 77 to 115 nm that they
measured in the milks of individual cows. Our β-value for whole
milk (0.38 by insertion in Eq. (4)) is also within the interval from
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Fig. 8. Particle size distributions of the commercial yogurt
products listed in Table 1 and comparison with the distribu-
tions found for milks with the same fat content.

0.27 to 0.41 that they measured.
Figure 7 shows the particle size distributions that we found

for the three milk products. These can be compared directly to
the measurements presented in Figure 3. In this case, we do not
consider the Mastersizer results to be reference results as the
Mastersizer does not allow for particles with different refractive
indices. The Mastersizer finds very similar size distributions
for all three types of milk. The main difference is the increase
in the amount of fat which raises the mode with the larger par-
ticles while lowering the mode of the smaller particles. The
latter happens as the total amount of particle content increases
while the protein content stays more or less unchanged. In our
results, it is interesting to note that the protein mode moves
with increasing fat content toward larger apparent sizes of the
casein micelles. This might be error, but could also be due to the
recently discovered adsorption of the smallest casein particles
onto the surfaces of the fat globules [26]. We may conjecture that
a larger fat content can disguise the smaller casein particles by
adsorption, whereas the stirring and dilution necessary for the
Mastersizer measurements perhaps breaks this effect.

Finally, Figure 8 compares our results for the yogurt samples
to our results for milk samples of the same fat content. It is
interesting to note how the apparent size of the casein micelles
increases due to the gel structure formation and the apparent size
of the fat globules decreases. These effects are due to interference
effects as the particles sit closer together in clusters. In addition,
the fat globules adsorp onto the casein network, which makes it
harder to distinguish them from the protein in a light scattering
measurement like ours.

5. DISCUSSION AND CONCLUSION

We successfully estimated particle size distributions of oil-in-
water emulsions and dairy products using a noninvasive tech-
nique. This means that we avoid sample preparation and di-
lution, which makes the technique suitable for inline process
control and enables measurement of apparent size distributions
for colloidal networks. Our approach is to use wavelength-
resolved measurements of reduced scattering coefficients. We
also compute these coefficients using Lorenz-Mie theory with
refractive indices of host and emulsion and lognormal distribu-
tions of particles as input. Finally, we use Nelder-Mead simplex
search to fit the parameters of the lognormal distributions so that
predicted distributions come close to the measured references.

A key issue in the use of the Nelder-Mead simplex search
method is that it deterministically finds a local minimum. This
makes the method rather noise intolerant and quite sensitive
to the initial guess. In this work, we rely on imperfect a pri-
ori knowledge about the sample for which we are measuring
the particle size distribution to set reasonable initial guesses.
Another approach would be to manually (or randomly within
user specified limits) pick a number of different initial guesses
and choose the result with lowest local minimum out of those
trials. The recently proposed stochastic Nelder-Mead simplex
method [27] offers an algorithmic way of dealing with this issue.

We propose that a Mastersizer is used to obtain initial guesses.
This would be the calibration of our method. Once initial guesses
are in place, we find our noninvasive technique very suitable for
monitoring food processes such as a milk fermentation.
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Abstract

Engineering of surface structure to obtain specific
anisotropic reflectance properties has interesting applica-
tions in large scale production of plastic items. In recent
work, surface structure has been engineered to obtain vis-
ible reflectance contrast when observing a surface before
and after rotating it 90 degrees around its normal axis. We
build an analytic anisotropic reflectance model based on the
microstructure engineered to obtain such contrast. Using
our model to render synthetic images, we predict the above
mentioned contrasts and compare our predictions with the
measurements reported in previous work. The benefit of an
analytical model like the one we provide is its potential to
be used in computer vision for estimating the quality of a
surface sample. The quality of a sample is indicated by the
resemblance of camera-based contrast measurements with
contrasts predicted for an idealized surface structure. Our
predictive model is also useful in optimization of the mi-
crostructure configuration, where the objective for example
could be to maximize reflectance contrast.

1. Introduction

Engineering of surface microstructure to obtain cus-
tom reflectance properties, or so-called appearance print-
ing, has many applications in product design and manufac-
turing. This research area has received significant atten-
tion [23, 11, 10, 7, 8, 14] and, recently, tooling was done
with the objective of inserting a simple anisotropic surface
microstructure into economic manufacturing processes [9].
The intended functionality of the anisotropic surface mi-
crostructure was to obtain high reflectance contrast for the
surface when viewed from above at orthogonal angles. Us-
ing a microscope and a camera, the contrast was measured
for different surface structure configurations to find the con-
figuration revealing highest contrast [16].

In this work, we build an analytic bidirectional re-

Figure 1. Engineered surface microstructure used by previous au-
thors [9, 16] to obtain reflectance contrast when the surface is
observed from above at orthogonal angles. We build an analytic
BRDF model for this type of surface.

flectance distribution function (BRDF) that models the
anisotropic reflectance properties of the functional surface
tested by previous authors [9, 16]. Our analytic BRDF
model has two benefits. It is (1) useful for finding the
surface structure configuration that theoretically produces
optimal contrast. It also (2) enables estimation of surface
quality from photographs. As an example, deviation in the
contrast measured for a physical sample from the contrast
predicted for an idealized surface corresponds to surface
quality deviation, and contrast is measurable using simple
computer vision [16].

The simple anisotropic microstructure that produces vis-
ible contrast when viewed at orthogonal angles is created
by having a sequence of small, parallel ridges as shown in
Figure 1. The angle θr is a microstructure configuration re-
ferred to as the ridge angle. Based on how the structure is
rotated around its macrosurface normal, it reflects light in
different ways. Thus contrast can be generated by rotating
the object by 90◦.

The reflectance properties of the ridged surface have
only been studied experimentally [16]. The analytic BRDF
we provide is built for this particular ridged surface struc-
ture, but a similar procedure could be used to derive an an-
alytical model for a surface with a different engineered sur-
face structure. Figure 2 shows an example of a quad ren-
dered with our BRDF before and after rotation by 90◦. The
contrast produced by the ridges having orthogonal orienta-
tion is clearly visible in this image.

© 2017 IEEE. This is the authors' version of the work.
Luongo, A., Falster, V., Doest, M. B., Li, D., Regi, F., Zhang, Y., Tosello, G., Nielsen, J. B., Aanæs, H., and Frisvad, J. R. Modeling the anisotropic 
reflectance of a surface with microstructure engineered to obtain visible contrast after rotation. In Proceedings of IEEE International Conference on 
Computer Vision Workshop (ICCVW 2017), pp. 159-165. October 2017. https://doi.org/10.1109/ICCVW.2017.27



Figure 2. Quad rendered using our BRDF model before and after
rotation by 90◦. The orientation of the ridges follows a checker-
board pattern: two adjacent squares have ridges oriented in orthog-
onal directions.

2. Related Work

The work of Torrance and Sparrow [18, 19] is an early
example of measuring the reflectance properties of a surface
and subsequently developing a BRDF model for predicting
the measured properties. Torrance and Sparrow [18] inves-
tigated metals and ceramics and processed the surfaces of
their samples with the objective of having isotropic, random
rough surfaces. They developed their BRDF model for this
type of surface in order to explain surprising occurrences
of off-specular peaks in the reflectance measurements [19].
Our work is similar, but we model the reflectance properties
of plastic samples with an anisotropic, ridged surface.

With a similar approach, Ward [22] measured and mod-
eled the bidirectional reflectance properties of anisotropic,
random rough surfaces. He found good agreement between
model and measurements for materials such as varnished
wood and unfinished (rolled) or brushed metals. Our work
is different in the sense that we model a ridged rough sur-
face instead of a random rough surface.

Poulin and Fournier [15] presented one of the first
BRDF models for an anisotropic surface with a specific mi-
crostructure. Their model assumes a microstructure consist-
ing of half cylinders each with its axis lying in the surface
tangent plane. More generically, Ashikhmin et al. [2] de-
scribe a methodology for generating a BRDF according to
a given microfacet normal distribution function. Our ridged

surface microstructure requires a slightly different approach
as the microfacet normals are predominantly in two direc-
tions. The specific microstructure we model is interesting
because it can be engineered. This enables us to compare re-
flectance properties predicted by our model with measured
reflectance properties.

Using a generic BRDF model [2], it is possible to
match observed reflectance properties by acquiring spa-
tially varying microfacet normal distribution functions for
an anisotropic surface [21]. This is impressive, but then de-
viations between predicted and measured properties cannot
be used to assess how close an engineered microstructure is
to the desired idealized microstructure.

Researchers working with techniques for BRDF print-
ing have an opportunity to compare predicted reflectance
properties with those of engineered surfaces. Weyrich et
al. [23] use micro milling to obtain a surface structure with
a specific microfacet normal distribution. This is similar
to the tooling part of the manufacturing process that we
are modeling [9]. Our added step of transferring the tool
microstructure to a polymer component enables absorption
(colored surfaces). In previous work [11, 7], absorption
was added by applying different inks to the surface. This
means that their BRDF model is a weighted average of dif-
ferently oriented ink BRDFs, where we have a combina-
tion of surface and subsurface scattering effects. Other au-
thors [10, 8] improve the microstructure resolution as com-
pared with Weyrich et al. [23], but their techniques do not
allow for absorption effects. In the work of Levin et al. [8],
microfacets are at a scale that requires a BRDF model based
on wave optics. Our pitches ranging from 50 to 150 microns
can safely be modeled using geometrical optics. None of
this previous work on BRDF printing includes shadowing
and masking in their BRDF models. This is however im-
portant in the microstructure we investigate due to the steep
slope of the ridge edges.

In recent work, Pereira et al. [14] show that magnetic
microflakes can be used for anistropic BRDF printing. They
measure the BRDFs printed by their technique but do not
provide a predictive BRDF model.

Levin et al. [8] investigated the same kind of contrast that
we are aiming at with our ridged surface structure. Their
technique is however very different as it is based on wave
interference effects. While they seem to achieve better con-
trast than ridged surfaces, they use photolithography which
has high capital and operational cost and cannot easily be
used with polymeric or curved substrates [1]. Nevertheless,
it is noteworthy how easily their very small surface features
produce contrast through wave interference.

McGunnigle [12] uses a bivariate Gaussian distribution
(no Fresnel or geometrical attenuation effects) to model the
anisotropic reflectance of a surface sandpapered in one di-
rection. While his directional surface microstructure seems



Figure 3. Microstructured surface and simplified macrosurface.

a bit like ours, his reflectance model is one-dimensional and
considers only the azimuthal angle of the light source.

3. BRDF Model
The engineered surface that we consider is composed of

many parallel ridges with a pitch of between 50 µm and
150 µm (see Figure 1). If viewed at a reasonable distance,
these details can be assumed to be too small to be seen di-
rectly (at a distance of 0.5 m, humans can discern details
of about 150 µm [13]). Thus we choose to model our sur-
face by a macrosurface with an appropriate BRDF. In this
way, the details of the microstructure are represented by the
reflectance properties of the surface. This is analogous to
other microfacet BRDF models [19, 3, 4, 2], where a rough
surface with a complicated microgeometry is modeled by a
simpler surface with an appropriate BRDF that can replicate
the overall light scattering of the microsurface.

Figure 3 illustrates the macrosurface for our particular
microsurface. In this model, we have a microsurface normal
~m and a macrosurface normal ~n (both are unit vectors). In
addition, ~u is a vector parallel to the ridges and orthogonal
to the normal ~n, and ~v is a vector aligned with the direction
of the pitches. Together, ~u,~v, ~n is an orthonormal basis of
the macrosurface tangent space.

Microfacet models represent the microsurface in terms
of a microfacet reflectance function fm, a geometrical at-
tenuation function G, and a normal distribution function D.
These are combined by integration over all microfacet nor-
mals to form a BRDF f for the macrosurface [20].

3.1. Geometrical Attenuation Function G

The portion of the microsurface with normal ~m visible
from both directions ~ωi and ~ωo is described by the geomet-
rical attenuation functionG(~ωi, ~ωo, ~m). This means that the
function models shadowing and masking effects.

An exact formulation of G is rarely available since it de-
pends on the geometrical details of the particular surface.
Most often, the function is approximated based on assump-
tions about the surface geometry (such as v-grooves [19]).

Figure 4. The angle θp between the microsurface normal ~m and
the projection of the vector ~ω on the nv-plane is used to evaluate
the geometrical attenuation function.

Smith [17] derived an approximation of G for surfaces with
Gaussian microfacet normal distribution. This has the use-
ful property of being separable into the product of two
mono-directional functions (one for shadowing and one for
masking):

G(~ωi, ~ωo, ~m) ≈ G1(~ωi, ~m)G1(~ωo, ~m). (1)

Given the particular regularity of the microsurface we are
dealing with, we have derived an expression for G1 (details
are provided in Appendix A) that is suitable for our model:

G1(~ω, ~m) = χ+

(
~ωp · ~m
~ωp · ~n

)

× [1−min (1, |tan θr tan θp|)] , (2)

where χ+(a) denotes a Heaviside step function that is 1 for
a > 0 and 0 otherwise. We let θp denote the angle between
~m and the projection ~ωp of ~ω on the plane spanned by ~n and
~v, see Figure 4. Thus,

cos θp =
~ωp · ~m
|~ωp|

=
(~ω − (~ω · ~u)~u) · ~m
|~ω − (~ω · ~u)~u| ,

which reveals that the orientation of the macrosurface is
required to evaluate the geometrical attenuation function.
This is as expected since we are dealing with an anisotropic
surface microstructure.

3.2. Microfacet Distribution Function D

The manufacturing process introduces irregularities on
the ridges. The surface microstructure of physical samples
is therefore not as regular as the idealized surface illustrated
in Figure 1. In reality, it is rather rough as illustrated in
Figure 5. Roughnesses have been measured for physical
samples in previous work using optical profilometry [9, 16].



Figure 5. Rough surface.

Figure 6. Orthonormal basis formed by ~um, ~vm, ~m.

These measurements reveal that the ridges are certainly not
smooth. Thus, at a given point x on the microsurface the
normal ~ωm is usually slightly different from the pitch nor-
mal ~m.

The distribution of normals D(~ωm) statistically de-
scribes the orientation of these irregularities across the mi-
crosurface. Many microfacet distribution functions have
been defined over the years [19, 3, 4, 20]. In order to high-
light the anisotropic nature of the surface we are working
with, we use the anisotropic Beckmann distribution func-
tion [5], which is defined by

D(~ωm) =
χ+(~ωm · ~m)

παuαv cos4(θm)

× exp

(
− tan2 θm

(
cos2 φm
α2
u

+
sin2 φm
α2
v

))
. (3)

This distribution function is centred around the pitch normal
~m, and the parameters au and av represent the stretching
coefficients of the distribution along the ~um and ~vm direc-
tions, respectively, see Figure 6. Together, ~um, ~vm, ~m form
an orthonormal basis and the microsurface normal ~wm can
be written in spherical coordinates as

~ωm = sin(θm) cos(φm)~um

+ sin(θm) sin(φm)~vm + cos(θm)~m.

3.3. Macrosurface and Microfacet BRDFs

The normal distribution function D(~ωm) and the geo-
metrical attenuation function G(~ωi, ~ωo, ~m) are combined

into a macrosurface BRDF using [20]

fM (x, ~ωi, ~ωo) =

∫
fm(~ωi, ~ωo, ~ωm)D(~ωm)G(~ωi, ~ωo, ~ωm)

×
∣∣∣∣
~ωi · ~ωm

~ωi · ~n

∣∣∣∣
∣∣∣∣
~ωo · ~ωm

~ωo · ~n

∣∣∣∣ d~ωm. (4)

For the microfacet BRDF fm, we assume that a microfacet
is smooth so that it reflects and refracts light as a perfectly
specular material. Reflection is described by one BRDF frm
and some of the refracted light returns due to subsurface
scattering. We approximate this part by another BRDF fssm .
The function fm is then defined by

fm(~ωi, ~ωo, ~ωm) = frm(~ωi, ~ωo, ~ωm)+fssm (~ωi, ~ωo, ~ωm). (5)

These BRDFs are based on a directional Dirac delta-
function δ (just like the BRDF of a perfect mirror). We
use Fresnel reflectance Fr as the specular reflectance and
include a change of coordinates to enable integration over
microfacet normals [20]. We then have

frm(~ωi, ~ωo, ~ωm) = Fr(~ωi, ~ωm)
δ(~ωh, ~ωm)

4(~ωi · ~ωh)2
,

where ~ωh = (~ωo + ~ωi)/|~ωo + ~ωi| is the half vector of re-
flection.

Although subsurface scattering happens for many BRDF
inputs, we limit our model to only include subsurface scat-
tering of the light that was lost to refraction in the reflection
case. This light is certainly missing and including it is a
first step. This makes our model similar to the BRDF ap-
proximation of subsurface scattering described by Jensen et
al. [6]. We have

fssm (~ωi, ~ωo, ~ωm) = Ft(~ωi, ~ωm)Ft(~ωo, ~ωm)
ρd
π

δ(~ωh, ~ωm)

4(~ωi · ~ωh)2
,

where Ft = 1 − Fr is the Fresnel transmittance, and ρd is
the diffuse reflectance of the material.

By inserting Eq. 5 into Eq. 4, we arrive at our macrosur-
face BRDF:

f(x, ~ωi, ~ωo) = fr(x, ~ωi, ~ωo) + fss(x, ~ωi, ~ωo), (6)

where the reflection term is

fr(x, ~ωi, ~ωo) =
Fr(~ωi, ~ωh)

4 |~ωi · ~n| |~ωo · ~n|
G(~ωi, ~ωo, ~ωh)D(~ωh)

and the subsurface scattering term is

fss(x, ~ωi, ~ωo) =
ρd
π
Ft(~ωo, ~ωh)Ft(~ωi, ~ωh)

× G(~ωi, ~ωo, ~ωh)D(~ωh)

4 |~ωi · ~n| |~ωo · ~n|
.



Figure 7. Configuration of the experiment for measuring contrast.

4. Experiments

We test our model by investigating its ability to predict
the contrast measurements by Regi et al. [16]. These were
conducted by photographing the surface before and after ro-
tating the microstructure 90◦ around its macrosurface nor-
mal axis. Figure 7 illustrates the configuration of this exper-
iment. They observed the samples with a digital microscope
modified to hold an LED light source at a fixed position rel-
ative to the camera so that the angle between the camera and
the light source was constant: θl = 10◦.

The parameters considered in the experiment are: the
ridge angle θr which could assume the values 5◦, 10◦, 15◦,
and 20◦; the camera tilting angle θc with values −20◦,
−10◦, 0◦, 10◦, and 20◦, and the azimuthal angle of rota-
tion of the structure φs with values 0◦, 90◦, and 180◦. The
radiant exposure was measured under constant lighting con-
ditions and varying parameters. The contrast was then eval-
uated as the difference between the measurements at posi-
tions 0◦ and 90◦ and between 90◦ and 180◦ for φs.

To predict these contrast measurements, we reproduced
the same settings in a rendering framework and measured
the radiant exposure

[
J
m2

]
(up to an unknown scaling fac-

tor k). Renderings were based on the BRDF described in
the previous section and we compare our contrast measure-
ments with the results presented by Regi et al. [16] in the
following section.

5. Results

Our contrast predictions are compared with the measured
contrasts in Figure 8. The mean contrast was evaluated by
keeping one parameter constant and averaging all the con-
trasts obtained by varying the other parameters.

As in the measurements, we find maximum contrast for
zero tilting angle (θc = 0◦) and decreasing contrast when
the camera is tilted. We also find that the anisotropic struc-
ture of the surface makes the contrast between the azimuthal
angles 0◦ and 90◦ stronger than the contrast between 90◦

and 180◦. With respect to the ridge angle θr, our model
predicts the highest contrast with a 5◦ angle. This is theo-
retically plausible as a five degrees ridge angle should leave
most microfacets with a normal so that light is reflected in
the macrosurface normal direction when θc = 0◦.
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Figure 8. Comparison of mean contrasts for different values of the
parameters θc, θr , and φs. Measured contrasts [16] are in red and
our predicted contrasts are in blue.

Figure 9. Small part of a manufactured sample. Visualization of a
height map acquired with an industrial laser confocal microscope
(left) and a microscope image (right).

The most significant difference between prediction and
measurement is that measurements found highest contrast
for a ridge angle of θr = 10◦. We think that this result might
be caused by the presence of noise in the surface structure
due to the manufacturing process. To support this conjec-
ture, we have produced samples similar to the ones in previ-
ous work [9, 16] and investigated the microstructure of the
tool and the manufactured plastic sample. Figure 9 shows
a 3D visualization of height data captured with a 3D laser
confocal scanner and a microscope image both of the plas-
tic surface. While the original surfaces produced by Regi
et al. [16] may have been higher quality, there is no doubt
that the manufacturing process produces inaccuracies both
in the tool and in the sample microstructure. In the tool,
we have observed small burrs, especially along ridge edges.
These burrs have a tendency to leave residues of material on
the surface and create substantial artifacts. The white bulky
peaks in Figure 9 are examples of such artifacts. These im-
perfections in the surface become more significant for small
ridge angles and may easily hide the signal from the ridged
structure in noise. We believe this is a plausible explanation
for this deviation between prediction and measurement.

6. Discussion and Future Work
We have developed a new model for predicting the re-

flectance properties of an engineered anisotropic surface



Figure 10. The surface fraction masked by the ridged structure is
given by the ratio between p and p′.

made of parallel micro ridges. Our model provides a BRDF
based on microfacet theory including an expression for the
geometrical attenuation function. The BRDF describes our
particular type of ridged surface, but a similar procedure
could be employed to model other engineered surface mi-
crostructures. We validated our model by comparing with
experimental measurements from previous work. Our re-
sults are quite similar to the measurements, but we observed
some deviations. If deviations are due to manufacturing ar-
tifacts, as we conjecture, our model is useful as a tool for
computer vision based quality inspection of optical func-
tional surfaces of this kind. In addition, our model provides
many opportunities for optimizing surface structure with the
objective of maximizing contrast, for example. It is signifi-
cantly easier to modify microstructure configuration in sim-
ulation as compared with experiment.

In the future, we would like to further support our con-
jecture that contrast measurements converge to predicted
contrasts as sample quality improves. This will be in-
vestigated as tooling and manufacturing processes improve
to provide higher quality samples. Moreover, comparison
of anisotropic BRDF measurements with predicted values
would also be interesting as an alternative to the more over-
all contrast measurements.

A. The G1 Function for a Ridged Surface
This appendix provides some details about the derivation

of the geometrical attenuation function described in Eq. 2.
The value of the function G1 is given by the ratio be-

tween the portion of the pitch surface visible from a given
direction ~ωp and the total pitch surface. Figure 10 provides
some elements that are useful for the derivation of Eq. 2.
The vector ~ωr represents the reflection of ~ωp around the
surface normal ~m, θr is the ridge angle and θp is the an-
gle between ~ωp and ~m, p and r represent respectively the
length of the pitch and the length of the ridge, and p′ repre-
sents the length of the portion of pitch surface for which the

reflection vector ~ωr is blocked by the ridge.
Now, G1 is described by

G1(~ωp, ~m) = 1− p′(~ωp, ~m)

p
, (7)

and the value of p′ is

p′(~ωp, ~m) = r tan θp = p tan θr tan θp. (8)

Then, by inserting Eq. 8 into Eq. 7, we have

G1(~ωp, ~m) = 1− tan θr tan θp. (9)

Since the value of p′ might become greater than p for certain
combinations of angles θr and θp, we modify Eq. 9 and get

G1(~ωp, ~m) = χ+

(
~ωp · ~m
~ωp · ~n

)

× [1−min (1, |tan θr tan θp|)] . (10)

In a similar way, it can be shown that for an arbitrary direc-
tion ~ω not lying in the plane spanned by the ~n and ~m Eq. 10
is still valid and depends only on the projection vector ~ωp

and the surface normal ~m.
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Figure 1: Hemispheres and bunnies with smooth and rough surfaces, and flat samples (smileys and QR code) with spatially varying
anisotropic reflectance. The scene is observed from two different directions to exhibit the anisotropy. The sun is used as a directional light
source. Each item was printed in a one-step process using the presented technique.

Abstract
Digital light processing stereolithography is a promising technique for 3D printing. However, it offers little control over the
surface appearance of the printed object. The printing process is typically layered, which leads to aliasing artifacts that affect
surface appearance. An antialiasing option is to use grayscale pixel values in the layer images that we supply to the printer.
This enables a kind of subvoxel growth control. We explore this concept and use it for editing surface microstructure. In other
words, we modify the surface appearance of a printed object by applying a grayscale pattern to the surface voxels before
sending the cross-sectional layer images to the printer. We find that a smooth noise function is an excellent tool for varying
surface roughness and for breaking the regularities that lead to aliasing. Conversely, we also present examples that introduce
regularities to produce controlled anisotropic surface appearance. Our hope is that subvoxel growth control in stereolithography
can lead 3D printing toward customizable surface appearance. The printing process adds what we call ground noise to the
printed result. We suggest a way of modeling this ground noise to provide users with a tool for estimating a printer’s ability to
control surface reflectance.

Keywords: 3D printing, additive manufacturing, appearance, BRDF, fabrication, reflectance, surface roughness
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1. Introduction

While 3D printers can often print geometric features in high qual-
ity, they lack the ability to control surface appearance by modifying
roughness and reflectance properties. The ability to produce mod-
els with region-specific surface properties is crucial for artists and
developers to properly design the appearance of a part. In the pro-
totyping stage of product development, additive manufacturing is
commonly used to produce parts in order to evaluate the final aes-
thetics of a product. For a part to look like a designed digital model,
however, additional surface processing is often required. We pro-
pose a method for better control of printed surface properties to
enable customization of the final appearance of a printed part.

The printing technology we work with is based on photopoly-
merization, which refers to the curing of liquid photo-reactive
resins (photopolymers) using light. The light is usually in the ul-
traviolet range of wavelengths. This process is used for 3D printing
with stereolithography, where a light source selectively illuminates
a photopolymer to produce a solid object with a user-defined shape.
If a digital light processing (DLP) projector is used as the source,
the technique is referred to as DLP printing. In this case, we can
specify the user-defined shape as a volume. The photopolymer is
contained inside a vat and at each step a building platform is raised
or lowered, depending on the setup of the DLP printer, in order to
expose only a thin layer of liquid photopolymer to the projector.
Each slice of the volume is then projected onto the photopolymer
to produce a layer of the 3D print consisting of solidified polymer
in all the pixels of the slice with value one (white voxels). In the
context of DLP printing, we provide an investigation of the use of
grayscale voxel values to control surface microstructure. Figure 1
displays some of our results.

Commercial 3D printers improve continually in terms of the res-
olution and the complexity of the geometries that can be printed.
Nevertheless, the final surface appearance is typically controlled
through the use of different print materials, deposition of different
inks, and postprocessing of the surface. Samples with different re-
flectance properties can be printed directly in a one-step process,
but the microstructure of the surface is then defined by the em-
ployed 3D printing technique. For example, in a material-extrusion
based printer, the sample surface will exhibit layering artifacts,
while a powder-based print will have a grainy surface. A DLP
printer can produce smooth flat surfaces, but on vertical and curved
surfaces it will produce staircase artifacts. Even if the layers are
so thin that we cannot see them with our naked eyes, the layered
structure still produces moiré patterns and reflects light with a glean
at certain angles. To get a different appearance, such as reflective
or matte, the printer must produce a more detailed geometry with
smaller features. The resolution of the 3D printer typically sets the
limitation and prevents us from obtaining the desired result.

In this work, we show how the use of grayscale patterns greatly
increases the capabilities of a DLP printer, and how it enables us
to print microfeatures and patterns on the surface of a sample in a
one step process without changing the macroscopic geometry of the
printed part. By using this technique, we can modify the roughness
and surface appearance of a print without changing materials or
applying postprocessing to the sample.

2. Related Work

Fabrication of microgeometry to obtain custom surface reflectance
was pioneered by Weyrich et al. [WPMR09]. They point at many
interesting applications and fabricate custom microgeometry using
a micro milling approach. In a 3D printing context, a 5-axis micro
milling machine can produce free-form surfaces with fairly small
features. However, due to the kinematics of the milling process, it
is difficult to control the surface roughness [ABRK17]. In another
early technique, Matusik et al. [MAG∗09] use different inks in dif-
ferent halftoning patterns to print a surface with spatially-varying
reflectance properties. This technique is however restricted to print-
ing on planar surfaces, and the microstructure that can be printed
depends on the reflectance properties of the employed inks.

Different ways of extending these early techniques have been
tested. Malzbender et al. [MSS∗12] print on a paper with a static
microstructure and let the selective depositing of ink control the
surface reflectance. More generally, Baar et al. [BBS15] study the
link between variation of print parameters and local control of the
gloss appearance in a printout. However, they only consider print-
ing of flat images. Lan et al. [LDPT13] use a 3D printer based on
material jetting to produce patches with oriented facets and then
coat them with glossy inks using a flatbed UV printer. However,
the facets in the patches are visible to the naked eye (140 µm by
140 µm) and the fabrication process requires two steps. The use of
the flatbed printer puts a constraint on the curvature of the surface
that the inks can be applied to. Thus, when applying this method to
a 3D surface, the object is divided into several parts that are stitched
together in a post-process after inks have been deposited using the
flatbed printer. Another approach requiring two steps is by Rouiller
et al. [RBK∗13]. They use another 3D printer based on material
jetting to print microfacetted transparent domes that they stick onto
a colored model, which was 3D printed using a powder bed printer.
In this way, each dome modifies the reflectance in the local area
where it is attached. As opposed to these techniques, we present
a one-step approach where the fabrication of surface microstruc-
ture is integrated into the 3D printing process. The material jetting
printers (PolyJet technology) employed in this previous work can
only print binary voxels (material or not). Consequently, they do
not support the grayscale voxel values that we can use when em-
ploying a vat polymerization based DLP printer.

Levin et al. [LGX∗13] present a technique for printing mi-
crostructure small enough to create reflectance functions based on
wave interference effects. Their technique is based on photolithog-
raphy, which is a very precise but also very costly process that re-
quires a special wafer coated by photoresist. Photolithography is
currently not available as a 3D printing technique.

Pereira et al. [PLMR17] propose an entirely different approach,
where magnetic microflakes are embedded into a photopolymer
and controlled during printing using electromagnets. While they
obtain interesting results, the magnetic flakes are significantly
harder to control than our surface microstructure based on gray-
scale values in the projected cross-sectional images.

Use of grayscale values in DLP printing is not entirely new.
Mostafa et al. [MQM17] explore to what extent grayscale val-
ues can improve the dimensional accuracy of an Autodesk Em-
ber printer. This use case has also been investigated internally
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at Autodesk [Gre16], where they improve printing fidelity using
grayscale values computed with antialiasing techniques. The work
presented by Greene [Gre16] is the work most closely related to
ours. Greene even mentions in passing that random noise can be
used to break moiré patterns and to produce a matte surface. How-
ever, to the best of our knowledge, we are the first to more carefully
modify surface roughness and reflectance properties of 3D printed
objects by applying grayscale patterns across surface voxels.

Some work has been done to control the subsurface scatter-
ing and absorption properties of fabricated objects [DWP∗10,
HFM∗10,PRJ∗13,ESZ∗17]. In our case, these properties are deter-
mined by the photopolymer selected for the print job. We consider
it an interesting challenge for future work to investigate ways of
controlling the scattering properties of a photopolymer.

3. Subvoxel Growth

The resolution of DLP printing is typically in the range from 15
to 100 µm [LCR∗17]. It depends on the quality and pixel resolu-
tion of the digital micromirror device (DMD) chip of the projector
and on the step-precision of the building plate. It is possible to use
grayscale images as input for the projector to obtain subvoxel accu-
racy [Gre16,MQM17]. The principle behind this idea is that the so-
lidification process of the resin depends on the amount of UV light
received, and this amount can be changed by varying either the pe-
riod of time for which an image is projected (exposure time) or the
intensity of the light. With grayscale values as input for the projec-
tor, we vary the intensity and thus control the growth of each voxel.
This approach can be used to produce very small features and pat-
terns on the surface of a 3D printed sample. If applied properly, the
grayscale values modify the microscopic surface properties of an
object without modifying its macroscopic geometrical structure.

3.1. Subvoxel control

The relation between grayscale values and voxel growth is crucial if
we are to print an arbitrary microscopic pattern with high accuracy.
If we project an even slope of all the grayscale values (pixel in-
tensity values from black to white), we would ideally see the same
even slope being printed. If this were the case, voxels would grow
proportionally with the grayscale values.

Unfortunately, the photopolymerization is initiated only when a
critical energy level is reached, and the cure depth then follows a
logarithmic curve with increasing energy [Jac92, LPA01, Ben17].
Thus, we can determine the relationship between pixel intensity
and voxel growth. With τ denoting the thickness of a print layer,
the cure depth and thus the voxel growth height is

τ f (I) =

{
α+β log(I− γ) , for I > e−α/β + γ ,

0 , for I ≤ e−α/β + γ ,
(1)

where I is the pixel intensity, and α, β, and γ are parameters that
need to be fitted for a particular photopolymer.

Through inversion of the function f , we obtain a mapping to
the proportionality relation, which significantly eases control of the

Figure 2: Inversion of non-linear voxel growth to have printed
voxel height proportional to grayscale pixel intensity, I.

Figure 3: A desired circular print layer geometry (left), its rasteri-
zation according to the resolution of the projector (middle), and the
same layer with grayscale values for antialiasing (right).

voxel growth. We have

f−1(I) =

{
e

τ I−α
β + γ , for I > 0 ,
0 , for I = 0 ,

(2)

and using f−1(I) as the grayscale values of the pixels in a pro-
jection, the printer prints voxels of height τ I. This is illustrated in
Figure 2. Greene [Gre16] presented a similar result, but they used
a quadratic f function while suggesting that a logarithmic function
seems a better choice. We found the right f function by considering
the photopolymerization cure depth.

3.2. Grayscale patterns

The ability to control voxel growth using a linear scale of grayscale
values enables us not only to improve fidelity and reduce aliasing
artifacts, as demonstrated by Greene [Gre16], it also enables us to
print smooth microfeatures in a single layer and thereby modify the
reflectance properties of the surface.

3.2.1. Antialiasing

When printing an object, we have to slice the geometry to gen-
erate an image for each layer. Slices are obtained by rasterizing
the geometry, and if no measures are taken, spatial aliasing will be
present along edges of the layers in the form of pixelated bound-
aries, see Figure 3. Grayscale values based on supersampling (in all
three dimensions) can be used to counteract this effect and produce
a smoother surface [Gre16]. However, this is not enough to com-
pletely remove staircase artifacts in a surface. These artifacts lead
to visible reflectance anisotropy and moiré patterns.

c© 2019 The Author(s)
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Figure 4: Sinusoidal patterns with different wavelengths (leftmost
with λu = λv = 100 µm and middle left with λu = λv = 400 µm).
Sparse convolution noise with different amplitude and frequency
factors (middle left with A = 0.625 and B = 16 and rightmost with
A = 3 and B = 32). Both types of patterns are useful for controlling
roughness. Due to its irregularities, the noise function is also useful
for antialiasing.

Greene [Gre16] suggests the use of Gaussian smoothing that pro-
duces grayscale values in a thick band around the edges to further
reduce aliasing. A broad Gaussian smoothing is however likely to
also smoothen the macroscopic geometry of the object if the sur-
face is not spherical. This would compromise object fidelity. An-
other suggestion by Autodesk [Gre16] is to add random noise to
all the grayscale values. This breaks the moiré patterns, but it also
leads to a matte surface. In other words, when printing in 3D, exist-
ing work leaves us with the choice of an aliased or a matte surface
appearance. In the following, we demonstrate how a smooth low-
amplitude solid noise function can be used to break moiré patterns
while retaining surface smoothness. In addition, we explore the use
of procedural methods for inserting grayscale values in surface vox-
els to control the surface microstructure.

3.2.2. Reflectance properties

The roughness of a surface is given by its microstructure. The fea-
tures are so small that they are only individually visible at the mi-
croscale, but they affect the macroscopic surface appearance. Our
goal is to apply grayscale patterns along the surface of an object
to print surfaces with different roughnesses, going from smooth to
almost diffuse, and also to print spatially varying anisotropic re-
flectance properties.

As rough surfaces are characterized by having a distribution of
microfacet normals pointing in various directions, one way to ob-
tain isotropic roughness is to use a curved surface [TR75]. We
therefore test a grayscale pattern with surface voxel values set ac-
cording to a (2D) sinusoidal function running along the surface.
The function is

I(u,v) =
1
2

sin
(

2π
λu

u
)

sin
(

2π
λv

v
)
+

1
2
, (3)

where u and v are parameters measuring physical length in a uni-
form parametrization of the surface, so that λu and λv represent the
wavelengths along these two dimensions. The wavelengths of the
sinusoid then control the roughness of the surface, see Figure 4.
This kind of grayscale pattern will generate a periodic sequence of
micro-cavities and micro-bumps on the 3D printed object, and this
structure will produce a rough surface when the frequency of the
sinusoid is high (more bumps and cavities), and a smooth surface
when the frequency is low.

An issue with the sinusoidal surface is its regularity. Since the

Figure 5: Sinusoidal patterns with different wavelengths along the
two axes (left with λu = 50 µm and λv = 200 µm and middle with
λu = 50 µm and λv = 400 µm) and sequences of parallel ridges
(right). These 2D patterns are useful for printing anisotropic sur-
face roughness and reflectance contrast.

function is regular, it does not entirely prevent the aliasing prob-
lems due to layered printing. We therefore decided to also use a
smooth noise function, as it is irregular but produces a similar effect
in terms of the microfacet normal distribution. To avoid the grid-
aligned artifacts seen in Perlin noises [Per85, Per02, MSRG12], we
employ a solid sparse convolution noise (Appendix A). The differ-
ence between sinusoidal patterns and noise slices is illustrated in
Figure 4. By controlling the frequency and amplitude of the noise
function, we are able to obtain smooth and rough surfaces with very
few staircase artifacts (hemispheres and bunnies in Figure 1).

We print anisotropic reflectance properties using a 2D sinusoidal
function with different frequencies along the two axes, or a se-
quence of parallel ridges, as described by Luongo et al. [LFD∗17],
see Figure 5. These patterns are useful for producing anisotropic
reflectance contrast (smileys and QR code in Figure 1). While
we only test these patterns on a 2D surface, they could be tex-
ture mapped onto a curved surface to obtain a 3D surface with
anisotropic reflectance. Texture coordinates for a given model can
be generated using a 3D modeling tool such as Maya or Blender. If
we want to avoid this task, a solid noise function (Appendix A) can
be stretched along the tangent space of a 3D surface using line inte-
gral convolution [BSH97]. To obtain a consistently oriented tangent
space without use of texture coordinates, we can use the function
for building an orthonormal basis by Frisvad [Fri12].

3.3. Assessing reflectance controllability

We assess how well our method controls the reflectance properties
of a printed surface using two different approaches. For anisotropic
microstructure, we predict the expected contrasts in light reflection
when the surface is illuminated from different directions. We do
this by rendering the surface appearance due to the varying mi-
crostructures using analytic BRDF models derived for those spe-
cific microstructures. For the ridged structure in Figure 5, we use
the model presented by Luongo et al. [LFD∗17]. For the anisotropic
sinusoidal patterns, we derived a new model, which is described
in Appendix B. We then qualitatively compare the rendered im-
ages with photographs of printed samples. The comparison is not
in terms of photorealism, but in terms of contrast in light reflec-
tion. For irregular noise-based microstructure, such as the patterns
generated using sparse convolution noise (Figure 4), we compute
the corresponding bidirectional reflectance distribution function
(BRDF) using a path tracer. We path trace a representative patch
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1. High poly mesh input 2. Scaled into View-Frustum
(AABB)

3. Sub slice (High Resolution)

4. 2DAA (Lower Resolution)5. 3DAA - Blending of sub slices

Sub slicing within each slice boundary

6. Final image

Figure 6: Mesh slicing pipeline based on rasterization. Used for
generating cross-sectional layer images for the DLP projector.

of the noise used as grayscale input for the printer. Measuring the
printed microstructure using a microscope, we can then compare
the BRDF of the desired microstructure with the BRDF of a corre-
sponding printed microstructure.

Interestingly, Ribardière et al. [RBSM19] provide an algorithm
for generating height fields with microstructure corresponding to
the normal distributions used in popular analytic microfacet BRDF
models [WMLT07]. These height fields can be used as grayscale
maps in our printing process and would allow for assessments sim-
ilar to ours but with the commonly used BRDFs. We leave a com-
plementary investigation of this kind for future work.

3.4. Mesh slicing

To generate antialiased cross-sectional layer images for the DLP
projector, we have tested two different approaches: one based on
rasterization and one based on ray tracing, both running on the
graphics processing unit (GPU). Our rasterization procedure is il-
lustrated in Figure 6, and the different steps are described in the
following paragraphs.

In both approaches, a closed triangle mesh is provided as input
(step 1) and the print volume is represented by the view frustum of
an orthographic camera placed above the mesh looking downwards.
The background color is set to black and the frame buffer resolution
is set to the projector resolution. The latter ensures that each pixel
of a generated layer image corresponds to a voxel with physical
dimensions as described in Section 4. To determine the number of
slices that we need, we calculate the object height in number of
voxels using the desired physical height of the printed object.

In rasterization, we slice the mesh by moving the near cutting
plane of the camera through the print volume in steps of the print
layer thickness (step 2). The far cutting plane is placed at the end of
the print volume and depth testing is enabled. For frontfacing trian-
gles, the color is based on a procedural texture (sinusoid or noise)
but the fragment is only rendered to the color buffer if it is within
the current layer. Frontfacing triangles behind the current layer are
only rendered to the depth buffer. Backfacing triangles passing the

Membrane

Projector

Vat

Buildplate

Resin

Glass

Figure 7: Schematic of the homebuilt DLP printer.

depth test are rendered with a flat white color. For each slice, we
generate a number of subslices (step 3) to include supersampling in
the depth dimension.

In ray tracing, we trace a ray from the image plane through all
surfaces until it reaches the front surface of the current layer. The
ray keeps a counter for each intersection, so that the counter is even
when the ray is outside the object, odd when inside. A ray is then
traced in the same direction from the front to the back of the layer.
The fraction of the distance traveled by this ray that was also inside
the object provides a grayscale value for antialiasing in the depth
direction. Combining this with jitter sampling of the ray origin in
the camera pixel, we obtain grayscale values incorporating full 3D
antialiasing. As in rasterization, the grayscale value is modulated
by a procedural texture when the ray going through the layer inter-
sects a frontfacing triangle.

In rasterization, antialiasing requires more passes. To have 2D
antialiasing in each slice, we use hardware supported full screen an-
tialiasing with four samples in each pixel (4xFSAA). This is done in
eight times higher resolution and downsampled to the projector res-
olution (step 4). The subslices are then blended into the same frame
buffer (step 5) to produce one antialiased cross-sectional layer im-
age for the printer (step 6).

4. Experiments

We run our experiments on a homebuilt bottom-up DLP printer,
which is based on the work of Jørgensen [Jør15]. A schematic of
the printer is in Figure 7. The photopolymer resin is inside the vat.
The building platform starts at the bottom of the vat and moves up-
wards during the printing process. The step precision of the build-
ing platform is 1 µm, which enables us to print very thin layers. A
transparent membrane is placed at the bottom of the vat in order to
separate the photopolymer from the glass. This is done to facilitate
the peeling effect and the release of the sample from the vat when
the platform is raised [PZNH16].

The DLP projector we use is a LUXBEAM Rapid System by
Visitech equipped with a DMD chipset of the DLP9000 family by
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Texas Instruments. It has an array of 2560× 1600 micro-mirrors
and pixel pitch of 7.54 µm. The projector is placed underneath the
vat and can be raised and lowered to focus it. We use a projection
lens from Visitech with a magnification factor of 1.0×, yielding an
image pixel pitch of 7.54 µm, or alternatively a lens with a factor
of 2.0× and pixel pitch of 15.08 µm.

According to the manufacturer, the projector is more stable for
high values of the UV LED amplitude, but even low values of UV
LED amplitude can overcure the photopolymer in our setup. This
would ruin the quality of the prints, so we equipped the projector
with two absorptive neutral density filters from Thorlabs. Each fil-
ter transmits 10% of the incoming light, so that the amount of light
reaching the photopolymer is 1% of the light emitted by the projec-
tor. In this way, we can use higher values of UV LED amplitude for
our prints, which means that we get a more stable behavior from
the projector (less flickering, for example).

The photopolymer we use is Industrial Blend (red) resin from
Fun To Do. In order to inspect and measure the properties of
our prints we used an optical measuring device based on focus-
variation, Infinite Focus by Alicona, which can produce high-
quality 3D measurements of the surfaces and measure the surface
roughness with nanometer precision.

After the printing process, the sample is cleaned with iso-
propanol in an ultrasonic cleaner in order to remove any residual
resin from the surface. We then do additional curing in a UV cur-
ing box to ensure that the sample has solidified properly, and to
remove the risk of contamination when touching the sample.

Our setup enables us to print high resolution samples. However,
the presence of the membrane, which mitigates peeling forces, is
a source of some defects: when the membrane is installed on the
glass, some wrinkles may be present and air can be trapped be-
tween the membrane and the glass causing the formation of bub-
bles. Such issues affect the final quality of the sample, where we
sometimes observe bumps and scratches on the surface. Scratches
start appearing as the membrane gets worn.

4.1. Parameter calibration

The photopolymer curing process is determined by the intensity of
the projected UV light, by the exposure time, and by the amount of
resin that we want to cure (layer thickness). All these parameters
vary for different materials, and a calibration operation is required
in order to find the optimal configuration for a certain setup.

Based on previous experiments performed on the same
printer [Rib17], we decided to use a value of τ = 18 µm for the
layer thickness. This value is small enough to give us microfea-
tures, which can affect the reflectance properties of an object with-
out being visible to the naked eye, and it is thick enough so that the
features created with grayscale images are not overexposed.

To calibrate the projector intensity and exposure time, we cre-
ated a calibration sample with the same pattern repeated 36 times
on the top surface, see Figure 8. For each of these 36 patterns, we
use a different value of intensity or exposure time. One out of the
36 patterns has a physical size of 1920× 1920 µm2 and consists
of four black-and-white checkerboards with different scales for the

Figure 8: Pattern used to calibrate projector parameters (top left)
and microscope image of a printed pattern (bottom left). The pat-
tern is composed of four black-and-white checkerboards at different
scales, and it is repeated 36 times in a calibration sample. On the
right, a microscope image with 16 of the 36 checkerboard pattern
repetitions in a calibration sample.

size of the squares. We first print a calibration sample with increas-
ing UV LED amplitude for each pattern repetition while keeping
the exposure time constant. The same experiment is then repeated
with increasing exposure time while keeping the UV LED ampli-
tude constant. A good combination of parameters is found when a
pattern shows sharp features which are neither underexposed nor
overcured. With this experiment, we found that for a layer thick-
ness of τ = 18 µm the optimal parameters of our setup are an UV
LED amplitude of 230 and an exposure time of 3 seconds.

4.2. Voxel height measurements

As mentioned in Section 3.1, the relation between pixel intensity
and growth of the corresponding voxel is logarithmic, Eq. 1. In
order to apply our correction, Eq. 2, we need to find the values of
the parameters α, β, and γ.

We printed several samples with a repeated linear grayscale gra-
dient containing all the values from black to white, the upper left
part of Figure 9 shows two examples. We then examined the sam-
ples with the Infinite Focus microscope and measured the surface
with a vertical resolution of 0.4 µm. The collected data were used
to find a fit for Eq. 1, see the lower left part of Figure 9, and we
estimated the parameter values to be α = 17.71 µm, β = 10.24 µm,
and γ =−0.01. By having the same pattern repeated multiple times
we got a better estimate and were able deal with some of the noise
introduced by the printing process.

The corrected grayscale pattern and the corresponding printed
samples are shown in the upper right part of Figure 9. The surface
of the sample now looks more smooth and the resin solidifies ev-
erywhere on the surface. The blue plot in the lower right part of
Figure 9 is a measurement of the surface height, while the red plot
is the ideal linear behavior that we would like to have when print-
ing with grayscale images. Even though the blue plot shows some
irregularities, it proves that by applying Eq. 2 to our patterns we
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Figure 9: Grayscale layer images and microscope images of
printed results used for estimating α, β, and γ to control voxel
growth (two repetitions). The linear gradient (left) is used for fit-
ting to Eq. 1. The logarithmic gradient (right) is used for testing
the linearity of the printed gradient after correction with Eq. 2.

Table 1: Average roughness measured as Sa and Sq for samples
with sparse convolution noise applied using different amplitudes A
and frequencies B.

A = 0.625 A = 2 A = 3
Sa (µm) 2.21 3.30 5.53

B = 16
Sq (µm) 2.82 4.20 6.94
Sa (µm) 2.90 4.49 7.95

B = 32
Sq (µm) 3.64 5.71 10.10

obtain the desired geometry, and we therefore have the ability to
control subvoxel-sized surface microstructure.

4.3. Roughness measurements

To verify that we can print surfaces with different roughnesses
by applying sparse convolution noise with varying amplitude and
frequency parameters (Appendix A), we printed several samples
and measured their surface roughness with the microscope. The
parameters used in this experiment and the corresponding results
are in Table 1. These results show quantitatively that by increas-
ing the amplitude A and the frequency B of the noise function the
area roughness parameters Sa (arithmetic average height) and Sq
(root mean square roughness) increase as well. Thus, we obtain a
smoother surface if we apply a grayscale pattern with sparse con-
volution noise using lower values of A and B, and more diffuse-like
surfaces if we use higher values of these two parameters.

Figure 10: Hemispheres printed with grayscale values calculated
using supersampling. On the left, the hemispheres were printed us-
ing a 2× magnifying lens: one with supersampling only (top left)
and one with both supersampling and sparse convolution noise
(bottom left, parameters A = 0.625 and B = 32). On the right, the
hemisphere was printed with supersampling and 1× magnifying
lens. Even at a scale this small, moiré patterns are still visible when
the surface is observed in a microscope.

4.4. Antialiasing abilities of supersampling

As discussed by Greene [Gre16] and in Section 3.2.1, we
can use supersampling to calculate grayscale values for spatial
antialiasing during the slicing process. However, we find (as
did Greene [Gre16]) that the surface still exhibits reflectance
anisotropy and moiré patterns. The hemisphere in Figure 10 (top
left) was printed using 2× magnifying lens and supersampling for
antialiasing. Nevertheless, it still has an elongated highlight that we
would only expect to see when the surface exhibits anisotropic re-
flectance [AS00]. Even if printed with 1× magnifying lens and su-
persampling, we still see staircases and moiré patterns when look-
ing through a microscope (Figure 10, right). On the other hand,
we find a smooth irregular noise function (like the one presented
in Appendix A) useful for obtaining improved antialiasing and
more isotropic reflectance properties. The hemisphere in Figure 10
(bottom left) includes sparse convolution noise with parameters
A = 0.625 and B = 32. While this sample is not completely free
of aliasing artifacts, it does exhibits a more rounded highlight and,
thus, more isotropic reflectance properties. The same hemisphere is
illuminated by a more directional source in Figure 1.

5. Results

Let us compare printed surface microstructure with the surface mi-
crostructure given as input grayscale values for the printing pro-
cess. The first column of Figure 11 is examples of input noise at am-
plitudes A = 0.625,2,3 and the third column is examples of printed
surface microstructure for input noise at the same amplitudes. It
is clear that the printing process introduces additional noise, let us
call it ground noise, caused by the membrane and the cleaning pro-
cess. We can now use path tracing of a specular surface patch with
geometry given by these height maps to calculate a correspond-
ing BRDF lobe (second column of Figure 11). The input noises
produce a highly specular lobe, so we also draw these using a log-
arithmic scale in Figure 12 to make their differences more easily
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(a) input (b) input BRDF (c) measured (d) printed BRDF (e) input + ground (f) model BRDF
Figure 11: (a) Input grayscale noise values of amplitudes A = 0.625,2,3, (c) surface microstructure printed using input of the same ampli-
tudes and measured using a microscope, (e) ground noise added to the input noise. (b, d, f) Lobe images showing the BRDF values for a 45
degrees angle of incidence. The lobes were computed using path tracing.

A = 0.625 A = 2 A = 3
Figure 12: Log transformed versions of the BRDF lobes based on
the input noise values alone (second column of Figure 11).

observable. We observe that the shape of the lobe broadens with in-
creasing amplitude. The height maps obtained by imaging printed
surfaces using the Infinite Focus microscope result in a much more
broadly scattering lobe that we visualize in the fourth column of
Figure 11. The reflectance properties of the input surfaces and the
printed surfaces are so different that they are hard to compare. How-
ever, the results are important as we can use them to build a model
of the printer’s added ground noise.

Through inspection of the measured height maps and using the
noise function in Appendix A, we manually found that the follow-
ing function is a good model for our printer’s ground noise:

ground(xxx)

=
2
3

noise
(

xxx
50 µm

)
+

1
9

noise
(

xxx
25 µm

)
+

1
12

noise
(

xxx
2 µm

)
.

We believe this is useful as an example if one were to build a sim-
ilar model for the ground noise of another printer. Finding an ex-
pression for the ground noise of a printer is important as it models

the imprecision of the printing process. Since the printer adds noise
similar to the ground noise to the input grayscale values, the ground
noise function provides us with an outline of the printer’s limita-
tions in terms of reflectance control. If the printer is improved, we
can repeat the experiment and see if the ground noise has dimin-
ished. To model the BRDF output of the printer, we add the ground
noise to the input grayscale values and flatten the result a bit by
clamping to include the membrane in the model. The fifth column
of Figure 11 is examples of the surface microstructure estimated by
this model, and the sixth column indicates that the resulting BRDF
lobes come fairly close to the printed BRDF in the fourth column.

Figure 1 displays some of the visual effects enabled by our tech-
nique. It is remarkable that the rather small difference in the BRDFs
that we estimated (Figure 11) produces a fairly obvious visual dif-
ference. In the following, we explore different techniques for print-
ing surfaces with anisotropic reflection, and we demonstrate why
the irregular noise function is important when printing 3D surfaces.
Regarding the quality of antialiasing and the rate at which slices are
generated, both techniques introduced in Section 3.4 perform sim-
ilarly, and either one can be used to obtain the following results.

Figure 13 (top row) shows the grayscale patterns used for print-
ing the smiley sample displayed in Figure 1. The figure also shows
microscope images of the printed result (bottom row). We printed
this sample with the 1× lens to test how well we can print surfaces
with anisotropic reflectance properties. In this example, we used
the grayscale pattern for the last layer of the printing process only.
We used the 2D sinusoid to generate the patterns in the main diag-
onal of Figure 13, with parameters λu = 150 µm and λv = 50 µm
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Figure 13: Sample generated using two different anisotropic pat-
terns with orthogonal orientation. The first two smileys have been
printed with anisotropic sinusoidal patterns but with two different
orientations. The last two have been printed with a ridged pattern
with two different orientations.

Figure 14: Photos of the anisotropic smiley samples of Figure 13
(top row) with light incident from the directions shown in the bot-
tom row. Reflection contrast predictions based on our analytic
BRDF models are in the middle row. While the contrast seen in the
printed samples is not as clear as in the predictions, the intensity
variations are qualitatively similar.

respectively λu = 50 µm and λv = 150 µm. In the antidiagonal, we
used ridged patterns [LFD∗17] with an inclination of 10◦ and pitch
length of 100 µm. The ridges of the patterns in these two smileys
have orthogonal orientations. The QR code in Figure 1 is another
example of a surface with orthogonal ridged structures, but this was
printed using the 2× magnifying lens.

Printing these anisotropic patterns, we obtain a sample with spa-
tially varying reflectance properties without adding any extra step
to the DLP printing process. Figure 14 exemplifies how the dif-
ferent parts of the sample reflect light differently under different
lighting conditions. The ridged structure generates different con-
trasts as the light rotates around the sample. The sinusoid structure
also results in anisotropic properties, but the difference in contrast
between the two different pattern orientations is not as strong as
for the ridged pattern. On the other hand, the 2D sinusoid structure
results in a more diffuse-like anisotropic effect. We validated these
results by comparing the photographs in the top row of Figure 14
with images rendered using the corresponding BRDF models (as
explained in Section 3). The printed samples present light reflec-

Figure 15: Hemisphere printed without applying a grayscale pat-
tern to the surface, leftmost, and from second to rightmost when
using noise with amplitude A = 0.625,2,3, respectively, and fre-
quency B = 32. Mesh slicing was done with ray tracing. The light-
view configuration is the same within each row.

tion contrast that is qualitatively similar to the rendered images.
The difference in reflection contrast between the printed samples
and the rendered images are mainly due to our choice of using
BRDF models (no subsurface scattering), and due to the ground
noise introduced by the printing process.

In Figure 15, we compare a hemisphere printed without applying
any grayscale pattern to the surface (leftmost) with samples where
we applied sparse convolution noise of different amplitudes (A).
The presence of a grayscale pattern produced by a smooth irregu-
lar noise function with low amplitude makes the surface smoother
and removes the majority of the staircase aliasing artifacts intro-
duced by the layered printing process. As the amplitude increases,
the specular highlight becomes less visible and the surface appears
to be more diffuse. This is a visual indication that the noise func-
tion enables us to control roughness not only in flat samples (as
measured in Section 4.3) but also in curved 3D printed surfaces.

Finally, we applied grayscale patterns to a more complex ge-
ometry, namely the Stanford Bunny. The results are in Figure 1
and in Figure 16. In the leftmost column of Figure 16, the bunny
was printed without applying a pattern to the surface. It exhibits an
anisotropic specular highlight which is caused by the staircase that
is a by-product of the layered printing. In the middle left column,
we tried to remove the anisotropy and smoothen the printed surface
by applying a low-frequency 2D sinusoid. While this approach to
some extent reduces staircase artifacts in the highlights, a line-like
reflection is still visible across the back of the bunny (bottom im-
age). In addition, the regularity of the sinusoid pattern makes it
visible on the back and the ears of the bunny (top image). A bet-
ter result was achieved by using sparse convolution noise (middle
right column and rightmost column). With a value of A = 0.625,
we obtained a smoother surface with highlights similar to the ones
obtained with the sinusoid pattern but without introducing visible
sinusoidal features. With A = 3, the bunny is more rough and the
appearance is more diffuse-like. In Figure 1, we used the sun as
the light source. This somewhat resembles a directional light and
makes the difference between the rough and the smooth bunny
stand out clearly.

We observed that the effect of our technique is less visible at the
bottom of the ears of the Stanford Bunny. This is the case for sur-
face voxels that are backfacing as seen from the projector. Here, the
slicer applies antialiasing but no greyscale pattern. In addition, the
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standard sinusoid noise (A = 0.625) noise (A = 3)

Figure 16: Stanford Bunny printed and photographed in two different light-view configurations (rows). The bunny was printed without
any grayscale pattern applied (standard), with an isotropic 2D sinusoid function applied (sinusoid, λu = λv = 400 µm), and using sparse
convolution noise with low and high amplitudes (A) and frequency B = 64 (noise). The glean due to anisotropic reflection caused by layering
artifacts is clearly observable for the standard technique. The sinusoid pattern reduces the problem but introduces regularity artifacts. The
noise function more effectively reduces the problem. As compared with the rough bunny (A = 3), the smooth bunny (A = 0.625) is brighter in
the highlight regions and darker outside those regions as expected. Mesh slicing was done with rasterization.

ground noise is probably different due to curing without adhesion
(interlaminar bonding) to an existing solidified layer. A technique
such as monitoring the photopolymerization process using a pho-
torheometer [HOBS18] might be used to improve the precision of
a 3D printer for backfacing surface voxels.

6. Conclusion

In this work, we presented a one-step technique for controlling sur-
face appearance in DLP printing. Our technique is based on pro-
jection of grayscale images to control the voxel growth and enable
printing of subvoxel sized microstructure. We provided a procedure
for correcting the nonlinearity of the photopolymerization process,
and the validity of this procedure was experimentally verified. We
also demonstrated that application of different grayscale patterns to
surface voxels is useful for modifying the microstructure of a sur-
face and for printing spatially varying anisotropic reflectance prop-
erties. An important discovery in our work is that a smooth irregular
noise function (sparse convolution noise, in our case) is useful both
for antialiasing to obtaining a smooth surfaces without staircase ar-
tifacts and for controlling surface roughness. We have described a
pipeline for applying grayscale patterns to surface voxels during
the slicing of mesh geometry. Finally, we included a procedure for
calibrating the parameters of a DLP printer and for estimating the
ground noise added to the surface by the printing process. Our re-
sults demonstrate that by modulating the UV light intensity of a
DLP projector with grayscale images we can print samples with

spatially varying reflectance properties, such as anisotropic effects
and surface roughness.

As an addendum, Mark Wheadon has presented a webpage
that describes an interesting experimental technique called velocity
painting (www.velocitypainting.xyz). This technique enables use
of grayscale values in fused deposition modeling (FDM) printing.
The grayscale input images modify and control the print speed of
an FDM 3D printer. This enables printing of patterns on the sample
surface without modifying the filament or using multiple extrud-
ers. We leave investigation of the microstructure controllabilities of
such a technique to future work. Nevertheless, we find it exciting
that our calibration and grayscale microstructure control techniques
can perhaps be transferred to the more commonly available nozzle-
based 3D printers.
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3DIMS). The Stanford Bunny appearing in Figures 1, 6, and 16 is
based on data from the Stanford Computer Graphics Laboratory,
http://graphics.stanford.edu/data/3Dscanrep/.

Appendix A: Sparse Convolution Noise

We use sparse convolution noise [Lew84, Lew89] in the version
presented by Frisvad and Wyvill [FW07], but implemented as a
closed function. This is a solid noise function in the classical
sense [Per85], but without the grid-aligned regularity artifacts seen
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in Perlin noise and with no need for tabulated data. The noise func-
tion uses a simple linear congruential pseudo-random number gen-
erator:

tn+1 = (btn + c) mod m

rnd(tn) = tn+1/m ,

where we use b = 3125, c = 49, and m = 65536, and a cubic filter
kernel function

cubic(v) =
{

(1−4v ·v)3 for v ·v < 1
4 ,

0 otherwise .

A sparse distribution of randomly placed random impulses are then
blended using this cubic filter to obtain the noise function. As the
filter radius is 1

2 , we can use a regular grid offset by half a unit,
so that we only need to consider the impulses in the eight nearest
grid cells. Suppose i is the neighbor index of the grid cell, j is
the impulse index, and N is the number of impulses per cell. We
let αi, j denote the value of the impulse, ξξξi, j the local position of
the impulse in its grid cell, and ni, j the seed of the pseudo-random
number generator for an impulse. The noise function is then

noise(p) = 4
5 3
√

N

7

∑
i=0

N

∑
j=1

αi, j cubic(xi, j−p) ,

xi, j = qi +ξξξi, j

αi, j = rnd(tni, j )(1−2( j mod 2))

ξξξi, j =
(
rnd(tni, j+1), rnd(tni, j+2), rnd(tni, j+3)

)

ni, j = 4(N qi ·a+ j)

qi =

⌊
p−

(
1
2
,

1
2
,

1
2

)⌋
+

(
i mod 2,

⌊
i
2

⌋
mod 2,

⌊
i
4

⌋
mod 2

)
,

where N should be an even number to avoid a bias toward negative
impulse values. We use N = 30 and a = (1,1000,576).

To generate a noise function for procedural texturing with values
in [0,1], we use

min
(

max
(

0,
A
2

noise(Bp)+ 1
2

)
,1
)
,

where the parameters A and B control the amplitude and the fre-
quency (also called the scale) of the noise, respectively.

Appendix B: Masking and Shadowing for a Sinusoidal Structure

This appendix briefly describes the BRDF model that we used to
predict the reflection contrast produced by a 2D sinusoidal mi-
crostructure. The microstructure is described by Equation 3. The
model that we used is similar to the one presented by Luongo et
al. [LFD∗17] for the ridged surface microstructure, with the main
difference that we here use a different geometrical attenuation func-
tion, G. We still use the separation [WMLT07]

G(ωi,ωo,n) = G1(ωi,n)G1(ωo,n) ,

where ωi and ωo are incoming and outgoing light directions and n
is the surface normal.

We consider a generic 2D sinusoidal function

f (x,y) = Asin
(

2π
λx

x
)

sin
(

2π
λy

y
)
,

A

−A

0 λ

θ

n ω
ω

ω

x0x1

Figure 17: The surface fraction masked by the sinusoidal structure
is given by the ratio between |x1− x0| and λ.
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Figure 18: Plot of the masking function G1 for A = 1 and λ = 2π.

where A represents the amplitude, and λx and λy are the wave-
lengths along the x and y axes. For simplicity, we derive the ge-
ometrical attenuation function for the 1D function

f (x) = Acos(kx)

with k = 2π
λ , and we then extend it to the 2D case.

For a given direction ω forming an angle θ with the surface nor-
mal n, as shown in Figure 17, we would like to determine if this
direction is tangent to f (x). This is determined by solving

f ′(x) =−Ak sin(kx) = m (4)

with m = tan
( π

2 −θ
)
. Equation 4 admits

x0 = arcsin
(
− m

Ak

)1
k

as solution only if
∣∣ m

Ak

∣∣< 1. We can now define the function G1 by

G1(ω,n) =

{
1− |x1−x0|

λ ,
∣∣ m

Ak

∣∣< 1 ,
1 ,

∣∣ m
Ak

∣∣> 1 ,
(5)

where x1 is the intersection point between f (x) and the tangent line

ft(x) = f (x0)+m(x− x0) ,

as shown in Figure 17, and this is found by numerically solving the
equation ft(x)− f (x) = 0.

Equation 5 is plotted in Figure 18 for the parameters A = 1 and
λ = 2π. The function G1 is extended to the 2D sinusoidal case by
considering projections of ω on the planes spanned by n and the
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x-axis as well as n and the y-axis. We refer to these projections as
ωx and ωy and define G1 by

G1(ω,n) = G1(ωx,n)G1(ωy,n).

References
[ABRK17] AURICH J. C., BOHLEY M., REICHENBACH I. G., KIRSCH

B.: Surface quality in micro milling: Influences of spindle and cutting
parameters. CIRP Annals 66, 1 (2017), 101–104. 2

[AS00] ASHIKHMIN M., SHIRLEY P.: An anisotropic Phong BRDF
model. Journal of graphics tools 5, 2 (2000), 25–32. 7

[BBS15] BAAR T., BRETTEL H., SEGOVIA M. V. O.: Towards gloss
control in fine art reproduction. In Measuring, Modeling, and Repro-
ducing Material Appearance (2015), vol. 9398 of Proceedings of SPIE
Electronic Engineering 2015, p. 93980T. 2

[Ben17] BENNETT J.: Measuring UV curing parameters of commercial
photopolymers used in additive manufacturing. Additive Manufacturing
18 (December 2017), 203–212. 3

[BSH97] BATTKE H., STALLING D., HEGE H.-C.: Fast line integral
convolution for arbitrary surfaces in 3D. In Visualization and Mathemat-
ics. Springer, 1997, pp. 181–195. 4

[DWP∗10] DONG Y., WANG J., PELLACINI F., TONG X., GUO B.: Fab-
ricating spatially-varying subsurface scattering. ACM Transactions on
Graphics (SIGGRAPH 2010) 29, 4 (July 2010), 62:1–62:10. 3

[ESZ∗17] ELEK O., SUMIN D., ZHANG R., WEYRICH T.,
MYSZKOWSKI K., BICKEL B., WILKIE A., KŘIVÁNEK J.: Scattering-
aware texture reproduction for 3d printing. ACM Transacions on
Graphics (SIGGRAPH Asia 2017) 36, 6 (November 2017), 241:1–
241:15. 3

[Fri12] FRISVAD J. R.: Building an orthonormal basis from a 3d unit
vector without normalization. Journal of Graphics Tools 16, 3 (August
2012), 151–159. 4

[FW07] FRISVAD J. R., WYVILL G.: Fast high-quality noise. In Pro-
ceedings of GRAPHITE 2007 (December 2007), ACM, pp. 243–248. 10

[Gre16] GREENE R.: High-fidelity 3D printing techniques. Additive
Manufacturing Today, Videos, April 2016. 3, 4, 7

[HFM∗10] HAŠAN M., FUCHS M., MATUSIK W., PFISTER H.,
RUSINKIEWICZ S.: Physical reproduction of materials with specified
subsurface scattering. ACM Transactions on Graphics (SIGGRAPH
2010) 29, 4 (July 2010), 61:1–61:10. 3

[HOBS18] HOFSTETTER C., ORMAN S., BAUDIS S., STAMPFL J.:
Combining cure depth and cure degree, a new way to fully character-
ize novel photopolymers. Additive Manufacturing 24 (December 2018),
166–172. 10

[Jac92] JACOBS P. F.: Rapid prototyping & manufacturing: fundamentals
of stereolithography. Society of Manufacturing Engineers, 1992. 3

[Jør15] JØRGENSEN A. R.: Design and development of an improved di-
rect light processing (DLP) platform for presion and additive manufac-
turing. Master’s thesis, Technical University of Denmark, 2015. 5

[LCR∗17] LOW Z.-X., CHUA Y. T., RAY B. M., MATTIA D., MET-
CALFE I. S., PATTERSON D. A.: Perspective on 3D printing of sepa-
ration membranes and comparison to related unconventional fabrication
techniques. Journal of Membrane Science 523 (February 2017), 596–
613. 3

[LDPT13] LAN Y., DONG Y., PELLACINI F., TONG X.: Bi-scale appear-
ance fabrication. ACM Transactions on Graphics (SIGGRAPH 2013) 32,
4 (July 2013), 145:1–145:11. 2

[Lew84] LEWIS J. P.: Texture synthesis for digital painting. Computer
Graphics (SIGGRAPH ’84) 18, 3 (July 1984), 245–252. 10

[Lew89] LEWIS J. P.: Algorithms for solid noise synthesis. Computer
Graphics (SIGGRAPH ’89) 23, 3 (July 1989), 263–270. 10

[LFD∗17] LUONGO A., FALSTER V., DOEST M. B., LI D., REGI F.,
ZHANG Y., TOSELLO G., NIELSEN J. B., AANÆS H., FRISVAD J. R.:
Modeling the anisotropic reflectance of a surface with microstructure
engineered to obtain visible contrast after rotation. In Proceedings of
International Conference on Computer Vision Workshop (ICCVW 2017)
(October 2017), IEEE, pp. 159–165. 4, 9, 11

[LGX∗13] LEVIN A., GLASNER D., XIONG Y., DURAND F., FREE-
MAN W., MATUSIK W., ZICKLER T.: Fabricating BRDFs at high spa-
tial resolution using wave optics. ACM Transactions on Graphics (SIG-
GRAPH 2013) 32, 4 (July 2013), 144:1–144:13. 2

[LPA01] LEE J. H., PRUD’HOMME R. K., AKSAY I. A.: Cure depth
in photopolymerization: experiments and theory. Journal of Materials
Research 16, 12 (December 2001), 3536–3544. 3

[MAG∗09] MATUSIK W., AJDIN B., GU J., LAWRENCE J., LENSCH
H., PELLACINI F., RUSINKIEWICZ S.: Printing spatially-varying re-
flectance. ACM Transactions on Graphics (SIGGRAPH Asia 2009) 28,
5 (December 2009), 128:1–128:9. 2

[MQM17] MOSTAFA K., QURESHI A. J., MONTEMAGNO C.: Tolerance
control using subvoxel gray-scale DLP 3D printing. In Proceedings of
ASME International Mechanical Engineering Congress and Exposition
(IMECE17) (2017), p. V002T02A035. 2, 3

[MSRG12] MCEWAN I., SHEETS D., RICHARDSON M., GUSTAVSON
S.: Efficient computational noise in GLSL. Journal of Graphics Tools
16, 2 (2012), 85–94. 4

[MSS∗12] MALZBENDER T., SAMADANI R., SCHER S., CRUME A.,
DUNN D., DAVIS J.: Printing reflectance functions. ACM Transactions
on Graphics 31, 3 (May 2012), 20:1–20:11. 2

[Per85] PERLIN K.: An image synthesizer. Computer Graphics (SIG-
GRAPH ’85) 19, 3 (July 1985), 287–296. 4, 10

[Per02] PERLIN K.: Improving noise. ACM Transactions on Graphics
(SIGGRAPH 2002) 21, 3 (July 2002), 681–682. 4

[PLMR17] PEREIRA T., LEME C. L., MARSCHNER S., RUSINKIEWICZ
S.: Printing anisotropic appearance with magnetic flakes. ACM Transac-
tions on Graphics (SIGGRAPH 2017) 36, 4 (July 2017), 123:1–123:10.
2

[PRJ∗13] PAPAS M., REGG C., JAROSZ W., BICKEL B., JACKSON P.,
MATUSIK W., MARSCHNER S., GROSS M.: Fabricating translucent
materials using continuous pigment mixtures. ACM Transactions on
Graphics (SIGGRAPH 2013) 32, 4 (July 2013), 146:1–146:12. 3

[PZNH16] PEDERSEN D. B., ZHANG Y., NIELSEN J. S., HANSEN
H. N.: A self-peeling vat for improved release capabilities during DLP
materials processing. In Proceedings of the 2nd International Confer-
ence on Progress in Additive Manufacturing (Pro-AM 2016) (2016),
pp. 241–245. 5

[RBK∗13] ROUILLER O., BICKEL B., KAUTZ J., MATUSIK W.,
ALEXA M.: 3D-printing spatially varying BRDFs. Computer Graph-
ics and Applications 33, 6 (2013), 48–57. 2

[RBSM19] RIBARDIÈRE M., BRINGIER B., SIMONOT L., MENE-
VEAUX D.: Microfacet BSDFs generated from NDFs and explicit micro-
geometry. ACM Transactions on Graphics 38, 5 (2019), 143:1–143:15.
5

[Rib17] RIBO M. M.: 3D Printing of Bio-inspired Surfaces. Master’s
thesis, Technical University of Denmark, 2017. 6

[TR75] TROWBRIDGE T. S., REITZ K. P.: Average irregularity repre-
sentation of a rough surface for ray reflection. Journal of the Optical
Society of America 65, 5 (1975), 531–536. 4

[WMLT07] WALTER B., MARSCHNER S., LI H., TORRANCE K.: Mi-
crofacet models for refraction through rough surfaces. In Proceedings of
Eurographics Symposium on Rendering (EGSR 2007) (2007), The Euro-
graphics Association, pp. 195–206. 5, 11

[WPMR09] WEYRICH T., PEERS P., MATUSIK W., RUSINKIEWICZ S.:
Fabricating microgeometry for custom surface reflectance. ACM Trans-
actions on Graphics (SIGGRAPH 2009) 28, 3 (August 2009), 32:1–32:6.
2

c© 2019 The Author(s)
Computer Graphics Forum c© 2019 The Eurographics Association and John Wiley & Sons Ltd.



102 Microstructure Control in 3D Printing with Digital Light Processing



Appendix C5

Computing the
Bidirectional Scattering of a
Microstructure Using Scalar

Diffraction Theory and
Path Tracing



Pacific Graphics 2020
E. Eisemann, A. Jacobson, and F.-L Zhang
(Guest Editors)

Volume 39 (2020), Number 7

Computing the Bidirectional Scattering of a Microstructure Using
Scalar Diffraction Theory and Path Tracing

V. Falster1 , A. Jarabo2,3 , and J. R. Frisvad1

1Technical University of Denmark, Denmark
2Universidad de Zaragoza, Spain

3Centro Universitario de la Defensa Zaragoza, Spain

Figure 1: Our model adds multiple scattering from geometric optics to scalar diffraction theory and captures both multiple scattering and
diffraction effects in the light scattering by surfaces. Here, we apply two different surface microstructures to the same macroscopic geometry
(the Stanford dragon, https://graphics.stanford.edu/data/3Dscanrep/) and illustrate the effect of multiple scattering.

Abstract
Most models for bidirectional surface scattering by arbitrary explicitly defined microgeometry are either based on geometric
optics and include multiple scattering but no diffraction effects or based on wave optics and include diffraction but no multiple
scattering effects. The few exceptions to this tendency are based on rigorous solution of Maxwell’s equations and are computa-
tionally intractable for surface microgeometries that are tens or hundreds of microns wide. We set up a measurement equation
for combining results from single scattering scalar diffraction theory with multiple scattering geometric optics using Monte
Carlo integration. Since we consider an arbitrary surface microgeometry, our method enables us to compute expected bidirec-
tional scattering of the metasurfaces with increasingly smaller details seen more and more often in production. In addition,
we can take a measured microstructure as input and, for example, compute the difference in bidirectional scattering between
a desired surface and a produced surface. In effect, our model can account for both diffraction colors due to wavelength-sized
features in the microgeometry and brightening due to multiple scattering. We include scalar diffraction for refraction, and we
verify that our model is reasonable by comparing with the rigorous solution for a microsurface with half ellipsoids.

CCS Concepts
• Computing methodologies → Reflectance modeling;

1. Introduction

Scalar diffraction theory is frequently used in the modeling of
reflectance functions [Kaj85; HTSG91; Sta99; DWMG15; HP17;
WVJH17; YHW*18; KHZ*19]. This is especially the case when
it comes to rendering of scratched or brushed metallic surfaces or
glinty surfaces in general. Wave optics is important for these mate-

rial types because the surface microgeometry has features of a size
comparable to the wavelength of visible light. Another important
observation in recent work on the modeling of reflectance func-
tions is the necessity to account for multiple scattering between
microfacets [HHdD16; LJJ*18; XH18; CCM19]. This is important
to avoid loss of energy that is not due to absorption but simply due
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to the limitation of single scattering. While single scattering mod-
els can be renormalized to avoid loss of energy, this renormaliza-
tion leads to an inaccurate distribution of the scattered light because
multiple scattering was not accounted for. The wave optics models
from scalar diffraction theory are single scattering models and thus
suffer from the same issue.

One way to include both multiple scattering and diffrac-
tion effects is using a rigorous solution of Maxwell’s equa-
tions [MMRO13; AHB18]. Use of rigorous solvers is however
a computationally demanding problem that becomes intractable
when we consider a patch of microgeometry that can be tens or
hundreds of microns in size. We therefore aim at a more practical
solution, where we combine single scattering scalar diffraction the-
ory with multiple scattering from geometric optics. Although this is
an approximation, we find that this approach has the ability to cap-
ture the important visual effects: color variation due to diffraction
and brightening due to multiple scattering.

We consider explicitly defined microgeometry instead of the
popular normal distribution function maps [DWMG15; YHMR16;
YHW*18; KHZ*19]. This enables us to account for shadowing
and masking without the simplifications imposed by an analytic
geometric attenuation term like the often used Smith approxima-
tion [Smi67]. Information about surface microgeometry is more
and more commonly available. We can measure it with a pro-
filometer [DWMG15] or model it based on a desired surface struc-
ture [WDR11; MMRO13; LFD*17; AHB18; LFD*20]. It is even
an option to find an explicit microgeometry representative of a nor-
mal distribution function [RBSM19]. We thus find it advantageous
to base our model directly on the microgeometry. This means that
we can support a wide variety of different surface types including
optical functional surfaces with engineered microstructure.

The surface microstructures in Figure 1 are examples for which
both diffraction and multiple scattering effects are visually sig-
nificant. Without the combined model that we suggest, we would
have to choose between multiple scattering or diffraction or almost
intractable rigorous numerical evaluation of Maxwell’s equations.
We find that the combination of path tracing and scalar diffraction
theory, both well known and often employed tools in graphics, is
a very practical method for computing the scattering properties of
this kind of surface. We also find this approach an excellent tool for
analyzing the differences between scalar diffraction and geometric
optics approximations and for making decisions on the adequate-
ness of analytic models.

2. Related Work

Rendering of material appearance using light scattering models is a
multiscale problem. We use surface scattering models to cope with
the complexity of light-matter interaction at a more microscopic
scale. Early analytic models [TS67; Bli77] rely on single scatter-
ing geometric optics, V-groove geometry, and a distribution of mi-
crofacet orientations (random roughness). This significantly limits
the types of surfaces that one can faithfully model. An extensive
body of work provides extension of this outset and models more
advanced surface types and light scattering phenomena [FJM*20].
An important extension is the use of explicitly defined microge-
ometry based on Kirchhoff theory [Kaj85]. This approach includes

diffraction effects, but is challenged by the limitations of Kirchhoff
theory, which is valid only if shadowing, masking, and multiple
scattering are negligible.

We can deal with shadowing, masking, and multiple scattering
in a geometric optics setting by ray tracing a patch of microge-
ometry to compute a bidirectional reflectance distribution func-
tion (BRDF) [CMS87; WAT92] If we account for only shadow-
ing and masking, the effect of modifying the microgeometry can
be computed interactively using rasterization and shadow map-
ping [WDR11]. These are very flexible approaches in terms of
types of microgeometry that one can faithfully model, but they do
not account for the fact that geometric features have a size where
diffraction effects become important. We can include information
about the light waves in the ray tracing and perform wavefront
tracing [GMN94; SML*12]. This enables us to account for inter-
ference effects when an outgoing ray arrives in a solid angle bin,
but diffraction effects (bending of light around geometric edges)
are not accounted for by this method. Using the Wigner distribu-
tion function, ray tracing can be extended to include diffraction ef-
fects [OKG*10; CHB*12]. This method however relies on analytic
solutions for regular structures, which makes it hard to use it for an
arbitrary surface microstructure. Other work incorporate wave ef-
fects into reflectance based on geometric optics by accounting for
thin coatings on the microgeometry [BB17; GMG*20], for exam-
ple, but diffraction is not accounted for in these works.

Extension of the Kirchhoff model (or Harvey-Shack) to account
for shadowing and masking while retaining diffraction effects has
been proposed as well [HTSG91; Sta99; DWMG15; HP17]. How-
ever, to employ appropriate analytic functions for shadowing and
masking, these models revert to use of modified normal distribu-
tion functions instead of explicitly defined microgeometry. The an-
alytic functions used for shadowing and masking are the same in
these models based on scalar diffraction theory as in the models
based on single scattering geometric optics [WMLT07]. This is
clear in the work of Holzschuch and Pacanowski [HP17] where
these two single scattering solutions are combined with each model
addressing reflectance due to geometry at different scales. How-
ever, only models based on geometric optics [TS67; WMLT07]
have been extended to multiple scattering. This has been done us-
ing a Monte Carlo approach based on sampling of the normal dis-
tribution function [HHdD16] and using analytic solutions based on
an assumption of V-groove microgeometry [LJJ*18; XH18]. Re-
cently, the sampling of multiple scattering in normal distribution
functions was extended to the spatially varying BRDFs of glinty
surfaces [CCM19].

The accuracy of the Kirchhoff approximation is based on a
small-angle assumption and has limited accuracy for wide-angle
scattering and grazing angles of incidence. Various modifications
of the theory therefore exist to improve its accuracy [HKV07].
Rayleigh-Rice theory is another single scattering scalar diffrac-
tion approximation that can be used [LKYU12] and the general-
ized Harvey-Shack (GHS) theory was introduced to have a model
with good accuracy at arbitrary angles of incidence and scatter-
ing [KHC11]. In a sense, one could say that the GHS theory is
a wave optics approach to dealing with the missing shadowing
and masking in the Kirchhoff approximation. GHS theory is con-
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sidered in the single scattering BRDF models by Holzschuch and
Pacanowski [HP17] and Yan et al. [YHW*18]. The term from wave
optics corresponding to the shadowing and masking from geomet-
ric optics is similar but not exactly the same [BNM15; WYH*18;
KHZ*19]. To the best of our knowledge, it is unknown to what
extent ray traced shadowing and masking in combination with the
original Kirchhoff approximation (as suggested by Sancer [San69])
compares with results obtained with GHS theory. In any case, GHS
is a single scattering theory and uses renormalization to ensure en-
ergy conservation [KHC11; HP17]. This means that the resulting
energy distribution will be increasingly incorrect as multiple scat-
tering effects increase in significance.

In the following, we use radiometry and Monte Carlo integra-
tion to combine multiple scattering based on geometric optics with
scalar diffraction theory aiming at a technique that can capture both
diffraction effects and brightening due to multiple scattering. To the
best of our knowledge, we are the first to present a technique for
computing a full BSDF from an arbitrary explicitly defined patch
of microgeometry that includes both these effects. Holzschuch and
Pacanowski [HP17] suggest a concept similar to ours as future
work, namely combination of their work with multiple scatter-
ing [HHdD16]. The theoretical framework that we present could
be used for such a combination if one is willing to accept the lim-
itations of normal distribution functions. One would then use the
scalar diffraction theory of Holzschuch and Pacanowski [HP17] for
single scattering and the method of Heitz et al. [HHdD16] for sec-
ondary bounces. Taking a first step, we decided to keep our theory
general and applicable to explicitly defined microgeometry.

3. Combining Geometric and Scalar Wave Optics

To combine a multiple scattering geometric optics approach with
wave optics, we need to set up a measurement equation for com-
puting a bidirectional scattering distribution function (BSDF) using
Monte Carlo integration. We separate the integral in this measure-
ment equation into a sum of two terms and use scalar diffraction
theory for one term and regular path tracing without single scat-
tering for the other term. These are two different approximations,
and we have to accept an error since light will be partially coherent
after the first bounce while geometric optics disregards coherence.
We can compute the amount of coherent and incoherent light af-
ter the first bounce and estimate the significance of this error, but
we intentionally do not use the result from scalar diffraction when
computing the secondary bounces. Since we keep the evaluation of
first and secondary bounces separate, use of different approxima-
tions for the two terms is valid.

3.1. Measurement Equation for the BSDF

The BSDF at a surface location xxx for directions of incidence and
observation ~ωi and ~ωo is defined by [BDW81]

fs(xxx,~ωi,~ωo) =
dLo(xxx,~ωo)

dE(xxx,~ωi)
, (1)

where Lo is outgoing radiance and E is irradiance. The differential
element of irradiance dE incident at xxx from a differential element
of solid angle around ~ωi is

dE(xxx,~ωi) = Li(xxx,~ωi)|cosθi|dωi . (2)

Here, Li is incident radiance and θi is the angle of incidence (the
angle between~ωi and the surface normal~n). Using the definition of
radiance [Nic63], we have

Lo =
d2Φo

|cosθo|dAdωo
, (3)

where θo is the angle of reflection or transmission, while dA is
a differential element of surface area around xxx. To obtain Lo, we
measure the radiant flux Φo scattered by a small patch of area A
centered at xxx into a narrow solid angle Ωo centered around ~ωo. As
a consequence of Eqs. (1) and (3), we can measure the BRDF using

fs(xxx,Ωi,Ωo)≈ Φo(A,Ωo)

|cosΘo|AΩo E(xxx,Ωi)
, (4)

where Θo is the angle between the surface normal at xxx and the direc-
tion in the centre of the Ωo solid angle. Using Eq. (3), the outgoing
radiant flux in Ωo is

Φo(A,Ωo) =
∫

A

∫

Ωo

Lo(xxxm,~ωo)|cosθo|dωo dA , (5)

while it follows from Eqs. (1) and (2) that

Lo(xxxm,~ωo) =
∫

2π
fm(xxxm,~ωi,~ωo)Li(xxxm,~ωi)|cosθi|dωi , (6)

but now fm is a microfacet BSDF and xxxm is a position within the
microgeometry of the patch of area A centered at xxx. Considering
Eq. (2), the irradiance is

E(xxx,Ωi) =
∫

Ωi

Li(xxx,~ωi)|cosθi|dωi . (7)

We can thus solve the measurement equation (4) by Monte Carlo
integration and store the resulting BSDF values in (Ωi,Ωo)-bins.

The reflected radiance equation (6) is recursive just like the ren-
dering equation. Let us split it into single and multiple scattering
contributions: Lo = L1

o +L+
o . The single scattering contribution ar-

rives directly from Ωi and is reflected directly into Ωo, whereas
the multiple scattering contribution involves at least one other po-
sition in the patch microgeometry. The two terms thus correspond
to direct and indirect illumination in conventional path tracing. In-
serting this split of the equation for outgoing radiance into Eq. (4)
and propagating the superscript, we have

fs(xxx,Ωi,Ωo)≈ Φ1
o(A,Ωo)+Φ+

o (A,Ωo)

|cosΘo|AΩo E(xxx,Ωi)
. (8)

In the following, we develop Monte Carlo estimators for evaluation
of these two terms. First, we discuss geometric optics path tracing
for the indirect illumination term (Sec. 3.2), and then scalar diffrac-
tion theory for the direct illumination term (Sec. 3.3).

3.2. Progressive Path Tracing

Let us set up an estimator for Eq. (4). This is easily modified to
compute only one of the terms in Eq. (8) when we do path trac-
ing. Sampling a direction of incidence ~ωi,k uniformly in a bin
Ωi with k as sample index, the probability density function is
pdf(~ωi,k) = 1/Ωi. Assuming unit incident radiance (Li = 1), we
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have the irradiance estimator

EK(xxx,Ωi) =
1
K

K

∑
k=1

Li(xxx,~ωi,k)|cosθi,k|
pdf(~ωi,k)

=
1
K

K

∑
k=1

Ωi|~n ·~ωi,k| , (9)

where~n is the normal of the macroscopic surface.

The interaction of a light wave with geometric features sig-
nificantly smaller than the wavelength is insignificant (this is the
Rayleigh criterion of optical smoothness). At the micro scale, we
therefore assume that the surface is perfectly smooth and use the
BSDF of a perfectly specular material for fm. The expression for
this BSDF is available from Walter et al. [WMLT07]. It basically
tells us that we can evaluate Eq. (6) by path tracing with a Russian
roulette to select reflection or refraction at each path vertex within
the microgeometry. Fresnel reflectance Fr is used as the probabil-
ity of reflection and Ft = 1−Fr is the probability of transmission.
Each path is then fully deterministic and the integral over outgoing
directions in Eq. (5) becomes one if ~ωo ∈Ωo and otherwise zero.

We can now write up an estimator for Eq. (5) by uniformly sam-
pling positions xxxm, j in the microgeometry, where j is the sample
index and pdf(xxxm, j) = 1/A. Considering spectral radiance, where
Fresnel reflectance or transmittance (Fr or Ft ) cancels perfectly in
every Russian roulette, we have that the outgoing radiance is the
light source visibility of the sampled point Lo, j,k = V (xxxm, j,~ωi,k)
when the path exits the microgeometry in a direction ~ωo, j,k. Then

Φo(A,Ωo) =
1

KN

K

∑
k=1

N

∑
j=1

Lo, j,k|cosθo, j,k|
pdf(xxxm, j)

[
~ωo, j,k ∈Ωo

]
(10)

=
1

KN

K

∑
k=1

N

∑
j=1

V (xxxm, j,~ωi,k)|~m ·~ωo, j,k|A
[
~ωo, j,k ∈Ωo

]
,

where ~m is the microfacet normal at xxxm, j and [∗] is an Iverson
bracket, which is 1 if the condition ∗ is true and 0 otherwise. The
origin of a sampled path to be traced through the microgeometry
is xxxm, j + r~ωi,k, where r is the radius of the bounding sphere of the
microgeoemtry, and the initial direction of the path is −~ωi,k. We
would have to discard rays not reaching xxxm to account for the visi-
bility term (or sample the illuminated area only, see Sec. 5).

Suppose we set up a path tracer to use an orhographic camera
with resolution W ×H, and we let the camera observe the square
[−1,1]× [−1,1]. Conveniently, we can store the orthographic pro-
jection of a hemispherical function in the image produced by this
path tracer using each pixel as a projected solid angle bin. Orient-
ing the microgeometry so that the z-axis represents the normal~n of
the macro surface, the x- and y-coordinates of~ωo, j,k identify the Ωo
bin that a sampled path arrives in. We then have the interesting con-
struction that the area of one pixel Ap corresponds to the projected
solid angle of a bin:

Ap =
4

WH
≈Ωo|cosΘo| . (11)

By insertion of these different results [Eqs. (9)–(11)] in Eq. (4), our
collective Monte Carlo estimator for the BSDF becomes

fs,N,K(xxx,Ωi,Ωo)

=
WH

N
∑K

k=1 ∑N
j=1 V (xxxm, j,~ωi,k)|~m ·~ωo, j,k|

[
~ωo, j,k ∈Ωo

]

4∑K
k=1 Ωi|~n ·~ωi,k|

. (12)

Out of convenience, we can choose one area sample in the micro-
geometry per pixel and use progressive path tracing. We then have
N = WH and only K = 1 direction of incidence per Ωi bin per
progressive update. A simple check on the trace depth in the path
tracing is all we need to evaluate one or the other term in Eq. (8).

3.3. Scalar Diffraction Theory

As scalar diffraction theory is a single scattering model, we can use
it for computing Φ1

o in Eq. (8). Modeling the incident field as a
scalar plane wave and using Beckmann’s version of the Kirchhoff
approximation [BS63], Kajiya [Kaj85] provided a formula for the
complex amplitude of the reflected wave

ψr(A) =− i ei k1r

4πr

∫

A
~m · [(kkk1− kkk2)R− (kkk1 + kkk2)]e

i (kkk1−kkk2)·xxxm dA ,

(13)
where ~m is the microfacet normal at the position xxxm in the micro-
geometry, r is the distance to the observer, and kkk1 = −k1~ωi and
kkk2 = k2~ωo are the wave vectors of the incident and the reflected
fields (with wave numbers k1 = 2πn1/λ and k2 = 2πn2/λ, where
n1 and n2 are refractive indices of the media the waves propagate
in). The factor R is a complex reflection coefficient given by the
Fresnel equations before taking the squared absolute value.

The Kirchhoff approximation is based on the assumptions that all
points in the microgeometry (xxxm) are visible and that a plane wave
of unit amplitude is incident in all points. Shadowing and mask-
ing effects are in other words neglected. By explicitly including the
amplitude of the incident wave in the derivation, Sancer [San69]
showed that we can account for shadowing and masking using ray
tracing. If we evaluate the integral by Monte Carlo integration, we
can use ray tracing to check for shadowing or masking and only
include a sample if visible from both light source and detector. In-
clusion of shadowing and masking in the Kirchhoff integral was
also explained in the very useful appendix to the paper by He et
al. [HTSG91]. The standard approach (as also outlined in this ap-
pendix) would now be to simplify Eq. (13) until analytic approxi-
mation becomes manageable.

The standard simplification of Eq. (13) is to assume that the sur-
face geometry has a large area and is slowly varying. We can then
collect the two terms in the integrand and consider the Fresnel term
independent of the microfacet normal ~m. With this simplification,
we can pull the Fresnel term outside the integral and make it man-
ageable without computerization [Bec67]. A good description of
this simplification is provided by Ishimaru [Ish78]. As described
by Walter et al. [WYH*18], the resulting simplified integral has a
form that with variation of a few terms can describe several dif-
ferent commonly used models from scalar diffraction theory. We
can thus use Eq. (13) or one of the other models from previous
work [DWMG15; WVJH17; YHW*18; KHZ*19] for computing
the complex amplitude of the reflected wave.

In the case of transmission, Eq. (13) must be modified to specify
the complex amplitude of the transmitted wave. This modification
is available from Caron et al. [CLA02]:

ψt(A) =
i eik2r

4πr

∫

A
~m · [(kkkt + kkk2)T ]e

i (kkk1−kkk2)·xxxm dA , (14)
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where T is the complex transmission coefficient from the Fresnel
equations (expressions for R and T are available in the appendix of
Kajiya’s paper [Kaj85]) and

kkkt ·~m =−
√

k2
2− k2

1 +(kkk1 ·~m)2 . (15)

To have reflectance and transmittance factors, we need the ratios
R and T of the reflected and transmitted wave amplitudes to the
incident wave amplitude.

The amplitudes of the scattered waves (ψr and ψt ) depend on the
distance to the observer, which is impractical when we are looking
for a bidirectional function. This is resolved by going to the far
field, where we collect the scattered energy in a small sensor per-
pendicular to ~ωo at the distance r and take the limit of r going to
infinity [WYH*18]. This limit is taken in way so that r approaches
infinity in steps of a full period of oscillation. Incidentally, the same
result can be obtained in the reflection case through normaliza-
tion using the amplitude of the wave that would be reflected by
a perfectly smooth perfect conductor [BS63; Kaj85]. Using R = 1,
~m =~n, and~n · kkk1 =~n · kkk2 in Eq. (13), this amplitude is

ψr0(A) =
i ei k1r

4πr
(−2|~n · kkk1|)A . (16)

To modify Eq. (13) with Sancer’s ray traced shadowing and mask-
ing, we insert visibility terms V (xxx,~ω) that are 0 if the ray of origin
xxx and direction ~ω intersects geometry, 1 if not. We then have

R(A) =
ψr(A)
ψr0(A)

=
1

2|~n · kkk1|A
∫

A
V (xxxm,~ωi)V (xxxm,~ωo)

~m · [(kkk1− kkk2)R− (kkk1 + kkk2)]e
i (kkk1−kkk2)·xxxm dA , (17)

which we can evaluate by Monte Carlo integration using uniform
sampling of the microgeometry (pdf(xxxm) = 1/A) or sampling of
the visible area (see Sec. 5). Oscillatory functions of this kind can
be difficult to integrate using Monte Carlo. Aided by the computa-
tional power of modern graphics hardware, we deal with this issue
by using a very large number of samples.

Extending Beckmann’s normalization and Sancer’s ray traced
shadowing and masking to the transmission case, we use T = 1,
~m =~n, and kkk2 = kkkt in Eq. (14) to find ψt0 and obtain

T (A) =
ψt(A)
ψt0(A)

=
1

2|~n · kkkt |A
∫

A
V (xxxm,~ωi)V (xxxm,~ωo)

~m · [(kkkt + kkk2)T ]e
i (kkk1−kkk2)·xxxm dA . (18)

We now have separate far field expressions for R and T , but a
BSDF based on these would not be normalized due to the visibility
terms and the separate normalization. This is not an issue as we
work with in-surface scattering only and have no absorption. We
can thus normalize the resulting BSDF in a post process.

The remaining challenge is to connect the ratios R and T with
our measurement equation. Let us use S to denote R or T de-
pending on whether the detector is observing reflected or transmit-
ted light. Due to Poynting’s theorem, the energy transfer in elec-
tromagnetic waves is given by the absolute square of the complex
amplitude [BW99, §8.4]. We thus have |S |2 = dΦo/dΦi. This car-
ries a connection to our measurement equation (8) because we by

definition have E = dΦi/dA. Then

fs(xxx,Ωi,Ωo)≈ |S (A,Ωi,Ωo)|2
|cosΘo|Ωo

+ f +s,N,K(xxx,Ωi,Ωo) , (19)

where we compute the first term using scalar diffraction theory and
the second term using path tracing (see Appendix A). It should be
noted that the first term implicitly involves integration of Eqs. (17)
and (18) over the solid angle bins Ωi and Ωo.

4. Coherence and Energy Conservation

Evaluation of Eq. (19) results in a full anisotropic BxDF (where
x is R, T, or S), which we tabulate for use in rendering. For each
bin of incident directions Ωi, we uniformly sample a direction of
incidence ~ωi and compute the outgoing reflected field in two steps.
In the first step, we compute single scattering by evaluating the
first term of Eq. (19) using a uniformly sampled direction of ob-
servation ~ωo for each orthogonally projected Ωo bin. In the second
step, we compute multiple scattering (second term of Eq. (19)) by
path tracing the microgeometry but including only paths with trace
depth larger than 1. We bucket the exiting rays in the orthogonally
projected Ωo bins that they arrive in.

To enable concurrent progressive updates of the two terms, we
represent them differently: the estimate of S as a complex num-
ber and f +s,N,K as a real number. The complex number of each bin
estimates a phasor (time-invariant representation of phase and am-
plitude) of the scattered wave in the far field. The real number rep-
resents radiant energy that we approximate as being incoherent due
to multiple scattering. The primary difference between the two rep-
resentations is that the scalar may immediately represent the re-
flected radiance, whereas the phasor must allow superposition of
both phase and amplitude. Superpositioning of wave amplitudes is
only valid as long as the incident light can be treated as coher-
ent [GMN94; BW99]. Light is spatially coherent when all phasors
on a wavefront are synchronized constituents in a wavetrain with
distinct fringes in-between, where fringes are the edges between
the wave amplitudes. Coherence is not a binary construct, it is di-
rectly related to the fringe intensity falloff [Hen06].

The coherence area is the extent of surface area in which we
can reasonably assume that the incident light is spatially coherent.
The cross sectional area of the microgeometry that we use for com-
puting a bidirectional scattering function should thus be smaller
than the coherence area but still large enough to capture the impor-
tant features in the microstructure. Depending on the spatial dimen-
sions of the considered microgeometry, this may result in a conflict.
To account for the fringe intensity falloff, and following previous
work [WVJH17; YHW*18], we use a spatial Gaussian filter with
standard deviation σ in order to consider microgeometries larger
than the coherence area. We use this kernel together with the vis-
ibility terms as a factor under the integrals in Eqs. (17) and (18).
This underlines the need for normalization in a postprocess.

The size of the coherence area can be estimated using the
van Cittert–Zernike theorem. This relates the degree of coher-
ence at a fixed point and a variable point illuminated by a quasi-
monochromatic incoherent light source to the amplitude of a
diffraction pattern centered at the fixed point [BW99]. We can use
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(a) σ = 1.0 µm (b) σ = 3.0 µm

Figure 2: Log-transformed false color BRDF slices (color scale in
Figure 5) for normal incidence with two different standard devia-
tions for the Gaussian limiting the coherence area.

(a) σ = 10.0 µm (b) σ = 20.0 µm (c) σ = 200.0 µm

Figure 3: Subset of spectral BRDF slices for normal incidence with
different standard deviations of the Gaussian limiting the coherence
area. Based on a planar surface patch illustrated in Figure 4.

it to obtain the coherence length: the maximum spatial distance be-
tween two phasors in the incident plane wave considered to have
a correlated phase. As an example, sunlight has a worst case co-
herence length of δc = 50 µm [Hec17], which we can use to set
σ = δc/6 [WVJH17]. In general, the coherence length depends on
the solid angle subtended by the light source and the ratio between
the wavelength and the width of the emission spectrum.

In cases where significant features in the microstructure lie out-
side the coherence area, the simulation can be split into multiple
passes. Alternatively, we can use path tracing only and neglect the
wave effects. As seen in Figure 2, the overall distribution of energy
due to significant features changes with the coherence area. This is
an important point if we consider a so-called metasurface with mi-
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Figure 4: Height map (left) of a planar surface displaced by a low-
frequency noise (Sq = 281.8 nm) and the effect of filtering the sur-
face by a Gaussian with σ = 10 µm (right)

cro features at different orders of magnitude. Figure 3 demonstrates
the effect of an overestimated coherence area. The microgeometry
is a plane displaced by noise with amplitude and frequency so that
we would not expect diffraction effects (Figure 4). However, if too
large a coherence area is assumed, we see a significant change in
the spectral composition of the BRDF (see Figures 3b and 3c). This
is due to diffraction effects where there should be none. The coher-
ence length (δc) is thus an important parameter.

Coherent light reflected (or transmitted) in the perfectly specular
direction retains its coherence. We can compute this light using the
path tracing approach (Sec. 3.2) or by taking the absolute square
of the integrands in Eqs. (17) and (18) (each individual term in
the Monte Carlo integration) when computing S . The remaining
light accounted for by the scalar diffraction theory is incoherent
diffracted light [CLA02]. We can use this information to separate a
computed BSDF into coherent and incoherent light, which can be
valuable information in a coherence-aware renderer. The part of the
incoherent diffracted light that is masked by the microgeometry is
not accounted for in the multiple scattering part of our method. We
can compute the magnitude of this part of the BSDF using

flost(xxx,Ωi,Ωo)≈
|Smsk|2− Φ1

msk(A,Ωo)
AE(xxx,Ωi)

|cosΘo|Ωo
, (20)

where the subscript msk is short for masked and means that
V (xxxm,~ωo) is replaced by 1−V (xxxm,~ωo). If we had used the path
tracing approach on its own (without the scalar diffraction theory),
none of this incoherent diffracted light would have been included.
In secondary bounces, we accept such an omission of wave effects,
but we include the wave effects in the first bounce.

5. Sampling the Illuminated Microgeometry

As an optimization for both path tracing and scalar diffraction the-
ory, we can sample the illuminated area only instead of uniformly
sampling the full microgeometry (pdf(xxxm) = 1/A). This requires
a change of variables in the integrals over surface area. Instead of
sampling the area of the microgeometry A directly, we would like
to sample the orthographic projection of the microgeometry into
the reference plane and trace a ray toward this point from outside
the microgeometry to the first point xxxm that it meets. Let us refer
to this orthographic projection of the microgeometry as A′. This is
usually a square or a disk. We can use sampling of this illuminated
area by considering that

dA′ = |~m ·~n|V (xxxm,~ωi)dA . (21)

With uniform sampling of A′, we then have pdf(xxxm) = 1/A′ and the
Monte Carlo estimator in Eq. (12) becomes

fs,N,K(xxx,Ωi,Ωo) =
WH

N
A′

A

∑K
k=1 ∑N

j=1
|~m·~ωo, j,k|
|~m·~n|

[
~ωo, j,k ∈Ωo

]

4∑K
k=1 Ωi|~n ·~ωi,k|

.

(22)
We have a similar exchange of the visibility term V (xxxm,~ωi) for
1/|~m ·~n| and integration over A′ instead of A in Eqs. (17) and (18).

6. Results

In the following, we exemplify the use of our model and highlight
the main differences in BxDFs computed for explicit microgeome-
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try when including indirect illumination or not and when including
wave effects or not. The models being compared are:

GS Geometric optics with Single scattering.
GM Geometric optics with Multiple scattering.
WS Wave optics with Single scattering.
WM Wave optics with Multiple scattering (our model).

Our model is concerned only with the scattering in the surface of
a medium, so we assume non-absorbing BxDFs and normalize all
BxDFs to one. This means that energy loss in the single scattering-
only models (GS and WS) becomes an incorrect distribution of the
scattered light.

To visualize slices for a given direction of incidence~ωi of the di-
rectional BxDF functions, we use orthogonal projections of the de-
pendency on ~ωo (hemispheres) onto the disk spanned by the direc-
tion cosines sinθo cosφo and sinθo sinφo (the first two coordinates
of ~ωo, we only need two as the vector is of unit length). We trans-
form spectral results to RGB space using normalized CIE RGB
color matching functions. To ease visual comparison, we display
spectral BxDF slices without scaling. We also integrate the spec-
tral BxDF values to a scalar and show false color slices of these
integrated values in logarithmic scale (Figure 5).

Implementation details. We implemented our BxDF generator
on the GPU using OptiX [PBD*10] following the recipe in Ap-
pendix A. For the single scattering part, we computed one complex
phasor per spectral sample for each ray. For the multiple scattering
part, we assumed a wavelength-independent index of refraction and
traced a single real scalar. Precomputation time and memory us-
age depend heavily on the choice of resolution. For an anisotropic
BxDF, we discretize the hemisphere on 75 polar and 300 azimuthal
angles (a total of 22,500 bins). We sample the visible spectrum uni-
formly using eigth samples, which we transform into RGB for ren-
dering. Each 2D slice of the BSDF is generated using five million
samples, which we found enough even for the highly-oscillating in-
tegral in Equations (17) and (18). Each slice takes a few seconds to
compute on a NVIDIA GTX 1080 TI graphics card. By exploiting
reciprocity, the complete RGB anisotropic BRDF/BTDF is about 3
GB, which we do not compress.

For rendering, our model is similar to other methods that employ
precomputed or measured anisotropic BRDFs. We define the mi-
crogeometry coordinates system in which the BSDF is computed,
and transform the BSDF to the shading local coordinates for eval-
uation. While in our results we do not apply any importance sam-
pling, this could be implemented trivially by sampling the tabulated
BSDF as a discrete distribution. All renderings were computed us-
ing a path tracer implemented in OptiX. We used 35 thousand sam-
ples per pixel or more. Rendering with a BRDF took two to three
hours for a resolution of 2048×2048. With a BSDF and 5 million
samples per pixel, the rendering time was 23 to 24 hours.

Random surface. We first investigate the energy loss in single
scattering on a slowly varying random surface of about 20 by
20 µm2 with a root mean square height of Sq = 132 nm (Fig-
ure 6). The height variation was generated using sparse convolution
noise [FW07; LFD*20], which we also use when adding ground
noise to a modeled microgeometry. We use S∗q to denote the am-
plitude of ground noise added to a nonplanar surface, as it is then

-10 100-2.5-5.0-7.5 2.5 5.0 7.5

Figure 5: Logarithmic scale used for our integrated BRDF slices in
false colors. Numbers are n in 2n, so the scale is from 10−3 to 103.
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Figure 6: False color BRDF slices for a slowly varying microsur-
face (Sq = 132 nm, a) modeled using a noise function [FW07].
Slices are at normal incidence (θi = 0) for geometric optics with
multiple scattering (GM, b), scalar diffraction without multiple
scattering (WS, c), and our model combining scalar diffraction and
geometric optics-based multiple scattering (WM, d).

no longer the actual root mean square height of the microgeometry.
Results at normal incidence for the slowly varying microsurface
are in Figure 6. We observe that the energy distribution is similar
between geometric and wave optics, with a small difference in the
sharpness of the peak values. However, note that even for a surface
with relatively low multiple scattering, our model (WM) is able to
predict light that is ignored by single scattering wave optics alone
(WS). We have experimented with similar surfaces of low curvature
and without milli-scale features, and have found that our results
align well with results in previous work [DWMG15; YHW*18]. In
the next two paragraphs, we demonstrate the ability of our model
to estimate the distribution of radiant energy from mixed-scale mi-
crogeometry (metasurfaces).

Reflective metasurfaces. Manufacturing processes used for meta-
surfaces often lead to surfaces that cannot be represented by height
maps. Unfortunately, most recent scattering models assume that a
given microsurface can be described as a height field [DWMG15;
HP17; WVJH17; YHW*18; KHZ*19]. Since we work with ex-
plicit geometry, our work does not suffer this limitation. We demon-
strate this with the OVERHANG microgeometry shown in Figure 1
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Figure 7: The surface by Havran et al. [HFM16] with the OVER-
HANG microgeometry (Fig. 1, right). For comparison, we show
geometric optics with single scattering (GS, top-left) and multi-
ple scattering (GM, top-right), single scattering wave optics (WS,
bottom-left), and our method (WM, bottom-right). Insets are BRDF
slices (left, θi = 50◦) and close-ups (right).

(right). In this case, the microsurface acts as a light trap for many
incident directions. Ignoring secondary scattering events, scalar
diffraction theory (WS) exhibits a significant error in its distribu-
tion: the prominent backscattering due to the particular shape of the
microgeometry is missing. This is seen in the insets of Figure 7,
where we show a BRDF slice for light incident at θi = 50◦ for
each model (GS, GM, WS and our WM). As also seen in Figure 7,
which compares the appearance rendered by each model using the
scene for perceptual evaluation of BRDFs suggested by Havran et
al. [HFM16], the effect on the final appearance is significant. We
further study this microgeometry by adding ground noise [FW07;
LFD*20] to the base geometry. The results are in Figures 8 and
9 and show that our model is able to deal with features at both
nanoscale (where diffraction dominates) and microscale (where
shadowing/masking and multiple scattering dominate).

In Figure 10, results for the OVERHANG microsurface highlight
the importance of shadowing and masking in scalar diffraction the-
ory. If we use scalar diffraction theory for the single scattering
term and omit shadowing and masking (as in e.g. [YHW*18], WS),
we experience unexpected changes in the spectral distribution as a
function of the angle of incidence θi. The single scattering part of
our model (first term of Eq. (19), f 1

s ) avoids this problem as we use
ray tracing to account for shadowing and masking.

We now move on to the HEMISPHERES microsurface in Figure 1
(left). This type of surface exemplifies the microstructure designs
that one can use to control the scattering of light. We created two
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Figure 8: BRDF lobes for the OVERHANG microsurface (Figure 1,
right) with ground noise added and values integrated over the spec-
trum. Plotted for the plane of incidence (φo = 0, the center row
of a BRDF slice) with θi = 55°. Since all BRDF slices are nor-
malized, the single-scattering models (GS and WS) exaggerate the
peaks while missing out on other features in the curves.

different versions of the HEMISPHERES microgeometry: smooth
and rough. The smooth one has no added ground noise, whereas
the rough one has ground noise with S∗q = 13.57 nm.

In Figure 11, we demonstrate a clear shortcoming of any model
based on single scattering in the context of a surface with hemi-
spheres in the microgeometry. For light incident from above, many
rays will be reflected downwards. These would not be accounted
for in a single scattering approach leading to a significant loss of
energy (around 10%). The result is that, in the case of the wave
optics model (WS), none of the major features of the surface at mi-
croscale are represented in the simulated BSDF, as one can also see
in Figures 11b and 11e. Adding noise to the hemisphere microstruc-
ture, we can investigate the effect of increased roughness. Despite
the fact that added noise results in more features in the WS result,
the energy loss due to masking and shadowing is still dominant on
the energy distribution. In contrast, our model (WM) includes the
sharp coloured features from the WS result and avoids the energy
loss through use of multiple scattering.

Refractive metasurface. We now demonstrate our model for a di-
electric surface. To the best of our knowledge, no prior work in
graphics has demonstrated BSDFs based on scalar diffraction the-
ory. We build a dielectric RIDGED metasurface (Figure 12, top).
that creates an apparent double refraction, and acts as a diffraction
grating which creates visible colored patterns. Figure 13 shows a
dielectric disk with RIDGED microgeometry and index of refraction
based on BK7 glass [Sch17]. The disk is slanted above the ground
floor while intersecting it at the bottom. This figure clearly shows
the visible color shift on transmission predicted by scalar diffrac-
tion theory (bottom), as well as the importance of multiple scatter-
ing for energy conservation, especially in the case of our WM.

Comparison against a rigorous solution. In shaping of beams,
a diffraction grating with so-called elliptic axicons is of particular
interest [TJF03]. This is a surface with elongated half ellipsoids
arranged in a regular pattern. We use this kind of microgeometry
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(a) GM (b) WS (c) WM (Ours)

(d) log2 GM (e) log2 WS (f) log2 WM (Ours)

(g) GM (h) WS (i) WM (Ours)

(j) log2 GM (k) log2 WS (l) log2 WM (Ours)

Figure 9: BRDF slices for the OVERHANG microsurface with added
ground noise of different amplitudes: (a–f) S∗q = 1.283 nm, and
(g–l) S∗q = 13.82 nm. The surface is illuminated at θi = 55°. We
display spectral BRDF slices transformed to RGB (a–c and g–i)
and integrated across the spectrum (d–f and j–l). The importance of
multiple scattering is obvious for this surface (compare the middle
column with the other two). The need for wave optics effects is
discernible around the specular peak.

as an example for comparison of our method with a rigorous wave
solver. Specifically, we computed the BSDF of the surface illus-
trated in Figure 12 (bottom) using a finite difference time domain
(FDTD) solver by Lumerical. Comparison of our results with the
rigorous solution are in Figure 14. While the rigorous solver is in
most cases most accurate, it has too low resolution in its simulation
volume to capture the specific shaping of the beam that is the key
characteristic of an elliptic axicon diffraction grating. We clearly
capture this effect as illustrated in Figure 15. As we seem to be the
first in graphics to use scalar diffraction theory for transmission, we
find it comforting that the transmission outward through the elliptic
axicon surface matches the rigorous solution rather well. We also
find it interesting that the characteristic caustic is only captured if
secondary bounces are included in the model.

(a) WS (θi = 0°) (b) WS (θi = 10°) (c) WS (θi = 20°)

(d) f 1
r (θi = 0°) (e) f 1

r (θi = 10°) (f) f 1
r (θi = 20°)

Figure 10: Close-ups of the specular peak to the right in Figure 9(h–
i) but for three different angles of incidence (θi). Scalar diffraction-
based models (WS) exhibit problems in the spectral composition
when not accounting for shadowing and masking. We use ray trac-
ing to account for shadowing and masking in our single scattering
component ( f 1

r ), and we therefore do not experience this problem.

7. Conclusion

We have presented a model for computing the bidirectional scatter-
ing properties of a surface with a known microstructure. Our model
is not limited to height maps. The microstructure can be chosen
arbitrarily. We combine multiple scattering from geometric optics
with single scattering from scalar diffraction theory to obtain im-
proved energy distribution in the computed bidirectional functions.
We presented a practical technique for the computation of a BSDF
using path tracing for the geometric optics part and Monte Carlo
integration for the wave optics part. As opposed to previous work,
our single scattering contribution from wave optics is based on the
Kirchhoff approximation but includes ray traced shadowing and
masking. This approach was the key for us to avoid a height field
assumption and to include the transmission mode. Our results show
a clear advantage in terms of estimating a plausible energy distribu-
tion in reflected and transmitted light while we can also faithfully
capture diffraction colors and brightening due to multiple scattering
in the surface microgeometry.

Limitations and future work. The main limitation of our work is
that we neglect diffractive interference in near-field multiple scat-
tering. As a part of this limitation, the incoherent diffracted light
that does not escape the microgeometry is not included in our mul-
tiple scattering. Whether this is a reasonable assumption can be as-
sessed using the measure we provide for evaluating the magnitude
of the problem (Eq. 20). Our current implementation is based on
brute-force Monte Carlo integration for computing the full BSDF.
This is likely suboptimal for the oscillatory integrals from scalar
diffraction theory and could be improved by leveraging integration
in the Fourier domain. Finally, since we precompute the BSDF, it
is not trivial to support spatially varying BSDFs. Finding a suitable
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(a) GMS (b) WSS (c) WMS

(d) log2 GMS (e) log2 WSS (f) log2 WMS

(g) GMS (h) WSS (i) WMS

(j) log2 GMS (k) log2 WSS (l) log2 WMS

Figure 11: BRDF slices for the HEMISPHERES microsurface at θi =
55° with no added noise (a–f) and with added ground noise with
S∗q = 13.57 nm (g–l). We display BRDF slices in true color (a–c
and g–i) and in false color with logarithmic scale (d–f and j–l).

Figure 12: Top: RIDGED microgeometry used to generate the sur-
face BSDF of the dielectric in Figure 13. Bottom: AXICON micro-
geometry with regularly arranged elongated half ellipsoids of radii
0.4, 0.45, and 0.3 µm, used for the comparison of our theory with a
rigorous wave solver in Figures 14 and 15.

Figure 13: A planar dielectric disk with RIDGED microgeometry
(Figure 12, top). For comparison, we show geometric optics in the
top row with single scattering (GS, top-left) and multiple scattering
(GM, top-right), single scattering wave optics (WS, bottom-left),
and our method (WM, top-right). Insets are BRDF and BTDF slices
(left and right, respectively) at normal incidence.

Figure 14: Reference BSDF slices (top row) for the AXICON sur-
face in Figure 12 (index of refraction is 2) computed using Lumer-
ical FDTD for normally incident light of 850 nm linearly polarized
in the vertical direction. Results are displayed using a logarithmic
color scale from 10−7 to 10−2.5. As expected, we do not have a
perfect match, but our results (middle row) are significantly closer
than a geometric optics approach (bottom row). From left to right:
outward transmission, inward reflection, inward transmission, and
outward reflection. Some deviation is due to the fact that we assume
unpolarized light. We may conjecture that the inward reflection is
off because we do not account for diffraction in secondary bounces.
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Figure 15: The outward transmission BSDF slices from Figure 14
plotted in linear scale from 0 to 4 ·10−4. Our method (middle) com-
pared with the rigorous FDTD solution (left). Reflection inside the
ellipsoids followed by transmission outwards captures the charac-
teristic beam shape transmitted by elliptic axicons. A close-up of
this shape (right) as captured by the secondary light bounces from
geometric optics. Our method finds this shape as we can easily use
a higher resolution than an FDTD solver.

analytical model or basis function representation for our computed
BSDFs would allow their use on spatially varying surfaces.
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Appendix A: Algorithmic description of our method.

Initialization

- Find the radius r of the bounding sphere of the microgeometry.
- Allocate a complex number and a real number for each

(∆λ,Ωi,Ωo) bin and set them to zero.

Main computation (repeat until the desired spectrum and the de-
sired resolution of Ωi bins have been covered).

- Sample a wavelength λ and a direction of incidence ~ωi and find
the associated spectral bin and Ωi bin.

- Compute a BSDF slice for the sampled λ and ~ωi using progres-
sive updates (see below) until the result is satisfactory.

Progressive update of a BSDF slice for given λ and ~ωi

- For each Ωo bin, sample a point xxxi in the projected visible area
A′ modulated by the coherence area Gaussian. Evaluate R or T
and update the complex number of the Ωo bin accordingly.

- Allocate an accumulation buffer with a scalar value initialized to
zero for each Ωo bin. This is for bucketing of path tracing results.

- Repeat W ×H times: Sample a point xxxi in the projected visible
area A′. Trace a path from xxxi + r~ωi in the direction −~ωi. When
the path exits the microgeometry with direction ~ωo, find the cor-
responding Ωo bin and bucket a term from the sum of Eq. (12)
in the accumulation buffer.

- Combine direct and indirect illumination using Eq. (19) and nor-
malize the BSDF slice.
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