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Summary (English)

The liner shipping industry is in many regards the backbone of the global trade
network. In 2019, 152 million standard container units were shipped worldwide.
In a pressured market, where operations are scaled up to deal with lower freight
rates and new environmental regulations, the need for advanced analytical tools
to help better utilise available assets is apparent.

This thesis contributes to this transformation on several different levels. It
presents decision support tools, readily applicable for practical use, as well as
theoretical advancements in the field of mathematical optimisation.

In the area of port operations, a problem of scheduling feeder vessels in larger
ports is studied. The problem definition and modelling framework is formulated
in collaboration with representatives from industry, and the developed adaptive
large neighbourhood search-solution method has been tested for use in practice.
A large set of computational experiments show the efficiency of the proposed
methodology.

The remainder of the thesis focuses on different aspects of the design of liner
shipping networks. In a thorough literature review, the recent methodological
advances are compared and the main considerations, and the future of the field,
are discussed. The liner shipping network is frequently divided into global and
regional networks, where the large vessels sails the long distances and the small
vessels serves the smaller ports. A new formulation of the regional feeder net-
work design problem is presented, and the core properties of the problem are
studied. Further, a branch-and-price algorithm is developed, which finds a new
best solution to the large feeder network instance in the classic instance set
Liner-lib.

Through the work on the fixed charge network design problem, this thesis con-
tributes to the mathematical optimisation toolbox necessary for solving real-life
size instances of liner shipping network design problems. The introduced deep
dual-optimal inequalities, for improving branch-and-price algorithms in network
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design, shows very promising results and will hopefully be useful, also in many
areas outside of liner shipping.



Summary (Danish)

Liner shipping-industrien er på mange måder rygraden i det globale handelsnet-
værk. I 2019 blev 152 millioner standard containerenheder afsendt på verdens-
plan. I et presset marked hvor operationer er opskaleret til at håndtere lavere
fragtrater og nye miljøregulationer, er der en tydelig nødvendighed for avance-
rede analytiske redskaber til at hjælpe med bedre udnyttelse af de tilgængelige
aktiver.

Denne tese bidrager til denne transformation på flere niveauer. Den præsenterer
værktøjer til beslutningsstøtte, klar til praktisk brug, og teoretiske fremskridt i
feltet matematisk optimering.

Inden for området havneoperationer undersøges blandt andet planlægning for
containerskibe i større havne. Definitionen af problemet og modelleringsrammen
er udarbejdet i samarbejde med repræsentanter fra industrien, og den udviklede
løsningsmetode, der bruger adaptive large neighbourhood search, er blevet testet
i praksis. En lang række beregningseksperimenter viser effektiviteten af den
foreslåede metode.

Resten af tesen fokuserer på forskellige aspekter af design af liner shipping-
netværker. Et grundigt litteraturreview sammenligner de nyeste fremskridt og
diskuterer de vigtigste overvejelser samt fremtiden for feltet. Liner shipping-
netværket bliver ofte opdelt i globale og regionale netværker hvor de store skibe
sejler langdistance, og de små sejler mellem de mindre havne. En ny formulering
af det regionale feeder network design-problem præsenteres og dets kerneegen-
skaber studeres. Ydermere er der blevet udviklet en branch-and-price-algoritme
som finder den nye bedste løsning til den store feeder network-instans i det
klassiske instans-set Liner-lib.

Gennem arbejdet på fixed charge network design-problemet, bidrager denne tese
til den værktøjskasse af matematiske optimeringsværktøjer der er nødvendige
for at løse liner shipping network design-problemer i den størrelse de findes i den
virkelige verden. De introducerede deep dual-optimale uligheder, til forbedring
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af branch-and-price-algoritmer i netværksdesign, viser lovende resultater og vil
forhåbentligt også være brugbare i mange områder udenfor liner shipping.



Preface

This thesis was carried out at the division of Management Science at DTU
Management, Technical University of Denmark, as a partial fulfilment of the
requirements for acquiring a Ph.D in Engineering. The project was supervised
by professor David Pisinger and co-supervised by Charlotte Vilhelmsen.

The thesis deals with optimisation algorithms applied to planning problems in
the liner shipping industry. The thesis consists of four parts. The first part intro-
duces the thesis, as well as acts as an introduction to the liner shipping industry.
The second part deals with liner shipping network design. The global liner ship-
ping network is vast and extremely complex. To maximise the efficiency of the
network, intelligent decision support tools are needed. We review previous work,
study the underlying problems, and propose directions for future research. We
also develop a branch-and-price algorithm to design regional network services.
In part three we study a core problem, defining a large portion of the structure
of liner shipping network design problem, namely multi-commodity network de-
sign. We present a set of stabilisation techniques and study the problem under
transit-time constraints. In part four we formulate a planning problem for feeder
vessels in larger ports, developed in collaboration with industry, and present an
adaptive large neighbourhood search heuristic to solve it.

The work has been sponsored by the Danish maritime fund and was carried
out together with representatives from Unifeeder, Europe’s largest feeder line
operator.

Erik Orm Hellsten

Lyngby, 01-October-2020
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Introduction





Chapter 1

Introduction and Motivation

“Maritime transport remains the backbone of globalized trade and
the manufacturing supply chain, as more than four fifths of world
merchandise trade by volume is carried by sea.” - Unctad, 2019.

Figure 1.1: The global shipping traffic in 2008. Data from NCEAS. Original
image by Hengl.



4 Introduction and Motivation

The containerised liner shipping is in many regards the backbone of the inter-
national trade market. In 2017, the world seaborn trade was valued at about 12
trillion U.S. dollars, out of which roughly 60 percent was containerised (Scerra,
2020). According to the UNCTAD report on maritime transportation 2019
(Unctad, 2019), a total of 152 million twenty-foot equivalent units (TEU) were
shipped around the world that year and the global fleet consisted of around
95.000 merchant ships, whereof 5200 were container ships. In comparison to
other modes of transportation, shipping has a relatively low environmental im-
pact per distance and amount of cargo transported. Mærsk, the world’s largest
liner shipping company, reports that the new mega-vessels emit only 3 grams of
CO2 per kilometre and tonne of cargo transported, which is much lower than
rail, road and air, as we show in Figure 1.2. Nonetheless, due to sheer size
of the industry, the global environmental impact of maritime transportation
is still enormous. In 2017 the sector consumed around 3.5 million barrels of
bunker daily, which was half of the global fuel oil demand (Unctad, 2019). Ac-
cording to the fourth international maritime organization greenhouse gas study,
the green house gas emission from shipping were in 2018 1.076 million tonnes,
which corresponds to around 2% of the global emissions. To counteract this,
the international maritime organization (IMO) has set up a target to reduce
the greenhouse gas emission by 50% until 2050, compared to the 2008 levels.

To reach this climate goal, while making profit, in a business where the freight
rates are dropping and the demand for service level is increasing, the industry
has to evolve. This evolution stretches across all levels, from new business mod-
els to new technologies. A major part of this process is a digital transformation
journey and one of the keystones for success in the future is the use of analytical
tools to optimise the operations. That is where this thesis comes in. With the
growth and consolidation that the industry currently is going through, the op-
erations are getting ever more complex and the need for decision support tools,
to efficiently use the resources available, becomes more and more essential. Fur-
thermore, the field sees a large increase in mega-vessels, many with the capacity
to carry over 20.000 containers onboard. While such vessels are efficient when
sailing full, the requirements on the support systems and the planning needed
for efficient utilisation is enormous.

The goal of this thesis is to develop theory needed in the creation efficient de-
cision support tools to improve on maritime operations, with a focus on the
support structures for facilitating the use of the new mega-vessels. We focus
on three major planning problems: strategic design of global liner shipping
networks, strategic design of smaller-scale regional feeder line networks, and
operational planning and scheduling of feeder vessels in larger ports. The con-
tributions range from more theoretical in the area of liner shipping network
design, where we review modelling and solution methods in the literature, and
study the underlying multi-commodity network design problem, to more opera-
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tional in port scheduling, where we worked closed with industry to create tools
immediately applicable in practice. The introduction of operations research
methods in the maritime sector is relatively new, in comparison to other more
classic fields such as truck routing and airline planning. Many port operations
are today being planned with advanced analytical support tools, whereas other
fields, such as network design, are still in a more theoretical stadium. This is
also mirrored in this thesis.

Context: FutureFeed

This PhD thesis was conducted at Management Science at DTU as part of
the FutureFeed project, funded by the Danish Maritime Fund. The project
consisted of two PhD projects, this one, as well as Routing and Scheduling in
Feeder Line Operations performed by David Sacramento Lechado. The project
consisted of four work packages related to developing methods and theory, in the
context of operations research, for improving feeder line operations. The project
was in part performed in collaboration with Unifeeder, one of the major feeder
companies operating in Europe. Throughout several meetings, the planning
problems they faced were discussed, which have been a great inspiration for the
work done in this thesis, especially for the work on operations in larger ports,
described in part IV. The work presented on liner shipping builds upon the
results from a sequence of previous projects on the topic, at the department of
Management at DTU, but with larger focus on feeder operations. Most notably
inspiration have been gathered from Koza (2017), Karsten (2015), and Brouer
(2013).

The remainder of this introductory chapter will be divided into five sections.
The first two sections will act as an introduction to the maritime industry, with
focus on liner shipping, to put this work in a greater context and familiarise
the reader with some of the concepts and notation. Section 1.1 will introduce
the business in general and Section 1.2 focuses more on the logistical challenges
faced. Section 1.3 will overview the work in this thesis, present how it has
been disseminated and outline its contributions to the research field. Section
1.4 section will contain the overall conclusions and, lastly, Section 1.5 discusses
future challenges.

1.1 Maritime transportation

Maritime transportation is generally divided into three modes of operation: liner
shipping, tramp shipping, and industrial shipping (Christiansen et al., 2013). In
liner shipping, the vessels sail on predetermined round trips, called services. The
services sail with weekly or biweekly departures, and longer services are served
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Figure 1.2: Estimated pollution per tonne transported one kilometre. Source:
Mærsk. Image by Magnus Manske.

by a number of vessels with similar characteristics. The schedules of the vessels
are publicly available, and this continuity helps the customers (shippers) plan
the transportation of their goods. In contrast, tramp ships operate on demand
and the vessels are continuously rescheduled to match the current requests.
While tramp shipping operates more like a taxi fleet, liner shipping services can
be said to operate similarly to bus lines. In industrial shipping, the owners of
the cargo generally transport sufficient amounts to merit sailing their own ships,
and so the shipper and the carrier are often one and the same.

Liner shipping is most known for transporting containerised cargo, but also
serve some roll-on roll-off (roro) and bulk cargo. Tramp and industrial shipping
instead more commonly transport bulk and tanker cargo, such as for example
grains, coal, oil and chemicals. Given the different nature of the three modes of
operations, the planning problems involved differ significantly. In this thesis we
focus on liner shipping, and particularly on containerised liner shipping.

1.1.1 Containerisation and transshipments

One of the greatest success stories for commerce in modern times is the transition
from break-bulk to containerised cargo. Before the introduction of containers,
items had to be loaded individually and port operations took weeks, employing
dozens of of dockhands. Today, container ships spend median 17 hours in port,
which is the least of all the vessel types (Unctad, 2019). Since the transition
started in 1956, the industry has evolved around it, standardising the container
measures, developing the containers, as well as deploying larger and faster quay
cranes and other container handling facilities.

Containers come in 5 standard lengths: 20, 40, 45, 48, and 53 feet. The standard
height is 8 feet 6 inches, but there are also taller versions called high cubes when
needed. Containers for refrigerated goods have built in cooling systems and are
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called reefers, and there also other specialised versions such as tanker and open
top containers. Commonly, cargo is measured in twenty-feet equivalent units or
forty-feet equivalent units (FEU or FFE).

Additionally, the standardised container greatly facilitates cargo stacking. Mod-
ern containers utilise a twist-locking system to lock stacked containers together.
This allows building high stacks aboard vessels, without significant risk to lose
them in rough weather. This way, container ships can load significantly larger
quantities than in olden days. The change to containerised cargo also make
the whole transportation system more overseeable. It is easy to measure the
capacity of a vessel, which was far from the case in classic break-bulk shipping.

A key component for the success of liner shipping is efficient transshipments. As
liner shipping services are static, on an operational time-scale, there is seldom a
service that can deliver a commodity from start to end. Instead, commodities are
transferred between services at a number of intermediate ports. This is yet an-
other reason for the importance of containerisation. The containers allows quick
unloading and loading unto other vessels, and they can further conveniently be
stored in the port yard until the arrival of their next connection. Over half of
all containers are transshipped and some containers are transshipped up to six
times (Karsten, 2015).

While transshipments are crucial for the system to be efficient, unloading and
loading containers is both time consuming and costly and it is common to try
to minimise the number of transshipments performed. Particularly, the transit
times increase significantly with each transshipment and hence it often boils
down to a trade-off between level of service and network flexibility. Transship-
ments also complicate the planning process, as the number of feasible paths a
container can take, through the liner shipping network, becomes very large.

“Liner shipping is responsible for the transportation of the vast ma-
jority of containers. Thus, the success story of containerization is
the success story of liner shipping.” - Koza (2017).

1.1.2 Industry characteristics

Liner shipping is built up around services, which are fixed sailing itineraries
traversed with weekly departures by a number of similar vessels. Services range
in length from a few up to around twenty weeks. Inter-region services generally
have a head-haul and a back-haul direction, where most goods are transported
along the head-haul. One of the most prominent examples is the trade route
between Asia and Europe, where most cargo is sent westwards. In those situ-
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Figure 1.3: Container vessels in port. Original image by Kees Torn.

ations, it is common to sail faster in the head-haul direction, and save fuel by
sailing slower in the back-haul direction, so called slow-steaming.

The carriers, as the owners of the services are called, commonly own parts
of their fleet and charter parts of it. The market cost of renting a vessel is
called time-charter rate (TC rate), and it depends on the vessel and the time
frame of the charter, but also on season and type of contract. Vessels can be
chartered bareboat, which means that the vessel is rented without crew, insurance
or bunker. Alternatively, a vessel can be chartered either as a voyage charter or
a time charter, in which the vessel is operated by the vessel owner, but managed
by the customer.

Another common practice is freight charter, where instead of chartering a whole
vessel, one carrier pays another carrier to transport a number of their containers.
This becomes increasingly important, as the average size of the vessels increases.
Freight charter is an efficient way to fill up vessels and sail fewer vessels while
keeping a competitive level of service. This idea has then been taken one step
further, and the larger carriers have entered alliances, to further leverage the
pros of the economy of scale. Today there are three major alliances, which are
shown in Table 1.1. Together they control almost 80% of the global container
capacity, giving them significant negotiation power in the liner shipping industry.
The alliances also give the carriers increased global coverage, as many carriers
are strong in certain regions, and allows them to deliver higher levels of service
to their customers.

The main costs faced by a carrier consist of bunker, capital costs for vessels,
and container handling costs. The cost distribution varies drastically, due to
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The Transport High Efficiency Alliance: K-Line
Hapag-Lloyd
NYK
MOL
Yang Ming

The Ocean Alliance: CGM
CMA
Evergreen
Cosco Shipping
Orient Overseas Container Line

The 2M Alliance: Maersk
Mediterranean Shipping Co.

Table 1.1: The 3 major liner shipping alliances 2019.

the instability of the bunker prices, demand seasonality, and varying TC rates.
We see a breakdown of the costs from the 2019 annual report by Mærsk in Figure
1.4. Container handling costs are costs related to terminal operations (except
for hubs and transshipments), container leasing, repairs and some inland and
feedering costs. Network costs are running costs for vessels (except for bunker),
freight charter, canal fees, transshipment and hub costs, port stay costs etc.
Non-operational costs are costs for staff, travel expenses, service centres and
similar.

Since the introduction of the container, cargo has become less distinguishable.
It is common to talk about commodities, which is basically groups of containers
with the same origin and destination and similar characteristics. This evolution
has lead to a mostly standardised freight rate, which is the cost to ship a con-
tainer between two ports. The freight rate depends on a variety of factors, such
as season and the type of container. Shipping cargo that needs to be kept refrig-
erated, as well as dangerous and restricted cargo, is more expensive. The trade
imbalance also has a large impact on the freight rates. For example, it can be
up to three times more expensive to ship a container from Asia to Europe than
vice versa. In 2018, the average freight rate on the route Shanghai–Northern
Europe was $822 per TEU (Unctad, 2019).

The bunker fuel consumption is frequently estimated to be proportional to the
third power of the sailing speed. A common strategy to reduce fuel costs is
then to slow-steam, i.e., to sail at speeds lower than the vessel’s design speed.
Slow-steaming increases the number of vessels required, as more vessels needs to
be assigned to each service if their duration increases, to keep weekly frequency.
It also negatively impacts the service level as the transit times increase. While
the freight rate is the most important competitive driver in the liner shipping
industry, the level of service is becoming more important. For a more thor-
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Figure 1.4: Cost break down from the Mærsk annual report 2019

ough description we refer to Karsten et al. (2017). Not only does it affect the
competitiveness against other carriers, but also against other modes of trans-
portation, such as rail or aviation, which have a natural advantage in terms of
transit times. It is also of particular relevance when transporting perishable
goods, such as for example food. This is also seen in the operations research
literature, where speed optimisation and service level constraints are becoming
more frequent in the decision support tools presented.

Liner vessels vary significantly in size - the smallest feeder vessels carry a few
hundred containers, whereas the large vessels nowadays have capacities of over
20,000 TEUs. Historically, the vessel sizes have been categorised after the canals
they could pass. Especially the Panama Canal in South America and the Suez
Canal in the Middle East have had a pivotal impact on the efficiency of the liner
network. The main different classes of container vessels are shown in Table 1.2.

To efficiently utilise the new mega vessels, an efficient feeder structure is crucial.
To manage to sail the large vessels at full load, container flows have to be merged.
This is done by transshipping cargo between smaller and larger vessels at main
hubs. The small vessels sail between the hubs and smaller ports and the larger
ones deliver containers between hubs. This network structure is often called a
hub-and-spoke structure.

1.1.3 Digital transformation

Like the rest of the world, the liner shipping industry has begun the journey of
digital transformation. The change has come later than in many other sectors,
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Table 1.2: Capacity for the main classes of liner vessels

Vessel class Capacity in TEU
Small Feeder 0 - 1,000
Feeder 1,001 - 2.000
Feedermax 2,001 - 3,000
Panamax 3,001 - 5,100
Post-Panamax 5,101 - 10,000
New Panamax 10,000 - 14,500
Ultra Large Container Vessel 14,501 +

and many tasks are still performed in more traditional manners. First of all,
there has been an increasing amount of digitisation, turning data from analogue
to digital, to increase accessibility. This is fundamental step for many of the
digitalisation initiatives. In addition to this, Egloff et al. (2018) present 7 key
areas of digitalisation in maritime transportation. New digital collaborative plat-
forms are being introduced, transforming the business models. By connecting
different modes of transportation, the industry could reach seamless end-to-end
transports. Block-chain is another tool which facilities the administrative prac-
tices, securing and enhancing the documentation process. The third category
described is autonomous operations. Autonomous vessels are currently being
developed and tested and autonomous quay cranes are already implemented.
This reduces the need for manpower and the hope is to increase safety and reli-
ability by removing the human element in certain operations. As in many other
areas, connectivity and internet of things are being more and more important,
with benefits such as engine and reefer monitoring. Since the catastrophic cy-
ber attack that Mærsk suffered in 2017, which costed the company up towards
300 million dollars, cyber security has received increased attention. The sixth
category mentioned is AI, where for example predictive maintenance is on the
rise.

The last of the digitalisation areas is the use of advanced analytics to improve
operation efficiency, which is the topic for this thesis. This includes predictive
as well as prescriptive analytics. With the increased pressure on the market
and lower freight rates, the need for efficient utilisation of the companies’ assets
increases. Here Egloff et al. (2018) list network design as one of the main areas
that needs to be improved, together with empty container repositioning and im-
proved port operations. In many cases, the methodology is still being developed
solely within the research community. However, more and more frequently, the
gap between academia and industry decreases and advanced analytical tools find
their way into practical applications.
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Figure 1.5: A container terminal in Singapore

1.1.4 Port operations

In container shipping, the core port operations are the loading and unloading of
containers and the transportation of containers around the terminal, for tem-
porary storage or connection to other modes of transportation. Loading and
unloading is performed by quay cranes, mounted along the waterfront. The
vessels berth at berthing spots and are then served by one or more quay cranes.
Once on land, the containers are transported by straddle carriers, which are ve-
hicles that can lift containers without the help of cranes or forklifts, yard trucks
and automated guided vehicles. The latter are unmanned vehicles for trans-
porting containers around the terminal area. Containers waiting for its next
transport, whether by sea or by land, are kept in the container yard, generally
in stacks of up to around five containers.

With the increasing size of vessels and importance of transshipments, more and
more pressure is put on the container terminals. One of the major drawbacks
of larger vessels is that the number of containers to load and unload increases,
which also extends the turn-around time. To better utilise the vessels and lower
transit times, it is important for ports to deliver high efficiency to get vessels
out of port faster. Modern quay cranes often load or unload two or three con-
tainers simultaneously. However, changing the infrastructure to accommodate
the larger ships is a slow and costly process, and Wiegmans et al. (2002) and
De Koster et al. (2009) argue that the payback takes between 15 and 30 years.
Hence, to maintain competitive throughput, efficient use of the current facilities
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are essential. Another issue with larger vessels is draft restrictions – sometimes
the port simply is not deep enough. In certain ports this also depends heavily
on the tides.

The world’s largest port in terms of container throughput is Shanghai, which
served a total of 42 million containers in 2019 Unctad (2019). In Europe, the
largest port is Rotterdam, which served around 14 million in the same time
period. Larger ports have multiple terminals, usually spread out over large
distances. In Rotterdam, for example, some terminals are two to three hours
sailing apart. This increases the need for efficient scheduling of the feeder vessels,
which normally visit several terminals, to minimise the additional time spent
sailing within the port.

1.1.5 State of the liner shipping industry

As the last thing in this section, for the interested reader, we will briefly re-
view the current state of affairs. The liner shipping industry has been growing
continuously during the second half of the 20th century, but the growth has
been declining in the last decade. The yearly growth between 1986 and 2006
was on average 10% (Stopford, 2008), but has mostly been below 5% since 2012
(Unctad, 2019). The continuous influx of ever larger vessels, together with a
less than expected growth rate, has lead to an over-capacity in the system. The
total capacity of container ships increased from 5 million TEU year 2000 to 20
million in year 2015 (Kemp, 2015), and the average carrying capacity of con-
tainer ships increased by 90 percent in the years 1996-2015 (Merk et al., 2015).
This has put significant pressure on the freight rates, which in turn has lowered
the profit margins. The new mega-vessels are naturally assigned to the routes
with largest cargo flows – mainly on the route ‘far east to Europe’, but the
lay-on effect is that the previously largest vessels are being pushed down the
chain, to the Trans-Pacific and the Trans-Atlantic routes.

As in many other areas, environmental awareness is rising, and the industry
faces new regulations. The goal of reducing the emission of carbon dioxide
by 50% until 2050, compared to the 2008 levels, while demand is continuously
growing, is a challenge to which there is currently no solution. In the more short-
term perspective, the 0.5% limit on the sulphur levels in fuel oil has recently
been implemented globally, with even stricter regulations in low sulphur areas,
increasing fuel prices.

The increased fuel cost, as well as the current over-capacity, may lead to blank
sailing and slow steaming becoming more frequent (Unctad, 2019). Sailing
slower reduces the network capacity as well as increases the transit times. To
keep up the service level, this might in turn reduce the number of direct port
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calls, and increase the need for transshipments (World Maritime News, 2019).
This would make the system more intricate and further increase the need for
analytical support tools. As a reaction to the heavily pressured liner shipping
market, the industry have undergone dramatic consolidations. The total share
of the top 10 container shipping lines have increased from 68 to 90 percent in
the years 2014-2019 (Unctad, 2019).

1.2 Maritime logistics

While the introduction of advanced analytical tools, to improve operations, gen-
erally came later to the maritime transportation sector than to applications in
road, rail and aviation, it is starting to become big business. We are mostly in-
terested in the methods from the field of operations research, applied to create
decision support tools in areas such as routing and scheduling. We commonly
categorise planning problems after the time-horizon of the decision in question.
Strategic problems deal with planning problems spanning longer epochs. A good
example of a strategic problem in the liner industry is fleet composition – vessel
leasing contracts often span several months or years. Problems on a slightly
shorter time-scale are called tactical problems and to this category counts, for
example, the liner shipping network design problem, which, as the name implies,
is the problem of designing the liner services. Naturally, this design problem
is influenced by the available fleet. In a similar fashion, it is common that
problems on shorter time scales depend on more strategic decisions. On a more
day to day-basis are operational problems, such as speed optimisation and vessel
delay recovery.

Planning problems in liner shipping can be split into seaside and portside prob-
lems. The main problems in seaside are the various variants of service network
design, fleet sizing, bunker purchasing (Yao et al., 2012), and vessel delay re-
covery (Brouer et al., 2013). Empty container repositioning (Meng and Wang,
2011) is another important problem, due to the trade imbalance. In portside,
the main problems relate to stowage planning (Avriel et al., 1998), berth allo-
cation (Imai et al., 2001), quay crane scheduling (Sammarra et al., 2007) and
container yard operations (Iris et al., 2018). In general, the seaside problems are
larger scale strategic and tactical problems, whereas the port problems are more
operational in nature. Most of the problems have been studied individually, and
particularly in portside, it is increasingly common to try to integrate problems,
finding solution for multiple problems simultaneously, instead of doing planning
sequentially.
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1.2.1 Liner shipping network design

The main problem in seaside, is the liner shipping network design. According to
Christiansen et al. (2013), it is the single most important planning problem to
address in maritime transportation. The planning horizon is normally between
three and six months, but it is common to try to keep down changes to the
network for increased continuity. As mention previously, the large variation
in vessel sizes encourage a system where the large vessels transport containers
between hub ports in different regions, and then smaller vessels transport the
containers between the region hubs and smaller ports. This naturally divides
the problem into two layers: the more traditional liner shipping network design
and the smaller scale feeder network design. The distinction is not absolute, but
it is a frequent phenomena. In previous work, there has been some attempts to
solve the problem over the complete network (Krogsgaard et al., 2018), but the
problem often turns out to be too large and too complex.

It is still under debate how to approach liner shipping network design. Which
features are necessary for it to applicable in practice? What simplifications have
to be made for the problem to be solvable in reasonable times? As a tactical
planning problem, the actual demands are yet unknown, and the planning is
performed under some estimate of future demands. It is common to assume
an average flow of containers to be transported, based on historical data. Some
work includes the scheduling dimension, which allows more accurate calculations
of transshipment times – it is better if a container arrives on Monday and is
picked up on Tuesday, than vice versa – whereas others treats it as a more
traditional commodity flow problem, using average transshipment times. At
the stage of planning, port availability is generally unknown, and tends to be
negotiated with the port owners afterwards, making liner shipping in practice
a bit of an iterative process. While the research field continues to grow, it is
far from fully deployed in practice. From a more mathematical standpoint, the
problem is strongly NP-hard. It is a service network design problem, and the
container pathing is commonly modelled as a multi-commodity flow problem
Karsten et al. (2015).

A much more detailed introduction to the liner shipping network design problem
is presented in Chapter 2: Introduction to Liner Shipping Network
Design. A good introduction to various characteristics of the problem can also
be found in Kjeldsen (2011).

1.2.2 The feeder network design problem

While feeder network design in practice is the same problem as the traditional
liner shipping network design, the feeder network design problem differs signif-
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icantly in its characteristics. The main difference, except that it tends to be
smaller scale, is that the containers are to be transported either to or from the
main hub of the region. When all cargo is to be delivered to/from a single port,
the need for transshipments, which is a defining trait for the liner shipping net-
work design problem, is drastically reduced. This allows completely different
formulations, making the problem much more tractable to solve. This, in turn,
allows including more specialised constraints, as well as adding some stochastic
elements. The feeder network design problem is much less studied than the orig-
inal liner shipping network design problem, and it is yet to be found out which
direction that research field will be heading. In Chapter 4: Feeder Network
Design we study the characteristics of the problem in more detail.

1.2.3 Portside planning problems

The most common portside planning problems are berth planning, quay crane
scheduling and stowage planning. Some work has also been dedicated to yard
planning, such as for example straddle carrier routing. Berth planning is the
problem of deciding when and where each vessel shall berth. Depending on the
port layout, people differ between discrete and continuous berth planning. In
the discrete case, we assume a number of slots, each with space for a single
vessel. In the continuous case, we instead assume one or multiple long berthing
slots, where multiple vessels fit and a more bin-packing like approach is taken.
In Chapter 6: Scheduling Feeder Vessels in Multi-terminal Ports, we
study a similar problem, but where a single carrier, with multiple vessels, is
allowed access to a number of berth slots during extended periods of time. The
planning problem is then seen from the carrier’s perspective, rather than from
the port administration’s. In berth allocation, it is also assumed that each
vessel only visits a single berth, whereas in our problem, they are frequently
required to perform operations at multiple terminals. Quay crane scheduling is
the problem of deciding which quay crane should serve which container. One of
the defining restrictions is that quay cranes are wheel-mounted or rail-mounted
along the quay and hence cannot cross. There is also a safety distance between
two adjacent cranes, which tends to be one container-width. The last problem
we mention here is stowage planning. With hundreds of thousands of containers
onboard there are gazillions of possibilities to arrange the containers. Normally,
to reduce the complexity, containers tend to be grouped, such that groups of
containers are placed next to each other. The goal is to reduce restowage, which
is when a container lifted off the vessel to then be lifted on again. This mainly
happens when discharging containers located below other containers planned to
continue onboard the vessel. The stowage also has to satisfy several stability re-
quirements, and the containers are not allowed to block too much of the captains
vision. Failure to balance the vessel can result in it either capsizing or simply
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breaking apart. Larger vessels also have a hatchlock, separating containers be-
low deck from the ones above. To access the lower containers, the hatchlock has
to be opened which requires the containers on top to be unloaded.

The port operations are all part of a larger system, which then interconnects
with the seaside operations. Due to the vast complexity of the whole system,
currently most areas are planned individually, but lot of work is dedicated to
combine one or a few planning problems into a more wholesome planning process
(Imai et al., 2008; Wang et al., 2018). Good introductions to container-terminal
operations can be found in Stahlbock and Voß (2008), Meisel (2009) and Ghare-
hgozli et al. (2016).

1.3 Contributions

In this thesis we study optimisation problems in different areas of maritime
operations. The contributions range from highly theoretical results to methods
which have been tried in practical applications. We divide our work into three
major categories. The first category contains work on liner shipping network
design. Our work in this area is focused on consolidating the field, reviewing
previous work and defining and proving some foundational results. The second
category is fixed charge network design problem. It is a core problem that defines
much of the underlying mathematical structure of liner shipping network design
formulations, and a better understanding of it would greatly benefit future work
on network design. The last category is port scheduling. Our work in this area
has, to some extent, a wider perspective. As the problem comes from industry
instead of from the literature, it encompasses the practical side, modelling,
theoretical understanding of the problem and algorithm development.

1.3.1 Papers overview and contributions

In the following we will go through the papers included in this thesis, discuss
their scientific contribution, and list how they have been disseminated.

Part II: Liner shipping network design

Liner shipping network design is a growing field, and it is known to be a diffi-
cult problem both to model and solve effectively. To deal with issues regarding
transshipments and complex services, the research field has come up with a
variety of innovative modelling approaches and solution algorithms. It is, how-
ever, sprawling in different directions, and it is yet unclear what assumptions
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should be used. In Chapter 2: Introduction to Liner Shipping Network
Design, we do an in-depth introduction to the problem and its variations, and
review previous work on the topic. We discuss pros and cons with different
assumptions and compare the different approaches on the benchmark instances
presented in Brouer et al. (2014). The work is disseminated as follows:

− A journal article with the title Liner Shipping Network Design, published
in The European journal of Operations Research in 2019, coauthored by
Marielle Christiansen, David Pisinger, David Sacramento and Charlotte
Vilhelmsen (Christiansen et al., 2019).

− A book chapter titled Green Liner Shipping Network Design, published
in the book Sustainable Shipping. The paper was coauthored by Marielle
Christiansen, David Pisinger, David Sacramento and Charlotte Vilhelmsen
and the editor was Harilaos Psaraftis (Hellsten et al., 2019).

− A book chapter titled Liner Shipping Network Design, coauthored by
Marielle Christiansen, David Pisinger, David Sacramento and Charlotte
Vilhelmsen. The chapter is currently with the editor Theodor Crainic,
accepted for publication.

Given the large variety in vessel sizes and to reduce network complexity, the
liner shipping networks tend to follow a hub-and-spoke structure, separating
the part of the network dealing with long-distance inter-region transportation,
and the one dealing with short distance intra-region transports. It is further
emphasised by the tendency that different carriers operate the different parts of
the network. This, and the extreme complexity of the full scale network, argues
for dealing with the two problems separately. The problem of designing the
regional networks is called the feeder network design problem, which we study
in Chapter 3: Feeder Network Design.

Feeder network design is a relatively new field, in terms of the number of pub-
lications. The definition of what constitutes a feeder network design problem
is not yet well defined. We argue for formalising it as a liner shipping network
design problem where all cargo either originates from or is destined to one or
multiple hub ports. This is the defining feature in previous literature and is also
the defining feature in practice. Clearly, in practice there could be some cargo
to be tranasported between feeder ports in the same region, but it tends to be
negligible.

Our main defining assumption, that separates us from previous work in the area,
is that we allow split demand. This has been essential in almost all previous
work on liner shipping network design, but has seen little attention in feeder net-
work design. We thoroughly study the problem and prove some core properties
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regarding transshipments and service structures. While transshipments can be
useful, from a mathematical viewpoint, we argue that they can be disregarded,
both as feeder ports frequently do not have the infrastructure necessary, and
that they are less relevant in a feeder network setting. We use the special feeder
structure to model the problem as a variant of a split demand vehicle routing
problem, including simultaneous pick-ups and deliveries, capacity constraints,
weekly departures, etc. We develop a branch-and-price algorithm to solve it.
The subproblems are dealt with by enumerating routes and assigning containers
by solving a dedicated min-cost flow problem with a cycle-cancelling algorithm.
The framework shows promising results for a set of realistic-sized instances, that
we created for testing, to optimality. It is also the first provably optimal solu-
tions to the Baltic LINER-LIB instance with split demand, albeit it is under
the assumption of no transshipments. We also find a significant improvement
to the best-to-date solution to the West Africa instance, even after the restric-
tions assumed. The initial goal was to use the feeder network structure to be
the first to find provably optimal solution to the smaller LINER-LIB instances,
but ignoring transshipments seemed like the correct approach from a business
perspective. Hence, in the end, we went with approach which makes more sense
in practice, even at the sacrifice of provable optimality for the original instances.
The work has been disseminated as follows:

− A journal article with the title A branch-and-price algorithm for the feeder
network design problem, submitted to The European Journal of Opera-
tional Research, coauthored by David Pisinger and David Sacramento.

1.3.1.1 Part III: The fixed charge multi-commodity flow problem

Fixed charge multi-commodity flow problem, in many regards, defines the un-
derlying structure of liner shipping network design. It is the problem you arrive
at if you relax the service structure and vessel availability constraints. The core
structure of the problem remains, while the more operational constraints are
ignored. To find good solutions to the liner shipping network design problem,
a thorough understanding of the core characteristics of the problem is essential.
To achieve that, the study of simpler versions of the problem like this is good
practice, and many of the cuts and techniques, efficient for solving the fixed
charge multi-commodity flow problem, are directly transferable to liner ship-
ping network design. But it is also a relevant core problem in many other areas
such as public transport line planning or telecommunication.

One of the classic approaches, to find provably optimal solutions, or as part of a
matheuristic framework, is to solve the path formulation of it using branch-and-
price algorithms. This becomes especially tractable when adding path-specific
restrictions such as for example transit time constraints.
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In Chapter 4: Deep Dual-optimal Inequalities for Capacitated Fixed-
charge Network Design Problems, we present a set of deep dual optimal
inequalities, inspired by the work of Ben Amor et al. (2006), for service net-
work design problems, which amounts to a simple primal relaxation. Deep
dual optimal inequalities are inequalities for the dual feasible region, which are
guaranteed to not cut away all optimal solutions. They use initial knowledge
about the optimal dual solutions to improve the efficiency of column generation.
We show that the proposed inequalities have a large impact on the number of
columns generated and on the run time for the root node, but also yield good
results for the full integer problem. They come at virtually no additional im-
plementational cost and no run time overhead. This is still work in progress, an
we hope to extend it in the next months. The work has been disseminated as
follows:

− A technical report with the title Deep dual-optimal inequalities for gen-
eralized capacitated fixed-charge network design problems, coauthored by
David Franz Koza and David Pisinger (Koza et al., 2020b). To be extended
and submitted to a peer-reviewed journal in the coming month.

With the increased interest in transit time restrictions in transportation and
especially in liner shipping, as described by Karsten et al. (2017), including
transit-time constraints into the fixed-charge multi-commodity flow problem is
an interesting new research direction.

There are, to our knowledge, no literature on the fixed charge multi-commodity
flow problem with transit time constraints and in Chapter 5: Transit Time
Constraints for Fixed-charge Network Design Problems, we study the
problem and different ways to model it. We assume continuous flow, as is
common practice in liner shipping network design. Without continuous flows
(or split demands), the problem is a quite straight-forward extension to the
normal general version, but with continuous flow the problem becomes more
interesting to study. It turns out that the problem has no natural polynomial-
sized formulation, and so we present two models, based on different assumptions.
One model enumerates the paths each commodity uses, which assumes an upper
bound on the number of paths used by each commodity. The formulation uses
integer time indices, which requires the time parameters to be integer. However,
we show that the most efficient approach is to solve the problem using a branch-
and-price framework. Using a path formulation for the problem allows moving
the transit time constraints to the definition of feasible paths.

Through extensive computational experiments, we show that many of the im-
plementational techniques presented for the classic fixed charge network de-
sign problem also work well for the transit time constrained case. Common
techniques, such as separating strong linking inequalities, clever branching are
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transferring the linear programming-basis between nodes, are vital, but more
specialised procedures such as separated lifted cover inequalities and deep dual-
optimal inequalities also show great improvements. We also do an in-depth
sensitivity analysis, showing how different instance characteristics impact the
solutions and the problem difficulty. The work has been disseminated as fol-
lows:

− A journal article with the title The transit time constrained fixed charge
multi-commodity flow problem, submitted to Computers & Operations Re-
search, coauthored by Ivan Contreras, Jean-Francois Cordeau, David Franz
Koza and David Pisinger.

− A seminar talk at DTU, by Erik Hellsten, in the spring 2020.

Part IV: Port operations

Large ports, such as Rotterdam, have several terminal areas located several
hours sailing apart. To maximise the utilisation of the mega-vessels, they tend
to only visit a single terminal for all of their container operations. The feeder
vessels, however, frequently have connections with several ocean vessels and then
have to visit multiple terminals to pick up and deliver containers.

Operations and planning work differently in different settings. The most com-
mon procedure for berth allocation is that vessels arrive at port, and the port
administration tries to administer which vessel shall berth were and when. This
gives rise to the traditional berth allocation problem. Larger feeder operators,
like Unifeeder, however, sometimes have a sufficient number of vessels to war-
rant having certain berthing slots open for them recurrently for portions of the
week. This shifts the owner of the planning problem to the feeder operator, and
changes the nature of the problem. The problem can be described roughly as a
classic scheduling problem; there are a number of vessels, each with a number
of operations to perform at different terminals, such that each berthing spot
can only serve a single vessel simultaneously. Additionally, there are a num-
ber of operational constraints. The problem is described in detail in Chapter
6: Scheduling of Vessels in Multi-terminal Ports. The problem is op-
erational in nature and the planning is done a couple of days in advance, but
operations are continuously rescheduled to account for a variety of changes.

The problem is studied in great detail, and together with our industry partner
we developed a model including the core mechanics of the scheduling problem.
The problem, as modelled, has a similar core structure to the general shop
scheduling problem (Brucker, 1999), and includes time windows, capacity con-
straints, precedence constraints and closing periods for the terminals. To solve
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the problem, an adaptive large neighbourhood search algorithm is proposed. A
key insight is that for a given order of operations, an optimal time assignment
can be found in polynomial time, using dynamic programming. The ALNS
utilises this, gradually modifying the order of operations, and assigns times as
part of the solution evaluation. We develop and publish a wide-spanning in-
stance suite for testing our methods and for future benchmarks and performed
a thorough parameter analysis, studying the impact of different parts of the so-
lution methodology, as well as different neighbourhoods. The results show that
the algorithm produces much better results, even when given significantly less
time, than when solving the model with a modern general-purpose MIP solver.
The work has been disseminated as follows:

− A journal article with the title An adaptive large neighbourhood search
algorithm for scheduling feeder vessels in larger ports, published in The
European journal of operations research in 2020, coauthored by David
Pisinger and David Sacramento (Hellsten et al., 2020).

− A conference presentation at EURO, 2018 in Valencia, by Erik Hellsten.

− A poster session at the INFORMS annual meeting, 2018 in Phoenix, Ari-
zona, by Erik Hellsten.

1.4 Conclusions

The use of advanced analytical tools to optimise operations in the maritime
industry is growing rapidly. It is predicted that the use and implementation of
such tools is key for success in an industry facing a currently somber market, suf-
fering from overcapacity and with new environmental regulations. In this thesis,
we continue this development, at multiple levels – from developing theory for
abstract problems to working with industry to find solutions in their day-to-day
work. Our main contributions are in developing models and solution frameworks
for various planning problems. The goals are to maximise the utilisation of the
available assets to reduce the cost, and sometimes the environmental impact,
often under restrictions to keep up the level of service.

The main problem studied in this thesis is liner shipping network design. It
is, by many, considered the most important planning problem, for which to
develop efficient decision support tools, in the industry. It is also one of the
hardest problems, therein, and one of the planning processes which has seen the
least use of analytical support systems in practice. In this work, we address
this issue from multiple angles. We review and consolidate previous work, to
unify the field, and help future work take inspiration from previous attempts
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and learn from their successes and mistakes. A major modelling difficulty is the
interaction between non-simple services and transshipments, and we collect the
main approaches to handle this and compare them.

Further, we carefully study the fixed-charge multi-commodity flow relaxation of
the liner shipping network design. We work with branch-and-price algorithms
for solving it and develop a set of new deep dual-optimal inequalities that sig-
nificantly improve the algorithm’s performance. Those inequalities could fur-
thermore readily be transferred to service network design problems.

In an extensive computational study, we show the properties and behaviour of
the fixed-charge multi-commodity flow problem, when adding transit time con-
straints, and show the impact of a set of speed-up techniques. In particular,
lifted cover inequalities and dual-optimal inequalities yield remarkable improve-
ments.

Lastly, we discuss splitting up the liner shipping network design in global and
regional networks. This is a commonly recurring phenomena in the business,
due to the large variation in vessel sizes. The resulting regional feeder networks
are of much more manageable sizes, and we discuss how to model and solve
such problems. Additional assumptions on the structure allows specialised for-
mulations, which allows finding optimal solutions to realistic-sized instances.
We present a branch-and-price framework, which solves the majority of the in-
stances tested and which significantly improves on the best solution found for
the West-Africa instance from the Liner-Lib instance suite.

The second planning problem studied is the scheduling of feeder vessels in larger
ports. The models and methods were developed together with representatives
from the industry and has been tested by planners in practice. The algorithm
gave good results and have since been further developed by Sacramento et al.
(2020), for even better performance. It is our belief, that the methods developed
in that project could significantly improve the operations of many feeder carriers,
without much extra work in terms of adaptation.

All in all, the developed methods and theory in this thesis is a stepping stone in
the digital transformation of the liner shipping industry, to maintain profitability
and reach the climate goals. We believe and hope that that work presented will
be of help, both in future research projects and industrial applications. This
thesis is an unusual combination of deep theoretical results and practical real-life
implementation which we hope will inspire future projects.
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1.5 Future work

The journey that is liner shipping network design started in earnest around
two decades ago, and it will not have reached its destination until advanced
analytical tools, to plan the liner networks, are in daily use in practice. In this
section, we will discuss how we see the road there and what obstacles we could
expect along the way. Naturally, we will focus on matters close to the work we
have done.

1.5.1 Improved solution methods

Liner shipping is a difficult problem to solve, and the instances that appear in
practice are tremendous. For the benchmark instances proposed by Brouer et al.
(2014), we are in principle the first to attempt to present any form of optimal
solution to any of the instances, albeit with some minor additional assumptions.
It should be noted that Santini et al. (2018) also present exact results, but under
the assumption of no split demand. Only a single paper so far has reported any
form of results for the largest instance. It is clear that additional work has to be
done to improve the solution methodology before liner shipping network design
reaches its full potential.

In our work on fixed charge multi-commodity flow problems, we add to the
linear programming toolbox for solving network design problems but more work
has to be done. To try to solve the larger instances with exact methods is likely
not a worthwhile avenue to walk, with the current tools available, but the use of
linear programming methods in so called matheuristics is promising. Combined
approaches, such as capacity scaling together with local branching (Katayama,
2015), might yield good results.

The flow-first approach by Krogsgaard et al. (2018), is another interesting avenue
to global liner shipping network design. They used an approach where they
first generated the commodity flow, and then afterwards tried to match the
services to it. For such an approach to work, a mechanism is needed that acts
to aggregate the flows on to a few arcs. They used convex objective function
for this purpose, but their results suffered from that the flow did not aggregate
enough. If the initial flow could instead be generated by solving the transit time
constrained fixed charge multi-commodity flow problem, presented in Chapter
4, it is expected that better results would be achieved. The transit times further
keep container paths realistic.
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1.5.2 Extending the models

Liner shipping is a complex industry, and the models are created to capture the
essence of it. This is the natural way - you look at a stripped down version of
the problem to develop the algorithmic frameworks. But the question that begs
to be asked is what additions to the models are needed before it can be used in
practice and how hard will it be to adapt?

Many of the operational constraints fall naturally within the current modelling
frameworks. Cabotage rules, which are regulations to protect domestic trade,
can generally be included in a preprocessing step, canal fees can be included as
additional arc costs, and a more complicated cargo mix can modelled by using
several variables, representing loads and capacities. While such details are often
left out in research papers, they add little difficulty when applied in practical
settings. For general liner shipping network design, as we will talk about in
Chapter 2, we initially see four major modelling elements which will be crucial
for the efficiency of the proposed models in practice, in no particular order:
(i) speed optimisation, (ii) cargo rejection, (iii) service level requirements, and
(iv) transshipment costs. Those are increasingly being included in the problem
formulations.

In feeder network design, which is a much less well explored field, it remains to
decide exactly what modelling features will be necessary. We strongly believe
that cargo rejection and split demand will be essential, but more research should
be done on the necessity of transshipments in practice. We predict that it will
sufficient to study the problem without them, but more research on the topic
should be conducted and more input from additional agents in industry would
help strengthen the case for either side. In terms of four modelling elements,
mentioned in the previous paragraph, a natural next step for our work in feeder
network design, would be to include transit time constraints and speed opti-
misation. Both would be possible to handle within the proposed framework,
with some small to medium size adjustments. On a broader scale, there is the
discussion whether the scheduling element is relevant. Many models use space-
time graphs to explicitly keep track of what times the vessels are in which ports
(Koza et al., 2020a; Santini et al., 2018). This allows more exact calculations
of transshipment times, but at the time of planning, port availability and exact
container flows are unknown, and it is uncertain whether this level of detail is
helpful. The second question is how to handle alliances in liner shipping network
design. Nowadays, it is seldom a carrier has no interaction with other carriers.
It remains to be defined how this shall be accounted for in the models - if for
example game theoretical approaches will be necessary or not? This needs to
be explored further.
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1.5.3 Stochastic feeder network design

As in most optimisation problems, liner shipping network design is solved with-
out full information. In particular, the demand is revealed at an operational
time-frame, long after the network design is performed. As the networks designs
in principle are static over long periods of time, looking into dynamic formula-
tions are less relevant. Stochastic formulations would be a good addition for the
problem. The main problem is that the non-stochastic network design problem
is already hard to solve, and stochastic formulations are currently not on the
road map. What would be interesting though, is stochastic formulations for
the feeder network design. This problem is sufficiently manageable so that it
could be tractable, and the demand fluctuates sufficiently that the gains might
be worth the extra effort.

1.5.4 Industry roll-out

Like in many other fields we try to develop decision support tools for planner in
industry. And while the research field is closing in on level of maturity, where
it can be used efficiently in practice, a lot of work remains to be done in terms
of organisational implementation. The academic models have to be translated
into specialised tools for the individual use cases, the planners need to learn to
use the tools and the new practice has to be accepted and integrated as part
of a new company culture. How to best facilitate this procedure is out of our
expertise, but is nonetheless important.

1.5.5 Future work in port scheduling

Although the tools developed for port scheduling are close to ready for industrial
application, this was a first approach to solve a new problem and there are plenty
of interesting directions for future research. In terms of modelling assumptions,
the allowance of dual-berths, i.e., the use of additional berthing slots when
direly needed, is not uncommon in practice and could be included in the model
to make it more flexible. The model is built around the view on the problem of
the planners; it might be that operations can be allowed more flexibility if the
planning burden is shifted to the support tools. Potentially, one could study
what gains would be possible if the strict restrictions no on preemption were
lifted. Normally, the effort of docking and getting started makes this intractable,
but for sufficiently long operations this could yield reasonable improvements.

This is also a problem which would be natural to see in a dynamic and/or
stochastic setting. It is an operational problem so the parameters are constantly
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changing – the vessels are frequently delayed, new last minute orders arrive
and quay crane operation efficiencies varies. The schedule is remade daily, and
a decision support tool that takes the changes into account and continuously
reoptimises the schedule would be helpful. Naturally, an important part of
such a framework is to keep some level of consistency, so the schedule does not
completely change several time a day. For the same reasons, stochastic elements
could be taken into account. Especially, one could get distributions for the crane
efficiency to help make better schedules. For this to be efficient, first the time
granularity has to increase. Right now, scheduling is made in blocks of one hour.
But this in turn requires a big step up in data quality and modelling details.

The port scheduling problem appears as a result of an agreement between a
carrier and the port administration. Potentially, an even more efficient system
could be reached if several carriers started collaborating. This would need struc-
tures to keep the planning fair, but it is an interesting problem to study that
could have a huge impact on future operations.

On the subject of solution methods, as is shown in the sister thesis of this project
by David Sacramento, constraint programming is a promising avenue. We work
with continuous time approaches, but using discrete time could potentially open
up more linear programming options. This is an avenue worth exploring.

Finally, the model framework and solution methods presented show good re-
sults and are applicable to many other areas of scheduling. We believe that
methodology could easily be generalised to other problems; this would be an-
other interesting direction.

1.6 Work not in this thesis

In the addition of the work presented in this thesis, we have, during the PhD
project, worked with developing analytic tools for predicting delays in railway
networks. The work was presented as part of the INFORMS RAS problem
solving competition, 2018, receiving the first prize.

Predicting delays is important for a multitude of reasons. For customers, ac-
curate information about the delay of their departures is both soothing for the
mind and allows both planning connections and making plans with others. For
planners, it allows making the necessary adjustments in time - whether it be
speeding up or rescheduling a line or something else. We used data from several
months of operations from the Dutch railway network to build a data-driven
prediction model. We used two classical machine learning methods, artificial
neural networks and gradient boosted trees to predict the delay change for sin-
gle events, based on the delay of previous events, the location, rolling stock
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connections etc. This is then put together in a model containing all locations,
predicting the events in chronological order, building new predictions on previ-
ous ones, to make a complete prediction of the network state around 20 minutes
forward in time.

The results are good, handily outperforming the rule-based prediction systems
used today. The results are published in the technical report Haahr et al. (2019),
coauthored with Jørgen Haahr and Evelien Van der Hurk, and will be submitted
to an international peer reviewed journal in the coming months.

A similar methodology would likely also work in the liner shipping industry.
While the delay of different trains are mostly connected through the limited rail
capacity, liner vessels interact through transshipments, but both are part of a
system where delays very much depend on the current state of other agents.
This work was disseminated as:

− A technical report with the title Train Delay Prediction in the Nether-
lands through Neural Networks coauthored by Jørgen Thorlund Haahr
and Evelien van der Hurk (Haahr et al., 2019).

− A presentation at the awards ceremony at DTU 2018 by Erik Helslten and
Jørgen Thorlund Haahr.

− A presentation at the DORS annual meeting 2018 by Erik Hellsten.
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Part II

Liner Shipping Network
Design





Chapter 2
Introduction to Liner

Shipping
with M. Christensen, D. Pisinger, D. Sacramento,

and C. Vilhelmsen1

Abstract

Liner shipping is the service of transporting large volumes of cargo using ocean-
going vessels, sailing regular routes on fixed schedules. Designing a good net-
work is a complex task, in which many aspects have to be taken into account.
We give a brief introduction to containerised liner shipping, RoRo liner ship-
ping, and network design. We also introduce the LINER-LIB test instances for
network design in containerised liner shipping. The most common network de-
sign models for containerised liner shipping are presented, including, integrated
Mixed Integer Programming (MIP) models, and two-stage algorithms where
the service generation and the flowing of containers are separated into two
steps. We conclude the chapter by discussing future trends in liner shipping,
indicating directions for future research.

1 Christensen, M., Hellsten, E., Pisinger, D., Sacramento, D., and Vilhelmsen, C. (2019)
Liner shipping network design. The European Journal of Operations Research.

Hellsten, E., Pisinger, D., Sacramento, D., Vilhelmsen, C. (2019). Green liner shipping
network design. In Sustainable shipping, pages 307-337. Springer.

Christensen, M., Hellsten, E., Pisinger, D., Sacramento, D., and Vilhelmsen, C. Liner
shipping network design. Accepted for publication in Liner Shipping Network Designs.
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2.1 Introduction

Maritime transportation enables transportation of large volumes at relatively
low costs and is therefore a fundamental part of the world trade. It is estimated
that around 90 percent of world trade today is carried by the international
shipping industry. Additionally, efficient port structures make it possible to
combine sea transportation with land-based modes of transportation.

Roughly speaking, liner shipping is the service of transporting large volumes
of cargo by means of high-capacity vessels that follow regular routes on fixed
schedules. Within this type of shipping service, the variety of vessel types can
be split into vessels designed for Lift-on/Lift-off (LoLo) operations, and Roll-
on/Roll-off (RoRo) operations. In LoLo operations, quay cranes located on the
docks are used to load and unload the vessels’ cargo, while RoRo vessels are
designed to carry cargo that can be rolled on and off the vessels.

In this chapter, we mainly focus on containerised liner shipping network design,
i.e., networks using LoLo operations, though we also briefly introduce network
design for RoRo liner shipping. Although we have tried to cover most of the rel-
evant models and algorithms dealing with containerised liner shipping network
design, we have chosen to focus on those that seem to be applicable in practice.

This chapter is organised as follows: In Section 2.2 we give a brief introduction
to containerised liner shipping, RoRo liner shipping, and network design. We
also introduce the LINER-LIB test instances for network design in container-
ised liner shipping. The following sections are focused on containerised liner
shipping. In Section 2.3 we discuss the challenges in designing a liner shipping
network, and give an introduction to the models and algorithms, which will be
presented in the following sections. In Section 2.4 we give an overview of in-
tegrated Mixed Integer Programming (MIP) models, while Section 2.5 studies
two-stage algorithms where the service generation and the flowing of containers
are separated in two steps. Section 2.6 presents the bibliographical notes of the
topics addressed in this chapter. The chapter is concluded in Section 2.7 with
a short discussion of future trends and challenges.

2.2 Overview of Liner Shipping and Liner Ship-
ping Network Design

Maritime transportation is a cost-effective means of transportation, as it offers
the transport of large volumes of cargo all around the world. The cargo vessels in
the maritime industry are generally divided into the following major categories:
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general cargo ships, bulk cargo carriers, tankers, container ships and RoRo
ships. This section presents the network design for containerised liner shipping,
which are based on LoLo operations, as well as a brief description of RoRo liner
shipping.

2.2.1 Containerised liner shipping

The liner shipping industry is a vital part of the global economy, constituting one
of the cheapest modes of cargo transportation. During the last three decades,
the volume of containerised cargo has grown by more than 8% per year, and
more than 5,200 container vessels were in operation worldwide in 2019. Standard
containers come in two different sizes, twenty and forty feet, which have given
rise to the standard measures of containerised cargo, twenty foot equivalent units
(TEU) and forty foot equivalent units (FFE). The largest vessels carry more than
20,000 TEU and during 2016, a container volume of around 140,000,000 TEU
was estimated to pass through the vast liner shipping network (Unctad, 2018,
2019). Clearly, any improvement in the network design in the liner shipping
industry will correspond to enormous savings.

The liner shipping industry is built up by so called services. A service is a fixed
cyclic itinerary, sailed by a number of similar vessels. Services usually have
weekly or biweekly departures to add consistency and regularity for the cus-
tomers. The vessels are operated by shipping companies called carriers, where
the largest carriers operate over 600 vessels. The trend is to build ever larger
vessels, as they are significantly more energy efficient, see Figure 2.1. To ef-
ficiently utilise those tremendous liner vessels, each region typically has a few
larger ports, called hubs, where the liner vessels pick up and deliver containers.
From the hubs, the containers are then transported to other ports by smaller,
more flexible, so called feeder vessels. The transfer of a container, from one ves-
sel to another in a port, is called a transshipment. Transshipments occur both
between larger vessels and smaller vessels, but also between larger vessels when
no suitable service connects the origin and destination hub. While transship-
ments add flexibility, they tend to be costly, as the cargo needs to be unloaded,
stored until the arrival of the new vessel and then reloaded again. Finally, to
protect the national trade business, many countries forbid foreign carriers to
ship cargo between two ports within the country. This is called cabotage rules.

The major costs for the carriers are vessel acquirement and bunker fuel. How-
ever, other costs, like canal fees, port costs, and transshipment costs, are also
highly significant. The fuel consumption is frequently estimated as a cubic func-
tion of the speed, as seen in Figure 2.2. As the speed has such an impact on
the fuel consumption, slow steaming is often used to reduce the consumption.
Especially after the financial crisis in 2008, maritime shipping companies imple-
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Figure 2.1: Estimated cost per 1,000 container miles for different vessel sizes.
The vessels are assumed to sail at 19 knots and the bunker fuel price is esti-
mated as 750 $/tonne. We see that bunker represents the largest cost and that
transporting containers on larger vessels requires significantly less fuel. Data
has been obtained from Germanische Lloyd (2017).
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vessel size. Data has been obtained from Notteboom and Vernimmen (2009).
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mented slow steaming policies for cost-cutting purposes. The obvious drawback
of slow steaming is that more vessels are required to transport the same amount
of cargo and also, that transit times become longer, yielding a lower level of
service for the customers. In general, services have two directions, head- and
back-haul, where most of the cargo is transported in the head haul direction. A
good example of this is the trade between Asia and Europe, where most of the
goods are delivered from Asia to Europe. In this case, vessels are slow steaming
in the back-haul direction where less customers are affected by the increased
transit time.

2.2.2 Containerised liner shipping network design

The Liner Shipping Network Design Problem (LSNDP) can be defined as follows:
Given a collection of ports, a fleet of container vessels and a group of origin-
destination demands. A set of services is constructed for the container vessels
such that the overall operational expenses are minimised, while ensuring that
all demands can be routed through the resulting network from their origin to
their destination, respecting the capacity of the vessels.

In the following, we present some notation of the LSNDP that will be used
throughout the chapter, introducing the necessary notation when required.

The set of ports is denoted by N and represents the set of physical ports in
the problem. The set of arcs A represents all possible sailings between ports.
The set of commodities is denoted K and for each commodity k ∈ K, there
is an origin port ok, a destination port dk, as well as a quantity qk measured
in TEU. Furthermore, the corresponding unit-cost for transporting a unit of
commodity k through arc (i, j) ∈ A is defined as ckij . Finally, the set V denotes
the set of vessel classes. For each v ∈ V there is a corresponding cargo capacity
uv in number of TEUs, an available fleet quantity mv, and additional speed
limitations and fuel consumption parameters. Furthermore, for convenience,
the demand of the commodities in each port i ∈ N is defined as:

ξki =


qk if port i is the origin port of commodity k
−qk if port i is the destination port of commodity k

0 otherwise.
(2.1)

There is a limited fleet of container vessels, but not all vessels need to be used.
The deployment of a vessel v ∈ V has an associated charter cost cv. Addi-
tionally, there are other costs related with the resulting network, such as the
sailing cost cvij associated with each vessel and each arc, which is given as a
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combination of the port call cost and the fuel consumption for the correspond-
ing arc. When containers of commodity k ∈ K are transferred from one vessel
to another in port i ∈ N , there is a transshipment cost cTik for each container.
Furthermore, there is an associated sailing time tvij for each container vessel v
sailing between ports i and j, which is given as a combination of its design speed
and the corresponding distance between the ports. Moreover, each port i ∈ N
has an associated berthing time bi.

One of the main traits of the liner shipping industry is the regular operation of
services under a pre-established schedule. Sometimes it is possible to define the
set of candidate services in advance. In these cases, let S be the set of feasible
services in the model. Notice that S can be exponentially large. Each service
s ∈ S has an associated operational cost cs. As the set of services is defined
beforehand, the operational cost is given as a combination of the sailing cost of
the arcs on the service route and the corresponding port-call costs. Moreover,
it is required that all services should have weekly operations, meaning that if
a round trip takes eight weeks to complete, then eight similar vessels need to
be deployed to the service in order to ensure that each port is visited once a
week. Therefore, the required number of vessels from vessel class v to maintain
the weekly frequency is defined as ms

v. The structure of the service can be
divided into several types according to the number of times a port is visited
during the service. A simple service or a circular service visits each port in
the service exactly once. However, a service is often allowed to be non-simple,
meaning that a port can be visited several times, as this may improve transit
times. Nodes (or ports in the sequence) that are visited several times in the
service are denoted butterfly nodes and a service containing a single butterfly
node defines a butterfly service. Another common service type is the pendulum
service, in which each port is visited twice, once in each direction. Examples of
the different type of services for some European ports are illustrated in Figures
2.3, 2.4 and 2.5. Moreover, in some cases, the structure of the service can
naturally be defined by the geographical distribution of the ports. For instance,
if the ports are located along the coastline, it can be convenient to define services
following an outbound-inbound principle. Such services are similar to pendulum
services; however, they may be asymmetric, as some ports can be omitted in
each direction, as illustrated in Figure 2.6.

When designing a shipping network, different variants of the LSNDP can be
considered, varying mainly in the following four respects:

• Transit time constraints. The demands may be subject to transit times
and hence have an associated time limit that must be respected. If the
transit time is not respected, perishable goods may become spoiled.

• Transshipment costs. The costs of transshipments are a significant part of
the operational costs, so it is generally important to represent these costs
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Figure 2.3: Example of a simple service, where each port is visited exactly
once

Figure 2.4: Example of a butterfly service, where Aarhus is the butterfly node

in the model.

• Rejected demands. Although the standard formulation of LSNDP states
that all demands must be flowed through the network, many models allow
rejection of demands by imposing a penalty.

• Speed optimisation. There are three main approaches to model speed
optimisation: Models which have constant speed for all services, models
which choose a speed for each service, and models which choose a speed
on each individual leg in each service. As the fuel consumption depends
non-linearly on the speed, it is common to choose between a number of
discrete speed alternatives, each with a corresponding cost.
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Figure 2.5: Example of a pendulum service, where each port can be visited
both on the head-haul and back-haul trip

Figure 2.6: Example of an asymmetric service with five ports with the
outbound-inbound principle

Most models for LSNDP design the network without a specific schedule. Hence
the service for each vessel is defined, but not the exact day of arrival/departure.
This is typically done in a later step, where port availabilities are negotiated
and transshipment times at ports are adjusted.

2.2.3 RoRo network design

RoRo shipping is an important segment within liner shipping. The RoRo ships
are vessels designed to carry wheeled cargo, such as cars, trucks, semi-trailer
trucks, and railroad cars, that can be driven on and off the ship on their own
wheels. In addition, RoRo ships may carry complex cargo that is placed on
trolleys and rolled on and off the ships, such as boats, helicopters, and heavy
plant equipment. RoRo shipping is often the only viable method of ocean freight
transportation for these oversized vehicles, as they may not fit in standard
containers. There exist various types of RoRo ships, such as ferries, cruise ferries,
cargo ships, and barges. In this subsection, we consider the RoRo ships used
for transporting cars, trucks and complex general cargo across oceans known
as Pure Car Carriers (PCC), Pure Truck & Car Carriers (PCTC) and general
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Figure 2.7: Illustration of two trade routes sailed in sequence, Oceania to
Europe and North to South America, with associated ballast sailing from Europe
to North America. World map by San Jose under a CC-BY-SA-3.0 license.

RoRo ships, respectively. A typical PCTC has a carrying capacity in the range
of 5,500 to 8,000 RT43. Here, RT43 is a capacity measure in the RoRo business
and corresponds to the size of a 1966 Toyota Corona. In 2016, the world fleet
of RoRo ships consists of around 5,000 ships with a total capacity of more than
24 million deadweight tons (ISL, 2016).

The trades to be serviced in RoRo shipping are usually designed based on a large
number of contracts for transportation of cargo between the different port pairs
along a trade route. Hence, trade routes are defined as transportation arrange-
ments from one geographical region to another, where the world is divided into a
number of geographical regions. Each trade route has a number of loading ports
in one region and a number of discharging ports in the other. In Figure 2.7, two
trade routes are illustrated by solid lines and the ports are shown as filled circles.
These trade routes are similar to the services in container network design. As
seen in Figure 2.7, the trade routes are not traditionally circular. After a ship
has sailed one voyage on a trade route it often needs to reposition to start on the
next one due to trade imbalances. This repositioning means ballast sailing, i.e.,
sailing without cargo, which of course should be reduced as much as possible.
The ballast sailing between the two trade routes in Figure 2.7 is illustrated by a
dashed line. Differences in contractual requirements and variety in the types of
cargo transported on the various trade routes may restrict which vessels can be
assigned to a particular trade route, regarding both capacity and vessel type.

Each trade route is sailed regularly, for example weekly, fortnightly, 3 times per
months, depending on demand and contractual obligations. Each sailing on a
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trade route is called a voyage, and normally there is a time window to start
sailing a voyage. Due to contractual obligations, these voyages are mandatory
and must be covered either by a ship in the RoRo shipping company’s own
fleet or by a chartered ship. A RoRo shipping company owns and operates
a heterogeneous fleet of ships having different cargo capacities, sailing speed
ranges, and bunker consumption profiles, and serves a given set of trade routes.

The operations within RoRo shipping deviates from container shipping in several
ways as well as in the cargo and ships. In container shipping, each ship is
normally assigned to a single route, while in RoRo shipping a ship may sail
several trade routes during a planning horizon. Ship types, instead of individual
ships, are often considered in container shipping, while in RoRo shipping a route
for each ship is determined. This also means that in RoRo shipping each trade
route may be serviced by different ship types. Furthermore, there is a great
variation in when to start each voyage, as well as when and how often to visit
each port along the trade. Therefore, existing studies within fleet deployment in
RoRo shipping have used time windows for when each voyage along each trade
should start. This flexibility is in contrast to container shipping, as each service
is usually served on a strict weekly basis, and each voyage along the trade visits
all ports in the same order. Finally, transshipment rarely exist in RoRo shipping
in contrast to container shipping. This makes the network design easier.

2.2.4 The LINER-LIB test instances

In order to make it easier to compare algorithms for LoLo liner shipping net-
work design, Brouer et al. (2014a) introduced the LINER-LIB benchmark suite.
The test instances in LINER-LIB are based on real-life data from leading ship-
ping companies along with several other industry and public stakeholders. The
benchmark suite contains data on ports including port call cost, cargo han-
dling cost and draft restrictions, distances between ports considering draft and
canal traversal, vessel related data for capacity, cost, speed interval and bunker
consumption, and finally a commodity set with quantities, revenue, and maxi-
mal transit time. The commodity data is intended to reflect the differentiated
revenue associated with the current imbalance of world trade.

The LINER-LIB benchmark suite consists of seven instances described in Brouer
et al. (2014a) and is available at http://www.linerlib.org. The instances range
from smaller networks suitable for being solved by exact solution methods to
large scale instances spanning the globe. Table 2.1 gives an overview of these
instances.

Each of the instances can be used in a low, base, and high capacity case depend-
ing on the fleet of the instance. For the low capacity case, the fleet quantity and



2.3 Overview of models and algorithms 45

Table 2.1: The seven test instances included in LINER-LIB with indication
of the number of ports (|N |), the number of origin-destination pairs (|K|), the
number of vessel classes (|V |), the minimum (min v) and maximum number of
vessels (max v) in each class.

Instance Category |N | |K| |V | min v max v
Baltic Single-hub 12 22 2 5 7
WestAfrica Single-hub 19 38 2 33 51
Mediterranean Multi-hub 39 369 3 15 25
Pacific Trade-Lane 45 722 4 81 119
AsiaEurope Trade-Lane 111 4,000 6 140 212
WorldSmall Multi-hub 47 1,764 6 209 317
WorldLarge Multi-hub 197 9,630 6 401 601

the weekly vessel costs are adjusted to fewer vessels with a higher vessel cost.
For the high capacity case the adjustments are reversed.

Currently, most papers only report results for the base capacity case. Further-
more, most often only the six first instances are considered, with Krogsgaard
et al. (2018) being the only paper to report results for the WorldLarge instance.

2.3 Overview of models and algorithms

Designing a liner shipping network is a difficult task, embracing several deci-
sions: Not only do we need to construct the individual services, but we should
also deploy vessels of the right size to each service and ensure that there is
sufficient capacity in the network to transport all containers from their origin
to their destination. Designing the individual services is an NP -hard problem.
Furthermore, routing the containers through a given network subject to time
constraints for each container, can be recognised as a time-constrained multi-
commodity flow problem, which is also NP -hard.

The problem is further complicated by the fact that ports are often visited sev-
eral times in the same service. This allows containers to quickly be transshipped
to other services, and it frees up capacity. However, formulating the problem
with multiple visits to a port as a MIP model becomes more difficult.

Finally, one should notice that transshipment costs represent the majority of the
cost of routing the containers through the network according to Psaraftis and
Kontovas (2015). It is therefore important to carefully model which containers
might be transshipped and at which costs. This adds further complexity to the
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problem, and makes a graph formulation huge and difficult to solve.

First, we will focus on how the problem can be modeled. Generally speak-
ing, models for liner shipping network design can roughly be divided into the
following two groups:

• Service selection models. The idea behind these models is to use a large
set of promising candidate services and then select a subset of them to
create a network. The set of promising candidate services can both in-
corporate services designed by experienced planners as well as services
internally generated by an algorithm. Many shipping companies and cus-
tomers do not want the network to be completely restructured, in which
case proposing small variations to each service may be a sensible method.

• Arc formulation models. These unified MIP models design services and
flow containers through the resulting network. In order to handle this
task, two sets of variables are needed: Binary variables to select edges in a
service, and integer variables to denote the flow on each edge. If multiple
visits to a node are allowed (butterfly nodes) then an additional index is
needed to indicate the visit number at each node.

Many of the MIP models can in principle solve the LSNDP to optimality. How-
ever, due to the intrinsic complexity, only small instances can be solved to proven
optimality within a reasonable time. The service selection based models more
easily solve the problem to optimality given that only the proposed candidate
services are valid. In practice, however, there may be an exponential number
of valid services, and we cannot expect to get all services as input. Hence, the
found solution will often be sub-optimal.

Large real world problems, in most cases, cannot be solved directly as MIP
models. Therefore, it is required to use specialised algorithms to design the
liner shipping network. Within this category, one of the most commonly used
algorithms are the two-stages algorithms, which benefit from the decomposition
of the original problem into two tightly related problems: the vessel service
network design and the container flow problem. These algorithms can be roughly
divided into the following two groups:

• Service-first and flow-second algorithms. As the name suggests, these algo-
rithms model and solve the problem in two steps: Designing the services,
and flowing containers through the resulting network. Frequently, these
algorithms contain a feed-back mechanism, where output from the second-
stage flow model is used as input to improve the services in the first stage.

• Backbone flow algorithms. It can be difficult to design the individual
services without knowing how the containers will flow through the network.
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Hence, another approach is to reverse the order of the sub-problems in
the two-stage algorithms, and start by finding an initial flow (a so-called
backbone network) where cargo is flowed through a complete network with
all connections between ports available. The connections are priced such
that they are expensive at low loads and cheap at high loads, in order to
make the cargo gather at few connections. The initial flow can be seen
as an accomplishment of the physical internet (Montreuil, 2011) where
point-to-point transport has been replaced by multi-segment intermodal
transport.

In liner shipping network design problems, each stage corresponds to a single
layer of decision: service selection decisions for the network design problem and
continuous decisions for the container flow problem. It is important to notice
that the two-stage algorithms are both heuristics, since they first solve one
stage, and then optimise the second stage with the first-stage decisions fixed.
However, this decomposition by stages make the problem more tractable for
larger instances.

Most of the MIP models solve the network design problem by dealing simul-
taneously with the two layers of decisions. On the other hand, the two-stage
algorithms, and most of the heuristic approaches, separate these layers when de-
signing the shipping network. The way in which the two layers interact is what
defines the core of the algorithm. For example, when container flow decisions
are postponed to the second-stage, the service selection decisions of the first-
stage can be made based on estimates for serving the ports. At each iteration
of the algorithm, the estimates can be updated based on the current configura-
tion of the resulting network after flowing the containers. In other cases, such
as for models or algorithms based on Column Generation, new services can be
iteratively constructed using the information obtained from the dual variables
of a restricted problem.

2.4 Models for the LSNDP

In this section we present graph-based models to define the LSNDP. Different
formulations are briefly introduced to model the network design problem in liner
shipping and a summary of the main mathematical formulations proposed in the
literature is presented under different assumptions.
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2.4.1 Service selection formulations

This section introduces service flow formulations for the LSNDP, where the set
of all feasible services is defined in advance for the model. This reduces the
network design to the selection of feasible services.

Let us begin with introducing a basic service formulation. We use the termi-
nology presented in Section 2.2.2 with the addition of the following definitions:
Let G = (N,A) be a directed graph. Define for each service s and for each
arc (i, j), the associated capacity usij , which is given by the maximum cargo
capacity of the corresponding vessel class assigned to the service. Finally, let
xksij be a continuous variable denoting the amount of commodity k transported
in service s on arc (i, j), and ys a binary variable for the selection of service s in
the network. Now, the service formulation of the LSNDP can be expressed as:

min :∑
s∈S

csys +
∑
k∈K

∑
(i,j)∈A

ckij
∑
s∈S

xksij (2.2a)

s.t. :∑
s∈S

∑
j:(i,j)∈A

xksij −
∑
s∈S

∑
j:(j,i)∈A

xksji = ξki i ∈ N, k ∈ K (2.2b)

∑
k∈K

xksij ≤ usijys s ∈ S, (i, j) ∈ A (2.2c)∑
s∈S

ms
vys ≤ mv v ∈ V (2.2d)

xksij ≥ 0 (i, j) ∈ A, k ∈ K, s ∈ S (2.2e)

ys ∈ {0, 1} s ∈ S. (2.2f)

The objective function (2.2a) minimises the total operational cost of the net-
work. The first term accounts for the fixed cost of the selected services, whereas
the second term constitutes the sailing cost of shipping the demand. Constraints
(2.2b) are the flow conservation constraints, and the flow of commodities on the
arcs has to respect the capacity of the vessel deployed in the selected service s as
formulated in constraints (2.2c). For each vessel class v ∈ V , constraints (2.2d)
ensure that the number of deployed vessels on the selected services using vessel
class v does not exceed the maximum availability mv. Finally, the domain of
the variables is defined in constraints (2.2e) and (2.2f).

For a better utilisation of the capacity of the deployed vessels, the model can
also allow the rejection of cargo by incurring a penalty. Hence, extra continuous
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variables can be defined to account for the demand that is rejected by the liner
company.

As stated, the model requires all demand to be served, but cargo rejection can be
included by adding additional variables. Finally, to account for transshipment
costs, additional variables fksi could be added, denoting the transshipment of
commodity k at port i from service s, with a corresponding term in the objective
function. The following constraints (2.3) could be used to enforce the sought
behaviour, though only if we consider simple services.

fksi ≥
∑
j∈N
j 6=i

xksji − xksij , i ∈ N \ {ok, dk}, k ∈ K, s ∈ S. (2.3)

This formulation allows designing networks considering only a subset of promis-
ing candidate services. It can easily be seen that, as the size of the problem
increases, the number of feasible services grows exponentially, making the model
intractable to solve. One possible approach to solve this problem for large in-
stances is to apply a Column Generation algorithm.

2.4.1.1 A sub-path service formulation with limited transshipments

In the previous model, the flow of each commodity, on each sailing arc, is mod-
elled explicitly. This leads to a compact formulation, but it turns out to be
difficult to add transshipments together with complex service structures. An-
other approach, which allows limiting the number of transshipments for each
commodity, while still permitting complex structures, is to use sub-paths. A
sub-path is defined as the section of a service travelled by a group of containers.
If this section spans the arcs from port i to port j on service s, the sub-path
is denoted 〈i, j, s〉. The set Hs denotes the full set of sub-paths for service s,
i.e., the set contains one sub-path 〈i, j, s〉 for each combination of ports i and j
included in service s, and us denotes the capacity of service s.

Now, these sub-paths are used to introduce an augmented multi-commodity
flow network. The augmented network contains one node for each port and one
link for each sub-path of each service. The sub-path structure also extends to
more complex services, e.g., butterfly services. Let Asij denote the set of sailing
arcs of service s included in sub-path 〈i, j, s〉. The cost of routing one container
of commodity k on sub-path 〈i, j, s〉 is denoted ckijs. Finally, rk denotes the
maximum allowed number of sub-paths on which commodity k can travel. By
limiting the maximum number of sub-paths allowed for a commodity, we also
implicitly limit the number of transshipments.
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We now present a multi-commodity model based on flows along sub-paths in
the augmented network. The binary variable ys is equal to 1 if service s ∈ S
is selected, and 0 otherwise. The flow of commodity k using sub-path 〈i, j, s〉
as the hth stage is defined by the variable xhkijs for s ∈ S, 〈i, j, s〉 ∈ As, and
h = 1, 2, . . . , rk. Finally, zk is equal to the unmet demand (number of containers)
for commodity k ∈ K.

The sub-path service formulation can then be written as:

min :∑
s∈S

csys +
∑
k∈K

∑
s∈S

∑
〈i,j,s〉∈As

rk∑
h=1

ckijsx
hk
ijs +

∑
k∈K

cRk zk (2.4a)

s.t. :∑
s∈S

∑
〈ok,j,s〉∈Hs

x1k
okjs

+ zk = qk ∀k ∈ K, (2.4b)

rk∑
h=1

∑
s∈S

∑
〈j,dk,s〉∈Hs

xhkjdks + zk = qk ∀k ∈ K, (2.4c)

∑
s∈S

∑
i:〈i,j,s〉∈Hs

xhkijs −
∑
s∈S

∑
l:〈j,l,s〉∈Hs

xh+1,k
jls = 0 ∀k ∈ K, j ∈ N \ {ok, dk},

h = 1, . . . , rk − 1, (2.4d)∑
k∈K

rk∑
h=1

∑
〈i,j,s〉∈Hs:a∈As

ij

xhkijs ≤ uays ∀s ∈ S, a ∈ As (2.4e)

∑
s∈S

ms
vys ≤ mv ∀v ∈ V, (2.4f)

xhkijs ≥ 0 ∀s ∈ S, 〈i, j, s〉 ∈ Hs,

k ∈ K,h = 1, . . . , rk, (2.4g)
zk ≥ 0 ∀k ∈ K, (2.4h)
ys ∈ {0, 1} ∀s ∈ S. (2.4i)

The objective function (2.4a) minimises the total cost comprised of fixed costs
for the selected services, the cost of transporting commodities along each sub-
path, and finally the penalties incurred for rejected demand. By including penal-
ties, the problem is formulated as a cost minimisation problem as opposed to a
profit maximisation problem where ckR would instead represent the revenue for
transporting one unit of commodity k.

Constraints (2.4b) and (2.4c) ensure that the flow of each commodity k is as-
signed to sub-paths incident to the corresponding origin port ok and the destina-
tion port dk. They also ensure that the flow out of the origin port in combination
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with the unmet demand for commodity k adds up to the total demand for com-
modity k. Constraints (2.4d) are flow-balancing constraints for intermediate
ports. Together with constraints (2.4b) and (2.4c) these constraints ensure that
for each commodity k, the demand, minus any unmet demand, will arrive at
the destination port using at most rk sub-paths, i.e., fulfilling the constraint on
a maximum number of transshipments.

Constraints (2.4e) impose capacity constraints on the sailing arcs and ensure
that only sub-paths from the selected services are used. Constraints (2.4f) ensure
that no more than the available vessels are used. Finally, constraints (2.4g)-
(2.4i) impose non-negativity and binary restrictions on the respective decision
variables.

The model formulation is flexible enough to allow incorporation of several prac-
tical container routing issues such as cabotage rules, regional policies and em-
bargoes. The incorporation of many of these constraints can be handled during
preprocessing simply by removing sub-paths that are no longer permitted. Bal-
akrishnan and Karsten (2017) show that the problem is NP -hard.

2.4.2 Arc formulations

The main problem with a service-based formulation is that generating all ser-
vices S is prohibitive, due to the high number of combinatorial possibilities.
Therefore, an alternative compact formulation is introduced in this section,
which is based on an arc formulation. The set of predefined services S is no
longer considered in the model, but the services are designed as the problem is
solved.

We first present a basic mathematical model based on an arc formulation. For
this we again use the notation presented in Section 2.2.2 with small extensions.
Let G = (N,A) be a directed graph. Moreover, let Sv be an index set for
the services for vessel class v, indexed by s. Let xksij be a continuous variable
denoting the flow of commodity k on arc (i, j) by service s, and ysij a binary
variable for the selection of arc (i, j) in service s operated by vessel class v. The
binary variable γsi is equal to 1 if port i is the hub port in service S. Moreover,
we define τsi as a continuous variable for the time in service s of vessel class v
departing from port i, and ws as an integer variable indicating the number of
vessels from class v needed to maintain the weekly frequency in service s. Then,
the arc formulation of the LSNDP can be expressed as follows:

min :∑
v∈V

∑
s∈Sv

cvws +
∑
v∈V

∑
s∈Sv

∑
(i,j)∈A

cvijy
s
ij +

∑
k∈K

∑
(i,j)∈A

ckij
∑
v∈V

∑
s∈Sv

xksij (2.5a)
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s.t. :∑
v∈V

∑
s∈Sv

∑
j:(i,j)∈A

xksij −
∑
v∈V

∑
s∈Sv

∑
j:(j,i)∈A

xksji = ξki i ∈ N, k ∈ K (2.5b)

∑
j:(i,j)∈A

ysij −
∑

j:(j,i)∈A

ysji = 0 i ∈ N, v ∈ V, s ∈ Sv (2.5c)

∑
i∈N

γsi = 1 v ∈ V, s ∈ Sv (2.5d)∑
k∈K

xksij ≤ uvysij (i, j) ∈ A, v ∈ V, s ∈ Sv

(2.5e)

τsj ≥ (τsi + tvij + bj)(1− γsj )ysij i, j ∈ N, v ∈ V, s ∈ Sv (2.5f)∑
(i,j)∈A

(tsij + bj)y
s
ij ≤ 24 · 7 · ws v ∈ V, s ∈ Sv (2.5g)

∑
s∈Sv

ws ≤ mv v ∈ V (2.5h)

xksij ≥ 0 (i, j) ∈ A, k ∈ K, v ∈ V, s ∈ Sv

(2.5i)

ysij ∈ {0, 1} (i, j) ∈ A, v ∈ V, s ∈ Sv

(2.5j)

ws ∈ Z+ v ∈ V, s ∈ Sv (2.5k)
τsi ≥ 0 i ∈ N, v ∈ V, s ∈ Sv. (2.5l)

The objective function (2.5a) minimises the cost of deploying the vessels and de-
signing the services, and the cost of transporting the demand quantities through
the network. The flow conservation constraints for the cargo variables are given
by constraints (2.5b), whereas the flow conservation constraints for the routing
variables are given by constraints (2.5c). Constraints (2.5d) ensure that there
is only a single hub port for each service. The flow of cargo on an edge (i, j)
cannot exceed the capacity uv of a vessel class, as expressed in (2.5e). If the
service does not use a given edge in the graph, i.e., ysij = 0, then the capacity
is zero. The time schedule constraints for the routing variables are given by
the time variables in constraints (2.5f). Note that it is necessary to linearise
these constraints, as they are non-linear. Moreover, these constraints also en-
sure the elimination of sub-tours when designing the liner network, and prevents
non-simple services. The weekly frequency of the services and the deployment
of the fleet are expressed by constraints (2.5g). The availability of the fleet is
limited by constraints (2.5h). Finally, the domain of the variables is defined by
constraints (2.5i)-(2.5l).

Furthermore, the arc formulation may also include the rejection of cargo by
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defining continuous variables that account for the overall demand that is not
flowed. Moreover, as this formulation only allows simple services, constraints
(2.3) can also be included to account for transshipments.

This model is a simple representation of the arc formulation for the LSNDP,
but it can be extended to incorporate the various constraints and considerations
encountered in liner shipping. One of the main drawbacks with the formulation
is that only simple services can be modelled. Next, we present an extended
MIP model based on an arc-flow formulation which incorporates the network
design and fleet assignment and accounts correctly for the transshipment cost in
intermediate ports. Moreover, the model can handle the inclusion of butterfly
services, where it is allowed to visit a single port at most twice during the service,
and the capacity of the services dependent on the time horizon and the service
length.

Let G = (N,A) be a directed graph. Define the set V as the set of vessels,
instead of the set of vessel classes. We consider each vessel v to belong to its
own vessel class. Let tmax be the length of the time horizon. The design of
the network is modelled with the binary variables yvij for the utilisation of an
arc (i, j) in the service for vessel v. Similarly, as proposed by Miller et al.
(1960), positive integer variables evij are defined for enumerating the arcs used
in the vessel service and avoid subtours in services. As the model allows the
definition of butterfly services, the binary variables γvi and zvij are required to,
respectively, identify the unique center-point, i.e., the hub port in the vessel
service, and to allow the possibility of identifying the first and last arc visiting
the hub port. These variables are used for modelling the transshipment of cargo
in hub ports. The routing of containers through the network is modelled with
continuous variables xkvij , and extra continuous variables are defined to count the
amount of the transshipped containers in intermediate ports within the same
service. Let the continuous variables fkvj define the amount of commodity k

transshipped by vessel v at port j, while the continuous variables fkvjih denote
the amount of commodity k, arriving at port i through arc (j, i), in vessel v,
and not leaving in arc (i, h). Furthermore, the model also considers the fleet
deployment. The problem is defined for a heterogeneous fleet and the service
capacities depend on the deployed vessels as well as the frequency at which they
sail. The deployment of a vessel is controlled by the binary variable λv, whereas
the continuous variables τv limit the service length of the vessels. Then, the
arc-flow model can be defined as:

min :∑
k∈K

∑
(i,j)∈A

ckij
∑
v∈V

xkvij +
∑
k∈k

∑
i∈N

cTik
∑
v∈V

fkvi +
∑
v∈V

cvλv (2.6a)

s.t. :∑
v∈V

∑
j:(i,j)∈A

xkvij −
∑
v∈V

∑
j:(j,i)∈A

xkvji = ξki i ∈ N, k ∈ K (2.6b)
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fkvi ≥
∑

j:(i,j)∈A

xkij −
∑

j:(j,i)∈A

xkji k ∈ K, i ∈ N, v ∈ V (2.6c)

fkvi ≥
∑
j,h∈N

∑
v∈V

fkvjih −M1(1− γvi ) k ∈ K, i ∈ N, v ∈ V (2.6d)

fjih ≥ xkvji − xkvih −M2(2− yvji − yvih + zvji + zvih) k ∈ K, j, i, h ∈ N, v ∈ V (2.6e)

fjih ≥ xkvji − xkvih −M3(4− zvji − zvih − yvji − yvih) k ∈ K, j, i, h ∈ N, v ∈ V (2.6f)∑
i∈N

γvi = 1 v ∈ V (2.6g)

∑
(i,j)∈A

zvij = 2 v ∈ V (2.6h)

γvi −
∑

j:(i,j)∈A

zvij ≤ 0 i ∈ N, v ∈ V (2.6i)

γvi −
∑

j:(j,i)∈A

zvji ≤ 0 i ∈ N, v ∈ V (2.6j)

∑
j:(i,j)∈A

yvij −
∑

j:(j,i)∈A

yvji = 0 i ∈ N, v ∈ V (2.6k)

∑
j:(i,j)∈A

yvij − γvi ≤ 1 i ∈ N, v ∈ V (2.6l)

evji − evih +M4(yvih + yvji − 2− zvji − zvih) ≤ −1 i, j, h ∈ N, v ∈ V (2.6m)
yvij − λv ≤ 0 (i, j) ∈ A, v ∈ V (2.6n)
τv ≤ tmax v ∈ V (2.6o)

τv =
∑

(i,j)∈A

yvij(t
v
ij + bj) v ∈ V (2.6p)

tmax
τv

uvy
v
ij ≥

∑
k∈K

xkvij (i, j) ∈ A, v ∈ V (2.6q)

zvij , y
v
ij ∈ {0, 1} (i, j) ∈ A, v ∈ V (2.6r)

fkvjih ≥ 0 k ∈ K, j, i, h ∈ N, v ∈ V (2.6s)

fkvj ≥ 0 k ∈ K, j ∈ N, v ∈ V (2.6t)

evij ∈ Z+ i, j ∈ N, v ∈ V (2.6u)

xkvij ≥ 0 (i, j) ∈ A, k ∈ K, v ∈ V (2.6v)
γvi ∈ {0, 1} i ∈ N, v ∈ V (2.6w)
λv ∈ {0, 1} v ∈ V (2.6x)
τv ≥ 0 v ∈ V. (2.6y)

The objective function (2.6a) minimises the total cost of transporting the cargo
through the network, the transshipment costs of the demand in hub ports, and
the associated cost for deploying the vessels. Furthermore, the flow conserva-
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tion constraints (2.6b) ensure that all demand is satisfied. Constraints (2.6c)
account for the amount of containers transshipped in intermediate ports; how-
ever, if the corresponding service is non-simple, the model requires constraints
(2.6d)-(2.6f) for updating the commodities transshipped by the same vessel in
butterfly services. Constraints (2.6g)-(2.6j) are used to handle butterfly services.
Constraints (2.6g) identify the unique butterfly node for the vessel service and
constraints (2.6h)-(2.6j) find the adjacent arcs corresponding to the first or last
visit to the butterfly node of the vessel service. Moreover, constraints (2.6k) are
the flow conservation constraints for the network design of the vessel service,
and constraints (2.6l) control the number of times a vessel visits the hub port
in a service. In addition, constraints (2.6m) use the previous information for
correctly enumerating the order in which the vessel traverses the arcs in the
vessel service. Additionally, the fleet deployment is controlled by constraints
(2.6n), and the corresponding service length is computed in constraints (2.6o)
and (2.6p). It can also be seen that the service length is included in the ca-
pacity constraints (2.6q), as was first introduced in Agarwal and Ergun (2008).
However, the model does not require weekly departures for all ports. The in-
clusion of time for the service in the calculation of the capacity results in a
non-linear model. Therefore, it is necessary to linearise the corresponding con-
straints (2.6q) together with (2.6o)-(2.6p) in order to obtain a MIP formulation.
Finally, constraints (2.6r)-(2.6y) define the domain of the decision variables.

The high number of details in the model allows the representation of a fairly
realistic problem, making it possible to design efficient services reducing the
overall operational costs. Nonetheless, it can easily be observed that the com-
pact model is computationally hard to solve. The model presents several “big-M”
constraints, which produce a very weak relaxation, and Branch-and-Bound tech-
niques provide large integrality gaps and poor bounds. One proposed method
to solve this problem is Branch-and-Cut, as it has presented good results to the
VRP and other transportation network design problems. The idea is to solve the
relaxed problem without the transshipment constraints, (2.6d)-(2.6f), and the
connectivity constraints (2.6h)-(2.6j) and (2.6m) in butterfly nodes and then,
gradually add cuts to the formulation when those constraints are violated. This
was used by Reinhardt and Pisinger (2012), to solve instances of up to 10 ports
to proven optimality.

2.4.3 Considering non-simple services in the formulation

The majority of models for LSNDP are defined using an arc formulation. These
formulations are suitable when the structure of the services can be assumed to
be simple. However, these formulations become problematic when formulating
non-simple services, as it requires the inclusion of many extra variables in the
model. In this section, we present different modelling approaches that can be
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used when studying the design of more complex services.

2.4.3.1 Port-call formulations

The general idea of this formulation is to define services as sequences of port-
calls, instead of by the arcs that connect the physical ports in the graph, as
presented in Section 2.4.1. The formulation keeps track of the order in which
the ports are visited during a service, which makes it possible to distinguish
between multiple visits to a port by the same service. This, in turn, allows the
inclusion of non-simple services, which better reflects how services are designed
in practice.

The port-call formulation defines service flow variables to model how contain-
ers are transported within and between services. Therefore, the transshipment
of cargo can then be modelled by the service flows. Hence, not only can this
approach capture the cost of transshipment between different services, but also
within the same service. Furthermore, the model can also account for the de-
mand that is rejected by considering the cargo that is not flowed in the services.

Nevertheless, the decision variables of this formulation must be extended with
an extra sequence index to identify the corresponding physical port visited at
certain port-call by the service. Since the complexity of the problem increases
with the addition of the extra index, it is common to impose a maximum number
of port-calls within a service.

2.4.3.2 Layer-networks for complex services structures

One way of managing the difficulty of handling complex service structures to-
gether with transshipment restrictions, is by using a graph network with multiple
nodes for each port.

The graph network is modelled with multiple layers, where each layer is a com-
plete sub-graph, containing exactly one copy of each port. This way, each visit
to a port is considered a separate node, and the maximum number of visits to
each port is limited by the number of nodes representing that port. The lay-
ers are only connected between nodes representing the same port so that it is
possible to switch layers at any given point. A graphical representation of the
network can be seen in Figure 2.8. The key is that, by separating the different
visits to a port, complex services can be modelled, together with transshipment
costs for transshipments within the same service.

However, the drawback with this modelling approach is that it is significantly
more complex. In addition to using more nodes and edges, symmetries can easily
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Figure 2.8: Visual representation of the layer-network with four ports and L
layers

arise, as a service could swap layers more or less arbitrarily without changing the
represented solution. Some of this can be counteracted by symmetry breaking
constraints, but to this day, only smaller instances of up to around 15 ports
have been solved with modelling approach. Additionally, to keep down the
complexity, it can be beneficial to impose a limitation of two layers in the defined
graph network. This is a quite realistic limitation, as a service seldom visits a
port more than twice. Hence, the problem allows the creation of simple, butterfly
and pendulum services.

2.4.3.3 Time-Space models

The LSNDP can also be represented by a time-space graph. The key of this
modelling approach is to include the temporal aspects into the graph structure.
Therefore, this graph structure not only allows the representation of any type
of service, but also integrates the vessel scheduling into the modelling.

Let H be the set of time-units after discretising the weekly planning horizon into
uniform time steps. This discretisation is used to define the graph structure of
the problem. Define G = (Ñ , A) as a directed graph, where Ñ and A are the
set of nodes and arcs, respectively.

The set of nodes contains a copy of each port for each of the time steps. Hence,
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each node (i, h) ∈ Ñ represents the departure time of a vessel from port i ∈ N
at a specific time h ∈ H. The set of arcs A is composed by two set of arcs;
the set of sailing arcs AS and the set of transshipment arcs AT . Each sailing
arc a ∈ AS connects the departure of a vessel from two different port-nodes,
i.e., connects two nodes (i1, h1) and (i2, h2) such as i1 6= i2. Note that, due to
the weekly frequency of the services, the times should be computed modulo 7
days,and hence, services are modelled as closed cycles in the graph. Moreover,
each transshipment arc a ∈ AT represents the cargo transshipment between two
services at the same port, i.e., the arc connects two nodes (i1, h1) and (i2, h2)
such as i1 = i2. As an example, Figure 2.9 illustrates a time-space graph for
four ports with two services. The transshipment of cargo between services can
be carried out at ports B and C. Moreover, port B is visited twice by Service 1,
allowing cargo to be transshipped within the same service.

One of the main advantages with the time-space models, is that in addition to
generating the routes for the services, they also generate the schedule. They
also make it handy to model more complex operations, such as speed optimisa-
tion and transshipment times. Furthermore, if we disallow services to visit the
same port twice at the same time slot, we get the same benefits as the layered
networks in terms of handling transshipment together with complex services.
This, however, again comes at the price of having significantly more nodes and
edges in the graph.

An important design choice, when working with time-space graphs is the time
discretisation granularity. By defining small time steps, the model can better
reflect the aforementioned operations; however, the graph would require a large
number of nodes, which increase the overall complexity of the problem. On the
other hand, large time steps may be too restrictive, and the model may not
capture the additional constraints as accurately.

2.5 Two-stage algorithms

The LSNDP consists of two tightly interrelated problems — the vessel service
network design and the container flow problem. One of the most successful
approaches so far for finding good solutions to the LSNDP, has been to use
heuristics exploiting this two-tier structure.

In general, the two stage algorithms can be divided into two categories: service
first and flow first. In service first, the service generation is the leading proce-
dure, and the containers are then flowed, given the generated services. It is then
common to use information from the container flow to update the services. This
way a feedback loop is created, iteratively improving the services and solving
the container flow.
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Figure 2.9: Example of a time-space graph G with four ports with a planning
horizon discretised by the days of the week. The graph depicts two services,
where Service 1 visits port B twice during the same rotation. Transshipment
arcs are represented by dashed arcs, connecting the nodes for the same port.

In flow first, the containers are instead first flowed without any information
regarding the services, and the services are subsequently created to match that
flow. The key concept is to try to aggregate the container flows onto a small
subset of the arcs, to facilitate the ensuing service generation.

2.5.1 The container flow problem

Before going into the full two-stage algorithms, let us briefly discuss the con-
tainer flow problem, which is the lower tier problem in the LSNDP two-tier
structure. In general, for a given set of services, the container flow problem
reduces to a multi-commodity flow problem (MCFP) with fractional flows al-
lowed.

In addition to the notation defined in Section 2.2.2, we need an additional
parameter; to each arc (i, j) ∈ A define its corresponding flow capacity, uij .
The arc set A and its corresponding costs ckij and capacities uij are defined
by the vessel services, designed in the upper-tier problem. Also, let xkij be a
continuous variable denoting the flow of commodity k through arc (i, j). The
MCFP can then be expressed as:

min
∑

(i,j)∈A

∑
k∈K

ckijx
k
ij (2.7a)
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s.t. :
∑

j∈N :(i,j)∈A

xkij −
∑

j∈N :(j,i)∈A

xkji = ξki i ∈ N, k ∈ K (2.7b)

∑
k∈K

xkij ≤ uij (i, j) ∈ A (2.7c)

xkij ≥ 0 (i, j) ∈ A, k ∈ K. (2.7d)

Here, the objective, (2.7a), is to minimise the total cost. Constraints (2.7b) are
the flow conservation constraints, constraints (2.7c) are the capacity constraints,
and constraints (2.7d) define the domain of the variables xkij .

When fractional flows are allowed, the MCFP is solvable in polynomial time.
For larger instances it is, however, still computationally demanding. As the
model generally has to be solved a multitude of times in the presented two-tier
solutions to the LSNDP, efficient solution methods to the MCFP are essential.

One of the most common solution approaches is to exploit its block-angular con-
straints matrix and apply Dantzig-Wolfe Decomposition (Ahuja et al., 1993).
The problem should first be reformulated as a path flow formulation, where the
goal is to allocate the commodities to a number of flow paths from the com-
modities’ origins to their destinations, while respecting the capacity constraints
on the arcs. Let P k be the set of all paths for commodity k ∈ K, from ok to
dk, and let P ka be the set of paths for commodity k, which uses arc a. Then we
define

Pa =
⋃
k∈K

P ka ,

to be the set of all paths going through arc a ∈ A. For each path, p, for com-
modity k ∈ K, define its cost ckp =

∑
a∈A:p∈Pk

a
cka, and a corresponding decision

variable fkp , deciding the flow through path p. The path flow formulation can
then be expressed as:

min :
∑
k∈K

∑
p∈Pk

ckpf
k
p (2.8a)

s.t. :
∑
p∈Pk

fkp = ξkok k ∈ K (2.8b)

∑
p∈Pa

fkp ≤ ua a ∈ A (2.8c)

fkp ≥ 0 k ∈ K, p ∈ P k. (2.8d)

The objective function, (2.8a), minimises the cost. Constraints (2.8b) ensure
that all commodities are delivered and constraints (2.8c) assert that the arc
capacity cannot be exceeded. Lastly, constraints (2.8d) define the domain for
the variables.
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The path formulation has a very large number of variables, but generally, only
a few of them are needed for the optimal solution. Using column generation,
the problem can be restricted to only consider a limited amount of paths for
each commodity and new paths can then be generated dynamically. In this way,
the path formulation can generally be solved faster than the arc formulation,
described earlier. The path formulation makes it relatively easy to implement
transit time constraints as they can be handled in the pricing problem.

2.5.2 Service first methods

While the lower-tier container flow problem is solvable in polynomial time (when
no transit time constraints are imposed), the upper-tier service selection prob-
lem is NP -hard, and just calculating the objective value of a given solution,
requires solving the container flow problem. This makes the service selection
problem difficult to solve to optimality and instead several matheuristics have
been developed to find good solutions to larger instances. A matheuristic is a
method that employs heuristics together with methods from linear and integer
programming. In the case of the LSNDP, the most common procedure is to
use linear programming tools to solve the MCFP and then various heuristics to
update the vessel services.

Typically, we keep a set of services S, each with a designated speed and vessel
class, and sufficient vessels to keep the weekly frequency. When solving the
container flow for those services, we can see which services are under or over
utilised and change the speed and vessel classes of the services accordingly.
Looking at the dual variables for the capacity constraints, such as constraints
(2.7c), we get information about which arcs would need more capacity to lower
the costs. This can then be used to modify or create new services. Then, based
on this information, we gradually modify the services, most commonly within a
tabu-search framework.

An alternative approach is to instead use linear programming for updating the
services. When modifying a service, the evaluation of the resulting change in
time and revenue require the full solution of the commodity flow problem. This
is generally too expensive, if we would like to compare multiple modifications,
and the idea is therefore to instead work with estimates of those changes. We
will iteratively update the services one by one, and for each service we find a set
of potential ports to either include or exclude from the service. The key is then
to, for each of those ports, estimate the change in revenue for the problem and
the change in time for the service, if this port would be included or excluded.
Where in the services to insert new ports is decided using a greedy heuristic.
Estimating the change in service time is straightforward, but for estimating
the change in revenue, we need an estimate of how the cargo flow would be
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affected. For this we solve a shortest path problem for each affected commodity
to evaluate the approximate cost of routing it through the resulting network.

With the estimates in place, we can then define an integer program to optimise
the service changes. In addition to the notation from the Section 2.2.2, let τs be
the time length of a service s, let ∆R+

is (∆R−
is ) be the estimated revenue change,

and ∆T+
is (∆T−

is ) be the estimated duration change from including (excluding)
port i ∈ N in (from) service s ∈ S. Also, let η+

s (η+
s ) be the maximum number

of inclusions (removals) allowed and let N̄s denote the set of ports which can be
included. Let m̂v denote the number of free vessels of class v, such that

m̂v = mv −
∑
s∈S

ms
v.

Lastly, let us define the binary variables x+
is and x

−
is, which control the inclusion

and removal, respectively, of port i from service s, and the integer variables ζs,
which denote the number of vessels to add to/subtract from service s. For each
service s ∈ S, with corresponding vessel class v, we can then define the following
integer program:

max :∑
i∈Ns

∆R+
is x+

is +
∑
i∈N̄s

∆R−
is x−is − cvζs (2.9a)

s.t.

τs +
∑
i∈Ns

∆T+
is x+

is +
∑
i∈N̄s

∆T−
is x−is ≤ 24 · 7 · (ms

v + ζs) (2.9b)

ζs ≤ m̂v (2.9c)∑
i∈N̄s

x+
is ≤ η

+
s (2.9d)

∑
i∈Ns

x−is ≤ η
−
s (2.9e)

∑
j∈L+

i

x−js ≤ |L
+
i |(1− x

+
is) i ∈ N̄s (2.9f)

∑
j∈L−i

x−js ≤ |L
−
i |(1− x

−
is) i ∈ Ns (2.9g)

x+
is ∈ {0, 1} i ∈ N̄s (2.9h)

x−is ∈ {0, 1} i ∈ Ns (2.9i)
ζs ∈ Z. (2.9j)
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Here, the objective (2.9a) is to maximise the increase in revenue. Constraint
(2.9b) ensures that there is enough vessels assigned to keep the weekly frequency,
and constraint (2.9c) says that no more than the number of free vessels can be
added to the service. Constraints (2.9d) and (2.9e) set a limit on the number
of insertions and removals, while (2.9f) and (2.9g) prevent certain combinations
of insertions and removals. The sets L+

i are defined such that if a port i is to
be inserted, then no port in L+

i is allowed to be removed. If instead a port i
is removed, then every port in L−i must remain. If a new port call is inserted
in between two ports, then neither of those are allowed to be removed, and
if inserting a new port means that a new commodity is transported, then the
origin and destination nodes of this commodity are not allowed to be removed.
Constraints (2.9d)–(2.9g) are defined to limit the amount of changes which can
be applied, as the revenue and time change estimates are made for one or a
few changes and deteriorates rapidly when multiple changes are applied. Lastly,
(2.9h)–(2.9j) define the domain of the variables.

The algorithm works such that each service, one by one, is updated according
to the solution of the above defined mixed integer problem. Then the MCFP is
solved to update the total revenue and the effect of new changes is once again
estimated with the shortest path procedure. To diversify the solutions, in every
tenth iteration the services with lowest utilisation are removed and new services
are created using the greedy creation heuristic. A more thorough description of
the algorithm can be seen in Brouer et al. (2015). They also use the algorithm
to find good solution to all the LINERLIB instances, except for World Large.

2.5.3 Backbone flow

The main idea in backbone flow algorithms is to reverse the order of two-phase
algorithms by first flowing the containers, and then constructing services that
cover the flow.

For the first step in the backbone flow algorithms, which flow the containers,
a directed graph G = (N,A) is used. There are no capacities associated with
the edges, as there are no services designed at this stage. To design a backbone
flow, which can later be effectively covered by a set of services, it is important to
aggregate the flows onto a few arcs. This can be achieved by using for example a
fixed charge cost. Another way would be to use a concave edge cost function c(x)
of the flow x, reflecting the economy of scale for flowing more containers. There
is a large cost associated with opening an arc (i.e., deploying a vessel), while the
cost per container decreases as the flow (and hence vessel size) increases. See
Figure 2.1 for an illustration of the costs.

Let xkij denote the flow of commodity k on edge (i, j). Then the backbone flow



64 Introduction to Liner Shipping

problem becomes a non-linear MCFP as given by

min :
∑

(i,j)∈A

c(
∑
k∈K

xkij) (2.10a)

s.t. :
∑

(i,j)∈A

xkij −
∑

(j,i)∈A

xkji = ξki i ∈ N, k ∈ K (2.10b)

xkij ≥ 0 (i, j) ∈ A, k ∈ K. (2.10c)

As before, the objective, (2.10a), is to minimise the total cost, and constraints
(2.10b) are the flow conservation constraints. Constraints (2.10c) define the
domain of the variables.

Since the model is non-linear and non-convex, many of the classic optimisation
techniques are not applicable. Instead, it is commonplace to use various heuris-
tics and approximation methods, such as, for example, dual ascent methods or
tabu search. One classic method is to use successive linearisation of the cost
function, where the concave cost function is estimated with a linear function.
Typically, this would be done by iteratively routing some or all containers, by
solving a number of shortest path problems, based on the current arc costs, and
then update the costs according to the new solution. If the arc costs are updated
before all containers are routed, generally, the first containers to be routed are
more decisive for which arcs are used in the final solution. To circumvent this,
the algorithm is run several times, with a random order of the containers, to
achieve a reasonable average picture of the backbone flow.

An example of running ten iterations for the demand matrix of the WorldSmall
instance gives the average arc loads shown in Figure 2.10. The figure clearly
shows that only a fraction of the possible arcs is used in the solution.

2.5.3.1 From backbone flow to network design

Having found a backbone flow, the goal is to design services which satisfies it.
This becomes a kind of arc-covering problem, but with the addition that the
commodities have to be assigned to the different services for the purpose of
modelling transshipments and handling capacity constraints. Alternatively, if
the aim is to just create a decent initial solution, the service generation can be
split in two parts: one where the routes are generated, trying to cover as much
as possible of the flow, and one where the containers are assigned to the services,
trying to minimise the transshipments while satisfying the capacity constraints.
Due to the rather limited amount of arcs, on which containers flow, the pure
arc-covering problem can be solved rather effectively using greedy construction
heuristics. The idea is to create services by greedily inserting arcs one at a time,
until the maximum service time is reached.
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Figure 2.10: Typical backbone flow for the WorldSmall instance. Data from
Krogsgaard et al. (2018) and World map by San Jose under a CC-BY-SA-3.0
license.

In a computational study by Krogsgaard et al. (2018), it is shown that usable
solutions can be found in relatively short time. Using the WorldSmall instance,
the authors generate 20 different sets of services by running the above algorithm
where the containers are flown in random order. This can be done in about 80
seconds, and results in a profitable network, although the resulting network is
far from optimal.

While it is unlikely that the backbone flow perfectly matches the structure of the
service network, this methodology can be used to quickly generate good initial
solutions. The container paths can then be updated to better fit the services,
which could be the starting step in a continued two-stage algorithm.

2.6 Bibliographic notes

A good introduction to the liner-shipping business along with a description of
its main assets and infrastructure can be found in Brouer et al. (2014a). This
paper also presents in details a complete model for the LSNDP with all side-
constraints and introduces the LINER-LIB test instances. For a detailed review
of the research on liner shipping optimisation problems, see the survey papers
Ronen (1983, 1993), Christiansen et al. (2004), Christiansen et al. (2013), Meng
et al. (2014), Tran and Haasis (2015), Brouer et al. (2016, 2017), and Lee and
Song (2017).

Planning problems within RoRo shipping are far less studied in the OR litera-
ture compared to container shipping. As far as we know, there is no literature
contribution considering RoRo network design. However, other strategic plan-
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ning issues involving decisions regarding fleet size and mix can be found in
Pantuso et al. (2015). On the tactical planning level, the fleet deployment prob-
lem consists of assigning ships in the fleet to voyages that must be performed
repeatedly on given trade routes. In addition to the ship-voyage assignment,
the results from fleet deployment are sailing routes for the ships in the fleet.
Deployment models for RoRo shipping are presented by Fagerholt et al. (2009)
and Andersson et al. (2015).

In Section 2.4.1, the service formulation for the LSNDP has been used by Ál-
varez (2009) and Balakrishnan and Karsten (2017). Álvarez (2009) studied the
LSNDP at the tactical level, considering the joint routing and deployment of
container vessels. The formulation presented in the paper is based on the set of
all feasible services, which are given as a combination of vessel class, operating
speed and route structure. Moreover, the idea of selecting a subset of sailing
services from a pool of candidate services was originally proposed by Balakrish-
nan and Karsten (2017), who also presented the multi-commodity model based
on flows along sub-paths in the augmented network.

The arc formulation model, in Section 2.4.2, was originally presented by Rein-
hardt and Pisinger (2012), in which network design and fleet assignment were
combined. The authors were among the first to study exact methods for the
network design problem in liner shipping with transshipment operations and
butterfly services. They developed a branch-and-cut algorithm and reported
results for instances up to 15 ports.

In Section 2.4.3, different approaches for modelling complex-services are pre-
sented. The port-call formulation for the LSNDP is based on Plum et al.
(2014). The model proposed in this paper has been used to solve the two
smallest LINER-LIB instances using CPLEX. The authors reported promising
solutions for these instances, but optimal solutions were not achieved due to the
large number of constraints and decision variables. The layer-network for com-
plex services structures is based on Thun et al. (2017). The problem is solved
to integer optimality using a branch-and-price algorithm, reporting results for
small instances of between 5 and 7 ports with up to 14 demands. Finally, the
time-space graph is based on Koza et al. (2020). The authors developed a col-
umn generation matheuristic and reported very good results for LINER-LIB
instances of up to 45 ports.

Section 2.5 is dedicated to two-stage algorithms, where column generation and
Benders’ decomposition have been used by Agarwal and Ergun (2008), and
various matheuristics have been used by Álvarez (2009), Brouer et al. (2014b)
and Karsten et al. (2017). A good introduction to the transit time constrained
multi-commodity flow problem can be found in Karsten et al. (2015).

The general service-first method, in Section 2.5.2, is inspired by Álvarez (2009)
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and the model (2.9a)-(2.9h) is based on Brouer et al. (2015). The authors
report satisfactory solutions for 6 out of 7 LINER-LIB instances for the case
with transit time requirements for the commodities.

In Section 2.5.3 the main idea of backbone flow was presented by Krogsgaard
et al. (2018). Sun and Zheng (2016) also use a concave function to optimise
the container flow. Moreover, the greedy heuristic for generating services pre-
sented in the same Section 2.5.3.1 was also presented in Krogsgaard et al. (2018).
Promising computational results are reported for all LINER-LIB instances with-
out the transit time requirements, where the best results are achieved for 4 out
of the 7 instances, namely WestAfrica, Pacific, WorldSmall and WorldLarge.

2.7 Concluding remarks and future challenges

Liner shipping is the backbone of international trade, hence it is important to
develop decision support tools that can help design more cost-efficient services,
and balance several objectives. This includes finding the right trade-off between
speed, transportation times, number of transshipments, and operational costs.

Slow steaming together with larger vessels has proven to be an efficient tool for
reducing energy consumption. However, slow steaming decreases the capacity
of vessels, since they cannot transport as much cargo per time unit as before.
Hence, more vessels are needed in order to maintain the same capacity, straining
the environment. Bigger vessels tend to be more energy efficient per container,
but the increased capacity results in longer port stays, making it necessary to
speed up between the port stays. It is therefore necessary to design services such
that fewer transshipments are needed, while still ensuring a good utilisation of
the mega vessels.

Although liner shipping generally is one of the most energy-efficient modes of
transportation per kilometer, the shipping industry emits large quantities of
SOx and NOx. In the future, we will see container vessels operating with new,
greener, propulsion types. Electric vessels may operate shorter services, while
liquid natural gas (LNG) may be used for operating longer services. The new
propulsion types will make it necessary to completely rethink service network
design, since refueling/recharging will be more complicated, and vessels will
have a more limited range of operation.

The introduction of autonomous vessels in the container shipping industry may
also significantly change the way a network is designed and operated. In particu-
lar for feeder-lines we will see more smaller vessels sailing on-demand, depending
on the cargo. This will turn the network design process into a dynamic routing
problem. It would also be interesting to investigate whether fuel savings are
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achievable if autonomous vessels are sailing in convoys close to each other. If
this is the case, the network design should take these convoys into account.

Nearly every vessel will be delayed in one or more ports during a round trip.
Instead of just speeding up (and hence using more energy) advanced disruption
management tools need to be developed that can ensure timely arrival to the
end customer with the lowest possible energy consumption. Some studies along
this path include Brouer et al. (2014a) but much more work needs to be done
in this area.

Vessel sharing agreements are an important tool for making it possible to operate
larger and more energy-efficient vessels. In a vessel sharing agreement two or
more companies share the capacity of a vessel throughout the full rotation or
on certain legs. Vessel sharing agreements, however, substantially increase the
complexity of designing a network, since some legs and capacities are locked
according to the agreement.
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Chapter 3
The Feeder Network Design

Problem
with D. Sacramento and D. Pisinger1

Abstract

In liner shipping, containers are generally transshipped in major hub ports
in each region, between larger inter-region vessels and smaller feeder vessels.
In this chapter, we study the problem of designing the feeder vessel network,
transporting containers between the hub and the surrounding feeder ports. The
problem, as modelled, has many similarities with the split delivery vehicle rout-
ing problem, but with additional characteristics such as simultaneous pickups
and deliveries and weekly departure frequencies. The problem also includes
fleet sizing with a heterogeneous fleet and allows demand rejection at a cost.
We develop a branch-and-price framework to solve the problem, where the sub-
problem is solved by enumerating paths and assigning commodities by solving
a min cost flow problem. The algorithm is tested on instances with up to 12
ports, which are all solved to optimality. For instances in the LINER-LIB in-
stance suite, the Baltic instance is solved to proven optimality and the solution
to the West Africa instance is a significant improvement on what can be found
in the literature.

1 Hellsten, E., Sacramento, D., Pisinger, D. A Branch-And-Price Algorithm for Solving
The Single-Hub Feeder Network Design Problem. Submitted to: The European Journal
of Operational Research.
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3.1 Introduction

Maritime transportation is one of the most widely used modes of transportation
for international trade. Today, the vast majority of cargo, around 90% by vol-
ume, is transported by sea, and a significant fraction of this cargo is transported
in containers. In 2017, it was estimated that the volume of containerised cargo
had grown around 8% per year for three decades (Unctad, 2018).

The liner shipping industry takes care of transporting containers over a net-
work made up of container vessels sailing fixed schedules, so called services,
with weekly or biweekly departures. The liner vessels vary significantly in size,
with space for between a few hundred and over twenty thousand containers on-
board. The schedules are announced publicly in advance, allowing customers
(also called shippers) to plan the shipments of their cargo. One of the main
operational challenges for carriers, as the owners of the services and vessels are
called, is how to design the operational service network. The problem incorpo-
rates many decisions such as how many vessels to operate, which ports to visit,
at which speed to sail the vessels, and which customers to serve.

The problem is generally denoted the Liner Shipping Network Design Problem
(LSNDP) and it first started receiving serious scientific attention at around
the beginning of the 21st century. Since then, the field has grown significantly
(Christiansen et al., 2013, 2019). The LSNDP is a complicated problem, and it
is still not agreed upon which features and constraints are important and should
be considered in the general problem. Researchers have studied several variants
of the problem under different assumptions; a good introduction to the problem
can be found in Christiansen et al. (2019), and further aspects of variation can
be found in the survey by Kjeldsen (2011).

The overall liner shipping network covers a vast number of ports and commodity
source-destination pairs. To capitalise on the economy of scale of using larger
vessels, liner shipping companies frequently organise their networks to follow
a hub-and-spoke structure. This structure divides the shipping network into
several regions, in which each region contains one or a few hub ports as well
as many smaller feeder ports. Large container vessels generally only visit the
main hub ports of each region, where they discharge and load all containers
designated to/from the region. The operation of relocating containers from one
vessel to another is called a transshipment. The transportation of containers
between the hub and the remaining ports in the region is then carried out by
smaller container vessels, also called feeder vessels. The planning of those feeder
line services gives rise to the feeder line version of the LSNDP, and some work
has been proposed in the literature to solve different variants of this network
design problem (Fagerholt, 2004; Santini et al., 2018; Ameln et al., 2019; Msakni
et al., 2020; Sacramento and Pisinger, 2020).
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3.1.1 The definition of the feeder network design problem

While the feeder line network design problem has been studied in a few papers,
there is no consistent formal definition. The main attributes associated with the
problem is that the instances are relatively small scale and that the majority
of cargo originates or is destined for one or a few main hubs. Yet, the exact
definitions vary between papers.

To clarify the notation and hopefully unify the field, we propose to define the
Single-Hub Feeder Network Design Problem (SHFNDP) as:

The single-hub feeder network design problem is the liner shipping
network design problem, where all cargo either originates from or is
destined to a single hub port.

This is consistent with Santini et al. (2018), who define the Feeder Network De-
sign Problem (FNDP) with this feature, but additionally assumes other features
such as no transshipments, single port visits and no split demand. Msakni et al.
(2020) also define their FNDP with only hub-feeder commodities, but differen-
tiates between feeder networks where all vessels go through the hub port and no
transshipments are allowed, and hub-and-spoke networks, where some vessels
never visit the hub and transshipments are allowed. On the other hand, Rein-
hardt and Pisinger (2012) and Ameln et al. (2019) work with exact methods for
solving feeder line-scaled instances, but with multiple origins and destinations,
denoting their problems LSNDPs. Given that the LSNDP is as vaguely defined
as it is, in terms of split demand, rejection, routing vs. scheduling, etc., we
would recommend against including any of those characteristics in the defini-
tion of the general SHFNDP, to keep the SHFNDP as a natural extension to the
LSNDP. Regarding the service structure differences in Ameln et al. (2019), we
would propose not including any such restrictions into the problem definition,
and let the best practice for this to be discovered in future papers. This way
the SHFNDP is well-defined, the definition is mostly consistent with previous
work, and the SHFNDP is a natural special case of the LSNDP.

Many regions, however, have multiple hubs with in- and outgoing ocean vessels,
in which case one of the main questions is whether commodities should pass
through a specific hub or if it can be any of them. The authors know of no
papers dealing with theMulti-Hub Feeder Network Design Problem (MHFNDP),
so there is no defined common practice. On a larger scale it is highly related to
the ocean-vessels’ schedules. Solving the full integrated problem would be too
complex, and so the more likely case is that the feeder vessels would adapt to
the larger ocean-vessels. In this case, each commodity would likely have one or
a few target hubs, which have a suiting connection further on.



76 The Feeder Network Design Problem

If we assume that each commodity has a single designated hub port and we
disallow transshipments, the problem naturally separates over the hub ports. In
that case, the MHFNDP can be treated as a series of SHFNDPs, and the defini-
tion remains viable. Otherwise, we leave the exact definition of the MHFNDP
open for future work.

In this chapter, we will study the SHFNDP, as defined above, using the as-
sumptions from the base integer model for the LSNDP described below, with
the additional assumption that we will not allow any transshipments.

3.1.2 The LINER-LIB instances and the base integer model

With the growing interest on the topics of maritime optimisation and network
design problems by the research community, Brouer et al. (2013) defined a set
of seven benchmark instances of various sizes, based on a rigorous study in col-
laboration with the shipping industry, named LINER-LIB. It has since become
the main instance suite within the LSNDP research field. Naturally there are
a multitude of variations of the problem, and many have adapted the instances
to suit their particular take on the problem. Nonetheless, Brouer et al. (2013)
presented a base integer model together with the benchmark suite, which we will
consider the standard model. This standard model was later updated, together
with the instances, to include transit times (Karsten et al., 2017). In terms of
the variations discussed in the previous section, the standard model is a service
design model which allows both split and rejected demand, but does not aim to
schedule the exact times of the port visits. It allows complex services, which are
services with multiple visits to one or more ports. It also comes in a few versions
with and without speed optimisation and transit times, and transshipments are
allowed but at a cost. They allow weekly or biweekly departures, but in their
subsequent, only weekly departures were considered.

A large number of papers have reported results for the LINER-LIB instances,
and a summary of the most relevant papers dealing with containerised liner
shipping network design problems can be seen in Christiansen et al. (2019).
However, to the best of our knowledge, no paper has yet reported an optimal
solution to either of the instances. Santini et al. (2018) reported optimal so-
lutions to a similar service network design problem for instances based on the
LINER-LIB. Nevertheless, the problem differs from the standard LSNDP in
that it does not allow split demand and limits the maximum number of visits
to a port to a single visit.
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3.1.3 Previous work in feeder network design and exact
methods for the LSNDP

One of the first attempts to solve the LSNDP was proposed by Rana and Vickson
(1991). The authors propose a non-linear mixed integer programming model for
determining the routing service network for multiple container ships, and employ
a Lagrangian relaxation and decomposition method to solve the problem. Later
on, Fagerholt (2004) studies the feeder shipping network design problem for
a heterogeneous fleet of container vessels, designing routes with a maximum
sailing time of one week. All routes start from the common hub port, and the
vessels must perform discharge operations in the remaining feeder ports. The
resulting problem is similar to the multi-trip Vehicle Routing Problem (VRP),
and the author proposes an optimisation algorithm consisting of two phases: All
feasible sailing routes are generated in the first phase, whereas the second phase
solves an integer programming model based on a set partitioning formulation
using the routes from the previous phase as input.

Plum et al. (2014) present a new service flow formulation for the LSNDP with
transshipment operations and cargo rejection. The formulation handles the
design of complex service structures, allowing multiple visits to a port within
a service. The authors test the formulation on the single hub instances from
LINER-LIB. Koza et al. (2020) study the integrated LSND and scheduling prob-
lem. The problem is modelled over a space-time graph, allowing transshipments,
transit time constraints, leg-based sailing speed optimisation, and complex ser-
vice structures. The authors propose a column generation matheuristic approach
and report very promising results for all instances from the LINER-LIB bench-
mark.

Recently, the feeder line version of the LSNDP has received increased atten-
tion in the literature. Santini et al. (2018) consider the network design problem
for feeder shipping without transshipment operations. The authors use a time-
expanded graph, which allows the definition of speed optimisation and transit
time constraints. Nevertheless, they do not allow split demand, and allow only
a single visit to each port. The problem is solved with a branch-and-price al-
gorithm, reporting optimal solutions within one hour for modified versions of
the single hub instances from the LINER-LIB benchmark. Later, Ameln et al.
(2019) propose a new mathematical formulation for the LSNDP. The formula-
tion uses a two-layer network structure, suitable for modelling transshipment
operations and complex service structures. The authors report computational
results on a set of randomly generated instances with up to 12 ports and with
two network structures: feeder networks and hub-and-spoke networks. The in-
stances have been generated based on appropriate information from the Baltic
and WorldLarge instances from LINER-LIB. Moreover, Msakni et al. (2020)
propose several mathematical formulation to analyse different network struc-
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tures for feeder shipping network design problems, based on a case study of
the cargo transportation between Norwegian ports and a European port. The
results showed that the introduction of daughter vessels to perform transship-
ment operations and allowing split pickup and delivery at transshipment ports
can significantly reduce the overall costs. Finally, Sacramento and Pisinger
(2020) study the service network design problem of container vessels in regional
feeder networks. The latter problem disallows transshipment operations, and
includes a heterogeneous fleet of container vessels, multiple visits to ports, cargo
rejection, and variable sailing speed for the services. The authors propose an
iterative two-phase heuristic, reporting overall best-known solutions for the sin-
gle hub instances from LINER-LIB, and the feeder instances from Ameln et al.
(2019).

3.1.4 Contribution and limitations

In this work we study the feeder network design problem and try to more rigor-
ously define it, especially in relation to the LSNDP. The main assumptions, in
which we differ from previous work on the topic, is that we allow split demand,
which is very common in LSND problems. We utilise the single hub feeder
network structure to create a specialised formulation for this kind of networks,
gathering inspiration from the vehicle routing literature.

We make two main limitations, which are natural from a business perspec-
tive. First, we disallow transshipments. Transshipments are expensive, and
while they are essential in large scale networks, in feeder size networks, with
all commodity going only to or from the hub port, their value is more limited.
Additionally, smaller ports frequently do not have the space and capacity to per-
form transshipments. Secondly, we assume elementary routes in-between visits
to the hub port. While complex routes can be beneficial, given the short nature
of the trips in feeder line network design, we deem it unlikely that this will have
a large impact on the solution quality. However, in Appendix A, we show that
those are in fact deliberate restrictions which can affect the solution quality.

With those two assumptions in place, we develop a model for the problem, based
on the assumptions from the standard model from Brouer et al. (2013), as well
as a branch-and-price framework to solve it. We develop a new fast method to
solve the subproblems by enumerating routes and solving the resulting container
assignment problem as a min-cost flow problem over a special graph, using a
dedicated cycle cancelling-algorithm. We present a set of instances on which we,
together with the smaller LINER-LIB instances, test our algorithm. The results
show that the proposed method finds optimal solutions in reasonable times and
that the enumeration-based subproblem methods outperforms solving the MIP
model with a general purpose MIP solver. We also present optimal solutions
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for the Baltic instance and a significant improvement over the currently best
known solution to the West Africa instance in the LINER-LIB instance set.

The chapter is structured as follows. In Section 2, we present a compact mathe-
matical model of the problem, which we then reformulate into a non-polynomial
subservice model where each column represent a simple tour for a vessel class,
that can then be combined to form proper services. Section 3 describes the
branch-and-price algorithm and goes deeper into the branching scheme. Section
4 presents the computational results, and lastly, Section 5 concludes the chapter.

3.2 Mathematical models

In this section, we present two mathematical formulations for the single-hub
FNDP, representing the same problem as the standard model by Brouer et al.
(2013), but assuming the single-hub feeder structure and no transshipments. We
also do not allow biweekly departures. The first model is a compact arc-flow
formulation and the second a formulation based on matching sailing trips. As
the second formulation is non-polynomial in size, we solve it using a branch-
and-price algorithm.

3.2.1 An arc formulation

The arc formulation of the SHFNDP is modelled over a directed graph G =
(N,A), where N is the set of ports and A is the set of arcs connecting the ports.
Each arc has a length δa, representing the sailing distance in nautical miles
between the ports. Let K be the set of commodities, where each commodity
k ∈ K has an origin node ok ∈ N , a destination node dk ∈ N , a number
of containers qk to transport, a revenue rk per transported container, and a
good-will penalty r̃k for rejecting containers. As we exclusively work with single
hub instances, we assume that node 0 is the hub node. This means that every
commodity k ∈ K has node 0 either as its origin or as its destination node.
Each commodity also has a handling cost at each port which is fixed and hence
can be a priori subtracted from the revenue.

There is a set of vessel classes V , and each vessel class v ∈ V has a maximum
capacity uv, a minimum speed vmin

v , a maximum speed vmax
v , a design speed

vdes
v , a fuel consumption per day at design speed bv, an idle consumption per
day in port hv, and a weekly deployment cost cv. As in the standard model
by Brouer et al. (2013), we additionally assume a fixed 24h berth time at each
port and a port cost cport

v . Moreover, we assume a fixed bunker cost cbunker in
$/metric ton. There is a limited number of vessels of each vessel class, which
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we denote as mv. Lastly, let Sv be the index set of services for vessel class
v ∈ V . We assume a finite number of services for each vessel class v ∈ V , i.e.,
|Sv| = mv.

As for the decision variables, we denote by αs the number of vessels of class v ∈ V
that are assigned to service s ∈ Sv, and by βv the total number of vessels of class
v ∈ V used in the network. For each vessel class v ∈ V , and for each service
s ∈ Sv, let xvsij be binary variables denoting if that service sails arc (i, j) ∈ A, let
yvsk be continuous variables denoting the fraction of commodity k ∈ K served
by the service, and let Qvsi and W vs

i be continuous variables denoting the total
number of containers loaded onto the vessel before visiting node i ∈ N , and the
total number of containers on-board the vessel which remains to be delivered,
respectively.

For simplicity, we gather all the commodity costs and sailing costs into cvsk and
cvsij , respectively as follows:

cvsk = (rk + r̄k)qk

and

cvsij =
bv(v

v
ij)

2cbunkerδij

(vv)3
+ hvc

bunker + vport
v ,

sailing at speed vvij . Then, we can formulate the problem as a Mixed Integer
Programming (MIP) model as shown in (3.1)-(3.18).

The objective function (3.1) maximises the revenue of serving the demand in the
network while minimising the operational and deployment costs. Constraints
(3.2) state that we cannot send more than the available containers for each
demand k ∈ K. Constraints (3.3) assign sufficient vessels for having weekly
deployment of the services, while Constraints (3.4) ensure that we are not using
more vessels than available. Constraints (3.5) are the flow conservation con-
straints for the services and constraints (3.6) enforce that a service has to be
used if the vessel sails from the hub to another port. Constraints (3.7) and
(3.8) ensure consistency of the load variables, and constraints (3.9) ensure that
the vessel capacity is satisfied at each sail leg of the service. For the capacity
variables Qvsi and W vs

i to be properly defined, we need to limit the number of
visits to each port by each service to one, which we do in constraints (3.10).
Constraints (3.11) and (3.12) are linking constraints, ensuring that if a com-
modity is served by a service, then the service must visit both the origin and
destination of the commodity. Note that one of those is always the hub port.
Lastly, Constraints (3.13)–(3.18) define the domains of the variables.

The reason for defining two separate kinds of load variables, one for pick ups
and one for deliveries, is twofold: First, it makes them monotonic, which makes
them subtour breaking. In theory, the model still allows subtours sailing without
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max :∑
v∈V

∑
s∈Sv

∑
k∈K

cvsk y
vs
k −

∑
v∈V

∑
s∈Sv

∑
(i,j)∈A

cvsij x
vs
ij −

∑
v∈V

cvβv (3.1)

s.t. :∑
v∈V

∑
s∈Sv

yvsk ≤ 1 k ∈ K (3.2)

∑
(i,j)∈A

tijx
vs
ij − 7αvs ≤ 0 v ∈ V, s ∈ Sv (3.3)

∑
s∈Sv

αs − βv ≤ 0 v ∈ V (3.4)

∑
j∈N\{i}

(xvsij − xvsji ) = 0 v ∈ V, s ∈ Sv, i ∈ N (3.5)

mv

∑
j∈N\{0}

xvs0j ≥ ms v ∈ V, s ∈ Sv (3.6)

Qvsj −Qvsi − uvxvsij −
∑

k∈K:ok=j

qky
vs
k ≥ −uv v ∈ V, s ∈ Sv, (i, j) ∈ A : j 6= 0 (3.7)

W vs
j −W vs

i − uvxvsji −
∑

k∈K:dk=j

qky
vs
k ≥ −uv v ∈ V, s ∈ Sv, (j, i) ∈ A : i 6= 0 (3.8)

Qvsi +W vs
i ≤ uv i ∈ N, v ∈ V, s ∈ Sv (3.9)∑

j∈N\{i}

xvsij ≤ 1 v ∈ V, s ∈ Sv, i ∈ N (3.10)

yvsk −
∑
j∈P

xvsok,j ≤ 0 v ∈ V, s ∈ Sv, k ∈ K (3.11)

yvsk −
∑
j∈P

xvsj,dk ≤ 0 v ∈ V, s ∈ Sv, k ∈ K (3.12)

xvsij ∈ {0, 1} (i, j) ∈ A, v ∈ V, s ∈ Sv (3.13)
yvsk ∈ [0, 1] k ∈ K, v ∈ V, s ∈ Sv (3.14)
αs ∈ {0, . . . ,mv} v ∈ V, s ∈ Sv (3.15)
βv ∈ {0, . . . ,mv} v ∈ V (3.16)
Qvsi ≥ 0 i ∈ N, v ∈ V, s ∈ Sv (3.17)
W vs
i ≥ 0 i ∈ N, v ∈ V, s ∈ Sv. (3.18)
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containers, but such routes would never appear in an optimal solution, as the sail
cost is strictly positive. Secondly, it allows the services to properly use multiple
trips from the hub node. The issue is to let the vessel unload containers loaded
during the previous trip and reload new containers for the next. This is done by
letting the load variables be free at the hub node, i.e., the hub node is excluded
from Constraints (3.7) and (3.8).

3.2.2 A subservice formulation

It is not difficult to see that the complexity of the mathematical model grows
rapidly with the number of ports. Hence, in this section we describe an al-
ternative non-polynomial formulation, based on the concept of subservices. A
subservice is a complete round-trip starting and ending at the hub port. It
also contains full information about the operational cost, the total sailing time,
and which containers are delivered and picked up during this round-trip. A
full service can then be achieved by simply combining a number of subservices,
while respecting the weekly frequency and maximum number of vessels for each
vessel class. Hence, let Fv denote the set of all feasible subservices for vessel
class v ∈ V , and let ηfk , cf , and τf be the fraction of commodity k ∈ K served,
the net profit, and the total time (in days) used by subservice f ∈ Fv for vessel
class v ∈ V , respectively. Let further λsf be a binary decision variable denoting
whether service s ∈ Sv uses subservice f ∈ Fv, for a given vessel class v ∈ V , and
lastly, let yk be a continuous variable denoting the total fraction of commodity
k ∈ K served by the subservices, where ck is the total profit for serving com-
modity k ∈ K. Then, we can define the subservice formulation of the network
design problem as:

max :∑
v∈V

∑
s∈Sv

∑
f∈Fv

cfλsf +
∑
k∈K

ckyk −
∑
v∈V

cvβv (3.19)

s.t. :∑
v∈V

∑
s∈Sv

∑
f∈Fv

ηfkλsf ≥ yk k ∈ K (3.20)

∑
f∈Fv

τfλsf − 7αvs ≤ 0 v ∈ V, s ∈ Sv (3.21)

∑
s∈Sv

αs − βv ≤ 0 v ∈ V (3.22)

λsf ∈ Z+ v ∈ V, s ∈ Sv, f ∈ Fv (3.23)
αs ∈ {0, . . . ,mv} v ∈ V, s ∈ Sv (3.24)
βv ∈ {0, . . . ,mv} v ∈ V (3.25)
yk ∈ [0, 1] k ∈ K (3.26)
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The objective function (3.19) maximises the total net profit of the selected
subservices in the network and serving the commodities, while minimising the
deployment costs of the vessels. Constraints (3.20) link the commodity served
by the subservices to the serve variable yk, and constraints (3.21) and (3.22) set
the weekly deployment of the vessels and limit the available amount of vessels
for each vessel class. Lastly, Constraints (3.23)–(3.26) define the domains of the
variables.

Defining the constraints (3.20) with an inequality allows over-serving a com-
modity by the chosen services, while still getting the correct contribution to
the objective value, which greatly increases the flexibility of the model. As the
model has no cost for serving containers, other than the capacity limitations, an
equivalent solution can be calculated by just removing the over-delivery from
either of the subservices in a post processing step.

Note that when no transit time constraints are used, there always exists an
optimal solution with maximum one service per vessel class. This follows from
the fact that in any solution to the model (3.19)-(3.26), we can merge the services
for each vessel class, which will give us another solution with the same objective
value. And if the original solution is feasible, so is the new one. We presented the
model including the service indices for greater generality but for the remainder
of this chapter we remove the service indices from all variables, while keeping
the subservice indices.

One other important observation is that this model allows multiple visits to a
port within the same service, in contrast to the compact model in section 2.1,
as we now allow one visit per subservice. In Section 3.4, we will see that this
restriction in fact has a rather large impact.

3.2.3 Superposition of subservices

While λsf is defined to be integer in equation (3.23), this is not strictly neces-
sary. In any solution, it is sufficient that each service sails each arc an integer
number of times. Then we can always superposition all the subservices which
sail the same route into a single subservice, by using the weighted average of the
container pickups and deliveries. This new subservice will satisfy the constraints
(3.22)-(3.26) and will have the same objective value as the subservices that it
was created from.



84 The Feeder Network Design Problem

3.2.4 A column generation approach

The generation of all feasible subservices from the set Fv for each vessel class v ∈
V is prohibitive. First of all, there is an infinite number of feasible subservices,
but more importantly an exponential number of non-dominated subservices.
Hence we solve this formulation using delayed column generation. We define a
Restricted Master Problem (RMP) as (3.19)-(3.26), but with only a subset of
all feasible subservices. Then we define a subproblem to iteratively generate
subservices. The objective of the subproblem is to find the subservice with
the maximum reduced cost in relation to the solution of the current restricted
master problem. The dual penalties from Constraints (3.20) reward serving
commodities, and the dual penalties from Constraints (3.21) penalise the time
spent sailing.

3.2.4.1 The subproblem

The subproblem for a given vessel class v ∈ V is a variant of the single-vehicle
capacitated vehicle routing problem, with the addition that the vehicle (or sub-
service in this case) has to decide how much of each commodity to pick up and
deliver at each node of the route. From the formulation, we recognise many of
the variables and constraints from the compact model in Section 2.1. There is
one subproblem for each vessel class v ∈ V , but to simplify notation we ignore
the indices for the vessel class in the formulation.

Let xij be binary routing variables denoting if the subservice sails arc (i, j) ∈ A.
Moreover, let yk be continuous variables for the the amount of commodity k ∈ K
picked up or delivered by the subservice, and let Qi be a continuous variable
representing the load after visiting node i ∈ N . As the subproblem aims to
generate a single subservice for a given vessel class, we do not need to use two
variables to represent the number of load and discharge containers separately.

For simplicity, we gather all the dual penalties from constraints (3.20) and (3.21),
and the operational costs, into the commodity costs ck and into the sailing costs
cij . For a given vessel class v ∈ V , we define the following MIP model for
generating a subservice:

max :∑
k∈K

ckyk −
∑

(i,j)∈A

cijxij (3.27)

s.t. :∑
j∈N\{i}

(xij − xji) = 0 i ∈ N (3.28)
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∑
j∈N\{0}

x0j ≥ 1 (3.29)

Qj −Qi − uxij −
∑

k∈K:ok=j

qkyk ≥ −u (i, j) ∈ A : j 6= 0 (3.30)

Q0 ≥
∑

k∈K:ok=0

yk (3.31)

yk −
∑
j∈P

xok,j ≤ 0 k ∈ K (3.32)

yk −
∑
j∈P

xj,dk ≤ 0 k ∈ K (3.33)

xij ∈ {0, 1} (i, j) ∈ A (3.34)
yk ∈ [0, 1] k ∈ K (3.35)
Qi ∈ [0, u] i ∈ N. (3.36)

The objective function (3.27) maximises the reduced cost, which is made up
by operational costs, the dual variables for delivering the commodities, and the
dual variables from the vessel requirement constraints. Constraints (3.28) and
(3.29) are the flow conservation constraints and constraints (3.30) and (3.31)
are capacity constraints. Constraints (3.30) ensure the consistency of the load
variables, while constraints (3.31) enforce that the subservice starts from the
hub with all containers to deliver. Similarly as defined in the compact model,
constraints (3.32) and (3.33) link the routing variable of the subservice with
the amount of commodity served by the subservice. Finally, the domains of the
decision variables are defined in (3.34)–(3.36).

When changing to a single variable for representing the load, the capacity con-
straints are no longer sufficient to prevent subtours. Instead, we use the clas-
sic Dantzig-Fulkerson-Johnson subtour elimination constraints (Dantzig et al.,
1954) ∑

i∈R,j∈R
xij ≤ |R| − 1 R ⊂ N \ {0}, (3.37)

where R are all proper subsets of N \ {0}. As there are O(2|N |−1) proper
subsets of N \{0}, we do not include them all, but add them as lazy constraints,
separated by inspection.

3.2.5 Relation to the split delivery vehicle routing prob-
lem

The SHFNDP is an extension to the multi-vehicle Vehicle Routing Problem with
Split Demands (mVRPSD) as described in Archetti and Speranza (2008). It
includes vehicle capacity, simultaneous pick-up and delivery (Min, 1989), allows
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rejection, uses a heterogeneous fleet, includes fleet sizing (Golden et al., 1984),
and additionally has an upper bound on the available number of vehicles of
each vehicle class. Furthermore, we have the additional constraints from the
liner shipping industry, that routes can be merged together into services but
each service need to have a a weekly frequency.

One of the core properties of the normal mVRPSD is that including split de-
mands can reduce the routing cost by at most a factor two. This bound is
further tight for certain instances (Archetti et al., 2006). This result also holds
when adding simultaneous pick-ups and deliveries. Nowak (2005) shows it for
the pick-up and delivery problem with split loads, of which the mVRPSD with
simultaneous pick-ups and deliveries is a special case.

Dror and Trudeau (1989) also show that if the distances satisfy the triangle
inequality, there always exists a solution which contains no k-split cycles for
any k ≥ 2. A k-split cycle appears if there are k routes and k nodes n1, . . . , nk
such that that route i visits nodes ni and ni+1 and the last route visits nk and
n1. A corollary to this is that there also exists an optimal solution in which no
two routes have more than one customer with a split delivery in common. Lee
et al. (2006) uses this to show that, if we imagine the routes to be sequential,
there exists an optimal solution in which each route serves all remaining demand
at each visited node except for at most one. They use this property to develop
a dynamic programming algorithm to solve the problem. The same does not
hold in our case. It is sufficient to allow rejection and simultaneous pick-up and
delivery to create an instance for which any optimal solution contains a route
which picks up part of the demand at at least two different nodes.

Both the compact and the non-polynomial formulation, presented in this chap-
ter, have many similarities with the models presented in Archetti et al. (2011).
They solve the pricing problem as a shortest path problem with resource con-
straints, using a label setting algorithm, over a graph where they split the de-
livery quantities into different nodes. A similar approach would theoretically be
possible when using simultaneous pick up and delivery. However, you need to
keep track of both pickups and deliveries and domination becomes much weaker,
making it unlikely to yield good results.

3.3 A branch-and-price algorithm

As mentioned in Section 3.2.2, the compact model is computationally hard to
solve, and the generation of all feasible subservices is prohibitive. Hence, we
solve the network design problem with a branch-and-price algorithm (Barnhart
et al., 1998). We start by solving the relaxed version of the restricted master
problem in the root node. Next, we explore the branch-and-bound tree following
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the best-first approach, in which we choose the node with the highest upper
bound to be processed next, as we are solving a maximisation problem. We use
a global pool of subservices for each vessel class, which is shared by all nodes in
the branching tree. Using a global pool of column showed to be much faster in
initial testing, mainly due to the fact that the relaxed restricted master problem
is relatively fast to solve and so the cost of adding more variables to it is not
that high.

3.3.1 Branching strategy

After solving a given node in the branching tree, the solution to the RMP may
become fractional, in which case we must decide how to partition the solution
space to find an integer solution. As is common practice in column generation,
we branch on the original variables from the compact formulation (Desaulniers
et al., 2006), which in our case are number of vessels used and sailing arcs of the
services for each vessel class. In our implementation, we apply the branching
rules in the following order: (1) We branch on the number of used vessels, (2) we
branch on the number of port visits, and (3) we branch on the number of times
an arc is sailed. Every time we solve a node in the branching tree, we check the
integrality criteria, in this specific order, and branch accordingly. Otherwise, if
the optimal solution satisfies the three previous criteria, the solution is integer,
up to superposition. Therefore, we store the resulting solution if the lower bound
is improved, prune the node, and continue the search with another node.

3.3.1.1 Branching on vessels

For a given node, we first check if the final solution of the RMP uses an integral
number of vessels for each vessel class. The number of vessels used has a large
impact on almost all the other variables. This makes it a good candidate to
start branching on, which was also shown to be effective in initial testing. If the
solution uses a fractional number of vessels, we branch on the most fractional
vessel class.

3.3.1.2 Branching on port visits and sailing arcs

Next we need to ensure that each arc is sailed an integer number of times. To get
stronger branching rules, we first branch on the number of visits to each port.
This seems to be significantly more efficient than branching immediately on the
arcs, which we will see in the results section. We implemented two port selection
options. The first is just selecting the most fractional port, and the second is
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also weighing each port with the total revenue across all commodities at that
port, to try to focus on the more important ports first. Note that branching on
the number of visits to the hub node is essentially branching on the number of
subservices.

Once each port is visited an integer number of times we revert to branching on
the arcs, choosing the most fractional arc first.

3.3.2 Finding feasible solutions

To improve the lower bound and have more accurate information about the
evolution of the optimality gap, we solve the integer version of the RMP, at
certain given nodes to obtain valid upper bounds. To limit the computational
cost this is done mostly for nodes early in the branching tree.

3.3.3 Solving the subproblem

The subproblem here is an extended version of the single vehicle VRP with
split delivery, including both simultaneous pick-up and delivery and demand
rejection. Based on the fundamental theorems from Dror and Trudeau (1989),
the traditional sVRPSP can be solved with dynamic programming (Lee et al.,
2006). The same does unfortunately not hold for our version of the problem, and
so instead we use two other methods. The first is solving the MIP formulation
using a state-of-the-art MIP solver. The second is based on enumerating the
subservice paths and then assigning the commodities for each subservice.

3.3.3.1 Enumeration-based solution methods for the subproblem

The subservices in feeder networks are generally rather short, up to around 5
nodes, which means that it is highly feasible to enumerate them all. Once the
routes are enumerated, for each route it remains to be decided which commodi-
ties to serve. This is a purely continuous linear problem, and so it is naturally
solvable in polynomial time. For ease of explanation, in the following, we will
assume that each feeder port has one pick-up and one delivery commodity. Let
us assume that the subservice has n feeder ports, Ñ = {1, . . . , n}. We define the
continuous variables Di and Pi, denoting the fraction of the pick-up commodi-
ties and delivery commodities at feeder port i ∈ Ñ is served. The container
assignment problem can then be modelled as

max :
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∑
i∈Ñ

(cdiDi + cpi Pi) (3.38)

s.t :

n−j+1∑
i=1

qdiDi +

n∑
i=n−j+2

qpi Pi ≤ uv j ∈ {1, . . . , n+ 1} (3.39)

Di ∈ [0, 1] i ∈ Ñ (3.40)

Pi ∈ [0, 1] i ∈ Ñ . (3.41)

The objective here is to maximise the reduced cost from picking up and deliv-
ering containers, and the constraints (3.39) ensure that the capacity is satisfied
when traversing the arcs. The coefficients cdi and cpi are the reduced costs of the
delivery and pickup commodities at feeder port number i in the subservice and
qdi and qpi are volumes of those commodities. Again, uv is the vessel capacity.

This problem can be reformulated as a min-cost flow problem, which allows
us to use polynomial time algorithms such as cycle-cancelling and the network
simplex algorithm. The formulation is inspired by Ahuja et al. (1995). We
define a graph with one node for each feeder port in the subservice, two nodes
for the hub (start and end) and one node for each commodity. There are three
sets of arcs. The first are the normal sailing arcs which make up a path from
the start hub to the end hub, through the feeder ports. The second are arcs
representing serving a commodity. There is one such arc for each commodity,
starting at the commodity node and ending in the start hub for delivery nodes
and in the corresponding feeder port node for the pick-up nodes. The last
set of arcs represent rejecting cargo, and they each start in the corresponding
commodity node and end in the corresponding feeder port node for the delivery
commodities and in the end hub for the pick-up commodities. Each commodity
node is a source with negative demand equal to the commodity volume. Each
feeder port node is a sink with demand equal the the corresponding delivery
commodity node volume. Lastly, the end hub node is a sink with demand equal
to the sum of the pick-up commodity volumes. The sail arcs have zero cost
and capacity uv. The other arcs have infinite capacity and the serve arcs have
cost equal to minus the corresponding commodity revenue. An example with 4
feeder port nodes is shown in Figure 3.1.

The state-of-the-art algorithms for solving min-cost flow problems revolve around
the idea of finding an initial feasible solution and then send commodity along
negative-cost cycles, as this retains flow conservation. Our graph has a rather
specific shape and contains only a polynomial number of cycles. The cycles can
be partitioned into two groups, cycles which contains one of the two hubs and
cycles which contains both hubs. The latter are made up of two non-intersecting
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Figure 3.1: Example of the min-cost flow model of the commodity assignment
problem. H and H ′ represent the hub port, A−D the feeder ports visited along
the subservice and Dx and Px the delivery and pick-up commodities at node x.
Red numbers describe the arc costs, blue the arc capacities, and black demand
at the nodes.
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non-directed paths - one from the first to the second hub and one from the sec-
ond to the first. If there are n feeder ports in the subservice, there are a total
of 2n(n + 3) directed cycles containing a single hub and 8

((
n
4

)
+ 2
(
n
3

)
+
(
n
2

))
directed cycles containing both hubs, see proof in Appendix B.

To solve this problem, we first assign commodities greedily, ordered by the com-
modities’ revenue divided by their volume. Then we try to improve the solution
using a cycle-cancelling algorithm, until no positive reduced cost cycle remains.
The single-hub cycles represent increasing or decreasing a single commodity, or
swapping two pick-up commodities or two delivery commodities. None of those
can improve upon the greedy solution, and hence we only look at the cycles
containing both hubs.

3.4 Computational results

The implementation was done in Python 3.6 and the solver used was CPLEX
12.9, both for solving MIPs and LPs. The experiments were run on a single
core, using an Intel Xeon 2660v3 2.60GHz processor.

3.4.1 Instances

In order to test the performance of the proposed exact methods in this chapter,
we use the hub-and-spoke instances from the LINER-LIB instance suite. To
further test our solution algorithm, we generate an additional set of test feeder
instances. We use suitable distributions for the demand, for the handling and
vessel costs, and for the port coordinates based on information from the Baltic
instance. The instances are named FDN.n, where n stands for the number of
ports in the network. We consider feeder instances following a hub-and-spoke
structure, with only a single hub. The hub port is located at coordinates (0, 0),
whereas the remaining feeder ports are randomly generated in a circular sector
around the hub port, in a range of approximately 750 nautical miles, as similarly
described in Ameln et al. (2019). Moreover, we consider instances with |K| =
2n − 1 commodities, as all commodities are either originated from or destined
to the hub port. To induce multiple visits to ports, the total cargo volume
for each feeder port is sampled from a normal distribution N(850, 300). Next,
we assign the percentage of cargo to load, pL, at the feeder port based on the
normal distribution N(0.5, 0.25), whereas the percentage of cargo to discharge,
pD, is given as pD = 1−pL. Furthermore, the revenue per transported container
for the commodities is estimated from a second order polynomial fitted to the
revenue and quantity distributions of the Baltic instance. Finally, we consider
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the feeder vessel class from LINER-LIB, and assume the same available amount
of vessels for each vessel class as in the Baltic instance.

3.4.2 Results

In this section we will show the efficiency of the proposed method and look at
how the enumeration-based subproblem methods stand up against solving the
subproblem with a general purpose MIP solver. Furthermore, we study different
branching schemes. All experiments are run with a maximum run time of three
hours and the enumeration-based subproblems are limited to enumerate paths
including up to four nodes. We will assume an initial base setting, which gave
promising results in initial testing, and then test individual features by includ-
ing/excluding them from this setting. This base setting includes solving the
subproblem with the enumeration-based algorithm described in Section 3.3.1
- solving the container assignment min-cost flow problem with the cycle can-
celling algorithm - until proven optimality is needed, at which point the general
purpose MIP solver is used. Note that the enumeration-based subproblem is a
heuristic solution method, because we only enumerate paths of op to four ports.
The base setting additionally contains branching on nodes and using weighing
with the node’s total revenue when choosing which node to branch on, as de-
scribed in Section 4.2.2. We will refer to branching on nodes as node branching.
Lastly, weighting the each node by the total revenue of the commodities at that
node, when selecting which node to branch on, we will refer to as revenue node
branching.

In Table 3.1, we show the results for all instances, except West Africa, solved
with: the base setting, three options for the subproblem, and when not using
revenue node branching and when not using node branching at all. For reference,
we also show the results when solving the compact model with a general purpose
MIP solver. The additional subproblem settings are: using the greedy container
assignment heuristic instead of the cycle-cancelling algorithm for container as-
signment, solving all of the subproblems with the general-purpose MIP solver,
and solving all of the subproblems with the enumeration-based algorithm.

If we first compare the results for the branch-and-price algorithm, using the base
settings, with solving the compact formulation (3.1)-(3.18) using a general pur-
pose MIP solver, we see that the run times are significantly lower. Additionally,
the objective values are much better, indicating that allowing multiple visits to
a node has a significant impact on the solution quality. This clearly depends
on the instance solved, and the instances generated in this work emphasises
this distinction by having large amounts of commodities to serve at each port,
relative to the vessel capacity, making multiple visits more tractable.
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Solving the subproblem (3.27)-(3.36) with a general MIP solver is rather time
consuming, and we see that the run times increase significantly when using it
for more than proving optimality. When using only the general MIP solver for
the subproblems, there were also three instances for which the algorithm failed
to solve the root node in the given time. On the other hand, when not using the
MIP solver at all, the run times fall drastically. However, as the enumeration-
based subproblems are capped at 4 port visits per subservice, when skipping
the second stage subproblems, we lose proven optimality. Nonetheless, for the
shown instances, this limitation has no effect on the objective value.

Next we compare the greedy enumeration-based subproblem with the full cycle-
cancelling algorithm. We see that when complementing with the general-purpose
MIP solver, the run times are lower when using the greedy method. Most con-
tainer assignment problems are solved optimally already with the greedy assign-
ment, and the cycle-cancelling algorithm mainly contributes to prove optimally
for the container assignment problem. This is less necessary when we, in either
case, have the general-purpose MIP solver as a safety net. Further, comparing
the number of branching nodes and columns, there is no clear winner.

In the two rightmost columns we see the effect of removing revenue node branch-
ing and node branching. We see that revenue node branching has a positive
effect for the smaller instances but is detrimental for the larger instances. How-
ever, node branching is, in general, absolutely crucial for the algorithm to work
efficiently.

Overall, the number of nodes and columns is rather low. Partially, this is because
a large portion of the model is pushed to the subproblems. The number of
branching nodes is in general unaffected by the choice of subproblem method,
with a slight tendency for more branching nodes when using the non-exact
greedy method. On the other hand, we see a large increase in the number of
branching nodes when not using revenue node branching or node branching at
all.

Looking at the integrality gaps there are two points of interest. For FDN.12, only
one setting converged in the given time limit, but the integrality gap for all of
the other methods are low, indicating that there is a long tail, i.e., a significant
portion of the time is spent on closing the last part of the integrality gap.

3.4.2.1 Results for the LINER-LIB instances

For the LINER-LIB instances we see the results of our method compared to
previous work in Table 3.2. The previous work is selected for being state-of-
the-art as well as using similar modelling assumptions - mainly split delivery
and allowance of rejection. The models are still not identical; the other papers,
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except for Sacramento and Pisinger (2020), allow transshipments and use speed
optimisation. Moreover, we report the results from the heuristic method from
Sacramento and Pisinger (2020) based on the same assumptions as considered
in this chapter, i.e., the heuristic ignore transshipments and does not use speed
optimisation. Especially, Brouer et al. (2013) allows biweekly frequency, which
was then removed in Brouer et al. (2014), and this allows a large increase in
objective value. Nonetheless, we solve Baltic optimally and we see that our
solution to West Africa is by far the best solution to date. We also point out
that we do not allow anything which is not allowed in any of the other models.
To better understand the impact of speed optimisation, we show what happens
if we just adjust the speeds in our solutions after solving the problem, which
we denote by (SO) for speed optimisation. Basically, we just reduce the speed
of each vessel class so that it uses up all time available given the route and
number of vessels chartered. For the Baltic instance, adding speed optimisation
has a relatively large impact, and for West Africa it is significantly smaller. In
principle, the gain from using speed optimisation decreases proportionally when
the length of the services increases. It becomes easier to make services which
are close to an integer number of weeks, and the time spent waiting, due the
the weekly frequency requirements grows smaller in comparison to the service
length.

We use more computation time than previous work, but as this is a planning
problem for a network that is usually used for several months this is not a large
issue.

We show the routes for our solution to the West Africa instance in Figure 3.2.
The solution consists of 1 subservice for the small vessel class and 8 subservices
for the large vessel class; the larger vessel class has higher capacity to cost ratio,
which is particularly important when we have such a long distance from the hub
to all feeder ports. We note that the services are as expected rather short; the
small vessel class uses 2 vessels and visit a single feeder port, whereas the larger
vessel class uses 26/28 vessels and have 2 single port subservices, 3 that visit 2
ports, 2 that visit 3 ports and one subservice that visit 4 different feeder ports.
We also see that many feeder ports are visited multiple times.

3.5 Conclusions

The feeder network design problem is receiving increased attention in the liter-
ature. We formalise the definition and link it back to the original liner shipping
network design problem. The single hub feeder network design problem has
significant similarities to various vehicle routing problems and using a vehicle
routing formulation seems like a promising way forward. This more or less re-
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Table 3.2: Results for the LINER-LIB instances. Brouer et al. (2013) is marked
by a star to show that they allow biweekly frequency.

Objective Value [$/Week] Run Time [s]
Baltic

Only CC SP 252,754 465
Only CC SP (SO) 293,919 465
Brouer et al. (2013)∗ Best 325,306 300
Brouer et al. (2013)∗ Median 255,967 300
Brouer et al. (2014) Best 23,956 105
Brouer et al. (2014) Median 10,072 69
Krogsgaard et al. (2018) Best 90,000 30
Krogsgaard et al. (2018) Median -140,000 30
Sacramento and Pisinger (2020) Best 252,754 46
Sacramento and Pisinger (2020) Median 252,754 48

West Africa
Only CC SP 5,984,160 72,000
Only CC SP (SO) 6,055,802 72,000
Brouer et al. (2013)∗ Best 5,565,389 900
Brouer et al. (2013)∗ Median 5,354,261 900
Brouer et al. (2014) Best 5,444,444 93
Brouer et al. (2014) Median 5,133,333 105
Krogsgaard et al. (2018) Best 5,620,000 90
Krogsgaard et al. (2018) Median 5,190,000 90
Sacramento and Pisinger (2020) Best 5,877,654 468
Sacramento and Pisinger (2020) Median 5,870,077 470

Figure 3.2: Solution the West Africa instance
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quires that transshipments are ignored, which is a motivated restriction from
a business perspective, but for sake of completeness, we prove, in Appendix A,
that they are useful in the model from a mathematical standpoint.

The resulting formulation has a lot of similarities to vehicle routing with split
delivery, but the addition of simultaneous pickup and delivery and rejection of
demand invalidate many of the properties used in algorithms in earlier work.
We develop a branch-and-price framework that uses a pricing problem based
on enumerating routes and assigning commodities by solving a special min-
cost flow problem. The algorithm is tested on a set of instances and show
promising results, solving the Baltic instance to optimality and also yielding the
best solution to date for the West Africa instance in the LINER-LIB instance
suite.

Future work will be aimed at further improving the solution algorithm, with
focus on solving the subproblem, as well as adding transit time constraints and
looking further into speed optimisation. Some thoughts on speed optimisation
are discussed in Appendix C.
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Appendix A: Transshipments and complex subser-
vices

Transshipments and complex service structures are core in the general LSNDP.
In the SHFNDP, they are significantly less important, as the networks are much
less complex. Most previous work on the topic, assumes no transshipments
and simple subservices but talks little about it. Here we will briefly prove
that allowing both transshipments and complex subservices can have a positive
impact on the solution quality.

Assume that we have a hub port, four spoke ports, and two vessels, one with
capacity C and the other with capacity 2C. To simplify things, let us assume
that there exists a solution in which all commodity can be served and assume
further that the revenues are sufficiently high that it will always be optimal to
serve all commodities. Now we let the two first spoke ports A and B be the
destinations of two commodities, with C and 2C containers, respectively. This
means that they have to either be served first or multiple times, and we let the
distances be long enough so that there is not enough time to serve them multiple
times. Hence, our solution must be made up of at least two subservices, going
first to A and B respectively. Next, we assume that there are two commodities
to pick up at A and B respectively, consisting of qA and qB containers. This
means that, leaving A and B, the two vessels will have room for C − qA and
2C−qB additional containers. Both commodities have to be picked up as, there
is insufficient time to return to either A or B a second time. For the remaining
two ports, we assume that one, which we call D, is neither the origin nor the
destination of any commodity and the other, which we call E, is the origin of
one commodity consisting of qE containers. The network is shown in 3.3. Let
us say that max(C − qA, 2C − qb) < qE < 3C − qA − qB . Hence, neither of the
vessels have sufficient space to pick up the commodity on the way back. Now it
only remains to say that the vessel that visited A has insufficient remaining time
to visit E, but has sufficient time to visit D. The vessel that visited B, however,
has time to visit both D and E. Neither vessel, has time to return to the hub
and then go to either D or E. Then the only solution is to let both vessels go
to D, transship sufficient containers from the vessel that visited B to the one
that visited A, so that it then can go and pick up the all the commodities at E,
whereas the other vessel would go straight back to the hub. In this case, if we
disallow transshipments, there are no feasible solution in which all containers
are served.

Disallowing transshipments complete removes the need for services not visiting
the hub port, but as shown above, even if we assume that each service has to
visit the hub port, transshipments can still have an impact.
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And even without transshipments, we can similarly show that non-elementary
subservices are technically necessary in the optimal solution for some instances.
The reason is that it allows splitting discharging and picking up containers
which frees up space on-board in-between the two visits to the port. A simple
example consists of a hub port and 4 feeder ports in a circle. Let us denote
the feeder ports A, B, C, D and we let A be closest to the hub. Additionally,
to simplify explanation, let us just assume that the feeder ports are in order
along the coast of an island, so we cannot sail between A and C and between B
and D without passing by any of the other ports. Note that we still satisfy the
triangle inequality. Again we just assume revenues such that we have to serve
all demand in an optimal solution, time limits such that we only have time to
visit each port once, with the exception of A, which can be visted first and last.
The resulting port sequence would be H-A-B-C-D-A-H. Then we just need to
find numbers for the commodities and capacity to force the service to use both
visits to A. For this to happen we need pickup and delivery containers at A,
pick-up containers at B and D, and delivery containers at C. It is sufficient to
say that each of those have volume 1, except for the pick-up at C which has
volume 2, and the capacity of the vessel is 3. Then if we visit A twice the
capacity on the arcs in order will be 3, 2, 3, 1, 2 and 3, as we delivers at the
first visit at A and picks up at the second. If we skip either the first or the
second visit to A, however, we will break capacity at the arc between B and C.
Changing the sailing order to H-A-D-C-B-A-H also has no impact as the problem
is symmetric. Hence, there are instances where non-elementary subservices are
needed. Elementary subservices are, however, sufficient if we have only pick-up
or only delivery nodes. And even with both delivery and pickup nodes, there
is always an optimal solution in which each subservice visits a node maximum
two times.

Clearly, those are theoretical cases, unlikely to be found in reality. It just goes to
show that it is theoretically possible that transshipments and non-simple service
are helpful, and hence we cannot claim that our solutions are provably optimal
for the LSNDP. On the other hand, they still remain reasonable assumptions
from a business perspective. Adding transshipments is more likely to make
the system less robust and more prone to delay propagation than significantly
reducing the operational costs. Adding speed optimisation is likely to reduce
the need for transshipments, whereas adding transit time constraints are makes
transshipments significantly more lucrative.
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Figure 3.3: Illustration of the example showing that transshipment are neces-
sary for the SHFNDP

Appendix B: Number of Cycles in the Min-Cost
Flow Network for Solving the Container Assign-
ment Problem

Let H(n) denote a graph of the type described in Section 3.3.3.1 and shown in
Figure 3.1 with n feeder ports. We will briefly show thatH(n) contains 2n(n+3)
directed cycles passing through one of the hub nodes and 8

((
n
4

)
+ 2
(
n
3

)
+
(
n
2

))
directed cycles passing through both of them.

For each hub node there are n single commodity single cycles and n(n + 1)/2
double commodity single cycles. Multiplying by 2 hubs and 2 orientations, we
have 2n(n + 3) directed single cycles. Those represent adding and removing
commodity and switching out one pickup for another pickup or a delivery for
another delivery.

The more interesting part is the double cycles. Each double cycle consists of
two internally disjoint paths between the two hubs. Each path is bound to have
a certain structure. It consists of a connected string of one or more feeder ports.
The start hub is connected to this string either through a delivery commodity
node or by the sailing arc from the start hub to the first feeder port. The string
is then connected to the end hub via a pickup commodity node or the final
sailing arc. As the two paths are disjoint, we call the path whose feeder port
string is closer to the start hub the first path and the other path we call the
second path.

If we see the sail route as going from left to right, we categorise the paths by the
leftmost and the rightmost feeder node visited by the path. By definition the
leftmost feeder port visited by the second path is to the right of the rightmost
feeder port visited by the first path. We differ between three cases: paths
visiting two commodity nodes and more than one feeder port, paths visiting
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two commodity nodes but only one feeder port, and paths visiting only a single
commodity node. The paths in the first case, we represent by two distinct feeder
ports: the leftmost and the rightmost port in the string. As the port string can
go in either direction, for every pair of feeder ports there exist two unique paths.
The paths in the second case we represent by a single port node. The paths
in the last case, we can also represent by a single port node. If the path is
the first and visits only a single commodity node, it has to be a pickup node.
Hence for every feeder port node, we associate the path that goes to the feeder
port through the sailing arcs and then to the corresponding pickup commodity
node. For the second path it is reversed and it instead has to use a delivery
node. Hence, for every feeder port node there are two corresponding paths, one
visiting two commodity nodes and one visiting only one commodity node.

Now it is easy to count the number of double cycles. For the first path, there are
two paths represented by a single feeder port and two paths represented by two
distinct ordered feeder ports, and the same for the second path. If both paths are
represented by two ports, as they are ordered, there are

(
n
4

)
ways to choose the

ports, times two directions for both paths, giving a total of 4
(
n
4

)
combinations

of paths. Similarly, there are 4
(
n
2

)
paths where both are represented by two

feeder ports. If one path is represented by one port and the other by two ports,
there are

(
n
3

)
ways to choose the ports, either first or second could be the one

represented by only one port, and there are two different paths for each resulting
in 8

(
n
3

)
such paths. Each combination of paths represents a unique undirected

cycle which gives us a total of 8
((
n
4

)
+ 2
(
n
3

)
+
(
n
2

))
directed double cycles.

Appendix C: Speed Optimisation

Speed optimisation is an increasingly common feature in liner shipping network
design problems. The bunker consumption is generally estimated to be propor-
tional to the third power of the speed, which means that slow steaming results
in significant savings on fuel cost. On the other hand, sailing slowly means that
we need more vessels to satisfy the same commodities.

A common approach in LSND is to discretise the speed options and let each
vessel sail at one of those speeds either constantly over the full service or con-
stantly over each arc (Karsten et al., 2017). In our Branch-and-Price framework,
however, we could approach it differently. Let us first state that without any
transit time constraints it is always optimal for a service to sail at a constant
speed for the full duration of the service, due to the convex nature of the fuel
consumption. Let us assume that each subservice now has an implicit speed,
which affects the subservice cost as well as the time it uses. When we want
to generate a new subservice, we can then, given the dual variables from the
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master problem, find the optimal speed before solving the subproblem. Assume
that we want to sail an arc (i, j) ∈ A, with a vessel of class v ∈ V , at speed
νvij . Assume that θvij are the dual variables for constraints (3.21), i.e., for the
constraints stating that we need sufficient vessels. The cost of sailing this arc
in the subproblem is then

δijbvc
bunker(νvij)

2

(νdes
v )3

+ bvhv +
δijθv
νvij

.

By checking where the derivative is zero, we get that the optimal speed will be

νvij = 3

√
θv

2bvcbunker ν
des
v .

And as we see that this is independent of the arc, we can for each vessel class
decide on the optimal speed each time before we solve the subproblem.

How well will this work in practice? Clearly, it is optimal for a service to sail at
constant speed through all its subservices. This means that it is never optimal
to take two subservices which sails at different speed and put them together into
a service. To reduce the number of times we have to solve the subproblem to
remedy this, it would be a good idea to, at each iteration, check the subservices
used in the solution and create new subservices, which sails the same route as
the previous and serves the same commodities, but at a constant speed.

Also superpositioning of subservices becomes less intuitive. Clearly, we do not
want to have a subservice which is a superposition of two subservices with differ-
ent speed. Luckily this is never optimal, and again we can manually recreate the
subservices but with the average speed of all subservices used. Here it suffices
to generate one new subservice - the superposition.
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Chapter 4
Deep Dual-optimal

Inequalities for Capacitated
Fixed-charge Network

Design Problems
with D. F. Koza, and D. Pisinger1

work in progress

Abstract

Capacitated fixed-charge network design problems and generalizations, such
as service network design problems, have a wide range of applications but are
known to be very difficult to solve. Many exact and heuristic algorithms to solve
these problems rely on column-and-row generation (CRG), which frequently
suffer from primal degeneracy. We present a set of dual inequalities, equivalent
to a simple primal relaxation, that speeds up CRG algorithms for generalized
capacitated fixed charge network design problems. We investigate the impact
of the dual inequalities theoretically as well as experimentally. For practical
applications, the presented technique is simple to implement, has no additional
computational cost and can accelerate CRG by orders of magnitude, depending
on the problem size and structure.

1 Koza, D. F., Hellsten, E. O. and Pisinger, D. Deep dual-optimal inequalities for gener-
alized capacitated fixed-charge network design problems (October 3, 2020). Available at
SSRN: https://ssrn.com/abstract=3704539.

https://ssrn.com/abstract=3704539
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4.1 Introduction

The capacitated fixed-charge network design problem (CFCND) is a classic NP-
hard mixed-integer optimization problem (Magnanti and Wong, 1984). A set
of commodities K has to be routed through a directed network G(V,A), with
each commodity k ∈ K being defined by an origin-destination pair (ok, dk) and
a demand qk. Each arc a ∈ A in the network has a limited capacity ua > 0,
a variable cost ca ≥ 0 that increases linearly with the flow, and a fixed cost
fa ≥ 0 that applies if any flow is sent along the arc. The objective of the
CFCND is to route all commodities through the network, from their origin to
their destination, such that the sum of flow-dependent arc costs and fixed arc
costs is minimized.

The CFCND problem and generalizations of it arise in various domains of appli-
cation, including telecommunication (Balakrishnan et al., 1991; Magnanti et al.,
1995), road and rail based freight transportation (e.g. Andersen et al., 2009; Jar-
rah et al., 2009), liner shipping network design (Karsten et al., 2017; Koza et al.,
2020) or wind farm cable routing (Fischetti and Pisinger, 2018). A growing body
of literature addresses so-called service network design problems that generalize
transportation network design problems, and that are commonly modeled as
generalizations of the CFCND (Crainic, 2000, and references therein).

In this paper we address the path-based formulation of the CFCND that con-
tains one decision variable for each feasible commodity path. Path-based for-
mulations have various advantages over arc-based formulations. Most notably,
path-based formulations allow to model in a straightforward way a wide range
of complicating constraints that may apply to the embedded multi-commodity
flow problem (Holmberg and Yuan, 2003; Karsten et al., 2015; Trivella et al.,
2020). Andersen et al. (2009) find the path-based formulation to outperform the
arc-based formulation for a service network design problem. For other general-
ized CFCNDs, path-based formulations may be the only viable way of modeling
the problem (Karsten et al., 2017; Koza et al., 2020). However, the number of
commodity paths is exponential in the size of the graph and may be prohibitively
large. Thus, column generation based algorithms are commonly used to gener-
ate paths dynamically instead of enumerating them all in advance (Desaulniers
et al., 2005).

In many practical applications, column generation algorithms are known to suf-
fer from instability issues related to primal degeneracy, such as heading-in ef-
fects, slow convergence and dual variable oscillations (Vanderbeck, 2005). Vari-
ous approaches have been proposed to obtain better and more stable dual mul-
tipliers at each column generation iteration, with the goal of faster convergence
and the generation of fewer unnecessary columns. Box step or trust-region ap-
proaches either limit dual solutions to a box around a stability center or penalize
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deviations from a trust region to avoid extreme dual solutions (Marsten et al.,
1975; du Merle et al., 1999; Ben Amor, 2002; Lee and Park, 2011). Smoothening
techniques achieve a similar goal by defining dual multipliers that are convex
combinations of the current dual solution and a previously obtained dual solu-
tion (Neame, 2000; Wentges, 1997). Interior point stabilization addresses the
situation in which multiple optimal dual solutions exist, and aim at using an
interior dual solution of the optimal space rather than an extreme dual solution
(Bixby et al., 1992; Rousseau et al., 2007). One drawback of many dual stabi-
lization frameworks is the need for parameter calibration and update strategies,
which itself poses an optimization challenge (Pessoa et al., 2018).

Another strategy for dual stabilization is the use of dual-optimal inequalities as
described and formalized by Ben Amor et al. (2006). The idea is to exploit
problem knowledge to devise dual cutting planes that cut off feasible dual so-
lutions or even a strict subset of all optimal dual solutions. In the latter case
they are coined deep dual-optimal inequalites (DDOI). By restricting the dual
solution space, the potential of dual oscillations is limited. Ben Amor et al.
(2006) present dual-optimal inequalities for cutting stock problems and report
significant reductions in the number of column generation iterations.

In this paper we present a class of deep dual-optimal inequalities for the CFCND
and generalizations of the problem. The proposed DDOIs correspond to a sim-
ple primal relaxation that can easily be applied to a wide class of generalized
CFCNDs without the need for adapting column generation algorithms. The
DDOIs address, among other things, an issue of bad initial dual variable values
caused by primal degeneracy, which was first described in Koza et al. (2020) for
a large-scale generalized CFCND.

We test the DDOIs against non-stabilized column generation in a branch-price-
and-cut (BPC) solution framework and show that the use of the DDOIs results
in significant reductions in solution times, column generation iterations and
number of generated columns.

In Section 4.2 we state the path based formulation of the CFCND together with
the primal and dual formulation of its linear programming (LP) relaxation, and
list all complementary slackness conditions that hold for any optimal primal-dual
solution pair. We further outline a column and row generation algorithm to solve
the LP relaxation of the CFCND. In Section 4.3 we describe the proposed DDOIs
for the CFCND. We evaluate their impact when applied to standard column
and row generation algorithms as well as within a full BPC implementation in
Section 4.4. Lastly, Section 4.5 concludes the paper.
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4.2 The capacitated fixed-charge network design
problem

We model the CFCND as a path-based mixed-integer program (MIP). Let Ωk
denote the set of all feasible commodity paths for commodity k ∈ K, and let
Ω := ∪k∈KΩk denote the set of all paths. Binary parameter bpa equals 1 if
path p ∈ Ω uses arc a ∈ A, and 0 otherwise. The cost of flowing a single unit
along a path equals the sum of arc flow costs, i.e. cp :=

∑
a∈A bpaca. Continuous

decision variables xkp, p ∈ Ωk, represent the fraction of commodity k’s demand
routed along path p ∈ Ωk, and binary arc design variables ya, a ∈ A, model
whether an arc a ∈ A is opened (ya = 1) or closed (ya = 0):

min :∑
k∈K

∑
p∈Ωk

cpx
k
p +

∑
a∈A

faya (4.1)

s.t. :∑
j∈Ωk

xkp = 1, k ∈ K (4.2)

∑
k∈K

∑
p∈Ωk

bpaq
kxkp ≤ uaya a ∈ A (4.3)

∑
p∈Ωk

bpax
k
p ≤ ya k ∈ K, a ∈ A (4.4)

xkp ≥ 0 k ∈ K, p ∈ Ωk (4.5)

ya ∈ {0, 1} a ∈ A (4.6)

The objective function (4.1) minimizes the transportation cost for flowing com-
modities, and the fixed cost for opening design arcs. Constraints (4.2) require
each commodity’s demand to be routed through the network. Arc capacity con-
straints (4.3) ensure that commodities can only be routed through open arcs
and that the total flow along an arc cannot exceed its capacity. Strong linking
constraints (4.4) are not necessary to define the MIP, but tighten the LP relax-
ation. Constraints (4.5) and (4.6) define the domain of the decision variables.
We next formally define the primal problem and the dual problem, and list all
complementary slackness conditions that hold for optimal primal-dual solution
pairs.

Let P denote the LP relaxation of model (4.1)-(4.6), which we obtain by relaxing
integrality constraints (4.6):

P : min : (4.1) s.t. : (4.2)− (4.5) (4.7)
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and

y ∈ [0, 1]. (4.8)

We denote the dual problem of P by D. Let α ∈ R|K|+ , β ∈ R|A|− , γ ∈ R|K|×|A|−

and δ ∈ R|A|− denote the dual variable vectors associated with constraint sets
(4.2), (4.3), (4.4) and (4.8), respectively. The dual problem D of P can be
formulated as:

D : max∑
k∈K

αk +
∑
a∈A

δa (4.9)

s.t.

αk +
∑
a∈A

bpaq
kβa +

∑
a∈A

bpaγ
k
a ≤ qkcp, k ∈ K, p ∈ Ωk [x] (4.10)

− uaβa −
∑
k∈K

γka + δa ≤ fa a ∈ A [y] (4.11)

αk ≥ 0 k ∈ K (4.12)
βa ≤ 0 a ∈ A (4.13)

γka ≤ 0 k ∈ K, a ∈ A (4.14)
δa ≤ 0 k ∈ K, a ∈ A. (4.15)

The following complementary slackness conditions need to hold for any optimal
primal-dual solution pair:(
qkcp − αk −

∑
a∈A

bpaq
kβa −

∑
a∈A

bpaγ
k
a

)
xkp = 0, k ∈ K, p ∈ Ωk (4.16)(

fa + uaβa +
∑
k∈K

γka − δa

)
ya = 0 a ∈ A (4.17)∑

p∈Ωk

xkp − 1

αk = 0 k ∈ K (4.18)

uaya −∑
k∈K

∑
p∈Ωk

bpaq
kxkp

βa = 0 a ∈ A (4.19)

ya − ∑
p∈Ωk

bpax
k
p

 γka = 0 k ∈ K, a ∈ A (4.20)
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(1− ya) δa = 0 a ∈ A (4.21)

Column generation algorithms start with an empty or a restricted set of paths,
Ω̄ = ∪k∈KΩ̄k, and dynamically add new paths to the model. We refer to the
LP relaxation based on the restricted set Ω̄ as the restricted master problem
(RMP). To identify new promising paths, we iteratively solve the RMP and use
the resulting dual multipliers to find paths with a negative reduced costs.

To generate new negative reduced cost paths for the CFCND, we can solve a one-
to-one shortest path problem for each commodity k ∈ K over graph G(V,A)
using modified arc costs c̄ka := ca − βa − γka/qk. The reduced cost of a path
p ∈ Ωk, k ∈ K, for the CFCND is:

c̄kp :=
∑
a∈A

cabpa −
∑
a∈A

βabpa −
∑
a∈A

(γka/q
k)bpa − αk/qk p ∈ Ωk, k ∈ K

(4.22)

To obtain an initial feasbile solution to the RMP, we can always add one dummy
path for each commodity that does not use any arcs; the cost of each dummy
path is set to be sufficiently high to not be chosen in the final solution.

Besides generating columns dynamically, also rows (i.e., constraints) can be
added dynamically, resulting in column-and-row generation algorithms. The
set of strong linking constraints (4.4), for example, may be very large for large
graphs and large sets of commodities, despite being polynomial in |A| and |K|. It
is therefore common practice to add them dynamically throughout the column-
and-row generation process, either when the first path of commodity k ∈ K
using arc a ∈ A is added to the model, or only in case of violation (Chouman
et al., 2017). Separation in case of violation only requires, however, additional
iterations of solving the RMP in order to identify and add violated strong linking
constraints.

4.3 Dual variable stabilization for the CFCND

The primal solution of the LP relaxed CFCND is commonly degenerate (Gen-
dron et al., 1999), and hence multiple dual solutions may exist. In this section
we present a set of deep dual-optimal inequalities to tighten the dual solution
space and to mitigate the issues that arise from primal degeneracy. We prove
the validity of the DDOIs and discuss their impact on column generation.
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4.3.1 Deep dual optimal inequalities for the CFCND

Dual-optimal inequalities are valid inequalities for the dual-optimal polyhedron,
whereas deep dual-optimal inequalities are satisfied by at least one but not
necessarily all optimal dual solutions (Ben Amor et al., 2006).

Proposition 4.1 The dual inequalities

−uaβa −
∑
k∈K

γka + δa ≥ fa a ∈ A (4.23)

are deep dual-optimal inequalities for the CFCND.

To prove Porposition 4.1, we first show in Lemma 4.2 that if D is not empty or
unbounded, there exists an optimal dual solution that satisfies dual inequalities
(4.23). In Lemma 4.3 we then prove that dual inequalities (4.23) may cut off
optimal dual solutions and hence are deep dual-optimal inequalities. Lemma 4.2
and Lemma 4.3 together prove Proposition 4.1.

Lemma 4.2 Let ((x∗,y∗), (α∗,β∗,γ∗, δ∗)) denote an optimal primal-dual so-
lution pair to an instance of the CFCND. If the optimal dual solution violates
dual inequalities (4.23) for some arcs a ∈ A, we can transform the dual solution
into a dual solution that does satisfy all dual inequalities (4.23) while preserving
optimality.

Proof. For all arcs a ∈ A with y∗a > 0 it follows from complementary slackness
that the dual constraint (4.11) of arc a ∈ A is satisfied with equality, and hence
the dual inequality (4.23) is also satisfied with equality. For arcs a ∈ A with
y∗a = 0, the corresponding dual inequalities (4.23) may be violated; if so, for
any arc a ∈ A we can replace the dual variable values β∗a and γk∗a , k ∈ K, by
dual variable values β̂∗a and γ̂k∗a , k ∈ K such that β̂∗a ≤ β∗a, γ̂k∗a ≤ γk∗a , k ∈ K,
and −uaβa −

∑
k∈K γ

k
a = fa − δa. The last condition implies that both the

original dual constraint (4.11) and the dual inequality (4.23) for arc a ∈ A are
satisfied with equality. The new dual solution (α̂, β̂, γ̂, δ̂) is also optimal: Dual
constraints (4.10) remain valid, as decreasing dual values β∗a and γk∗a , k ∈ K, to
β̂∗a ≤ β∗a and γ̂k∗a ≤ γk∗a , k ∈ K can only increase the constraint slack. Finally,
all complementary slackness conditions (4.16)-(4.21) remain satisfied, as can be
verified by inspection.

Lemma 4.3 Dual inequalities (4.23) belong to the class of deep dual-optimal
inequalities, i.e., they may cut off part of the dual-optimal polyhedron of the
CFCND.
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Proof. It is sufficient to provide an example for which dual inequalities (4.23)
cut off optimal dual solutions. Consider an optimal primal-dual solution pair
((x∗,y∗), (α∗,β∗,γ∗, δ∗)) to an arbitrary instance of the CFCND that contains
at least one arc a′ ∈ A that has a strictly positive fixed cost fa′ > 0 and is
not used by any path p ∈ Ω. Trivially, y∗a′ = 0 holds for all optimal primal
solutions. β̂∗a′ = 0, γ̂k∗a′ = 0,∀k ∈ K, and δ̂∗a′ = 0 are optimal dual variable
values, as can be verified by inspection of the dual problem and complementary
slackness conditions. The dual inequality (4.23) for arc a′ ∈ A is violated as
0 6≥ fa′ , and hence the dual inequality cuts off an optimal dual solution.

Adding inequalities to the dual problem is equivalent to adding additional
columns to the primal problem. Clearly, for the CFCND, adding deep dual-
optimal inequalities (4.23) to the dual problem is equivalent to transforming
the original dual constraints (4.11) into equalities. The tightening of the dual
constraints that are associated with the primal arc design variables y is equiva-
lent to relaxing the lower bound on the original y variables, i.e., replacing (4.6)
by ya ∈ R,∀a ∈ A. We denote the relaxed primal problem by PDDOI.

Proposition 4.4 All feasible solutions to PDDOI are feasible solutions to P .

Proof. Arc capacity constraints (4.3) implicitly define a lower bound of 0 for
all arc design variables, as commodity flows can never be strictly negative.

Hence, the proposed deep dual-optimal inequalities are equivalent to a simple
primal relaxation that does not alter the primal solution space, but significantly
reduce the dual solution space. The primal relaxation can easily be applied to
generalizations of the CFCND, without the need for explicitly adapting the dual
inequalities to any particular problem formulation.

4.3.2 Effect on column and row generation

One goal of tightening the dual space is to reduce oscillations of dual variable
values, and thus to reduce the number of generated cutting planes in the dual
space equivalent to columns in the primal space. Below, we present an exam-
ple that provides some intuition about how the deep dual-optimal inequalities
improve column generation algorithms.

Let us consider a simple CFCND instance consisting of a single commodity and
a graph G(V,A), as shown in Figure 4.1. The commodity has a demand of
q1 = 1 that needs to be sent from node o to node d. fa denotes the fixed cost
on arc a ∈ A, and f̄ > 0 is an arbitrary positive cost. Arc capacities are set
to ua := 1 and arc variable flow costs are set to ca := 0 for all arcs a ∈ A.
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For simplicity, we assume that no strong linking inequalities are used in this
example.

The optimal solution to the problem is trivially found by inspection. Exactly n
feasible paths from node o to node d exist. The variable cost is zero along all
paths by definition, and hence solutions only differ by the fixed costs for opening
arcs. Among all feasible paths, path o → i1 → d has the lowest fixed cost of
1 · f̄ and is hence optimal. The total cost of this solution is 1 · f̄ .

Consider a non-stabilized column generation algorithm that adds a single nega-
tive reduced cost path per commodity to the RMP at each iteration. If the algo-
rithm starts from an initial feasible solution consisting of an expensive dummy
path, solving the example results in exactly n column generation iterations to
find the provably optimal solution, with all n feasible paths being generated
and added to the RMP. More precisely, the dual variable values βa,∀a ∈ A,
associated with arc capacity constraints (4.3) are all 0 initially, and the reduced
cost of all n paths is equal to −α1, as follows from the definition (4.22) of the
reduced cost of a commodity path. Once a path has been added to the RMP,
the arc capacity constraint of the arc used by the path becomes binding, and the
reduced cost of this path increases, as the dual variable value βa of the binding
arc capacity constraint becomes strictly negative. The reduced cost of all other
non-added paths remains negative, though, and one of them will be identified as

o d

f1 := f̄

f2 := 2f̄

f3 := 3f̄

fn := nf̄

Figure 4.1: A minimal example of a capacitated fixed-charge network design
problem
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a negative reduced cost path to be added to the RMP at the following iteration.
As a result, the column generation algorithm will require n iterations to find
the provably optimal solution.

The reason is that the initial solution depicted above, but also subsequent solu-
tions obtained during column generation are highly degenerate. Let us consider
the initial solution: it corresponds to a vertex of the primal polyhedron, which
is overdetermined, as it lies in more hyperplanes than are actually necessary
to describe the vertex. Equivalently, the same vertex corresponds to multiple
basic feasible solutions, each of which corresponds to a dual solution (see e.g.
Sierksma, 2001). By inspection, either the arc capacity constraints (4.3) or the
lower bounds (4.6) on the arc design variables are redundant.

The deep dual-optimal inequalities relax the lower bounds (4.6) on the arc de-
sign variables, and hence remove a large number of redundant primal hyper-
planes and eliminate degenerate primal basic feasible solutions and feasible dual
solutions. Hence, under the deep dual-optimal inequalities the arc capacity con-
straints will be binding initially, and the different fixed costs of arcs will be
reflected in the reduced cost of each path. The stabilized column generation
algorithm will hence only need a single iteration to find the provably optimal
solution of the above stated example problem. The issue of bad initial dual vari-
ables was first identified by Koza et al. (2020) when applying a CRG heuristic
to solve large-scale liner shipping network design problems. Koza et al. (2020)
proposed a simple dual penalization heuristic that mitigates the issue of bad
dual variable values associated with empty arcs, but compromises optimality,
as the penalization approach is inexact. The proposed DDOIs are exact and
their impact goes beyond the above described effects on dual variable values
associated with empty arcs alone.

4.4 Computational Results

In this section we study the impact of the proposed DDOIs in comparison with
a non-stabilized solution algorithms. Stabilized column and row generation
algorithms address linear programming problems, and hence we first evaluate
the proposed stabilization techniques on a set of LP relaxed CFCND instances in
Section 4.4.1. In Section 4.4.2 we investigate how deep dual-optimal inequalities
perform when embedded in a full branch-and-price-and-cut framework to solve
the mixed-integer CFCND. Details on the implementation are provided in the
respective sections.

We performed all computational tests on the publicly available, and widely used,
Canad instances (Frangioni, 2013). The set contains 196 instances in total and
can be divided into four categories: the C instances, the C+ instances, and the
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small and large R instances. The instances are characterized by the numbers of
nodes, arcs, and commodities, and further differ in the relative weight of fixed
costs and in the tightness of arc capacity constraints. See Crainic et al. (2001)
for a detailed description. All tests are run on a single core, using an Intel Xeon
2660v3 2.60GHz processor with 64GB of RAM.

4.4.1 Column and row generation

Deep dual-optimal inequalities primarily aim at stabilizing column and row gen-
eration algorithms. Hence, we first investigate the impact of the stabilization ap-
proach on a standard column generation implementation that solves the strong
LP relaxation of the CFCND.

To ensure feasibility of the RMP at the start of the column generation algorithm,
we initialize the set Ω̄ with one expensive dummy path per commodity. At each
iteration, |K| shortest path pricing problems are solved to identify and add the
most negative reduced cost path per commodity, if any such path exists. Strong
linking constraints for arc-commodity pairs (a, k) ∈ A × K are only added to
the model once the first path p ∈ Ωk that uses arc a ∈ A is added to the RMP.

No modification of the CRG algorithm is necessary when applying the deep
dual-optimal inequalities presented in Section 4.3.1; we simply replace model P
by the relaxed model PDDOI.

The scatterplots in Figure 4.2 compare the total solution time, the number of
CRG iterations and the number of generated columns under the two different
stabilization approaches against the non-stabilized CRG algorithm. For each of
the metrics, the y-axis shows the ratio of the value obtained under stabilized
CRG to the value obtained under non-stabilized CRG, with the red line indicat-
ing equal performance. The x-axis denotes the logarithm base 10 of the solution
time (in seconds) of the non-stabilized CRG, and indicates the difficulty of the
problem instances.

The plots in Figure 4.2 show that the DDOIs have a positive impact on the
CRG algorithm performance. Their application leads to significant reductions
in the solution time, the number of iterations and the number of generated
columns, especially for the more difficult instances. If we discard instances that
can be solved by the non-stabilized CRG algorithm in less than 0.1 seconds, the
CRG algorithm stabilized with deep dual-optimal inequalities performs strictly
better than the non-stabilized CRG algorithm. Overall, we see solution time
reductions of up to 96% and an average solution time reduction of 29.3%. The
number of generated columns is reduced by 19.2% on average, but the relative
reduction in the number of columns is again significantly larger for the larger
instances.
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Figure 4.2: The graph shows the change in solution time, number of columns
generated and number of column generation iterations, when applying the deep dual-
optimal inequalities to the linear relaxation. The quotient between the two is plotted
against the logarithm of the solution time using base settings. Results below the red
line represent instances for which the stabilization technique had an improving effect.

4.4.2 Branch-and-price-and-cut

Branch-and-price-and-cut (BPC) algorithms embed dynamic column generation
into a branch-and-bound framework to efficiently solve integer or mixed-integer
problems (Barnhart et al., 1998; Lübbecke and Desrosiers, 2005). To evaluate
the performance of the proposed deep dual-optimal inequalities under a real-
istic setting for solving the integer CFCND, we implemented them in a BPC
framework that uses state-of-the-art cutting planes. We apply best-first branch-
ing on arc design variables based on the fractionality of their values. We use
different sets of valid inequalities: strong linking inequalities (4.4) and lifted
cover inequalities based on cutset-inequalities (see Chouman et al., 2017, for
an introduction of lifted cover inequalities for the CFCND). Both sets of valid
inequalities are separated dynamically throughout the branching tree.

Figure 4.3 shows the impact of the DDOIs for the 145 instances that were solved
to optimality within the time limit of 2 hours using the non-stabilized method.
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Figure 4.3: The graph shows the change in solution time and number of columns
generated when applying the DDOIs in the branch-and-price framework. Results
below the red line represent instances for which the DDOIs had an improving effect.

Equivalent to Figure 4.2, the scatter plots compare the total solution time and
the number of generated columns under the use of DDOIs against the non-
stabilized BPC algorithm. As for the pure CRG implementation, the use of the
DDOIs significantly reduces the number of columns generated throughout the
whole branch-and-bound tree. The deep dual optimal inequalities result in an
average solution time reduction of 10%, improving the solution time for 124 of
the instances.

4.5 Conclusions

The CFCND and its generalizations have many applications in practice, but are
difficult to solve. This paper presents a set of deep dual-optimal inequalities for
the CFCND that correspond to a simple primal relaxation. The application of
the primal relaxation to the generalised CFCND is straightforward and easy to
implement, as it does not require any modification of the solution framework; it
can be used in exact as well as heuristic solution algorithms that rely on column
and row generation.

We have illustrated how the DDOIs act on the dual space and have provided
an intuitive explanation of their positive effect on column and row generation
algorithms. A large number of computational tests demonstrate the positive
impact of DDOIs on solution times for both a pure CRG as well as a full BPC
algorithm implementation.

We plan to compare the DDOIs with other dual stabilization approaches and
to potentially combine them. Given the strong impact of the proposed DDOIs,
future research may also aim at identifying dual-optimal inequalities for similar
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and/or related problems.
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Chapter 5
Transit Time Constraints for

Fixed-charge Network
Design Problems

with D. F. Koza, I. Contreras, J.-F. Francois, and D. Pisinger1

Abstract

This chapter introduces the transit time constrained fixed charge multi-commodity
flow problem. Transit times are origin-to-destination time limits for the commodities,
which appear for example in transport systems with perishable goods. We discuss
how to model the problem and present three different formulations of it. The first
formulation is an exponential size path formulation, which we solve with a branch-and-
price algorithm. Several speed up techniques from the literature on fixed charge multi-
commodity flow problems are implemented, such as lifted cover inequalities and the
recently proposed deep dual-optimal inequalities. In an extensive set of computational
experiments, we show that these inequalities significantly improve the performance of
the algorithm. The other two formulations are of polynomial size: one uses path indices
and the other uses time indices. While the branch-and-price algorithm outperforms
solving the compact formulations with a general-purpose mixed-integer programming
solver, the study of compact models helps better understand the problem, and we
can use them as benchmarks. A detailed sensitivity analysis of the branch-and-price
algorithm shows that longer transit times and an increased ratio of fixed charge to
flow cost increase the difficulty of solving the problem whereas the arc capacity has
less impact. We further discuss in-depth implementational details.

1 Hellsten, E., Koza, D. F., Contreras, I., Cordeau, J.-F., Pisinger, D. The transit time
constrained fixed charge multi-commodity flow problem. Submitted to: Computers &
Operations Research.
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5.1 Introduction

The fixed charge multi-commodity flow problem (FCMCFP), also known as the
capacitated network design problem, is at the core of many transportation sys-
tems. The aim of the problem is to route a set of commodities, from their
origins to their destinations, over a directed graph. Each arc has a capacity
and carries a fixed charge that must be paid for the capacity to be used. The
concept of opening a set of arcs, to route customers or commodities through
the resulting network, is essential to model a wide spectrum of problems, for
example in ship routing (Agarwal and Ergun, 2008; Brouer et al., 2014; Karsten
et al., 2017; Christiansen et al., 2019), train scheduling, bus routing (Guihaire
and Hao, 2008) and air transportation planning (Alibeyg et al., 2016). The
practical meaning of opening an arc varies significantly between applications
and ranges from designing infrastructure (Cordeau et al., 2006) to more short-
term decisions, such as routing vehicles in city logistics (Crainic et al., 2009).
By using space-time graphs, various scheduling problems can also be modeled
as network design problems (Tong et al., 2015; Koza et al., 2020a).

While the FCMCFP has been studied widely, in this work we focus particularly
on transit time constraints for the commodities. Transit times appear frequently
in practice. In bus scheduling, for example, it is intuitive to consider upper time
limits on travel between certain key locations, or else customers will resort to
other modes of transportation. Further, in liner shipping, many commodities are
perishable and have to be delivered to their destination before they expire. This
constraint has been used in network design (Brouer et al., 2015; Akyüz and Lee,
2016) as well as in theoretical studies of multi commodity flow problems (Karsten
et al., 2015; Trivella et al., 2020). We will further focus on the FCMCFP with
split demand, i.e., where we allow the commodities to be split over multiple
paths from their origins to their destinations. When allowing split demand,
transit time constraints are of particular interest to study as they then have a
significant impact on the properties of the problem.

The basic formulations of the network design problem are known to have very
weak linear programming relaxations (Gendron et al., 1999) and many of the
branch-and-bound methods rely heavily on cutting planes to strengthen the for-
mulations. Several of those cutting planes are also applicable to the transit time
constrained fixed charge multi-commodity flow problem (TTFCMCFP), as we
will show. It is common to use various decomposition techniques such as La-
grangean relaxation (Gendron et al., 1999; Holmberg and Yuan, 2000; Kliewer
and Timajev, 2005) and Dantzig-Wolfe decomposition. Hewitt et al. (2013)
use a path-based branch-and-price algorithm to solve the fixed charge multi-
commodity flow problem with integer flows. They use local search around the
current best solution to find improved upper bounds. Yaghini et al. (2013) pro-
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pose a hybrid method where the integer variables are updated using simulated
annealing, and in each iteration the flow is created using column generation. In-
stead of using column generation to generate paths, Gendron and Larose (2014)
develop a branch-and-price-and-cut algorithm that uses an inspection subprob-
lem to generate the original flow variables. While Benders decomposition has
been used for the capacitated FCMCFP (Costa et al., 2009), it is more com-
monly used for the uncapacitated version, where the subproblems decomposes
by commodity (Zetina et al., 2019). Heuristic approaches have taken two main
directions: meta-heuristics (Crainic et al., 2001; Crainic and Gendreau, 2007;
Ghamlouche et al., 2003; Paraskevopoulos et al., 2016) and heuristics based
on mathematical programming (Katayama et al., 2009; Rodríguez-Martín and
Salazar-González, 2010; Hewitt et al., 2010; Katayama, 2015).

The TTFCMCFP, when allowing split demand, has no natural polynomial-size
model. In this chapter we study different approaches to model this problem
and present a branch-and-price framework to solve the path formulation. The
latter formulation, which is otherwise not commonly used for the FCMCFP,
lends itself well to considering transit time constraints, as they can be included
as part of the definition of feasible paths.

While time is likely the most common limiting resource for the commodities,
the models and results in this chapter further generalize to fixed charge multi-
commodity flow problems with other resource limitations and multiple limited
resources. For example, in liner shipping we might want to limit the number
of transshipments, and in airline and bus planning, the number of transfers. In
some applications we can also quantify the probability of successfully traversing
an edge (Carraway et al., 1990), in which case we could impose a minimum
probability of success for each path. An overview of complicating constraints
can be found in Reinhardt and Pisinger (2011).

The main contributions of this chapter are:

• We introduce and discuss an important extension to the FCMCFP, which
alters its core structure. The transit time constraints make it non-trivial
to model the problem in a compact form and we present two approaches
to model it compactly under mild additional assumptions.

• The transit time constraints make the path formulation more tractable
and we present a branch-and-price framework to solve it, including the
majority of the classic cuts and improvements from the literature on the
standard FCMCFP.

• Based on the classic Canad instances Crainic et al. (2001), we generate
a set of transit time constrained instances, and extensively test the two
compact models and the branch-and-price algorithm. We further study
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how the fixed-charge cost, the arc capacity and the transit time limits
affect the solutions and the problem difficulty.

• We show how the use of the recently presented deep dual-optimal in-
equalities (Koza et al., 2020a) significantly reduces the number of columns
needed to solve the problem, which results in greatly reduced run times.

• We do an in-depth sensitivity analysis, and study how instance character-
istics affect both the instance difficulty and the solutions.

• Lastly, we discuss several implementational details.

In Section 5.2 we discuss the different approaches to model the problem and in
Section 5.3 we present some of the core cuts from the FCMCFP literature to
strengthen the models. In Section 5.4 we describe the branch-and-price frame-
work in more detail. Section 5.5 describes the instances and presents the results.
These results show that the path-based branch-and-price algorithm significantly
outperforms solving the compact models with a general-purpose MIP solver.
The computational experiments also show that the results can be improved
significantly by using deep dual-optimal inequalities and lifted cover inequali-
ties. Lastly, in Section 5.6 we conclude the chapter and look at future research
directions.

5.2 Models for the transit time constrained fixed
charge multi-commodity flow problem

In this section we begin with reviewing the standard FCMCFP and then we
introduce different ways of handling the transit time constraints. We further
present three models for the TTFCMCFP. First, we review the path formulation,
in which the transit time constraints can be included as part of the subproblem,
but which is potentially exponential in size. Then we present two polynomial-
size formulations, which can be solved more directly with general-purpose MIP
solvers.

There are two main formulations for the standard FCMCFP: the arc formulation
and the path formulation. In the first, variables are used to model the flow of
the commodities over the arcs. In the second, the arc flows are consolidated
into paths, and instead variables representing how much of a commodity flows
along specific paths are used.

The main variations of the problem regard whether we allow rejecting com-
modities, as well as various integrality requirements on the flows. Rejection
is generally modeled by adding a rejection arc, with a large cost and infinite
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capacity, from each commodity’s origin to its destination. Allowing rejection
enlarges the feasible region but generally weakens the formulation. It also in-
validates some of the strengthening inequalities that we present in Section 5.3.
Integrality requirements most frequently come in two main variations: in the
first, each commodity has to use a single path (Hewitt et al., 2013) and in the
second the commodities are divided into fixed-sized bundles, where each bundle
has to follow a single path (Lin and Kwan, 2013). When adding this kind of in-
tegrality constraints, in addition to the fact that the problem generally becomes
harder to solve, it implies that the path formulation might have a stronger linear
programming relaxation than the arc formulation.

In cases where the flow cost is independent of the commodity, it is also common
to work with a so called aggregated formulation, where all commodities sharing
the same origin, or all commodities sharing the same destination, are aggregated
into a single commodity (Gendron et al., 1999; Chouman et al., 2016). This
reduces the size of the problem but generally weakens many cuts, such as the
strong linking constraints presented in Section 5.3. In this study we will work
with disaggregated formulations.

5.2.1 Modeling the transit time constraints

The difficulty of modeling transit time constraints for the FCMCFP is highly
dependent on the problem variation and model chosen. If we assume that each
commodity has to follow a single path, then adding transit time constraints can
be modeled by adding the following constraints to the arc formulation:∑

a∈A
tkax

k
a ≤ Tk k ∈ K, (5.1)

where tka denotes the time it takes for commodity k to cross arc a, Tk is the
maximum transit time for commodity k, and the variables xka ∈ {0, 1} denote
whether commodity k flows across arc a.

Similarly, regardless of the level of integrality constraints on the flow variables,
in the path formulation it suffices to add the maximum transit time limit to the
definition of feasible paths. This has been utilized in standard multi-commodity
flow problems by, for example, Karsten et al. (2015) and Holmberg and Yuan
(2003).

However, when working with the arc formulation, without full integrality re-
strictions on the flow variables, constraints (5.1) are insufficient. They only
limit the total sum of transit times for each commodity, instead of limiting the
transit time for each individual path. Here we make an important distinction
between average transit time constraints and transit time constraints. They are
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both useful modeling tools, and which one to use depends on the problem at
hand. In this chapter we focus on the second of the two: transit time constraints
for individual paths.

5.2.2 The path formulation

The path formulation can be defined using the sets Pk, denoting all feasible
paths p from ok to dk, for commodity k ∈ K. As we assume the flow costs to be
non-negative we can further, without loss of generality, restrict the paths to be
elementary. Let bkpa be binary coefficients denoting whether or not arc a is used
in the path p for commodity k, and let ckp be the costs for such paths. Lastly,
let ωkp be continuous variables denoting the proportion of the demand qk that
flows along path p for commodity k. We then define the path formulation as:

min :
∑
k∈K

∑
p∈Pk

ckpωkp +
∑
a∈A

daya (5.2)

s.t. :
∑
p∈Pk

ωkp ≥ 1 k ∈ K (5.3)

−
∑
k∈K

∑
p∈Pk

qkb
kp
a ωkp + uaya ≥ 0 a ∈ A (5.4)

ωkp ≥ 0 k ∈ K, p ∈ P k (5.5)
ya ∈ {0, 1} a ∈ A. (5.6)

Here, the objective function consists of the path flow costs and the design costs
for opening the arcs. Constraints (5.3) are set cover constraints, which state that
each commodity has to be routed. Constraints (5.4) are capacity constraints and
constraints (5.5) and (5.6) define the domains of the variables.

While the arc formulation contains O(|A||K|) flow variables, the path formu-
lation contains potentially an exponential number of variables, and hence this
formulation is often solved with delayed column generation. When including
transit time constraints, the subproblems can be formulated as resource con-
strained shortest path problems which can be solved in polynomial time using
specialized algorithms.



5.2 Models for the transit time constrained fixed charge multi-commodity
flow problem 131

5.2.3 Modeling transit time constraints with explicit path
variables

Our first compact model handles the transit times by explicitly indexing the
paths. For each commodity k we define an index set Sk for paths for that com-
modity, which are then designed using the binary decision variables zksa denoting
whether the path s for commodity k uses arc a. The continuous variables xksa
represent the flow of commodity k across arc a on path s. The parameters cka
denote the flow cost for arc a and commodity k, ta represent the time it takes
to traverse arc a, and Tk denote the maximum transit time for commodity k.
The model can be written as follows:

min
∑
k∈K

∑
s∈Sk

∑
a∈A

ckax
ks
a +

∑
a∈A

daya (5.7)

s.t. :∑
a∈δ+i

xksa −
∑
a∈δ−i

xksa = 0 k ∈ K, s ∈ Sk, i ∈ N \ {o(k), d(k)}

(5.8)

∑
s∈Sk

 ∑
a∈δ+

o(k)

xksa −
∑

a∈δ−
o(k)

xksa

 = 1 k ∈ K (5.9)

∑
s∈Sk

 ∑
a∈δ+

d(k)

xksa −
∑

a∈δ−
d(k)

xksa

 = −1 k ∈ K (5.10)

−
∑
k∈K

∑
s∈Sk

qkx
ks
a + uaya ≥ 0 a ∈ A (5.11)

zksa − xksa ≥ 0 k ∈ K, s ∈ S, a ∈ A (5.12)

−
∑
a∈A

taz
ks
a ≥ −Tk k ∈ K, s ∈ S (5.13)

xksa ∈ [0, 1] k ∈ K, s ∈ S, a ∈ A (5.14)
ya ∈ {0, 1} a ∈ A (5.15)

zksa ∈ {0, 1} k ∈ K, s ∈ S, a ∈ A. (5.16)

Constraints (5.8)-(5.10) are flow conservation constraints, constraints (5.11) are
capacity constraints, constraints (5.12) define the relation between the flow vari-
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ables and the path variables, and constraints (5.13) are transit time constraints.
Lastly, constraints (5.14)-(5.16) define the domains of the variables.

This model is conceptually similar to the path formulation in Section 5.2.2,
but it is a polynomial-size model, which can be directly solved with a general
MIP solver, where the design of the paths is part of the problem definition. By
including the integer path-design variables, we can limit the transit time for
each individual path, bypassing the issue with average transit times.

This model has a number of disadvantages. The model contains a large number
of binary variables and suffers from issues with symmetry. Further, to guarantee
that the model correctly models the problem, the set Sk needs to be at least
as large as the number of distinct paths used by commodity k in the optimal
solution. However, in most practical applications, the number of distinct paths
for each commodity is likely rather small.

As a small note, we observe that there is no guarantee that if a solution uses
fewer than the available number of paths for each commodity, then it is optimal
for the TTFCMCFP without restrictions on the number of paths.

5.2.4 Modeling transit time constraints using time indices

The second compact model uses time indices for the flows, as was proposed by
Trivella et al. (2020). We introduce a set of time indices T and let xkτa denote
the flow of commodity k over arc a starting at time τ ∈ T . A commodity flowing
onto arc a at time τ will arrive at the end of a at time τ + ta.

Next we limit the allowed values for τ . For each arc-commodity combination, let
Tak ⊆ T be the set of time indices for which commodity k is allowed to flow onto
arc a. This reduces the size of the model and the transit time constraints are
enforced implicitly by limiting the largest element of Tak to be less than or equal
to Tk − ta, ∀a ∈ A, k ∈ K. What remains is just to define the flow conservation
constraints for the new flow variables, which results in the following model:

min :∑
k∈K

∑
a∈A

∑
τ∈Tak

ckax
kτ
a +

∑
a∈A

daya (5.17)

s.t. :
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∑
a∈δ+i :τ∈Tak

xkτa −
∑

a∈δ−i :τ∈Tak

xk(τ−ta)
a = ξki i ∈ N \ {ok, dk}, k ∈ K, τ ∈ T

(5.18)∑
a∈δ+ok

xk0
a = 1 k ∈ K (5.19)

∑
a∈δ−i :τ∈Tak

xkτa = 1 k ∈ K (5.20)

−
∑
k∈K

∑
τ∈Tak

qkx
kτ
a + uaya ≥ 0 a ∈ A (5.21)

xkτa ∈ [0, 1] k ∈ K, a ∈ A, τ ∈ Tak (5.22)
ya ∈ {0, 1} a ∈ A, (5.23)

where T = ∪a∈A,k∈KTak. Note that, to reduce the symmetry of he model, each
commodity is forced to leave its origin at time 0. The number of variables and
constraints is O(|A||K||T |) and O(|N ||K||T | + |A|), respectively, compared to
O(|A||K|) and O(|N ||K|+ |A|) in the arc formulation for the FCMCFP.

The remaining question is what time step to use. As the size of the model is
proportional to the number of time steps, we try to limit the size of Tak for
each a ∈ A and k ∈ K. If there is a large smallest common divisor for the time
parameters in the instance, that would generally be a natural choice for the time
step. The most notable instance of this is when all time parameters are integer,
in which case one is a common divisor, and the integers make for a natural set
of time indices. This approach is used by Trivella et al. (2020).

We can further reduce the size of the problem by removing unnecessary indices.
For any commodity k, we can remove every time-arc combination, for which
either we cannot reach the arc at that time, or we cannot reach the destination
in time from that arc at that time. Finding the minimum and maximum time for
each arc-commodity pair amounts to solving a one-to-all shortest path problem
from the commodity’s origin and from its destination, respectively.

For instances where the smallest common divisor between the time parameters
is very small, the size of the model becomes prohibitively large, and it becomes
necessary to investigate other means of defining the time indices. One possi-
ble approach is to round all time parameters to integer values. To guarantee
that the solution remains feasible to the original problem we need to round
the arc transfer times upwards and the transit time limits downwards. By first
multiplying the time parameters with a number strictly larger than one, we can
reduce the proportional impact of the rounding at the cost of an increased model
size. This can be improved slightly, by rounding down arc transfer times whose
remainder is proportionally smaller than that of the transit time limit. In other
words, if rounding down the transit time limit for a commodity reduces it by
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x%, any arc transfer time which would be reduced by less than x%, if rounded
down, for that commodity, can be rounded down instead of up. This is easily
seen, as in the worst case scenario, where all arc transfer times would be reduced
by exactly x%, this would just result in a flat scaling which does not affect the
feasible region.

5.3 Valid inequalities for the fixed charge multi-
commodity flow problem

The FCMCFP and other fixed charge network design problems are known for
having very weak linear programming relaxations (Gendron et al., 1999) and a
number of valid inequalities have been proposed to strengthen the formulations.
The main families of cuts are valid for three different relaxations of the problem:
the single-arc design, single-cutset, and single-cutset flow problems. A thorough
description of the various valid inequalities can be found in Chouman et al.
(2016). While flow-cover and flow-pack inequalities, which are valid for the
single-cutset flow problem relaxation, significantly strengthen the model, they
are difficult to separate and they have a distinct negative impact on the run time
in Chouman et al. (2016). Hence, we have decided to only use cuts based on the
single-arc design relaxation and the single-cutset relaxation. In the following
we will briefly introduce those. All cuts presented here are valid for all three
presented models of the TTFCMCFP, introduced in Section 5.2. We will present
the cuts denoting the arc flow by xka, as in the arc formulation for the FCMCFP,
but this can then be replaced by

∑
p∈Pk

bkpa ωkp,
∑
s∈Sk

xksa , or
∑
τ∈Tak

xkτa ,
depending on the formulation used.

5.3.1 Strong inequalities

Our first set of valid inequalities are the strong inequalities, defined as:

xka ≤ ya, a ∈ A, k ∈ K. (5.24)

The strong inequalities are probably the most common cutting planes for the
FCMCFP, and are often written as part of the original model (Gendron et al.,
1999). While there is only a polynomial number of strong inequalities, adding
them all to the model generally makes it highly degenerate. Hence, the more
common approach is to add them dynamically (Chouman et al., 2016), as they
are easily separated by inspection.
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The strong constraints are facet-defining for the single arc design relaxation:{
ya ∈ {0, 1}, xka ≥ 0 ∀k ∈ K

∣∣∣∣ ∑
k∈K

qkx
k
a ≤ uaya, qkxka ≤ dk

}
, (5.25)

and together with the remaining constraints, they define the convex hull of that
relaxation (Chouman et al., 2016).

5.3.2 Lifted cover inequalities

Lifted cover inequalities are mixed integer programming cuts for knapsack poly-
topes. For fixed charge multi-commodity problems, the most commonly used
knapsack constraints are the single-cutset inequalities. Single-cutset inequali-
ties are common practice in most transportation problems, and are based on
the observation that if we split the nodes into two sets, there has to be suffi-
cient capacity available between the two sets to cover all demand which has it
origin in one set and its destination in the other. Given a set S ⊂ N , and its
complement S̄ = N \ S, let us denote the arcs going from S to S̄ by A(S, S̄)
and let q(S, S̄) be the total quantity of the commodities with origin in S and
destination in S′.

Then, the single-cutset inequalities can be defined as∑
a∈A(S,S̄)

uaya ≥ q(S, S̄). (5.26)

The single-cutset inequalities by themselves are not strengthening the model,
but they are the base from which we can then generate cover inequalities (CI)
and minimum cardinality inequalities (MCI).

The well-known cover inequalities were first introduced by Balas (1975); Ham-
mer et al. (1975) and Wolsey (1975). Given a single-cutset inequality, a cover
is a set of arcs C ⊆ A(S, S̄) such that the arcs in A(S, S̄) \ C have insufficient
capacity to satisfy the demand, i.e.,

∑
a∈C\A(S,S̄) ua < q(S, S̄). For any cover,

at least one of its arcs has to be open in any feasible solution, resulting in the
following inequality: ∑

a∈C
ya ≥ 1. (5.27)

A cover is said to be minimal if removing any arc from it invalidates the above
inequality. Each cover inequality can then potentially be lifted. This means
that, given a cutset inequality and a cover C, we change the cover inequality to:∑

a∈C
ya +

∑
â∈A(S,S̄)\C

αâ(1− yâ) ≥ 1. (5.28)
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If αâ > 0 for any â, this strengthens the constraint, as yâ ≤ 1. The classic way
to lift cover inequalities is to lift the variables sequentially, i.e., in some order
of â ∈ A(S, S′) \C choose the maximum αâ such that constraint (5.28) remains
valid. Clearly, if yâ = 1, the constraint is satisfied for any value of αâ, thus we
just need to care about the case where yâ = 0. This gives us αâ ≤

∑
a∈C ya− 1,

which in turn means that the strongest valid inequality will be obtained with:

αâ = min
∑
a∈C

ya − 1 :
∑

a∈A(S,S̄)\{â}

uaya ≥ d(S, S̄).

We see that this is a knapsack problem and thus generating the strongest lifting
for a single arc can be done in pseudo-polynomial time. Nonetheless, if this is
to be performed often, there are alternative, less computationally demanding,
ways of lifting the cover inequalities (Balas, 1975). The problem is then only to
decide in which order we would want to try to lift the various variables.

Balas (1975) and Wolsey (1975) also prove that such lifted minimal cover in-
equalities define facets for the polytope generated by the single-cutset inequali-
ties and integer restrictions on the y-variables.

It is also common to initially ignore some arcs which are close to being closed
in the current solution. In that case the inequality first has to be downlifted to
be valid (Chouman et al., 2016).

5.4 A branch-and-price implementation for solv-
ing the path formulation of the TTFCMCFP

Pushing the transit time constraints to the definition of feasible paths, in the
path formulation, is one of the more straightforward ways to model an otherwise
quite complicated constraint. Due to the exponential number of feasible paths,
complete enumeration is generally infeasible and instead we develop a branch-
and-price algorithm to solve the formulation. The subproblem is a resource
constrained shortest path problem, which can be solved in pseudo-polynomial
time using dynamic programming (Mehlhorn and Ziegelmann, 2000). In this
section we will describe our branch-and-price algorithm along with some of the
key implementational details.

One core choice when implementing a branch-and-price framework is whether
to use a single global set of columns or to let each branching node have a set
of local columns. When using separate sets of columns, some columns may
be generated multiple times resulting in the need to solve the master problem
more frequently. On the other hand, each master problem is likely to contain
fewer variables, as we only use the columns generated for a particular branch.
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Separate column pools also make the framework more flexible, and we can add
cuts tailored for each node as well as remove superfluous paths from individual
nodes. From an implementation standpoint, if we use local column pools, we
generally have to rebuild the model at each node, which is costly, whereas using
the global columns pool we can work with a single model, just updating the
branching constraints. In Section 5.5 we compare the two approaches.

Due to branching decisions the model frequently becomes infeasible, in which
case we use the Farkas’ certificate to generate new paths to try to break the
infeasibility. When this is not possible, we prune the branch. When starting
with an empty column pool, it is generally preferable to use artificial rejection
variables for the commodities, until a feasible solution has been reached, as this
tends to generate a more useful set of initial columns. Once a feasible solution
has been found, the artificial variables are removed.

As mentioned earlier, the subproblems are resource-constrained shortest path
problems, which we solve with a classic labeling algorithm (Mehlhorn and Ziegel-
mann, 2000). As we will see in Section 5.5.4.3, the time spent on solving the
subproblem is relatively minor in comparison to the time it takes to solve the
master problem. This is in contrast to most vehicle routing problems, where
solving the subproblem is the more time consuming element.

5.4.1 Branching

In the TTFCMCFP, the only integer variables are the design variables. Hence,
the branching decisions are limited to which arcs should be chosen to branch on,
whether an aggregation of arcs should be used, and in which order to process
the branching tree nodes. Some implementations branch on the inflow/outflow
of nodes (Santini et al., 2018), but initial results showed that branching immedi-
ately on the design variables gives superior results for our problem. Regarding
which arc to branch on, we tried two principles: the first one chooses only
the most fractional arc in the current solution and the second further weights
the distance between the current design variable value and the closest integer
with the capacity of the arc. More complex branching rules, such as reliability
branching, have also shown good results in previous work (Gendron and Larose,
2014).

For the branching node order, we choose nodes in order of increasing objective
function value, to try to find good solutions early. This works well for instances
for which the whole branching tree can be stored in memory, but when solving
the largest instances, with split columns pools, it becomes too memory intensive.
To handle this, we switch to depth-first search when the branching tree contains
more than 250,000 open nodes.
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5.4.2 Initial integer Solutions

It is common practice to generate an integer solution from the columns generated
in the root node. This can serve both as a good upper bound for the branching
process, or in some cases as a good final heuristic solution to the problem.
Depending on the structure of the problem, the quality of integer root node
solutions varies significantly, but we will see that it may be a good alternative
for some instances. Clearly, one of the benefits of using this is that it allows
exploiting the MIP solver’s full potential, with all the cuts and heuristics that
come with it.

5.4.3 Deep dual-optimal inequalities

Deep dual-optimal inequalities denote dual inequalities that cut off feasible dual
solutions and potentially some but not all optimal dual solutions (Ben Amor
et al., 2006). Their primary goal is to reduce the dual solution space, thus reduc-
ing dual oscillations, and ultimately stabilizing column generation algorithms.
Koza et al. (2020b) recently proposed a set of deep dual-optimal inequalities
for generalized capacitated fixed-charge network design problems that we apply
in our branch-and-price framework. To understand how they act on the dual
space, let us first present the dual restricted master problem.

Let P̃k be the set of currently generated paths for commodity k, in the restricted
master problem. Let αk be the duals for the set-covering constraints (5.3), and
let βa be the dual variables, corresponding to the capacity constraints (5.4).
Further, let γka be the dual variables corresponding to the strong linking in-
equalities (5.5). In each node we have a set of lower and upper bounds for the
design variables, either due to branching decisions or for defining the variable
domains,

ya ≥ ea a ∈ A (5.29)
ya ≤ la a ∈ A, (5.30)

where ea ∈ {0, 1} and la ∈ {0, 1}. Let µa be the dual variables for the lower
bounds and ηa for the upper bounds. We also have a set of cover inequalities
(5.28), which we index by f ∈ F . For ease of presentation, let us write them in
the following form: ∑

a∈A
vfaya ≥ hf f ∈ F,

where vfa is the coefficient for arc a in cover inequality f , and lastly we let ξf be
the dual variables for the cover inequalities. The dual of the restricted master
problem can then be written as:
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max :∑
k∈K

αk +
∑
a∈A

(eaµa − laηa) +
∑
f∈F

hfξf (5.31)

s.t. :

αk −
∑
a∈A

bkpa a(qkβa + γka) ≤ ckp k ∈ K, p ∈ P̃k [wkp] (5.32)

uaβa +
∑
k∈K

γka + µa − ηa +
∑
f∈F

vfaξf ≤ da a ∈ A [ya] (5.33)

α, β, γ, µ, η, ξ ∈ R+. (5.34)

Here, constraints (5.32) and (5.33) are the dual constraints for the variables wkp
and ya, respectively. The deep dual-optimal inequalities proposed by Koza et al.
(2020b) correspond to a primal relaxation of the lower bound on the y-variables
that is equivalent to replacing dual constraints (5.33) by the tighter constraint
set

uaβa +
∑
k∈K

γka + µa − ηa +
∑
f∈F

vfaξf = da a ∈ A. (5.35)

The primal relaxation is feasible because arc capacity constraints implicitly de-
fine a lower bound on the y-variables. In the dual space, replacing (5.33) by
equality constraints (5.35) leads to a reduced dual solution space, which implic-
itly stabilises the column generation algorithm.

5.4.4 Variable fixing

Variable fixing is a technique that exploits reduced cost information to fix integer
variables, in the sub-tree of the node being processed (Gendron and Larose, 2014;
Chouman et al., 2018). In our implementation, if ya ∈ {0, 1} and ZLB + |da −
uaβa−

∑
k∈K γ

k
a −µa−

∑
f∈F v

f
aξf | ≥ Z∗, where ZLB and Z∗ denote the lower

and upper bounds on the objective value, in a node, we can fix ya to its current
value.

5.4.5 Generation of strong linking inequalities

We test two different methods for adding strong linking inequalities. In the first,
we add them once a path is generated for the corresponding arc-commodity
pair (static generation). In the second, we instead separate the strong linking
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inequalities that are violated each time the master problem is solved (dynamic
generation).

In the case of dynamic generation, each time new constraints are added, the
master problem has to be solved again. This new solution might again contain
violated strong inequalities. But, as a trade-off between getting the tightest
possible lower bound at each iteration, and minimizing the number of solver
calls to solve the master problem, each time we only check for violated strong
constraints for one iteration. The one exception is at the root node, where all
strong inequalities are generated to keep the root node gap consistent.

5.4.6 Generation of lifted cover inequalities

Also for the lifted cover inequalities, we test two generation approaches, which
we will denote static and dynamic generation. In both cases, we generate the
cover inequalities from single-cutset inequalities, but they differ in when we gen-
erate them and what single-cutset inequalities we try to find violated inequalities
from.

For a given cutset, in both approaches, the most violated cover inequality is
found by solving the corresponding knapsack problem. The inequality is then
lifted sequentially by solving a knapsack problem for each arc not in the original
cover. As lifting variables with low values in the current solution is more likely
to lead to a violated constraint, we try to lift the variables in order of increasing
y-value. It is also possible to find violated inequalities from lifting non-violated
inequalities, and while this increases the number of inequalities to lift, initial
results showed that this indeed yields a minor improvement in overall run times.
We use the algorithm from Pisinger (2000) to solve the knapsack problems.

In the static generation we generate the lifted cover inequalities at an initial
stage, before any paths are generated, inspired by Barahona (1996). We start
with a relaxation of the FCMCFP (and of the TTFCMCFP) including only the
design variables, with their respective costs and with the integrality restrictions
relaxed. We start without any constraints and solve the problem and then look
for violated single-cutset inequalities. For each violated single-cutset inequality
found, we then generate a corresponding lifted cover inequality, which we add
to the model. Then we re-solve and iterate until no more violated single-cutset
inequalities are found. This is done in two steps: First we look only at single-
node single-cutset inequalities, and then we iteratively define and solve a set of
max-cut problems to find the most violated single-cutset inequalities (Barahona,
1996).

In the dynamic generation, we instead separate inequalities dynamically through-
out the branching tree. We assume that we have a feasible solution to the relaxed
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problem, and hence there are no violated single-cutset inequalities and thus the
max-cut approach makes less sense. Instead, we revert to single-node single-
cutsets inequalities, which are shown to be the best performing for the normal
FCMCFP by Chouman et al. (2016).

5.5 Computational experiments

This section will be divided into four parts. The first part will introduce and
discuss the instances used. In the second part the instances and their solutions
are studied to see the impact of the instance characteristics on the solutions
and the difficulty to solve them. In the third part the compact models are
compared with the branch-and-price implementation. The last part is more of a
dive into the details of the branch-and-price algorithm, to study how its various
components impact its performance. All tests are run on a single core, using an
Intel Xeon 2660v3 2.60GHz processor with 64GB of RAM. For the remainder
of this section, whenever we mention the logarithm we mean the logarithm in
base 10.

5.5.1 Instances

To test our algorithms we use the Canad instances, presented in Crainic et al.
(2001), modified to include transit times. The transit times were generated
as follows: for each instance, a feasible solution was found, by taking the first
integer solution in the CPLEX branch-and-bound tree. For each arc a transit
time was then added, proportional to the arc’s fixed charge cost. The maximum
transit time limit for each commodity k was then calculated as the maximum
time used by any of that commodity’s paths, scaled by a coefficient δ. This way,
each new instance is guaranteed to have a feasible solution. Instead of defining
a set of instances, each with a predefined transit time coefficient, we leave the
transit time coefficient open. In other words, each instance will be written down
with transit time coefficient one and then any instance can be obtained by just
multiplying each maximum transit time by the sought coefficient. The new
instances will keep the original name followed by the transit time coefficient in
parenthesis. For example, we will denote the transit time constrained Canad
instance r01.1 with the transit time coefficient δ by r01.1 (δ). Note that using
a time coefficient less than one usually renders the instance infeasible as, in the
feasible solution which the instance is built around, there tends to be at least
one commodity that took the shortest path from its origin to its destination.

We note that the instance classes r01.x, r02.x, and r03.x contain infeasible
instances, and r06.x does not follow the same pattern of increasing arc capacities
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and fixed charge costs as the others. Hence, those instance classes are not used
in this work. Additionally, to be able to compare the different properties of
the r-instances, we used the same transit times for each base-instance, and they
were built from rx.7. The full instance set can be found at https://zenodo.
org/record/4050442 (Hellsten, 2020).

5.5.2 Instances analysis

In studying the instances we are mainly interested in the impact of three different
factors: the transit time limits, the relation between fixed costs and flow costs,
and the arc capacity. We are interested in how they affect the solutions and the
difficulty of solving the problem, which we try to estimate by looking at the run
times, number of columns generated, the number of nodes in the branch-and-
bound tree, and the integrality gap. All experiments for this section were run
with a time limit of two hours, using the branch-and-price framework with the
base features, as will be presented in Section 5.5.4.1. In order to analyze how
the three factors impact the solutions, we study the change in objective value,
but also in the number of paths used by each commodity.

We begin with studying the impact of the transit times. All transit time limited
Canad instances were run with the transit time coefficients δ = 1.1, 1.2, 1.3, 1.6,
and ∞. A summary of the results is presented in Table 5.1. We look at the run
times, the numbers of nodes in the branching tree, the numbers of generated
columns, the objective values, the integrality gaps and the average numbers of
paths used by the commodities. The results are aggregated over each Canad
instance that could be solved within two hours for each of the five transit time
coefficients. First we look at the mean over each of those instances. However,
as the mean poorly represents data that vary significantly in scale, we also look
at the mean of the logarithm of the data and the mean of the data normalized
by the lowest value found for each instance, among any of the five transit time
coefficients used.

We see that the run times increase significantly with higher transit time co-
efficients and so do the numbers of columns generated and numbers of nodes
in the branch-and-bound trees. Looking at the normalized mean, we see that
the lowest transit times almost always result in the lowest numbers of columns
but far from always result in the lowest numbers of branch-and-bound nodes
and run times. While the mean and log-mean clearly point towards that more
slack transit times generally increase the number of nodes in the branching tree,
looking at the normalized mean, we see that it is not completely clear-cut. We
note that there is a big gap between δ = 1.6 and using no transit times at all,
not only in run times but also in objective values, meaning that we are deal-
ing with relatively tight transit time constraints. From the very high values

https://zenodo.org/record/4050442
https://zenodo.org/record/4050442
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Table 5.1: Sensitivity results for different transit time coefficients

Measure δ Run BB Columns Objective Integrality Avg. No
Times Nodes Value Gap of Paths

Mean 1.1 46.74 2831.67 769.05 1271746.24 2.61 1.40
1.2 73.64 2821.60 843.46 1259983.16 2.63 1.40
1.3 65.33 3110.81 885.82 1251790.44 2.62 1.40
1.6 87.57 4000.98 1067.73 1233360.51 2.79 1.40
∞ 491.72 8236.19 2168.02 1188533.48 3.22 1.40

Mean (Log) 1.1 0.68 2.42 2.57 5.62 0.43 0.37
1.2 0.72 2.43 2.59 5.61 0.43 0.37
1.3 0.74 2.44 2.61 5.61 0.43 0.37
1.6 0.83 2.53 2.67 5.60 0.45 0.37
∞ 1.13 2.76 2.84 5.59 0.51 0.37

Normalised 1.1 2.16 5.12 1.04 1.06 1.17 1.02
Mean 1.2 2.62 7.63 1.10 1.05 1.29 1.02

1.3 3.28 6.20 1.16 1.04 1.38 1.02
1.6 3.73 3.85 1.38 1.02 1.53 1.03
∞ 388.87 147.98 2.71 1.00 4.31 1.02

of the normalized mean, with only moderate values of the log-mean, we draw
the conclusion that there are a few instances where the run times and numbers
of branching nodes increase dramatically when removing the transit time con-
straints. The largest difference seen is for r14.2, which was solved in about 0.3
seconds with tight time constraints and a bit over 6000 seconds without. On the
other hand, the numbers of columns generated is much more stable and seems
to be more monotonically increasing with the transit time constraints. This is
what would be expected, as loosening the transit time constraints increases the
number of feasible columns.

The objective values increase by about 6% on average when adding tight transit
time coefficients, and looking at the difference in mean objective value, it instead
increases by about 7%. We also see that the average number of paths used for
each commodity is about 1.40, which is rather low and seems to be more or
less unaffected by the transit time constraints. Note that this, and the other
numbers, are deflated by the large number of small instances. In terms of
instances solved, 113, 113, 112, 110 and 97 out of the 126 instances where
solved within the time limit, with δ = 1.1, 1.2, 1.3, 1.6 and ∞, respectively.

Next we study the impact of arc capacity and the fixed charge cost. For the
r-instances, each base instance class is divided into three tiers of arc capacity
and three tiers of fixed charge costs, resulting in nine instances for each base
instance class. There are a total of 18 base instance classes, but four of them are
removed as explained earlier, which means that there are a total of 14 instances
for each arc capacity tier, and for each fixed charge tier. We solve all instances for
the four levels of transit time constraints presented above, δ ∈ {1.1, 1.2, 1.3, 1.6}.
This gives us a total of 56 instances for each class, and 168 instances for each arc
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capacity tier and fixed charge cost tier, respectively. For the high arc capacity
tiers, all 56 instances are solved within the two-hour limit, whereas for the
medium capacity tier, two instances were not solved. The remaining 54 unsolved
instances all belong to the low capacity tier. Out of those 54 instances, 14 belong
to the low fixed charge cost tier, 20 to the medium fixed charge cost tier and 20
to the high fixed charge cost tier.

More detailed results are shown in Tables 5.2 and 5.3. The results shown are for
the complete instance-tier combinations, i.e., the results for varying the fixed
charge cost are for each combination of base-instance class and capacity tier
which was solved for each of the fixed charge tiers, and the opposite for the
capacity results. Again we report the mean, the mean of the logarithm and the
mean of the normalized values. Here, the normalization is by the lowest value
among the three tiers of fixed charge cost in Table 5.2 and among the three tiers
of arc capacity in Table 5.3.

In Table 5.2 we see that the difficulty of the instances increase with higher fixed
cost ratios. Increasing the fixed charge part of the cost significantly increases
the integrality gap, as it shifts the cost to the integer variables, which generally
increases the number of branching nodes and columns needed. Looking at the
normalized mean, we see that the version with the lowest ratio between fixed
charge and flow cost almost always has the lowest run time and always has the
lowest number of columns. The number of branching nodes vary more, but
there is still a definite trend. We also see that the average number of paths used
decreases with increased fixed charge cost. Increasing the cost of opening arcs
naturally aggregates the flow onto fewer arcs and hence also fewer paths.

For the arc capacity, the results are less clear-cut. Lowering the arc capacity
naturally forces the flow to be split among more arcs and paths, which we also
see in Table 5.3. Using more arcs in the solution also means that there would
be more fractional arcs and hence more branching is needed to find integer
solutions. We also see that the number of branching nodes is significantly higher
for the low capacity instances. The impact on the number of columns generated
is less clear. We see that the mean is actually higher for the high capacity
instances, but both the log-mean and the normalized mean are quite significantly
higher for the low capacity instances. This points towards lower arc capacities
increasing the number of columns, but a few instances with lots of columns go
against this trend. It is interesting to see that the gaps increase for low capacity
instances. Looking at capacity scaling heuristics (Katayama et al., 2009), for
example, it is a commonly used idea to lower the arc capacities to improve the
bound. But if they are reduced too much, we instead get the effect that the flow
needs to use more arcs.
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Table 5.2: Sensitivity results for different fixed charge costs

Measure FC Run BB Columns Objective Integrality Avg. No
Cost Times Nodes Value Gap of Paths

Mean Low 7.60 876.52 438.73 737398.03 1.09 1.40
Medium 135.46 3815.56 1192.11 1331900.37 2.66 1.35
High 213.74 4904.37 1828.22 1961121.93 3.63 1.34

Mean (Log) Low 0.42 2.07 2.36 5.47 0.26 0.37
Medium 0.95 2.58 2.78 5.72 0.45 0.36
High 1.16 2.78 2.97 5.88 0.55 0.36

Normalised Low 1.12 1.71 1.00 1.00 1.01 1.05
Medium 33.54 11.17 3.19 1.78 4.11 1.03
High 60.52 16.30 5.62 2.59 5.19 1.02

Table 5.3: Sensitivity results for different arc capacities

Measure Arc Run BB Columns Objective Integrality Avg. No
Cap. Times Nodes Value Gap of Paths

Mean Low 144.32 25922.48 788.30 2318308.42 3.85 2.03
Medium 126.94 4908.09 1060.10 1070336.62 3.65 1.27
High 179.70 2985.32 1107.44 846470.26 1.30 1.08

Mean (Log) Low 0.82 2.98 2.73 5.85 0.56 0.48
Medium 0.97 2.93 2.67 5.56 0.58 0.36
High 0.76 1.95 2.41 5.49 0.28 0.32

Normalised Low 2436.18 7406.81 4.25 10.56 10.34 1.90
Medium 83.51 153.38 2.86 1.18 11.88 1.18
High 73.71 19.38 1.47 1.00 4.37 1.00

5.5.3 The compact models

We now compare the same basic version of the branch-and-price algorithm with
the two presented compact models: the explicit-path model presented in Section
5.2.3, and the time-indexed model presented in Section 5.2.4. As the compact
models are slower to solve, we restrict ourselves to look at the small r-instances
with only 10 nodes, and we use the transit time parameter δ = 1.2. This
constitutes a total of 45 instances. Additionally, as both models are alterations
of the true problem – the explicit-path formulation uses an upper bound on
the number of paths per commodity, and the time-indexed formulation requires
integer time indexes – we study how those alterations impact the solutions.
For the compact models we tried adding strong linking inequalities upfront, as
well as adding them dynamically as user-cuts, both locally and globally. The
results showed that adding them upfront was significantly faster than any of the
alternatives. Hence, the results shown in this section will be for the compact
models with all strong linking inequalities. The compact models were run with
a time limit of one hour.

For the time-indexed formulation, we use integer time steps and do the rounding
as proposed in Section 5.2.4. In Figure 5.1 we see the mean of the absolute
difference in objective value from rounding the time parameters for different
time multipliers. We see that the error from rounding is marginal for those small
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Figure 5.1: Average objective value difference from rounding time parameters
as a function of the time multipliers for the time-indexed formulation

Table 5.4: Statistics for the solutions to the explicit-path model with different
number of maximum paths

Maximum Number Feasible Solved Correct Obj
of Paths Instances Instances Instances

1 36 36 16
2 45 36 33
3 45 38 38
4 45 36 36

instances, and that it disappears slowly when increasing the time multiplier. On
the other hand, in Figure 5.2 we see the average run times for increasing time
multipliers. Not only does this show the effect of using time multipliers, but it
gives an idea about how this model would scale towards instances with large
time parameter values.

For the explicit-path model, we ran the model for the 45 instances using a
maximum of 1 to 4 paths for each commodity. In Table 5.4 we see the number
of feasible instances, the number of instances which were solved to optimality
within the time limit of one hour, and, out of those, how many have the same
objective value as the problem without limiting the maximum number of paths.
We see that using a single path seems insufficient, even for those small instances,
whereas already using up to three paths seems completely sufficient. But as we
would expect, the number of instances we can solve decreases when we increase
the maximum number of paths.

In Table 5.5, we see how the two compact models compare to the branch-and-
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Figure 5.2: Average run time for increasing time multipliers for the time-
indexed formulation

price implementation. The results are presented for different values for the time
multiplier for the time-indexed formulation and for the maximum number of
paths for the explicit-path formulation as indicated in parenthesis. We see that
in terms of run time, the branch-and-price algorithm significantly outperforms
the other two methods, and the time-indexed formulation is significantly faster
than the explicit-path formulation. It should be noted, however, that the time-
index sets are rather small for those instances. In terms of the number of
nodes, the time-indexed formulation performs the best. This is partly due to
the additional cuts and heuristics implemented in CPLEX, that our branch-and-
price framework does not use. On the other hand, we see that a tremendous
number of nodes are used to solve the explicit-path formulation. Regarding
the impact of the parameters, we see that increasing the time multiplier has a
dramatic effect on the run time for solving the time-indexed formulation, but as
the time multiplier only affects the number of continuous variables, it has very
little effect on the number of branching nodes. For the maximum number of
paths, we see a relatively small increase in mean run time, but a large increase
in the normalized mean. Part of this is explained by the upper run time limit.
In general, the mean increases when we spend a lot of time on difficult instances,
whereas the normalized mean is affected equally by all instances. So when we
cap the run time for the larger instances, we would see this behavior.

In the next section we will study the branch-and-price algorithm more in depth.
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Table 5.5: Statistics for the solutions to the compact models as well for r-
instances with up to 10 nodes and δ = 1.2

Run Time BB Nodes
Mean Log Normalized Mean Log Normalized

Method (Mean) Mean (Mean) Mean
Time-Indexed (1) 9.94 0.68 14.61 112.80 1.26 1.27
Time-Indexed (2) 20.46 0.91 30.25 134.55 1.30 1.40
Time-Indexed (4) 52.00 1.16 64.90 129.41 1.33 1.66
Time-Indexed (8) 136.54 1.46 139.79 126.43 1.35 1.95
Explicit-Path (2) 547.51 1.05 1227.37 43606.68 2.72 4490.24
Explicit-Path (3) 634.53 1.15 4776.18 51940.84 2.83 23169.26
Explicit-Path (4) 732.70 1.27 5039.39 55953.32 2.89 23358.66
Branch-and-price 2.31 0.28 1.42 1324.45 2.10 40.52

5.5.4 The branch-and-price algorithm

Here we want to study the performance of the branch-and-price algorithm for
future benchmarks, and more importantly, we want to study the impact of its
various parts. This section is organized in two parts: first we study the algorithm
in detail, and try to find an optimal parameter setting, then we run the final
experiments. The instance set varies significantly in difficulty, from trivial to
extremely difficult, and neither edge case is particularly interesting to study.
We will hence focus on a smaller subset of instances. Lastly, for all experiments
in this section we will use a maximum run time of two hours, if not otherwise
written.

5.5.4.1 Algorithm analysis and parameter tuning

There are numerous design choices in developing an algorithm, and in the follow-
ing we will study the impact of the ones we consider the most relevant. Features
range from being almost implicitly assumed to being considered speed-up tech-
niques, depending both on how close they are to the core of the algorithm and
how common they are in previous work. We split the features into two groups.
The base features make up the basic settings for the model. They are essential
to the model and will be used in most experiments. The core features are the
features we are mostly interested in testing and they will be tested individu-
ally as well as together to see how they interact with each other. The chosen
base features consist of creating a new model in each node, storing the LP-basis
between nodes, branching on the most fractional arc weighted by the arc capac-
ity, and using dynamic strong linking inequalities. Together they make up the
base setting. The decision to implement the framework with separate models
is not due to performance, but it allows more interesting experiments for the
remainder of the features. The impact of this will be studied later on. The core
features are to use a price-and-branch upper bound, to use deep dual-optimal
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inequalities, and to use static or dynamic cover inequalities, as described in Sec-
tion 5.4.6. We also tried the traditional LP-based variable fixing, but it turned
out to have a significant negative impact on the run times.

Base features The base features include what is common practice in most
branch-and-price implementations, and thus we will not study them in detail.
We study their impact by starting with all of them and then see the impact
of removing them individually. This is done over a smaller set of medium size
instances. Removing the dynamic strong constraints increased the average run
time by 68% and the run time was increased for 39 out of 45 instances. Not
transferring the basis status between nodes increased the run time on average
by 45% and only two instances were solved faster when not using this feature.
Using the basic arc-selection criteria, always choosing the most fractional arc,
and not weighting it by capacity, increased the run time on average by around
1700%, but this is mostly due to a massive difference for a few instances. Overall,
30 instances were solved faster when including the arc capacity when choosing
which arc to branch on, and 15 were solved faster otherwise.

Core features For the main four core features, we first study their individual
impact, by adding them to the base features. Those experiments where run
over a slightly larger set of instances. In Figures 5.3 and 5.4, we see how the
run times, numbers of nodes in the branch-and-bound tree, and the numbers
of columns generated are affected when adding the core features. Each graph
plots the quotient between the result when using a feature and the base case
for each instance. On the x-axis the run time in logarithmic scale is shown.
Naturally, results further to the right in the graphs carry more weight. We see
that each of the core features, except for the price-and-branch upper bound,
have a significant positive impact on the run times. We see that the price-and-
branch upper bound significantly reduces the number of nodes in the branching
trees, but has absolutely no impact on the number of columns generated. This
is an interesting phenomenon. The reason why it happens is likely that, as we
do best-first branching and the linear relaxation is rather weak, all necessary
columns are generated before any pruning takes place, even with the improved
upper bound. On the other hand, deep dual-optimal inequalities have virtually
no impact on the number of nodes in the branching tree but a large impact
on the number of columns generated. As the deep dual-optimal inequalities
increase the cost of new columns, fewer columns are generally needed to solve
each master problem. But it has no direct clear impact on the design variables,
and hence it does not affect the branching.

The cover inequalities have been shown to be effective for solving the FCMCFP
before, and the results clearly show that it is also the case for the TTFCMCFP.
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Both the numbers of columns and the numbers of branching nodes are drastically
reduced, leading to significant improvements in terms of run times. Comparing
the static and dynamic generation, it is interesting to see that they show very
similar patterns. It seems that there are a few cover inequalities, generated both
in the static and the dynamic case, which dictate the numbers of columns and
branching nodes, and hence also the run times. All in all, we also see a slight
improvement going from static to dynamic generation.

To further understand the behavior of the cover inequalities, we look at the
number of cover inequalities generated and lifted, the time spent on generation
and the change in gap at the root node. In Figure 5.5 we see the number of cover
inequalities generated using static and dynamic generation. Note that this is
the total number of inequalities generated, across all branches, double counting
inequalities generated multiple times in different branches. We see that the
number of cover inequalities generated statically is increasing slowly with the
difficulty of the instance, whereas the number generated dynamically increases
dramatically. As the dynamic generation generates all violated cover inequalities
at the root node, this also shows that the number of violated inequalities at the
root node is significantly smaller than the total number of inequalities generated
by the static method.

For the static generation, the generation time makes up on average 2.2% of
the total run time. The reason that the average is this high is further that
it makes up a large portion for a few instances, where the run times are less
than 0.1 seconds. For the dynamic lifted cover inequalities, the generation time
mostly ranges from 0 to 8%, with an average of 2.5%. The main reason why
the generation times are this low, is that the knapsack algorithm by Pisinger
(2000) is very fast, taking up but a fraction of the time used by the traditional
dynamic programming approach. In terms of gap, the average integrality gap
over all the tested instances were 2.506%, which was reduced to 2.093% using
static cover inequalities and 2.010% using dynamic cover inequalities. The gap
here is measured between the initial lower bound and the optimal objective
value. Out of all dynamically generated cover inequalities, 13.8% were lifted.

Further, solving the price-and-branch integer master problem to generate an
initial upper bound used up on average 9.3% of the run time. In the same
manner as for the cover inequality generation, the integer master problem took
up proportionally more time for the smaller problems and less for the larger.
The average proportion reduces to 3.9% for instances which took longer than
10 seconds to solve. On average, the difference in objective value between the
price-and-branch solution and the optimal solution is 0.51%. This is deflated by
the number of small instances in the test set, but it is still significantly smaller
than the average root node gap, for comparison. Disregarding the run time
for solving the price-and-branch integer problem, using this improved upper
bound reduces the overall run times by on average 9.5%. This suggests that
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Figure 5.3: Change in run time, number of branching nodes and number of
columns generated, when adding deep dual-optimal inequalities or a price-and-
branch upper bound to the base settings. Each dot represents an instance solved
- on the y-axis is the quotient between the measure when and when not using the
feature. On the x-axis is the logarithm of the run time using the base features.
Any value below the solid red line means that the algorithm performed better
using the feature.
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Figure 5.4: Change in run time, number of branching nodes and number of
columns generated, when adding statically and dynamically generated lifted
cover inequalities to the base settings. Note the similar effects of the two in all
three regards.
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Figure 5.5: The number of generated cover inequalities using static and dy-
namic generation against the run time for the solution. Note that both axes
are in logarithmic scale. The number presented is the total number, double
counting across different branching nodes.

there might be hope of achieving improved performance by finding good initial
solutions using heuristics.

From those results it looks like dynamically generated lifted cover inequalities
and deep dual-optimal inequalities yield the best results. Hence, lastly, we will
look at how they work together. In Figure 5.6 we see the run time change when
adding one to the other. In general, the results are good and they work well
together. The effect the two have on the run time is similar to when added
individually. It is interesting though that it has a large negative impact for
the smallest instances. This is not only seen in the run time, but the smallest
instances also have larger branching trees and more columns when using both
features.

5.5.4.2 Implementation using a single model

Up until now, all results shown have been using a framework which generates
a separate model in each node. This has many pros, such that one can have
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Figure 5.6: Change in run time when adding dynamic lifted cover inequalities
to a setting using the base features and deep dual-optimal inequalities, and when
adding deep dual-optimal inequalities to a setting using the base features and
cover inequalities. Note how it has a negative effect for the smallest instances.
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Figure 5.7: Run time difference between the single model and multi model
implementations, plotted against the logarithm of the run time. In general we
see that the single model outperforms the multimodel, even when not using
dynamically generated inequalities.

individual cuts and columns in each node, but it comes at the cost of also having
to generate the problem at each node. An alternative is to use a single model,
and then only update the branching rules at each node. This naturally works
well with using a single global column pool, and global cuts. In our comparison
between the single-model implementation and the previously used multi-model
implementation, we use dynamic cover inequalities and strong linking inequali-
ties for the multi-model version, and static cover inequalities and strong linking
inequalities for the single model. We also use deep dual-optimal inequalities for
both. The average number of branching nodes is 8% higher for the single model
and the number of columns 1% higher. The run times are, however, significantly
lower, as we can see in Figure 5.7. As we will see in the next section, part of
this is due to that it is costly to rebuild the problem in each node. The reason
that we mainly have used the multi-model version, is that it better allows the
study of the cuts and speed-up methods, presented in this work.

5.5.4.3 Final results

For the final results, we will use the branch-and-price framework, with separate
models for the nodes, with all base features, deep dual-optimal inequalities and
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Figure 5.8: Run time distribution for small, medium and large instances,
classified as instances solved in less than one second, instances solved in more
than one but less than a hundred seconds, and instances solved in more than a
hundred seconds. Note how the master problem takes a proportionally larger
time for larger instances.

dynamically generated lifted cover inequalities. We will look at some properties
of the solution process, such as the division of time between the different parts
of the algorithm, number of times the master problem is solved, etc. We will
also present a table with results for future benchmarks.

If we look at the run time distribution between different elements of the al-
gorithm in Figure 5.8, we see that the majority of the run time is spent on
solving the master problem. Yet, significant time is used by the interaction
with the solver. Both building the problem in each node, as well as retrieving
values, such as dual variables, is rather slow. Naturally, not having to rebuild
the master problem at each node is one of the main advantages with the single
model approach. The small instances are instances solved in less than a second,
the medium instances, those that were solved in between one and a hundred
seconds, and the large instances are the rest.

Adding cuts dynamically requires us to re-solve the master problem to get the
correct dual variables. As we just saw, solving the master problem is the most
time consuming part of the algorithm, which means that this could be costly.
To study this effect, we look at how many additional times we solve the master
problem due to adding cuts. On average the master problem is solved 104,812
times, out of which on average 19,308, or 22 %, are additional due to cuts. If we
instead look at the average fraction of master problems which are from adding
cuts over the instances, we get 26%. This is a rather large portion, but we have
seen, in the previous results, that the gain clearly outweighs this cost, in terms
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of reduced number of nodes and columns.

Lastly, in Table 5.6, we see a sample of the results as a benchmark for future
projects. Here we increase the run time to 10 hours. There, we also append
the results to the C-instances. Comparing our results to exact methods for the
FCMCFP, we see that we solve significantly more of the transit time constrained
Canad instances, than what state-of-the-art solution frameworks are able to
solve of the corresponding Canad instances, without transit time constraints
(Chouman et al., 2018; Gendron and Larose, 2014; Koza et al., 2020b).

5.6 Conclusions

Transit time constraints for the commodities in the fixed charge multi-commodity
flow problem, or other network design problems, appear commonly in practice.
There is an important distinction between transit time constraints and average
transit time constraints. If a problem can equally well be modeled using average
transit time constraints, the formulation can be solved using the vast machin-
ery developed for the traditional fixed charge multi-commodity flow problem,
with only minor changes. In this work we have instead studied the transit time
constraints applied to individual paths. We have shown that those additional
constraints significantly change the structure of the problem, making it difficult
to model using compact formulations. With some additional assumptions, we
presented two compact models, based on splitting the flow variables over a pre-
defined number of paths or over a set of time indices, but ultimately showed
that the problem is more effectively handled if modeled using a path formulation
and solved with a branch-and-price algorithm.

We generated a set of instances for the transit time constrained multi-commodity
flow problem, which we used to show that many of the classic cuts and speed
up techniques, for the normal fixed charge multi-commodity flow problem, also
yield good results for the transit time constrained version. We also show that
the new deep dual-optimal inequalities from Koza et al. (2020b) greatly reduce
the number of columns generated, which significantly reduces the run times.

To further understand the problem, we study how different instance properties
affect the performance of the solution algorithm. We observe that higher ratios
between fixed charge cost and flow cost tend to increase the initial gap and the
size of the branching tree, increasing the run times. The arc capacity has a
less straightforward impact, but in general lower arc capacities force the flow
to be split over more arcs, which again increases the initial gap, the size of the
branching tree and the run times. For the path formulation, the transit time
constraints in general make the problem easier to solve, as they reduce the num-
ber of feasible routes. Adding the transit time constraints makes the subproblem
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Table 5.6: Results for running the multimodel implementation using the base
settings with dynamically generated cover inequalities and deep dual-optimal
inequalities. For instances which were not solved in the given two hours the
remaining gap is shown.

Instance Run Obj Branching Columns Root Node Remaining
Time Value Nodes Gap [%] Gap [%]

r15.1(1.2) 11.99 1122929.0 1092 886 0.41 0.0
r15.2(1.2) 1535.35 2379790.0 17452 4537 1.45 0.0
r15.3(1.2) 57.63 3580850.0 542 2991 1.05 0.0
r15.4(1.2) 153.76 1233428.0 10330 1393 0.75 0.0
r15.5(1.2) 459.12 2701550.0 7280 3495 1.36 0.0
r15.6(1.2) 435.55 4208750.0 4840 5511 2.12 0.0
r15.7(1.2) 19.36 2300560.0 1438 1718 0.69 0.0
r15.8(1.2) 39.06 5982840.0 2416 2042 0.89 0.0
r15.9(1.2) 116.12 10333880.0 5804 2561 0.95 0.0
r16.1(1.2) 0.09 140822.0 2 114 0 0.0
r16.2(1.2) 0.48 246851.0 18 480 0.33 0.0
r16.3(1.2) 1.4 336252.0 20 769 0.32 0.0
r16.4(1.2) 0.3 142669.0 62 164 0.27 0.0
r16.5(1.2) 6.22 254426.0 256 826 1.53 0.0
r16.6(1.2) 12.93 351625.0 388 1448 2.28 0.0
r16.7(1.2) 36000 - - - - 21.59
r16.8(1.2) 36000 - - - - 77.1
r16.9(1.2) 36000 - - - - 32.7
r17.1(1.2) 0.12 422439.0 2 220 0 0.0
r17.2(1.2) 1.18 813651.0 36 673 0.7 0.0
r17.3(1.2) 0.89 1198281.0 20 713 0.23 0.0
r17.4(1.2) 0.36 425627.0 44 268 0.19 0.0
r17.5(1.2) 7.98 839583.0 560 860 0.84 0.0
r17.6(1.2) 7.18 1236717.0 286 1071 0.94 0.0
r17.7(1.2) 2027.23 515404.0 274148 1057 1.8 0.0
r17.8(1.2) 16434.9 1143413.0 660126 4478 3.48 0.0
r17.9(1.2) 36000 - - - - 10.85
r18.1(1.2) 1.11 1026239.0 112 585 0.14 0.0
r18.2(1.2) 1.8 2059575.0 44 1053 0.52 0.0
r18.3(1.2) 3.34 3131660.0 122 1157 0.58 0.0
r18.4(1.2) 2.57 1063242.0 214 682 0.19 0.0
r18.5(1.2) 0.88 2132925.0 24 820 0.36 0.0
r18.6(1.2) 11.1 3304429.0 484 1356 0.97 0.0
r18.7(1.2) 36000 - - - - 2.54
r18.8(1.2) 36000 - - - - 6.41
r18.9(1.2) 36000 - - - - 13.77
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no longer solvable in polynomial time, but the results show that by simply using
a traditional label-setting algorithm, the run time for the subproblem remains
close to negligible.

A few observations stand out from our computational results. Maybe most
surprising is that the single model significantly outperform the multi-model
implementation. Also that the classic LP-based variable fixing greatly increases
the run times.

While branch-and-price based algorithms seem to be the most promising di-
rection for solving the problem optimally, many real-life applications require
solutions to problems of sizes which are way out of reach for exact approaches.
Hence, an interesting research direction is to look into heuristic approaches for
the problem. The combination between branching and capacity scaling pre-
sented in Katayama (2015) seems to be a promising avenue.
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Part IV

Port Operations





Chapter 6
Scheduling Feeder Vessels

in Multi-terminal Ports
with D. Sacramento and D. Pisinger1

Abstract

This chapter proposes an Adaptive Large Neighbourhood Search heuristic for
solving the Port Scheduling Problem, the problem of scheduling feeder vessels’
operations in multi-terminal ports. Each vessel has a number of operations to
perform at different terminals within the port, and each terminal can only serve
a single vessel at a time. The resulting problem is a general shop-like problem,
with a variety of additional operational constraints. The objective is to let
the vessels depart from the port as early as possible, as this allows them to
sail at reduced speed to the next port, saving large amounts of fuel; as well as
scheduling operations early, which leaves more slack for later and hence makes
the system more robust. The developed Adaptive Large Neighbourhood Search
heuristic works with the order of operations, and assigns the start times of the
operations first as part of the solution evaluation. To conduct the computa-
tional experiments, a large set of benchmark test instances, denoted PortLib,
was developed, and the performance of the heuristic was compared to that of a
commercial solver. The results show that the heuristic in general finds better
solutions, even with significantly shorter run times.

1 Hellsten, E., Sacramento, D., Pisinger, D. (2020) An Adaptive Large Neighbourhood
Search Heuristic for Routing and Scheduling Feeder Vessels in Multi-terminal Ports. The
European Journal of Operational Research.
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Figure 6.1: Example of a hub and feeder structure in the shipping network

6.1 Introduction

The maritime industry is a vital part of the global economy and there has
in recent years been a large increase in the number of papers published on
the topic of optimisation in maritime operations. Some of the main topics
are liner shipping network design, stowage planning, and berth scheduling, for
which advanced decision support tools are also increasingly being implemented
in practice.

Today, the vast majority of international trade, around 90% by volume, is car-
ried out by seaborne transportation. The containerised cargo trade roughly
accounts for 23.8% of the total global trade, and the majority of the trans-
port of this cargo is served by the liner shipping industry. Liner vessels are
large vessels sailing on fixed itineraries, with weekly or bi-weekly frequency, and
in 2019, more than 5,200 container liner vessels were in operation worldwide.
The volume of containerised cargo has grown close to 8% per year during the
last three decades, attaining an estimated volume of around 140 million TEUs
(twenty-foot equivalent units). To satisfy this massive trade demand, the size
of container vessels is increasing, and the largest vessels today can carry over
20,000 containers (Unctad, 2018, 2019). To facilitate the ever-growing liner
vessel, each region typically has a few large ports, called hubs, where the liner
vessels load and discharge containers. From the hubs, the containers are then
transported to other smaller ports, also called spoke ports or feeder ports, by
more flexible vessels, so called feeder vessels. Figure 6.1 depicts an example of
a hub and feeder structure in the shipping network. Clearly, an efficient feeder
structure is crucial for the liner shipping industry to operate effectively.

One of the drawbacks with this system, however, is that it heavily burdens the
major hubs, as nearly all long-distance container traffic will be transshipped in
those ports, between the liner vessels and the feeder vessels. To keep down the
resulting congestion, as infrastructural improvements are huge capital invest-
ments and take significant time to implement, well-planned scheduling is of the
essence to maximise the utilisation of the existing resources.

While feeder ports generally have only a single terminal, some large ports, such
as Rotterdam or Singapore, are multi-terminal ports, i.e. they have several
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Figure 6.2: Layout of the different container terminal areas in the port of
Rotterdam

terminals that are located far apart. A terminal is a station within the port,
where containers are loaded and discharged, using so called quay-cranes. As the
liner vessels are very large, and have a significantly larger upkeep than the feeder
vessels, they have priority in the planning process when visiting large ports. In
practice, this means that every liner vessel visits only a single fixed terminal,
where it discharges and loads all the containers for that port. Therefore, when
planning the port stays of the feeder vessels, the terminal at which to load or
discharge each container is already decided. Moreover, as each feeder vessel
generally handles containers to and from multiple liner vessels, they need to
visit multiple terminals within the port, especially as transporting containers
between terminals by means of trucks or similar is expensive and should be
avoided.

The port inspiring this work is Rotterdam, which is the largest hub in Europe
and the gateway to the European market, with more than 500 visiting liner
services connecting more than 1,000 ports all around the world. During 2017,
more than 7,000 container vessels arrived to the port for loading and discharge
operations, resulting in a total throughput of 142.6 million tonnes (Port of Rot-
terdam, 2017). Feeder and short-sea services play a very important role in the
operations of the port of Rotterdam, and account for around 40% of the total
container traffic. Figure 6.2 provides an illustration of the port of Rotterdam,
where it can be seen how the container terminals are spread out along the river
bank. In this case, the sailing time between the inner and outer terminals is
around three hours.

Together with industry representatives, we have identified a new planning prob-
lem, namely that of routing and scheduling the feeder vessels through multi-
terminal ports, deciding in which order to visit the terminals, and at which
times. The main aim is to let vessels leave for the next port as early as possible,
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as sailing at a lower speed significantly lowers the fuel consumption, over the
same distance. Additionally, we try to schedule operations early, to leave more
resources available, in case of later changes, which makes the schedule more
robust.

6.1.1 Problem definition

Each feeder vessel visiting the multi-terminal port has a number of operations
to perform at fixed, but usually different, terminals. The operations generally
consist of either loading or discharging all the containers designated for a single
terminal, and a vessel can have several operations assigned to the same terminal.
In this way, a vessel can visit the same terminal multiple times during its stay
at the port, if not all operations assigned to the terminal can be carried out
consecutively. We also assume that the operations are non-preemptive, i.e. that
they have to be completed without interruption once started, as this is almost
always the case in practice. We use estimates for the arrival and latest departure
for the vessels, for the travelling times between terminals and for the required
time to perform the operations. The travel times and the arrival and departure
times are normally given, whereas the operation times have to be estimated.
We assume a known and given gross crane productivity for each operation,
based on historical data, and estimate the operation time as the number of
moves, i.e., the number of containers to lift on and off, to perform divided
by this productivity. The gross crane productivity depends on the terminal,
the vessel, the number of quay cranes active, etc. Generally, the terminal is,
furthermore, contractually obliged to perform a minimum amount of moves
per hour. More accurate operation times could likely be achieved by using
an appropriate prediction algorithm, learning from historical data, but that is
beyond this project.

The particular scope of this problem is based on an agreement between a single
carrier, owning a fleet of vessels, and the terminal administration, which states
that a number of terminals, with a set of accompanying quay cranes and work-
force, are freely available to the carrier during certain time windows. The carrier
is then free to schedule the operations of its feeder vessels at those terminals.
Hence, in this case, the carrier is the owner of this problem. This way, the or-
ganisational interface between the terminal and the carrier becomes significantly
more clear-cut.

In the real-life case we have studied, the carrier was allowed to have a single
vessel served at each terminal at a time, which is probably the most common
scenario. In general, leasing the terminal for more time during the week allows
for more flexibility than leasing space for multiple vessels simultaneously. Of
course, if a carrier has a very large number of vessels, leasing space for multiple
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vessels would be necessary. However, we worked with one of the world’s largest
feeder companies, and so, such carriers are likely to be few. In some other cases,
the physical layout of the terminal can also limit the maximum number of vessels
to serve at the terminal.

Following this, we have assumed that each terminal can only serve one vessel
simultaneously. It is of course possible, that in certain agreements, some of the
terminals allow multiple vessels, and if there is no way to circumvent it, the
carrier can sometimes manage to negotiate an additional berth. However, that
is out of the scope of this work.

Most containers served in those large ports are being transshipped, i.e. they
are being delivered to the port by one vessel and then picked up by another.
Transshipments most commonly occur between a feeder vessel and liner vessel.
For the feeder vessels this means that a load operation can first be performed
once all containers are in place, and similarly a discharge operation has to be
performed before any of the containers has to be delivered to another vessel.
Again, as the connecting liner vessels are significantly larger, their schedule is
created first and the schedule for the feeder vessels then has to adhere to that.
Hence, this imposes time windows for the loading and discharge operations for
the feeder vessels. We define the time window of an operation as the time period
in which the operation must be started. Further, time windows are also defined
for the vessels port stay. A vessel’s time window begins at the arrival of the
vessel to port, and ends at the latest point of departure at which the vessel will
arrive on time to the next port on its itinerary, sailing at maximum speed.

A vessel may never arrive to the terminal after the end of the time window of
the operation, but is allowed to wait until the start of the time window in a
lay-by terminal close to the terminal of the operation. The availability of lay-by
terminals is generally not binding and so, they are not considered in this work.
The terminals can also have time windows; some terminals do not work during
night hours or in the weekend, and others might not be open for the carrier in
question during certain hours.

Additionally, we have a set of precedence requirements, defined by the carrier.
The most common of those arise from the fact that a vessel has to discharge
its containers at a terminal before it loads containers from the same terminal.
Other precedence relations depend on for example the stowage plans, as to
avoid unnecessary moves. In other more rare occasions, some containers need
to be transshipped between two feeder vessels, in which the discharge of those
containers has to be performed before they are loaded onto the next vessel.

We can define the Port Scheduling Problem (PSP) as finding an operational
schedule for the feeder vessels, i.e. a starting time for each operation, which
satisfies the above mentioned requirements as well as let the feeder vessels depart
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from the port as early as possible and packs the schedule as tight as possible to
keep some slack for alterations and unexpected events. The fuel consumption
of a vessel is generally estimated to grow as the cube of the speed, which makes
sailing slow highly tractable. Other costs, such as in-port fuel costs are marginal
and are not considered in this work.

The PSP is a generalisation of the general shop problem, as defined in Brucker
(1999), with time windows, capacity constraints and closing periods for the
terminals. If the capacity at each terminal was unlimited, it would boil down to
a set of single vehicle, 2-commodity, capacitated vehicle routing problems with
time windows and precedence constraints. If instead, the order of terminals for
each vessel was fixed, the problem would be a job shop problem with additional
constraints. Further, the PSP is NP-hard as it has the m-machine open shop
problem as a special case.

The problem could be considered a sub-problem in the larger picture of optimis-
ing container-terminal operations. The schedules generated for the vessels will
then be combined with quay crane schedules, stowage plans, yard operations,
all the way down to worker schedules. Clearly, optimising the full operations
is immensely complex, and so, dividing it into several steps seems to be an
appropriate approach.

6.1.2 Literature review

We will divide this literature review in two parts. In the first part we will
briefly introduce the main literature on port operations and discuss how the
PSP relates to other previously defined port operation problems. In the second
part we will focus more on the mathematical structure of the problem and try
to classify and compare it to other well-known optimisation problems.

For a detailed review on the topics of maritime optimisation, we refer the reader
to the survey papers by Christiansen et al. (2013, 2019). There has been plenty
of work on container-terminal operations, over which Stahlbock and Voß (2008),
Meisel (2009) and Gharehgozli et al. (2016) have written excellent reviews.

In many regards, the Berth Allocation Problem (BAP) (Kim and Moon, 2003) is
one of the most closely related problems. It serves essentially the same purpose
as the PSP, which is to decide which vessel should occupy which berth at what
time. The BAP appears when the terminal owns the problem of scheduling the
berth allocation, where they have a number of available berths and a number of
requested operations to perform on incoming vessels. In contrast, as mentioned
before, the PSP appears when the carrier owns the problem, and as such the
problems could be considered mutually exclusive.
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The two other port-side problems generally considered in the container-terminal
operation literature are stowage planning (Avriel and Penn, 1993), and crane-
split and quay crane scheduling problem (QCSP) (Daganzo, 1989). There has
been many studies on how to combine the BAP and the QCSP, for more efficient
operations (Imai et al., 2008; Iris et al., 2017). But as the carrier is promised a
fixed number of cranes, and there is only a single berth used at each terminal,
performing the quay crane split and scheduling posterior to the port scheduling
should be sufficient. The stowage planning, however, is deeply connected to the
port scheduling, through the number of extra quay crane moves necessary due to
overstowage. Solving an integrated stowage planning and port scheduling prob-
lem would, though, be prohibitively complex. So, in this work we are content
with defining a number of precedence relations between operations, preventing
schedules which would require a large number of extra moves.

Another similar approach, application-wise, is the in-port routing of tanker ships
by Wang et al. (2018). They developed a method to efficiently route a single
tanker vessel through a large port with several operations at multiple termi-
nals, far apart, with various tank allocation restrictions. The resulting problem,
however, turns out to be widely different. The main property of the problem in
Wang et al. (2018) is the tank allocation, whereas the defining property of the
PSP is the limited availability of quay cranes which gives the PSP its scheduling
characteristics. In contrast, in the tanker routing problem, only a single vessel
is present, which makes it is a pure routing problem.

Structurally, the PSP is in essence a machine scheduling problem (Kan, 2012).
More specifically, the PSP has a similar structure to theGeneral Shop Scheduling
Problem (GSP), as described in Brucker (1999). This is a more general definition
of the shop scheduling problems which encompasses the well-studied Open Shop
Problem (OSP) and the Job Shop Problem (JSP). Each vessel could be seen
as a machine and each terminal could be seen as a job, such that each job
has a number of operations that have to be performed at specific machines.
Preemption is not allowed, and any machine can process at most one job at
any time, and similarly, a job cannot be processed at more than one machine
simultaneously. Additionally, there may be some precedence relations between
the operations. The distances between terminals can further be formulated as
sequence dependent setup times.

According to Graham’s notation (Graham et al., 1979), the PSP can be roughly
classified asGm|pred; rp; dp; spq|

∑
wpCp, i.e. an m-machine General Shop Prob-

lem with precedence constraints, release and due times for the operations and
sequence dependent set-up times under an objective function which minimises
the weighted sum of the completion time of the operations. However, the PSP
is not a general shop scheduling problem, as this framework does neither include
the closing periods for the terminals nor the capacity constraints for the vessels.
Also, time windows for each individual operation is uncommon in the scheduling
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literature.

As the GSP has seen little attention in the literature, it is interesting to try
to relate it to other more well studied scheduling problems. Among the classic
machine scheduling problems, it has most similarities with the OSP (Blazewicz
et al., 2019; Anand and Panneerselvam, 2015). While there are still significant
differences between the OSP and the PSP, the base structure is similar and
many of the solution concepts for OSP would also work for the PSP. A wide
variety of heuristic approaches have been studied for solving both the classi-
cal OSP and different variants with additional constraints. The most common
additional extra constraint, which is also present in the PSP, is the sequence-
dependent setup times (Zhuang et al., 2019; Mejía and Yuraszeck, 2020; Abreu
et al., 2020). Among the most successful approaches, we can highlight Genetic
Algorithms (Abreu et al., 2020; Hosseinabadi et al., 2018) and Particle Swarm
Optimisation (Sha and Hsu, 2008; Lin and Sha, 2011). Several authors have
tried various hybrid genetic algorithms, combining a genetic algorithm with for
example greedy heuristics (Kokosiński and Studzienny, 2007) and Tabu Search
(Liaw, 2000).

Furthermore, in terms of local search neighbourhood-based heuristics, there are
a number of papers that use efficient methodology to solve different variants of
the OSP, such as Simulated Annealing (Harmanani and Ghosn, 2016) and Vari-
able Neighbourhood Search (VNS) (Mejía and Yuraszeck, 2020). The majority
of the previous approaches use a permutation list of operations to efficiently
model the problem. In the latter paper by (Mejía and Yuraszeck, 2020), for
example, the authors use an efficient decoding scheme for the permutation list
which is embedded in a self-tuning VNS for solving the OSP with travel times
and sequence-dependent setup times.

Furthermore, the PSP can also be seen as a resource constrained project schedul-
ing problem with sequence dependent setup times and time windows (Hartmann
and Briskorn, 2010), but again with the addition of capacity constraints and
closing periods. Nevertheless, this problem becomes more relevant for the PSP
when the capacity of the terminals is no longer limited to serve a single vessel.

In this work we use an Adaptive Large Neighbourhood Search heuristic (ALNS)
inspired by Pisinger and Røpke (2007). This heuristic has been successfully
applied to several routing (Røpke and Pisinger, 2006; Pisinger and Røpke, 2007,
2010) and scheduling problems (Muller, 2009; Kovacs et al., 2012; Rifai et al.,
2016).
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6.1.3 Constraint programming

One of the most successful methods to solve scheduling problems is Constraint
Programming (CP), which has become the state-of-the-art method for many
scheduling problems (Laborie et al., 2018). As an example, Malapert et al.
(2012) reports the overall best performance for the classical OSP for a wide
range of benchmark instances available in the literature. However, this is no
longer the case for objective functions different from the make-span minimisa-
tion. IBM ILOG CP Optimizer provides a generic CP-based system to model
and solve scheduling problem, which uses a constraint programming engine to
prove optimality. We have chosen to benchmark against CPLEX, as the math-
ematical programming engine returns lower bounds and optimality gaps mea-
sures. Nevertheless, the implementation of CP tools for solving the PSP is an
interesting subject for future work.

6.1.4 Contributions

The main contributions of this chapter are:

• First, we present a new scheduling problem for feeder vessels in multi-
terminal ports, which has been developed in close collaboration with in-
dustry. We model the problem as a mixed-integer programming (MIP)
model, inspired by machine-scheduling formulations, and show that it is
NP-hard.

• Secondly, we propose an ALNS heuristic to find good solutions for the
PSP, using a set of destroy and repair methods tailored for the problem.
The ALNS framework uses weights for pairs of destroy and repair methods
to promote pairs which work well together.

• Thirdly, we present a suite of benchmark instances, denoted PortLib, that
have been generated with the aim of accurately representing realistic test
cases. The benchmark instances serve as an instrument to measure and
compare the performance of the proposed methods in the present chapter,
as well as to provide a platform for future researchers to compare and
develop further heuristics and exact methods.

• Lastly, we conduct computational experiments to find a good parameter
setting and assess the performance of the heuristic. The results show that
the ALNS heuristic provides good results within reasonable computation
times, and that it outperforms CPLEX, which was used as benchmark.

The chapter is organised as follows: Section 6.2 presents the mathematical model
for the PSP. Section 6.3 is devoted to the ALNS heuristic and the main adaptions
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for this problem are described in detail. Section 6.4 provides a description of the
PortLib instances. The results for the computational experiments are reported
in Section 6.5. Finally, the chapter is summarised and concluded in Section 6.6.

6.2 Mathematical formulation

In this section we introduce the main notation for the PSP, which will be used to
model the problem mathematically as a MIP. This provides an exact definition
of the problem, and it is used for the benchmark.

Let T̃ = {1, . . . , n} be the set of n terminals in the port and define T = T̃ ∪
{0, n+ 1}, where 0 is the entry point of the port and n+ 1 is the exit point of
the port. Let Ṽ = {1, . . . ,m} be the set of feeder vessels to route through the
port. Additionally, let us define V = Ṽ ∪ {0,m + 1}, where 0 and m + 1 are
dummy vessels for modelling purposes.

Further, let Ovi be the set of operations to be performed by vessel v ∈ V at
terminal i ∈ T . We also define Ov =

⋃
i∈T O

v
i , to be all the operations for

vessel v ∈ V , Oi =
⋃
v∈V O

v
i , to be all operations at terminal i ∈ T , and

O =
⋃
i∈T,v∈V O

v
i to be the set of all operations. Here, O0

i and Om+1
i are

dummy operations denoting when terminal i ∈ T starts working, respectively
finishes, for the considered time period. Similarly, Ov0 and Ovn+1 represent the
arrival and the departure, for vessel v ∈ V , to/from the port. Let further
Õ =

⋃
i∈T̃ ,v∈Ṽ O

v
i be what we call the set of interior operations, i.e. operations

which are not the dummy operations for the terminals or a vessel entering or
leaving port.

Let δij be the time it takes for a vessel to travel between the terminals i ∈ T
and j ∈ T . The travelling time between the same terminal, i.e., when i = j,
is negligible and set to zero. Moreover, let wp be the number of containers to
be handled at operation p ∈ O. Positive values represent loading operations,
whereas negative values represent discharge operations. Associated with the
latter, let τp be the required time to perform the operation p ∈ O. We assume
the gross crane productivities to be given and calculate the operation times as
the number of required container moves divided by the gross crane productivity.
Additionally, let λpq be binary precedence parameters, such that operation p ∈ O
has to be performed before operation q ∈ O if λpq = 1. For each operation p ∈ O,
denote the time window, in which the operation is allowed to start, by [αp, βp],
and let φp and νp be the corresponding terminal and vessel of the operation.
Note that α

Ov
0
and β

Ov
n+1

denote the earliest arrival time and latest departure
for vessel v to/from the port, respectively. Each vessel v ∈ V has a maximum
cargo capacity of Qv containers, and arrives to the port with an initial cargo of
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q̂v containers. Lastly, let Si denote a set of closing periods for terminal i ∈ T ,
within which no operations can be performed, and let [ξs, ζs] be the time window
of closing period s ∈ Si.

With all necessary sets and parameters defined, let us define variables yp, repre-
senting the starting times of operations p ∈ O. As discussed in the introduction,
the general objective is to depart early to save fuel, and schedule operations
early to leave slack in the schedule for future changes. To model this we use the
weighted sum of operation starting times as objective function,

f(yp | p ∈ O) =
∑

p∈Õ ∪ On+1

cpyp, (6.1)

where the sum over Õ denotes the scheduled time of the interior operations and
the sum over On+1 denotes the departure times of the vessels.

What remains is to define the coefficients cp. First, a problem with minimising
the sum of start times in a schedule is that it strongly favours putting the
short operations early. To avoid this, we weigh each interior operation p ∈ Õ
by its service time in the objective function. Secondly, various vessels have
different priorities, and to model this we weigh each operation by a vessel specific
priority factor, γv. Lastly, we use a coefficient, ρ, which denotes the relative
importance between leaving early, and scheduling operations early. Hence, we
get the following weights:

cp =

{
τpγνp p ∈ Õ
ργνp p ∈ On+1

The values for ρ and γv have to be set according to the preferences of the carrier.

As in most machine scheduling problems we define binary decision variables
representing the precedence between operations. For every distinct operation
pair (p, q) : p ∈ O, q ∈ (Oφp

∪Oνp) \ {p}, let xpq be a binary variable that takes
value 1 if operation p precedes operation q. Let zps be a binary variable, which
is 0 if operation p ∈ Õ is performed before the closing period s ∈ Sφp

, and 1 if it
is performed after. A MIP model of the PSP can then be formulated as follows:

min :
∑

p∈Õ ∪ On+1

cpyp (6.2a)

s.t. : yq − yp ≥ δφpφq + τp −Mpq(1− xpq) p ∈ O, q ∈ (Oφp ∪Oνp) \ {p} (6.2b)

xpq + xqp = 1 p ∈ O, q ∈ (Oφp ∪Oνp) \ {p} (6.2c)

xpq = 1 p, q ∈ {O : λpq = 1} (6.2d)
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∑
q∈Ov

wqxqp ≤ Qv − q̂v − wp v ∈ V, p ∈ Ov (6.2e)

αp ≤ yp ≤ βp p ∈ O (6.2f)

yp + τp ≤ ξs + M̂pszps p ∈ Õ, s ∈ Sφp (6.2g)

yp ≥ ζs − M̄ps(1− zps) p ∈ Õ, s ∈ Sφp (6.2h)

xpq ∈ {0, 1} p ∈ O, q ∈ (Oφp ∪Oνp) \ {p} (6.2i)

yp ∈ R+ p ∈ O (6.2j)

zps ∈ {0, 1} p ∈ Õ, s ∈ Sφp (6.2k)

where
Mpq = βp − αq + δφpφq + τp,

M̂ps = βp + τp − ξs
and

M̄ps = ζs − αp.

The objective function (6.2a) minimises the weighted sum of starting times of
operations. The sum over Õ minimises the starting time of the interior opera-
tions, whereas the sum over On+1 minimises the departure time of the vessels
from the port. Constraints (6.2b) and (6.2c) define the disjunctive constraints
for the operations. Constraints (6.2b) ensure that if operation q is scheduled
after p, then q cannot be served before the completion of p, and Constraints
(6.2c) ensure that operations for the same vessel or in the same terminal are
not performed simultaneously. Moreover, Constraints (6.2d) define the specified
precedence between operations.

The maximum cargo capacity must be respected at all times for each vessel dur-
ing the scheduling of operations in the port, as expressed in Constraints (6.2e).
For any operation of a given vessel, the current number of on-board contain-
ers is computed as the sum of the cargo handled by the vessel in the previous
operations plus the initial load of that vessel. After serving an operation, the
on-board containers shall not exceed the maximum cargo capacity of the vessel.

Constraints (6.2f) enforces the time windows of the operations. Additionally, an
operation cannot be served during the closing periods of a terminal, as seen in
Constraints (6.2g)–(6.2h). Constraints (6.2g) ensure that if an operation p ∈ Õ
is scheduled before a time period s ∈ Sφp , the operation must be completed
before the terminal becomes inoperative. Similarly, if the operation is scheduled
after the time period, Constraints (6.2h) make sure that the operation does not
start before the terminal becomes active again. Finally, the domains of the
decision variables are defined in Constraints (6.2i)–(6.2k).
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6.3 The ALNS heuristic

Solving general shop-like problems with exact methods tends to be very time
consuming. Hence, the more common approach to solve realistic-sized instances
is to develop a metaheuristic. In this work, we propose a ALNS heuristic for
solving the PSP. The ALNS framework has been successfully applied to several
routing and scheduling problems (Pisinger and Røpke, 2010; Muller, 2009).

The ALNS heuristic was first introduced by Røpke and Pisinger (2006) as an
extension to the Large Neighbourhood Search (LNS) heuristic previously pre-
sented by Shaw (1998). Starting from an initial solution, the heuristic progres-
sively seeks for a new solution applying specialised heuristics to destroy and
repair the current solution. Destroy methods are responsible for removing part
of the current solution, and normally, these methods contain some randomness
to diversify the search for new solutions. Repair methods are defined with greedy
strategies for the quick reconstruction of the current solution. The heuristic is
encompassed in an adaptive framework, where the decision of which destroy and
repair methods to use is based on the methods performance earlier in the run. In
each iteration, a destroy method and a repair method are chosen based on their
current scores. They are then applied to the current solution, and the heuristic
decides whether to keep the new solution based on some acceptance criteria.
Lastly, the scores for the methods are updated depending on the quality of the
achieved solution. For a more general description of the ALNS framework, we
refer to Pisinger and Røpke (2007). The main adaptions to this framework for
this problem are described in detail in the following Subsections 6.3.1–6.3.9.

6.3.1 Splitting the order operations and time assignment

For a given order of operations, assigning optimal times for the operations can
be done in polynomial time. This makes it possible to work with the order of
operations rather than complete schedules and then assigning optimal times as
part of evaluating a solution. This is commonly modelled with a disjunctive
graph (Brucker, 1999), where a solution is represented by an acyclic orientation
of the edges. The structure of our particular disjunctive graph is that the
operations performed by the same vessel, as well as the operations served by
the same terminal, are connected. The connections are made up of conjunctive
arcs where there are precedence relationships and otherwise disjunctive edges.

As we are working with local search heuristics, we almost exclusively work with
orientations of the disjunctive graph and it turns out that it becomes slightly
cleaner if we instead work with the transitive reduction of the oriented disjunc-
tive graphs. This corresponds to a graph where, for each vessel, the arcs form a
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path from the vessel’s dummy start node to it’s dummy end node, through each
interior operation served by that vessel, and similarly for the terminals. We will
denote this graph the order graph, as it represents in which order the operations
are performed. The order graph has |O| nodes, and 2|O|− 3(m+n) arcs, where
m is the number of vessels and n the number of terminals. An example of an
order graph can be seen in Figure 6.3. The squared nodes represent the non-
interior operations from the set O \ Õ, whereas the circled nodes represent the
interior operations Õ. Here. each vessel v ∈ V visits each terminal t ∈ T for
discharging and for loading containers. The vertical lines show in which order
the operations are performed at a given terminal, whereas the horizontal lines
show in which order the operations are performed for a given vessel.

The order graph does theoretically not need to be connected, but if the graph is
disconnected, each connected component represents a problem which could be
solved independently. So let us for the remainder assume that the order graph
is connected.

Figure 6.3: Example of an order graph for an instance with two terminals
and two vessels

6.3.2 assigning time

Once we have an ordering of the operations, assigning the optimal operation
times is a single-source shortest path problem with time windows in a directed
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acyclic graph, which is solvable in polynomial time. We use a version of the
classic algorithm, described in Section 24.2 in Cormen et al. (2009), modified to
handle time windows.

The order graph provides a topological sorting of the operations. The earli-
est starting time for each operation can then be calculated through dynamic
programming. First, the time of the first operations, i.e. the operations for
the opening of the terminals and for the arrival of the vessels to the port, are
assigned, and then, recursively, the times of the successors are assigned. Each
time an operation’s starting time is assigned, it has to be pushed forward as to
satisfy the start of its time window and not collide with any closing periods.
This procedure will create a semi-active schedule as the order graph is acyclic.
This follows almost immediately from Theorem 24.5 in Cormen et al. (2009),
with minor adaptions to include time windows and closing periods.

Once the times for all operations have been assigned, the algorithm checks if the
time assignment is feasible with regards to the time windows and the capacity
constraints, and add the corresponding penalties to the objective value.

6.3.3 The destroy and repair methods

With the time assignment as part of the solution evaluation, the heuristic will
work with orders of operations. In our heuristic, we make use of a few different
destroy methods, and a number of repair methods, which follow various strate-
gies when inserting operations. We define removing an operation from the order
graph as removing it from the ordered set of operations of its terminal and of its
vessel. Let p ∈ Õ be the operation to remove, and let Ô be the set of removed
operations. There exists one predecessor p′T ∈ Oφp

and one successor p′′T ∈ Oφp

in the ordered set of its terminal, and predecessor p′V ∈ Oνp and one successor
p′′V ∈ Oνp in the ordered set of its vessel. Now, removing p from the order graph
G, means that we remove the node representing the operation p along with the
arcs connected to it, and then we add an arc from p′T to p′′T and one arc from
p′V to p′′V, to keep the graph structure intact.

Inserting an operation p ∈ Ô means the exact opposite. We choose two oper-
ations p′T ∈ Oφp

and p′′T ∈ Oφp
from the ordered set of its terminal, such that

there is an arc from p′T to p′′T, and two operations p′V ∈ Oνp and p′′V ∈ Oνp from
the ordered set of its vessel, such that there is an arc from p′V to p′′V. Now we
remove those two connecting arcs, and instead add four arcs; from p′T to p, from
p to p′′T, from p′V to p and from p to p′′V.

With removal and insertion defined, the destroy and repair methods are then
defined as follows:
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Destroy Methods:

D1. Random Removal: Remove b random operations from the order graph.

D2. Vessel and Terminal Removal: Remove all operations from a single vessel
or a single terminal.

D3. Worst Removal: For each operation p ∈ Õ, compute the cost reduction
achieved by removing operation p, normalised by its service time. Remove the b
operations with the highest normalised removal cost reduction.

D4. Infeasible Removal: Remove b random operations as well as, with a proba-
bility of 50%, every infeasible operation.

Repair Methods:

R1. Greedy Insertion: For each operation p ∈ Ô, in a random order, insert p
where the resulting objective value is minimal.

R2. Sorted Greedy Insertion: Given an ordering of operations, for each oper-
ation p ∈ Ô, insert p where the resulting objective value is minimal. The operations
can be ordered according to three sorting rules: In decreasing duration, in decreasing
size of its operational time windows or in decreasing end time of their time window.

R3. 2-regret Insertion: Iteratively insert the operation p ∈ Ô, with the largest
difference in objective value between its best and second best insertion, at its best
position.

Note that many of the described destroy and repair methods cover a parametrised
family of different methods. For example, D1 describes B different destroy meth-
ods, one for each value of b ∈ {1, . . . , B} and R2 describes three repair methods,
one for each kind of sorting. In total, this constitutes 2B + 2 destroy options,
one for each value of B in D1 and in D3, and one for vessel removal and one for
terminal removal in D2. D4 is used instead of D1 when the current solution is
infeasible. Moreover, there are a total of five repair options, one for R1, three
for R2, and one for R3.

The repair methods R1 and R2 all use the same greedy insertion, only varying
the sorting of operations. R1 uses a random order, whereas R2 sort the oper-
ations according to the service time, the size of the time window or the time
window end. The reason for using sorted greedy insertion is to schedule the
most challenging operations first, as both operations with longer service time
and tighter time windows tend to be harder to accommodate.

For the sake of completeness, we also test some neighbourhoods from the classic
ALNS heuristic (Pisinger and Røpke, 2007, 2010) such as the destroy method
D3 and the repair method R3. Regret heuristics similar to R3 have further been
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used for solving the Vehicle Routing Problem with Time Windows (Potvin and
Rousseau, 1993) and the Generalised Assignment Problem (Trick, 1992).

D3 is a destroy method, which iteratively selects the worst operation from Õ to
remove from the current solution. R3 is a 2-regret insertion, which computes the
second-best and best position, in which to insert the operations, in the current
partial solution, and inserts the operation at the position that maximises the
difference between them. The method tries to prioritise the insertion of those
operations that may incur a high cost if they are postponed.

While D3 and R3 give rise to more sophisticated neighbourhoods, they also are
computationally more expensive. As the expensive part of the heuristic is the
solution evaluation, the complexity is best measured in insertion trials. Let
us assume that we should insert k nodes. The greedy insertion methods need
O(|O|2) insertion trials per operation to insert, and so runs in O(k|O|2), while
the 2-regret runs in O(k2|O|2). Further, D3 needs O(|O|) solution evaluations,
whereas the other destroy methods do not need any.

6.3.4 Initial solution

The heuristic requires an initial solution, and due to the strong dependency
between operations, the time windows and the precedence constraints, finding
good or even feasible initial solutions is non-trivial. In this section, we present
the algorithm procedure for generating an initial solution.

The construction of the initial solution begins by defining an order graph G that
only contains the non-interior operations, i.e., the set O \ Õ. First, the interior
operations are iteratively added to the order graph using the greedy insertion
method. Then any operations leading to infeasibility are identified, removed
from the current solution and then re-inserted, again using the greedy repair
method. The latter stage is repeated until no better solution can be obtained.
Next, the initial solution is further improved by a simple local search heuristic,
where the relocation of an operation is defined as a move in the neighbourhood.

6.3.5 Accepting new solutions

The heuristic generates new solutions iteratively, and as the repair methods are
heuristics, new solutions might be worse than previous ones. To avoid exploring
areas of the solution space less likely to lead to good solutions, it is often a
good idea to reject a new solution if it is worse than the previous one. The
common practice in ALNS algorithms (Røpke and Pisinger, 2006), to balance
exploration and exploitation, is to use the classic temperature based framework
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from Simulated Annealing (Kirkpatrick et al., 1983), where the probability of
accepting a deteriorating solution decreases exponentially with time and with
the decrease in objective value. We use this and define the temperature curve
based on an initial and a final temperature which are given as the objective
value of the initial solution times the factors Tst and Tf , respectively. As the
acceptance probability is dependent on the quote between the change in ob-
jective value and the temperature, by scaling the temperature with the initial
objective value, the heuristic becomes more stable with regards to variations in
instance size. While the Tf factor is always small enough for the algorithm to
reject deteriorating solutions towards the end of the run, its exact value is still
of great significance as it defines the shape of the exponential curve, for a given
start value.

6.3.6 Adaptively choosing a destroy and repair method

As shown previously, there are a number of different destroy and repair methods
to choose between, where each combination of methods could work well for
different instances. Additionally, some methods may complement each other;
larger neighbourhoods provide a lot of exploration and smaller neighbourhoods
work better for exploitation. Since the nominal paper by Røpke and Pisinger
(2006), it has been demonstrated many times that using an adaptive framework
with probability weights for the different methods, is a well-working manner of
balancing the usage of different destroy and repair methods.

The specific way to update probability weights differ between papers. It is
common to promote methods which achieve local or global improving solutions,
and demote methods resulting in deteriorating solutions. But it is also possible
to promote exploration by for example rewarding solutions which have not been
seen before.

In our framework, we use a weight for each combination of destroy and repair
method, similar to what is done for example in Kovacs et al. (2012). This
way, combinations of destroy and repair methods, which work well together, are
promoted. The drawback, on the other hand, is that it generates significantly
more weights to update, which leads to slower adaptation. An argument for
using weights for pairs in this particular problem is that the algorithm runs
sufficiently many iterations that the methods have ample time to adapt even
the larger number of weights.

The update mechanism is then as follows: If a method pair finds an improving
solution the weight is increased by a factor of π+ and if it finds a worse solution
it is decreased by a factor of (1−π−), where π+ and π− are parameters guiding
the adaptation speed. After each update, the weights are scaled such that they
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sum to one, since they represent probabilities.

6.3.7 Backtracking

To prevent getting stuck in local minima, and to intensify the search in promising
areas of the solution space, we use a intensification mechanism common in many
local search implementations (Gendreau and Potvin, 2019). If the heuristic fails
to find a new global optimum after a fixed number of iterations, θ, then it returns
to the best solution found so far. Furthermore, the temperature is increased to
half the starting temperature, to encourage further exploration.

6.3.8 Infeasible Solutions

The heuristic allows infeasible solutions, but penalises them with a high cost.
While the heuristic has yet to find a feasible solution, the general scheme of
the temperature and acceptance of new solutions is modified. While the cur-
rent solution is not feasible, the temperature feature is not activated. Hence,
the acceptance criteria never rejects the new repaired solutions, allowing the
heuristic to move freely to explore the solution space until a feasible solution
is found. This proved significantly more efficient for finding feasible solutions
during initial testing. Further, the heuristic uses the destroy method D4, which
also removes all operations that lead to infeasibility in the current solution, in-
stead of the destroy method D1. Once the heuristic finds a feasible solution,
the temperature feature is re-activated and the destroy method D4 is no longer
used by the heuristic, and is instead replaced by D1.

6.3.9 Initial constraint propagation of time windows and
precedence relations

As a pre-processing phase, we perform a series of constraint propagation tech-
niques derived from Dorndorf et al. (2000). This phase narrows the time win-
dows of operations and defines new precedence relations between the operations.
The earliest and latest start time of operations are progressively tightened by
applying several consistency tests. Note that while the new precedence con-
straints and tighter time windows generated by this process will never cut away
any complete solutions from the solution space, it could tighten the LP-bound
for the MIP and helps with discarding unfavourable operation placements dur-
ing the ALNS repair methods. For example, a placement that seems promising
while many operations are removed from the schedule, but which would lead
to an infeasible solution once they are all inserted, could be disregarded. In
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practice it turned out to have a minor impact, however, partly because of that
modern solvers would perform a similar procedure in its pre-processing phase.

6.4 Benchmark instances

In this section we introduce the set of benchmark instances, which we denote
the PortLib instances, developed to resemble real-life problems, which are used
to conduct the computational experiments.

The problem we have proposed has been defined in close collaboration with
representatives of the feeder line industry. While the PSP resembles other prob-
lems presented in the literature, the differences remain rather large. Hence, to
test our methods we have generated a set of benchmark instances aiming at
accurately representing realistic test cases. In addition to acting as a basis for
us to do parameter tuning and test our methods, we hope that the instances
can stimulate development of alternative heuristics and other variants of the
problem.

The instances are named PSP.n.m.r, where n is the number of container-
terminals, m is the number of vessels and r is the generic name of the scenario.

Based on the weekly operations of the studied feeder company in the port of
Rotterdam, we consider instances with 2 to 5 terminals, and between 4 and 16
vessels. For each terminal-vessel combination, we assume a maximum of two op-
erations, i.e. discharge and loading of containers, and we generate instances with
70% of the total maximum number of operations. This comes from the fact that
normally not all vessels need to visit all terminals in the port, as it is almost
always the case in real life. Moreover, in addition to the obvious precedence
requirements for a vessel to discharge its containers before loading containers
from the same terminal, a number of precedence constraints are added, cor-
responding to 10% of the total number of operations. These precedence may
depend on the stowage plans and transshipment operations between feeder ves-
sels. Other precedence relations can be derived from more realistic examples,
where the feeder company requires a vessel to first discharge containers at a
specific terminal before visiting the remaining terminals.

Each operation is generated as a randomly selected combination of terminal
and vessel, where the corresponding type (discharge or loading of containers)
is randomly assigned. The required service time τ , in hours, follows a uniform
distribution U(2, 10), and the number of containers w to be handled at the oper-
ation is then calculated assuming a fix gross crane productivity of 20 containers
per hour, which is based on historical data on the average productivity of the
terminals. In each instance roughly 15% of the operations are subject to strict
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time windows.

We will assume a fleet of small feeder vessels with varying maximum cargo
capacity from 500 to 1,000 TEU (Brouer et al., 2013). In addition, we assume
that vessels arrive at the port relatively loaded with containers, typically above
70% of its cargo capacity, something which is almost always the case in reality.
A high or low priority will be randomly assigned to each vessel of the fleet with
equal probability. The time windows for the vessels are generated so they arrive
within the first days of the planning horizon and they have sufficient buffer time
to service their operations in the assigned terminals.

In terminals such as Rotterdam, the sailing time between the farthest terminals
is significant, and up to 3 hours. Therefore, we randomly place the terminals in
a grid of dimensions d

√
n e × d

√
n e, where the pilot station, representing the

entry/exit gate of the port, is always placed in one of the corners. We use the
Manhattan norm as the distance function between terminals. This also ensures
that the triangle equality holds. Moreover, each terminal can have up to two
closing periods with a maximum duration of 15% of the total service time of the
busiest terminal.

Following the description above, we have generated two sets of benchmark in-
stances: The training instances, which were used to conduct the parameter
analysis, and the test instances, denoted PortLib, which were used to evaluate
the performance of the tuned heuristic. The sets are distinct, but have the same
characteristics. The PortLib instances will be published online at Zenodo.com2.
Additionally, a smaller set of instances were generated for the sensitivity anal-
ysis.

The generated instances are constructed to be realistic, but in addition we en-
sured that each instance has a feasible solution as well as strove towards that
each constraint should have a significant impact. In general, the instances are
made to be slightly harder to solve than the problems faced by industry, in
order to challenge the developed methods, as well as spurring further develop-
ment. Both the benchmark sets each contains 300 randomly generated instances
grouped into 15 terminal-vessel combinations. A brief summary of the instances
is shown in Table 6.1.

Table 6.1: Overview of the PortLib instances. The instances are named
PSP.n.m.r, where n is the number of container-terminals, m is the number of
vessels and r is the generic name of the scenario.

Terminals 2 3 4 5
Vessels 4 6 8 6 8 10 12 8 10 12 14 10 12 14 16

Operations 12 17 23 26 34 42 51 45 56 68 79 70 84 98 112
Instances 20 20 20 20 20 20 20 20 20 20 20 20 20 20 20

2 https://doi.org/10.5281/zenodo.3760979

Zenodo.com
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6.5 Computational experiments

To study the computational performance of the ALNS heuristic, we compare
it to solving the MIP model (6.2a)–(6.2k) using a commercial MIP-solver. As
a solver we used CPLEX version 12.9 limited with a maximum execution time
as specified in the following Section 6.5.1. Moreover, the ALNS heuristic has
been implemented in Java, and both methods were run on a Huawei XH620 V3
computer with a 2.6GHz Intel Xeon Processor 2660v3. The parameter analysis
was conducted on the training instances, whereas the test performance and
comparison of the proposed methods were conducted on the PortLib instances.

One of the main factors of almost every metaheuristic, is a good parameter
setting. We therefore first present experimental results for the analysis of the
main parameters of the heuristic. Next, the ALNS heuristic and the MIP model
solutions are compared. Lastly, a sensitivity analysis for the main constraints
is conducted.

6.5.1 Run times

The inherent trade-off between run time and solution quality is a crucial question
for almost every optimisation algorithm. What to aim for depends on the use
case for the heuristic, which for the PSP is twofold. The first use case is the
operational planning of the daily schedule, which also includes remaking the
schedule in response to potential disruptions. In this case the heuristic has to
run in a few minutes as to not be a hindrance in the planner’s work. The second
use case is the strategic planning, where the aim is to make a recurring plan,
which is relevant as liner vessels sail on weekly itineraries. Here, the quality of
the solution is more important than the run time, and so longer run times are
accepted.

In an attempt to balance run time and performance, we decided to test the
heuristic for the two use cases. As the instances vary significantly in size, for
the short run times we decided to let the run times increase with the size of
the instances. We decided to use run times roughly proportional to the third
power - more precisely, for an instance with |Õ| operations, the run time would
be max(5, d|Õ|3/2000e) seconds. The precise run times can also be seen in Table
6.2. For a fair comparison in the computational experiments, we decided to use
a maximum time limit for CPLEX of 10 times that of the heuristic, for each
instance. For the long run times, we only study instances with 5 terminals and
there we instead used one hour for the heuristic, and 10 hours for CPLEX.
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Table 6.2: The short run times for the heuristic and for CPLEX for the different
sizes of instances

Terminals 2 3 4 5
Vessels 4 6 8 6 8 10 12 8 10 12 14 10 12 14 16

ALNS [s] 5 5 7 9 20 38 67 46 88 158 247 172 297 471 703
CPLEX [s] 50 50 70 90 200 380 670 460 880 1580 2470 1720 2970 4710 7030

6.5.2 Parameter analysis

In this section we aim to study the effect of the different parameters, as well as
the different destroy and repair methods, on the performance of the heuristic.
Both to increase the understanding of how the heuristic works and to find a
well-performing parameter setting.

Due to the large computational time required to carry out all the experiments,
we decided to perform the parameter analysis mainly using short run times on
the training instances. However, as the run time is likely to significantly affect
the performance of additional methods, we further tested the effect of including
extra methods for long run times on the best parameter setting found for short
run times, which is discussed in Section 6.5.3.1.

6.5.2.1 Parameters

The main parameters to study are those controlling which destroy and repair
methods to use. The random removal (D1) and the greedy insertion (R1) are
considered the core methods, and they will always be used by the heuristic.

The parameter B denotes the maximum operations to remove in the random
removal destroy method. A high number of removals opens up for a larger
search space, but can also challenge the repair method, and lead to increased
time consumption in each iteration.

The parameters Tst and Tf , are the start and end temperature factors, which
will then be multiplied by the initial solution value to get the initial and final
temperature. Further, θ, denotes the number of iterations without finding any
improving solutions before the algorithm resets to the best found value.

For the update factors for the repair and destroy weights, π+ and π−, we have
decided to fix the penalty values to π+ = 1% and to π− = 0.5%, as this was
providing good results in the phase of initial testing.
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6.5.2.2 Performance analysis of the ALNS heuristic

After a phase of initial testing to get a good initial parameter setting, we de-
cided to study and adjust the parameters individually. While the effect of the
parameters cannot be expected to be independent, to jointly study or tune the
parameters become exhaustively time-consuming, due to the inherent stochas-
ticity of the problem. A decoupled study of the parameters also adds valuable
insight into each individual parameter’s impact on the heuristic.

To be able to compare results over different instances with various objective
values, we have in all our experiments used percent over the best solution found,
as the metric. This way we can average results over different instances in a
meaningful way.

The most important parameter is the maximum number of removals in the
random removal destroy method. As it would make little sense to use the
same number of removals for an instance with 10 operations as for one with
200, we are interested to see how different settings perform for instances with
different numbers of operations. We then study the effect of this parameter on
the heuristic’s performance, aiming to define the maximum removals as function
of the instance size.

Each instance was run 10 times for each value of B ∈ {2n+ 1 | n = 0, . . . ,
√
O}

and then a second order polynomial was fitted to the best setting found for
each instance size tested. The resulting polynomial, over an interpolation of the
average gap for different maximum number of moves for different numbers of
operations is shown in Figure 6.4. We see that the heuristic performs poorly
when B is too low, but is less sensitive when B becomes larger. This is expected,
as the heuristic is embedded in an adaptive framework, and can as such, to some
extent, choose the number of removals which best fit the current instance. We
further see that the average gap increases significantly for larger instances.

Next, the start and end temperature factors, Tst and Tf were studied. Follow-
ing a similar approach, each instance was run five times for each combination
of parameters, and the results are shown in Table 6.3. We see that a start tem-
perature of 2.5% of the initial objective value and an end temperature of 0.1%
of the initial objective value yielded the best results.

Further, we see that when we have a high start temperature, it is better to have
a low end temperature, and when we have a low start temperature, it is better
to have a high end temperature. A possible explanation is that it is important to
have elements from both exploration and exploitation, and that when both the
start and end temperature factors are either too low or too high, the heuristic
becomes too focused on a single one of them.
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Figure 6.4: A contour map over how well the method performs for various
numbers of maximal removals and various number of operations with the fitted
second order polynomial.

Table 6.3: Average percentage deviation from the best solution found for the
different values of the temperature factors. The rows correspond to different
values for the start temperature factor, and the columns to different values for
the end temperature factor.

End Temperature Factor
0.01 0.001 0.0001

Start 0.1 1.658 1.234 1.342
Temperature 0.05 1.547 1.109 1.267

Factor 0.025 1.405 1.079 1.271
0.01 1.201 1.148 1.435

In Table 6.4 we see the average gap from the best solution found when intro-
ducing the reset mechanism, for a few different values of θ. We see that the
reset method has a clear improving effect on the heuristic and that the perfor-
mance increases progressively with the value of the reset parameter. Resetting
the current solution to the best known solution after 6,400 iterations without
improvement seems to yield the best performance, out of the tested values. The
reason for that no higher values were tested is that θ is reaching towards the
total number of iterations performed for the largest instances, which is around
to 10,000.

Lastly, we studied the effect of including the remaining repair and destroy meth-
ods, presented in Section 6.3.3. In Table 6.5, we see the average gap when
running the heuristic 10 times on each instance, with the different additional
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Table 6.4: Average percentage deviation from the best solution found for the
different values of the reset parameter

Reset Parameter Av. Gap [%]
800 1.139
1,600 1.047
3,200 1.031
6,400 1.020
∞ 1.095

Table 6.5: Summary of the results obtained by the ALNS heuristic with differ-
ent combinations of repair and destroy methods. For each of the tested destroy
and repair methods the average gap to the best solution found is presented. In
each combination, in addition to the presented methods, the random removal
(D1) and greedy insertion (R1) methods are also used.

Additional Methods Gap [%]
None 1.016
Sorted Greedy Insertion R2 0.999
2-regret R3 1.414
Terminal and Vessel Removal D2 1.112
Worst Removal D3 1.024

methods included. We see that the heuristic performs well when considering
exclusively the base case, and an improvement with the addition of the repair
method R2, which is the greedy insertion with different sorting strategies. Yet,
the differences are rather small, which is expected as each of the extra methods
only is one of many repair and destroy methods in an ALNS framework. More-
over, in trying several combinations of the repair method R2 with the remaining
methods seemed to not yield any further improvements.

It is clear from the results that, for this parameter setting, the performance of
the heuristic is better when considering the fast repair methods, which allow a
greater number of iterations, when using the short run times. Nonetheless, in
Section 6.5.3.1, we will see that the more elaborate methods perform better for
longer run times.

After iteratively improving the parameter values from an initial good parameter
setting, the final parameter setting which will be used in the computational
experiments is summarised in Table 6.6.
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Table 6.6: Final parameter setting for the ALNS heuristic with short run times

Parameter Value
B d−0.0013|Õ|2 + 0.25|Õ|+ 2.89e
Tst 0.025
Tf 0.001
θ 6,400
Destroy Methods D1
Repair Methods R1, R2

6.5.3 Computational Results

The complete results for all the test instances for both CPLEX and the ALNS
heuristic can be found as a supplement to this chapter and online at Zenodo.
com3. The results from solving the PortLib instances, using CPLEX, are sum-
marised in Table 6.7. The instances are grouped by number of terminals, and
then further divided by the number of vessels visiting the port. The smaller in-
stances, with less than 26 operations, were solved to optimality in a few seconds.
We also see that instances with around 40 operations seem to be the upper limit
for what CPLEX can solve to optimality within the given time frame. Note fur-
ther, how different instances of the same size vary significantly in difficulty. For
the instances that reach the maximum execution time, the resulting optimality
gaps are rather high, as shown in the lower part of the table, reaching up to
50% for the largest instances. For the remainder of this section, we will report
as the CPLEX solution the objective value of the best integer solution found
after reaching the maximum CPLEX execution time for the given instance.

We run the ALNS heuristic 10 times on each of the PortLib instances with the
best configuration found during the parameter analysis process and using the
time limits from Table 6.2.

In Figure 6.5, we see the results for the PortLib instances, which have been nor-
malised and aggregated by the number of vessels and terminals. In particular,
the heuristic proves effective for larger instances with more than 50 operations,
where its average performance is consistently better than the solution obtained
from CPLEX. As shown in Figure 6.5, the average performance of the heuristic
does not deviate excessively from the best-known solution as the number of op-
erations increases; the difference between the average and best objective values
always stay below 2%. The difference between the CPLEX solution and by the
best-known solution increases more drastically, reaching more than 5% for the
largest instances.

Next, we look at the difference for individual instances. In Figure 6.6, for each

3 https://doi.org/10.5281/zenodo.3760979

Zenodo.com
Zenodo.com
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Table 6.7: Summary of the CPLEX results for all PortLib instances. Instances
are grouped by number of terminals and number of vessels. The table reports
the total number of operations, the number of optimal solutions, the average
execution times in seconds (s), the average optimality gap in percentage (%),
and the interval optimality gap of the instances. The results for the instances
reaching the time limit are denoted with (t.l).

Instance Avg. CPLEX Avg. Optimality Interval
Name Operations Optimal Time (s) Gap (%) Gap (%)

PSP.2.4.r 12 20/20 0.0 0.0 [0.0,0.0]
PSP.2.6.r 17 20/20 0.1 0.0 [0.0,0.0]
PSP.2.8.r 23 20/20 1.4 0.0 [0.0,0.0]
PSP.3.6.r 26 20/20 2.6 0.0 [0.0,0.0]
PSP.3.8.r 34 17/20 64.7 1.8 [0.0,14.8]
PSP.3.10.r 42 7/20 286.0 9.5 [0.0,30.8]
PSP.3.12.r 51 1/20 651.5 20.5 [0.0,35.3]
PSP.4.8.r 45 4/20 404.8 10.2 [0.0,22.5]
PSP.4.10.r 56 0/20 t.l 23.7 [8.9,39.5]
PSP.4.12.r 68 0/20 t.l 31.2 [17.8,42.7]
PSP.4.14.r 79 0/20 t.l 35.3 [24.8,45.0]
PSP.5.10.r 70 0/20 t.l 27.7 [18.0,36.7]
PSP.5.12.r 84 0/20 t.l 34.1 [21.9,43.0]
PSP.5.14.r 98 0/20 t.l 38.1 [29.3,52.1]
PSP.5.16.r 112 0/20 t.l 38.8 [28.1,47.1]

instance, we plot the quotient of the average ALNS objective value and the
CPLEX objective value. The graph is constructed so that, in each section,
the instances are ordered after the number of vessels, where instances with
more vessels are further to the right. We see that the ALNS heuristic in general
outperforms CPLEX, using significantly less time. As would be expected, we see
that the heuristic is performing better, relative to CPLEX, on larger instances.
For the smaller instances, where we know that CPLEX has found the optimal
solution, we see that the heuristic quite consistently finds the optimal solution
in each of the 10 runs, with only a few outliers. In the graph, those would be
the instances up until half-way through the section with 3 terminals.

If we instead look to Figure 6.7, we see the quotients between the best solution
of the ALNS over the 10 runs and the CPLEX solution. In this comparison,
the heuristic is consistently better, and for the largest instances the differences
reaches 10%. We also see that the differences between the the best solutions
and the average solutions are not that large, which we also saw in Figure 6.5.
Finally, to further clarify, the results are summarised in Table 6.8.

To further study the performance, we show the results for the PSP.5.16.r
instances in more detail in Table 6.9. Here, the upper bound from CPLEX
is presented, alongside the best and average objective values for the solutions
found by ALNS. We see that the best solutions found by ALNS are significantly
better than the best solutions found by CPLEX, and also that the average is
consistently better. There is, on the other hand, a non-negligible discrepancy
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Figure 6.5: The bar plot depicts the average objective value for the heuristic
and the objective value by CPLEX, aggregated by the number of terminals
and number of vessels, after being normalised with respect to the best-known
solution obtained from the both methods.

Figure 6.6: Ratio between the average performance of the ALNS heuristic and
the CPLEX solution for each of the PortLib instances, using the time limits
from Table 6.2. A value below 1 means that ALNS was able to find a better
solution than the solution from CPLEX.
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Figure 6.7: Ratio between the best solutions found by the ALNS heuristic the
CLPEX solutions for each of the PortLib instances, using the time limits from
Table 6.2. A value below 1 means that ALNS was able to find a better solution
than the solution from CPLEX.

Table 6.8: Summary of the results divided by number of terminals for the
ratios between the best and average solutions, respectively, found by the ALNS
heuristic and the solution from CPLEX.

Ratio r
2 Terminals 3 Terminals 4 Terminals 5 Terminals

Average Best Average Best Average Best Average Best
r < 1 0 0 22 23 55 69 63 77
r > 1 7 0 32 3 25 8 17 3
r = 1 53 60 26 54 0 3 0 0

between the best and average solutions found by the ALNS heuristic. To some
extent, this might be due to the fact that the problem consists of large discrete
blocks and a single change may have a large impact on the solution value.

6.5.3.1 Experiments with long run times

To study the performance of the heuristic as a tool for strategic planning, we
performed a number of experiments using a run time of one hour for the ALNS
heuristic and 10 hours for CPLEX. First, we are interested in the performance
of the destroy and repair methods in this new setting. For this experiment,
we considered all instances with 5 terminals from the PortLib instances. We
ran the heuristic 5 times on each instance for all of combinations of the destroy
and repair methods. We see from the results in Table 6.10 that, with the
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Table 6.9: Results for the PSP.5.16.r instances. Reported are: the best and
average value found by the ALNS heuristic together with percentage error of the
discrepancy between the average and best value found by the ALNS heuristic,
and the best integer value found by CPLEX.

Instance ALNS ALNS Percentage CPLEX
Number Best Average Error Best

1 306,831 311,669.1 1.58 312,228
2 217,592 222,339.5 2.18 230,796
3 213,511 216,723.8 1.50 213,835
4 236,437 244,857.3 3.56 252,336
5 266,035 269,238.0 1.20 273,893
6 241,263 246,755.1 2.28 263,450
7 301,739 308,827.4 2.35 319,136
8 221,382 225,710.0 1.95 226,712
9 249,949 254,266.8 1.73 259,384
10 350,639 355,099.5 1.27 371,843
11 281,495 283,333.5 0.65 287,836
12 231,876 235,485.4 1.56 245,892
13 281,589 286,959.5 1.91 289,990
14 235,009 239,518.8 1.92 241,622
15 301,210 309,660.0 2.81 318,835
16 335,194 340,773.0 1.66 353,614
17 303,141 307,152.7 1.32 305,538
18 238,994 248,000.6 3.77 243,146
19 298,500 303,361.2 1.63 314,108
20 258,593 262,173.0 1.38 274,204
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Table 6.10: Summary of the results obtained by the ALNS heuristic with
different combinations of repair and destroy methods and a run time of 3,600
seconds. Conf.: Configuration number of the methods. Av. Gap: The average
gap to the best found solution for the tested combinations of destroy and repair
methods. For each configuration the random removal (D1) and greedy insertion
(R1) methods are also included as a base case. The table reports first the
results for the addition of the methods individually, and then, the remainder of
the table is sorted by decreasing average gap.

Repair Methods Destroy Methods
Conf. R2 R3 D2 D3 Av. Gap [%]
Base 1.719
1 × 1.493
2 × 1.417
3 × 1.665
4 × 1.609
5 × × × 1.744
6 × × 1.704
7 × × 1.643
8 × × × 1.612
9 × × 1.500
10 × × 1.499
11 × × × × 1.488
12 × × × 1.463
13 × × × 1.447
14 × × 1.388
15 × × 1.380

increased run time, all specialised methods now individually improve the base
configuration of the heuristic.

How the methods work together is intricate, but in general we see that, combina-
tions including the worst removal (D3) seem to perform worse and combinations
including the sorted greedy repair method (R2) performs well. The 2-regret (R3)
seems to perform well, but not together with the worst removal. In the light of
the good performance of the sorted greedy insertion, it seems a little surprising
that configuration 14 performs so well. The move terminal and move vessel
neighbourhood (D2) constitutes only two destroy methods, and the impact of
adding this neighbourhood is less. This can be seen by that the configurations
which uses D2 together with another method, performs similarly to the same
configurations, but where D2 is excluded. In the end, the configuration which
includes the two other repair methods to the base configuration gave the best
result for the long run times.



6.5 Computational experiments 199

Figure 6.8: The graph shows the average performance of the ALNS heuristic
for a number of configurations, divided by the best objective value found, for
the 20 PortLib instances in PSP.5.12.r.

While the results necessarily are affected by the stochastic nature of the heuris-
tic, the results presented in Table 6.10 are consolidated from 6,400 hours of run
time. Taking this into consideration, it seems unlikely that the results would
change significantly by running more experiments. We can conclude that, when
giving more time to the heuristic, the search for new solutions can be carried
out more effectively by considering more specialised neighbourhoods, and that
the most efficient setting for strategic planning is using both R2 and R3, apart
from the core methods D1 and R1.

In Figure 6.8, we show the results for each of the PSP.5.12.r PortLib instances.
The graph shows the results for the ALNS using the long run times of one hour
with the best configuration for the short run times as found in Section 6.5.2,
denoted ‘ALNS(1 hour, R2)’, as well as with the best configuration for the long
run times as discussed above, denoted ‘ALNS(1 hour, R2+R3)’. For reference,
it also contains the results for the ALNS using the standard short run time of
297 seconds with the best configuration for short run times, which is denoted
‘ALNS(297 seconds, R2)’. Lastly, the graph shows the objective value found
by CPLEX after 10 hours of execution time. In each case, the objective is
normalised by the best value found, and for the ALNS, each configuration is run
10 times on each instance, and the average ratio from the best found solution is
shown.

There are a few key observations to make. First, we see a significant improve-
ment in the results when running the heuristic for a longer time. The average
results are not only much better, but also significantly more consistent. We see
that even with the short run times, the heuristic still outperforms CPLEX on
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some instances, even though it here uses less than 1% of the run time of the
solver. For the long run times, when the heuristic uses 10% of the run time of
CPLEX, the heuristic performs clearly better.

Comparing the change in objective value for CPLEX when increasing the time
to 10 hours, from the standard 2,970 seconds, we see an improvement in the
average solution quality for these instances of about 1.51%. The average gap
here for the ALNS using shorter run times is around 2.74%, which is significantly
higher than what we see in Figure 6.5. This is due to the fact that we are
dividing by the best value found using one hour, instead of as previously, using
297 seconds. The average difference between the best solutions found, between
using the longer and the shorter run times, in this case, turns out to be around
0.83% and 0.97% for when using the best configurations for short and long run
times, respectively. Lastly, while not better for every instance, the improved
configuration for longer run times, with the 2-regret option, performs better for
most of the instances.

6.5.4 Sensitivity analysis

In this section, we present a study of how the difficulty of solving the PSP varies,
when changing the time windows and precedence constraints for the operations.
For this purpose 9 scenarios were generated, each corresponding to scheduling
the operations of 12 vessels in a port with 4 terminals. Each scenario consists
of a number of instances, which are identical except for that the number of
precedence constraints and active time window constraints differ. Together,
those instances make up the sensitivity instances. The number of precedence
constraints considered only accounts for precedence relations between operations
performed by the same vessel at two different terminals or between operations
carried out at the same terminal by two different vessels. The requirement that
containers from a vessel are discharged at a terminal before loading containers
from the same terminal, is kept for all instances but does not count towards
the number of precedence constraints in the instances. Note that the PortLib
instances have been constructed so each instance roughly accounts that 15%
of the operations are subject to strict time windows, and that the number of
precedence requirements correspond to 10% of the total number of operations.

Having less constraints means that the operations can be scheduled more freely
within the port, making it easier to find feasible solutions. However, this comes
at the price of having a larger solution space. The aim of this study was to
analyse how this trade-off affects the two solution methods.

The sensitivity instances were first solved using CPLEX, and the average opti-
mality gap when varying the level of both constraints is presented in Table 6.11.
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Table 6.11: Average Optimality Gap [%] for the sensitivity instances obtained
using CPLEX

Optimality Gap [%] TW [%]
30% 15% 0%

PC [%]
20% 21.427 25.565 31.646
10% 24.645 29.510 35.927
0% 27.611 32.104 39.815

Table 6.12: Ratio between the best-known solution (left column) and the
average solution (right column) obtained from the ALNS heuristic and the upper
bound obtained using CPLEX for the sensitivity instances.

Ratio TW [%]
30% 15% 0%

PC [%]
20% 0.989 1.001 0.985 0.999 0.975 0.991
10% 0.983 1.001 0.971 0.992 0.972 0.991
0% 0.978 0.994 0.971 0.988 0.958 0.978

The column TW indicates the percentage of operations with strict time win-
dows, whereas the rows PC indicates the number of precedence requirements
between operations, given as a percentage of the total number of operations.
The optimality gap for the unconstrained case is relatively large, barely getting
below 40% after reaching the time limit. However, as the instances become
more constrained, the solution space shrinks, and the gap becomes significantly
smaller.

Table 6.12 presents the ratios of the two solution methods. The best-known
solution (to the left) and to the average solution (to the right) of the heuristic
are compared to the solution found by CPLEX for the sensitivity instances. A
value below 1 means that ALNS was able to find a better solution (left column)
or a better average solution (right column) than the upper bound from CPLEX.
In general, the ALNS heuristic finds better solutions, and we see that the ratio
between the best solution by the heuristic and by CPLEX is always below 1.
We also see that the difference in performance is larger for the unconstrained
case, where the heuristic found solutions that in average were around 4% better
than those of CPLEX. As the problem becomes more constrained, however, the
ratio between the solutions increases. This increase in ratio may also be due
to the fact that the gaps for CPLEX become smaller. If parts of the improved
gap comes from better integer solutions found by CPLEX, this would lower the
ratio, which makes it difficult to say, whether the more constrained instances
are in fact easier or more difficult to solve for the heuristic.
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6.6 Conclusion

In this chapter, we have presented a new scheduling problem for feeder vessels,
which has been defined in close collaboration with the industry. The PSP ac-
counts for all of the most important practical restrictions faced by the carriers in
scheduling the operations, and a prototype is currently being tested in practice
by the shipping company with which we collaborate. The developed heuristic
in this work can be used as a decision support tool for planners.

We have proposed a compact formulation for the problem, inspired by machine-
scheduling formulations. As the PSP has not been studied previously, we have
created a set of benchmark instances, denoted PortLib, aiming at accurately
reflecting reality. Additionally, we have shown that the PSP is NP-hard, and
only small instances could be solved to optimality by CPLEX, within the given
time frame. Instead, in order to solve larger instances, an ALNS heuristic was
proposed.

An extensive parameter analysis process was carried out, during which we have
followed an iterative strategy to find a good parameter setting. Moreover, as
part of this analysis, we studied the performance of the heuristic with different
configurations of repair and destroy methods, which have proven efficient in a
variety of other ALNS applications.

The result was that the combination of repair methods based on the same greedy
insertion with different sorting strategies of operations performed the best when
using short run times. The more elaborate destroy and repair methods, however,
which uses more time per iteration, were shown to perform better than the
base configuration for longer run times. Especially, the 2-regret neighbourhood
increased the performance of the heuristic significantly.

The developed method showed promising results for solving the PSP. As there
is no benchmark method to compare to, we compared the ALNS heuristic to
CPLEX and studied the variation of the obtained results. In general it can be
said that the heuristic outperforms CPLEX in nearly all cases, even when using
significantly shorter run times. On 300 instances of different sizes, the average
objective value of solutions found by the heuristic was better than the solution
found by CPLEX for 140 of them and worse for 81, when giving the solver 10
times the run time of the heuristic. The 79 instances where the results were the
same, were mainly instances where both methods found the optimal solution.
In general, the heuristic performed better on larger instances, where it was also
given more time. When increasing the run time to one hour for the heuristic and
10 hours for the solver, the heuristic performed significantly better, on average,
for 19 out of 20 instances.
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The results further showed that longer run times have a notable positive impact
on the quality of the method, both in terms of solution quality and robustness.
In application, this means that the run time, and consequently the neighbour-
hoods, should be adjusted based on the needs of planners.

To study the effects of the constraints, we studied a variety of scenarios with
an increasing number of constraints. It was clear that CPLEX benefited greatly
from a more constrained search space, which was seen as a significantly lower
final optimality gap. For the heuristic it is hard to compare the performance
over different settings, but we could see that it performs better, in comparison
to CPLEX, for less constrained instances.

For future work, it would be interesting to study the dynamic version of this
problem, where the decision-making of planners is done iteratively, minimising
the deviation between the operation schedule before and after the introduction
of a new event. Furthermore, some terminals have sometimes enough capacity
to serve more than one vessel simultaneously, so called dual-berth, but normally
this comes at an additional price. If planners know which vessels can be served
concurrently at the terminals, the heuristic can model it by adding proxy ter-
minals for such operations. Otherwise, if the terminals only can operate more
than one vessel at a time during certain time periods, the decision-making be-
comes more complex, and some of the basic structure utilised by the heuristic
is changed. But it adds some additional flexibility to the model and could be
an interesting subject to future work.

It is also noteworthy that the ALNS heuristic handles nonlinear objective func-
tions, at virtually no extra cost. This makes the method significantly more
flexible than working with the MIP model, and it makes it easy to adapt to the
carriers needs. For future work, it would be especially interesting to see how the
results would differ if the cubic nature of the fuel consumption was included in
the objective function.

Lastly, in addition to being relevant in practice, the formulation turns out to
be a generalisation of the classic General Shop Problem, with the possibility to
model a variety of additional constraints which commonly appears in practice.
We hence believe that the developed heuristic would be a good choice for various
other scheduling applications.
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