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Abstract

Although researchers have developed countless nurse rostering algorithms throughout the
years, the paradigm of manual scheduling continues to hinder their application in practice.
While manual scheduling gives practitioners full control in assigning nurses to shifts based
on their knowledge of the personnel, it has some severe drawbacks. Manual scheduling is
tremendously time-consuming and often fails to reach organizational targets, as practitioners
need to address numerous constraints and objectives, which frequently conflict with one an-
other. Until now, most nurse rostering formulations have employed weighted sum objective
functions that rely on manually-set weights. Understanding the impact of those weights,
and thus selecting appropriate values for them, is not trivial. Consequently, the optimiza-
tion objective often does not capture the desired outcome, resulting in poor quality rosters
with an unacceptable combination of constraint violations. This paper introduces a general
methodology, Behind-the-Scenes Weight Tuning, which uses measurable targets for guidance
in order to automatically set weights. As the methodology does not require practitioners
to provide accurate objective weights, the level of manual effort is substantially reduced.
Outcome of experiments has shown that by enabling the computer to make quantitatively-
supported decisions in this manner, we consistently obtain better rosters than when relying
on practitioners to set appropriate weights.

Keywords: Nurse rostering, Weighted sum objective function, Combinatorial
optimization, Healthcare practice, Fully automated scheduling

1. Introduction

For decades, researchers have studied the nurse rostering problem (NRP): the task of
assigning nurses to shifts in order to generate a feasible work schedule. A variety of con-
straints determine the feasibility by ensuring that a sufficient number of nurses are working
while providing healthy working conditions (e.g., sufficient resting time). As the problem
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is usually over-constrained, constraint violations are inevitable. Most commonly, a formu-
lation consists of a number of hard and soft constraints, with the objective to minimize
the weighted sum of constraint violations. Formulations for the problem differ not only in
terms of which constraints they include, but also whether a specific constraint is hard or
soft, resulting in a variety of optimization objectives. Furthermore, the objective weights
are most often chosen by practitioners or derived via manual trial-and-error.

Even though practitioners worldwide face this problem every day and previous research
has provided countless solution approaches for various formulations (Van Den Bergh et al.,
2013), the implementation of academic research in practice has been scarce. Kellogg and
Walczak (2007) noted this gap, showing that only 30% of the published research led to practi-
cal implementation, despite the fact that 86% of the researchers stated that implementation
was their intention. They emphasized the importance of developing entire rostering systems,
as opposed to only algorithms, and reducing the effort required from the nurses.

When considering a solution to the NRP from a practical point of view, the accuracy of
the formulation is of no less importance than the efficiency of the solution approach. As for
solving the problem, we generally give full autonomy to optimization approaches. Nonethe-
less, we needlessly restrict ourselves from achieving the full benefits of computerization by
manually defining the optimization objective.

For an over-constrained problem, understanding the impact of soft constraints on the
resulting solution can be tremendously difficult. For example, the decision to assign a shift
to a given nurse on a given day may require making a trade-off among multiple constraints.
Furthermore, this decision may also be linked to numerous other decisions, including assign-
ments for other nurses on other days. Therefore, translating the desired outcome (i.e., the
desired trade-offs) into objective weights is non-trivial. Although researchers acknowledge
that the correct optimization objective is essential (Burke et al., 2008), most focus their
efforts on other aspects. In practice, the end-users sometimes modify the optimized roster
(Mihaylov et al., 2016), indicating that the objective function is failing to capture what they
truly desire.

Practitioners and researchers alike have pointed out unexpected consequences when man-
ually adjusting objective weights. Gärtner et al. (2018) drew out a behavior puzzling practi-
tioners, namely that a minor adjustment to a weight can have a significant effect on an entire
roster, while often substantial changes may have no effect at all. Furthermore, Petrovic and
Vanden Berghe (2012) referred to a practical case where an attempt to repair constraint
violations by a significant increase in the corresponding weight resulted in an even worse
solution, increasing violations for other constraints.

Even though manual interventions seem logical to practitioners, they put unnecessary
restrictions on the solution approach and thus hinder the full benefits of automated schedul-
ing. As the nurses’ main competencies are patient care, time spent on other tasks (such as
rostering) should be minimal. Therefore, we need to develop rostering solutions that con-
sistently produce high-quality rosters, without requiring manual interventions or theoretical
understanding from practitioners.

This paper introduces Behind-the-Scenes Weight Tuning : a methodology for automati-
cally setting objective weights where the final goal is to arrive at an acceptable combination
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of objective values. We evaluate the quality of a solution by using organizational targets
that are promoted by objectives in the formulation. The methodology draws upon these
targets and automatically adjusts objective weights, attempting to improve the quality of
the solution. This methodology should assist end-users, independent of their knowledge of
the formulation, to set accurate weights that steer solutions towards what they desire in
practice. We present a case from Danish hospitals, where the solutions obtained by the
methodology clearly outperform those from manual trial-and-error, by producing superior
solutions while also minimizing the manual effort.

Böðvarsdóttir et al. (2019c) first introduced essential concepts of targets and their ac-
ceptance thresholds to nurse rostering formulations. A significant advantage of using these
concepts is that their meaning is clear to practitioners, independent of their mathematical
background. For comparison, objective weights remain abstract and the impact that ad-
justing them may have on a solution can be difficult to understand (Gärtner et al., 2018;
Petrovic and Vanden Berghe, 2012). Thus, we substantially reduce the cognitive challenge
that practitioners face by enabling them to directly express the characteristics of their target
solution, as opposed to requiring to translate these characteristics into objective weights.

Although the words objective and target have similar dictionary definitions, we distin-
guish between the two. An objective refers to a term in the objective function, thus having
an associated weight. A target refers to a measurable solution characteristic, thus having a
certain acceptance threshold. If a target’s threshold is met then we say that a given solution
reaches this target, and otherwise violates it.

The strategy for defining a suitable threshold for a target can vary based on both the
specific problem and the specific target. In general, setting the threshold can either be
manual (by letting practitioners define the values) or automatic (by estimating a realistic
value for the instance at hand). Böðvarsdóttir et al. (2019c) emphasized an important
advantage brought by these terms, namely that their meaning is very clear and understood
correctly by practitioners.

In this paper, we contribute with a methodology designed to aid nurse rostering practi-
tioners and increase the automation of nurse rostering solutions in practice. The method-
ology is general enough to supplement any weighted-sum formulation or solution method.
The main goal of Behind-the-Scenes Weight Tuning is to remove the need for manual inter-
ventions and fully automate the roster generation. Furthermore, the full automation should
lead to rosters of at least the same or higher quality than those produced with manual
interventions.

Defining targets, along with their acceptance thresholds, is crucial for the success of
Behind-the-Scenes Weight Tuning in practice. On the one hand, if the targets are weaker
than the acceptance criteria of the end-user, then manual adjustments will likely be required
to achieve an acceptable solution. On the other hand, if the targets are too ambitious then
reaching them might be infeasible. Those situations could result in the algorithm wasting
time by searching for unattainable solutions.

The remainder of the article is structured as follows: Section 2 presents a literature
review, focusing on objective function formulations and objective weights for healthcare
personnel rostering problems. Section 3 provides a general description of the methodology,
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which is supported by the case in Section 4. Section 5 presents the results and Section 6
concludes.

2. Literature review

Researchers have studied personnel rostering problems since the 1950s. In an extensive
review, Burke et al. (2004) discussed the diversity in the problems addressed and urged
researchers to work on problems matching the challenges of modern-day hospitals. In the
last decades, the problem formulations have become more comprehensive in the practical
constraints they include. Nevertheless, the advances made in the research community are
rarely visible in practice (Petrovic, 2019).

The most common formulation of the NRP objectives is a weighted sum single-objective
where each term penalizes for the violation of a given soft constraint (Petrovic and Van-
den Berghe, 2012). As an example, the two international nurse rostering competitions
(Haspeslagh et al., 2014; Ceschia et al., 2019) employed a weighted sum single-objective,
with arbitrarily chosen weights. Setting appropriate weights is non-trivial, but researchers
seldom consider this aspect of the NRP and no consensus regarding weight setting exists. Of-
ten, researchers either do not disclose how they arrived at their specific weights (Ásgeirsson,
2014; Maenhout and Vanhoucke, 2010) or simply state that they consulted with health-care
practitioners (Burke et al., 2008). In addition to nurse rostering, the weighted sum objective
is commonly employed when generating rosters for other healthcare professions (Bard et al.,
2014; Thielen, 2018) and for short-term rescheduling (Gross et al., 2018).

Some researchers have applied alternative methodologies in an attempt to get around
defining objective weights. Beddoe et al. (2009) applied case-based reasoning to solve the
NRP for one ward. Drawing upon the manager’s experience, they created a case-base
with examples of constraint violations and actions for repairing them. When encountering a
violation, they retrieve similar cases to determine the appropriate action. While this method
does not require weights, it instead requires practitioners to provide cases representing their
rostering practices.

Although the nurse rostering problem deals with multiple conflicting criteria, very few re-
searchers have developed multi-criteria approaches for addressing the problem. Burke et al.
(2002) defined an alternative evaluation function for the NRP based on compromise pro-
gramming. They defined the best and worst possible values each soft constraint could take.
Drawing upon these values, they defined the ideal and anti-ideal points in the search space,
representing where all criteria were at their best and worst, respectively. The evaluation
function minimizes the distance from a solution to the ideal point, relative to the anti-ideal
point.

Furthermore, Burke et al. (2012) and Li et al. (2012) introduced multi-criteria methods,
where they do not only generate a single solution, but instead multiple Pareto optimal
solutions. While their approaches do not require objective weights, they introduce a new
intellectual challenge, as employing these approaches in practice would require someone to
choose a roster from the large set of solutions.
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Some researchers have employed the weighted-sum objective where they apply calcula-
tions when setting weights, as opposed to setting them manually. Azaiez and Al Sharif
(2005) applied a 0-1 goal programming model that employs the analytical hierarchy pro-
cess (AHP) to set objective weights. The AHP assigns weights to different alternatives by
a pairwise comparison based on several criteria. Azaiez and Al Sharif found out that the
estimation did not need to be very accurate, as the solution was not sensitive to altering the
weights within a certain range.

Mihaylov et al. (2016) introduced a methodology, Automatic Weight Extraction, for trans-
lating historical data (manually-constructed rosters) into objective weights. They defined
the weight for each soft constraint relative to the number of violations across a reference
period, resulting in rarely violated constraints receiving a higher weight. Intriguingly, their
results show a significant difference when comparing the weights practitioners set manually
to those extracted from historical data. These results indicate that perceived importance
does not necessarily coincide with the actions when generating rosters, which is concerning
given that many rostering systems set objective weights solely based on intuition.

Although both researchers and practitioners have encountered problems with the weighted
sum objective, there has been insufficient attention directed towards understanding and
solving these issues in the timetabling literature. The remainder of this paper presents
a methodology for bridging this scientific gap and assesses its potential to improve nurse
rostering in practice.

3. Methodology

In this article, we explore a combinatorial optimization problem with conflicting objec-
tives that are formulated with a weighted sum objective function. We assume that we have
an integer programming solver available and we define measurable criteria for the solution
quality. Building on that structure, we introduce a new methodology, Behind-the-Scenes
Weight Tuning, for setting accurate objective weights. Algorithm 1 presents an overview
of the methodology, which consists of four phases: Initialization, Solution, Validation and
Adjustment. The algorithm terminates once predefined termination criteria have been sat-
isfied.

Behind-the-Scenes Weight Tuning resembles automation of the manual tuning that often
occurs in practice. Nonetheless, it has two characteristics that make it highly superior. First,
Behind-the-Scenes Weight Tuning does not require any interventions from practitioners, thus
freeing their time. Second, the process is consistently guided towards a clear goal for the
end result by using targets and their acceptance thresholds. On the contrary, a manual
tuning process may be based on inconsistent qualitative assessments and even aiming toward
hypothetical but infeasible solutions.

This methodology has two properties that make it flexible and widely applicable. First,
the Initialization phase allows for adjusting the methodology to different problem formu-
lations that employ a weighted sum objective. Second, the Solution phase is a black box
outside the main methodology, allowing for the use of any problem-specific algorithms that
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Algorithm 1 Behind-the-Scenes Weight Tuning
1: Identify and prioritize all targets. . Initialization phase
2: Create mapping from objectives to targets
3: Estimate an acceptance threshold for every target.
4: Set initial objective weights.
5: Set terminate = False
6: while not terminate do
7: Optimize weighted sum objective. . Solution phase
8: Compare solution to targets. . Validation phase
9: if solution meets termination criteria then
10: terminate = True
11: else
12: Modify weights based on Validation phase. . Adjustment phase
13: end if
14: end while

have proven effective. Thus, the methodology may be adjusted to fit a wide variety of
formulations and solutions approaches, including both exact methods and heuristics.

Prior to this work, Automatic Weight Extraction (Mihaylov et al., 2016) was the only
method for automatically generating objective weights for nurse rostering problems. Despite
being a substantial improvement compared to manually setting weights, the method has
some drawbacks. First, it requires accurate historical data (i.e., previously generated rosters)
to assess weights. Second, it generates static weights for a given ward based on learning
from the manually generated rosters, and thus it does not adapt to the characteristics of
specific instances. Third, drawing upon manually generated rosters means that the weights
are designed to match, but not improve, the quality of the manually generated rosters.
In Behind-the-Scenes Weight Tuning we address these drawbacks by generating instance-
specific weights for each rostering horizon without the use of historical data.

Behind-the-Scenes Weight Tuning bears some resemblance to guided local search where
Voudouris and Tsang (2003) utilize an augmented objective function which they build by
adding penalties to the original objective function. These penalties normally come directly
from the objective weights, and help the search escape from local optima. Even though
the method uses the augmented objective function to guide the search, it still measures the
quality of the solutions based on the original objective function, thus assuming that it fully
captures the desired solution. In Behind-the-Scenes Weight Tuning, we adjust objective
weights, attempting to better capture the desired outcome. Similar to guided local search,
these adjustments result in the exploration of new and promising regions in the search
space, but the main difference is that the modification of the objective actually impacts the
evaluation of solutions.

The critical phases of this methodology are Initialization and Adjustment, which we will
describe in detail in the following sections. We note that defining these phases only needs
to be done once for a ward (except if they drastically alter their targets).
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3.1. Initialization
In the Initialization phase we analyze the problem and define the characteristics of an

acceptable solution, namely the targets and their acceptance thresholds. Moreover, we assign
a priority to each target. The Validation phase employs these priorities when comparing the
quality of different solutions.

When implementing this methodology, one must understand the relationship between
targets and objectives. Often, a one-to-one mapping exists between the two, which occurs
when a target is directly supported by a single objective. An example is fulfilling requests,
where the target has a threshold for a minimum acceptable fulfillment and an objective
maximizing a reward for fulfilling each request. In such situations, the acceptance thresholds
can be thought of as goals for each objective, similar to those in goal programming.

Nonetheless, several objectives may support a single target and the relationship can thus
be more complicated than a one-to-one mapping. For example, a target for a maximum
number of consecutive workdays may be supported by a general objective that penalizes
exceeding the length along with additional shift-specific objectives (say a maximum of con-
secutive nights). These objectives present different levels of conflict when considering the
problem as a whole, as penalizing for all workdays results in a tighter constraint compared
to restricting the penalty to night work.

Finally, the Initialization phase should set initial objective weights. While these weights
can, in theory, be arbitrary, the chosen values may affect the convergence of the approach.
Therefore, one should apply some logic when choosing the initial weights. As an example, the
objective weights could be based on target priorities. If knowledge is available concerning,
for example, whether certain constraints are conflicting, then applying that knowledge when
choosing initial weights may prove beneficial.

3.2. Adjustment
In this phase, the algorithm should make two decisions: first, which targets to focus on

and second, how to adjust the objective weights. For the first question, we consider targets
violated by the current solution. If only one such target exists, then the choice is easy, but
with multiple alternatives, the choice becomes increasingly difficult.

A conservative approach, which aligns with common practice in manual tuning, is to
only consider a single target in each iteration, chosen based on its priority or the magnitude
of the violation. While this approach could lead to slow convergence, it does not risk
over-constraining the problem as if we were to consider two strongly conflicting objectives
simultaneously.

Given the choice of target(s), we now move onto answering the second question, i.e., how
to adjust the weights. We increase the weight of supporting objectives by the magnitude
of the target’s violation. Moreover, if multiple solutions repeatedly violate the same target
then the degree of this increase becomes more aggressive, as it may indicate that the target
is particularly difficult to reach.

For a target k, with n supporting objectives ki (i ∈ {1, . . . n}) we adjust the weight ωki

using Equation (1), where νk is the absolute deviation from the acceptance threshold for
target k, and γki is a parameter with a default value of one. The purpose of γki is to scale
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the increase of different weights with respect to their relative contribution to the objective
function. For example, a target measuring the number of hours will probably present a
higher degree of violation than one based on shifts. We correct for this effect by setting γki
relative to the difference in measurement units. Moreover, we employ γki to manage the
level of adjustment for different weights when a target is supported by multiple objectives.
For example, we may set γki = 0 for some i ∈ {1, . . . n}, i.e., only adjusting a subset of the
supporting weights. Nonetheless, we need γki > 0 for at least one i ∈ {1, . . . , n} for the
adjustment strategy to be complete.

ωnew
ki

= (1 + γki · νk) · ωold
ki

(1)

This strategy only responds to target violations, by increasing corresponding objective
weights. As it never decreases any weight, we recommend choosing low initial weights,
allowing the algorithm to increase them when encountering violations.

We may face an infeasible combination of targets, i.e., where not all of them can be
reached simultaneously. In such a case, we may see a pattern in the target violations across
several iterations, where the violations oscillate between different targets as the weights are
adjusted. While the initial solution could be improved until a certain point, these oscillations
will eventually become the main changes in each iteration. If such oscillations occur, the
Adjustment phase will terminate if a weight’s increase (see Equation (2) in Section 3.3
exceeds a limit.

We emphasize that this strategy is applicable to targets supported by one or more objec-
tives. When faced with multiple objectives, we can arrive at different results depending on
which weight(s) we adjust. The appropriate weight, or combination of weights, is problem-
specific and we can not provide direct guidelines on how to incorporate targets supported by
multiple objectives in the Adjustment phase. However, we recommend employing any under-
standing of the underlying formulation to design this phase such that it will lead to minimal
conflicts between different targets. An example of an educated decision when designing the
Adjustment phase for the nurse rostering problem is presented in Section 4.3.

3.3. Termination
The methodology terminates when predefined criteria are reached. An obvious criterion is

terminating once the solution reaches all targets. However, as we do not ensure the feasibility
of the targets, we cannot guarantee the convergence of the approach when using only this
criterion. Thus, we may set various criteria to ensure termination of the methodology
independent of the feasibility of the targets, i.e., by restricting the running time.

Even though we continuously increase weights, we will never remove inevitable violations
or combinations of violations. We argue that if a significant weight increase does not succeed
in resolving a violated target, then the target must be infeasible, either in combination with
the other targets or independent of them. Thus, we introduce the termination criteria de-
scribed with Equation (2), to guarantee the convergence of the approach, even for infeasible
targets.
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if
ωcurrent
k

ωoriginal
k

> 106 for any target k then terminate (2)

4. Case study

This section describes how we apply Behind-the-Scenes Weight Tuning to nurse rostering
in Danish hospitals. We generate a full roster for a set of nurses N , while also scheduling
specific days for some additional nurses, which rarely impact the targets. We let D denote
the days of the rostering horizon and Sn,d the feasible shifts for nurse n ∈ N on day d ∈ D.

We define three shift blocks : day, evening and night, where each block includes multiple
shifts. Typically, most work shifts belong exclusively to one of these blocks. In addition to
work shifts, we define shifts for days off. On every day d ∈ D, we should assign every nurse
n ∈ N to at least one shift s ∈ Sn,d. It is worth noting that a nurse may work multiple
shifts on one day (namely both day and night). The rostering process is driven by requests
from the nurses, which can have a high or low priority. The weight for each request depends
on the specific nurse, as those with few requests receive a higher weight on each request.
In addition to requests, we may also have some assignments fixed beforehand (i.e., a nurse
must be assigned to a given shift on a given day) which any feasible solution must satisfy.

The formulation is restricted by Danish legislation, mainly affecting time off. For exam-
ple, the law defines protected days off (or PF days), which must satisfy a minimum number
of hours off, e.g., 55 consecutive hours off for two continuous PF days. On average, we
should assign two PF days per week and distribute them evenly, preferably not having more
than six days between two contiguous PF days.

The formulation includes various constraints and categorizes as ASBCI|RV NO|PLX
using the α|β|γ-notation by De Causmaecker and Vanden Berghe (2011). For a detailed
formulation, we refer interested readers to Böðvarsdóttir et al. (2019a).

We consider two wards, Ward A and Ward B, where we have seven instances for the
former and five for the latter (Böðvarsdóttir et al., 2019b). Table 1 presents information
on the instances, displaying the difference in size between the two wards. Currently, the
practitioners invest substantial time on evaluating each roster and manually adjusting the
weights in the hopes of improving the overall quality.

Table 1: Summary statistics for the two wards.
Ward A Ward B
min max min max

Days 28 28 28 28
Nurses 45 47 30 40
Additional nurses 2 3 2 14
Binary assignment variables 4,504 5,158 3,565 4,077
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4.1. Initialization
The first step in this phase, identifying and prioritizing the targets, was conducted in

collaboration with practitioners. Table 2 introduces nine targets that correspond to the
criteria applied when assessing roster quality. Seven of these targets relate to the roster
quality for the individual nurses, while the remaining two relate to the ward as a whole. We
note that the "additional nurses" only impact the ward-targets, namely Float Nurses and
Balance Excess Staffing.

Table 2: Targets.
Target Priority Description
Float Nurses 1 Number of float nurses required to obtain minimum

coverage.
High Priority Requests 2 Average percentage of fulfilled high priority requests

for all nurses.
Total Requests 3 Average percentage of fulfilled requests for all nurses.
Distance Between PF 4 Maximum number of excess days (exceeding 6 days)

between two contiguous PF days for any nurse.
Overtime 5 Positive deviation (in hours) from contractual hours,

across all nurses.
Undertime 6 Negative deviation (in hours) from contractual hours,

across all nurses.
Shift Blocks In Week 7 Number of times a nurse works all three shift blocks

during one work week (from Monday to Sunday).
Balance Excess Staffing 8 Maximum difference in number of staff assigned to

the same coverage constraint on different days.
Isolated Work Shifts 9 Maximum number of isolated work shifts for any

nurse.

The second step of this phase is to estimate the acceptance threshold for each target.
For some of the targets, we set the acceptance thresholds manually based on the acceptance
criteria of the practitioners. Using manually chosen levels for the thresholds is only applicable
for targets where the violations are sufficiently consistent across rostering horizons for the
practitioners to be confident in their attainability. We analytically estimate thresholds for
the other targets (see Section 4.1.1) by drawing upon the concept of minimal unsatisfiable
subsets (Liffiton et al., 2016). Table 3 provides an overview of the estimation for different
targets. The acceptance threshold generally represents a maximum, except for High Priority
Requests and Total Requests. The following sections present an analytical estimation of
attainable targets, along with the initial weights for the supporting objectives.

4.1.1. Analytical estimations
Three targets control the utilization of available resources, namely limiting Float Nurses

along with Overtime and Undertime. Contractual hours define a global constraint spanning
multiple rostering horizons, whereby deficits or surpluses may be brought forward from
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Table 3: Acceptance thresholds. A dash (-) indicates that the threshold is instance-specific.
Acceptance threshold

Target Estimation Ward A Ward B
Float Nurses Analytical - -
High Priority Requests Fixed or analytical 80% 80%
Total Requests Fixed or analytical 80% 80%
Distance Between PF Fixed 3 3
Overtime Analytical - -
Undertime Analytical - -
Shift Blocks In Week Fixed 1 1
Balance Excess Staffing Fixed 3 5
Isolated Work Shifts Fixed 3 2

previous rosters. Moreover, the need for float nurses varies between horizons, for example
with increased need when many permanent nurses take their summer vacation. Thus, the
acceptable thresholds should vary over time.

We use Algorithm 2 from Böðvarsdóttir et al. (2019c) to calculate bounds needed to
avoid unsatisfiable subsets for these targets, and set the acceptance thresholds based on
these bounds. For Overtime and Undertime, we add a slack of 8 hours, corresponding to a
common shift duration. For Float Nurses, we increase the bound by 5% when the estimation
reveals a need for at least one float nurse, but if the estimated bound is zero, then we add
no slack.

Practitioners have defined the acceptance threshold for both High Priority Requests and
Total Requests to be 80% fulfillment. Nonetheless, this percentage is not always attainable
due to conflicting constraints. Therefore, Algorithm 2 estimates the threshold analytically
by lowering it when 80% is not attainable. We let besthigh and besttot denote the bounds ob-
tained from the Solution phase when only focusing on maximizing the fulfillment of requests.
These values represent an upper bound on the attainable fulfillment, but will likely become
infeasible when introducing the remaining targets. Furthermore, we let thresholdhigh and
thresholdtot denote the acceptance thresholds, which enable a small deviation from the best
possible result.

When estimating the bounds, we include objectives for available resources to avoid a
biased assessment, for example claiming that a nurse requesting every single day off could
be accommodated. This estimation is closely related to the one for available resources, with
the main difference being that we only use the estimated values as thresholds if they are
lower than the manually defined thresholds, thus indicating their infeasibility.

For several targets, we employ manually defined thresholds that are not guaranteed to
be feasible for each instance. To ensure the accuracy of these thresholds for nurse-specific
targets, we analytically estimate whether reaching them is realistic. If the threshold is too
tight for a given nurse, then we deactivate the target for that particular nurse to avoid
infeasibility. Appendix A provides a detailed description of these estimation procedures,
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Algorithm 2 Estimation of acceptance thresholds for targets for requests
1: Consider a full nurse rostering model
2: Deactivate objectives not directly corresponding to targets for requests or available re-

sources.
3: Apply the Solution phase to obtain a solution
4: thresholdhigh = min (80%, bbesthigh − 2%c)
5: thresholdtot = min (80%, bbesttot − 5%c)

4.1.2. Objectives and initial weights
The last step of the Initialization phase is to choose initial objective weights. Until now,

the practitioners have rigorously tuned the weights for each horizon by trial-and-error. As
the initial weights are unavailable, we have selected weights that are representative of those
practitioners would set initially.

Table 4 presents a mapping between targets and their supporting objectives, along with
the initial weights. The table does not include a specific weight for High Priority Requests
or Total Requests, as the weights differ based on their priority and the number of requests
a nurse has made. To ensure that the analytically estimated thresholds account for the
target’s priorities, the supporting weight for Float Nurses is substantially higher than those
for Overtime and Undertime. For further information concerning the initial weights, we
refer to Appendix B.

4.2. Solution and validation
We use Gurobi 8.0 to generate solutions for the subsequent MIP formulations with their

weights adjusted. Practical experience has revealed that the appropriate termination criteria
differ between wards, so we permit MIP gaps of 0.5% for Ward A and 0.1% for Ward B.
After reaching these gaps, the solver generally spends most of its time improving bounds
while the MIP solution is rarely altered. Besides the aforementioned conditions, we use the
standard parameter settings for Gurobi.

In the Validation phase, we investigate the current solution and check if we meet the
termination criteria. If we do not reach all targets then we assess the magnitude of the
violations. Moreover, we compare the solution with the best-known solution and update the
best-known as necessary. When comparing any two solutions we consider the three following
factors: the priorities of violated targets, the number of violated targets and the magnitude
of the violations.

4.3. Adjustment
Using information from the Validation phase, we automatically assess which weights to

adjust. If the solution violates either High Priority Requests or Total Requests, then we only
increase the corresponding weights. Otherwise, we adjust the supporting objective weights
for all violated targets, as different objectives are not internally supportive and presumably
the weights must be increased at some point. For example, while increasing the objective
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Table 4: Mapping between targets and supporting objectives along with initial weights.
Target Supporting objective(s)

Weight Description
Float Nurses 1.000 Penalty per hour assigned to float nurses.
High Priority Requests - Reward for fulfilling high priority requests.
Total Requests - Reward for fulfilling any requests.
Distance Between PF 100 Penalty for each day exceeding six days between

PF days.
Overtime 100 Penalty per hour for exceeding the contractual

hours (beyond given tolerance).
Undertime 100 Penalty per hour for exceeding the contractual

hours (beyond given tolerance).
Shift Blocks In Week 50 Penalty for assigning all three blocks on seven con-

secutive days.
Balance Excess Staffing 50 Penalty per nurse when excess staffing differs.
Isolated Work Shifts 5 Penalty for assigning work sequences below a mini-

mum number of days. The penalty grows exponen-
tially with the deviation from the preferred mini-
mum.

10/20/30 Penalty for assigning Free-Work-Free patterns,
where the value is related to the shift block.

weight supporting Distance Between PF will contribute towards removing those type of
violations, it will not consistently remove violations for any other target.

We adjust the weights using Equation (1) from Section 3, where γki is given with Equa-
tion (3). As the weights for available resources penalize per hour, the corresponding param-
eter is low. On the contrary, the satisfaction of requests is measured as a ratio of those put
forth and thus require a high γki to compensate.

γki = 0.1 for k ∈ {Float Nurses,Overtime,Undertime}
γki = 100 for k ∈ {High Priority Requests,Total Requests}
γki = 0 for k = Isolated Work Shifts, ki = minimum work sequence
γki = 1 otherwise

(3)

As seen in Table 4, multiple weights support Isolated Work Shifts, i.e., both those for
minimum work sequence and specific Free-Work-Free patterns. As we know the former to be
computationally difficult (Smet, 2018), we hypothesize that adjusting the weights for Free-
Work-Free patterns will provide better results. In the experiments, we test this hypothesis
by adjusting the minimum work sequence weight for comparison.

4.4. Experiments
To reveal the behavior of the methodology, we conducted the following experiments:
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(i) Employing the phases described in Sections 4.1-4.3.
(ii) Adjusting the weight for minimum work sequence instead of the weight for Free-Work-

Free patterns.
(iii) Adjusting only one weight per iteration, corresponding to the target with the largest

relative deviation from the acceptance threshold.
(iv) Using instance-specific weights provided by Böðvarsdóttir et al. (2019b) combined with

the Adjustment phase presented in Section 4.3.
(v) Employing the phases described in Sections 4.1-4.3, without estimating exceptions for

nurse-specific targets (i.e., Difference Between PF and Isolated Work Shifts).
(vi) Employing tighter acceptance thresholds for several targets (see Table 5) and excluding

exceptions for nurse-specific targets. This experiment employs the initial weights and
Adjustment phase presented in Sections 4.1.2 and 4.3, respectively.

The first three experiments compare different strategies in the Adjustment phase, while
the fourth examines a different output from the Initialization phase. The last two exper-
iments analyze the impact of using less accurate acceptance thresholds. The former uses
realistic thresholds, without considering their feasibility for individual nurses, while the lat-
ter employs exceptionally tight thresholds (allowing no violations) for several targets, as
presented in Table 5. We hypothesize that we will not be able to reach all targets when
working with such tight acceptance thresholds.

Table 5: Tight acceptance thresholds employed in Experiment (vi).
Target Tight threshold
Distance Between PF 0
Shift Blocks In Week 0
Balance Excess Staffing 0
Isolated Work Shifts 0

For all experiments, we set a time limit of 7200 seconds, which is substantially shorter
than the time currently spent on manual weight tuning. We ran the experiments on a 64-bit
Windows 7 with 12GB RAM and an Intel Core i5-4570 CPU @3.20GHz.

The instances for Ward A only include Free-Work-Free patterns for evening and night
shifts, but not for day shifts. As a result, Isolated Work Shifts is not fully supported by
pattern objectives. Thus, increasing the corresponding weights will never repair violations
caused by isolated day shifts. To resolve this issue, we alter the data to include a pattern
for isolated day shifts with a low starting weight.

With this modification, the target is fully supported by patterns and the adjustment
strategy presented in Section 4.3 is applicable, even when isolated day shifts occur. Without
this modification, the strategy would be incomplete, as only the penalty for minimum work
sequence could promote the removal of isolated day shifts. Thus, the algorithm would have
to adjust that weight, meaning that Experiment (ii) would be the only adjustment strategy
promoting the removal of all types of target violations.
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5. Results

5.1. Results for different adjustment phases
Table 6 provides the results for Experiments (i)-(iii), where the first column corresponds

to the number of targets violated in the first iteration. For each experiment, we present the
number of iterations, running time, and the number of violated targets in the best solution.

For several instances, Experiment (ii) yields substantially worse results than Experi-
ment (i) and for two of those it terminates due to the time limit, but manages to reach all
targets. Analysing the results revealed that reaching the acceptance threshold for Isolated
Work Shifts was challenging for those instances, and the solver struggled as the problem
became more constrained as the weight for minimum work sequence increased.

As one would expect, Experiment (iii) often requires more iterations than Experiment (i).
Nevertheless, the increase in running time is not always significant. As the Adjustment phase
in Experiment (iii) considers only one target in each iteration, it resembles the automation
of manual trial-and-error. The main difference lies in how measurable targets guide the
algorithm, whereas a manual process is typically guided by less consistent qualitative as-
sessments.

All instances reach the top three targets in the first iteration, but the remaining six are
violated by some instances. Figure 1 provides an example of the algorithm’s progression,
where the initial solution violates five targets. After five iterations the solution reaches all
targets, but at the cost of a small decrease concerning Total Requests.

For B02, reaching all targets requires significantly more iterations than other instances,
due to difficulties with fulfilling B02’s requests while simultaneously limiting the deviation
from contractual hours. These difficulties are evident by violations jumping back and forth
between these targets when adjusting the corresponding weights. For this instance, Ex-
periment (ii) requires substantially fewer iterations than Experiment (i). The main reason
is that increasing the weight for minimum work sequence yields more extensive constraint
conflicts and thus more extensive violations. Due to those violations, the increase of the cor-
responding weights becomes more rapid, reducing the overall number of iterations needed.

5.2. Results for different initialization phases
The accuracy of the weights from the Initialization phase determines the effort required

from Behind-the-Scenes Weight Tuning in adjusting these weights. Table 7 presents a com-
parison for Experiments (i) and (iv). For each experiment, the first two columns present the
target violations, both initially and in the best solution, while the next two columns present
the number of iterations and running time.

For all instances and both experiments, we find a solution reaching all targets within
the time limit. When using instance-specific weights, two instances reach all targets in the
first iteration and most of the remaining instances have only a few violations. For instance
B02, the difficulty of fulfilling requests and respecting contractual hours impacts both the
number of initial violations and the number of iterations needed.

For Experiment (iv), instance B03 stands out given how more than half of the targets
are violated using the initial weights. To gain some insight into this particular instance we
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Figure 1: The algorithm’s progression for Experiment (i) and instance A03, where the blue lines display how
the violations (y-axis) for each target develop through the iterations (x-axis). The white area represents
reaching a target while the grey represents a target violation. The dotted line for High Priority Requests
and Total Requests represents the best possible request fulfillment.

addressed the practitioners. They stated that it was an exceptionally difficult instance and
that they were forced to accept violations that they generally would not. By analysing the
data we identified the explanation for their difficulties, namely a large deficit in contractual
hours brought over from previous rostering horizons. This deficit caused the best possible
deviation to be exceptionally high. Nevertheless, the practitioners pursued the impossible by
deploying abnormally high weights for the corresponding constraints, resulting in increased
violations for the others. Although these results may seem extreme, they are very similar
to those reported by Petrovic and Vanden Berghe (2012) regarding the negative impact of
manual interventions.

As the acceptance thresholds for the available resources depend on the relative weights,
we compared the thresholds obtained in the two experiments. The thresholds were stable,
except for instance B05, where the instance-specific weights resulted in substantial increases
in the thresholds for Float Nurses and Overtime, along with a significant decrease for Un-
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Table 7: Results from Experiment (i) (weights from Section 4.1) and Experiment (iv) (instance-specific
weights from Böðvarsdóttir et al. (2019b)).

Instance Experiment (i) Experiment (iv)
Violations Violations

Initial Final Iter. Time [s] Initial Final Iter. Time [s]
A01 2 0 4 262.54 0 0 1 278.73
A02 3 0 7 780.86 1 0 3 438.28
A03 5 0 5 265.74 1 0 2 200.97
A04 4 0 4 291.41 0 0 1 283.70
A05 3 0 5 2,157.53 1 0 2 778.99
A06 4 0 6 627.20 2 0 4 1,135.92
A07 3 0 4 316.43 1 0 2 1,865.59
B01 2 0 3 381.65 1 0 8 1,163.23
B02 3 0 22 1,728.69 3 0 23 1,925.67
B03 2 0 8 830.58 5 0 10 900.88
B04 1 0 5 1,230.68 2 0 6 656.94
B05 1 0 2 2,139.88 2 0 6 6,082.46

dertime, as shown on Figure 2. This difference is directly linked to the relative weights not
representing the targets’ priorities, with the penalty for Undertime being by far the highest.
These results clearly illustrate the challenge practitioners face when translating their desired
outcome into objective weights and how they can easily lose sight of the bigger picture.

5.3. Results for less accurate acceptance thresholds
Tables 8-9 provide the results for Experiments (v)-(vi), respectively. The first two

columns present the number of target violations, both initially and in the best solution
found, and the third column presents the iteration in which the best solution was found.
The next two columns present the total number of iterations and the running time until
termination. The last column then presents the reason for termination.

In Experiment (v) we reach all targets for seven instances, while the best solutions found
for five instances violate some targets. These violations occur for Distance Between PF,
Balance Excess Staffing and Isolated Work Shifts, i.e., the targets where we now exclude
exceptions along with a very low priority target. For these five instances, we terminate
because the objective weight supporting either Distance Between PF or Isolated Work Shifts
grow too large, indicating that we are unable to remove the corresponding violations.

As expected, no instance can reach all targets when working with Experiment (vi), i.e.,
unrealistically tight acceptance thresholds. Nonetheless, Behind-the-Scenes Weight Tuning
manages to improve the initial solution w.r.t. these thresholds for all instances. Instance
B02 stands out, with the same number of violations in both the initial solution and the best
solution found, but still improving the initial solution by moving the violation from a higher
priority target towards a lower one.

Table 10 provides an overview of the violated targets in the best solution found for
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Figure 2: A comparison of the estimated acceptance thresholds for available resources when using the weights
from Section 4.1 (grey) and instance-specific weights from Böðvarsdóttir et al. (2019b) (blue).

Table 8: Results from Experiment (v), i.e., using the acceptance thresholds from Section 4.1 without esti-
mating exceptions for nurse-specific targets.

Instance Violations Iteration with Total Termination
Initial Best best solution iterations Time [s] criteria

A01 2 0 4 4 257.07 Reach all targets
A02 3 1 17 21 2722.35 Isolated Work Shifts
A03 5 3 2 10 335.19 Distance Between PF
A04 5 0 3 3 210.38 Reach all targets
A05 3 0 4 4 1190.42 Reach all targets
A06 5 2 3 9 451.51 Distance Between PF
A07 3 0 4 4 310.50 Reach all targets
B01 3 2 2 11 1266.34 Distance Between PF
B02 3 0 22 22 1718.96 Reach all targets
B03 2 0 8 8 828.91 Reach all targets
B04 1 0 5 5 1212.73 Reach all targets
B05 2 1 6 14 1771.46 Distance Between PF

Experiment (vi). Distance Between PF is violated for all instances, and all but one terminate
due to the objective weight supporting that target growing too large. Moreover, the other
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Table 9: Results from Experiment (vi), i.e., using unrealistically tight acceptance thresholds for several
targets.

Instance Violations Iteration with Total Termination
Initial Best best solution iterations Time [s] criteria

A01 5 2 4 11 2839.61 Distance Between PF
A02 4 2 5 11 6233.96 Distance Between PF
A03 5 4 2 8 585.85 Distance Between PF
A04 6 3 2 16 1263.16 Distance Between PF
A05 5 3 3 13 6820.83 Distance Between PF
A06 5 4 3 9 467.51 Distance Between PF
A07 4 2 5 13 2304.08 Distance Between PF
B01 4 3 3 10 1248.94 Distance Between PF
B02 4 4 2 18 742.34 Distance Between PF
B03 5 2 7 12 711.86 Distance Between PF
B04 5 3 2 6 7200.00 Reach time limit
B05 3 2 4 9 2203.19 Distance Between PF

targets with tight thresholds (i.e., Shift Blocks In Week, Balance Excess Staffing and Isolated
Work Shifts) are violated for some of the instances. At last, we see a very mild violation of
Undertime for one instance, as a result of the combination of thresholds being infeasible.

Table 10: Target violations in the best solutions found in Experiment (vi).
Instance Distance Shift Blocks Balance Isolated

Between PF Undertime In Week Excess Staffing Work Shifts
A01 3 2
A02 3 3
A03 7 1 3 5
A04 3 2 3
A05 3 1 3
A06 9 1 1 2
A07 2 2
B01 6 6 2
B02 6 0.20 2 5
B03 3 1
B04 4 4 2
B05 5 1

When working with infeasible acceptance thresholds, we see that the best solution is
found relatively early in the process and that continuously increasing the penalty for in-
evitable violations leads to lower quality solutions. This is clearly evident in Figure 3, which
shows how increasing the supporting weights for Distance Between PF and Isolated Work
Shifts does not resolve violations for those targets, but instead leads to significant violations
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for other targets. This example highlights the importance of setting realistic expectations
and put thought into the acceptance thresholds, as opposed to aiming for the obvious but
unrealistic goal of no violations.

Figure 3: The algorithm’s progression for Experiment (vi) and instance A04, where the blue lines display
how the violations (y-axis) for each target develop through the iterations (x-axis). The red dot marks the
best solution found during the tuning process. The white area represents reaching a target while the grey
represents a target violation. The dotted line for High Priority Requests and Total Requests represents the
best possible request fulfillment.

5.4. Discussion
These results demonstrate the capability of the methodology to generate good solutions

for an over-constrained problem. Furthermore, they highlight the difficulties practitioners
encounter along with the issues that can arise when they have unrestricted control over the
optimization objective. When working with realistic acceptance thresholds, the methodology
converged to solutions reaching all targets. When working with too tight acceptance thresh-
olds, the methodology rightfully does not reach all targets. Nonetheless, the methodology
improves the initial solution for all instances with respect to the given thresholds.

21



Even though setting up the Initialization phase required some knowledge, practitioners
can effortlessly employ the methodology afterward. Instead of thoroughly analyzing the
rosters and manually modifying the weights, the methodology automatically assesses each
instance and arrives at instance-specific weights.

Analyzing the weights set by practitioners clearly revealed the difficulties that practition-
ers face when trying to translate their desires into weights, sometimes leading to unreasonable
values. Furthermore, they displayed a tendency to set remarkably high weights, regardless
of necessity.

Although the results we have presented ensure a small MIP gap, Behind-the-Scenes
Weight Tuning is not restricted to algorithms that ensure (near) optimal solutions. Termi-
nating the Solution phase with a larger gap may mean that some of the violations detected
in the Validation phase would not be visible in the optimal solution for this weight setting.
Nonetheless, drawing upon solutions generated with a different termination criterion does
not hinder the application of the methodology. Overall, it is designed to guide the solver
(heuristic or exact) towards more promising solutions, which is done by analysing the so-
lutions produced with the solver, as opposed to the optimal solution for a specific weight
setting. Preliminary results showed that the impact of increasing the allowed MIP gaps
up to 10% was very limited. While the computational time was reduced due to less efforts
spent in the Solution phase, the methodology converged within roughly the same number
of iterations as when using smaller gaps.

We want to emphasize that by using the Behind-the-Scenes Weight Tuning methodology
we can reach all targets for all 12 instances in roughly 30 minutes. In comparison, only
two instances reached all targets after time-consuming manual tuning (the initial weights
in Experiment (iv)). Such results indicate the restrictiveness manually selecting weights
unintentionally produces, and how there are significant benefits to be realized by not only
trusting humans to make appropriate high level decisions, but also trusting computers to
enforce those decisions.

6. Conclusion

By far the majority of nurse rostering formulations in the literature utilize a weighted
sum objective function. Choosing the appropriate weights is non-trivial and manual weight
tuning is common in practice. Drawing on observations, we can attest that this tuning
is often based on limited knowledge of the effect of changing weights, resulting in a time-
consuming process of trial-and-error where the final goal is unknown. As practitioners do not
always understand algorithm behavior, they sometimes set irrational weights in a desperate
attempt to obtain a satisfactory outcome. These drawbacks are significant and prevent
automatic nurse rostering approaches from being widely employed in practice.

We have introduced a methodology, Behind-the-Scenes Weight Tuning, for automatically
setting objective weights. This methodology is intended to assist in setting objective weights
for formulations employing a weighted sum objective function. Furthermore, the method is
flexible and independent of both the problem formulation and the solver. Therefore, Behind-
the-Scenes Weight Tuning is suitable as a supplement for most of the formulations presented
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in the nurse rostering literature.
Quantitative targets guide this methodology in adjusting weights to improve the overall

quality of the roster. By way of illustration, we applied the methodology to a nurse rostering
formulation with nine targets and assessed its performance for different adjustment strate-
gies, different initial weights, and different acceptance thresholds. The results clearly exhibit
how the methodology outperforms manual weight setting as well as highlighting several is-
sues with the current procedures. We emphasize that this methodology is not restricted
to nurse rostering problems, but is also applicable to any weighted sum formulation where
setting the weights is non-trivial.

The methodology provides a good initialization of weights when converting from manual
to automated scheduling and performs well with limited information and without any his-
torical data. Furthermore, the weights are automatically adapted to each specific instance,
making the methodology incredibly valuable in environments where the rostering data differ
between horizons. By handing the final selection of weights over to the algorithm we are
able to maximize the benefits of automated rostering. This methodology requires a change
in mindset and moves away from old procedures that have unnecessarily prevented us from
achieving the full benefits computerization is capable of providing.

We strongly believe that Behind-the-Scenes Weight Tuning can support the implemen-
tation of various rostering solutions in practice. The methodology requires minimal manual
effort, thus freeing resources. Furthermore, the experiments have shown it to be capable
of consistently reaching predefined targets. The methodology builds a bridge between the
pragmatic managerial mindset and the technicalities of objective weights, thus simplifying
the information flow between users and computers. These aspects result in the nurses being
more likely to trust the system, compared to one with abstract weights and inconsistency in
the produced solutions.

Future research should focus on studying the impact of shifting the paradigm from ob-
jective weights to acceptance thresholds. As indicated by the results, working with accurate
acceptance thresholds is supremely important to ensure the overall quality of the final solu-
tion. We have identified interesting areas for building on targets and acceptance thresholds,
including a general analysis of pre-computable bounds and how they could be applied to sim-
plify the objective function. Furthermore, we see opportunities in developing multi-criteria
methods that do not rely on objective weights to manage trade-offs between constraints, but
instead fully rely on targets and their acceptance thresholds.
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Appendix A. Exceptions from nurse-specific targets

As we measure Distance Between PF and Isolated Work Shifts on an individual basis,
the acceptance thresholds are not always attainable for all nurses, perhaps due to fixed
assignments from the previous horizon. Thus, we identify nurses for whom these targets
should be ignored.

Algorithm 3 identifies the exceptions forDistance Between PF, where thresholdpf denotes
the fixed acceptance threshold and bestpf,n denotes the best possible for nurse n ∈ N . We
include objectives for PF-days along with those for Float Nurses and Overtime, but exclude
the one for Undertime given how it can conflict with Distance Between PF.

Algorithm 3 Identification of exceptions for Distance Between PF target
1: exceptions = set()
2: Generate model with all hard constraints and no objective
3: Activate objectives supporting Float Nurses and Overtime
4: Activate all weights corresponding PF-days
5: Apply the Solution phase to obtain a solution
6: for n ∈ N do
7: if bestpf,n > thresholdpf then
8: exceptions = exceptions ∪ {n}
9: end if
10: end for

Algorithm 4 identifies the exceptions for Isolated Work Shifts, by counting the number of
times that an isolated work day is unavoidable or specifically requested, where thresholdiso
denotes the fixed acceptance threshold, w denotes any work shift and o denotes a day off.
Furthermore, Dall includes the rostering horizon along with the last day of the previous
roster. Finally, Sreq

n,d denotes the shifts that nurse n ∈ N has requested for day d ∈ Dall.

Appendix B. Description of initial weights

This Appendix provides a more detailed description of the choice of initial weights for
different targets. The choice of initial weights is rather primitive, but some problem-specific
knowledge was utilized in order to reduce the complexity in the Solution phase. We argue
that these weights are representative of those weights that practitioners set before beginning
manual adjustments.

The specific weight for each request depends on both the nurse and the priority of the
request. In addition to requests, the nurses also have some general preferences(say working
nights rather than evenings). We determine the weight for each request and preference using
a normalization that promotes fairness. For each nurse, a roster that fulfills all requests
and preferences should receive a total score of -5.000. We distribute the score between
assignments using the relative importance given in Table B.11. We acknowledge that the
estimation of achievable request fulfillment may differ based on the relative importance of
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Algorithm 4 Identification of exceptions for Isolated Work Shifts target
1: exceptions = set()
2: for n ∈ N do
3: counter = 0
4: for d ∈ Dall do
5: if d+ 1 ∈ D and (w ∈ Sreq

n,d or o /∈ Sn,d)
6: and (o ∈ Sreq

n,d−1 or w /∈ Sn,d−1)
7: and (o ∈ Sreq

n,d+1 or w /∈ Sn,d+1) then
8: counter = counter + 1
9: end if
10: end for
11: if counter > thresholdiso then
12: exceptions = exceptions ∪ {n}
13: end if
14: end for

requests and preferences. However, this only impacts the methodology for instances where
the 80% threshold cannot be attained.

Table B.11: The relative importance of different requests and preferences.
Priority

High Low
Requests 30 10
Preferences 3 1

The score for requests and preferences is high for several reasons. First, the corresponding
targets are a top priority. Second, the score is distributed among multiple assignments,
making the score for a single request much lower. Third, the requests are specific to each
day and thus provide a better structure for finding a solution. Without requests, the problem
becomes highly symmetric and the solver struggles when searching for solutions.

Many targets often conflict with requests, but whether they do or to which extent cannot
be known beforehand. Consequently, the supporting weights are low, thus relying on the
Adjustment phase to increase them as needed. Furthermore, targets that relate to legal
requirements, i.e., Distance Between PF, Overtime and Undertime, have a higher supporting
weight than those defined by practitioners.

One target, Isolated Work Shifts, has two supporting objectives. The first penalizes too
short work sequences, a constraint that previous research has shown to have a significant
effect on the problem’s complexity (Smet, 2018). Therefore, the corresponding weight is
set to be low, but it does not represent the full penalty for an isolated work shift, as it
grows with increased deviation from the preferred minimum. The second objective consists
of penalties for Free-Work-Free patterns, where the weights differ based on the shift blocks
given that the practitioners perceive the severity of these violations differently. A specifically
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requested pattern does not receive a penalty, thus creating fewer constraint conflicts.
Finally, we acknowledge that the formulation presented by Böðvarsdóttir et al. (2019a)

includes some soft constraints (and thus weights) that are not linked to any targets. Nonethe-
less, violations of those constraints are often stable when altering the weights, and many
are not ranked high enough to justify violating other constraints to remove these violations.
Even though the practitioners consider some of these constraints when evaluating the quality
of the roster, they do not follow any specific rules of thumb regarding the number of viola-
tions. Moreover, analysing the rosters that have been generated reveals a huge variability in
the acceptance criteria for those constraints. Therefore, we have deliberately left other soft
constraints out of this analysis, and when initializing we have set the corresponding weights
relatively low.
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