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Abstract

Fast ions play a crucial role in current experimental fusion reactors, and highly
energetic fusion-born alpha particles are envisioned to be the main source of heat
in future nuclear fusion power plants. However, in current-day reactors, energetic
auxiliary heating-born deuterium ions are often found to be affected by plasma
instabilities and resonantly interact with wave activity leading to anomalous fast-
ion transport and loss. Through tomographic inversion of combined fast-ion
measurements, the fast-ion velocity distribution can be reconstructed, allowing
detailed studies on fast-ion transport. Often this is a sparse-dataset problem,
and reconstructions of high-resolution images can typically only be achieved by
including prior information. This work introduces novel and improved inversion
strategies using Tikhonov regularization with the goal of enabling measurement-
based reconstructions of fast-ion distributions from diagnostic setups where
standard methods do not necessarily succeed. Reconstructions of fast-ion
distributions are calculated using the proposed strategies for different scenarios
and diagnostic capabilities: sawtooth activity in the MAST tokamak, Alfvén
eigenmode activity in the DIII-D tokamak and various neutral beam heating
schemes in the EAST tokamak. Additional preliminary tomographic results at
the TCV tokamak are presented. The reconstructed distributions are subsequently
compared to numerical models with the aim of improving the understanding and
predictability of fast-ion transport in both current and future fusion reactors.
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Dansk Resume

Hurtige ioner spiller en afgørende rolle i eksperimentelle fusionsreaktorer, og
energiske fusionsfødte alfapartikler forventes at være den vigtigste varmekilde
i fremtidige kernefusionskraftværker. I nuværende reaktorer er det imidlertid
blevet observeret, at hurtige deuteriumioner kan påvirkes af plasma-ustabiliteter
og interagere resonant med bølgeaktivitet. Disse interaktioner kan føre
til øget hurtig-ion-transport og -tab. Ved hjælp af tomografisk inversion
af eksperimentelle målinger, kan hastighedsfordelingen af de hurtige ioner
beregnes. De rekonstruerede fordelinger kan give et detaljeret billede af hurtig-
ion transporten. Ofte er kun små mængder data tilgængelig, og fintopløste
billeder kan typisk kun opnås ved at inkludere såkaldt prior information.
Denne afhandling introducerer nye og forbedrede inversionstrategier bygget på
Tikhonov-regularisering med det formål at muliggøre rekonstruktioner af hurtig-
ion-fordelinger fra måleopstillinger, hvor standard-metoder ikke nødvendigvis
lykkes. Rekonstruktioner af hurtig-ion-fordelinger er beregnet ved hjælp af
de foreslåede taktikker for forskellige scenarier og diagnostiske egenskaber:
savtandsaktivitet i MAST-tokamakken, Alfvén-aktivitet i DIII-D-tokamakken og
forskellige opvarmningsscenarier i EAST-tokamakken. Yderligere præsenteres
foreløbige tomografiske resultater fra TCV-tokamakken. De rekonstruerede
fordelinger sammenholdes med numeriske modeller med det formål at forbedre
forståelsen for og forudsigeligheden af hurtig-ion-transport i både nuværende og
fremtidige fusionsreaktorer.
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Luke Stagner, Mario Podestà, Dmytry Mykytchuk, Jing Zhang, Jianxun Su, Yimo
Zhang and the DIII-D Team, the EAST Team, the MAST Team and the TCV
Team. Without their insight and collaboration, this work would not have been
possible. It has been a pleasure doing my PhD studies as a part of the plasma
physics and fusion energy section at DTU. I would especially like to thank my
office mates and fellow PhD students at DTU Andrea, Henrik, Lukas, Nishta and
Xiang who have made my three years as a PhD student a joyous experience. Also
my office mates during my external research stays at ASIPP, China, deserve a
special thanks for introducing me to Chinese culture and foods I did not even
know existed. Finally, I would like to thank my friends and family who supported
me through this project and helped me stay sane during the corona-lockdown in
the final months prior to my thesis deadline.

vii



Contents

Abstract i

Dansk Resume iii

Included papers v

Acknowledgements vii

1 Introduction 1
1.1 The tokamak configuration . . . . . . . . . . . . . . . . . . . . . 2
1.2 Studying fast ions . . . . . . . . . . . . . . . . . . . . . . . . . . 3
1.3 This thesis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4

2 Fast ions in fusion plasmas 5
2.1 Coordinate space . . . . . . . . . . . . . . . . . . . . . . . . . . 5
2.2 Orbit types . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8
2.3 Fast-ion velocity distributions . . . . . . . . . . . . . . . . . . . 10

2.3.1 Neutral-beam induced fast-ion populations . . . . . . . . 11
2.3.2 Moments of the distribution . . . . . . . . . . . . . . . . 13

2.4 Dynamical events . . . . . . . . . . . . . . . . . . . . . . . . . . 14
2.4.1 Alfvén eigenmodes (AEs) . . . . . . . . . . . . . . . . . 15
2.4.2 Sawtooth activity . . . . . . . . . . . . . . . . . . . . . . 17

3 Fast-ion diagnostics 19
3.1 Fast-ion diagnostic setups . . . . . . . . . . . . . . . . . . . . . . 19
3.2 Fast-ion D-alpha (FIDA) diagnostic . . . . . . . . . . . . . . . . 23

3.2.1 FIDA weight functions . . . . . . . . . . . . . . . . . . . 27
3.3 Neutron diagnostics . . . . . . . . . . . . . . . . . . . . . . . . . 31

3.3.1 NES weight functions . . . . . . . . . . . . . . . . . . . 33

4 Fast-ion velocity-space tomography 35
4.1 Tikhonov regularization . . . . . . . . . . . . . . . . . . . . . . . 36
4.2 Singular value decomposition (SVD) . . . . . . . . . . . . . . . . 36
4.3 Weight function coverage . . . . . . . . . . . . . . . . . . . . . . 40

viii



CONTENTS

4.4 Dealing with high densities at low energies . . . . . . . . . . . . 42
4.5 Normalizing the problem . . . . . . . . . . . . . . . . . . . . . . 45

5 Improving reconstructions from sparse datasets 49
5.1 Null-measurements as a penalty . . . . . . . . . . . . . . . . . . 50
5.2 Monotonicity constraint . . . . . . . . . . . . . . . . . . . . . . . 55
5.3 Restricted velocity-space inversion methods . . . . . . . . . . . . 56
5.4 Utilizing a fast-ion slowing-down basis in tomographic problems . 59

5.4.1 Employing the slowing-down basis for reconstructions . . 62
5.4.2 Restricting the basis . . . . . . . . . . . . . . . . . . . . 64

6 Preliminary tomographic results from the two-view FIDA system in
the TCV tokamak 67
6.1 Reconstructing the TCV fast-ion velocity distribution . . . . . . . 69
6.2 Temporal evolution of the fast-ion distribution . . . . . . . . . . . 72
6.3 Fast ions during Alfvén eigenmode (AE) activity . . . . . . . . . 74
6.4 Prospects of the TCV FIDA system . . . . . . . . . . . . . . . . 76

7 Conclusions 79

8 Outlook 83

Bibliography 85

Paper I 95

Paper II 101

Paper III 119





Chapter 1

Introduction

Today’s society strongly relies on the supply of energy, and the energy demand
is expected to increase in the coming decades [1]. At present, the largest
fraction of the world’s energy production relies on combustion of fossil fuels [2].
This process releases energy stored in e.g. oil or coal, but causes emission of
greenhouse gases that have been shown to lead to climate change [3]. Hence, with
increasing energy demands, it is crucial to look towards sustainable, reliable and
safe energy sources that have little impact on the environment. Recent years have
seen an increase in energy production from renewable energy sources such as solar
panels and windmills [2]. Although crucial for the shift to a predominantly green
energy production, many of these sources are intermittent and benefit from being
supplemented by reliable energy sources that do not inherently vary the energy
output on a daily, monthly or annual basis. A promising sustainable candidate
is nuclear fusion that utilizes the energy released when merging light elements.
Energy extraction from nuclear fusion builds on the same principle as nuclear
fission, i.e. that the binding energy of a nucleus can be altered by changing the
nuclei composition. Merging light elements (fusion) or splitting heavy elements
(fission) increases the binding energy, causing a net release of energy that can be
harvested. However, nuclear fusion differs from nuclear fission in the sense that
it does not produce any long-lasting radioactive waste, and there is no risk of a
nuclear fusion power-plant meltdown [4].

In order to achieve nuclear fusion, the fuel ions must be brought extremely
close. This can be achieved by heating the fuel to extreme temperatures (about
100 million K) high enough to overcome the electrostatic repulsion between
positive ions. At these temperatures, the fuel is in the plasma state, i.e. a ”soup”
of electrons and ions interacting with electromagnetic fields. Fusion between
deuterium and tritium ions (D-T fusion) is the most promising candidate for future
fusion plasmas due to its relatively large fusion cross-section that has a maximum
at a relatively low energy (on the order of 100 keV) compared to other alternatives
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CHAPTER 1 1.1. The tokamak configuration

[5]. Furthermore, this process has a large energy output of E = 17.6 MeV, released
as kinetic energy of the products, through

D+T→ 4He(3.5 MeV)+neutron(14.1 MeV). (1.1)

Current experiments typically operate with deuterium plasmas, and future fusion
reactors might rely on D-D fusion. D-D fusion has the benefit over D-T fusion
that deuterium is very abundant on Earth, whereas tritium has a half-life of only
∼ 12.5 years [6], meaning that no natural terrestrial reservoirs exist. When fusing
two deuterium ions, there are two equally likely outcomes. These are

D+D→ T(1.0 MeV)+H(3.0 MeV) (1.2)

and

D+D→ 3He(0.8 MeV)+neutron(2.5 MeV). (1.3)

1.1 The tokamak configuration

The interactions between the charged fusion particles and electromagnetic fields
can be utilized to hold together the plasma in magnetically confined fusion
plasma reactors. The most well-studied magnetically confined fusion plasma
configuration is the tokamak. In a tokamak, the plasma is floating in a vacuum
vessel, held together in a donut shape by a strong magnetic field (of several T)
created by field coils and an internal plasma current (on the order of MA). This
configuration is illustrated in Figure 1.1. Here, toroidal field coils generate a
toroidal magnetic field with a strength inversely proportional to the radial position
inside the torus. An additional poloidal field is created by an internal plasma
current. This current is often generated inductively by the central solenoid (inner
poloidal field coils in the figure). For continuous steady-state tokamak operation,
the plasma current must be driven non-inductively, e.g. by injection of neutral
beams, by electromagnetic waves or by the plasma itself through the so-called
bootstrap current [5]. Achieving steady-state scenarios with fully non-inductive
current drive is one of the main goals of the EAST (Experimental Advanced
Superconducting Tokamak [8]) device located in Hefei, China [9, 10].

Due to many years of tokamak research and numerous positive results, the next big
step in fusion research, ITER [11] that is currently under construction in France, is
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CHAPTER 1 1.2. Studying fast ions

Figure 1.1: Schematic of a tokamak. From [7].

built as a tokamak. ITER is predicted to be the first magnetically confined fusion
plasma reactor producing more energy from fusion processes than provided by
auxiliary heating [12]. This is expected to be achieved by continuously heating the
plasma through collisions with highly energetic 4He ions born in the D-T fusion
process. In current tokamaks, the plasma is heated mainly by auxiliary heating
methods, some of which also create highly energetic ions, typically termed fast
ions. These fast ions carry substantial amounts of heat that is often essential for
sufficient plasma heating. Therefore, degradation of fast-ion confinement can lead
to reduced heating efficiency [13–15]. Fast ions can, furthermore, cause severe
damage to the plasma-facing components of the reactor if escaping confinement
in an intense and localized manner [16]. This is especially true for the future
experimental fusion reactor ITER that is expected to be able to tolerate fast-ion
losses of up to only a few percent of the population due to the expected long pulse
duration [13, 14, 17].

1.2 Studying fast ions

Fast-ion confinement degradation can be caused by interactions with instabilities
and resonant plasma waves. Through these interactions, energy transfer can
lead the fast ion onto a path that escapes confinement. Studies on the changes
in the fast-ion velocities during periods of dynamical events are, therefore, of

3



CHAPTER 1 1.3. This thesis

utmost importance. The fast-ion velocity distribution can be diagnosed through
e.g. collective Thomson scattering (CTS [18]), fast-ion D-alpha (FIDA [19])
spectroscopy as well as neutron and gamma-ray emission spectroscopy (NES,
GRS [20]). Through tomographic inversion of combined fast-ion measurements,
the fast-ion velocity distribution can be reconstructed [21, 22]. The tomographic
reconstruction provides the most likely spatially localized fast-ion distribution
given the data, and allows us to process data that often requires expert knowledge
to interpret into an inherently more intuitive form. These types of studies can
facilitate validation of numerical models and build the basis for achieving a better
understanding of the physics behind e.g. the interactions between wave activity
and fast ions. Reconstructed distributions additionally provide the possibility to
directly compute derived quantities such as ion number and current densities as
well as temperatures and pressures. However, compared to other tomographic
applications, fast-ion velocity-space tomography is often challenged by the lack of
access to the plasma center, signal noise and relatively small datasets [15, 23, 24].
In order to achieve high-resolution images of the fast-ion distribution despite
the limited amount of data, a palette of measurement- and theory-based prior
information has been developed [25] with the purpose of aiding reconstructions
while avoiding method-induced artifacts.

1.3 This thesis

The work of this PhD study has focused mainly on extending and improving fast-
ion velocity-space tomography from limited datasets with a focus on distributions
of auxiliary heating-born fast Deuterium ions. This work has led to the
implementation and validation of tomographic reconstructions from relatively
sparse fast-ion measurements in the tokamaks: MAST (Mega Ampere Spherical
Tokamak, before the upgrade [26], Paper I) located in Culham, UK, DIII-D
([27], Paper II) in San Diego, California, USA, and EAST (Paper III) in Hefei,
China. Furthermore, work at the TCV tokamak (Tokamak à configuration, [28],
Chapter 6) in Lausanne, Switzerland, is currently ongoing. The presented methods
are beneficial for obtaining reliable spatially localized fast-ion distributions in
current experimental tokamaks, but are also relevant for studying the energy
distribution of so-called runaway electrons [29], the alpha-distribution in future
fusion reactors such as ITER [30], the fast-ion distribution in stellerators, and the
full fast-ion distribution reconstructed using orbit tomography [31].

4



Chapter 2

Fast ions in fusion plasmas

In tokamaks, two species make up the energetic particle population: the fast
ions and the runaway electrons (RE). In current devices, the fast ions are
mainly generated by neutral beam injection (NBI), and ion cyclotron resonance
frequency (ICRF) heating needed to sustain the high temperatures required for
fusion reactions [32]. These auxiliary heating-born fast ions heat the plasma
through Coulomb collisions (i.e. elastic collisions between charged particles) with
the plasma constituents until cooled down to thermal energies. The runaway
electrons, on the other hand, can be generated during disruptions or sawtooth
crashes [33–36]. Typical energies of each of the species are: ENBI∼ 10−100 keV,
EICRF ∼ 1 MeV [37], and ERE ∼ 1 keV−10 MeV [38]. In future self-heated
D-T fusion reactors, a significant part of the fast-ion population will consist of
highly energetic alpha particles born in the fusion reactions with E4He ∼ 3.5 MeV
[17, 30, 39].

In this work, NBI-born fast ions are of special interest and their distribution is
the main focus in Papers I, II and III as well as in Chapter 6. The distribution
of NBI-born fast ions is strongly dependent on plasma conditions as well as
heating scheme and typically consists of fast ions with vastly different speeds
in the direction parallel to the magnetic field compared to perpendicular to the
field [32]. Due to this and the gyration of charged particles in a magnetic field, it
is a sensible starting point to express the fast-ion velocity distribution in terms of
velocity coordinates defined relative to the magnetic field.

2.1 Coordinate space

The ion phase-space distribution is a function of six coordinates: three spatial
coordinates and three velocity coordinates. The velocities of ions gyrating around
a magnetic field can be described by the coordinates: v‖, v⊥1 = v⊥ cos(γ) and
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CHAPTER 2 2.1. Coordinate space

v⊥2 = v⊥ sin(γ). Here the subscripts denote the direction relative to the magnetic
field such that the components perpendicular to the magnetic field are given

by the gyroangle γ and perpendicular speed v⊥ =
√

v2
⊥1 + v2

⊥2. This set of
coordinates is illustrated in Figure 2.1. At a fixed location in position space,
the three-dimensional ion velocity distribution can then be fully described by the
Cartesian coordinates (v‖,v⊥1,v⊥2). In a tokamak, the ion gyration about the
magnetic field is much faster than other ion motions in the plasma [40]. Therefore,
to a good approximation the system can be assumed rotationally symmetric
in the velocity perpendicular to the magnetic field [41, 42]. This allows the
three-dimensional distribution f 3D(v‖,v⊥1,v⊥1) to be described by the velocity
coordinates (v‖,v⊥). The transformation into the two-dimensional velocity space
is achieved by changing from Cartesian to cylindrical coordinates (v‖,v⊥,γ) and
integrating out the gyroangle [43]. The Jacobian of this transformation is v⊥.
Hence, the two-dimensional distribution function is

f 2D(v‖,v⊥) =
∫ 2π

0
v⊥ f 3D(v‖,v⊥,γ)dγ = 2πv⊥ f 3D(v‖,v⊥). (2.1)

In early tomographic studies on the fast-ion velocity distribution, the preferred
coordinate set was (v‖,v⊥) [21,22,44]. However, in recent studies (including this
work and papers attached hereto) the distribution is often rather given in terms of
energy E and pitch p where

E =
1
2

miv2 and p =
v‖
v

(2.2)

such that

v‖ = p

√
2E
mi

and v⊥ =
√

1− p2

√
2E
mi

. (2.3)

ion gyra�on

γ

v

v

v

B

v 2

Figure 2.1: Schematic of the velocity coordinates (v‖,v⊥1,v⊥2) as well as
(v‖,v⊥,γ).
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CHAPTER 2 2.1. Coordinate space

Here v =
√

v2
‖+ v2

⊥ is the speed and mi is the ion mass. In (v‖,v⊥)-space, lines of
constant energy appear as semicircles, whereas lines of constant pitch are sloped
lines going through (v‖,v⊥) = (0,0), as illustrated in Figure 2.2. In this work,
the pitch is defined to be positive in the direction of the magnetic field. However,
in the fusion community some ambiguity exists concerning the sign of the pitch
that is sometimes rather defined to be positive in the direction of the plasma
current [15]. Despite this ambiguity, the (E, p)-coordinates have the benefit
that the particle energy can be read out directly. Furthermore, in (E, p)-space,
isotropy translates into pitch independence, as isotropic velocity distributions can
be described by only one coordinate, namely the speed. Therefore, isotropy is
easily detected in (E, p)-space. Due to the Jacobian in the transformation from
(v‖,v⊥1,v⊥2) to (v‖,v⊥), this is not the case for f 2D(v‖,v⊥) [42].

In (E, p)-space, the distribution is described by

f (E, p) = f 2D

(
p

√
2E
mi

,
√

1− p2

√
2E
mi

)∣∣∣∣
∂ (v‖,v⊥)
∂ (E, p)

∣∣∣∣ . (2.4)

Here | · | denotes the absolute value of the Jacobian determinant given by

∣∣∣∣
∂ (v‖,v⊥)
∂ (E, p)

∣∣∣∣=

∣∣∣∣∣∣∣

∂v‖
∂E

∂v‖
∂ p

∂v⊥
∂E

∂v⊥
∂ p

∣∣∣∣∣∣∣

=

∣∣∣∣∣∣∣∣

p√
2Emi

2E
mi

√
1−p2

2Emi
−p
√

2E
mi(1−p2)

∣∣∣∣∣∣∣∣

=
1

mi
√

1− p2
. (2.5)

This definition ensures that the ion density obtained by integrating f 2D(v‖,v⊥)
over the parallel and perpendicular speeds equals the ion density resulting from

7



CHAPTER 2 2.2. Orbit types

Figure 2.2: Lines of constant energy (full lines) and pitch (dashed lines) in (a)
(v‖,v⊥)-space and (b) (E, p)-space. Similar-coloured boxes in the two coordinate
spaces are enclosed by the same coordinates.

integrating f (E, p) over energy and pitch:

ni =
∫

∞

0

∫
∞

−∞

f 2D(v‖,v⊥)dv‖dv⊥

=
∫ 1

−1

∫
∞

0
f 2D

(
p

√
2E
mi

,
√

1− p2

√
2E
mi

)∣∣∣∣
∂ (v‖,v⊥)
∂ (E, p)

∣∣∣∣dEdp

=
∫ 1

−1

∫
∞

0
f (E, p)dEdp. (2.6)

Similar to the reduction in the number of relevant coordinates needed to describe
velocity space, the dimension of position space can also be lessened. This
is obtained by noting that to a fair approximation, a tokamak is toroidally
symmetric in position space, reducing the number of relevant spatial coordinates
to two. Hence, in tokamaks, the otherwise six-dimensional ion distribution
can be described by only four coordinates, namely two velocity components(
e.g. (v‖,v⊥) or (E, p)

)
and two spatial coordinates r given by the radial location

r and height z in the poloidal plane. Under idealized conditions, three coordinates
even suffices to describe all ions in the plasma as introduced in the following
section.

2.2 Orbit types

The equilibrium motions of ions in a tokamak chamber can be described and
classified by ion orbits [45]. A low-energy ion follows one of three different orbits:

8



CHAPTER 2 2.2. Orbit types

either a co-passing, a counter-passing or a trapped orbit. In the former two, the
ion circulates the plasma either parallel or anti-parallel to the plasma current and,
hence, transits the torus toroidally. On the other hand, an ion on a trapped orbit
(also termed banana orbit) reverses its toroidal direction before finishing a full
toroidal transit. Trapped orbits happen due to the variable magnetic field strength
in a tokamak that causes all of the kinetic energy of the trapped ion to be converted
into perpendicular velocity in regions with strong magnetic fields [46]. Hence, the
ratio v⊥/v is a defining factor on whether an ion is on a passing or a trapped orbit.
Energetic ions can follow additional orbit types due to their large energies and
hence large drifts (grad-B drift is proportional to v2

⊥, whereas the curvature drift
is proportional to v2

‖) [40]. Amongst these is the loss orbit. A fast ion on a loss
orbit intersects the reactor wall leading to a direct fast-ion loss.

Constants of motions are often used to classify orbits [45]. In a tokamak, the
constants of motion are the energy E, magnetic moment µ and toroidal canonical
angular momentum Pφ [40]:

E =
1
2

miv2 (2.7)

µ =
miv2
⊥

2B
(2.8)

Pφ = miR
Bφ

B
v‖−qΨ. (2.9)

Here, R is the major radius, Bφ is the toroidal magnetic field component and
Ψ is the poloidal magnetic flux. q is the safety factor (also termed q-factor)
that describes the twist in the magnetic field, i.e. q is the number of toroidal
rotations required to end up at the same poloidal location if following a magnetic
field line. This set of coordinates defines the entire phase space. An example
of an equilibrium topological map showing different orbit types for fast ions
with E = 60 keV during DIII-D discharge #153072 is shown in Figure 2.3a as
a function of normalized toroidal canonical angular momentum and magnetic
moment. The projection into the poloidal plane of a passing and a trapped orbit,
marked by diamonds in the map, are shown in Figure 2.3b. In panel a, domains
of selected fast-ion orbit types and their intersections with the magnetic axis and
the plasma edge are marked. Topological boundaries separate regions of different
orbit types. Even small changes in the ion velocities can cause ions to transit
across a boundary resulting in large fast-ion transport. This is e.g. the case, if a
counter-passing ion crosses the boundary to the loss orbit. In a quiescent tokamak
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Figure 2.3: (a) Schematic of a topological map for fast ions with E = 60 keV
during DIII-D discharge #153072. The diamonds mark a trapped (green) and a
co-passing (red) orbit that intersect the midplane at R≈ 190 cm, with (b) projected
orbits into the poloidal plane. Adapted from Paper II.

plasma, the transport caused by orbit transitions due to Coulomb collisions and
finite drift-orbit widths is typically referred to as being neoclassical.

2.3 Fast-ion velocity distributions

The high-energy part (E ' 10 keV) of a single-species ion population is usually
distinguished from the low-energy part of the population in the terms fast ions
and thermal ions, respectively. The thermal ions are typically densely populated
and can be described by a drifting Maxwellian distribution function. That is, at a
fixed location in position space, a thermal ion population with density nti, mass
mi, parallel and perpendicular temperatures Tti‖ and Tti⊥ relative to the magnetic
field, and purely parallel drift velocity vdti‖ will be distributed according to

f 2D(v‖,v⊥) = nti
1√
2π

m3/2
i

Tti⊥
√

Tti‖
v⊥ exp

(
−

mi(v‖− vdti‖)2

2Tti‖
− miv2

⊥
2Tti⊥

)
(2.10)

10



CHAPTER 2 2.3. Fast-ion velocity distributions

in (v‖,v⊥)-space, and

f (E, p) = nti

(
E

πT 2
ti⊥Tti‖

)1/2

exp

(
−
(

p
√

E−
√mi

2 vdti‖
)2

Tti‖
− (1− p2)E

Tti⊥

)

(2.11)

in (E, p)-space.

The fast-ion distribution, on the other hand, is often dilute and has a complicated
dependence on energy and pitch. This is often reflected in strong anisotropy
and local density maxima at energies far above the temperature of the thermal
population. Both of these characteristics are present in the distribution of fast ions
created from injection of neutral beams in tokamak plasmas. Similar to fast-ion
distributions generated by NBI-heating, the fast ions generated from ICRF heating
are also distributed strongly anisotropically. This is the case, as ICRF heating
mostly increases the fast-ion velocity component perpendicular to the magnetic
field [37, 47]. ICRF-induced fast ions, however, do not have a well-defined birth
energy, as is otherwise the case for both NBI-born fast ions as well as fusion-born
alpha particles.

As argued in [48], the splitting of the ion distribution into a Maxwellian thermal
population and an energetic non-Maxwellian population is not unique and is
somewhat artificial, as only the total distribution can be experimentally measured.
It is, however, convenient to stick to this notation and for consistency with other
works, the splitting of the ion distribution into a thermal and a fast population is
adapted throughout this work.

2.3.1 Neutral-beam induced fast-ion populations

In NBI-heated plasmas, highly energetic neutrals are injected into the plasma [49].
A fraction of these neutrals undergoes ionization by either electron impact of
charge-exchange collisions with plasma ions. Since only a small portion of the
energy is transferred during electron impact or charge-exchange, this creates fast
ions with energies determined by the neutral beam [41]. In hydrogenic NBIs,
monoatomic, diatomic and triatomic hydrogen particles are accelerated in the
acceleration grid of voltage ENBI, causing fast ions born at both full, half and one-
third injection energy, i.e. Efull = ENBI, Ehalf = ENBI/2 and Eone-third = ENBI/3.
Typically this leaves the fast ions with velocities much smaller than the thermal
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electron velocities, but much larger than the thermal ion velocities [49]. The newly
born fast ions gradually thermalize through Coulomb collisions. The fast ions
mostly collide with the thermal plasma species, as interspecies collisions amongst
the fast ions are rare, due to the relatively low fast-ion densities and high energies
[40]. At high energies, the collisions happen predominantly with electrons. Due to
the large mass difference, this does not significantly scatter the fast ions. At lower
energies, collisions with thermal ions become more important, and pitch-angle
scattering is observed. The energy at which collisions with thermal ions become
as important as collisions with electrons can be estimated by the crossover or
critical speed:

vc =

(
3
√

πme

4mi
Z1

)1/3

vte. (2.12)

Here me and vte are the mass and thermal speed of the electrons, mi is the fast-
ion mass, and Z1 is the effective charge number [14, 41, 42, 49]. Depending on
the birth energy of the fast ions relative to the critical energy, the fast ions will
transfer a smaller or larger fraction of their initial energy directly to the thermal
ions as they thermalize [49].

The fast ions take a finite time to thermalize. The fast-ion thermalization time
can be estimated by the Spitzer slowing-down time [42] that computes the time
required to thermalize a fast-ion through drag on only electrons. This goes as
τs ∝ T 3/2

e n−1
e and has typical values of τs ∼ 1− 100 ms in the plasma center

[50, 51]. Hence, for a plasma with NBI beam modulation, as is often used for
measurements by the fast-ion D-alpha diagnostics (FIDA, see Section 3.2), the
plasma reaches equilibrium approximately one thermalization time after the beam
has been turned on or off.

For specific plasma conditions and heating schemes, the slowing down of NBI-
born fast ions can be numerically computed by the NUBEAM module of
the TRANSP simulation code [52, 53] or by ASCOT simulations [54]. Also
analytical expressions have been derived from the Fokker-Planck equation for
computing the Coulomb-collision caused slowing down of ions created with a
specific velocity [55–58]. Specifically, the expression derived in [57, 58] is
further discussed and employed for improving tomographies in Section 5.4. For
this work, TRANSP/NUBEAM (from now on TRANSP) simulations have been
consistently used for method testing and as a tool to compare measurement-based
reconstructions with the neoclassically expected fast-ion velocity distribution.
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CHAPTER 2 2.3. Fast-ion velocity distributions

Figure 2.4: TRANSP calculations of the central fast-ion velocity distribution in
units 1016 keV−1m−3 at (a) t = 3.2 s and (b) t = 4.2 s during EAST discharge
#75446.

Examples of TRANSP calculations for two different NBI configurations during
EAST discharge #75446 are shown in Figure 2.4. For this discharge, the plasma
current was driven in the direction opposite to the magnetic field such that ions
with negative pitches are co-current. At t = 3.2 s, only a co-current beam is turned
on. This results in the characteristic slowing-down shape of NBI-born fast ions
created at Efull = 51 keV, Ehalf = 25.5 keV and Eone-third = 17 keV. At t = 4.2 s,
the co-current beam is accompanied by a counter-current beam of slightly higher
injection energy (Efull = 55 keV).

2.3.2 Moments of the distribution

Calculating the moments of a distribution function allows estimations of the total
kinetic temperature, drift velocity and density [42]. This is true for an arbitrary
distribution and was computed for both an NBI-heated and an ICRF-heated ion
distribution in the ASDEX Upgrade tokamak in [48]. In plasma physics, the
zeroth moment of a velocity distribution f (v) gives the particles density as also
pointed out in Eq. (2.6) for the ion velocity distribution. That is,

∫
f (v)dv = n. (2.13)

The first moment reveals the drift speed vd:
∫

v f (v)dv = nvd (2.14)
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whereas the second moment gives the pressure tensor:

m
∫
(v−vd)(v−vd) f (v)dv = P. (2.15)

Here m is the mass of the particles in the considered population. Now adopt the
(E, p)-coordinates and employ the notation for the ion population such that ni, mi

and Qi denote the ion density, mass and charge. In the case of purely parallel drift,
the first moment reduces to

vdi‖ =
1
ni

∫ 1

−1

∫
∞

0
p

√
2E
mi

f (E, p)dEdp. (2.16)

Knowing the drift velocity and density, the ion current density caused by the
parallel ion drift can be estimated as

ji‖ = Qinivdi‖ = Qi

∫ 1

−1

∫
∞

0
p

√
2E
mi

f (E, p)dEdp. (2.17)

Note that this is not directly equivalent to the fast-ion current drive [59], as
ion orbits and electrons are not considered. For rotational symmetry about the
magnetic field, the total kinetic pressure can be determined from the trace of the
pressure tensor, i.e. the second moment of the distribution. That is

Pi =
2
3

∫ 1

−1

∫
∞

0

(
E− vdi‖p

√
2miE +

1
2

miv2
di‖

)
f (E, p)dEdp. (2.18)

From this the total kinetic temperature can be found as Ti = Pi/ni. The pressures
and temperatures parallel and perpendicular to the magnetic field can also be
directly determined. However, for compactness those expressions are omitted
here. The reader is instead referred to [48] for full expressions of the parallel and
perpendicular pressures and temperatures given in both (v‖,v⊥)- and (E, p)-space.

2.4 Dynamical events

In tokamak plasmas, a vast collection of dynamical events is able to cause fast-
ion redistribution and loss of varying severity. Two such dynamical events are
sawtooth oscillations and Alfvén eigenmodes (AEs). The former has consistently
been found to affect ions selectively in velocity space [25, 60–62], whereas
tomographic studies on the evolution of the fast-ion distribution during fast-
ion interactions with AEs are still in the early phases. In this section, a brief
introduction to the sawtooth instability and AEs are given, as these were the main
physics phenomena studied in the light of fast-ion velocity-space tomography in
Papers I and II as well as in Chapter 6.
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2.4.1 Alfvén eigenmodes (AEs)

AEs are modes existing in frequency gaps or traps of the shear Alfvén continuum.
These modes are of special interest in fast-ion research, as the frequencies of the
modes are typically in the range of the characteristic frequencies of the fast-ion
motion allowing direct energy transfer through wave-particle resonant interactions
[39]. The interactions change the fast-ion constants of motion and has often been
observed to cause fast-ion redistribution and loss [16, 63–67].

In a uniform magnetic field, shear Alfvén waves (SAWs) obey the dispersion
relation

ω
2− k2

‖v
2
A = 0 (2.19)

where ω is the frequency, k‖ is the wave vector in the direction of the magnetic
field and

vA =
B√
µ0ρ
≈ B√

µ0mini
(2.20)

is the Alfvén speed. Here, B is the magnetic field magnitude, µ0 is the vacuum
permeability and ρ ≈ mini is the plasma mass density. In a toroidal plasma
with major radius R and poloidal and toroidal mode numbers m and n, the SAW
continuum is described by [68]

ω
2 = v2

A

(
n
R
− m

qR

)2

. (2.21)

The safety factor q is typically a function of minor radius r, i.e. the radius of
the plasma cross-section at the midplane. Hence, the frequency in Eq. (2.21)
is radially dependent. Within the continuum, a wave packet of finite spatial
extend will, therefore, contain waves at different frequencies, i.e. different phase
velocities. This leads to wave dispersion, also referred to as continuum damping.
Often this damping is stronger than the energy provided by the energetic particles
and it is, therefore, difficult for waves in the SAW continuum to grow [68].
However, AEs can be excited and driven unstable at either extrema in the Alfvén
continuum or in continuum gaps created by symmetry-breaking effects.

An entire ”zoo” of AEs have been found to exist in tokamak plasmas. These are
classified based on their qualitative features in [68,69]. Two highly important AEs
are the reversed-shear AE (RSAE) and the toroidal AE (TAE), that have both been
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found guilty in causing fast-ion losses before the ions have reached thermalization
[32, 63, 70]. The RSAEs are core-localized and occur near the minimum of a
non-monotonic safety factor profile (i.e. where ∂q(r)/∂ r = 0) [68, 71]. The TAE
mode, on the other hand, is localized inside the toroidicity-induced frequency
gap [14]. This gap appears at a location where the parallel wavenumbers of
counterpropagating waves have the same absolute value [68]. For two modes
with poloidal mode number m and m+ 1 and the same toroidal mode number n,
this can happen at q = (m+1/2)/n at the frequency

ωTAE ≈
vA

2qR
. (2.22)

Since vA, q and R are all functions of the radius, the frequency of the TAE gap
depends on the radial position in the plasma. Also the non-circular shape of
the poloidal cross-section of the tokamak plasma can cause gaps in the Alfvén
continuum: namely, ellipticity- and non-circular triangularity-induced AEs (i.e.
EAE and NAE) [72, 73]. The frequency of the EAE is about twice that of the
TAE, whilst the NAE frequency is about a factor of 3 greater than the TAE
frequency [14, 39, 70]. In addition to these is the beta-induced AE (BAE) driven
by compression [74].

The effect of mode activity and other instabilities on the fast-ion distribution can
be modelled by the kick model module of the TRANSP simulation code [75].
Here changes (or kicks) in energy and toroidal canonical angular momentum of
the fast ions are modelled in the presence of instabilities. In Paper II, kick model
simulations were employed in combination with tomographic reconstructions
of the fast-ion velocity distribution from measurements to evaluate the effect
of various modes (a combination of EAEs, TAEs, neoclassical tearing modes
(NTMs) and low-frequency AEs, possibly BAEs) on the fast-ion distribution at
two different radial locations in the DIII-D tokamak. Within the uncertainties,
a good qualitative agreement was found between the reconstructions and kick
model simulations. Sensitivity scans of the uncertain mode amplitudes showed
that at the measurement location close to the magnetic axis, the increased fast-
ion transport was predominantly caused by the low-frequency AEs and NTMs,
whereas the higher-frequency modes were the main contributors to the enhanced
fast-ion transport from the measurement location farther out, in agreement with
the mode location in the plasma.
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2.4.2 Sawtooth activity

Sawtooth activity appears as sudden periodic drops in the central electron
temperature and density, each followed by a slower recovery, causing sawtooth-
like signals [76]. It has been suggested that small, frequent sawteeth might have
the desired outcome of removing impurities and thermal helium (helium ash) from
the plasma center where they tend to accumulate [77, 78]. However, also fast
ions are affected by sawteeth, and sawtooth redistribution of fast ions might lead
to undesired fast-ion transport [14, 79]. Sawtooth activity has been observed in
numerous tokamaks, and is, at the time of writing, the fast-ion instability that
has been the most studied by fast-ion velocity-space tomography through studies
carried out at the ASDEX Upgrade [60–62] and MAST (Paper I) tokamaks.

A sawtooth period can be divided into distinct phases: a ramp and precursor
phase where the electron temperature and density increase and a helical magnetic
perturbation grows, and a crash phase characterized by a rapid drop in the core
density and temperature [78]. In the ramp phase, the increasing core temperature
raises the conductivity leading to increased current density in the core. This can
eventually cause the q-factor to drop below one typically triggering the crash.

Multiple models have been proposed to describe the physical process of sawtooth
crashes. One of these is the Kadomtsev model [80], where changes in the magnetic
field topology explains the crash and subsequent relaxation. This process is
illustrated in Figure 2.5 inspired by figure 2 in [81]. The figure shows the poloidal
cross-section at four different times during a sawtooth crash. Magnetic field lines
with q = 1 appear to be coming straight out of the paper, whereas magnetic field
lines with q > 1 and q < 1 are clockwise (red) and counter-clockwise (blue),

(a) t1 (b) t2 (c) t3 (d) t4
q > 1
q < 1

Figure 2.5: Simplified schematic of the poloidal cross-section of the magnetic
field during a sawtooth crash. Magnetic field lines with q = 1 appear to be coming
straight out of the paper. Inspired by [81].
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respectively. At t1, the q-factor is above 1 everywhere. As the current density in
the core increases, the q-factor drops below one in the core (t2) allowing magnetic
field reconnection (t3). Two separate magnetic islands have formed: one around
the original magnetic axis with q < 1, and a new axis on the opposite side with
q > 1. The new magnetic axis displaces the old one that moves away from the
center (t4), carrying plasma particles with it, and disperses. This process returns
the magnetic topology to the axisymmetric state at t1, and leaves the q-factor
above one after the crash. The Kadomtsev model agrees well with observations
in small devices, but have been found to somewhat disagree with observations in
larger machines, where the q-factor has been found to be significantly below one
after some crashes appearing with periods shorter than predicted by the magnetic
reconnection-based Kadomtsev model [82].

The severity of the sawtooth-induced fast-ion transport has been found to be
strongly dependent on fast-ion orbit characteristics. Previous studies on sawtooth-
induced transport of NBI-born fast ions with energies in the range of 100 keV have
strongly indicated that passing fast ions are more strongly redistributed from the
plasma core than trapped fast ions [60, 62, 83–85]. In Paper I, we reconstructed
the central fast-ion velocity distribution before and after a sawtooth crash in the
MAST tokamak. The measurements did not allow fine-resolution reconstructions,
and only a slight indication that passing fast ions were more strongly affected by
the crash than trapped fast ions was observed.
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Chapter 3

Fast-ion diagnostics

In present-day tokamaks, information about the fast-ion distribution can be
investigated through e.g. collective Thomson scattering (CTS [18]), charge-
exchange recombination spectroscopy (CXRS) such as the fast-ion D-alpha
(FIDA [19]) diagnostics as well as neutron emission and gamma-ray spectroscopy
(NES, GRS [20]). Individually and in combination, these diagnostics can provide
information about fast-ion confinement and loss along with temporal and spatial
effects of dynamical events on the fast-ion velocity distribution. From CTS
measurements, fast-ion information is extracted through indirect measurements
of collective fluctuations in the electron distribution caused by ions, whereas
the FIDA diagnostic provides information about the fast-ion velocity distribution
through measurements of the Doppler-shifted Balmer-alpha radiation following
neutralization of fast deuterium ions. Both of these systems are active diagnostic
systems that require injection of radiation or neutrals into the plasma. NES and
GRS, on the other hand, are passive systems that obtain information about the fast-
ion distribution by measuring the fusion-born neutrons and gamma rays escaping
the plasma.

In this project, the fast-ion velocity information has been extracted from FIDA
and NES measurements, and this chapter is therefore limited to focus on these
diagnostics. More studies on fast-ion distributions based on CTS and GRS in
combination with FIDA and NES can be found in [21, 30, 47, 84].

3.1 Fast-ion diagnostic setups

The tokamaks studied in this work all have commissioned FIDA diagnostics that
are interesting to study from the perspective of improving fast-ion velocity-space
tomography from sparse datasets, due to limited velocity-space coverage of the
diagnostics. The EAST tokamak, additionally, has a number of NES diagnostics
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available. The combination of FIDA and NES establishes sensitivity to a large
energy-range of ions (keV to MeV), as described later in this chapter. This large
energy-range sensitivity is somewhat similar to the sensitivities of the GRS and
CTS diagnostics planned for ITER [30].

A FIDA diagnostic provides a spectral measurement of the Doppler-shifted light
following charge-exchange between a fast ion and an NBI-neutral, as further
discussed in Section 3.2. Hence, each FIDA diagnostic measures a Doppler-
shifted spectrum centered on the unshifted D-alpha line with a finite spatial and
temporal resolution, spectral range and instrumental broadening. Typical numbers
are summarized in Table 3.1 for the FIDA setups in the DIII-D, EAST and MAST
tokamaks. The table also gives information about the tokamak dimensions in
terms of minor r and major radius R, i.e. the radius of the plasma cross-section
at the midplane and the radius from the center of the torus to the magnetic axis,
respectively. Whereas MAST is a spherical tokamak, i.e. a small aspect ratio
tokamak (R/r≈ 0.7), both the EAST and DIII-D tokamaks are similar in size and
have larger aspect ratios (however, still relatively low for the DIII-D tokamak).

The DIII-D tokamak was the first tokamak in which FIDA diagnostics were
installed [19]. The present DIII-D FIDA system has four views looking onto

Table 3.1: The EAST (s-FIDA), DIII-D and MAST tokamaks and FIDA systems
in numbers. The spatial resolution is given as the spot size at the midplane, and
the time resolution is the time required to obtain one spectrum, not considering
background subtraction and time averaging. Numbers are from [65, 86–89]. Note
that in Paper I, the instrumental broadening is not treated.

EAST DIII-D MAST
Major radius [m] 1.85 1.66 0.9
Minor radius [m] 0.5 0.67 0.6
# FIDA views 2-3 4 2
# Diagnostic NBIs 1 3 1
Spatial resolution [cm] ∼ 3 ∼ 2−6 ∼ 1.5
Temporal resolution [ms] 20−100 1−5 2
Spectral range two-sided one-sided one-sided
Instrumental broadening [nm] 0.06−0.21 0.1−0.3 (0.6)
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three different neutral beams [65], as illustrated in Figure 3.1. Due to the toroidal
symmetry of a tokamak, measurement volumes at different toroidal locations but
at the same position in the poloidal plane are essentially measuring the same fast-
ion distribution. Hence, simultaneous measurements from the four views can be
combined in velocity-space tomography despite the different toroidal locations.
This assumption enabled tomographic reconstructions of the fast-ion distribution
ty in Paper II from simultaneous measurements by the four DIII-D FIDA views.

In the MAST tokamak, two FIDA views (vertically and tangentially directed
relative to the magnetic field [87]) were available before the upgrade. The
MAST FIDA views both observe only one-sided spectra, similarly to the DIII-
D FIDA system. They do, however, provide significantly less data than the
four-view one-sided DIII-D setup, and did in Paper I deliver less than 50 data
points. This additionally complicates tomographic reconstructions. Nonetheless
in Paper I, the use of strong prior information, as further discussed in Chapter 5,
enabled tomographic reconstructions of the central fast-ion distribution from this
extremely sparse dataset.

Three active FIDA views are currently installed in the EAST tokamak, as
illustrated in Figure 3.2. However, at the time of writing no experimental
campaign has included simultaneous measurements from all three views. During

-300 -200 -100 0 100 200 300
-300

-200

-100

0

100

200

300

Figure 3.1: Sketched top-view of diagnostic NBIs and FIDA views in the DIII-D
tokamak. Adapted from Paper II.
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Figure 3.2: Sketched top-view of NBIs, FIDA views, TOFED as well as the
stilbene and EJ301 scintillators in the EAST tokamak. Adapted from [86,90–92].
Note that the NBI geometry differs slightly from the one presented in [91,92] due
to a minor misarrangement of the ports in those sketches.

the EAST campaigns in summer 2017 and 2018, the FIDA views from the O- and
B-port (tangential and vertical viewing geometries relative to the magnetic field,
respectively [86, 90, 93]) measured the fast-ion population. Unfortunately, for the
campaigns in 2019 and 2020, the vertical B-port view could not be used, and only
measurements from the O-port and the new A-port (vertical view) were obtained.
Future campaigns will, hopefully, include simultaneous measurements from all
views allowing improved reconstructions of the fast-ion velocity distribution. In
addition to the active views, a passive view geometrically similar to the B-port
view is installed from the N-port [86]. This view does not have lines-of-sight
intersecting a neutral beam and is meant for B-port view background subtraction.
It has, however, not been employed for this work, and is not shown in Figure 3.2.

The FIDA system at the EAST tokamak has two different data acquisition
methods: the s-FIDA and the f-FIDA [89]. The f-FIDA uses a bandpass filter to
select data in the blueshifted range from 651 nm to 654 nm providing good time
resolution, but no spectral resolution. The s-FIDA, on the other hand, provides
spectral resolution essential for fast-ion velocity-space tomography. Hence, the
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s-FIDA acquisition system is the default system used for this work.

In addition to the FIDA views, the EAST tokamak is equipped with several NES
diagnostics, as also illustrated in Figure 3.2. For this work, the NES diagnostics
developed at Peking University have been of special interest due to the already
established and validated weight functions [91, 92, 94–96] that are essential for
fast-ion velocity-space tomography. These diagnostics include the time-of-flight
enhanced diagnostic (TOFED [94,95]) and the compact stilbene and EJ301 single-
plate scintillators [96,97]. Out of these, especially the EJ301 scintillator has been
of interest for this work due to its better statistics compared to the former two.
The following sections provide an introduction of the physics behind FIDA and
NES measurements and how they relate to fast ion velocities.

3.2 Fast-ion D-alpha (FIDA) diagnostic

The FIDA diagnostic builds on spectroscopic measurements of radiation follow-
ing charge-exchange reactions between fast deuterium ions and NBI neutrals [98].
As fast ions travel through a neutral beam, a small fraction might undergo charge-
exchange with the injected neutrals. The movement of the newly-born fast neu-
trals are unaffected by the magnetic field. As the momentum transfer during
charge-exchange is negligible, the velocities of these neutrals are determined by
the velocities of the fast ions when neutralized [15]. During the charge-exchange
or subsequent plasma collisions, the fast neutrals can be excited and emit radiation
during electron relaxation [99]. This results in several line emissions. Whenever
an electron transits from the third to second excited state, the resulting radiation
is the alpha emission in the Balmer series for deuterium with λDα = 656.1 nm. In
fusion plasmas, this relaxation typically happens within less than 5 cm from the
excitation location [15, 19, 99]. This allows good spatial localization of a FIDA
measurement with a measurement volume defined by the intersection between the
diagnostic neutral beam and the FIDA line-of-sight. A schematic of the FIDA
emission process described above is given in Figure 3.3.

The D-alpha photons are Doppler shifted from the unshifted line by an amount
determined by the velocities of the fast ions. For nonrelativistic particles, the
Doppler shift ∆λ = λobs−λDα of a D-alpha photon emitted from a particle moving
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Figure 3.3: Schematic of the FIDA emission process. The charge-exchange-
born fast neutral might also undergo excitation through plasma collisions after
the charge exchange between the fast deuterium ion and NBI neutral. Inspired
by [19].

with a speed u relative to the observer is given by

∆λ =
uλDα

c
(3.1)

where c is the speed of light. In addition to Doppler shifts, the measured FIDA
signal is also affected by the Stark effect which causes a splitting of a spectral
line in an electric field [100]. In a fusion plasmas, this splitting appears due to the
electric v×B-field in the rest frame of the particle [98].

Throughout the entire spectrum, the FIDA signal is contaminated by radiation
from other sources [19, 98]. At small Doppler shifts from the unshifted D-alpha
line, the much stronger emissions from cold edge-neutrals and the halo population
dominate the fast-ion signal. The halo emission originates from thermal ions that
undergo charge-exchange with NBI neutrals. As for the fast ions, excess energy
might leave the newly-born thermal neutrals in excited states, eventually leading
to D-alpha radiation. In velocity space, the halo population is distributed similarly
to the thermal plasma ions [19]. Hence, the constituents of the halo population
predominantly travel with slower speeds than the fast ions. The Doppler shifts of
the emission caused by the halo population are, therefore, smaller than the largest
Doppler shift produced by the fast-ion population. To avoid camera saturation due
to the strong halo and edge neutral emissions, the central part of the spectra is often
removed by a notch filter during measurements. Examples of spectral notches are
illustrated by grey areas for EAST FIDA spectra in Figure 3.4. Alternatively to
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notching out parts of the spectra, the spectral range of the spectrometers can be
shifted to measure only one-sided spectra, as is the case for the FIDA diagnostics
in the DIII-D and MAST tokamaks.

The measurements presented in Figure 3.4 are obtained from central O- and B-port
FIDA views during EAST discharge #75446. The figure shows measurements
both with and without injection of neutrals from the NBI1L diagnostic beam.
These are referred to as active and passive signals, respectively. The broad
spectral features in the passive beam-off signals are explained by charge-exchange
between fast ions and background neutrals. This contribution can be removed
from the analysis by computing a net signal as the difference between the active
and passive signals. Ideally, this also removes line emissions from impurities
in the plasma core. The net signal can be determined using beam modulation
where a beam-on signal is compared to a close-in-time beam-off signal measured
from the same line-of-sight. Alternatively, the net signal can be obtained from
the difference between an active FIDA view and a geometrically similar passive
view [87] with lines-of-sight not intersecting the diagnostic neutral beam. In
this work, only the beam-on versus beam-off method has been used for full
background subtraction.

Emissions from the injected beam neutrals also contribute to the full signal
measured by a FIDA diagnostic. The energy, and hence potential Doppler shift, is

Figure 3.4: Beam-on and beam-off signals for the EAST (a) tangential O-port and
(b) vertical B-port FIDA views close to the magnetic axis at t = 4.2 s during L-
mode discharge #75446. The unknown line at 653.3 nm that appears only in the
B-port spectra is suspected to not originate from the plasma, as no similar feature
is observed in the O-port spectra.
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determined by the electrostatic acceleration grid of the NBI that causes injection of
neutrals with three distinct energies, as pointed out in Section 2.3. Stark splitting
further broadens the beam emission feature. The spectral range of the beam
emission depends strongly on the FIDA viewing angle relative to the neutral beam.
This is evident from Figure 3.5 that shows contributions to the signals from the
EAST O- and B-port FIDA views computed with the simulation code FIDASIM
[101, 102]. For the vertical B-port viewing geometry, the beam emission lies
inside the measurement notch filter close to the unshifted line, whereas the beam
emission is redshifted for the tangential O-port view. This explains the strong
increase in the redshifted signal during the beam-on phase compared to the beam-
off phase for the O-port measurements in Figure 3.4a. Measuring the beam signal
in one of the Doppler-shifted wings outside the notch filter reduces the available
signal. However, detecting the beam feature in the measured signal has the benefit
of verifying the absolute calibration between the measured beam emission feature
and the simulation.

Bremsstrahlung emission, arising due to the deceleration of electrons in the
plasma, also adds to the measured spectrum, as evident in Figure 3.4. Due
to its almost constant level of radiation throughout the spectral range covered
by the FIDA radiation, the bremsstrahlung radiation can be relatively easily
subtracted from the measured signal even in the absence of a beam-off signal.
This can be done by estimating the bremsstrahlung level in the signal beyond
the largest Doppler-shifted FIDA light [103]. Even though the bremsstrahlung

Figure 3.5: Examples of contributions to the full spectrum computed by FIDASIM
for a (a) tangential O-port and (b) vertical B-port viewing geometry relative to
the magnetic field using EAST discharge #75446 conditions (same geometry as
Figure 3.4).
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can be background subtracted, it is still preferable to have only a low level
of bremsstrahlung in discharges with FIDA measurements. This is the case
as an increased level of bremsstrahlung also results in increased measurement
noise. The bremsstrahlung is strongly dependent on the electron density [19].
Hence, high electron densities are undesirable in discharges designed for FIDA
measurements. It has been suggested that as a rule of thumb, the electron density
should not exceed ne ≈ 6−7×1019 m−3 in discharges with FIDA measurements
[19,103]. Therefore, due to planned high electron densities (∼ 1020 m−3, [12]) as
well as low deuterium densities and highly energetic NBIs, core-localized FIDA
measurements would be challenging in ITER [15].

3.2.1 FIDA weight functions

The velocity-space sensitivity of a diagnostic is given by so-called weight
functions that are essential for fast-ion velocity-space tomography. These weight
functions w provide a formulation of the forward model by relating the signal s to
the fast-ion velocity distribution through

s(x1,x2,ϕ) =
∫ 1

−1

∫
∞

0
w(x1,x2,ϕ,E, p) f (E, p)dEd p. (3.2)

Here, ϕ is the observation angle relative to the magnetic field, whilst x1 and x2

denote the lower and upper bounds of the considered measurement interval for
each weight function.

For a given spectral range and viewing geometry, the FIDA weight functions give
the amount of emitted FIDA light per fast ion [98]. The overall shape of the
weight function is predominantly determined by the Doppler shifts making them
similar to CTS weight functions [104]. In addition to the Doppler effect, the
FIDA weight functions also depend on charge-exchange probabilities, electron
transition probabilities and the Stark effect. These factors make the weight
functions dependent on plasma parameters [103].

The weight functions can be split into two parts:

w = R(E, p)prob(λ1 < λobs < λ2|ϕ,E, p). (3.3)

Here R(E, p) is a wavelength-independent intensity function defined by the
charge-exchange and electron transition processes, whilst prob(λ1 < λobs <
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λ2|ϕ,E, p) is the probability that a fast ion with energy E and pitch p will create a
signal in the wavelength interval λ1 < λobs < λ2 given a viewing angle ϕ relative
to the magnetic field. The probability part of the FIDA weight function depends on
both the Doppler shift and Stark splitting as well as charge-exchange and electron
transition processes [98]. It is hence a function of wavelength, whereas R(E, p)
simply gives the number of photons per ion.

Typically, FIDA weight functions are computed numerically with FIDASIM
[101, 102], but also analytical expressions for the probability part of the FIDA
weight functions have been derived [98]. The derivation is briefly summarized
here including only the Doppler effect: Consider a fast ion that has been
neutralized by an NBI neutral at some point during its gyration in a magnetic field.
The velocity of the newly-born fast neutral projected onto the FIDA line-of-sight
u determines the observed Doppler shift. In order to determine the velocity-space
sensitivity of a measurement, the task is now to relate the line-of-sight velocity
u to the components (v‖,v⊥). This is done by first defining a coordinate system
such that when γ = 0 the fast-neutral velocity vector is in the plane spanned by
the unit vectors B̂ and û in the direction of the magnetic field and the FIDA line-
of-sight, respectively. This system is illustrated in Figure 3.6. Given in terms of
this coordinate system the fast-neutral velocity is

v = v‖B̂+ v⊥ cosγ v̂⊥1− v⊥ sinγ v̂⊥2 (3.4)

whereas the line-of-sight direction is

û = cosϕB̂+ sinϕ v̂⊥1 (3.5)

such that v · û > 0. The projection of v onto û is hence

u = v · û = v‖ cosϕ + v⊥ sinϕ cosγ. (3.6)

v

v
v v

v
u

Figure 3.6: Coordinates used for the derivation of the projection equation (3.6).
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Transforming the coordinates into (E, p)-space yields

u =

√
2E
mi

(
pcosϕ +

√
1− p2 sinϕ cosγ

)
. (3.7)

Assuming that γ is uniformly distributed [98], the probability of having a detection
in the spectral range between λ1 and λ2 for a given viewing angle ϕ , energy and
pitch is

prob(λ1 < λobs < λ2|ϕ,E, p) =
γ1− γ2

π

=
1
π

(
arccos

c√
2E/mi

(
λ1

λDα
−1
)
− pcosϕ

√
1− p2 sinϕ

− arccos

c√
2E/mi

(
λ2

λDα
−1
)
− pcosϕ

√
1− p2 sinϕ

)
. (3.8)

This is achieved by isolating γ in Eq. (3.7) and recalling that u = c∆λ/λDα

from Eq. (3.1). Examples of the overall shape of the analytical probability part
of the FIDA weight functions computed with Eq. (3.8) for different viewing
geometries and spectral ranges are displayed in Figure 3.7. The figure illustrates
the approximate shape of the true FIDA weight functions. That is, for a given
viewing geometry in Figure 3.7, an ion can only produce a signal in a specific
spectral range if it resides somewhere in the shaded regions in velocity space.
Note that true FIDA weight functions are considerably structured within the

Figure 3.7: Overall shapes of the analytical probability part of the FIDA weight
functions for different viewing angles ϕ and wavelength intervals considering
only Doppler shifts. In (a) Emin is marked with a dashed vertical line.
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allowed regions, which is not indicated in the figure. The figure does, however,
offer insight into the nature of FIDA sensitivities: Firstly, in order to cause an
emission within a specific spectral range, the energy of the fast ion must exceed a
minimum energy threshold given by Emin = mi(∆λ )2c2/(2λ 2

Dα
) when neglecting

Stark splitting. An ion with energy exceeding Emin but with a different gyrophase
can, however, also produce a photon with similar Doppler shift as a less energetic
ion. This makes weight functions finite above Emin [103]. Secondly, the FIDA
weight functions are strongly dependent on the viewing angle. A FIDA view with
a line-of-sight almost vertical to the magnetic field is sensitive to a relatively large
region in velocity space for a specific spectral range, but less sensitive to the sign
of the pitch. This is not the case for a tangential view that is sensitive to a smaller

Figure 3.8: FIDA weight functions computed by FIDASIM for (a-d) the four-
view DIII-D FIDA system (WD,vert , WD,CT R, WD,CO and WD,obl) during discharge
#153071, (e-h) the two-view EAST FIDA system (WE,O and WE,B) during
discharge #75455 and (i-l) the two-view MAST FIDA system (WM,tor and WM,vert)
during discharge #29881. The weight functions are calculated for a spectral
range of 0.1 nm centered on the given wavelengths, and each weight function
is normalized by its own maximum value.
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portion of velocity space for the same spectral interval, but can easily distinguish
between co- and counter-going ions. Thirdly, weight functions related to blue- and
redshifted ranges with the same absolute Doppler shift are symmetric in velocity
space about p = 0. These aspects are also visible from Figure 3.8 that gives a
selection of FIDASIM-computed weight functions for DIII-D, EAST and MAST
FIDA geometries and plasma conditions.

The probability of neutralizing a fast ion through charge-exchange with a beam
neutral is strongly dependent on the relative velocity of the fast ion and the
beam neutral [103]. At high energies, the charge-exchange probabilities between
the beam neutrals and very fast ions decrease with increasing energy. This
often makes the FIDA sensitivity weak for energies far above the beam injection
energy [23]. NES, on the other hand, typically has increased sensitivity above
the beam injection energy, due to the relative-energy dependence of the fusion
cross-section [105]. This makes FIDA synergize excellently with NES in fast-ion
velocity-space tomographies where a good coverage of both the keV- and MeV-
ranges is sought.

3.3 Neutron diagnostics

An NES diagnostic indirectly measures the energy of fusion-born neutrons
generated in the reactions of Eq. (1.1) and (1.3). In NBI-heated plasmas, neutron
emission is typically dominated by so-called beam-target reactions, i.e. neutrons
born in fusion reactions between fast and thermal ions [96, 106]. Beam-beam and
target-target reactions are less likely, as the low density of the beam population
and low temperatures of the target population impair their interspecies reaction
rates. Through conservation of energy and momentum, the indirectly measured
neutron energy relates to the relative velocities of the reactants [107], embedding
information about the fast-ion velocity distribution in the measured NES spectra.

An NES diagnostic is passive and measures the neutrons escaping the plasma
in the direction of the entire line-of-sight towards the detector. Hence, unlike
FIDA, NES measurements are not localized to a small measurement volume
in the plasma. However, since most fusion reactions generally happen in the
plasma center, where the ion density is typically the largest, an NES diagnostic
is generally the most sensitive to the central fast-ion population [106].
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A wide variety of neutron diagnostics is available on tokamaks around the world.
This includes compact single-plate scintillators and non-compact time-of-flight
(TOF) spectrometers [15]. A TOF diagnostic measures the time it takes for a
neutron to pass from one set of scintillator plates to another. In the simplest
picture, this setup results in a one-to-one correspondence between the neutron
energy and the measured flight time [47]. However, due to multiple scattering
and a finite size of the scintillator plates, the one-to-one relation between the
time-of-flight and the neutron energy is typically somewhat broken [91]. The
TOF principle was first installed at the JET tokamak in the form of TOFOR
(TOF spectrometer designed for optimized rate, [108]), and recently at the EAST
tokamak in form of TOFED. At JET, TOFOR has been combined with gamma-ray
spectroscopy to study the ultra-energetic fast-ion population generated by ICRF
heating in [47]. Similar studies were envisioned for combined TOFED and FIDA
tomography at EAST. However, the large distance from the TOFED diagnostic
to the EAST tokamak (Figure 3.2) in addition to insufficient coupling of the
EAST ICRF system to the fast-ion population [92] have, until the time of writing,
resulted in low neutron yields and, hence, poor statistics making such endeavours
impossible. Instead, an initial fast-ion tomography study from FIDA combined
with the EJ301 compact single-scintillator detector, placed inside the radiation-
shielding box in the EAST hall closer to the tokamak, was carried out in Paper
III.

Like TOF diagnostics, compact spectrometers consisting of only one scintillator
plate also provide an indirect measure of the neutron energy. As neutrons
encounter the scintillator detector, they collide with protons in the material. These
protons are then slowed down in the material, which in turn gives rise to photon
emission [89]. The measured quantity is, hence, the light output created by the
interaction of the neutron with the scintillator material. Often, this is measured in
the unit eVee (electronvolt-electron-equivalent), where 1 eVee corresponds to the
total charge that would have been produced by a 1 eV electron interacting with
the scintillator [91].

Unlike the TOF diagnostics, scintillator detectors are often compact in size
allowing more freedom in the installation of the probe [96]. However, the complex
nature of the interactions in the scintillating material inevitably also results in a
complicated relation between the measured quantity and the fast-ion velocities.
As for FIDA, weight functions can describe these relations.
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3.3.1 NES weight functions

The intrinsically different measurement methods of compact single-plate scin-
tillator probes and TOF diagnostics makes their instrument-specific weight func-
tions substantially different. However, for both diagnostics the instrument-specific
weight function can be split into two parts: one relating the measured quantity to
the neutron energy, and one subsequently relating the neutron energy spectrum to
the fast-ion velocities. That is,

winstrum(x1,x2,ϕ,E, p) = R(x1,x2,En1,En2)wNES(En1,En2,ϕ,E, p). (3.9)

Here En1 < En < En2 is the neutron energy range, whereas E and p describe the
energy and pitch of the fast ions. As established in Eq. (3.2), x1 and x2 define
the considered measurement interval. For a TOF diagnostic, xi is the flight time
measured in s, whereas for a scintillator it is the light output measured in eVee.
For the same viewing geometry, the NES weight function wNES(En1,En2,ϕ,E, p)
is similar for compact single-scintillator probes and TOF diagnostics. On the
other hand, the response functions R(x1,x2,En1,En2) significantly differ due to
the different measuring techniques.

The computation of the NES weight functions typically relies on two assumptions:
(1) Beam-target reactions dominate the neutron emission, and (2) most neutrons
are produced in the core, i.e. the spatial distribution of the neutron birth
place is neglected [96]. Figure 3.9 shows examples of instrument-specific
weight functions for the EJ301 compact scintillator for EAST discharge #75469
calculated with the GEANT4 [109] and Genesis simulation codes [92]. The

Figure 3.9: Selection of instrument-specific weight functions for the EJ301
scintillator during EAST discharge #75469. Each plot is normalized by its own
maximum value.
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EJ301 instrument-specific weight functions are mostly sensitive to fast ions with
energies above ∼ 40 keV, with a preference towards negative-pitch fast ions.
This is a good supplement to the FIDA diagnostics that is the most sensitive
in the range 10− 100 keV. In Paper III it was shown that the combination of
EAST FIDA and EJ301 measurements significantly improved the highest energy
range of reconstructions of a two-beam fast-ion distribution compared to FIDA-
only reconstructions. Further combining this setup with TOFED and the stilbene
scintillator located outside the EAST wall would provide a solid base for enhanced
reconstructions of fast-ion distributions over a larger energy interval in discharges
with sufficient neutron yield.
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Fast-ion velocity-space tomography

The purpose of fast-ion velocity-space tomography is to reconstruct the two-
dimensional fast-ion velocity distribution f = f (E, p) from a set of measurements
s. The distribution and signal are related by weight functions through Eq. (3.2).
For computational reasons it is convenient to express the forward problem as a
matrix equation. Discretizing Eq. (3.2) leads to

S = WF. (4.1)

Here S is the vector containing the measurements, F is the vector containing
the two-dimensional velocity distribution, and W is the transfer matrix with
rows consisting of the weight functions relating each measurement to regions in
velocity space. The strategy is now to find F given S and W. However, due to
measurement noise, this problem has no exact solution [23]. Instead, it is possible
to search for the best estimate of F, i.e. the solution to

F∗ = argmin
F
‖WF−S‖2 . (4.2)

It turns out that this problem is ill posed [62], i.e. a unique solution might not exist,
and even small fluctuations in the measurements will lead to drastic variations
in a normal least-squares solution. Hence, in order to find a stable solution,
the problem must be regularized. Several regularization methods have been
implemented and studied for fast-ion velocity-space tomography. These include
truncated singular value decomposition (TSVD), the maximum entropy method
and Tikhonov regularization [43, 44, 62]. Especially the latter has performed well
in fast-ion velocity-space tomography [15, 25, 62] and has been the main focus in
this project.
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4.1 Tikhonov regularization

The Tikhonov solution F∗ is found as the solution to

F∗ = argmin
F

∥∥∥∥
(

W
λL

)
F−

(
S
0

)∥∥∥∥
2
. (4.3)

Here L is the regularizing matrix that can take different forms. In the zeroth-order
Tikhonov method, L is the identity matrix I that penalizes large norms in the
solution, whereas in the first-order Tikhonov method, the regularizing matrix L1

produces finite-difference approximations to the gradients with respect to E and
p. For first-order Tikhonov solutions computed in this work, the gradient matrix
L1 is computed linearly in v‖ and v⊥ and subsequently transformed to (E, p)-
coordinates as described in [62] unless otherwise stated. A second-derivative
matrix L2 that introduces a penalty on solution curvatures can likewise be included
in the second-order Tikhonov method.

The regularization strength λ is a positive number that determines the degree of
regularization on the solution. For large λ , the regularization dominates the fit to
the measurements, and the reconstruction approaches a zero-norm, zero-gradient
or zero-curvature solution. Conversely, when λ → 0 the solution approaches
Eq. (4.2) and will be plagued by noise. It is a delicate matter to choose the optimal
regularization strength. Several methods to do so have been proposed. Notable
to mention are the L-curve, generalized cross-validation (GCV), and discrepancy
methods described in [25, 110, 111]. However, none of these have been found to
consistently choose the optimal regularization strength [111] and have not been
applied in this work.

4.2 Singular value decomposition (SVD)

The possible structures in solutions obtained from zeroth-order Tikhonov
inversions can be studied in detail from a singular value decomposition (SVD)
of the transfer matrix W (e.g. [112]):

W = UΣV =
l

∑
i=1

uiσivT
i . (4.4)

Here Σ is a matrix with diagonal entries given by the singular values (σ1, . . . ,σl),
whilst U and V are the matrices holding the left and right singular vectors
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(u1, . . . ,ul) and (v1, . . . ,vl), respectively. When the singular vectors are ordered
such that the singular values decrease with increasing index (i.e. σ1 ≥ σ2 ≥ ·· · ≥
σl), the singular vectors increase their number of oscillations with increasing
index. The SVD is the backbone of the TSVD regularization methods used
in early fast-ion velocity-space tomography studies. This method substitutes
Eq. (4.4) into (4.1) and truncates the sum at k ≤ l such that the most strongly
oscillating terms are not included in the solution:

FTSVD =
k

∑
i=1

uT
i S
σi

vi. (4.5)

The zeroth-order Tikhonov solution can likewise be expressed in terms of the SVD
of W [110]:

FTikhonov =
l

∑
i=1

ψ
(λ )
i

uT
i S
σi

vi. (4.6)

Here ψ
(λ )
i is the regularization-strength dependent filter factors given by

ψ
(λ )
i =

σ2
i

σ2
i +λ 2 . (4.7)

For σi � λ , the SVD components contribute with almost full strength. This
corresponds to singular vectors with few oscillations as σi is decreasing with
increasing index. Contrarily, for σi � λ , corresponding to highly oscillating
singular vectors, the SVD components are dampened as ψ

(λ )
i < 1. This behaviour

of the filter factors ultimately generates a similar but softer filtering than the TSVD
solution of Eq. (4.5).

As evident from Eq. (4.6), the right singular vectors (v1, . . . ,vl) of the SVD act
as a basis for the zeroth-order Tikhonov solution. For higher-order Tikhonov
methods where L 6= I, the generalized SVD (GSVD [110]) can be introduced
in order to obtain a spectral basis for the solution. The key difference between the
SVD and the GSVD is that the GSVD provides a joint decomposition of W and
L. The structures of the GSVD basis vectors give information about what kind
of solutions can be obtained with the available transfer matrix and regularization
method. In [30] it was found that the dominant basis vectors for the reconstruction
from CTS and GRS diagnostics planned for ITER were symmetric around p = 0.
This meant that possible differences in the positive- and negative-pitch fast-ion
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populations could not be detected without additional information. Inspired by
this approach, we also studied the GSVD related to the four-view DIII-D FIDA
system in Paper II, where difficulties in reconstructing the negative-pitch fast-ion
population were encountered. The first 12 GSVD basis vectors of this system are
shown in Figure 4.1. These are computed for the first-order Tikhonov method,
i.e. for a combination of FIDA weight functions and the gradient matrix L1.
Although not always true, the GSVD basis vectors for this problem tend to be
more structured in energy for a constant positive pitch than for negative pitches. In
the solution, this translates into a persistent artifact at p=−0.7 to−0.9, as evident
from Figure 4.2. Figure 4.2 gives the evolution of the reconstructed distribution
from noisy synthetic signals as increasing numbers of GSVD basis functions are
included. That is, Figure 4.2b gives the first-order Tikhonov solution truncated
after including only two terms in the GSVD expansion, whereas Figure 4.2e
includes all terms. The solutions contain also a non-negativity constraint on
the density and so-called null-measurements (see Chapter 5). This information

Figure 4.1: First 12 GSVD basis vectors for the DIII-D FIDA setup during
discharge #153071 studied in Paper II. Each panel is normalized by its own
maximum value.

38



CHAPTER 4 4.2. Singular value decomposition (SVD)

Figure 4.2: (a) TRANSP distribution and (b-e) first-order Tikhonov reconstruc-
tions of the fast-ion distribution from a synthetic FIDA signal using measurement
conditions during DIII-D discharge #153071. These solutions are given as a trun-
cated number of included GSVD basis functions.

is not treated directly in the GSVD. The figure shows that the solution quickly
approaches the final solution. After including 200 of the 900 terms, the solution
is almost identical to the final solution, as the expansion coefficients become
small for large indices. The artifact at negative pitches appears early in the
expansion terms (already in Figure 4.2c) and is not killed by including more
strongly structured terms. It is, however, still not clear why the negative-pitch
structures in e.g. v10 do not succeed in suppressing the artifact, and no firm
conclusion about the difficulties in reconstructing the negative-pitch plane could
be directly drawn from the GSVD basis vectors for this specific setup. Instead,
we found that artifact-plagued regions in the reconstructions tend to overlap with
regions of insufficient weight function coverage.
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4.3 Weight function coverage

When reconstructing the two-dimensional fast-ion velocity distribution using
standard methods, multiple diagnostics must be observing the same volume in
position space, and weight functions related to different diagnostic views should
overlap in velocity space in order to resolve fine structures, as also stressed
in [23, 30] and papers attached to this work. For sparsely diagnosed systems like
the FIDA systems in the MAST (Paper I), DIII-D (Paper II) and EAST (Paper III)
tokamaks, the diagnostic coverage, available measurements and signal-to-noise
ratios often result in reconstructions plagued by artifacts in parts of velocity space.
These artifacts are often located in regions covered by only one view. Figure 4.3
shows the number of FIDA views sensitive to fast ions in different regions of
velocity space during DIII-D, MAST and EAST discharges studied in Papers I,
II and III. For the DIII-D and MAST discharges, the total FIDA weight function
coverages are strongly asymmetric about p = 0 due to only one-sided spectra.
Conversely, for the EAST FIDA geometry the available two-sided spectra provide
an almost symmetric coverage about p = 0. All three systems do, however, have
regions sensitive to only one view. The effect of this uneven weight function
coverage on reconstructions is illustrated in Figure 4.4. Here dual-Gaussian blob
test functions are reconstructed from synthetic signals using the DIII-D, EAST
and MAST FIDA geometries. For each system, the test distribution is the sum of
two Gaussian blobs: one placed in a single-view region and one placed in a multi-
view region. The distributions are reconstructed using the first-order Tikhonov
method with a non-negativity constraint on the solution (see Chapter 5). Only a
relatively small amount of noise (5% Gaussian noise) is added to the synthetic

Figure 4.3: Number of FIDA weight functions from different views sensitive to
regions in velocity space for (a) DIII-D discharge #153071, (b) EAST discharge
#75455, and (c) MAST discharge #29881.
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Figure 4.4: (a) Gaussian blob test function with peak at E = 50 keV and p = 0,
and reconstructions from noisy synthetic signals using (b) DIII-D, (c) EAST and
(d) MAST FIDA geometries. The full black lines separate regions of different
levels of weight function coverage as determined from Figure 4.3, and the dashed
black circles mark the locations of the Gaussian blobs used to generate the signal
for each reconstruction.

signals, as this type of distribution is already challenging to reconstruct with a
method that penalizes gradients in the solutions. In all reconstructions, the blob
located in the multi-view region is well recovered. On the other hand, the blobs
located in regions of single-view coverage tend to be more poorly reconstructed.
This is especially prominent for the MAST FIDA system. Here the positive-pitch
blob does not at all appear in the reconstruction, whereas the location of the blob
placed in the dual-view region is well reconstructed. A less drastic effect of the
single-view coverage is observed for the DIII-D case. Here the blob located in
the single-view region is smeared only in the energy direction. The location of
the single-view blob is still recovered, however not as well as the blob located
in the multi-view region. Interestingly for the chosen test function, the EAST
reconstruction manages to resolve both blobs without any clear indication towards
worsened reconstructions in the single-view region. This behaviour is likely
explained by the shapes and sensitivities of the individual weight functions that
complement each other well at this location in velocity space even though only a
single view is directly sensitive to the blob. This example stresses that the weight
function coverage alone does not provide the full picture, as also the relative
shapes and structures of the weight functions as well as the distribution itself
play a crucial role in evaluating obtainable solutions. It is, however, instructive
to consider the weight coverage, as it often gives an indication about where in
velocity space challenges are likely to arise.
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4.4 Dealing with high densities at low energies

As stressed in Section 2.3, the measured ion distribution is a mix of high-
density low-energy “thermal” ions and dilute high-energy “fast” ions. If blindly
reconstructing the ion velocity distribution from sparse datasets using the full
accessible spectral ranges of experimentally reliable measurements, there is a risk
that the high densities at low energies are smeared out into the dilute regions at
higher energies in structures often defined by regions of single-view coverage. An
example of this is given in Figure 4.5b. Here, the test distribution in Figure 4.5a is
reconstructed from a noise-free synthetic signal based on the entire experimentally
available spectral ranges of the two-view FIDA diagnostic in the EAST tokamak.

Typically, the migration of high densities from low-energy regions is overcome
by omitting the spectral ranges that are sensitive to the population at low energies
as stressed in [47, 48] as well as Papers II and III. Using this strategy for the
EAST test case, produces the significantly improved reconstruction in Figure 4.5c.
Although valuable, this strategy often has the unpleasant nature of discarding
data that also carries information about the population at higher energies (recall
that FIDA weight functions are sensitive to ions with energies exceeded Emin,
Section 3.2.1). These data points can be kept by slightly reformulating the

Figure 4.5: (a) Test distribution inspired by the TRANSP distribution for
EAST discharge #75469, and (b-d) zeroth-order Tikhonov reconstructions from
noise-free synthetic two-view FIDA signals based on (a). In panel b, the full
experimentally available signal ranges are employed, whereas in panel c the signal
is reduced keeping only spectral points solely sensitive to ions with energies
above 20 keV. In panel d, the distribution is reconstructed from a modified
signal produced by subtracting a synthetic signal from a known low-energy
population. Here, the synthetic high-density low-energy population was added
after the reconstruction. The dotted line marks the highest energy of fast ions in
the test distribution for each picth value.
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problem. One approach is to compute a synthetic signal SElow from a judiciously-
chosen distribution with high densities at low energies, and subtract SElow from
the full signal. Then the forward problem becomes

S−SElow = WF−WFElow = W(F−FElow). (4.8)

Reconstructions based on Eq. (4.8) will self-evidently not produce the full ion
distribution, but rather the difference between the full distribution and the high-
density population used to compute SElow. Hence, the regularization as well as
any constraints or penalties, must be satisfied for F−FElow and not necessarily
for the entire distribution. Figure 4.5d shows a reconstruction from the modified
signal for the EAST test case. Here, the low-energy signal SElow was computed
from a Maxwellian distribution defined by the bulk-ion temperature, density and
drift velocity. Reconstructions based on S− SElow carries the valuable benefit
that artifacts caused by the high-density population in combination with sparse
weight function coverages are reduced or omitted altogether. Additionally, more
information is added to the high-energy population compared to reducing the
signals, and the distribution can be reconstructed in the entire domain covered
by the diagnostics, i.e. possibly also at low energies which has until now been
inaccessible for reconstructions from sparse datasets.

An alternative approach capable of reducing the occurrence of artifacts caused by
the low-energy population is to assign less weight to the parts of the signal that
are sensitive to low energies. In this approach, the forward problem can be written
as

νS = νWF. (4.9)

Here ν is a function of measurement range, such that for FIDA ν = ν(λobs) is
a function of spectral range. Reconstructions based on the forward problem in
Eq. (4.9) are computed for different magnitudes of ν and presented in Figure 4.6
for the same EAST test case as above. Here, the additional weight ν is reduced
only for spectral ranges sensitive to ions with energies below 20 keV such that

ν =

{
1 for E ≥ 20 keV
< 1 for E < 20 keV

. (4.10)

This approach reduces the importance of the spectral ranges sensitive to the
low-energy population without discarding them completely. In the limit where
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Figure 4.6: Reconstructions from a noise-free synthetic signal based on
Figure 4.5a using various levels of reduced weight for spectral ranges sensitive
to ions with energies below 20 keV. Same notation and scaling as in Figure 4.5.

the additional weight ν goes to zero for measurements in the spectral ranges
sensitive to low-energy ions, Eq. (4.9) approaches the well-established strategy of
discarding measurements sensitive to ions with energies below a chosen threshold
as also indicated in Figure 4.6d. Conversely, as ν approaches one, the solution
approaches the reconstruction achieved by including the full signal, as evident
from Figure 4.6a. An interesting question is now: is there an optimal value of
ν? A reasonable figure-of-merit to evaluate this is the two-norm error of the
reconstruction relative to the true solution Ftrue, calculated as

ε =
‖F∗−Ftrue‖2

‖Ftrue‖
. (4.11)

This figure-of-merit is shown in Figure 4.7 for reconstructions from synthetic
signals using different levels of additional weight on spectral ranges sensitive
to ions with energies below 20 keV. This include also the reconstructions in
Figure 4.6. Here, the two-norm error is calculated for the part of the distribution
containing ions with energies above 25 keV. For this specific synthetic case it is
found that with reduced weight on spectral ranges sensitive to low-energy ions,
the error is reduced until a certain point (here, ν(E < 20 keV)≈ 1/400). Further
reduction of the additional weight leads to a slight increase in the error. This
behaviour hints an optimal additional weight and, hence, that it can be beneficial
to not completely discard the parts of the signals sensitive to low-energy ions. The
solution obtained by subtracting a synthetic signal SElow prior to the reconstruction
provides an even lower minimum error (ε ≈ 0.113). Recall, however, that this
computation is for noise-free signals from a known true solution that can be easily
separated into a thermal- and fast-ion part. For measurements, where an optimal
splitting of the population might not be accessible and where a modification of
the signal through subtraction of a synthetic signal SElow reduces the signal-to-
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Figure 4.7: Two-norm error (for E > 25 keV) of reconstructed distributions
relative to the true solution for different level of decreased weight ν on parts of
the signal sensitive to ions with energies below 20 keV. This is calculated for the
EAST test case and includes the reconstructions in Figure 4.6.

noise ratios at small Doppler shifts, the modified methods of dealing with high
densities at low energies have still not proven consistently beneficial. Hence,
although seemingly advantageous, more work is needed to fully establish the
reliability and assure the clear benefits of these approaches when reconstructing
from measurements.

4.5 Normalizing the problem

Assigning less weight to weight functions extending below a lower energy limit
is somewhat similar to the commonly used and well-established approach of
normalization by the measurement uncertainty [22]. This physically motivated
normalization provides signal-to-noise ratios rather than absolute signals and
gives stronger weight to measurements with smaller uncertainties compared to
the weaker-weighted measurements with larger uncertainties. Normalizing by the
measurement uncertainty can be achieved by introducing a diagonal matrix σS

with entries defined by the signal noise, such that Eq. (4.1) can be written as

σ
−1
S S = σ

−1
S WF. (4.12)

Introduce now the signal-noise normalized quantities

Ŝ = σ
−1
S S and Ŵ = σ

−1
S W (4.13)
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such that Ŝ contains the unitless signal-to-noise ratios. The problem for which F
is sought can then be written as

Ŝ = ŴF. (4.14)

Normalization by the measurement uncertainty is typically advantageous in
reconstructions from measurements by diagnostics of the same type, and is often
essential when combining measurements from different diagnostics that might
measure signals with dissimilar magnitudes.

For numerical stability it is also convenient to express the full equation system in
normalized quantities in addition to normalizing the problem by the measurement
uncertainty. To establish this, introduce the mathematically motivated normalized
quantities

ˆ̂S =
Ŝ
‖Ŝ‖2

and ˆ̂W =
Ŵ
‖Ŵ‖2

. (4.15)

Then Eq. (4.14) takes the form

ˆ̂S‖Ŝ‖2 =
ˆ̂W‖Ŵ‖2F (4.16)

or equivalently

ˆ̂S = ˆ̂W
‖Ŵ‖2

‖Ŝ‖2

F. (4.17)

Defining

ˆ̂F =
‖Ŵ‖2

‖Ŝ‖2

F (4.18)

and substituting it into Eq. (4.17) leads to the normalized matrix equation

ˆ̂S = ˆ̂W ˆ̂F. (4.19)

Although not essential, it is also convenient to have the transfer matrix and
regularizing matrix of the same order of magnitude. Therefore, the regularization
matrix is likewise normalized:

ˆ̂L =
L
‖L‖2

. (4.20)
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Introducing the normalized quantities in Eq. (4.3) leads to the problem

ˆ̂F∗ = argmin
ˆ̂F

∥∥∥∥∥

(
ˆ̂W

λ ˆ̂L

)
ˆ̂F−
(

ˆ̂S
0

)∥∥∥∥∥
2

. (4.21)

From the reconstructed normalized distribution ˆ̂F∗, the absolute-valued solution
can be found as

F∗ =
‖Ŝ‖2

‖Ŵ‖2

ˆ̂F∗. (4.22)

Applying normalization of the full problem often results in optimal regularization
strengths in the vicinity of one. The normalizated vectors and matrices ˆ̂S, ˆ̂W and ˆ̂L
are employed for reconstructions of fast-ion velocity distributions in Papers II and
III as well as in Chapter 6 for the DIII-D, EAST and TCV tokamaks. However,
the ”hat”-notation is omitted.
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Chapter 5

Improving reconstructions from sparse

datasets

As stessed in Chapter 4, suboptimal weight function coverage, measurement noise
and high densities at low energies can cause unphysical artifacts in reconstructions
from sparse datasets. Various strategies can be pursued in order to suppress these
artifacts and improve the quality of reconstructions. A selection of approaches
have been developed and tested through the implementation of fast-ion velocity-
space tomography at the DIII-D, EAST and MAST tokamaks in Papers I, II and
III. These complement already developed approaches [25] and are presented in
this chapter.

Improving the reconstruction by including prior information that either constrains
or penalizes the solution facilitates high-definition tomography [25]. Prior
information provides tools to reconstruct the fast-ion velocity distribution in
situations where the direct information in the signals and weight functions does
not suffice to reconstruct the distribution with the desired accuracy and resolution
when imposing only the Tikhonov penalty. As a rule of thumb, it is preferable
to include a minimum amount of prior information to allow the measurements
to dictate the solution, whilst imposing a sufficient amount of priors to suppress
clear artifacts that also appear in reconstructions from synthetic signals where the
true solution in known. Note that, improving the diagnostic setup, as was done
for FIDA measurements in the ASDEX Upgrade tokamak [61], is preferable over
including strong prior information. Prior information does, however, provide the
ability to study the fast-ion distribution in devices where e.g. geometric constrains
do not allow an extension of the diagnostic system in a favourable manner. In
those cases prior information is paramount, and a combination of suitable priors
might significantly improve the capability of the diagnostic to evaluate the physics
of fast ions through reconstructions of their velocity distribution.
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The most widely-used prior is non-negativity of the distribution [25]. This prior
constrains all pixels in the distribution to be non-negative and relies on the fact that
fast-ion densities are intrinsically non-negative. With this constraint, the Tikhonov
problem takes the form

F∗ = argmin
F

∥∥∥∥
(

W
λL

)
F−

(
S
0

)∥∥∥∥
2
, subject to F∗ ≥ 0. (5.1)

Note that this approach only constrains the density to be non-negative in all
pixels, and does not force the solution to contain only positive-pitch ions. The
non-negativity prior has been continuously used for this project unless otherwise
stated. A further selection of commonly used and newly developed types of prior
information is introduced in the following.

5.1 Null-measurements as a penalty

Null-measurements are the part of a signal where the fast-ion measurements are
below the detection limit of the diagnostic. Velocity-space regions related to the
null-measurements are interpreted as regions with only small (if any) densities
of fast ions and are termed null-measurement regions. An example of a null-
measurement region in velocity space is illustrated in Figure 5.1a. This region is
determined from a synthetic signal based on the TRANSP distribution using the
two-view EAST FIDA geometries and conditions. Null-measurements provide a
way to suppress artificially high densities in the null-measurement regions, when
the measurements suggest low densities but cannot impose it due to measurement
noise and insufficient weight function sensitivities. Especially in FIDA-based
reconstructions of the distributions of NBI-born fast ions, null-measurements have
often been crucial in order to avoid artifacts above the highest NBI injection
energy.

Originally, null-measurements were implemented as a constraint on the solution
[25]. In this approach, the solution is found from

F∗ = argmin
F

∥∥∥∥
(

W
λL

)
F−

(
S
0

)∥∥∥∥
2
, subject to F∗(E0, p0) = 0 (5.2)

where (E0, p0) are the coordinates defining the null-measurement region. Zeroth-
order Tikhonov reconstructions from a noisy synthetic signal (10% Gaussian
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Figure 5.1: (a) TRANSP simulation of the fast-ion velocity distribution during
EAST discharge # 75446 (t = 3.2 s) and reconstructions from a noisy synthetic
signal based on the TRANSP distribution (b) imposing non-negativity on the
solution and (c) employing non-negativity and null-measurements as constraints.
The region to the right of the dashed black line is the null-measurement region
determined from synthetic two-view FIDA signals.

noise plus a small normal-distributed background noise) based on the TRANSP
distribution in Figure 5.1a are shown in Figure 5.1b,c. In panel b, the solution is
constrained to be non-negative in all pixels. A non-negativity constraint is also
applied to the reconstruction in panel c. This solution is furthermore constrained
to zero in the null-measurement region following Eq. (5.2). The constrained null-
measurement approach clearly succeeds in removing artificially high densities in
the null-measurement region, as no densities are allowed there. However, it often
creates a sharp boundary of increased densities at the boundary between the target
area and the null-measurement region [25], as also evident from Figure 5.1c. In
order to relax this boundary and to allow small densities in the null-measurement
region, we recently implemented the null-measurement prior as a penalty on
solution norms (Paper I). This approach deems the null-measurement region
unlikely but not strictly inaccessible. Doing so still allows suppression of clear
artifacts in the null-measurement region, but reduces the risk of introducing a
sharp density boundary at the high-energy edge of the target area.

The null-measurement prior can be implemented as a penalty on norms in the null-
measurement region by introducing a function ξ = ξ (E, p) that takes on finite
values in the region covered by (E0, p0) and equals zero everywhere else. An
example of ξ for EAST discharge # 75446 is shown in Figure 5.2a. Here ξ is

51



CHAPTER 5 5.1. Null-measurements as a penalty

Figure 5.2: (a) Example of the penalty matrix ξ (E, p) that takes on finite values
in the null-measurement region to the right of the dashed line and (b) null-
measurement-penalized reconstruction of the EAST TRANSP distribution from
the same signal as used for Figure 5.1b,c. This solution is also constrained to have
non-negative densities in all pixels.

exponentially increasing with energy in the null-measurement region, such that

ξ =

{
0 for (E, p) 6∈ (E0, p0)

exp
(

E−E01(p0)
d

)
for (E, p) ∈ (E0, p0)

(5.3)

where E01(p0) is the smallest energy in the null-measurement region for each
pitch value and d is a scaling factor.

The general Tikhonov method with an unlikely velocity-space penalty in the null-
measurement region can be written as

F∗ = argmin
F

∥∥∥∥∥∥




W
λL

λξ ξ I


F−




S
0
0



∥∥∥∥∥∥

2

. (5.4)

Here λξ determines the strength of the penalty on solution norms in the null-
measurement region. For zeroth-order Tikhonov regularization where L = I, the
terms λL and λξ ξ I can be combined by setting all zero-entries in ξ to one and
adjusting the values of ξ in the null-measurement region by λξ/λ such that

F∗ = argmin
F

∥∥∥∥
(

W
λξ ′I

)
F−

(
S
0

)∥∥∥∥
2

(5.5)

where

ξ
′ =

{
1 for (E, p) 6∈ (E0, p0)

1+
λξ

λ
exp
(

E−E01(p0)
d

)
for (E, p) ∈ (E0, p0)

. (5.6)
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This form reduces the problem size and hence also the computational time.
Figure 5.2b gives the zeroth-order Tikhonov solution obtained from the same
synthetic signal as employed in Figure 5.1b,c by imposing the null-measurement
penalty. The null-measurement penalty removes the high-energy artifacts that
appear in the solely non-negativity constrained solution (Figure 5.1b) similarly
to the null-measurement constraint (Figure 5.1c). It simultaneously allows a
smooth transition between the relatively large densities below 60 keV and the
null-measurement region in better agreement with the true solution (Figure 5.1a).

Since null-measurements are determined directly from the measurements, the
null-measurement prior provides a helping hand to the inversion method based on
information in the inverted signals themselves. Changing the null-measurement
prior from a hard constraint to a penalty in the unlikely velocity space has the
clear advantages of allowing marginal densities in the null-measurement region
and softening the boundary thereto. Note, however, that in the implementation
of Eq. (5.4), the unlikely velocity-space method increases the problem size and
hence the computational time compared to the hard constraint. For a specific
problem, one must therefore evaluate the importance of computational speed
against boundary artifacts and potential suppression of small densities in the null-
measurement region.

Including an increased penalty on norms in parts of velocity space is clearly not
restricted to the null-measurement regions. Consider a situation where a reliable
simulation suggests a region to be sparsely populated. This information can
be applied to impose a penalty on norms in that unlikely velocity-space region,
possibly killing artifacts that can otherwise not be removed. Deeming a region
in velocity space unlikely based on a simulation surely requires a strong belief
that the distribution does not strongly differ from the simulation in the unlikely
velocity space, but can turn out to be essential for obtaining reconstructions of the
fast-ion velocity distribution from extremely sparse datasets. This was the case for
reconstructions from the two-view FIDA dataset obtained during the sawtoothing
MAST discharge studied in Paper I. Figure 5.3 illustrates how the unlikely
velocity-space penalty in both the null-measurement region and in the region,
where the TRANSP distribution predicted marginal densities, improved the first-
order Tikhonov reconstructions from a synthetic signal based on the TRANSP
distribution (Figure 5.3a) in the measurement volume. The reconstruction in panel
b imposes only non-negativity on the solution, and introduces clear artifacts in
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Figure 5.3: (a) TRANSP distribution predicted for MAST discharge #29881, and
(b-d) reconstructions from a noisy synthetic signal using various combinations of
prior information: (b) non-negativity, (c) non-negativity and null-measurements
as a constraint, (d) non-negativity and null-measurements as a penalty, and (e)
non-negativity and the unlikely velocity-space penalty in regions where TRANSP
predicts small or no densities. The dashed and dotted lines separate the target area
from the null-measurement region and from the region where TRANSP predicts
small densities, respectively. The full line mark the lowest accessible energy.
Adapted from Paper I.

regions where the true solution is zero. Including also null-measurements as a
constraint removes the artifact at p ≈ 0.5 and E > 60 keV, but creates a sharp
boundary into the null-measurement region. This boundary is slightly softened
by substituting the hard null-measurement constraint with the unlikely velocity-
space penalty in the null-measurement region. These features were also observed
for the synthetic EAST case in Figure 5.1 and 5.2. For the MAST case, a clear
artifact is, however, still prevalent at positive pitches, where the sparse signals
fail to dictate the marginal densities. This artifact is only suppressed in panel e,
where the unlike velocity-space penalty is imposed on the region where TRANSP
predicts an extremely dilute population.

The formalism in Eq. (5.4) and (5.5) is somewhat similar to the implementation
of the position of the known fast-ion birth velocities as prior information in
NBI-heated plasmas. This strategy was introduced in [25] in order to ease the
reconstruction of density peaks near the fast-ion birth velocities in first-order
Tikhonov reconstructions. These density peaks are otherwise hard to resolve with
the first-order Tikhonov method due to the penalty on gradients imposed by L1.
This strategy is introduced in the Tikhonov inversion by reducing the penalty on
gradients at the known density peaks (at both the full, half and one-third injection
energies). The reduced penalty at the density peaks is encoded in the function
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κ = κ(E, p) that takes on values between 0 and 1 at velocities near the known
fast-ion birth velocities and 1 everywhere else. The solution is then found as

F∗ = argmin
F

∥∥∥∥
(

W
λκL

)
F−

(
S
0

)∥∥∥∥
2
. (5.7)

5.2 Monotonicity constraint

Fast-ion velocity distributions often exhibit monotonic behaviour in parts of
velocity space. Both the theoretical NBI and ICRF fast-ion distributions behave
monotonically with pitch in a significant part of velocity space. Hence, in
quiescent discharges it can be reasonable to include a monotonicity constraint
in parts of velocity space as prior information. This can be done by rewriting the
Tikhonov problem as

F∗ = min
F

∣∣∣∣
∣∣∣∣
(

W
λL

)
F−

(
S
0

)∣∣∣∣
∣∣∣∣
2

subject to LmonoF≥ 0. (5.8)

Here Lmono is the matrix that produces a finite-difference approximation to the
gradient with respect to either or both E and p in either all or a restricted part of
velocity space. Changing the constraint to LmonoF> 0 ensures strict monotonicity
of the distribution.

In the study of DIII-D discharges #153071 and #153072 in Paper II, monotonicity
was included as a function of pitch for negative pitches. This constraint was
introduced as a tool to suppress the clear artifact that appeared at the boundary to
the region of single-view coverage at negative pitches as discussed in Section 4.2.
The inclusion of the monotonicity constraint resulted in a distribution that was
monotonically increasing with pitch for p< 0. Comparisons with less-constrained
solutions revealed that the monotonicity constraint on the negative-pitch fast ions
did not significantly affect the reconstruction at positive pitches. This is evident
from Figure 5.4 that shows reconstructions from a synthetic signal based on the
TRANSP distribution (panel a) in the measurement volume both without (panel b)
and with (panel c) a monotonicity constraint on the solution for negative pitches.
As many NBI and ICRF distributions contain monotonic features, this approach
is valid in various situations. At the time of writing, it has, however, only been
applied to reconstructions from the four-view DIII-D FIDA setup in Paper II.
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Figure 5.4: (a) TRANSP distribution predicted for DIII-D discharge #153071,
and (b-c) first-order Tikhonov reconstructions from a noisy synthetic signal
using different combinations of prior information: (b) non-negativity and null-
measurements as an unlikely velocity-space penalty, (c) non-negativity, null-
measurements and a monotonicity constraint for p < 0. The dashed line separates
the target area from the null-measurement region at higher energies. Adapted from
Paper II.

5.3 Restricted velocity-space inversion methods

So far, the introduced tomographic approaches have focussed on improving the
quality of reconstructions of the full two-dimensional fast-ion velocity distribution
in situations were the diagnostic setup offers incomplete coverage of velocity
space and, hence, insufficient information about specific regions. An alternative
strategy is to reduce the target area to contain only regions of interest. This
would typically be regions of multi-view weight function coverage. Restricting
the target area is, however, not straightforward, as each weight function is often
sensitive to a large velocity-space region that might extend outside the target
area. Different approaches can be pursued to deal with this. Here, two such
approaches for restricted velocity-space inversions are introduced: one relying
on a simulation of the distribution in the region outside the target area, and one
relying on a modification of the weight functions. These were first developed for
reconstructing the DIII-D fast-ion distribution in Paper II.

Both restricted velocity-space inversion methods are based on the notion that the
integral formulation of the forward problem in Eq. (3.2) can be separated into
a selection of integrals each spanning different regions in velocity space. An
example that takes advantage of this is given here: Assume that the target area
covers all energies, i.e. E ∈ [0,∞), but only a restricted part of the pitch domain,
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such that pitches in the range [a,1] lie within the target area, whereas pitches
smaller than a are outside the target area. For this situation, the full signal can
advantageously be written as

s =
∫ a

−1

∫
∞

0
w f dEd p+

∫ 1

a

∫
∞

0
w f dEd p. (5.9)

Introduce now the signals

s− =
∫ a

−1

∫
∞

0
w− f−dEd p (5.10)

and

s+ =
∫ 1

a

∫
∞

0
w+ f+dEd p (5.11)

where the superscripts of w−, w+, f− and f+ split each weight function and the
distribution into two parts: one covered by pitches smaller than a and one in the
target region. Then s+ is the signal generated by ions in the target area, whereas
s− is the signal produced by ions outside this region.

The first approach of restricted velocity-space tomography relies on knowing
the true solution outside the target area. For measurement-based reconstructions
where the true solution is not known, this can be approximated by a reasonable
simulation f−sim. The signal caused by ions outside the target area can then be
estimated to be

s−sim =
∫ a

−1

∫
∞

0
w− f−simdEd p. (5.12)

Therefore, the signal originating purely from fast ions in the target area is

s− s−sim =
∫ 1

a

∫
∞

0
w+ f+dEd p (5.13)

under the assumption that the simulation is valid outside this region. Note that
no assumption is made on the distribution in the target area. However, if the
simulation differs significantly from the true distribution outside this region, this
prior will strongly affect the reconstruction for p ∈ [a,1] if weight functions
sensitive to ions in the target area also extend to other regions.

The second approach of restricted velocity-space reconstructions relies on
assuming a functional behaviour with pitch of the distribution outside the target
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area. The weight functions are then altered such that the distribution can be
reconstructed in the restricted velocity space without explicitly employing a
simulation. As an example, assume that the distribution f is isotropic, i.e.
independent of pitch, for p ∈ [−1,a] but not necessarily for p ∈ [a,1]. Then
Eq. (5.10) takes the form

s− =
∫

∞

0
f−(E)

∫ a

−1
w−(E, p)d pdE =

∫
∞

0
f−(E)w−(E)dE (5.14)

where w−(E) =
∫ a
−1 w−(E, p)d p. This can be written in matrix form as

S− = W−1DF−1D. (5.15)

Here W−1D is the one-dimensional integral of the transfer matrix over pitch in the
region outside the target area, and F−1D is the energy distribution in this region
assuming pitch independence. The forward problem is then

S = S++S− =
[
W+ W−1D

][ F+

F−1D

]
. (5.16)

The two restricted velocity-space methods are tested with good results on a
synthetic signal based on the TRANSP distribution for DIII-D discharge #153071
(Figure 5.4a) in Figure 5.5. In Paper II, good results were likewise obtained

Figure 5.5: Restricted velocity-space reconstructions from a noisy synthetic signal
based on the TRANSP distribution in Figure 5.4a using different combinations
of prior information: (a) non-negativity, null-measurements and isotropy of the
population with negative pitches, (b) non-negativity, null-measurements and the
TRANSP simulation for negative pitches. Both reconstructions employ a first-
order Tikhonov penalty. The dashed line separates the target area from the null-
measurement region at higher energies. Adapted from Paper II.
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from real FIDA measurements. Both methods have the advantage of reducing
the problem size and hence computational time in addition to only reconstructing
a region where the solution is reliable and not plagued by artifacts. However,
they both rely on partially knowing the behaviour of the distribution outside the
target area, and will introduce artifacts in the target area if large discrepancies
exist between the true distribution and the assumed guess outside this region.

5.4 Utilizing a fast-ion slowing-down basis in tomo-
graphic problems

An alternative approach to improve the capabilities of the reconstruction method
and reduce the appearance of artifacts is to change the basis in which the
distribution is expressed. In NBI-heated plasmas with neoclassical transport,
the knowlegde about the fast-ion birth velocities and Coulomb-collision caused
slowing down of fast ions can be utilized to construct of physically motivated
basis consisting of a number of slowing-down basis functions. In the simplest
picture, a neoclassical fast-ion distribution generated by a single neutral beam can
then be described by three basis functions rather than the number of pixels in
velocity space. Generally, the change of basis is done by expressing the fast-ion
distribution as a linear combination of k fast-ion slowing-down functions:

F =
k

∑
i=1

aifSD,i. (5.17)

Here ai and fSD,i denote the i’th expansion coefficient and slowing-down function,
respectively. The change of basis is not restricted to the fast-ion slowing-down
basis. However, this physically motivated choice turns out to be advantageous for
reconstructions of the distribution of NBI-born fast ions.

The slowing-down basis approach was first introduced for fast-ion velocity-space
tomography from FIDA measurements at the EAST tokamak in Paper III and has
since also been employed for FIDA-based reconstructions at the TCV tokamak
in Chapter 6. Both cases employ the analytical expression derived in [57, 58] for
a slowing-down function with birth speed and pitch at (vb, pb) to compute the
slowing-down basis. The energy diffusion is omitted as this would only have little
effect on the distribution above the birth energy [56], which is anyway lost in the
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velocity-space grid resolution. The slowing-down functions are then described by

fSD(v, p) =
1

2
√

πα(v3 + v3
c)

exp
(
−(p− pb)

2

4α

)
(5.18)

where

α =
±β (1− p2

b)

3
ln
(

1+(vc/v)3

1+(vc/vb)3

)
. (5.19)

Here vc denote the critical speed (Eq. (2.12)), β = mtiZ1/2m f i where Z1 is the
effective plasma ion charge and mti and m f i are the masses of the thermal and fast
ions, respectively. The −β solution is used for v ≥ vb, whereas the +β solution
is employed for v < vb. Each function is subsequently normalized. This explains
why the source strength and Spitzer time that appear as a part of the expression
in [57] are not included in Eq. (5.18). In the implementation of Eq. (5.18) in
Paper III and Chapter 6, division by zero caused by ln(1) in Eq. (5.19) for v = vb

is avoided by constructing the (v, p)-grid such that vb is located between the v-grid
points.

The slowing-down functions are further dampened by the complementary error
function [113] farther from the birth speed. This is done in order to more easily
allow detection of non-neoclassical transport and to owe up to uncertainties in
both the analytical expression and the critical speed. Examples of fSD,i are shown
in Figure 5.6 for various birth velocities using EAST conditions with an estimated
critical speed of about 26 keV for deuterium.

The expansion of the distribution in the slowing-down basis can be introduced
in tomographic problems by a slight reformulation of the forward problem. That
is achieved by introducing the matrix FSD = [fSD,1 fSD,2 . . . fSD,k] with columns
determined by the individual fast-ion slowing-down functions, along with the
vector A = [a1 a2 . . . ak]

T containing the expansion coefficients. Then Eq. (5.17)
can be expressed as the matrix equation

F = FSDA. (5.20)

This gives the modified forward problem:

S = WFSDA = WSDA (5.21)

where WSD = WFSD. Now, rather than directly finding the distribution F∗ from
the standard forward problem in Eq. (4.1), the coefficients A can be determined
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Figure 5.6: Selection of error-function dampened fast-ion slowing-down functions
used as a basis for the distribution function. The dashed lines mark the upper
limit of the corresponding non-dampened slowing-down functions. Adapted from
Paper III.

from Eq. (5.21). This problem is, however, also ill posed and can, likewise, be
solved using Tikhonov regularization:

A∗ = argmin
A

∥∥∥∥
(

WSD

λALA

)
A−

(
S
0

)∥∥∥∥
2
. (5.22)

Here, λA is the regularization strength, and LA is the regularizing matrix working
on the expansion coefficients. The distribution can then be subsequently computed
as F∗ = FSDA∗. Note that in order to obtain e.g. non-negativity in F∗, the
constraint is not acting directly on the coefficients in A but rather on FSDA.
Hence, the modification of the problem often requires a modification of the
implementation of prior information, as the prior is typically chosen for the
distribution F∗. Furthermore, if FSD is greatly overdetermined, the computational
time of Eq. (5.22) exceeds the computational time of the equivalent Tikhonov
problem solving directly for pixels in F∗. The approach in Eq. (5.22) using a
precomputed modified system matrix WSD is, however, valid for both under- and
overdetermined bases.

If WSD is invertible, the change of basis can equivalently be interpreted as
a modification of the regularization. This is straightforward to achieve by
introducing A = F−1

SDF in Eq. (5.22):

F∗ = argmin
F

∥∥∥∥
(

W
λALAF−1

SD

)
F−

(
S
0

)∥∥∥∥
2
. (5.23)

61



CHAPTER 5 5.4. Utilizing a fast-ion slowing-down basis in tomographic problems

This approach uses a modified regularizing matrix LAF−1
SD and solves directly

for F∗ rather than for A∗. This eases imposement of prior information on the
distribution. Note that, as FSD itself works as a regularization of the problem, it is
often unnecessary to also include the additional regularizor LA.

5.4.1 Employing the slowing-down basis for reconstructions

Figure 5.7 compares pixel and slowing-down basis reconstructions using EAST
conditions. Here, the geometries and spectral ranges of the O- and B-port
FIDA views are employed to generate a synthetic signal based on the central
TRANSP distribution calculated for the dual-beam NBI-heated plasma during
discharge #75455 (panel a). No noise is added to the synthetic signal. Both the
pixel reconstruction in Figure 5.7b and the slowing-down basis reconstruction in
Figure 5.7c employ zeroth-order Tikhonov regularization and additionally impose
non-negativity of the distribution function and null-measurements. The slowing-
down basis reconstruction outperforms the standard pixel reconstruction in terms
of accurately localizing the full-injection-energy birth velocities. This is also
true for reconstructions from noisy synthetic signals and from measurements
(see Paper III). In those cases, the smoothing nature of the slowing-down basis
functions is, additionally, evident. The apparent superiority of the slowing-
down basis reconstructions exists due to the long-range correlation between

Figure 5.7: (a) Central TRANSP distribution calculated for EAST discharge
#75455, along with (b) pixel reconstruction and (c) slowing-down basis
reconstruction from a noise-free synthetic signal based on panel a using the O-
and B-port FIDA view geometries and experimentally accessible spectral ranges.
The circles enclose the velocity-space coordinates of fast ions born at the full, half
and one-third NBI-injection energies, and the dashed line separates the target area
from the null-measurement region at higher energies.
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pixels provided by the slowing-down functions. This correlation is physically
motivated and ensures that pixels are the most strongly correlated with pixels in
its vicinity in a manner that depends on the position in (E, p)-space determined
by the slowing-down process as discussed in Paper III (Figure 7). This is
evidently beneficial for reconstructions of distributions of NBI-born fast ions,
where the physics encoded in the slowing-down basis is expected to describe
the physics of the true distribution well. A question is now: is the slowing-
down approach valid for functions that do not share the slowing-down features?
In order to test this, Figure 5.8 presents slowing-down reconstructions of the
EAST dual-Gaussian blob test distribution from the same signal as used for the
reconstruction in Figure 4.4c. In Figure 5.8c, the distribution is reconstructed
using the undampened slowing-down basis, whereas the reconstruction in panel d
employs the dampened version of the same basis. The bases are calculated with a
critical speed corresponding to 50 keV. Examples of the slowing-down functions
contained in each of the bases are shown in panels a and b. Both approaches
manage to accurately reconstruct the Gaussian blobs, and place only negligible
densities in regions far from the blobs even though the basis functions take on
finite values in large pixel areas in velocity space. These results are obtainable, as
the basis can be chosen to span the entire pixel space. In fact, for this test example,
the two-norm errors (Eq. (4.11)) of the slowing-down reconstructions are similar
to the two-norm error of the pixel reconstruction in Figure 4.4c.

Figure 5.8: (a,b) Examples of slowing-down functions in the bases used for the
(c,d) slowing-down reconstructions of a dual-Gaussian blob test function using
the two-view FIDA geometry in EAST. The reconstructed test function is the
same as was reconstructed in the pixel basis in Figure 4.4c. The notation and
line description are the same as in Figure 4.4.
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5.4.2 Restricting the basis

In NBI-heated plasmas, the birth pitch(es) of NBI-born fast ions is well known
from geometric considerations. This information can be employed to restrict the
basis to contain only basis functions at the known birth pitch(es). By doing so, the
problem size is reduced and strong restrictions are put on achievable solutions.
Restricting the basis is a compelling approach, as it can increase the energy
resolution of the reconstruction as well as enable reconstructions of the fast-ion
velocity distribution from only one view, which was until now deemed impossible.
The restricted basis approach was first introduced in Paper III and is here tested
on a synthetic signal based on the TRANSP distribution for EAST discharge
#75455 (Figure 5.7a) in Figure 5.9. Here, the dampened slowing-down basis is
restricted to contain only basis functions with birth pitches at the known values,
i.e. pb = 0.4 (for ions born from NBI2L injection) and pb =−0.67 (for ions born
from NBI1L injection). For each pitch value, there are as many birth energies as
energy-grid points. These are linearly spaced in the range from 1 keV to 75 keV.
In panel a, the geometries and experimentally reliable spectral ranges for both
the O- and B-port FIDA views are employed. For this dual-view reconstruction,
fewer spurious features are present in the restricted-basis solution compared to the
full slowing-down reconstruction in Figure 5.7c. This is an effect of the restricted
basis that ensures smoothness in pitch and does not allow sudden high densities
far from the allowed birth pitches. Most fascinating is it though that even the
reconstruction from solely O-port measurements (panel b) succeeds in accurately

Figure 5.9: Restricted basis reconstructions from a synthetic signal based on
Figure 5.7a using the geometry and experimentally accessible spectral ranges of
(a) the O- and B-port FIDA views and (b) only the O-port FIDA view installed at
the EAST tokamak. Same notation and scaling as in Figure 5.7.
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determining the full injection energies. This was also observed for reconstructions
from measurements in Paper III. The ability to resolve the peaks from single-
view measurements is partly due to the tangential viewing geometry of the O-
port FIDA diagnostic that can easily distinguish between ions with positive and
negative pitches. Hence, by restricting the basis to allow only solutions that can be
expressed as a linear combination of slowing-down functions at either a specific
positive pitch or a specific negative pitch, a good solution can be obtained.
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Chapter 6

Preliminary tomographic results from

the two-view FIDA system in the TCV

tokamak

This chapter presents ongoing tomographic work from FIDA measurement in
the TCV tokamak. The chapter does not strive to provide a full picture of
the physics at play, but rather aims at providing insight into initial results
based on tomography with the purpose of highlighting possibilities and revealing
shortcomings of the current state of FIDA tomography at TCV. TCV is a medium-
sized tokamak with major and minor radii: R = 0.88 m and r = 0.25 m [28], with
one heating beam [114] and two FIDA views [115]. The temporal resolution of
the TCV FIDA diagnostic is 3 ms. The beam is not modulated during considered
discharges with FIDA measurements. Beam-on versus beam-off background
subtraction is, hence, not applied, and the carbon impurity lines are, therefore,
clearly visible in the redshifted wings of measured FIDA spectra. This is
illustrated for measurements in Figure 6.1. Due to its relatively small size, the
TCV tokamak typically has a low bremsstrahlung level. This can be evaluated at
line-emission free spectral ranges and subtracted from the FIDA signals.

The signals in Figure 6.1 have been relatively calibrated by evaluating their
light collection efficiency in gas discharges with neutral beam injection. The
instrumental broadening of the FIDA spectrometers is estimated to be 0.09 nm.
This has been applied to the FIDASIM FIDA signals that are also shown in
Figure 6.1 as well as to weight functions later in this chapter. In order to
provide good quantitative agreement between measurements and simulations,
an adjustment factor of 5× 10−12 has been applied to the FIDASIM signals
and weight functions, similarly to the approach in [115]. Absolute values are,
therefore, uncertain and plots are presented without units. On the other hand,
relative changes are more reliable as the calibration of the spectra is not expected

67



CHAPTER 6

Figure 6.1: FIDA signals predicted by FIDASIM along with measurements
obtained by the (a) vertical and (b) horizontal TCV FIDA views in the
measurement volume at R∼ 86 cm at t = 390 ms during discharge #64897. Null-
measurements lie within the hatched areas.

to vary during a discharge.

The grey-shaded areas in Figure 6.1 mark the experimentally reliable spectral
ranges for each FIDA view. These ranges avoid the carbon impurity lines as well
as measurements sensitive to energies below 5 keV (i.e. a Doppler shift of about
1.5 nm). The sums of weight functions related to the experimentally reliable
spectral ranges are plotted in Figure 6.2a,b. The weight function coverages are
plotted only for energies below 30 keV, as fast ions generated from neutral beam
heating in TCV are born with energies of ∼ 25 keV for discharges studied in this
chapter. This is a relatively low fast-ion birth energy compared to the distributions
studied at the MAST, DIII-D and EAST tokamaks. Similar to the DIII-D and

Figure 6.2: Weight function coverages of the (a) vertical and (b) horizontal FIDA
views related to measurements in the grey-shaded regions of Figure 6.1 as well as
(c) dual-Gaussian blob reconstruction following the same strategy as in Figure 4.4.
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MAST FIDA weight function coverages (Figure 4.3), the TCV FIDA weight
function coverage is asymmetric about p = 0. This is due to the carbon emission
lines that block a part of the redshifted signals. Because of this, most of the
positive-pitch range is well-covered by the two views, whereas a significant part
of the negative-pitch velocity space is observed by only one view or no views at
all. The effect of this uneven weight function coverage is shown in Figure 6.2c
that presents the reconstruction from a synthetic signal generated from a dual-
Gaussian blob test function. This test is based on the same strategy as used for
Figure 4.4. Also for the TCV FIDA conditions, the part of the reconstruction
containing the blob located in the dual-view region outperforms the part of the
reconstruction in the single-view region.

6.1 Reconstructing the TCV fast-ion velocity distribu-
tion

Tomographic reconstruction of the fast-ion velocity distribution from the two-
view FIDA diagnostic installed at TCV was first successfully tested on a synthetic
signal in [115]. The task of reconstructing based on synthetic signals are briefly
repeated here for a TRANSP distribution in the measurement volume related to
the FIDA measurements in Figure 6.1. This TRANSP distribution is shown in
Figure 6.3a. The almost tangential neutral beam injection relative to the magnetic
field creates a fast-ion population with predominantly positive pitches. This
is also the pitch-range that is the best covered by the TCV FIDA diagnostics,
as evident from Figure 6.2a,b. In Figure 6.3b, the TRANSP distribution is
reconstructed from a synthetic signal using first-order Tikhonov regularization
with penalties on gradients between pixels in energy and pitch [61, 116]. A 10%
Gaussian noise level and a small normal-distribution background noise level have
been added to the synthetic signals in order to mimic measurement conditions.
The reconstruction imposes non-negativity on the distribution and applies null-
measurements as a penalty. An additional upper energy limit of the target region
is set near E = 30 keV. Without this additional upper energy limit, the density
tends to migrate to energies up to 40 keV near p = 1, as the shapes of the weight
functions related to the available null-measurements do not provide a sufficient
null-measurement coverage at large pitches. This lack of null-measurement
coverage at large pitches is evident from the thin dashed line in Figure 6.3a,b.
Even with the upper energy limit near 30 keV and a soft null-measurement
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Figure 6.3: (a) TRANSP distribution for the time and measurement volume
related to the measurements in Figure 6.1, as well as reconstructions from a noisy
synthetic signal using (b) the pixel basis and (d) the slowing-down basis. The thin
dashed line marks the boundary to the null-measurement region as determined
from measurements. For each pitch value, the thick dashed line marks the smallest
value of the null-measurement boundary and E = 31 keV. This is used as the null-
measurement boundary in the reconstructions in panels b and c.

penalty, the first-order Tikhonov solution is slightly smeared to higher energies
near p = 1. Also at the MAST tokamak, the two-view FIDA diagnostic provided
insufficient null-measurement coverage at large negative pitches. This likewise
caused a density migration to higher energies as evident from Figure 5.3c,d. Such
an unmotivated density migration to high energies is often seen in FIDA-based
reconstructions from limited datasets when no prior information is included to
explicitly avoid this [25]. In [115], this density migration was not reported for
a FIDA-based reconstruction from a noisy synthetic signal based on the TCV
TRANSP distribution. Instead, the beam injection peaks were recovered in
the reconstruction by including the known position of the density peaks, non-
negativity and null-measurements as prior information. Figure 6.3c illustrates
that the full-energy beam injection peak can alternatively be slightly improved
by utilizing the slowing-down basis along with a non-negativity constraint on
the distribution. This effect is similar to results obtained for reconstructions
from FIDA measurements in the EAST tokamak in Paper III. For TCV discharge
#64897, the critical speed (Eq. (2.12)) is estimated to correspond to about 18 keV
for deuterium. This is smaller than for the EAST discharges studied in Paper III,
which is mainly due to a lower electron temperature. The slowing-down functions
contained in the basis used for the reconstruction in Figure 6.3c therefore differ
somewhat from the slowing-down basis used for the EAST reconstructions
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(Figure 5.6). In order to owe up to possible uncertainties in the computation of
the slowing-down functions, the TCV slowing-down functions are additionally
dampened by the complementary error function.

Figure 6.4 shows the first reconstructions from FIDA measurements during TCV
discharge #64897. During the time of measurement, the fast-ion transport is
expected to be neoclassical. The upper boundary of the target region near 30 keV
is also applied for measurement-based reconstructions, as no ions are expected
to be accelerated to energies significantly above the full injection energy of the
neutral beam. For the pixel-based reconstruction in panel a, the density near the
full injection energy migrates to higher energies. As similar features are present in
reconstructions from synthetic signals based on the TRANSP distribution, they are
not expected to appear due to acceleration of ions in the plasma. Similar to what
was achieved for reconstructions from the synthetic signal based on the TRANSP
distribution, this density migration is slightly reduced by rather employing the
slowing-down basis. For both approaches, a good general agreement is found
between the TRANSP distribution and reconstructions from measurements. The
measurement-based reconstructions differ mainly from the predicted TRANSP
distribution in two manners: Firstly, the steep density peak at the full injection
energy is smoother in measurement-based reconstructions compared to in the
TRANSP distribution. This behaviour is also seen in the reconstructions from
synthetic signals, proposing that the smoothing is method caused. Secondly, in
the measurement-based reconstructions, both the pixel-based approach as well as
the slowing-down approach detect an increased density at 10−15 keV compared
to the TRANSP distribution. This density surplus originates from the strong

Figure 6.4: Measurement-based reconstructions in (b) the pixel basis and (d) the
slowing-down basis from the signals in Figure 6.1. Same notation as in Figure 6.3.
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radiation at small Doppler shifts (∆λ / 2 nm) in the blueshifted wings of the
measured spectra in Figure 6.1. These strong signals at small Doppler shifts can
originate from halo emissions, unregarded passive FIDA light or spectrometer
effects. The effects of these possible contributions must be evaluated in depth
before strong conclusions on the significance of the larger densities at low energies
can be drawn.

Preliminary tomographic reconstructions employing the entire redshifted wing of
the spectra after post-processed carbon-line subtraction have also been attempted.
Here, the carbon lines were fitted by two Gaussian intensity distributions imposed
onto a linearly tilted background emission, such that a subsequent subtraction of
the Gaussian fits produces impurity-line free spectra. This approach extends the
range of available measurements, albeit with larger uncertainties. Due to the FIDA
viewing geometry, this extension of the available measurements predominantly
increases the sensitivity to negative pitches where only few ions reside, as evident
from Figure 6.5. Due to this and large uncertainties on the additional available
measurements, no clear evidence of reconstruction improvements induced by this
approach has yet been found, and results will, therefore, not be shown here.

6.2 Temporal evolution of the fast-ion distribution

The good temporal resolution of the TCV FIDA system is put to test in this
and the following section. Here, the evolution of the fast-ion density and
current density (based on Eq. (2.17)) are computed from reconstructions based

Figure 6.5: Weight function coverages of the (a) vertical and (b) horizontal FIDA
views related to measurements near the carbon emission lines.
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on measurements obtained during TCV discharge #64897. This discharge was
chosen due to the good signal-to-noise ratio of the FIDA measurements. The
derived quantities are shown for reconstructions from measurements in the pixel
basis and in the slowing-down basis as well as for the TRANSP distribution in
Figure 6.6. There are a number of interesting aspects to notice from these plots:
Firstly, the fast-ion densities and current densities computed from measurement-
based reconstructions using both the pixel basis and the slowing-down basis are
in excellent agreement. This is true despite the density migration to higher
energies in pixel reconstructions as discussed in Section 6.1. A similar good
agreement between derived quantities from pixel-based and slowing-down based
reconstructions was also observed for the two-view EAST FIDA diagnostic
in Paper III. The good agreement between the numbers is explained by the
integration over a significant region in energy and pitch used for the computation
of both the density and the current density (i.e. E > 10 keV and p > 0). This
integration relaxes the effect of small density migrations on the results. Secondly,
during the first three measurements and the last three measurements, the density
and current density computed from measurement-based reconstructions follow the
same upwards and downwards trends expected from the TRANSP distribution.
However, for the measurement-based reconstructions at t = 320 ms, the positive-
pitch fast-ion number and current densities suddenly decrease in disagreement
with the expectation from the TRANSP distribution. This happens during a period
of MHD instabilities (between 290 ms and 370 ms). These MHD instabilities
might be responsible for fast-ion transport away from the measurement volume.

Figure 6.6: Fast-ion (a) densities and (b) current densities during TCV discharge
#64897 as computed from TRANSP as well as for reconstructions from
measurements in the pixel basis and slowing-down basis for E > 10 keV and
p > 0.
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However at the time of writing, these instabilities are not well described and
the physical processes occurring in the plasma are, therefore, hard to interpret.
The analysis of this discharge, hence, serves solely as a demonstration of the
ability and prospects of the TCV FIDA diagnostic setup in the light of temporarily
resolved quantities derived from reconstructed fast-ion distributions.

6.3 Fast ions during Alfvén eigenmode (AE) activity

This section presents results from FIDA-based fast-ion velocity-space tomography
in TCV discharge #65055 with AE activity. The discharge has been selected
due to its good FIDA signal-to-noise ratios and distinct AE activity that can
be temporally resolved by the FIDA sampling. Figure 6.7 shows the evolution
of the activity measured by poloidal magnetic field coils during the discharge.
This is overlaid by the fast-ion density predicted by TRANSP and computed
from measurement-based reconstructions for E > 10 keV and p > 0. Note that
the density appears unitless in the plot and only relative temporal changes are
commented on.

The persistent modes near 200 kHz and 400 kHz in the spectrogram have been

Figure 6.7: Poloidal magnetic field spectrograms during TCV discharge
#65055 overlaid by the fast-ion density for E > 10 keV and p > 0 as
predicted by TRANSP and as calculated from measurement-based slowing-down
reconstructions. The errorbars indicate the sampling time.
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characterized as n = 0 TAEs and EAEs, respectively. These are also present
during times without NBI heating and are still not fully understood. The chirping
modes (in the frequency band 200−340 kHz), on the other hand, are TAEs with
n = 2 and n = 3. Their exact location is still unknown, but they are likely to
reside at large minor radii. With the appearance of the modes at t = 480 ms,
the reconstructed fast-ion density starts decreasing. This is not expected from
the neoclassical TRANSP simulation, which does not account for the modes.
In addition to the “long timescale” density decrease, quick density fluctuations
(within a few ms) appear in the reconstructions. These tend to decrease prior to
the appearance of a TAE chirping mode and have increased after the event. This
behaviour is especially prominent for the times marked by diamonds in the figure.
The reconstructions from measurements obtained during these times are given in
Figure 6.8. Panels c and f give the pixel differences between reconstructions in
the upper or lower panel, respectively. The density increase following the chirping
events is predominantly caused by ions with energies between 10 keV and 20 keV
and p > 0.2. This velocity-space localized density increase is a result of a slight
increase in the measured signal from the horizontal view in the spectral range
653.5− 654.7 nm as evident from Figure 6.9. A similar fast-ion density change

Figure 6.8: (a,b,d,e) Measurement-based slowing-down reconstructions during
TCV discharge #65055 and (c,f) their pixel differences.
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Figure 6.9: (a) Measurements from the horizontal FIDA view for the times marked
by diamonds in Figure 6.7 as well as (b) weight function coverage of the horizontal
view for the spectral range between 653.5 nm and 654.7 nm.

is also observed when comparing sequential measurement-based reconstructions
near 463 ms, where the chirping modes are not present. At the time of writing,
it is, therefore, unclear whether the quick changes in the fast-ion distribution
are related to the chirping TAEs. Future studies are, therefore, needed to fully
establish clear conclusions on the effect of the AEs on the fast-ion distribution in
the TCV tokamak.

6.4 Prospects of the TCV FIDA system

The preliminary results presented in this chapter show that reconstructions of the
fast-ion velocity distribution are possible from FIDA measurements at the TCV
tokamak. As often the case for FIDA-based reconstructions, null-measurements
are paramount for avoiding strong density migration to energies above the full
injection energy of the NBI. Due to insufficient null-measurement coverage at
large pitches, additional prior information must be included in order to avoid a
density migration near p = 1. This can be achieved by including the known NBI
peak location as a prior or by introducing an upper energy limit of the target area.
Similar to the approach for reconstructions at the MAST tokamak, the shape of
the TRANSP distribution can likewise be used directly as a tool to avoid density
migration.

Tomographic reconstructions from FIDA measurement at TCV further benefit
from introducing slowing-down functions as a basis in the tomographic prob-
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lem. Derived quantities from slowing-down based reconstructions are in excellent
agreement with quantities derived from pixel-based reconstructions when inte-
grating over significant regions. Results from #65055 furthermore showed that
even small changes in measurements can be captured by the tomographic recon-
struction and translated into located regions in velocity space.

In conclusion, the good time resolution, relatively small measurement noise, dual-
view coverage in the densely populated region of velocity space and the slowing-
down approach in combination with null-measurements and non-negativity of the
distribution suggest good prospects for the two-view TCV FIDA diagnostic for
studying fast-ion behaviour through tomographic reconstructions of the fast-ion
velocity distribution.
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Chapter 7

Conclusions

This project has focused on expanding and improving the palette of strategies
for reconstructing the fast-ion velocity distribution in magnetized fusion plasmas.
The focus has been mainly on possibilities and limitations of doing so from sparse
datasets, where the fast-ion velocity space is suboptimally or even incompletely
covered by the diagnostic setup. In standard unconstrained fast-ion velocity-space
tomography, multi-view coverage of the target region is paramount. The new
strategies offer novel ways of dealing with the appearance of single-view covered
regions and have been crucial for reliably reconstructing the central velocity
distribution of fast deuterium ions born from neutral beam injection (NBI) in the
MAST (Paper I), DIII-D (Paper II), EAST (Paper III), and TCV (ongoing work,
Chapter 6) tokamaks. The new strategies can be divided into three subgroups:

1. Prior information as penalties or constraints
2. Restricted velocity-space reconstructions
3. Utilizing a modified basis consisting of slowing-down functions.

Paper I showed that especially for reconstructions based on the two-view FIDA
diagnostic in the MAST tokamak, the inclusion of strong prior information
was essential. Specifically, the strategy based on the unlikely velocity-space
penalty succeeded in reliably reconstructing distributions based on the limited
dataset. This penalty has proven to be especially compelling in the null-
measurement region, where a strict null-measurement constraint tends to create a
sharp boundary that is softened when instead using the penalty approach. In Paper
III, reconstructions of a distribution of NBI-born fast ions in the EAST tokamak
additionally showed that null-measurements could be obviated altogether by
combining measurements from the FIDA and NES diagnostics. This is explained
by the relative-energy dependencies of the charge-exchange and fusion-reaction
probabilities that provide a complementary relationship between FIDA and NES
fast-ion velocity-space sensitivities.
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In Paper II, the strongly asymmetric velocity-space coverage of the four-
view DIII-D FIDA diagnostic inspired the introduction of restricted velocity-
space reconstructions. Here the fast-ion velocity space is split into a well-
diagnosed target region and a sparsely diagnosed residual region. This approach
benefits especially from omitting reconstructing regions of high uncertainty whilst
simultaneously reducing the problem size and hence computational time.

For reconstructions of NBI-induced fast-ion distributions from FIDA measure-
ments in the EAST and TCV tokamaks it was found that utilizing a slowing-down
basis in Tikhonov reconstructions provided better results than the standard pixel
approach. This improvement is explained by the physically motivated correlation
between pixels introduced by the basis. Employing slowing-down functions as
a basis for the NBI-born fast-ion distribution has furthermore been shown to al-
low velocity-space reconstructions from a single-view diagnostic, which was until
now inaccessible.

Analysis of discharges with sawtooth activity and Alfvén eigenmodes (AEs)
were performed in Paper I at the MAST tokamak and in Paper II at the DIII-D
tokamak, respectively. The MAST sawtooth study indicated the pitch-dependence
of sawtooth-induced fast-ion redistribution in agreement with previous studies.
The DIII-D study, on the other hand, provided the first fast-ion velocity-space
reconstructions during AE activity. Here, reconstructed solutions qualitatively
agreed with kick model simulations of the AE-induced fast-ion transport.
Quantitative agreement is, however, still to be obtained.

In the EAST tokamak, no studies on anomalous fast-ion transport during dynam-
ical events have yet been performed in the light of fast-ion velocity-space tomog-
raphy. Instead, NBI-based studies at EAST have led to accurate determination
of the most energetic fast-ion birth velocities in distributions generated both from
purely co-current neutral beam injection and from simultaneous co- and counter-
current injection, without explicitly including the known birth velocities as prior
information. This was achieved using the slowing-down basis. Derived fast-ion
quantities from measurement-based reconstructions during the solely co-current
injection was in excellent agreement with the simulated values. Discrepancies
were, however, found for discharges with simultaneous co- and counter-current
injection. This is likely to be partly explained by the more complex structure of
fast-ion distributions with simultaneous co- and counter-current injection. This
type of distribution is challenging to reconstruct from limited datasets and has,
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prior to this work, not been attempted reconstructed.

In conclusion, this thesis has introduced tools helpful for reconstructing the fast-
ion distribution from measurements where standard methods do not succeed. The
new strategies have allowed both detailed studies on the fast-ion distribution
during dynamical events and various heating scenarios, as well as a measure to
directly compute derived fast-ion quantities in devices where, until now, this was
not possible.
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Outlook

Employing the proposed tomographic strategies improves the achievable quality
of reconstructions of fast-ion velocity distributions from sparse datasets. This
makes fast-ion velocity-space tomography a compelling diagnostic tool in an
increased number of tokamak devices beyond the ASDEX Upgrade [48,61,62,84]
and JET [47] tokamaks. In addition to further studies at the DIII-D, EAST, MAST
and TCV tokamaks, also diagnostics in other fusion devices are likely to benefit
from the proposed strategies when pursuing to reconstruct the fast-ion distribution.
These include FIDA measurements in the NSTX-U spherical tokamak (two views,
[117–119]) and measurements based on fast-ion charge-exchange as well as
CTS measurements in the LHD device (two plus one views, [120, 121]). Also
tomographic reconstructions of the distribution of fusion-born alpha particles
in ITER (from the CTS and GRS diagnostics) are likely to advance from the
gained experience and developed tools. As the alpha distribution is, to a good
approximation, expected to be isotropic (10− 15% anisotropy), it is justifiable
and likely beneficial to perform restricted velocity-space reconstructions of the
distribution assuming isotropy outside the target region. This will provide energy
spectra of the distribution outside the target area and unconstrained velocity-space
distributions in the target region. This is especially compelling for energies below
1.7 keV, where CTS is the only sensitive diagnostic [30].

The acceleration of deuterium ions by ICRF heating is especially compelling
to study from simultaneous FIDA and NES measurements. This is due to
the complementary fast-ion sensitivities of the FIDA and NES diagnostics
that, in combination, offer measurements of ions over a large energy range
(possibly keV to MeV). This complementary diagnostic setup is available at the
EAST tokamak, and future experiments will, hopefully, offer measurement-based
reconstructions of the distribution of ICRF-accelerated fast ions. In order to aid
these reconstructions further, the monotonicity constraint is likely effective as
ICRF creates fast-ion distributions with monotonic features.
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Employing slowing-down functions as a basis for the NBI-born fast-ion distribu-
tion in reconstructions additionally enables a wealth of new possibilities: Firstly,
the ability to now reconstruct the fast-ion velocity distribution from a single view
by utilizing a judiciously chosen restricted basis enables reconstructions in devices
with single-view fast-ion diagnostic setups as well as in measurement volumes
covered by only one view in devices with multiple fast-ion diagnostics. Secondly,
the use of base functions is likely to be beneficial for reconstructions of the full
fast-ion phase-space distribution in tokamak plasmas when not enough measure-
ments are available to do orbit tomography [31]. Thirdly, a somewhat similar
approach might enable tomographic reconstruction of the fast-ion distribution in
the even more complicated five-dimensional stellerator phase space. This is envi-
sioned to be achievable by restricting the fast-ion phase-space distribution to be a
linear combination of a limited number of basis functions computed with the AS-
COT simulation code for ions created by neutral injection from the known NBI
geometries.

Future studies that further broaden the understanding of the interplay between fast
ion and dynamical events can now be carried out at a greater number of tokamaks
around the world. This includes e.g. further studies on the effect of sawtooth
activity on the fast-ion distribution to complement studies at the ASDEX Upgrade
and MAST tokamaks, as well as studies on the effect of the fishbone instability
on the fast-ion distribution, which has not yet been investigated through fast-ion
velocity-space tomography. Finally, further studies building on a combination of
reconstructions during AE activity and kick model simulations will advance the
understanding and predictability of AE-induced fast-ion transport and loss.
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Velocity-space tomography provides a way of diagnosing fast ions in a fusion plasma by combining
measurements from multiple instruments. We use a toroidally viewing and a vertically viewing fast-
ion D-alpha diagnostic installed on the mega-amp spherical tokamak (before the upgrade) to perform
velocity-space tomography of the fast-ion distribution function. To make up for the scarce amount of
data, prior information is included in the inversions. We impose a non-negativity constraint, suppress
the distribution in the velocity-space region associated with null-measurements, and encode the belief
that the distribution function does not extend to energies significantly higher than those expected
neoclassically. This allows us to study the fast-ion velocity distributions and the derived fast-ion
densities before and after a sawtooth crash. https://doi.org/10.1063/1.5035498

I. INTRODUCTION

It is crucial to study the behavior and confinement of ener-
getic ions since they are essential to heat the plasma and, in
fusion reactors, might damage the first wall if they escape the
plasma.1 In deuterium plasmas, one method of doing so is
by fast-ion D-alpha (FIDA) spectroscopy2,3 which has been
implemented in numerous tokamaks and stellarators around
the world.3–9 FIDA measures the Balmer-alpha radiation from
neutralized fast ions following charge-exchange reactions. The
neutrals donating the electrons are mostly those injected into
the plasma by neutral beam injection (NBI). The spatial mea-
surement volumes of the FIDA views are thus defined by the
overlap between the lines-of-sight and the neutral beam. In
the mega-amp spherical tokamak (MAST), toroidally and ver-
tically directed FIDA views were installed.9,10 We combine
measurements from this dual-view FIDA system on MAST in
reconstructions of the fast-ion distribution functions before
and after a sawtooth crash providing essential information
about the resulting fast-ion density decrease. Similar inves-
tigations have been carried out at ASDEX Upgrade.7,11–13

Sawtooth crashes also redistribute alpha-particles14 which is
important with respect to ITER.

The tomography problem based on FIDA measurements
at MAST is a scarce-data problem, and parts of velocity-
space are covered by only one view. Therefore, tomographic
inversion methods13 used for reconstructions of the fast-ion
velocity distribution from FIDA measurements at ASDEX
Upgrade are plagued by severe artifacts here. To make up for
the scarce amount of data, we include the outer shape of the

Note: Paper published as part of the Proceedings of the 22nd Topical Confer-
ence on High-Temperature Plasma Diagnostics, San Diego, California, April
2018.
a)birma@fysik.dtu.dk
b)See the authors list in I. T. Chapman et al., Nucl. Fusion 55, 104008 (2015).

neoclassically expected distribution as a new type of prior
information in the tomographic inversions. This enables the
reconstructions of the fast-ion velocity distributions before and
after a sawtooth crash.

The paper is organized as follows. Section II introduces
the modelled and experimental signals. The inversion methods
are described in Sec. III, whilst Sec. IV illustrates the methods
on synthetic data. This is used to reconstruct the fast-ion veloc-
ity distributions before and after a sawtooth crash in Sec. V.
Section VI concludes the paper.

II. MODELLED AND EXPERIMENTAL SIGNALS

MAST15 is a low aspect ratio R/a ≈ 1.3 tokamak with
major radius R ≈ 0.85 m and minor radius a ≈ 0.65 m. We
study the fast-ion distributions before (t = 0.253 s) and after
(t = 0.279 s) a sawtooth crash observed by the dual-view FIDA
diagnostics with lines-of-sight intersecting the NBI beam
(Einj ≈ 56 keV) at r = 1.13 m during shot #29881. For this
shot, the spatial and temporal resolutions of the FIDA diag-
nostics were about 10 cm and 2 ms, respectively. The expected
signals from each view before and after the sawtooth crash
are modelled with FIDASIM16 based on TRANSP simula-
tions (Fig. 3) in which fast ions are modelled in NUBEAM.17

The predicted FIDA spectra and the measurements are plot-
ted in Fig. 1. At low Doppler-shifts from the D-alpha emis-
sion line at 656.1 nm, the FIDA signal is masked by the
much stronger thermal D-alpha and beam emissions. This
is illustrated by shaded areas in Fig. 1. Therefore only the
wings of the FIDA spectra are accessible. For the toroidal
and vertical views, FIDA measurements are accessible in the
ranges between [660.2–662.25] nm and [650.96–654.5] nm,
respectively.

The measured signal in a given wavelength range relates to
regions in velocity-space through the so-called fast-ion weight
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FIG. 1. Central measurements and FIDASIM simulations of the toroidal (a)
and vertical (b) views before and after the sawtooth crash. The shaded areas
mark the regions where the beam or thermal-ion emissions dominate the FIDA
signal.

FIG. 2. (E, p)-space interrogation regions related to the experimentally acces-
sible wavelength ranges in the toroidal ([660.2–662.25] nm) and vertical
([650.96–654.5] nm) views.

functions.18 The weight function depends on the observed
wavelength range and the viewing angle φ between the line-of-
sight and the local magnetic field in the measurement volume.
Hence the toroidal (φt = 36◦) and vertical (φv = 104◦) views
are sensitive to different regions in velocity-space. The shaded
areas in Fig. 2 depict the total interrogation regions related
to the experimentally accessible wavelength domains for the
toroidal and vertical views. These are shown in the widely
used energy E = 1

2 mDv
2 and pitch p = v ||/v space where v is

the fast-ion speed and v ‖ is its velocity component along the
magnetic field. From this, it is evident that the accessible part
of the spectra from the toroidal view is sensitive to high ener-
gies (∼40–80 keV) at negative pitches, whilst observations
from the vertical view are sensitive to much lower energies in
a broader pitch-range. Since the beam injection direction in
MAST is counter to the toroidal field, most of the beam ions
have negative pitches.

III. TOMOGRAPHIC INVERSION METHODS USING
PRIOR INFORMATION

Fast-ion velocity-space tomography is based on finding
the solution F

∗

to the mathematically ill-posed problem

WF∗ = S, (1)

where W is the transfer matrix containing the weight func-
tions and S is the measured signal.19–21 In order to find
a stable solution, first-order Tikhonov regularization22 has
proven a useful tool in tomography studies.7,12,13,23,24 Here
the solution is regularized by introducing a penalty term
that favours solutions with small gradients. The solution
F
∗

is then the distribution F that minimizes the sum of
the residual norm of the original problem [Eq. (1)] and
the norm of the regularization of the solution. This can be
written as

F∗ = arg min
F

�����

�����

(
W
λ1L1

)
F −

(
S
0

) �����

�����2
, (2)

where L1 is the gradient matrix12 and λ1 is the regularization
parameter. Here the indices refer to the order of the Tikhonov
regularization. The regularization parameter determines the
strength of the regularization and is, in Sec. IV, chosen such
that the solution error is minimized.

To improve the solution, additional prior-information
can be included in the so-called high-definition tomog-
raphy. High-definition velocity-space tomographies of fast
ions in fusion plasmas have included non-negativity, null-
measurements, known peak-locations, and numerical simula-
tions13 as prior information. Specifically, studies have shown
that adding the non-negativity constraint, i.e., F

∗

≥ 0, improves
the solution.7,13 Therefore, this is used throughout this
study.

A. Null-measurements as a hard constraint

Including null-measurements as a hard constraint in
the reconstructions sets the solution to zero in specific
parts of velocity-space based on spectral observations. Null-
measurements are the parts of the spectra where the observed
light is below the detection threshold of the instrument.13 In
Fig. 1, the null-measurements are above 661.48 nm in the
toroidal view and below 651.4 nm in the vertical view. The
associated velocity-space is to the right of the dashed curved
lines in Fig. 3, which agrees well with scarcely populated
regions in the neoclassical TRANSP simulations both before
and after the sawtooth crash. Previously, null-measurements
have been implemented by constraining the solution to be

FIG. 3. TRANSP simulations of the fast-ion distributions in (E, p)-space at
r = 1.13 m, before (a) and after (b) the sawtooth crash. The vertical black line
indicates the lower limit of the velocity-space that we seek to reconstruct in
Sec. IV. The curved black line is the lower limit of the unlikely velocity-space
region defined from the TRANSP simulations. The null-measurement region
lies to the right of the dashed line. The same normalisation factor is used in
both plots.
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zero at the coordinates (E0, p0) in the regions covered by
null-measurements, i.e., F(E0, p0) = 0. This method removes
artifacts in the null-measurement region. However, it might
introduce artifacts at the sharp boundary between the tomog-
raphy and null-measurement region. A second concern is that
the hard constraint makes it impossible to detect any ions in
the null-measurement region.13 Our new approach, presented
in Sec. III B, overcomes these limitations by changing the hard
constraint to a penalty.

B. Unlikely velocity-space defined from
null-measurements and neoclassical simulations

It is only unlikely but not strictly impossible to have an
ion in the null-measurement region. Therefore, we propose
to penalize the solution with increased penalty strength fur-
ther into the region instead of forcing the solution to zero.
We refer to the region where the presence of ions is unlikely
as the unlikely velocity-space. The penalty allows fast ions
in this region, but still suppresses clear artifacts. In addition,
the smooth nature of the penalty function removes the sharp
boundary into the unlikely velocity-space often appearing in
tomographies using a hard constraint.

The unlikely velocity-space method is implemented by
introducing an additional penalty term in the Tikhonov prob-
lem of Eq. (2). This term is designed to suppress solution norms
in the unlikely velocity-space without penalizing the solution
outside this region. This is encoded in the function ξ = ξ(E, p)
that is multiplied onto the zeroth-order Tikhonov penalty oper-
ator L0 which is the identity matrix. The strength of the penalty
is determined by the regularization parameter λ0 chosen to be
as low as possible but still strong enough to suppress clear arti-
facts in the unlikely velocity-space. This can be determined by
inversions of synthetic measurements where the true solution is
known such that artifacts can be identified. In order to improve
the reconstruction, the solution is still sought to be smooth over
the entire domain. Together with the non-negativity constraint,
the solution of the unlikely velocity-space method takes the
form

F∗ = arg min
F

�������

�������
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,

W
λ1L1

λ0ξL0
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F − *.

,
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0
0

+/
-

�������

�������2
subject to F∗ ≥ 0. (3)

We use this method on both the null-measurement region and
in the region where the TRANSP simulations suggest marginal
fast-ion densities below the detection limit of the diagnostic.
For NBI populations, there is usually a fairly sharp transi-
tion between densely and scarcely populated velocity-space
regions. Hence, these regions can be distinguished from each
other as shown by the separation lines in Fig. 3. We then
assume that the larger the distance from the separation line
into the unlikely velocity-space, the lower the likelihood of
finding ions. Here the penalty function ξ is chosen to increase
exponentially with increased energy from the separation line
and takes the forms shown in Fig. 4. The specific shapes
of the penalty functions are chosen such that the solution
errors of the optimal reconstructions from signals created
from the TRANSP simulations are minimized. For consis-
tency, these values are also used in the reconstructions of the

FIG. 4. Exponentially growing penalty function ξ above what is neoclassi-
cally expected by the TRANSP simulations (a) and in the null-measurement
region (b).

distributions from the FIDASIM and measurement signals in
Sec. V.

Even though this method does not force the solution to
zero in the unlikely velocity-space, the solution will be more
strongly suppressed in this region. Therefore, this method
must be used with care on real experimental data where the
true solution is not known, and features removed from the
less-constrained solutions by this method must be deemed arti-
facts before being suppressed. This is especially true when
assuming only a low likelihood of ions above the TRANSP
separation line, where the imposed unlikely velocity-space is
not deduced from measurements but rather from neoclassi-
cal simulations. This method assumes that TRANSP correctly
computes the regions with marginal fast-ion densities, but
makes no assumption about the regions with significant fast-
ion densities. Nevertheless, the purpose of this study is not to
verify the simulation shape from experimental measurements.
Instead we wish to improve the tomographic reconstructions
of fast-ion distributions from two-view FIDA measurements in
MAST where the non-negativity and hard null-measurement
constraints turn out to be insufficient.

IV. INVERSIONS OF SYNTHETIC SIGNAL

In order to determine the effect of the presented inver-
sion methods on the scarce two-view FIDA signals, the fast-
ion distribution is reconstructed from a synthetic signal with
added noise generated from the TRANSP simulation of the
distribution before the sawtooth crash [Fig. 3(a)].

Figure 5 shows the resulting reconstructions. Panels (a)
and (b) show high-definition inversions as applied in pre-
vious studies.13,23 Panels (c) and (d) show high-definition
inversions using our new method where we identify the
unlikely velocity-space before the inversions and solve the
problem according to Eq. (3). The distribution in panel (c)
is inferred from the unlikely velocity-space method for the
region above the neoclassically expected limit, whilst panel
(d) gives the solution from the unlikely velocity-space method
on the null-measurement region as an alternative to the hard
null-measurement constraint. Using only the non-negativity
constraint [Fig. 5(a)], the solution is plagued by high den-
sities within two parabola-shaped bands at energies above
what is neoclassically expected. Since here we are recon-
structing based on synthetic measurements, we know the true
solution [Fig. 3(a)]. Hence, we know that these bands are
artifacts. These artificial bands follow the outer edge of the
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FIG. 5. Inversions of the synthetic signal generated from the TRANSP
simulation of the distribution before the sawtooth crash. Each panel uses
different prior information: (a) non-negativity, (b) non-negativity and null-
measurement constraint, (c) the unlikely velocity-space method above what is
neoclassically expected, and (d) the unlikely velocity-space method in the null-
measurement region, with λ1 = 5 × 109 and λ0 = 1. All plots are normalized
by the same factor as in Fig. 3.

interrogation regions of the two views (see Fig. 2). Includ-
ing the hard null-measurement constraint in the reconstruction
[Fig. 5(b)] improves the solution for negative pitches, where
the null-measurement region nearly limits the solution to the
upper boundary of the TRANSP simulation. However, since
only the redshifted part of the toroidal view is accessible, no
null-measurements are available to prove that the positive-
pitch band is an artifact. In addition, the null-measurement
constraint introduces a sharp boundary between the null-
measurement region and the available velocity-space. This
sharp boundary is replaced by a smoother decay when replac-
ing the hard null-measurement constraint [Fig. 5(b)] with the
exponentially growing penalty term in the null-measurement
region in panel (d). The removal of the sharp boundary is most
clear near 60 keV at pitches below −0.5. Hence, substitut-
ing the hard null-measurement constraint with the unlikely
velocity-space method in the null-measurement region will
likely prove favourable in tomography problems in the future.
However, here this method does not remove the prominent
artificial band at positive pitches. Using instead the unlikely
velocity-space method derived from the TRANSP simulation,
the artificial band at positive pitches is additionally suppressed
and the solution is strongly improved over the entire domain.
The suppression of densities in the unlikely velocity-space
additionally leads to elevated densities in the neoclassically
expected densely populated region of velocity-space which
improves the match with TRANSP also in this region.

We conclude that the unlikely velocity-space method
assuming low probabilities of fast-ion densities above what
is neoclassically expected overcomes some of the problems
encountered in previously suggested methods for fast-ion
tomography from scarce datasets. This enables the study of
the impact of a sawtooth crash on the fast-ion velocity distri-
bution reconstructed from the dual-view FIDA diagnostic at
MAST in Sec. V.

V. THE FAST-ION DISTRIBUTION BEFORE
AND AFTER A SAWTOOTH CRASH

Here we study the effect of the sawtooth crash on the
fast-ion density using both the FIDASIM simulations and the
measured signals presented in Fig. 1. The fast-ion densities are
obtained by integration of the velocity distribution functions.11

The measurements lie significantly below the FIDASIM sim-
ulations (see Fig. 1) which is probably in part explained by a
calibration error. Therefore, we make no statement about the
absolute fast-ion densities, but focus on the relative sawtooth
crash size, which is not affected by the scaling as it is the same
before and after the crash. Note, however, that in the verti-
cal view, the difference between the FIDASIM signal and the
measurements is larger before than after the sawtooth crash.
This is discussed later in this section.

We focus on the fastest ions above 30 keV as the toroidal
view does not cover lower energies. Figure 6 shows the recon-
structions of the fast-ion distributions from the noisy FIDASIM
simulations [panels (a) and (b)] and the reconstructions from
measurements [panels (c) and (d)] before and after the saw-
tooth crash. Here we use the unlikely velocity-space method
assuming only a small likelihood of ions possessing ener-
gies and pitches above the expected limit in the neoclassi-
cal TRANSP simulations. The inversion shows a marginally
longer tail above the injection energy than the TRANSP simu-
lation. It is not possible to tell from the data if this corresponds
to higher fast-ion densities in the experiment or if it is an
artifact.

In the reconstructions, the generally lower fast-ion densi-
ties from the measurements compared to the densities obtained
from the FIDASIM reconstructions are explained by the lower
radiance detected in the experimental signals compared to what
was expected by FIDASIM, which is probably related to the

FIG. 6. Reconstructions of the FIDASIM [(a) and (b)] and experimental [(c)
and (d)] signals before and after the sawtooth crash using λ1 = 5 × 109 and
λ0 = 1. All plots are normalized by the same factor as in Fig. 3. Note that the
upper color scale limit in panels (a) and (b) differs from the one in panels (c)
and (d).
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uncertain calibration mentioned above. For energies above
30 keV, the TRANSP simulation predicts a fast-ion density
decrease of 48% due to the sawtooth crash. In the recon-
structions from the FIDASIM and experimental signals, the
corresponding fast-ion density decreases are 46% and 42%,
respectively. At ASDEX Upgrade, the measured decrease of
the fast-ion density by velocity-space tomography was also
smaller than in a corresponding TRANSP simulation.13

The slightly smaller relative fast-ion density decrease
in the reconstructions from the measurements, compared to
the density decrease obtained from the FIDASIM signals,
originates partly from the vertical view measurements that
stay approximately constant over the sawtooth crash. This
agrees with observations from other machines where saw-
tooth crashes most strongly affect passing fast ions.12,25,26 In
ASDEX Upgrade, this pitch-dependence of the redistribution
of energetic ions due to sawtooth crashes has recently been
modelled with good agreement between the measurements and
model,27 and future tomographic studies of sawtooth crashes
might give further evidence on whether this is a consistent
feature in tokamaks.

VI. CONCLUSION

We studied velocity-space tomography based on the dual-
view FIDA measurements at MAST which constitutes a
scarce-data problem. For this type of scarce-data problem, the
use of prior information is essential to obtain usable inversions.
However, reconstructions of the fast-ion velocity distributions
using only previously introduced tomographic methods are
plagued by clearly artificial increased-density structures at
positive pitches covered by only the vertical view. To overcome
this, we introduce a new way of including prior information.
We identify the portion of velocity-space that is unlikely to
have significant fast-ion densities. We then impose an expo-
nentially growing penalty function in the unlikely velocity-
space. Ideally, this region should be determined solely by
null-measurements, which proves to be an advantageous alter-
native to the hard null-measurement constraint that has pre-
viously been used in high-definition tomography. However,
in this study, the null-measurement penalty method does not
suppress all clear artifacts. We therefore propose to use the
neoclassical TRANSP simulations to determine the unlikely

velocity-space by assuming it unlikely that ions possess ener-
gies and pitches far above what is neoclassically expected.
This additional prior information results in a strongly improved
solution. Using this method, the fast-ion velocity distributions
before and after a sawtooth crash have been reconstructed from
experimental measurements. Over the sawtooth crash, the rel-
ative decrease in the fast-ion density for energies above 30 keV
is marginally smaller than in the TRANSP simulations as was
also found at ASDEX Upgrade.
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Abstract
Understanding the effect of Alfvén eigenmodes (AEs) and neoclassical tearing modes (NTMs)
on fast ions is highly important for fusion reactors due to potentially strong resonant interactions
between the fast ions and the modes. Here, we use the four-view fast-ion D-alpha (FIDA)
diagnostic installed in the DIII-D tokamak to reconstruct the fast-ion velocity distribution at two
radial positions during two sequential discharges with strong and weak mode activity,
respectively. The velocity-space coverage of the diagnostics, however, only allows reliable
reconstructions of fast ions with positive pitches. Therefore, we suggest new tomographic
inversion methods relying on prior information outside the well-diagnosed region. We find that
within the population of fast ions with positive pitches, ions, at all energies, are transported
away from the measurement volumes. Comparisons between the reconstructions and kick model
simulations, where the mode activity is considered, reveal that low-frequency modes such as the
NTMs and low-frequency AEs contribute significantly to the positive-pitch fast-ion transport in
the central measurement volume, whereas TAEs and EAEs become important farther out and
are responsible for decreased fast-ion confinement.

Keywords: velocity-space tomography, fast-ion D-alpha spectroscopy, fast ions, Alfvén
eigenmodes, neoclassical tearing modes, kick model, DIII-D tokamak

(Some figures may appear in colour only in the online journal)

1. Introduction

In magnetic confinement fusion reactors, fast ions born in
fusion reactions or generated by auxiliary heating can excite
unstable Alfvén eigenmodes (AEs) that in turn might cause
redistribution or losses of the fast ions [1–6]. Since fast-ion
losses cause a reduction of the plasma heating efficiency and

can potentially damage the plasma-facing components of the
reactor [7], information about the fast-ion transport during
degraded fast-ion confinement is of utmost importance.

By combining measurements from multiple fast-ion dia-
gnostics, the fast-ion velocity distribution can be reconstructed
by tomographic inversion. Fast-ion velocity-space tomo-
graphy [8–11] has proven a useful method to study the
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redistribution of fast ions due to sawtooth crashes that were
found to affect different regions in velocity space differently
[12–17].

Previous studies on AE activity in the DIII-D tokamak
have indicated that above a threshold, the transport of fast
ions caused by AE activity is also strongly selective in velo-
city space [18–20]. Here, we employ fast-ion D-alpha (FIDA)
measurements in the sequential discharges #153 071 and
#153 072 studied in [20, 21] to do the first tomographic recon-
structions of the 2D fast-ion velocity distribution in the cent-
ral DIII-D plasma. In both discharges, AE activity and low-
frequency mode activity such as neoclassical tearing modes
(NTM) are observed, but with vastly different amplitudes. We
compare the reconstructions of the fast-ion distributions to
kick model simulations [22–24] where the AE- and NTM-
induced transport of the fast ions is included in the modelling
of the distribution.

Each FIDA view is sensitive to a particular portion of velo-
city space. Reliable reconstructions of the fast-ion velocity dis-
tribution can be obtained in regions covered by multiple views
[25]. The DIII-D FIDA diagnostic only provides the neces-
sary velocity-space coverage of more than one view in parts
of velocity space. Hence, reliable reconstructions of the fast-
ion distribution are not expected for all velocities. To neverthe-
less compute inversions in the well-diagnosed part of velocity
space, we here suggest the inclusion of additional prior inform-
ation in the sparsely diagnosed region and introduce newmeth-
ods for reconstructing the distribution in only a restricted part
of velocity space.

This paper is structured as follows. Section 2 describes the
FIDA diagnostics in the DIII-D tokamak along with the exper-
imental measurements and conditions during the considered
discharges. Tomographic inversionmethods for reconstructing
the fast-ion distribution in all of velocity space are presented
in section 3. Section 4 introduces methods for reconstructing
the velocity distribution in only a restricted part of velocity
space. In section 5, these methods are tested on synthetic sig-
nals in order to evaluate their reliability when used to recon-
struct a realistic, known fast-ion distribution, and employed
to reconstruct the distribution from measurements during the
two experimental discharges. The fast-ion velocity distribution
obtained from measurements are compared to kick model dis-
tributions in section 6. Section 7 concludes the paper.

2. Experimental setup and measurements

The FIDA diagnostic measures the Doppler-shifted light emit-
ted due to the 3→ 2 transition in excited neutrals formed
from fast ions after charge exchange [26]. The deuterium ions
receive electrons from deuterium neutrals injected into the
plasma by neutral beam injection (NBI). Hence, the meas-
urement volume of the FIDA diagnostics is the intersection
between the FIDA line-of-sight and the neutral beam. In the
DIII-D tokamak, three neutral beams are intersected by the
lines-of-sight of four FIDA diagnostics at different toroidal
and radial positions [20, 27, 28]. Due to the approximate tor-
oidal symmetry of the tokamak, volumes at the same radial

Vertical FIDA

Counter FIDA

Tangential FIDA
Oblique
FIDA

Activ
e

beams

Figure 1. Top view of the four FIDA views looking onto the three
active neutral beams in the DIII-D tokamak during discharges
#153 071 and #153 072. The highlighted FIDA chords intersecting
the beams at R≈ 190 cm (dashed circle) and R≈ 203 cm (dotted
circle) are the ones used for this study.

and vertical coordinates (R, z), but different toroidal positions,
are expected to have similar fast-ion populations. Therefore,
measurements at the same (R, z)-coordinates from the four dia-
gnostics can be combined in tomographic reconstructions of
the fast-ion velocity distribution. This is different from pre-
vious tomographic reconstructions in velocity space at the
ASDEX Upgrade [10, 13, 14, 29] and MAST [16] tokamaks
where all lines-of-sight intersect the same neutral beam and
have approximately the samemeasurement volume in position
space. The assumption of symmetry was also used at JET [30]
and will be necessary at ITER [31].

Here, we reconstruct the fast-ion distribution at two radial
positions, both at R≈ 190 cm, i.e. ∼ 10 cm from the mag-
netic axis, and farther out at R≈ 203 cm. Both locations are
observed by four FIDA views, each with spatial resolutions of
∼ 2− 6 cm [20]. At R≈ 190 cm, the measurement volumes
of the four views intersect almost perfectly. However, for the
grouping at R≈ 203 cm, the centroids deviate by as much as
3.7 cm. Due to this and greater fast-ion densities, hence bet-
ter signal-to-noise ratios, closer to the magnetic axis, recon-
structions of the fast-ion velocity distribution are the most reli-
able for R≈ 190 cm. This location is, therefore, employed as
our reference location in this and following sections. In sec-
tions 5.1 and 6, the findings at R≈ 190 cm are discussed in the
light of reconstructions and simulations at R≈ 203 cm. A top
view of the DIII-D tokamak with the active neutral beams and
FIDA lines-of-sight is shown in figure 1. The chords intersect-
ing R≈ 190 cm and R≈ 203 cm are highlighted in blue and
red, respectively.
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Figure 2. Instability spectra for shot #153 071 (top) and #153 072
(bottom) during the analyzed steady-state portion of the discharges.
The spectra are derived from the cross power of radial and vertical
CO2 interferometer chords.

The measurements are obtained over quasi-stationary
conditions in the time interval t= 2.7− 3.7 s. The quasi-
stationarity of the discharges is evident from figure 2 that
shows the instability spectra for the considered time inter-
val during both discharges (slightly longer than for figure 4
in [20] and figure 1(b)-(c) in [21]). Although non-zero, the
mode activity during #153 071 is much weaker than dur-
ing the sequential discharge #153 072. Four distinct types
of instabilities are detected in the spectra. These are the
ellipticity-induced AEs (EAE, 150− 180 kHz), toroidicity-
induced AEs (TAE, 90− 150 kHz), additional low-frequency
modes (30− 80 kHz), and NTMs (∼ 30 kHz). The low-
frequency modes are interpreted as AEs in the gaps below
the TAE gap, originating from the coupling between Alfvénic
and acoustic branches These are likely to be beta-induced AEs
(BAEs) [32] that are expected to contribute significantly to the
overall fast-ion transport [33, 34]. Presently their exact identi-
fication is, however, still uncertain.

The much larger fast-ion transport in discharge #153 072
(strong mode activity) compared to discharge #153 071 (weak
mode activity) is clearly seen by considering the fast-ion
stored energy and the neutron rate in figure 3. These are both
global quantities that depend upon the volume-averaged fast-
ion content. In the figure these quantities are compared with
TRANSP/NUBEAM [35] calculations that assume no trans-
port by instabilities. In the low-activity discharge (#153 071),

Figure 3. Comparison of measured and calculated global
quantities: (a) fast-ion stored energy and (b) neutron rate during
discharge #153 071, and (c) fast-ion stored energy and (d) neutron
rate during discharge #153 072. The neoclassical predictions neglect
all instability-induced transport. The fast-ion stored energy is the
difference between the total stored energy and the measured thermal
stored energy, with estimated absolute uncertainties of ∼ 10%. The
absolute uncertainty in the neutron measurement is ∼ 15%.

both the fast-ion stored energy and the neutron rate are con-
sistent with the neoclassical TRANSP/NUBEAM predictions
within experimental uncertainties. In contrast, in the discharge
with strong activity (#153 072), these quantities are 72% and
61% of the neoclassical values. When comparing successive
discharges, the relative uncertainties are much smaller than the
absolute uncertainties (only a few percent).

The neoclassically expected TRANSP/NUBEAM simula-
tions of the fast-ion distributions in the measurement volume
atR≈ 190 cm are plotted in figure 4(a)-(b) for both discharges.
These are presented in the commonly used energy E= 1

2mDv2

and pitch p= v∥/v coordinates where v∥ is the velocity com-
ponent along the magnetic field, v is the speed, and mD is the
deuteriummass. During the discharges, the fast-ion population
is generatedmainly byNBI heating with a full injection energy
of 80 keV at positive pitches. The discharges are designed to
be comparable. However, in the discharge with strong mode
activity (#153 072), the beam power is slightly increased rel-
ative to discharge #153 071 in order to sustain the high βN
[20]. This is reflected in increased fast-ion densities at p≈ 0.5
(figure 4(c)).

Figure 5 shows the 1D energy spectra of the thermal and
fast ion populations in figure 4 obtained by integrating over
pitch for p> 0, where the majority of fast ions are located.
The time-averaged local parameters of the thermal distribu-
tions are given in table 1. The phase-space density for E< 20
keV greatly exceeds the phase-space density for E > 20 keV.
In tomographic reconstructions from sparse datasets sens-
itive to low-energy ions, the high phase-space densities at
low energies complicates reliable reconstructions of the dilute
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Figure 4. Neoclassical TRANSP/NUBEAM distributions at R≈ 190 cm for discharges (a) #153 071 and (b) #153 072 with approximate
velocity-space boundaries between different orbit types marked in grey, and (c) pixel-difference between the distributions. The plots are
scaled by the same factor. The lower limit of 30 keV corresponds to the energy limit above which the DIII-D FIDA diagnostic allows proper
reconstructions from measurements.
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Figure 5. Thermal- and fast-ion energy distributions at R≈ 190 cm
obtained by integrating over pitch for p > 0 at the measurement
location during discharges #153 071 (blue) and #153 072 (red).

high-energy population [36]. Therefore, FIDA measurements
sensitive to ions with energies below ∼ 20 keV are excluded
from this study. The exact lower wavelength limit is chosen
individually for each view depending on the shapes and sens-
itivities of the weight functions, in order to retain as much
data as possible whilst still avoiding artifacts in the target area
caused by high densities at low energies.

The fast-ion information can be extracted from the FIDA
spectra at large Doppler-shifts from the unshifted wavelength
λ0 = 656.1 nm. However, the full spectra also contain radi-
ation from neutralized thermal ions, cold edge neutrals, beam
neutrals, impurities, and visible bremsstrahlung [26]. Since
the bremsstrahlung is fairly constant throughout the relevant
wavelength ranges, this can be subtracted from the spectra
[37]. Parts of the spectra dominated by radiation from the beam
neutrals or impurities are omitted in the tomographic inver-
sions of the fast-ion distribution. In addition, in order to avoid
saturation from the much stronger D-alpha light from the cold
plasma edge, only either the red- or blue-shifted part of each

Table 1. Time-averaged local parameters with temporal standard
deviations of the thermal-ion population at R≈ 190 cm during
discharges #153 071 and #153 072. T i: thermal-ion temperature, ni:
thermal-ion density, vdrift: drift speed related to the toroidal rotation
frequency f rot through vdrift = 2πRfrot. Additional time traces and
radial profiles for the discharges can be found in [20].

#153 071 #153 072

T i (keV) 5.7± 0.2 4.5± 0.2
ni (m−3) (3.3± 0.1)× 1019 (2.6± 0.1)× 1019

vdrift (m/s) (2.4± 0.2)× 105 (2.1± 0.1)× 105

spectrum is measured. For the FIDA diagnostics in the NSTX
[38], ASDEX Upgrade [13] and EAST [39, 40] tokamaks,
the parts of the spectra close to the unshifted D-alpha line is
instead notched out allowing measurements in both the red-
and blue-shifted ranges.

At ASDEX Upgrade, the lines-of-sight of the five FIDA
views intersect the same neutral beam [13]. The beam emis-
sion features in the spectra can, therefore, be used to cross-
calibrate the signals. This is not directly possible for the DIII-
D FIDA system because three different beams are used as
neutral donors. Instead, for each view one calibration factor
is found from least-squares fits between the measurements
and the FIDASIM [41, 42] simulation of the FIDA spectra
from the neoclassical TRANSP/NUBEAM distribution dur-
ing discharge #153 071. This is fair since the neoclassical
TRANSP/NUBEAM simulation is expected to be a reason-
able model for the true fast-ion distribution during discharge
#153 071where themeasuredmode activity is relatively weak,
despite the NTM at ∼ 30 Hz, and the neoclassically pre-
dicted neutron rate is within the uncertainty of the absolutely-
calibrated volume-averaged neutron rate (see figure 3). Cal-
ibrating the four views in this way is more uncertain and
leads to less reliable absolute densities of the reconstructed
fast-ion distributions. However, the calibration is not expec-
ted to differ for discharges #153 071 and #153 072. There-
fore, discharge #153 071 can be used as a calibration and
reference shot for discharge #153 072, allowing studies of
the changes in velocity space related to the increased mode
activity.
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Figure 6. Time-averaged FIDA measurements for each view at
R≈ 190 cm during discharges #153 071 (weak mode activity, blue)
and #153 072 (strong mode activity, red). The measurements are
overlaid with the simulated FIDA signals for each diagnostic arising
from the TRANSP/NUBEAM fast-ion distributions and thermal-ion
populations. The shaded areas enclosing the measurements indicate
the measurement uncertainties.

The time-averaged calibrated measurements in the exper-
imentally achievable wavelength ranges during discharges
#153 071 and #153 072 are shown in figure 6 together
with the neoclassically expected signals computed with
TRANSP/NUBEAM and FIDASIM. The signals have been
carefully selected to avoid ELM contamination and NBI-
off phases have been applied for background subtraction, as
described in [20]. At the smallest Doppler shifts in the meas-
urements, the spectra are affected by the thermal-ion popu-
lation. The wavelengths ranges in which ions with energies
smaller than ∼ 20 keV could cause a signal are marked in
grey in the figure 6. The corresponding measurements are not
included in the inversions in section 5 in order to enable reli-
able reconstructions of the low-density high-energy popula-
tion despite the high densities at low energies.

3. Tomographic inversion methods

The signal s relates to the distribution f through known weight
functions w [43, 44] by

s=
ˆ 1

−1

ˆ ∞

0
wfdEdp. (1)

By introducing the vectors S and F that contain the measure-
ments and the distribution, respectively, alongwith the transfer
matrix W containing the weight functions, the forward prob-
lem of equation (1) can be discretized and reformulated in the
computationally more convenient matrix form [8]

S=WF. (2)

We nowwish to determine the distribution from the known sig-
nal and the known transfermatrix. However, this is an ill-posed
problem [15], and in order to obtain a stable solution, the prob-
lem must be regularized. It has previously been shown that the
first-order Tikhonov regularization method, which penalizes
steep gradients in the solution, together with a non-negativity
constraint, provides a good framework for the reconstruc-
tion of the central fast-ion distribution from FIDA measure-
ments in tokamak plasma conditions [14]. Then the solution is
given by

F∗ = minF

∣∣∣∣
∣∣∣∣
(

W
λ1L1

)
F−

(
S
0

)∣∣∣∣
∣∣∣∣
2

subject to F≥ 0 (3)

where L1 is a matrix that produces finite-difference approx-
imations to the gradients with respect to E and p [15], and
λ1 is the regularization strength. In order to account for the
signal-to-noise ratios of the individual data points in the least-
squares solution of equation (3), we normalize the measure-
ment and corresponding weight functions by the measurement
uncertainty [9].

The solution can be improved at high energies by impos-
ing null-measurements in the reconstruction. These are the
parts of the FIDA spectrumwhere themeasurements are below
the detection limit of the diagnostic. High densities in the
related regions in velocity space are deemed unlikely. Null-
measurements have previously been included as a hard con-
straint using F(E0,p0) = 0, where (E0,p0) is the region in
velocity space related to the null-measurements [14], and as an
increased penalty on solution norms in the null-measurement
velocity-space region [16]. Here, we choose the latter method
that allows small densities in the null-measurement region and
has a smooth transition in the penalty term between the densely
populated and the null-measurement regions, reducing bound-
ary effects. The solution is then given by

F∗ = minF

∣∣∣∣∣∣

∣∣∣∣∣∣




W
λ1L1
λ0ξL0


F−




S
0
0



∣∣∣∣∣∣

∣∣∣∣∣∣
2

subject to F≥ 0 (4)

where ξ= ξ(E, p) is the penalty function in the null-
measurement region chosen to gradually increase with energy,
L0 is the identity matrix, and λ0 determines the strength of the
null-measurement penalty term [16]. λ0 is chosen to be strong
enough to suppress clearly artificial densities in the null-
measurement region without causing significantly increased
densities at the boundary into this region.When reconstructing
from a synthetic spectrum where the true solution is known,
we determine the regularization strength λ1 such that the Euc-
lidean norm of the pixel-difference between the reconstruction
and the true solution is minimized for p> 0 and E > 30 keV
where the majority of fast ions are located. Different schemes
have been suggested for determining the optimal value of
λ1 when reconstructing from measurements [45]. However,
none has been shown to consistently provide the best solu-
tions [14, 46]. For the reconstructions frommeasurements, we
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Figure 7. Velocity-space coverage of the weight functions for the
highlighted chords of each of the four FIDA views (see figure 1) in
the accessible measurement wavelength ranges, i.e.
λvert∈[650.5 : 653.9] nm, λctr∈[658.75 : 662] nm,
λtan ∈ [650.5 : 653.25] nm, and λobl∈[650.5 : 653.5] nm.

instead choose λ1 such that spurious features are suppressed
without introducing over-regularization. From this, we typic-
ally find a λ1 within an order of magnitude from the regu-
larization strengths providing the best reconstructions of the
neoclassical TRANSP/NUBEAM simulations from synthetic
spectra, where small changes in λ1 do not drastrically change
the shape of the reconstructions.

4. Sparse velocity-space coverage

Each spectral measurement originates from neutralized fast
ions in a well-defined velocity-space region given by the
weight functions. The gross shapes of the FIDA weight func-
tions are determined by the viewing geometry and observed
wavelength ranges [43]. Summing up all weight functions
related to the measurements for each view gives the total
velocity-space coverage of that view [16, 31]. This is illus-
trated in figure 7 for the four DIII-D FIDA views. The vertical,
tangential, and oblique FIDA views are mostly sensitive to the
positive-pitch fast-ion population, whereas the counter view is
sensitive to the negative-pitch population. The strong asym-
metries of the summed weight function sensitivities about
p= 0 appear because only one side of each spectrum is avail-
able, as is also the case for the FIDA diagnostics in the MAST
tokamak [16, 47]. Two-sided spectra would provide complete
coverage of velocity space in at least two views, as for ASDEX
Upgrade [13].

In order to reliably reconstruct the fast-ion velocity distri-
bution from experimental measurements, the target area needs
to be covered by more than one view [8, 25, 31]. However, as
evident from figure 7, only the counter FIDA view is highly

sensitive to the negative-pitch range, making proper recon-
structions difficult for p< 0 without including stronger prior
information, such as suggested in [16]. Figure 8 illustrates this.
Here a test distribution composed of two Gaussian blobs loc-
ated symmetrically about p= 0 (figure 8(a)) is reconstructed
using equation (3) from a synthetic signal employing the FIDA
wavelength grid, noise level, and viewing geometry available
during the considered discharges. For positive pitches, the res-
ulting reconstruction (figure 8(b)) is in good agreement with
the true distribution. However, the lack of multiple view cov-
erage for negative pitches causes the density of the negative-
pitch Gaussian blob to be smeared out in energy. The poor
reconstructions for p< 0 indicates that we cannot expect cred-
ible reconstructions from experimental measurements in this
region. Reliable reconstructions can, however, still be obtained
for p> 0.

One way of dealing with this is to introduce a 2D bin in
which ions outside our target area can be deposited. In this
approach, we do a standard 2D reconstruction, but interpret the
result as reliable for p> 0, which is observed by three FIDA
views, and unreliable for p< 0, which is observed by only
one FIDA view. Figure 8 illustrates that the DIII-D FIDA sys-
tem allows this approach. Alternatively, information about the
behaviour of f (E, p) in either pitch or energy in a restricted
part of velocity space can be used to constrain the solution
in that region in order to improve the solution in the sparsely
diagnosed region. The TRANSP/NUBEAM simulation sug-
gests that the velocity distribution is monotonic in a signific-
ant part of velocity space. In particular, the phase-space dens-
ity increases monotonically with increasing pitch from p=−1
to p= 0.5 (see figure 4(a)-(b)). This can be included as a con-
straint in equations (3) and (4) such that the problem becomes

F∗ = minF

∣∣∣∣∣∣

∣∣∣∣∣∣




W
λ1L1
λ0ξL0


F−




S
0
0



∣∣∣∣∣∣

∣∣∣∣∣∣
2

subject to

{
F≥ 0
L−p F≥ 0

(5)

where L−p is a matrix that produces finite-difference approxim-
ations to the gradient with respect to pitch in the region p< 0.
Here, we have chosen p= 0 rather than p= 0.5 as the limit
below which the monotonicity constraint is applied in order to
minimize the constraint on the solution. A similar prior assum-
ing monotonicity in energy instead of pitch might also prove
useful in reconstructions of the slowing-down distribution of
fusion-born alpha-particles that in the simplest picture is iso-
tropic and monotonically decreasing with energy [31].

Prior information can also be used to reduce the prob-
lem size and altogether circumvent reconstructing the distri-
bution in the velocity-space regions that are not sufficiently
diagnosed. Depending on the imposed prior information, this
method might provide a better reconstruction in the well-
diagnosed regions than the full 2D reconstruction, but more
importantly allows reconstruction in only the well-diagnosed
regions. Additionally, the choice of prior might also indic-
ate the structure of the distribution in the sparsely diagnosed
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Figure 8. (a) Test distribution, (b) tomographic reconstruction of (a), and (c) pixel-difference between the reconstruction and the test
distribution.

region, since strong deviations of the prior from the true distri-
bution will also affect the reconstruction in the well-diagnosed
region given that the dataset includes measurements sensitive
to the region affected by the prior. Hence, reconstructing in
only a restricted part of velocity space can effectively be a
combination of forward modelling and reconstruction which
might also prove to be a strong tool in further studies on fast-
ion distributions from datasets with sparse velocity-space cov-
erage.

In this study, we propose to reconstruct the distribution for
only p> 0, where the majority of the fast-ion population is dis-
tributed and impose a prior on the negative pitch range. Since
some of the weight functions are sensitive to both the positive-
and negative-pitch regions, this requires a reformulation of the
problem. In the following section, we suggest two different
priors to do so.

4.1. Restricted velocity-space inversion methods

Consider the integral formulation of the forward problem in
equation (1). The integral over pitch can be split into two
integrals:

s=
ˆ 0

−1

ˆ ∞

0
w−f−dEdp+

ˆ 1

0

ˆ ∞

0
w+f+dEdp (6)

where the superscripts indicate the positive (+) and negative
(−) pitch regions. Note that the pitch boundary can be arbit-
rarily chosen and is not restricted to be p= 0. Here we choose
p= 0 as our boundary and stick to this notation. We now intro-
duce the signals s+ and s− originating from ions with positive
and negative pitches, respectively, i.e.

s− =

ˆ 0

−1

ˆ ∞

0
w−f−dEdp (7)

and

s+ =

ˆ 1

0

ˆ ∞

0
w+f+dEdp (8)

such that s= s− + s+.

We seek f+, but know only s and not s+. If s− = 0, a proper
solution can be found for the matrix problem S=W+F. How-
ever, if s− ̸= 0, the assumption s− = 0 will cause a distortion
of the reconstruction at positive pitches, likely with increased
densities in some regions. One way of overcoming the lack
of information about s− is to use a known distribution from
a simulation in the negative-pitch region as prior information.
That is, we introduce the known quantity

s−sim =

ˆ 0

−1

ˆ ∞

0
w−f−simdEdp (9)

and search for the solution to the problem

s− s−sim =

ˆ 1

0

ˆ ∞

0
w+f+dEdp. (10)

This results in a good solution if the simulation is exact for
p< 0. However if not exact, this prior will impose incorrect
information on the problem possibly disturbing the reconstruc-
tion for p> 0. An alternative way of reconstructing the distri-
bution for only positive pitches is to introduce a 1D energy-
resolved bin in which the fast ions with negative pitches can
be deposited. This can be done by assuming that f− is separ-
able into an arbitrary energy distribution and a known pitch
distribution, i.e. f−(E,p) = f−1D(E)f

−
1D(p). Here we assume f−

to be isotropic, i.e. it does not depend on pitch. Then the signal
originating from ions with negative pitches is

s− =

ˆ ∞

0
f−
ˆ 0

−1
w−dpdE. (11)

Now we introduce

w−(E) =
ˆ 0

−1
w−(E,p)dp

such that

s− =

ˆ ∞

0
f−w−(E)dE. (13)

In matrix form this is

S− =W−
1DF

−
1D.
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Figure 9. (a)-(d) Reconstructions of the neoclassical TRANSP/NUBEAM distribution at R≈ 190 cm for discharge #153 071 (figure 4 (a))
from a synthetic signal employing DIII-D FIDA diagnostics conditions. The superscripts indicate the used inversion method, i.e. (a) S= Sfull
and W=W full, (b) S= Sfull and W=W full conditioned L

−
p F≥ 0, (c) S= Sfull and W= [W+ W−

1D], and (d) S= Sfull− S−sim and W=W+. The
black line is the lower energy limit of the null-measurement region. (e)-(h) Pixel-differences between each reconstruction and the true
solution. The regions enclosed by coloured dashed and dotted lines are evaluated in table 2. All panels are scaled by the same factor as in
figure 4.

We now seek the solution to

S= S+ + S− =
[
W+ W−

1D

][ F+

F−
1D

]
.

A distribution with a pitch-independent F− is well-
reconstructed with this method. However, if the distribution
is not isotropic for p< 0, the isotropy assumption might
introduce systematic biases in the reconstruction. Hence, this
method works best for problems with isotropic distributions or
low densities in the negative-pitch region.

5. Reconstructing the fast-ion distribution at DIII-D

In order to reconstruct a velocity distribution with the weight
function coverage provided by the FIDA diagnostics in the
DIII-D tokamak using these methods, the negative-pitch part
of the distribution must be low-density, pitch-independent,
monotonic, or known. These assumptions are justified to some
extent for the neoclassically expected distributions during the
considered DIII-D discharges: i.e. the main part of the neo-
classically expected fast-ion population has positive pitches,
and for p< 0, the low-density distribution is monotonically
increasing with pitch from p=−1 to p= 0. This is clearly
reflected in figure 4(a)-(b).

Here, we evaluate how the 2D bin, the monotonicity
constraint and the restricted velocity-space inversion meth-
ods affect the reconstruction of a realistic distribution. For
this purpose we invert synthetic FIDA signals based on the
neoclassical TRANSP/NUBEAM simulation for discharge

#153 071. As for the synthetic signal used for the recon-
struction in figure 8, we interpolate the synthetic signal onto
the experimentally accessible wavelength grid and add noise
determined by the measurement uncertainty. In all reconstruc-
tions, we constrain the solution to be non-negative, and we
include the experimental null-measurements as prior inform-
ation such that the solutions are determined from equations
(4) and (5). A set of resulting reconstructions are shown
in the top panel of figure 9. The lower panel gives the
pixel-differences between the reconstructions and the true
solution.

Figure 9(a) gives the full reconstruction with the 2D bin
for p< 0. The distribution is well-reconstructed for posit-
ive pitches although the full-energy injection peak is shif-
ted to lower energies. In other fast-ion velocity-space tomo-
graphy studies, resolving the injection peak position and dens-
ity accurately without including additional prior information
about the beam location has also proven challenging [14, 15].
In the 2D bin, especially around p=−0.7, the distribution
has artefacts. Here, the reconstructed distribution is smeared
out towards higher energies in a similar fashion as in figure
8(b). When including the monotonicity constraint for negative
pitches, the spurious protrusion at p=−0.7 in figure 9(a) is not
allowed and hence does not appear, whereas the distribution
at positive pitches does not change significantly. For positive
pitches, both restricted velocity-space inversion methods give
reconstructions similar to the true solution. The 1D binmethod
(figure 9(c)) distributes the ions slightly differently than the
2D bin and monotonicity reconstructions, however, without
drastically increasing the error. Including the simulated signal
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Table 2. Average computing time relative to the 2D bin
reconstruction, and relative norms of the pixel-differences ε* and
densities n∗/ntrue between reconstructions from 100 synthetic
spectra and the true solution. This is done for the four reconstruction
methods in the different regions marked in figure 9(e)-(h): (i) E > 30
keV and p<−0.1, (ii) E > 30 keV and 0.05< p< 0.95, (iii) 40
keV < E< 70 keV and 0.05< p< 0.95, and (iv) 75 keV < E< 85
keV and 0.45< p< 0.75.

2Dbin Monotonicity 1Dbin Simulation
Computing time 1.0 3.7 0.26 0.32

ε* 0.88 0.84 N/A N/A(i) Negative
pitches n∗/ntrue 1.68 1.62 N/A N/A

ε* 0.18 0.19 0.18 0.10(ii) Positive
pitches n∗/ntrue 0.99 0.99 1.1 1.0

ε* 0.17 0.18 0.15 0.09(iii) Central
energies n∗/ntrue 1.1 1.1 1.1 1.0

ε* 0.38 0.38 0.16 0.20(iv) Injection
peak n∗/ntrue 0.62 0.61 0.96 0.83

originating from the negative-pitch region of the distribution
as prior results in the best reconstruction (figure 9(d)).

In order to evaluate the reproducibility of these trends, the
neoclassical TRANSP/NUBEAM distribution for #153 071
has been reconstructed from 100 synthetic spectra with differ-
ent noise realizations using the same noise level and diagnostic
coverage. The results are presented in table 2 as the average
norm of the pixel-differences between the reconstructions and
the true solution, i.e.

ϵ∗ =
∥F∗

TR71 −FTR71∥2
∥FTR71∥2

(16)

and as the average fraction of the reconstructed density to the
density of the true solution in various regions. The results are
in good agreement with the conclusions reached from figure 9.
For negative pitches, the 2D bin and monotonicity-constrained
reconstructions suffer from displaced and increased densities.
Contrarily, for positive pitches and energies above 30 keV, the
density is well-reconstructed using all methods, and the norms
of the pixel-differences are within ∼ 20% of the norm of the
true solution. Close to the beam injection peak, the norms of
the pixel-differences are increased by a factor of 2 relative to
the true solution for all but the 1D bin reconstruction. Here,
especially the methods reconstructing over all pitches struggle
to accurately reconstruct the precise location and density of the
injection peak, illustrating that in some cases, the restricted
velocity-space methods are superior to the reconstructions for
all pitches. We also note that reconstructing for only positive
pitches are three to four times faster than full reconstructions
which is useful when speed is important.

For E > 30 keV and positive pitches, the reconstruction
method employing the simulation as a prior for negative
pitches generally provides the reconstruction with the smal-
lest norm of the pixel-difference. Note, however, that whereas
the reconstruction using the TRANSP/NUBEAM simulation
in p< 0 as prior information results in good reconstructions
from synthetic signals, this might not be the case when invert-
ing the experimentally measured signals. The good agreement

between the simulated spectra and the measurements during
discharge #153 071 (figure 6) does, however, indicate that s−sim
might be a good prior for this case, whereas this is question-
able for discharge #153 072.

5.1. Fast-ion distributions during weak and strong mode
activity

Figure 10(a)-(d) present the reconstructions from FIDAmeas-
urements at R≈ 190 cm during discharge #153 071. The
positive-pitch range of all reconstructions are comparable in
density and overall shape to the NBI fast-ion distribution pre-
dicted by the TRANSP/NUBEAM code. For all methods, the
injection peak at full energy, that is easily observed in the
TRANSP/NUBEAM distribution at E≈ 80 keV, peaks at a
lower energy, as was also the case for the reconstructions from
synthetic signals. The good agreement between the simulated
and reconstructed distributions for the discharge with expec-
ted close-to neoclassical transport serves as a validation of
our ability to reliably reconstruct the fast-ion distribution for
p> 0 from FIDA measurements. Thus, we can use discharge
#153 071 as a reference and calibration shot to study the effect
of the increased mode activity on the fast-ion velocity distri-
bution in discharge #153 072.

Apart from the presence of stronger mode activity, dis-
charge #153 072 is designed to be comparable to discharge
#153 071 [20]. Even so, the reconstructions of the fast-
ion velocity distribution at R≈ 190 cm during #153 072
(figure 10(e)-(h)) differ significantly from the correspond-
ing reconstructions for discharge #153 071. This is in part
explained by the slightly larger beam power during the dis-
charge with strong mode activity. Figure 10(i)-(l) give the
pixel-differences between the reconstructions from measure-
ments obtained during the two discharges. Here the slight
density increase near the beam injection peak is notable using
all inversion methods. However, more remarkable is the sub-
stantial decrease in densities throughout most of the positive-
pitch region during discharge #153 072 compared to #153 071
observed in all panels. This is not predicted by the neoclassical
TRANSP/NUBEAM simulation (figure 4(c)) and does not
appear in reconstructions based on synthetic signals from the
neoclassical distributions (figure 11(b)). We therefore attribute
the observed fast-ion transport to the increased mode activity.

The strong fast-ion density decrease in discharge #153 072
relative to discharge #153 071 is also observed in reconstruc-
tions from FIDA measurements farther out at R≈ 203 cm, as
evident from figure 12. Here, we present only the distribu-
tions reconstructed using the 2Dbin method for the sake of
brevity. All four reconstruction methods give similar charac-
teristics at R≈ 203 cm as also observed for the comparison
at R≈ 190 cm. As for the local distribution at R≈ 190 cm,
the positive-pitch population at R≈ 203 cm experiences large
density decreases compared to discharge #153 071 everywhere
except for at the beam injection location, where also the neo-
classical TRANSP/NUBEAM distributions predict a density
increase. Again, the large density decrease is attributed to the
increased mode activity.
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Figure 10. Reconstructions of the fast-ion velocity distribution at R≈ 190 cm from measurements obtained during discharges (a)-(d)
#153 071 and (e)-(h) #153 072, and (i)-(l) pixel-differences between the reconstructions for discharges #153 071 and #153 072. The notation
and scaling factor are the same as in figures 4 and 9.
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Figure 11. (a) 2Dbin reconstruction of a synthetic signal based on
the neoclassical TRANSP/NUBEAM simulation at R≈ 190 cm for
discharge #153 072, and (b) pixel-difference between the 2Dbin
reconstructions from synthetic signals for discharges #153 071 and
#153 072. The scaling is the same as in figure 4.

6. Kick model results during strong activity

The kick model module of the TRANSP simulation code
[48] provides a way of modelling the effect of the observed
AEs and other instabilities on the fast-ion distribution [24]. In
order to assess the fast-ion transport caused by the instabil-
ities in the kick model, enhanced transport by instabilities

is modelled by phase-space resolved transport probability
matrices for fast ions in the Monte Carlo NUBEAM mod-
ule of TRANSP. The matrices are precomputed via particle
following codes such as ORBIT [49]. Energy and canonical
toroidal angular momentum for a sample particle population
are evolved in ORBIT in the presence of instabilities, and
their changes (or kicks) are recorded as a function of fast-ion
phase-space variables (energy E, canonical toroidal angular
momentum Pζ , and magnetic moment µ) to build the transport
matrices.

For the TAEs and EAEs, the radial mode structures
used as input for ORBIT to compute the kick transport
matrices are evaluated by the simulation code NOVA-K
[50, 51], whereas the NTM mode structures are approxim-
ated by an analytical expression [52] based on the mode heli-
city inferred from Mirnov coil arrays located at the low-
field-side vessel wall. Based on the q-profile used in the
TRANSP modeling with qmin ≳ 2, a (m, n)= (2, 1) spectrum
is used to simulate the NTM. Note that this is different
from the (3, 2) identification reported in [20], which appears
inconsistent with the qmin ≳ 2 condition. The radial mode
structure of the low-frequency AEs is also introduced in
ORBIT through analytical expressions, using the toroidal
mode number, mode frequency and radial mode localization

10



Nucl. Fusion 60 (2020) 066024 B. Madsen et al

(a) FTR71 @203 cm

50 100
E [keV]

-1

-0.5

0

0.5

1

p 
[-]

0

0.5

1
(b) F71

2Dbin @203 cm

50 100
E [keV]

-1

-0.5

0

0.5

1

p 
[-]

0

0.5

1

(c) FTR72 @203 cm

50 100
E [keV]

-1

-0.5

0

0.5

1

p 
[-]

0

0.5

1
(d) F72

2Dbin @203 cm

50 100
E [keV]

-1

-0.5

0

0.5

1

p 
[-]

0

0.5

1

(e) FTR72 - FTR71 @203 cm

50 100
E [keV]

-1

-0.5

0

0.5

1

p 
[-]

-1

-0.5

0

0.5

1
(f) F72

2Dbin - F71
2Dbin @203 cm

50 100
E [keV]

-1

-0.5

0

0.5

1

p 
[-]

-1

-0.5

0

0.5

1

Figure 12. Neoclassical TRANSP/NUBEAM distributions and
2Dbin reconstructions from measurements at R≈ 203 cm during
discharge (a)-(b) #153 071 and (c)-(d) #153 072, and
pixel-differences between the distributions (e) as expected by
TRANSP/NUBEAM and (f ) from reconstructions. The notation and
scaling factor are the same as in figure 4 and 11.

from the available experimental data. The radial mode struc-
ture (αn,m(Ψ)) coefficients used as input to ORBIT [49] are
assumed to be simple Gaussians with full-width at half-
maximum of∼ 0.25 in terms of normalizedminor radius. Con-
sistent with the ORBIT code implementation, it is assumed
that the net radial fast-ion transport is primarily caused by
the shear (radial) component of the perturbation. The com-
pressional component is neglected, which introduces an addi-
tional arbitrariness in the interpretation of the amplitude of the
low-frequency AEs.

In the TRANSP + kick model simulations, an additional
input is used to scale the magnitude of the kicks from the trans-
port probability for each mode as time evolves. This is done
in order to mimic possible changes in mode amplitude versus
time. For modes such as TAEs and EAEs, for which damp-
ing rates can be computed through NOVA-K, time-dependent
amplitudes are set so that the mode drive, computed from
NUBEAMoutputs, equals the damping rate [24]. This proced-
ure is not possible for the NTM and low-frequency AEs, for
which damping rates and other driving terms (for the NTM)
are not sufficiently well known. Therefore, their time-averaged
amplitudes are adjusted to match the measured neutron rate.
Note, however, that since the neutron rate is a global quantity,
different combinations of mode amplitudes can lead to the

Figure 13. Radial structure of the relative perturbation of the radial
magnetic field for the instabilities included in the TRANSP + kick
model simulations. Shown here are the average amplitudes used in
the kick model simulations, cf table 3. For the low-frequency AEs,
the black, blue and red lines correspond to n= 4, n= 5 and n= 6,
respectively.

Table 3. Magnetic perturbation amplitudes (δBr/B) used for the
TRANSP + kick model simulations.

f (kHz) δBr/B

TAEs 90− 150 3− 7× 10−4

EAEs 150− 180 1− 3× 10−4

low-f AEs 30− 80 0.5− 1× 10−3

NTM ≈ 30 1− 2× 10−3

same neutron rate. Hence, adjusting the mode amplitudes to
match the measured neutron rate does not guarantee a unique
solution for the mode amplitudes. Furthermore, given the
uncertainties in the properties of the low-frequency modes
(e.g. their radial structure and damping rate), further correc-
tions to account for the possible intermittency in the low-
frequency AE amplitude versus time are not considered in this
work.

Radial profiles of the perturbations are shown in figure 13
as a function of the major radius on the mid-plane. The
figure shows that the NTM is localized inside mid-radius,
whereas the TAEs and EAEs are mostly localized in the outer
plasma region. The low-frequency AEs have a broader struc-
ture, which spans most of the minor radius including regions
close to the magnetic axis. The average amplitudes of the dif-
ferent modes used in the kick simulations, given in terms of the
relative perturbation of the radial magnetic field component
normalized to the total magnetic field δBr/B, are summarized
in table 3.
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Figure 14. Measured and simulated neutron rates during discharge
#153 072 (strong mode activity) from both the neoclassical
simulation (TRANSP) and kick model simulations (table 4).

The kick model solutions for R≈ 190 cm and R≈ 203 cm
using the mode amplitudes given in table 3 are shown in
figure 15 (a)-(b). In the simulations, we average over the
restricted time interval t= 2.5− 3.3 s to save computational
time. Due to the quasi-stationary conditions in discharge
#153 072 (see the spectrogram in figure 2 and the meas-
ured neutron rate in figure 14), this yields similar conditions
as observed by the FIDA diagnostics at t= 2.7− 3.7 s.
Figure 15 (e)-(f ) give the pixel-differences between the kick
model distributions and the neoclassical TRANSP/NUBEAM
distribution for discharge #153 071 at the same location. The
density decrease caused by the mode activity significantly
exceeds the one observed in the reconstructions from meas-
urements at both R≈ 190 cm and R≈ 203 cm. However, recall
that the absolute values of kick 1a is based on matching
the measured neutron rate, whilst the absolute values of the
reconstructions are affected by the chosen calibration factors.
Owing to the uncertainties in the mode amplitudes and recon-
structed densities, we repeat the kick simulation with reduced
amplitudes of all modes by 70% relative to the tabulated val-
ues. By doing so, we obtain good agreements between the
reconstructions from measurements and the kick model sim-
ulation at both R≈ 190 cm and R≈ 203 cm. That is, both the
reconstructions from measurements and the kick model detect
a decrease in the fast-ion density for almost all positive pitches,
except at the beam injection location around E≈ 80 keV and
p≈ 0.5.

The computed neutron rates for the two kick model solu-
tions are given in figure 14. From these it is evident that
only the kick 1a solution match the measured neutron rate
within the experimental uncertainties as prescribed by the
choice of low-frequency mode amplitudes in the simula-
tion. Reducing all mode amplitudes in kick 2a increases the
global confinement and hence the neutron rate well above the
measurements. Neither kick 1a nor kick 2a, therefore, give a

complete quantitative picture of the fast-ion transport, and the
true solution might lie somewhere in-between. Furthermore,
due to the uncertainty on the absolute values in the calibra-
tion of the FIDA spectra used for the reconstructions, a full
quantitative assessment and comparison between reconstruc-
tions from measurements and kick model simulations are left
for a future study.

Instead, in order to assess the sensitivity of the simulation
results and get insight into the effect of the mode activity on
the local fast-ion velocity distribution, we scan the amplitudes
of the low-frequency and high-frequency modes, seperately,
as summarized in table 4. The amplitudes given in table 3
are set as the reference. Kick 1a-1c scan the low-frequency
mode amplitude, whereas kick 2a-2c scan the high-frequency
mode amplitudes. As extreme cases, kick 1d includes only
low-frequency AEs, kick 1e includes only low-frequency AEs
and NTMs, and kick 2d includes only TAEs and EAEs. The
latter three kick simulations provide further insight into which
modes dominate the transport in which regions. Note, how-
ever, that to obtain a full picture it is critical to include all
modes, even if they are localized far from the measurement
region. This is because different modes can affect the simula-
tion results by moving fast ions around in both position as well
as velocity space.

For the kick model simulations for discharge #153 072, the
effect of the varying mode amplitudes on the positive-pitch
fast-ion populations at R≈ 190 cm and R≈ 203 cm is shown
in figure 16. The figure gives the energy spectra obtained by
integrating the 2D velocity distributions over pitch for 0.3<
p< 0.7 for the reconstructions from measurements obtained
during discharge #153 072, the corresponding neoclassical
TRANSP/NUBEAM distributions, and the kick model simu-
lations listed in table 4.

The positive-pitch energy spectra for the reconstructions,
neoclassical TRANSP/NUBEAM distribution and the kick
model simulations presented in figure 15 are shown in panels a
(R≈ 190 cm) and e (R≈ 203 cm) of figure 16. Here, the similar
trends but different densities of the two kickmodel simulations
is easily observed: both simulations capture the hollow struc-
ture of the positive-pitch energy spectrum at ∼ 50 keV, above
the half injection energy at ∼ 40 keV, that is observed in all
reconstructions from measurements at R≈ 190 cm. Note that
this positive gradient towards the injection energy in the fast-
ion density for 0.3< p< 0.7 almost always appears. How-
ever, this feature is much less pronounced in the neoclas-
sical case. The kick model simulation using the reference
amplitudes (kick 1a) significantly overestimates the density
decrease, whereas a better quantitative agreement between
reconstructions and simulation is achieved by scaling down
the amplitudes of all modes (kick 2a).

A better quantitative agreement between reconstructions
from measurements and simulation can also be obtained for
R≈ 190 cm by reducing the experimentally uncertain low-
frequency mode amplitudes whilst keeping the more certain
high-frequency amplitudes at the nominal level (kick 1b-1c).
This is evident from figure 16(b) that gives the positive-pitch
energy spectra for the scan over low-frequency amplitudes at
R≈ 190 cm. At R≈ 203 cm, on the other hand, decreasing the
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Figure 15. Kick model solutions at R≈ 190 cm and R≈ 203 cm for discharge #153 072 using (a)-(b) mode amplitudes given in table 3
(Kick 1a), and (c)-(d) reducing the mode amplitudes by 70% (Kick 2a). The lower row gives the pixel-differences between the kick model
distributions in the upper row and the corresponding neoclassical distribution for discharge #153 071. The notation and scaling factor are the
same as in figure 4.
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Figure 16. Energy spectra of the fast-ion distributions during discharge #153 072 obtained by integrating over pitch for 0.3< p< 0.7 for
the neoclassical TRANSP/NUBEAM distribution, reconstructions from measurements, and various kick model simulations explained in
table 4 at (a)-(d) R≈ 190 cm and (e)-(h) R≈ 203 cm. In (a),(e) all reconstructions from measurements (2Dbin, monotonicity-contrained,
1Dbin and simulation-prior) lie within the red-shaded areas. All spectra are scaled by the same factor as in figure 4.

Table 4. Description of kick model simulations used for 14, figure 15 and 16, and average ratios of modelled to measured neutron rates for
t= 2.7− 3.5 s.

Description Neutrons

Kick 1a All modes (reference amplitude, table 3) 101%
Kick 1b All modes, amplitudes of low-frequency modes reduced to 50% 109%
Kick 1c All modes, amplitudes of low-frequency modes reduced to 25% 109%
Kick 1d Only low-frequency AEs 154%
Kick 1e Only low-frequency AEs and NTMs 147%
Kick 2a All modes, amplitudes of all modes reduced to 30% 136%
Kick 2b All modes, amplitudes of low-frequency (high-frequency) modes reduced to 30% (70%) 121%
Kick 2c All modes, amplitudes of low-frequency (high-frequency) modes reduced to 30% (85%) 112%
Kick 2d Only TAEs and EAEs 109%
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Figure 17. Elevation of DIII-D showing the projection of three 60
keV orbits launched near R= 191 cm in an equilibrium from shot
#153 072. The trapped orbit (green) has initial toroidal velocity
vphi/v=−0.25, the co-passing orbit (red) has initial toroidal
velocity vphi/v= 0.6, and the stagnation orbit (blue) has initial
toroidal velocity vphi/v= 0.20. The magnetic axis (x), representative
flux surfaces (thin lines), and last-closed flux surface and vessel
boundary (thick lines) are also shown.

amplitudes of the low-frequency modes has a smaller effect on
the distribution (figure 16(f )).

Contrarily to the scan over low-frequency modes, scanning
over high-frequency mode amplitudes (figure 16(b) and (f )
only has a small, however non-negligible, effect on the fast-ion
density for 0.3< p< 0.7 at both R≈ 190 cm and R≈ 203 cm
within our amplitude limits. Interestingly, though, increasing
the high-frequencymode amplitudes has the opposite effect on
the fast-ion densities in the target regions at R≈ 190 cm and
R≈ 203 cm.

The extreme cases where only some of the modes
are retained (figure 16(d) and (h)) suggest that the low-
frequency AEs are a dominant player in the increased trans-
port from R≈ 190 cm, but have only a minor effect on the
fast ions at R≈ 203 cm, as also expected from the scan
over low-frequency amplitudes. Comparing the simulation
with only low-frequency AEs (Kick 1d) to the one with
only low-frequency AEs and NTMs, additionally suggests
that the NTMs affect the positive-pitch distribution at both
R≈ 190 cm and R≈ 203 cm. For the extreme case retain-
ing only the high-frequency modes, the simulation shows
increased transport of positive-pitch ions fromR≈ 203 cm, but

t=3000ms
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Figure 18. Radial density profile of NB ions over the entire velocity
space for the kick model simulations retaining all modes (kick 1a),
only low-frequency AEs and NTMs (kick 1e), and only
high-frequency modes (kick 2d).

an almost neoclassical positive-pitch distribution is obtained
for R≈ 190 cm. In the simplest picture, this is explained by the
location of the high-frequency modes (figure 13) and the fact
that at R≈ 190 cm, only fast ions with negative pitches, i.e.
outside our velocity-space target area, will have orbits over-
lapping these modes. This is illustrated in figure 17 that shows
the projection into the poloidal plane of three test orbits inter-
secting the measurement volume at R≈ 190 cm.

The computed neutron rates for the simulations including
all modes (kick 1a-1c and 2a-2c) mostly match the measured
neutron rate within typical experimental uncertainties (not true
for kick 2a). For the scan over the high-frequency mode amp-
litudes, reduced amplitude results in increased neutron rate,
whilst the neutron rate stays almost constant for the scan over
the low-frequency mode amplitudes. On the contrary, for the
neoclassical TRANSP/NUBEAM simulation and for the kick
model simulation in which only the lower-frequency modes
(kick 1d and 1e) are retained, the computed neutron rates
are larger than experimentally measured. Hence, whereas the
increased low-frequency mode amplitudes strongly affect the
local fast-ion population at R≈ 190 cm, they do not signific-
antly change the global beam-target neutron production. On
the other hand, the high-frequency modes, located mainly in
the outer plasma region, do not drastically affect the positive-
pitch fast-ion distribution closer to the center, but are predicted
to control the overall fast-ion loss.

The constant neutron rate but increased fast-ion trans-
port in the central measurement volume with increased
low-frequency mode amplitudes is explained by the core-
localization of the NTMs (figure 13) that causes redistribu-
tion of fast ions from the center out to ρ∼ 0.4− 0.5 without
substantially changing the fast-ion loss rate. This is suppor-
ted by the radial density profiles for the kick model simula-
tions retaining all modes (kick 1a), only low-frequency AEs
and NTMs (kick 1e), and only high-frequency modes (kick

14
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Figure 19. (a), (d), (g) Cuts of the kick model transport probabilities at constant fast ion energy as a function of normalized canonical
toroidal momentum, Pζ/Ψw, and magnetic moment, µB0/E. Contours show the average energy kicks for the 2/1 NTM, the low-frequency
AEs and an n= 4 TAE, with red bands denoting phase-space regions with enhanced transport by instabilities. The blue dots represent a
fast-ion sample from the TRANSP + kick model simulation with all instabilities active. Diamonds show the phase-space location of
representative orbits intersecting the regions sampled by FIDA at R≈ 191 cm, using the same color-coding as in figure 17. Black lines
delimit phase-space boundaries for different orbit types. (b), (e), (h) Average energy kicks at constant µB0/E= 0.2 as a function of energy
and Pζ/Ψw. Note the different energy dependence of the kicks for these parameters, with larger kicks at lower (higher) energy for the NTM
(AEs). (c), (f ), (i) Kinetic Poincaré plots showing fast-ion resonances versus Pζ/Ψw and poloidal angle θ for the three types of instabilities
computed for E≈ 60 keV and constant µB0/E= 0.5.

2d) in figure 18. Note that figure 18 gives the density for
all pitches whereas the energy spectra in figure 16 are com-
puted for only 0.3< p< 0.7. In figure 16(d), the reduced dens-
ity for 0.3< p< 0.7 in kick 1e compared to the neoclassical
TRANSP/NUBEAM distribution at R≈ 203 cm is accompan-
ied by density increases relative to the neoclassical distribution
in other regions of velocity space, and is, hence, not reflected
in figure 18.

The different responses of the various modes on fast ions
with different velocity-space coordinates can be understood
by looking at examples of the kinetic Poincaré and trans-
port probability matrices used for the TRANSP + kick model
simulations in figure 19. Panels a-c give information about
the 2/1 NTMs, whereas panels d-f and g-i relate to the low-
frequency AEs and n= 4 TAEs, respectively. The transport
probability matrices represent the entire orbits and show loc-
alized phase-space regions with enhanced transport, corres-
ponding to resonances between each instability and energetic
particles. The matrices are given as functions of the fast ion

energy E, normalized canonical toroidal momentum, Pζ/Ψw

where Ψw is the poloidal flux at the last closed flux surface,
and normalized magnetic moment, µB0/E. In panels a, d, and
g, they are shown for a constant fast-ion energy of E= 60 keV,
whereas panels b, e, and h are for a constant magnetic moment
of µB0/E= 0.2. The location of the three test orbits shown
in figure 17 are plotted as diamonds in figure 19(a), (d) and
(g) to guide the eye, and regions with trapped, co-passing and
counter-passing fast-ions are marked in panel a together with
the location of the magnetic axis and the plasma edge.

For the 2/1 NTM, a single resonance dominates the interac-
tion with fast ions. Depending on the neutral beam ion energy,
the resonance is located frommid-radius inward (the q= 2 sur-
face is close to the magnetic axis at ρ≈ 0.2). Only trapped
particles whose orbits approach the magnetic axis are affected
by the perturbation. Alfvénic modes show a richer structure
in terms of number of poloidal harmonics for a given tor-
oidal mode number. Combined with a broad radial structure,
more resonances are accessible to fast ions from regions near
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the magnetic axis to the plasma edge. In general, AE-induced
transport appears larger for particles with reduced µ, i.e. for
co-passing particles with pitches close to 1. The effects on
trapped particles depend on the mode properties (i.e. mode
number spectrum and frequency), with low-frequency AEs
causing little transport while some of the TAE/EAEs induce
larger kicks.

7. Conclusion

This study has provided the first tomographic reconstructions
of the 2D fast-ion velocity distribution in the core plasma of
the DIII-D tokamak using the four-view FIDA diagnostics.
This diagnostic setup differs from similar systems at e.g. the
ASDEXUpgrade and EAST tokamaks by providing only one-
sided spectra and by having measurement volumes with the
same (R, z)-coordinates at different toroidal locations. This
affects the calibration of the four views and causes that the
negative-pitch region of velocity space is observed by only one
view, making reconstructions unreliable for p< 0.

Despite the limited diagnostic coverage for negative
pitches, we found that the part of the population with posit-
ive pitches can be reconstructed convincingly. The neoclas-
sical TRANSP/NUBEAM simulations of the fast-ion velo-
city distributions during the studied discharges suggested that
the majority of the fast ions were co-going and that the pop-
ulation was monotonically increasing with pitch for p< 0.
Employing a monotonicity feature as a constraint for neg-
ative pitches, suppressed clear artefacts that appeared when
reconstructing from a synthetic signal based on the neoclas-
sical TRANSP/NUBEAM distribution for all pitches. Altern-
atively, reconstructing the fast-ion distribution for only pos-
itive pitches reduced the problem size and circumvented
reconstructing regions with large uncertainties. We sugges-
ted two new methods for doing so: either by using the
TRANSP/NUBEAM simulation for negative pitches as prior
information, or by assuming a functional behaviour with pitch
of the distribution in the negative-pitch region.

Using these methods, we reliably reconstructed the
positive-pitch region of the fast-ion distribution at two radial
positions during two DIII-D discharges with weak and strong
AE and NTM activity, respectively. Using the discharge with
weak activity as a reference and calibration shot, we found
that the reconstructions from measurements during the dis-
charge with high mode activity strongly disagreed with the
neoclassically predicted distributions, but could, simultan-
eously at both measurement locations, be qualitatively well
reproduced by kickmodel simulations where themode activity
was taken into consideration when computing the distribution.
Both high- (EAEs and TAEs) and low-frequency (NTMs and
unidentified low-frequency AEs) mode activity were present
during the discharge. A sensitivity scan of the kick model
simulations showed that the observed non-neoclassical trans-
port of positive-pitch ions from the centermost measurement
volume at R≈ 190 cm was most probably predominantly
caused by the low-frequency AEs and NTMs, whereas the
TAEs and EAEs became important for the transport from the

measurement volume farther out at R≈ 203 cm, in agreement
with the mode location and fast-ion orbits. In the simplest pic-
ture, this was explained by the NTMs causing redistribution
of ions from the center, whilst the high-frequency modes were
responsible for the fast-ion loss.

Many open questions concerning the nature of the low-
frequency modes, however, still remain. These include clear
mode identification and amplitude estimation, which was
not well-known from experimental measurements. Also, the
effects of intermittency in the mode amplitude on fast-ion
transport were not addressed in the simulations and the mode
amplitudes were fixed. The lack of information on radial struc-
ture and damping rate for the low-frequency AEs precludes
more sophisticated modeling of their time dependent evolu-
tion. These points are, however, outside the scope of this work
and are left for a future study.

The introduced inversion methods can additionally prove
useful in other fast-ion velocity-space tomography studies.
Using monotonicity as a constraint in either pitch or energy
might prove a useful method when reconstructing the fast-ion
distribution in future fusion reactors with a large population
of fusion-born alpha-particles such as ITER [31], whereas the
restricted velocity-space inversion methods might be relevant
for the two-view FIDA systems at theMAST [16], EAST [53],
TCV [54] and NSTX [55] tokamaks, as well as inversions
based on neutron and gamma-ray spectroscopy at JET [30].
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Abstract.
We demonstrate 2D reconstructions of the fast-ion velocity distribution

from two-view fast-ion D-alpha (FIDA) measurements at the EAST tokamak
and discuss the improvement of the solutions by reconstructing in a basis
relying on the fast-ion slowing-down process in fusion plasmas. We reconstruct
distributions of fast ions born from simultaneous co- and counter-current neutral
beam injection and detect the expected distinct change in fast-ion birth pitch
when comparing discharges utilizing different neutral beam injectors. For
purely co-current injection, we find a good agreement between TRANSP-
predicted and reconstructed fast-ion densities, pressures and current densities
for energies above 20 keV. We furthermore suggest an approach to infer
velocity distribution functions from spectral measurements by single-view fast-
ion diagnostics (here FIDA) and illustrate the improvement of the reconstructed
high-energy range (> 40 keV) of the distribution by combining FIDA with neutron
emission spectroscopy (NES) measurements with the compact single-plate EJ301
scintillator. For a fast-ion population born from neutral beam injection, we find
that the inclusion of NES can obviate null-measurements as prior information.

Keywords: velocity-space tomography, fast-ion D-alpha spectroscopy, fast ions,
slowing-down regularization, EAST tokamak
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1. Introduction

Fast ions play a key role in present-day tokamak
operation. Loss of fast ions can lead to reduced
heating efficiency and can damage the plasma-facing
components [1, 2]. In addition, the fast ions will be
vital for the next generation tokamaks such as ITER
and CFETR which strongly rely on continuous plasma
heating through collisions with highly energetic fusion-
born alpha particles [3, 4]. Achieving steady-state,
high-performance and fully non-inductive regimes
towards these devices are main goals for the EAST
tokamak [5,6]. A recent study at EAST demonstrated
that a high bootstrap current fraction, important
for non-inductive current drive, is strongly dependent
on the fraction of fast-ion pressure to total plasma
pressure [7]. The fast-ion pressure, along with
various other fast-ion parameters, can be derived
directly from the fast-ion distribution [8]. Through
tomographic inversion, the fast-ion distribution can
be reconstructed from combined measurements by
multiple fast-ion diagnostics [9–11]. This has been
especially well-established at the ASDEX Upgrade
tokamak where the five-view fast-ion D-alpha (FIDA)
diagnostic setup offers excellent coverage of velocity
space allowing reliable reconstructions of the fast-ion
distribution [8, 12–14]. At EAST, the two-view FIDA
diagnostic [15,16] is sensitive to fast ions in substantial
regions of velocity space, but leave regions covered
by only one view [17]. Previous studies have shown
that reconstructing the velocity distribution function
from a diagnostic system with incomplete coverage
of velocity space is a challenging task [9, 12, 18–20].
To nevertheless enable reliable reconstructions of the
fast-ion distribution from sparse datasets, a palette
of prior information has been developed [18, 19, 21].
We here introduce a new approach to include prior
information in reconstruction problems. This approach
relies on changing the basis, in which the distribution is
described, to one that carries a physical understanding
of the behaviour of fast ions in fusion plasmas,
namely the slowing down of ions through Coulomb
collisions with the plasma constituents. Employing
this, we reconstruct fast-ion distributions created from
simultaneous co- and counter-current injection from
two neutral beam injectors (NBIs). This type of
distribution has a more complex structure than single-
beam distributions which have until now been the main
focus in tomographic studies on the fast-ion velocity

distribution in NBI-heated plasmas.
The velocity-space resolution and coverage can be

improved by combining measurements from different
diagnostic methods in integrated fast-ion velocity-
space tomography. This has been successfully
pursued for combined FIDA and collective Thomson
scattering (CTS) measurements at ASDEX Upgrade
[22], neutron emission spectroscopy (NES) and
gamma-ray spectroscopy (GRS) at JET [23,24] and for
synthetic CTS and GRS signals envisioned for ITER
[20]. The tomographic approach requires knowledge
of the velocity-space sensitivities of the employed
diagnostics. This is encoded in weight functions
that have been developed for CTS [25], FIDA [26,
27], fast-ion loss detectors (FILD) [28], NES [29, 30],
and GRS [31, 32]. At EAST, weight functions have
recently been developed for three commissioned NES
diagnostics [33–36]. Whereas FIDA is mostly sensitive
to fast ions with energies near or below the neutral
beam injection energy (typically ∼ 10 − 100 keV)
due to the relative-speed dependence of the charge-
exchange probabilities [37], NES diagnostics generally
have increased sensitivity above the injection energy
as a result of the relative-energy dependence of the
fusion cross-section. Combining FIDA with NES for
fast-ion velocity-space tomography, therefore, offers
simultaneous measurements of keV- and MeV-range
ions. In this work, we present the first reconstructions
from combined FIDA and NES spectra by employing
measurement from the compact single-plate EJ301
scintillator installed at EAST. The approach can be
further extended to include also the compact stilbene
scintillator and the time-of-flight enhanced diagnostics
(TOFED) [36,38].

This paper is structured as follows. Section 2
provides an overview of the EAST setup and discharges
studied in this work. The formalism of changing
the basis of tomographic inversions is presented in
section 3 and tested on synthetic signals in section 4.
In section 5, this approach is applied to measurements
in a selection of EAST L-mode discharges heated by
various NBI sources. From these, derived quantities
such as the fast-ion pressure and current density are
computed in section 6. In section 7, the fast-ion birth-
velocity resolution is improved by reconstructing in a
restricted basis that additionally allows velocity-space
reconstructions from single-view measurements. The
tomographic dataset is extended to also contain NES
measurements in section 8. Section 9 concludes the
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NBI1L

NBI1R

NBI2LNBI2R

Figure 1. Top-view of the EAST tokamak showing the four
neutral beams and the locations of the O- and B-port FIDA
views. The major and minor radii are 1.85 m and 0.45 m,
respectively.

paper.

2. Experimental approach

Four NBIs are installed at the EAST tokamak: two
co-current injectors (NBI1R and NBR1L) from the A-
port and two counter-current injectors (NBI2R and
NBI2L) from the F-port, as illustrated in the top-view
schematic of EAST in figure 1. NBI1L serves as the
diagnostic beam for the tangential O-port and vertical
B-port FIDA views and is utilized in all discharges
with FIDA measurements. All discharges studied in
this work additionally employs one of the other beams.
The full injection energies and powers of the NBI
configurations employed for the discharges studied in
section 5, 6 and 7 are given in table 1. These discharges
are additionally heated by lower-hybrid wave heating,
ion cyclotron resonance heating (ICRH) and electron
cyclotron resonance heating. The discharges are
similar in line-averaged electron densities (ne ∼ 3 ×
1019 m−3) and have a clockwise toroidal magnetic field
of Bt ∼ 2.4 T on the magnetic axis and a counter-
clockwise plasma current of Ip ∼ 600 kA, as also
indicated in figure 1.

For each of the discharges, we study the local
fast-ion velocity distribution measured by the O- and
B-port FIDA views at t = 4.2 s and major radii
R ∼ 196 cm and R ∼ 194 cm (normalized minor
radius ρ ∼ 0.2), respectively. Each of the views

offers information about the fast-ion distribution by
measuring the Doppler-shifted Balmer-alpha radiation
following charge exchange between injected neutrals
and fast deuterium ions [39,40] with a spatial resolution
of a few centimeters [15]. The neoclassically expected
fast-ion velocity distributions in the measurement
volume computed with the TRANSP/NUBEAM code
[41] are given in figure 2. These distributions
are expressed in the commonly used energy-pitch
coordinates given as E = 1

2miv
2 and p = v‖/v. Here

mi is the fast-ion mass, v =
√
v2⊥ + v2‖ is the fast-ion

speed and the subscripts of the velocity components v⊥
and v‖ indicate the directions relative to the magnetic
field. Drifting Maxwellian distributions, as described
in [42], with estimated local bulk ion temperatures,
densities, and drift velocities: Tti ∼ 1.2 − 1.5 keV,
nti ∼ 2.5− 2.8× 1019 m−3 and vdti ∼ 5− 8 km/s, have
been added to the TRANSP distributions in order to
emphasize the much higher ion densities at energies
below 10 keV compared to the dilute population at
higher energies.

Figure 3 shows the absolutely calibrated signals
measured by the two FIDA views. A notch filter
with a width of 2 nm blocks the light around the
unshifted D-alpha line at 656.1 nm in order to avoid
saturation of the camera [43]. The instrumental
broadening is estimated to be 0.1 nm for the B-
port view and 0.33 nm for the O-port view [15].
Background radiation has been subtracted from the
signals by beam modulation [39], and small residual
off-sets have additionally been subtracted from the O-
port signals. The measured signals are shown together
with the signals predicted by the simulation code
FIDASIM [44,45], including the FIDA, halo and beam
emissions with applied instrumental broadening. Both
the red- and blue-shifted wings of the measured O-
port signals are well-modelled by FIDASIM for all
discharges. However, especially the blue-shifted wings
of the B-port measurements show discrepancies from
the simulations. Note also that the blue-shifted wings
of the O-port spectra differ significantly for discharge
#75439 compared to discharges #75448 and #75455.
The implication of these aspects on the fast-ion velocity
distribution is discussed in the light of tomographic
reconstructions from measurements in section 5.

In order to reliably reconstruct the dilute high-
energy part of the ion distribution despite the strong
signal caused by the high-density population at low
energies, we use only the part of the spectra solely
sensitive to ions with energies above 8 keV. This
corresponds to spectral measurements with an absolute
Doppler-shift of at least ∆λ ∼ 1.9 nm. We
avoid also the parts of the spectra surrounding the
carbon emission lines near 658 nm and the red-
shifted beam emission in the O-port spectra. The
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Table 1. Employed NBI sources during the studied discharges. The power fractions are given for each full-, half- and one-third
energy component as (Pfull : Phalf : Pthird).

# 75439 # 75448 # 75455
Beam NBI1L NBI1R NBI1L NBI2R NBI1L NBI2L
Injection energy Efull [keV] 50 56 50 54 50 56
Power [MW] 0.82 0.95 0.82 0.98 0.82 1.05
Power fractions 70:16:14 76:13:11 70:16:14 74:18:8 70:16:14 81:11:8
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(b) TRANSP #75448

20 40 60 80

E [keV]

-1

-0.5

0

0.5

1

p 
[-

]

0

0.5

1

1.5

2

2.5

3
(c) TRANSP #75455
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Figure 2. TRANSP distributions for discharges (a) #75439, (b) #75448 and (c) #75455. The unit of the colorbar is 1016keV−1m−3,
and the dotted black lines separate the target areas from the null-measurement regions at higher energies as determined from
measurements.

resulting utilized spectral ranges are grey-shaded in
figure 3. In reconstructions from measurements, parts
of the spectra that are below the detection limit of
the diagnostics are employed as null-measurements
[21]. These are marked by hatches in figure 3. The
velocity-space boundaries into the corresponding null-
measurement regions are indicated by dotted lines in
figure 2. These boundaries are determined from weight
functions w [26, 27] that relate the measured signal s
to the distribution f , through

s =

∫ 1

−1

∫ ∞

0

wfdEdp. (1)

Weight functions are key to understand the measured
signal and allow reconstructions of the distribution
as they link fast-ion velocities to signals in specific
spectral ranges [26]. The sum of all weight functions
reveals which regions in velocity-space are observed
by the diagnostic [20]. This is shown in figure 4 for
the two FIDA views utilizing only the experimentally
reliable spectral ranges. Previous tomographic studies
on fast-ion velocity distributions have shown that
multiple-view coverage in the target region is essential
for providing reliable reconstructions using standard
tomographic approaches [9, 18–20]. Especially at low
energies and small absolute values of the pitch, this
is not fulfilled for the two-view FIDA setup installed
at EAST. However, as the largest fast-ion densities
are expected to be at greater absolute pitch values
(figure 2), reconstructions can still be obtained keeping
in mind that regions with single-view coverage are less
reliable than regions with dual-view coverage as argued

for in [19]. The reconstructions can alternatively be
aided by changing the tomographic approach. In
the following section, this is pursued by expressing
the distribution in a basis relying on the physically
expected functional shape of the distribution.

3. Slowing-down basis functions in
tomographic problems

Throughout the physical sciences, a common approach
to improve the solution of tomographic problems is to
expand the solution in a set of basis functions [46].
Here we adopt this approach by employing a set of
basis functions relying on the neoclassically expected
slowing down of ions in a fusion plasma. This basis
is chosen in order to reflect the expected nature of
the distribution. Note, however, that many other
choices of basis functions will also work and might
prove beneficial or even superior in later studies.

In a steady-state scenario with neoclassical
transport, a fast ion with a specific energy and pitch
will change its velocity through Coulomb collisions. At
high energies, the energy is transferred predominantly
to electrons causing little pitch-angle scattering.
Collisions with ions dominate below the crossover
speed that can be estimated as

vc =

(
3
√
πme

4mi
Z1

)1/3

vte. (2)

Here me and mi are the electron and fast-ion masses,
vte is the thermal electron speed, and Z1 is the effective
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(b) B-port #75439
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(d) B-port #75448
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(f) B-port #75455
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Figure 3. Absolutely calibrated measurements and simulated
signals from the FIDA O- and B-ports at R ∼ 195 cm and
t = 4.2 s during discharges (a-b) #75439, (c-d) #75448, and (e-
f) #75455. The experimentally reliable measurements lie within
the grey-shaded areas, and null-measurements are marked by
hatches.
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Figure 4. Weight function coverage of the (a) O-port (FIDA-
O) and (b) B-port (FIDA-B) FIDA views computed as the sum
of all weight functions for the experimentally available spectral
ranges.
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Figure 5. Selection of normalized slowing-down basis functions.
The dotted lines indicate the shape of the slowing-down functions
before dampening by the error function.

charge number [42]. For the three EAST discharges,
this is evaluated to be ∼ 26 keV for deuterium. As
estimates for the collision-caused slowing down of ions
described by a steady-state distribution, we use the
analytical expressions derived in [47, 48]. Owing to
possible non-neoclassical transport and uncertainties
in the crossover speed, we further dampen the slowing-
down functions farther from the birth velocity by the
complementary error function. A selection of resulting
slowing-down functions is shown in figure 5.

A change-of-variables to the slowing-down basis
can be introduced in tomographic problems by
reformulating the forward problem. To do so, assume
that the distribution f is the sum of k slowing-down
functions:

f =
k∑

i=1

aifSD,i (3)

where (fSD,1, . . . , fSD,k) detones the slowing-down
basis, whilst (a1, . . . , ak) is the set of coefficients that
computes f given the basis. The forward problem (1)
then takes the form

s =

∫ 1

−1

∫ ∞

0

w
k∑

i=1

aifSD,idEdp

=

k∑

i=1

ai

∫ 1

−1

∫ ∞

0

wfSD,idEdp. (4)

Consider now the discretization of (1):

S = WF. (5)

Here S is the vector containing the measurements,
F is the vector containing the distribution, and W
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is the matrix containing the weight functions [9].
Introduce now the matrix FSD with columns given by
the discretized slowing-down functions in energy and
pitch and the vector A = [a1, . . . , ak]T such that

F = FSDA. (6)

Then the discretized form of (5) can be written as

S = WFSDA = WSDA (7)

where WSD = WFSD. Note that WSD does not
directly link the energy-pitch location of a fast ion
to the generated signal, but rather gives information
about which slowing-down distributions can cause a
signal in a specific wavelength range. A comparison
of W and WSD is given in figure 6 for a number
of spectral ranges. The outer shapes of the weight
functions are not significantly affected by the change
of basis. On the other hand, the inner structure of
WSD is noticeably less fine-structured than the inner
structure of W . This is especially prominent at the
low-energy border of the weight functions. Here the
pixel-based weight functionsW have a sharp sensitivity
increase that often causes artifacts in reconstructions
from sparse FIDA measurements. This indicates that
applying the slowing-down basis can ultimately provide
a smoothing of the reconstructions, which is not always
attainable from pixel-based reconstruction methods.

4. Inversions of synthetic signals in various
bases

Fast-ion velocity-space tomography determines the
most likely fast-ion velocity distribution from a
collection of signals. This is essentially done by finding
F from S and W in (5). However, this problem is
ill-posed and must be regularized in order to provide
a stable solution [14]. Here, we use the zeroth-order
Tikhonov method where solution norms are penalized,
as it has been found to provide better results for
the two-view FIDA system at EAST [17] than the
more commonly used first-order Tikhonov method that
penalizes large gradients in energy and pitch [14]. We
additionally impose a non-negativity constraint [21] on
the solution. In the standard pixel-basis, the non-
negative zeroth-order Tikhonov solution is found as

F ∗ = min
F

∣∣∣∣
∣∣∣∣
(
W
λI

)
F −

(
S
0

)∣∣∣∣
∣∣∣∣
2

subject to F ≥ 0 (8)

where I is the identity matrix and λ is the
regularization strength. In the slowing-down basis we
instead seek to invert (7), i.e. we seek the vector
A holding the basis-function expansion coefficients
(a1, . . . , ak). This is also an ill-posed problem that we
likewise regularize by a zeroth-order Tikhonov penalty

term:

A∗∗ = min
A

∣∣∣∣
∣∣∣∣
(
WSD

λI

)
A−

(
S
0

)∣∣∣∣
∣∣∣∣
2

subject to FSDA ≥ 0 (9)

such that the reconstructed distribution is F ∗∗ =
FSDA

∗∗ according to (6). The constraint in (9)
expresses non-negativity of F . For reconstructions
computed from both (8) and (9), we normalize the
forward problem by the measurement uncertainty [10],
and include null-measurements as a constraint [21]. We
apply null-measurements as a constraint rather than a
penalty in the null-measurement region [18] in order to
highlight the effect of changing the basis.

If the basis matrix FSD is invertible, the change
of basis can be interpreted as a modification of the
regularizing term. This is evident when introducing
the inverse of (6),

A = F−1SDF (10)

in (9):

F ∗∗ = min
F

∣∣∣∣
∣∣∣∣
(

W
λF−1SD

)
F −

(
S
0

)∣∣∣∣
∣∣∣∣
2

subject to F ≥ 0. (11)

Equation (11) allows a direct computation of the
reconstructed distribution F ∗∗, but relies on the
existence of F−1SD. Mathematically, (10) suggests that
the expansion of the velocity distribution into basis
functions is equivalent to a coordinate transformation
[49]. In the inverse problem literature this is referred
to as a standard-form transformation.

The long-range correlation given by the basis
functions can be quantified and visualized through the
covariance matrix C. The inverse of C appears as the
prior in the Bayesian picture [24]. When the invertible
basis FSD acts as the only imposed regularization, as
in (11), the covariance matrix can be determined as

C = (λ2F−TSD F
−1
SD)−1 = λ−2FSDF

T
SD. (12)

Examples of entries in C are shown in figure 7. From
these, it is evident that the covariance matrix ensures
smoothness by correlating a given pixel to the pixels in
its vicinity. The correlation decreases with increasing
distance in (E, p)-space, with a pattern depending
on the position in (E, p)-space due to the physics of
the slowing-down process: For low energies, where
ion collisions dominate, the correlation is ensured
over a large pitch range. For high energies, where
collisions with electrons dominate, the correlation is
rather narrow in pitch. The slowing-down process is
thus encoded in the regularization of our tomography
problem.

Note that if an arbitrary regularizer L is used
rather than the zeroth-order Tikhonov regularizer I in
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(d) WFIDA-B 653.07 0.01 nm
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Figure 6. Selection of weight functions (a-d) in the pixel basis (W ), and (e-h) in the slowing-down basis (WSD) for the O- and
B-port FIDA views. The weight functions are shown for the measured spectral resolution and each weight function is normalized by
its own maximum value.

(9), (11) takes the form

F ∗∗ = min
F

∣∣∣∣
∣∣∣∣
(

W
λLF−1SD

)
F −

(
S
0

)∣∣∣∣
∣∣∣∣
2

subject to F ≥ 0. (13)

Here, the full regularizer is LF−1SD. However, as
the chosen basis functions provide a smoothness to
the solution, it is often unnessecary to include an
additional regularizer L in order to obtain smooth
solutions. We, hence, employ only the basis functions
as regularization in the following. Additionally, note
that since (9) and (11) are equivalent, they provide
identical solutions within the expected numerical
accuracy. As the conditioning number of FSD can
be quite large, computations are often more stable
when using (9) rather than (11). For basis function
expansion reconstructions we will, therefore, show only
results computed with (9).

For the EAST two-view FIDA system, the
differences in reconstructions based on (8) and (9) are
shown in figure 8. Here, synthetic signals based on
the TRANSP simulations (figure 2) were generated
in the experimentally reliable spectral ranges. For
each spectrum, 10% Gaussian noise was added. The
regularization strength for each of the reconstructions
based on these synthetic signals is chosen as the one
that produces the smallest two-norm of the pixel-
differences between the reconstruction and the true
solution for E > 20 keV. Both approaches succeed
in locating regions of high densities. However, the
reconstructions in the slowing-down basis (figure 8d-
f) perform better than the pixel reconstructions in
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Figure 7. Examples of entries in the covariance matrix C when
the invertible slowing-down basis determines the regularization.

especially two respects: Firstly, they provide smoother
solutions as a consequence of the long-range correlation
following the expansion in basis functions. Secondly,
they manage to more accurately determine the fast-
ion birth velocities.

5. Measurement-based reconstructions

Also the reconstructions from measurements in figure 9
find that the solutions using slowing-down basis
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(f) F**
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Figure 8. Reconstructions from a synthetic signal based on the TRANSP distributions for EAST discharges #75439, #75448 and
#75455 using (a-c) the zeroth-order Tikhonov method acting on pixels of the solution, and (d-f) the zeroth-order Tikhonov method
acting on expansion coefficients in the slowing-down basis. The colormap unit is the same as in figure 2, and the dotted lines separate
the target areas from the null-measurement regions at higher energies.
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Figure 9. Reconstructions from measurements. The notation, unit and layout are the same as in figure 8, and the dotted lines
separate the target areas from the null-measurement regions at higher energies.
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Figure 10. Velocity-space resolved pixel differences between
the fast-ion distributions during (a-b) discharges #75439 and
#75455 and (c-d) discharges #75448 and #75455 as computed
by TRANSP and from slowing-down reconstructions from
measurement. The dotted lines mark the boundaries to the null-
measurement regions for #75439 (red) and #75455 (blue) in the
upper panel and for #75448 (red) and #75455 (blue) in the lower
panel. Same notation and unit as in figure 2 and figure 9.

functions (figure 9d-f) are smoother than the pixel
reconstructions (figure 9a-c). As for the synthetic
case, the pixel-norm regularizing approach tends
to create solutions with shapes dictated by the
boundary of the null-measurement region. This results
in densities significantly above the injection energy
and is likely due to the limited weight function
coverage, measurement noise and a consequently
limited velocity-space resolution.

Despite the limited velocity-space resolution, the
reconstructions from measurements clearly distinguish
the differences in birth pitch of fast ions generated from
different NBI sources. This is especially evident from
figure 10 that gives the velocity-space resolved pixel
differences between discharges #75439 and #75455
as well as between discharges #75448 and #75455
as calculated by TRANSP and from measurement-
based reconstructions. From figure 10b, it is evident
that discharge #75439 has an excess of ions with
negative pitches compared to #75455 due to NBI1R
heating, whereas the NBI2L heating in discharge
#75455 creates a surplus of ions born with pitches close
to 0.5 compared to discharge #75439, as also predicted
by TRANSP. Likewise in figure 10d, the larger pitch
values of ions born from NBI2R in discharge #75448
compared to ions born from NBI2L in discharge
#75455 is clearly evident.

6. Moments of the distribution function

Taking the moments of the distributions allows
estimations of the fast-ion densities, pressures and
current densities [8]. With a better resolution and
greater velocity-space coverage of the low-energy range
of velocity space, also the bulk deuterium densities,
pressures, currents and temperatures could be directly
calculated from the reconstructed ion distribution.
However, currently this is not possible from FIDA
measurements at EAST.

The kinetic pressure can be determined as the
trace of the pressure tensor, i.e. the second moment
of the distribution. This yields

Pi =
2

3

∫ 1

−1

∫ ∞

0

(
E − vdi‖p

√
2miE +

1

2
miv

2
di‖

)

f(E, p)dEdp (14)

for rotational symmetry about the magnetic field. Here
the drift velocity is assumed to be fully parallel to the
magnetic field and, hence, given by

vdi‖ =
1

ni

∫ 1

−1

∫ ∞

0

p

√
2E

mi
f(E, p)dEdp (15)

where ni is the fast-ion density computed as the zeroth
moment of the distribution. From the drift velocity and
density, the fast-ion current density can be computed
as

ji‖ = qnivdi‖ = q

∫ 1

−1

∫ ∞

0

p

√
2E

mi
f(E, p)dEdp (16)

where q is the fast-ion charge. The resulting values for
the measurement-based reconstructions relative to the
expected TRANSP values are summarized in table 2
for fast ions with energies above 20 keV. The results
are consistent for measurement-based reconstructions
using both of the tomographic approaches.

For the purely co-current injection in discharge
#75439, the reconstructed density, pressure and
current density are well-modelled by TRANSP. For
simultaneous co- and counter-current injection in
discharges #75448 and #75455, however, discrepancies
between the reconstructed values and the simulation
are present, with reconstructed densities and pressures
exceeding the TRANSP values by up to 70%. On the
other hand, the reconstructed fast-ion current density
is well-modelled by TRANSP for discharge #75455,
whereas for discharge #75448, the lack of fast-ion
current density suggested by TRANSP is not observed
in reconstructions from measurements. Instead, the
measurement-based reconstructions suggest a counter-
clockwise current density of ∼ 27 Am−2, i.e. close to
the one produced in discharge #75455.

It is likely that the discrepancies between
the TRANSP-simulated quantities and values de-
rived from measurement-based reconstructions for dis-
charges #75448 and #75455 are caused partially by the
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relatively poor confinement of counter-current fast ions
born from NBI2R and NBI2L, discussed in [7], that
might be overestimated in simulations for the consid-
ered measurement volume. Another important factor
that can cause discrepancies between simulation and
reconstructions is the complex structure of distribu-
tions consisting of ions born simultaneously at both
positive and negative pitches as these are more chal-
lenging to reconstruct from sparse datasets than dis-
tributions consisting of predominantly similar pitch-
signed ions.

7. Reconstructions in a restricted basis

In the slowing-down regularized reconstructions from
synthetic signals and measurements, the resolution
of the fast-ion birth velocities was lost due to the
regularization. An improved birth velocity resolution
can be obtained by restricting the basis to contain
only basis functions at the well-known birth pitches.
This effect is shown for reconstructions from O- and
B-port FIDA measurements obtained during discharge
#75439 in figure 11a. Here the restricted basis is
composed of a set of slowing-down basis functions
linearly spaced in energy, with the grid resolution,
obeying either of the constraints: (1) E0 < 60 keV and
p0 = −0.4 (dark blue dots) or (2) E0 < 60 keV and
p0 = −0.68 (light blue dots), where (E0, p0) denotes
the fast-ion birth velocity. Either of these constraints
is always fulfilled for ions born at full-, half- and one-
third of the injection energy from NBI1R and NBI1L.

This approach restricts the reconstructions to be
a linear combination of a limited amount of judiciously
chosen basis functions. As the birth pitches of
NBI-born fast ions are well-known from geometric
considerations, this restriction is reasonable in NBI-
heated plasmas with neoclassical transport and is
likely to be essential for reconstructions from extremely
sparse datasets or even datasets acquired from just
a single view. The latter claim is supported by
the reconstruction presented in figure 11b. Here, we
show the reconstruction of the fast-ion distribution
from purely O-port FIDA measurements employing the
same restricted slowing-down basis as in figure 11a.
Note that as the O-port FIDA view is not sensitive to
the negative-pitch fast-ion population below 20 keV,
reliable reconstructions are not available in that region.
Also, due to measurement noise and a significant
instrumental broadening in O-port measurements, the
reconstructed densities are more uncertain in the
single-view reconstruction than in the equivalent dual-
view reconstruction. Even so, the full injection energy
birth velocities are reliably resolved in the single-view
reconstruction. This highlights the ability of this
approach to obtain velocity-space reconstructions from
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Figure 11. Measurement-based reconstructions of the fast-
ion distribution during discharges #75439 utilizing a restricted
slowing-down basis consisting of only dampened slowing-down
functions with birth velocities indicated by the blue dots. Panel
(a) employs measurements from the O- and B-port FIDA views,
whereas panel (b) employs only O-port FIDA measurements.

single-view measurements, which has until now been
unattainable.

Examples of other systems that are likely to
benefit from the restricted basis function approach
are FIDA measurements at MAST [18], TCV [50]
and NSTX [51,52], CTS measurements at Wendelstein
7-X [53] and LHD [54], as well as NES and GRS
measurements at JET [55,56].

An improved resolution of the fast-ion birth
velocities in EAST is alternatively likely to be achieved
by combining the O- and B-port FIDA measurements
with measurements from the recently commissioned A-
port FIDA view as well as the EAST NES diagnostics
in later experiments.

8. Integrated data analysis of FIDA and NES
spectra

In this section, we illustrate some of the benefits and
limitations of combined FIDA and NES tomography
using measurements obtained during the purely NBI-
heated EAST H-mode discharge #75469. We employ
the O- and B-port FIDA views using the same
geometry as for the discharges studied in section 5, as
well as the EJ301 compact single-plate scintillator [57]
with velocity-space coverage given in figure 12a. For
the EJ301 scintillator, we assume that the majority
of the detected fusion-born neutrons are generated in
beam-target reactions close to the magnetic axis and
hence also close to the FIDA measurement volume.
The slightly different locations of the measurements do
not have a strong effect as spatial gradients are small
close to the plasma center.

During discharge #75469, NBI2L is turned on
at t = 3.5 s and injects particles with full injection
energy of 55 keV continuously for 4 s with power
depicted in figure 13a. As for the discharges studied
in section 5, the NBI1L is modulated, with Efull =
52 keV, to allow FIDA background subtraction. From
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Table 2. Absolute densities ni, pressures Pi and current densities ji‖ for fast ions with energies above 20 keV from the TRANSP
distribution (FTR) and relative values to TRANSP for measurement-based reconstructions using either the pixel basis (F ∗) or the
slowing-down basis (F ∗∗). The sign of ji‖ is positive in the direction of the plasma current. For reconstructions from synthetic
signals with 10% Gaussian signal noise plus a Gaussian background noise of 10% of the averaged bremstrahlung level, the derived
quantities, ni, Pi and ji‖, lie mostly within 10% of the true values for E > 20 keV.

# 75439 # 75448 # 75455

FTR F ∗ F ∗∗ FTR F ∗ F ∗∗ FTR F ∗ F ∗∗

ni 8.2× 1017 m−3 0.9 0.9 5.5× 1017 m−3 1.4 1.4 4.6× 1017 m−3 1.6 1.7
Pi 2.9 kPa 0.9 0.8 2.2 kPa 1.4 1.3 1.8 kPa 1.7 1.6
ji‖ 91 Am−2 0.9 1.0 −7.4 Am−2 −3.7 −3.6 25 Am−2 1.0 1.2

(b) TRANSP #75469
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Figure 12. (a) Weight function coverage of the EJ301 compact
scintillator during EAST discharge #75469 and (b) TRANSP
distribution at R ∼ 195 cm averaged over NBI1L blips during
t = 3.5 − 7.5 s. The dotted line in (b) indicates the largest
fast-ion energies obtained at each pitch value as predicted by
TRANSP.

the neutron counts measured by the EJ301 compact
single-plate scintillator in figure 13b, it is evident
that the NBI1L beam modulation strongly affects the
neutron production. We, therefore, use only EJ301
measurements obtained during the NBI1L blips, as
indicated by shaded regions in the figure. From high-
resolution neutron yield measurements during this
discharge, the fast-ion slowing-down time is estimated
to be ∼ 10 ms. EJ301 measurements obtained during
the first 10 ms after turning on NBI1L are, therefore,
omitted in the analysis. The FIDA spectra are
selected to avoid ELM contamination, and averaged
over NBI1L blibs in the time interval 3.5 s − 7.5 s.
This reduces the relatively high measurement noise
caused by the high bremsstrahlung levels during this
discharge.

Good relative calibration of the spectra is
paramount for combined tomography from different
diagnostic methods. As the absolute calibration of the
EJ301 scintillator is still uncertain, we calibrate the
FIDA and EJ301 measurements to signals based on
the TRANSP distribution (figure 12b) calculated for
the time of data collection and make no statements
about absolute values.

Figure 14 shows reconstructions for discharge
#75469 both from solely FIDA measurements (panels
a and c) and from combined FIDA and EJ301
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Figure 13. Time traces of the (a) NBI powers and (b) EJ301
neutron counts during discharge #75469.

measurements (panels b and d). For both datasets,
we present reconstructions calculated in the pixel basis
(panels a and b) and in the slowing-down basis (panels
c and d). We employ a non-negativity constraint on the
distribution, but do not include null-measurements in
order to allow the measurements to directly determine
the density distribution above the full injection
energy of the neutral beam. In both tomographic
approaches, the reconstructions from measurements
reveal the two-beam slowing-down distribution created
by simultaneous NBI1L and NBI2L injection. From
the TRANSP simulation this two-beam distribution
is expected to be strongly asymmetric about the line
p = 0. The ratio of fast-ion densities for p < 0 and
p > 0 is n−/n+ = 2.3 for energies between 20 keV and
60 keV. Such a strong asymmetry is not detected in
either of the pixel reconstructions, where the density
of ions with positive pitches exceeds the density of
negative-pitch ions by less than 10% for 20 keV < E <
60 keV. On the other hand, the reconstructions in
the slowing-down basis both suggest a density fraction
of n−/n+ = 1.3, i.e. a smaller than expected but
detectable density asymmetry about p = 0.

At energies above the full injection energy, the
pixel-based reconstruction from only FIDA measure-
ments is plagued by artifacts that also appear in re-
constructions from noisy synthetic two-view FIDA sig-
nals based on the TRANSP distribution. Including the
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Figure 14. Reconstructions of the fast-ion velocity distribution
during EAST discharge #75469 using (a-b) the pixel basis
and (c-d) the slowing-down basis employing only FIDA
measurements and combined FIDA and EJ301 measurements.
As in figure 12b, the dotted lines indicates the largest fast-ion
energies obtained at each pitch value as predicted by TRANSP.

EJ301 signal together with the FIDA measurements
strongly improves the reconstruction at these energies,
even though the EJ301 measurement are relatively
sparse. Hence, in this case the EJ301 signal ultimately
serves as null-measurements allowing suppression of ar-
tifacts in the null-measurement region without includ-
ing a dedicated penalty or restriction on the solution in
this region. This effect is significantly less pronounced
when reconstructing in the slowing-down basis (panel c
and d). Here the inclusion of EJ301 measurements only
slightly improves the reconstruction at negative pitches
for E ∼ 60− 80 keV without significantly affecting the
reconstruction at lower energies. The reason for the dif-
ferent benefits gained from including EJ301 measure-
ments in the pixel and slowing-down approaches is still
uncertain. The energy-dependence of the benefits, on
the other hand, can be explained by the velocity-space
sensitivities of the diagnostics: During this discharge,
fast deuterium ions are created purely by neutral beam
injection at energies close to the lower energy limit
of the EJ301 sensitivity range. The EJ301, therefore,
serves as a third diagnostic view that in combination
with the dual-view FIDA setup provides multiple-view
coverage for all pitches at high energies. This improves
the reconstructions in the high-energy range, but does
not necessarily strongly affect the solution elsewhere.

9. Conclusions and outlook

Measurements from the two-view FIDA diagnostic
setup installed at EAST enables reconstructions
of NBI-generated fast-ion velocity distributions for

energies above ∼ 15 keV in the plasma center.
With the incomplete coverage of velocity space and
the limited amount of data provided by a two-view
FIDA system, prior information must be imposed on
the reconstruction. Using a standard non-negativity
constrained zeroth-order Tikhonov regularization on
pixels provides solutions that overall distributes the
fast ions accurately and allows identification of
high- and low-density regions when employing null-
measurements. The zeroth-order Tikhonov pixel-
reconstructions, however, tend to lose resolution of the
fast-ion birth velocities and are strongly dependent
on including null-measurements as prior information.
The reconstructions are significantly improved by
introducing a new approach to the toolbox of fast-
ion velocity-space tomography: namely the utilization
of the neoclassical slowing down of fast ions through
Coulomb collisions in a fusion plasma. This is achieved
by expressing the distribution as a linear combination
of a selection of slowing-down distribution functions
and perform the reconstruction in this basis. For
FIDA-based reconstructions at EAST, this approach
is beneficial in order to obtain smooth solutions
with reduced artifacts and improved velocity-space
resolution. With a sensible restriction on the basis
functions, this approach even allows velocity-space
reconstructions from single-view spectra.

The expansion in base functions will, furthermore,
be essential for fast-ion phase-space inversion problems
with sparse fast-ion measurements. Using full phase-
space distribution functions computed by numerical
simulations as base functions, it should be feasible to
infer the distribution in the entire phase-space rather
than in a single point as in velocity-space tomography.
This method could be used in tokamaks in cases where
an insufficient amount of measured data is available
to do orbit tomography [58, 59]. Furthermore, the
method is applicable to stellarators where the phase-
space distribution is 5D (3D in position space and
2D in velocity space) which cannot be covered by
measurements at present.

Derived quantities, computed as moments of
the distribution, are consistent using both the pixel
basis and the slowing-down basis. For purely co-
current neutral beam injection at EAST, the fast-
ion density, pressure and current density derived
from measurement-based reconstructions are well-
modelled by the neoclassical TRANSP distribution.
For simultaneous co- and counter-current injection,
on the other hand, no consistently good agreement
between the modelled and reconstructed quantities is
achieved. This is likely explained by two factors:
the poorer confinement of fast ions born by counter-
current neutral beam injection and the relatively
complex structure of fast-ion distributions generated
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from simultaneous co- and counter-current injection.
The good spatial localization as well as temporal

and velocity-space resolution offered by the FIDA
diagnostics along with the framework presented in
this work will allow investigation of the interactions
between fast ions and collective modes in future EAST
campaigns and is an encouraging approach to study
potential bulk heating through parametric decay of
fast-ion-driven toroidal Alfvén eigenmodes proposed
in [60].

Combining FIDA measurements with fast-ion
sensitive NES measurements increases the available
diagnostic information in the tomographic problem.
The framework for this is illustrated in reconstructions
of a fast-ion distribution generated from simultaneous
co- and counter-current neutral beam injection. Here,
we employed combined FIDA and NES measurements,
obtained from the single-plate EJ301 scintillator. For
the considered discharge, the improved high-energy
velocity-space sensitivity offered by the FIDA+NES
setup compared to the FIDA-only setup ultimately
obviated null-measurements in the standard non-
negative zeroth-order Tikhonov pixel reconstruction.
This effect was, however, less pronounced for slowing-
down reconstructions.

At higher energies than considered here, the
sensitivity of NES diagnostics strongly surpasses
the FIDA sensitivity due to the strong relative-
energy dependence of both the fusion reaction cross-
section and the charge-exchange probabilities. Hence,
combining FIDA with NES provides a possibility to
simultaneously reconstruct a large energy range (keV
to MeV), somewhat similar to the CTS/GRS symbiosis
planned for ITER [20]. Additionally, extending
the diagnostic suite by the time-of-flight neutron
spectrometer TOFED and the single-plate stilbene
scintillator [33–36, 38] will further improve the high-
energy range of fast-ion velocity-space reconstructions,
enabling detailed studies on the full fast-ion population
during combined NBI and ICRF heating.
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