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Summary (English)

Speech is perceived with vision as well as audition. In face-to-face situations, we
seamlessly combine the visual information from the talker's face with the speech
sound through a process of multisensory integration. This process helps us to
understand speech in noisy environments, but can also change our perception
of the sound. A striking example is the McGurk illusion, where the auditory
syllable �ba� dubbed onto an incongruent visual speech video containing a �ga�
produces the perception of hearing �da� � a percept which does not match either
the auditory or visual stimulus. The McGurk illusion illustrates that multisen-
sory integration profoundly in�uences our perception of speech in face-to-face
situations. In this thesis, I present four studies with the common aim of char-
acterising the computational processes in the brain that support audiovisual
integration in speech perception.

In the �rst two studies, I explored electrophysiological signatures of congru-
ent and incongruent audiovisual speech using electroencephalographic (EEG)
recordings. First, I compared the brain activity evoked by the McGurk illusion
to that of another audiovisual speech illusion, investigating whether they are
supported by di�erent types of audiovisual processing. Second, I investigated
how audiovisual integration a�ects oscillatory activity in the brain by compar-
ing how theta-band oscillations are a�ected by the perception of ambiguous
audiovisual stimuli.

In the third study, I developed a computational model of audiovisual speech
perception, drawing on Bayesian theories of multisensory integration. I designed
a comprehensive behavioural experiment to test whether the model could predict
human responses to congruent and incongruent audiovisual speech in a wide
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range of conditions.

Finally, in the fourth study, I investigated the neural correlates of my compu-
tational model of audiovisual speech perception. Using a combined behavioural
and EEG experiment, I investigated whether prominent electrophysiological sig-
natures of audiovisual integration correlated with the parameters of the model.



Summary (Danish)

Tale opfattes med synet såvel som hørelsen. Når vi ser personen der taler til os,
kombinerer vi den visuelle information fra talerens ansigt med lyden gennem
multisensorisk integration. Denne proces hjælper os at forstå tale i støjfulde
miljøer, men kan også ændre vores opfattelse af lyden. Et slående eksempel er
McGurk-illusionen, hvor lyden af stavelsen �ba� er dubbet på en inkongruente
video af et ansigt der utaler �ga� hvilket skaber illusionen af at høre �da� � der
ikke stemmer overens med hverken lyden eller den visuelle stimulus. McGurk-
illusionen illustrerer at multisensorisk integration påvirker vores opfattelse af
tale. I denne afhandling præsenterer jeg �re studier som alle sigter på at ka-
rakterisere de beregningsmæssige processer i hjernen, der muliggør audiovisuel
integration i taleopfattelse.

I de første to studier har jeg undersøgt de elektrofysiologiske signaturer af
kongruent og inkongruent audiovisuel tale ved at bruge elektroencefalogra�ske
(EEG) optagelser. I det første studie sammenlignede jeg hjerneaktiviteten re-
lateret til McGurk-illusionen med aktiviteten relateret til en anden audiovisuel
taleillusion. Jeg undersøgte om disse illusioner understøttes af forskellige typer
af audiovisuel processering i hjernen. I det anden studie undersøgte jeg hvordan
audiovisuel integration påvirker oscillatorisk aktivitet i hjernen, ved at sam-
menligne hvorledes energien i theta-båndet påvirkes af opfattelsen af tvetydige
audiovisuelle talestimuli.

I den tredje studie udviklede jeg en matematisk model af audiovisuel taleop-
fattelse, der bygger på Bayesianske teorier om multisensorisk integration. Jeg
udformede et adfærdsforsøg og påviste at modellen kan forudsige menneskelige
responser til kongruent og inkongruent audiovisuelt tale i et stort antal forsøgs-
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betingelser.

Afslutningsvist, i det fjerde studie undersøgte jeg de neurale korrelater til min
matematiske model af audiovisuel taleopfattelse. Ved brug af et kombineret
adfærds- og EEG-forsøg undersøgte jeg om velkendte elektrofysiologiske signa-
turer af audiovisuel integration er korrelere med modelparameterne.



Preface

This thesis was prepared at the Section for Cognitive Systems, Department of
Applied Mathematics and Computer Science, Technical University of Denmark
in ful�lment of the requirements for acquiring a Ph.D. degree.

The thesis presents key �ndings from four studies, along with the underlying
theory and a brief review of the literature. Manuscripts of the four studies are
furthermore included. The work was carried out in the time period between
September 1, 2016 and May 20, 2020.

Lyngby, 20-May-2020

Alma Lindborg
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Chapter 1

Introduction

In a time when physical encounters have been temporarily replaced by phone
calls or video conferences, many of us have become acutely aware that certain
qualities of face-to-face conversations are hard to convey through other media,
in their current state of development. One of these qualities that is important,
although not always obvious to our conscious minds, is the richness of the mul-
tisensory information present in face-to-face situations, where the sound of the
other person speaking is paired with perfectly synced lip movements and other
visual gestures. It is a well-known fact that concurrent visual information im-
proves our perception of what the interlocutor is telling us, particularly in noisy
conditions [40, 78].

A powerful illustration of how the visual modality in�uences speech perception
is the McGurk e�ect, in which the perception of an auditory speech token such
as �ba� can be altered by dubbing it onto incongruent visual speech, such as
�ga�, creating the illusory perception of hearing a �da� [49]. Whereas perception
research has traditionally treated the senses as separate, the discovery of the
McGurk illusion has contributed to the increasing scienti�c attention to multi-
sensory interactions during the last decades. The illusion clearly demonstrates
that in perceiving speech � a skill central to our evolutionary success as a species
� our brains use information from unconscious lipreading to such an extent that
it can even change our phonetic perception.
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More than forty years have passed since the discovery of the McGurk e�ect.
During this time numerous studies have sought to characterise the McGurk il-
lusion itself, and to use it as a probe for studying audiovisual integration and
multisensory perception in a broader sense. At the time of writing this thesis,
a Google Scholar search on the term �McGurk e�ect� yields over 50 000 re-
sults. Studies using the McGurk e�ect have covered disparate subjects such as
cross-cultural di�erences, infant development, attention, time constraints and
genetics [53, 66, 72, 80]. In this thesis, the main focus will be to expand on the
approaches to quantitatively measure audiovisual integration in speech percep-
tion, joining two quantitative strands of research which have each developed in
close connection with the study of the McGurk illusion: computational mod-
elling of multisensory perception and electrophysiological characterisation of au-
diovisual integration in speech perception. First, however, I will introduce the
wider context of this intriguing subject.

1.1 Unconscious Bayesian Inference

Can we trust our senses? Are our sensations an exact projection of the outside
world or are they a product of our imagination? This subject has been debated
profusely throughout the history of thought. Empiricists such as Aristotle and
David Hume have argued that all knowledge human beings can gain originates
from our sensory experience of the outside world, whereas rationalists such as
Parmenides and Descartes have pointed to the malleable and often inconsistent
experience that our senses provide us with. The contemporary understanding of
perception is inspired by the 19th century scientist Herrmann von Helmholtz's
notion of perception as �unconscious inference�. In his study of optical illusions,
Helmholtz found that these illusions must be product of unconscious mental
adjustments rather than of rational reasoning, and that a sensation should be
seen more as a symbol of the stimulus rather than an exact projection of it [58].
Helmholtz's views drew heavily on Immanuel Kant's idealist theory of cogni-
tion, where perception was described as an active mental process of interpreting
sensory signals rather than a passive receiving of signals from the outside world
[79].

In contemporary cognitive neuroscience as well as machine learning, unconscious
inference has been imagined as a form of statistical inference, i.e. estimation
of properties of the outside world from noisy measurements [79]. In the case of
perception, these noisy measurements are the incoming signals neurally trans-
mitted from sensory receptors such as rods and cones on the retina, hair cells
in the inner ear or mechanoceptors on the skin. In order to infer some property
of the stimulus (such as a word spoken by an interlocutor), the brain would
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use its knowledge of the statistical distribution of auditory features over words
and phonemes � a generative model � to map these features to a word. This
understanding of perception gained increasing traction in parallel with the de-
velopment of machine learning systems solving various perceptual and pattern
recognition tasks based on generative models [37], with an early implementa-
tion even being called a �Helmholtz machine� [17]. Thus, in both biological and
arti�cial systems, it is currently believed that active inference � combining sen-
sory signals with prior knowledge � is more suited to solving pattern recognition
problems than passive systems.

In its process of active inference, the brain combines information from several
sources, such as our di�erent senses. When combining these di�erent inputs,
the brain uses information of how certain each cue is. That is, if we are at
a loud party and can barely hear what the person opposite to us are saying
(high auditory uncertainty), our perception will be relatively more in�uenced
by lip-read information than if we are in a noise-free environment (low auditory
uncertainty). This principle, which I will call reliability weighting, is a statisti-
cally optimal way of combining noisy and partly redundant signals because it
minimises the uncertainty of the integrated estimate [24, 25]. The fact that the
brain weights signals according to their reliability shows that it forms represen-
tations of the uncertainty of its estimates, i.e. probabilistic representations [38].
Computational models of multisensory perception implement such probabilistic
representations of sensory cues as probability density functions [13, 24, 39, 50].
In the brain, such representations may be achieved by a population of neurons
encoding the same feature, creating a distribution of estimates as single neurons
vary in their activity [38, 84].

Assuming that cues are maximally integrated (strong fusion) and that sensory
representations are Gaussian distributions, we obtain the maximum likelihood
estimate shown in Figure 1.1, left panel. Here, the precision rAV (i.e. inverse
variance) of the multisensory estimate will be the sum of the unisensory pre-
cisions [24]. This means that the multisensory estimate is always at least as
precise as each unisensory estimate. Moreover, the mean of the multisensory
estimate will be an average of the unisensory means, weighted by the relative
reliabilities of each unisensory cue [24]. In categorical tasks such as phonetic
perception, the continuous estimate must subsequently be transformed into a
categorical estimate. This is commonly implemented by dividing the represen-
tational space using response boundaries [4, 10, 42].

Reliability weighting is, however, not su�cient to account for the variability in
multisensory integration we experience in di�erent real life situations. When
sensory cues are too disparate, for example when we watch a movie dubbed
to our own language, we do not fuse the audio track with the incongruent lip
movements. Fusing the auditory and visual speech cues in the dubbed movie
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Figure 1.1: Reliability weighting in a strong fusion model. The unisensory cues
of auditory (blue curve) and visual (red curve) cues are represented as Gaussian
probability densities with unisensory reliabilities rA, rV . In the well-behaved
problem (left), reliability weighting predicts a realistic response, whereas in
the ill-behaved problem (right), the strong fusion model predicts an unrealistic
response. A Bayesian model assuming less integration for disparate cues predicts
a smaller bias toward the visual cue (dashed line), more in line with human
behaviour.

would produce perceptual illusions which would make it hard for us to follow the
dialogue. The case of disparate sensory cues is illustrated in the right panel of
Figure 1.1, where reliability weighting predicts a multisensory estimate that falls
far from either of the unisensory estimates � and is nevertheless more certain.
Luckily, our brains do not function in this way. Instead, we e�ortlessly segregate
the auditory and visual cues when we watch dubbed movies, which suggests that
our brains estimate the multisensory correspondence in order to decide to what
degree cues should be integrated. In this thesis, I will use the term binding to
denote the processing of multisensory correspondence.

In computational modelling of multisensory integration, binding is incorporated
in a perceptual prior which determines to what extent cues should be integrated.
Combining the sensory information with the prior results in the posterior distri-
bution which represents the percept. Cues which are perceived as belonging to
the same event are more strongly integrated, whereas cues which are discrepant
in time, space or content are integrated to a lower degree [13, 39, 43, 73]. As in
the case of a dubbed feature �lm, the broader context can also inform the prior:
a McGurk stimulus appearing after a stream of incongruent audiovisual speech
is much less likely to produce an illusory percept than if congruent audiovisual
speech was shown prior to the stimulus [54, 55]. Taken together, these two
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computations � the perceptual prior and the reliability weighting � are encapsu-
lated in Bayesian models of perception. The dashed line in Figure 1 shows the
posterior distribution from a Bayesian model in which disparate auditory and
visual speech cues are less integrated compared to the strong fusion model (full
line). Imagine again that we are watching a dubbed movie, where lip movements
and audio are rather disparate. By estimating the multisensory correspondence,
our brains may realise that the visual cue does not provide much information
about the auditory signal. Therefore, the brain uses the visual information to
a very low degree, resulting in a multisensory estimate which lies rather close
to the auditory (blue line) estimate. In the case of disparate cues, Bayesian
models predicts human responses better than a strong fusion model [39, 43].
Therefore, Bayesian models provide a more general account of multisensory in-
tegration than strong fusion model. The results within this thesis will thus
be interpreted in a Bayesian inference framework, in which the computational
process of multisensory integration is divided into the two steps of binding and
reliability weighting.

1.2 The McGurk illusion as an optimal percept

or a special case?

In the language of Bayesian modelling, the McGurk illusion may thus be char-
acterised as a peculiar artefact produced by a more general process of Bayes-
optimal multisensory cue integration. The fused percept �da� occurs because
the integrated percept is shifted to lie somewhere between �ba� and �ga� in
the representational space. This makes the McGurk illusion an excellent probe
for measuring processes which are otherwise hard to observe, like audiovisual
integration of phonetic features. In naturalistic audiovisual speech the visual
and auditory speech signals are congruent, and hence combining them does not
change the perception of what is being said. However, if the auditory speech is
embedded in noise and thus di�cult to perceive, adding a congruent visual stim-
ulus can signi�cantly improve the perception of the sound [40, 78]. Although
this audiovisual advantage e�ect is evidence of multisensory integrations, it does
not necessarily rely on integration of phonetic features (i.e. what is being said).
It could arise simply because the brain uses the temporal information (i.e. when
something is being said) in the lip movements to predict the onset of the sound
and selectively tunes the auditory system to be sensitive to a signal at this time
point. Although they are likely operating in parallel in most naturalistic sce-
narios, there is increasing evidence that predictive coding (what is being said)
and predictive timing (when something is being said) are distinct features of the
brain's perceptual processing of speech [7, 75, 74, 60]. Indeed, research suggests
that the audiovisual detection advantage does not depend on whether the pho-
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netics of the signal are detected, but is rather a function of low-level temporal
correlations [26].

The validity of the McGurk illusion as a marker of audiovisual speech perception
has been called into question on several grounds. One point of criticism is that
the neural processing of McGurk stimuli di�ers from that of natural speech,
because it requires the brain to resolve the audiovisual incongruence [2, 51]. Ac-
cording to the theory of predictive coding, perception is achieved by an iterative
process of reconciling sensory inputs with the brain's predictions on di�erent hi-
erarchical levels of processing [61]. Thus, if auditory and visual inputs give rise
to con�icting predictions, they will produce prediction error signals which will
have to be iteratively reconciled in order to form a coherent percept [6, 51].
This is clearly a point of caution in using the McGurk illusion in isolation when
attempting to measure audiovisual integration in speech perception. Rather,
it should be regarded in conjunction with congruent audiovisual speech, and
possibly other incongruent speech stimuli as well.

Another point of criticism is the large variability in susceptibility to the illusion,
which seems to contradict the idea of a robust and general process of audiovisual
integration in speech perception. Individuals vary greatly in their susceptibility
to the illusion � some always experience an illusory percept when exposed to
the stimulus, whereas others never do [44, 56]. Although some work has been
done to clarify these di�erences [46, 70], they are still not well understood.

Using a Bayesian cue integration model, one could suggest three possible sources
of individual di�erences in the perception of the McGurk illusion. First, some
subjects may have a higher sensitivity to the audiovisual incongruence, result-
ing in a lower multisensory binding and thus decreasing the visual in�uence.
Second, subjects may vary in their unisensory reliabilities such that the mul-
tisensory estimate is biased toward di�erent modalities. Some subjects may
have relatively strong hearing compared to their lipreading, resulting in a bias
toward the auditory cue. Others may have strong visual speech perception and
be weaker in their auditory perception, producing a bias toward the visual cue.
Third, subjects may di�er in their prototypes of certain letters (i.e. they divide
the representational space di�erently between categories), resulting in di�erent
interpretations of ambiguous stimuli. Thus, interpreting McGurk illusion rates
within the Bayesian framework may reveal the sources of individual di�erences
as well as more consistent patterns across individuals. This may in turn provide
a more nuanced understanding of audiovisual integration in speech perception.
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1.3 Thesis aim and scope

The aim of this thesis is to �nd quantitative measures of audiovisual integration
in perception of congruent and incongruent speech, using electrophysiological
measurements and computational modelling. Following the present introduc-
tory chapter, the thesis is organised in three chapters which each present one
approach to the subject, followed by a short chapter of concluding remarks.

In Chapter 2, I review the literature on electrophysiological measures of speech
perception and present two electrophysiological studies which both explore the
relationship between audiovisual integration and mismatch processing. In Study
1, we compare the evoked electrophysiological response of the McGurk illusion to
another audiovisual illusion as well as congruent speech, investigating whether
they are processed di�erently. In Study 2, we instead regard the rhythmic
activity in the brain and investigate whether low-frequency oscillatory power is
a function of audiovisual integration or audiovisual mismatch.

In Chapter 3, I review the computational modelling literature relating to audio-
visual speech perception. I present Study 3, in which I implement a Bayesian
model of audiovisual speech perception and test whether it can predict hu-
man responses to congruent and incongruent speech. In Chapter 4, I discuss
the possibilities of combining electrophysiological measures with computational
modelling. In Study 4, I present a combined electrophysiological and modelling
approach to investigating the neural signatures of reliability weighting.

Finally, Chapter 5, I brie�y discuss the implications of the presented work in
relation to the aim of quantifying audiovisual integration in speech perception.
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Chapter 2

Electrophysiological
measures of audiovisual

speech perception

Speech stimuli have a rich temporal structure and are processed rapidly in the
brain. Thus, measurement techniques with high temporal resolution such as
electroencephalography (EEG) are favoured in the study of speech perception.
Unlike the slower blood-oxygen level response recorded in functional magnetic
resonance imaging (fMRI), the electromagnetic signal recorded by EEG tracks
real-time neural activity, which is very useful in the study of time-varying stimuli
such as speech.

EEG is recorded from multiple electrodes placed on the scalp (the number of
channels ranges between 32 and 128 in the studies presented here) at a high tem-
poral resolution (the signal is typically sampled at 1000 Hz during experiments
of many minutes or even hours), resulting in massive, high-dimensional datasets.
However, EEG contains correlations both in space and time, as adjacent elec-
trodes pick up electrical activity generated in partly the same brain areas and
the brain, and as brain signals exhibit a degree of temporal autocorrelation. Fea-
ture selection is of utmost importance in order to exploit the structure of the
signal and reduce the dimension of the problem in EEG analyses. The features
in the EEG signal which have been most explored in audiovisual speech studies
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are event-related potentials and oscillations. Event-related potentials (ERPs)
are time-locked changes in electrical potential caused by large-scale neuronal
�ring patterns in response to a stimulus, which are estimated by averaging the
EEG signal over a number of trials. Oscillations in the EEG measure rhyth-
mic activity in large neuronal ensembles, and are estimated by doing a spectral
decomposition of the EEG activity and investigating the power or phase mod-
ulations in di�erent frequency bands.

In this chapter, I brie�y review the literature on event-related potentials and
oscillations in relation to audiovisual speech perception and summarise a two
studies in my PhD project which each investigate one of these features.

2.1 Event-related potentials

Previous work has shown that adding visual speech to an auditory speech stim-
ulus speeds up the brain's auditory processing of the stimulus within the �rst
100 ms after the sound onset, measured as a latency shift of the auditory N1
and P2 peaks of the ERP to audiovisual stimuli, as compared to auditory only
[36, 82]. Moreover, the amplitudes of the N1 and P2 are suppressed by the a
visual stimulus [8, 36, 82]. Since the N1 and P2 are generated in secondary
auditory cortex, these �ndings demonstrate that visual information modulates
auditory processing at early time points. However, e�ects at the N1 and P2 are
likely to re�ect di�erent processing stages, as indicated in several studies �nding
dissociation between these e�ects [9, 76].

The suppression and latency shift of the N1 seems to be highly related to how
well the visual signal can predict the auditory signal. Consonants which are
easier to distinguish visually � such as �p� � produce a stronger modulation of
the N1 than less distinguishable consonants such as �t� [82]. However, since this
e�ect persists for audio-visually incongruent stimuli as well as non-speech stimuli
[76] and ambiguous stimuli not interpreted as speech [9], it seems that it is the
prediction in time, rather than of the phonetic content, that modulates the N1.
Indeed, in stimuli which did not contain any anticipatory visual motion (such
as tearing a paper or sawing) there was no visual modulation of the N1 [76].
Thus, the modulation of the N1 may re�ect a tuning of the auditory cortex
to the timing of the upcoming sound, possibly through a direct route from
visual motion areas [6]. The tuning may be achieved by resetting the phase of
ongoing neural oscillations so that the sound arrives when neural excitability
is the highest, such that the signal is enhanced [7]. This may be the process
resulting an increased detectability of speech in noise [26, 78].
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The �temporal prediction� interpretation of interactions at the N1 critically de-
pends on the visual motion of the lips preceding the onset of the sound. This
long-standing assumption was initially substantiated by a study showing a 100-
300 ms visual lead in audiovisual speech [15], but was disputed in a subsequent
study showing that the time interval between auditory and visual o�set is vari-
able, including examples of audio lead [71]. Moreover, in natural, connected
speech as opposed to single-syllable laboratory stimuli, the variability increases
to an interval between 40 ms audio lead and 200 ms audio in natural [71]. Al-
though the evidence of variability in audiovisual timing suggests that the N1
suppression may not be directly translatable to naturalistic settings, visual infor-
mation has been shown to support a rhythmic entrainment of auditory areas to
the sound envelope [85, 87] and thus aids in predicting when the auditory input
arrives. Whereas the N1 thus seems to depend mostly on low-level spectrotem-
poral properties of the stimulus, the P2 is modulated by phonetic processing.
The P2 is speci�cally suppressed by phonetic integration [9], and peculiarly,
the suppression is larger for phonetically incongruent speech [76]. Critically, no
e�ect of congruence or phonetic integration was found for the N1.

Taken together, evidence from the electrophysiological literature on the N1/P2
complex suggest a two-step model of audiovisual integration in speech percep-
tion, in which early interactions at the N1 are temporal predictions and later
interactions at the P2 are related to forming the phonetic percept. The dis-
sociation between the N1 and P2 e�ects matches a behavioural dissociation of
detection e�ects and phonetic integration e�ects found in studies of ambiguous
speech and time-o�set speech [26, 75]. It has been suggested that the two-step
model is implemented in the brain as a direct route from visual cortex to au-
ditory areas transmitting temporal predictions, and a slower route through the
superior temporal sulcus for combining the phonetic information from auditory
and visual areas [6, 9]. Thus, in quantifying audiovisual integration in speech
perception, the N1 may be used as a marker of cross-modal temporal predictions,
whereas the P2 may be used as a marker of phonetic integration.

2.1.1 Study 1

As we saw in Section 1.2, the implications of using incongruent speech such as
McGurk stimuli in the study of audiovisual speech perceptions have been dis-
cussed in the literature. If McGurk stimuli require additional neural processing
in order to resolve the audiovisual incongruence, they may not be valid as a
probe of audiovisual integration in a more general setting. We were therefore
interested in whether there is a distinct neural signature of resolving the incon-
gruence in illusory audiovisual stimuli, or if di�erent audiovisual speech illusions
are supported by di�erent processes.
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In Study 1, we sought to characterise and compare ERP signatures of two dif-
ferent audiovisual speech illusions. In addition to the McGurk fusion illusion,
we studied the less famous �combination illusion� also described in McGurk
and MacDonald's original study [49]. Combination illusion stimuli are made
by switching the modalities of a fusion stimulus, i.e. visual /b/ combined with
auditory /g/ (instead of visual /g/ and auditory /b/), and produce the illusion
of hearing �bg�.

Earlier studies have suggested that the fusion and combination illusions may
have some qualitative di�erences. For example, combination illusions occur more
frequently for unvoiced consonants such as /p/ and /k/, whereas fusion illusions
occur more often for voiced consonants such as /b/ and /d/ [16]. Moreover,
combination illusions occur more often when the stimulus is presented in the
right visual hemi�eld, whereas fusion illusions occur more often when stimuli
are presented in the left hemi�eld [18]. Thus, it seems like the neural processing
producing these two illusions may be di�erent. If this di�erence is associated
with di�erences in incongruency processing, we hypothesised to �nd a di�erence
in the ERP at or after the P2.

2.1.1.1 Experiment

Subjects were presented with the syllables /bi/ (henceforth B) and /gi/ (hence-
forth G) in auditory-only, visual only, audiovisual congruent and audiovisual
incongruent conditions. Congruent stimuli were audiovisual B and G and in-
congruent presentations were fusion (auditory B, visual G) or combination (au-
ditory G, visual B) stimuli. The unimodal conditions consisted of silent videos
(visual-only) or a still frame from the video accompanying the sound (auditory-
only). The behavioural task was to identify the consonant(s) at the start of
each syllable, in a four-alternative forced choice with the response options �b�,
�g�, �d� and �bg/gb�. In total, 640 trials (80 trials of each condition) were pre-
sented, delivered in pseudo-random order. Thirty-eight subjects participated
in the study, of which 32 (19 female) were included in the �nal analysis. Six
participants were excluded due to severe artefacts in the EEG, mixing up of
response categories or equipment failure. While subjects were performing the
behavioural task, EEG was recorded at 500 Hz from a 32-channel BrainAmp
system (Brain Products GmbH) and 28 Ag/AgCl electrodes that were placed in
an EasyCap recording cap. For a more detailed description of the experimental
procedure and pre-processing of EEG, see Appendix A.
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COMBINATION

/bgi/

/bi/ /gi/

FUSION

/di/

/bi//gi/

Figure 2.1: Event-related potentials at the central electrode Cz, elicited by
fusion (top) and combination (bottom) illusions, and the corresponding congru-
ent audiovisual stimuli (B and G, respectively). The visual-only response has
been subtracted out of all audiovisual conditions. Figure adapted from Baart
et al. (2017).

2.1.1.2 Results and discussion

Analyses of the behavioural responses showed that the stimuli were perceived as
intended: �d� was the most common response to fusion stimuli, whereas �bg/gb�
was the most common response to combination stimuli. For auditory-only, visual
only and congruent audiovisual conditions, the most common response category
was also the correct one (�b� for B, �g� for G). This result was established in
pairwise tests. For details, see Appendix A.

Grand average event-related potentials are presented in Figure 2.1. Each panel
shows the ERP of an illusion stimulus together with the congruent audiovisual
and auditory-only stimuli with the same auditory syllable. Fusion stimuli (top
panel) were thus compared to B whereas combination stimuli (bottom panel)
were compared to G. Following an additive model, the visual-only ERP was
subtracted out from the audiovisual ERPs in the analysis, in order to remove
e�ects stemming from purely visual processing and only regard the audiovisual
interactions [8, 9, 11, 30].

Figure 2.1 indicates that whereas the N1 is easily identi�able for all stimuli,
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the P2 is less well-de�ned in conditions with an auditory G (lower panel). We
therefore conducted two separate statistical analyses of the ERPs. First, a �peak
analysis� where we compared the average amplitude at electrode Cz over a wide
time window around the N1 (100�200 ms) and P2 (200-300 ms) between the
di�erent conditions in two separate ANOVAs. Second, we made a pointwise
comparison of all time points of the ERPs, comprising all electrodes.

The peak analysis consisted of a separate 3 (Stimulus type: auditory-only, audio-
visual congruent and audiovisual incongruent) x 2 (Auditory component: B or
G) repeated-measures ANOVA for each peak (N1 and P2) and follow-up pairwise
tests. It revealed a main e�ect of Stimulus type (p = 0.004 for N1 and p = 0.003
for P2), re�ecting that amplitudes were lower for both types of audiovisual
stimuli compared to auditory-only for both peaks (all p < 0.024). Additionally,
both ANOVAs revealed a main e�ect of Auditory component (p < 0.001 for
both N1 and P2). There was no signi�cant interaction e�ect between Stimulus
type and Auditory component for the N1, either when auditory-only stimuli
were included or omitted, indicating that the N1 suppression did not di�er be-
tween B and G. For the P2, however, there was a signi�cant interaction e�ect
(p = 0.006) which persisted when the auditory-only condition was omitted from
the ANOVA (p = 0.016). The result indicates that fusion and combination stim-
uli di�erentially modulated the P2. Finally, the pointwise comparisons revealed
that the combination illusion was signi�cantly di�erent from the congruent con-
dition from the P2 and onwards, whereas there was no statistical di�erence
between the fusion condition and its congruent counterpart. A full description
of the statistical analyses is provided in Appendix A.

In summary, our investigation of the electrophysiological signatures of the fu-
sion and combination illusions clearly indicates that these two types of stimuli
are processed di�erently from the P2 and onwards. Whereas the ERP of the
fusion illusion does not di�er from that of congruent audiovisual B, the combi-
nation illusion produces a signi�cantly larger P2 suppression than congruent G.
We believe that this e�ect may stem from di�erences in congruence processing
underlying the two di�erent illusions. Since fully incongruent stimuli elicit a
larger P2 suppression than congruent stimuli [76], we hypothesise that the au-
ditory and visual components of the combination illusion stimuli may be harder
to reconcile, and thus require a higher degree of mismatch processing than the
fusion stimuli.

Further research is needed to ascertain whether the electrophysiological signa-
ture of the combination illusion at (and after) the P2 is indeed an e�ect of
incongruency processing. A fully incongruent condition would have to be in-
cluded in order to substantiate this claim. However, it is clear that the fusion
and combination stimuli constrain the perceptual system in di�erent ways and
give rise to di�erent activation patterns in the brain.
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2.2 Oscillatory activity

Another feature of the EEG signal which has gained increasing scienti�c interest
is its rhythmic activity. The EEG signal is characterised by a balance between
temporal predictability and randomness, giving the signal a �pink noise� spec-
tral distribution akin to many natural signals (such as the sound of the sea
or the �uctuations of the stock market). This signal structure, it is argued,
is generated by neural oscillators at di�erent frequency bands, which synchro-
nise the activity of more or less distant populations of neurons [14]. Thereby,
neural oscillations may play an important role in integrating information from
di�erent sensory inputs, for example by synchronising the activity in auditory
and visual cortices [20, 35]. Oscillations in EEG are estimated by computing a
time-frequency representation of the data using the Fourier transform. Oscilla-
tory EEG activity is commonly separated into evoked and induced oscillations
[33, 34, 35]. Evoked oscillations are phase-locked to a stimulus, i.e. are constant
over all repetitions of a stimulus. They are estimated by spectrally decomposing
the ERP. Induced oscillations on the other hand, index ongoing activity which is
not strictly phase-locked to an external event, but may still change in response
to external stimulation. These are commonly estimated by subtracting out the
ERP from single trials and then spectrally decomposing the subtracted signal.

Human speech is a continuous, quasi-rhythmic signal operating at di�erent tem-
poral rates � for example, the phrasal rate is usually around 1-2 Hz, the acoustic
envelope which is closely correlated with syllable rate has a modulation rate of
about 3-7 Hz and �nally, �ne-grained phonetic features such as voicing and for-
mant transitions typically have a modulation rate of about 30-50 Hz [27, 31].
Theories of neural oscillations in speech processing argue that delta (< 3 Hz),
theta (4-8 Hz), and beta or low gamma band (15-35 Hz) oscillations synchronise
to the di�erent rhythmic elements of the speech signal, constituting the internal
�clock� which allows us to segment the speech signal into discrete perceptual
units � phonemes, syllables, words and phrases [19, 27, 28, 29, 31, 59, 60, 86].
Synchronising rhythmic brain activity to the speech signal may further aid in
predicting when perceptually relevant segments of the signal will arrive and
selectively tune neural activity to these points in time [7]. Consequently, two
potential main functions of neural oscillations have been suggested in relation
to audiovisual speech perception: as a temporal parser of the speech signal
(�when�) as an integrator of e.g. phonetic information from the auditory and
visual modalities (�what�) [7].

With regard to temporal predictions, it has been shown that visual information
enhances low-frequency neural entrainment to the attended speech envelope in
multi-speaker environments [85, 87]. That is, the visual speech strengthened the
brain's temporal tracking of the signal by resetting the phase of low-frequency
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oscillations [85, 87]. Given the strong temporal correlation between the speech
envelope and the visual opening and closing of the mouth, this mechanism is
compellingly easy to comprehend. The added visual information would simply
improve the brain's temporal predictions of the attended speech stream, aiding
the auditory system in selectively amplifying the input.

With regard to multisensory integration of phonetic features, the function of
cortical oscillations is less clear. A review study [35] suggests that a wide range
of frequency bands are involved in multisensory processing, both of congruent
stimuli and of stimuli giving rise to perceptual illusions. A few di�erent studies
have investigated the oscillatory signatures of the McGurk illusion, either com-
paring trials where an illusion was perceived to non-illusory trials [34] or com-
paring McGurk trials to a congruent audiovisual condition [52, 63]. A study by
Roa Romero et al. [63] found that McGurk stimuli caused a post-stimulus sup-
pression of the beta band compared to congruent stimuli, indicating that these
stimuli may require additional audiovisual processing compared to congruent
stimuli. Interestingly, a study by Keil et al. [34] found that the perception of
the McGurk illusion was preceded by a higher pre-stimulus induced oscillatory
power in the beta band, compared to trials when the same stimulus did not
produce a McGurk illusion. This suggests that the trial-to-trial �uctuations
in perceiving the illusion depends on pre-stimulus brain states. Moreover, the
study showed that the illusion trials were accompanied by a post-stimulus (200-
600 ms) suppression of induced theta-band oscillations, compared to non-illusory
trials.

The modulation of theta-band power in the McGurk illusion may mark dif-
ferences in the perceptual processing resulting in an illusion, as compared to
a non-illusory percept. But what exactly is the di�erence in processing be-
tween illusions and non-illusions? Keil et al. [34] suggest that the di�erence lies
in mismatch processing, claiming that in non-illusory trials the incongruence
between auditory and visual inputs was perceived as larger and therefore the
inputs were not integrated. According to this hypothesis, the increased incon-
gruence processing in the non-illusion trials would elicit a mismatch signal in
the theta-band, giving rise to the di�erence between illusory and non-illusory
trials [34]. This idea has been seconded in another study comparing McGurk
illusion trials to fully congruent and fully incongruent trials [52]. However, an
unexplored hypothesis is that the observed e�ect on induced theta-band oscilla-
tions could be a marker of audiovisual integration. That is, when the McGurk
illusion is perceived, the auditory and visual signals are experienced as a sin-
gle, integrated percept to a higher degree than when no illusion is perceived.
The enhanced audiovisual integration could potentially result in a suppression
of induced theta-band oscillations.
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2.2.1 Study 2

In Study 2, we investigated whether suppression of theta-band oscillations could
be a marker of audiovisual integration, or alternatively (as suggested in earlier
studies) of mismatch processing. To this end, we re-analysed two EEG datasets
where audiovisual integration and mismatch were manipulated separately in
sine-wave speech experiments. Sine-wave speech is an ambiguous, speech-like
stimulus which is derived from a speech recording by replacing it with sinusoids
at the centre frequencies of the �rst three formants [62]. To a naïve observer,
sine-wave speech sounds like computer beeps or whistles. However, once in-
formed that the stimulus is derived from speech, subjects cannot revert back to
the �non-speech mode� perception of the sound, and are thus in �speech mode�.
Therefore, sine-wave speech is an excellent stimulus for investigating e�ects of
phonetic processing: speech mode subjects will process the phonetic content
of the stimulus, whereas non-speech mode subjects will not process any pho-
netic content since they do not perceive the stimulus as speech. Comparing the
neural response of these two groups of perceivers can isolate e�ects of phonetic
processing from more low-level stimulus processing, since the low-level stimu-
lus properties are identical for both groups whereas the interpretation of the
stimulus di�ers.

Similarly to natural speech, combining sine-wave speech with incongruent vi-
sual speech can change the percept of the sound for speech mode observers, but
not non-speech mode observers [26, 81], suggesting that audiovisual integration
takes place for speech mode observers. This has been supported by electrophysi-
ological evidence from a study by Baart et al. [9] showing that concurrent visual
speech suppresses the P2 for speech mode observers, but not non-speech mode
observers. The P2 suppression indicates that speech mode observers integrated
the phonetic content of the auditory and visual signals [9]. Thus, by comparing
the two groups of observers, the sine-wave speech experiment by Baart et al. [9]
made possible the study of phonetic integration without the use of incongruent
stimuli.

In our study, we reanalysed the EEG data from this experiment in order to test
whether the di�erence between speech mode and non-speech mode observers is
also re�ected in theta-band oscillations (the �integration hypothesis�). We called
this dataset the N1/P2 dataset, because it was originally recorded to investigate
these ERP parameters. For more details on the experimental setup, see [9].

Sine-wave speech stimuli furthermore give rise to the McGurk mismatch nega-
tivity (MMN) for speech mode, but not non-speech mode observers [77]. The
McGurk-MMN is a multisensory extension of the auditory MMN, a mismatch
signal which occurs in response to an unexpected �deviant� sound embedded in
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a sequence of identical �standard� sounds [68]. In the McGurk-MMN paradigm
all sounds are identical, but deviant trials are perceived as auditorily di�erent
because the auditory percept is modi�ed by incongruent visual speech [67, 68].
Therefore, the McGurk-MMN paradigm lends itself well to investigating the
e�ect of mismatch processing on induced theta-band oscillations.

In our study, we reanalysed the EEG recordings from the previous sine-wave
speech McGurk-MMN experiment by Stekelenburg & Vroomen [77]. We tested
whether a mismatch signal such as the McGurk-MMN is re�ected in induced
theta-band oscillations (the �mismatch hypothesis�). If this is the case, we would
hypothesise to see higher theta-band power for deviant trials compared to stan-
dard trials for speech mode observers, who elicited the McGurk-MMN in the
original study. For non-speech mode observers we do not hypothesise to �nd
any di�erence between standard and deviant trials. Moreover, analogously to
the N1/P2 dataset, we compared speech mode observers to non-speech mode
observers in order to test for integration-related di�erences.

2.2.1.1 Methods

Raw electrophysiological recordings from two previously conducted experiments
were re-analysed in order to investigate their spectral properties. The N1/P2
dataset, collected for the study published by Baart et al. [9], contains EEG
recordings of electrophysiological responses of 14 speech mode and 14 non-speech
mode subjects to sine-wave speech extracted from audiovisual recordings of the
pseudowords /tabi/ and /tagi/. Stimuli were presented in auditory-only (Ab,
Ag), visual-only (Vb, Vg), audiovisual congruent (AbVb, AgVg) and audiovisual
incongruent (AbVg, AgVb) conditions. Stimuli were delivered in a pseudo-
random order with a variable inter-stimulus interval of 1-2 s, and 160 trials were
presented per condition. For further details on the experimental procedure, see
[9].

In the MMN dataset previously collected for the study by Stekelenburg and
Vroomen [77], we analysed EEG recordings from 30 subjects (15 in speech mode
and 15 in non-speech mode) perceiveing sine-wave speech stimuli derived from
recordings of the pseudowords /omso/ and /onso/. We used regordings of the
1200 audiovisual trials, delivered in an oddball paradigm with 1020 trials in the
�standard� condition (AnVn) and 180 trials were �deviant� (AnVm). For more
details on the experimental procedure, see [77].

After pre-processing of the EEG signal, induced oscillatory activity was es-
timated by �rst subtracting the ERP per condition from each single trial and
subsequently computing a time-frequency representation of the signal. A wavelet
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transform was applied using a family of complex Morlet wavelets of 5 cycles, and
the spectral power was computed for the frequency range 2-38 Hz in steps of 2
Hz and time steps of 5 ms. Subsequently, power values were averaged per con-
dition and baselined to the 300 ms time interval leading up to the sound onset.
The resulting dB values were then subjected to statistical comparisons by means
of cluster-based permutation tests [45]. To test the integration hypothesis, we
compared speech mode subjects to non-speech mode subjects in each dataset,
hypothesising lower theta band activity for speech mode than non-speech mode
subjects in the audiovisual conditions. To test the mismatch hypothesis, we
compared deviant trials to standard trials in the MMN dataset, hypothesising
theta power in deviant trials compared to standard trials for speech mode sub-
ject, but not for non-speech mode subjects. See Appendix B for more details
on the EEG processing pipeline and statistical comparisons.

2.2.1.2 Results

Analysing the N1/P2 dataset, we found that speech mode subjects had sig-
ni�cantly lower theta-band power than non-speech mode subjects in the 0-500
ms time window after the onset of congruent audiovisual stimuli (p = 0.02).
Similarly to the e�ect found in the study by Keil et al. [34], this di�erence was
focused to fronto-central sensors. The resulting cluster t-values are shown in Fig-
ure 4, Panel A. There were no signi�cant e�ects in the remaining (auditory-only,
visual-only, audiovisual incongruent) conditions. We further investigated if the
congruent and incongruent conditions were di�erent in a 2 (Group; Speech mode,
Non-speech mode) x 2 (Condition; AV Congruent, AV Incongruent) repeated-
measures ANOVA on the mean theta power, which revealed an e�ect of Group
(p = 0.0019) but no e�ect of Condition (p = 0.37) or Group x Condition inter-
action (p = 0.21), indicating that there was no statistical di�erence between the
congruent and incongruent condition. Panel B of Figure 42.2 displays induced
power at sensor level for each group and audiovisual condition, and Panel C
displays the average theta power used for the ANOVA.

Analysing the MMN dataset, we did not �nd the signi�cant increase of theta
power for deviant trials compared to standard trials in speech mode subjects
predicted by the mismatch hypothesis (p = 0.22). Additionally, we found no
deviant > standard di�erence in the non-speech mode condition. Moreover, the
MMN dataset did not con�rm the di�erence between speech mode and non-
speech mode observers found in the analysis of the N1/P2 dataset, for either
standard or deviant trials. See Appendix B for more details and �gures of these
comparisons.
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Figure 2.2: Induced theta-band oscillations in the N1/P2 dataset. A: Time
evolution of the signi�cant speech mode < non-speech mode cluster for the
congruent audiovisual condition. Sensors belonging to the signi�cant cluster
at a given time point are bold. B: Time-frequency representation at a fronto-
central sensor for speech mode and non-speech mode subjects in the congruent
and incongruent audiovisual conditions. C: Average theta power per group and
condition. Figure adapted from Lindborg et al (2019).

2.2.1.3 Discussion

The analysis of the N1/P2 dataset suggests that a suppression of induced theta-
band oscillations may be an indicator of audiovisual integration at the phonetic
level, as speech mode subjects had lower theta power compared to non-speech
mode subjects. Although the di�erence was not signi�cant when the audiovisual
incongruent condition was tested in isolation, it is possible that the e�ect was
trending towards signi�cance but remained below threshold. Another possibility
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could be that there was an interacting e�ect of incongruence which may have
cancelled out some of the theta-band suppression in the incongruent conditions.
Since the congruent and incongruent stimuli were identical for the �rst 372
ms, we do not believe that the incongruence had a substantial in�uence on the
brain response within the analysed time window. However, using the current
data we cannot rule out an interaction between integration and congruence. We
therefore suggest that further studies address this question.

The absence of di�erences in theta-band oscillations in the MMN dataset do not
support the hypothesis suggested by Keil et al. [34] that processing of McGurk
stimuli results in MMN-like mismatch processing. Moreover, the absence of
di�erence between speech mode and non-speech mode subjects in the MMN
dataset contradicts the result from the N1/P2 dataset. We believe that this may
be a consequence of the predictable stimulus onset used in the MMN paradigm.
The oscillatory signatures of the trials are qualitatively di�erent in the MMN
experiment compared to the N1/P2 experiment � for example, in the MMN
experiment there is a broadband activation coinciding with stimulus onset for
both groups of perceivers, indicating that subjects had accurately predicted the
onset of the stimulus (see �gures in Appendix B). Thus, although the theta-band
suppression may index speech-speci�c audiovisual integration when the stimuli
arrive at randomly jittered time points, the e�ect may not generalise to rhythmic
stimulation such as the MMN paradigm. This raises the question of how well the
�nding generalises to natural speech, where the timing is more predictable than
in the N1/P2 paradigm but more variable than in the MMN paradigm. Further
studies need to ascertain the relationship between predictability in timing and
induced oscillations.

In summary, we have re-analysed EEG recordings from two sine-wave speech
experiments, investigating whether induced theta-band oscillations are modu-
lated by audiovisual integration or mismatch processing. We found that speech-
speci�c audiovisual integration is accompanied by a decrease in induced theta-
band oscillations, manifested in a lower post-stimulus theta power for speech
mode perceivers compared to non-speech mode perceivers. Although we did
not �nd an e�ect of mismatch processing on theta-band oscillations, we cannot
rule out the existence of such e�ects, or of interactions between audiovisual in-
tegration and mismatch processing. However, we have shown that audiovisual
mismatch processing is not a necessary condition for producing e�ects in induced
theta-band power similar to those described by Keil et al. [34]. Rather, our �nd-
ings indicate that modulations in theta-band power in the McGurk illusion may
� at least partly � be explained by speech-speci�c audiovisual integration.
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Chapter 3

Behavioural measures of
audiovisual integration

The development of the �rst computational model of speech perception � the
Fuzzy-Logical Model of Perception (FLMP) � framed speech perception as a
pattern recognition problem solved by general computational mechanisms of
probabilistic inference [46, 47]. According to the FLMP, the brain �rst evaluates
the auditory and visual cues separately before integrating them. In a consonant
judgment task, this means that the brain would �rst evaluate how probable it
is that the auditory signal comes from a certain consonant � for all possible
choices of consonants. Simultaneously, the corresponding response probabilities
would be estimated from the visual signal. In the integration step, the most
probable consonant is found by maximising the joint probability of the auditory
and visual estimate, i.e. by �nding the consonant with the largest product of its
auditory and visual probability [46]. The joint probability will be more informed
by a relatively more precise cue than a weaker one, as stronger cues will have
probabilities close to zero for the non-correct responses, whereas weaker cues
will give more evenly distributed probabilities. Thus, the FLMP is a strong
fusion model using discrete internal representations and reliability weighting.

Multiple studies have demonstrated that the FLMP can �t well to many be-
havioural datasets [46, 48, 47]. However, there are two main problems with
the FLMP. First, because response probabilities are often close to zero, small
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perturbations in these probabilities produce large changes in the audiovisual
response probability, and thus the model is very �exible. In fact, it has been
shown that the FLMP can �t well to practically any made-up data due to this
property [69]. Second, the FLMP assumes that inputs are always maximally in-
tegrated, which we have argued is an excessively strong assumption. Extending
the FLMP to include a prior would entail estimating prior probabilities for each
combination of auditory and visual consonant, i.e. if there are three response
options, then nine prior probabilities would have to be estimated. This would,
in turn, exacerbate the problem of model sensitivity and over�tting.

Following developments in quantitative modelling of other multisensory inte-
gration problems, modelling of audiovisual speech perception has turned away
from the FLMP and increasingly used continuous internal representations, e.g.
using maximum likelihood estimation (MLE) models [4, 10]. These models do
not assume that the auditory and visual cues are categorised separately before
they are integrated, but instead that continuous stimulus representations are
integrated prior to categorisation. Subsequently, categorisation is achieved by
applying response boundaries to the representational space (see Figure 3.1, bot-
tom right). One such approach is the maximum likelihood estimation model,
in which Gaussian distributed unisensory estimates are integrated to form a
Gaussian distributed multisensory estimate [24, 3]. As we saw in Chapter 1, the
maximum likelihood estimation model produces a reliability weighted multisen-
sory estimate which is fully determined by the unisensory means and reliabilities
(see Figure 1.1, left panel). Thus � according to the MLE � if a subject rarely
perceives the McGurk illusion, the lack of visual in�uence must be due to poor
lipreading skills. The alternative explanation that this subject simply does not
bind the auditory and visual information together to an integrated percept is
not considered in strong fusion models.

By introducing perceptual priors, Bayesian models of multisensory perception
have widened the scope of the �eld to stimuli which are not fully integrated.
An in�uential Bayesian model of multisensory perception is Bayesian Causal
Inference (BCI) [39, 42, 50, 65]. The reasoning behind the BCI is that when
the brain is confronted with several sensory inputs, it must infer whether or not
they are caused by the same event. If two cues (such as a speech sound and the
sight of lip movements) are caused by the same event, they should be fused �
but if they are not caused by the same event, they should be segregated. Thus,
the brain �rst estimates the probability P (AV ) of each of this cases and then
computes the posterior distribution by weighing each model's prediction by its
probability such that

(P (AV ) = P (AV |C = 1)P (C = 1) + P (AV |C = 2)P (C = 2), (3.1)
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where C = 1 represents common cause and C = 2 represents separate causes
[39]. Typically, Gaussian distributions are used for the maximum-likelihood
estimate P (AV |C = 1) and the auditory-only estimate P (AV |C = 2), meaning
that the posterior distribution of the BCI is a mixture of Gaussians.

It is not clear whether BCI is a general principle of sensory cue integration or
whether it is used more selectively. If causal inference were the general principle
of sensory cue integration, the brain would have to evaluate the probability of
common or separate causes for each combination of sensory cues in each scenario
it encounters. This task is easy enough in the laboratory case of two sensory
cues, but in real-world situations the number of possible causal structures grows
exponentially with the number of cues: for n cues, there are 2n−1 possible
causal structures to consider. Thus, if we are navigating a busy street and
are confronted with 20 di�erent sensory cues, we would need to evaluate over
500, 000 causal structures, and compute a weighted average over all of them.
This approach seems very computationally ine�cient, suggesting that the brain
may not exclusively rely on Bayesian causal inference in all cue integration tasks.

Another family of Bayesian models has used joint priors on the sensory cues,
de�ning a joint probability distribution P (A, V ) of the auditory estimate A
and the visual estimate V [13, 21, 22, 23, 73]. Instead of conditioning the
multisensory estimate on common or separate causes, joint prior models code
the brain's tendency to bind two cues together as the prior probability it assigns
to stimuli which di�er in their sensory components. Thus, the assumption that
the brain explicitly evaluates the probability of a common cause is relaxed in
joint prior models. Continuous joint prior models typically yield a Gaussian
posterior distribution, rather than a mixture of Gaussians.

The two main types of Bayesian models for multisensory speech integration have
both been successfully applied to many experimental paradigms. Whereas joint
prior models have mainly been applied in multisensory size estimation studies
[13, 21, 23], BCI has been tested in a wide range of multisensory tasks [39, 43,
42, 57, 65]. Most studies have focused on how manipulations of multisensory
binding a�ects the perceptual prior, by varying congruence, timing or spatial
coincidence of cues [39, 43, 42, 73]. However, as the role of sensory reliability
weighting has largely been ignored in this part of the literature, the studies
may falsely attribute e�ects of unisensory processing to the perceptual prior. In
the extreme case where auditory and visual reliabilities are �xed to the same
value for all subjects [42], the assumption then must be that subjects who often
perceive the McGurk illusion must have a stronger prior assumption of common
cause than the others. An alternative explanation could be that these subjects
have weaker hearing are therefore more in�uenced by the visual stimulus.
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Regardless of the choice of model, a key challenge in current modelling of audio-
visual speech perception is model complexity. Behavioural responses typically
vary signi�cantly both between individuals and between experimental condi-
tions. As discussed in Section 1.2, there are large individual di�erences in the
susceptibility to the McGurk illusion. Moreover, the susceptibility of a single
individual to the illusion can be manipulated by factors such as attention, time
o�set between cues, audiovisual context, top-down expectations or even pre-
stimulus brain states [1, 5, 9, 34, 54, 80, 83]. Thus, a model which aims at
producing a meaningful account of audiovisual speech perception needs to be
�exible enough to capture at least some aspects of this variability.

Flexible models typically have more free parameters than more restricted mod-
els, allowing for a closer �t to complex experimental data. However, �exible
models are also prone to over�tting. That is, if our experimental data are
noisy observations of the workings of an unknown �true model�, an overly �exi-
ble model may �t perfectly to the observations, thereby modelling the noise as
well as the signal. This means that the model has not learned the underlying
structure of the data and cannot generalise to unseen data points. Modelling
of multisensory integration typically entails �tting a separate set of parameters
to each individual's behavioural responses in a limited number of experimen-
tal conditions, meaning that the number of free parameters is often close to
the number of observations. Therefore, these models run a signi�cant risk of
over�tting.

In order to assess whether models have learned the structure in the data, they
should be evaluated on their generalisation error rather than their �t to the
data. In machine learning applications, the generalisation error is commonly
estimated by the cross-validation error [12]. Cross-validation means that the
model is �t a number of times, each time with a di�erent portion of the data left
out, estimating the prediction error on the left-out portion. This is particularly
useful in the comparison of models with di�erent numbers of parameters, as
a more complex model will typically have a lower error on the training data
but may still have a poorer generalisation error compared to a simpler model.
With a few exceptions [4, 41], cross-validation has not generally been applied
in modelling studies of multisensory integration, and it is thus hard to judge to
what extent the presented models su�er from over�tting. In case of the FLMP,
however, the evidence for over�tting is very strong [4, 69].

In addition to cross-validation, regularisation is a useful technique for controlling
model complexity. Regularisation is a standard machine learning method for
constraining complex models by penalising parts of the parameter space yielding
unstable model �ts [12]. Unstable solutions typically arise if variance parameters
get too small, creating peaked estimates around a few observed data points.
Therefore, constraining these parameters by applying regularisation seems to
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be a fruitful approach � however, it has yet to gain ground in modelling of
multisensory perception.

In sum, though strong fusion models such as the FLMP and the MLE have
substantially contributed to our current understanding of audiovisual speech
perception, the literature now favours Bayesian models. These models assume
a two-step process of multisensory binding and reliability weighting, with bind-
ing realised either with or without explicit causal inference. Although models
provide good �ts to behavioural responses from a wide range of multisensory
experiments, they have generally focused on either binding or reliability weight-
ing, and thus remain to be tested in more comprehensive experiments. Finally,
since models often have many parameters compared to experimental conditions,
it is important to address issues of generalisation and model complexity.

3.1 Study 3

In Study 3, we tested whether a Bayesian model comprising multisensory binding
and reliability weighting can predict the perception of congruent and incongru-
ent audiovisual speech. If the model is valid, then it should be able to predict
behavioural responses when binding as well as reliability weighting are experi-
mentally manipulated. We argue that this fundamental question has not been
answered in any previous modelling studies on audiovisual speech perception,
which have focused on either step separately. We further wanted to investi-
gate whether binding and reliability weighting can explain both the audiovisual
enhancement e�ect in congruent audiovisual speech and illusory responses to
McGurk stimuli. Thus, we designed a behavioural experiment that systemat-
ically manipulated both of these computational steps, including congruent as
well as incongruent audiovisual speech stimuli.

In order to manipulate the audiovisual binding stage, we introduced a time o�set
between the auditory and visual speech stimuli. The McGurk illusion has been
shown to occur mainly when the timing of the auditory and visual speech cues
is fairly consistent (from about 30 ms auditory lead to 170 ms auditory lag),
gradually decreasing with greater temporal o�sets [83]. The reliability weighting
stage was manipulated by embedding the auditory and visual speech stimuli
in varying levels of spectrally matched noise. Starting with a relatively clear
audiovisual stimulus, we gradually decreased visual signal-to-noise ratio (SNR)
in two steps while keeping the auditory SNR constant. In the other direction,
we gradually decreased the auditory SNR in two steps, keeping the visual SNR
constant. Moreover, in order to correctly estimate unisensory precision for all of
these stimuli, the unimodal (auditory-only and visual-only) components of each
stimulus were presented on their own.
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3.1.1 Model speci�cation

In modelling the behavioural data, we used a Bayesian model without explicit
causal inference � a joint prior model. We developed a Gaussian joint prior
model for audiovisual speech perception inspired by continuous models previ-
ously developed for visuo-haptic size estimation [13, 23]. Here, instead of size,
we let the representational space be a continuous representation of the place of
articulation in the auditory and visual dimensions [32]. The place of articulation
of the consonants we use in our experiment range from front (B) to back (G)
with a middle category (D).

The prior of our model, which we call a binding prior, is a Gaussian ridge along
the A = V (auditory = visual) diagonal (see Figure 3.1, top left). In essence, this
prior is a two-dimensional Gaussian distribution with in�nite variance along the
A = V diagonal. In the orthogonal direction, the �nite variance σ2

o determines
the amount of audiovisual binding. If σ2

o is close to zero, the prior distribution
is peaked along the A = V diagonal, indicating a strong multisensory binding.
On the other extreme, if σ2

o is very large, the prior approaches a uniform distri-
bution, indicating weak multisensory binding. The likelihood (Figure 3.1, top
center) is a two-dimensional Gaussian representing the noisy encoding of the
auditory and visual cue. This encoding is de�ned by unisensory means µA, µV

and precision parameters rA = 1/σ2
A and rV = 1/σ2

V . Assuming conditional in-
dependence [4, 10, 24], i.e. that sensory noise is independent given the stimulus,
we �x the covariance between auditory and visual reliability to zero.

By Bayes' theorem, the posterior distribution is proportional to the product of
the prior and likelihood distributions, and since the product of two Gaussian
distributions is also a Gaussian, the posterior distribution in our joint prior
model is also Gaussian (see Figure 3.1, top right). Since we ask participants
to report what they heard, we marginalise over the visual dimension, obtaining
a posterior auditory estimate (Figure 3.1, bottom right). This distribution is
again a Gaussian with mean and variance parameters de�ned as follows:

µAV = wAµA + (1− wA)µV (3.2)

σ2
AV = wAσ

2
A, (3.3)

where µA, µV , σ
2
A and σ2

V are unisensory mean and variance parameters and

wA =
2σ2

o + σ2
V

2σ2
o + σ2

A + σ2
V

(3.4)
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is the relative weight given to the auditory dimension (with the visual weight
calculated as 1−wA). Thus, the �nal percept is a weighted combination of the
auditory and visual cues, determined by the relative precision of the unisensory
cues as well as the prior variance. Finally, in order to obtain response prob-
abilities for the respective categories from this distribution, we restricted the
representational space to a �nite interval, to which response boundaries were
applied (see Figure 3.1 for illustration). For a complete derivation of the joint
prior model of speech perception see Appendix C.1

Two di�erent implementations of the joint prior model were applied to the
behavioural data, representing two di�erent prior structures. In the full im-
plementation, the prior variance was allowed to vary freely in synchronous as
well as out-of-synch presentations of audiovisual stimuli. In the reduced im-
plementation, the prior variance was �xed to zero (i.e. maximal binding) for
the synchronous condition. Finally, as a baseline for comparison the maximum
likelihood estimation model was used, assuming maximal binding for both con-
ditions.

Models were �t by minimising the log-likelihood of the observations given the pa-
rameters. In order to estimate the models' generalisation to unseen conditions,
cross-validation was applied by holding out one experimental condition in each
cross-validation fold, �tting the model to the remaining conditions while calcu-
lating the error on the held-out condition. Furthermore, in order to penalise
overly sensitive model �ts, the unisensory precision parameters multiplied with
a regularisation constant λ was added to the log-likelihood. For more details on
the model implementation and �tting, see Appendix C.

3.1.2 Behavioural experiment

Sixteen individuals (10 female) participated in the experiment. The stimuli were
derived from video recordings of a native Danish speaker uttering the syllables
/ba/ and /ga/ (henceforth B and G). The auditory component of these stimuli
was embedded in noise which was matched to the average frequency spectrum of
the consonants (/b/ and /g/), presented at relative dB 3, 9 and 15 correspond-
ing to high, mid and low auditory SNR. Similarly, the visual stimulus compo-
nent was embedded in spatiotemporal frequency matched noise corresponding
to three SNR levels (high, mid and low). Stimuli were presented in auditory-
only, visual-only, audiovisual congruent (B, G) and McGurk (auditory B, visual
G) conditions. In the audiovisual conditions, stimuli were presented in syn-
chronous or asynchronous conditions. Subjects were presented with twenty-�ve
repetitions of each stimulus delivered in pseudo-random order, and responded
one of the options �B�, �D� or �G�. See Appendix C for more details.
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Figure 3.1: The Joint Prior model of audiovisual speech perception. Top row:
the binding prior (left), a likelihood distribution for an audiovisual stimulus
(middle), and their resulting posterior distribution (right). Bottom row: the
marginal distributions in the auditory dimension, corresponding to the prior,
likelihood and posterior. After estimation of the posterior, categorical responses
are obtained by applying response boundaries (bottom right). Figure taken with
permission from Lindborg & Andersen (2020).

We constructed the stimuli with the aim of producing variability in unisensory
reliabilities as well as in multisensory binding, in order to fully test the Bayesian
account of audiovisual speech perception. Therefore, prior to modelling the
behavioural responses, we tested whether our experimental manipulations pro-
duced clear behavioural e�ects of temporal o�set as well as auditory and visual
SNR. We additionally tested whether congruent stimuli produced an audiovi-
sual advantage and whether McGurk stimuli produced illusory responses. Sta-
tistical tests were made using Analyses of Deviance (Type II Wald chi-squared
tests) based on separate mixed-e�ects generalised linear models for auditory-
only, visual-only, audiovisual congruent, and McGurk conditions. Pairwise tests
were non-parametric (Wilcoxon signed-rank tests).
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Figure 3.2: Behavioural responses (dark bars) and cross-validation predictions
(light bars). Responses to visual-only stimuli G (top row, left compartment) and
B (top row, right compartment) are presented in order of descending SNR (left
to right). Likewise, auditory-only responses to G (left column, upper compart-
ment) and B (left column, lower compartment) are presented in order of de-
scending SNR. Each audiovisual stimulus is a combination of the auditory and
visual stimuli of the corresponding row and column, presented in synchronous
(blue bars) and asynchronous (red bars) conditions. Figure taken from Lindborg
& Andersen (2020).

3.1.3 Results

Behavioural results are displayed in Figure 3.2 Statistical analyses con�rmed
that auditory and visual SNR impacted behavioural responses as intended,
since both visual-only and auditory-only stimuli were signi�cantly modulated
by SNR (p < 10−14). Adding congruent visual speech led to a signi�cant in-
crease in correct responses to a clear auditory B (p < 0.025 in all pairwise tests).
For G, we found an audiovisual advantage only when the auditory SNR was low
(p < 0.0005), possibly because this was the only SNR level in which auditory re-
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sponses were not at ceiling level. On the other hand, combining a clear auditory
B with a visual G led to a signi�cant decrease in "b" responses (p < 0.01 in all
pairwise tests), con�rming that subjects perceived the illusion. An Analysis of
Deviance revealed that responses congruent audiovisual stimuli were modulated
by Auditory SNR, Visual SNR and SOA (p < 10−6). Similarly, behavioural
responses to incongruent audiovisual stimuli were also modulated by Auditory
SNR, Visual SNR and SOA (p < 10−6)). Thus, the behavioural data con�rmed
all of our hypotheses. Additional e�ects are outlined in Appendix C

Model �tting revealed that the Reduced joint prior model had the lowest gener-
alisation error (see Figure 3.3 panel E). The cross-validation predictions of this
model (see Figure 3.2) follow the general pattern of the behavioural data for
both congruent and McGurk stimuli. The low SNR auditory-only conditions
are notable exceptions to the good predictive power (Figure 3.2, left column) �
this is discussed further in Appendix C.

Modelling results are displayed in Figure 3.3. Panel A shows the individual prior
variance parameters for synchronous and asynchronous data. Variance was close
to zero in the synchronous condition, indicating maximal binding. Thus, it is
not surprising that the Reduced model (where prior variance was �xed to zero
for synchronous stimuli) produced the lowest cross-validation error. Panel B
and C show that visual and auditory precision parameters signi�cantly decrease
with decreasing stimulus SNR, in line with our expectations. Panel D shows au-
ditory weights wA calculated by Equation (3.4), as a function of auditory SNR,
visual SNR and SOA. Con�rming our expectations, weights re�ect the auditory
reliability (relative precision). Moreover, auditory weights are consistently lower
in the synchronous conditions, where binding is larger and the visual in�uence
is thus lower.

3.1.4 Discussion

In the present study, we have showed that the perception of audiovisual speech
relies on a process of binding and reliability weighting. This process of Bayesian
inference predicts the audiovisual advantage in congruent audiovisual speech
as well as perception of the McGurk illusion. By independently manipulating
binding and reliability weighting, we have shown that they consistently predict
the variations in a comprehensive experimental dataset. To our knowledge,
this study constitutes the �rst comprehensive test of the Bayesian inference
theory of audiovisual speech perception, as earlier studies have focused on one
computational step only (binding or reliability weighting).

The e�ect of multisensory binding was manifested in a decreased visual in�uence
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Figure 3.3: Modelling results. A: Prior variance parameters for synchronous
and asynchronous stimuli. B: Visual precision parameters for each SNR level.
C: Auditory precision parameters for each SNR level. D: Auditory weights for
each audiovisual condition, as a function of auditory SNR (top to bottom),
visual SNR (left to right), and synchrony (blue and red bars, respectively). E:
Model comparison results. Figure taken from Lindborg & Andersen (2020).

for asynchronous audiovisual stimuli. Asynchrony decreased the audiovisual ad-
vantage in congruent stimuli as well as the susceptibility to the McGurk illusion.
We found that the Reduced joint prior model, which assumed maximal binding
of synchronous stimuli, was the best in predicting these e�ects.

Although the incongruence in the McGurk stimuli could potentially impact the
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prior variance, we used a shared prior variance parameter for congruent and
incongruent stimuli, and thus did not test whether they di�ered in multisensory
binding. We assumed that the early, low-level processing of fusion and congruent
stimuli would be similar, as we did not �nd evidence of any di�erences in the
processing of McGurk fusion and congruent stimuli in Study 1. However, testing
this assumption by including a model with separate binding parameters for
congruent and McGurk stimuli would be an interesting extension of the study.

The e�ect of reliability weighting was manifested in a systematic variation of
visual in�uence in the responses to audiovisual data. In the McGurk condition,
the number of illusory responses was highest when the auditory SNR was low
and largest when the visual SNR was low, con�rming that visual in�uence was
proportional to the relative reliability. For congruent stimuli, responses were
most accurate when both auditory and visual SNR was high, decreasing when
more auditory or visual noise was added. Our model predicted all of these e�ects
using only six precision parameters. Although we did not explicitly include a
model without reliability weighting, the systematic di�erences in the precision
parameters for the di�erent SNRs are strong evidence of this mechanism.

The combined e�ect of binding and reliability weighting is summarised in the
auditory weight, wA, which quanti�es how much the auditory cue contributes
to the audiovisual estimate. Strong binding and larger relative visual precision
decrease the auditory weight; conversely, weak binding and smaller relative vi-
sual precision increase the auditory weight. The joint prior model provides the
advantage of summarising the combined e�ects of binding and reliability in the
weight parameter, which has no analogy in Bayesian causal inference. How-
ever, we do not argue that the joint prior model is superior to Bayesian causal
inference, and neither did we aim to test any such claims.

In conclusion, we have shown that binding and reliability weighting predict
the perception of congruent and incongruent audiovisual speech stimuli, and
have demonstrated that their e�ects can be summarised in the auditory weight
parameter. We hope that our quantitative approach to studying multisensory
integration will inform future studies of audiovisual speech perception.



Chapter 4

Combining behavioural and
electrophysiological

approaches

Whereas Chapters 2 and 3 have each been dedicated to a separate strand of
research in audiovisual speech perception � the electrophysiological literature
and the modelling literature � the current chapter will attempt to �nd synergies
between these two areas. It is clear that each of the research areas have made
signi�cant contributions to our current understanding of audiovisual integration
in speech perception. Whereas the electrophysiological literature has shed light
on the time course and neural basis of audiovisual integration, the modelling
literature has provided a theoretical understanding of what computational prin-
ciples may be in play. However, in order to overcome some of their current
limitations, they could each bene�t from a higher degree of integration.

A key challenge in the computational modelling research is to evaluate the va-
lidity of the many models which have been developed through the years. Some
studies have focused on the qualitative behaviour of a single model [10, 47],
whereas others have quantitatively compared the performance of several models
to one another [4, 42, 70]. Although both of these approaches have contributed
with important insights, they are limited to the analysis of behavioural data
from experiments with a relatively small number of stimuli and response op-
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tions. Since phonetic perception is categorical, the continuous internal repre-
sentation assumed in current models cannot be directly inferred from the data,
but is estimated from a small set of categorical response proportions. Thus, it
is not surprising that several di�erent models can produce similar results [3],
and model comparison alone may therefore not provide a de�nitive answer to
which computational mechanisms support audiovisual speech perception. These
mechanisms could be further elucidated by combining computational modelling
with electrophysiological measurements.

On the other hand, the electrophysiological research on audiovisual speech per-
ception would bene�t from the structured hypotheses generated by computa-
tional models. Currently, electrophysiological research relies heavily on pairwise
comparisons between experimental conditions, which limits the scope of the
studies and often makes it hard to separate perceptually relevant e�ects from
purely stimulus driven, low-level processing. Computational modelling can be
used to predict the perceptual processing in a large set of experimental condi-
tions and to �nd neural correlates of these computations [64, 65]. Moreover,
since computational modelling allows subject-speci�c parameters, it enables the
testing of subject-speci�c hypotheses. This is an interesting prospect, given the
great individual variability in behavioural responses to audiovisual speech.

4.1 Study 4

In Chapter 2, we saw that audiovisual speech suppresses early auditory ERP
components such as the N1 and P2. Study 1 indicates that this e�ect is similar
between McGurk stimuli and congruent stimuli, but is di�erent in the com-
bination illusion. In Chapter 3, we saw that according to Bayesian models,
audiovisual speech perception is supported by a process of multisensory binding
and reliability weighting. In Study 3, we found behavioural responses to syn-
chronously presented audiovisual speech can be predicted by reliability weight-
ing alone. Thus, a natural follow-up question would be whether the audiovisual
modulation of the N1 and P2 re�ects a process of reliability weighting. In Study
4, we investigate this question by combining electrophysiological measures with
computational modelling of behavioural responses.

As presented in Chapter 3, reliability weighting is the process of combining two
sensory cues such that the precision of the multisensory estimate is maximised,
i.e. the uncertainty is minimised [24]. Assuming that multisensory binding is
maximal, the audiovisual precision rAV = 1/σ2

AV obtained through reliability
weighting is equal to the sum of auditory and visual precisions: rAV = rA+ rV .
This relation can be directly derived from Equation (3.3) by �xing the prior
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variance to zero (i.e. maximal binding), and has the implication that if one
sensory cue is kept �xed but the other varies in precision, the precision of the
integrated estimate varies as a result.

As presented in Chapter 2, suppression and speeding up of the auditory N1 and
P2 components are well-documented e�ects of audiovisual integration [8, 36, 82].
Moreover, the latency e�ect was modulated by how easily participants could
identify the syllable from lip movements alone, as well as which modality they
attended, whereas the amplitude e�ect was more uniform over di�erent stimuli
and attentional conditions [82]. Though the P2 has also been shown to be
modulated by incongruence, we saw in Study 1 that this e�ect is not apparent in
McGurk fusion stimuli. Thus, amplitude suppression of the N1 and P2 seems to
be a rather robust marker of audiovisual integration in speech perception. If this
audiovisual integration is realised through a process of reliability weighting, we
would expect the suppression of the N1 and P2 to correlate with the audiovisual
precision obtained from computational modelling of behavioural responses.

In the present study we shall thus investigate whether suppression of the N1
and P2 is modulated by audiovisual behavioural precision obtained by reliability
weighting. If reliability weighting leads to individual di�erences in audiovisual
speech perception, we would expect that subjects with high behavioural preci-
sion to have a stronger suppression of the N1 and P2 for a given stimulus. If,
on the other hand, reliability weighting leads to di�erences in a single subject's
perception of di�erent audiovisual stimuli, we would expect that single subjects'
behavioural precision would modulate their N1 and P2 amplitudes in di�erent
conditions. We test both of these hypotheses using a combined electrophysiolog-
ical and behavioural experiment, manipulating the visual signal-to-noise ratio
(SNR) while keeping the auditory SNR �xed. Hereby, we manipulate the audio-
visual precision by varying the quality of the visual information while keeping
the auditory stimulation constant. At the time of writing, the data analysis is
still under way � hence, results are preliminary.

4.1.1 Experiment

Twenty-four subjects (15 female) participated in the experiment. Participants
were seated in a dimly lit, electrically shielded chamber, and stimuli were de-
livered through a CRT monitor and a single speaker positioned under the mon-
itor. Auditory stimuli reached a maximum intensity of 65 dB SPL. Analogous
to Study 3, stimuli were based on audiovisual recordings of a speaker uttering
the syllables /ba/ and /ga/ (henceforth B and G) and stimulus SNR was con-
trolled by applying spectrally matched noise. Visual stimuli were presented in
three SNR levels: high, mid and low, whereas the auditory noise was always
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presented at 2 dB relative to the stimulus. McGurk stimuli were constructed by
combining an auditory B with visual G. These were presented 180 times in each
visual SNR, and additionally 180 times per SNR in an asynchronous condition.
Moreover, each syllable (B and G) was presented in an auditory-only (still im-
age, 90 trials per syllable and visual SNR), visual-only (silent video, 60 trials
per syllable and SNR) and audiovisual (90 trials per syllable) conditions. The
task was to identify the consonant at the start of the syllable, selecting one of
the three options �B�, �D� and �G�.

EEG was recorded with BrainAmp DC ampli�ers (BrainProducts, Gilching,
Germany) from a 128 channel cap (EasyCap, Herrsching, Germany). Three
subjects were removed from analysis � two had severe artefacts in the EEG
and one could not distinguish between the visual stimuli � leaving 21 subjects
for further analyses. More details on the experimental procedure and EEG
pre-processing can be found in Appendix D.

ERPs were extracted from a fronto-central region of interest for all synchronous
McGurk conditions and the corresponding auditory-only (B) condition. Indi-
vidual N1 peaks were extracted by picking most negative amplitude between
80 and 200 ms after auditory syllable onset. Manual inspection con�rmed that
these peaks were meaningful, i.e. that they were not end points of the interval.
In contrast, individual P2 peaks could not be extracted with this method and
therefore the average amplitude between 215 and 265 ms after syllable onset was
used instead. In addition to the N1 and P2, the auditory P50 was extracted
with the same approach as for the N1. As the P50 is generally regarded as
unin�uenced by audiovisual speech perception, we extracted this peak with the
aim of using the P50/N1 peak-to-peak amplitude as an additional measure in
our peak analysis. This approach is further discussed in Appendix D.

4.1.2 Modelling

A joint prior model was �t to the behavioural responses from all conditions,
using cross-validation and regularisation. Similarly to the Reduced joint prior
model in Study 3, the model assumed full binding in all synchronous audiovisual
conditions, and hence only incorporated reliability weighting for the conditions
used in the EEG analyses. Plots of model predictions and further details on the
implementation can be found in Appendix D.

Each subject's audiovisual precision parameters rAV for the McGurk conditions
were extracted from the �nal model �t. We tested two hypotheses on their
relationship to the ERP components:
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1) Subjects with a higher behavioural precision have more suppressed ERP
peaks. If this is true, then we should �nd a negative correlation between
ERP amplitude and subjects' behavioural precision.

2) For single subjects, ERPs are suppressed by adding behavioural precision.
If this is true, then a linear regression on individuals' ERP peaks as a
function of behavioural precision should have a negative slope coe�cient.

4.1.3 Results

Statistical analyses of the behavioural responses indicated that the SNR manip-
ulation had the intended e�ect on behaviour in all conditions (see Appendix D
for a detailed description and plots). After applying the Joint prior model to
the behavioural data, we extracted behavioural precision parameters from the
three synchronous McGurk conditions. The means of the behavioural precision
paramters are plotted in Figure 4.1, together with ERPs from the correspond-
ing conditions. One-sided Wilcoxon signed rank tests revealed that precision
parameters were highest for the high SNR condition and gradually decreased
with decreasing visual SNR (p < 10−4 in both pairwise tests). Thus, the be-
havioural SNR e�ects were re�ected in the precision parameters.

ERP peak amplitudes of auditory-only and synchronous McGurk conditions
were subjected to statistical analyses. A 3-way (SNR: high, mid, low) repeated-
measures ANOVA of the N1 amplitudes revealed no signi�cant e�ect of SNR.
When the P50/N1 was instead considered, the di�erence was signi�cant (p =
0.0356). For the P2, there was a trend towards an SNR e�ect (p = 0.0662).
Thus, we found that the P50/N1 and the P2 were the most promising ERP
peaks for subsequent analyses.

Combining the ERP peaks with the behavioural precision parameters, we �rst
investigated whether subjects with higher behavioural precision had more sup-
pressed ERP peaks. We therefore tested whether the Spearman correlation
coe�cient was signi�cantly smaller than zero. For the P50/N1, there were sig-
ni�cant negative correlations for high SNR (ρ = −0.5987, p = 0.0025) and mid
SNR (ρ = −0.6065, p = 0.0021), but not for low SNR (ρ = −0.2896, p = 0.1011).
For the P2, on the other hand, we observed a positive correlation between vi-
sual SNR and peak amplitude (ρ = 0.2325, 0.5338, 0.6753 for high, mid, low
SNR), contrary to our hypothesis. The ERP peak amplitudes and behavioural
precision parameters are plotted together in Figure 4.2 (top row).
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Figure 4.1: Grand average of behavioural precision parameters (left) and
event-related potentials (right) for the three synchronous McGurk conditions.
Error bars represent the standard error of the mean. High visual SNR (blue)
produces the highest behavioural precision and lowest grand average ERP am-
plitudes. This e�ect gradually decreases for mid (red) and low (green) SNR.
The auditory-only ERP is plotted for reference. Figure taken from Lindborg,
Senkowski, Andersen (2020).

Secondly, we tested whether single subjects' ERP amplitudes are suppressed by
behavioural precision. We �t a regression line (peak = a∗precision+ b) to each
subject's three (precision, peak) observations. Subsequently, we tested whether
the slope coe�cients a were signi�cantly smaller than zero. One-sided t-tests
revealed that this e�ect was indeed signi�cant for the P50/N1 (p = 0.0477) as
well as for the P2 (p = 0.0323). The individual regression slopes are plotted in
Figure 4.2 (bottom row).

4.1.4 Discussion

Although the results of this study are preliminary, they do suggest that be-
havioural precision obtained from reliability weighting modulates event-related
potentials in two interesting ways. First, subjects with higher behavioural pre-
cision have a more suppressed P50/N1, and second, ERPs of single subjects are
suppressed by behavioural precision.

The �nding that subjects with a high behavioural precision had a more sup-
pressed P50/N1 was manifested in a signi�cantly negative correlation between
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Figure 4.2: Scatter plots of behavioural precision (x-axis) and ERP amplitudes
of the P50/N1 (left) and P2 (right) peaks. Top row: Peak values and raw ERP
amplitudes per subject for high (blue), mid (green) and low (red) visual SNR.
Bottom row: Regression slopes per subject (intercept subtracted from the ERP
amplitudes). Slopes below zero fall in the shaded area. The red line is the mean
slope. Figure taken from Lindborg, Senkowski, Andersen (2020).

precision and P50/N1 amplitude in the high and mid SNR conditions. This
suggests that subjects who were more precise in their responses had an in-
creased audiovisual facilitation of the ERPs, consistent with the �nding that
visual information suppresses the N1 and P2 [82]. Although the correlation was
also negative in the low SNR condition, did not reach statistical signi�cance �
possibly due to a �oor e�ect. However, contrary to our hypothesis there was
a positive correlation between P2 amplitudes and behavioural precision. The
reason behind this reversed e�ect is not yet clear, but one possible explanation
could be individual di�erences in attention.
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The result that single subjects' ERP peaks were suppressed by behavioural
precision was re�ected in the negative single-subject regression slopes for the
P50/N1 as well as the P2. This indicates that both the P50/N1 and the P2
were suppressed by perceptually relevant information. Although in line with the
previous �nding that syllables which are more visually distinguishable produce
a larger modulation of the N1 and P2 [82], our result generalises the �nding by
showing that behavioural precision modulates ERP peaks for identical stimuli of
varying SNR. Thus, the modulation is not merely an artefact of some low-level
spectrotemporal properties of the di�erent syllables used, but that it is directly
related to the audiovisual gain in precision. However, given the evidence that
the N1 and P2 re�ect partially di�erent processes [8, 9, 76], the correlations
may re�ect di�erent computational stages. We aim to further investigate this
question.

We argue that our results do not only provide new insights into the neural
processing supporting audiovisual speech perception, but that they also give ex-
perimental support to our modelling approach. Since the modelling parameters
and the event-related potentials are two independent measures derived from the
same experiment, �nding co-modulations of these two signals in the hypothe-
sised direction suggests that they tap into the same computational mechanisms
in the brain. However, further analyses will have to con�rm the robustness of
these results.

In sum, we have found preliminary evidence that multisensory precision modu-
lates early ERP components, producing di�erences between individuals as well
as between conditions. We aim to form a more complete picture of the electro-
physiological signatures of reliability weighting by conducting further analyses
of the experimental data. A natural next step would be to expand the analysis
to the auditory weight parameter wA. In Study 3, we argued that this parame-
ter is a direct measure of the audiovisual integration, as it ranges between 1 (no
visual in�uence) and 0 (complete visual dominance) and varied systematically
between experimental conditions in our previous experiment, as illustrated in
Figure 3.3, Panel E. Moreover, we aim to extend our analysis to oscillatory com-
ponents in the EEG signal. As outlined in Chapter 2, the beta and theta bands
have both been studied in relation to audiovisual speech, and their respective
functions in audiovisual integration may be further elucidated in our combined
analysis paradigm.



Chapter 5

Concluding Remarks

In this thesis, I have attempted to quantitatively measure audiovisual integration
in speech perception using electrophysiological and computational modelling
approaches.

In the �rst two studies, I used electrophysiological features to investigate in-
teractions between audiovisual integration and incongruence processing. The
e�ects we found in these studies are closely related to the concept of perceptual
priors in Bayesian models of multisensory integration.

In Study 1, we saw that the fusion and combination illusions produce distinct
ERP signatures. This e�ect may be related to computational adjustments of
the prior, as the combination stimuli may be harder to reconcile perceptually
and the binding may have to be decreased. A previous behavioural modelling
study [42] showed that the perceptual prior di�ered substantially between fu-
sions and combinations, suggesting that the perceptual processing producing
the two illusions may di�er critically at the level of the perceptual prior.

In Study 2, we found that low-frequency oscillatory signatures of the McGurk
illusion may mark audiovisual integration, rather than audiovisual mismatch
processing. Though mismatch processing has a clear interpretation as an ad-
justment of the binding prior, the term "audiovisual integration" as I used it in
Study 2 is less straight-forward.
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What is the Bayesian measure of audiovisual integration? In Study 3, I sug-
gested that the relative weight of the auditory cue, wA, could be such a measure.
Furthermore, in Study 4, I suggested the multisensory precision rAV as a mea-
sure of audiovisual integration, which could correspond to the electrophysiolocial
signatures of audiovisual speech perception.

Though both wA and rAV clearly represent two important aspects of the in-
tegrated percept � how binding and reliability weighting a�ects the mean and
variance of the integrated percept � neither of them re�ect the experience of the
auditory and visual signals as a single, integrated percept. Rather, this experi-
ence must also stem from a high degree of multisensory binding, as implemented
in the perceptual prior. Thus, the perceptual prior seems to denote the lack of
perceptual mismatch, as well as the experience of an integrated multisensory
percept. Though these phenomena often concur, they may not necessarily be
one and the same.

In conclusion, it is clear that Bayesian models of multisensory perception can
provide nuance and several useful measures in the study of audiovisual speech
perception. However, one must remember that they make theoretical simpli�-
cations of a complex and multi-layered process, which our brains seem to use so
e�ortlessly every time we engage in face-to-face conversations.
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Abstract

Incongruent audiovisual speech stimuli can lead to perceptual illusions such as fusions or combinations. Here, we investigated
the underlying audiovisual integration process by measuring ERPs. We observed that visual speech-induced suppression of P2
amplitude (which is generally taken as a measure of audiovisual integration) for fusions was similar to suppression obtained with
fully congruent stimuli, whereas P2 suppression for combinations was larger. We argue that these effects arise because the pho-
netic incongruency is solved differently for both types of stimuli.

Introduction

When a speech sound (A, for auditory speech) is accompanied by
the speaker’s articulatory gestures (V, for visual speech), the lis-
tener’s brain integrates the unimodal signals. Audiovisual (AV)
speech integration can lead to percepts that correspond to the pho-
netic identity of the visual (or auditory) component (e.g. Tuomainen
et al., 2005; Saint-Amour et al., 2007; Alsius et al., 2014), but can
also lead to percepts that are different from either A or V. This is
evident from a highly influential paper by McGurk & MacDonald
(1976) who showed that seeing ‘g’ while the actual speech sound is
a ‘b’ (i.e. AbVg) may yield illusory ‘d’ percepts. This effect is usu-
ally referred to as a McGurk fusion (e.g. Green et al., 1991;
Sekiyama & Tohkura, 1991; van Wassenhove et al., 2005;
Schwartz, 2010; van Wassenhove, 2013; Tiippana, 2014), as the
brain solves the phonetic AV conflict by fusing the place of articula-
tion cues. Such fusions do not always occur; changing the modality
of the conflicting consonants can produce a combination percept in

which both A and V are represented (i.e. AgVb is perceived as ‘bg’
or ‘gb’, e.g. MacDonald & McGurk, 1978).
Colin et al. (2002) showed that fusions tend to occur more often

with voiced consonants (e.g. ‘b’, ‘g’) whereas combinations are
more prominent with voiceless ones (e.g. ‘p’, ‘k’). Moreover,
fusions show a left hemifield advantage (when V is presented in the
left hemifield) and combinations a right hemifield one (Diesch,
1995). It thus appears that fusion and combination percepts may not
necessarily be driven by the exact same processes. Here, we
explored whether the electrophysiological correlates of AV integra-
tion are different for McGurk fusion and combination stimuli.
Past work has demonstrated that effects of AV speech integration

are characterized by V-induced speeding up and suppression of the
auditory-evoked N1 and P2 peaks (e.g. Klucharev et al., 2003; van
Wassenhove et al., 2005; see Baart, 2016 for a meta-analysis).
Although phonetic AV integration is reflected at the P2 (Baart et al.,
2014), the complete process requires a subsequent feedback loop
that involves STS (Arnal et al., 2009). Therefore, we hypothesized
that differences in AV integration patterns between McGurk fusions
and combinations at/after the P2 could hint at differences related to
congruency processing. To investigate this, we compared V-induced
electrophysiological effects for McGurk fusions and combinations
with the effects obtained with AV congruent stimuli.

Materials and methods

Participants

Thirty eight right-handed native speakers of Spanish with (corrected
to) normal vision and no known hearing or neurological
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impairments participated in return for a 10€/h payment. All partici-
pants provided written informed consent prior to testing. The experi-
ment was conducted in accordance with the Declaration of Helsinki.
Six participants were excluded from analyses (four had substantial
artefacts in the EEG, one mixed-up response categories, and one
was removed due to software failure). Mean age in the final sample
of 32 participants (19 females) was 23.5 years (SD = 0.51).

Stimuli

A male speaker (MB) was recorded with a digital video camera
(videos were framed as headshots) and its internal microphone
(Canon Legria HF G10, 25 frames/s) while pronouncing /bi/ and /
gi/. With FFmpeg, AV /bi/ and /gi/ video segments were extracted
from the recordings, and sounds were extracted from the segments
(and equated in maximum intensity). The first three and final two
frames of the videos were faded in/out, and the videos were saved
as bitmaps strings (30 bitmaps per video). AV stimulus presentations
consisted of auditory /bi/ and /gi/ and a simultaneously presented /
bi/ or /gi/ bitmap string (40 ms/bitmap, 520 ms of anticipatory
motion before sound onset), resulting in two AV congruent stimuli
(AbVb, AgVg), one fusion stimulus (AbVg) and one combination
stimulus (AgVb). For V-only presentations (Vb, Vg), the /bi/ and /gi/
bitmaps were delivered in silence, and for auditory-only presenta-
tions (Ab, Ag), the bitmap string consisted of black images.

Procedure

Participants sat in front of a 17-in. CRT monitor (100 Hz vertical
refresh) in a dimly lit booth. Speech sounds were delivered via two
regular computer speakers (placed on both sides of the monitor) at
an intensity of ~67 dB(A). Videos were 20.6 (W) 9 22.5 (H) cm in
size. In total, 640 trials were presented in random order. Half of the
trials were unimodal (Ab, Ag, Vb, Vg), and half were bimodal
(AbVb, AgVg, AbVg, AgVb). Each stimulus was presented 80 times.
During a trial, a 1200-ms black screen was followed by a white fix-
ation cross (400 ms) and a period of silence that jittered between
1000 and 1400 ms. Next, the stimulus was presented, which was
followed by a response screen that appeared 1000 ms after the last
video frame had disappeared. On the response screen, four response
categories were presented horizontally in print (‘b’, ‘g’, ‘d’, ‘bg/
gb’), and participants indicated which alternative corresponded to
their percept. Responses were collected with four fingers of the right
hand via the F5 through F8 keys on a regular keyboard (inverted by
180°), and each response category was randomly assigned to a fin-
ger for each participant. As soon as a response was collected, the
next trial began. There were five ~12-min. blocks with self-paced
breaks in between. The experiment was preceded by a six-trial prac-
tice block that contained two A, two V and two congruent AV
trials.

EEG recording

The electroencephalogram (EEG) was recorded at a 500 Hz sam-
pling rate using a 32-channel BrainAmp system (Brain Products
GmbH) and 28 Ag/AgCl electrodes that were placed in an EasyCap
recording cap. Electrode locations corresponded to a subset of the
international 10-10 placement system and included Fp1, Fp2, F7,
F3, Fz, F4, F8, FC5, FC1, FC2, FC6, T7, C3, Cz, C4, T8, CP5,
CP1, CP2, CP6, P7, P3, Pz, P4, P8, O1, O2 and FCz (ground). Four
electrodes (two on the orbital ridge above and below the right eye
and two next to the lateral canthi of both eyes) recorded the vertical

and horizontal electro-oculogram (EOG). Two additional electrodes
were placed on the mastoids, of which the left was used to reference
the signal online. After placement of the cap, electrode impedance
was adjusted to < 5 kΩ (scalp electrodes) and < 10 kΩ (EOG
electrodes).

Pre-processing of event-related potentials (ERPs)

Using Brain Vision Analyzer 2.0, the signal was re-referenced off-
line to an average of the two mastoid electrodes and high-pass fil-
tered (0.1 Hz 24 dB/ octave). Next, coarse non-ocular artefacts
(EMG bursts or glitches, defined as amplitude changes > 70 lV/ms)
were identified, and the data were decomposed into 32 independent
components (restricted infomax). Components that captured EOG
activity (2.6 on average, identified through visual inspection) and
ECG activity (present in 10 participants, identified at the right mas-
toid) were removed. The data were low-pass filtered (30 Hz 24 dB/
octave) and segmented into 1720-ms epochs. The V as well as the
AV epochs contained 200 ms before onset of the video. Auditory
onset lagged video onset by 520 ms. Accordingly, the A (and AV)
epochs contained 720 ms before sound onset.
Epochs that contained additional artefacts (amplitude changes

> 30 lV/ms, and amplitudes </> �100/100 lV, or < 0.5 lV/
200 ms) were removed. Four participants with high artefact rates
(> 47% per condition) were excluded from analyses. For the remain-
ing participants (N = 32), mean artefact rate was < 11% per condi-
tion. The data were baseline corrected using the 200-ms pre-video
time window, averaged per condition and exported for statistical
analyses.

Results and statistical analyses

Behavioural responses

We computed the averaged proportions of ‘b’, ‘g’, ‘d’ and ‘bg/gb’
responses per stimulus and submitted these data to an 8 (Stimulus;
Ab, Ag, Vb, Vg, AbVb, AgVg, AbVg, AgVb) 9 4 (Response cate-
gory; ‘b’, ‘g’, ‘d’, ‘bg/gb’) repeated-measures ANOVA. The ANOVA

revealed an interaction effect, F21,651 = 156.33, P < 0.001,
g2
P = 0.835, indicating that the stimuli were perceived differently,

and as intended (see Fig. 1). This was confirmed in eight FDR-cor-
rected pairwise comparisons that tested the proportion of ‘correct’
responses (i.e. ‘b’ for Ab, Vb, AbVb, ‘g’ for Ag, Vg, AgVg, ‘d’ for
AbVg and ‘bg/gb’ for AgVb) against the sum of all other proportions
for each stimulus, ts(31) > 2.53, Ps < 0.017, ds in between 0.447
and 3.06. Figure 1 additionally displays the 24 comparisons between
‘correct’ responses and all individual response categories.
To compare the strength of the fusion and combination illusions,

we also tested the proportions of ‘d’ responses on fusion stimuli
against the proportion of ‘bg/gb’ responses on combination stimuli,
but this difference was not significant, t < 1.

ERP data

Following an additive model, AV integration effects can be captured
by comparing A-only ERPs with AV – V difference waves (e.g.
Besle et al., 2004; Stekelenburg & Vroomen, 2007; Giard & Besle,
2010; Alsius et al., 2014; Baart et al., 2014). Figure 2a displays the
A-only grand averages and the AV – V difference waves at elec-
trode Cz for the conditions with auditory ‘b’ (Ab, AbVb – Vb and
AbVg – Vg; left panel) and auditory ‘g’ (Ag, AgVg – Vg and AgVb –
Vb; right panel).

© 2017 The Authors. European Journal of Neuroscience published by Federation of European Neuroscience Societies and John Wiley & Sons Ltd.
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As indicated in Fig. 2a, the averaged P2 peaks for Ag, AgVg, and
AgVb – Vb are not as well-defined as for Ab, AbVb, and AbVg – Vg.
Because individual peaks in those conditions could not always be
determined, our analyses contained two steps. First, we cast a wide
temporal net around the effects of interest by computing the average
amplitude at electrode Cz in relatively large time windows around
the N1 (100–200 ms) and P2 (200-300 ms), and we analysed those
amplitudes in repeated-measures ANOVAs. The second step comprised
of a more detailed analyses between conditions using FDR-corrected
pairwise t-tests that included all electrodes (see Fig. 2b).
For the N1, a 3 (Stimulus type; A, AV congruent [i.e. AbVb – Vb

and AgVg – Vg], AV incongruent [i.e. AbVg – Vg and AgVb – Vb])
9 2 (Auditory component, /b/ or /g/) repeated-measures ANOVA

showed a main effect of Stimulus type, F2,62 = 6.15, P = 0.004,
g2
P = 0.166, because V had suppressed the N1 for both congruent

and incongruent stimuli, ts(31) > 2.39, Ps < 0.024, ds > 0.428.

There was also a main effect of Auditory component, F1,31 = 16.05,
P < 0.001, g2

P = 0.341, as overall N1 amplitude was larger for audi-
tory ‘g’ than ‘b’ stimuli. There was no interaction between the two
factors, F < 1. This was confirmed in a 2 (Stimulus type; AV con-
gruent, AV incongruent) 9 2 (Auditory component, /b/ or /g/)
ANOVA without the A-only data, which also revealed no interaction,
F < 1.
For the P2, the 3 9 2 ANOVA also yielded a main effect of Stimu-

lus type, F2,62 = 6.39, P = 0.003, g2
P = 0.171, as V had suppressed

the P2 for congruent and incongruent stimuli, ts(31) > 2.63,
Ps < 0.012, ds > 0.465. There was a main effect of Auditory com-
ponent, F1,31 = 30.90, P < 0.001, g2

P = 0.499, as the overall P2
amplitude was larger for auditory ‘b’ stimuli than for auditory ‘g’
stimuli. The interaction was significant, F2,62 = 5.57, P = 0.006,
g2
P = 0.152, and was also observed when the auditory-only stimuli

were omitted from the ANOVA, F1,31 = 6.45, P = 0.016, g2
P = 0.172,

Fig. 1. Proportions of ‘b’, ‘g’, ‘d’ and ‘bg/gb’ responses per stimulus. Panel a depicts individual data (grey), averages (white) and standard errors of the mean
(shaded areas). Significance of the pairwise comparisons for ‘correct’ vs. ‘incorrect’ responses per stimulus is indicated below the plots. Panel b shows the cor-
responding test statistics, P-values and effect sizes (all significant after FDR correction). ‘Stim’ indicates stimulus type, and ‘CR’ indicates the correct response
to a stimulus.
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because for Ab, P2 amplitude was alike for congruent stimuli and
fusion stimuli, t(31) = 1.63, P = 0.113, d = 0.289, whereas for Ag

P2 suppression was larger for combinations than for congruent stim-
uli, t(31) = 2.71, P = 0.011, d = 0.490.
The results of the FDR-corrected pairwise t-tests are displayed in

Fig. 2b and confirm that V had indeed suppressed (and possibly
sped up the N1 and) P2. Most importantly, P2 suppression was lar-
ger for McGurk combinations (AgVb – Vb) than for congruent AgVg

– Vg, whereas there were no significant differences between fusions
(AbVg – Vg) and congruent AbVb – Vb. When averaging amplitude

at Cz in a 190- to 200-ms and 360- to 440-ms window however,
the differences between AbVb – Vb and fusions were significant, ts
(31) > 2.21, Ps < 0.035, ds > 0.391, but these differences did not
correspond to the ERP peaks under investigation, and lost signifi-
cance in the FDR correction.

Discussion

We sought to determine whether the electrophysiological correlates
of AV integration at the N1/P2 are different for McGurk fusions

Fig. 2. Auditory grand averages, AV – V difference waves and statistical comparisons. Panel a shows the waveforms at Cz for stimuli with auditory ‘b’ (left
column) and auditory ‘g’ (right column). In panel b, time zero corresponds to sound onset, and grey horizontal bars represent significant differences between
conditions. For each pairwise comparison, the ERPs from electrode Cz are overlaid.

© 2017 The Authors. European Journal of Neuroscience published by Federation of European Neuroscience Societies and John Wiley & Sons Ltd.
European Journal of Neuroscience, 46, 2578–2583
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and combinations. V-induced suppression of the N1/P2 is generally
interpreted as an effect of AV integration, and from that perspective,
it is evident that A and V are integrated in both types of McGurk
stimuli. There was, however, one important difference between
fusions and combinations.
For fusions, P2 suppression was equal to the suppression effect

for congruent AbVb. This is in line with Fig. 2 in van Wassenhove
et al. (2005) where the fusion AV P2 amplitude (ApVk, fusion per-
cept = ‘t’) is more similar to the amplitude of congruent stimuli with
the same auditory component (ApVp), than to the amplitude of the
AV congruent stimulus with same auditory component as the fusion
(AtVt). For combinations however, we observed that P2 suppression
was significantly larger than the effect observed with congruent
AgVg.
Interestingly, V-induced suppression of the auditory P2 is larger

for AV incongruent than congruent speech (such as when auditory
‘fu’ is combined with lip-read ‘bi’, see Stekelenburg & Vroomen,
2007). The current findings therefore suggest that the AV incongru-
ency in combination stimuli has a different impact than the incon-
gruency in fusion stimuli: relatively early processing (measured at
the P2) of combination stimuli resembles the pattern observed with
fully phonetically AV incongruent material (Stekelenburg & Vroo-
men, 2007), whereas the P2 suppression for fusions resembles the
pattern of AV congruent speech. It may thus be that the differences
between fusions and combinations reflect differences in processing
of AV congruency, which is supported by the clear differences
between the combination difference wave and all others after the P2
(in line with Arnal et al., 2009, who argued that processing of AV
congruency requires multiple feedback loops).
However, it is possible that listeners did not notice the AV incon-

gruency in combination stimuli (this was not measured), and the dif-
ferences between fusions and combinations may therefore be
explained by other stimulus features. For example, in consonant–
vowel stimuli, the (latency) and amplitude of the N1/P2 can reflect
stimulus differences in voice-onset time (e.g. Tremblay et al., 2003;
Digeser et al., 2009), amplitude rise time and rate of formant transi-
tion (Carpenter & Shahin, 2013). If such basic acoustic features modu-
late the P2, it is possible that the difference between the McGurk
combinations and fusions is related to the fact that in combinations,
two consonants instead of one are perceived, despite that physically,
all our AV stimuli contained only one auditory consonant. Related to
this, fusion likely occurs in AV congruent stimuli as well as in the
McGurk fusion stimulus, and the combination stimulus is thus funda-
mentally different that all other stimuli.
However, the interpretations outlined above are speculative at this

point as they require future work to determine how the number of con-
sonants modulates the ERPs (e.g. by including genuine ‘bg’ or ‘gb’
AV congruent speech), and the degree to which combination ERPs
resemble those obtained with AV incongruent stimuli in which the
phonetic incongruency is impossible to overcome (e.g. ‘bi’ vs. ‘fu’).
To conclude, we observed that the ERP pattern of AV integration

for McGurk fusions clearly differs from combinations. It is unlikely
that these differences stem from actual differences in the underlying
integration process. Instead, the inherent differences between fusion
and combination stimuli differentially constrain the perceptual sys-
tem when it is trying to solve the AV incongruency.
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Abstract

Speech perception is influenced by vision through a process of audiovisual integration. This

is demonstrated by the McGurk illusion where visual speech (for example /ga/) dubbed with

incongruent auditory speech (such as /ba/) leads to a modified auditory percept (/da/).

Recent studies have indicated that perception of the incongruent speech stimuli used in

McGurk paradigms involves mechanisms of both general and audiovisual speech specific

mismatch processing and that general mismatch processing modulates induced theta-band

(4–8 Hz) oscillations. Here, we investigated whether the theta modulation merely reflects

mismatch processing or, alternatively, audiovisual integration of speech. We used electro-

encephalographic recordings from two previously published studies using audiovisual sine-

wave speech (SWS), a spectrally degraded speech signal sounding nonsensical to naïve

perceivers but perceived as speech by informed subjects. Earlier studies have shown that

informed, but not naïve subjects integrate SWS phonetically with visual speech. In an N1/P2

event-related potential paradigm, we found a significant difference in theta-band activity

between informed and naïve perceivers of audiovisual speech, suggesting that audiovisual

integration modulates induced theta-band oscillations. In a McGurk mismatch negativity par-

adigm (MMN) where infrequent McGurk stimuli were embedded in a sequence of frequent

audio-visually congruent stimuli we found no difference between congruent and McGurk sti-

muli. The infrequent stimuli in this paradigm are violating both the general prediction of stim-

ulus content, and that of audiovisual congruence. Hence, we found no support for the

hypothesis that audiovisual mismatch modulates induced theta-band oscillations. We also

did not find any effects of audiovisual integration in the MMN paradigm, possibly due to the

experimental design.

Introduction

Speech is perceived with both audition and vision. Seeing the face of the speaker improves

comprehension, particularly if the auditory signal is weak or degraded [1], and speeds up the

neural processing of speech [2].
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The McGurk effect–where dubbing an auditory syllable onto an incongruent speech video

leads to a modified auditory percept (eg. auditory /ba/ and visual /ga/ leading to the perception

of /da/)–is a striking behavioural demonstration of audiovisual (AV) integration in speech per-

ception [3]. Ever since its discovery, the McGurk effect has widely been used as a measure of

audiovisual integration [4–8]. However, more recently it has been argued that the perceptual

fusion of incongruent audiovisual stimuli is different from that of congruent, naturally occur-

ring speech, as it requires incongruence processing in addition to the mechanism of audiovi-

sual integration [9,10].

Electroencephalography (EEG) studies have shown that visual speech modulates the neural

processing of speech as reflected in event-related potentials (ERPs), both by shortening the

latency and decreasing the amplitude of the N1 and P2 peaks, occurring within approximately

250 ms. after stimulus onset [11–16]. Moreover, both auditory [17–19] and audiovisual [20,21]

speech has been shown to modulate cortical oscillations, with the consistent finding that low-

frequency oscillations (2–8 Hz) entrain to the speech envelope, possibly serving as a basis for

temporal organization of the neural processing of speech [22,23]. However, it has been con-

tended that other features in the speech signal (e.g. spectral and phonetic information) may be

more predictive of the brain signal than the envelope [24], and that the frequency of perceptu-

ally relevant entrained oscillations may operate on stimulus-specific time scales determined

by, e.g., phrasal rate [25].

Cortical oscillations have also received attention within the study of multisensory integra-

tion, where it has been suggested that modulations of ongoing oscillatory activity may form a

substrate of the communication between distant neural populations which support multisen-

sory integration [26–29]. Such modulations may manifest themselves either in the phase

domain (as in the rhythmic entrainment case), or in the amplitude of either evoked (phase-

locked) or induced (non-phase-locked) oscillations.

The first published study of amplitude modulations of induced oscillations in relation to

audiovisual integration found that the McGurk illusion is accompanied by a decrease of

induced theta-band (4–8 Hz) oscillations [30]. This decrease was centred on frontal and

fronto-central sensors and appeared from 200–600 ms. after sound onset. In the study, Keil

and colleagues argued that differences in incongruence processing–leading to a resolution of

the incongruence in fusion trials but not in the non-fusion trials–were driving the effect, sug-

gesting it was a case of general mismatch processing which is also, for example, indexed by the

auditory mismatch negativity (MMN).

This claim has gained further support in two recent studies. First, an fMRI study made a

similar claim that the McGurk illusion recruits general-purpose conflict areas as well as spe-

cialized audiovisual speech conflict areas in the brain [31]. Secondly, an EEG study specifically

targeted at the theta band found a difference in total power between AV congruent and

McGurk trials which had a topographical correlation to the theta-band effect of incongruence

in a Stroop task, suggesting activation of a general "conflict processing network" in both tasks

[32].

It is worthy to note that the paradigms which in the literature are suggested to produce the

same theta-band effect are quite different from one another. Whereas the McGurk effect

would produce a mismatch signal because the audio and visual components are incongruent,

the MMN is a an auditory memory related mismatch signal and the Stroop paradigm indexes

a non-speech semantic incongruence. Thus, if these effects are comparable, it means that the

theta-band modulation found by Keil et al. (2012) is produced by a general-purpose conflict

processing network.

However, an alternative explanation of the theta-band suppression could be that, rather

than reflecting either general or specific mismatch processing, it stems from the audiovisual

Audiovisual integration modulates theta oscillations
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integration that is present in the fusion trials but absent in non-fusion trials. Although both

mismatch processing and audiovisual integration could modulate the theta band at the same

time and the hypotheses are thus not mutually exclusive, we argue that they should both be

considered.

Here we will contrast the two explanations by testing the following competing hypotheses:

The suppression of theta-band oscillations is driven by audiovisual (phonetic) integration of

speech; or alternatively it is related to mismatch processing in either the AV incongruence or

task-general sense. A useful stimulus for this purpose is sine-wave speech (SWS), a form of

spectrally degraded speech in which the speech signal is replaced by sinusoids at the centre fre-

quencies of the first three formants [33]. To a naïve listener, SWS sounds like computer beeps

or whistles, but subjects who are informed that SWS is derived from speech can perceive its

phonetic content. When subjects are naïve to the speech origin of the sound, they are in non-
speech mode (NSM), but once they perceive SWS as speech, they cannot revert to the naïve

state and are in speech mode (SM). When SWS is combined with visual speech, it has been

found that SM perceivers get a McGurk illusion whereas NSM perceivers do not [34]. More-

over, EEG studies have shown that audiovisual SWS can suppress the P2 component and

induce a McGurk-MMN in a similar manner as natural AV speech for SM, but not NSM per-

ceivers [13,35]. On the other hand, SM and NSM perceivers get a similar multisensory detec-

tion advantage in AV detection tasks [36] and they show similar visually-driven modulation of

the N1 EEG component [13]. This indicates that early, low-level processing as indexed by the

N1 and AV detection benefit is unaffected by perceptual mode, whereas phonetic processing

as indexed by integration of phonetic information, McGurk-MMN and P2 is modulated by

perceptual mode.

Using the framework of sine-wave speech, we can overcome the confounding of integration

and mismatch effects inherent in natural speech McGurk paradigms. In order to consider the

integration hypothesis and the mismatch hypothesis separately, we will use EEG recordings

from two previously published studies.

1. The N1/P2 dataset contains EEG from a SWS experiment designed to investigate the influ-

ence of speech-specific audiovisual integration on the N1 and P2 components of ERPs [13].

This study recorded EEG data from subjects in a passive stimulation paradigm. Subjects

perceived congruent and incongruent audiovisual, as well as unimodal auditory and visual

SWS stimuli in SM and NSM. The audiovisual stimuli were identical for the first syllable

(~270 ms), after which the incongruent stimuli differed from congruent.

2. The MMN dataset comprises EEG recordings from a McGurk mismatch negativity

(McGurk-MMN) study [35]. When McGurk stimuli are presented within a sequence of

acoustically identical but audio-visually congruent stimuli, they will elicit a mismatch signal

known as the McGurk-MMN–an enhanced negativity in the evoked potential for deviant

compared to standard trials occurring about 150–250 ms after mismatch onset [35,37]. The

authors found that McGurk-MMN occurred only for subjects in SM [35].

According to the integration hypothesis, audiovisual integration would suppress theta oscil-

lations. Thus, the integration hypothesis predicts that there is a SM< NSM difference for the

audiovisual conditions in the N1/P2 dataset, since SM subjects integrated the stimuli whereas

NSM subjects did not. Moreover, this difference should not be present in the unimodal condi-

tions. Since the audiovisual conditions in the N1/P2 study contain both trials where stimuli

were audio-visually integrated and trials where they were not integrated, and since congruent

and incongruent stimuli are identical until the second syllable, it is not clear whether the inte-

gration hypothesis would predict a notable difference between congruent and incongruent

Audiovisual integration modulates theta oscillations
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stimuli for SM perceivers. Moreover, the integration hypothesis would also predict an integra-

tion effect in the MMN dataset, again as SM< NSM.

According to the mismatch hypothesis, a mismatch signal is elicited when audiovisual

incongruence is perceived, resulting in higher theta power compared to congruent trials. The

mismatch hypothesis thus predicts a Deviant > Standard difference in the MMN dataset. In

line with the reasoning by Morı́s Fernández et al in [31], this mismatch signal could either

stem from a general-purpose mismatch mechanism, or a specialized audiovisual conflict

mechanism. Arguably, both of these are captured in the McGurk-MMN paradigm. First, the

main component of the McGurk-MMN has a high spatiotemporal resemblance to the auditory

MMN [37,38]. This suggests that the McGurk illusion modifies the brain’s auditory represen-

tation of the deviant stimulus, which does not match the expected "standard" sound and hence

produces an MMN [37–40]. This makes the McGurk-MMN a good candidate for measuring

the general mismatch effect suggested by Keil and colleagues [30]. Secondly, for the modifica-

tion of the auditory percept to take place, the brain must first resolve the audiovisual incongru-

ence in the deviant stimulus–a process supposedly supported by the specialized audiovisual

speech conflict areas [31]. Thus, if the mismatch hypothesis is true, we should replicate the

theta effect observed by Keil et al [30] and would thus observe an incongruence or mismatch

related difference in theta-band power between standard and deviant trials for SM, but not

NSM subjects. Moreover, the mismatch hypothesis predicts no difference between SM and

NSM for congruent audiovisual stimuli in the N1/P2 dataset, because they do not contain an

audiovisual mismatch. When comparing audiovisual congruent and incongruent trials, it is

crucial to note that the incongruence in the audiovisual incongruent trials of the N1/P2 study

did not start until the second syllable. Due to the short duration of the SOA the activation

evoked/induced by the second syllable lies outside the time range in which it is possible to esti-

mate power in the theta band and hence the mismatch hypothesis does not predict a signifi-

cant difference between the audiovisual congruent and incongruent conditions in this dataset.

Methods

Sine-wave speech N1/P2 dataset

The N1/P2 dataset was originally collected by Baart and colleagues [13]. The experimental pro-

cedure is described in detail in the original study but, in short, 28 subjects were randomly

assigned to either the Speech Mode (SM) or Non-Speech Mode (NSM) group, with 14 partici-

pants in each group. Stimulus material was based on audiovisual recordings of a male speaker

pronouncing the Dutch pseudo-words /tabi/ and /tagi/. Vowel to consonant (/a/ to /b/ or /g/)

transitions started at 270 and 300 ms, respectively, and the onset of the critical second conso-

nant was 372 ms for /b/ and 428 ms for /g/.

The audio was converted into sine-wave speech and presented in audio-only (Ab and Ag),

visual-only (Vb and Vg), audiovisual congruent (AbVb and AgVg) and audiovisual incongruent

(AbVg and AgVb) versions. The inter-trial time interval varied randomly between 1 and 2 s.

In order to make sure that participants were paying attention to the visual component of

the stimuli, they were engaged in an unrelated visual task consisting of pressing a button when-

ever an occasional white square appeared on the screen. There was a total of 672 trials: 144 in

each condition (A, V, AVC and AVI) and 96 catch trials with the visual task.

The EEG was recorded from 64 electrode locations corresponding to the extended Interna-

tional 10–20 system, at a sampling rate of 512 Hz. The EEG was referenced offline to the aver-

age of two additional mastoid electrodes, and two external EOG electrodes were used to

register eye-movements.

Audiovisual integration modulates theta oscillations
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Sine-wave speech MMN dataset

The MMN dataset was originally collected by Stekelenburg & Vroomen [35]. In short, 45 sub-

jects were assigned randomly to either an SWS speech mode, SWS non-speech mode, or natu-

ral speech group. There were 15 subjects in each group. Stimulus material was based on

audiovisual recordings of a male speaker uttering the Dutch pseudowords /omso/ and /onso/,

which were delivered with the audio track converted into sine-wave speech for the SWS speech

mode and non-speech mode groups, and with the original audio for the natural speech group.

Trials were delivered in an oddball paradigm, in which 1020 of 1200 trials per condition (A,

V or AV) were “standards” (An, Vn, and AnVn respectively) and the remaining 180 trials

were “deviants” (Am, Vm and AnVm, respectively). Of the 1200 trials, 5% were catch trials,

which were excluded from further analysis. Importantly, in the AV condition, there was no

difference between standards and deviants in the auditory signal. However, the “deviant”

AnVm stimulus is generally heard as /omso/ rather than /onso/ due to the McGurk effect only

for listeners in SM (Tuomainen et al., 2005).

The EEG was recorded from 128 locations at a sampling rate of 512 Hz. Electrodes were

positioned radially equidistant from the vertex across the scalp according to the BioSemi ABC

electrode positioning system. Two mastoid electrodes served as off-line reference and EOG

was monitored by bipolar horizontal and vertical electrodes.

EEG analyses

Analyses of the EEG signal was done in EEGlab [41], FieldTrip [42] and with custom MatLab

code.

Preprocessing. The EEG signal was first high-pass filtered at 0.5 Hz with a Hamming win-

dowed zero-phase sinc FIR filter of order 1128, following the considerations suggested in [43].

Bad channels were identified by a kurtosis measure (max z-score of 5). On average, 3.14 of 64

channels were removed in the N1/P2 dataset (range 0–7 for individual subjects) and 6.60 of

128 channels were removed in the MMN dataset (range 0–13 for individual subjects). The data

was subsequently low-pass filtered at 40 Hz with zero-phase FIR filter (Hamming window,

order 338) and segmented in epochs of 2 seconds, starting 1 second before and ending 1 sec-

ond after sound onset. Epochs were baselined to the [-100 ms, 0 ms] interval, and epochs with

an absolute amplitude of>150 μV in non-frontal sensors were removed. Subsequently, inde-

pendent component analysis was run on the baseline corrected data. Artefactual independent

components were identified with the help of ICMARC, a semi-automatic classification algo-

rithm using multiple features to classify independent components in multiple artefact classes

[44]. Components capturing eye blinks, lateral eye movement, heartbeat and significant mus-

cular activity were identified, resulting in the removal of on average 7.14 independent compo-

nents for the N1/P2 dataset (ranging from 4 to 14 for individual subjects) and 6.40

independent components for the MMN dataset (ranging from 2 to 18 for individual subjects).

After these components were projected out, removed channels were spherically interpolated

from the surrounding channels. Before further analysis, the ERP (computed per condition)

was subtracted out from each individual trial, removing the evoked component of the signal

and leaving only the induced activity.

Time-frequency analysis. The EEG signal was transformed into time-frequency space by

a wavelet transform, using a family of complex Morlet wavelets of 5 cycles. The transform was

computed for the frequency range 2–38 Hz in steps of 2 Hz and time steps of 5 ms.

Bad epochs were rejected based on their maximum log-power value, assuming that trials

with an abnormally high (2.5 standard deviations above the individual mean) maximum

power at any frequency represent artefacts. Together with the previously applied power

Audiovisual integration modulates theta oscillations
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threshold (epochs with absolute amplitude of>150 μV in non-frontal sensors), this led to

exclusion of 3.32% of the trials for the N1/P2 dataset (ranging from 0 to 10.07% for individual

subjects), and 2.77% of the trials for the MMN dataset (ranging between 0.11% and 12.19% for

individual subjects).

After removal of bad trials, power values were averaged over trials per subject and condi-

tion. A dB baseline was then applied with a 300 ms window (-500 ms to -200 ms, relative to

sound onset) serving as baseline.

Statistical analysis

Statistical comparison of the time-frequency transformed data was done by means of cluster-

based permutation tests with Monte Carlo randomization [45]. Between-subjects differences

(SM vs NSM) were assessed with independent-samples t-statistics and within-subjects differ-

ences between conditions were assessed with dependent samples t-statistics. Clusters had to con-

tain at least two adjacent sensors and were deemed as significant when the probability of

observing a cluster in which shuffling the data led to a larger summed test statistic was below 5%.

For the N1/P2 dataset, between-subjects differences (SM vs. NSM) were tested for each con-

dition (AV Congruent, AV Incongruent, Auditory, Visual), and for the average of both AV

conditions. Subsequently, a 2 (Group; Speech mode, Non-speech mode) x 2 (Condition; AV

Congruent, AV Incongruent) repeated-measures ANOVA was run on average power in the

(time, sensor, frequency) cluster from the combined AV conditions.

For the MMN dataset, Standard vs. Deviant was tested for each group (Speech mode and

Non-speech mode), and between-subjects differences were tested for each condition (Standard

and Deviant). Only those standard trials which were preceded by a standard trial were consid-

ered in the analysis, so that no potential expectation mismatch from a previous deviant trial

would carry over to the standard trials.

Results

N1/P2 dataset: Lower theta power for speech mode compared to non-

speech mode

The integration hypothesis is concerned with audiovisual integration of phonetic features,

which occurs in successful McGurk fusions [30] and for congruent audiovisual stimuli but

only when SWS is perceived as speech (i.e. for SM subjects [13]). However, phonetic integra-

tion does not occur when McGurk trials are not perceptually fused, or when listeners do not

perceive SWS as speech (i.e., the NSM subjects). As noted, Keil et al observed that oscillatory

power in the theta band was lower for successful McGurk fusions than for unsuccessful fusions

[30]. Thus, if the integration hypothesis is true, there should be lower induced theta power for

SM compared to NSM subjects for congruent and incongruent audiovisual, but not unimodal

stimuli.

We ran a cluster-based permutation test of the SM< NSM hypothesis in the 4–8 Hz fre-

quency range in a 0 to 500 ms window relative to sound onset. Between group permutation

tests were run for each condition. For the audiovisual congruent (AVC) stimuli, the SM vs

NSM difference was indeed significant (p = 0.0200, see Fig 1), but no significant differences

were observed for the auditory, visual, and audiovisual incongruent (A, V and AVI) condi-

tions. The significant effect is localized at fronto-central sensors and reaches a maximum num-

ber of sensors at around 102–203 ms. The mean induced power for each group and condition

is summarized in Figs 2 and 3, showing the time-frequency (Fig 2) and the topographical (Fig

3) dimensions. To make sure that the found effect is not related to an effect in the evoked
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signal [46], we ran a separate test of the evoked activity only, i.e. the time-frequency transforms

of the ERPs, revealing no significant differences between the groups.

We wanted to further investigate whether the effect found for the audiovisual congruent

condition is a general audiovisual effect or rather a specific effect of congruence, by doing a

two-way ANOVA in addition to the pairwise direct comparisons done in the permutation

tests. In order to do that, we first pooled the congruent and incongruent trials, subtracted out

the evoked potential and ran a cluster-based permutation test comparing SM to NSM theta

power in the same fashion as for the single conditions. The (time, frequency, sensor) distribu-

tion of the cluster found for the pooled AV conditions (p = 0.0342) was subsequently used as a

Fig 1. Time evolution of the negative cluster (p = 0.0200) in the 4–8 Hz band for the congruent AV condition. Sensors belonging to the cluster in bold.

https://doi.org/10.1371/journal.pone.0219744.g001

Fig 2. Grand average power by time (x-axis) and frequency (y-axis) for speech mode (upper row) and non-speech mode (lower row) groups in the N1/P2 dataset, at

sensor level. In the non-speech mode group, enhanced theta-band activity is observed from around 100 ms to 400 ms. This effect is largely absent in the speech mode

group for the audiovisual conditions, with the biggest between-groups difference for Audiovisual Congruent trials.

https://doi.org/10.1371/journal.pone.0219744.g002
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mask to compute the mean power over the cluster for each subject and condition. The mean

theta power for each group and condition is shown in Fig 4.

A 2 (Group; Speech mode, Non-speech mode) x 2 (Condition; AV Congruent, AV Incon-

gruent) repeated-measures ANOVA that was run on the means of the audiovisual conditions

revealed a main effect of Group (F(1,26) = 11.90, p = 0.0019), but no effect of Condition (F

(1,26) = 0.86, p = 0.37) or Group X Condition interaction (F(1,26) = 1.24, p = 0.21). Thus,

there were no statistical differences between the congruent and incongruent audiovisual con-

ditions within the specified cluster.

MMN dataset: No McGurk-MMN related differences in induced theta

power

If the theta-band effect is the result of a general mismatch mechanism, it should be observable

in the McGurk-MMN data set: theta power should be higher for deviant trials than for stan-

dard trials. Also, if the effect is the result of a specific audiovisual mismatch detection mecha-

nism, theta power should be higher for deviant trials as they are also audio-visually

incongruent whereas the standard trials are not. Hence, the comparison of standard vs deviant

trials in SM tests for both types of mismatch effects. Both audiovisual incongruence and the

perceptual difference between standard and deviant trials should only occur in the Speech

mode group but not the Non-speech mode group [35], thus the deviant> standard difference

would be expected for SM but not NSM.

A one-tailed cluster-based permutation test of the deviant > standard hypothesis was run

on 4–8 Hz from the time point of visual difference in the stimuli (140 ms, corresponding to

onset of /m/ and /n/, respectively) up to 500 ms. No significant difference was found in this

direction, either for SM or NSM. Figs 5 and 6 however suggest a peculiar difference in the

opposite direction (deviant < standard) for NSM; a difference that would come out as signifi-

cant in a two-tailed test but does not have any obvious explanation or connection to the

hypothesis.

Fig 3. Topographic distribution of grand average 4–8 Hz power for speech mode (top) and non-speech mode (bottom) at 0–300 ms.

https://doi.org/10.1371/journal.pone.0219744.g003
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Grand-average power is plotted by group and condition on sensor level and as topographi-

cal maps in Figs 5 and 6. As seen in Fig 6, there is a tendency toward higher power for deviant

trials compared to standard trials in SM; however, this difference did not reach significance

(p = 0.22).

The MMN dataset can also be used to test the integration hypothesis. In the standard condi-

tion we would expect a similar effect (SM< NSM in the 0–500 ms range) as in the N1/P2 data-

set, but did not find any significant effects when testing this hypothesis, contrary to the

findings for the N1/P2 dataset. In the deviant condition, there was no hypothesis for the SM

vs. NSM contrast, since this contrast includes potential effects both of integration and mis-

match. Essentially, if audiovisual integration is the only driver of the theta-band effect, we

would expect SM< NSM in the deviant trials, but if it is instead driven by only mismatch pro-

cessing, we would expect SM> NSM because the deviant trials elicit a mismatch signal in SM

but not in NSM. Furthermore, it cannot be excluded that both effects are present, which could

lead to a cancelling out since they are in opposite directions. Thus, we used a two-tailed test for

the deviant trials, and found no significant differences between SM and NSM.

Fig 4. Mean power over the SM< NSM cluster found for the pooled audiovisual conditions. Whiskers represent the standard error of the mean over

participants.

https://doi.org/10.1371/journal.pone.0219744.g004
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Discussion

We have used EEG recordings from two SWS experiments taking advantage of the differential

perceptual processing of SWS for informed compared to naïve perceivers to investigate two

competing hypotheses concerning the cause of the suppression of induced theta-band

Fig 5. Grand average power at a central sensor for the MMN dataset, by group and condition. For the Speech mode group,

there are no clear differences between the conditions, contrary to the mismatch hypothesis. For the Non-speech mode group, there

seems to be a deviant< standard difference in the alpha and upper theta band, which cannot be explained by any of our

hypotheses.

https://doi.org/10.1371/journal.pone.0219744.g005

Fig 6. Topographic distribution of grand average 4–8 Hz power for speech mode (left) and non-speech mode

(right) at 200–500 ms.

https://doi.org/10.1371/journal.pone.0219744.g006
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oscillations first reported by Keil et al [30]. Although the experimental paradigms of the SWS

experiments differ from that of Keil and colleagues, notably in the task (passive for SWS, sylla-

ble identification in Keil’s McGurk paradigm), our results point to some interesting patterns.

In the N1/P2 dataset, we found significantly lower theta power for SM compared to NSM

subjects in response to congruent and pooled audiovisual stimuli. The effect is localized at

frontal and fronto-central sensors and the time frame of the effect is from 0–300 ms after stim-

ulus onset, which largely confirms the result of Keil and colleagues [30] with a slightly different

time window. This effect cannot be due to mismatch processing as the stimuli were congruent

and hence, the result lends support to the integration hypothesis. The time shift of the effect

compared to that of Keil’s study could potentially be explained by differences in the stimuli

used (/aba/, /aga/ in Keil’s study vs. /tabi/, /tagi/ in the current study).

The cluster-based analyses revealed no effect of perceptual mode (SM vs. NSM) for the

incongruent AV condition in isolation, but we did find a significant effect when pooling con-

gruent and incongruent trials, and the ANOVA on the mean power over the significant cluster

indicated no statistical differences between the congruent and incongruent conditions in the

(sensor, time, frequency) window of interest. As can be seen in Fig 4, the lack of effect for

incongruent stimuli might be due to the SM versus NSM difference in the AVI condition was

trending towards significance, but remained below threshold when assessed in isolation.

Another possible explanation could be that the phonetic incongruence in the AVI condition

did indeed elicit a mismatch signal increasing theta power for SM but not for NSM (where no

phonetic incongruence was perceived) and thus cancelling out an effect of perceptual mode.

However, since congruent and incongruent stimuli were identical for the first 372 ms and no

ERP effects were found in the first 500 ms, if such a mismatch signal occurred it was likely not

captured within the analysed time interval of 0–500 ms after sound onset. Hence, although

found no difference between the congruent and incongruent conditions in our data, this result

does not generalize to other paradigms. We believe that the congruent vs. incongruent contrast

would be informative, and should be a subject of future studies.

In the MMN dataset, we did not find any of the expected effects in theta-band oscillatory

power, either in relation to the McGurk-MMN (standard vs. deviant trials in SM), or between

the groups. Thus, in these data we do not find support for the mismatch hypothesis, which

proposed that the theta-band suppression as observed by Keil et al [30] is an effect of mismatch

processing. Although the MMN component of the ERP translates to enhanced total theta-

power [47], the same does not necessarily apply for the induced oscillations. It has been shown

that the auditory MMN is accompanied by increased phase-locking of the theta-band activity

[47–49]; thus, the audiovisual mismatch signal may also well be characterized as a synchroni-

zation of ongoing oscillations resulting in a larger proportion of evoked compared to induced

oscillations, rather than an amplification of total oscillatory activity. Notably, the deviant stim-

ulus in the McGurk-MMN paradigm additionally requires AV phonetic incongruence pro-

cessing, as it is incongruent and produces an auditory illusion. The oddball paradigm used for

the MMN dataset cannot isolate this AV-mismatch processing from the memory-related

MMN, and thus it cannot be ruled out that these two effects somehow interact to cancel out.

The lack of between-groups effects in the Mismatch data set for both standard and deviant

trials seems to contradict the results found in the analysis of the N1/P2 dataset. This may possi-

bly be explained by repetition effects caused by the fixed ISI in this experiment. Predictable

timing of sound onset has well-documented effects on the ERP components on similar laten-

cies as the theta-band effect, for example the N1/P2 complex [50]. In the time/frequency

domain, effects of predictive timing have been found on oscillations in various frequency

bands [51]. This could explain the qualitative differences between the time-frequency maps in

Figs 2 and 5, where a broadband activation is seen at sound onset for the fixed ISI MMN
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experiment in Fig 5, but absent in the variable ISI ERP experiment in Fig 2. This observation

raises the more general question of whether the observed effect on theta-band power, which

we argue to be a neural correlate of audiovisual integration of phonetic features, is replicable in

a more naturalistic setting. In natural speech, syllables and words are delivered quasi-rhythmi-

cally and thus the onset of speech tokens is at least to some extent predictable, although more

variable than the fixed ISI used in the MMN dataset. This question cannot be addressed with

the data used in this study, and thus requires further studies.

In conclusion, we do not find support for the claim that the difference in induced theta-

band power between McGurk fusions and non-fusions observed by Keil and colleagues [30] is

caused by a mismatch signal. This negative finding can, of course, not exclude an effect of gen-

eral mismatch processing on induced theta-band power, as it may be due to lack of statistical

power or interactions with phase-locking effects. However, our results do suggest differences

in perceptual processing–more specifically as differential audiovisual integration of the sti-

muli–contribute to a modulation of induced theta power. Furthermore, our experimental

approach demonstrates the benefit of using perceptually ambiguous stimuli such as sine-wave

speech in the study of induced cortical oscillations.
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Abstract 
Speech is perceived with both the ears and the eyes. Adding congruent visual speech improves the 
perception of a faint auditory speech stimulus, whereas adding incongruent visual speech can alter 
the perception of the utterance. This is the case of the McGurk illusion, where an auditory stimulus 
such as e.g. “ba” dubbed onto a visual stimulus such as “ga” produces the illusion of hearing “da”. 
Bayesian models of multisensory perception suggest that both the enhancement and the illusion 
case can be described as a two-step process of binding (informed by prior knowledge) and fusion 
(informed by the information reliability of each sensory cue). However, there is to date no study 
which has accounted for how they each contribute to behavioural responses. 
 In this study, we expose subjects to both congruent and incongruent audiovisual speech, 
manipulating the binding and the fusion stages simultaneously. This is done by varying both 
temporal offset (binding) and auditory and visual signal-to-noise ratio (fusion). We fit a Bayesian 
Joint Prior model to the behavioural data and show that it can account for the enhancement effect 
in congruent audiovisual speech, as well as the McGurk illusion. This modelling approach allows us 
to disentangle the effects of binding and fusion on behavioural responses. Moreover, we find that 
this model has greater predictive power than a forced fusion model. 
 This study provides a systematic and quantitative approach to measuring audiovisual 
integration in the perception of congruent as well as incongruent speech, which we hope will inform 
future work on audiovisual speech perception. 
  
 
 
Author Summary 
 
Speech is the most important form of human communication. In face-to-face situations our brains 
combine the speech sound with the speaker’s lip movements through a process of multisensory 
integration. This improves the intelligibility of the speech, which is particularly useful in noisy 
environments. Bayesian models of multisensory perception suggest that the brain combines the 
auditory and visual speech in two major stages: 1) estimating how probable it is that they belong to 
the same event and 2) weighing them together, emphasising the clearer of the two signals. We 
confirmed these predictions in an experiment where participants responded to speech videos with 
synchronous and out-of-sync speech embedded in different levels of either auditory or visual noise, 
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manipulating the apparent likelihood that the sound and lip movements come from the same source 
as well as the relative clarity of the signals. Furthermore, we show that a Bayesian model can predict 
human responses in our experiment and that the model’s parameters can measure the influence of 
each stage of multisensory perception. This supports the claim that audiovisual speech perception 
can be conceptualised as a two-stage process of Bayesian inference. 
 
 
 
 
Introduction 
 
When we see the face of a person speaking to us, our brains use both the auditory and visual input 
to understand what is being said. Seeing the speaker’s face enhances the perception of speech, 
especially in noisy conditions [1], and speeds up the neural processing of the speech signal [2]. A 
striking behavioural demonstration of audiovisual speech perception is the McGurk illusion, in which 
combining an auditory utterance (eg. “ba”) with incongruent visual speech (eg. “ga”) often causes a 
fused percept different from both the auditory and visual components (eg. “da”). 

Since its discovery, the McGurk illusion has been studied extensively and several quantitative 
models have been developed to characterize this phenomenon as an optimal fusion of either 
discrete (eg. the fuzzy logical model of perception, [3]) or continuous (eg. maximum-likelihood 
estimation [4,5]) estimates of the auditory and visual cues. These “strong fusion” models 
hypothesise that the fused audiovisual percept is determined by the auditory and visual percepts 
weighted according to their reliability of information [3–6]. That is, if one knows how the auditory 
and visual cues are perceived separately, one can directly predict the perception of them when 
combined. However, numerous studies have suggested that identical auditory and visual speech 
cues can result in different audiovisual percepts when combined, and thus that the information 
reliability principle may not sufficiently account for all the aspects of audiovisual speech perception. 
In fact, factors such as attention [7–9], audiovisual context [10], top-down expectations [11,12], 
time offset between cues [13]  and even spontaneous pre-stimulus brain activity [14] have all been 
shown to modulate the McGurk illusion. A strong fusion model cannot account for any of these 
effects.  

Rather than a strong fusion process, audiovisual speech perception could perhaps then be 
better conceptualised as the brain performing Bayesian inference of the phonetical content of the 
audiovisual speech signal. When performing Bayesian inference, the brain estimates the posterior 
probability of a certain utterance being pronounced by combining a prior with the likelihood (i.e. 
the noisy representation of the auditory and visual speech cues). The prior captures the prior 
knowledge about the statistics of the world. In the multisensory case, this will be a joint prior which 
informs the brain’s belief about the probability of the cues originating from the same cause and thus 
whether they should be integrated. It could be informed by an early, low-level process of 
determining the correlation of auditory and visual inputs [15], as well as context cues and other 
more general prior knowledge.  

A well-known Bayesian model of multisensory perception is Bayesian Causal Inference (BCI), 
according to which the brain in the binding stage computes the probability of the cues being caused 
by the same or separate events. Subsequently, a strong fusion model and a segregation model are 
combined by taking a weighted mean of their respective predictions, the strong fusion prediction 
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weighted by the probability for a single cause and the segregation prediction weighted by the 
probability for separate causes [16–19]. The Bayesian perspective is in line with a multi-stage view 
of audiovisual speech perception [20–22], possibly implemented in the brain as a fast route from 
visual motion areas to auditory cortex and a slower route through the STS for (iteratively) 
transmitting prediction errors [11,23]. 

To our knowledge, no quantitative model of audiovisual speech perception has been tested 
in an experimental paradigm that manipulates both stages of audiovisual integration, which we will 
from now on call the “binding” and “fusion” stage. Within the BCI literature the main experimental 
focus has for a long time been on the binding stage [16,17,19,24], manipulating the assumption of 
common cause while keeping the strength of the cues constant. This approach does not fully 
elucidate the contribution of reliability weighting to the perceptual estimate. Hence, a high fusion 
rate could in this approach be attributed to a strong audiovisual binding although it may also have 
been caused by difficulties in perceiving the auditory component of the signal, or by strong 
lipreading skills [25]. In the strong fusion literature, on the other hand, the binding stage is omitted 
by assuming that all stimuli are maximally fused (Andersen, 2015; Massaro, 1998). Thus, in a strong 
fusion paradigm, subjects with low proportions of fusion responses would be assumed to have 
relatively high auditory precision, ignoring that the low degree of visual influence could be due to 
less audiovisual binding. Given the significant individual variability in susceptibility to the McGurk 
illusion [25–27], the respective contributions of unisensory perception and multisensory binding to 
this variability should be clarified. 

In this study, we apply the Joint Prior model [28,29]  to audiovisual speech perception, a 
Bayesian model of audiovisual speech perception. Furthermore, we evaluate the model  in an 
experimental paradigm which targets both the binding and the fusion stage. We will manipulate the 
binding stage by introducing a temporal offset between the auditory and visual component. The 
McGurk illusion has been found to occur the most within a small interval of temporal offsets (30 ms 
audio lead to 170 ms audio lag), decreasing gradually with greater offsets [13]. Since the fusion stage 
depends on the relative precision of the auditory and visual cues, this stage of audiovisual 
integration will be experimentally manipulated by making either cue fainter, i.e. by adding noise to 
the auditory or visual component of the stimulus. In order to correctly estimate the precision, each 
cue should be presented in a unimodal (audio-only or visual-only) condition, in addition to the 
audiovisual presentations.  

Combining the approaches for manipulating the binding and fusion stages, respectively, our 
behavioral paradigm systematically manipulates the timing of the audiovisual stimuli as well as the 
auditory and visual signal to noise ratio (SNR), using both congruent and incongruent (McGurk) 
audiovisual stimuli. This is, to our knowledge, the first behavioural experiment that varies both the 
effect of information reliability and differences in binding. 
 
 
Model specification 
 
In the Bayesian view, perception is achieved by combining the brain’s prior beliefs about the world 
(prior) with the incoming neural signal prompted by the stimulus (likelihood) to produce the 
probability for the neural signal being emitted by a specific stimulus (posterior). In line with previous 
early fusion models [4,17], we use a continuous internal representation for the auditory and visual 
cues, i.e. we assume that the brain estimates continuous-valued features of the spoken phonemes. 
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These continuous unimodal estimates are combined via an integration rule to produce an 
audiovisual estimate, which is used to make the final phonetic judgment. In reality, phoneme 
identification is most probably a multidimensional problem but for computational feasibility we 
restrict our model to a one-dimensional representation of each modality (auditory and visual). In 
our study, since we will work with the consonants B, D and G, we can conceptualise the auditory 
and visual dimension as a continuous representation of the place of articulation, with B being 
articulated in the front of the mouth and G articulated furthest back. 

The Joint Prior model of audiovisual speech perception builds on earlier work using two-
dimensional priors for the joint distribution over two sensory dimensions [19,28–30]. In this study, 
we use a Gaussian ridge along the A = V diagonal in the space of audiovisual speech features (see 
Figure 1) whose variance along the orthogonal diagonal, 𝜎"#, determines the strength of the 
audiovisual integration [19,28–30]. Since this particular prior is specificed by its width from the 
diagonal, which also determines the strength of cross-modal binding, we will call it a binding prior. 
If there is a strong assumption of unity, 𝜎"# is small and posterior estimates will be forced towards 
the diagonal (i.e. the auditory and visual judgments will be the same; full integration). On the other 
hand, if there is a weak assumption of unity, 𝜎"# is large and posterior estimates will be close to the 
likelihood (small or no integration). The likelihood is a two-dimensionsal Gaussian describing the 
noisy representation of the incoming stimulus, with auditory and visual  means (𝜇&, 𝜇() and 
precision parameters 𝑟& = 	1 𝜎&#⁄  and 𝑟( = 	1 𝜎(#⁄  (𝜎&# and 𝜎(# being the variance of the Gaussian 
in the auditory and visual dimension, respectively). As in previous models [4,5,31] we assume 
conditional independence of the auditory and visual precision, i.e. conditioned on the presentation 
of a certain stimulus, the sensory noise will be independent and thus the likelihood has zero 
covariance between the two dimensions. 

By Bayes rule, the posterior is proportional to the product of the prior and the likelihood, 
which yields a Gaussian distributed posterior. Because participants are only required to report what 
they heard in the audiovisual condition, we marginalise the posterior over all possible visual 
representations to get the distribution of the auditory representations [16]. This is also a Gaussian 
distribution with mean 

 
𝜇&( = 	𝑤&𝜇& + (1 − 𝑤&)	𝜇(	 1 

and variance: 
𝜎&(# = 𝑤&𝜎&# 2 

 
where 𝜇&, 𝜎&#,  𝜇( , and 𝜎(# are auditory and visual mean and variance parameters and 
 

𝑤& = 	
#3456		375

#3456		3756	385
3 

  
is the weight of the auditory mean in the combined estimate. Note that 𝑤&will range 

between 0 (when the auditory precision is low) and 1 (when the visual precision is low). Thus, the 
posterior of the Joint Prior model incorporates the information reliability principle. However, we 
also see that the auditory weight is modulated by the prior variance. If the prior variance 𝜎"# is very 
large, the auditory weight will be close to 1 regardless of the auditory and visual precision because 
the auditory and visual signals are fully segregaged. On the other hand, as the prior variance 
approaches zero, the auditory weight will approach that of the strong fusion Maximum Likelihood 
Estimation (MLE) model [5].  
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Figure 1. Upper row: Example plots of prior, likelihood and posterior distributions. The horizontal 
axes represent the auditory dimension and the vertical dimension represents the visual dimension. 
The prior is a Gaussian ridge along the A=V diagonal, and the likelihood is a Gaussian (here depicted 
with greater variance in the visual dimension). The posterior distribution is also Gaussian, pulled in 
the direction of the A=V diagonal.  Lower row: the marginal distribution of the prior, likelihood and 
posterior in the auditory dimension. Response boundaries (vertical lines) are applied to the posterior 
distribution and response probabilities are estimated as the probability mass (yellow area) delimited 
by the response boundaries. 
 
 After finding the posterior, response probabilities are estimated by first restricting the 
representation space to a finite interval and then applying two response boundaries to divide the 
interval into three parts, corresponding to the three consonants (illustration in lower right corner 
of Figure 1). The response probability for a certain consonant is then estimated as the probability 
mass that falls within its subinterval. 

In order to assess the importance of the prior on the predictive power of our model, we 
compare two different implementations of the Joint Prior model. In the Full Joint Prior 
implementation, we fit one prior variance parameter for the synchronous stimuli and one for the 
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asynchronous stimuli, letting each vary freely. In the Reduced Joint Prior model we fix the prior 
variance to zero (i.e. maximum binding) for synchronous stimuli and let the prior parameter vary for 
asynchronous presentations. As a baseline for comparison we use the MLE model, in which the prior 
variance is fixed to zero for both synchronous and asynchronous stimulus presentations. See Figure 
2 for illustration of the prior structure of the model implementations. When comparing the models 
we use leave-one-out cross-validation over stimuli to estimate the generalization error. 

 
 

 
 
Figure 2. Prior structure for the three model implementations compared in the study. 
 
 
A full derivation of the Joint Prior model of audiovisual speech perception is available in the 
supporting information. 
 
 
Methods 
 
Behavioural experiment 
 
Participants 
16 participants (10 female) with mean age 24.9 years (SD = 4.53) participated in the experiment in 
exchange for hourly payment. All subjects reported normal hearing and had normal or corrected-
to-normal vision. Written consent was obtained from all participants and the experiment was 
approved by the Science-Ethics Committee for the Capital Region of Denmark (reference H-
16036391). 
 
Stimuli 
Stimulus material was based on audiovisual recordings of a female native speaker of Danish uttering 
the syllables “Ba” and “Ga” (henceforth B and G). Videos were recorded at 25 frames/s and 
segments of 35 frames (1.45 s) were cut out using Adobe Premiere Pro software. In addition to 
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congruent presentations of the recorded stimuli, McGurk fusion stimuli were created by combining 
visual G with auditory B, aligning the sound onset of the B with that of the (muted) G.   

To manipulate the auditory and visual SNR, random noise was added to the stimuli. The noise 
was designed to match the spatiotemporal frequency content of the stimuli, as this type of noise is 
known to be efficient in masking both auditory [32,33] and visual [34] stimuli. In the visual domain, 
noise was created by applying the Fourier transform to the three-dimensional (frame x horizontal 
position x vertical position) array of grayscale pixel values and replacing the phase angle values with 
uniformly distriuted random numbers between 0 and 2p, while leaving magnitudes unchanged. 
Since the mouth area had more movement than the video on average and thus had a different 
frequency content, local noise was made for the mouth area to ensure that it could be sufficiently 
obscured. The noise was mixed with the signal by subtracting the mean pixel value and adjusting 
the contrast by scaling the pixel values of each video before adding them both to the mean pixel 
value. Three SNR levels (ranging from relatively clear to noisy) were created by varying the contrast 
settings for the signal and noise respectively. These contrast levels were found in pilot trials. See 
Figure 3 for an example still frame from each SNR level. 

 

 
 
Figure 3. Still from videos for the three different SNR levels used (close-up of the face for the purpose 
of illustration; a wider angle was shown on the screen). Left to right: the high, mid and low SNR. 

 
 
In constructing the auditory noise, a short time Fourier transform was applied to each of the 

audio tracks and the magnitude spectrum of the onset of the respective consonants was computed. 
Subsequently, the mean of the two magnitude spectra was computed and combined with 
randomized phase angles in the same way as the visual case. This resulted in auditory noise 
matching the mean spectral profile of the two consonant onsets. The noise was faded in so that it 
reached its maximum at the earliest onset of the speech sound among all the stimuli (about 100 ms 
after start of video), and faded out at the end of the stimulus. The noise was then mixed with the 
speech sounds at relative dB 3, 9, and 15 in order to create stimuli with high, medium and low signal-
to-noise ratio. These relative noise levels were determined in pilot trials. 

Asynchronous versions of the stimuli were made by temporally shifting the audio to create 
a 500 ms audio lead. Although this stimulus onset asynchrony (SOA) is substantially larger than the 
“temporal window of integration” previously found [13,22], we found in pilot trials that it was 
necessary to extend the window to 500 ms in order to produce a reliable effect of SOA. We believe 
that this extended time window of integration may be due to the decreased temporal resolution of 
our stimuli due to the added noise on both the auditory and visual stimulus components. Several 
studies have found that the time window of integration, rather than constant, depends on stimulus 
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properties [18,35–38]. Indeed, a study using synthetic audiovisual speech stimuli – and thus possibly 
lacking some high-frequency temporal information in both the auditory and visual domains – found 
that the SOA had to be extended to 533 ms to produce a significant decrease in audiovisual 
integration [39]. 
 Audiovisual stimuli were created by varying the visual SNR by combining clear audio with 
clear, mid or noisy video and by varying the acoustic SNR by combining clear video with clear, mid 
or blurred audio. Auditory-only stimuli were displayed with a still image of the face, and in the visual 
only condition the videos were played without sound. 

In order to make sure that subjects did not simply learn to discriminate between stimuli 
based on the patterns of the noise, 25 unique visual noise signals and 30 unique auditory noise 
signals were generated and combined with the stimuli such that any combination of the stimuli and 
noise signals appeared only once during the experiment. 
 
 
Procedure 
Participants were seated in a sound-isolated booth, where videos were presented on an LCD 
monitor and the audio was delivered at 65 dBA via an active loudspeaker placed below the screen. 
Videos were centred such that the mouth was displayed at the middle of the screen. The task was 
to identify the consonant uttered at each trial by choosing between the options “B”, “D” and “G”. A 
response screen was shown directly after each stimulus presentation, and responses were collected 
from the numeric keypad buttons “1”, “2” and “3” on the right-hand side of a standard computer 
keyboard. After the button press and a short delay of 200 ms, the next stimulus was presented. 
Subjects were instructed to focus on the mouth during the entirety of the experiment and to always 
report what they heard, except on visual-only trials in which they were instructed to lip read. 
 Stimuli were delivered in a pseudo-random order in blocks of 42 stimuli (one of each 
condition), ensuring that no stimulus would be presented more than twice consecutively. Each 
stimulus was presented 25 times, yielding 1050 presentations in total. The experiment took around 
50 minutes to complete and contained a break halfway through. 
 
 
Model fitting & comparison 
 
Models were fit by minimizing the negative log-likelihood of the data given the parameters, using 
the quasi-Newton optimization algorithm implemented in MATLAB’s fminunc function. The 
optimization was run 100 times with randomly selected initial points and the parameter set yielding 
the lowest negative log-likelihood was selected. Although the negative log-likelihood was used for 
model fitting, the cross-validation errors will be reported as root mean squared errors (RMSE). The 
reason for this is that the likelihood of left-out stimuli given the predicted response probabilities 
may sometimes be zero, and log(0) is not defined. This happens in the case where a response 
probability of zero or one is predicted and the observed response proportion is different from zero 
or one. 

In order to keep model sensitivity in check, regularization was applied in the model fitting. 
Regularization penalises regions in the parameter space which yield unstable fits by putting priors 
on the parameter values. In the case of this experiment, very large estimates of auditory or visual 
precision (inverse variance) will cause such unstable fits by yielding highly peaked response 
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probability distributions. With overly peaked probability distributions, a slight shift in category 
means or response boundaries will cause a big change in the predicted response probabilities, and 
consequently in the log-likelihood error. Thus, we penalise solutions with large auditory or visual 
precision by adding their sum scaled by a regularization constant l to the negative log-likelihood 
function. This is equivalent to putting a Gaussian prior with zero mean and standard deviation 1 l⁄  
on the precision parameters. The value of l=7 was found by making a parameter sweep in the 
interval [10;<, 10#] (i.e. rainging from a very vague to a very strong prior) and selecting the value 
giving the lowest mean RMSE on the left out stimuli over all three models. 
 
 
 
Results 
 
Behavioural results 
 
Figure 4 shows the mean behavioural responses (dark bars) to auditory-only, visual-only and 
audiovisual stimuli. The behavioural data are available in full in the supporting information. 

For the unimodal (auditory-only and visual only) stimuli, we expected that accuracy would 
decrease when more noisy stimuli are presented. We tested this hypothesis separately for auditory-
only and visual-only stimuli using generalized mixed-effects models (GLMs). The dependent variable 
was the number of correct responses and because this is a binomial count (correct vs. incorrect), a 
binomial GLM with a logit link function was used. The fixed effects were Stimulus (B or G) and SNR 
(high, mid or low) and Subject was a random effect. For auditory-only stimuli, an Analysis of 
Deviance (Type II Wald chi-squared tests) revealed main effects of Stimulus (p < 0.001) and SNR (p 
< 10;>?), as well as a Stimulus x SNR interaction (p < 10;>@). Follow-up non-parametric pairwise 
tests revealed that the main effect of SNR and the Stimulus x SNR interaction reflected a decrease 
in correct responses with lower SNR for G (p < 0.001 for low vs. mid and mid vs. high SNR, one-sided 
Wilcoxon signed-rank tests), whereas for B the only significant difference was between low and high 
SNR (p. < 0.0003).   

For the visual-only stimuli we used the same GLM approach as the auditory-only stimuli, 
revealing main effects of Stimulus (p < 10;>@) and SNR (p < 10;>@) and a SNR x Stimulus interaction 
(p < 10;>@). Follow-up one-sided tests of high vs. mid SNR and mid vs. low SNR showed that lower 
SNR led to fewer correct responses for both B and G (p < 0.01 in all pairwise Wilcoxon signed-rank 
tests). This confirms our hypothesis that accuracy decreased when more noise was added. The 
additional main effect of Stimulus and the SNR x Stimulus interaction possibly reflect that the 
responses to visually more salient B were more correct and more affected by SNR than the 
responses to G.  

To summarise, responses to both auditory-only and visual-only stimuli support the 
hypothesis that SNR modulates behavioural responses. We additionally found a main effect of 
Stimulus and Stimulus x SNR interaction effects in opposing directions for the two modalities: 
whereas responses to auditory G were in general more correct and more affected by SNR than those 
to auditory B, the converse was true for the visual stimuli where responses were more correct and 
more strongly modulated by SNR for B than G. 
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Figure 4. Mean behavioural responses (dark bars) and model predictions (light bars) to visual-only 
(top row), auditory-only (left column) and audiovisual stimuli (central panels) for 16 participants. 
Error bars represent the standard error of the mean. Visual stimuli are divided into G (left 
compartment) and B (right compartment) and are presented with descending SNR (left: high SNR to 
right: low SNR within each compartment. Auditory stimuli are divided into B (top compartment) and 
G (bottom compartment) and are presented with descending SNR (top: high SNR to bottom: low SNR 
within each compartment). Each audiovisual stimulus is a combination of the auditory and aisual 
stimulus on the corresponding row and column, presented either in synchrony (blue bars) or out of 
sync (red bars).  
  
 
For McGurk stimuli, we have two hypotheses regarding the behavioural responses:  

1) The responses corresponding to the auditory component of the stimuli (i.e. B; henceforth 
“auditory responses”) will decrease compared to the auditory-only condition due to the 
addition of an incongruent visual stimulus.  
2) That responses will be modulated by SOA and SNR in the following manner: The auditory 
responses should be larger for asynchronous stimuli compared to synchronous because the 
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SOA will disrupt the illusion, and low auditory SNR should lead to fewer auditory responses 
wheras low visual SNR should lead to more auditory responses. 
In testing Hypothesis 1, we compared responses to the clear auditory B to the same stimulus 

presented in synchrony with a clear visual G, revealing a significant decrease in correct responses in 
the audiovisual condition (p < 0.0003, one-sided Wilcoxon signed-rank test). This effect was also 
found when the visual stimulus was weaker (p < 0.01 for mid and low Visual SNR, one-sided 
Wilcoxon signed-rank tests). In testing Hypothesis 2, we fit a GLM with fixed effects of SOA 
(synchronous or asynchronous), Auditory SNR and Visual SNR (high, mid and low, respectively). An 
Analysis of Deviance (Type II Wald chi-squared tests) revealed significant main effects of SOA, 
Auditory SNR and Visual SNR (all p < 10;A) and an interaction effect of SOA x Visual SNR (p < 10;B). 
In order to test whether the direction of these effects was in line with Hypothesis 2, we used one-
sided pairwise Wilcoxon signed-rank tests. The effect of SOA reflected that asynchronous stimuli 
yielded more auditory responses than synchronous stimuli (p < 0.02 in all pairwise tests of the five 
fusion stimuli). Consistent with our hypothesis on how responses are modulated by the relative 
precision of the auditory cues, the main effect of Auditory SNR was due to the fact that auditory 
responses decreased for the lower auditory SNR levels (p < 0.05 in all pairwise one-sided tests of 
low SNR vs. mid SNR and mid SNR vs. high SNR). Conversely, the main effect of Visual SNR reflected 
an increase in auditory responses for the lower visual SNR levels (p < 0.005 in all pairwise tests of 
high SNR < mid SNR and mid SNR < low SNR). Thus, our data support both of our hypotheses 
regarding the McGurk stimuli. Additionally, we found a SOA x Visual SNR interaction reflecting that 
synchronous and asynchronous stimuli were differently affected by manipulation of the visual SNR. 

For Audiovisual congruent stimuli, we hypothesise that 1) subjects will be more correct in 
perceiving the stimuli compared to the audio-only condition and 2) that this enhancement effect 
will be modulated by Auditory and Visual SNR as well as SOA, as adding noise to either component 
or adding asynchrony should decrease the number of correct responses. Testing Hypothesis 1, we 
found a significant increase in correct responses when adding a synchronous presentation of a clear 
visual B to a clear auditory B (p < 0.0003, Wilcoxon signed-rank test), as well as with less clear visual 
B (p < 0.0002 and p = 0.0245 for mid and low visual SNR, respectively). For Audiovisual G compared 
to auditory-only G, there was no improvement in the high and mid SNR conditions, possibly because 
identification was at ceiling level in the auditory-only condition. In the low Auditory SNR condition, 
however, there was an improvement in identifying G when a synchronous visual stimulus was added 
(p < 0.0005, Wilcoxon signed-rank test). Testing Hypothesis 2, we again fit a mixed-effects GLM to 
the binomial count of correct vs. incorrect responses, using a logit link function. The fixed effects 
were Stimulus (B or G), SOA (synchronous or asynchronous), Auditory SNR (high, mid, low) and 
Visual SNR (high, mid, low); and Subject was a random effect. An Analysis of Deviance (Type II Wald 
chi-square tests) revealed significant main effects of Stimulus, SOA, Auditory SNR and Visual SNR 
(all p < 10;A) and interaction effects of Stimulus x Auditory SNR (p < 10;A) and Stimulus x Visual 
SNR (p = 0.0012). In order to uncover whether the main effects of SNR and SOA were in the 
hypothesised direction, we again conducted one-sided pairwise Wilcoxon signed-rank tests. When 
testing whether the SOA effect was in the hypothesised direction, we found a decrease in correct 
responses for asynchronous presentations for auditorily mid and noisy presentations of G as well as 
all auditorily clear presentations of B (p < 0.03). However, for auditorily clear G and auditorily mid 
and noisy B there was no effect of SOA, possibly due to ceiling effects. The main effect of Auditory 
SNR reflected a significant decrease in correct responses to G as the auditory SNR decreased (p < 
0.001 for high vs. mid and mid vs. low in both SOA conditions), whereas there was no such effect 
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for B. Conversely, the main effect of Visual SNR was accompanied by a significant decrease in correct 
reseponses to B as the visual SNR decreased (p < 0.001 for high vs. mid and mid vs. low in 
synchronous and asynchronous conditions), whereas no significant effect was found for G. These 
main effects are in line with Hypothesis 2. The additional main effect of Stimulus possibly reflects 
differences in unisensory perception. Our data thus support both of our hypotheses regarding the 
congruent Audiovisual stimuli. Additionally, we found interaction effects which were not part of our 
hypotheses, which will be interpreted in the Discussion.  
 
 
Modelling 
 
Figure 5E shows the test error (RMSE) improvement of the two Joint Prior implementations 
compared to the MLE model, here used as a baseline for comparison. Pairwise Wilcoxon signed-
rank tests revealed a significant difference between the Reduced Joint Prior model and Full Joint 
Prior (p = 0.0340), and between Reduced Joint Prior and MLE (p = 0.0386). There was no significant 
difference between MLE and Full Joint Prior (p > 0.3). Thus, the Reduced Joint Prior model has lower 
generalization error than the two other model implementations, and this model will be used in all 
the following analyses unless otherwise stated. 
 
 
Model predictions 
Figure 4 shows the cross-validation predictions of the Reduced Joint Prior model (i.e. prediction of 
responses to each stimulus is based on only the other stimuli) together with the behavioural data. 
The figure indicates that the model predictions generally follow the patterns in the data for McGurk 
Fusion stimuli as well as for congruent G and B. The most notable exception to the good prediction 
performance is in the low SNR auditory-only condition, where the model substantially 
underestimates accuracy for B and overestimates accuracy for G.  
 
 
Model parameters 
Reviewing the estimated prior parameters, we use the Full Joint Prior model for illustration in Figure 
5A (the Reduced Joint Prior model has variance fixed to zero in the synchronous condition). We see 
that for synchronous stimulus presentations the prior variance estimate is very close to zero, 
meaning maximal integration. In a t-test we could not reject the hypothesis that the binding prior 
variance was zero for synchronous presentations (p > 0.3). This provide further support for the 
Reduced Joint Prior Model. In the asynchronous condition, however, the binding prior variances 
were significantly greater than zero (p < 0.0001), and also greater than those in the asynchronous 
condition (p < 0.0001). 
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Figure 5: Modelling results A) Prior binding parameter (0 = full binding, infinite = no binding) for the 
Full Joint Prior model, for synchronous and asynchronous stimuli. B) Auditory and C) visual precision 
parameters for clear to noisy stimuli (left to right). Error bars represent SEM. Lower: D) Auditory 
weights of the Reduced Joint Prior model for synchronous (blue bars) and asynchronous (red bars) 
presentations of each visual (horizontal) and auditory (vertical) SNR level. E) Improvement in test 
error over baseline (the Maximum likelihood model) for the Reduced and Full joint prior models. 
Error bars represent standard error of the mean. 
 

 
Reviewing the likelihood parameters, Figure 5B and 5C shows the estimated auditory and 

visual precision parameters for the Reduced Joint Prior model, for each SNR level. We tested our 
hypothesis that the value of the precision parameters decrease with decreasing SNR. One-sided 
Wilcoxon signed-rank tests revealed that this was indeed the case. The precision in the clear 
auditory condition was significantly higher than that of the middle condition (p < 0.0007), which in 
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turn was higher than the noisy condition (p < 0.0003). The visual parameters followed the same 
pattern, where clear visual had higher precision than the middle condition (p < 0.0003), which had 
higher precision than the noisy condition (p < 0.0003). Moreover, we see that the highest sensory 
reliability is that of the clear visual condition, whereas for the other SNR levels the auditory and 
visual reliabilities are more similar to one another. 
 
 
 
Weighting of cues depend on relative precision and binding 
A feature of the joint prior model is that the posterior distribution is a Gaussian with a mean that is 
a weighted combination of the means for the unisensory response distributions (see Equation 3). 
Thus, having fit the model to our behavioural data, we can explicitly estimate the relative influence 
of the auditory and visual modalities. Figure 5D shows the auditory weights as a function of 
audiovisual stimulus and SOA. The weight given to the auditory modality varies with the relative 
auditory precision of the stimulus, growing incrementally from the lowest relative auditory precision 
(low auditory SNR, high visual SNR) to the highest relative auditory precision condition (high 
auditory SNR, low visual SNR). We conducted one-sided Wilcoxon signed-rank tests of each pair of 
adjacent conditions (i.e., low auditory SNR should have a smaller auditory weight than mid auditory 
SNR, etc), revealing a significant difference for all pairs of both synchronous and asynchronous 
stimuli (all p < 0.01). 

Moreover, the auditory weight is consistently higher for synchronous compared to 
asynchronous presentations, reflecting the decreased binding in the asynchronous condition. 
Indeed, a mixed-effects ANOVA (fixed effects: Auditory SNR, Visual SNR, SOA, random effect: 
Subject) on the auditory weights revealed a significant effect of Auditory SNR (p < 10;>D), Visual 
SNR (p < 10;>D) and SOA (p < 10;E), as well as a Visual SNR x SOA interaction (p = 0.001), because 
the difference between synchronous and asynchronous weights were smaller for noisy visual 
stimuli.  
 
 
 
Discussion 
 
Overall, the behavioural responses to audiovisual stimuli was in line with the information reliability 
principle: responses were modulated by both auditory and visual SNR. Higher visual SNR led to more 
visual influence, whereas higher auditory SNR led to less visual influence. Thus, our data clearly 
illustrate that auditory and visual speech cues are weighted according to their relative reliabilities. 
Moreover, the weaker visual influence in the asynchronous conditions shows that the temporal 
offset affects the extent to which the brain integrates the cues. Additionally, there was a significant 
SOA x Visual SNR interaction, which although not part of our initial hypothesis is in line with a 
binding and fusion model: since a low SNR visual stimulus will have a negligible influence on 
perception, there is not much visual influence to disrupt by time-offsetting the stimulus. Thus, our 
experimental paradigm successfully taps in to both the prior and likelihood stages of the Bayesian 
model, corresponding to the binding and fusion stages of the two-stage models of audiovisual 
integration [11,17,20,23]. 
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 The responses to congruent audiovisual stimuli follow the same pattern as the McGurk 
responses: information reliability as well as SOA modulate these responses in a manner consistent 
with the predictions of the Joint Prior model. However, some differences between B and G are worth 
noticing. Whereas the subjects were near-perfect in perceiving the G stimuli regardless of visual 
noise (probably due to a ceiling effect), the B responses were clearly affected by visual SNR. On the 
other hand, the number of correct responses to G decreased when auditory noise was added, 
whereas the B responses were unaffected by auditory SNR. Considering the physical properties of 
the stimuli, this pattern does not come as a surprise. The hard G in “ga” contains a velar burst which 
is relatively easy to perceive even when masked with noise [40], whereas the visual “ga” is harder 
to distinguish from “da”. Conversely, the visual “ba” starts with a complete closing of the lips and is 
hence very salient, whereas the auditory “ba” is harder to perceive. Thus, the observed pattern 
could be explained by differences in information reliability between congruent B and G. The 
difference between B and G is also reflected in the unimodal responses: visual-only B was better 
perceived and responses were more strongly modulated by SNR than for visual G, whereas auditory-
only G was better perceived and showed a stronger SNR modulation than auditory B. Auditory-only 
B does not seem to be modulated by SNR at all, which calls into question whether our noise masking 
was in fact efficient for this consonant. However, there was a clear auditory SNR modulation when 
the same B consonant was presented in the McGurk condition, and thus it seems that the precision 
of the auditory cue was in fact different in the different SNR levels. Hence, we believe that the 
apparent absence of SNR effect in the auditory-only B condition may possibly be due to subjects 
learning to discriminate the small number of distinct auditory-only stimuli presented during the 
experiment. 
 Regardless of the differences in information reliability between B and G, we have presented 
a model that uses the same set of auditory and visual precision parameters for both consonants. 
This model design may be the cause behind the consistent prediction errors for the low SNR 
auditory-only condition (where the model overestimates the precision of B and underestimates that 
of G). This raises the question of why a separate set of precision parameters for B and G was not 
used. We did in fact implement such a model but it proved to be overly flexible, as reflected in a 
substantially higher generalization error than the models presented in this study.  
 
 
 
Prior variance increases with SOA 
 
The fact that the Reduced Joint Prior model had significantly lower test error than the MLE model 
shows that the unisensory signals alone are not sufficient for predicting behaviour in the 
asynchronous condition. Here, audiovisual integration is not maximal as assumed by the MLE model. 
Rather, the strength of integration varies with the prior binding parameter, which statistically 
differed from zero (maximal binding) in our data.  

On the other hand, releasing the maximal fusion assumption for the synchronous condition 
did not increase prediction accuracy. The Full Joint Prior model did not yield a lower cross-validation 
error than the Reduced Joint Prior model; on the contrary, it was significantly less accurate. This 
may seem counter-intuitive, as the Full Joint Prior model can in principle produce the exact same 
predictions as the Reduced Joint Prior model if the binding prior parameter is set to zero in the 
synchronous condition. However, the higher cross-validation error of the Full Joint Prior model 
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means that it is overly flexible to the data it has been fitted to and hence does not generalise as well 
to unseen data as the reduced version. Thus, our results suggest that a strong fusion model may be 
sufficient for predicting responses to temporally aligned audiovisual speech, whereas a free binding 
parameter is needed to predict the perception of out-of-sync speech. 
 
 
 
Relationship to other Bayesian models of multisensory perception 
 
The Bayesian Causal Inference (BCI) model is the most commonly used Bayesian model of 
perception in recent literature on multisensory perception [16–19]. Instead of parametrizing the 
prior as a continuous variance across the A=V diagonal, the BCI models the prior as the probability 
for the auditory and visual cues to have a common cause. The posterior distribution of the BCI is 
then a combination of a full integration (common cause, corresponding to a Joint Prior model with 
zero prior variance) and full segregation (separate causes, corresponding to Joint Prior with infinite 
prior variance) estimate,  weighted by their respective probabilities. This causes the posterior 
distribution to be bimodal, as we now have a sum of two Gaussian distributions. Since the 
perception of our stimuli fall into three categories – corresponding to three intervals in the 
representational space delimited by response boundaries – we cannot judge whether the posterior 
distribution is unimodal or bimodal. Indeed, we implemented corresponding versions of the BCI 
model (with either one or two free prior parameters) yielding very similar results as the Joint Prior 
model. Which of these models more accurately describes the brain’s processing of audiovisual 
speech stimuli remains an open question and answering it goes beyond the scope of this study. 
However, they each allow us to take a certain viewpoint on real-world data. Whereas BCI estimates 
the probability of a common cause, the Joint Prior model instead estimates the relative contribution 
of the auditory and visual modalities. This gives us a measure of how the prior and likelihood 
contribute to the final estimate (as illustrated in Figure 5D). 
 
 
Quantifying audiovisual integration of speech 
 
In the audiovisual speech perception literature there is a long-standing issue of how to quantify 
audiovisual integration [41]. Although the McGurk illusion rate has often been used as a behavioural 
marker for audiovisual integration, the absence of unisensory conditions have often made it unclear 
how much of the illusion rates can be attributed to unisensory performance and how much is due 
to actual binding or integration. Moreover, the fact that it relies on an incongruent, non-naturalistic 
stimulus has made the validity of the McGurk illusion as a measure of audiovisual integration 
disputed [42]. Our study suggests a remedy to these problems by combining a more complete 
behavioural paradigm with computational modelling. The inclusion of unisensory conditions allows 
for estimation of the separate contributions of multisensory binding and reliability weighting to the 
final response. Additionally, our experimental paradigm generalizes from the McGurk illusion to the 
enhancement effect for congruent audiovisual stimuli, using the same parameters for predicting 
both of these behavioural effects. This suggests a paradigm for future electrophysiology and imaging 
studies aiming to measure audiovisual integration of speech in a systematic manner. 
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Conclusion 
 
We have proposed a Bayesian model of audiovisual speech perception and tested it in a behavioural 
paradigm which systematically manipulates both the binding prior and the relative weighting of 
cues. Although there are multiple studies using Bayesian modelling for multisensory behavioural 
paradigms, ours is the first (to our knowledge) to manipulate stimulus properties attributed to both 
the prior and the likelihood. Fitting a full-scale and a reduced version of our model and comparing 
it to a maximum-likelihood model with a fixed prior we found that the reduced model, which 
assumes maximum integration for synchronous stimuli and allows the binding prior to vary for 
asynchronous stimuli, performed best in predicting unseen data. Thus, in standard experimental 
paradigms with synchronous presentations it may well be that a maximum-likelihood model is 
sufficient to predict behavioural responses, if the likelihood parameters are allowed to vary 
between subjects.  
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Derivation of the Joint Prior model

Alma Lindborg

1 Prior

Let the stimulus S have a 2D Gaussian prior distribution with zero mean and
variance parameters specifying the variance along the diagonal along the line
x = y, (σ2d ) and orthogonal to that diagonal (σ2o ). By a 45 degree clockwise
rotation of a normal distribution with the diagonal covariance matrix

Λ =

[
σ2d 0
0 σ2o

]
(1)

we can parametrize our prior by using the rotation matrix

U =
1√
2

[
1 −1
1 1

]
, (2)

and the relation

X ∼ U · N (0,Λ)⇔ X ∼ N (0,UΛUT). (3)

(ref. Wkipedia.) This yields a Gaussian with mean µp = 0 and

Σp = UΛUT =
1

2

[
σ2o + σ2d σ2d − σ2o
σ2d − σ2o σ2o + σ2d

]
. (4)

2 Likelihood

Let the likelihood be a 2D Gaussian with

µl =

[
µA
µV

]
, Σl =

[
σ2A 0
0 σ2V

]
(5)

1



3 Posterior

The posterior distribution follows from the result that the product of two
multivariate Gaussian densities is itself a multivariate Gaussian, scaled by
a constant, i.e.

N (µp,Σp) · N (µl,Σl) = c · N (µ∗,Σ∗). (6)

Furthermore, it can be shown that

Σ∗ = (Σp
−1 + Σ−1l )−1 (7a)

µ∗ = Σ∗(Σp
−1µp + Σ−1l µl) = Σ∗(Σp

−1 · 0 + Σ−1l µl) = Σ∗ ·Σ−1l µl. (7b)

By Bayes theorem we have

P (B|A) =
P (A|B)P (B)

P (A)
(8)

and since we know that the posterior distribution integrates to 1 (as
does a multivariate normal distribution), we can conclude that c = P (A)
and drop that term from our further calculations.

Inserting our parametrizetions of the prior and likelihood covariance ma-
trices into Equation (7a), we get

Σ∗ = a ·
[
σ2A(2σ2dσ

2
o + σ2dσ

2
V + σ2oσ

2
V ) σ2Aσ

2
V (σ2d − σ2o)

σ2Aσ
2
V (σ2d − σ2o) σ2V (σ2Aσ

2
d + σ2Aσ

2
o + 2σ2dσ

2
o)

]
(9)

where

a =
1

σ2Aσ
2
d + σ2Aσ

2
o + 2σ2dσ

2
o + 2σ2Aσ

2
V + σ2dσ

2
V + σ2oσ

2
V

. (10)

Similarly, we have

µ∗ = a ·
[
µA(2σ2dσ

2
o + σ2dσ

2
V + σ2oσ

2
V ) + µV σ

2
A(σ2d − σ2o)

µV (σ2Aσ
2
d + σ2Aσ

2
o + 2σ2dσ

2
o) + µAσ

2
V (σ2d − σ2o)

]
. (11)

Now, we let the variance on the diagonal go to infinity, effectively shaping
the prior into a ridge along the diagonal. This yields

Σ̃ = lim
σ2
d→∞

Σ∗ = b ·
[
σ2A(2σ2o + σ2V ) σ2Aσ

2
V

σ2Aσ
2
V σ2V (σ2A + 2σ2o)

]
(12a)

2



µ̃ = lim
σ2
d→∞

µ∗ = b ·
[
µV σ

2
A + µA(2σ2o + σ2V )

µAσ
2
V + µV (σ2A + 2σ2o),

]
(12b)

where

b =
1

2σ2o + σ2A + σ2V
. (13)

Since we are only interested in the auditory responses, we find the
marginal posterior distribution with respect to the auditory response, which
corresponds to the first dimension in our model.

As the marginal distribution of a 2D Gaussian is a univariate Gaussian
with mean and variance corresponding to the mean and covariance of that
dimension in the bivariate distribution, we get

µ̃A =
µV σ

2
A + µA(2σ2o + σ2V )

2σ2o + σ2A + σ2V
=

σ2A
2σ2o + σ2A + σ2V

µV +
2σ2o + σ2V

2σ2o + σ2A + σ2V
µA

(14a)

σ̃2A =
2σ2o + σ2V

2σ2o + σ2A + σ2V
σ2A (14b)

Thus, µ̃A is a weighted mean of µA and µV with non-negative weights
summing to 1 and depending on the relative variance of the respective di-
mensions (prior variance and auditory and visual variance in the likelihood).
Similarly, σ̃2A is a scaling of σ2A by the same scaling constant as that applied
to µA in equation (14a), and since that scaling constant lies on the interval
[0, 1] we can conclude that 0 ≤ σ̃2A ≤ σ2A.

In the strong integration case, we would have σ2o = 0; that is, a delta
spike along the main diagonal. In that case, equations (14a) and (14b)
reduce to (respectively)

µ̃A =
σ2A

σ2A + σ2V
µV +

σ2V
σ2A + σ2V

µA =

1
σ2
V

1
σ2
A

+ 1
σ2
V

µV +

1
σ2
A

1
σ2
A

+ 1
σ2
V

µA, (15a)

σ̃2A =
σ2Aσ

2
V

σ2A + σ2V
(15b)

which is exactly the maximum likelihood estimate as described by Ernst
& Banks (2002), and Andersen (2015).

3



On the other hand, if we let σ2o → ∞ we get a flat prior, which should
yield no integration of the auditory and visual cues (because there is no
prior assumption that the cues are related). It is easy to see that our model
fulfills this property, since

lim
σ2
o→∞

µ̃A = µA (16)

lim
σ2
o→∞

σ̃2A = σ2A (17)

In the intermediate cases where σ2o is nonzero and finite, it will shift
µ̃A towards µA compared to the maximum likelihood model, with a small
shifts for small σ2o and bigger shifts for big σ2o . This corresponds intuitively
to the notion that a narrow joint prior along the diagonal yields a stronger
integration (i.e. higher visual influence on the auditory percept), whereas a
more flat prior corresponds to a weaker assumption of a common cause of
the cues and thus weights the visual information lower in computing the pos-
terior auditory representation. Similarly, large σ2o will shift σ̃2A towards σ2A
whereas small values will shift it towards the maximum likelihood estimate.
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Co-modulation of behavioural modelling parameters and event-related 
potentials in the McGurk illusion 
Alma Lindborg1, Daniel Senkowski2, Tobias Andersen1 

 
 
 

Abstract 
 
In face-to-face situations, our brains combine the visual information from the speaker’s face with 
the sound of their voice through a process of multisensory integration. This aids us in understanding 
speech in noisy situations, but can also produce perceptual illusions such as the McGurk illusion, in 
which incongruent lip movements can alter the percept of an auditory speech stimulus. Bayesian 
models have provided hypotheses on the computational mechanisms behind these phenomena, 
but it remains unclear if and how these mechanisms are implemented in the brain. In the current 
study, we investigate this question by combining computational modelling of behavioural responses 
with simultaneously collected electrophysiological measurements. We test whether parameters 
from computational modelling can predict modulations in event-related potentials (ERPs) to 
McGurk-type audiovisual speech stimuli embedded in different levels of visual noise. Our 
preliminary findings show that individual differences in early ERP components have a significant 
correlation with individual differences in behavioural precision parameters derived from 
computational modelling. Moreover, we show that modelling parameters predict the modulation 
of single subjects’ ERPs in the different noise conditions. We argue that the joint modelling of 
behaviour and electrophysiological responses can shed further light on the neural implementation 
of audiovisual integration in speech perception. 
 
 
Introduction 
 
In natural environments, speech is perceived with both vision and audition. Seeing the face of the 
speaker improves perception of speech in noise (Sumby & Pollack, 1954) and combining a recording 
of auditory speech with an incongruent speech video can cause perceptual illusions such as the 
McGurk illusion (Mcgurk & Macdonald, 1976). In the McGurk fusion illusion, an auditory speech 
sound, such as /ba/ paired with a visual speech stimulus, such as /ga/ causes the novel percept of 
/da/, as the brain fuses the auditory and visual cues to the place of articulation (Green & Norrix, 
1997). The illusion is a striking illustration of how our brain combines information from different 
senses when perceiving the outside world. How this fusion is realised at the neural level is, thus far, 
not well understood. 
 Theoretically, multisensory integration is commonly conceptualised as a process of Bayesian 
inference. This means that the brain forms a percept by combining prior knowledge of the statistics 
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of the outside world with incoming sensory signals, through a process of binding and reliability 
weighting. In the binding step, the brain estimates to what extent auditory and visual cues should 
be integrated or segregated. If the sound and lip movements are perceived as belonging to the same 
individual, they should be integrated; if not, they should be segregated (Körding et al., 2007; 
Magnotti & Beauchamp, 2017). This process informs the reliability weighting step, where the brain 
combines the noisy estimates of incoming auditory and visual stimuli. The unisensory cues are 
weighted proportionally to their relative precision, giving more importance to the more precise cue 
(Ernst & Banks, 2002). Reliability weighting a statistically optimal way of maximising the precision 
of the audiovisual estimate (Ernst & Banks, 2002). Thus, the audiovisual precision derived from 
computational modelling is a measure of the strength of the multisensory signal, but it remains 
unknown whether it has any neural correlates. 

Previous studies on audiovisual speech perception have focused on fitting models to 
behavioural data, but their physiological basis is still not well understood. The lack of attention to 
the problem of if and how model computations are implemented in the brain is particularly 
concerning given the plethora of models that fit well to behavioural data (Andersen, 2015; Bejjanki 
et al., 2011; Magnotti et al., 2013; Magnotti & Beauchamp, 2017; Massaro, 1998). Hence, one could 
ask whether the good model fits are merely due to the many free parameters (Andersen, 2015; 
Schwartz, 2006) or whether they actually relate to brain processes underlying multisensory 
integration in a meaningful way. A natural point to address this question would be to investigate 
whether they are be related to prominent electrophysiological signatures of audiovisual speech 
perception, as described in the literature (Baart, 2016; Klucharev et al., 2003; van Wassenhove et 
al., 2005). 

Electrophysiological studies have shown that adding visual speech to an auditory speech 
stimulus speeds up the neural processing of the stimulus, measured as a latency shift of the N1 and 
P2 amplitudes in event-related potentials (ERPs) (van Wassenhove et al., 2005). Moreover, the 
amplitudes of these ERP components are suppressed for audiovisual compared to auditory-only 
speech stimuli, presumably reflecting a facilitation of auditory processing (Baart, 2016; Klucharev et 
al., 2003; van Wassenhove et al., 2005). Since the N1 and P2 components are predominantly 
generated in non-primary auditory areas, this suggests that a concurrent visual input can modify 
early processing (100-250 ms after sound onset) in the auditory cortex. Occurring before both of 
these peaks, the P50 (the earliest auditory ERP peak, occurring about 50 ms after sound onset) has 
not been studied in the context of audiovisual speech perception, possibly because evidence of 
multisensory interactions at the P50 is limited to very specific conditions (Talsma et al., 2006).  

Further studies have shown that the N1 and P2 components are modulated by timing as well 
as phonetic processing. Visual inputs which were easier to categorise from a silent video yielded a 
stronger latency reduction of the N1 and P2 than visual inputs which were difficult to categorise  
(van Wassenhove et al., 2005). Interestingly, further studies on audiovisual speech processing have 
shown a dissociation between the effects on the N1 and P2, arguing that suppression and speeding 
up of the N1 is primarily related to time predictions generated by the visual signals, whereas effects 
at the P2 may reflect processing of the phonetic content (Baart et al., 2014; Stekelenburg & 
Vroomen, 2007). The finding that phonetic congruency modulates the P2, but not the N1 supports 
this assumption (Stekelenburg & Vroomen, 2007). The dissociation between the N1 and P2 
components may be explained by a dual routing of audiovisual interactions: (i) a fast route from 
motion-sensitive cortex gives rise to the temporal predictions modulating the N1 and, (ii) a slower 
route via multisensory areas such as the superior temporal sulcus, generating and updating phonetic 
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predictions reflected in the P2 and later electrophysiological responses in the brain  (Arnal et al., 
2009; Baart et al., 2014). Thus, the N1 and P2 may reflect distinct processing steps in audiovisual 
speech perception. 

Although the validity of the McGurk illusion as a general marker of audiovisual integration 
has been disputed, it is an excellent stimulus for computational modelling, because it produces clear 
behavioural effects. Across individuals, the McGurk illusion is by no means universal in its 
occurrence: when exposed to McGurk stimuli, individuals can range anywhere between never 
perceiving the illusion to always perceiving it (Mallick et al., 2015). This between-subjects variability 
is often considered a nuisance in McGurk experiments, but could be exploited to understand how 
the general computational principles of audiovisual integration can produce different perceptual 
outcomes across individuals (Nath & Beauchamp, 2012). Furthermore, for a single subject, factors 
such as attention, audiovisual context and pre-stimulus brain states have been shown to modulate 
the McGurk illusion (Keil et al., 2012; Nahorna et al., 2012; Tiippana et al., 2004). This within-subjects 
variability can be exploited to understand the preconditions for audiovisual integration in speech 
perception. The main argument against using McGurk stimuli is that they are phonetically 
incongruent and may thus require audiovisual mismatch processing, which audiovisual speech does 
not require under natural conditions (Alsius et al., 2018). However, the ERP evoked by McGurk 
stimuli is not statistically different from the ERP evoked by a congruent stimulus with the same 
auditory component at either the N1 or P2 (Baart et al., 2017). Thus, the N1 and P2 components are 
promising targets for the joint computational modelling of behavioural and electrophysiological 
data in the McGurk illusion. 

In the present study, we investigate whether sensory reliability weighting in the McGurk 
illusion modulates early ERP components. If this is the case, we would expect the audiovisual 
precision extracted from behavioural modelling to modulate the N1 and P2 components such that 
higher precision suppressed ERP components. The modulation of the ERP potentials could reflect 
either between-subjects differences or within-subjects differences in perceptual processing. To 
investigate this question, we designed a McGurk experiment which manipulated the sensory 
reliability by embedding the visual component in varying levels of noise, combining computational 
modelling of behavioural responses with analyses of EEG recordings. 
 
 
 
Methods 
 
Stimuli & Design 
 
Video clips of a speaker uttering the syllables /ba/ and /ga/ (henceforth B and G) were recorded at 
25 frames per second, with the audio signal recorded at 44 100 Hz. Frequency-matched noise was 
created for the audio signal by computing the magnitude spectrum of each consonant (/b/ and /g/) 
and using the average of these two magnitude spectra to construct random auditory noise. The 
noise was presented at 2dB relative to speech sound intensity and was linearly ramped up at the 
start of the stimulus display, reaching its full amplitude after 104 ms and ramping down after the 
end of the syllable (998 ms after video clip onset). Each auditory syllable started 580 ms into the 
video. Frequency-matched visual noise was created by computing a fast Fourier transform (FFT) of 
the pixel values for each video clip, randomising the phase angles and then transforming back to 



 4 

pixel space. A local FFT was computed for the mouth area and used as noise for these pixels, since 
this area had more movement than other areas of the video and thus, had a different 
spatiotemporal distribution. Three different signal-to-noise ratios (SNRs) (high, mid or low) were 
used, representing different relative levels of video and noise contrasts determined in pilot trials. In 
order to ensure that participants did not learn to use the noise to recognize the different 
consonants, 20 different random noise patterns were used for each auditory and visual syllable. For 
more details on the stimulus construction, see Lindborg & Andersen (2020). 
 Audiovisual stimuli were presented in McGurk fusion (auditory B, visual G) and congruent 
(auditory B, visual B and auditory G, visual G) conditions. For each of the three visual SNR levels 
there were 180 presentations of the McGurk stimuli and 60 presentations of each congruent (B or 
G) stimulus. Auditory-only presentations were delivered with a still image corresponding to the first 
frame of the video clip, in total 90 presentations per stimulus (B or G). Visual-only stimuli were 
presented without sound, in total 60 presentations per stimulus (B or G) and visual SNR level (high, 
mid, low). Asynchronous McGurk stimuli were created by delaying the sound onset by 600 ms 
(interval determined in pilot trials). Prior to the sound onset in these trials the first still frame of the 
video was presented. 
 
 
Procedure 
 
Twenty-four individuals (15 female) participated in the experiment. All participants provided 
informed written consent prior to the experiment. They were seated in an electrically shielded, 
dimly lit chamber. Stimuli were delivered on a CRT screen placed 85 cm from the participants’ head, 
presented at a visual angle of 26.5 degrees. The screen had a linear refresh rate of 75 Hz, and sound 
was delivered through a single speaker under the screen at approximately 65 dB SPL. 
 Each trial started with a still image of a face (the first frame of the video) with a fixation cross 
placed just above the upper lip, lasting for 1000 ms on average (randomly jittered by ±200 ms). Then 
the fixation cross disappeared and video playback started along with the onset of auditory noise. 
The syllable started 580 ms into the videos, which lasted for 1320 ms in total. When the video 
playback ended, the fixation cross was replaced by a question mark appearing in the same location, 
prompting the participants to respond by pressing a button of a Cedrus response box labelled “B”, 
“D” or “G”. The ordering of the response buttons was counterbalanced across participants. The 
participant’s response triggered the next trial, which started with a delay of 100 ms. Participants 
were shown the experimental procedure in a training session and were instructed to respond after 
the video playback. A total of 1980 trials were delivered in 23 blocks of about 4.5 minutes each, with 
self-paced breaks in between blocks. Halfway through the experiment, there was a forced longer 
break of 5-10 minutes. The experiment took about 2 hours to complete. 
 Electroencephalograms (EEG) were recorded from a 128-channel cap (EasyCap, Herrsching, 
Germany) using BrainAmp DC amplifiers (BrainProducts, Gilching, Germany). Eye movements were 
recorded with two electrooculography electrodes, which were  placed below and lateral to the right 
eye. The signal was recorded at 1000 Hz in reference to an electrode positioned at the tip of the 
nose, using an online high-pass filter of 0.1 Hz and a low-pass filter of 250 Hz. Three subjects were 
removed from analyses. Two had severe artefacts in the EEG and one was not able to distinguish 
between the visual stimuli. Thus, 21 subjects were used for the further analyses. 
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EEG Analyses 
 
EEG data were processed in Matlabä (The MathWorks Inc., Natick, Massachusetts) using the 
EEGLAB  and FieldTrip (Oostenveld et al., 2011) toolboxes. 
 
Pre-processing 
The EEG signal was first high-passed at 1 Hz (Hamming windowed sinc FIR filter, order 3301) and 
then notch filtered at 49-51 Hz (Hamming windowed sinc FIR filter, order 3301) and down-sampled 
to 250 Hz. Subsequently, it was time-locked to syllable onset and cut into epochs starting 1100 ms 
before syllable onset and ending 1100 ms after syllable onset. Then, data was inspected by eye and 
excessively noisy channels and highly noisy epochs were removed. This lead to removal of 7.1 (3 – 
11) of 128 channels and 5.46% (1.92% - 11.11%)  of epochs. The signal was re-referenced to the 
average reference (excluding the EOG channels) and an Independent Component Analysis (ICA) 
decomposition was computed using the ‘binica’ algorithm. Independent components (ICs) were 
inspected and components representing eye movements, cardiac artefacts, cap movements and 
high-amplitude muscular activity were projected out from the data. On average 8.11% (5.60-
13.11%) of ICs were projected out. Finally, the removed channels were linearly interpolated and 
epochs with an absolute amplitude exceeding 100 µV within the interval [-800, 800] ms compared 
to syllable onset were removed. This resulted in the removal of an additional 1.22% (0-5.37%) of 
trials. 
 
 
Event-related activity 
ERPs were extracted for the synchronous McGurk Fusion condition, i.e. combined visual G and 
auditory B, and the unimodal auditory B condition. The signal was averaged across a fronto-central 
region of interest (ROI), comprising of seven channels. ERPs were computed and low-passed filtered 
with a 40 Hz zero-phase Butterworth filter of order 14, in order to produce more stable peak 
estimates. Peaks of the early ERP components (i.e. P50, N1 and P2) were extracted on an individual 
subject basis. The P50 peak was defined as the largest positive amplitude between 25 and 110 ms 
after syllable onset. The N1 peak was defined as the most negative amplitude between 80 and 200 
ms and the P2 peak was defined as the largest positive amplitude between 180 and 350 ms after 
syllable onset. Peaks were manually inspected for each individual to ensure that they are in the right 
order (i.e. P50 before N1 and N1 before P2) and that the they were actually meaningful (i.e. that 
they are not merely end points of the search interval). The manual inspection revealed that the P50 
and N1 could be reliably extracted on an individual basis with this method, whereas the P2 could 
not. Therefore, we use the individual peak measurements for P50 and N1 components for the 
further analysis, whereas for P2 component the average amplitude over the interval between 215 
and 265 ms was used. The ERP peaks were analysed separately in mixed-effects ANOVAs. 
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Modelling of Behavioural Data 
 
We used the Bayesian Joint Prior model of speech perception (Lindborg & Andersen, 2020) for 
computational modelling of the behavioural data. In line with the Bayesian inference framework, 
we let a prior distribution determine the binding process, i.e. the amount to which auditory and 
visual cues are bound together. In the Joint Prior model, the prior is a Gaussian ridge along the 
diagonal where auditory = visual, and the likelihood for the perception of the auditory and visual 
cues is also a Gaussian. Combining the prior and likelihood results in a Gaussian distributed posterior 
estimate, which may be more or less integrated (i.e. close to the auditory = visual diagonal) 
depending on how strongly the prior assumes integration. This audiovisual estimate is a weighted 
combination of the auditory and visual cues, combined according to their reliability (relative 
precision). The categorical response proportions are then derived by applying response boundaries. 
For a more detailed description of the model, see Lindborg & Andersen (2020). Of particular interest 
in this EEG study is the precision of the audiovisual estimates, i.e. the width of the posterior 
distribution. If a clear visual stimulus is added to an auditory speech stimulus, the audiovisual 
precision will increase proportionately. If the N1 and P2 amplitudes are indeed indicators of 
behaviourally relevant audiovisual integration, we would expect to see a correlation between the 
precision parameters extracted from the behavioural data and these ERP amplitudes. 

Two different versions of the joint prior model of audiovisual speech perception (Lindborg 
& Andersen, 2020) were fit to the behavioural data: a standard model and an extended model. The 
standard model is analogous to the reduced joint prior model from our previous study (Lindborg & 
Andersen, 2020) whereas the extended model added a separate set of response boundaries for the 
visual-only stimuli. This allows the response categories to occupy different proportions of the 
representational space for the visual report condition than the auditory report conditions (auditory-
only and audiovisual). The extended model had two additional parameters compared to the 
standard model. 

Behavioural responses were extracted from all trials included in the EEG data analyses. 
Model fitting was done by minimizing the negative log-likelihood of the data given the model 
parameters, using the quasi-Newton algorithm implemented in Matlab’s fminunc function. This 
procedure was repeated 100 times with different random initialisations and the optimization run 
yielding the lowest negative log-likelihood was selected. Cross-validation over stimuli was applied 
during model fitting.  

Regularization was applied during model fitting in order to keep model sensitivity in check. 
Regularization puts priors on the parameter values, favouring regions of the parameter space where 
model fits are more stable to small perturbations. In this experiment, fits with very high estimates 
of auditory or visual precision would cause such instabilities by yielding strongly peaked response 
distributions. These distributions are sensitive to small shifts in means or response boundaries. 
Therefore, we penalise solutions with large auditory or visual precision by adding their sum 
multiplied by a regularization constant l to the error function. This is equivalent of using a Gaussian 
prior with zero mean and standard deviation 1 l⁄  on the precision parameters. The value of l=10 
was found by making a parameter sweep in the interval [10$%, 10&] (i.e. ranging from a vague to a 
strong prior) and selecting the value giving the lowest mean RMSE on the left-out stimuli. 

In additional to the computational modelling, the behavioural responses underwent 
conventional statistical analyses. In order to simplify analysis, instead of the multinomial response 
count from the three responses categories, we analyse the binomial counts of “correct” vs. “non-
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correct” responses for each category (for McGurk Fusion trials, “correct” responses are those which 
correspond to the auditory component, i.e. “B”) . Using these binomial counts as response variable, 
we apply mixed-effects generalized linear models (GLMs) with a logit link function to the 
behavioural data, including a random effect of Subject and fixed effects of the experimental 
conditions. 
 
 
Combined analysis of behavioural precision and ERP peaks 
 
Two effects are investigated in the combined analysis: between-subjects effects and within-subjects 
effects. In the between-subjects analysis, we are interested in whether individual differences in 
audiovisual perception are reflected in early ERP peaks. To this end, we investigate correlations 
between individuals’ ERP peaks and their behavioural precision parameters. We hypothesise that 
subjects with a high behavioural precision would have a larger suppression of the ERP peaks, i.e. a 
negative correlation between absolute amplitude and behavioural precision. Since the behavioural 
parameters are bounded to non-negative values and are thus not normally distributed, we use 
Spearman correlations in this test. 

In the within-subjects analysis, we investigate whether the behavioural precision modulates 
the ERP peak amplitudes for each subject. That is, we investigate whether a difference in 
behavioural precision between high, mid and low SNR stimuli reflects a modulation of the ERP peak 
amplitudes. To this end, fit a regression line (peak = a*precision + b) for each participant, using the 
three (peak,precision) points. We hypothesise that the slope coefficients a would be smaller than 
zero, as larger precision would lead to a suppression of ERP peaks. 
 
 
 
Results 
 
Behavioural responses 
 
Figure 1 illustrates behavioural responses and cross-validation predictions. For McGurk Fusion 
stimuli, a GLM was fit to the counts of auditorily correct responses (i.e. “B”). A 3 (Visual SNR: high, 
mid low) by 2 (SOA: synchronous or asynchronous) analysis of Deviance (Type II Wald chi-squared 
tests) revealed significant main effects of Visual SNR and SOA (both p < 10-15), indicating that the 
experimental manipulations influenced behaviour. Additionally a significant interaction effect was 
found (p < 10-15) , possibly indicating a lack of visual influence in the asynchronous condition. A 
follow-up ANOVA of the asynchronous condition alone did however reveal a significant effect of the 
visual SNR manipulation (p < 10-7). 
 For congruent stimuli, the 2 (Stimulus: B or G) by 3 (Visual SNR: high, mid, low) analysis of 
Deviance revealed a significant effect of Visual SNR (p < 10-15), indicating that the SNR manipulation 
did indeed affect behaviour. Additionally, there was a significant main effect of Stimulus (p < 10-15) 
and a Stimulus x Visual SNR interaction (p < 10-10). Finally, for visual-only responses, the  2 (Stimulus: 
B or G) by 3 (Visual SNR: high, mid, low) analysis of Deviance similarly revealed a main effect of 
Visual SNR (p < 10-15) on the number of correct responses, in addition to a main effect of Stimulus 
(p < 10-15) and a Stimulus x Visual SNR interaction (p < 10-15).  
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Figure 1. Top row: Behavioural responses to visual G  and B in high, mid and low SNR (left to right). 
Second row (left to right): Behavioural responses to auditory B alone and combined with visual G and 
B of the three different SNR levels. Third row (left to right) Behavioural responses to auditory G alone 
and combined with visual G of the three different SNR levels. Audiovisual stimuli were presented 
either in synch (blue bars) or out of synch (red bars). Error bars represent the standard error of the 
mean. 
 
 
Modelling 
 
Fitting the two different implementations of the Joint Prior model of audiovisual speech perception, 
we found that the extended model was found to have significantly lower cross-validation error than 
the standard model (p = 0.0012, Wilcoxon signed rank test). This model was therefore used in the 
further analysis. To accurately represent the prediction performance of the model, the model 
predictions reported in Figure 1 are those done on the left-out stimuli. 
 The precision parameters for the McGurk stimuli are presented in Figure 2. As expected, the 
precision parameters estimated from the behavioural responses increase with the SNR of the visual 
component: pairwise one-sided Wilcoxon signed rank tests revealed that high SNR stimuli yielded 
higher precision than mid SNR (p < 10-4) and that mid SNR had higher precision than low SNR (p < 
10-4). 
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ERP analyses 
 
Event-related potentials for Auditory-only and the three synchronous McGurk fusion conditions are 
plotted in Figure 2. A 4-way (Stimulus: AV-high, AV-mid, AV-low, A-only) repeated-measures ANOVA 
of the N1 peak amplitudes showed a main effect of Stimulus (F(3,83) = 4.36 p = 0.0076), which 
disappeared when the Auditory-only stimulus was removed from the comparison. Similarly, the 
P50-N1 peak-to-peak amplitude was analysed in a 4-way repeated-measures ANOVA (Stimulus: AV-
high, AV-mid, AV-low, A-only), revealing a significant effect of Stimulus (F(3,83) = 12.83, p < 10-5) 
which persisted when the Auditory-only condition was from analysis (F(2,62) = 3.63, p = 0.0356). 
For the P2, an analogous mixed-effects ANOVA revealed no significant effect of Stimulus for the full 
comparison (AV-high, AV-mid, AV-low, A-only), although there was a trend towards a difference 
between the three audiovisual conditions when compared without the Auditory-only condition 
(F(2,62) = 2.91, p = 0.0662). Thus, in subsequent analyses we will focus on the P50-N1 peak-to-peak 
amplitude and the P2 amplitude. 
 

 
Figure 2. Left: Mean behavioural precision (arbitrary units) for synchronous McGurk stimuli with high, 
mid and low visual SNR. Right: Event-related potential for the corresponding McGurk conditions 
(blue, red and green lines). Auditory-only B displayed for reference (dashed line). The vertical line 
represents the auditory syllable onset. 
 
 
ERP peaks and Model parameters 
 
Investigating between-subjects behavioural modulation of ERP peaks, we computed the Spearman 
rank-correlation between the P50-N1 peak-to-peak amplitude and behavioural precision separately 
for each visual SNR level and tested whether they were significantly smaller than zero.  The 
correlation was significantly smaller than zero for high (rho = -0.5987, p = 0.0025) and mid visual 
SNR (rho = -0.6065, p = 0.0021) but not for low visual SNR (rho = -0.2896, p = 0.1011). The 
behavioural precision parameters are plotted together with the peak-to-peak amplitude in Figure 
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3. However, contrary to our hypothesis, there was a positive correlation between amplitude and P2 
amplitude for all SNR levels (rho = 0.2325, 0.5338, 0.6753 for high, mid and low visual SNR, 
respectively). 

Investigating within-subject behavioural modulation of ERP peaks, we fit regression lines to 
the three (precision, peak) points of each subject and analysed the slope coefficients. One-sided t-
tests on the regression slopes revealed that they were significantly smaller than zero for the P50-
N1 peak-to-peak amplitude (p = 0.0477) as well as for the P2 amplitude (p = 0.0323). See Figure 3 
for plots of the individual regression lines together with the data.  

 

 
 
Figure 3. Scatter plots of behavioural precision parameters and ERP peak amplitudes for the P50-N1 
(left) and P2 (right) components. Top row: Behavioural precision (x-axis) and raw ERP peak values (y-
axis) for each SNR level (blue, green and red for high, mid and low SNR, respectively). Bottom row: 
Observed peak values plotted with individual regression slopes. The regression intercept has been 
subtracted from the observations. Each line represents an individual’s slope, the red line showing the 
mean slope. Lines in the shaded area have a negative slope coefficient.  

P50-N1 P2

N
or

m
al

is
ed

 E
R

P 
am

pl
itu

de

behavioural precision

0 0.5 1 1.5 2 2.5 3 3.5
-8

-6

-4

-2

0

2

4

6

8

0 0.5 1 1.5 2 2.5 3 3.5
-8

-6

-4

-2

0

2

4

6

8

R
aw

 E
R

P 
am

pl
itu

de
 

behavioural precision

P50-N1 P2



 11 

 
Discussion 
 
 
Although the current data analysis is still ongoing and hence, the results must be regarded as 
preliminary, they do suggest a link between early ERP components and parameters from 
computational modelling. Thus far, there are 2 key findings: (i) subjects with higher behavioural 
precision also in general have a more suppressed P50/N1, and (ii) increasing behavioural precision 
significantly suppresses the P50/N1 and P2 for single subjects. 

The differences between subjects are manifested in a statistically significant negative 
correlation between P50-N1 peak-to-peak amplitude and behavioural precision for the high and mid 
SNR conditions. This is consistent with the finding that visual information suppresses early ERP 
components (van Wassenhove et al., 2005). Thus, the negative correlation suggests an increased 
audiovisual facilitation in subjects who were more precise in their responses. The correlation was 
not significant for the low SNR condition (possibly because of a floor effect as the behavioural 
precision approached zero), although trending towards the same direction as for the two clearer 
conditions. However, contrary to our hypothesis there was a positive correlation between P2 
amplitude and behavioural precision. The reason for this reversed effect is not clear. A possible 
explanation could be that some subjects payed less attention to the auditory modality than the rest, 
resulting in a lower ERP amplitude as well as a lower behavioural precision. Attention-related 
explanations of suppressed audiovisual ERPs have been suggested in earlier studies of audiovisual 
speech, for example by Pilling et al (2009). However, this explanation is only tentative and could be 
further investigated, for example by including ERPs from other conditions in the analysis. 
 The finding that increasing behavioural precision significantly suppresses the P50/N1 and 
the P2 for single subjects is derived from the regression analysis of ERP amplitudes as a function of 
behavioural precision. The individual regression slopes were significantly negative for both the P50-
N1 peak-to-peak amplitude and for the P2 component, indicating that individuals’ ERP peaks were 
suppressed by perceptually relevant information. This result is in line with the finding that syllables 
which are more easily visually identified modulate the N1 and P2 to a larger degree (van 
Wassenhove et al., 2005). However, by demonstrating that the ERP suppression is a function of the 
audiovisual gain in precision for identical syllables of varying SNR, our result is a generalisation of 
the previous finding. It shows that, rather than being some artefact of spectrotemporal properties 
of certain visual syllables, the P50/N1 suppression as well as the P2 suppression is directly related 
to the gain in behavioural precision which comes with adding a visual stimulus.  

These findings do not only shed new light on how audiovisual perception modulates well-
known ERP components, but also suggest that our computational modelling approach captures 
relevant aspects of neural processing. The finding that individuals with a high behavioural precision 
had a more suppressed P50/N1 amplitude shows that our modelling approach is sensitive to the 
individual differences in audiovisual perception which have previously been reported in the 
literature (Mallick et al., 2015; Schwartz, 2010). Moreover, the finding that increasing behavioural 
precision suppresses the P50/N1 as well as the P2 for single subjects shows that our model is 
sensitive to how the same individual may process different audiovisual speech stimuli. In theory, 
many models with enough free parameters could achieve a good fit to the behavioural data without 
having any meaningful relationship with the electrophysiological signal. Moreover, even using the 
same Joint Prior model of speech perception, we could have fit the model even more closely to the 
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observations by not applying cross-validation or regularization. We argued that using cross-
validation and regularization would improve the stability of the model, and we believe that our 
results show that the model parameters obtained with this procedure are indeed meaningful. 
Critically, it is the precision parameters that we regularized in order to avoid unstable model fits, 
and it is exactly these parameters that we have shown are related to the EEG signal.  
 The results of the study are still preliminary and should be interpreted with caution. Several 
points are yet unclear and need further analyses before conclusions could be drawn. Most 
importantly, the P50-N1 peak-to-peak amplitude used as a feature in this preliminary analysis does 
not have a clear neural interpretation. Whereas the N1/P2 peak-to-peak amplitude has been used 
in previous studies (Pilling, 2009), the P50/N1 difference has not been studied before and thus it is 
not clear whether it constitutes a viable ERP component. However, we do not expect any effects of 
the visual SNR manipulation on the auditory P50, as no study of audiovisual speech perception has 
yet reported visual modulation of the auditory P50. One study using non-naturalistic audiovisual 
stimuli did find a difference between auditory-only and audiovisual conditions at the P50, but only 
when subjects were explicitly instructed to attend to both modalities in the audiovisual condition 
(Talsma et al., 2006). The authors of this study argue that the P50 effects could be due to the 
allocation of attentional resources. Although our study does not explicitly control for attention, we 
believe that attention would be similarly allocated for the three different visual SNR levels, because 
they only differ in visual SNR. Thus, using the P50 peak as a starting point for measuring the N1 
amplitude may be a viable approach. However, further investigation has to be done before this 
claim can be substantiated. 
 A second point of caution is how robust the results are to different ERP analysis approaches. 
We have selected amplitude peak values on an individual basis for the P50 and N1 components. An 
alternative frequently applied approach would be to analyse the ERP amplitude over a time window 
around the grand-averaged ERP peak (as was done for the P2, where individual peaks could not be 
identify). The individual peaks approach has the advantage of being sensitive to individual 
differences in processing latency, as well as latency shifts in ERP peaks between conditions. 
Nevertheless, it  has the disadvantage of relying on the max statistic (the peak value), which is more 
sensitive to noise than the mean statistic. Thus, the current analysis could be complemented by an 
analysis extracting time-averaged ERP values. 
 In conclusion, we have found tentative evidence of a link between parameters from 
computational modelling of audiovisual speech perception and early auditory ERP components. 
Although these results are preliminary and should be taken with caution, they indicate that both 
between-subjects and within-subjects differences can be identified with this dual analysis approach. 
We believe that this points out an interesting new path of enquiry and hope that it will spur new 
research questions and new knowledge within the field of audiovisual speech perception.  
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