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Summary
An ubiquitous source of nuisance in data analysis is missing values, where individual
data points can be incomplete with observed parts and missing parts. This nuisance is
not new and a vast literature has developed in the field over the past 50 years. Missing
values forces the analyst to make choices, either explicitly or implicitly, about how to
proceed with a given analysis. These choices are mostly perceived to be of practical
nature, but often tacetly imply analytical assumptions.

The challenges that missing data imposes can be handled in a statistically principled
manner by marginalizing over the missing data in probabilistic models. Probabilistic
generative models with latent variables have shown their usefulness in the past for di-
mensionality reduction and density modelling and have recently been used successfully
in a diverse set of complex problem domains, with and without missing data.

We develop and analyze probabilistic generative models with latent variables in missing
data problems and consider their use from several angles. Missing values can be seen
as a loss of information leading to an increased uncertainty about the individual data-
point. This loss of information leads to a decrease in performance when learning model
parameters over a dataset. In an analytically tractable case the effect of missing values
on parameter estimates is investigated.

The missing mechanisms giving rise to the missing data may be arbitrarily complex and
potentially entangled with the values of the missing data, had they been observed. A
missing mask is used to indicate which data elements are observed or missing and a
model of the mask is used as an approximation to the true missing mechanism. Un-
der some assumptions about the missing model it can be ignored during data analysis,
but when these assumptions are unwarranted, ignoring the missing model leads to bi-
ased inference and learning. We introduce a modelling approach utilizing the tools of
amortized variational inference to model the observed data and the missing mask jointly.

Finally, in supervised learning no distribution over the covariates is typically assumed
and the usual approach of marginalizing over the missing features is not possible. We
investigate different methods for handling missing values in the covariates and propose
an approach to marginalizing over missing features in a joint model of targets and co-
variates, while keeping the discriminative model architecture intact.
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Summary (Danish)
En allestedsnærverende kilde til udfordringer i data analyse er manglende værdier, hvor
individuelle datapunkter kan være ufuldstændige med dele der er observeret og dele der
er manglende. Denne udfordring er ikke ny og en omfattende literatur er blevet udviklet
på området inden for de sidste 50 år. Manglende værdier tvinger dataanalytikeren til
at træffe valg, endten explicit eller implicit, om hvordan en given analyse skal gribes
an. Disse valg opfattes mest som værende af praktisk karakter, men indebærer ofte
analytiske antagelser.

De udfordringer som manglende data medfører kan håndteres på en statistisk principiel
måde ved at integrere over manglende data i probabilistiske modeller. Probabilistiske
generative modeller med latente variable har tidligere vist deres brugbarhed i dimension-
alitetsreduktion og densitetmodellering og er for nylig blevet brugt med succes i et bredt
sæt af komplekse problemedomæner, med og uden manglende data.

We udvikler og analyserer probabilistiske generative modeller med latente variable i
problemer med manglende data og betragter deres brug fra flere forskellige vinkler. Man-
glende værdier kan opfattes som et tab af information der leder til en øget usikkerhed om
det individuelle datapunkt. Dette tab af information medfører et præstationstab i læring
af parametre, givet et dataset. Vi undersøger hvordan parameterestimater påvirkes af
manglende værdier i en analyserbar model.

Mekanismen der giver anledning til manglende data kan være arbitrært kompleks og
potentielt forbundet med værdierne af det manglende data, havde vi observeret dem.
En maske bruges til at indikere manglende værdier og en model af masken bruges som
en approksimation til den sande missingmekanisme. Under nogle antagelser om miss-
ingmodellen kan den ignoreres i dataanalysen, men når disse antagelser ikke holder,
leder ignorering af missingmodellen til systematiske afvigelser i inferens og læring. Vi
introducer en tilgang til modellering der bruger redskaberne fra amortiseret variational
inferens til at modellere både det observerede data og masken.

I superviseret læring antages der typisk ingen fordeling over kovariater og den sædvanlige
fremgangsmåde med at integrere over manglende data er ikke mulig. Vi undersøger
forskellige metoder til at håndtere manglende data i kovariater og foreslår en tilgang til
marginalisering over manglende værdier i en fælles model af afhængige of uafhængige
variable, mens den diskriminative modelarkitektur holdes fast.
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CHAPTER 1
Introduction

This Ph.D. project is focused on the broad issue of handling missing values in probabilis-
tic generative models with latent variables. The motivation behind this investigation
has been the profound impact of missing data on data analysis in general and the need
for methods that can cope with missing data as part of a pre-processing step in Machine
Learning as a Service. Probabilistic models provide a statistically principled way of
coping with missing data. Generative models with latent variables are a powerful class
of models that can provide flexible descriptions of the data distribution and access to
latent representations of the data. Together they constitute a principled way of handling
missing data in large complex datasets while learning data distributions and latent rep-
resentations.

Partially observed datapoints, where the unobserved parts are termed missing values or
missing data, introduce scientific and practical challenges for several reasons (Schafer
et al., 2002). First, it constitutes a loss of information leading to increased uncertainty
about the state of single observations and resulting in degraded learning performance
of a given model over the dataset. Second, most standard data analysis methods and
implementations are not designed to handle missing data. Third, the loss of information
may not be random, only leading to increased uncertainty, but may systematically ob-
scure certain features in a mechanism that depends on the obscured features themselves.
This will give biased parameter estimates in methods that only focus on the observed
data distribution, not taking the missing mechanism into account.

Missing data is ubiquitous in data analysis and the sources of missing data are plentiful.
The missing data may arise from sensor failures or other data capture malfunctions,
from the aggregation of different information sources, by design in controlled studies
within agriculture or polling situations, due to the expense of performing a medical diag-
nostic and through many other processes. Unprecedentedly large datasets have become
part of standard analytical settings due to cheap sensors for monitoring processes, cheap
storage and automated data collection and though the volume of data is increasing, the
completeness of each datapoint is not guaranteed. This poses a double challenge for
analytical methods, handling the large amounts of data while being able to deal with
missing values.

At the same time the large amounts of data allows for an increase in complexity in the
models used to describe the data. Deep Learning (Goodfellow, Bengio, et al., 2016) has
shown how large amounts of data translates into key insights in domains such as natu-
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ral language processing (Devlin et al., 2018; Radford et al., 2019), image classifcation
and generation (LeCun et al., 1998; Krizhevsky et al., 2012; Mao et al., 2017; Good-
fellow, Pouget-Abadie, et al., 2014; Zhang et al., 2019), biological sequencing (Gómez-
Bombarelli et al., 2018; Lopez et al., 2018; AlQuraishi, 2019), audio processing (Amodei
et al., 2016; Oord et al., 2016) and many other high dimensional domains.

Generative models are a class of models which come with an assumption of how the
observed data was generated, often from latent variables (S. Roweis et al., 1999). Their
probabilistic formulation can handle incomplete data by marginalizing over the missing
values (Little et al., 2019; Gelman et al., 2013). The powerful function approximators of
deep learning have recently been applied to generative models to increase the flexibility
and learnability of this class of models.

This thesis investigates the use of probabilistic generative models with latent variables
in missing data problems, in particular:

• how learning and inference are affected by missing data

• how deep generative modelling is applied to missing data problems

• how non-trivial missing processes can be approached in generative models

• how the power of deep generative models can be applied to supervised learning
with missing data
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1.1 Missing Data
Missing data is a fundamental condition of data analysis and the assumptions made
about the mechanisms leading to missing data matter for how the data analysis should
be conducted. The framework for how to approach data analysis in the presence of miss-
ing data was laid out by Rubin (1976). Here we introduce the notation and modelling
assumptions used.

We will define the data random variable x ∈ X where X = X1×...×Xp is a p-dimensional
feature space. N i.i.d. copies of the random variable x are arranged in a matrix, giving
rise to the random variable X = (x1, ..., xN)⊺ ∈ X N . We let {X, X, X̃} denote the ran-
dom variable, some general value of the random variable and a specific realisation of the
random variable, respectively. We let xij refer to the j’th feature of the i’th row of X.
In supervised learning we also have access to a response matrix Y = (y1, . . . , yn) ∈ Yn

that contains copies of the corresponding response variable y ∈ Y . For the following
discussion regarding missing mechanisms we can let Y be absorbed into X, following
Little et al. (2019) and Gelman et al. (2013).

A missing mechanism obscures parts of x resulting in the mask random variable s ∈
{0, 1}p. Again, N i.i.d copies of s are arranged in a matrix, giving rise to the random
variable S = (s1, ..., sN)⊺, where we let {S, S, S̃} denote the random variable, some
general value of it and a specific realization respectively. We let sij refer to the j’th
feature of the i’th row of S. The mask indicates when the data is observed such that

sij =

1 if xij observed,

0 if xij missing.
(1.1)

We define the incomplete data random variable w as, loosely following Josse et al. (2019)
and Morvan et al. (2020)

w = x ⊙ s + NA ⊙ (1 − s) (1.2)
where ⊙ is the Hadamard product, w ∈ X ∪ {NA} and missing values are defined as NA,
with NA · xij = NA and NA · 0 = 0.

The non-zero entries of s are denoted obs(s) and zero-entries are denoted miss(s). We
let xobs(s) denote all the observed elements of x and xmiss(s) all the missing elements of
x. We will omit the s and write xobs, xmiss respectively, whenever the context is clear.

We assume there is a true underlying missing mechanism, s ∼ p∗(s|x), which is condi-
tional on x. A model, pϕ(s|x), is used as an approximation to the true distribution over
the missing data random variable, where ϕ ∈ Ωϕ are the parameters for this model.

Note that in many places the term ”missing mechanism” or ”missingness mechanism”
refers to the model of the true missing mechanism, (Mealli et al., 2015). We will try
to use ”missing mechanism” to describe the true underlying mechanism giving rise to
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missing data and ”missing model” to describe our model of this mechanism.

The data are drawn from an underlying distribution, x ∼ p∗(x). In unsupervised learning
the goal is to come up with a model, pθ(x), that can approximate the true distribution
of the data depending on a set of parameters θ ∈ Ωθ. In supervised learning there is
an underlying conditional distribution, p∗(y|x), which again can be approximated by a
model, pθ(y|x). This describes how the distribution of the response variable y ∈ YN

depends on the covariates x.

We approximate the joint distribution over data and missing mask with a model, pθ,ϕ(x, s).
Two trivial factorizations are the selection model

pθ,ϕ(x, s) = pθ(x)pϕ(s|x) (1.3)

where the mask probability distribution depends on the data and the pattern mixture
model (Little et al., 2002)

pξ,ν(x, s) = pξ(x|s)pν(s) (1.4)

where the data model is stratified by the different missing patterns, leading to 2p different
conditional data models. Our focus will be on the selection model.

1.1.1 Ignorability
In general we are interested in obtaining estimates of the parameters θ of the data model
pθ(x), via direct likelihood methods, such as maximum likelihood or Bayesian inference.
Usually the missing model itself is not of interest when learning models for the data,
but the assumptions made about the way that it depends on the underlying data val-
ues determines the appropriate way to learn the data model. These concepts were first
described in (Rubin, 1976) and have been elaborated many places since (see e.g. Little
et al., 2019; Sportisse et al., 2020; Josse et al., 2019; Seaman et al., 2013; Mealli et al.,
2015; Doretti et al., 2018).

To introduce the missing model assumptions we start by looking at two versions of the
likelihood. In a missing data context we have to address the full likelihood (Little et al.,
2019) based on all observed quantities,

pθ,ϕ(xobs, s) =
∫

pθ(xobs, xmiss)pϕ(s|xobs, xmiss)dxmiss. (1.5)

When ignoring the missing mechanism the ignorable likelihood (Little et al., 2019) is

pθ(xobs) =
∫

pθ(xobs, xmiss)dxmiss. (1.6)

The assumptions about the missing model are made in order to assess ignorability, i.e.
the conditions under which inference based on equation (1.5) is equivalent to inference
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based on equation (1.6) (Rubin, 1976; Little et al., 2019). So ignorability is a feature of
the assumed missing model, not necessarily a statement about the true missing mecha-
nism (Seaman et al., 2013).

Three general assumptions about the missing model can be made based on the relation-
ship between the mask and the data. As pointed out in (Seaman et al., 2013) there is
a notational divide between the more informal notation in works like (Ghahramani and
Jordan, 1995; Schafer et al., 2002; Little et al., 2002) compared to the clear notation in
(Rubin, 1976; Seaman et al., 2013; Little et al., 2019; Sportisse et al., 2020; Josse et al.,
2019; Doretti et al., 2018). We will first introduce the informal notation and go on to
introduce the the more clear notation.

1. If the missing model is assumed to be completely independent of the data,

pϕ(s|xobs, xmiss) = pϕ(s) ∀ϕ, x, (1.7)

then the missing values are said to be missing completely at random MCAR

2. If the missing model is allowed to depend on the observed part of the data,

pϕ(s|xobs, xmiss) = pϕ(s|xobs) ∀ϕ, xmiss, (1.8)

then the missing values are said to be missing at random MAR

3. If the missing model can depend on both observed and missing data,

pϕ(s|xobs, xmiss) ∀ϕ, (1.9)

then the missing values are said to be missing not at random MNAR

This informal notation is not implied in the original work of Rubin (1976) and as pointed
out in (Seaman et al., 2013) it is unclear whether the statements are made for all possible
realisations of the random variable or only particular realisations. Furthermore, there
has been some confusion whether this statement is about the true missing mechanism
or the missing model. Finally the MAR assumption seems to indicate conditional inde-
pendence on the missing data random variable, which is not the case.

Instead we use the notation following (Rubin, 1976; Seaman et al., 2013; Little et al.,
2019; Sportisse et al., 2020; Josse et al., 2019; Doretti et al., 2018), specifically we make
definitions equivalent to the ones presented in (Mealli et al., 2015)

Definition 1.1.1 The missing values are missing completely at random if

pϕ(S = S̃|X) = pϕ(S = S̃) ∀ϕ, X (1.10)

meaning that the conditional distribution of the mask at its realised value is completely
independent of the data. This is also termed realised MCAR (Seaman et al., 2013;
Sportisse et al., 2020).



6 1 Introduction

Definition 1.1.2 The missing values are missing at random if

pϕ(S = S̃|Xobs = X̃obs, Xmiss = Xmiss) (1.11)
= pϕ(S = S̃|Xobs = X̃obs, Xmiss = X ′,miss) ∀ϕ, Xmiss, X ′,miss (1.12)

This is also denoted realised MAR (Seaman et al., 2013; Sportisse et al., 2020). This
means that the conditional probability of the realised value of the mask, at the realised
value of the observed data, does not vary with the value of the missing data, for all
possible values of ϕ.

Definition 1.1.3 The missing values are missing not at random if

pϕ(S = S̃|Xobs = X̃obs, Xmiss = Xmiss) (1.13)
̸= pϕ(S = S̃|Xobs = X̃obs, Xmiss = X ′,miss) (1.14)

for some ϕ and some Xmiss ≠ X ′,miss.

This means that the evaluation of the realised mask conditional probability at the re-
alised value of the observed data can vary with the missing values, at least for some
value of ϕ.

These definitions are made only for specific realizations (S̃, X̃obs). Equivalent definitions
exist which hold for all possible realizations (S, Xobs), leading to everywhere MCAR and
everywhere MAR. The everywhere case is a stronger assumption which includes the re-
alised case.

Assuming MAR, definition 1.1.2, we have that

pθ,ϕ(Xobs = X̃obs, S = S̃) (1.15)

=
∫

pθ(Xobs = X̃obs, Xmiss)pϕ(S = S̃|Xobs = X̃obs, Xmiss)dXmiss (1.16)

= pθ(Xobs = X̃obs)pϕ(S = S̃|Xobs = X̃obs). (1.17)

Here the full likelihood is proportional to the ignorable likelihood, pθ,ϕ(Xobs, S) ∝
pθ(Xobs), at the realization (X̃obs, S̃), when learning θ is the main goal. This means
the missing model can be ignored. The MCAR assumption also results in the full like-
lihood and the ignorable likelihood being proportional and thus implies ignorability.
Finally, in the MNAR case equation (1.5) does not factor to a product of data model
and missing model; the data model parameters and missing model parameters are tied
together through the unobserved entries of X.
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In direct likelihood inference, for ignorability to hold, we need the further assumption
that the joint parameter space (θ, ϕ) ∈ Ωθ,ϕ is distinct, such that Ωθ,ϕ = Ωθ × Ωϕ, (Ru-
bin, 1976; Little et al., 2019). For Bayesian inference we also need the assumption that
the parameters are independent in the prior p(θ, ϕ) = p(θ)p(ϕ), (Rubin, 1976; Gelman
et al., 2013).

Throughout this work, when assuming MAR we will be referring to definition 1.1.2,
i.e. realised MAR, the corresponding ignorability is based on the factorization in equa-
tion (1.17)
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1.2 Generative Modelling
In generative latent variable models the random variable x is assumed to arise from a
mapping from one or more, usually lower dimensional, latent variables z. These are ran-
dom variables that are unobservable, meaning that realisations of the latent variables
will never be available as part of the dataset. They are often introduced as a means
to facilitate analysis by dimensionality reduction, to represent domain specific latent
quantities (Bartholomew et al., 2011) or to provide flexible data descriptions.

There is a joint distribution over the two random variables pθ(x, z) which can trivially
be factorized as

pθ(x, z) = pθ(x|z)pθ(z), (1.18)
represented by the graphical model in figure 1.1. Here the conditional distribution
pθ(x|z) describes how the data x was generated from the latent random variable z,
dependent on a set of parameters θ. The marginal distribution of the data is obtained
by marginalizing over the latent variables

pθ(x) =
∫

pθ(x, z)dz. (1.19)

This marginal distribution of the data is also called the evidence or the marginal log
likelihood.

z

x θ

N

Figure 1.1: Generative model with observations x and latent variable z.

The specific form of the observation model pθ(x|z) and the prior pθ(z) determines the
properties of the model, notable examples being hidden Markov models, mixture of
Gaussians, factor analysis, independent component analysis and probabilistic principal
component analysis (S. Roweis et al., 1999). When the observation model is parameter-
ized by multilayer nonlinear functions, such as neural networks, the model becomes a
deep latent variable model, DLVM, which we will return to later.

We describe learning as the process of estimating the parameters of the model given
a dataset while inference is a term often used for the process of inferring the latent
variables, given fixed model parameters and a dataset (S. Roweis et al., 1999), using
Bayes theorem

pθ(z|x) = pθ(x, z)
pθ(x)

(1.20)
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1.2.1 Probabilistic Principal Component Analysis
A simple example of a probabilistic generative latent variable model is probabilistic
principal component analysis (PPCA, Tipping et al., 1999b; S. T. Roweis, 1998). The
p-dimensional observed data x is viewed as a noisy mapping from a d-dimensional latent
variable z, sampled from a standard normal distribution. This gives rise to the generative
process

p(z) = N (z|0, Id) (1.21)
pθ(x|z) = N (x|Az + µ, σ2Ip) (1.22)

with a p × d linear transformation matrix A, an offset µ and an isotropic uncorrelated
noise term ϵ ∼ N (0, σ2Ip). The parameters of interest are θ = (A, µ, σ) and these
can be found directly by maximizing the likelihood, using the evidence as the likelihood
function

pθ(x) =
∫

pθ(x|z)p(z)dz

= N (x|µ, AA⊺ + σ2Ip)
(1.23)

The posterior distribution of the latent variable is again Gaussian and given by (see
appendix D.1)

pθ(z|x) = N (z|(A⊺A + σ2Id)−1A⊺(x − µ), σ2(A⊺A + σ2Id)−1) (1.24)

In the no-missing case the ML parameter estimates for PPCA are found using the sin-
gular value decomposition, (SVD), of the data (Tipping et al., 1999b; S. T. Roweis, 1998).

Probabilistic PCA is a probabilistic generalisation of regular principal component anal-
ysis (PCA, Pearson, 1901), where A spans the same principal subspace as the regular
PCA solution. All conditional distributions are Gaussian and both the evidence and
the latent variable posterior are tractable. This is usually not the case in more complex
models. Probabilistic PCA is also closely linked to factor analysis the difference being
that a diagonal rather than isotropic noise variance is assumed in factor analysis.

1.2.2 Deep Latent Variable Models
In deep latent variable models (DLVMs, Kingma and Welling, 2013; Rezende et al.,
2014) the conditional distribution pθ(x|z) is parameterized by the output from deep
neural networks, in order to increase the flexibility of the generative model. We have
the following generative process

p(z) = N (z|0, I) (1.25)
pθ(x|z) = Φ(x|fθ(x)) (1.26)

where the observation model Φ(x|fθ(x)) is a parametric family of distributions, e.g. the
Gaussian for continuous data and the Bernoulli for binary data. It is parameterized
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by a nonlinear function fθ(z), typically a neural network, where the model parameters
θ ∈ Ωθ are the weights and biases of the neural network. This neural network is often
called the decoder or generative network. For example, if the observation model and
prior are Gaussian we could have a generative model, as in (Kingma and Welling, 2013;
Rezende et al., 2014)

p(z) = N (z|0, I)
(µ, log σ) = fθ(z)

pθ(x|z) = N (x|µ, diag(σ))
(1.27)

This greatly increases the flexibility of the model compared to PPCA, but also results
in the evidence and the posterior being intractable.

1.3 Learning and Inference
In probabilistic generative models with latent variables we are interested in two main
things, learning the model parameters and inference for the latent variables. In learning,
the central task is to find parameter estimates such that the approximating distribution
becomes close to the true distribution pθ(x) ≈ p∗(x). An often used tool for this
parameter search is the maximum likelihood, ML, principle, that is, finding the parameter
values which result in the highest likelihood,

θ̂ = argmax
θ∈Ωθ

pθ(X) (1.28)

This approach minimizes the KL divergence between the empirical data distribution and
the model, (Goodfellow, Bengio, et al., 2016). In general there may not be one parame-
ter estimate which maximizes the log likelihood, but several maxima.

If the data are i.i.d. then pθ(X) = ∏n
i=1 pθ(xi) and we get the log likelihood

ℓ(θ) =
n∑

i=1
log pθ(xi) (1.29)

As the logarithm is a monotonically increasing function the log likelihood has maxi-
mum at the same value of θ as the likelihood, while it is more convenient to use the
log likelihood during numerical optimization for numerical stability. The objective for
optimization becomes

θ̂ = argmax
θ∈Ωθ

ℓ(θ) (1.30)

A maximum of the log likelihood with respect to the model parameters can in some
cases be obtained in a single step, if the parameters of interest can be found in

∇θ log pθ(X) = 0 (1.31)

where ∇θ log pθ(X) is the derivative of the marginal log likelihood with respect to the
model parameters. In general this is not the case and iterative or step-wise schemes are
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needed to perform the optimization.

The analytical tractability of pθ(x) provides at least three cases to consider

1. pθ(x) is tractable and closed form expressions for the MLE of the parameters are
available

2. pθ(x) is tractiable, but no closed form expressions for the MLE of the parameters
are available

3. pθ(x) is intractable and therefore no closed form expressions for the MLE of the
parameters are available

Except for simple cases, like PPCA, pθ(x) is often analytically intractable and approxi-
mate methods are needed to approach the optimization problem. Furthermore, even in
cases where closed form solutions exist for fully observed data, there may be no closed
form solution when missing values are introduced.

Inference for the latent variables, given a dataset and fixed parameter estimates, can
be based on Bayes theorem in equation (1.20). However, if the evidence is intractable
it does not only affect the learning problem, it also results in an intractable posterior,
pθ(z|x), due to the relation between the evidence and the posterior.

In the following, methods for addressing the learning and inference problem will be
presented.

1.3.1 Stochastic Gradient Descent
If maximum likelihood estimates for the parameters cannot be used or obtained, either
due to the size of the training data or no available closed form solutions, a step-wise op-
timization process known as stochastic gradient descent (SGD) can be applied, if pθ(x)
itself is tractable. If pθ(x) is intractable then some other tractable approximate objec-
tive needs to take its place.

In SGD the parameter values are being updated iteratively in small steps in the direc-
tion of the negative gradient in order to move towards parameter values with higher
likelihoods, by generating a sequence of parameters indexed by t,

θt+1 = θt − α∇θ log pθ(x) (1.32)

where α > 0 is a hyperparameter known as the learning rate, controlling the step size. In
convex optimization problems, with a suitable learning rate, this will move the objective
towards the maximum likelihood solution while in general in non-convex optimization
this will increase the log likelihood (again, for a suitable learning rate), but converge
towards a local maximum. Many variants of SGD exist that can improve convergence
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drastically in deep learning models (Kingma and Ba, 2014; Duchi et al., 2011; Tieleman
et al., 2012).

1.3.2 Markov chain Monte Carlo
In Bayesian data analysis there is no difference between latent variables and parame-
ters, they are both unobserved random variables with prior and posterior distributions.
In this work we are typically using maximum likelihood estimates for the parameters,
so Bayesian inference is only concerned with the latent variable z. At a fixed set of
parameters θ the target distribution is the latent variable posterior,

pθ(z|x) = pθ(x|z)p(z)
pθ(x)

(1.33)

Markov chain Monte Carlo (MCMC) techniques are often used to get samples from the
posterior, where a sampling process is devised such that it is guaranteed to converge to
the target distribution (Gelman et al., 2013). Once the sampling process has converged,
subsequent draws from the Markov chain can be used as samples from the target distri-
bution.

There are many different ways to construct Markov chains which converge to the target
distribution, we will briefly introduce two such methods.

1.3.2.1 Metropolis-Hastings algorithm
The Metropolis-Hastings algorithm (Metropolis et al., 1953; Hastings, 1970) proceeds as
follows,

• initialize z0 randomly or with some educated guess

• at time t, sample a proposal z̃ ∼ J(z|zt−1) where J is some proposal distribution

• calculate the ratio r = p(z̃|x)/J(z̃|zt−1)
p(zt−1|x)/J(zt−1|z̃)

• set

zt =
{

z̃ with probability min(r, 1)
zt−1 otherwise

and repeat the process from step two

If evaluating the proposal in the true posterior p(z̃|x) is not possible, the unnormalized
posterior p̃(z̃|x) = p(x|z̃)p(z̃) ∝ p(z̃|x), if available, can be used instead.
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1.3.2.2 Gibbs sampling
In Gibbs sampling (Geman et al., 1984) the latent quantities are divided into subvectors,
z = (z1, . . . , zd) and samples from the joint distribution of these subvectors are obtained
by sampling each subvector conditional on all the others at their current values. More
formally, in each iteration t, a draw for each subvector is made, conditional on all the
other subvectors,

zt
j ∼ p(zj|zt−1

−j , x) (1.34)

where zt−1
−j = (zt

1, . . . , zt
j−1, zt−1

j+1, . . . , zt−1
d ).

Both Metropolis-Hastings and Gibbs sampling have been used in missing data problems.
Particularly a variant of Gibbs sampling, as implemented in the popular framework mul-
tivariate imputation by chained equations, MICE (Buuren et al., 2010; Azur et al., 2011).
The missForest method (Stekhoven et al., 2012), uses a similar approach where random
forests are used as the tool for regression.

1.3.3 Variational Inference and the ELBO
Another approach to inference in Bayesian models is variational inference (VI, Jordan
et al., 1999; Blei et al., 2017). Here the aim is to approximate the true posterior pθ(z|x)
by a simpler distribution qγ(z), the variational distribution, and turn the inference prob-
lem into an optimization problem. Trying to solve this inference problem can help with
the learning problem as well.

The variational distribution is part of a class of probability density functions Q and we
would like to find a q ∈ Q such that q∗

γ(z) ≈ pθ(z|x). We can search for the optimal
q by minimizing the Kullback-Leibler divergence between the true posterior and the
variational posterior,

q∗
γ(z) = argmin

q∈Q
DKL(qγ(z)||pθ(z|x)) (1.35)

This is, for a given parametric family Q such as the Gaussian, an optimization problem
over the variational parameters γ ∈ Ωγ. We have that

DKL(qγ(z)||pθ(z|x)) = Eqγ(z) [log qγ(z) − log pθ(z|x)]

= Eqγ(z)

[
log qγ(z) − log pθ(x, z)

pθ(x)

]
= Eqγ(z) [log qγ(z) − log pθ(x, z)] + log pθ(x)

(1.36)

which means that the log likelihood can be decomposed as

log pθ(x) = DKL (qγ(z)||pθ(z|x))︸ ︷︷ ︸
approximation gap

+Eqγ(z) [log pθ(x, z) − log qγ(z)]︸ ︷︷ ︸
ELBO

(1.37)
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Since DKL(q||p) ≥ 0 in general, the second term on the right is a lower bound on the
evidence, the evidence lower bound (ELBO),

L(θ, γ) := Eqγ(z) [log pθ(x, z) − log qγ(z)] (1.38)

Instead of having to deal with the intractable pθ(x), the ELBO can be used as the
objective for optimization, which results in an optimization problem over parameters
θ and γ. In the case that the variational posterior comes from the same parametric
family as the true posterior, and the optimal variational parameters are found such that
qγ(z) = pθ(z|x), the ELBO is tight, meaning that L(θ, γ) = log pθ(x).

The approximation gap is due to the true posterior being approximated by a, in general,
simpler distribution (Cremer et al., 2018). If the variational posterior is from the same
parametric family as the true posterior the approximation gap can be tight.

The formulation of the ELBO in equation (1.38) can be used to derive different optimiza-
tion schemes, such as traditional VI, amortized VI and the expectation maximization
algorithm.

Traditional VI is used in a Bayesian setting so the variational distributions are over
latent variables and model parameters (see e.g. Bishop, 2006; Murphy, 2012). Therefore
there are no θ parameters and z consists of both latent variables and parameters. In
the mean field assumption the variational distribution is assumed to factorize over some
partition of the latent variables and is individual to each datapoint,

qγ(zi) =
M∏

m=1
qγi,m

(zi,m) (1.39)

This has for example been employed to get posterior distributions in Bayesian PCA by
Bishop (1999) and bayesian PCA with missing data by Ilin et al. (2010).

1.3.4 Expectation Maximization
The introduction of missing data in many cases renders closed form maximum likeli-
hood solutions for simple models useless, e.g. in the multivariate normal distribution or
in PPCA, since both the covariance matrix and the SVD are ill defined in the presence of
missing. The formalization of the expectation maximization (EM, Dempster et al., 1977)
algorithm helped provide maximum likelihood parameter estimates for many missing-
data and latent variable problems, see e.g. (Ghahramani, Hinton, et al., 1996) for a
mixture of factor analyzers or (Ghahramani and Jordan, 1995) for an EM algorithm for
mixture distributions with missing data.
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In an EM context, the incomplete-data log likelihood or observed-data log likelihood
(Bishop, 2006; Little et al., 2019; Gelman et al., 2013)

log pθ(x) =
∫

pθ(x, z)dz (1.40)

is the likelihood that needs to be maximized. In order to do this, the EM algorithm
makes use of the complete-data log likelihood log pθ(x, z).

The EM algorithm is useful in cases where the log likelihood is intractable due to latent
variables or missing data and can be derived by looking at the decomposition of the
log likelihood in equation (1.37). Expectation maximization is an iterative algorithm
and starts by taking a random initialization of the parameters as the current parameter
estimate θ(t). The true posterior at this current parameter estimate is inserted as the
variational distribution in the lower bound,

L(θ, θ(t)) = Ep
θ(t) (z|x) [log pθ(x, z) − log pθ(t)(z|x)] (1.41)

= Ep
θ(t) (z|x) [log pθ(x, z)] − Ep

θ(t) (z|x) [log pθ(t)(z|x)] (1.42)

Since the true posterior is used as the variational distribution here, the lower bound is
tight, L(θ, θ(t)) = log pθ(x). This means that any update to the parameter θ which
increases the lower bound is guaranteed to increase the evidence as well. So how is θ
updated such that the lower bound increases?

The second term in equation (1.42) is the entropy of the variational posterior at the
current parameter estimate, and is constant with respect to the general parameter θ. The
first term, Ep

θ(t) (z|x) [log pθ(x, z)], is the expected complete-data log likelihood, sometimes
denoted Q(θ, θt) (Bishop, 2006; Murphy, 2012). This varies with θ so we can maximize
this with respect to θ in order to increase the lower bound, and thereby the log likelihood

θ(t+1) = argmax
θ∈Ωθ

Ep
θ(t) (z|x) [log pθ(x, z)] (1.43)

This constitutes the E and M steps of the EM algorithm

• E-step: compute the expected the complete-data log likelihood
Ep

θ(t) (z|x) [log pθ(x, z)]

• M-step: find a new parameter estimate by maximizing
θ(t+1) = argmax

θ∈Ωθ

Ep
θ(t) (z|x) [log pθ(x, z)]

where the E-step zeros the approximation gap between the lower bound and the log like-
lihood and in the M-step the maximzation of the ELBO pushes up on the log likelihood,
which will increase by at least as much as the ELBO. The two-step procedure of the EM
algorithm splits up learning and inference in the sense that the E-step is inference for
the latent variables and the M-step is learning the parameters of the model.
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The EM algorithm has been used to find the parameters in PPCA (Tipping et al., 1999b;
S. T. Roweis, 1998), and is outlined in appendix D.2. In some cases the E-step or the
M-step can be intractable, and extensions to the EM algorithm such as stochastic EM
or variational EM may be needed (see e.g. Neal et al., 1998; Little et al., 2019).

1.3.5 Amortized Variational Inference
In DLVMs the log likelihood is intractable so no maximum likelihood estimates are avail-
able and SGD cannot be applied directly either. In the standard EM algorithm the E
and M steps become intractable as well, though attempts at a modified EM approach
have been made (Dieng et al., 2019).

To tackle these issues Kingma and Welling (2013) and Rezende et al. (2014) turned to
the ELBO in equation (1.38), proposing to amortize the learning of the variational dis-
tribution, resulting in amortized variational inference (Gershman et al., 2014). Instead
of having variational parameters for each individual observation, the variational distri-
bution is parameterized by the output from a neural network, the inference network,
recognition model or encoder

qγ(z|x) = Ψ(z|hγ(x)) (1.44)

where Ψ(z|hγ(x)) is a parametric family of typically continuous distributions, such as
the Gaussian or Student’s t. The nonlinear function hγ(x) parameterizes the variational
distribution, meaning that the variational parameters γ ∈ Ωγ are no longer specific to
each observation, but are now the weights and biases of the inference network, shared
across all observations. This gives rise to the graphical model figure 1.2. The model
formulation with an encoder-decoder pair resembles that of autoencoders and gives the
model its common name, the variational autoencoder (VAE, Kingma and Welling, 2013).

z

x θ

γ

N

Figure 1.2: Deep latent variable model, consisting of a generative model and recogni-
tion model.

With the ammortization of the parameters of the variational posterior, the marginal
log likelihood can again be decomposed as the KL divergence between the true and
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variational posterior and the ELBO,
log pθ(x) = DKL(qγ(z|x)||pθ(z|x))︸ ︷︷ ︸

approx. and amortization gap

+Eqγ(z|x) [log pθ(x, z) − log qγ(z|x)]︸ ︷︷ ︸
ELBO

(1.45)

The KL divergence now contains both the approximation gap and an amortization gap,
which can be tight if the inference network has large capacity (Cremer et al., 2018;
Mattei et al., 2018). The amortized variational inference ELBO is

L(θ, γ) := Eqγ(z|x) [log pθ(x, z) − log qγ(z|x)] (1.46)
Amortized variational inference proceeds by maximizing the ELBO with respect to both
generative and variational parameters concurrently, so that the evidence will increase
and the KL divergence between the true and variational posterior will decrease, if the
ELBO is reasonably tight. This means that both learning and inference are taking place
in the sense that the generative parameters are being learnt and the variational posterior
can be used as an approximation for the true posterior. However, as noted in (Dieng
et al., 2019), if the lower bound is far from tight, then the variational posterior can be
far from the true posterior and maximizing the ELBO does not necessarily increase the
evidence. This stresses the importance of tighter lower bounds.

The ELBO is optimized both with respect to the generative parameters θ and the
variational parameters γ, using stochastic gradient descent. Unbiased gradients for the
generative parameters can be obtained as

∇θL(θ, γ) = ∇θEqγ(z|x) [log pθ(x, z) − log qγ(z|x)] (1.47)
= Eqγ(z|x) [∇θ(log pθ(x, z) − log qγ(z|x))] (1.48)
= Eqγ(z|x) [∇θ log pθ(x, z)] (1.49)

≃ 1
L

L∑
l=1

∇θ log pθ(x, zl), zl ∼ qγ(z|x) (1.50)

where a Monte Carlo approximation of the expectation in equation (1.49) is used in
equation (1.50), where usually L = 1 sample is enough to get good results (Kingma and
Welling, 2013; Rezende et al., 2014). Obtaining unbiased gradients for the variational
parameters is not as easy since in general

∇γL(θ, γ) = ∇γEqγ(z|x) [log pθ(x, z) − log qγ(z|x)] (1.51)
̸= Eqγ(z|x) [∇γ(log pθ(x, z) − log qγ(z|x))] (1.52)

The log-derivative trick can be used to obtain an estimator known as the REINFORCE
estimator or black box estimator (see e.g. Ranganath et al., 2014; Mohamed et al., 2019;
Paisley et al., 2012)

∇γL(θ, γ) = ∇γEqγ(z|x) [log pθ(x, z) − log qγ(z|x)] (1.53)
= Eqγ(z|x) [(∇γ log qγ(z|x))(log pθ(x, z) − log qγ(z|x))] (1.54)

≃ 1
L

L∑
l=1

log pθ(x, zl)
qγ(zl|x)

∇γ log qγ(z|x), zl ∼ qγ(z|x) (1.55)
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While this gradient estimator is unbiased it suffers from high variance. The reparame-
terization trick was introduced in (Kingma and Welling, 2013; Rezende et al., 2014) to
ameliorate this issue. The random variable z ∼ qγ(z|x) is expressed as a differentiable
transformation of an auxiliary random variable ϵ such that

z = g(ϵ, γ, x), ϵ ∼ p(ϵ) (1.56)

The expectation over the variational distribution can then be replaced by an expecta-
tion over the auxiliary random variable and the gradient operator can move inside the
expectation,

∇γL(θ, γ) = ∇γEqγ(z|x) [log pθ(x, z) − log qγ(z|x)] (1.57)
= ∇γEp(ϵ) [log pθ(x, g(ϵ, γ, x)) − log qγ(g(ϵ, γ, x)|x)] (1.58)
= Ep(ϵ) [∇γ(log pθ(x, g(ϵ, γ, x)) − log qγ(g(ϵ, γ, x)|x))] (1.59)

≃ 1
L

L∑
l=1

∇γ log pθ(x, zl)
qγ(zl|x)

(1.60)

where zl = g(ϵl, γ, x) and ϵl ∼ p(ϵ) . For optimzation the L = 1 sample monte
carlo approximation of the gradient estimator is often used. Note that even using the
reparameterization trick, lower variance gradients can be obtained by reformulating the
calculation of the gradients (Roeder et al., 2017; Tucker et al., 2018). Lastly, the repa-
rameterization trick works mainly for continuous distributions. If the distribution is not
reparameterizable, other tricks exist, such as the Gumbel-Softmax (Jang et al., 2016),
see also (Mohamed et al., 2019).

The VAE can have multiple stochastic layers to learn more rich latent representations,
as suggested in (Rezende et al., 2014; Burda et al., 2015), using the reparameterization
trick when sampling from each stochastic layer. Learning in models with many stochastic
layers can become problematic and a plethora of tricks is needed to make sure the learn-
ing process does not default to non-informative stochastic layers, (Sønderby et al., 2016).

1.3.5.1 Amortized Variational Inference for PPCA
The EM algorithm for PPCA without missing data is in most cases reasonably fast,
but in settings with a high number of latent space dimensions, each EM cycle requires
the inversion of a correspondingly large matrix. Furthermore, when missing data is
introduced, such a matrix inversion is needed for each missing pattern, in general for
each data point. Batch EM algorithms are available (Liang et al., 2009), but here we
suggest the techniques just described to amortize inference in PPCA. If we let

p(z) = N (z|0, I) (1.61)
fθ(z) = Az + µ (1.62)

pθ(x|z) = N (x|fθ(z), σ2I)) (1.63)
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where A, µ and σ are learnable parameters, then the generative part of the model resem-
bles PPCA. At the same time we let the inference network parameterize a variational
posterior,

(µγ , log σγ) = hγ(x) (1.64)
qγ(z|x) = N (z|µγ , diag(σγ)) (1.65)

We can now learn the parameters of PPCA using SGD on the ELBO without the need for
matrix inversions pr datapoint. The approximation gap can be tight since the variational
posterior is in the same parametric family as the true posterior and the amortization
gap can be tight if the inference network is flexible enough (Mattei et al., 2018).

1.3.6 Importance Sampling
In general the expectation of a function of a random variable E [h(z)] with respect to a
distribution p(z) can be approximated as

E [h(z)] =
∫

h(z)p(z)dz

≃ 1
K

K∑
k=1

h(zk), zk ∼ p(z)
(1.66)

To increase the chance of getting samples from a region where h(z)p(z) is high, or in
cases where sampling from p(z) is infeasible, we can introduce a proposal distribution
q(z) and evaluate the expectation as

E [h(z)] =
∫

h(z)p(z)
q(z)

q(z)dz

≃ 1
K

K∑
k=1

p(zk)
q(zk)

h(zk), zk ∼ q(z)
(1.67)

Here q(z) should have the property that it is easy to sample from and does a better job
at sampling from high density regions than p(z). This approach is known as importance
sampling, (see e.g. Bishop, 2006; Gelman et al., 2013).

If the normalization constant of p(z) is unknown, such that p(z) = p̃(z)
Zp

, self-normalized
importance sampling, (SNIS), can be used where

E [h(z)] ≃
K∑

k=1
αkh(zk), (1.68)

with

αk = wk

w1 + . . . + wK

and ∀k ≤ K wk = p̃(zk)
q(zk)

, zk ∼ q(z) (1.69)
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and wk = p̃(zk)
q(zk) are called the importance weights.

If the interest is in getting samples from h(z) then sampling-importance resampling,
(SIR), can be used, using the importance weights and samples of z found in SNIS as
follows

• sample z from the already sampled set {z1, . . . , zK} with sampling probabilities
given by the importance weights {w1, . . . , wK}.

• evaluate h(z) and other quantities of interest, given the chosen sample.

• repeat the process with or without replacement until the desired number of samples
is reached.

The log likelihood in a VAE can be evaluated as the following expectation,

log pθ(x) = log
∫

pθ(x|z)p(z)dz

= log Ez∼p(z) [pθ(x|z)]

≃ log 1
K

K∑
k=1

pθ(x|zk), zk ∼ p(z)

(1.70)

The issue with approximating the log likelihood directly using the Monte Carlo approx-
imation as above is that in high dimensional settings the posterior probability mass for
a given x will only cover a tiny fraction of the distribution of the prior. So essentially,
when sampling from p(z) the likelihood pθ(x|z) will almost always be close to zero. In-
stead we can use importance sampling, with the variational posterior as the proposal
distribution, to get a better approximation to the log likelihood,

log pθ(x) = log
∫

pθ(x|z)p(z)dz

= log
∫ pθ(x|z)p(z)

qγ(z|x)
qγ(z|x)dz

≃ log 1
K

K∑
k=1

pθ(x|zk)p(zk)
qγ(zk|x)

, zk ∼ q(z|x)

(1.71)

This approximation to the log likelihood can also be used for training a DLVM, as we
will see in the next section.

1.3.7 Importance Weighted Autoencoders
The idea of using importance sampling for training DLVMs was introduced by Burda et
al. (2015), by taking an importance sampling approximation of the evidence directly as
the objective. This approach, known as the importance weighted autoencoder, (IWAE),
provides a tighter lower bound than the VAE and loosens the restrictions on the pos-
terior distribution. In the VAE the variational posterior is typically restricted to be a
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factorized Gaussian while in the IWAE it just becomes a proposal distribution for im-
portance sampling from the true posterior, opening up to completely general posterior
distributions.

The IWAE uses an importance sampling approximation of the log likelihood to derive
a lower bound for optimization. The importance sampling approximation of the log
likelihood is

log pθ(x) ≃ log 1
K

K∑
k=1

pθ(x, zk)
qγ(zk|x)

, zk ∼ qγ(z|x) (1.72)

and since

Ezk∼qγ(z|x)

[
pθ(x, zk)
qγ(zk|x)

]
=
∫ pθ(x, zk)

qγ(zk|x)
qγ(zk|x)dzk =

∫
pθ(x, zk)dzk = pθ(x) (1.73)

we have that
log pθ(x) = logEz1,...,zK∼qγ(z|x)

[
1
K

K∑
k=1

pθ(x, zk)
qγ(zk|x)

]
(1.74)

Here we can use Jensen’s inequality to push the log inside the expectation and get a
lower bound on the log likelihood,

LK(θ, γ) = Ez1,...,zK∼qγ(z|x)

[
log 1

K

K∑
k=1

pθ(x, zk)
qγ(zk|x)

]
≤ log pθ(x) (1.75)

The reparameterization trick can again be used here to get low variance gradients for the
inference network. For training we typically use the 1 sample Monte Carlo approximation
of the expectation, while using some number of importance samples, K > 1, resulting
in the training objective

Lk(θ, γ) ≃ log 1
K

K∑
k=1

pθ(x, zk)
qγ(zk|x)

, zk ∼ qγ(z|x) (1.76)

This IWAE lower bound has the property that the VAE lower bound is a special case
when K = 1, and it is tighter for increasing number of importance samples K (Burda
et al., 2015). The downside is that the variational posterior gets worse with increased
number of importance samples due to lowered signal-to-noise ratio of the gradients for
the encoder network (Rainforth et al., 2018; Le et al., 2018). However, to get useful
latent representations, the SNIS technique can be used on the latent variable samples
themselves.

1.3.8 Inferring latent representations
In a trained PPCA model inference for the latent variable is directly available from the
posterior distribution, e.g. if the posterior mean is of interest,

Epθ(z|x)[z] = (A⊺A + σ2Id)−1A⊺(x − µ) (1.77)
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In a trained VAE or IWAE, approximate latent representations can be found using
the variational posterior. However, the variational posterior is in both cases just an
approximation to the true posterior and in the case of the IWAE it is not necessarily
close in the KL divergence sense. To get better approximations of (functions of) the
latent representations, we can employ SNIS. The posterior expectations of the latent
variables are approximated as

Epθ(z|x)[z] ≃
K∑

k=1
αkzk, zk ∼ qγ(z|x) (1.78)

with

αk = wk

w1 + ... + wK

and ∀k ≤ K wk = pθ(x|zk)p(zk)
qγ(zk|x)

, zk ∼ qγ(z|x)

(1.79)
where we are using qγ(z|x) as the proposal distribution and wk = pθ(x|zk)p(zk)

q(zk) are
now the importance weights. Note that here we are using the unnormalized posterior
p̃θ(z|x) = pθ(x|z)p(z) ∝ pθ(z|x) as we do not have access to the true posterior.



CHAPTER 2
Learning and Inference

with Missing Data
We now turn to learning and inference in probabilistic generative models with latent
variables, in the presence of missing data. The likelihood that we have to address is in
general the full likelihood, which in the latent variable context can be written as

pθ,ϕ(xobs, s) =
∫

pθ,ϕ(s, xobs, xmiss, z)dxmissdz (2.1)

=
∫

pϕ(s|xobs, xmiss)pθ(xobs, xmiss|z)pθ(z)dxmissdz (2.2)

and represented graphically as in figure 2.1(a). Under the MAR assumption we can
ignore the missing model and use the ignorable likelihood

pθ(xobs) =
∫

pθ(xobs, xmiss, z)dxmissdz (2.3)

=
∫

pθ(xobs, xmiss|z)pθ(z)dxmissdz (2.4)

represented graphically in figure 2.1(b). In the following we will introduce the changes
needed for learning and inference in probabilistic generative models with latent variables,
when a missing mechanism obscures parts of the data. First EM for PPCA under the
MAR assumption is introduced, followed by a detailed analysis of learning in the PPCA
model. Next, learning and inference in DLVMs in the presence of missing is introduced.
Here we will start by assuming MAR and later show how to extend such models to the
MNAR assumption. Finally, an empirical analysis of supervised learning with missing
data in the covariates is presented, including a method for marginalizing over missing
features using DLVMs.

2.1 PPCA in the presence of missing data
The introduction of missing data renders the usual maximum likelihood solution for
PPCA useless as the SVD is not defined for data with missing values. The EM algorithm
can still be applied, but needs to be updated to take the marginalization over the missing
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Figure 2.1: Generative models with partially observed random variable x and latent
variable z. (a) the missing mask random variable s has to be modelled
under the MNAR assumption. (b) under the MAR assumption the missing
model can be ignored.

data into account. Assuming MAR the ignorable likelihood is

pθ(xobs) = N (xobs|µo, AoA⊺
o + σ2I) (2.5)

where we have used the notation Ao = Aobs(s),: to denote the rows of A in obs(s), used
similarly for other matrices and vectors.

Two different choices for the complete-data log likelihood can be made, one which in-
cludes the missing data and one which does not. This leads to different EM algorithms
for the same ML parameter estimates.

If we let the missing data be part of the complete-data log likelihood the E-step consists
of, 1) finding the conditional distribution of the latent variables and the missing data,
given the observed data, 2) taking the expectation of the complete-data log likelihood
with respect to this conditional distribution

complete-data log likelihood log pθ(xobs, xmiss, z) (2.6)
posterior pθ(t)(xmiss, z|xobs) (2.7)

expected complete-data log likelihood Ep
θ(t) (xmiss,z|xobs)

[
log p(xobs, xmiss, z)

]
(2.8)

The relevant conditional distribution can be obtained by conditioning on the observed
data in the joint distribution pθ(xobs, xmiss, z), see (Yu et al., 2010) or appendix D.3. In
the M-step the expected complete-data log likelihood is maximized with respect to the
parameters.

Since we already have the latent variable z in our model, we can, instead of including
the missing data in the complete-data log likelihood, ignore the missing data and apply
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the EM algorithm to the observed data and the latent variable only

complete-data log likelihood log pθ(xobs, z) (2.9)
posterior pθ(t)(z|xobs) (2.10)

expected complete-data log likelihood Ep
θ(t) (z|xobs)

[
log p(xobs, z)

]
(2.11)

Again by conditioning on the observed data in pθ(xobs, z) the relevant conditional dis-
tribution can be obtained, see (Ilin et al., 2010) or appendix D.3

Both approaches can be extended to mixtures of PPCAs (Tipping et al., 1999a; Ghahra-
mani, Hinton, et al., 1996; Ghahramani and Jordan, 1995).

2.2 Phase transition in PCA with missing data:
Reduced signal-to-noise ratio, not sample
size!

Niels Bruun Ipsen, Lars Kai Hansen - Included in the proceedings of the Interna-
tional Conference on Machine Learning (ICML), 2019. Presented at ICML 2019. See
appendix A.

In Ipsen and Hansen (2019) we investigated how principal component learning depends
on the missing rate in a MAR setting. Principal component analysis (PCA Pearson,
1901) is widely used for dimensionality reduction, representation learning, visualzation
purposes and in general as a preprocessing step in many machine learning applications.
Probabilistic PCA finds the same principal subspace as PCA, and can be applied in the
presence of missing, while regular PCA cannot. In the MAR setting there is a decrease
in performance when learning parameters over a dataset affected by missing values. This
performance decrease can be monitored in terms of learning curves, as a function of the
percentage of missing values in the dataset. Results from statistical mechanics, using
the replica method, show that traditional learning curves in PCA with fully observed
data experience a phase transition and in general are described as (Biehl et al., 1993;
Hoyle et al., 2007)

⟨R2⟩X =
{

0 αS2 < 1,
αS2−1
S+αS2 αS2 ≥ 1.

(2.12)

Here R2 = (â⊺ · a0)2 is the squared cosine similarity between the ground truth signal
direction a0 and the estimated signal direction â. The term α = N/p is the ratio of
number of samples to number of dimensions and S = ||a||2

σ2 is the signal-to-noise ratio.
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We extended the analysis to include missing data, again using the replica method, show-
ing that

⟨R2⟩X =
{

0 αS(m)2 < 1,
αS(m)2−1

S(m)+αS(m)2 αS(m)2 ≥ 1.
(2.13)

where the missing rate influences the learning performance as a scaling of the signal-
to-noise ratio, S(m) = (1 − m)S. This posits that the introduction of missing data is
more correctly described as an effective signal-to-noise ratio than an effective sample
size. Numerical simulations with PPCA on artificial datasets showed strong support for
the analytical result as seen in in figure 2.2.
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Figure 2.2: (a) Learning curves for the first two principal components, varied missing
rate. (b) Learning curves for the first principal component at three different
missing rates, varied signal-to-noise ratio. (c) Learning curve for the first
principal component, varied missing rate. The full line represents the
learning curve that would result from an effective sample size as N(m) =
(1 − m)N in equation (2.12). (d) Learning curve for the first principal
component, varied missing rate. The full line represents the learning curve
that would result from an effective signal-to-noise ratio as S(m) = (1−m)S,
i.e. the proposed relation in equation (2.13). From paper A.

Experiments were also performed on real-world datasets, estimating the true signal di-
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rection and signal-to-noise ratio from the fully observed dataset. Here we varied the
signal to noise ratio, for a fixed missing rate, by adding noise to the incomplete data,
see figure figure 2.3.
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Figure 2.3: Learning curves for varying signal-to-noise ratio at different missing rates
for five different high dimensional datasets. Plot symbols are averages
over 10 different noise simulations and the full lines are learning curves as
described by equation (2.13). From paper A.
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2.3 Amortized variational inference in the
presence of missing data

We now turn to the use of DLVMs in missing data problems. Their probabilistic for-
mulation allows for marginalizing over the missing values while their generative nature
provides ways of imputing missing values, sampling from conditional distributions or
learning latent representations of incomplete observations.

2.3.1 Previous work
Already in (Rezende et al., 2014) it was shown how a trained DLVM could be used to
draw samples from an approximation to the conditional distribution over missing fea-
tures, see section 2.3.5. However, this require a DLVM trained on fully observed data.
Nazabal et al. (2020) introduced a formulation of the VAE for handling incomplete and
heterogeneous data during training. Using zero imputation in the inference network and
a completely factorized observation model an ELBO on the observed-data log likelihood
was derived. In (Ma, W. Gong, et al., 2018; Ma, Tschiatschek, et al., 2019) the partial
VAE was introduced, using a fully factorized observation model, but taking another
approach to handling the incomplete data in the inference network. The permutation
invariant setup in (Zaheer et al., 2017; Qi et al., 2017) is used to map the observed data
to fixed-length input vectors, thus getting rid of the need for complete input vectors.
The information in the observed data is aggregated and subsequently encoded via the
inference network. The model is trained using an ELBO similar to the one presented in
(Nazabal et al., 2020). Another ELBO for missing, based on the IWAE (Burda et al.,
2015), was introduced in (Mattei et al., 2019), called the MIWAE ELBO. This ELBO
can be tight in the large capacity limit and comes with imputation methods based on im-
portance sampling schemes. The ELBO used in (Nazabal et al., 2020; Ma, Tschiatschek,
et al., 2019; Ma, W. Gong, et al., 2018) is a special case case of the MIWAE ELBO
when a single importance sample is used during training.

In (Ivanov et al., 2018) the Variational Autoencoder with Arbitrary Conditioning was
introduced. This needs fully observed data at training time, though it can be modified
to handle incomplete data during training, and can draw samples from an approximation
to the distribution of missing features at test-time, conditioned on an arbitrary set of
observed features. The Variational Selective Autoencoder was introduced in (Y. Gong
et al., 2020). Here the joint distribution of data and mask, conditioned on the same
latent variable, is modelled in a multimodality missing data context. Another popular
generative model, generative adversarial networks (GAN, Goodfellow, Pouget-Abadie,
et al., 2014), has also been used in missing data settings in an implementation called
GAIN (Yoon et al., 2018), trainable on incomplete data.
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We will now use a notation in line with (Mattei et al., 2019) to derive a learning scheme
for DLVMs in the presence of missing. Two issues need to be addressed: how are the
missing values handled in the observation model and how are incomplete input vectors
handled in the inference network. We describe general approaches to these issues and
go on to derive lower bounds as objectives for learning in DLVMs.

2.3.2 The observation model
Assuming MAR, the log likelihood that needs to be maximized is

log pθ(xobs) = log
∫

pθ(xobs, xmiss, z)dxmissdz (2.14)

= log
∫

pθ(xobs, xmiss|z)p(z)dxmissdz (2.15)

and the missing data needs to be marginalized in the observation model. If we assume,
as is often the case, a completely factorized observation model

pθ(xi|zi) =
∏
j

pθ(xij|zi) =
∏

j∈obs(si)
pθ(xij|zi)

∏
j∈miss(si)

pθ(xij|zi), (2.16)

then marginalizing over the missing data in the observation model is trivial. Further-
more, the conditional distribution of the missing data given the latent variable will be
independent of the observed data,

p(xmiss|xobs, z) = p(xmiss|z) (2.17)

which shows that we can model the distribution over missing features as

pθ(xmiss|xobs) =
∫

p(xmiss|z)p(z|xobs)dz. (2.18)

This is intractable, but can be approximated in different ways, see section 2.3.5.

2.3.3 The variational posterior
A major challenge in using DLVMs in missing data settings is how to define the varia-
tional posterior, since it is not clear how to define qγ(z|xobs) as the input xobs changes
in length with the missing pattern.

We introduce an imputation function ι to turn xobs into complete input vectors, so
that ι(xobs)obs = xobs and ι(xobs) ∈ X . We also define an aggregation function ιagg,
as in (Ma, Tschiatschek, et al., 2019), aggregating the information in xobs in some
way where ιagg(xobs) will have fixed length over all missing patterns, but in general
ιagg(xobs)obs ̸= xobs.
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Then we define the variational posterior in the missing data case to be

qγ(z|xobs) = Ψ(z|hγ(ι(xobs))) (2.19)

where the quality of the variational posterior can now depend on the choice of imputation
function. The imputation function used for the inference network may be a simple 0-
imputation as in (Nazabal et al., 2020; Mattei et al., 2019), mean imputation, learnable
constants or another simple completion of the input vector. The aggregation function
on the observed part of the input from (Ma, Tschiatschek, et al., 2019; Ma, W. Gong,
et al., 2018) may also be used. Zero imputation has the advantage that contributions
from missing elements are zeroed out in the input layer and no gradient updates will
be made for the corresponding weights in the input layer. However, it may bias the
variational distribution since no distinction can be made between the actual value 0
and a missing value imputed as 0. Also, the overall excitation of the inference network
will be small for data points with many missing elements and vice versa for data points
with many observed elements, affecting the variational posterior correspondingly. In
(Yi et al., 2019) a normalizing layer, called sparsity normalization, was introduced to
mitigate this effect in recommender systems. The permutation invariant encoder avoids
imputation altogether by aggregating the information in the observed elements of the
input vector. However, this makes it unsuitable for setups where permutation matters,
such as convolutional neural networks. The MIWAE uses 0-imputation, but in this for-
mulation the variational posterior is just a proposal distribution for sampling from the
true posterior.

2.3.4 An ELBO in the presence of missing
Assuming a fully factorized observation model and some imputation function ι(xobs) we
can derive a lower bound for log pθ(xobs) as

DKL(qγ(z|xobs)||pθ(z|xobs))
= Eqγ(z|xobs)

[
log qγ(z|xobs) − log pθ(z|xobs)

]
= Eqγ(z|xobs)

[
log qγ(z|xobs) − log pθ(xobs, z)

pθ(xobs)

]
= Eqγ(z|xobs)

[
log qγ(z|xobs) − log pθ(xobs, z)

]
+ log pθ(xobs)

(2.20)

so the observed-data log likelihood can be decomposed as

log pθ(xobs) = DKL(qγ(z|xobs)||pθ(xobs|z))︸ ︷︷ ︸
approx. and amortization gap

+Eqγ(z|xobs)

[
log pθ(xobs, z) − log qγ(z|xobs)

]
︸ ︷︷ ︸

ELBO
(2.21)

where
L(θ, γ) = Eqγ(z|xobs)

[
log pθ(xobs, z) − log qγ(z|xobs)

]
(2.22)
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is a lower bound on the observed-data log likelihood. Since we assume that the observa-
tion model factorizes, it is unproblematic obtain log pθ(xobs, z) from

log
∫

pθ(xobs, xmiss, z)dxmiss (2.23)

= log
∫

pθ(xobs|z)pθ(xmiss|z)p(z)dxmiss (2.24)

= log pθ(xobs|z)p(z) (2.25)
The amortization gap now depends on the capacity of the inference network and also
the quality of the imputation function.

Another, more general, way to derive such a lower bound is using an importance sampling
approximation to the observed-data log likelihood,

log pθ(xobs) = log
∫

pθ(xobs, xmiss|z)p(z)dxmissdz (2.26)

= log
∫

pθ(xobs|z)p(z)dz (2.27)

= log
∫ pθ(xobs|z)p(z)

qγ(z|xobs)
qγ(z|xobs)dz (2.28)

= logEz1,...,zK∼qγ(z|xobs)

[
1
K

K∑
k=1

pθ(xobs|zk)p(zk)
qγ(zk|xobs)

]
(2.29)

≥ Ez1,...,zK∼qγ(z|xobs)

[
log 1

K

K∑
k=1

pθ(xobs|zk)p(zk)
qγ(zk|xobs)

]
(2.30)

This is the MIWAE ELBO used in (Mattei et al., 2019) and when K = 1 it results in
the VAE bound for missing in equation (2.22), as used in (Nazabal et al., 2020; Ma,
Tschiatschek, et al., 2019; Ma, W. Gong, et al., 2018). Furthermore, the MIWAE ELBO
can be arbitrarily tight, as K → ∞, for any choice of imputation or aggregation function
(Mattei et al., 2018; Burda et al., 2015). One limitation of this approach is that we do
not have an infinite sample budget. During training the restrictions are the strongest.
Here the number of samples are important for learning the parameters of the encoder
and decoder. After training we can use a larger sample budget to do imputations or
representation learning.

The amortized variational inference for PPCA can be extended to the missing data case,
using the generative model in section 1.3.5.1 with the ELBO described in this section.
This has been used in (Ipsen, Mattei, et al., 2020), see appendix B.

2.3.5 Imputation using DLVMs
Given a trained DLVM and an incomplete input xobs, how can we obtain imputations
of the missing data xmiss? The target distribution is, if the observation model factorizes

pθ(xmiss|xobs) =
∫

pθ(xmiss|z)pθ(z|xobs)dz (2.31)
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and we can get samples from the target distribution by sampling from pθ(xmiss|zk) with
zk ∼ pθ(z|xobs). The question then becomes, how to handle the intractable pθ(z|xobs).
In (Rezende et al., 2014) a pseudo-Gibbs sampling approach was taken:

1. initialize the missing data randomly

2. sample zt ∼ qγ(z|xobs, xmiss
t−1 )

3. sample xmiss
t ∼ pθ(xmiss|zt)

4. iterate step 2 and 3 until convergence

The samples (zt, xmiss
t ) constitute a Markov chain whose stationary distribution approx-

imates pθ(xmiss|xobs) if qγ(z|x) is close to the true posterior pθ(z|x).

Mattei et al. (2018) showed how to improve this sampling scheme by introducing a
Metropolis-Hastings accept/reject step. Samples from pθ(z|xobs) are not available, but
sample proposals can be evaluated in pθ(xobs|z)p(z) ∝ pθ(z|xobs). This means that in
step 2, instead of using the samples from the variational posterior directly, a Metropolis-
Hastings accept/reject step can be introduced, where the sample z̃ ∼ qγ(z|xobs, xmiss

t−1 )
is used as a proposal. The sample proposal is kept with probability

min(r, 1) where r =
pθ(xobs|z̃)p(z̃) / qγ(z̃|xobs, xmiss

t−1 )
pθ(xobs|zt−1)p(zt−1) / qγ(zt−1|xobs, xmiss

t−1 )
(2.32)

This Metroplis-within-Gibbs scheme has the property that it produces samples from
pθ(xmiss|xobs) asymptotically (Mattei et al., 2018).

Approaches like these can be used for single imputation, taking the expectation of a
number of samples, or multiple imputation, drawing a required number of samples after
convergence.

Another approach to imputation, which avoids iterative sampling procedures, is based on
importance sampling. In a trained DLVM, which can handle incomplete input vectors,
SNIS and SIR can be used to do single- and multiple imputation respectively (Mattei
et al., 2019). We wish to find the expectation of some function of the missing data

E
[
h(xmiss)

]
=
∫

h(xmiss)pθ(xmiss|xobs)dxmiss (2.33)

=
∫

h(xmiss)pθ(xmiss|z)pθ(z|xobs)dxmissdz (2.34)

Only the unnormalized posterior pθ(xobs|z)p(z) ∝ pθ(z|xobs) is available, so we can use
SNIS, instead of regular importance sampling, to approximate this expectation. Us-
ing the notation in section 1.3.6 we have the unnormalized distribution of the random



2.3 Amortized variational inference in the presence of missing data 33

variable of interest

p(xmiss|xobs) =
∫

pθ(xmiss|z)pθ(z|xobs)dz (2.35)

∝
∫

pθ(xmiss|z)pθ(xobs|z)p(z)dz (2.36)

and we have the following proposal distribution

pθ(xmiss|z)qγ(z|xobs) (2.37)

where we can use ancestral sampling to get proposal samples of xmiss, for a given encoding
of xobs. The expectation can then be approximated as

E
[
h(xmiss)

]
≃

K∑
k=1

αkh(xmiss
k ), (xmiss

k , zk) ∼ pθ(xmiss|z)qγ(z|xobs) (2.38)

with
αk = wk

w1 + ... + wK

(2.39)

and ∀k ≤ K,

wk = pθ(xmiss
k |zk)pθ(xobs|zk)p(zk)

pθ(xmiss
k |zk)qγ(zk|xobs)

(2.40)

= pθ(xobs|zk)p(zk)
qγ(zk|xobs)

, zk ∼ qγ(z|xobs) (2.41)

As in section 1.3.6, the sampled set {xmiss
1 , . . . , xmiss

K } and the corresponding impor-
tance weights {w1, . . . , wK} can be used for SIR, to get multiple imputations from
pθ(xmiss|xobs).

2.3.6 Inferring latent representations in the presence of
missing

Latent representations in the presence of missing can be inferred in the same way as
in section 1.3.8, the difference being that the proposal distribution is now qγ(z|xobs)
with some imputation or aggregation function on the incomplete input vector and the
importance weights are

wk = pθ(xobs|z)p(z)
qγ(z|xobs)

(2.42)
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2.4 not-MIWAE: Deep Generative Modelling
with Missing not at Random Data

Niels Bruun Ipsen, Pierre-Alexandre Mattei, Jes Frellsen - Manuscript in review, see
appendix B.

The previous sections have introduced deep generative models with latent variables and
their extensions to handling missing data under the MAR assumption. In (Ipsen, Mattei,
and Frellsen, 2020) an approach to learning DLVMs under the MNAR assumption was
introduced to break away from the often unwarranted MAR assumption. This both ex-
tends the family of model specifications in DLVMs and introduces methods for handling
high dimensional datasets to MNAR problems.

The MNAR assumption implies that the full likelihood needs to be addressed, rather
than the ignorable likelihood,

pθ,ϕ(xobs, s) =
∫

pϕ(s|xobs, xmiss)pθ(xobs, xmiss)dxmiss (2.43)

where the parameters of the missing model and the parameters of the data model are tied
together by the missing data. Assuming a factorized observation model and a variational
posterior with some imputation function on the incomplete input vectors, a lower bound
on the full log likelihood was derived, based on an importance sampling approximation,
as in (Burda et al., 2015; Mattei et al., 2019)

LK(θ, ϕ, γ) = E(zk,xmiss
k

)∼qγ(z|xobs)pθ(xmiss|z)

[
log 1

K

K∑
k=1

pϕ(s|xobs, xmiss
k )pθ(xobs|zk)p(zk)

qγ(zk|xobs)

]
(2.44)

where samples from pθ(xmiss|z)qγ(z|xobs) are drawn through ancestral sampling. The
graphical representation of the model in equation (2.44) can be seen in figure 2.4. The
importance sampling schemes of section 2.3.5 can be extended to this model, providing
methods for single and multiple imputations.

The missing model is defined as a Bernoulli distribution parameterized by a nonlinear
function gϕ(xobs, xmiss), which in this case is a neural network. We have

πi,k = gϕ(xobs
i , xmiss

i,k ) (2.45)

pϕ(si|xobs
i , xmiss

i,k ) =
p∏

j=1
π

sij

ij,k(1 − πij,k)1−sij (2.46)

for all k ≤ K, i ≤ N . Any available information about the missing mechanism can
be encoded in the architecture of the missing model. A simple example is self-masking,
where the probability of the mask value only depends on the corresponding feature value.
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Figure 2.4: (a) Graphical model of the not-MIWAE. (b) Gaussian data with MNAR
values. Dots are fully observed, partially observed data are displayed as
black crosses. A contour of the true distribution is shown together with
directions found by PPCA and not-MIWAE with a PPCA decoder. From
paper B.

Intuitively, modelling both observed data and mask can improve the generative model
since the missing model can inform the generative model about how samples of the miss-
ing features should look in order to improve on a classification problem. Practically this
is accomplished by gradients from the missing model flowing back into the generative
model. Here the reparameterization trick is used when sampling the missing features,
allowing end-to-end training of all model parameters.

Results on self-masking in UCI datasets illustrated that the more informative the miss-
ing model is, the better results in terms of imputation error. Also, in the case of a hard
cutoff in a self-censoring problem, where no information about the data distribution be-
yond the cutoff is available, the inductive bias of the data model is important. The hard
cutoff is common in sensors and thus used as an example in this paper. Two approaches
can be taken in self-censoring problems. 1) In the case where there truly is a hard cut off,
there is no way of knowing the true distribution in the hidden area. Expert knowledge
should be used here and incorporated in the used data model. For example, PPCA has
the inductive bias that it is learning a single mode Gaussian with a low-rank covariance
matrix, and as such will match this to the observed data while pushing probability mass
for the censored data outside the observed data range, see figure 2.4(b). 2) If there is
a soft self-censoring we can make the assumption that there is a non-zero probability
of observing all values in the data range, as assumed in inverse-propensity-scoring. In
this case a strong inductive bias of the generative model is not needed to the same degree.
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The approach was also applied to the issue of clipping in images, another self-censoring
missing mechanism, illustrating how the approach can be useful for correcting distorted
data distributions in high dimensional settings.

Finally the issue of selection bias in recommender systems was addressed. Here the
users’ propensity for rating a song depended on their rating of the song. We compared
to several MNAR competitors from the literature and showed that the combination of a
flexible model for density modelling and a missing model for density correction is very
useful in a real world setting.

2.4.1 Learning the variance
Recently the issue of learning variance networks in regression and DLVMs has been
addressed (Detlefsen et al., 2019; Rybkin et al., 2020; Stirn et al., 2020). While the
mean function has received a lot of attention, learning a variance network has mostly
been a nuisance, often taken care of by keeping it fixed or constrained by ad hoc meth-
ods. The variance in the observation models we are considering are of more importance
than in the usual case, where the focus is on the mean function. As samples from the
observation model are used to learn the missing model or a discriminative model, the
samples need to be informative and represent the uncertainty in some sense. In these
probabilistic models, fixing the variance ad hoc may produce samples with low variance,
resulting in lower variance gradients, but this will artificially down-weigh or up-weigh
the contribution to the overall objective. Using the mean instead of samples will bias
expectations over neural networks due to their nonlinearities. Thus we need reliable
variance networks to get better models. Any progress made in this area would translate
into improvement of the models proposed here.

2.5 How to deal with missing data in
supervised deep learning?

Niels Bruun Ipsen, Pierre-Alexandre Mattei, Jes Frellsen - Manuscript, see ap-
pendix C. An earlier version was presented at the ICML Workshop on the Art of Learning
with Missing Values (Artemiss), 2020.

In supervised learning the covariates are typically seen as fixed quantities to be condi-
tioned upon. Without a probabilistic model over the covariates the usual approach of
marginalizing over the missing features cannot be used. In paper C we investigate and
introduce methods for handling missing data in the covariates.
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In order to be able to marginalize over the missing features we propose a joint model
over the targets and covariates,

pθ,ϕ(y, x) = pϕ(y|x)pθ(x) (2.47)

This factorization of the joint model allows to keep any discriminative architecture as
is and select some suitable density over the covariates. Our choice of model for the
covariates is a DLVM. Assuming a factorized observation model we can marginalize over
missing features and latent variables to get the likelihood of the targets and observed
covariates

pθ,ϕ(y, xobs) =
∫

pϕ(y|xobs, xmiss)pθ(xobs|z)pθ(xmiss|z)p(z)dz (2.48)

Assuming a variational posterior with some imputation function on the incomplete input
vectors, a lower bound on the full log likelihood can be derived, based on an importance
sampling approximation, as in (Burda et al., 2015; Mattei et al., 2019; Ipsen, Mattei,
et al., 2020)

LK(θ, ϕ, γ) = E(zk,xmiss
k

)∼qγ(z|xobs,s)pθ(xmiss|z)

[
log 1

K

K∑
k=1

pϕ(y|xobs, xmiss
k )pθ(xobs|zk)p(zk)

qγ(zk|xobs, s)

]
(2.49)

where samples from pθ(xmiss|z)qγ(z|xobs, s) are drawn through ancestral sampling. The
graphical representation of the model in equation (2.49) can be seen in figure 2.5(a).

Three approaches to training can be taken
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Figure 2.5: (a) Graphical model of M1 and M2. For M1 the parameters (θ, ϕ, γ)
are learnt jointly using the objective in equation (2.49). For M2, θ and
γ are found by pre-training the generative part of the model, then held
fixed while learning ϕ using the joint loss. (b) and (c) show the approach
in M3; the connection between the generative and discriminative model
is severed, the DLVM is trained separately and used to generate a fully
observed dataset as input to the discriminative model. From paper C.
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• M1: Training everything jointly using the objective in equation (2.49). At test-
time predictions can be made using SNIS with a large number of importance
samples.

• M2: Train the generative model first, fix it and then train the discriminative
model using the joint objective.

• M3: Train the generative model and use it to impute the missing covariates (figure
2.5(b)). Then train the discriminative model (figure 2.5(c)) using the imputed
dataset.

The approaches taken in M1 and M2 mimick multiple imputation (Rubin, 2004; Ru-
bin, 1996) in the sense that multiple samples of the missing data are fed through the
discriminative model, each giving rise to a distribution over targets. These distributions
are averaged, using the relevant importance weights, to give one distribution over the
target, or one prediction.

The case of image classification using a convolutional neural network architecture is
investigated. Using DLVMs for handling missing data appears beneficial compared to
simpler imputation methods. Furthermore, there is a clear benefit to using the joint
objective for training and prediction (M1 and M2), compared to just using the genera-
tive model for imputing the dataset and then training the discriminative model on the
imputed dataset (M3).

The proposed method is also compared to a range of other approaches to missing data
in regression experiments. The two popular imputation methods missForest and MICE
are used to get fully imputed datasets before training the discriminative models. A
permutation invariant setup is used to avoid the need for imputations altogether, while
extracting information from the observed data. All approaches use the same neural
network discriminative model, only changing the approach to handling the missing data.
Finally, the non-deep competitor gradient boosting is used for comparison. Though the
permutation invariant setup also seems robust to increasing missing rates, there is a
clear advantage to use DLVMs for handling missing data compared to other approaches,
The advantages of using the joint objective as in M1 and M2, compared to using the
DLVM for imputation before training the discriminative model as in M3 is less clear in
these experiments.

The discriminative model could be thought to affect the generative model in the direction
of improved predictions, as was the goal in (Ipsen, Mattei, et al., 2020). This seems not
be the case since M1 and M2 achieve almost identical performance across experiments.



CHAPTER 3
Conclusion

The goal of this thesis has been to analyze and develop probabilistic generative latent
variable models in the presence of missing data. Probabilistic models were chosen for
their natural way of dealing with missing data and generative models with latent vari-
ables were chosen in part for their interpretability in simple formulations and in part for
their flexibility in more complex formulations.

One aspect of missing value problems is how they affect our ability to learn model pa-
rameters. In the simple case of PPCA we looked at learning curves for the maximum
likelihood estimates of the parameters, for varying missing rates. An analytical descrip-
tion of the learning curves was derived using the replica method, with the surprising
result that learning depends on the missing rate as an effective signal-to-noise ratio,
not an effective sample size. Numerical simulations in artificial and real world datasets
showed strong support for the theoretical analysis.

Another challenge introduced by missing values is the need to model observed data and
missing mask jointly, when the mechanism leading to missing values depend on the miss-
ing values. In the unsupervised learning setting we developed an approach to construct-
ing and learning DLVMs under the MNAR assumption. An ELBO for a joint model
of the data and missing mask was derived, showing how marginalizing over the missing
data in the joint model can be implemented, using the reparameterization trick. This
approach allowed us to learn a generative model and a missing model jointly, where the
missing model informs the generative model in order to account for the assumed missing
mechanism. Trained models can be used for single and multiple imputation and repre-
sentation learning. The availability of DLVMs under the MNAR assumption provides
flexible density modelling and minibatch learning to the MNAR missing data field, which
is crucial in the high dimensional big data setting. We showed how the model applies
to distorted pixel distributions in images. The recommender systems field uses flexible
data models to describe the observed data. We showed how jointly modelling the mask
can help correct selection bias in such systems. In low dimensional small data settings
the use of DLVMs under the MNAR assumption showed how the informativeness of the
missing model and inductive bias of the data model are crucial for performance in a
censoring task.

In discriminative models with missing values in the covariates, the usual approach of
marginalizing over the missing features cannot be used. We made an empirical investi-
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gation of supervised deep learning with missing values in the covariates, comparing the
performance of different approaches. We proposed a joint model for targets and covari-
ates, factorized as a generative model over the covariates, connected to a discriminative
model over the targets. This approach allows for keeping any existing discriminative
architecture as is, while marginalizing over missing features in a flexible description of
the covariates. The joint model can be trained end-to-end using the tools from impor-
tance weighted amortized variational inference and the importance sampling approach
mimicks multiple imputation, both during training and at test-time. In an image classifi-
cation task the joint model showed considerable improvement compared to imputing the
dataset before training the generative model. A regression experiment also compared
methods from simple to more complex imputation schemes and methods that can handle
missing data without the need for imputation. A permutation invariant setup showed
some robustness to increasing missing rate while the proposed approach in general per-
formed best. In image datasets the proposed method showed clear improvements even
over imputation using the same generative model.

The approaches taken in paper B and paper C are similar in their methodology, but solv-
ing different problems. The common challenge in the two problem settings is marginal-
ization over missing values in complex models with terms being conditionally dependent
on the missing data. We have shown how the tools of amortized variational inference
can be used for such a marginalization.

In paper B, a pattern mixture model approach could have been taken, where missing
data could more easily be integrated out. However, this approach changes the genera-
tive model, while the proposed approach keeps it intact. In the same way in paper C,
conditioning on observed features in a joint model or a Naive Bayes approach could be
used instead, making the marginalization over missing values much easier, since they
are not conditioned upon in any conditional distributions. Again this approach changes
the discriminative model, while the proposed approach keeps it intact.

3.1 Future Work
The analysis in paper A is restricted to the spherical case of PCA. Related results exist
in the matrix factorization community and it would be interesting to see if more general
results could be obtained in other learning settings. Operationalizing the theoretical
result to provide information on expected learning performance in different situations
could be useful.

The tools used for learning variance networks (Detlefsen et al., 2019; Rybkin et al., 2020;
Stirn et al., 2020) and generative models with multiple stochastic layers (Sønderby et al.,
2016) applied to the models proposed in paper B and C would improve the optimization
process and learning in general.
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The graphical model in B is not adequate to describe all MNAR situations. It could be
extended to include auxilliary stochastic variables for the missing model or other rela-
tionships between latent variables, observed data and mask could be explored. Causal
inference is also being used in the presence of missing data under the MNAR assumption
(Mohan, Pearl, et al., 2013; Tu et al., 2019; Mohan, Thoemmes, et al., 2018) and estab-
lishing a link between the approaches taken in causal inference and the density models
proposed here could be interesting.
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Phase transition in PCA with missing data:
Reduced signal-to-noise ratio, not sample size!

Niels Bruun Ipsen 1 Lars Kai Hansen 1

Abstract
How does missing data affect our ability to learn
signal structures? It has been shown that learning
signal structure in terms of principal components
is dependent on the ratio of sample size and di-
mensionality and that a critical number of obser-
vations is needed before learning starts (Biehl and
Mietzner, 1993). Here we generalize this analysis
to include missing data. Probabilistic principal
component analysis is regularly used for estimat-
ing signal structures in datasets with missing data.
Our analytic result suggests that the effect of miss-
ing data is to effectively reduce signal-to-noise
ratio rather than - as generally believed - to re-
duce sample size. The theory predicts a phase
transition in the learning curves and this is indeed
found both in simulation data and in real datasets.

1. Introduction
Principal component analysis (PCA) is a widely used tool
for exploratory data analysis originating with Karl Pearson
(1901) who described a method for obtaining the "best fit"
of a plane or a line to a system of points, by minimizing
the sum of squared orthogonal distances from the points
to the line/plane. PCA has been rediscovered many times,
for example by Hotelling (1933). In many research areas
variants of PCA are known under specific names, viz., the
Kosambi-Karhunen-Loève transform in signal processing,
the Hotelling transform in multivariate quality control and
Latent Semantic Analysis in natural language processing.
A well known and illustrative application of PCA is the
eigenfaces investigation by Turk and Pentland (1991).
The probabilistic version of PCA (PPCA) was proposed
independently by Roweis (1998) and Tipping and Bishop
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ence, Technical University of Denmark, Denmark. Correspon-
dence to: Niels Bruun Ipsen <nbip@dtu.dk>, Lars Kai Hansen
<lkai@dtu.dk>.

Proceedings of the 36 th International Conference on Machine
Learning, Long Beach, California, PMLR 97, 2019. Copyright
2019 by the author(s).

(1999) and this formulation allows for estimating principal
components in the presence of missing data via the EM
algorithm (Dempster et al., 1977). Numerous modern PCA
applications are reviewed in the recent volume (Sanguansat,
2012) and new variations on the classical scheme keep devel-
oping, see e.g., a recent ‘supervised’ principal component
analysis for microbiology (Piironen & Vehtari, 2017).

Explorative data analysis is particularly relevant in high
dimensional and correlated measurements such as images,
times series, frequency spectra or text and where the data
generating process yields relatively ‘clean’ measurements,
i.e., the variance of the signal of interest σ2

signal domi-
nates the variance of the measurement noise σ2

noise leav-
ing a signal-to-noise variance ratio bigger than one: S =
σ2
signal/σ

2
noise > 1. The structure of such a clean signal

can be learned from data by PCA: Let the measured signal
be a D−dimensional vector x and let the training sample
consist of N such measurements X = {x1,x2, ...xN}. As-
suming that a non-informative mean has been subtracted
from the data we can infer the pattern of covariance in mea-
surement space â that maximally ‘explains’ variance, as
â = argmax||a||=1

∑N
n=1(a

T · xn)2. Empirically, it is
found that for sample sizes large enough, the estimate â sta-
bilizes. In simulation studies where the ground truth direc-
tion a0 is known we can use the quantity R2 = (â> · a0)

2

to measure the alignment between estimated and ground
truth directions and there we find that as N → ∞ perfect
alignment R2 → 1 is obtained under weak conditions.

Principal component analysis has gained significant theoret-
ical interest and a rather complete analytical understanding
has been obtained in the big data limit D,N →∞ (Biehl &
Mietzner, 1993; Hoyle & Rattray, 2007). In fact in this limit
a remarkable universality is found. If we define the ratio of
samples to dimensionality α = N/D, the analytical result

〈R2〉X =

{
0 αS2 < 1,
αS2−1
S+αS2 αS2 ≥ 1

(1)

resembles a ‘phase transition’ at the critical value of the ef-
fective sample size: αcritical = S−2. The relation between
signal-to-noise ratio and effective sample size is highly non-
linear: If PCA is presented with too small an effective sam-
ple size, we essentially learn nothing 〈R2〉X = 0. Important



Phase transition in PCA with missing data: Reduced signal-to-noise ratio, not sample size!

for applications PCA is quite robust to sample size in the
large sample size limit: 〈R2〉X = 1− S+1

S2
1
α + o

(
1
α2

)
. The

theoretical results are accurate already for modest sample
sizes N ∼ 102 − 103.

2. Learning from incomplete data
While conventional PCA can be said to be well-understood,
an additional complication occurs often in practical appli-
cations. Namely, that the sampling process is imperfect
leading to so-called ‘missing data’, see e.g., (Van Ginkel
et al., 2014) for an example involving explorative analysis
of questionnaires. How does missing data affect our ability
to learn signal structures by PPCA?

Conventional wisdom is that missing data leads to effec-
tively smaller sample size, viz., the following statement in
the highly cited review by Schafer and Graham (2002): ‘In
missing data problems the sample may have to be larger
than usual, because missing values effectively reduce the
sample size’. While it is true that the problems of miss-
ing data can be mitigated by increasing sample size, we
here show that missing data is more accurately described as
effectively reducing the signal-to-noise ratio.

A simple approach to handling missing data is to ‘impute’
the missing values, however, the specific imputation method
may significantly impact the results (Dray & Josse, 2015).
A probabilistic approach can formulate the inference prob-
lem based on the observed values only, assuming that the
missing mechanism is ’missing at random’, MAR, a weaker
assumption than ’missing completely at random’, MCAR
(Little & Rubin, 2014). For example, so-called probabilistic
PCA allows inference of principal components in the face
of missing data, without imputation, when assuming the
missing mechanism is MAR.

3. Extending replica analysis to handle
missing data

While there are numerous empirical studies of imputation
schemes and their performance, there has so far not been
reported attempts to generalize Eq. (1) to missing data. We
here present a theoretical analysis expanding the already
mentioned analytical results for PCA learning to include
the effects of missing data. While intuitively one would
expect that missing data could take the form of an effective
reduction of the sample size N , we find analytically that
when data is ’missing completely at random’ (Little & Ru-
bin, 2014) at a rate of m, the role of missing data is instead
to reduce the effective signal-to-noise ratio.

While the details are quite involved and deferred to the
appendix, a surprisingly simple result is found, namely a
straightforward generalization of Eq. (1) with S replaced by

Figure 1. Conceptually, missing data impacts the cosine similarity,
R2, between the true signal direction and the signal direction as
estimated by probabilistic PCA. As the missing rate increases the
estimated principal direction will deviate more and more from the
true signal direction and R2 will decrease according to Eq. (2). In
a high dimensional dataspace, the estimated principal direction
will on average be orthogonal to the true signal direction when
the missing rate is higher than some critical value. Conventional
wisdom is that the impact of missing data is similar to a reduced
sample size. We argue that a more accurate description is that the
impact of missing data is to reduce the signal-to-noise ratio.

an effective signal-to-noise ratio S(m) = (1−m)S,

〈R2〉X =

{
0 αS(m)2 < 1,
αS(m)2−1

S(m)+αS(m)2 αS(m)2 ≥ 1.
(2)

We have applied probabilistic PCA to high dimensional
datasets and simulated data, to investigate how missing data
influences the principal components learned. As illustrated
in Figure 1 an increasing missing rate implies a decrease
in how well we can expect signal structures to be inferred
using probabilistic PCA. A phase transition occurs in the
learning curves at a critical missing rate, mc = 1 − 1√

αS
.

The theoretical result Eq. (2) is remarkably accurate as seen
in Figure 2a and 2b. While at the transition pointmc, scaling
α by (1 − m)2 and scaling S by (1 − m) are equivalent,
only the latter leads to correct scaling for all m.

4. Design of simulation studies and relevance
for real world data

We generate learning curves on simulated datasets and five
high dimensional datasets: Faces in the Wild (Berg et al.,
2005), MNIST (LeCun et al., 1998), NCI60 Cancer Microar-
ray Project (Ross et al., 2000), a food pairing dataset (Ahn
et al., 2011) and FashionMNIST (Xiao et al., 2017).

The generative process in probabilistic PCA assumes that
data arise as a linear mapping of a k-dimensional, nor-
mally distributed latent variable z into the D-dimensional
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Figure 2.
(a) Learning curves for the first two principal components, varied
missing rate. (b) Learning curves for the first principal component
at three different missing rates, varied signal-to-noise ratio. (c)
Learning curve for the first principal component, varied missing
rate. The full line represents the learning curve that would result
from an effective sample size as N(m) = (1−m)N in Eq. (1).
(d) Learning curve for the first principal component, varied missing
rate. The full line represents the learning curve that would result
from an effective signal-to-noise ratio as S(m) = (1−m)S, i.e.
the proposed relation in Eq. (2).

data space x through the transformation matrix A, x =
Az + ε, z ∼ N (0, I), ε ∼ N (0, σ2I). The signal
is degraded by isotropic zero mean noise of variance σ2.
By assigning values to A and σ2 we implicitly control the
signal-to-noise ratio, the ratio between the signal variance
and noise variance Si =

||ai||2
σ2 , where ai is the i’th column

of the A matrix, i.e., the i’th signal direction. When a full
dataset has been generated a missing data process is intro-
duced, for this purpose missing completely at random. At a
given missing rate m, each element of the data matrix is set
to ‘missing’ with probability m.

For a range of missing rates the signal directions can be
estimated using PPCA and subsequently compared to the
true symmetry breaking directions used to create the data, in
terms of the squared cosine similarity, R2. This experiment
can be repeated a number of times to produce an estimate
of the expectation 〈R2〉X . To show the dependency on
the signal-to-noise ratio, simulations have also been made
where the noise σ2 is varied instead of the missing rate. For
each repetition a new noise-free dataset is generated and
data-matrix elements are set to ’missing’ according to a
fixed missing rate. For a range of noise variances, noise is

added to the data and signal directions are estimated using
PPCA, to get an estimate of the expectation 〈R2〉X .

In order to apply the theory to the real datasets, we esti-
mate and manipulate their signal-to-noise ratios. The signal-
to-noise ratio can be estimated from the eigenvalues of
a singular value decomposition. First the noise variance
is estimated as the average of the eigenvalues in the non-
signal dimensions. As the noise is assumed to be isotropic,
the variance in the signal direction consists of the signal
variance plus the noise variance. The signal variance is
therefore obtained as the eigenvalue in the signal direction
minus the noise variance. Finally the signal-to-noise ra-
tio is the ratio between the signal variance and the noise
variance σ̂2 = 1

D−k
∑D
i=k+1 λi, Si =

λi−σ̂2

σ̂2 , where k is
the number of signal directions. In order to manipulate
the signal-to-noise ratio, zero-mean Gaussian noise with
isotropic variance, σ2

added, is added to the dataset and the
resulting signal-to-noise ratio becomes Si = λi−σ̂2

σ̂2+σ2
added

.

5. Results
Figure 2a was generated using 50 missing rates, N =
2000, D = 3000 and σ2 = 0.05. Furthermore we set
||a1||, ||a2|| = 1.0, 0.5 resulting in signal-to-noise ratios of
S1 = 20 and S2 = 5. The full and dashed lines represent
our proposed theory, Eq. (2), and the markers are simula-
tion results averaged over 5 repetitions, approximating the
expectation 〈R2〉X .
Following the learning curves from right to left; when every-
thing is missing nothing can be learned about the underlying
signal direction. As we decrease the missing rate a critical
point is reached where learning for the 1st signal direction
starts, with a steep phase transition. As even lesser data is
missing, learning of the 2nd signal direction also initiates
with a sharp phase transition. After these steep increases,
the learning curves enter a more flat plateau phase where
learning is robust to the missing rate.

In figure 2b we vary the signal-to-noise ratio for three differ-
ent fixed missing rates, all three learning curves are for the
1st signal direction. Here we see that with higher missing
rates, we need a better signal-to-noise ratio before learning
starts for the 1st signal direction.
The figure was generated using 100 signal-to-noise ratios,
N = 3200 and D = 1600. The signal-to-noise ratio was
obtained by adding zero-mean gaussian noise of different
magnitude in variance to the linear transformation, keeping
||a1|| = 1. We plot averages over 10 datasets (error bars are
smaller than the marker size).

Following (Schafer & Graham, 2002), we could hypothesize
that missing data changes the learning curves by decreasing
the effective number of samples in the data, in the simplest
case this would amount to N(m) = (1−m)N . However,
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the theory in Eq. (2) suggests that the missing rate affects
the learning curves by reducing the effective signal-to-noise
ratio as S(m) = (1−m)S. This is illustrated in figure 2c
and 2d. Figure 2c compares the theory in Eq. (1), assuming
an effective sample size, to corresponding missing rate sim-
ulations. In figure 2d the theory in Eq. (2) is compared to
corresponding missing rate simulations.

In five high dimensional datasets we manipulate the signal-
to-noise ratio and missing rate in order to investigate the
learning curves for the 1st signal direction. Results are
found in figure 3, three learning curves for each dataset,
each of them for the first signal direction at a fixed missing
rate for varying signal-to-noise ratio.

Faces in the Wild
This is a collection of face images captured under natural
conditions and the principal components are eigenfaces cap-
turing natural face appearance variation (Turk & Pentland,
1991). The first signal direction in the dataset is found using
regular PCA in the no-missing case and used as a surrogate
for the true signal direction. Now we set a fixed missing
rate and the signal-to-noise ratio is gradually decreased by
adding gaussian noise of increasing magnitude, to get the
learning curves seen in figure 3a. Our theory, Eq. (2), is
seen to match this dataset very well.
Plot symbols are averages over 10 datasets and solid lines
are theoretical learning curves as described by Eq. (2). The
estimate of the true signal direction deteriorates slowly as
more and more noise is introduced, until a phase transition
occurs and learning stops. At higher missing rates learning
stops at a higher signal-to-noise ratio, i.e. missing data af-
fects learning so that we need a better signal-to-noise ratio
in order to learn with the same learning performance as in
the non-missing case.

MNIST
The corresponding analysis for the handwritten digit dataset
is provided in figure 3b. For a missing rate less than 0.6
the learning curve quite accurately follows the theory, while
at larger rates, there are some deviations between theory
and experiment. We observe a pronounced phase transi-
tion and that an increased signal-to-noise ratio is needed for
higher missing rates before learning starts. Even though the
MNIST dataset and the Faces in the Wild dataset are both
image databases, the differences in the general appearance
of the images between the two databases are affecting com-
pliance with the PPCA model assumptions. Probabilistic
PCA assumes an isotropic noise variance and this assump-
tion is violated in the MNIST dataset, where there are pixel
locations along the image boundary where there is no varia-
tion at all throughout the dataset.

NCI60
The microarray dataset is a collection of expression levels
of genes in a number of different cell types. The signal
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Figure 3. Learning curves for varying signal-to-noise ratio at dif-
ferent missing rates for five different high dimensional datasets.
Plot symbols are averages over 10 different noise simulations and
the full lines are learning curves as described by Eq. (2).

variance in this dataset is due to different genes having the
same kind of expression across cell types and the principal
components are referred to as eigengenes (Alter et al., 2000).
Learning curves for the micro array dataset are shown in
figure 3c. For a missing rate of 0.6 and 0.8 an increasing
deviation between the theoretical learning curve and the
actual learning curve is seen. This dataset only has N = 64
samples and therefore we may see finite size effects.

Food pairing
The food pairing dataset consists of food recipes, each of
which containing one or more ingredients. The learning
curves are found in figure 3d. The model assumptions for
PPCA are violated in the sense that we are not looking
at continuous data, but a binary indication of whether an
ingredient was present in a recipe or not. Some ingredients
are only in one recipe, leaving very little variance in this
direction (∼ 1/N = 0.000017). This may explain the poor
adherence for this dataset to the model curves. We have
changed the missing rates here from 0.6 and 0.8 to 0.4 and
0.6 instead. The learning curve at a missing rate of 0.8 does
not learn.
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FashionMNIST
In figure 3e we present learning curves for the FashionM-
NIST dataset, which is designed to match the MNIST data in
dimensions, sample size etc, but different in image contents.
Here we have enough variation in all feature dimensions
that this dataset adheres to the generative model of PPCA,
and the learning curves accurately follow the model.

Overall, our theory fits simulation studies while the theory
seems to match real world datasets with deviations. The
Faces in the Wild dataset adheres very well to the theory and
a corresponding 〈R2〉X experiment where only the missing
rate is varied can be seen in figure 4. On the other hand the
MNIST and Food Pairing datasets show some clear devia-
tions between experimental and theoretical learning curves.
These deviations may be due to violations of the PPCA
model assumption that the noise variance is isotropic. This
assumption is definitely violated in the MNIST dataset as
there are several dimensions with no variance at all, for
example corner pixels, and the covariance matrix becomes
degenerate. Similar observations are made in the food pair-
ing dataset. The PPCA model is limited in its noise variance
modelling and a more flexible model like factor analysis
could potentially better capture the noise in these datasets.
Code for generating learning curves available at
https://github.com/nbip/ppca_ICML2019.
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Figure 4. Missing rate experiment for the Faces in the Wild dataset.
The images in the bottom row are example images illustrating the
missing rate. The images in the top row are the corresponding first
principal component as found by PPCA.

6. Discussion
We have discussed the effects of missing data on our abil-
ity to learn signal structure. We generalized the well-
established theoretical results for principal components
(Biehl and Mietzner, 1993) to include missing data, to find a
result which is surprising in two ways. First, the generaliza-
tion is remarkably simple modification of the known result
for learning in PCA. Secondly, we find that the effect of
missing data scales the effective signal-to-noise ratio, rather
than scaling the sample size which has been earlier thought.

The theory further predicts a phase transition in the learning
curves as the missing rate increases. We used probabilistic

principal component analysis for estimating signal struc-
tures in datasets with missing data and found consistent
results in both in simulation data and in real datasets. Hence
in conlusion: Missing data reduces signal-to-noise ratio and
gives rise to a phase transition as the missing rate increases
- from almost perfect learning to no learning at all.
In the Low Rank Matrix Completion (LRMC) literature
empirical and theoretical results have been presented indi-
cating phase transition like behavior as reported here (e.g
(Gao & Ganguli, 2015)). In our presentation we have fo-
cused on methods that avoid imputation by marginalization.
Our theoretical results are likewise based on the analysis of
marginal distributions over the non-missing data, i.e., the
generating function is a function of the measured data only
in Eq. (30). This is in contrast to the LRMC literature’s
focus on imputation.

Appendix A: Learning curves in the limit of
large data
In the simple PCA model we seek a single direction a ∈ Rd
for which the mean projection is maximal

â = argmax||v||=1

N∑
n=1

(vT · xn)2. (3)

The key question is how â(X ) relates to a0 as a function
of N,D, σ2? This problem has been the subject of quite
detailed analysis in the machine learning / statistical me-
chanics community (Hansel et al., 1992; Biehl & Mietzner,
1993; Watkin et al., 1993; Reimann & Van den Broeck, 1996;
Buhot & Gordon, 1998). A particularly detailed account
generalizing the transition to more general PCA was given
in (Hoyle & Rattray, 2007) using the replica approach. The
first use of the replica method for such unsupervised learn-
ing is often attributed to the Biehl and Mietzner preprint
of the paper (Biehl & Mietzner, 1993). Earlier work on
closely related supervised models include (Sompolinsky
et al., 1990; Seung et al., 1992; Biehl & Mietzner, 1993).

We are interested in quantifying the typical values of (aT0 ·
a)2 as function of the physical parameters, hence we follow
(Hoyle & Rattray, 2007) and define the generating function
(partition function),

Z(h) =

∫
daδ(||a||2−1) exp

(
β

N∑
n=1

(aT · xn)2 + hT · a

)
.

(4)
The quantity of interest for a specific data set can be obtained
directly from Z

R2 = (aT0 · a(X ))2 = lim
h→0,β→∞

(
∂ logZ(h)

∂h

T

· a0

)2

.

(5)
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It is not hard to see that

(aT0 · a(X ))2 = (aT0 · u1(X ))2, (6)

where u1(X ) is eigenvector with the maximal eigenvalue
of the empirical covariance matrix Ĉ = 1

N

∑N
n=1 xnxTn .

More interesting is it to find the typical value of R2, defined
as

〈(aT0 · a(X ))2〉X =

∫
(aT0 · u1(X ))2

N∏
n=1

p(xn|C)dxn,

(7)
where the data follows a zero mean multivariate normal law
p(x|C) with covariance matrix C = σ2I + a0a

T
0 . Unfortu-

nately, it is entirely non-trivial to compute the distribution
of this eigenvector. A brute force calculation entails the av-
eraging of the log-characteristic function with respect to the
data distribution. In statistical mechanics this is approached
using a series of tricks referred to as "the replica method".
For completeness we here first reproduce the arguments
for PCA and then make a generalization to the case with
missing data. The first step is to invoke the limit

logZ = lim
w→0

Zw − 1

w
(8)

and use the fact that averaging powers of Z is more feasible
than averaging the logarithm. Formally, the w’th power of
Z can be written

Zw(X ) =
∫ w∏

j=1

dajδ(||aj ||2 − 1)

exp

β N∑
n=1

w∑
j=1

(aTj · xn)2 +
w∑
j=1

hT · aj

 .

The average over X then becomes

〈Zw(X )〉X =

∫ N∏
n=1

p(xn|C)dxn

∫ w∏
j=1

dajδ(||aj ||2 − 1)

exp

β N∑
n=1

w∑
j=1

(aTj · xn)2 +
w∑
j=1

hT · aj

 .

When exchanging the sequence of integrals the average
appears as an integral over a product of N identical terms,
i.e.,

〈Zw(X )〉X =

∫ w∏
j=1

dajδ(||aj ||2 − 1)

∫ p(x|C)dx exp

β w∑
j=1

(aTj · x)2 +
w∑
j=1

hT · aj

N

.

For simplicity, we ignore the generating function variable h
and rewrite the quadratic terms

exp
(
β(aTj · x)2

)
= exp

(
1

2
2β(aTj · x)2

)
=

∫ w∏
j=1

duj√
2π

exp

(
−1

2
u2j +

√
2βuja

T
j · xn

)
,

this introduces a w dimensional array of normal integrals
over replica parameters uj . We next compute the data inte-
gral

∫
p(x|C)dx exp

β w∑
j=1

(aTj · x)2


=

∫
p(x|C)dx

∫ w∏
j=1

duj√
2π

(9)

exp

−1

2

w∑
j=1

u2j +
w∑
j=1

√
2βuja

T
j · xn


=

∫ w∏
j=1

duj√
2π

exp

−1

2

w∑
j=1

u2j


∫
p(x|C)dx exp

 w∑
j=1

√
2βuja

T
j · xn

 . (10)

The Gaussian data integral can be performed using

∫
p(x|C)dx exp

 w∑
j=1

√
2βuja

T
j · x


= exp

β w∑
j,j′=1

ujuj′a
T
j C−1aj′

 . (11)

Combining Eqs. (10) and (11) we get the final replica inte-
gral

〈Zw(X )〉X =

∫ w∏
j=1

dajδ(||aj ||2 − 1)∫ w∏
j=1

duj√
2π

exp

−1

2

w∑
j=1

u2j+

β

w∑
j,j′=1

ujuj′a
T
j Caj′

N

.

To proceed, we use C = σ2I + a0a
T
0 , to re-write the Gaus-
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sian integral over replica variables

〈Zw(X )〉X =

∫ w∏
j=1

dajδ(||aj ||2 − 1)

∫ w∏
j=1

duj√
2π

exp

−1

2

w∑
j,j′=1

ujMj,j′uj′

N

(12)

with
Mj,j′ = δj,j′ − 2βσ2 (qj,j′ + Srjrj′) , (13)

and where we have defined the key quantities qj,j′ = aTj ·
aj′ and rj = aTj · a0 relating the inferred and generating
parameters in the replicated system. The Gaussian integrals
yield

〈Zw(X )〉X =

(2π)−Nw
∫ w∏

j=1

dajδ(||aj ||2 − 1)|M({aj})|−N/2.

The integrals over the w unit spheres are next parameterized
as integrals over the q matrix and the r vector,

〈Zw(X )〉X = (2π)−Nw
∫ w∏

j=1

dajδ(||aj ||2 − 1)×∫ ∏
j>j′

dqj,j′δ(qj,j′ − aTj · aj′)∫ ∏
j

drjδ(rj − aTj · a0)|M(Q, r)|−N/2. (14)

As the delta functions relate Q and the inner products of a,
we can replace δ(||aj ||2 − 1) by δ(qj,j − 1). The Q and r
integrals can be combined by defining the matrix

Q+ =


aT0 · a0 aT0 · a1 ... aT0 · aw
aT1 · a0 aT0 · a1 ... aT1 · aw

...
...

. . .
...

aTw · a0 aTw · a1 ... aTw · aw

 =

[
1 r
rT Q

]
.

(15)
With this definition,

〈Zw(X )〉X = (2π)−Nw
∫ w∏

j=1

daj ×

∫
dQ+

w∏
j>j′=0

δ(Q+,j,j′ − aTj · aj′)

w∏
j=0

δ(Q+,j,j − 1)|M(Q, r)|−N/2, (16)

the a integrals can be performed to leading order inD with a
procedure outlined in Appendix A of (Ahr et al., 1999). First

we write the integral in matrix form with A a D × (w + 1)
matrix∫

dAδ(Q+ −AT ·A) = |UTΛ|D
∫
dÃδ(I− ÃT · Ã).

(17)
Here we used the transformation A → Ã = AUΛ based
on the spectral representation of (w + 1)× (w + 1) matrix
Q+ = UTΛΛU. Here U is an orthogonal matrix and Λ is
a diagonal matrix with the square roots of the eigenvalues
of symmetric real matrix Q+. The integral

∫
dÃδ(I− ÃT ·

Ã) is seen to be a constant with respect to the integration
variables Q+. Hence, to leading order the dependent term
is ∫

dAδ(Q+ −AT ·A) ∝ |UTΛ|D ∝ |Q+|
D
2 . (18)

The determinant can be computed using the identity∣∣∣∣X11 X12

X21 X22

∣∣∣∣ = |X11||X22 −X21X
−1
11 X12| (19)

with X11 = 1, X21 = r and X22 = Q,

〈Zw(X )〉X ∝
∫ ∏

j>j′

dqj,j′

∫ ∏
j

drj |Q−rrT |D/2M(Q, r)|−N/2.

(20)
To bring the scaling with D,N →∞ out more clearly, we
rewrite

〈Zm(X )〉X ∝∫
dQdr exp

[
D

(
1

2
log |Q− rrT |

−α
2
log |I− 2βσ2(Q + SrrT )|

)]
, (21)

with the definitions from the main text α = N
D , S = 1

σ2 .

We are interested in the limit of large D, where the integral
is dominated by the stationary points of the integrant. We
further assume "replica symmetry", hence, the following
simple structures of Q, r

Q =


1 q ... q
q 1 ... q
...

...
. . .

...
q q ... 1

 , r =


r
r
...
r

 (22)

The two w × w determinants can then be computed using
simple algebra∣∣∣∣∣∣∣∣∣

z y ... y
y z ... y
...

...
. . .

...
y y ... z

∣∣∣∣∣∣∣∣∣ = (1 +
wy

z − y
)(z − y)w. (23)
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Hence,

log |Q− rrT | = log

(
1 +

w(q − r2)
1− q

)
+ w log(1− q)

(24)

log |I− 2βσ2(Q + SrrT )| =

log

(
1− w 2βσ2(q + Sr2)

1− βσ2(1− Sr2)

)
+ w log

(
1− 2βσ2(1− Sr2)

)
.

Finally, we send w → 0 to get,

lim
w→0

1

w
log |Q− rrT | = q − r2

1− q
, (25)

and

lim
m→0

1

w
log |I− βσ2(Q + SrrT )|

=− 2βσ2(q + Sr2)

1− 2βσ2(1− q)
.

Following (Reimann & Van den Broeck, 1996) we locate
the stationary points first wrt. q for fixed r and then find
the resulting stationary point wrt. r. To leading order the
averaged log partition function is given by

〈logZ(X )〉X ∝
1 + r2

v
+ 2α

1 + Sr2

1− 2v
, (26)

where v = βσ2(1 − q). To simplify the location of the
stationary points we further define the two functions of r:
φ1 = 1 + r2 and φ2 = α(1 + Sr2).

〈logZ(X )〉X ∝
(
φ1
v

+
φ2

1− 2v

)
. (27)

The stationary point is given by

v̂ =
1

2

√
φ1√

φ1 ±
√
φ2

(28)

We choose the positive square root and substitute back into
the log partition function to obtain

〈logZ(X )〉X ∝
(√

φ1 ±
√
φ2

)
=
(√

1 + r2 +
√
α(1 + Sr2)

)2
.

Finally, the extremal point wrt. r is given by

〈(a0 · a)2〉X = r̂2 =


αS2−1
S(1+αS) if α > 1

S2

0 if α ≤ 1
S2

(29)

producing the non-smooth learning curve result, i.e., relation
between a and a0 as a function of the relative sample size
α. It is remarkable that in the large scale system, there is
a range of sample sizes N < Ncritical ≡ Dσ4 for which
learning is completely absent.

Statistical mechanics of simple PCA with missing data

To account for missing data we introduce the missing indica-
tor sn,d ∈ [0, 1], with sn,d = 1 when the feature is present.
The averaging procedure increases a bit in bookkeeping as
we only average over the actual present features in each
sample, hence, we obtain

〈Zw(X )〉X =

∫
||aj ||2=1

dA
N∏
n=1

∫
p(xn|Cn)dxn

exp

β N∑
n=1

w∑
j=1

(aTj · (sn � xn))
2 +

w∑
j=1

hT · aj

 ,

(30)

where the element wise product is (sn � xn)d = sn,dxn,d,
and Cn is the sub-matrix defined by the present features in
the n’th sample. The generating function in Equation (30)
is equivalent to the marginalization in probabilistic PCA,
i.e., we integrate only the present features. Thus, Equation
(12) becomes

〈Zw(X )〉X =

∫
||aj ||2=1

dA
N∏
n=1

∫ w∏
j=1

dunj√
2π

exp

−1

2

w∑
j,j′=1

unjM
n
j,j′u

n
j′

 . (31)

Here,

Mn
j,j′ = δj,j′ − 2βσ2

(
qnj,j′ + Srnj r

n
j′
)
, (32)

with qnj,j′ =
∑D
d=1 sn,daj,daj′,d and rnj =∑D

d=1 sn,daj,da0,j′,d.

Re-writing the product over samples as an exponenti-
ated sum over Mn

j,j′ terms, we may invoke a simple self-
averaging assumption (Grant, 2004) (the sum can be re-
placed by its average),

〈Mn
j,j′〉 = δj,j′−2βσ2

(
(1−m)qnj,j′ + (1−m)2Srnj r

n
j′
)
,

(33)
where m is the missing rate and we used that the q term
involves a single (1−m) factor while rnj r

n
j′ term involves

two independent (1−m) factors.

By inspection we find that this is equivalent to the earlier
expression if β → (1 −m)β and S → (1 −m)S. Hence,
the asymptotic expression for R2 in presence of missing
data at rate m is as already shown in Equation 2,

〈R2〉X =

{
0 α((1−m)S)2 < 1,

α((1−m)S)2−1
(1−m)S+α((1−m)S)2 α((1−m)S)2 ≥ 1.

(34)
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Abstract

When a missing process depends on the missing values themselves, it needs to
be explicitly modelled and taken into account while doing likelihood-based infer-
ence. We present an approach for building and fitting deep latent variable models
(DLVMs) in cases where the missing process is dependent on the missing data.
Specifically, a deep neural network enables us to flexibly model the conditional
distribution of the missingness pattern given the data. This allows for incorporating
prior information about the type of missingness (e.g. self-censoring) into the model.
Our inference technique, based on importance-weighted variational inference, in-
volves maximising a lower bound of the joint likelihood. Stochastic gradients of
the bound are obtained by using the reparameterisation trick both in latent space
and data space. We show on various kinds of data sets and missingness patterns
that explicitly modelling the missing process can be invaluable.

1 Introduction
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Figure 1: (a) Graphical model of the not-MIWAE.
(b) Gaussian data with MNAR values. Dots are
fully observed, partially observed data are dis-
played as black crosses. A contour of the true dis-
tribution is shown together with directions found
by PPCA and not-MIWAE with a PPCA decoder.

Missing data often constitute systemic issues
in real-world data analysis, and can be an in-
tegral part of some fields, e.g. recommender
systems. This requires the analyst to take ac-
tion by either using methods and models that are
applicable to incomplete data or by performing
imputations of the missing data before apply-
ing models requiring complete data. The ex-
pected model performance (often measured in
terms of imputation error or innocuity of miss-
ingness on the inference results) depends on the
assumptions made about the missing mechanism
and how well those assumptions match the true
missing mechanism. In a seminal paper, Rubin
(1976) introduced a formal probabilistic frame-
work to assess missing mechanism assumptions
and their consequences. The most commonly
used assumption, either implicitly or explicitly,
is that a part of the data is missing at random
(MAR). Essentially, the MAR assumption means that the missing pattern does not depend on the miss-
ing values. This makes it possible to ignore the missing data mechanism in likelihood-based inference
by marginalizing over the missing data. The often implicit assumption made in non-probabilistic
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models and ad-hoc methods is that the data are missing completely at random (MCAR). MCAR is a
stronger assumption than MAR, and informally it means that both observed and missing data do not
depend on the missing pattern. More details on these assumptions can be found in the monograph of
Little and Rubin (2002); of particular interest are also the recent revisits of Seaman et al. (2013) and
Doretti et al. (2018). In this paper, our goal is to posit statistical models that leverage deep learning
in order to break away from these assumptions.

The MAR and MCAR assumptions are violated when the missing data mechanism is dependent on
the missing data themselves. This setting is called missing not at random (MNAR). Here the missing
mechanism cannot be ignored, doing so will lead to biased parameter estimates. This setting generally
requires a joint model for data and missing mechanism.

Deep latent variable models (DLVMs, Kingma and Welling, 2013; Rezende et al., 2014) have recently
been used for inference and imputation in missing data problems (Nazabal et al., 2018; Ma et al.,
2018, 2019; Ivanov et al., 2019; Mattei and Frellsen, 2019). This led to impressive empirical results
in the MAR and MCAR case, in particular for high-dimensional data.

1.1 Contributions

In this work we propose the not-missing-at-random importance-weighted autoencoder (not-MIWAE)
which allows for the application of DLVMs to missing data problems where the missing mechanism
is MNAR. This is inspired by the missing data importance-weighted autoencoder (MIWAE), a
framework introduced by Mattei and Frellsen (2019) to train DLVMs in MAR scenarios, based itself
on the importance-weighted autoencoder of (Burda et al., 2016). The general graphical model for the
not-MIWAE is shown in figure 1a. The first part of the model is simply a latent variable model: there
is a stochastic mapping parameterized by θ from a latent variable z ∼ p(z) to the data x ∼ pθ(x|z),
and the data may be partially observed. The second part of the model, which we call the missing
model, is a stochastic mapping from the data to the missing mask s ∼ pφ(s|x) that makes it possible
to address MNAR issues.

The model can be trained efficiently by maximising a lower bound of the joint likelihood (of the
observed features and missing pattern) obtained via importance weighted variational inference (Burda
et al., 2016). A key difference with the MIWAE is that we use the reparameterization trick in the data
space, as well as in the code space, in order to get stochastic gradients of the lower bound.

Missing processes affect data analysis in a wide range of domains and often the MAR assumption
does not hold. We apply our method to censoring in datasets from the UCI database, clipping in
images and the issue of selection bias in recommender systems.

2 Background

Assume that the complete data are stored within a data matrix X = (x1, . . . ,xn)
ᵀ ∈ Xn that

contain n i.i.d. copies of the random variable x ∈ X , where X = X1 × · · · × Xp is a p-dimensional
feature space. For simplicity, xij refers to the j’th feature of xi, and xi refers to the i’th sample
in the data matrix. In a missing data context, each sample can be split into an observed part and
a missing part, x = (xo,xm). The pattern of missingness is individual to each copy of x and
described by a corresponding mask random variable s ∈ {0, 1}p. This leads to a mask matrix
S = (s1, . . . , sn)

ᵀ ∈ {0, 1}n×p verifying

sij =

{
1 if xij observed,
0 if xij missing.

(1)

We wish to construct a parametric model pθ,φ(x, s) for the joint distribution of the data and the mask,
which can trivially be factored as

pθ,φ(x, s) = pθ(x)pφ(s|x). (2)

Here pφ(s|x) = pφ(s|xo,xm) is the conditional distribution of the mask, which may depend on
both the observed and missing data, through its own parameters φ. The three assumptions from the
framework of Little and Rubin (2002) (see also Ghahramani and Jordan, 1995) pertain to the specific
form of this conditional distribution:
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• MCAR: pφ(s|x) = pφ(s),

• MAR: pφ(s|x) = pφ(s|xo),

• MNAR: pφ(s|x) may depend on both xo and xm.

To maximize the likelihood of the parameters (θ, φ), based only on observed quantities, the missing
data is integrated out from the joint distribution

pθ,φ(x
o, s) =

∫
pθ(x

o,xm)pφ(s|xo,xm) dxm. (3)

In both the MCAR and MAR cases, inference for θ using the full likelihood becomes proportional to
pθ,φ(x

o, s) ∝ pθ(xo), and the missing mechanism can be ignored while focusing only on pθ(xo). In
the MNAR case, the missing mechanism can depend on both observed and missing data, offering no
factorization of the likelihood in equation (3). The parameters of the data generating process and the
parameters of the missing data mechanism are tied together by the missing data.

2.1 PPCA example

A linear DLVM with isotropic noise variance can be used to recover a model similar to probabilistic
principal component analysis (PPCA, Roweis, 1998; Tipping and Bishop, 1999). In figure 1b, a
dataset affected by an MNAR missing process is shown together with two fitted PPCA models,
regular PPCA and the not-MIWAE formulated as a PPCA-like model. Data is generated from a
multivariate normal distribution and an MNAR missing process is imposed by setting the horizontal
coordinate to missing when it is larger than its mean, i.e. it becomes missing because of the value it
would have had, had it been observed.

Regular PPCA for missing data assumes that the missing mechanism is MAR so that the missing
process is ignorable. This introduces a bias, both in the estimated mean and in the estimated principal
signal direction of the data. The not-MIWAE PPCA assumes the missing mechanism is MNAR
so the data generating process and missing data mechanism are modelled jointly as described in
equation (3).

2.2 Previous work

In (Rubin, 1976) the appropriateness of ignoring the missing process when doing likelihood based or
Bayesian inference was introduced and formalized. The introduction of the EM algorithm (Dempster
et al., 1977) made it feasible to obtain maximum likelihood estimates in many missing data settings,
see e.g. Ghahramani and Jordan (1994, 1995); Little and Rubin (2002). Sampling methods such as
Markov chain Monte Carlo have made it possible to sample a target posterior in Bayesian models,
including the missing data, so that parameter marginal distributions and missing data marginal
distributions are available directly (Gelman et al., 2013). This is also the starting point of the multiple
imputations framework of Rubin (1977, 1996). Here the samples of the missing data are used to
provide several realisations of complete datasets where complete-data methods can be applied to get
combined mean and variability estimates. An excellent overview of the missing data field can be
found in (Schafer and Graham, 2002).

The framework of Little and Rubin (2002) is instructive in how to handle MNAR problems and a
recent review of MNAR methods can be found in (Tang and Ju, 2018). Low rank models were used
for estimation and imputation in MNAR settings by Sportisse et al. (2018). Two approaches were
taken to fitting models, 1) maximising the joint distribution of data and missing mask using an EM
algorithm, and 2) implicitly modelling the joint distribution by concatenating the data matrix and the
missing mask and working with this new matrix. This implies a latent representation both giving rise
to the data and the mask. An overview of estimation methods for PCA and PPCA with missing data
was given by Ilin and Raiko (2010), while PPCA in the presence of an MNAR missing mechanism
has been addressed by Sportisse et al. (2019). There has been some focus on MNAR issues in the
form of selection bias within the recommender system community (Marlin et al., 2007; Marlin and
Zemel, 2009; Steck, 2013; Schnabel et al., 2016; Hernández-Lobato et al., 2014; Wang et al., 2019)
where methods applied range from joint modelling of data and missing model using multinomial
mixtures and matrix factorization to debiasing existing methods using propensity based techniques
from causality.
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Deep latent variable models are intuitively appealing in a missing context: the generative part of the
model can be used to sample the missing part of an observation. This was already utilized by Rezende
et al. (2014) to do imputation and denoising by sampling from a Markov chain whose stationary
distribution is approximately the conditional distribution of the missing data given the observed. This
procedure has been enhanced by Mattei and Frellsen (2018a) using Metropolis-within-Gibbs. In both
cases the experiments were assuming MAR and a fitted model, based on complete data, was already
available.

Approaches to fitting DLVMs in the presence of missing have recently been suggested, such as the
HI-VAE by Nazabal et al. (2018) using an extension of the VAE lower bound, the p-VAE by Ma
et al. (2018, 2019) using the VAE lower bound and a permutation invariant encoder, the MIWAE by
Mattei and Frellsen (2019), extending the IWAE lower bound (Burda et al., 2016), and GAIN (Yoon
et al., 2018) using GANs for missing data imputation. All approaches are assuming that the missing
process is MAR or MCAR. In (Gong et al., 2020) the data and missing mask are modelled together,
as both being generated by a mapping from the same latent space, thereby tying the data model and
missing process together. This gives more flexibility in terms of missing process assumptions, akin to
the matrix factorization approach by Sportisse et al. (2018).

3 Inference in DLVMs affected by MNAR

In an MNAR setting, the parameters for the data generating process and the missing data mechanism
need to be optimized jointly using all observed quantities. The relevant quantity to maximize is
therefore the log-(joint) likelihood

`(θ, φ) =
n∑
i=1

log pθ,φ(x
o
i , si), (4)

where we can rewrite the general contribution of data points log pθ,φ(xo, s) as

log

∫
pφ(s|xo,xm)pθ(x

o|z)pθ(xm|z)p(z) dz dxm, (5)

using the assumption that the observation model is fully factorized pθ(x|z) =
∏
j pθ(xj |z), which

implies pθ(x|z) = p(xo|z)pθ(xm|z). The integrals over missing and latent variables make direct
maximum likelihood intractable. However, the approach of Burda et al. (2016), using an inference
network and importance sampling to derive a more tractable lower bound of `(θ, φ), can be used here
as well. The key idea is to posit a conditional distribution qγ(z|xo) called the variational distribution
that will play the role of a learnable proposal in an importance sampling scheme.

As in VAEs (Kingma and Welling, 2013; Rezende et al., 2014) and IWAEs (Burda et al., 2016), the
distribution qγ(z|xo) comes from a simple family (e.g. the Gaussian or Student’s t family) and its
parameters are given by the output of a neural network (called inference network or encoder) that
takes xo as input. The issue is that a neural net cannot readily deal with variable length inputs (which
is the case of xo). This was tackled by several works: Nazabal et al. (2018) and Mattei and Frellsen
(2019) advocated simply zero-imputing xo to get inputs with constant length, and Ma et al. (2018,
2019) used a permutation-invariant network able to deal with inputs with variable length.

Introducing the variational distribution, the contribution of a single observation is equal to

log pθ,φ(x
o, s) = log

∫
pφ(s|xo,xm)pθ(x

o|z)p(z)
qγ(z|xo)

qγ(z|xo)pθ(x
m|z) dxm dz (6)

= logEz∼qγ(z|xo),xm∼pθ(xm|z)

[
pφ(s|xo,xm)pθ(x

o|z)p(z)
qγ(z|xo)

]
. (7)

The main idea of importance weighed variational inference and of the IWAE is to replace the
expectation inside the logarithm by a Monte Carlo estimate of it (Burda et al., 2016). This leads to
the objective function

LK(θ, φ, γ) =
n∑
i=1

E

log 1

K

K∑
k=1

wki

 , (8)
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where, for all k ≤ K, i ≤ n,

wki =
pφ(si|xo

i ,x
m
ki)pθ(x

o
i |zki)p(zki)

qγ(zki|xo
i )

, (9)

and (z1i,x
m
1i), . . . , (zKi,x

m
Ki) are K i.i.d. samples from qγ(z|xo

i )pθ(x
m|z), over which the ex-

pectation in equation (8) is taken. The unbiasedness of the Monte Carlo estimates ensures (via
Jensen’s inequality) that the objective is indeed a lower-bound of the likelihood. Actually, under some
moment conditions (Domke and Sheldon, 2018, Theorem 2), it is possible to show that the sequence
(LK(θ, φ, γ))K≥1 converges monotonically (Burda et al., 2016, Theorem 1) to the likelihood:

L1(θ, φ, γ) ≤ . . . ≤ LK(θ, φ, γ) −−−−→
K→∞

`(θ, φ). (10)

Properties of the not-MIWAE objective The bound LK(θ, φ, γ) has essentially the same proper-
ties as the (M)IWAE bounds, see Mattei and Frellsen, 2019, Section 2.4 for more details. The key
difference is that we are integrating over both the latent space and part of the data space. This means
that, to obtain unbiased estimates of gradients of the bound, we will need to backpropagate through
samples from qγ(z|xoi )pθ(xm|z). A simple way to do this is to use the reparameterization trick
both for qγ(z|xoi ) and pθ(xm|z). This is the approach that we chose in our experiments. The main
limitation is that pθ(x|z) has to belong to a reparameterizable family, like Gaussians or Student’s t
distributions (see Figurnov et al., 2018 for a list of available distributions). If the distribution is not
readily reparametrisable (e.g. if the data are discrete), several other options are available, see e.g. the
review of Mohamed et al. (2019).

Imputation When the model has been trained, it can be used to impute missing values. If our perfor-
mance metric is a loss function L(xm, x̂m), optimal imputations x̂m minimise Exm [L(xm, x̂m)|xo, s].
When L is the squared error, the optimal imputation is the conditional mean that can be estimated via
self-normalised importance sampling (Mattei and Frellsen, 2019), see appendix B for more details.

3.1 The missing data model

The missing data mechanism can both be known/decided upon in advance (so that the full relationship
pφ(s|x) is fixed and no parameters need to be learned) or the type of missing mechanism can be
known (but the parameters need to be learnt) or it can be unknown both in terms of parameters and
model. The more we know about the nature of the missing mechanism, the more information we can
put into designing the missing model. This in turn helps inform the data model how its parameters
should be modified so as to accommodate the missing model. This is in line with the findings of
Molenberghs et al. (2008), who showed that, for MNAR modelling to work, one has to leverage prior
knowledge about the missing process.

The missing model is essentially solving a classification problem; based on the observed data and the
output from the data model filling in the missing data, it needs to improve its “accuracy” in predicting
the mask. A Bernoulli distribution is used for the probability of the mask given the observed data and
(samples of) missing data

pφ(s|xo,xm) = pφ(s|x) = Bern(s|πφ(x)) =
p∏
j=1

πφ,j(x)
sj (1− πφ,j(x))1−sj . (11)

Here πj is the estimated probability of being observed for that particular observation for feature j.
The mapping πφ,j(x) from the data to the probability of being observed for the j’th feature can be
as general or specific as needed. A simple example could be that of self-masking or self-censoring,
where the probability of the j’th feature being observed is only dependent on the feature value, xj .
Here the mapping can be a sigmoid on a linear mapping of the feature value, πφ,j(x) = σ(axj + b).
The missing model can also be based on a group theoretic approach, see appendix C.

4 Experiments

In this section we apply the not-MIWAE to problems with values MNAR: censoring in multivariate
datasets, clipping in images and selection bias in recommender systems. Implementation details can
be found in appendix A.
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Banknote Concrete Red White Yeast Breast

PPCA 1.39± 0.00 1.61± 0.00 1.61± 0.00 1.57± 0.00 1.67± 0.00 0.90± 0.00
not-MIWAE - PPCA

agnostic 1.25± 0.15 1.47± 0.01 1.32± 0.00 1.27± 0.01 1.20± 0.05 0.78± 0.00
self-masking 0.57± 0.00 1.31± 0.00 1.13± 0.00 0.99± 0.00 0.78± 0.00 0.72± 0.00
self-masking known 0.57± 0.00 1.31± 0.00 1.13± 0.00 0.99± 0.00 0.77± 0.00 0.72± 0.00

MIWAE 1.19± 0.01 1.66± 0.01 1.62± 0.01 1.55± 0.01 1.72± 0.01 1.20± 0.01
not-MIWAE

agnostic 0.80± 0.08 2.63± 0.12 1.30± 0.01 1.37± 0.00 1.43± 0.02 1.10± 0.01
self-masking 1.88± 0.85 1.26± 0.02 1.08± 0.02 1.04± 0.01 1.48± 0.03 0.74± 0.01
self-masking known 0.74± 0.05 1.12± 0.04 1.07± 0.00 1.04± 0.00 1.38± 0.02 0.76± 0.01

low-rank joint model 0.79± 0.02 1.57± 0.01 1.42± 0.01 1.39± 0.01 1.19± 0.00 1.22± 0.01
missForest 1.28± 0.00 1.76± 0.01 1.64± 0.00 1.63± 0.00 1.66± 0.00 1.57± 0.00
MICE 1.41± 0.00 1.70± 0.00 1.68± 0.00 1.41± 0.00 1.72± 0.00 1.17± 0.00
mean 1.73± 0.00 1.85± 0.00 1.83± 0.00 1.74± 0.00 1.69± 0.00 1.82± 0.00

Table 1: Imputation RMSE on UCI datasets affecfed by MNAR.

4.1 Evaluation metrics

Model performance can be assessed using different metrics. A first metric would be to look at how
well the marginal distribution the data has been inferred. This can be assessed, if we happen to have a
fully observed test-set available. Indeed, we can look at the test log-likelihood of this fully observed
test-set as a measure of how close pθ(x) and the true distribution of x are. In the case of a DLVM,
performance can be estimated using importance sampling with the variational distribution as proposal
(Rezende et al., 2014). Since the encoder is tuned to observations with missing data, it should be
retrained (while keeping the decoder fixed) as suggested by Mattei and Frellsen (2018b).

Another metric of interest is the imputation error. In experimental settings where the missing
mechanism is under our control, we have access to the actual values of the missing data and the
imputation error can be found directly as an error measure between these and the reconstructions from
the model. In real-world datasets affected by MNAR processes, we cannot use the usual approach of
doing a train-test split of the observed data. As the test-set is biased by the same missing mechanism
as the training-set it is not representative of the full population. Here we need a MAR data sample to
evaluate model performance (Marlin et al., 2007).

4.2 Single imputation in UCI data sets affected by MNAR

We compare different imputation techniques on datasets from the UCI database (Dua and Graff, 2017),
where in an MCAR setting the MIWAE has shown state of the art performance (Mattei and Frellsen,
2019). An MNAR missing process is introduced by self-masking in half of the features: when the
feature value is higher than the feature mean it is set to missing. The MIWAE and not-MIWAE, as
well as their linear PPCA-like versions, are fitted to the data with missing values. For the not-MIWAE
three different approaches to the missing model are used: 1) agnostic where the data model output
is mapped to logits for the missing process via a single dense linear layer, 2) self-masking where
logistic regression is used for each feature and 3) self-masking known where the sign of the weights
in the logistic regression is known.

We compare to the low-rank approximation of the concatenation of data and mask by Sportisse
et al. (2018) that is implicitly modelling the data and mask jointly. Furthermore we compare to
mean imputation, missForest (Stekhoven and Bühlmann, 2012) and MICE (Buuren and Groothuis-
Oudshoorn, 2010) using Bayesian Ridge regression. Similar settings are used for the MIWAE and
not-MIWAE, see appendix A. Results over 5 runs are seen in table 1.

The low-rank joint model is almost always better than PPCA, missForest, MICE and mean, i.e. all
M(C)AR approaches, which can be attributed to the implicit modelling of data and mask together. At
the same time the not-MIWAE PPCA is always better than the corresponding low-rank joint model,
except for the agnostic missing model on the Yeast dataset. Supplying the missing model with more
knowledge of the missing process (that it is self-masking and the direction of the missing mechanism)
improves performance. The not-MIWAE performance is also improved with more knowledge in the
missing model. The agnostic missing process can give good performance, but is often led astray by
an incorrectly learned missing model. This speaks to the trade-off between data model flexibility and
missing model flexibility. The not-MIWAE PPCA has huge inductive bias in the data model and so
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(b) not-MIWAE
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(c) missing data

Figure 2: SVHN: Histograms over imputed values for (a) the MIWAE and (b) the not-MIWAE, and
(c) the pixel values of the missing data.

Figure 3: Rows from top: original im-
ages, images with missing, not-MIWAE
imputations, MIWAE imputations

Model RMSE Ltest
10000

MIWAE 0.17298 1867.66
not-MIWAE 0.07294 1894.36
MIWAE no missing 1908.11

Table 2: SVHN: Imputation RMSE and test-set
log-likelihood estimate. Constant imputation
with 1’s has a RMSE of 0.1757.

we can employ a more flexible missing model and still get good results. For the not-MIWAE having
both a flexible data model and a flexible missing model can be detrimental to performance.

One way to asses the learnt missing processes is the mask classification accuracy on fully observed
data. These are reported in table A1 and show that the accuracy increases as more information is put
into the missing model.

4.3 Clipping in SVHN images

We emulate the clipping phenomenon in images on the street view house numbers dataset (SVHN,
Netzer et al., 2011). Here we introduce a self-masking missing mechanism that is identical for all
pixels. The missing data is Bernoulli sampled with probability

Pr(sij = 1|xij) =
1

1 + e−logits , logits =W (xij − b), (12)

where W = −50 and b = 0.75. This mimmicks a clipping process where 0.75 is the clipping point
(the data is converted to gray scale in the [0, 1] range). For this experiment we use the true missing
process as the missing model in the not-MIWAE.

Table 2 shows model performance in terms of imputation RMSE and test-set log likelihood as
estimated with 10k importance samples. The not-MIWAE outperforms the MIWAE both in terms
of test-set log likelihood and imputation RMSE. This is further illustrated in the imputations shown
in figure 3. Since the MIWAE is only fitting the observed data, the range of pixel values in the
imputations is limited compared to the true range. The not-MIWAE is forced to push some of
the data-distribution towards higher pixel values, in order to get a higher likelihood in the logistic
regression in the missing model. In figures 2a–2c, histograms over the imputation values are shown
together with the true pixel values of the missing data. Here we see that the not-MIWAE puts a
considerable amount of probability mass above the clipping value.

4.4 Selection bias in the Yahoo! R3 dataset

The Yahoo! R3 dataset4 contains ratings on a scale from 1–5 of songs in the database of the Yahoo!
LaunchCast internet radio service and was first presented in (Marlin et al., 2007). It consists of
two datasets with the same 1,000 songs selected randomly from the LaunchCast database. The

4http://webscope.sandbox.yahoo.com
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(b) MCAR test samples
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(c) MIWAE impute
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(d) not-MIWAE impute

Figure 4: Yahoo! Histograms over rating values from (a) the MNAR training set and (b) the MCAR
test set. (c) and (d) show histograms over imputations of missing values in the test set, when encoding
the corresponding training set. The not-MIWAE imputations (d) are much more faithful to the shape
of the test set (b) than the MIWAE imputations (c).

first dataset is considered an MNAR training set and contains self-selected ratings from 15,400
users. In the second dataset, considered an MCAR test-set, 5,400 of these users were asked to rate
exactly 10 randomly selected songs. This gives a unique opportunity to train a model on a real-world
MNAR-affected dataset while being able to get an unbiased estimate of the imputation error, due to
the availability of MCAR ratings. The plausibility that the set of self-selected ratings was subject to
an MNAR missing process was explored and substantiated by Marlin et al. (2007). The marginal
distributions of samples from the self-selected dataset and the randomly selected dataset can be seen
in figures 4a and 4b.

We train the MIWAE and the not-MIWAE on the MNAR ratings and evaluate the imputation error
on the MCAR ratings. Both a gaussian and a categorical observation model is explored. In order
to get reparameterized samples in the data space for the categorical observation model, we use the
Gumbel-Softmax trick (Jang et al., 2016) with a temperature of 0.5. The missing model is a logistic
regression for each item/feature, with a shared weight across features and individual biases. A
description of competitors can be found in appendix A.3 and follows the setup in (Wang et al., 2019).

The results are grouped in table 3, from top to bottom, according to models not including the missing
process (MAR approaches), models using propensity scoring techniques to debias training losses,
and finally models learning a data model and a missing model jointly, without the use of propensity
estimates.

Model MSE

MF 1.891
PMF 1.709
AutoRec 1.438
Gaussian-VAE 1.381
MIWAE categorical 2.067± 0.004
MIWAE gaussian 2.055± 0.001

CPT-v 1.115
MF-IPS 0.989
MF-DR-JL 0.966
NFM-DR-JL 0.957

MF-MNAR 2.199
Logit-vd 1.301
not-MIWAE categorical 1.293± 0.006
not-MIWAE gaussian 0.939± 0.007

Table 3: Imputation MSEs for the
Yahoo! MCAR test-set. Models are
trained on the MNAR training set.

The not-MIWAE shows state of the art performance, also com-
pared to models based on propensity scores. The propensity
based techniques need access to a small sample of MCAR
data, i.e. a part of the test-set to estimate the propensities us-
ing Naive Bayes, though they can be estimated using logistic
regression if covariates are available (Schnabel et al., 2016) or
using a nuclear-norm-constrained matrix factorization of the
missing mask itself (Ma and Chen, 2019). We stress that the
not-MIWAE does not need access to similar unbiased data in
order to learn the missing model. However, the missing model
in the not-MIWAE can take available information into account,
e.g. we could fit a continuous mapping to the propensities and
use this as the missing model, if propensities were available.

Histograms over imputations for the missing data in the MCAR
test-set can be seen for the MIWAE and not-MIWAE in fig-
ures 4c and 4d. The marginal distribution of the not-MIWAE
imputations are seen to match that of the MCAR test-set better
than the marginal distribution of the MIWAE imputations.

5 Conclusion

In this paper we have proposed the not-MIWAE, a deep latent variable model for data affected by
an MNAR missing process. Optimization is based on the not-MIWAE ELBO, a lower bound on the
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joint likelihood, and using the reparameterization trick in the data space provides stochastic gradients
for this bound. A method for single and multiple imputations in the model has been shown.

The not-MIWAE is versatile both in terms of defining the missing mechanisms and in terms of
application area. There is a trade-off between data model complexity and missing model complexity.
In a parsimonious data model a very general missing process can be used while in flexible data model
the missing model needs to be more informative. Specifically, any knowledge about the missing
process should be incorporated in the missing model to improve model performance. Doing so by
leveraging recent advances in equivariant/invariant neural networks is an interesting avenue for future
research.

Several extensions of the graphical model could be explored. For example, one could break off the
conditional independence assumptions, in particular the one of the mask given the data. This could,
for example, be done by using an additional latent variable pointing directly to the mask.

Broader Impact

Missing data impacts the analysis of data in many research and policy areas. The case of MNAR
missing data can bias results according to the bias in the missing process. We propose a way to deal
with these biases by explicitly modelling them.
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A Implementation details

In all experiments we used TensorFlow probability (Dillon et al., 2017) and the Adam optimizer
(Kingma and Ba, 2014) with a learning rate of 0.001. Gaussian distributions were used both as the
variational distribution in latent space and the observation model in data space. No regularization was
used. Similar settings were used for the MIWAE and the not-MIWAE, except for the missing model
which is exclusive to the not-MIWAE.

A.1 UCI

The encoder and decoder consist of two hidden layers with 128 units and tanh activation functions.
In the PPCA-like models, the decoder is a linear mapping from latent space to data space, with a
learnt variance shared across features. The size of the latent space is set to p− 1, K = 20 importance
samples were used during training and a batch size of 16 was used for 100k iterations. Data are
standardized before missing is introduced. The imputation RMSE is estimated using 10k importance
samples and the mean and standard errors are found over 5 runs.

Since the imputation error in a real-world setting cannot be monitored during training, neither on a
train or validation set, early stopping cannot be done based on this. Both the MIWAE and not-MIWAE
are trained for a fixed number of iterations. In the low-rank joint model of Sportisse et al. (2018),
model selection needs to be done for the penalization parameter λ5. In order to do this we add 5%
missing values (MCAR) to the concatenated matrix of data and mask and use the imputation error on
this added missing data to select the optimal lambda. The model is then trained on the original data
using the optimal λ to get the imputation error.

For evaluating the learnt missing model, we report mask classification accuracies when feeding fully
observed data as input to the missing model, see table A1. As the missing model contains more prior
information, the classification accuracy becomes better and better.

5We used original code from the authors found here: https://github.com/AudeSportisse/stat
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Banknote Concrete Red White Yeast Breast

not-MIWAE - PPCA
agnostic 0.80± 0.03 0.75± 0.05 0.88± 0.01 0.83± 0.00 0.78± 0.02 0.96± 0.00
self-masking 0.92± 0.05 0.95± 0.00 0.96± 0.00 0.97± 0.00 0.99± 0.00 0.98± 0.00
self-masking known 0.98± 0.00 0.95± 0.00 0.96± 0.00 0.97± 0.00 1.00± 0.00 0.97± 0.00

not-MIWAE
agnostic 0.92± 0.01 0.54± 0.04 0.91± 0.00 0.88± 0.00 0.80± 0.00 0.93± 0.00
self-masking 0.99± 0.00 0.93± 0.02 0.95± 0.01 0.90± 0.02 0.71± 0.02 0.98± 0.00
self-masking known 0.99± 0.00 0.97± 0.00 0.97± 0.00 0.95± 0.00 0.78± 0.00 0.98± 0.00

Table A1: Mask prediction accuracies, using fully observed data.

Table A2: SVHN encoder

layer(size)
Input x (32× 32× 1)
Conv2D(16× 16× 64)
Conv2D(8× 8× 128)
Conv2D(4× 4× 256)
Reshape(4096)

µ: Dense(20)

log σ: Dense(20)

Table A3: SVHN decoder

layer(size)
Latent variable z(20)
Dense(4096)
Reshape(4× 4× 256)
Conv2Dtranspose(8× 8× 256)
Conv2Dtranspose(16× 16× 128)

µ:
Conv2Dtranspose(32× 32× 64)
Conv2Dtranspose(32× 32× 1)
sigmoid

log σ:
Conv2Dtranspose(32× 32× 64)
Conv2Dtranspose(32× 32× 1)

A.2 SVHN

For the encoder and decoder a convolutional structure was used (see tables A2 and A3) together with
ReLU activations and a latent space of dimension 20. K = 5 importance samples were used during
training and a batch size of 64 was used for 1M iterations. The variance in the observation model was
lower bounded at ∼ 0.02.

A.3 Yahoo!

The MIWAE and the not-MIWAE were trained on the MNAR ratings and the imputation error was
evaluated on the MCAR ratings (when encoding the MNAR ratings). We used the permutation
invariant encoder by Ma et al. (2018) with an embedding size of 20 and a code size of 50, along with
a linear mapping to a latent space of size 30. In the Gaussian observation model, the decoder is a
linear mapping and there is a sigmoid activation of the mean in data space, scaled to match the scale
of the ratings. The categorical observation model also has a linear mapping to its logits. In both latent
space and data space, we learn shared variance parameters in each dimension. The missing model is
a logistic regression for each feature, with a shared weight across features and individual biases for
each feature. We use K = 20 importance samples during training, ReLU activations, a batch size of
100 and train for 10k iterations.

We follow the setup of Wang et al. (2019) and compare to the following approaches:

CPT-v: Marlin et al. (2007) show that a multinomial mixture model with a Conditional Probability
Tables missing model give better performance than the multinomial mixture model without missing
model. The approach is further expanded by Marlin and Zemel (2009), where a logistic model,
Logit-vd, is also tried as the missing model. The result for the CPT-v model and the Logit-vd model
are taken from the supplementary material of Hernández-Lobato et al. (2014).

MF-MNAR: Hernández-Lobato et al. (2014) extended probabilistic matrix factorization to include a
missing data model for data missing not at random in a collaborative filtering setting. Results are
from the supplementary material of the paper.
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MF-IPS: Schnabel et al. (2016) applied propensity-based methods from causal inference to matrix
factorization, specifically inverse-propensity-scoring, IPS. The propensities used to debias the matrix
factorization are the probabilities of a rating being observed for each (user, item) pair. The propensities
used for training are found using 5% of the MCAR test-set. Results are from the paper.

MF-DR-JL and NFM-DR-JL: Wang et al. (2019) combines the propensity-scoring approach from
Schnabel et al. (2016) with an error-imputation approach by Steck (2013) to obtain a doubly robust
estimator. This is used both with matrix factorization and in neural factorization machines (He and
Chua, 2017). As for Schnabel et al. (2016), 5% of the MCAR test-set is used to learn the propensities.
Results are from the paper.

In addition to these debiasing approaches, we compare to the following methods, which do not take
the missing process into account: MF (Koren et al., 2009), PMF (Mnih and Salakhutdinov, 2008),
AutoRec (Sedhain et al., 2015) and Gaussian VAE (Liang et al., 2018). The presented results for
these methods are from (Wang et al., 2019).

B Imputation

Once the model has been trained, it is possible to use it to impute the missing values. If our perfor-
mance metric is a loss function L(xm,ym), optimal imputations x̂m minimise Exm [L(xm, x̂m)|xo, s].
Many loss functions can be minimized using moments of the conditional distribution of the missing
values, given the observed. Similarly to Mattei and Frellsen (2019, equations (10,11)), these moments
can be estimated via self-normalised importance sampling. For any function of the missing data
h(xm),

E[h(xm)|xo, s] =

∫
h(xm)p(xm|xo, s) dxm. (13)

Using Bayes’s theorem, we get

E[h(xm)|xo, s] =

∫
h(xm)

p(s|xo,xm)p(xm,xo)

p(s,xo)
dxm, (14)

and now we can introduce the latent variable:

E[h(xm)|xo
i , s] =

∫∫
h(xm)

p(s|xo,xm)p(xm|z)p(xo|z)p(z)
p(s,xo)

dz dxm. (15)

Using self-normalised importance sampling on this last integral with proposal qγ(z|xo)pθ(x
m|z)

leads to the estimate

x̂m = E[h(xm)|xo, s] ≈
K∑
k=1

αkh(x
m
k ), with αk =

wk
w1 + . . .+ wK

, (16)

where the weights w1, . . . , wK are incidentally identical to the ones used for training:

∀k ≤ K, wk =
pφ(s|xo,xm

k )pθ(x
o|zk)p(zk)

qγ(zk|xo)
, (17)

and (z1,x
m
1 ), . . . , (zK ,x

m
K) are K i.i.d. samples from qγ(z|xo)pθ(x

m|z). If the quantity
E[h(xm)|z] is easy to compute, then a Rao-Blackwellized version of equation (16) should be
preferred

x̂m = E[h(xm)|xo, s] ≈
K∑
k=1

αkE[h(xm)|zk]. (18)

Squared loss When L corresponds to the squared error, the optimal imputation will be the condi-
tional mean that can be estimated using the method above (in that case, h is the identity function):

x̂m = E[xm|xo, s] ≈
K∑
k=1

αkE[xm|xo, s], with αk =
wk

w1 + . . .+ wK
. (19)
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Absolute loss When L is the absolute error loss, the optimal imputation is the conditional median,
that can be estimated using the same technique and at little additional cost compared to the mean.
Indeed, we can estimate the cumulative distribution function of each missing feature j ∈ {1, . . . , p}:

Fj(xj) = E[1xm
j≤xj |x

o, s] ≈
K∑
k=1

αkFxj |xo,s(xj), (20)

where Fxj |xo,s is the cumulative distribution function of xj |xo, s, which will often be available in
closed-form (e.g. in the case of a Gaussian, Bernoulli or Student’s t observation model). We can
then use this estimate to approximately solve Fj(xj) = 0.5. More generally, if L is a multilinear
loss, optimal imputations will be quantiles (see e.g. Robert, 2007, section 2.5.2) that can be estimated
using equation (20). The consistency of similar quantile estimates was studied by Glynn (1996).

Multiple imputation. It is also possible to perform multiple imputation with the same computations.
One can obtain approximate samples from p(xm|xo) using sampling importance resampling with
the same set of weights. This allows us to do both single and multiple imputation with the same
computations.

C Missing model, group theoretic approach

A more complex form of prior information that can be used to choose the form of πφ(x) is group-
theoretic. For example, we may know a priori that pφ(s|x) is invariant to a certain group action g · x
on the data space:

∀g, pφ(s|x) = pφ(s|g · x). (21)

This would for example be the case, if the data sets were made of images whose class is invariant to
translations (which is the case of most image data sets, like MNIST or SVHN), and with a missing
model only dependent on the class. Similarly, one may know that the missing process is equivariant:

∀g, pφ(g · s|x) = pφ(s|g−1 · x). (22)

Again, such a setting can appear when there is strong geometric structure in the data (e.g. with images
or proteins). Invariance or equivariance can be built in the architecture of πφ(x) by leveraging the
quite large body of work on invariant/equivariant convolutional neural networks, see e.g. Bietti and
Mairal (2017); Cohen et al. (2018); Zaheer et al. (2017); Wiqvist et al. (2019); Bloem-Reddy and Teh
(2019), and references therein.
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ABSTRACT

The issue of missing data in supervised learning has been largely overlooked,
especially in the deep learning community. We investigate strategies to adapt
neural architectures to handle missing values. Here, we focus on regression and
classification problems where the features are assumed to be missing at random. Of
particular interest are schemes that allow to reuse as-is a neural discriminative archi-
tecture. One scheme involves imputing the missing values with learnable constants.
We propose a second novel approach that leverages recent advances in deep genera-
tive modelling. More precisely, a deep latent variable model can be learned jointly
with the discriminative model, using importance-weighted variational inference in
an end-to-end way. This hybrid approach, which mimics multiple imputation, also
allows to impute the data, by relying on both the discriminative and the generative
model. We also discuss ways of using a pre-trained generative model to train
the discriminative one. We compare these approaches with other schemes, from
zero-imputation to a recent technique based on permutation-invariant networks. In
domains where powerful deep generative models are available, the hybrid approach
leads to large performance gains.

1 INTRODUCTION

Missing data affects data analysis across a wide range of domains and the sources of missing
spans an equally wide range. Recently, deep latent variable models (DLVMs, Kingma & Welling,
2013; Rezende et al., 2014) have been applied to missing data problems in an unsupervised setting
(e.g. Rezende et al., 2014; Nazabal et al., 2018; Ma et al., 2018; 2019; Ivanov et al., 2019; Mattei
& Frellsen, 2018; 2019; Yoon et al., 2018; Ipsen et al., 2020), while the supervised setting has not
seen the same recent attention. The progress in the unsupervised setting is focused on inference and
imputation in a joint model over features with missing values and can be useful as an imputation
step before a discriminative model. However, this approach is not necessarily optimal in terms of
minimizing a prediction error.

We propose and investigate strategies for handling missing data in the supervised learning setting,
while keeping any existing discriminative neural architecture as is, by inspecting how learning curves

∗Equal contribution
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depend on the chosen strategy. Our main contribution is a joint DLVM and discriminative model that
can be trained using importance weighted variational inference.

1.1 PREVIOUS WORK

A recent attempt to handle missing data in discriminative models was done by Śmieja et al. (2018),
where a Gaussian mixture model (GMM) is used as a preamble to a discriminative neural network. The
GMM and discriminative model are trained jointly, and in place of any missing values the activation
of the corresponding input neuron is set to the average activation over the GMM conditioned on
observed values. Yi et al. (2019) tackled the issue of sparsity, and specifically large variations in
sparsity, by introducing sparsity normalization. This handles issues of model output covarying with
the sparsity level in the input. However, it does not address the information loss due to the missing
process. Ma et al. (2018; 2019) used a permutation invariant setup to avoid imputing missing data
in the input of a variational autoencoder. This approach can be readily extended to the supervised
setting, using the permutation invariant setup as a modified input layer.

A review of approaches to handling missing data in (non-deep) supervised learning was given by
Josse et al. (2019). Here it is shown that under some assumptions, mean imputation is consistent in
the supervised setting. Le Morvan et al. (2020) investigated the case of a linear predictor on covariates
with missing data, showing that in the presence of missing, the optimal predictor may not be linear
and how constant imputation of each feature can be optimized with regards to the model loss.

Missing data in discriminative neural networks have previously been investigated in a series of
publications by Ahmad & Tresp (1993); Tresp et al. (1994; 1995). In that work, it was noted that
the optimal solution should integrate over the missing features, which requires a joint probabilistic
model for the inputs. A closed-form solution using Gaussian Basis Function networks was used
to approximate this marginalization. Similarly, Ghahramani & Jordan (1995) took to modelling
the joint density p(y,x) as a mixture model, and using the conditional p(y|x) to get estimates
of E[y], since probabilistic mixture models can naturally handle missing data (Ghahramani &
Jordan, 1995; Ghahramani et al., 1996). Ng & Jordan (2002) showed that purely discriminative
classifiers using p(y|x) directly, have lower asymptotic error than generative classifiers that uses
p(y|x) = p(x|y)p(y)/p(x) as a posterior. This approach is generative in the sense that there is a
generative model over covariates for each class label.

A simple approach to training neural networks with missing values in the input vector would be
to train a neural network for each missing pattern. This reduces the amount of data available for
the training of each network, i.e. there is no amortization of learning of network parameters across
different missing patterns, though one would expect some of the same correlation structures to be
present across missing patterns. Also, this approach does not scale well with the dimensionality of
the input as in general, 2p networks need to be trained.

2 BACKGROUND AND NOTATION

Rubin (1976) introduced the framework used for describing missing processes and their relation to
the observed and missing data. Le Morvan et al. (2020) and Seaman et al. (2013) have pointed out
some shortcomings in the way this framework and notation are often used. We will use a notation
along the lines of Le Morvan et al. (2020) here.

Assume we have a data matrix X = (x1, . . . ,xn)
ᵀ ∈ Xn that contain n i.i.d. copies of the random

variable x ∈ X , where X = X1 × · · · × Xp is a p-dimensional feature space. There is a response
matrix Y = (y1, . . . ,yn) ∈ Yn that contains copies of the corresponding (possibly vector valued)
response variable y ∈ Y . A missing process obscures parts of x resulting in the mask variable
s ∈ {0, 1}p. The positions of observed entries in the data matrix X are contained in a mask matrix
S = (s1, . . . , sn)

ᵀ ∈ {0, 1}n×p such that

sij =

{
1 if xij observed,
0 if xij missing.

(1)

Then the incomplete data is

X̃ = X� S+ na� (1− S), (2)

2
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where � is the Hadamard product and missing values are represented by na, defining na · xij = na
and na · 0 = 0. We let obs(s) denote the non-zero entries of s and miss(s) denote the zero-entries
of s, such that xobs(s) are all the observed elements of x, and xmiss(s) are all the missing elements of
x. For simplicity we will omit the s and write xobs, xmiss respectively, whenever the context is clear.

We distinguish between the random variables (xobs,xmiss) and the strategies used to turn realisations
of xobs into complete input vectors. Specifically an imputation function ι is used ι(xobs) ∈ X , such
that ι(xobs)obs = xobs.

Finally, the goal is to minimize the prediction error by maximizing the discriminative log-likelihood

`(φ) =

n∑
i=1

log pφ(yi|xobs
i , si). (3)

3 TRAINING DEEP SUPERVISED MODELS WITH MISSING DATA

We wish to compare different strategies to handling missing data in supervised deep learning,
specifically a convolutional neural network for classification on images and multilayer perceptrons
for regression in smaller low dimensional datasets from the UCI database. The strategies are

• 0-imputation,

• learnable imputation,

• concatenation of information in separate channels,

• permutation invariance,

• three different strategies for using a DLVM with a discriminative model, M1, M2 and M3
respectively.

We describe these approaches in the sections below.

3.1 ZERO IMPUTATION

A simple version of constant imputation is 0-imputation, which has the intuitive appeal that the
activation from the input node is zeroed out (absent) and no gradient updates are made for the weights
for that feature. The input to the discriminative model is given by

ι0(x
obs) = x� s+ 0� (1− s). (4)

3.2 LEARNABLE IMPUTATION

In the unsupervised setting, constant imputation biases marginal and joint distributions, but Josse et al.
(2019) have shown that mean imputation can be consistent in the supervised setting. Furthermore,
Le Morvan et al. (2020) noted that the constants can be optimized with respect to the model loss.
This is the approach we take here, defining learnable parameters λ ∈ X to be inserted in place of the
missing data, so that

ιλ(x
obs) = x� s+ λ� (1− s). (5)

3.3 CONCATENATION IN SEPARATE CHANNELS

When using a convolutional neural network for classification a straightforward way to merge
information is to put it in separate channels in the input layer. We concatenate the following
information: ι0(xobs), λ and s. In multilayer perceptrons this could instead be done by concatenating
information side by side.

3



How to deal with missing data in supervised deep learning?

z

x

y

θ

φ

γ

N

(a)

z

x θ

γ

N

(b)

x

y φ

N

(c)

Figure 1: (a) Graphical model of M1 and M2. For M1 the parameters (θ, φ, γ) are learnt jointly
using the objective in equation (10). For M2, θ and γ are found by pre-training the generative part of
the model and then held fixed while learning φ using the joint loss in equation (10). (b) and (c) show
the approach in M3. The connection between the generative and discriminative model is severed,
which means that the DLVM (b) is trained separately and used to generate a fully observed dataset as
input to the discriminative model (c).

3.4 PERMUTATION INVARIANCE

Ma et al. (2018; 2019) used the permutation invariant setup by Zaheer et al. (2017); Qi et al. (2017)
to handle missing data in the context of variational autoencoders. For each feature j ∈ obs(s) there is
an embedding ej ∈ RU , which in general can hold any auxiliary information, but in our case will be a
learnable embedding. Each element of the embedding is multiplied with the feature value tj = ej ·xj
and fed to a neural network h(·), mapping inputs from RU to RM where U the embedding dimension
and M is the dimension of the code-space being mapped into. This permutation invariant setup finally
aggregates all the neural network outputs by a summation to get one fixed-length vector, that can be
fed into a discriminative network,

ιPI(x
obs) =

∑
j∈obs(s)

h(tj). (6)

Note that in this case ιPI(x
obs) ∈ RM , while in the other imputation functions ι(xobs) ∈ X .

3.5 DISCRIMINATIVE APPROACHES USING DLVMS

Here we explore how the recent progress made in applying DLVMs to missing data problems can be
utilized in the supervised learning setting. We take three different approaches:

• M1: We propose a joint generative and discriminative model, where a joint objective,
equation (10), ensures end-to-end training (figure 1a).
• M2: The same model as M1, but the generative model is first pre-trained and fixed, and

then the discriminative model is trained, all using the joint objective in equation (10).
• M3: The dataset is imputed by the trained generative model (figure 1b) and then used to

train the discriminative model (figure 1c).

In all three approaches the generative parts are identical and the discriminative parts are identical.
For the generative part, our choice of DLVM is the MIWAE (Mattei & Frellsen, 2019), based on
importance weighted variational inference. Therefore the single imputations used to impute a full
dataset can be generated using self-normalized importance sampling. With the joint objective, we
can utilize self-normalized importance sampling as well, but instead of weighting samples from the
generative part of the model to get imputations, we are weighting the predictions.

There are subtle distinctions between imputing a fixed dataset for the discriminative model (M3),
training the discriminative model with the joint objective (M2) and training both the generative and
discriminative model using the joint objective (M1). In M1 during training, the generative part of
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the model is tuned to improve the discriminative loss. In M1 and M2 importance weighted samples
from the generative part of the model are fed to the discriminative model in place for the missing
values, mimicking multiple imputation, where the class probabilities for each sample are importance
weighted to give one final classification.

3.5.1 LOSS DERIVATION

In this section, we will derive the loss for inference in the joint model from figure 1a. The joint
distribution over class labels, observed and missing covariates and latent variables can be factorized
as

p(y,xobs,xmiss, z) = p(z)p(xobs|z)p(xmiss|z)p(y|xobs,xmiss), (7)
where we assumed that the conditional distribution of x can be fully factorized as p(x|z) =∏
j p(xj |z).

The likelihood of the observed data is given by

p(y,xobs) =

∫∫
p(z)p(xobs|z)p(xmiss|z)p(y|xobs,xmiss) dxmiss dz. (8)

These integrals are usually analytically intractable. To approach them, we build on amortized
importance-weighted variational inference (Burda et al., 2016). Indeed, the likelihood can be
estimated using importance sampling

p(y,xobs) ≈ 1

K

K∑
i=1

p(zk)p(x
obs|zk)p(y|xobs,xmiss

k )

q(zk|xobs, s)
, (9)

where q(zk|xobs, s) is the variational distribution (learnable proposal) and (zk,x
miss
k )k∈{1,...,K}

are i.i.d. samples from p(xmiss|z)q(z|xobs, s). This leads to the following lower bound of the
log-likelihood:

LK = E

log
 1

K

K∑
k=1

p(zk)p(x
obs|zk)p(y|xobs,xmiss

k )

q(zk|xobs, s)


 . (10)

We note that while Ipsen et al. (2020) address a very different problem, modelling data with values
missing not at random, they assume the same independence structure as in figure 1a but with a mask
instead of a label and obtain a bound with the same structure as equation (10).
Remark. If a data point is fully observed, the loss is then simply

LK = log p(y|x) + E

log
 1

K

K∑
i=1

p(zk)p(x|zk)
q(zk|x)


 , (11)

which is just the sum of the discriminative likelihood and the generative vanilla IWAE bound of Burda
et al. (2016).
Remark. When K = 1, we get

L1 = E
[
log p(y|xobs,xmiss

1 )
]
+ E

log(p(z1)p(xobs|z1)
q(z1|xobs, s)

) , (12)

which is the sum of a “data augmentation style” discriminative likelihood and the missing data VAE
bound of Nazabal et al. (2018).

3.5.2 PREDICTION

Once we have trained the model, we can perform prediction by approximating p(y|xobs, s). Indeed,
assuming that p(y|xobs, s) = p(y|xobs), we can use self-normalised importance sampling:

p(y|xobs) ≈
K∑
i=1

wkp(y|xobs,xmiss
k ), (13)
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Figure 2: Accuracy for different missing rates m. M1 is the joint generative and discriminative
model, trained jointly, M2 is the joint model, with the generative and discriminative models trained
separately and M3 is the use of a generative model to impute the missing data to obtain a fully
observed dataset, used to train a discriminative model.

where

wk =
rk

r1 + ...+ rK
, and rk =

p(zk)p(x
obs|zk)

q(zk|xobs, s)
, (14)

and (zk,x
miss
k )k∈{1,...,K} are i.i.d. samples from p(xmiss|z)q(z|xobs, s). The prediction (seen as a

probability vector) will therefore be a convex combination of the K predictions obtained by imputing
the data via autoencoding. Of course, K should be much larger here than during training.

4 EXPERIMENTS

4.1 IMAGE CLASSIFICATION

We first apply the different strategies for handling missing data to the dynamically binarized MNIST
dataset (LeCun et al., 1998) and the fashion MNIST dataset (Xiao et al., 2017) over a range of missing
rates. Missing values were introduced completely at random in the training, validation and test sets
by removing each pixel value with probability m, where m is the missing rate.

For all experiments, the discriminative model is a convolutional neural network with four hidden
layers and a categorical distribution over classes. The generative model used for M1-M3 is an
MLP with two hidden layers of 200 hidden units in the encoder and decoder, and a latent space
of dimension 20. A Bernoulli observation model is used for MNIST and the discretized logistic
distribution (Salimans et al., 2017) is used as the observation model for fashion MNIST. During
training K = 20 importance samples and a batch size of 100 are used. The generative part of the
models is pre-trained for 500k iterations and used as the starting point for M1, M2 and M3.

In M3 the pre-trained model is used immediately to generate single imputations for train, validation
and test-sets, using self normalised importance sampling with 10k samples. These are then used
to train the discriminative model, do early stopping and get the test-set prediction error. In M2 the
pre-trained generative model is kept fixed while training the discriminative model using the joint loss
in equation (10). In M1 the joint model is trained using the joint loss. In M1 and M2 predictions
are done using self-normalized importance sampling on the class probabilities with 10k importance
samples, cf. section 3.5.2.

Figure 2a and figure 2b show that M1 and M2 achieve the best performance and that the performance
gap increases with the missing rate. The fact that M1 and M2 outperform models that use single
imputation indicates that accounting for uncertainty of the missing values is quite valuable. Since
M1 and M2 obtain similar performance the generative model in M1 is probably not affected to any
significant degree by the joint classification task.
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4.2 REGRESSION IN UCI DATASETS - PRELIMINARY EXPERIMENTS

We now turn to regression in smaller and lower dimensional datasets from the UCI database (Dua &
Graff, 2017). Again, missing values were introduced completely at random in the training, validation
and test sets by removing each feature with probability m, where m is the missing rate.

An experimental setup similar to the ones used by Hernández-Lobato & Adams (2015) and Skafte
et al. (2019) is employed here. All discriminative models are neural networks with one hidden layer
and 50 hidden units, except the largest dataset Protein, which has 100 hidden units. The output of
the neural networks parameterizes a Gaussian distribution. The datasets are split randomly 20 times
with 90% of the data in a training set and 10% in a test set. A validation set with 10% of the training
data is used for early stopping and a batch size of 256 is used. For the permutation invariant setup an
embedding of dimension U = 20 and fixed length vectors ιPI(x

obs) of dimension M = 30 are used.

For the generative models, 2 layered neural networks with 128 hidden units are used for the encoder
and decoder with a latent space of dimension p − 1. A Gaussian observation model is used and
K = 20 importance samples are used during training. Pretraining is not used, but otherwise the
training and evaluation of M1, M2 and M3 is similar to the image experiments.

We compare different imputations techniques, modelling approaches and a non-deep competitor. Zero-
imputation, missForest (Stekhoven & Bühlmann, 2012) and mice (Buuren & Groothuis-Oudshoorn,
2010) are different imputation techniques applied, before training the discriminative model. Learnable
imputation is using learnable constants as imputation, while permutation invariance is utilizing
a learnable embedding. Finally, histogram-based gradient boosting (GB, Friedman, 2001), as
implemented in sklearn (Pedregosa et al., 2011), is a non-deep baseline, using the validation set for
early stopping. Results are seen in figure 3.

GB generally performs very well in the no-missing and low missing rate cases compared to the
neural network approaches. This is due to GB’s flexible way of increasing model complexity, while
the neural network architecture has been held fixed. For increasing missing rates, we see that 0-
imputation and learnable imputation in general perform the worst. The permutation invariant setup
seems relatively robust to increases in missing rate and an architecture search for the hyperparameters
could possibly improve results further. MissForest and MICE can perform well on some datasets,
for some missing rates, but perform the worst in other datasets. Even though GB performs best for
low missing rates, the performance seems deteriorate faster than in other approaches. Finally the
approaches based on DLVMs seem to be the most robust to increases in missing rate.

Figure 4 shows the results for just the DLVM approaches. Here, we see that the performance gain
when using M1 and M2 compared to M3 is less pronounced than in the high dimensional image
classification case. In boston, concrete, kin8nm, red and white it seems that there is a performance
increase when using M1 and M2 over M3. However, the effect seems rather small, relative to the
effect of using DLVMs for imputation instead of simpler imputation methods.

5 CONCLUSION

There are many possible approaches to deal with missing data in supervised deep learning. Our small
investigations indicate that

• different ways of handling missingness may lead to quite different classification errors,
• accounting for uncertainty of the missing values can be very beneficial, even from a purely

predictive perspective.
• the use of DLVMs for handling missing covariates in small regression datasets seem to be

beneficial compared to simpler imputation methods
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Figure 3: Learning curves at varying missing rates m for all method on the UCI regression data.
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Daniel J Stekhoven and Peter Bühlmann. Missforest—non-parametric missing value imputation for
mixed-type data. Bioinformatics, 28(1):112–118, 2012.

Volker Tresp, Subutai Ahmad, and Ralph Neuneier. Training neural networks with deficient data. In
Advances in neural information processing systems, pp. 128–135, 1994.

Volker Tresp, Ralph Neuneier, and Subutai Ahmad. Efficient methods for dealing with missing data
in supervised learning. In Advances in neural information processing systems, pp. 689–696, 1995.

Han Xiao, Kashif Rasul, and Roland Vollgraf. Fashion-mnist: a novel image dataset for benchmarking
machine learning algorithms. arXiv, 2017.

Joonyoung Yi, Juhyuk Lee, Kwang Joon Kim, Sung Ju Hwang, and Eunho Yang. Why not to use zero
imputation? correcting sparsity bias in training neural networks. arXiv preprint arXiv:1906.00150,
2019.

Jinsung Yoon, James Jordon, and Mihaela Van Der Schaar. Gain: Missing data imputation using
generative adversarial nets. arXiv preprint arXiv:1806.02920, 2018.

Manzil Zaheer, Satwik Kottur, Siamak Ravanbakhsh, Barnabas Poczos, Russ R Salakhutdinov,
and Alexander J Smola. Deep sets. In Advances in neural information processing systems, pp.
3391–3401, 2017.

10



82



APPENDIXD
PPCA

D.1 PPCA joint and posterior distribution
As

E[x] = E [Az + µ + ϵ] = µ (D.1)
cov(x, x) = E [(Az + ϵ)(Az + ϵ)⊺] = AA⊺ + σ2Id (D.2)
cov(x, z) = E [(x − E[x])z⊺] (D.3)

= E [(Az + ϵ)z⊺] = E [Azz⊺] + E [ϵz⊺] = A (D.4)
(D.5)

the joint distribution for x and z is Gaussian with

pθ(x, z) = N
([

µ
0

] [
AA⊺ + σ2I A

A⊺ I

])
(D.6)

This readily gives the marginal distribution

pθ(x) = N (x|µ, AA⊺ + σ2I) (D.7)

and by conditining in the joint distribution we can get the posterior

pθ(z|x) = N (z|µz|x, Σz|x) (D.8)
µz|x = µz + ΣzxΣ−1

xx(z − µz) (D.9)
= A⊺(AA⊺ + σ2I)−1(x − µ) (D.10)
= (A⊺A + σ2I)−1A⊺(x − µ) (D.11)

Σz|x = Σzz − ΣzxΣ−1
xxΣxz (D.12)

= I − A⊺(AA⊺ + σ2I)−1A (D.13)
= σ2(A⊺A + σ2I)−1 (D.14)
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D.2 EM for PPCA
We start with the expected complete-data log likelihood,

Ep
θ(t) (z|x) [log pθ(x, z)] (D.15)

=Ep
θ(t) (z|x) [log pθ(x|z) + log p(z)] (D.16)

=Ep
θ(t) (z|x)

[
N∑

i=1
−p

2
log(2πσ2) − 1

2σ2 ||xi − Azi − µ||2 − d

2
log(2π) − 1

2
z⊺

i zi

]
(D.17)

=
N∑

i=1
−p

2
log(2πσ2) − 1

2σ2E
[
||xi − Azi − µ||2

]
− d

2
log(2π) − 1

2
E [z⊺

i zi] (D.18)

=
N∑

i=1
−p

2
log(2πσ2) − 1

2σ2 ||xi − µ||2 + 1
σ2E [z⊺

i ] A⊺(xi − µ) (D.19)

− Tr (E [ziz
⊺
i ] A⊺A) − d

2
log(2π) − 1

2
Tr (E [ziz

⊺
i ]) (D.20)

where we use E [·] = Ep
θ(t) (z|x)[·]. In order to evaluate the expected complete-data log

likelihood, we only need to know E[zi] and E[ziz
⊺
i ], which are just the sufficient statistics

of the conditional distribution of the latent variable at the old parameter estimate,

Ep
θ(t) (z|x)[zi] = (A⊺A + σ2I)−1A⊺(xi − µ) (D.21)

Ep
θ(t) (z|x)[ziz

⊺
i ] = σ2(A⊺A + σ2I)−1 + Ep

θ(t) (z|x)[zi]Ep
θ(t) (z|x)[zi]⊺ (D.22)

Now the expected complete-data log likelihood can be maximized with respect to each
of the parameters, (see e.g. S. T. Roweis, 1998; Tipping et al., 1999b; Bishop, 2006).

D.3 EM for PPCA with missing data
When using log pθ(xobs, xmiss, z) as the complete-data log likelihood, we have the follow-
ing joint distribution

pθ(xobs, xmiss, z) = N


µxobs

µxmiss

µz


Σxobsxobs Σxobsxmiss Σxobsz

Σxmissxobs Σxmissxmiss Σxmissz

Σzxobs Σzxmiss Σzz


 (D.23)

We introduce a notation where Ai,: is the i’th row of A. Then Ao = Aobs(s),: is the rows
of A in obs(s) and Am = Amiss(s),: is the rows of A in miss(s). Then we have

cov(xobs, xmiss) = E [(Aoz + ϵo)(Amz + ϵm)⊺] (D.24)
= E [Aozz⊺A⊺

m + ϵoϵ
⊺
m + Aozϵ⊺m + ϵoz

⊺A⊺
m] (D.25)

= E [Aozz⊺A⊺
m] (D.26)

= AoA⊺
m (D.27)
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as the noise is uncorrelated with the latent variable and across dimensions. The joint
distribution is

pθ(xobs, xmiss, z) = N


µo

µm

0


AoA⊺

o + σ2I AoA⊺
m Ao

AmA⊺
o AmA⊺

m + σ2I Am

A⊺
o A⊺

m I


 (D.28)

By conditioning on xobs we can get pθ(t)(z, xmiss|xobs) to get the expected complete-
data log likelihood, and maximize this with respect to the parameters. The expected
complete-data log likelihood can be found in the same way as in appendix D.2, the only
change is that we also need to use the expectation of the data and its interactions with
the latent variable, E [x], E [xx⊺] and E [xz⊺].

When using log pθ(xobs, z) as the complete-data log likelihood we have the joint distri-
bution

pθ(xobs, z) = N
([

µo

0

] [
AoA⊺

o + σ2I Ao

A⊺
o I

])
(D.29)

Conditioning on the observed data gives the following posterior

pθ(z|xo) = N (z|µz|xobs , Σz|xobs) (D.30)
µz|xobs = µz + ΣzxobsΣ−1

xobsxobs(z − µz) (D.31)
= A⊺

o(AoA⊺
o + σ2I)−1(xobs − µo) (D.32)

= (A⊺
oAo + σ2I)−1A⊺

o(xobs − µo) (D.33)
Σz|xobs = Σzz − ΣzxobsΣ−1

xobsxobsΣxobsz (D.34)
= I − A⊺

o(AoA⊺
o + σ2I)−1Ao (D.35)

= σ2(A⊺
oAo + σ2I)−1 (D.36)

This also shows how to do posterior inference for an incomplete input. The expected
complete-data log likelihood is the same as in appendix D.2, only the missing pattern
changes with each observation, and parameters are subsets of the full parameters, ac-
cording to the missing pattern.
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