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ABSTRACT  

5th Generation (5G) networks aim to increase network convergence by allowing a single 
network architecture to serve any traffic type, while simultaneously, meeting their respective 
requirements. As a result, 5G networks must be characterized by flexibility, dynamicity, and 
determinism. Flexibility means that the network should scale its resources depending on the 
current load to ensure performance without resource overprovisioning. Dynamicity is the ability to 
modify the behavior of the network following a programmatic approach instead of relying on static 
(preconfigured) configurations. Finally, if 5G is to cater for mission-critical/time-sensitive 
applications such as industrial automation, it should provide deterministic and timely treatment for 
packets of these traffic types. The reason a new network architecture is required is that the current 
networking paradigm is based on static configurations and monolithic service deployments and 
thus lacks the characteristics mentioned above. 

Recent years have seen the emergence of three networking paradigms that, if used 
appropriately, can provide high degrees of flexibility, dynamicity, and determinism. Namely, these 
are the Software Defined Networking (SDN), the Network Function Virtualization (NFV), and the 
Time Sensitive Networking (TSN) paradigms. By separating the network control plane from the 
data plane and logically centralizing it into an SDN Controller (SDNC), SDN allows for the 
dynamic/programmatic control of the network infrastructure. NFV, on the other hand, provides 
flexibility and scalability concerning service placement through virtualization and orchestration 
mechanisms, as network services can be instantiated, configured, and scaled on-demand. Finally. 
TSN guarantees the deterministic and timely treatment of time-sensitive traffic, without the need 
for a separate network infrastructure. The contributions of this Ph.D. thesis are towards these 
three paradigms and specifically towards investigating their applicability in different scenarios and 
identifying and addressing some of their limitations. 

To provide deterministic treatment of time-sensitive traffic, TSN utilizes a scheduling-based 
approach in which a network-wide schedule controls the transmission capabilities of each egress 
port in the network. Chapter 3, of this thesis, provides two contributions to this scheduling problem; 
1) It proposes a heuristic methodology for generating the network-wide schedules and 2) it 
investigates how the forwarding decisions for time-sensitive traffic can affect the quality of these 
schedules. As part of future work, this chapter also presents a network architecture which 
integrates TSN into an SDN/NFV framework. 

As the default location for placement of virtualized service components, Data Centers (DC) 
will be an integral part of any 5G deployment. Given the stringent characteristics of 5G services, 
it is vital to identify and address any limitations of the SDN paradigm concerning a DC 
environment. Chapter 4 of this thesis identifies three of these limitations and presents solutions 
that can mitigate them. Specifically, chapter 4 provides the following contributions; 1) it proposes 
and presents two SDN-based network policy framework solutions that facilitate management of 
heterogeneous network infrastructures, 2) it investigates the applicability of Traffic Engineering 
(TE) in the context of SDN, and 3) it identifies the issue of limited capacity in network devices 
concerning the storage of network flow rules and proposes two solutions. 

Finally, 5G deployments are expected to comprise a variety of Management and Operation 
(MANO) platforms as the different 5G services will require different support functions and 
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guarantees. This multi-platform characteristic can increase the overall complexity of managing a 
5G network, as each platform can bring its unique Application Programming Interfaces (API), 
protocols, and workflows. Chapter 5 of this thesis considers this issue and presents and validates 
a centralized and technology-agnostic framework for the deployment and management of 5G 
platforms and services. Moreover, chapter 5 investigates two additional research items. The first 
identifies and addresses limitations in the deployment process of a current state-of-the-art 5G 
platform solution, and the second identifies a set of requirements that SDNCs should meet to be 
considered as ready for the next-generation of 5G platforms.   
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RESUMÉ 

5. Generations (5G) netværk vil forøge netværks konvergensen ved at lade en enkelt 
netværks arkitektur håndtere alle trafik typer, og på samme tid, leve op til deres respektive krav. 
Dette resulterer i at 5G netværk må karakteriseres som værende fleksible, dynamiske og 
deterministiske. Fleksibilitet henviser til at netværket skal skalere sine ressourcer afhængigt af 
den samtidige belastning, for at sikre ydeevnen og undgå overforbrug af ressourcer. Dynamik er 
evnen til at modificere netværkets reaktioner til at følge en programmerbar fremgangsmåde i 
stedet for at bero på statiske (præ-konfigurerede) konfigurationer. Endeligt, hvis 5G skal 
imødekomme mission kritiske/tids-kritiske applikationer, som for eksempel industriel automation, 
skal det levere deterministisk og rettidig håndtering af pakker fra denne trafik type. Grunden til at 
en ny netværks arkitektur er påkrævet, er at det nuværende netværks paradigme er baseret på 
statiske konfigurationer og ensartede tjeneste udrulninger og derved mangler de førnævnte 
karakteristikker.  

I de senere år er der opstået tre netværks paradigmer som, hvis anvendt hensigtsmæssigt, 
kan levere en høj grad af fleksibilitet, dynamik og determinisme. Mere præcist, disse er Software 
Defined Networking (SDN), Network Function Virtualization (NFV), og Time Sensitive Networking 
(TSN) paradigmerne. Ved at adskille netværkets kontrol plan fra data planet og logisk centralisere 
det i en SDN Controller (SDNC), kan SDN anvendes til den dynamiske/programmerbare kontrol 
af netværks infrastrukturen. NFV derimod, giver fleksibilitet og skalerbarhed til tjenesternes 
placering gennem virtualiserings og orkestrerings mekanismer, da netværks tjenester kan blive 
instantieret, konfigureret og skaleret baseret på efterspørgsel. Endeligt garanterer TSN en 
deterministisk og rettidig håndtering af tids-kritisk trafik, uden behovet for en separat netværks 
infrastruktur. Denne Ph.D. afhandling bidrager til disse tre paradigmer, specielt ved at undersøge 
deres anvendelighed i forskellige scenarier og identificere og adressere nogle af deres 
begrænsninger.  

Til at levere en deterministisk håndtering af tids-kritisk trafik, anvender TSN en 
planlægningsbaseret tilgang hvor et omfattende netværks skema kontrollerer overførslens 
formåen for hver udgående port i netværket. Kapitel 3 i denne afhandling fremlægger to bidrag til 
dette planlægnings problem; 1) det foreslår en heuristisk metode til at generere de fulkomne 
netværks skemaer og 2) det undersøger hvordan videre sendelses beslutningerne for den tids-
kritiske trafik kan påvirke kvaliteten af disse skemaer. Som en del af det fremtidige arbejde, 
præsenterer dette kapitel også en netværks arkitektur, der integrerer TSN ind i en SDN/NFV 
konstruktion. 

Da den normale lokation for placering af komponenter til virtuelle tjenester, Data Centre (DC) 
vil være en integreret del af alle 5G udrulninger. Givet de stringente karakteristikker af 5G 
tjenester, er det vitalt at identificere og adressere alle begrænsninger af SDN paradigmet i et DC 
miljø. Kapitel 4 i denne afhandling identificerer tre af disse begrænsninger og præsenterer 
løsninger, som kan dæmpe dem. Helt specifikt giver kapitel 4 følgende bidrag; 1) det foreslår og 
præsenterer to SDN-baserede netværks politik konstruktions løsninger som fremmer styringen af 
heterogene netværks infrastrukturer, 2) det undersøger anvendeligheden af Traffic Engineering 
(TE) i sammenhæng med SDN, og 3) det identificerer problemet med begrænset kapacitet i 
netværks elementer omhandlende lagring af netværkets flow regler og foreslår to løsninger. 
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Afslutningsvist, forventes 5G udrulning at omfatte et assortiment af Management and 
Operation (MANO) platforme da de forskellige 5G tjenester vil kræve forskellige support 
funktioner og garantier. Denne multi-platforms karakteristik kan forhøje den overordnede 
kompleksitet af at styre et 5G netværk, da hver platform kan benytte sine unikke Application 
Programming Interfaces (API) protokoller og arbejdsgange. Kapitel 5 i denne afhandling 
omhandler dette problem og præsenterer og validerer en centraliseret og teknologi-uafhængig 
konstruktion til udrulning og styring af 5G platforme og tjenester. Derudover undersøger kapitel 5 
to yderligere forsknings punkter. Den første identificerer og adresserer begrænsningerne i 
udrulningsprocessen for en aktuel demonstration af en 5G platform løsning, og den anden 
identificerer et sæt af krav som SDNC’ere skal møde for at blive anset som klar til den næste 
generation af 5G platforme. 
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Chapter 1. Introduction 

Network services are becoming increasingly complex, while also having stringent 
requirements from the network and compute infrastructure. This trend, which is more pronounced 
in the context of the 5th Generation (5G) networks, has highlighted the limitations of the current 
networking paradigm. Traditional networks lack the necessary degrees of programmability, 
flexibility, and determinism while also suffer from equipment vendor-lock (once an operator has 
deployed an infrastructure using equipment from one vendor, it becomes difficult to switch to 
another vendor due to the associated costs). However, three new networking paradigms have 
recently emerged that can address these limitations. to an extent, while also open the door to new 
service possibilities for Telco operators. Namely, these are the Software Defined Networking 
(SDN) paradigm, the Network Function Virtualization (NFV) paradigm, and the Time Sensitive 
Networking (TSN) paradigm. 

SDN offers programmatic control over the network infrastructure and limits the effect of 
vendor-lock using standardized and open protocols and Application Programming Interfaces 
(APIs). On the other hand, NFV offers programmatic control over the deployment and 
management of network services, while also decouples their function from proprietary hardware 
solutions through virtualization. Instead of hosting the services into single-purpose and proprietary 
hardware, operators can host their virtualized counterparts into Commercial Of The Shelve 
(COTS) servers (e.g., x86 servers). The advantages of the NFV paradigm are more pronounced 
when considering lightweight virtualization technologies (e.g., containers) which allow, due to the 
reduced overhead, the decomposition of monolithic services (all function in one virtualized 
component) into collections of interconnected, smaller and flexible microservices. Combining the 
SDN and NFV paradigms, while incorporating workflows from the world of Information Technology 
(IT) allows the composition of cloud-native platforms that can orchestrate both the networking and 
computing resources to provide dynamic and scalable network services. Finally, TSN ensures the 
deterministic behavior of the network for time-sensitive traffic, which allows for mission-critical 
applications (e.g., automotive control) to share the same network infrastructure as best-effort 
traffic. In this way, TSN increases network convergence and limits the costs of deploying and 
managing two separate network infrastructures. Motivated by the capabilities offered by these 
paradigms (SDN, NFV, and TSN), this thesis investigates their applicability in different scenarios 
(e.g., data center, Telco cloud), as well as addresses some of their limitations. The structure of 
this thesis, the individual contributions, their relations with the SDN, NFV, and TSN paradigms 
are illustrated in Figure 1‑1 and analyzed below. 

Chapter 2 provides some background information that relates to the content of this thesis. It 
starts by introducing the SDN paradigm, highlighting its architecture and benefits over the 
traditional networking paradigm. Then the NFV paradigm is introduced, starting from the first, 
Virtual Machine (VM) based and monolithic attempt at service virtualization and moving to 
microservice virtualization, based on containers. Chapter 2 also introduces SDN and NFV related 
software tools and platforms which were used throughout this Ph.D. project. Background on TSN 
is omitted from chapter 2, as it is included in chapter 3 together with some preliminary 
contributions to TSN.  

Chapter 3 addresses the problem of how a TSN network can be scheduled to ensure 
deterministic behavior for time-sensitive traffic. As a by-product of this activity, chapter 3 also 



The Software Defined Networking Paradigm 2 
 

presents an investigation of the effects of congestion and forwarding decisions for time-sensitive 
traffic in the quality of the produced schedules. The work presented in this chapter is a standalone 
piece, unrelated to the remaining contents of this thesis. 

 Chapter 4 focuses on the SDN paradigm and specifically to its applicability in the context of 
a Data Center (DC) environment. At first, chapter 4 establishes the importance of policy-based 
network management in simplifying network control and presents PoC implementations of policy 
frameworks for two popular SDN Controllers (SDNC). Later, the chapter identifies the limitations 
of the currently available Traffic Engineering (TE) techniques for DC environments. This chapter 
addresses these limitations by investigating the applicability of SDN as the means for TE via a 
Proof of Concept (PoC) implementation. Finally, chapter 4 addresses the issue of limited capacity 
in SDN switches concerning traffic flow rules by presenting two solutions.  

Chapter 5 presents a proposal for a cloud-native framework for the deployment and 
management of build-to-order Telco platforms and services, namely the Next-Generation 
Platform as a Service (NGPaaS) [1]. The chapter introduces the concepts and architecture of the 
NGPaaS and includes details on the implementation and validation of the NGPaaS via a PoC use 
case. The presented use case also integrates one of the policy framework prototypes, introduced 
in chapter 4. Chapter 5 also provides a set of best practices and lessons learned from Telco 
platforms. Finally, chapter 5 provides a list of requirements that SDNCs should meet to be fully 
integrated into frameworks like the NGPaaS.  

 

Figure 1-1: Ph.D. thesis context and structure.  
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Chapter 2. Background 

As stated in the introductory chapter of this thesis, the work presented herein mainly revolves 
around the paradigms of SDN and NFV. This chapter introduces the basic concepts behind these 
two paradigms, together with a set of related software tools and platforms. Throughout this thesis, 
detailed information is provided when necessary to ensure the proper understanding of the 
presented work. 

2.1 The Software Defined Networking Paradigm 
 SDN is a paradigm shift for network control and management. The main benefits associated 

with SDN, when compared to the traditional networking paradigm, are the increased 
programmability, automation, and the centralization of network control. SDN achieves this by 
separating the control plane from the data plane of the network and logically centralizing the 
control plane into a new network entity, namely the SDNC. The control plane refers to any network 
traffic or function related to enforcing network control or obtaining network information. On the 
other hand, the data plane refers to the actual flow of network traffic between the endpoints of the 
network.Figure 2-1 illustrates the differences between the two paradigms (traditional vs. SDN). 

 

Figure 2-1: Traditional networking paradigm (left) vs. SDN paradigm (right). 

As with the traditional networking paradigm, in SDN, network traffic is processed by the 
network devices based on instruction tables comprising a set of flow rules (tuples of match criteria 
and actions). Each time a packet arrives at a network device, its headers are checked against the 
available rules, and if there is a matching entry, then the corresponding action(s) are enforced. 
The difference between the traditional networking paradigm and SDN relates to the mechanisms 
that populate these tables. In the traditional networking paradigm, this is achieved through 
distributed protocols (e.g., Routing Information Protocol (RIP)) between the network devices, 
while in SDN it is the role of the SDNC to populate these tables.  This implies a communication 
protocol between the SDNC and the network devices. Currently, the most common protocol is 
OpenFlow (OF) [2], which is standardized by the Open Networking Foundation (ONF) [3]. While 
OF comprises a multitude of different messages, its essential operation can be broken down into 
the following steps. (1) If a packet arriving at a network device does not match any of the available 
flow rules, then (2) the device requests instructions from the SDNC through an OF PacketIn 
message. The SDNC processes the request and replies with two messages, (3) an OF PacketOut 
message and (4) an OF FlowMod message. PacketOut messages instruct the network device on 
(5) how to process the packet that triggered the PacketIn request. The FlowMod message (6) 
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installs a new flow rule in the network device that will process subsequent packets belonging to 
the same traffic flow. Figure 2-2 illustrates the operation of the OF protocol. 

 

Figure 2-2: Example of the OpenFlow protocol in operation. 

Since they are software components, running on COTS hardware, SDNCs are 
programmable. This programmability, together with the fact that an SDNC has a global view of 
the network state (due to its centralized nature), means that network control is streamlined and 
dynamic, allowing for the design, implementation, and management of complex network services. 
Another benefit of SDN is the reduction of the vendor lock-in effect that affects traditional network 
deployments. Since the protocols for control plane communication are open and standardized 
(e.g., OF, P4runtime), it is easier for a network deployment to comprise network devices from 
different vendors without significant compatibility issues. However, since the pipeline processing 
of each network device can differ between vendors, specific drivers might be required at the 
SDNC for full support of a device’s capabilities. The term pipeline processing herein refers to how 
network packets traverse the flow tables of a network device.  

2.1.1 Open Network Operating System (ONOS) 
The Open Network Operating System (ONOS) [4] is an open-source SDNC which is 

developed and maintained by ONF. Because of its association with ONF, new ONOS releases 
are usually the first to integrate new trends, technologies, and features associated with SDN (e.g., 
intent networking). In contrast with some other SDNCs (e.g., Floodlight [5], Ryu [6]), ONOS was 
developed for production environments and as a result, has features that provide modularity of 
components, abstraction of underlying technologies and increased availability, scalability, and 
performance. The design approach of ONOS is based on two main concepts, modularity, and 
abstraction:  

• Modularity: Following the design of a traditional Operating System (OS), ONOS has a 
core software layer, on top of which, network applications can be dynamically installed 
and executed. As a result, there is a separation between the runtime of an ONOS 
application and the runtime of the ONOS core and other ONOS applications. Thus, ONOS 
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applications.  
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• Abstraction: As Figure 2-3 illustrates, the ONOS architecture comprises different layers; 
these are: the southbound protocol layer, the core layer, and the application layer. Each 
layer provides functionality to the layers above it and consumes functionality from the 
layers below it. As a result of this architecture, ONOS provides an abstracted view of the 
underlying network infrastructure to application developers and users. For example, the 
application responsible for traffic forwarding is unaware of the packet processing pipeline 
of each network device; this functionality is provided by the driver subsystem, which 
belongs to the core layer of the ONOS architecture. A description of each layer follows: 

 The southbound protocol layer receives instructions from the core and translates 
them to protocol-specific actions. As an example, consider the following, an 
instruction is sent from the core layer to install a flow rule that forwards all packets 
with destination Internet Protocol (IP) address 10.0.0.1 to output port 1. This 
instruction does not mention a control plane protocol or protocol version but only 
mentions the destination device for this instruction. It is the role of the southbound 
layer, to identify the correct control plane protocol and version and invoke the 
associated driver. As a result of this action, the protocol-agnostic instruction is 
translated to the appropriate southbound protocol (e.g., OF) and sent to the device.  

 The core layer provides network abstraction and information aggregates to ONOS 
applications. A good example is the topology service, which monitors the underlying 
network infrastructure and keeps an up to date view of the state of all network 
devices. ONOS application can then request and retrieve this information on demand 
(e.g., to identify a path between two endpoints).  

 The internal/external applications layer provides high-level and technology-agnostic 
functionality to the user of the ONOS SDNC. Internal applications run within the 
ONOS instance, consuming the ONOS Java API [7]. On the other hand, external 
ONOS applications reside remotely to the ONOS instance and communicate to 
ONOS via the dedicated REpresentational State Transfer (REST) API [8]. An 
example of an internal ONOS application is the forwarding app, which uses topology 
information from the core layer to enforce traffic treatment. Some level of control and 
monitoring over an ONOS instance is also offered via a Command Line Interface 
(CLI) and Graphical User Interface (GUI). 

 

Figure 2-3: High-level depiction of the ONOS architecture. 
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As mentioned at the beginning of this section, ONOS provides availability, scalability, and 
performance. The main contributor to this characteristic is ONOS’s native support for clustering, 
where multiple ONOS instances can have joined control of a network while also having a 
synchronized view of the network’s state. As Figure 2-4 illustrates, state synchronization is 
achieved through an East/West interface between the ONOS instances of the cluster. In contrast 
with the other ONOS interfaces (southbound and REST), there is no standardized protocol for the 
East/West interface, and as a result, the implementation is ONOS-specific. Figure 2-4 also depicts 
the possibility of load balancing the control plane traffic by assigning different ONOS instances to 
different network devices. In case one or more ONOS instance fails, then the remaining instances 
negotiate on which instance should take over the responsibility of controlling the “orphan” network 
devices. 

 

Figure 2-4: High-level representation of the ONOS clustering capabilities. 

2.1.2 Mininet 
Mininet [9] is a network emulator, which facilitates experimentation through the creation of 

SDN-enabled, network topologies. Besides, through its Python API [10], Mininet provides 
automation and programmability when creating, configuring, and running network experiments. 
Mininet networks comprise four functional elements; hosts, switches, links, and SDNCs. Mininet 
hosts act as the endpoints of the emulated network, while Mininet switches act as the network 
devices. To provide network-level isolation (e.g., separate routing tables, interfaces, etc.), Mininet 
provides each host a dedicated network namespace. While not a strict dependency, the default 
implementation for Mininet switches is based on Open Virtual Switch (OVS) [11]. Mininet links 
connect Mininet hosts and Mininet switches to form the desired network topology and are based 
on virtual Ethernet (veth) pairs. Finally, Mininet provides a custom implementation of an SDNC; 
however, it is simplistic and limited, and as a result, it was not used in the context of this thesis. It 
is, however, possible to connect a third-party SDNC (e.g., ONOS) to a Mininet experiment. Figure 
2-5 illustrates a Mininet topology of two hosts and a switch, connected by two veth pairs. Both 
hosts belong to separate network namespaces, while the switch belongs to the root namespace. 
Finally, the switch is controlled by a remote SDNC through a bridge between its control interface 
(s1 eth0) and the physical interface of the Mininet host. 
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Figure 2-5: The internals of the Mininet architecture. 

2.2 The Network Function Virtualization Paradigm 
This section introduces the NFV paradigm, how it evolved and adapted to cloud 

technologies, and how it relates to SDN. Besides, this section presents the Central Office 
Rearchitected as a Datacenter (CORD) NFV platform [12]. 

The previous section introduced the SDN paradigm and how it facilitates the programmability 
and automation of network control. However, in addition to forwarding and routing functions, 
network deployments comprise several network-related service functions (e.g., firewalls, Network 
Address Translators (NAT), Intrusion Detection Systems (IDS)). Traditionally, these services are 
hosted in dedicated physical appliances, most commonly termed as middle-boxes or Physical 
Network Functions (PNF) This approach though, has a few limitations. Due to their physical 
nature, PNF deployments tend to be static which limits the flexibility of the network. Besides, 
network administrators must provision enough PNFs to cater for the expected peak traffic 
(overprovisioning of resources), which increases Capital Expenditures (CAPEX). Furthermore, 
this implies that most of the time, these PNFs are underutilized, but still, need to be administered 
and powered which Operational Expenditures (OPEX). 

2.2.1 Service Virtualization 
Since most of the issues of PNF deployments are related to their physical nature, there was 

an effort to virtualize their functionality. This effort was made possible by the advances in 
virtualization technologies and the increase in the processing power of COTS servers [13]. Having 
virtual instances, termed as Virtual Network Functions (VNF), instead of PNFs, implies higher 
degrees of flexibility, automation, and scalability as these instances can be deployed on-demand 
and at any location of the network. Also, virtualization allows for multi-tenancy, where a single 
server can host multiple VNFs, thus improving resource utilization. Figure 2-6 provides a side-by-
side comparison of a PNF and a VNF deployment.  

 

Figure 2-6: Comparison of a PNF (Left) and VNF (Right) deployment. 
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To fully benefit from network service virtualization, a Management and Orchestration 
(MANO) framework was necessary. Without such a framework and as the number of VNFs 
increases, management becomes difficult and error-prone. To that end, the European 
Telecommunication Standards Institute (ETSI) [14] proposed the ETSI NFV MANO [15] 
architecture, a simplified version of which is illustrated in Figure 2-7. There, requests for VNF 
deployments originate from the Operations Support System (OSS) and Business Support System 
(BSS) and target the NFV Orchestrator (NFVO). The NFVO coordinates these requests, by 
communicating with the VNF Managers (VNFM), each of which is responsible for the lifecycle 
management of a VNF. Since the VNFs need to be hosted on an NFV Infrastructure (NFVI), 
usually a pool of x86 servers, the NFVO is also responsible for allocating the necessary virtual 
resources. The NFVO achieves this functionality by communicating with a Virtual Infrastructure 
Manager (VIM).  

 

Figure 2-7: Simplified view of the ETSI NFV MANO architecture. 

2.2.2 Service Cloudification 
While superior, when compared to the deployment of PNFs, the initial attempt at network 

service virtualization had two main limitations; 1) there was support only for VM-based 
virtualization and 2) the software running within the VNFs was a copy of the original software 
running in the corresponding PNFs. Two changes were later introduced to overcome these 
limitations: 1) The use of lightweight virtualization technologies such as containers and 2) the 
dissection of monolithic VNFs into multiple microservices, each holding a portion of the original 
functionality. These changes were influenced by the world of IT, where most application 
workloads have migrated to cloud-based and containerized execution environments. 

In VM-based virtualization, a hypervisor, usually a piece of software, runs natively on a 
physical host (e.g., an x86 server) and acts as an abstraction layer between the VMs and the 
host. It does so by allocating the hardware resources (e.g., Central Processing Unit (CPU) cores, 
memory, disk space) of the physical host to the different VMs. The hypervisor does not provide 
any libraries nor functionalities of the host OS to the VMs; hence, each VM needs a dedicated OS 
on which to execute workloads. Since each VM is allocated dedicated resources and runs a 
dedicated OS, there is strong isolation between applications running on different VMs. However, 
the need for an OS for each VM adds a lot of processing overhead which can limit performance, 
increase application boot time, and limit the number of concurrent VMs on a physical host.  
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Another, more recent, approach is container-based virtualization. The main difference 
between VM-based and container-based virtualization is that containers share the OS of the 
physical host (they can, however, have dedicated libraries and filesystem). This approach makes 
containers lightweight when compared to VMs and increases the utilization of the host’s 
resources. All this, however, comes at the cost of reduced isolation when compared to VMs 
(process-based vs. OS-based). Figure 2-8 and Table 2-1 provide a summary of the differences 
between VMs and containers. A comparison between these two virtualization technologies shows 
that if resource utilization and boot times are of importance, then using containers is a better 
approach. As a result, there have been recent attempts to introduce container-based virtualization 
technologies into MANO frameworks [12] [16]. 

 

Figure 2-8: VM-based (left) vs Container-based (right) virtualization. 

Table 2-1: Comparison between VM and container-based virtualization. 

Feature Virtual Machines Containers 
Isolation OS-based Process-Based 
Boot time Minutes Seconds 

Resource Utilization Bad Good 
 

Another limitation of the initial attempt at NFV was that VNFs were copies of the software 
hosted in PNFs. Since PNFs were meant to be static, single-purpose boxes, having a monolithic 
software structure made sense from a design stand-point. However, that is not the case in a VNF 
deployment, where flexibility and scalability are of importance. Especially when considering 
container-based virtualization, it makes sense to break down the logic of a PNF into smaller and 
logically separate services (termed as microservices). Then it is possible to deploy only the 
microservice components that are required, while also having the flexibility of deploying them into 
different physical hosts to maximize resource utilization. Figure 2-9 illustrates a comparison 
between a monolithic VNF deployment and a VNF deployment based on microservices. 

 

Figure 2-9: Monolithic (Left) vs. Microservice (Right) architecture. 
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2.2.3 Relation Between SDN and NFV 
While the SDN and NFV paradigms focus on different fields (network control for SDN and 

network service provisioning for NFV), they both promote the principles of programmability and 
automation. Besides, while independent on each other, they are complementary.  

Deploying VNFs on-demand can increase flexibility and improve resource utilization; 
however, it requires a dynamic and programmable underlying network infrastructure. This is 
especially true when considering a microservice-based VNF deployment, where numerous VNFs 
must be connected to form a network service. By integrating an SDNC into the NFV MANO 
framework, it is possible to interconnect these VNFs dynamically and programmatically. Figure 
2-10 illustrates an NFV MANO framework extended to include an SDNC. There, upon receiving 
a request for a VNF deployment, the NFVO contacts the SDNC requesting network connectivity 
between the deployed VNFs. This functionality implies an interface between the NFVO and the 
SDNC, as well as an interface between the SDNC and the network infrastructure (SDN control 
plane). This ability to interconnect VNFs programmatically using an SDNC is termed as Service 
Function Chaining (SFC). 

 

Figure 2-10: NFV MANO with SDN capabilities. 
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CORD is an NFV platform, developed and led by ONF, which rearchitects the traditional CO 
as a small data center by combining the paradigms of SDN, NFV, and cloud. This way, instead of 
comprising PNFs, the CO comprises of VNFs running on COTS servers connected over an SDN 
enabled network fabric. This architecture simplifies the overall deployment and management of 
the CO thus reducing the associated CAPEX and OPEX for the Telco operator. Also, CORD 
allows for easier adoption of new services, since adding support for a new VNF is easier, cheaper, 
and faster than acquiring and installing a new PNF. This possibility is crucial for Telco Operators 
as it allows them to monetize on the characteristics of the network’s edge (low delay, high 
bandwidth) by hosting third-party services (e.g., Content Delivery Network (CDN) or Virtual Reality 
(VR) applications) in their COs.  

The CORD platform is a collection of open-source components that logically fit into three 
categories, the orchestrator, the VIM and the SDNC. The role of the orchestrator is fulfilled by 
XOS [17], the role of the VIM is fulfilled by OpenStack [18] or Kubernetes [19], and finally, the role 
of the SDNC is fulfilled by ONOS. The role of XOS is to receive service deployment requests, in 
the form of Topology and Orchestration Specification for Cloud Applications (TOSCA) recipes, 
decompose them into network-level, and VNF-level requests and forward them to ONOS and 
OpenStack/Kubernetes accordingly. While CORD does not follow the ETSI MANO architecture, 
a loose association between the CORD and ETSI MANO architectures is still possible. The main 
difference is that XOS fulfills the role of both the NFVO and that of the VNFMs.  

To deploy and manage VNFs, XOS utilizes service models and synchronizers. The role of a 
service model is twofold; it provides a model-driven representation of the VNF as well as allows 
administrators to define a specific configuration of a running instance of said VNF. The 
synchronizer continuously observes the service model for changes, and when a change is 
identified, it enforces it in the execution environment. Both a service model and a synchronizer 
must be added to XOS to add support for a new VNF. 

 

Figure 2-11: A comparison between the CORD (Left) and NFV MANO (Right) architectures. 
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Chapter 3. Time Sensitive Networking 

Applications can differ in their requirements from the network infrastructure concerning the 
bandwidth, delay, and jitter they experience. Assuring that the network is meeting these 
requirements is referred to as Quality of Service (QoS) assurance. In Ethernet-based networks, 
QoS assurance can be provided either by the Differentiated Services (DiffServ) [20] model or the 
Integrated Services (IntServ) [21] model. The DiffServ model provides coarse-grained QoS 
assurance through traffic classification and queuing mechanisms. Each packet is assigned to one 
of 64 available traffic classes, by designating a corresponding value in the 6-bit Differentiated 
Service Code Point (DSCP) field. Network devices read this value and use the available queuing 
and scheduling mechanisms to provide each packet its corresponding treatment level. However, 
each network device can interpret each DSCP value differently, and as a result, consistent end-
to-end network behavior cannot be assured via the DiffServ model. The IntServ model provides 
a fine-grained level of QoS assurance by utilizing the Resource Reservation Protocol (RSVP) 
[22]. Another difference is that the IntServ model works in the context of network flows, over a 
specified path, and not in the context of individual packets. While the IntServ model provides 
better guarantees in terms of the expected network behavior, it suffers from scalability issues. 
This scalability issue is because IntServ relies on end-to-end signaling and requires all nodes in 
the path to support the IntServ model. 

While both the DiffServ and IntServ models provide good-enough QoS assurance for most 
types of network traffic (e.g., Hyper Text Transfer Protocol (HTTP), video streaming), they cannot 
guarantee deterministic network behavior. However, the deterministic treatment of network traffic 
is a requirement of time-sensitive applications (e.g., automotive signaling, industrial automation). 
This lack of determinism from traditional Ethernet-based networks implies the need for dedicated 
network architectures and application-specific protocols (e.g., CAN, SAFEBus) for time-sensitive 
applications, which imposes significant CAPEX/OPEX. As a result, there have been attempts to 
create deterministic Ethernet-based communication architectures and protocols, such as TSN. 
The remaining of this chapter presents two contributions towards the TSN paradigm; section 3.1 
presents a proposal for the generation of Gate Control List (GCL) schedules for TSN using 
heuristic methodologies, while section 3.2 investigates the effects of port congestion on the quality 
of GCL schedules. The work of section 3.2 is also covered by Paper A. 

3.1 The Gate Control List Scheduling Problem (GCLSP) 
The Institute of Electrical and Electronics Engineers (IEEE) TSN working group [23] has 

proposed an Ethernet-based architecture that accommodates the requirements of both time-
sensitive and best-effort traffic. TSN provides the deterministic delay and jitter requirements of 
time-sensitive traffic, by utilizing time-controlled gates on the queues of each egress port [24]. 
Through network-wide clock synchronization and scheduling of the gates state (open or closed), 
it is possible to provide deterministic guarantees for time-sensitive traffic. The gates of each 
egress port are controlled by a local GCL; each item on this list contains a binary sequence (one 
bit per queue) which indicates the queues’ status at a specific time slot. The list repetitively iterates 
through its elements on a timely basis. Figure 3-1 illustrates the architecture of a TSN egress port. 
A traffic classifier assigns incoming traffic into one of the available queues based on the traffic 
type. While the example illustrates two queues, the TSN architecture supports up to 8 queues per 
egress port. A local GCL (right-most side of the figure) controls the transmission capabilities of 
each queue. While the TSN standards do not define how the schedule of each GCL schedule is 
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computed and populated, this work assumes that it is an offline process (not performed on-
demand while the network is operating), performed by a centralized network entity [25]. These 
assumptions stem from two observations: 

• Generating these schedules is a time-consuming and complex task, which cannot be 
performed on a per-frame basis. Scheduling a single time-sensitive frame (a traffic frame 
that belongs to a time-sensitive application) over an existing schedule, can affect the 
processing of any previously scheduled time-sensitive frame. 

• The generation of the schedules requires network-wide synchronization (concerning both 
time and network information). As a result, scheduling cannot be done in an isolated, per 
TSN device, manner.  

 

Figure 3-1: The Gate Control List architecture in TSN with two queues. 

Generating the schedules of each GCL individually, without a network-wide synchronization, 
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• A set of time-sensitive frames, which require scheduling over a TSN. 
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time-sensitive frames to be processed by the network), also known as the make-span of 
the schedule. 

• A set of constraints that the solver should consider while solving the GCLSP:  

o A frame cannot be processed by more than one egress ports at the same time.  

o One egress port cannot process more than one frame at a time.  

o The desired network path for each frame must be met by the schedule. 

o Once the processing of a frame by a port has started, it cannot be preempted. 

This definition of the GCLSP is a simplification of the original problem as it ignores frame 
preemption and the per-frame end to end delay constrains. Instead, it minimizes the overall 
duration of the network-wide GCL schedule (the make-span of the schedule). Finally, the solution 
presented herein considers two queues for each egress port instead of eight. One queue assigned 
to time-sensitive frames and one queue assigned to best-effort frames. The idea is that by 
scheduling the time-sensitive frames on the time-sensitive queue, the idle time of the time-
sensitive queue can be used to open the transmission of the best-effort queue (i.e., serve best-
effort traffic when there is no time-sensitive traffic to serve). 

The GCLSP is considered an NP-hard problem, which rules out traditional algorithmic 
solvers. As a result, the solution presented herein, and the preferred approach in the literature, is 
based on heuristic methodologies. Heuristics are preferred because they can produce “good-
enough” solutions for the GCLSP at a reasonable runtime. This premise is also tested and 
validated in the results section. Unfortunately, there is no heuristic available that is specialized to 
the GCLSP. However, as will be illustrated in section 3.1.3, the GCLSP can be mapped to a Job 
Shop Scheduling Problem (JSSP), which can be solved by any of the heuristics specialized for 
the JSSP. The solution presented herein uses the shifting bottleneck heuristic [26] since it 
accommodates the constrained nature of the GCLSP. Using generic heuristics (e.g., GRASP 
[27]), could prove problematic, as these heuristics require the generation of one (or more) initial 
valid solutions, which they later iterate over and steadily improve. The complexity of generating 
these initial solutions, however, is a function of how constrained the problem is. In contrast, 
specialized heuristics (like the shifting bottleneck) accommodate the problem constrains while 
building the solution.  

3.1.1 Related Work 
There are many works in the literature for solving complex scheduling problems using 

heuristic methodologies. For deterministic networks, research can be divided into two categories. 
Research related to Industrial Ethernet networks (e.g., TT-Ethernet, ProfiNET) and research 
related to TSN. In [28], the authors address the scheduling problem of time-triggered frames in 
TT-Ethernet with the use of the TABU search metaheuristic [29][30]. In [31], the authors propose 
a heuristic scheduling mechanism for ProfiNET. They map the problem to a resource-constrained 
project scheduling with temporal resource constrains, which is solved by using the iterative 
resource scheduling heuristic. Concerning TSN, in [32], the authors also propose the use of 
heuristics for the GCLSP. They map the problem to a no-wait scheduling problem, and they solve 
it with the TABU search heuristic. In [33] the authors attempt to optimize the routing of audio video 
bridging flows through a TSN network, using the GRASP meta-heuristic. The novelty of the work 
presented herein is twofold. First, it proposes a deterministic heuristic instead of a traditional 
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heuristic. The difference between the two is that deterministic heuristics, (heuristics that always 
provide the same solution for the same problem), do not require the generation of an initial 
schedule. This resolves the problem of initial solution generation, which is proved to be a complex 
task. Finally, this work proposes a mapping algorithm between a GCLSP and a JSSP, which leads 
to the possibility to use heuristics tailored to JSSPs. 

3.1.2 The Job Shop Scheduling Problem (JSSP) 
Before introducing the steps to convert a GCLSP to a JSSP, this section provides a brief 

introduction on how to formulate JSSPs. In layman's terms, a JSSP expresses a request to 
schedule a series of jobs over a set of machines based on an optimization objective. An example 
could be the request to manufacture a new product in a factory setting, while at the same time 
minimizing the duration of the manufacturing process. From a detailed scope, a JSSP can be 
defined in the following format: 

• A set of n jobs J = {J1, ..., Jn} 

• A set of k machines M = {M1, …, Mk} 

• A set of r operations for each job, indicating the sequence of machines each job must be 
processed through, Oi = {Oi1, …, Oir}, i ∈ {1, …, n}.  

• A processing time pij for operation (i, j), where i is the machine and j is the job.  

• An optimization objective, e.g., Minimization of the time it takes to process all jobs (total 
make-span of the schedule) 

• A set of constraints:  

o A job cannot be processed by more than one machines at a time.  

o One machine cannot process more than one job at a time.  

o The final schedule must meet the operation sequence of each job.  

o Once an operation has started, it cannot be preempted. 

A solution to a JSSP is a schedule for each machine, which meets the optimization 
constrains. Figure 3-2 illustrates an example, where three jobs must be scheduled over three 
machines while minimizing the total make-span. As the problem statement declares: 

• Job 1 must be processed first at machine 1 for three timeslots, then at machine 2 for two 
timeslots and finally at machine 3 for four timeslots. 

• Job 2 must be processed first at machine 1 for one timeslot, then at machine 2 for five 
timeslots and finally at machine 3 for seven timeslots. 

• Job 3 must be processed first at machine 3 for two timeslots, then at machine 1 for eight 
timeslots and finally at machine 2 for three timeslots. 

The table, in the middle section of the figure, presents a solution to this JSSP. Each line 
represents the schedule of a specific machine, and each numbered cell identifies the job 
scheduled on a specific machine at a specific time slot. A JSSP can also be visualized with the 
use of directed acyclic graphs. Every job is illustrated as a sequence of connected nodes, each 
node representing an operation. Operations are denoted by an XY pair (X declares the machine, 
and Y declares the job). Finally, the first operation of each job is connected to a source node, and 
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the last operation of each job is connected to a destination node. Each node (apart from the 
source and destination nodes), is assigned a processing value, which declares the duration of the 
operation. In the example of Figure 3-2, the graph on the bottom left represents the problem 
description, while the graph in the bottom right represents a solution to this problem. The solution 
is overlaid as the extra set of directed edges, which illustrate the sequence of operations for each 
machine. A schedule is feasible when the final graph is acyclic.  

 

Figure 3-2: Example of a JSSP problem and solution. 

3.1.3 Converting from a GCLSP to a JSSP 
Due to the niche nature of the GCLSP, there are no heuristics specialized in this problem. 

However, the GCLSP is close to a JSSP, and as this section highlights, it is possible to convert a 
GCLSP to a JSSP. Given a TSN network topology and a set of time-sensitive frames that require 
scheduling, the conversion from a GCLSP to a JSSP requires the following actions:  

• There should be a conversion of the TSN topology from device-centric to egress-port-
centric. This is because, in the GCLSP, the elements that require scheduling are the 
egress ports (see Figure 3-1) and not the TSN devices that contain the egress ports. 

• By observing the path of each time-sensitive frame in the network, it is possible to 
construct the sequence of egress ports processing each frame. If the per-port processing 
delay is known, then it is possible to convert the egress port topology to a graph similar 
to that of Figure 3-2 (bottom right). 

Figure 3‑3 illustrates an example of a GCLSP to JSSP conversion. The top-most subfigure 
illustrates the GCLSP which requests the scheduling of four time-sensitive frames over a TSN, 

Problem Statement
J = {J1, J2, J3}
M = {M1, M2, M3}
O1 = {p11=3, p21=2, p31=4}
O2 = {p12=1, p22=5, p32=7}
O3 = {p33=2, p13=8, p23=3}
Objective: Minimize make-span
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comprising six TSN network devices. The series of annotated directed edges identify the path 
that each time-sensitive frame follows in the network. The blue Integer values identify the ports of 
each TSN device and the red Integer values identify the sum of the processing, transmission and 
propagation time for a time-sensitive frame from each port.  The subfigure in the middle illustrates 
the first step of the conversion process to a JSSP. There, the TSN devices have been substituted 
with egress ports, each one identified by a two-digit Integer number. The first digit denotes the 
network device that the port belongs to and the second digit denotes the ID of the port. For 
example, node P42 represents port 2 of device S4. In this conversion process, the processing 
delays are assigned to each node, and the paths of each frame are denoted as annotated directed 
edges. The bottom-most subfigure of Figure 3‑3 shows the final conversion step towards a JSSP. 
There the processing of each time-sensitive frame has been assigned a path from the source to 
the destination. In this format, a JSSP heuristic can solve this problem. 

 

Figure 3-3: Example of a conversion from a GCLSP to a JSSP (one source-destination pair). 
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In the previous example, there was just one pair of source and destination nodes; however, 
this might not be the case in a realistic scenario. Regardless, the conversion algorithm can also 
operate in multi-source, multi-destination scenarios.  Figure 3‑4 highlights this capability via an 
example which contains three source nodes and two destination nodes. This GCPSP leads to 
two isolated port graphs (subfigure in the middle) because the paths followed by frames 1, 3, and 
2 are disjoint (in terms of egress ports, not network devices). In the final step of the conversion 
process, all sources are substituted by one source and all destinations by one destination (bottom-
most subfigure).  

 

Figure 3-4: Example of a conversion from a GCLSP to a JSSP (multiple sources and destinations). 
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returns the same solution. This behavior is in contrast with traditional heuristics, where the 
solution differs between iterations of the heuristic on the same problem. This behavior originates 
from the randomness imposed by these heuristics (e.g., initial solution, neighborhood selection), 
but also by their runtime (non-deterministic heuristics can run indefinitely while improving on the 
solution). Another characteristic of the shifting bottleneck is that the optimization objective is a 
modular component of the heuristic, meaning that the shifting bottleneck can be modified to cater 
for different scenarios. 

The shifting bottleneck takes as input an acyclic graph which represents the JSSP, as an 
example, consider the bottom-most subfigures of Figure 3-3 and Figure 3-4. Based on such a 
graph, the shifting bottleneck performs an iterative process. On each iteration, the shifting 
bottleneck grades all unscheduled machines, based on the optimization objective. Then, the 
machine with the most negative effect (the bottleneck) is selected as the next one for scheduling. 
Besides this selection, the shifting bottleneck also schedules the bottleneck machine. The shifting 
bottleneck does not specify the methodology with which to solve the single machine scheduling 
problems (i.e., how to schedule the bottleneck machines), and the choice is left to the 
implementer. 

In the implementation presented herein, a branch and bound algorithm [34] was selected to 
solve the single-machine scheduling problems. Despite the single-machine scheduling problem 
being NP-Hard [35], the branch and bound algorithm provides optimal solutions in a sensible 
timeframe. This is because the algorithm is enumerating all possible schedules and discards most 
of them without computing them. Each time the branch and bound algorithm schedules a new 
machine, the shifting bottleneck also reschedules all previously scheduled machines (again using 
the branch and bound algorithm). This rescheduling process allows for the solution to be 
optimized as the algorithm progresses towards the final schedule. After the scheduling of a new 
machine, the corresponding directed edges are added to the graph that represents the current 
schedule. The shifting bottleneck ensures that the current schedule is valid by checking whether 
the updated graph is acyclic. After the scheduling of all machines, the shifting bottleneck 
terminates. Figure 3-5 illustrates the workflow of the shifting bottleneck heuristic.  

Most of the computational time in the shifting bottleneck is spent in calculations to find the 
longest paths, a process that is part of the single-machine scheduling process. Because the 
longest path problem is NP-hard, traditional longest path algorithms can hinder the performance 
of the shifting bottleneck. To address this, the implementation of the shifting bottleneck uses the 
following approach. Each time a longest path calculation is required, the acyclic graph that 
represents the current schedule is converted, by negating (making negative) the weights assigned 
to each node (the processing time for a job). Then, the Bellman-Ford [36] algorithm is used to find 
the shortest path instead of executing an algorithm to find the longest path. This process takes 
advantage of the acyclic nature of the graph and the fact that the shortest path returned by 
Bellman-Ford is the longest path on the initial graph. The Dijkstra’s algorithm was disregarded as 
an option for solving the shortest path problems, as the modified graph included edges with 
negative weights. The benefits associated with using the Bellman-Ford algorithm are highlighted 
later, during the evaluation of the shifting bottleneck. 
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Figure 3-5: Flowchart of the shifting bottleneck heuristic. 

The final step towards solving the GCLSP is to convert the schedule provided by the shifting 
bottleneck heuristic to a GCLSP-compatible schedule. The schedules of the GCLs should specify 
the state (open or closed) of each queue in an egress port over time. Based on the schedule 
returned by the shifting bottleneck, the queues associated with best-effort traffic can be open for 
transmission in the idle time slots of the time-sensitive queues. This way, time-sensitive frames 
are always prioritized over best-effort frames, and their behavior is deterministic. As an example, 
consider the schedule in Figure 3-2. The first step is to transform the schedule from a frame-
specific schedule to a traffic-type-specific schedule. This process is done by marking all active 
time slots of the schedule as time-sensitive (TS) and all idle time slots as best-effort (BE). The 
top-most subfigure of Figure 3-6 presents the result of this process, where each line represents 
the schedule of a specific machine, and each cell represents the type of traffic scheduled for 
transmission on a specific time slot. When there is a TS frame scheduled for a port, the algorithm 
assigns the TS queue as open. Otherwise, the best-effort queue is open. The bottom-most 
subfigure of Figure 3-6 provides the final schedule for port 2 (machine 2). There, a value of 0 
indicates a closed queue, and a value of 1 indicates an open queue. 

 

Figure 3-6: Conversion example from a JSSP solution to a GCLSP solution. 
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3.1.5 Results and analysis 
As discussed in section 3.1.4, the shifting bottleneck is a versatile heuristic as it can 

accommodate different optimization objectives. For the work presented herein, the selected 
optimization objective is the minimization of the total make-span of the network-wide GCL 
schedule. The benefit of using this objective is that it has a low computational complexity, which 
allows shorter runtimes for the heuristic. Finally, since in this work, all time-sensitive frames are 
considered equal (no priorities between them), using this optimization objective ensures a non-
biased treatment of the different time-sensitive frames. This section evaluates the shifting 
bottleneck as a candidate for solving GCLSPs. The results are divided into four categories:  

• A performance comparison between the shifting bottleneck and a branch and bound 
algorithm. This comparison highlights the need for heuristic methodologies in solving 
JSSPs. The comparison is made both in terms of algorithmic runtime and solution quality.  

• An evaluation of the performance of the shifting bottleneck in terms of runtime, when 
scaling either the number of ports or the number of time-sensitive frames in the GCLSP.  

• A performance comparison of the shifting bottleneck, between two data-sets of JSSPs.  

• A performance evaluation of the shifting bottleneck in terms of runtime with and without 
the use of the Bellman-Ford algorithm for the longest path computations. 

Two data-sets were used as inputs for these experiments. The first data set (SET1) 
contained JSSPs in which each time-sensitive frame passes (on average) through 90% of all 
network ports (machines in JSSP terms). The second set (SET2) contained JSSPs in which each 
frame passes (on average) though 40% of all network ports. The reason for using both data-sets 
is threefold. 1) To investigate if the average number of hops of a time-sensitive frame affects the 
complexity of the GCLSP. 2) SET1 allowed for stress-testing the shifting bottleneck heuristic, as 
the complexity of the JSSPs was higher. 3) SET2 represents a more realistic traffic scenario. Both 
data sets contained FxP JSSPs, where F corresponds to the number of time-sensitive frames that 
must be scheduled over the network and P to the number of ports that comprise the TSN. The 
statistical significance of the experiments was increased by randomly generating 50 unique JSSP 
instances per FxP category. In the following experiments, the results for each FxP category are 
the averaged results collected from all 50 JSSP instances. When the measured variable was the 
runtime of the heuristic, the results varied by multiple order of magnitude; thus, in these cases, 
the runtime values are reported on a logarithmic scale. 

This segment provides the comparison between the shifting bottleneck (SB) and branch and 
bound (BB) algorithms in terms of algorithmic runtime and solution quality (make-span), over the 
same set of JSSPs (SET1). Due to excessive runtimes from the branch and bound algorithm, 
these experiments have a maximum problem size of eight ports and eight frames (8x8 JSSPs). 
Figure 3-7 illustrates the runtime of the two algorithms as the number of ports scales. The top-
most subfigure represents the experiments were the number of frames is set to five, while the 
bottom-most subfigure represents the experiments were the number of frames is set to eight. The 
results indicate a superiority of the shifting bottleneck over the branch and bound algorithm. This 
superior performance can be attributed to the heuristic nature of the shifting bottleneck. Figure 
3-8 shows make-span dependence on the number of ports for a different number of frames (five 
top-most subfigure and eight bottom-most subfigure). As expected, the results indicate that the 
branch and bound algorithm outperforms the shifting bottleneck (smaller values of makes-pan are 
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better). This is because the branch and bound algorithm returns the optimal schedule, while the 
shifting bottleneck heuristic cannot guarantee optimality. However, the degradation in solution 
quality is insignificant when factoring in the reduced runtime (see Figure 3-7). Based on these 
results, it can be concluded that the use of the shifting bottleneck can provide solutions 
comparable to the optimal solution, in a fraction of the time required by the branch and bound 
algorithm.  

 

Figure 3-7: Runtime comparison between shifting bottleneck and branch and bound. (top) Five frames to 
be scheduled and (bottom) eight frames to be scheduled. 

 

Figure 3-8: Make-span comparison between shifting bottleneck and branch and bound. (top) Five frames 
to be scheduled and (bottom) eight frames to be scheduled. 
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This segment investigates the impact on the algorithmic runtime of the shifting bottleneck 
when either the number of ports (P) or frames (F) increases. The top-most subfigure of Figure 3-9 
shows runtime dependence on the number of frames for a different number of ports, while the 
bottom-most subfigure shows runtime dependence on the number of ports for a different number 
of frames. In both experiments, the data-set was SET1. Both figures show a similar trend in the 
increase in algorithmic runtime, so it seems like both the number of ports and the number of 
frames have a similar effect in the complexity of a JSSP. Another observation is that even with 
the use of heuristic methodologies, the complexity of JSSPs can scale significantly with the size 
of the problem. For example, consider the top-most subfigure of Figure 3-9, where an increase in 
the number of frames by two increase the algorithmic runtime by multiple orders of magnitude. 
This effect could, however, be constrained by making further optimizations to the heuristic. Later, 
the conclusion to this section proposes such optimizations. 

 

Figure 3-9: Scaling of shifting bottleneck performance. For five frames (top) and ten frames (bottom). 

Figure 3-10 provides a comparison in terms of runtime between problems of the same size 
from SET1 and SET2. As previously discussed, the differences between SET1 and SET2 concern 
the average number of hops that each time-sensitive frame traverses through the network before 
reaching its destination (90% of all ports for SET1 and 40% of all ports for SET2). For the top-
most subfigure, the number of frames was set to 5, while for the bottom-most subfigure the 
number of frames was set to 10. The results indicate that the average hop-length of a time-
sensitive frame significantly affects the runtime of the heuristic. Taking advantage of this 
observation, allowed for larger JSSPs to be tested, however testing with problems of up to 20x20 
(20 frames and 20 ports) returned results similar to that of Figure 3-9 hence they have been 
omitted. 
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Figure 3-10: Performance comparison between the two data sets for 5 frames (top) and 10 frames 
(bottom). 

Finally, the results illustrated in Figure 3-11, highlight the benefits, in terms of reduced 
algorithmic runtime, from using the Bellman-Ford algorithm for longest path calculations. For 
these experiments, SET1 was used as an input to the heuristic. This was done to stress test both 
implementations of the heuristic (with and without Bellman-Ford). As the results indicate, using 
Bellman-Ford for small problems slightly increases the runtime. This behavior can be attributed 
to the simplicity of the longest path problems, which, despite being NP-hard can still be solved 
relatively fast. In these cases, the need for an extra step (converting the network graph) can be 
the reason for the increased runtimes.  However, the implementation with Bellman-Ford is 
significantly more efficient for larger JSSPs. 

 

Figure 3-11: Performance of shifting bottleneck with and without Bellman-Ford (top-left) three frames (top-
right) five frames (bottom-left) eight frames (bottom-right) ten frames. 
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3.1.6 Section Conclusions 
This section proposed the use of the shifting bottleneck heuristic to solve GCLSPs. To meet 

the requirements of the shifting bottleneck, which expects as input a JSSP, this section presented 
a workflow that converts a GCLSP to a JSSP. Finally, the validity of the shifting bottleneck 
heuristic as a solver for GCLSPs was evaluated via a series of experiments, which resulted in the 
following conclusions: 

• When considering both algorithmic runtime and solution quality, the shifting bottleneck 
outperforms algorithms that find the optimal solution. 

• When either the number of ports or frames of a JSSP scales, the runtime of the shifting 
bottleneck scales in a similar manner. 

• The average number of hops of a time-sensitive frame in a TSN affects the complexity of 
the GCLSP. 

• Using the Bellman-Ford algorithm for longest path calculations results in reduced 
runtimes for the shifting bottleneck. 

As this work was a preliminary investigation into the TSN paradigm, there are some 
limitations. The remaining of this section presents three possible improvements to the current 
state of the work, which could be considered as part of future work.  

• The bottleneck selection process should be improved by parallelizing the scheduling of 
the individual machine scheduling processes. This option is possible since each single-
machine scheduling problem is isolated from the rest. Doing so would significantly 
improve the performance of the shifting bottleneck (especially in nodes with multiple CPU 
cores). 

• While the proposed solution provides deterministic treatment of time-sensitive frames, it 
overlooks the deadlines (end-to-end delay requirements) imposed by a time-sensitive 
application on its frames. This is because the optimization objective only relates to the 
minimization of the make-span of the network-wide GCL schedule. As such, an objective 
function like the one presented in [37] might be better suited for the GCLSP.  

• The shifting bottleneck is a deterministic heuristic, so if the time for computing the GCL 
schedules is not constrained, the shifting bottleneck might produce a schedule before the 
deadline expires. In that case, it could be interesting to optimize further the solution 
produced by the shifting bottleneck, using a traditional heuristic (e.g., Large 
Neighborhood Search). This way, the shifting bottleneck could be used on its own in time-
constrained scenarios, or another heuristic could complement it in non-time constrained 
scenarios.  

3.2 Avoiding Congestion in Gate Control List Scheduling 
As stated in section 3.1, the quality of the GCL schedule can have a significant effect on the 

delay experienced by the time-sensitive frames. Moreover, the solution quality of a GCLSP can 
be affected by the forwarding paths of the time-sensitive frames over the TSN. This is because 
the forwarding path of each time-sensitive frame affects the egress port sequence that processes 
it.  Based on this observation, this section proposes a forwarding algorithm for time-sensitive 
frames, which can result in better quality GCL schedules. 
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3.2.1 Problem statement and proposed solution 
While in non-TSN networks, complex path computation algorithms can lead to slow network 

convergence (higher delay in making forwarding decisions); this is not the case in TSN. This is 
because the calculation of GCLs is an offline process and requires prior knowledge of the network 
paths of the time-sensitive frames. So, the paths of the time-sensitive frames must be calculated 
before the initiation of any times-sensitive traffic.  As stated in [38], path computation in TSN is 
based on shortest path bridging and the Intermediate System - Intermediate System protocol [39]. 
For the cases where more than one shortest path exists, [40] proposes the use of a tiebreaker 
mechanism based on the congestion of each path. Drawing inspiration from this work, this section 
presents a forwarding algorithm that includes port congestion (modeled as the number of frames 
scheduled over each port) for the path selection process.  Then an evaluation is presented 
concerning the quality of the GCL schedules (in terms of make-span) that are generated using 
this forwarding algorithm. The results indicate that spreading the time-sensitive frames across the 
available paths achieves an improvement in the quality of the GCL schedules. Figure 3-12 
illustrates the workflow of this evaluation process. At first, a forwarding problem is formulated as 
a set of time-sensitive frames that must be transmitted over a TSN, each frame identified by a 
source and destination endpoint. This forwarding problem is then given as input to a forwarding 
path computation engine, which includes two algorithmic implementations: 1) a shortest path 
algorithm and 2) a custom, congestion-aware, K-shortest path algorithm. The paths selected by 
each forwarding algorithm are then formulated into GCLSPs. Following the workflow of section 
3.1.3, these GCLSPs are converted into their respective JSSPs and are solved by the shifting 
bottleneck heuristic. Finally, the GCL schedules are compared in terms of their solution quality 
(total make-span). 

 

Figure 3-12: Evaluation workflow for the congestion-aware forwarding algorithm. 
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3.2.2 Implementation of the forwarding algorithm 
The evaluation presented herein required the development of a custom path computation 

algorithm. This algorithm calculates the K-shortest paths between the endpoints of each time-
sensitive frame and uses the network-wide port congestion as a weight for selecting the desired 
path. In this implementation, port congestion is modeled as the number of time-sensitive frames 
that are scheduled over each port. The algorithm requires the following input: 

• The topology of the TSN: This includes all forwarding devices and their connectivity. 

• The endpoints of the network: This includes the source and destination endpoints of all 
time-sensitive frames. 

• The time-sensitive frames that require scheduling: Each defined as a 
source/destination tuple.  

Provided this input, the algorithm starts to allocate forwarding paths for each time-sensitive 
frame. The algorithm uses the source and destination of each frame and calculates the K-Shortest 
paths over the TSN. This action returns a list of maximum K path candidates, from which the final 
path must be selected. The algorithm then ranks each forwarding path candidate using an 
evaluation function, which calculates the expected port congestion in the network, if that path was 
to be selected. More specifically, the evaluation function calculates the standard deviation of the 
number of time-sensitive frames scheduled over each egress port in the TSN. Since the algorithm 
attempts to limit port congestion, the path that results in the lowest standard deviation is selected 
and is added to the GCLSP. The algorithm terminates when all time-sensitive frames have been 
assigned a path over the network. Figure 3-13 provides the pseudo-code of the algorithm. 

 

Figure 3-13: Pseudocode of the congestion-aware forwarding algorithm. 

For the implementation and evaluation of the forwarding algorithm, the ONOS SDNC was 
used as an environment. ONOS was selected because it provides some necessary functions like: 

• Topology discovery: The ONOS SDNC automatically creates and updates a topology 
object and allows interactions with this object. 

• End to end path discovery: The ONOS SDNC provides implementations for both the 
shortest path and K-shortest path algorithm. 

1:  F = { F1, F2, … ,Fn }  # Holds the TS frames that need scheduling.
2:  S = { Ø }  # Holds the paths allocated to each TS frame.
3:  while (F is not empty)
4: L = { Ø }  # Holds the evaluations for each path.
5: f = next(F)  # Get the next TS frame f to be scheduled.
6: P = kShortestPath(f, k) # Calculate the list of k paths P, for frame f.
7: while (P is not empty)
8: p = next(P)  # Get the next path p to be evaluated.
9: l = eval(p)  # Evaluate path p.
10: L.add(p, l)  # Append the path-evaluation tuple to L.
11: P.remove(p)  # Remove path p from P.
12: p = min(L)  # Retrieve the path with the lowest evaluation from L .
13: S.add(p)  # Add p as the selected path for frame f.
14: F.remove(f)  # Remove frame f, from the TS frames that need scheduling.  
15: return(S)  # Return the final solution and exit.
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• Network state overview: ONOS keeps updated statistics on the network state; this 
includes the number of flows assigned over each port of the network. This facilitated the 
forwarding path evaluation process of the algorithm. 

To fully benefit from the ONOS SDNC, the topologies used to evaluate the algorithm were 
generated using Mininet. It should be stated, that within this evaluation, both the ONOS SDNC 
and Mininet act as a staging environment to calculate the network paths and not as active 
components of a TSN.  

For the experiments presented herein, two network topologies were used to represent the 
TSN. (1) A dual ring topology (as illustrated in Figure 3-14) and (2) a partial-mesh topology (as 
illustrated in Figure 3-15). Both topologies included ten source nodes, which initiated traffic flows 
to 3 destination nodes (flows here represented individual time-sensitive frames). The reason for 
selecting these two topologies was because they have inherently different behaviors when it 
comes to multi-path forwarding. While mesh topologies have multiple paths between any two 
endpoints, ring topologies are restricted. Tree topologies were dismissed since between any two 
endpoints, only one path is available. Apart from the network topology, the experiments presented 
herein varied in the number of flows between each source-destination pair. Doing so allowed, for 
an in-depth analysis of the performance of the algorithm. 

 

Figure 3-14: Dual-ring Mininet topology. 

 

Figure 3-15: Partial mesh Mininet topology. 
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3.2.3 Results analysis 
In Table 3-1, the first five columns describe the experimental setup, while the last three 

present the results. As the results indicate, the effects of using a congestion-aware forwarding 
algorithm for the calculation of the paths for the time-sensitive frames, depend on the topology 
and traffic characteristics. In the experiments conducted on the dual ring topology, the quality of 
the GCL schedules was almost identical regardless of the forwarding algorithm. This observation 
can be contributed to the limited number of paths between any two source and destination pairs. 
On the other hand, on the experiments over the partial mesh topology, the results indicate a 
considerable reduction (up to 26%) in the make-span of the network-wide GCL schedule when 
using the congestion-aware forwarding algorithm. A final observation over the results of Table 3-1 
is that the increase in solution quality when using the congestion-aware forwarding algorithm 
seems to scale with the number of time-sensitive frames. 

Table 3-1: Comparison of GCL schedule make-span with and without congestion-aware forwarding. 

Topo Talkers Listeners Frames K Make-span 
(Congestion 
awareness) 

Make-span 
(No 

Congestion 
awareness) 

Gain 
% 

Ring 10 3 2 2 325 320 -1.56 

Ring 10 3 3 2 475 480 1.04 

Ring 10 3 4 2 625 625 0 

Mesh 10 3 2 4 175 210 16.67 

Mesh 10 3 3 4 245 320 23.44 

Mesh 10 3 4 4 325 440 26.17 

 

3.2.4 Section Conclusions 
This section provided a preliminary investigation on the effects of forwarding decisions in the 

quality of a network-wide GCL schedule in TSN. For this evaluation, a congestion-aware, path 
allocation algorithm was designed and implemented in an SDN controller. Then, different network 
scenarios were emulated using Mininet. These scenarios were repeated, with and without the 
congestion aware algorithm enabled. Finally, the computed paths were given as an input to the 
shifting bottleneck heuristic, which calculated the network-wide schedules for the GCLs. The 
results show that considering port congestion during path allocation results in shorter GCL 
schedules (up to 26%).  

3.3 Chapter Conclusion 
As introduced in this chapter, the TSN paradigm allows for time-sensitive and best-effort 

traffic to share the same Ethernet-based network, while providing deterministic treatment of the 
time-sensitive traffic. The contributions focused on the scheduling of the TSN and specifically to 
the generation of schedules for the GCLs.  Additionally, this chapter investigated the effect that 
the forwarding decisions for time-sensitive frames have on the quality of the GCL schedules. 

Concerning the generation of the schedules of the GCLs, this chapter proposed the use of a 
heuristic methodology based on the shifting bottleneck heuristic. However, since the shifting 
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bottleneck is designed to solve JSSPs and not GCLSPs, a GCLSP-JSSP conversion algorithm 
was also introduced. As the results of section 3.1.5 indicate, the shifting bottleneck generates 
solutions comparable to the optimal solution in a fraction of the time that is required to run non-
heuristic solvers. Section 3.2 investigated how forwarding decisions affect the GCLSP in terms of 
solution quality. The methodology of section 3.1 is used to solve GCLSPs which only differ in the 
forwarding paths of the time-sensitive frames. The results indicate that considering the congestion 
of the egress ports in forwarding decisions results in shorter GCL schedules.  

An interesting thread to consider for future work would be to investigate the possibility of 
incorporating TSN together with SDN and NFV, as doing so would create a converged framework 
that could cater for any traffic type. In such a framework (example illustrated in Figure 3-16), a 
top-level orchestrator would receive service orchestration requests for both time-sensitive and 
traditional (best-effort) services. Then the orchestrator would dissect these service-level requests 
into network-level and compute-level requests and propagate them to the SDNC and VIM 
components of the architecture respectively. The SDNC would be responsible for two main tasks:  

• Compute the forwarding paths for the Time-Sensitive and Best-Effort traffic and push 
the necessary flow rules into the network devices  

• Calculate and populate the GCL schedules to meet the requirements of the TS traffic.  

On the other hand, the VIM would be responsible for creating and managing the virtualized 
instances (e.g., VMs, containers) that would host the services. A benefit of such an architecture, 
concerning time-sensitive traffic, is that time-sensitive services could be placed in such a way that 
would minimize the end-to-end delay for their end-users. Finally, there are two considerations for 
the underlying hardware:  

• The network devices should be both SDN and TSN enabled, meaning that they should 
allow for control from a remote SDNC over a southbound protocol (e.g., OF), while also 
implementing the architecture proposed by the IEEE TSN working group. 

• The pool of computing resources should include high-performance elements to host 
time-sensitive applications. An example could be the use of Field Programmable Gate 
Arrays (FPGA) for offloading time-sensitive computing tasks.  

 

Figure 3-16: Example architecture for a converged TSN-SDN-NFV infrastructure. 
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Chapter 4. Applicability of SDN in Data Centers  

This chapter investigates the applicability of the SDN paradigm in the context of a DC 
environment. It approaches this question from three different, but equally essential angles, 
namely, the policy-based management of DC resources, SDN-enabled TE, and the issue of 
limited capacity for storing traffic flow rules in the network devices. Section 4.1 presents the 
contributions to policy-based management, and more specifically, it provides a three-fold 
contribution:  

1) An architecture for a policy framework that caters for the full stack of a DC. 

2) A network policy framework implementation for the OpenDayLight [41] (ODL) SDNC. 

3) A network policy framework implementation for the ONOS SDNC. 

Section 4.2 includes the contributions towards SDN-enabled TE, which investigate if SDN 
can be used to resolve some of the limitations that traditional TE techniques have in the context 
of DCs. Finally, section 4.3 addresses the issue of limited flow table capacity in the network 
devices and presents two possible solutions, one based on the aggregation of traffic flows and 
one based on dynamic flow rule placement. Figure 4-1, provides a graphical representation of the 
structure of this chapter, overlaid over a simplified cloud stack. 

While the contributions presented herein are targeted towards DC environments, they could 
also be applied to other network environments. An example could be SDN-enabled campus 
networks, which would benefit from all three contributions of this chapter. The reason that this 
chapter targets DC environments is related to their importance in the context of next-generation 
Telco networks, where network functions are expected to migrate to cloud infrastructures.  

 

Figure 4-1: Structure of chapter 4, overlaid on a simplified cloud stack. 
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optics in the data plane, and service provisioning APIs, to cope with the increasingly stringent 
requirements of cloud and network services. While these additions have enhanced the capabilities 
of DCs, they have also added significant complexity in DC operations. The most common solution 
for simplifying the management of complex systems has been the use of policy-based 
management mechanisms [42]. The idea behind policy-based management is to allow the 
definition of the desired state for an execution environment (e.g., the network), based on a well-
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defined policy model. Once this state is defined, it is the role of a policy framework to identify and 
enforce the necessary actions that will synchronize the actual state of the execution environment 
with the desired state. 

4.1.1 Related work 
There are multiple works in the literature concerning policy-based network management in 

the context of SDN. This section provides a review of a list of selected works on this subject. The 
authors of [43] propose NEMO, a Structured Query Language (SQL) which can be used by a 
network administrator to define network intents. Both ONOS and ODL have support for the NEMO 
language [44] [45]. In [46] and [47], the authors present an object-oriented information model for 
policy representation. Even though the design of the model was with QoS policies in mind, it is 
generic and thus can accommodate other policy types. This policy model has influenced the 
contributions presented in sections 4.1.3 and 4.1.4. Cisco’s application-centric infrastructure 
framework [48] also follows a similar approach. In [49], the authors define an API via which 
administrators can set up policies for access and path control, as well as bandwidth allocation. 
Besides, this API allows for queries about the network state, which can be useful when making 
policy decisions. The authors of [50] present a policy-based framework, which addresses some 
challenges in the context of future networks. For example, they include a Human-To-Network 
interface, that can translate high-level policies into network-level policies. Finally, the authors of 
[51] propose a policy framework that decouples policy enforcement from the policy resolution 
state. However, the solution is of limited scope (i.e., deployment of middle-boxes) and is coupled 
with a custom forwarding algorithm. 

Developers of SDN-based solutions like ONOS and ODL have also considered policy-based 
network management solutions. In both cases, the developers have designed and implemented 
custom solutions for intent-based networking. However, both the ONOS solution [52] and the ODL 
solution [53] are limited in scope, only considering simple intent requests (e.g., connectivity or 
firewall). Finally, [54] proposes a policy framework for the Open Network Automation Platform 
(ONAP) [55]. In contrast with the other solutions introduced in this section, it has a broader context 
and is not limited to network-level policies. However, it is strongly coupled with the ONAP 
architecture, and as a result, does not apply to any other platform nor use case. 

4.1.2 Policy Framework Architecture for the Platform as a Service (PaaS) model 
The Platform as a Service (PaaS) model offers service developers and service providers 

tools, technologies, and workflows that facilitate the testing, deployment, and runtime 
management of their services. However, these platforms are sophisticated systems comprising 
multiple tightly coupled functional components. This design makes management an error-prone 
and challenging task and can also lead to a lock-in effect due to proprietary APIs and technology 
solutions. Additionally, platforms deployed via the PaaS model lack a universal management 
framework, which can act as a barrier to the deployment and management of cross-platform 
services. This section addresses these limitations by proposing a policy-based management 
framework that can 1) abstract the technology-specific APIs and dependencies, 2) span all 
functional layers of the PaaS model, and 3) support the deployment and management of cross-
platform policies. This architectural proposal is also covered by Paper B.  

Since the provisioning and management of cloud and network services in a DC environment 
can involve multiple roles, it is important that any architectural proposal can cater for all of them 
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without adding any unnecessary complexity or workflows. The following list identifies the different 
actors that could participate in a cloud environment.  

1. Infrastructure provider: The owner of the physical network, compute and storage 
infrastructure (e.g., x86 servers, network switches) that comprises the DC. Other actors 
can then lease these infrastructure resources. To maximize efficiency, scalability, and 
flexibility, these resources are usually abstracted via a virtualization layer. This business 
case is referred to as Infrastructure as a Service (IaaS). 

2. Platform Provider: Deploys and manages cloud platform solutions on top of 
infrastructure resources (usually virtualized) leased from an infrastructure provider.  

3. Service Provider: Deploys and manages cloud and network services on top of 
commercial platform solutions. As a result, a consumer of a platform provider. 

4. End-user: Consumes the services of a service provider (e.g., cloud storage). 

While the responsibilities of each role are different, it could be that a single actor could fulfill 
multiple roles. Notable examples are Amazon Web Services [56] and Google Cloud [57] which 
fulfill both the roles of an infrastructure provider and platform provider. Figure 4-2 provides a 
visualization of these roles and their interactions. 

 

Figure 4-2: The different actors in a cloud-based environment and their relations. 
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the propagation of a policy if an issue is detected. Formal validation refers to the process of 
evaluating if the policy request is syntactically correct. Context validation checks if the policy can 
be enforced in the current state of the infrastructure, and conflict validation checks if the policy 
conflicts with other already deployed policies. For example, if a policy fails conflict validation at 
the orchestrator layer, then it should not be propagated to the VIM/SDNC layer until the conflict 
is resolved. For a policy of any layer to be declared as enforced, any subcomponent policy must 
have reached this state beforehand and must have reported its status up the architectural layers 
of the policy framework.  

 

Figure 4-3: The architecture of the PaaS policy framework. 

To better understand the expected operation of the framework, consider an administrator 
pushing the policy of Figure 4-4 into the BSS. The policy does not refer to any specific platforms 
or architectural elements and does not use any technology-specific terminology. It just instructs 
the framework to connect two remote offices (Copenhagen and New York) at a specific time and 
date. It also provides a priority value for the policy. Once the policy request arrives at the BSS, it 
is stored in the local policy repository and is processed by the BSS policy engine. The BSS policy 
engine identifies that this policy should be propagated down to the orchestrator of platform A but 
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information at the IP level, which the SDNC policy engine can use to push the appropriate flow 
rules in the network fabric. The VIM policy could contain information that instructs the VIM policy 
engine to create a firewall VNF that secures the traffic between the two offices. The SDNC and 
VIM policy engines then inform the orchestrator policy engine on the successful deployment of 
their respective policies. The orchestrator policy engine then also marks the policy as enforced 

Business  Policies

Policy EngineBS
S

Compute Policies
Policy Engine

VIM A
Network Policies

Policy Engine

SDNC A
Network Policies

Policy Engine

SDNC B

Virtual 
Switches

Hardware 
Switches

COTS 
Servers

VMs 
Containers

Specialized 
Hardware

Pa
aS

Ia
aS

 Business  
policy

 Service  policy

Tech. specific 
policies

Tech. specific 
policies

Platform Policies

Policy Engine

Platform A Orchestrator Platform B Orchestrator

Policy Engine

Platform Policies

Compute Policies
Policy Engine

VIM B



37 Applicability of SDN in Data Centers 
 

and notify the BSS policy engine. Finally, the BSS policy engine marks the policy as enforced and 
charge and notify the client. 

 

Figure 4-4: An example of a BSS-level policy. 

4.1.2.2 Section Conclusions 
This section presented an architecture proposal for a framework for policy-based 

management of the full stack of the PaaS model. Via this architecture any of the actors involved 
in the PaaS model (e.g., platform or service provider) can compose and deploy technology and 
PaaS-layer agnostic policies. Via a series of dedicated policy engines, these policies can then 
become technology-specific as they propagate through the layers of the policy framework. Given 
the complexity of implementing such an architecture, the next two sections (4.1.3 and 4.1.4) 
provide PoC implementations that limit the context to network-level policies. 

4.1.3 Network policy framework for OpenDayLight 
This section presents the design and implementation of a Network Policy Framework (NPF) 

for the administration of DC resources. In terms of design, the framework comprises two main 
elements: a policy information model and a policy state machine. The policy information model 
defines a generic representation for network policies, while the state machine defines the life cycle 
of policy instances within the framework. The contributions presented herein are captured in 
Paper C. 

4.1.3.1 The Policy Information Model 
The policy information model is a subset of the model presented in [46] and [47]. This model 

defines a policy as a set of policy conditions and policy actions, each comprising a variable and 
value. A policy condition is evaluated to True when the value expressed in the policy condition 
matches the value of the variable in the execution environment. It is also possible to group multiple 
policy conditions to form compound policy conditions and express them in either Conjunctive 
Normal Form (CNF) or Disjunctive Normal Form (DNF). A compound policy condition is evaluated 
to true if the corresponding CNF or DNF sentence is True. Once a policy is evaluated as True, 
then the corresponding action(s) can be enforced in the execution environment. Enforcing an 
action means that the variable expressed in the policy action takes the defined value. Like policy 
conditions, it is possible to group policy actions into compound policy actions.  

 

Figure 4-5: The Policy information model and a policy example. 

TYPE: Connectivity
CONNECT: CPH_OFFICE && NY_OFFICE
WHEN: 12:30 01/07/2018 
Priority: 1

CompoundPolicyCondition

Policy PolicyAction

Value Variable

PolicyCondition

CompoundPolicyAction

Value Variable

GOLD SLA_TIER 1000 BW

BW Policy



Policy-Based Management 38 
 

As an example, consider a policy which can allocate bandwidth-on-demand, based on the 
Service Level Agreement (SLA) of the user. In such a case the policy condition variable could be 
“SLA_TIER” and the policy value could be any of “BRONZE”, “SILVER” or “GOLD”. The policy 
action variable could be “BW”, with any Integer being allowed as a value. Figure 4-5 illustrates 
both the policy model and the policy example. 

4.1.3.2 The Policy State machine 
The status of each policy instance follows a specific lifecycle that is managed by a state 

machine. All policies start in the Uninstalled state, which means that the administrator has not, at 
this point, requested their enforcement in the execution environment. A policy is moved to the 
Installed state when the administrator requests the deployment of the policy. This state, however, 
is transient and lasts during the initial processing of the policy by the framework. This processing 
evaluates if the policy can be enforced and is based on two parameters, the evaluation of the 
policy conditions and the output of conflict validation.  

Conflict validation verifies that there are no policies enforced in the execution environment, 
at the same time, whose context conflicts. Two policies are considered to conflict when for the 
same policy conditions, they define different policy actions. Based on the policy example 
presented in section 4.1.3.1, a conflict would exist if two policies defined different desired 
bandwidth for the same SLA tier. As a mechanism to resolve possible conflicts, this 
implementation uses policy priorities. So, when a conflict is raised, then only the policy with the 
highest priority will be applied in the execution environment. The priority of each policy is assigned 
by the administrator during policy definition. 

 If the conditions are True and there are no conflicting policies in the system, then the policy 
is moved to the Installed and Enabled state. If the policy conditions evaluate to False, or if the 
policy conflicts with other existing policies of a higher priority, then it moves to the Installed and 
Disabled state. Regardless if a policy is Enabled or Disabled, the administrator can request the 
policy to be removed from the system, at which point it moves back to the Uninstalled state. A 
policy can also move between the Installed and Enabled and Installed and Disabled states during 
its lifecycle. This state change can happen, for example, when an enabled policy is deactivated 
to allow a conflicting policy of a higher priority to be enabled. Figure 4-6 illustrates this state 
machine. 

 

Figure 4-6: The state machine depicting the policy lifecycle. 
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4.1.3.3 Implementation and Evaluation 
This prototype of the network policy framework was implemented as an application for the 

ODL SDNC, taking advantage of ODL’s modular architecture and in-memory data store. The 
existence of a centralized data-store accessible to all ODL applications facilitates the 
communication between them without the need for cross-application calls. Additionally, the 
structure of this datastore is based on YANG [58], allowing for a model-driven approach for the 
policy information. Three partitions were created in this data store for the prototype. The first one 
is the Policy Repository which keeps all policies that are in the Uninstalled state. The second 
repository is the Installed Policies repository which holds all policies that have moved to the 
Installed state. Each policy stored in the Installed Policies repository is also encoded with a binary 
value which denotes if it is in the Installed and Enabled or Installed and Disabled state. Finally, 
the third repository is the Policy Actions repository which holds all actions of enabled policies. 

Policies must be expressed in a JavaScript Object Notation (JSON) format and 1) must be 
published by the administrator to the exposed REST API. This API allows two types of actions, 
each targeting a different datastore partition. The first type of actions is 2) Create Read Update 
Delete (CRUD) operations over the Policy Repository partition. Through these actions, the 
administrator can populate the repository with policies that could be deployed later in the network. 
Policies stored in the Policy Repository are assigned a unique ID which can be used later for 
reference purposes. The second type of actions is 3) for (Un)-installation requests from the 
administrator. The Policy Manager (PM) intercepts these requests and indexes them with a policy 
ID. The PM then uses this ID to identify the policy at the Policy Repository and proceed to evaluate 
it. If the policy conditions are True, and the policy passes the conflict resolution, then the individual 
actions are 4) written to the Policy Actions partition of the data store. Different applications (e.g., 
a Path Computation app) can either subscribe to or poll the Policy Actions repository, once a 
change is detected they can retrieve it and attempt to enforce it in the execution environment. 
These applications represent the implementations of each policy type, thus disaggregating policy 
management from policy enforcement. Figure 4-7 illustrates this architecture. 

 

Figure 4-7: The architecture of the ODL network policy framework. 

The evaluation of the prototype investigates its processing capacity in terms of incoming 
policy requests. The evaluation included three experiments in which varying numbers of policy 
requests were sent to the policy framework. The policies were of 5 different policy types. The 
implementation of each policy type was emulated by 5 ODL applications, which were subscribed 
to the Policy Actions repository. All experiments were automated via scripting, which ensured 
consistency between the different runs of each experiment. The performance metric was defined 
as the time (in ms) it took from publishing a policy request to the associated actions to be retrieved 

ODL
PM App

Data Store

Installed Policy 
Repository

Policy 
Actions

JSON

2
3

4

1

REST API



Policy-Based Management 40 
 

by the corresponding policy implementation ODL application. As a result, policies that never 
reached this state (e.g., they ended up as Installed and Deactivated) are not part of the reported 
results. All experiments were conducted on a virtual machine hosted on a physical server. Table 
4-1 provides the details for both the virtual machine and the server.  

Table 4-1: Setup details for the evaluation of the ODL network policy framework. 

 Operating System CPU RAM 
Host Microsoft Windows 7  Intel Core i5-5300U @2.30GHz 8 GB 
VM Ubuntu 14.04 64bit 2 virtual CPUs 5 GB 
 

Figure 4-8 illustrates the results of the successfully installed policies. One observation from 
these results is the existence of delay spikes for some of the policies. These spikes correspond 
to policies that conflicted with one or more already installed policies but had a higher priority value 
assigned to them. So, the increased installation time can be attributed to the time required to 1) 
Deactivate the conflicting policies and 2) Activate the new policy. Figure 4-9 provides the 
averaged results for each experiment, together with the standard deviation. For all three 
experiments, the averaged installation delays are comparable (around 30ms) with a small 
observed standard deviation. This characteristic implies that the performance of the policy 
framework can scale as the number of policy requests increases, without noticeable degradation. 
It is expected, however, that for more complex policies (with more significant sets of policy 
conditions and actions), the average installation time will increase. This is due to the increased 
complexity of validating the conditions, but also in performing the conflict validation.  

 

Figure 4-8: Policy installation results for (Left) 29 (Middle) 58 and (Right) 100 policies. Results only include 
successfully validated policies. 

 

Figure 4-9: Averaged results of the three experiments, with standard deviation. 
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4.1.3.4 Section Conclusions  
This section provided a design and implementation of a network policy framework for the 

ODL SDNC. Moreover, it evaluated the performance of the implementations via a series of 
experiments.  In retrospect, some of the design decisions concerning this implementation limited 
the framework’s capabilities. For example, the coarse nature of the policy state machine limits the 
possible actions that an administrator can take (e.g., no support for manual policy deactivation). 
Besides, since the design and implementation of this framework it became apparent that the 
ONOS SDNC is a more future-proof platform for SDN solutions. As a result, the following section 
provides an updated policy framework design and implementation for the ONOS SDNC. 

4.1.4 Network policy framework for ONOS 
This section provides an updated implementation for a network policy framework for the 

ONOS SDNC, which addresses the limitations identified in the network policy framework 
implementation presented in section 4.1.3. Paper D (Poster) and Paper E also cover the work 
presented herein. 

4.1.4.1 The Policy Information Model 
The policy information model presented herein and depicted in Figure 4-10 has some 

differentiations when compared to the policy information model reported in section 4.1.3.1. The 
first change relates to the modeling of policy conditions and actions. Instead of differentiating 
between simple and compound policy conditions and policy actions, they are both modeled as 
lists which allows a 1: N relationship with their parent policy. The second change relates to the 
addition of a new node in the model, termed a Policy Group. Policy Groups allow for the 
aggregation of multiple policies into a single entity which allows for better overall management. 
The context of the Policy, Policy Condition, Policy Action, Variable and Value nodes of the model 
are identical to the proposal of section 4.1.3.1. 

 

Figure 4-10: The revised policy information model. 
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• Context validated: This state is representative of any policy of which the framework has 
verified its policy conditions. 

• Enforced: This state is representative of any policy which has had its policy actions 
applied in the corresponding execution environment.  

• Pending: This state is representative of any policy that has passed formal validation but 
has not been enforced in the network (e.g., failed Context validation). 

• Removed: This state is representative of any policy that has been removed from the 
framework. 

When a policy is pushed into the policy framework, it is flagged as a New Policy. Then the 
policy goes through a process of formal validation which verifies that its definition is per its policy 
type (e.g., the provided policy condition and policy action sets are as expected). If the policy fails 
this step (1), then it is rejected by the framework and moved to the Removed state. If the policy 
passes formal validation (2), then it is moved to the Formally Validated state. Next, any Formally 
Validated policy goes through a context validation process, which verifies if the execution 
environment that corresponds to this policy can accommodate it. If the policy passes this step (3), 
it moves to the Context Validated state. On the other hand, if it fails (4) it moves to the Pending 
state waiting for changes in the state of the execution environment. Before any policy in the 
Context Validated state can be enforced, it must go through a conflict validation process. This 
process checks if this policy conflicts with other policies already in the Enforced state. The policy 
moves to the Enforced state (5) if it does not conflict with other policies, or it does but has a higher 
priority. In any other case (6) the policy moves to the Pending state, waiting for changes in the 
execution environment (e.g., a conflicting policy has been removed from the policy framework). 
When a change in the execution environment is detected, then all policies in the Pending state, 
go through context and conflict validation again (7). The administrator can also request the 
removal of a policy instance (8) and (10), which will move the policy to the Removed state. An 
enforced policy instance can also be deactivated (9), in which case the policy is forced in 
the Pending state. Policies forced to the Pending state should be tagged accordingly, to avoid 
triggering them when changes are identified in the system. They should go through the 
context/conflict validation process (7) only when administratively requested. Figure 4-11 
illustrates this state machine. 

 

Figure 4-11: The revised state machine depicting the policy lifecycle. 
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4.1.4.3 Prototype Implementation and Operation 
While the design proposal of the previous section encompasses the whole stack of the PaaS 

model, the prototype implementation presented herein is of limited scope and focuses on the 
network domain. The implementation of the Network Policy Framework (NPF) prototype follows 
a multi-component architecture, with the functionality split between a PM and a set of Policy Types 
(PT). The prototype was implemented for the ONOS SDNC; hence, the PM and PT components 
were developed as native ONOS applications. Within the architecture of the NPF, the PM fulfills 
three roles. 1) It acts as the point of contact for policy requests by exposing a northbound REST 
interface to the administrator. 2) It stores status information of all policy instances within the NPF, 
and 3) manages the lifecycle of all policy instances within the NPF. On the other hand, the PT 
applications are mainly responsible for the enforcement and removal of their respective policy 
instances to and from the network. The PT applications also perform the formal and context 
validations of their respective policy instances, as these actions are policy-type specific. All PT 
applications expose a REST interface to enable communication with the PM. Using this interface, 
the PM can request for the formal and context validation of policy requests, as well as the 
enforcement or removal of policy instances. Finally, when a new PT application is added to the 
NPF, it registers itself with the PM. The disaggregated architecture offers two main advantages 
when compared against a monolithic approach. 1) Support for new policy types can be added to 
the NPF in runtime, without affecting the operations of existing policy instances. 2) The 
development of new policy types is easier, as the PM abstracts the majority of the NPF 
functionality from developers.  

The architecture of the NPF prototype implementation is illustrated in Figure 4-12 via an 
exemplary use case. There a network administrator makes three requests to the REST interface 
of the PM. The first one (color-coded in Green) is a request to deploy a policy instance of Type A 
to the network. The second (color-coded in Blue) is a status update request for all policies in the 
NPF. Finally, the third one (color-coded in Red) is a request to delete a policy instance of Type B 
from the NPF. 

 

Figure 4-12: Architecture of the ONOS network policy framework. 
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To better facilitate the understanding of the NPF, the remaining of this section provides a 
detailed representation of all possible interactions within the NPF. The representation is split into 
five segments; 1) the deployment of the NPF into the ONOS SDNC, 2) the deployment of policy 
instances into the NPF and the network, 3) the removal or deactivation of policy instances from 
the NPF and the network 4) the reactivation of deactivated policy instances and 5) the removal of 
the NPF from the ONOS SDNC.  

The deployment of the NPF includes the deployment of the PM application and at least one 
PT application. Due to dependencies, the deployment of the PM must always precede the 
deployment of any PT. Since both the PM and PTs are ONOS applications, their deployment is a 
two-step process. First, the binary of the application must be installed in ONOS, and then an 
activate request must be sent for the application to become operational. This process is like how 
an OS would manage an application, where fist an executable would be installed, and then the 
application could be launched and terminated. For all install and activate steps, the ONOS SDNC 
replies with appropriate acknowledgment messages. Finally, every time a PT application is 
activated, it registers itself to the PM via the dedicated REST interface. Figure 4-13 illustrates this 
workflow in detail. 

 

Figure 4-13: Workflow of deploying the network policy framework in ONOS. 

After the deployment of the NPF, the network administrator can request the deployment of 
policy instances. However, the policy type defined on these policy instance requests must match 
with a PT application already deployed in the NPF. As explained, policy deployment requests 
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for formal validation. If the formal validation is successful (the PT returns an acknowledgment), 
then the PM updates the status of the policy instance from New to Formally Validated (see Figure 
4-11 for reference on the allowed policy states), assigns a unique ID to the policy instance and 
resend it to the corresponding PT for context validation. If this process also succeeds, then the 
PM moves the policy instance to the Context Validated state. As a next step, the PM performs 
the conflict validation for this policy instance, checking if it conflicts with any other policy instances 
deployed in the network. If this process is also successful, then the PM instructs the corresponding 
PT to enforce the policy instance in the network. The PT then applies all flow rules necessary to 
enforce the policy and informs the PM. After receiving an acknowledgment from the PT, the PM 
informs the administrator on the status of the request, including the unique policy ID assigned to 
this policy instance. This ID can be used later for either requesting updates or changes to the 
status of the policy instance. Figure 4-14 illustrates this workflow in detail. 
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Figure 4-14: Workflow of deploying a policy instance in the ONOS network policy framework. 

If the network administrator wants to remove the effects of a policy instance from the network, 
two actions are available. The administrator can request from the PM, the removal of a policy 
instance, or the deactivation of a policy instance. Regardless of the action, the request must be 
indexed with the corresponding unique policy id, so that it can be identified by the NPF. Upon 
receiving this request, the PM asks the corresponding PT application to remove the policy 
instance from the network. This action triggers one or more OF messages that clear the 
corresponding flow rules. Then depending on the case, the PM either flushes the policy from the 
system entirely (removal request) or marks it as deactivated and moves it to the Pending state 
(deactivation request). In both cases, the PM also attempts policy reactivation. This step involves 
all policies in the Pending state, placed there due to failure in the validation process. This process 
might lead to none, one or more policies instances to be placed in the Enforced state. This 
workflow happens sequentially for each candidate policy instance and is like the workflow of 
Figure 4-14 (after formal validation). After the completion of this process, the PM notifies the 
network administrator on the status of the request. Within this notification, the PM appends the 
IDs of any policy instance that was automatically placed in the Enforced state, during the policy 
reactivation process. Doing so ensures that the network administrator is aware of the complete 
network state and can react if needed (e.g., forcefully deactivate a policy instance that was 
automatically placed into the Enforced state). Figure 4-15 illustrates this workflow in detail. 

 

Figure 4-15: Workflow of the removal or deactivation of a policy instance. 
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this request, the PM moves this policy instance to the Formally Validated state and subsequently 
follow a workflow identical to that of Figure 4-14. Figure 4-16 illustrates this workflow in detail. 

 

Figure 4-16: Workflow of the reactivation of a policy instance. 
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before the removal of the PM. Following the ONOS application lifecycle, the administrator should 
first request the deactivation of a PT application from the ONOS SDNC. ONOS then informs the 
PT that it must terminate its function. Upon receiving this request, the PT deregisters from the 
PM. Every time a PT deregisters, the PM instructs it to remove its corresponding policy instances 
from the network. This action is like the deactivation/removal of a policy but includes any policy 
instance of this type. Once a PT is deactivated, the network administrator receives an 
acknowledgment. At this point, the administrator can request the uninstallation of the PT, which 
removes the application binary from ONOS. Similarly, the administrator can request the 
deactivation of the PM application from ONOS. The main difference in this workflow is that the 
PM, before deactivating identifies all PTs that are still operational and instructs them to remove 
all their policy instances from the network. After the completion of this process, the PM 
deactivates, and the administrator receives a notification. As a final step, the administrator can 
request the uninstallation of the PM from ONOS. Figure 4-17 illustrates this workflow in detail. 

 

Figure 4-17: Workflow of the removal of the network policy framework from ONOS. 
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4.1.4.4 Implemented Policy Types 
Four network policy types were developed as part of the NPF PoC, a firewall policy, a NAT 

policy, a connectivity policy, and a redirection policy. This section provides details on the 
formulation of their respective policy instances, their validation process and their 
enforcement/removal to/from the network.  

The firewall policy implements a packet-filtering firewall, which can block traffic based on a 
set of criteria. For policy conditions, the administrator can define any set of L2-L4 packet headers 
(e.g., source and destination IP address). In contrast with the defined policy model, however, the 
firewall policy conditions always evaluate to True. This approach allows the administrator, to 
define firewall policies proactively and not only for existing traffic flows (i.e., the traffic flow defined 
by the firewall policy need not exist in the network’s data plane during the submission of the policy 
request to the NPF). For policy actions, the firewall policy supports the ability to block traffic.  

 

Figure 4-18: An example of a firewall policy request, encoded in JSON format. 

Figure 4-18 provides an example of a JSON formatted, firewall policy request. The 
submission of this policy request to the NPF blocks all traffic from the endpoint with IP 10.0.10.8 
to the endpoint with IP 10.0.10.9 (not vise-versa). Note that in this request the policy is defined in 
CNF format. This selection implies that all the conditions should be considered as a single block 
by the NPF. If the policy definition were in DNF format, then it would have blocked all traffic from 
10.0.0.8 AND all traffic to 10.0.0.9. During formal validation, the NPF checks if the provided 
conditions make sense in the context of L2-L4 traffic headers and that the action is the expected 
one (the allow flag is set to false). Context validation, as explained, always evaluates to True. 
During the enforcement of a firewall policy instance, the NPF installs in the network, one or more 

{
 "policies": [
  {
   "priority": "1",
   "type": "FIREWALL",
  "form": "CNF",
  "conditions": [
    [
     {
      "variable": "dst_ip",
      "value": "10.0.10.9"
     }
    ],
    [
     {
      "variable": "src_ip",
      "value": "10.0.10.8"
     }
    ]
  ],
   "actions": [
    {
     "variable": "allow",
     "value": "false"
    }
   ]
  }
 ]
}
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flow rules that drop any traffic that matches the provided conditions. However, two distinct cases 
are considered about the placement of these flow rules in the network. If the provided conditions 
are enough to identify a unique network endpoint (e.g., an IP address is provided), then the NPF 
installs the flow rules to the network device that is directly attached to this endpoint. This approach 
ensures that traffic is not propagated through the network unnecessarily and limits the number of 
required flow rules to a minimum. On the other hand, if an endpoint cannot be identified (e.g., the 
firewall requests that all Secure Shell (SSH) traffic is to be dropped), then the flow rules are 
installed in all available network devices. Upon deactivation or removal of a firewall policy from 
the NPF, all corresponding flow rules are removed from the network. 

The NAT policy type provides NAT capabilities to a network administrator. The policy request 
must contain two policy conditions, namely the IP of the endpoint to be NATed but also the desired 
IP. Like the firewall policy, formal validation checks if the policy is formatted as expected. Context 
validation checks if the provided endpoint exists in the network and if the desired IP is available. 
If any of these two conditions are False, then the policy is not enforced in the network (it has failed 
context validation and moved to the Pending state). If the policy is to be enforced (conditions were 
True), then the NPF starts handling all related Address Resolution Protocol (ARP) requests, push 
the required IP header-rewrite flow rules in the network and update a local translation table. If a 
NAT policy is removed from the NPF, then the corresponding flow rules and translation table 
entries are purged from the network and translation table respectively.  

The connectivity policy allows the network administrator to provide proactive network 
connectivity between any two sets of IP or Media Access Control (MAC) addresses. As a result, 
it expects two condition key-value pairs which should define two existing network endpoints. If the 
provided endpoints do not exist, then the policy fails context validation. If the policy passes context 
validation, then the NPF requests the deployment of a host-to-host network intent [52] from the 
ONOS SDNC. This action translates to a set of flow rules, that create a network (shortest) path 
between the two endpoints. On policy removal, the corresponding network intent is withdrawn 
from the ONOS SDNC. This action translates to the removal of all related flow rules from the 
network. 

Redeploying VNFs on another location or with more virtual resources can increase the 
flexibility, performance, and availability of VNF deployments. In such a case, it is essential to 
guarantee network service continuity so that these actions are transparent to the end-users of the 
VNF. This scenario was the scope under which the redirection policy type was designed and 
developed. Redirection policy instances allow a network administrator to redirect traffic from the 
interface of one VNF to the interface of another VNF in a transparent way. To take full advantage 
of this policy type, the network administrator would ideally follow a deploy-redirect-destroy 
workflow. More specifically, the deployment of the new VNF instance should precede the removal 
of the old one. Additionally, before the termination of the old VNF, traffic should be redirected to 
the new VNF. Redirection policy instances require two condition key-value pairs, which define the 
pair of interfaces from and to traffic must be redirected. Like the connectivity policy, the provided 
IPs must exist in the network else the policy instance fails at context validation. At policy 
enforcement, a set of flow rules is installed whose role is two-fold; 1) perform the necessary IP 
header rewrites and 2) forward the corresponding traffic flows through the correct output ports. 
The reason that this policy is in the context of VNF interfaces and not VNFs instances is that the 
ONOS SDNC is not a VNF-aware component. However, in a scenario where the full design of the 
policy framework is implemented, as described in section 4.1.2.1, a VNF redirection policy could 
also be implemented at the orchestrator level. Then it could be decomposed by the local policy 
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engine to 1) an SDNC policy as the one presented herein and 2) a VIM policy, which would be 
responsible for creating a new VNF and destroying the old VNF.  

4.1.4.5 Section Conclusions  
Following the limitations identified in section 4.1.3.4, this section provided an improved 

implementation of a network policy framework together with a set of policy type implementations. 
This section refrained from providing a functional evaluation of this network policy framework, as 
this is presented at a later point of this thesis (sections 5.1.5.4 and 5.1.5.6).  

While an improvement compared to the ODL implementation, the work presented herein can 
also be improved. More specifically, for the policy state machine, two mechanisms can be put in 
place to limit feedback loops. First, when moving policies to the Pending state, they should be 
tagged with either a Conflict or a Context flag. Then when changes in either the policies in the 
Enforced state or the execution environment are detected, only the respective pending policies 
are re-evaluated. The second mechanism should ensure the evaluation of policies in the Pending 
state in priority order. This way, it can be ensured that unnecessary policy conflict does not 
happen.  

4.2 Improving Network Performance with Traffic Engineering  
The migration of network services to cloud infrastructures is expected to increase the strain 

in the available DC resources which will need to cater for an increasing amount of traffic, while 
also maintaining the different SLAs. While policy-based management frameworks such as the 
ones introduced in section 4.1 can increase the utilization of the available resources, their focus 
is towards facilitating management operations. Traditionally, the problem of optimizing the 
performance of a network infrastructure is solved through the application of a wide variety of TE 
techniques [59], [60], [61], [62] such as network overlays [63], Equal Cost Multi-Path routing [64] 
and the use of Multi-Protocol Label Switching (MPLS) [65]. However, all these techniques were 
designed with Wide Area Networks (WAN) in mind, which are different from DC networks in terms 
of their architecture, operation strategies, and traffic characteristics. One such example is the 
difference in traffic flow duration in a WAN and a DC network. Traffic flows in DC networks tend 
to be shorter-lived and dynamic, which can hinder the TE process. Another difference is that WAN 
network deployments tend to be static, and hence less affected by the long convergence time of 
the distributed routing protocols. In DC networks who favor virtualized environments, it is common 
for services to migrate to a different physical location (e.g., x86 servers) thus requiring re-
computation of network paths. In such a case, the convergence delay of distributed routing 
protocols can harm service quality. 

As exemplified in the previous paragraph, the main barrier to efficient TE in DC networks is 
the inherent lack of flexibility of traditional TE approaches and the characteristics of the traditional 
distributed routing algorithms. Based on the analysis provided in section 2.1, the SDN paradigm, 
through its centralized control plane, the high degree of programmability and separation of control 
and data plane functions, can be considered as a promising enabler of TE in DC networks. 
However, regardless of its strengths, SDN should not be considered as a panacea for TE, as a 
series of challenges must be addressed/investigated first. Akyildiz et al. provide a comprehensive 
survey of such challenges in [62] focusing on the issues of scalability/availability/reliability of the 
control and data planes and the consistency and accuracy of the flow tables and information 
collected by the SDNC. In addition to presenting these challenges, the authors of the survey also 
propose the most common solutions that can address them.  



Improving Network Performance with Traffic Engineering 50 
 

The following section provides the design and implementation of an SDN based testbed and 
a TE algorithm for the ONOS SDNC. This PoC demonstrates the capacity of the SDN paradigm 
to provide a dynamic environment for the enforcement of TE. Paper F outlines this scientific 
output. 

4.2.1 SDN-based Traffic Engineering Proof of Concept 
The testbed comprised 8 SDN switches [66], one Optical Circuit Switch (OCS) [67] and two 

x86 servers to act as a traffic source and traffic sink respectively. The SDN switches formed a 
cube topology, with the OCS logically fitted in the center of the cube and connected to each of 
the SDN switches via dedicated links. Finally, the two x86 servers were connected to one SDN 
switch each, in such a way as to have a shortest path of 3 hops over the cube. Figure 4-19 
illustrates the testbed’s topology.  

This topology was selected as it provides two types of forwarding paths between the two x86 
servers. The first type includes any path that comprises only links between SDN switches (edges 
of the cube); the second type includes any path that involves the OCS as a vertice. Using the 
OCS has two characteristics that can reduce end-to-end-delay over endpoints of the network 
topology: 1) It can connect any two endpoints with a max hop count of two (not including the hop 
to and from the ingress and egress switches, respectively). For comparison, if the OCS is not 
used, the hop count can vary from 1 hop to 3 hops, depending on the placement of the endpoints. 
2) After an optical circuit is set up, the OCS processing delay for incoming traffic is less than that 
of the SDN switches. This is because OCSs do not perform any actions on the incoming traffic 
(e.g., inspect or modify packet headers).  

 

Figure 4-19: The testbed topology for the traffic engineering PoC. 

The remaining of this section presents an SDN-based TE PoC, based on this topology and 
the ONOS SDNC. The idea is that the SDNC should continuously monitor the characteristics of 
traffic flows in the network, if at some point a traffic flow meets the criteria to be moved over the 
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OCS-based fast-path then the SDNC should create the optical interconnects on the Polatis OCS 
that connects the ingress and egress Aruba switches of the traffic flow. This way, the flow benefits 
from a shorter path and reduced network processing delay. In any other case, the SDNC should 
create forwarding paths over the vertices of the cube. For this PoC, the criterion for moving a 
traffic flow over the fast path was its average throughput. If the throughput exceeded a certain 
threshold, then the flow was moved from the cube’s edges to the fast-path. The monitoring 
capabilities offered by the ONOS SDNC were used to retrieve the per-flow throughput information.  

4.2.2 Section Results and Conclusions  
Testing of the TE algorithm over the network topology of Figure 4-19, showed a sustained 

reduction of approximately 5μs in the end to end delay for traffic flows moved from the cube’s 
edges to the fast path. It should be noted that in a production environment, the decision on 
whether to move a traffic flow over to the OCS fast path should be based on more granular traffic 
characteristics. One example could be the expected traffic flow duration, with longer-lived flows 
given priority over the fast path. This is because there is a delay in setting up optical cross-
connects in an OCS and thus this action should be avoided on a high frequency.  

4.3 Overcoming the Capacity Limitations of TCAM  
The previous two sections approached the applicability of SDN in DC environments from a 

traffic flow perspective. However, hardware-imposed limitations should also be considered and 
investigated as they can have a considerable effect on network performance. As introduced in 
chapter 2, regardless of the networking paradigm (SDN or legacy), network traffic is processed 
based on a match-action workflow. When a packet arrives at a network device (e.g., router, 
switch) the packet headers are extracted, and a lookup operation is performed against a table of 
rules, each associated with a set of actions. If the headers of the packet match any of these 
entries, then the corresponding actions are enforced during packet processing. Since this is 
happening on a per-packet basis, the processing speed is of high importance as it can affect the 
performance of the network (e.g., increased delays). Currently, the most common memory 
technology that provides lookups of sufficient high rates is the Ternary Content Addressable 
Memory (TCAM) [68], which finds a matching entry in a single clock cycle, regardless of the size 
of the table. However, TCAM modules are associated with high CAPEX/OPEX due to their 
expensive purchase cost, high power consumption, high heat dissipation, and large silicon 
footprint. As a result, networking devices, even for production environments, have TCAM modules 
of limited capacity [68]. This capacity limitation translates to a limited number of match-action 
entries that can be stored in a network device. In SDN, this problem is more pronounced since 
the higher granularity in defining matching rules translates to a higher average per-entry space 
requirement. This issue can act as a barrier to the adoption of SDN in DC networks which are 
characterized by a large number of traffic flows. Exceeding the flow rule capacity of a network 
device can lead to network disruptions, such as packet drops. 

This section presents two contributions that are also outlined in Paper G and Paper H. It 
should be stated that the research for Paper H was conducted before the start of this Ph.D. It is, 
however, presented herein for completion because of its relevance to the topic of this section.  

4.3.1 Related Work 
There has been a high research interest in overcoming the capacity limitation of TCAM in 

SDN. However, most of the available literature can be grouped in the following three categories: 

1) The use of hybrid memory architectures. 
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2) The use of flow rule caching techniques. 

3) The use of traffic flow aggregation  

One approach is to use flow table architectures comprising more than one memory 
technology, as doing so can strike a balance between performance and cost-effectiveness. For 
example, the authors in [69] and [70] propose the use of an Static Random Access Memory 
(SRAM) based module to complement a traditional TCAM-based module. More specifically, the 
authors argue that simple packet processing actions such as the ones based on MAC addressing 
and Virtual Local Area Network (VLAN) can be performed in SRAM, while intensive processing 
(e.g., forwarding based on wildcarding) can be done in TCAM. The authors of [70] also suggest 
the use of SRAM and TCAM, but in the context of server load balancing. A different approach is 
proposed in [71] and [72], which is based on a flow rule caching mechanism. There, the most 
popular flows are placed in TCAM while cache misses are redirected to another memory module. 
The work outlined in section 4.3.2 is also based on the use of hybrid memory architectures but 
uses different criteria for flow rule placement; besides it evaluates the proposed solution using a 
real-life testbed rather than a simulation model.  

In [73], the authors propose an incremental flow table aggregation mechanism by using two 
distinct algorithms. The first algorithm performs offline partitioning of the flow rules via prefix 
aggregation and merging. The second is an online algorithm, which allows for fast incremental 
flow rule updates, but at the cost of compression ratio. A similar approach is proposed in [74]. 
The work presented in section 4.3.3 also utilizes traffic flow aggregation techniques to increase 
the effective capacity of TCAM tables, however in an attempt to minimize the effect on network 
behavior the proposed solution takes into account the QoS characteristics of each flow.  

4.3.2 A Novel Algorithm for Flow Rule Placement for Hybrid SDN switches 
To increase the flow rule capacity of their SDN switches some vendors [66] offer products 

with hybrid memory implementations, in which a TCAM module is accompanied by a memory 
module of another technology (e.g., SRAM). However, the performance of the secondary memory 
module is inferior to TCAM both in terms of lookup speeds (how fast the module can serve a 
single request) and processing capacity (the number of requests that the module can handle 
without running out of resources). As a result, using the secondary memory module as a simple 
extension to TCAM is inefficient as it can result in network performance degradation (e.g., packet 
drops if the processing capacity of the secondary module is exceeded). 

Two elements are necessary to benefit from the increased capacity of such a memory 
architecture, while also limiting any adverse effects in the network: a dynamic flow rule placement 
algorithm and a compatible packet processing pipeline. The role of the placement algorithm would 
be to decide in which memory module each flow rule should be placed, based on a set of criteria. 
The packet processing pipeline should define how incoming packets move through the different 
flow table implementations of the switch. The solution presented herein includes the design and 
implementation of both elements. The placement algorithm was implemented for the ONOS 
SDNC, while the packet processing pipeline was based on the characteristics of a proprietary 
SDN-enabled switch [66]. Based on the terminology provided by the vendor of this switch, in the 
remaining of this section flow tables implemented in TCAM are termed as Hardware tables, while 
flow tables implemented in the secondary memory module are termed as Software tables. Table 
4-2, provides a comparison between the characteristics of the two table implementations. Finally, 
Paper G covers the work presented herein. 
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Table 4-2: The characteristics of hardware and software tables. 

Table Pros Cons Limit 
Hardware Fast lookup speed 

High processing capacity 
Low flow rule capacity Number of flow 

rules 
Software High flow rule capacity Slow lookup speed 

Small processing capacity 
Number of lookups 

per second 
 

4.3.2.1 Packet Processing Pipeline 
The initial design for the packet processing pipeline comprised two flow tables, one 

representing the hardware table implementation (Table 1) and one representing the software table 
implementation (Table 2). The scope of Table 1 was the following: if a matching entry is present, 
then the associated actions are enforced to the packet, and the pipeline terminates. Else, if a 
matching entry is missing in Table 1, the packet processing pipeline continues to Table 2. If a 
matching entry is present in Table 2, then the associated actions are enforced, and the pipeline 
processing terminates. Finally, if Table 2 does not have a matching entry, then a PacketIn 
message is sent to the SDNC for further processing.  

However, the hardware switch used for the PoC imposed a third, read-only, hardware table 
(Table 0), which automatically redirects all packets incoming to the switch to Table 1. The 
reasoning behind the existence and nature of Table 0 was unclear by the vendor; however, given 
its read-only nature (the SDNC cannot write flow rules to it), it had to be considered in the final 
design of this pipeline. Figure 4-20 illustrates the proposed packet processing pipeline, including 
all three flow tables. A benefit of having the software table (Table 2) at the end of the pipeline is 
that all requests that arrive there are first subject to filtering by the hardware tables. This approach 
reduces the number of lookup requests to the software table to a minimum, which is essential 
given its limited processing capacity. 

 

Figure 4-20: The packet processing pipeline with both hardware and software table implementations. 

4.3.2.2 Flow Rule Placement Algorithm 
While the packet processing pipeline defines how incoming packets “move” through the flow 

tables of a switch, there is also a need for an entity responsible for populating these tables in the 
first place. In the SDN paradigm, this falls under the responsibility of the SDNC, which installs 
flow rules either pro-actively (based on traffic expectations) or reactively (based on PacketIn 
requests from the network). This section provides the design and implementation of a reactive 
algorithm that provides this functionality. This algorithm increases the effective flow rule capacity 
of the switch, by utilizing both flow table implementations (hardware and software), while at the 
same time minimizing the performance degradation on the data plane by considering the 
characteristics of each table implementation while making traffic flow rule placement decisions. 
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When a PacketIn message from a switch is received, the algorithm queries a local statistics 
database and retrieves the number of flow rule entries present in the switch’s hardware table 
(Table 1). This database is updated by a periodic polling mechanism by the SDNC. There is a 
dependency between the polling frequency and the timeliness of the collected statistics.  
However, the higher the polling frequency, the higher the communication overhead in the control 
plane of the network. Upon retrieving the number of flow rules in the hardware table, the algorithm 
compares this value against a predefined threshold. If the value is below this threshold, the 
capacity of the hardware table is not considered as critical. Given the superior performance of the 
hardware table, the new flow rule is added to the hardware table. On the other hand, if the value 
is higher than the threshold, then it is possible that adding the flow rule in the hardware table 
might cause an overflow and have adverse effects on network performance (e.g., packet drops). 
In that case, the algorithm starts a flow rule migration process; from the hardware table (Table 1) 
to the software table (Table 2). There are three aspects of this process that are of interest: 

• The number of flow rules that should be migrated each time the process is triggered. 

• Which flows should be migrated. 

• How should the migration process take place to avoid network disruptions. 

Concerning the number of flow rules to migrate, there are three possible approaches. The 
algorithm could 1) migrate one flow rule on each iteration, 2) migrate K flow rules on each iteration 
(K could be either a predefined or dynamic value), 3) migrate as many flow rules as possible 
without saturating the processing capacity of the software table. Migrating one flow rule on each 
iteration of the algorithm means that the algorithm is triggered for every PacketIn request (after 
the initial saturation of the hardware table). This increases the computational cost of the algorithm 
and thus, the response delay in the control plane (which can affect flow setup time). Migrating as 
many flow rules as possible reduces the number of times the migration process is initiated to a 
minimum. However, this will immediately and unnecessarily saturate the processing capacity of 
the software table, which can affect network performance, with increased delays for the traffic 
flows that match the migrated flow rules. The latter approach and the one selected herein is to 
migrate K flow rules per iteration of the algorithm. This approach provides an efficient and flexible 
utilization of the software table, without saturating its processing capacity. It is also essential that 
the algorithm migrates a flow rule to the software table if this does not oversaturate the processing 
capacity of the software table (i.e., the cumulative packet per second rate is below the table’s 
processing capacity).  

The algorithm considers the processing overhead that a flow can impose in the software 
table (which is equal to the flow’s packets rate) to decide which flow rules to migrate from the 
hardware to the software table. As a result, the algorithm always selects for migration the K flows 
of the lowest packet rate. Doing so ensures that the utilization of the software table’s processing 
capacity is kept to a minimum, thus maximizing its effective capacity in terms of flow rules. 

 For the PoC implementation of the algorithm, the packet rates of each flow are considered 
constant and identifiable by the destination User Datagram Protocol (UDP) port. There are, 
however, more flexible means to retrieve per-flow packet rate information. For example, most 
SDNC implementations offer flow statistics which include per-flow packet rates; however, their 
accuracy is coarse. The migration of a flow rule based on a wrongly assumed packet rate can 
cause over-provisioning of the software table processing capacity. Some possible solutions to 
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this issue are to either increase the polling frequency for statistics from the SDNC (thus increasing 
their timeliness) or the use of network analytics techniques (e.g., sFlow [75]).  

Concerning the process of flow rule migration, a migrate-then-delete approach was selected. 
This approach assures that there always is at least one copy of the flow rule present during the 
migration process (either in the software or the hardware table). A shortcoming of this approach 
is that for a short period, there are two identical flow rules in the switch (one at each table). 
However, given the duration of the migration process is in the order of milliseconds, this can be 
considered a negligible issue. Additionally, the existence of these duplicate flow rule entries does 
not have any effects in the network (e.g., packet loss, increased delay). Figure 4-21 illustrates an 
example of flow rule migration for K = 3. There, flow rules 1, 2, and 6 are migrated, since their 
flows have the lowest packet rates. 

 

Figure 4-21: An example of the flow rule migration process with K=3. 

The last element that needs addressing is where to set the threshold values for the hardware 
table (number of flow rules present in the table) and software table (the cumulative packets rates 
of all flow rules present in the table). In a production environment, these values should be set 
close to, but below, the capacity advertised by the network device’s vendor. Doing so should 
ensure close to maximal utilization of both the hardware and software tables, while minimizing 
the danger of overprovisioning. However, in the PoC due to limitations of the traffic generation 
server, it was not possible to saturate the respective capacities of the hardware and software 
tables. This issue was bypassed by enforcing “virtual” limits to the capacity of the hardware table 
(set to a maximum of 99 unique flow rules) and software table (400 or 600 packets per second, 
depending on the scenario). Because of this approach, the PoC evaluates the flow rule placement 
algorithm based on qualitative and not performance criteria. Finally, for all experiments, the K 
value for the migration process was set to 5. Figure 4-22 illustrates the logic of the proposed flow 
rule placement algorithm in detail, while Table 4-3 provides context for any referenced variables. 

Table 4-3: Variable context for the flow rule placement algorithm. 

Variable Context 
#hwRules The number of flow rules present in the hardware table. 

hwThreshold The threshold for the hardware table expressed as a number of flow rules. 
swThreshold The threshold of the software table expressed as packets per second. 

F A list that is holding all flow rules considered for migration. 
R A single element of F 
K The number of flow rules considered for migration on each iteration. 

pps The packet per second rate of a traffic flow. 

<Rule 1>, 100 pps
<Rule 2>, 200 pps
<Rule 3>, 4 Kpps
<Rule 4>, 10 Kpps
<Rule 5>, 5 Kpps
<Rule 6>, 3 Kpps

HW Table SW Table
<Rule 7>
<Rule 8>
<Rule 9>
<Rule 10>

<Rule 3>, 4 Kpps
<Rule 4>, 10 Kpps
<Rule 5>, 5 Kpps

HW Table SW Table
<Rule 7>
<Rule 8>
<Rule 9>
<Rule 10>
<Rule 1>
<Rule 2>
<Rule 6>

<Rule 1>, 100 pps
<Rule 2>, 200 pps
<Rule 3>, 4 Kpps
<Rule 4>, 10 Kpps
<Rule 5>, 5 Kpps
<Rule 6>, 3 Kpps

HW Table SW Table
<Rule 7>
<Rule 8>
<Rule 9>
<Rule 10>
<Rule 1>
<Rule 2>
<Rule 6>

a. Threshold Reached b. Flow Rules Migrated c. Old rules deleted

Threshold Threshold Threshold
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Figure 4-22: The flow chart of the flow rule placement algorithm. 

4.3.2.3 Validation and results analysis 
A set of experiments was designed and conducted on a physical SDN testbed to validate the 

functionality of the proposed algorithm. The testbed comprised a server acting as a traffic source 
and sink, an SDN switch [66] with both hardware and software table implementations and a server 
acting as the host for the ONOS SDNC. The flow rule placement algorithm was running within 
this server as an ONOS-native application. The server, responsible for generating/receiving traffic 
flows, was equipped with two Network Interface Controllers (NIC) with one acting as the traffic 
source while the second acting as the traffic sink. Both NICs were connected directly to the SDN 
switch. The reason for using a single server to act as both the traffic generator and sink was the 
need for a common reference clock for measuring end to end delay. Finally, the SDN switch was 
connected to the server hosting the SDNC through a management interface for the control plane 
traffic (i.e., OF). Figure 4-23 illustrates this testbed. 

The scope of the experiments presented herein is twofold. First, to validate the functionality 
of the flow rule placement algorithm, by migrating flow rules from the hardware table to the 
software table, based on the defined criteria (threshold values of the two tables). Second, to 
evaluate the effect that the algorithm has on the performance of the network. The experiments 
consider two scenarios, both with 150 unique traffic flows, with these flows evenly spread between 
three packet-rate groups.  

• Scenario 1: 50 flows with 10 pps, 50 flows with 20 pps and 50 flows with 30 pps. In this 
scenario, the Software table was limited to 400 pps. 

• Scenario 2: 50 flows with 15 pps, 50 flows with 30 pps and 50 flows with 45 pps. In this 
scenario, the Software table was limited to 600 pps. 
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Figure 4-23: The testbed used to validate the flow-rule placement algorithm. 

For each scenario, the traffic flows were generated sequentially (not all at the same time) 
and in a round-robin fashion between the different packet rate groups. Performing these 
experiments resulted in the following, expected, behavior. In the beginning, every new traffic flow 
triggered the installation of a new flow rule in the hardware table. However, when the hardware 
table threshold was reached (95% of the total capacity), the migration process was initiated, 
offloading a selective group of flow rules to the software table. This process was repeated, every 
time the hardware table threshold was reached, up until the saturation of the software table’s 
processing capacity. At this point, the migration process stopped, and all new flow rules were 
installed in the hardware table. Soon after, the hardware table’s utilization reached 100%, and all 
subsequent flow rules were rejected. Some baseline results were collected by performing the 
experiments without the placement algorithm. In this set of experiments, referred to from now on 
as baseline scenario, only the hardware table is utilized for flow rule placement. Because the 
processing capacities of the two software tables were “tinkered” with, the analysis of the results 
presented herein does not focus on the possible quantitative increase in the effective capacity of 
the flow tables. Instead, the focus is on the behavioral characteristics of the proposed algorithm. 

Figure 4-24 presents the results of the baseline scenarios (no migration). The distribution of 
the average per-flow delay for both packet rate sets (Figure 4-24, Top) is close to a uniform pattern 
with a mean value of around 0.175 ms for the first scenario and 0.179 ms for the second scenario. 
This behavior was expected, as all flow rules are placed in the hardware table, which offers 
constant lookup times. However, of the 150 unique flows, not all can be served by the switch, and 
the remaining are dropped. This behavior happens because of the saturation of the capacity of 
the hardware table. The bottom-most subfigure of Figure 4-24, illustrates the per-packet delay 
distribution for a sample flow from the first scenario providing both the mean (µ) and standard 
deviation (σD) values. These results highlight that the per-packet delay variation (with σD= ± 0.079 
ms) of a flow, served by the hardware table, does not have significant fluctuations over time. This 
behavior is expected and attributed to the characteristics of the hardware table. 
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Figure 4-24: Baseline results, (Top) Average per-flow delay, (Bottom) Per-packet delay of a sample flow. 

Figure 4-25 (top) provides a comparison of the distributions of the average per-flow delays 
for Scenario 1, with and without flow rule migration enabled. When flow rule migration is enabled, 
44 migrated flows experience higher average delays. This behavior is because, for a portion of 
their lifecycle, they are served by the software table (which has a slower lookup time). Due to the 
nature of flow rule selection in the migration algorithm, which prioritizes flow rules which serve 
low pps flows, all migrated flow rules belong to the lowest pps group. All other flow rules remain 
in the hardware table; hence, their corresponding traffic flows experience delays like the baseline 
scenario. This indicates that the migration algorithm does not affect the delay experienced by the 
non-migrated flows. Figure 4-25 (bottom) also confirms this observation, as the per-packet delay 
distribution of a sample, non- migrated, traffic flow does not have significant fluctuations over time 
and is comparable to the baseline results presented in Figure 4-24 (bottom). Another observation 
for Figure 4-25 (top), is a gradual increase in average delay for the migrated flows, with the 
number of generated traffic flows. This characteristic can be attributed to the duration that each 
flow spent on the software table. Since all migrated flows had an identical packet rate, the 
migration algorithm selected the last one to be added to the hardware table. As a result, traffic 
flows near the end of the first packet rate group spent more time in the software table, and as a 
result, experienced higher average delay. Concerning the number of flow rules accommodated 
by the switch, this is increased to 138, as compared to 99 in the baseline scenario. However, 
again, the values concerning the increase in flow rule capacity should be taken qualitatively and 
not quantitatively. 
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Figure 4-25: Comparison between the baseline and migration results for Scenario 1. 

The results of Figure 4-25 (top) make clear that migration of a flow rule to the software table, 
has an observable effect on the perceived delay of the corresponding traffic flow. To better 
observe this effect, Figure 4-26 (top) illustrates the evolution of the processing delay of a sample 
migrated flow, and Figure 4-26 (bottom) shows a “zoomed-in” section of the same result. In both 
subfigures, a sharp increase of delay can be observed around the 85th second of the flow’s 
duration. This increase coincides with the flow rule’s migration from the hardware to the software 
table. The impact of the migration process can also be observed in the form of delay spikes after 
the migration. This delay spikes could be a result of the shared interrupt-based processing in the 
CPU and/or the memory buffer resources of the switch. The pattern of delay evolution for all the 
migrated flows of Scenario 1 was similar.  

The per-flow delay measurement for Scenario 2 with and without flow rule migration are 
available in Figure 4-27. Same as in Scenario 1, the pattern of the average delay for the non-
migrated flows is identical when compared with the baseline results. However, compared to 
Scenario 1, there is a higher increase in perceived delay for the migrated flows. This characteristic 
can be attributed to the higher packet rate of the migrated flows, which increases the stress in the 
software table implementation. 
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Figure 4-26: Per packet delay of a migrated flow from Scenario 1. 

 

Figure 4-27: Comparison between the baseline and migration results for Scenario 2. 

Figure 4-28 illustrates the evolution of the processing delay for a sample migrated flow from 
Scenario 2. When compared to the results presented in Figure 4-26, the results of Figure 4-28 
point to a more significant density of delay spikes, some of which can reach up to 100 ms. Similar 
results were observed in all the migrated flows and appeared at the same (universal) points in 
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time. This observation indicates that the perceived network performance degradation is due to a 
higher load on the CPU-based subsystem of the switch. It is also important to point out that the 
observed delay spikes appear after all flow rules are installed in the switch by the SDNC. This 
implies that the SDNC was not issuing any flow-rule-related actions to the switch. Hence, this 
performance degradation is only associated with the switch itself, and not the SDNC or the 
migration algorithm.  

 

Figure 4-28: Per packet delay of a migrated flow from Scenario 2. 

As a final note concerning the collected results, it should be stated that the qualitative delay 
characteristics for migrated flows (as shown for example in Figure 4-28) agree with the related 
work presented in [76]. There, the authors present a performance analysis for hardware and 
software table implementations in terms of achieved throughput.  

4.3.2.4 Section Conclusions  
As the results of Figure 4-25 (top) and Figure 4-27 point out, there is a clear trend of an 

increase in average delays as more flow rules are migrated to the software table. The results also 
indicate that the flow rules that spent most of their lifetime in the hardware table are experiencing 
the lowest average perceived delays. This behavior is expected and follows the performance 
characteristics of the two flow table implementations. Besides, the results indicate that the 
migration algorithm facilitates the accommodation of a more significant number of flow rules in 

44
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the switch while limiting, to an extent, network performance degradation for the migrated flows 
and does not affect the non-migrated flows.  

The downside of using the proposed algorithm was the appearance of delay spikes affecting 
all migrated flow rules, which can be attributed to the inherent characteristics of the software table. 
Based on these results, offloading flow rules to software-based tables can have adverse effects 
on network performance. While in this prototype, the criterion for migrating a flow rule, was the 
packet rate of the associated flow, in a production environment the priority/criticality of the flows 
should also be considered. For example, while signaling traffic in industrial automation has a low 
packet rate, it is delay-sensitive and as a result, should not be migrated to the software table. 
Another observation is that since different switches might have different implementations of the 
hardware and software tables, a production version of the proposed algorithm should adjust the 
hardware and software table thresholds accordingly.  

Finally, two limitations of the proposed solution must be pointed out before finalizing this 
section. The current solution considers the flow rules as atomic elements and not as parts of a 
bigger chain. However, it is common practice to split packet processing amongst multiple flow 
rules which can also spread across multiple flow tables. In such a case, a complete 
implementation of the proposed solution should modify the processing chain when migrating 
elements of it to other flow tables. The second limitation is that the proposed solution migrates 
traffic flows one way (hardware to software). It would be better, however, to consider a two-way 
migration, for example when the utilization of the hardware table drops below a certain threshold. 

4.3.3 Dynamic Traffic Flow Aggregation 
The number of flow rules needed to serve a given number of traffic flows is related to the 

granularity at which flow rules are expressed. The more granular the flow rule, the more of them 
are required to serve the same amount of traffic. Figure 4-29 illustrates this observation, where a 
network of one SDN switch and two hosts is presented. There Host A generates two traffic flows 
to Host B, one with source port 1234 and one with source port 5678. In this scenario, if traffic 
rules are defined with up to Layer 4 headers, then two flow rules are required. On the other hand, 
if up to Layer 2 information is used, then one flow rule can serve both traffic flows. 

 

Figure 4-29: Example showing the correlation between flow rule granularity and number of flow rules. 

The work presented herein, and which is also covered by Paper H, takes advantage of this 
observation and proposes an SDN control plane solution that can reduce the number of flow rules 
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through flow aggregation. More specifically, an SDN based flow aggregation algorithm is 
presented, which dynamically identifies traffic flows that share a forwarding path and groups them, 
for the duration of this path. To group the traffic flows, the algorithm is creating traffic aggregates. 
Moreover, to limit adverse network effects, the algorithm takes the QoS characteristics of each 
flow into consideration while creating these aggregates. The algorithm is using VLAN identifiers 
to distinguish the traffic aggregates. Figure 4-30 illustrates a simplified example of the proposed 
solution. There Host A and Host B generate one traffic flow each, with destinations Host C and 
Host D respectively. Since both flows share the same forwarding path, a traffic aggregate is 
created in S1 by pushing a VLAN tag in all incoming packets. Then in S2, both traffic flows are 
handled as a single aggregate flow, and thus by a single flow rule, based on their VLAN tag. 
Finally, on S3 (the egress switch of the shared path) the aggregate is destroyed by removing the 
VLAN tag from the incoming packets, and the two flows are once more treated with separate flow 
rules. 

 

Figure 4-30: Simplified example of the proposed flow aggregation solution. 

4.3.3.1 The aggregation algorithm 
The proposed algorithm leverages the capabilities of SDN and OF and specifically the arrival 

of PacketIn and FlowRemoved OF messages from the network to the SDNC. When a new traffic 
flow arrives in the network, the ingress SDN switch reacts by sending a PacketIn request to the 
SDNC. Upon arrival at the SDNC, this message triggers the aggregation algorithm. The first step 
that the algorithm performs is to extract the IP source and destination headers of the packet that 
triggered the PacketIn request. Using this information and utilizing the path computation 
capabilities of the SDNC, the algorithm computes the shortest path between the source and 
destination endpoints of the flow. It also extracts the DSCP header from the packet and uses it 
for identifying the QoS group of the traffic flow. Once both the forwarding path and the QoS group 
have been identified, the algorithm checks if there is an existing aggregate, of the same QoS 
group, that shares the same forwarding path or a segment of this forwarding path. If such an 
aggregate does exist, then the algorithm instructs the SDN switches, that comprise the shared 
path, to add this new flow within the existing aggregate. As such, the nature of existing aggregates 
is dynamic.  
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If an aggregate does not exist, the algorithm attempts to create a new aggregate, using as a 
pool the existing, non-aggregated, traffic flows. If such flows exist, then the algorithm leases a 
new VLAN ID for the new aggregate and like before, it instructs the SDN switches, that comprise 
the shared path, to aggregate this set of flows. If aggregation is impossible (existing aggregates 
and flows are unsuitable candidates), then the aggregation algorithm passes the PacketIn 
message to the default forwarding service of the SDNC. However, the flow’s information is added 
to the pool of non-aggregated flows for later use. 

When the traffic flow can only be aggregated in a segment of its forwarding path, then the 
algorithm crops the aggregated forwarding path out of the original path and attempt to aggregate 
again using the remaining path. This process repeats until either the full forwarding path has been 
aggregated into one or more aggregates, or until the algorithm terminates and the default 
forwarding path of the SDNC is called. During this whole process, the algorithm keeps two local 
databases, one with information on the available aggregates (forwarding paths and assigned 
flows and QoS groups) and one with information on the available non-aggregated flows 
(forwarding paths and QoS groups). Figure 4-31 illustrates this process. 

 

Figure 4-31: Flow chart of the aggregation algorithm in the event of an OF PacketIn message. 

For the aggregation algorithm to work as intended, it needs to keep track of flow rule 
expirations in the network, this way it will have an up-to-date view of the network’s state 
concerning the active aggregates and flows. This is achieved by enabling the algorithm to react 
to FlowRemoved OF messages. These messages are sent from an SDN switch to the SDNC 
when a flow rule is removed from the SDN switch’s flow rule tables. Upon receiving the 
FlowRemoved message, the SDNC parses it and extracts flow-related information (e.g., IP source 
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and IP destination match headers or VLAN ID). If the expired flow rule is an aggregate, then the 
information about this aggregate is removed from the database. Then the VLAN ID of the expired 
aggregate is released and made again available in the VLAN pool. If the flow rule is not an 
aggregate, the algorithm performs a second check. This is because the expired flow rule can 
belong in one of two categories, each requiring a different treatment. The first category is for flows 
that have just been moved to an aggregate. This action implies that the flow rule that was 
previously treating this traffic flow has expired due to inactivity. As this is expected behavior, the 
algorithm ignores the event and terminates. This case could have been avoided if the algorithm 
of  Figure 4-31 forcefully removed the flow rules of an established flow before adding the flow to 
an aggregate. However, the control plane overhead and the implementation complexity is similar 
in both cases. The second category is when the expired flow rule belongs to a flow that has not 
been aggregated. If that is the case, the algorithm updates the corresponding database, by 
removing the entry associated with this flow and then terminates. Figure 4-32 illustrates this 
workflow as a flowchart. 

 

Figure 4-32: Flow chart of the aggregation algorithm in the event of an OF FlowRemoved message. 

4.3.3.2 Experiments and Results 
This section presents the experiments and results that were used to assess the performance 

of the traffic aggregation algorithm. The experimental testbed comprised the Floodlight [77] 
SDNC, within which the traffic aggregation algorithm was implemented, and of Mininet, which was 
used to generate the network topologies and traffic. The performance of the aggregation algorithm 
was evaluated by replicating the same experiments (same topology and same traffic pattern), with 
and without traffic aggregation, and comparing the number of flow rules present in the network 
after the initiation of all traffic flows. The aggregation algorithm was tested over three topologies, 
a ring, a tree, and a ring of trees, which are illustrated in Figure 4-33. The scalability of the 
aggregation algorithm was evaluated by varying the number of unique traffic flows between the 
different experiments. Finally, each host generated flows belonging to three QoS groups identified 
by the DCSP value of the corresponding packets. 
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Figure 4-33: The network topologies used to evaluate the aggregation algorithm. A ring (Left), a tree 
(Center), and a ring of trees (Right). 

Figure 4-34 illustrates the performance of the aggregation algorithm as a percentage in flow 
rule reduction in the network when compared to a baseline case without aggregation. The results 
show a substantial reduction in the number of traffic flow entries, ranging between 16% and 48%, 
depending on the topology and the total number of generated traffic flows. The inconsistency in 
the number of unique flows between the experiments over different topologies originates from the 
initial design of the experimental procedure. Each switch was assigned a varying number of hosts, 
and each host generated a varying number of traffic flows. However, since each topology has a 
different number of switches, the results between different topologies mismatch on the number of 
unique flows. However, since there were multiple points of measurement on each topology, it is 
still valid to compare the collected results.  

 

Figure 4-34: Performance of the aggregation algorithm for different topologies and traffic flows. 
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Regarding the correlation between the performance of the algorithm and the type of topology, 
there are two main conclusions. In the tree topology, the aggregation algorithm performs the 
worst. This behavior is because tree topologies have a high degree of path separation, which 
makes it harder for flows in the network to share a common path. For the ring and ring of trees 
topologies, the results indicate a comparable performance when the total number of generated 
flows is below 200. However, when the total number of generated flows scales, the performance 
of the algorithm in the ring topology is better than in the ring of trees topology. 

4.3.3.3 Section Conclusions  
The results presented herein show that flow aggregation can lead to a significant reduction 

in the number of flow rules present in the network devices (up to 48%). However, traffic 
aggregation has more benefits associated with it, such as easier TE. This is because TE can be 
done in terms of aggregates instead of individual flows, especially if the traffic aggregates are 
created with QoS characteristics in mind.  

Concerning the limitations of the presented solution, the most important is the lack of traffic 
rerouting capabilities when performing traffic aggregation. This lack of traffic rerouting capabilities 
means that each traffic flow follows the same path both before and after being aggregated. If, 
however, flows could be rerouted through other network paths, the efficiency of the algorithm 
could be boosted by choosing paths that allow for a higher degree of aggregation.  The QoS 
requirements of each flow should be considered when making such rerouting actions, as that 
might affect their network experience. Finally, an inherent issue with traffic aggregation is the loss 
of granularity in packet processing. When multiple flows are aggregated together and treated as 
a single aggregate, they lose their individuality from the SDNCs point of view. 

4.4 Chapter Conclusion   
This chapter investigated the applicability of the SDN paradigm in the context of DC 

environments. Three common DC issues were identified, namely; 1) the need for policy-based 
management of the DC infrastructure, to reduce complexity and increase efficiency, 2) the need 
for better TE solutions tailored to DCs, and 3) the capacity limitations of TCAM modules for storing 
traffic flow rules. Apart from identifying these issues, this chapter also provided SDN based design 
proposals and PoC implementations addressing them 

For the limitations of TCAM modules, this chapter provided two possible solutions, one based 
on the aggregation of traffic flows and one based on a flow rule placement algorithm. Both 
solutions showcased promising results and given the different application context they could be 
used in parallel. For example, if an SDN switch in the network has both hardware and software 
table implementations, then the flow rules of aggregates belonging to low QoS groups could be 
prioritized for placement in the software table implementation of the switch. Concerning TE, this 
chapter identified the limitations of current TE solutions in the context of DC environments and 
investigated how SDN can be applied to overcome them, to do so, it provided a testbed setup. 
Finally, about policy-based management, this chapter presented two possible design frameworks 
and two PoC implementations. Based on the evaluation of these design proposals and 
implementations, it can be concluded that the SDN paradigm is applicable to DC environments, 
and it can enhance their performance and capabilities when compared with current non-SDN 
based solutions. 
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Chapter 5. Network Service Cloudification and 5G 

In a 5G deployment, VNFs must be decoupled from the underlying DC infrastructure 
resources (compute, network, and storage), as doing so will simplify the associated deployment 
and management workflows. One paradigm that originates from IT which fulfils this requirement 
is the PaaS as it provides a centralized and reliable environment with high degrees of agility and 
automation, for service deployment and management. Finally, while optional, if the paradigms of 
SDN and NFV are incorporated into the PaaS, then its benefits can be enhanced. SDN would 
facilitate network control and programmability while NFV would allow the efficient virtualization 
and management of network services on COTS servers. This chapter investigates the applicability 
of the PaaS model in the context of Telco services.  

More specifically, section 5.1 presents the Next-Generation Platform as a Service (NGPaaS) 
[1], an architecture and workflow which facilitates the deployment of Telco platforms and services 
in cloud environments. This section also validates the NGPaaS proposal via a use case. Section 
5.2 uses the experience gained from the NGPaaS to identify issues with the deployment process 
of the CORD platform and presents possible solutions. Finally, section 5.3 presents a set of 
requirements that an SDNC should meet to be considered ready for next-generation platform 
solutions (like NGPaaS). Section 5.3 also checks these requirements against the ONOS SDNC. 
Paper I to Paper N cover the work presented in section 5.1. Paper O and Paper P cover the work 
of section 5.2, and finally, Paper Q covers the work presented in section 5.3. Since most of this 
work was collaborative, the following table provides a table of the personal contributions to each 
section. 

Table 5-1: Personal Contributions 

Section Personal Contributions 
Next-Generation 

Platform as a Service 
(NGPaaS) 

Most of the personal contributions were directed towards the design, 
development, and testing of the use case presented in section 5.1.5. 
However, there were also contributions towards the NGPaaS 
architecture presented in section 5.1.4 and specifically concerning its 
evolution in parallel to the use case of section 5.1.5. Finally, there was 
also considerable effort in the testing and feature proposal of the 
software presented in section 5.1.3 

Accelerating Platform 
Deployments in the 

Cloud 

There were significant contributions to the work presented in this 
section. Both in identifying the presented issues and their possible 
solutions. 

SDN Controller 
Requirements for 
Next-Generation 

Telco PaaS 

Personal involvement in the work presented in this section was 
focused on identifying the SDNC requirements from the perspective of 
network policies (section 5.3.4). Also, there were significant 
contributions to the contents of section 5.3.6. 

 

5.1 The Next-Generation Platform as a Service (NGPaaS) 
While the current PaaS model can cater to the traditional IT cloud workflows and 

applications, 5G services are expected to have more diverse and stringent requirements from the 
compute and network infrastructure than their IT counterparts. This implies a need for a flexible 
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and customizable PaaS model [78], tailored to the 5G ecosystem. This section provides such a 
proposal, namely the NGPaaS [16] [79]. The NGPaaS facilitates the deployment and 
management of build-to-order Telco platforms and services, over a diverse set of infrastructure 
environments, using automated and technology agnostic deployment workflows. Through these 
workflows, any 5G Vertical Service Provider (VSP) (e.g., service provider, Internet of Things (IoT) 
provider) can deploy either a custom platform solution on the available infrastructure or any 
service on top of a pre-deployed platform.  

5.1.1 Related Work 
The most prominent standardization effort for the architecture of NFV platforms is provided 

by ETSI in the NFV MANO [15]. NFV MANO presents a set of PaaS features tightly coupled to 
the underlying VIMs. Unlike the NGPaaS, ETSI MANO does not allow for the selection of the 
PaaS components that will be included in a deployment. This limitation means that virtualization 
technologies and infrastructure technologies cannot be modified or swapped by the platform 
administrator. Instead, ETSI MANO focuses on the lifecycle management of services, on pre-
integrated VIMs and platform functions. Multiple implementations of ETSI MANO platforms are 
available (e.g., Open Source MANO (OSM) [80] or 5GTANGO [81]), but each one uses 
proprietary interfaces and service descriptor formats, which can limit the integration of other PaaS 
components (e.g., a new VIM). Another difference between the NGPaaS and ETSI MANO is that 
NGPaaS is a higher-level framework, as it provides platform orchestration capabilities. For 
example, an OSM platform, which is the reference implementation of ETSI NFV, could be 
deployed and managed by NGPaaS. A detailed comparison between the ETSI NFV and NGPaaS 
proposal is also provided at [16]. 

As discussed, the use of proprietary interfaces can hinder the integration of new components 
into existing platform solutions. To address this issue, [82] proposes a unified PaaS interface 
derived from the APIs of existing solutions. This approach generates a unified API for the 
deployment and management of services agnostically to the underlying platform. However, 
considerable effort is still to maintain this API, as platform solutions evolve, or as new solutions 
are released. In contrast, the NGPaaS proposal is based on workflow-based orchestration [16]. 
Thus, the APIs or descriptor formats are stable for the administrator, and any change/translation 
is addressed natively by the workflow. This approach minimizes any integration effort for new 
APIs. 

While not covered by the work presented herein, VNF placement is also an issue of great 
interest by the research community. In [83], a methodology for customizable VNF placement in 
5G networks is presented. This work highlights the need for adaptive VNF placement, which 
stems from the diverse performance requirements between different 5G services. Another 
research direction, complementary to VNF placement is VNF scaling, in [84], the authors present 
a method which can predict VNF traffic and thus scale the resources allocated to the VNF 
dynamically.  

5.1.2 Reusable Functional Blocks (RFBs) 
Reusable Functional Blocks (RFBs) are a core concept of the NGPaaS, as they are the main 

driver behind its architecture and workflows. While initially introduced in [85] the context of RFBs 
has been extended for the NGPaaS project. RFBs are logical representations of service or 
platform functions, which allows the decomposition of complex systems into a collection of simpler 
sub-functions. RFBs are an extension to the VNF [86] concept, with some core differences: 
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• RFBs are recursive, which allows their decomposition into other RFBs. In contrast, VNF 
composition stops at the level of the VNF component.  

• An RFB can be mapped into both hardware and software execution environments, while 
a VNF can be mapped only to a VM or container. This means that RFBs can be used in 
the context of platform composition and deployment and are not only bound to service 
deployment.  

• During their composition, RFBs can be paired with metadata fields which allows for high 
degrees of configurability. The idea is that an RFB provides a generic representation of 
the corresponding platform/service component, which can become use case specific via 
the metadata fields.  

Figure 5-1 provides a visual representation of the RFB concept, there an RFB parent is 
decomposed into two RFB children, each of which is directly mapped to the deployment of a 
platform or service component (e.g., a microservice) into the execution environment (the 
hardware/software environment of the microservice). RFBs in the NGPaaS are the building blocks 
for the composition of RFB graphs. RFB graphs translate to the deployment and configuration of 
platforms on the available infrastructure or of services on an available platform. Figure 5-1 also 
illustrates the ability to associate metadata with each RFB. It should be noted that in the RFB 
model, there is metadata inheritance from an RFB parent to its children. This inheritance means 
that, unless overwritten by a lower-level RFB, metadata from the parent are passed down to its 
children.  

 

Figure 5-1: Illustration of he Reusable Functional Block (RFB) concept. 

5.1.3 RFB Description & Composition Languages Design, Deploy & Direct Tool 
The RFB concept provides the model which facilitates the decomposition of complex 

services and platforms into configurable microservices. However, there is still a need for a 
component that makes use of the RFB model, to design and deploy complex systems via RFB 
graphs. In the context of the NGPaaS, this role is fulfilled by the RFB Description & Composition 
Languages Design, Deploy & Direct (RDCL 3D) Tool and Agent.  

The RDCL 3D Tool facilitates the composition of service and platform RFB graphs (i.e., 
service or platform descriptors) using a customizable RFB catalogue. Figure 5-2 provides the user 
interface of the RDCL 3D Tool for the composition of RFB graphs. The user is provided a canvas 
in which RFBs from the list in the right can be selected and connected to design complex 
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deployment scenarios. The tool also allows the RFB elements to be provided unique names in 
the graph (e.g., RFB A, RFB B) and to be assigned metadata fields. These metadata fields are 
used during the deployment phase to tailor the RFB for a specific use case. In addition to this 
interface, the RDCL 3D Tool allows for the composition of RFB graphs in YAML Ain't Mark-up 
Language (YAML) or JSON format. 

 

Figure 5-2: The RDCL 3D Tool interface, for the composition of RFB graphs. 

In addition to RFB graph composition, the RDCL 3D Tool “ships” these RFB graphs to one 
or more RDCL Agents, each associated with a specific execution environment. The role of each 
RDCL Agent is to deploy the services or platforms defined by the RFB graph into its execution 
environment. For these actions, the RDCL Agent makes use of Ansible [87], a cross-platform and 
open-source software tool, which provides automation for the provisioning and management of 
IT resources. Ansible allows administrators to compose configurable automation scripts which 
comprise either readily available Ansible modules or custom Ansible roles.  

In NGPaaS each RFB is mapped to one Ansible role which resides in the RDCL Agent. When 
an RFB graph deployment request arrives at an Agent (from the RDCL 3D Tool), the Agent 
triggers the execution of the corresponding Ansible roles. During this process, any RFB metadata 
accompanying the RFB graph, are passed to the associated Ansible roles. This workflow is 
illustrated in Figure 5-3, where an RFB graph comprises one RFB root and two RFB children 
(Service A, Service B), each corresponding to a different subcomponent of the parent service. 
Finally, the two RFB children each comprise two RFB leaves (VNF A, VNF B, VNF C, and VNF 
D). In the context of the RDCL 3D Tool, only leaf RFBs are mapped to the deployment of a 
component into the execution environment. Any RFB above leaf-level is used either for grouping 
purposes or for propagating metadata fields to its descendant RFBs. Upon receiving the graph, 
the Agent executes the corresponding Ansible roles in its execution environment.  
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Figure 5-3: The workflow to deploy of RFB graphs via the RDCL 3D Tool and Agent. 

As stated, the RFB model is not limited to VNF-level components but can be used to deploy 
any platform-related or service-related component. This characteristic of the RFB model also 
translates to the deployment of RFB graphs. In the example of Figure 5-4, an administrator is 
using the available library of platform and service RFBs to compose an RFB service graph and 
an RFB platform graph. These two graphs are sent to their corresponding RDCL 3D Agents and 
deployed in their execution environments. For the platform graph, this means deployment directly 
on the infrastructure, via the platform Agent. While for the service graph, it means deployment on 
an available platform via a service Agent. This graph also illustrates the capability of an NGPaaS 
instance to control multiple platform deployments at the same time. 

 

Figure 5-4: Deploying platforms and services via the RDCL 3D Tool. 

Besides the composition and deployment of RFB graphs, the RDCL 3D Tool provides a set 
of ancillary services such as the registration of IaaS resources for the deployment of platforms, 
and Role-Based Access Control (RBAC) capabilities which ensures that each actor of the 
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NGPaaS has access only to the appropriate resources (e.g., IaaS inventory) and artifacts (e.g., 
RFBs). 

5.1.4 The Architecture and Workflows of the NGPaaS 
5.1.4.1 The Architecture and actors of the NGPaaS 

NGPaaS comprises a multi-layer architecture, with each layer responsible for a specific set 
of functionalities. In total, NGPaaS comprises the following six layers: 

1. Business Registration Layer: Any actor of the NGPaaS (e.g., VSPs, software 
component vendors) can use this endpoint to register and get the proper access rights. 

2. Business as a Service (BaaS) Layer: Contains the customizable catalogue of platform 
or service deployment workloads in the form of RFBs.  

3. BSS/OSS Layer: Takes care of infrastructure registration, the global supervision of the 
NGPaaS, and the deployment of services and platforms on their execution environments. 

4. Dev-for-Operations Layer: Via this layer, software vendors can validate their 
components, before adding them to the catalog of available RFBs. 

5. PaaS Layer: This layer includes any platform component that is deployed in the available 
infrastructure. More than one platform can be deployed and managed at the same time 
by the NGPaaS. 

6. Infrastructure as a Service (IaaS) Layer: Comprises all compute, network, and storage 
infrastructure that is available to the operator of the NGPaaS. 

Figure 5-5 illustrates the NGPaaS architecture, including all its layers as well as their functions 
and relations; the figure also includes the main actors of the NGPaaS, which are listed below: 

1. NGPaaS Operator: Owner of the NGPaaS, who also partially or wholly owns the 
available infrastructure. Its primary role is to operate layers 1-4 of the NGPaaS 
architecture (see list above for reference).  

2. VSP: Customer of the NGPaaS operator, makes use of the available RFBs to compose 
and deploy services and platforms tailored to its use case.  

3. Software Vendor: Provides the software components used later to compose the 
platforms and services. Before these components are made available as RFBs, they need 
to be validated via the Dev-for-Operations layer of NGPaaS. 

4. IaaS provider: Provides the available compute, network, and storage infrastructure to 
the NGPaaS operator. 
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Figure 5-5: The detailed architecture of the NGPaaS 

5.1.4.2 The Service and Platform Orchestration workflows of the NGPaaS 
This section will describe the deployment workflow for services and platforms, initially 

introduced in section 5.1.3. Before requesting the deployment of any platform or service, (1) the 
necessary infrastructure must be reserved for the VSP by the NGPaaS operator. Once the 
infrastructure has been reserved, (2) the VSP can request the deployment of the desired platform. 
This is done by the composition of a platform RFB graph. Once this graph has been composed 
then (3) the associated PaaS workloads can be orchestrated on the reserved infrastructure by a 
platform RDCL Agent. Finally, once the platform deployment has finished the VSP can (4) request 
the deployment of a service via the composition of a service RFB graph. This action (5) triggers 
the execution of service-related workloads on top of the deployed platform by a service RDCL 
Agent, which leads (6) to the deployment of the desired service. Figure 5-6 illustrates this 
workflow, while Table 5-2 provides context on all available interactions. 

Table 5-2: The processes supported by the NGPaaS framework. 

Processes Context 
Infrastructure 
registration 

An infrastructure provisioning process that supports a broad spectrum of 
technologies.  

PaaS 
orchestration 

The deployment of platform (e.g., Kubernetes, CORD) components on the 
infrastructure. In contrast with ETSI MANO, the NGPaaS allows for the 
flexible aggregation of platform components as RFBs and does not assume 
that the platform is already deployed. 

Service 
orchestration 

The deployment of VNFs as sets of RFBs. The execution environment for 
any service component is a pre-deployed and compatible platform. 
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Figure 5-6: The processes of the NGPaaS. 

The following section presents a use case for the NGPaaS, which illustrates its capabilities, 
there are, however, two clarifications that should be made, beforehand. The first one is that the 
use case does not support the Dev-for-Operations layer of the NGPaaS. As a result, the supported 
service and platform components did not follow a Continuous Integration Continuous 
Development (CI/CD) workflow before their integration as RFBs. Finally, while the NGPaaS 
architecture splits the management interactions amongst three layers (Business Registration, 
BaaS and BSS/OSS), in this use case all three layers are represented by the RDCL 3D Tool and 
Agent components. 

5.1.5 The VNF as a Service Use Case 
This section demonstrates the capabilities of the NGPaaS, via a use case, which is based 

on a Telco service scenario named VNF-as-a-Service (VNFaaS). More specifically, this section 
presents the ability to compose and deploy both service and platform RFB graphs on the 
execution environment, that provide VNFaaS capabilities to a service provider.  

In the VNFaaS use case, the role of the NGPaaS operator is fulfilled by a Tier 1 Telco 
Operator, while the VSP could be a service provider who wants to provide VNFaaS capabilities 
to its end users. While the VNFaaS could provide any VNF, in this scenario the VNFs are virtual 
routers and virtual firewalls, which can be configured and grouped by the VSP to provide complex 
services. The idea is that the NGPaaS operator is responsible for the deployment of the platform, 
while the VSP can onboard and administer services on top of the platform, to cater to its end-
users’ needs. In addition to provisioning virtual routers and firewalls, the VNFaaS use case 
demonstrates the ability of the VSP to selectively enable Value-Added Service (VAS) capabilities 
on top of the essential VNF services. These could be any Telco-grade enhancements, but for the 
PoC the following VASs are demonstrated. 

• Monitoring of the network and specifically of the bandwidth utilization of each VNF 
interface. 

• The ability to modify network behaviour via the deployment of network policies. 

• Monitoring of VNF resources (i.e., CPU utilization). 

• Alerting when the CPU utilization exceeds pre-defined thresholds. 

• Automated healing actions when specific alerts are triggered. 
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The VNFaaS use case is detailed in Figure 5-7 via an example. There a VSP has deployed 
two service RFB graphs, each comprising two VNFs (a virtual router and a virtual firewall). 
Deploying the two RFB graphs results in the instantiation of two service chains.  

 

Figure 5-7: Illustration of the Virtual Network Function as a Service Use Case of NGPaaS. 

Many benefits can be associated with the VNFaaS use case for both the VSP and the end-
users of the service. Due to the nature of the VNFaaS, which favours virtualized components, the 
VSP does not have to ship hardware appliances to the end-users’ premises, thus benefiting from 
a flexible and scalable business model (e.g., reduced CAPEX/OPEX). Similarly, the end-users do 
not have to host and administer physical components, as these now reside in DCs. 

5.1.5.1 CORD as the platform for the VNFaaS 
As section 2.2.3 introduced, CORD was designed to provide network access by acting as a 

virtualized CO for Telco operators. Since the story of the VNFaaS is of similar scope, the core 
functionalities of the CORD platform could be reused, and thus CORD was selected as the 
platform for the VNFaaS. In contrast with the CORD platform, other NFV platforms (e.g., OSM), 
have a more generic design which could act as a barrier to their integration into the VNFaaS. 
Following the introduction of CORD in section 2.2.3, this section will put CORD into the context 
of the VNFaaS. Because, throughout the progression of the VNFaaS, two versions of the CORD 
platform were used, namely versions 4.1 and 6.0. This section will introduce both, but the focus 
will be on version 6.0 as it was the one integrated into the final PoC of the VNFaaS.  

The architecture of CORD 4.1, was monolithic with all its components running as a small set 
of Linux containers [88]. Also, at this point CORD lacked a container orchestration mechanism, 
for service deployment and management, which meant that all components had to be deployed 
and managed individually, a design which translated to increased administrative complexity. 
Finally, the architecture of CORD had a strict separation of concerns of the different processes in 
different entities, splitting them between 1) a head node, 2) a compute node and 3) a development 
node. The role of the head node was to host the orchestration and VIM components of CORD 
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(XOS, OpenStack and ONOS). The compute node was the host of all OpenStack-controlled VMs. 
Finally, the development node was the point from which the administrator could initiate the 
deployment of the CORD components. In a production scenario, these three entities (head, 
compute, and development nodes) would be different physical nodes, connected through an 
SDN-enabled network fabric. However, this was not the case for the VNFaaS. Due to a lack of 
physical resources, it was decided to opt for the virtualized CORD setup [89], in which the three 
nodes are substituted by three virtual machines, hosted in a single physical node and connected 
through an OVS instance. Figure 5-8 illustrates the architecture of a virtual CORD. 

 

Figure 5-8: The single-node architecture for CORD 4.1 

Release 6.0 of the CORD platform added support for container-based orchestration for the 
deployment and management of CORD’s functional components (XOS, ONOS, and Openstack). 
This was achieved by moving from stand-alone Linux containers, to Docker containers 
orchestrated by Kubernetes. However, besides orchestrating the deployment and management 
of CORD, Kubernetes can also be used as a VIM together or instead of the OpenStack VIM. As 
a result, CORD 6.0, supports the deployment of both VM-based and container-based VNFs. 
Finally, instead of deploying each CORD component as a single container, the new design of 
CORD follows a microservice-based architecture. This means that the functionality of each CORD 
component in split into multiple containers. Figure 5-9, illustrates the architecture of CORD 6.0, 
including the interactions to deploy/update CORD’s components via Kubernetes, as well as the 
deployment and management of services in CORD via XOS. In contrast to the architecture 
presented in Figure 5-8, the functional components of CORD 6.0 are no longer split between 
different VMs. Instead, they are hosted in the target node as Docker containers, managed by 
Kubernetes. 
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Figure 5-9: The architecture of CORD 6.0. 

Concerning CORD 6.0 and its use in the VNFaaS, there are two limitations that should be 
clarified. 

• The VNFaaS supports only the deployment of VM-based VNFs; as a result, only the 
OpenStack VIM is involved in service deployment and management. The use of 
Kubernetes is limited to the deployment and management of CORD’s functional 
components. The reason for using VM-based services instead of, or in addition to, 
containerized VNFs was that up until version 6.0, CORD did not support containers, a 
fact that had a considerable effect in the initial design of the VNFaaS. Besides, the 
VNFaaS PoC is based on proprietary VNFs that are not unavailable on container format.  

• To simplify the VNFaaS PoC and due to the lack of hardware resources (i.e., white box 
SDN switches), a single x86 server is used to host all elements of the VNFaaS (CORD 
platform and services). The lack of a physical network fabric meant that any network-
related actions (i.e., installation of flow rules by ONOS), were addressed to a single OVS 
instance. The role of the OVS instance is to interconnect the VNFs, as well as provide 
them with external Internet access.  

5.1.5.2 VNFaaS Core Services: Virtual Routers and Firewalls 
The PoC of the VNFaaS use case includes two types of core services, virtual routers, and 

virtual firewalls. Both are based on commercially available and proprietary enterprise-level VM-
based VNFs which comprise a similar feature set to their hardware equivalents. The vendor of 
the virtual router [90] is Cisco [91], while the vendor of the virtual firewall [92] is Fortinet [93]. As 
explained in section 2.2.3, to support a new service in CORD, both a service model and 
synchronizer must be present in the XOS orchestrator. Since the deployment practice for both 
the router and firewall VNFs was identical, a single service model and synchronizer were 
developed for the VNFaaS. 

5.1.5.3 VNFaaS Value Added Services: Monitoring – Alerting- Healing 
Having the ability to monitor the behavior of a VNF deployment is important to VSPs, as it 

enables them to perform reactive actions to ensure the SLAs with their end customers. Moreover, 
it allows VSPs to identify possible repeatable trends, thus facilitating also proactive mitigating 
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measures. Based on this observation a monitoring/alerting/healing VAS was added to the 
VNFaaS PoC.  

The monitoring framework utilizes the ElasticSearch Logstash Kibana (ELK) [94] stack. ELK 
comprises three components: (1) ElasticSearch [95], which is a distributed search/analytics 
engine used to store collected data, (2) Logstash [96], which is a data processing tool that ingests 
monitoring data and transforms it before sending it to ElasticSearch. Finally, (3) Kibana [97] is a 
tool that helps with the visualization of the data provided by ElasticSearch. In a traditional ELK 
deployment, data would be collected and shipped to Logstash by ELK Beats [98], which are 
lightweight software components that can be deployed together with the monitored service or 
component. However, the proprietary nature of the virtual router and firewall prohibited the 
injection of such 3rd party software components. As such, a custom monitoring probe was 
developed as part of the VNFaaS. This probe can be deployed as a standalone VM, in a side-car 
fashion to the monitored VNFs. This way, the probe can poll the target VNFs externally, via remote 
protocols (Simple Network Management Protocol (SNMP) in this case), over a dedicated 
monitoring network. The same probe is also used in the VNFaaS for network-level monitoring. It 
does so by fetching network statistics from the ONOS SDNC of CORD, using REST calls to 
ONOS’s northbound interface. More specifically, the probe periodically retrieves the IDs of all 
active interfaces in the OVS instance of CORD and calculates the bandwidth utilization of each 
interface. Since there is a one to one mapping in CORD between OVS interfaces and VNF 
interfaces, the probe is collecting the per-VNF interface bandwidth utilization.  

Figure 5-10 illustrates the difference between the ELK Beats and side-car probe approaches. 
There, a single ELK instance collects monitoring data from both an integrated ELK Beat (VM on 
the left), and a side-car monitoring probe (VM on the bottom right). This side-car probe collects 
the data by polling another VM (top right) for stats via SNMP but also polls the containerized 
ONOS service for network statistics. 

 

Figure 5-10: Comparing ELK Beats with side-car monitoring probes. 

While monitoring is a useful tool for the administration of VNF deployments, it is still a passive 
component and does not provide automation, which is a crucial requirement for the 5G 
ecosystem. To address this issue, the baseline monitoring functionality of the VNFaaS PoC was 
extended to include also alerting and healing capabilities. Besides collecting and visualizing CPU 
data, the ELK stack is also used to compare the active CPU utilization of the monitored VNFs 
against predefined thresholds. Once a threshold is breached, then depending on the severity, 
ELK illustrates an alert on Kibana or invokes an automated healing function. This healing function 
removes and redeploys the anomalous VNF. All healing actions are performed through the RDCL 
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3D Tool instead of directly interacting with the XOS orchestrator of CORD. This workflow ensures 
state consistency between the status of the deployment and the view of NGPaaS OSS/BSS 
(RDCL 3D Tool). Figure 5-11 illustrates this workflow. 

 

Figure 5-11: The Operation of the monitoring, alerting and healing service of the VNFaaS. 

To be a genuinely value-added set of services monitoring, alerting and healing must be 
selectable components during a VNF deployment and not a default feature for all VNFs. In this 
PoC, this selection is made in the RDCL 3D Tool in a per-RFB basis, by setting an RFB metadata 
field to True or False. If this field is set to True, then the corresponding VNF is attached to the 
monitoring network of CORD and as such the probe discovers the VNF and starts to: 1) poll it for 
CPU statistics, 2) provide alerts to the administrator and 3) heal the VNF if needed. Additionally, 
when a new monitored VNF is deployed by the RDCL Agent, some information (e.g., deployment 
ID, name of RFB) is inserted in the monitoring probe and sent to the healing function. This ensures 
the healing function has all necessary information to update the VNF deployment. 

5.1.5.4 VNFaaS Value Added Services: Network Policies 
As explained in section 4.1, the ability to control the behavior of a network deployment via 

technology-agnostic policies is of high value to network and service administrators. For this 
reason, the network policy framework (presented in section 4.1.4) was integrated into the VNFaaS 
use case as an additional VAS. The network policy framework acts as an abstraction layer to the 
network for both the NGPaaS administrator and the VSPs. Proper integration with the NGPaaS 
is ensured, as any actions related to components of the network policy framework (e.g., ONOS 
applications, policy instances) are performed through the RDCL 3D Tool and do not require direct 
interactions with the ONOS SDNC. Figure 5-12 illustrates the “story” behind the integration of the 
network policy framework into the VNFaaS PoC through an example. 

Via the RDCL 3D Tool, the NGPaaS operator can 1) compose service-level RFB graphs that 
deploy the policy manager and policy type applications in the ONOS SDNC, then 2) the NGPaaS 
operator or a VSP can compose policy-level RFB graphs to deploy network policies. For example, 
the NGPaaS operator could initially onboard the policy manager and the firewall policy type ONOS 
applications. Then if the VSP reaches a predefined threshold in network usage, the NGPaaS 
operator could block specific types of traffic in the VSP’s deployment. On the other hand, the 
NGPaaS could onboard policy types into the network policy framework on behalf of the VSP and 
then allow the VSP to onboard policy instances on its own. 
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Figure 5-12: The story of the ONOS network policy framework within the VNFaaS. 

5.1.5.5 Component RFBization 
As discussed in sections 5.1.2 and 5.1.3, the NGPaaS workflow revolves around the RFB 

concept. This means that any platform or service component to be deployed in NGPaaS, needs 
to be first “RFBized” by 1) creating an RFB in the RDCL 3D Tool and 2) creating the corresponding 
Ansible role on the RDCL Agent that will execute the deployment workflow in the execution 
environment. This section highlights how this process was achieved for the platform and service 
components of the VNFaaS. Namely, these components are the CORD platform, the virtual router 
and firewall VNFs (and their ancillary OpenStack artifacts), the custom monitoring probe, and the 
elements of the network policy framework (ONOS applications and policy instances).  

5.1.5.5.1 Platform RFBization 
For the RFBization of the CORD platform, a distinction is necessary between the two 

versions of CORD that were integrated into the VNFaaS (version 4.1 and version 6.0). This 
distinction is due to the differences in their architecture and which have been highlighted in section 
5.1.5.1. 

CORD version 4.1 was RFBized via a single RFB, which mapped to an Ansible role that 
downloaded and deployed the three VMs that comprised CORD (head, compute, and 
development VMs). In contrast with the default CORD deployment workflow, which configures 
each virtual machine from scratch based on a clean Ubuntu VM image, it was decided to base 
the deployment on pre-configured VM snapshots. The idea was to follow a Build-Ship-Run 
approach for the deployment of CORD, in which different “flavors” of CORD would be initially 
deployed and tested in a development environment (Build phase). Then, using the capabilities of 
virtualization libraries, these VMs would be converted into VM snapshots, compressed to reduce 
their size and stored in a remote repository. Then when a CORD deployment was initiated via the 
RDCL 3D Tool, the RDCL 3D Agent would download these snapshots on the target node (Ship 
phase), decompress them and instantiate them (Run phase). This Build-Ship-Run approach for 
deploying CORD version 4.1 is detailed in Figure 5-13.  
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Figure 5-13: The Build-Ship-Run approach for CORD 4.1 in the VNFaaS. 

The Build-Ship-Run approach has two benefits, compared to the default deployment process 
1) It substantially reduces the deployment time of the platform from 2,5 hours to approximately 15 
minutes (excluding the snapshot download process) and 2) it provides a VNFaaS-ready CORD 
deployment, without the need to onboard/configure any CORD components after the deployment 
of the “vanilla” CORD. On the other hand, this approach makes the CORD deployment less 
flexible/configurable, as VM snapshots are monolithic components. It also requires increased 
storage capacity, since the size of the snapshots is large. To partially address this issue, the 
possibility of compressing the VM snapshots using a variety of compression algorithms was 
investigated. These compression algorithms were compared, in terms of their decompression 
rates and compression ratios. The compression rates were ignored as they did not affect the Ship 
and Run stages of the workflow and only affected the “offline” development/build stage. Table 
5-3, provides the outcome of this investigation in terms of performance for the BZIP2 [99], XZ 
[100], GZIP [101], and LZ4-HC [102] compression algorithms. The results indicate that when both 
criteria are considered, LZ4-HC outperforms the other algorithms, as it provides a vastly better 
decompression rate with a small sacrifice in the compression ratio. For this reason, LZ4-HC was 
the algorithm used to create the CORD VM snapshots for the VNFaaS. 

Table 5-3: Comparison of compression algorithms in terms of compression ratio and decompression 
speed. 

Algorithm Compression Ratio Decompression Rate (MBps) 
BZIP2 2.46 21.1 

XZ 2.76 35.6 
GZIP 2.33 79.1 

LZ4-HC 2.01 371.8 
 

The microservice-based architecture of CORD 6.0, allowed its RFBization to be done to a 
more granular extent, comprising 24 pairs of RFBs and Ansible roles. Despite their differences in 
context, all these RFB/role pairs can be placed in one of three categories: 

• Pre-deployment Configuration: These RFBs and Ansible roles configure the target 
node in the infrastructure for the subsequent deployment of the CORD platform. A good 
example is the RFB/role pair that locally clones all required source code repositories in 
the execution enviroment. 

CORD instance

Snapshot C

Build
Snapshot B

Snapshot A

Snapshot Repository

Execution Enviroments

Ship
CORD instance

Run

CORD instance

Run

Snapshot A

Snapshot C
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• Deployment: These RFBs and Ansible roles deploy the functional components of the 
CORD platform (the Kubernetes and Openstack VIMs, the ONOS SDNC, and the XOS 
orchestrator).  

• Post-deployment configuration: These RFBs and Ansible roles configure CORD for 
the VNFaaS use case; they also resolve issues that arise during the deployment stage. 
An example is the RFB/role pair which fixes a bug with the libvirt [103] virtualization 
engine. 

Because of a limitation in the RDCL 3D Tool the RFBs associated with the pre/post-
deployment process are defined as metadata fields in the platform deployment RFB graph, and 
not as RFB elements in the RFB graph. While parsing the RFB graph deployment request, the 
RDCL Agent identifies these RFBs and executes their Ansible roles on deployment runtime. As a 
result, in Figure 5-14, which illustrates the RFB graph that would deploy CORD in a target 
infrastructure node, only the deployment RFBs are present.  

Concerning the requirements from the infrastructure, the only prerequisite is that the target 
node should be pre-configured with a Linux-based OS [104] and a small set of libraries that allow 
the RDCL Agent to execute its workflows. Additionally, the infrastructure node should be 
registered in the IaaS inventory of the RDCL 3D tool. 

 Based on their scope, the deployment RFBs in the RFB graph have been grouped into five 
categories. While this does not provide functionality, it simplifies the understanding and 
composition of the graph. 

• Message brokers: This group contains the RFB leaf that deploys the rabbitMq [105] 
message broker, responsible for passing messages between the CORD components. 

• Storage: This group contains a set of RFB leaves, which deploy the storage and 
database components of the CORD platform (e.g., MariaDB [106] and Ceph [107]). 

• VIM: This group contains all RFB leaves that deploy the VIM and SDNC components of 
CORD. For convenience purposes, there is a logical split into three subcategories, 
namely OpenStack, Kubernetes, and ONOS. Each of these subcategories deploys the 
corresponding RFB leaves. 

• Orchestration: This group contains the RFB leaf that deploys the XOS orchestrator of 
the CORD platform. 

• Service Models: This group contains the RFB leaf that deploys the custom service model 
and service synchronizer that facilitate the deployment of the router, firewall, and 
monitoring probe VNFs into CORD. Details on this model are available in section 5.1.5.2. 
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Figure 5-14: The RFB graph used for the deployment of the CORD 6.0 platform. 

All remaining elements of Figure 5-14 are leaf RFBs, which means that they are mapped 
directly to the deployment of a component into the execution environment (these RFBs map to 
the execution of an Ansible role in the RDCL Agent). As can be observed, each RFB leaf is 
associated with an Integer value (for example rabbitMq has the value nine associated with it). 
These are priority values, defined as an RFB metadata field, and denote the execution sequence 
of the RFBs into the execution environment (smaller value means a higher priority). Assigning 
priorities ensures that in the case of deployment dependencies, the components that comprise 
CORD are deployed in the desired sequence. For example, the docker RFB has a higher priority 
than Kubernetes (k8s), as it a prerequisite for installing Kubernetes. Table 5-4 provides the list of 
RFB leaves that comprise CORD, together with context on the role of each RFB. For convenience, 
the RFBs are listed in priority order (the order in which they are deployed by RDCL 3D). 

Table 5-4: The list of RFB leaves in the platform deployment graph for CORD 6.0. 

RFB name RFB Role 
docker Deploys Docker [108], the container technology in CORD.  

dockerImageDownload Downloads all Docker images required for the deployment of CORD.  

k8s Deploys the Kubernetes cluster that hosts all Docker containers that 
comprise the CORD platform. 

clientsetup Installs and configures the Openstack client [109] in the CORD node. 
It provides access to the OpenStack CLI. 

ingress Deploys Ingress [110], a Kubernetes component which allows 
external access to services running in the cluster via a dedicated API. 

ceph A set of RFBs (ceph, cephNs, cephRados) that deploy the distributed 
storage component of the CORD platform. 

cephNs A set of RFBs (ceph, cephNs, cephRados) that deploy the distributed 
storage component of the CORD platform. 

mariaDb Deploys MarriaDB the database component of the CORD platform. 
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RFB name RFB Role 
rabbitMq Deploys the message broker component of the CORD platform. 

memcached Deploys MemCached [111] the distributed memory system of CORD. 
keystone Deploys Keystone [112], the identity service of Openstack. 

heat Deploys Heat [113], the Openstack orchestrator. 
cephRados A set of RFBs (ceph, cephNs, cephRados) that deploy the distributed 

storage component of the CORD platform. 
glance Deploys Glance [114] the Openstack image registry. 

openvSwitch Deploys the OpenvSwitch instance which connects all VMs that are 
deployed by Openstack.  

libvirt Deploys Libvirt [103], the virtualization service for OpenStack. 
nova Deploys Nova [115], the compute service of Openstack. 

neutron Deploys Neutron [116], the networking service of Openstack. 
localVolumeChart Deploys the persistent storage volume of the CORD platform. 

xosChart Deploys XOS, the orchestrator of the CORD platform. 
openstackChart Deploys the Openstack service model and synchronizer in XOS. 

onosChart Deploys the ONOS service model and synchronizer in XOS. 
addressManagerChart Deploys the corresponding service model and synchronizer in XOS. 
ngpaasServiceModel Deploys the NGPaaS service model and synchronizer in XOS. 

 

In contrast with the platform deployment process presented herein, which is highly modular, 
the default deployment process of CORD is based on the execution of monolithic scripts. This, 
script-based, deployment limits flexibility and obscures the individual components (e.g., 
OpenStack is deployed via the execution of a single script). 

5.1.5.5.2 Service RFBization 
Besides the CORD platform, all services and VAS of the VNFaaS have been integrated into 

the NGPaaS workflow. This includes the deployment of virtual router and firewall instances, the 
deployment of monitoring probe instances, and the deployment of the network policy framework 
components and instances.  

Two RFB/role pairs were required to facilitate the deployment of the firewall, router, and 
monitoring probe instances:  

• A service instance pair, which deploys VM-based VNFs in the Nova component of 
OpenStack (via a request to XOS)  

• A network instance pair, which deploys virtual networks in the Neutron component of 
OpenStack (via a request to XOS).  

Figure 5-15 illustrates an RFB graph that utilizes these two RFBs and which comprises 5 
RFB leaves. Three of these are of the type service instance, and map to the deployment of a 
router, firewall and monitoring probe VNF and two are of type network instance and map to the 
deployment of a monitoring and data plane virtual network. By creating associations on the graph 
between the RFBs, and by providing RFB metadata fields, the VSP can define the desired network 
connectivity for the VNFs. For example, the graph of Figure 5-15 defines connectivity of the router 
and firewall VNFs via a data plane network, but it also defines that the monitoring probe and router 
are connected via a monitoring network. This network allows the monitoring probe to send SNMP 
messages to the router, requesting CPU related statistics. Table 5-5 provides the list of metadata 
fields that must be provided to each RFB type, before their deployment to an RDCL Agent.  
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Figure 5-15: The RFB graph for the deployment of a router (monitored) and firewall VNF into CORD. 

Table 5-5: The metadata fields for the service and network instance RFBs. 

RFB Field  Context 
Service 
Instance 

FlavorName The Openstack flavor on which the VM will be based. The flavor 
must be already present in CORD. 

ImageName The Openstack image on which the VM will be based. The 
flavor must be already present in CORD. 

Management A Boolean value, which defines if the VM should be attached to 
the CORD management network. 

Monitored A Boolean value, which defines if the VM should be attached to 
the monitoring network. 

Public A Boolean value, which defines if the VM should be granted 
external network connectivity (via the Address manager service 
of CORD). 

Networks A list containing all private data networks that the VM should be 
attached to. 

ServiceName A String field required by XOS, to later identify the deployed 
service instance. 

ServiceID An Integer field required by XOS, to identify the deployed 
service instance. 

ServiceType The name of the XOS service model, upon which the service 
should be based. 

SliceName A String field required by XOS, to create a slice of resources for 
the service instance. 

Network 
Instance 

NetworkName A String field required by XOS, to identify the deployed network 
instance. 

Subnet The IP subnet to be allocated to the network. The specific IP 
will be allocated by ONOS using the Dynamic Host 
Configuration Protocol (DHCP). 

 

As detailed in Table 5-5 before the deployment of VNFs, the VSP or NGPaaS operator must 
onboard the necessary images and flavors into OpenStack. OpenStack images contain the 
preconfigured operating system that is booted with the VM, while OpenStack flavors define the 
virtual resources allocated to the VM in terms of CPU cores, Random Access Memory (RAM) 
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capacity, and disk space. These two components (OpenStack images and flavors) have also been 
mapped to service-level RFBs. Figure 5-16 illustrates an exemplary deployment via an RFB graph 
that comprises RFB leaves of type image and flavor for all three supported VNFs by the VNFaaS. 
Besides, Table 5-6 provides a list of the metadata fields that must be provided to each RFB type, 
before their deployment. 

 

Figure 5-16: The RFB graph for the deployment of OpenStack Images and Flavors into CORD. 

Table 5-6: The metadata fields for the image and flavor RFBs. 

RFB Field  Context 
Image ImageName The name to be assigned to this image in OpenStack and XOS. 

ImageURL Points to a network location, which stores the image file. 
Flavor FlavorName The name to be assigned to this flavor both in OpenStack and XOS. 

Cores The number of virtual CPU cores for instances of this flavor. 
RAM The amount of RAM (in Megabyte (MB)) for instances of this flavor. 
Disk The amount of disk (in Gigabyte (GB)) for instances of this flavor. 

 

The final service-level components that have been RFBized for the VNFaaS use case relate 
to the network policy framework presented in section 4.1.4 and include the deployment of the 
associated ONOS application, as well as the deployment of policy instances on a pre-deployed 
policy framework. Concerning the policy manager and policy type ONOS application one RFB/role 
had to be developed, which downloads an ONOS binary from a network location and installs it 
into the ONOS instance of CORD (via a call to XOS). Figure 5-17 illustrates the RFB graph that 
deploys the ONOS applications of the policy manager and the two policy types that are supported 
by the VNFaaS, namely the firewall and redirection policy types. In this figure, the metadata fields 
are illustrated as they appear in the RDCL 3D Tool interface, but they are also analyzed below in 
Table 5-7. In addition to the metadata fields for the ONOS application RFB, the figure and table 
illustrate the metadata fields inherited by the root RFB (service1_fb). These metadata help identify 
where the deployment should take place. 

Table 5-7: The metadata fields for the ONOS application RFB, together with the root RFB metadata. 

RFB Field  Context 
root RFB node The physical node in the infrastructure, into which CORD 

is running. As registered in the RDCL 3D Tool. 
ree The execution environment of this RFB (CORD in this 

case), as registered in the RDCL 3D Tool. 
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ONOS 
application 

oar_url The location from which to retrieve the application binary. 
onos_app_name The name with which the application will be registered. 
onos_service_name The ONOS instance on which to install the application. 
version The version of the application to be installed. 

 

 

Figure 5-17: The RFB graph and metadata for the deployment of the network policy framework into CORD. 
The figure also illustrates the metadata inherited by the root RFB (node, ree). 

The RFBization of the policy instances was performed on a per policy type basis. This 
approach means that for the VNFaaS use case, there was a need to create one RFB/role pair for 
the firewall policy instances and one RFB/role pair for the redirection policy instances. Via these 
two pairs, the NGPaaS administrator or the VSP can request the deployment of firewall and 
redirection policy instances directly to the network policy manager. The policy conditions and 
policy actions must be defined as RFB metadata fields, during the composition of the RFB graph. 
The RDCL 3D Agent uses these metadata to fill in a policy instance template and publish that to 
the REST endpoint of the policy manager. The remaining policy types supported by the network 
policy framework (connectivity and NAT), were not integrated into the VNFaaS PoC 

It should be stated that the RDCL 3D Tool and Agent allow for the removal or update of 
deployed RFB graphs. When the removal of a deployed RFB graph is requested, then the RDCL 
3D Tool the RFB graph to the corresponding Agent, appending it with a Boolean metadata field 
(called stop) set to true. This triggers the Agent to execute the Ansible roles that match the RFBs 
of the graph in reverse priority order (the RFB that was deployed first, will be the last to be 
removed). In the NGPaaS workflow, there is no distinction between deployment and removal of 
Ansible roles, and this means that regardless of whether an RFB is being deployed or removed 
the RDCL Agent triggers the execution of the same Ansible role. It should be the role of the 
developer of the Ansible role, to branch the workflow into two isolated parts using the stop Boolean 
metadata field as a trigger point. For the VNFaaS, this process was completed for all service-level 
RFBs (e.g., VNFs) however, due to time constraints and increased complexity, it was not possible 
to do the same for platform-level RFBs (e.g., the ONOS SDNC). This means that the user of the 
RDCL 3D Tool can at any point request the removal of the following deployed RFBs: 1) 
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OpenStack flavors and images, 2) VNF instances, 3) ONOS applications and 4) Policy Instances. 
Finally, as stated, besides the deployment and removal of RFB graphs, the RDCL 3D Tool and 
Agent support partial updates of deployed RFB graphs. This functionality allows, for example, an 
administrator to change a VNF of a deployed service chain without necessarily removing and 
redeploying the whole service chain. The scope of this functionality will become apparent later 
when introducing the healing VAS of the VNFaaS.  

5.1.5.6 The Architecture and processes of the VNFaaS 
The scope of this section is to demonstrate the end-to-end workflow of the VNFaaS PoC, 

starting from an empty infrastructure node and ending up with services deployed over a CORD 
platform, facilitated with a set of VAS, such as the monitoring and policy frameworks. Figure 5-18 
also illustrates this workflow.  

Initially, neither CORD nor any services are deployed in the target node. However, the target 
node is registered to the inventory of the RDCL 3D Tool. So, as a first step, the administrator uses 
the RDCL 3D Tool to compose a platform RFB graph (as seen in Figure 5-14). The RDCL 3D 
Tool ships this graph to the appropriate platform RDCL Agent. Each of the RFBs comprising the 
graph, triggers the execution of the respective Ansible role, seeding it with the provided metadata 
fields. This translates to hundreds of different actions on the target node, but from a broad 
perspective, it leads to the deployment of the following components: 

• Docker and Kubernetes, which are responsible for hosting and managing the individual 
functional components of CORD. As stated, these two components could also be used 
to host containerized VNFs. However, this is an unsupported feature by the VNFaaS. 

• OpenStack, which is responsible for deploying and managing the lifecycle of VNFs. 

• The OVS instance which interconnects the deployed VNFs. 

• ONOS, which manages the OVS instance through the OF protocol. 

• The XOS orchestrator, which orchestrates the service deployment requests. 

• The Docker containers which host the synchronizers of the XOS services. 

• The Docker containers which host the ancillary services of CORD (e.g., databases). 

The time it takes for the CORD platform to become operational can vary between 30 minutes 
and 90 minutes depending if the deployment process has been enhanced (see section 5.2 for 
details on this process). 
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Figure 5-18: The complete architecture and workflow of the VNFaaS Proof of Concept. 

After the deployment of CORD, the administrator can request the deployment of services by 
composing service RFB graphs (e.g., the one illustrated in Figure 5-15). As explained, service 
graphs in the VNFaaS can comprise image, flavor, instance, network, ONOS application, and 
policy instance RFBs. Figure 5-19 illustrates the complete workflow required to deploy VNFs into 
the CORD platform. As can be observed:  

1. Initially, the OpenStack deployment of CORD is free of any VNFaaS-related 
components. Glance reports no VNFaaS-related images and flavors, and Nova 
does not report any VNFs.  

2. Before deploying any VNFs, the administrator must compile an RFB graph 
comprising the NGPaaS related images and flavors. 

3. Deploying this RFB graph will result in the OpenStack deployment, being seeded 
with the VNFaaS-related images and flavors. 

4. At this point, the administrator can compile a VNF service graph, comprising a 
router, a firewall, and a monitoring probe. 

5. The deployment of this service graph results in the deployment of three VNFs in 
OpenStack. Moreover, the VNFs are provided the connectivity expressed in the 
RFB graph. As the router VNF can reach both the firewall VNF, as well as the 
public Internet. 
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Figure 5-19: Deploying services on an empty CORD 6.0 platform via the NGPaaS workflow. 

cord@cord:~$ openstack image list
+--------------------------------------+---------------------+--------+
| ID                                   | Name                | Status |
+--------------------------------------+---------------------+--------+
| 8bff73db-5576-4c32-a79d-8123910b1a06 | CISCO2              | active |
| 3612a13a-8541-4b29-8ff1-ab8fd8bd1c14 | Cirros 0.3.5 64-bit | active |
| 62414d27-62f8-4b25-93b5-a73b3672cedd | FORTINET2           | active |
| 058a073e-251c-4094-b295-c61952069b9b | MONITOR2            | active |
+--------------------------------------+--------+---------------------+
cord@cord:~$ openstack flavor list
+--------------------------------------+-------------+-------+------+-----------+-------+-----------+
| ID                                   | Name        |   RAM | Disc | Ephemeral | VCPUs | Is Public |
+--------------------------------------+-------------+-------+------+-----------+-------+-----------+
| 8bff73db-5576-4c32-a79d-8123910b1a06 | m1.tiny     |  1024 |   10 |         0 |     1 | True      |
| 3612a13a-8541-4b29-8ff1-ab8fd8bd1c14 | m1.medium   |  4096 |   40 |         0 |     2 | True      |
| 62414d27-62f8-4b25-93b5-a73b3672cedd | m1.large    |  8192 |   80 |         0 |     4 | True      |
| 058a073e-251c-4094-b295-c61952069b9b | m1.cisco    |  4096 |   10 |         0 |     1 | True      |
| 058a073e-251c-4094-b295-c61952069b9b | m1.small    |  2048 |   20 |         0 |     1 | True      |
| 058a073e-251c-4094-b295-c61952069b9b | m1.fortinet |  1024 |   10 |         0 |     1 | True      |
| 058a073e-251c-4094-b295-c61952069b9b | m1.xlarge   | 16384 |  160 |         0 |     8 | True      |
+--------------------------------------+-------------+--------------+-----------+-------+-----------+

cord@cord:~$ nova list --all-tenants --fields status,networks
+--------------------------------------+--------+-----------------------------------------------------------------------------------------------------------+
| ID                                   | Status | Networks                                                                                                  | 
+--------------------------------------+--------+-----------------------------------------------------------------------------------------------------------+
| 4b9a7405-12e1-467b-a7c4-4f2753897fb9 | ACTIVE | dataNetwork_network=10.0.10.11; management=172.27.0.6; public=10.8.1.2                                    |
| 50fc59da-02b1-4df4-a863-440e84c8e0c3 | ACTIVE | dataNetwork_network=10.0.10.3; management=172.27.0.3; monitoringNetwork_network=10.0.4.9; public=10.8.1.9 |
| dca0828f-122e-44e8-aea4-f918794b8847 | ACTIVE | management=172.27.0.11; monitoringNetwork_network=10.0.4.3; public=10.8.1.10                              |
+--------------------------------------+--------+-----------------------------------------------------------------------------------------------------------+
cord@cord:~$ ssh cisco@172.27.0.3
Password:
ngpaas_snmp_v2#ping 10.0.10.11
Type escape sequence to abort.
Sending 5, 100-byte ICMP Echos to 10.0.10.11, timeout is 2 seconds:
!!!!!
Success rate is 100 percent (5/5), round-trip min/avg/max = 1/1/1 ms
ngpaas_snmp_v2#ping 8.8.8.8
Type escape sequence to abort.
Sending 5, 100-byte ICMP Echos to 8.8.8.8., timeout is 2 seconds:
!!!!!
Success rate is 100 percent (5/5), round-trip min/avg/max = 12/12/13 ms

Initially no VNFaaS components are deployed in the platform1

No VNFs

No VNFaaS flavors

No VNFaaS images

Deploying the router, firewall and probe 
OpenStack images and flavors via RDCL 3D

2

Three images have been added.
3

Three flavors have been added.

The service is deployed via RDCL 3D
4

The VNFs are deployed in  OpenStack (Firewall, Router and Probe as they appear in the list). 
All can be accessed via the management network. The Firewall and Router VNF can communicate via the data network. 
The VNFs also have access to public networks via their public interfaces.

cord@cord:~$ openstack image list
+--------------------------------------+---------------------+--------+
| ID                                   | Name                | Status |
+--------------------------------------+---------------------+--------+
| 3612a13a-8541-4b29-8ff1-ab8fd8bd1c14 | Cirros 0.3.5 64-bit | active |
+--------------------------------------+--------+---------------------+
cord@cord:~$ openstack flavor list
+--------------------------------------+-------------+-------+------+-----------+-------+-----------+
| ID                                   | Name        |   RAM | Disc | Ephemeral | VCPUs | Is Public |
+--------------------------------------+-------------+-------+------+-----------+-------+-----------+
| 3612a13a-8541-4b29-8ff1-ab8fd8bd1c14 | m1.medium   |  4096 |   40 |         0 |     2 | True      |
| 62414d27-62f8-4b25-93b5-a73b3672cedd | m1.large    |  8192 |   80 |         0 |     4 | True      |
| 058a073e-251c-4094-b295-c61952069b9b | m1.small    |  2048 |   20 |         0 |     1 | True      |
| 058a073e-251c-4094-b295-c61952069b9b | m1.xlarge   | 16384 |  160 |         0 |     8 | True      |
+--------------------------------------+-------------+--------------+-----------+-------+-----------+
cord@cord:~$ nova list --all-tenants --fields status,networks
+--------------------------------------+--------+----------+
| ID                                   | Status | Networks |
+--------------------------------------+--------+----------+
+--------------------------------------+--------+----------+

3

1

1
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After the successful deployment of a service chain like that of Figure 5-15, the monitoring 
probe starts collecting network and VNF related statistics using the REST interface of ONOS and 
the SNMP interface of the VNFs respectively. Upon collecting these statistics, the probe ships 
them to a remote ELK instance, for further processing and visualization. Figure 5-20 illustrates 
the Kibana dashboard that visualizes the collected network statistics from the ONOS SDNC. The 
graph on the left side shows current traffic information of all interfaces of deployed VNFs, in terms 
of utilized bandwidth (measured in KBps). The right side of the dashboard is a dynamic legend 
that denotes which color belongs to each interface. Since the monitoring probe is a dynamic 
component, this dashboard is continuously updated, both with the latest data on bandwidth 
utilization, but also with the latest list of available VNF interfaces. 

 

Figure 5-20: Monitoring of the network state in the VNFaaS (Kibana dashboard). 

Figure 5-21 illustrates the monitoring, alerting, and healing capabilities of the VNFaaS PoC, 
for the CPU utilization of monitored VNFs. The left-hand side plots the CPU utilization and 
illustrates possible alerts. More specifically, if the CPU utilization exceeds 30%, then a yellow alert 
is illustrated while exceeding the 50% and 90% thresholds illustrates an amber and red alert 
respectively. In the case of a red alert, a healing action will be automatically triggered. In the 
example of Figure 5-21, there is a steady rise in CPU utilization over time. Around the 11:24:00 
mark, the utilization exceeds the 50% threshold, which triggers an Amber alert in Kibana, this, 
however, does not trigger a healing action as the alert is not considered critical. When the CPU 
is reported to be more than 90%, Kibana throw as Red alert. If this level of CPU utilization is 
sustained for consecutive measurements (is not a temporary peak), then the healing function is 
triggered which 1) requests the removal of the misbehaving VNF and 2) requests the provisioning 
of a new VNF of the same type (both actions are directed to the RDCL 3D Tool). After a period, 
the new VNF is online, and its CPU utilization is reported to Kibana.  

In addition to the workflow described herein, two more things should be pointed out 
concerning the example of Figure 5-21.  

• The figure has been edited to reduce the section with no reported statistics. This 
editing was for illustrative issues to make the figure more readable.  
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• The reason a Yellow alert is missing (from Green directly to Orange) is that the CPU 
utilization ramped up to fast for the ELK stack to collect a representative data point 
during the period that CPU utilization was between 30% and 50%.  

Finally, it should be stated that the implementation of the healing function as well as the 
functions of the ELK stack were not personal contributions but were implementations of other 
NGPaaS partners. There were, however, considerable contributions to the design of the alerting 
and healing workflow as well as the design and implementation of the monitoring probe. 

 

Figure 5-21: Monitoring of VNF CPU resources and alerting in the VNFaaS (Kibana dashboard). 

As can be observed in Figure 5-21, the healing workflow integrated into the VNFaaS has 
one limitation concerning network service continuity. Since the workflow follows a destroy-then-
create logic, for a few minutes, the target VNF is out of service. Also, the re-provisioned VNF 
instance will have a new IP addressing configuration (in CORD IP allocation for provisioned VNFs, 
is done via means of the ONOS DHCP service). This means that any existing traffic flows in the 
network need to be reconfigured to target the new VNF instance. There was an attempt to mitigate 
this limitation by designing and implementing a create-redirect-destroy healing workflow. 
However, due to time constraints, this process was not automated to its full extent, via the ELK 
stack and the healing function. Instead, healing is manually administered via interactions with the 
RDCL 3D Tool. Due to this limitation, this solution should be approached as a standalone 
demonstration and not as an integrated part of the VNFaaS use case. 

To support this healing workflow, the Ansible role responsible for the lifecycle management 
of service instance RFBs had to be redesigned, and a new metadata Boolean field had to be 
added to the service instance RFB. To trigger a create-redirect-destroy workflow the deployed 
RFB graph had to be manually modified, in a single action, by 1) Removing the RFB 
corresponding to the misbehaving VNF and 2) A new VNF with the new Boolean flag set to True 
had to be defined. Then, the modified RFB graph had to be sent to the RDCL 3D Agent for 
deployment.  

CPU utilization has exceeded 
the 50% mark and an Amber 

alert is shown

CPU utilization has exceeded the 90% 
mark and an Red alert is shown

The alert has been sustained long 
enough to tigger a healing action. 

The VNF has been destoyed and a new 
instance has been requested.  It takes some 
minutes for the new VNF to be online. During 

this period no CPU statistics are reported.

The new VNF is online.
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Upon receiving the updated RFB graph, the default behavior of the Agent would be first to 
delete the misbehaving VNF and then trigger the creation of the new VNF. However, by using the 
new Boolean flag as a trigger-point, it was possible to bypass the initial deletion step. Instead, the 
Ansible workflow starts by creating the new VNF and waiting until it becomes responsive (until it 
replies to an Internet Control Message Protocol (ICMP) request). Once the new VNF is 
operational, the workflow compiles a redirection policy instance using the data plane IPs of the 
old and the new VNF as policy conditions. These policy conditions were automatically retrieved 
by the RDCL 3D Agent, by polling the API of the OpenStack client. Then the Ansible role publishes 
this redirection policy instance to the policy manager. This results in the transparent redirection 
of traffic from the old VNF to the new VNF. Finally, the Ansible role will request the deletion of the 
misbehaving VNF.  

 

Figure 5-22: The healing workflow with traffic redirection capabilities. 

The following steps were used to validate this healing workflow: (1) An initial service chain 
of a virtual router, and a virtual firewall was deployed via the RDCL 3D Tool. In contrast with the 
deployment of Figure 5-15, this deployment did not include a monitoring probe, as the healing 

The two VNFs are already deployed and connected together via the data network1

An ICMP packet stream is initiated from the firewall to the router, over the shared data network

The deployed service RFB graph is updated. The new RFB has the healed flag set to True 
3

Eventually the new VNF will come online, meanwhile the old VNF is still 
serving traffic

The Ansible Agent triggers the compositon and deployment of a redirection policy instance and then requests the removal of the old VNF
5

Finally only the new VNF remains.

cord@cord:~$ nova list --all-tenants --fields status,networks
+--------------------------------------+--------+------------------------------------------------------------------------------------------------------------+
| ID                                   | Status | Networks                                                                                                   |
+--------------------------------------+--------+------------------------------------------------------------------------------------------------------------+
| c912b6e1-2b93-4aa1-ae67-b02713714109 | ACTIVE | dataNetwork_network=10.0.10.3; management=172.27.0.3; public=10.8.1.9                                      |
| 19671d31-a385-4635-9da9-2b6c6e8801e1 | ACTIVE | dataNetwork_network=10.0.10.9; management=172.27.0.12; monitoringNetwork_network=10.0.4.9; public=10.8.1.6 |        
+--------------------------------------+--------+------------------------------------------------------------------------------------------------------------+

FortiGate-VM64-KVM # execute ping 10.0.10.9
PING 10.0.10.9 (10.0.10.9): 56 data bytes
64 bytes from 10.0.10.9: icmp_seq=0 ttl=225 time=0.4 ms
64 bytes from 10.0.10.9: icmp_seq=1 ttl=225 time=0.2 ms
64 bytes from 10.0.10.9: icmp_seq=2 ttl=225 time=0.4 ms
64 bytes from 10.0.10.9: icmp_seq=3 ttl=225 time=0.3 ms

- metadata: 
   flavor: m1.cisco
   healed: true
   id: '1306'
   image: CISCO2
   management: true
   monitored: true
   public: true
   networks:
    - dataNetwork_network

- monitoringNetwork
   priority: 4
   service_name: ngpaasservice_1306
   service_type ngpaas
   service_type_caps: Ngpaas
   slice_name: 
mysite_ngpaasservice_1306
  name: ciscoInstance
  rfb-level: leaf
  type: vnfaasInstance

cord@cord:~$ nova list --all-tenants --fields status,networks
+--------------------------------------+--------+-------------------------------------------------------------------------------------------------------------+
| ID                                   | Status | Networks                                                                                                    |
+--------------------------------------+--------+-------------------------------------------------------------------------------------------------------------+
| c912b6e1-2b93-4aa1-ae67-b02713714109 | ACTIVE | dataNetwork_network=10.0.10.3; management=172.27.0.3; public=10.8.1.9                                       |
| 19671d31-a385-4635-9da9-2b6c6e8801e1 | ACTIVE | dataNetwork_network=10.0.10.9; management=172.27.0.12; monitoringNetwork_network=10.0.4.9; public=10.8.1.6  |
| 1e0a9707-cf87-4d95-af68-01ab91b4ce16 | ACTIVE | dataNetwork_network=10.0.10.10; management=172.27.0.4; monitoringNetwork_network=10.0.4.3; public=10.8.1.11 |
+--------------------------------------+--------+-------------------------------------------------------------------------------------------------------------+

TASK [vnfaaslnstance : Fill in the redirection policy template] *********************
Tuesday 11 June 2019 13:24:45 +0000 (0:02:51.001)        0:03:56.585 ****************
changed: [cord-rfb] 
TASK [vnfaaslnstance : Push and activate the RD policy] *****************************
Tuesday 11 June 2019 13:24:47 +0000 (0:00:02.535)        0:03:59.120 ****************
changed: [cord-rfb] 
[Tuesday 11 June 2019 13:24:49 GMT+0000 (UTC) INFO [route/agentRoutes] GET /deployments/77
[Tuesday 11 June 2019 13:24:49 GMT+0000 (UTC) INFO [route/deploymentRoutes] GET /deployments/77
[Tuesday 11 June 2019 13:24:49 GMT+0000 (UTC) INFO [route/deploymentRoutes] get info of deployment 77
[Tuesday 11 June 2019 13:24:49 GMT+0000 (UTC) INFO [AgentController] getDeploymentInfo
TASK [vnfaaslnstance : Delete the old vm] ********************************************

cord@cord:~$ nova list --all-tenants --fields status,networks
+--------------------------------------+--------+-------------------------------------------------------------------------------------------------------------+
| ID                                   | Status | Networks                                                                                                    |
+--------------------------------------+--------+-------------------------------------------------------------------------------------------------------------+
| c912b6e1-2b93-4aa1-ae67-b02713714109 | ACTIVE | dataNetwork_network=10.0.10.3; management=172.27.0.3; public=10.8.1.9                                       |
| 1e0a9707-cf87-4d95-af68-01ab91b4ce16 | ACTIVE | dataNetwork_network=10.0.10.10; management=172.27.0.4; monitoringNetwork_network=10.0.4.3; public=10.8.1.11 |
+--------------------------------------+--------+-------------------------------------------------------------------------------------------------------------+
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action was manually initiated. (2) Once the two VNFs were operational, a continuous stream of 
ICMP requests was sent from the data plane interface of the firewall VNF to the data plane 
interface of the router VNF. This packet stream was meant to be the “alive” check for service 
continuity from the perspective of the end-users of the VNFaaS. If this packet stream was not 
interrupted (no packet loss and no excessive delays), then the healing could be considered as 
transparent to the users of the service. (3) After the initiation of this ICMP packet stream, the RFB 
graph of the deployment was manually updated, to trigger a healing action for the router VNF. 
This action triggered the RDCL 3D Agent to request the deployment of a new router VNF. (4) 
Once the new VNF was operational (RDCL 3D Agent received an ICMP reply, from the 
management interface of the VNF), (5) a redirection policy request was automatically compiled 
and submitted to the REST endpoint of the policy manager of the ONOS SDNC. After the 
submission of the policy instance, the RDCL 3D Agent requested the removal of the old router 
VNF. (6) Finally, the old VNF is removed from the deployment, and only the new VNF remained 
in the deployment. During the whole healing workflow, the “alive” packet stream was at no point 
affected, hence the process can be considered as transparent. Figure 5-22 illustrates this 
workflow. 

As the final element supported by the VNFaaS PoC, the remaining of this section 
demonstrates the ability to deploy firewall policy instances into the network policy framework via 
the RDCL 3D Tool. The workflow is illustrated in Figure 5‑23 but is also listed below. 

1. The deployment of VNFs is excluded herein, as it has already been demonstrated. 

2. The network policy framework has not been deployed yet; thus, the ONOS SDNC 
includes only the default ONOS applications of the CORD platform.  

3. The administrator compiles and deploys an RFB service graph comprising ONOS 
app RFBs. This graph requests the deployment of the policy framework components.  

4. After the deployment of the RFB graph, the ONOS applications that comprise the 
network policy framework are installed.  

5. Since no policy instances have been deployed yet, traffic can still flow between the 
router and firewall VNFs.  

6. The administrator creates and publishes a policy RFB graph comprising a single 
firewall policy RFB. Within the deployment request, the necessary policy conditions 
and actions are also provided.  

7. This results in a new flow rule to be installed in the ONOS SDNC by the network 
policy framework  

8. Finally, because of this flow rule traffic between the selected endpoints is blocked.  
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Figure 5-23: Blocking traffic in the VNFaaS by applying firewall policy instances. 

5.1.6 Section Conclusion 
This section presented the NGPaaS framework, a new proposal for the composition and 

deployment of custom platforms and services in the available infrastructure. More specifically, this 
section presented the concept of RFBs, which are an abstracted representation of service and 
platform components and which can be used as building blocks for the composition of complex 
deployment requests in the form of RFB graphs. Besides, this section presented the architecture 
of the NGPaaS together with the different actors and their interactions. Finally, the NGPaaS was 
validated via the VNFaaS use case, a service scenario which facilitates a VSP to provision 
virtualized router and firewall VNFs for its end users. As part of this use case, the following list of 
actions was demonstrated, using the capabilities and workflows of the NGPaaS: 

• Deployment of the CORD platform (version 4.1 and version 6.0) in the compute 
infrastructure. 

• Deployment and removal of service-related artifacts from the CORD platform (e.g., 
OpenStack images and flavors, VNF instances, and virtual networks). 

• Monitoring of network and VNF resources and alerting when predefined thresholds are 
breached. 

The two VNFs are already deployed and connected together via the data network

Policy framework is not yet deployed in ONOS
2

Deploying the policy framework via RDCL 3D

Policy framework now deployed in ONOS

 Traffic is still allowed between the two VNFs
5

Publishing a firewall policy (metadata RDCL view)
6

Flow rule blocking the traffic is installed in ONOS

Traffic is now blocked between the VNFs8

cord@cord:~$ nova list --all-tenants --fields status,networks
+--------------------------------------+--------+-----------------------------------------------------------------------------------------------------------+
| ID                                   | Status | Networks                                                                                                  |
+--------------------------------------+--------+-----------------------------------------------------------------------------------------------------------+
| 4b9a7405-12e1-467b-a7c4-4f2753897fb9 | ACTIVE | dataNetwork_network=10.0.10.11; management=172.27.0.6; public=10.8.1.2                                    |
| 50fc59da-02b1-4df4-a863-440e84c8e0c3 | ACTIVE | dataNetwork_network=10.0.10.3; management=172.27.0.3; monitoringNetwork_network=10.0.4.9; public=10.8.1.9 |
| dca0828f-122e-44e8-aea4-f918794b8847 | ACTIVE | management=172.27.0.11; monitoringNetwork_network=10.0.4.3; public=10.8.1.10                              |
+--------------------------------------+--------+-----------------------------------------------------------------------------------------------------------+

onos> apps -s -a
*  14 org.onosproject.drivers              1.13.2   Default Drivers
*  26 org.onosproject.ovsdb-base           1.13.2   OVSDB Provider
*  27 org.onosproject.drivers.ovsdb        1.13.2   Generic OVSDB Drivers
*  33 org.onosproject.hostprovider         1.13.2   Host Location Provider
*  34 org.onosproject.lldpprovider         1.13.2   LLDP Link Provider
*  35 org.onosproject.optical-model        1.13.2   Optical Network Model
*  36 org.onosproject.openflow-base        1.13.2   OpenFlow Base Provider
*  37 org.onosproject.openflow             1.13.2   OpenFlow Provider Suite
*  39 org.onosproject.dhcp                 1.13.2   DHCP Server
* 169 org.opencord.vtn                     1.6.0    VTN App
* 172 org.opencord.config                  1.4.0    CORD Configuration Meta Application

onos> apps -s -a
*  14 org.onosproject.drivers              1.13.2   Default Drivers
*  26 org.onosproject.ovsdb-base           1.13.2   OVSDB Provider
*  27 org.onosproject.drivers.ovsdb        1.13.2   Generic OVSDB Drivers
*  33 org.onosproject.hostprovider         1.13.2   Host Location Provider
*  34 org.onosproject.lldpprovider         1.13.2   LLDP Link Provider
*  35 org.onosproject.optical-model        1.13.2   Optical Network Model
*  36 org.onosproject.openflow-base        1.13.2   OpenFlow Base Provider
*  37 org.onosproject.openflow             1.13.2   OpenFlow Provider Suite
*  39 org.onosproject.dhcp                 1.13.2   DHCP Server
* 169 org.opencord.vtn                     1.6.0    VTN App
* 172 org.opencord.config                  1.4.0    CORD Configuration Meta Application
* 173 eu.ngpaas.pm                         1.0.SNAPSHOT Policy Manager
* 174 eu.ngpaas.fw                         1.0.SNAPSHOT Firewall Policy Manager
* 175 eu.ngpaas.rd                         1.0.SNAPSHOT Redirection Policy Manager

cord@cord:~$ ssh cisco@172.27.0.3
Password:
ngpaas_snmp_v2#ping 10.0.10.11
Type escape sequence to abort.
Sending 5, 100-byte ICMP Echos to 10.0.10.11, timeout is 2 seconds:
!!!!!
Success rate is 100 percent (5/5), round-trip min/avg/max = 1/1/2 ms

- metadata:
   actions:
    - value: 'false'

  variable: allow
   conditions:
    - - value: 10.10.10.11

    variable: dst_ip
- - value: 10.10.10.3
    variable: src_ip  

    form: CNF
policy_priority: 1
status: activate
type: FIREWALL

  name: firewallPolicy
  rfb-level: leaf
  type: firewallPolicy

onos> flows | grep Firewall |wc -l
        1

cord@cord:~$ ssh cisco@172.27.0.3
Password:
ngpaas_snmp_v2#ping 10.0.10.11
Type escape sequence to abort.
Sending 5, 100-byte ICMP Echos to 10.0.10.11, timeout is 2 seconds:
.....
Success rate is 0 percent (0/5)

3
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• Automated healing actions for misbehaving VNFs. 

• Deployment of network policy instances to facilitate network control. 

5.2 Accelerating Platform Deployments in the Cloud 
The experience gained from the VNFaaS use case highlighted the complexity of Telco 

platform solutions such as CORD. This complexity makes the deployment process a time-
consuming and error-prone task, which can act as a barrier to the adoption of such platform 
solutions by Telco Operators. Based on this observation, this section provides some hindsight 
over the experience with the CORD platform, but also includes several deployment techniques 
that can expedite the deployment time of CORD by approximately 67%.  

In addition to the experience gained by the VNFaaS use case, the inspiration to investigate 
this issue also came from studying the 5G Key Performance Indicators (KPI) [117] provided by 
the 5th Generation Infrastructure Public-Private Partnership (5G-PPP) initiative [118]. There in the 
second performance KPI (P2), it is stated that service deployment1 time should be reduced from 
90 hours to 90 minutes. It can be argued, however, that this KPI should also translate to the 
deployment of the underlying Telco cloud platforms, as platform deployment can be considered 
a cloud-native service of a 5G deployment.  

5.2.1 Lessons learned 
Having the opportunity to use the CORD platform over an extended period has provided 

some hindsight over its capabilities and limitations. This section provides this information in the 
form of “lessons learned”, which hopefully will prove useful for either the evolution of future CORD 
releases or for other similar Telco cloud platforms.  

Open-source software is beneficial for research and innovation, and its use should be 
advocated. In contrast with proprietary solutions, open-source software is free to use, with certain 
restrictions depending on the license. Moreover, open-source projects have a lower barrier to 
entry for new developers as they are readily available to anyone. Because of these 
characteristics, the use of open-source software is becoming standard practice even within the 
industry, as companies invest in the use of open source components and move away from 
proprietary solutions. Three such examples are ONF [3], which has a high involvement from Telco 
operators [119], [120] , the Open Compute Project (OCP) [121] where companies like Microsoft 
and Facebook [122] are active participants and Openstack which, as the de facto solution for VM-
based cloud deployments, has been supported by many companies [123]. However, the use of 
open source components has some possible dangers, which is essential they are identified and 
considered by Telco operators.  

One such danger is the unreliable versioning of components, within large and heterogenous 
software stacks. As an example, consider the following case, while CORD version 4.1 and CORD 
version 6.0 were supposed to be stable releases, it was a common practice for the CORD 
community to push updates in their code-base. While the reasoning for that was to backtrack 
useful features from the latest branches or to resolve newly identified bugs, this approach often 
led to stability issues (e.g., broken dependencies). 

                                                      
1 The KPI mentions service creation time, but from the context refers to the deployment of a 

service instance. 
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Additionally, developers of open-source software, often emphasize on functionality and ease 
of development over performance and testing. This can lead to open source components that on 
their own might be ‘fast/stable enough’, but once aggregated into complex software stacks (e.g., 
CORD), they can result in a worse overall performance or stability. It should be noted that open 
source software comes without any warranty for technical support, and development can stop at 
any time. This can imply personal involvement by Telco Operators in resolving bugs or 
maintaining the software over time. The work presented in section 5.1.5, for example, has led to 
several open-source contributions to the CORD code-base [124]–[126]. On the other hand, 
actively contributing to the software allows for the design and implementation of desired new 
features, an option unavailable for proprietary solutions where a new feature can take months or 
years to be fulfilled (if at all).  

Another issue with CORD was concerning cross-component dependencies, an issue 
pronounced by CORD’s microservice-based architecture. Keeping track of so many individual 
components during development (especially in an open-source project) can go wrong and lead to 
either hidden or broken dependencies. For example, at some point during the development of the 
VNFaaS PoC, a new version of the XOS orchestrator’s API container had compatibility issues 
with specific versions of other CORD components. This issue happened because the new 
dependencies were not adequately exposed and led to obscure errors during the deployment of 
CORD.  

5.2.2 Deployment Best Practices 
As explained at the beginning of this section, CORD should be deployable under the allotted 

90 minutes defined in the P2 KPI of 5G PPP in [117]. The work presented herein proposes a set 
of CORD deployment best practices that can reduce the deployment time of CORD well below 
this threshold. These improvements were achieved through a series of experiments, which 
identified: 

• Hardware dependencies in the infrastructure with a substantial impact on the 
deployment time of CORD components. 

• New deployment workflows that drastically reduce the deployment time. 

To ensure that the experiments were conducted in a reliable and repeatable environment 
while also minimizing the effect of manual interactions, the deployment process for CORD was 
fully automated and triggered by a single action. More specifically, the deployment of CORD was 
performed via the RDCL 3D Tool, as explained in section 5.1.5. The experiments presented 
herein were repeated multiple times, and they resulted in consistent deployment durations. 
Finally, for reference purposes, Table 5-8 lists the hardware specifications of the server, which 
was used to deploy CORD. 

Table 5-8: Hardware specifications of the CORD server. 

CPU 2x Intel(R) Xeon(R) E5-2699 v3 @ 2.30GHz 
RAM 32GB 
OS Ubuntu 16.04.06 LTS (4.4.0-131-generic) 

HDD Samsung HD203WI (2000 GB) 
SSD OCZ-VERTEX3 MI (120 GB) 
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The results pointed to a strong dependency between the read/write speeds of the storage 
medium and the deployment time of the CORD platform.  While this section makes a comparison 
between a Hard Disk Drive (HDD) a Solid-State Drive (SSD); it is the read/write speeds of the 
drive that matter. This statement implies that an HDD in a Redundant Array of Inexpensive Disks 
(RAID) could provide similar performance to an SSD. In the experiments, using an SSD over an 
HDD, in a non-RAID format, reduced deployment time by approximately 51%. This result is 
illustrated in  Figure 5-24 when comparing columns two and four. 

Another dependency, especially pronounced on an SSD-based deployment, was with how 
the Docker images that comprised CORD were downloaded from their remote repositories [127]. 
Docker images comprise individual layers, which are glued together by the underlying file system 
into a single disk. As part of the download process for these images, Docker fetches these layers 
in parallel, but their extraction (they are downloaded in a compressed format to save network 
resources) and their verification is done as a set of serial operations. Additionally, in the default 
CORD deployment process, the Docker images where downloaded right before the instantiation 
of their respective microservice. As a result, the download process was also serial. From the 
results, it became clear that these serial operations were a bottleneck for the deployment of 
CORD, especially when multiple CPU cores were available in the system. Based on this 
observation, a change to the deployment process of CORD was implemented, which parallelized 
the Docker image download process by performing a batch download at the start of the CORD 
deployment process. The new deployment process translated to a parallel processing when 
downloading, extracting and verifying Docker layers which belonged to different Docker images. 
On an SSD-based server, the improvement in deployment time was approximately 32%, which 
can be observed in Figure 5-24 when columns one and two are compared. In an HDD-based 
server, the improvement in deployment time is less pronounced (6.8%), an explanation for that 
could be that the disk IO acted as a barrier to further improvements. 

As explained in section 5.1.5.1, CORD comprises 4 main functional elements, namely XOS, 
OpenStack, Kubernetes, and ONOS. However, following CORD’s microservice-based 
architecture, on deployment, these elements are decomposed into multiple subcomponents (e.g., 
Neutron, Nova, Glance for the OpenStack VIM). Following this observation, there was an effort to 
identify the CORD subcomponents that were affected the most by the deployment improvements 
presented herein. The results of Figure 5-24 show that the deployment of the Nova & Neutron 
OpenStack subcomponents is impacted the most from the technology of the storage medium. 
While the change in the download process of Docker images provides a small improvement when 
considering any subcomponent individually, it has a strong aggregate effect when all considering 
all subcomponents.  
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Figure 5-24: Comparison of CORD deployment times with different deployment practices. 

5.2.3 Section Conclusion 
While platforms such as CORD ease the deployment and management of Telco services, 

they have an inherent complexity which can result in excessive deployment times. This section 
provided two contributions to resolving this issue. It provided several “lessons learned” from 
experience with the CORD platform but it also listed a set of deployment best practices for the 
CORD platform which can reduce its deployment time by 66.8%, (from 1 hour and 32 minutes to 
30 minutes), an improvement which places the deployment of CORD well below the 90 minutes 
KPI defined by 5G PPP. 

5.3 SDN Controller Requirements for Next-Generation Telco PaaS 
The experience of building the VNFaaS use case of NGPaaS has highlighted the importance 

of the SDNC in the context of a Telco platform environment. An SDNC is expected to be an 
integral part of any 5G platform design and implementation, due to its capability to provide network 
programmability and flexibility. Besides, the SDNC can provide SFC capabilities by 
interconnecting VNFs on the demand of an orchestrator. However, current SDNC 
implementations were designed with DC networks and workloads in mind and as a result, might 
have overlooked the requirements of Telco operators or next-generation networks (i.e., 5G). This 
section investigates this issue by providing a list of requirements for SDNCs that can facilitate 
their future design. A comparative analysis is also provided between these requirements and 
ONOS as a representative of state of the art in SDNCs.  

Before identifying any specific requirements, a set of context groups was created, which 
approach the SDNC from different perspectives. The following groups were identified through this 
investigation: 
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1. Performance requirements: While not specific to a Telco environment, the performance 
characteristics of the SDNC are of high importance. This statement is especially true 
when considering the stringent requirements of 5G services. 

2. Domain requirements: A 5G deployment might span multiple network domains; this 
would require multiple network control points. As a result, a multi-controller architecture 
must be supported.  

3. Modularity requirements: To strike a balance between performance, capabilities, and 
resource footprint, the SDNC should be deployable in a modular way, including only 
necessary artifacts.  

4. SDN/NFV integration requirements: As described in section 2.2.3, SDN and NFV are 
two tightly related paradigms. To fully benefit from their coexistence, the SDNC must be 
built with a level “NFV-awareness” and not be limited to a network perspective. 

5. Policy enforcement requirements: A 5G deployment is expected to comprise a diverse 
set of network technologies, each with its dedicated protocols and APIs. Policy-based 
network management must be provided by the SDNC, to abstract network complexity, 
and facilitate network control. 

Based on these groups, Figure 5-25 provides a mind map of all identified requirements, which 
are analyzed later in their respective subsections. All requirements presented herein are assigned 
unique identifiers (e.g., R3), which are used as reference points throughout this section. 

 

Figure 5-25: A mind map of all SDNC requirements, placed into different context groups. 

5.3.1 Performance Requirements 
This section lists and analyzes a set of requirements that relate to the performance aspects 

of the SDNC. As stated in the introduction of this section, while performance considerations can 
relate to any network environment, they are more pronounced in the context of 5G. 

• Scalability (R1): Since 5G deployments will be highly automated and flexible, the number 
of network flows to be catered by the SDNC might vary over time. To ensure the stability 
of the network control plane (and thus of the data plane) as well as the efficient utilization 
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of the available resources, the capacity of the control plane (i.e., How many requests the 
SDNC can handle) should scale-in or scale-out depending on the state of the network. 
This could happen, for example, by changing the resources (e.g., CPU cores) allocated 
to the SDNC or by creating an SDNC cluster and changing the number of SDNC 
instances. 

• High Availability (R2): Due to its centralized nature, the SDNC can be considered as a 
single point of failure for network control. The control plane should offer a level of 
redundancy for both hardware and software failures to mitigate this issue. An example, 
again, is the use of clustering, where more than one SDNC instance is responsible for 
network control. This way if an instance fails, then the remaining instances can still ensure 
network operations. Moreover, by placing the SDNC instances across different physical 
servers the control plane can be resilient also to hardware failures. 

• Low latency (R3): 5G is expected to cater for many mission-critical services (e.g., 
connected cars, industrial automation), which can impose strict latency requirements. The 
SDNC should identify traffic flows associated with mission-critical services and provide 
them low latency paths in the data plane. Besides, the placement of the SDNC should 
also be done in such a way that it minimizes the control plane latency. 

5.3.2 Domain Requirements 
As mentioned, a 5G deployment might span multiple network domains, each with each own 

set of technologies and requirements. For the SDNC to support multi-domain network control, the 
foremost requirement is that of Distribution (R4). It should be possible to deploy multiple 
controller instances, each responsible for a specific domain, while at the same time ensuring that 
they operate in coordination with each other.  

Currently, there are two conventional architectural approaches [128]–[130] for SDNC 
distribution, one based on a horizontal and one based on a vertical SDNC distribution. In a 
horizontal distribution (Figure 5-26 – left), each SDNC is responsible for the control of a single 
domain. However, since inter-domain coordination is required each SDNC can exchange network 
information with other controllers via an East-West interface. In a vertical distribution (Figure 5-26 
– right), the controller instances form a tree structure in which each leaf-controller is responsible 
for a single domain. Instead of exchanging information through and East-West interface, the leaf 
controllers pass information to their parent controller through a Southbound interface. Finally, 
each non-leaf controller is responsible for the controllers that are its descendants. Regardless of 
the design of the distributed architecture, the requirements from the SDNC are similar and are as 
follows.  

• Network state consistency (R5): The consistency of the network state must be 
guaranteed. This implies mechanisms to handle errors in the control plane (e.g., crash of 
a controller instance), as well as mechanisms that ensure that actions of one controller 
instance do not collide with actions of another instance. For a horizontal SDNC 
distribution, this can be ensured by exchanging information between the SDNC instances 
through an East-West interface. On the other hand, in a hierarchical distribution, any 
SDNC instance could provide orchestration functions to the instances under its control.  

• Dynamicity in SDNC configuration (R6): Since the technologies/protocols involved in 
each network domain may vary between network domains, the configuration and 
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capabilities of each SDNC instance should be configurable. For example, if a network 
comprises both OF-based and Netconf-based devices, it could be the case that a specific 
SDNC instance is expected to control only OF-based devices. In that case, it would be 
inefficient to load drivers for both protocols to this controller instance. This requirement is 
expanded upon in R8. 

• Support for network slicing (R7): To comply with the diversity of constraints imposed 
by the different 5G services, the ability to create network slices and maintain their 
respective SLAs is important for Telco operators. However, doing so in a distributed 
SDNC architecture might prove to be complex as the level of distribution increases. 

 

Figure 5-26: Comparison between a vertical and a horizontal SDN Controller distribution. 

5.3.3 Modularity Requirements 
Deploying configurable SDNC instances provides increased flexibility and better utilization 

of the available computing resources. To support feature-modularity, the SDNC should be built 
based on a Build-to-Order approach (R8). This means that the SDNC instances should be built 
on-demand, based on the specific requirements of the network under their control and not based 
on monolithic deployment practices. Figure 5-27 illustrates a framework that could support this 
feature. There, the Build-to-Order module for SDNC deployment is used to deploy an SDNC 
instance tailored to Radio Access Networks (RAN). The module offers an interface from which to 
receive deployment requests (e.g., in the form of an SLA), while also having access to an “SDNC 
app store” from which to retrieve the necessary artifacts to build the SDNC instances. 

 

Figure 5-27: An example for a Build-to-Order framework for SDNC composition. 

Network InfrastructureNetwork Infrastructure

SDNCSDNCSDNC

Hierarchical SDNC distributionHorizontal SDNC distribution

Domain 

SDNC

SDNC SDNC

SDNC SDNC

Domain 

RAN management

StatisticsTopologyFlowRule

RAN

SDNC Built for RAN management

Built to order 
Module

Mobility 
ManagementSwitchingRAN 

management
Network 

management

StatisticsTopologyLinkDeviceFlow 
Rule

RANCoreOF

SLA  

Custom 
SDNC

Network 
Management 
Applications

Controller 
Functions

Protocol
 Plugins

SDNC App store



105 Network Service Cloudification and 5G 
 

5.3.4 Policy requirements 
As initially discussed in section 4.1, end-to-end service provisioning, over a heterogeneous 

network infrastructure, might involve numerous protocols and APIs increasing the complexity of 
applying network actions or defining the desired network state. As such, the SDNC should 
abstract the underlying network technologies, providing a unified interface to the network 
administrator through policy-based network control. To do so, the SDNC must fulfill the following 
requirements: 

• Definition of the desired network state (R9): Policies are sets of conditions and 
actions, which allow the definition of the desired state in a simplified and user-friendly 
manner. To make use of such a mechanism, the SDNC should translate these 
generic expressions into a specific network state, considering the underlying 
technologies, protocols, and APIs.  

• Network state monitoring (R10): To move the actual network state to the desired 
network state, the SDNC must have a monitoring channel to the network. Additionally, 
this channel must be configurable to accommodate all possible network targets 
without introducing unnecessary overhead (see R8). 

• Divergence analysis (R11): The SDNC should identify which network actions are 
required to enforce the desired state of the network. Given the complexity associated 
with such an act (e.g., hundreds of network targets might be involved), the 
implementation of such an analysis should be efficient in its use of computing 
resources (e.g., through multi-threading). 

• Convergence enforcement of (R12): After identifying the required network actions, 
the SDNC should have the necessary means to enforce them in the network 
infrastructure. This might include a configuration channel to the network and drivers 
for all control plane protocols and devices. 

5.3.5 SDN/NFV Integration requirements 
For an SDNC to be considered as NFV-aware, ETSI has identified a set of requirements 

[131], which are presented herein: 

• VNF and VNF Component Interconnection with SDN (R13): The SDNC should 
interconnect the deployed VNFs through the decomposition and enforcement of VNF 
forwarding graphs into the network infrastructure. To provide this functionality, the SDNC 
must also have an interface with the NFVO (R14), from which to receive VNF forwarding 
graphs.  

• SDN across multiple VIMs (R15): It could be the case that a VNF deployment spans 
multiple NFV Infrastructures (NFVI) belonging to either the same or different VNFI Point 
of Presence (PoP) and managed by different VIMs. The SDNC should ensure 
connectivity between the deployed VNFs, regardless of the scenario. 

• Placement of SDNC in a virtualized environment (R16): Since an SDNC can be 
considered as a VNF, it should be deployable through a MANO framework as either a 
monolithic virtualized component or as a collection of interconnected virtualized 
components (microservices). 
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5.3.6 Mapping to the ONOS SDNC 
This section provides a gap analysis between the requirements listed in the previous sections 

and the features provided by the ONOS SDNC. The reason for selecting ONOS for this analysis 
was its wide adoption by the industry [132] and open-source community (e.g., CORD), as well as 
its association with ONF which ensures ONOS releases are closely following the state-of-the-art 
advances in SDN (e.g., new OF protocol versions). 

Table 5-9: Gap analysis between the SDNC requirements and the ONOS SDNC 

Requirement Gap Analysis 

Scalability (R1) 

The capacity of the control plane in ONOS can be modified on demand 
by creating an ONOS cluster [133] and adding/removing controlled 
instances to the cluster. However, the resources allocated to each 
controller instance cannot be modified on runtime. 

High-Availability (R2) 

As stated by ONOS developers, “Distribution provides fault tolerance 
and resilience even when individual controller instances fail” [134]. 
Additionally, by spreading the controller instances across multiple 
hardware nodes, the control plane can become resilient to hardware 
failures as well. 

Low Latency (R3) 

While a dedicated mechanism for this feature is missing, it should be 
possible to bound both control and data plane latency.  
For the control plane, the mastership algorithm of the ONOS cluster 
(the algorithm which decides which ONOS instance will be managing 
each network device) could be extended to consider communication 
latency with the network devices as a metric.  
For the data plane, the forwarding algorithm could also be extended to 
consider the overall latency of the computed paths (e.g., in the form of 
weights for each link). This has become realistic with the advances in 
in-band telemetry technologies [135].  

Distribution (R4) 

It is possible to create clusters of ONOS instances, which provide 
resiliency but also load balance the control plane load. Additionally, 
ONOS provides a mastership algorithm that automatically assigns 
controller instances to different network devices. 

Network state 
consistency (R5) 

Network state consistency with an ONOS cluster is always ensured via 
means of an East-West interface [133]. 

Dynamicity in SDNC 
configuration (R6) 

Currently, ONOS is missing support for different configurations across 
instances of a single ONOS cluster. 

Network slicing (R7) 
There are extensions for ONOS that provide different degrees of 
network slicing [12], [136]. However, a generic solution is still missing, 
as these extensions were developed for specific use cases. 

Build-to-Order (R8) 

In ONOS, it is possible to create pre-packaged instances, with only the 
applications/drivers required for a selected use case. This is 
achievable because ONOS is based on the OSGi framework [137]. 
However, this is still a manual process, as there is no automation tool 
to create custom ONOS instances based on a set of criteria. 

Definition of the 
desired network 

state (R9) 

ONOS has support for network intents, but their scope is limited to 
simple connectivity requests. The network policy framework that has 
been presented in section 4.1.4 could fulfill this requirement. 

Monitoring of the 
actual network state 

(R10) 

ONOS can collect a wide variety of network statistics and events. This 
includes per-port or per-flow packet statistics and alerts for network 
events (e.g., when a link goes down).  
Through a custom ONOS REST API, it should be possible to collect 
more extensive monitoring information by integrating with dedicated 
network monitoring tools (e.g., sFlow [75]). 
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Requirement Gap Analysis 

Divergence analysis 
(R11) 

Either through the ONOS network intents or the network policy 
framework, it is possible for ONOS to identify the required steps to 
enforce a desired state into the network. 

Enforcement of 
convergence (R12) 

ONOS has support for multiple control protocols (e.g., OF, Netconf) 
and network targets (SDN devices of different vendors [138]). 
Additionally, the drivers and protocol subsystems of ONOS are 
extended with every new ONOS release. This ensures that even in a 
diverse network infrastructure, ONOS can enforce network 
convergence transparently to the administrator.  

VNF and VNFC 
Interconnection with 

SDN (R13) 

ONOS can be controlled by its southbound REST API. Either through 
the default exposed features or by a custom extension, a VNFO could 
enforce specific connectivity requests between deployed VNFs. 
However, ONOS is not a VNF-aware component, and as a result, all 
requests must be made within a network context (e.g., Using IP 
information instead of VNF identifiers).  

Interface with the 
NFVO (R14) 

Since each NFVO uses different APIs, there needs to be a per-NFVO 
interface implementation. Currently, there is support for the XOS 
orchestrator of CORD (via the Virtual Tenant Networking (VTN) [139] 
ONOS application).  

SDN across multiple 
VIMs (R15) 

Providing the control plane access to the different NFVI-PoP does not 
fall under the responsibility of the SDNC. It should be a feature 
supported by the NFVO. 

Placement of SDNC 
in a virtualized 

environment (R16) 

Being a software component, ONOS can be executed in a virtualized 
environment (e.g., a virtual machine, or container). However, ONOS 
can only be deployed as a monolithic component (single VM or 
container) and not as a collection of interconnected microservices 
(e.g., different ONOS apps as different containers). This feature is 
however considered for a future release of the ONOS SDNC [140]. 

 

Based on this gap analysis, ONOS meets most requirements that must be met by an SDNC 
to be integrated into a next-generation Telco platform solution. The main drive behind this success 
is the integration of ONOS into the CORD platform, which led to several extensions to ONOS over 
the last few years. 

5.3.7 Section Conclusion 
This section presented a requirements analysis for SDNCs before they can be considered 

for integration into the next-generation Telco platform solutions. Many requirements were 
identified and were grouped into four context groups (domain, modularity, policy enforcement, 
and SDN/NFV integration). Finally, this section presented a gap analysis between these 
requirements and the ONOS SDNC, as a representative of the state of the art SDN solutions. 
Based on this gap analysis and the future plans of ONF [140], it seems likely that future releases 
of ONOS will meet these requirements. 

5.4 Chapter Conclusion 
This chapter investigated how service cloudification, a trend that started from the field of IT, 

can be applied in the context of Telco operators and 5G deployments. The idea is that by 
virtualizing services and hosting them in a DC environment, the flexibility, scalability, and 
economies of scale for 5G deployments will increase. However, as this chapter identifies the Telco 
environment is more segmented in terms of technologies and workflows, when compared to the 
IT clouds. As a result, existing cloud solutions are insufficient, and a new model is required. As 
an answer to this issue, this chapter introduced the NGPaaS, an architecture and workflow 
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proposal which facilitates the composition and deployment of Telco platforms and services, via 
technology-agnostic workflows. An exemplary use case for the NGPaaS was also presented, 
namely the VNFaaS.  

The remainder of this chapter used the experience gained from the NGPaaS, to identify the 
limitations and requirements of the current Telco platform solutions in the context of the next-
generation Telco clouds. More specifically, a few lessons learned as well as deployment best 
practices for the CORD platform were presented, which could be used to improve future releases 
of CORD or similar Telco cloud platforms. This chapter also identified the importance of an SDNC 
in a Telco-cloud deployment. To further the investigation a series of requirements to the SDNC 
were identified, and finally, a gap analysis was presented between these requirements and the 
ONOS SDNC, as a representative of state of the art in SDNC solutions. 
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Chapter 6. Conclusion and outlook 

As often reiterated throughout this thesis, network services and applications can significantly 
vary in their requirements from the network infrastructure. This characteristic implies that a single 
and static network architecture is not a viable solution for catering for all traffic, and instead, 
networks should be dynamic, programmable, and autonomic. However, to avoid the segmentation 
into multiple and siloed network deployments, any technologies that provide these characteristics 
should also strive for network convergence. This thesis investigated three networking paradigms 
that match these critical requirements, namely the TSN, SDN, and NFV paradigms. 

Concerning TSN, Chapter 3 addressed the problem of scheduling the GCLs that provide 
deterministic behavior of time-sensitive traffic, a critical requirement of time-sensitive applications. 
It provided a heuristic-based methodology that can solve GCLSPs in reasonable time frames 
while providing solutions comparable to the optimal solution. Besides, based on the importance 
of the GCL schedules in TSN, chapter 3 investigated the possibility of improving them. More 
specifically, chapter 3 investigated how forwarding path decisions for time-sensitive frames affect 
the solution quality of GCLSPs. The results showed that using a congestion-aware forwarding 
algorithm, instead of a Shortest Path algorithm results in solutions of better quality, for certain 
types of network topologies. However, both investigations into TSN where preliminary and as a 
result have left some open threads that could be further investigated. The first and foremost is to 
investigate the integration of the TSN paradigm into an SDN/NFV framework. For example, an 
SDN controller could be used to generate the GCL schedules of time-sensitive traffic, while at the 
same time serve best-effort traffic using the “traditional” SDN workflow. Moreover more, the NFV 
paradigm could be used to host and manage the time-sensitive applications allowing for their 
efficient and dynamic placement in the available infrastructure.  

While the work into TSN was preliminary, the investigation into the SDN and NFV paradigms 
was thorough. Based on the premise that more services are expected to migrate to the cloud, 
chapter 4 examined the applicability of SDN in a DC environment pointing out and providing 
solutions to, three current technology barriers. Specifically, chapter 4 provided two algorithms that 
can increase the effective capacity of SDN switches in terms of flow rules. These two algorithms 
follow drastically different approaches (flow aggregation and flow rule placement in hybrid 
memory implementations) and as a result, could be applied in conjunction with each other. 
However, this observation has not been tested in practice but could be addressed as part of future 
work. In addition to the flow rule capacity limitations, this thesis provided an investigation into the 
capabilities of SDN for TE. Finally, this thesis indicated the importance of policy-based network 
control to simplify network operations. To that end, it provided two PoC implementations of a 
network policy framework for the ONOS and ODL SDNCs, respectively. While the solution for the 
ONOS SDNC was more thorough than the implementation for ODL SDNC, both PoCs showed 
potential, as they allowed for controlling a network infrastructure in a technology-agnostic manner. 
Concerning future work, two threads could be followed. The first one, and which relates to both 
PoCs, is to extend the conflict resolution mechanism to cater for policies of different types, as now 
conflict resolution is limited to policies of the same type. While this can prove to be challenging, a 
possible solution could be to approach conflict resolution, not from the policy side but from the 
point of view of their resulting flow rules. This is because policies can vary in context, while flow 
rules can be compared, regardless of the policies that they belong to. The second thread of future 
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work could be to expand the policy framework to encompass the whole stack of the design 
proposed in section 4.1.2, doing so could also help further integrate the SDN and NFV paradigms.  

Chapter 5 proposed and validated a new framework for the deployment and management of 
Telco platforms and services, namely the NGPaaS. By providing a unified and technology 
agnostic workflow for Telco service and platform deployment the NGPaaS workflow and software 
toolset can simplify the deployment of both platforms on the available infrastructure and services 
on the available platforms. This premise was validated via a PoC use case, namely the VNFaaS. 
The VNFaaS, represents a service scenario in which a Telco Operator, also acts as the operator 
of the NGPaaS and provides VNFaaS capabilities to VSPs. Besides, essential VNF provisioning 
capabilities, the VNFaaS demonstrates the ability to deploy the underlying CORD platform via the 
NGPaaS workflow, as well as, a set of ancillary services like VNF monitoring, healing, and network 
policy management.  Finally, through the context of the NGPaaS, some of the limitations of current 
Telco platform and SDNC solutions were highlighted. As a result, Chapter 5 provided an 
investigation into both elements. More specifically, chapter 5 provided a requirements survey for 
next-generation SDNCs and a toolset of deployment best practices and lessons learned for the 
CORD platform.    
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