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Summary
This thesis develops mathematical models and algorithms for optimisation of
the LEGO construction problem. This optimisation framework aims to aid
a designer in creating a LEGO construction. The designer defines the shape
and colours of an object and selects a set of available LEGO bricks. The
optimisation framework then decides the placement of the LEGO bricks such
that they combine into a stable LEGO construction that resembles the designed
object.

The literature on the LEGO construction problem has grown since the first
article in 1998. However, it has not yet focused on arranging the LEGO bricks
systematically to ensure visually pleasing brick configurations. It has only
considered LEGO bricks having the same height even though using various
brick heights is essential for creating diverse LEGO constructions. Furthermore,
it has not taken into account that some LEGO brick dimensions do not come
in all colours. Notably, most methods in the literature rely on having the 1× 1
LEGO brick available. This thesis proposes constructive heuristics and mixed-
integer linear programming to ensure a systematic and feasible placement of
LEGO bricks and plates.

Ensuring the structural integrity of a LEGO construction is paramount.
This thesis discusses methods from the literature as well as new methods for
quantifying structural integrity. The findings of this thesis show that the most
promising method is a static limit analysis used with quadratic programming.
Because of very high computation times, this thesis proposes a heuristic that
aggregates a selection of variables and constraints to reduce the model size.
The results show significant time reductions.

The main finding of this thesis is to combine combinatorial optimisation
with structural optimisation. The combinatorial part of the problem deals
with deciding the placement of the LEGO bricks, and the structural part of
the problem deals with distributing the forces between the bricks. While the
literature has extensively studied these parts separately, both parts are mutu-
ally dependent. This thesis proposes an efficient framework for finding brick
configurations that are in static equilibrium. Due to the relatively fast compu-
tations, a practitioner can use this optimisation framework as an interactive
tool for designing LEGO constructions.

The difficult part of the problem is not to cover the entire construction with
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LEGO bricks. For most LEGO constructions, many feasible brick configura-
tions exist. Instead, the hardest part is to place the LEGO bricks such that
they satisfy the structural integrity and aesthetics of the construction. These
quantities complicate the problem in two ways. First, they are computation-
ally expensive and difficult to define, respectively. Second, they depend on
the interaction between the bricks. This interdependency amongst the bricks
makes it difficult to decompose the problem into smaller and more tangible
parts. This thesis uses strategies that are used in practice to ensure both struc-
tural integrity and aesthetics. To validate the structural integrity of the LEGO
construction, this thesis uses the static limit analysis. However, this analysis
does not account for all external load cases. Future research could improve the
approximations of structural integrity and aesthetics.

This thesis mainly focuses on solid LEGO construction. However, hollow
constructions are lighter and thus allow for creating more diverse LEGO con-
struction. Future research could incorporate hollowing strategies into the opti-
misation framework.

While this thesis does not solve the LEGO construction problem, it fills
some of the gaps in the literature. Furthermore, it improves the current work-
flow for creating LEGO constructions.



Dansk resumé (Danish summary)
I denne afhandling udvikler vi matematiske modeller og algoritmer til optimer-
ing af LEGO konstruktionsproblemet. Optimeringen skal hjælpe en designer
med at skabe en LEGO konstruktion. Designeren definerer formen og farverne
på et objekt og vælger et sæt tilgængelige LEGO klodser. Optimeringsalgorit-
men finder derefter en placering af LEGO klodserne, således at kombinationen
af klodser resulterer i en stabil LEGO konstruktion, som ligner det designede
objekt.

Siden den første artikel i 1998 om LEGO konstruktionsproblemet, er litter-
aturen vokset. Ingen har dog endnu fokuseret på at placere LEGO klodserne
systematisk for at sikre visuelt tiltalende byggevejledninger. Det er kun LEGO
klodser med samme højde, som er blevet undersøgt, selvom forskellige klods-
højder kan være med til at skabe LEGO konstruktioner i flere forskellige for-
mer. Derudover har ingen taget højde for, at nogle LEGO klodser ikke findes
i alle farver. For eksempel er de fleste metoder i litteraturen afhængige af at
have 1 × 1 LEGO klodsen tilgængelig. I denne afhandling foreslår vi en kon-
struktionsheuristik og en heltalsprogrammeringsmodel til systematisk at fylde
konstruktionen med LEGO klodser i forskellige højder.

Det er et ultimativt krav at sikre den strukturelle integritet af LEGO kon-
struktionen. I denne afhandling diskuterer vi forskellige metoder fra littera-
turen samt foreslår nye metoder til at kvantificere den strukturelle integritet.
Resultaterne fra denne afhandling viser, at den mest lovende metode er en
statisk analyse, som udregnes med kvadratisk programmering. På grund af
de meget høje beregningstider foreslår vi en heuristik, som sammenlægger et
udvalg af variabler og begrænsninger for at reducere modelstørrelsen. Resul-
taterne viser betydelige tidsreduktioner.

Det vigtigste fund i denne afhandling er at kombinere kombinatorisk op-
timering med strukturel optimering. Den kombinatoriske del af problemet
handler om at fylde konstruktionen med LEGO klodser. Den strukturelle del
af problemet handler om at fordele de fysiske kræfter mellem LEGO klodserne.
Der findes omfattende forskning om disse dele separat. Delene er dog gensidigt
afhængige. Derfor udvikler vi i denne afhandling en effektiv metode til at finde
en kombination af LEGO klodser, som er i statisk ligevægt. På grund af de
relativt hurtige beregninger kan en designer bruge denne optimeringsmetode
som et værktøj til at designe LEGO konstruktioner.
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Den svære del af problemet er ikke at dække hele konstruktionen med LEGO
klodser. For de fleste LEGO konstruktioner findes der mange mulige kombi-
nationer af klodserne. Derimod er den sværeste del at placere LEGO klod-
serne, således at de opfylder kravene til den strukturelle integritet og æstetik.
Disse to krav komplicerer problemet på to måder. For det første er den struk-
turelle integritet beregningsmæssigt tung og æstetikken er vanskelige at de-
finere. For det andet afhænger begge krav af klodsernes indbyrdes placering.
Denne afhængighed mellem klodserne gør det svært at nedbryde problemet til
mindre og mere håndgribelige dele. I denne afhandling bruger vi strategier, som
bruges i praksis, til at sikre både den strukturelle integritet og æstetikken. For
at validere den strukturelle integritet af LEGO konstruktionen bruger vi den
statiske analyse. Denne analyse tager dog ikke højde for alle ydre belastninger.
Fremtidig forskning kunne forbedre udregningerne af strukturel integritet og
æstetik.

I denne afhandling fokuserer vi hovedsageligt på solide LEGO konstruk-
tioner, selvom hule konstruktioner er lettere og derfor giver flere designmu-
ligheder. Fremtidig forskning kunne tilføje udhulningsstrategier i optimerin-
gen.

Selvom denne afhandling ikke løser LEGO konstruktionsproblemet, så ud-
fylder den nogle af hullerne i litteraturen. Desuden forbedrer afhandlingen den
nuværende arbejdsgang til at designe LEGO konstruktioner.
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CHAPTER 1
Introduction to the LEGO

construction problem
1.1 Introduction

Millions of children of all ages play with LEGO bricks every day creatively
combining the bricks into LEGO constructions. The number of possible ways
to combine the LEGO bricks is vast but finite, thus enabling creative play.
The LEGO bricks also allow for constructing sculptures. We mostly see these
LEGO sculptures from LEGOLAND situated in Europe, North America and
Asia. Furthermore, the LEGO Company displays LEGO sculptures in stores to
promote their products, and adult LEGO fans also construct their sculptures
and showcase them at various exhibitions.

In 1998, the LEGO Group asked the research community how to construct
any given object using LEGO bricks1. This problem was later named the
LEGO construction problem. To solve this problem, this thesis aims to apply
mathematical models and algorithms for constructing the object virtually. The
solution of the optimisation is thus a detailed description of how to assemble
the LEGO construction. The optimisation is only possible if the object is well
defined and if we can define the quality of the construction using a mathe-
matical function. This thesis examines how to define the quality in terms of
cost, structural integrity and aesthetics. The algorithm should thus be able to
find one brick configuration that satisfies the requirements of the object and
optimises this mathematical function.

We can split the workflow for solving the LEGO construction problem into
the four steps shown in figure 1.1. First, we design the outer shape and colour-
ing of the construction. Second, we discretise the designed construction into
coloured LEGO units, such that all LEGO bricks are multiples of this LEGO
unit. Third, we determine the number of bricks of each brick type that can
cover the LEGO units of the construction. Fourth, we order the bricks and
assemble the construction.

1The LEGO Group presented the problem at the Technical University of Denmark to the
32nd European Study Group with Industry - see www.maths-in-industry.org/past/ESGI/
32/.

www.maths-in-industry.org/past/ESGI/32/
www.maths-in-industry.org/past/ESGI/32/
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CONVERT TO 
1x1 LEGO 
BRICKS

DESIGN
GENERATE 
BUILDING 

INSTRUCTIONS
ASSEMBLE

 INFEASIBLEj

Figure 1.1: The four steps of the LEGO construction problem. If the third
step results in an infeasible construction, the process goes back to one of the
previous steps.

The third step of this problem is critical. Either we order too many bricks of
a certain brick type, or we order too few. If we order too many bricks, we have to
discard the surplus of bricks, and if we order too few bricks, we have to pause the
assembly step until the shipment of new bricks arrives. Furthermore, deciding
which bricks to place where, such that they satisfy the structural integrity
of the construction, is difficult. Instead, a software that handles the third
step could aid the customers to design their 3D construction, order the LEGO
bricks specified from the building instructions and assemble the construction
themselves at home. This software could let a fairly untrained LEGO builder
design complex LEGO sculptures.

The process of four steps is not always linear. Sometimes, the solution from
the third step leads to an unbuildable construction. This infeasibility occurs if,
e.g. some bricks are disconnected, the construction collapses or the bricks could
not fill the entire input design. We thus go back to the design phase and change
the input design. Typical methods of improving the feasibility of a construction
consist of resizing or rotating the construction, adding or removing material in
the construction or changing the colours in the construction.

We organise the remainder of this chapter as follows. Section 1.2 states the
research questions for this thesis. Section 1.3 presents the input requirements
for this problem consisting of a 3D object and a set of available LEGO bricks.
Section 1.4 describes the current practice for constructing LEGO sculptures
consisting of various building techniques. Section 1.5 lists the objectives that
define the quality of a LEGO construction. Section 1.6 gives an overview of
the contribution of this thesis. Section 1.7 outlines this thesis.

1.2 Research questions

Gower et al. (1998) made the first research question about the LEGO construc-
tion problem: ”Given any 3D body, how can it be built from LEGO bricks?”
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This thesis splits this question into three sub-questions.

Which input requirements define the object to construct and how do they affect
the complexity of the problem? The input requirements define the object, such
that the final LEGO construction resembles the input from the design phase.
This thesis defines two types of inputs. First, it defines the outer shape and
colouring of the construction and discusses the requirements of the inner shape
and colouring. Can we ensure the structural integrity of the construction, if
the inside of the construction is hollow? Second, it examines various sets of
available bricks. Can we find feasible solutions if the set of available bricks is
very restricted? Does the complexity of the problem increase if we consider
bricks of different heights?

What are the most effective methods for determining the quality of a LEGO
construction? This thesis defines the quality of a construction using a math-
ematical function. While this function should be as accurate as possible, it
should also return an estimate within a reasonable time. How do we find a
balance between accuracy and efficiency?

What are the most effective methods for optimising LEGO constructions? De-
termining which LEGO bricks to place where is a difficult combinatorial prob-
lem. This thesis examines different optimisation methods. These methods
must satisfy the input requirements and determine good placements of the
bricks within the construction. Furthermore, they must produce a solution
within a reasonable time. If the bricks cannot create a feasible LEGO con-
struction, the solution must indicate whether or not a change in the input
requirements would make the construction feasible. For instance, if the LEGO
construction collapses, how does the user know which areas of the construction
to redesign?

1.3 Input requirements

This section defines the input requirements considered throughout this thesis.
Section 1.3.1 describes how to convert the designed construction into 1 × 1
LEGO units (second step of figure 1.1). Section 1.3.2 defines the colour con-
straints of a construction. Section 1.3.3 discusses various requirements for the
inner shape and topology of a construction. Section 1.3.4 lists the set of LEGO
bricks considered in this thesis.
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1.3.1 Voxelisation of the input mesh

The first simplification to the LEGO construction problem is to discretise the
input mesh into voxels because the input is usually in the form of a 3D con-
tinuous mesh. This step is called voxelisation (Cohen-Or and Kaufman 1995)
and corresponds to the second step of figure 1.1. Each voxel contains a colour
and corresponds to the size of a LEGO unit, such that all LEGO bricks are
multiples of this LEGO unit (see section 1.3.4). Figure 1.2 shows an example
of the voxelisation step.

While most authors in the literature simply downloaded an open-source 3D
mesh from the internet, Kozaki et al. (2016) described how to construct the
3D mesh from several 2D images of an object from different angles. The 3D
mesh then has to be converted into 3D voxels. Lambrecht (2006) and Silva et
al. (2009) described how to implement this voxelisation step, whereas Winkler
(2005) described an alternative, which is to skip the first step and directly
design the input as voxels.

Most authors performed the voxelisation in a pre-processing step, such that
the voxelisation is fixed. Luo et al. (2015) experimented by using a flexible
voxelisation that allows the colours of the voxels to change slightly. On the
one hand, such flexibility in the voxelisation helps obtain feasible solutions to
otherwise over-constrained constructions. On the other hand, there is a risk of

(a) (b)

Figure 1.2: Converting (a) a 3D mesh to (b) a set of voxels.
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getting an undesired solution, where the brick layout no longer resembles the
input model. Zhou et al. (2019) proposed an alternative to the voxelisation
approach. They represented the layout based on any LEGO brick shape and
were thus not restricted to using only bricks that are multiples of a voxel.

In the following of this thesis, we assume that the voxelisation step is fixed.
This simplification narrows down the scope of this thesis, such that it can focus
on the third step of figure 1.1: filling the voxels with LEGO bricks.

1.3.2 Colour constraints

The surface of the voxelised construction contains coloured voxels. All bricks
occupying a visible voxel must have the same colour as the visible voxel. Bricks
that are on the inside of the construction are not visible and can thus have any
colour. These colour constraints ensure that the final construction resembles
the input from the design step.

A further requirement of the colours deals with the case of non-visible bricks
that are visible only through the gaps of visible bricks. We require that the non-
visible bricks should take the colour of one of the visible colours surrounding
it. Figure 1.3 shows two examples of a red brick that was not supposed to be
visible. For case (a)-(b), the colour of the red brick should be white. For case
(c)-(d), the colour of the red brick should be either white or yellow.

1.3.3 Inner shape and topology

While we must place bricks of a predefined colour on all visible voxels of the
construction, the non-visible voxels on the inside have no colour constraints.
We can even hollow out these voxels if the construction remains stable. The

(a) (b) (c) (d)

Figure 1.3: Two examples of a voxel being visible only through the gaps of other
visible voxels. The examples visualise the visible voxels and a transparent view
of the non-visible voxels.
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inner shape and topology of a LEGO construction are thus essential for creating
light and structurally sound constructions.

Automatic hollowing makes the LEGO construction problem even harder.
The literature thus initially proposed a pre-hollowing step. Smal (2008) recom-
mended to use a fixed shell width of at least four voxels and remove all other
voxels on the inside of the construction. Testuz et al. (2013) realised that the
optimal shell width depends on the size and shape of the construction, and
they thus recommended that the user defines an initial shell width. They then
devised a post-hollowing step after optimising the brick layout by removing all
bricks that did not contribute to their objectives. Hong et al. (2016) required
that the pre-hollowing step also took into consideration the centre of mass of
the construction. They deployed a greedy algorithm for repeatedly removing
inner voxels until the centre of mass was in a safe region. Kozaki et al. (2016)
were the first to include hollowing into the optimisation. They added a penalty
for using bricks on the inside of a construction, and if other penalties did not
prevent from hollowing out the bricks, then the optimisation would hollow out
the bricks.

The literature has so far not presented any automatic methods for hollowing
and adding inner scaffolding that strengthens the structural integrity of the
construction. This thesis also simplifies the problem by mainly using predefined
hollowing (section 4.2.1). It, furthermore, examines flexible hollowing that
allows the predefined hollowing to change slightly (section 4.2.2).

1.3.4 The LEGO system

While the LEGO system contains many different types of bricks, we focus on
the bricks that are a multiple of a LEGO unit. We measure the size of the bricks
by counting the knobs (sometimes called studs). The 1× 1 brick (pronounced
”one by one”) is the unit of measurement that we base all other measurements.
For instance, a 1× 2 brick has twice the length of a 1× 1 brick.

The literature mainly considers rectangular bricks, but we allow any shape

1× 1 1× 2 1× 3 1× 4 1× 6 1× 8

1× 2× 2 2× 2 2× 3 2× 4 2× 6 2× 8

Figure 1.4: Example of LEGO plates that are a multiple of the 1 × 1 unit
plate2.
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that can be described by a set of voxels. Figure 1.4 shows the LEGO plates
that Petrovic (2001) proposed to consider for the LEGO construction problem.

The purpose of the knob is not merely to measure the length and width of
a LEGO brick. We attach the knobs to the cavity of another brick to make the
bricks stick together. Figure 1.5 shows that the cavities of the bricks usually
contain a hollow tube or a thin post. Each type of cavity has the same purpose
regardless of its shape. This purpose is to hold the bricks together by pressing
against the knobs of another brick.

(a) 2 × 2 bricks (b) 1 × 1 bricks (c) 2 × 1 bricks

Figure 1.5: The knobs and cavities of three types of bricks.

The LEGO bricks have dimensions consisting of multiple heights. For the
LEGO construction problem, we consider plates, bricks and DUPLO bricks.
The dimensions relative to each other is the following. Three stacked plates
equal the dimensions of one regular brick (see figure 1.6). The DUPLO brick
is twice the size of a regular brick.

Figure 1.6: Three LEGO plates correspond to the size of one LEGO brick.

Using bricks having different heights increases the complexity of placing the
bricks efficiently in the construction. However, using different brick types also
gives us more freedom to create constructions with diverse shapes. While we
can use plates for tiny details in the colours or for providing a higher clutch
power in unstable regions, DUPLO bricks allow for creating large-scale con-
structions using fewer bricks.

2Retrieved from www.brickset.com.

www.brickset.com


8 1 Introduction to the LEGO construction problem

Certain rules apply for the compatibility between the plate, brick and DU-
PLO brick. The plate can connect to a regular brick, but not to a DUPLO
brick. While the DUPLO brick is compatible with the regular brick, the con-
nection between the bricks is weak when using small regular bricks. Because
of the placement of the tubes inside of the regular brick, only even brick sizes
can connect to DUPLO bricks. For example, 2×2 and 2×4 bricks can connect
to a DUPLO brick, but 1× 2 and 2× 3 bricks cannot connect.

1.4 Brick bonding

Brick bonding aims at systematically arranging bricks, such that all of the
brick connections ensure strong and stable constructions. Especially, this tech-
nique seeks to place the bricks while taking into account any type of external
force case. Examples of brickwork lead back to the Bronze Age and still today
houses made of bricks are common. Human experience has, therefore, been
the inspiration for the development of many brick bonding strategies. Hancock
(1990) made an interesting chapter about the guidelines for building brick ma-
sonry walls, and Bedford (2005) made some guidelines specifically for LEGO
constructions. This section summarises these guidelines.

The stack bond is the most simple bond that stacks bricks on top of each
other (see figure 1.7). Stacked bricks are not very stable because they are
vulnerable to external forces. However, the stack bond is sometimes necessary
because of the colour constraints.

The most common type of bonds used for constructing brick walls is the
stretcher bond. The objective of this bond is to lay the bricks in the direction
of the wall while spreading all external loads amongst the bricks. Figure 1.8a
shows a perfect stretcher bond that distributes the connections equally between
the bricks. This building technique is also sometimes called overlapping.

Another bond for constructing walls is the staggering bond (see figure 1.8b).
If the width of the wall is larger than the width of a brick, then we should not
only overlap the bricks in the direction of the wall, but also overlap in the

Figure 1.7: The stack bond is vulnerable to external forces.
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(a) (b)

Figure 1.8: Constructing two walls using (a) the stretcher bond and (b) the
staggering bond.

perpendicular direction. This bond aims to stagger the bricks, such that the
bricks connect for each layer.

For larger constructions, the most common bond is the English bond. This
bond aims to construct each layer of bricks in alternating directions (see fig-
ure 1.9). If the bricks in the first layer follow a north-south direction, the bricks
in the second layer follow an east-west direction. This building technique allows
for connecting the layers of bricks.

Many other strategies exist for building LEGO constructions. However, the
strategies described in this section are the foundation for the strategies used in
this thesis.

(a) Layer 1 (b) Layer 2 (c) Layer 3

Figure 1.9: The English bond. For each layer of bricks, the direction of the
bricks alternates between having a north-south direction and an east-west di-
rection.
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1.5 Problem objectives

The LEGO construction problem aims to select the best set of LEGO bricks
for constructing an object. Throughout this thesis, we define the best selection
using three criteria: cost, structural stability and aesthetics.

Cost. The first objective is to minimise the number of bricks. This objective
has two advantages. First, we save money if we buy fewer bricks. Second, and
most importantly, we save time on building the construction by using fewer
bricks. Calculating this objective is simple, and throughout this thesis, we
optimise the cost of the bricks.

Structural integrity. The second objective is to create a construction that is
stable and able to withstand external forces. This measurement is much more
complicated to formulate. Chapter 2 describes different approaches in the lit-
erature for measuring the structural integrity of a LEGO construction. This
thesis uses two methods for quantifying the structural integrity of a LEGO
construction. First, it attempts to quantify the brick bonding rules (see sec-
tion 1.4). Second, it uses a force-based method for validating these rules of
thumb.

Aesthetics. The third objective is the aesthetics of a construction. Usually,
the shape and colours of the construction define the aesthetics. However, the
design is already given and fixed by the input. Instead, we define the aesthetics
based on the placement of the bricks. Their placements affect the aesthetics in
two ways. First, the gaps between the bricks at the surface of the construction
are visible and can thus affect the visual appeal of the construction. Second,
the placement of the bricks that are not visible affects the building experience.
Placing the bricks systematically in the construction usually gives the user a
greater satisfaction in the assembly phase. Throughout this thesis, we quantify
the aesthetics by using the brick bonding rules, because these rules ensure a
systematic arrangement of the bricks.

1.6 Contribution

The contribution of this thesis mainly lies in three parts that answer the three
research questions. First, it broadens the types of input considered for this
problem and thus loosens the restrictions for the solution space. Second, it
proposes new methods for quantifying the quality of the construction. Third,
it introduces new optimisation methods that efficiently optimise the quality of
a construction while satisfying the input requirements.
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1.6.1 Input requirements

Table 1.1 gives an overview of the inputs considered throughout this thesis.
The problem contains two types of inputs, a voxelised construction and a set
of available bricks to cover those voxels. The input defines the possibilities for
solving the construction and thus affects the complexity of the problem.

Voxelised construction

The LEGO construction problem is a three-dimensional problem, and this
thesis thus considers three-dimensional voxelisation. Nonetheless, chapter 5
presents a thorough study of the two-dimensional case of the problem. The
final brick configuration must satisfy the colour constraints of the voxelisation,
where each visible voxel consists of a single colour. Furthermore, this thesis also
considers multi-colour constraints for voxels that are only visible through gaps.
These voxels may contain multiple colours that satisfy the colour constraints
(see section 1.3.2).

The non-visible voxels do not contain any colour constraints and can even
be hollow. Section 4.2.1 describes how to handle fixed hollowing, where a pre-
processing step determines the set of hollowed voxels. Section 4.2.2 describes
how to handle flexible hollowing, where the final brick configuration may differ
slightly from the pre-processed hollowing. This thesis does not consider auto-
matic hollowing, but section 7.5.1 discusses possible ways to incorporate this

Input Literature Chapter 4 Chapter 5 Chapter 6
Voxelised construction
– two-dimensional ✓ ✓ ✓ ✓
– three-dimensional ✓ ✓ - ✓
– colour constraints ✓ ✓ ✓ ✓
– multi-colour constraints - ✓ ✓ ✓
– fixed hollowing ✓ ✓ ✓ ✓
– flexible hollowing ✓ ✓ - -
– automatic hollowing - - - -
Available bricks
– rectangular bricks ✓ ✓ ✓ ✓
– irregularly shaped bricks ✓ - - -
– multiple brick heights - - - ✓
– restricted set of bricks - ✓ ✓ ✓
– bounded capacity - - - -

Table 1.1: The inputs considered throughout this thesis.
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into the optimisation method.

Set of available bricks

Throughout this thesis, we restrict the set of available bricks to rectangular
bricks. Some authors in the literature have experimented with irregularly
shaped bricks, but we left this out to simplify the optimisation method. How-
ever, we increase the complexity of the problem by loosening two types of
restrictions made throughout the literature.

First, chapter 6 includes multiple brick heights in the set of available bricks.
This extension adds another dimension to the problem and thus increases the
complexity of the problem significantly. Second, this thesis considers a re-
stricted set of bricks. Most authors in the literature assume that all brick
dimensions are available for all colours. Especially, some solution methods rely
on having the 1×1 brick available to simplify the process of covering all voxels
with bricks. For some colours, though, only a subset of the brick dimensions
are available. The literature has not yet examined these two scenarios, but this
thesis shows how to handle this increase in problem complexity.

Sometimes, the problem contains a bounded quantity in the set of available
bricks. The literature attempted to handle this requirement by using a post-
processing method. This thesis does not consider this scenario and assumes to
have an unlimited quantity of bricks available.

1.6.2 Quantifying the quality of a LEGO construction

Section 1.5 defined the three objectives of this problem: cost, structural in-
tegrity and aesthetics. The objective function quantifies these objectives and
thus gives an estimate of the quality of a LEGO construction. The choice of
objective function highly affects the choice of the optimisation method. If we
calculate this function per brick, then the optimisation method can operate
locally. If this function depends on the relative positions amongst the bricks,
then these dependencies require the optimisation method to solve the problem
(partly) globally. Furthermore, the time needed for evaluating the objective
function affects the type of optimisation methods that are efficient for solving
the problem.

This thesis proposes the two following methods for quantifying the quality
of a LEGO construction.

Brick bonding rules

The first attempt of this thesis is to quantify the objectives by quantifying the
brick bonding rules (see section 1.4). These rules cover all three objectives
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(cost, structural integrity and aesthetics). While the cost is easy to quantify,
the last two objectives are very difficult to estimate using an accurate method.
The brick bonding rules thus approximate these quantities.

The brick bonding rules attempt to arrange the bricks such that the bricks
spread out the load of forces. The rules thus apply to any type of external
load case. These rules simplify the design phase because the designer does
not have to anticipate and define all types of load cases. The brick bonding
rules, furthermore, result in visually appealing brick configurations. The actual
measurement of aesthetics is subjective and requires advanced calculations, but
the brick bonding rules allow for a more straightforward measurement.

For two-dimensional constructions, sections 4.5 and 5.3 propose two variants
of the brick bonding rules. For three-dimensional constructions, sections 4.6
and 6.2 propose two variants of the brick bonding rules. It turns out that
the brick bonding rules are very situational. While they are very efficient for
approximating the quality of placing the next brick within a partial solution of
the construction, they are not very efficient for making global measurements
of the quality of a construction.

Structural integrity

The brick bonding rules do not always correlate with the structural integrity
of the construction. To quantify the structural integrity of the construction,
this thesis attempts to apply the finite element method to compute the struc-
tural compliance of the construction (see section 2.4). Due to the difficulty
of modelling contact and friction forces between the LEGO bricks using the
finite element method, the remainder of this thesis uses the static limit analysis
proposed by Luo et al. (2015).

The static limit analysis is about finding a distribution of the forces between
the bricks that satisfy the equilibrium conditions (see section 2.5). To pinpoint
the critical areas of the construction, Luo et al. (2015) proposed to relax the
friction forces between each knob-cavity connection between two bricks. Sec-
tion 2.7 improves the accuracy of their method by using the max-flow-min-cut
theorem to determine the set of brick connections that fail at the static limit
of the construction. We name these connections yield lines.

The static limit analysis can be very time-consuming. To improve the com-
putational performance, section 6.6.4 proposes a method that aggregates some
variables and constraints to make the running time faster for constructions
containing thousands of bricks.
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1.6.3 Optimisation of LEGO constructions

This thesis contributes to two parts of the optimisation: combinatorial opti-
misation and structural optimisation. While the literature contains thorough
research on these problems separately, this thesis proposes new methods for
integrating these two types of optimisation. Figure 1.10 visualises the most
promising contributions from this thesis.

Combinatorial optimisation

The combinatorial aspect of this problem is to find a feasible placement of
bricks, such that they satisfy the input of the problem. This thesis mainly
uses three optimisation methods: constructive heuristics, mixed-integer linear
programming and large neighbourhood search.

The constructive heuristic efficiently fills the construction with bricks by
following the brick bonding rules (see sections 5.3 and 6.2). The methodology
of this heuristic is to use a decomposition heuristic to decompose the problem
into one-dimensional strips that a greedy heuristic efficiently can fill with bricks.
By using the brick bonding rules for deciding which bricks to place where, this
method usually results in brick configurations that are visually appealing and
ensure the structural integrity of the construction.

To optimise the decision process of the constructive heuristic, this thesis pro-
poses to use mixed-integer linear programming. This method is efficient if it
solves small parts of the construction and is thus suitable with the constructive
heuristic. Chapter 4 proposes various formulations, such as a set-partitioning
formulation (section 4.2.1), a set-packing formulation (section 4.2.2) and a cut-
ting formulation (section 4.9.2). To reduce the symmetry in the variables of the
formulations, section 4.7 proposes a fix-and-optimise heuristic and section 6.4
proposes to use branching heuristics.

To improve a brick configuration, section 6.5 proposes to use the adaptive
large neighbourhood search. This method is efficient along with the construc-
tive heuristic because it removes bricks in a weak area and repairs the area
using a combination of the constructive heuristic and the mixed-integer linear
programming.

Structural optimisation

The structural aspect of this problem is to find the optimal distribution of forces
within the construction. However, the distribution of forces is highly dependent
on the combinatorial part of the problem. This thesis proposes three methods
of linking combinatorial optimisation with structural optimisation. All of these
methods use variants of the static limit analysis proposed by Luo et al. (2015).
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Mixed-integer linear programming

Constructive heuristic

Decomposition heuristic

Greedy heuristic

Set-partitioning

Set-packing

Cutting formulation

Fix-and-optimise heuristic

Branching heuristics

Constructive heuristic

Decomposition heuristic

Greedy heuristic

Large neighbourhood search

Adaptive large 
neighbourhood search

Constructive heuristic

Decomposition heuristic

Greedy heuristic

Linear programming

Relaxed static limit analysis

Max-flow-min-cut 
(yield lines)

Quadratic programming

Combinatorial optimisation

Relaxed static limit analysis

Structural optimisation

Cutting-plane method

Branching heuristic

Indicator constraints

Figure 1.10: Implemented methods in this thesis. These methods deal with
combinatorial optimisation, structural optimisation and the coupling of these
two types of optimisation.
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Section 4.9 proposes to use the cutting-plane method to remove unstable
brick configurations from the solution space. This method uses the yield line
analysis that splits the construction into a stable part and an unstable part. It
enforces that at least one brick makes a connection between these two parts.
However, this method does not converge fast enough.

Instead, section 5.2.2 proposes to model artificial forces between each pair
of horizontally adjacent bricks. By penalising the use of these artificial forces,
a construction is only feasible if no artificial forces are active within an optimal
distribution of forces. If any artificial force is active, this relaxation of the static
limit analysis indicates the exact location for improving the construction. To
couple the problems, section 5.2.2 proposes to use indicator constraints within
a mixed-integer linear program. To reduce the computational effort required to
find a solution, section 6.7 proposes a branching heuristic that simultaneously
branches on the combinatorial and structural parts of the problem.

1.7 Thesis outline

This chapter presented the foundations of the LEGO construction problem. We
organise the remainder of this thesis as follows.

Chapter 2 surveys the existing methods in the literature for quantifying
the structural integrity of a LEGO construction. Furthermore, section 2.4
proposes a new method that applies the finite element method to measure the
structural compliance of the construction. The most frequently used method in
the literature is the penalty method, where a function quantifies some building
rules. While this method is very fast to compute, it does not provide a reliable
measurement of structural integrity. The most promising method is the static
limit analysis modelled by Luo et al. (2015). Section 2.7 introduces a new
concept for LEGO constructions that defines yield lines in LEGO constructions
by using their analysis.

Chapter 3 surveys the metaheuristics used in the literature for optimising
this problem. The main issue of these search methods is that they require fast
methods for evaluating the objective function. Luo et al. (2015) proposed a
method that periodically found critical bricks that did not satisfy the static
equilibrium constraints. However, they repaired these areas using a random
search method, which does not guarantee to find a brick configuration that is
in static equilibrium.

Chapter 4 proposes various ways of modelling the problem using mathemat-
ical programming. These models all ensure that the bricks cover each voxel in
the construction and can satisfy the constraints of very constrained inputs. Fur-
thermore, this chapter models the brick bonding rules. The main limitation
of the models is that they contain a high degree of symmetry in the variables
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and are thus difficult to solve. This chapter attempts to reduce the symmetry
by using a fix-and-optimise heuristic. It attempts to integrate the static limit
analysis by using a cutting plane method. Finally, it also attempts to model a
decomposition technique that handles bricks of multiple heights.

Chapter 5 simplifies the problem by exclusively considering two-dimensional
constructions. It introduces a constructive heuristic that efficiently fills a con-
struction with bricks by using the brick bonding rules. This constructive heuris-
tic does not always result in a construction that is in static equilibrium. For
this reason, this chapter proposes a mathematical model that integrates the
static limit analysis in the formulation. To utilise the best of both approaches,
a matheuristic splits the problem in two. The constructive heuristic handles
large elements that require regular patterns, and the mathematical model tack-
les critical parts of the construction and ensures the overall stability of the
construction.

Chapter 6 optimises the three-dimensional problem by using heuristics and
mathematical models. It introduces a constructive heuristic that efficiently
places bricks and plates within a three-dimensional construction. It improves
the brick configuration by using linear programming and a branching heuristic.
It efficiently targets the bricks that are not in static equilibrium and proposes a
method for finding brick configurations that satisfy the equilibrium conditions.

Chapter 7 discusses the findings of this thesis, lists the limitations of the
methods used and discusses open problems within the LEGO construction prob-
lem that this thesis did not handle. Finally, chapter 8 concludes the thesis.
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CHAPTER 2
Structural integrity of LEGO

constructions
2.1 Introduction

Structural integrity is the ability of a construction to support its own weight
and external loads without collapsing or deforming. Ensuring structural in-
tegrity is one of the most critical objectives in the LEGO construction problem.
This chapter describes various methods for quantifying structural integrity of
LEGO constructions. These methods include simple rules of thumb, numerical
methods from mechanical engineering and concepts from graph theory. We
evaluate these methods on two parameters: the accuracy of the approxima-
tion and the computational time complexity. These parameters often lead to
a trade-off between being accurate or fast to compute.

The main contribution of this chapter is twofold. First, it provides a thor-
ough survey of existing methods from the literature. It gives examples of
advantages and drawbacks for each method. Second, it introduces two new
methods for analysing the structural integrity of LEGO constructions: the fi-
nite element method and the yield line analysis. The finite element method
is a popular method within solid mechanics. However, the literature has not
yet applied this method to LEGO constructions. The yield line analysis is a
new concept for LEGO constructions. This analysis detects lines (or planes in
3D) that contain the set of brick connections that disconnect in the state of
construction collapse.

We organise this chapter as follows. Section 2.2 describes experimental
observations that reveal the properties of a LEGO construction. Section 2.3
describes the most common strategy in the literature that is to approximate
structural integrity using the penalty method. Section 2.4 describes an attempt
to measure structural integrity using the finite element method. Section 2.5
describes various methods of estimating the static limit in a LEGO construction.
Section 2.6 describes an attempt to use connectivity from graph theory as an
approximation for structural integrity. Section 2.7 describes how to detect
yield lines a LEGO construction. Section 2.8 makes a comparison between
these methods, and section 2.9 concludes.
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2.2 Experimental observations

Before discussing how to model structural integrity, we use some experimental
observations to define the most important features of LEGO constructions.
Funes and Pollack (1998) stated that a construction failure most likely would
be caused by the separation of bricks rather than the actual bricks breaking.
They made this statement due to the observation that the bricks themselves
are much stronger than the force required for separating them. The following
of this section examines both of these failure modes.

2.2.1 Material failure

Material failure can occur if the sum of external loads exceeds the material
strength. According to Alexander (2012), the average maximum force that
a 2 × 2 LEGO brick can resist is 4240N. This force is equivalent to 375,000
2 × 2 LEGO bricks stacked on top of each other. The literature has thus
consistently treated the bricks as rigid bodies and thus ignored the resistance
of the material.

However, the literature has not yet examined the bending moment of LEGO
bricks. While the regular LEGO brick can resist a very high bending force, the
plate brick does not hold the same material properties. More research is needed
to determine whether to model the bending moment.

2.2.2 Static friction failure

Static friction failure between two bricks can occur if the sum of the tensile
forces exceeds the friction capacity. Waßmann and Weicker (2012) conducted
experiments to determine the maximum friction capacity Tfriction(b1, b2) be-
tween two bricks b1 and b2. They defined this capacity using the linear relation

Tfriction(b1, b2) = k(b1, b2) · Tknob, (2.1)

where k(b1, b2) is the number of knobs involved in the brick joint, and Tknob is
the friction capacity for each knob. While the actual friction capacity depends
on the age and condition of the bricks, they set Tknob = 2.5N. Luo et al. (2015)
performed experiments on the friction capacity of a knob using various test
cases. They used four forces per knob and approximated the friction capacity
to Tknob = 4 · 71.658g · 9.8m/s2 = 2.8N.

The value of Tfriction(b1, b2) only applies if the tensile forces are uniformly
distributed at the brick joint. The following of this subsection describes how
to compute the friction capacity if the forces are not uniformly distributed.
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Fulcrum effect

Funes and Pollack (1998) observed that failures in LEGO constructions most
frequently occurred due to a moment in the brick joints. The fulcrum effect
occurs if a brick joint is detached using one of the endpoints as a pivot point.
Figure 2.1 illustrates the fulcrum effect. The further away a brick connection
is from the axis of rotation, the stronger the connection becomes. Waßmann
and Weicker (2012) defined the moment capacity as

Tmoment(b1, b2) = Tfriction(b1, b2) · L(b1, b2)/2, (2.2)

where L(b1, b2)/2 is the average length from each connected knob between
bricks b1 and b2 to the pivot point, and Tfriction(b1, b2) is the friction capacity
between bricks b1 and b2 (see equation (2.1)). Each knob has the length of
8mm.

Table 2.1 shows two different approximations of the moment capacity. Funes
and Pollack (1998) conducted experiments, and Waßmann and Weicker (2012)
used equation (2.2) to determine the moment capacity. For instance, a 2 × 1
union resists more than twice the load of a 1× 1 union. These results indicate
that the fulcrum effect is an important property of LEGO constructions.

Waßmann and Weicker (2012) Funes and Pollack (1998)
k(b1, b2) L(b1, b2) Tfriction(b1, b2) Tmoment(b1, b2) Tmoment(b1, b2)
(knobs) (mm) (N) (Nm) (Nm)
1 8 2.5 0.01 0.0104
2 16 5 0.04 0.0502
3 24 7.5 0.09 0.0896
4 32 10 0.16 0.1573
5 40 12.5 0.25 0.2816
6 48 15 0.36 0.3392
7 56 17.5 0.49 0.3645

Table 2.1: The moment capacity Tmoment(b1, b2) of a connection between bricks
b1 and b2. Waßmann and Weicker (2012) calculated the capacity using equation
(2.2), where k(b1, b2) is the number of knobs in the brick joint, L(b1, b2) is the
moment arm and Tfriction(b1, b2) is the friction capacity from equation (2.1).
Funes and Pollack (1998) measured the capacity using experiments.
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(a) (b)

Figure 2.1: Fulcrum effect: two joined bricks are easy to break apart when
using the fulcrum as a pivot point. Adapted from Funes and Pollack (1998).

(a) (b)

Figure 2.2: Interlocking effect: (a) the staircase pattern makes it easy to break
the bricks apart; (b) the upper brick interlocks the pivoting brick, thus making
the construction stronger.

Interlocking effect

We cannot determine structural integrity by considering the bricks individually.
We have to consider the interaction between the bricks. One of the most im-
portant properties of LEGO constructions is the interlocking effect. Figure 2.2
illustrates that an unstable brick can become stable if other bricks interlock it.

(a) (b) (c)

Figure 2.3: Three cases of detaching two 1× 8 bricks.
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2.2.3 Properties of three-dimensional brick joints

Equation (2.2) is only valid for moments occurring in one axis. In the three-
dimensional case, we calculate the moment capacity around the x-axis and
the z-axis. Funes and Pollack (1998) proposed the following rule for calculat-
ing the moment capacity for two bricks united by kx × kz overlapping knobs.
Around the x-axis, T (x)

moment(b1, b2) equals kx times the capacity of a 1×kz joint.
Around the z-axis, T (z)

moment(b1, b2) equals kz times the capacity of a kx×1 joint.
Equation (2.3) states this rule.

T⃗moment(b1, b2) =

T
(x)
moment(b1, b2)
T

(y)
moment(b1, b2)
T

(z)
moment(b1, b2)


=

kz(b1, b2) · T (x)
friction(b1, b2) · Lx(b1, b2)/2

0
kx(b1, b2) · T (z)

friction(b1, b2) · Lz(b1, b2)/2

 (2.3)

Figure 2.3 shows an example of detaching two 1× 8 bricks. The capacities
of the three constructions are the following.

(a) Tfriction(b1, b2) = k(b1, b2) · Tknob = 8 · 2.5N = 20N

(b) T (x)
moment(b1, b2) = kz(b1, b2)·T (x)

friction(b1, b2)·Lx(b1, b2)/2 = 1·20N·64mm/2
= 0.64Nm

(c) T (z)
moment(b1, b2) = kx(b1, b2)·T (z)

friction(b1, b2)·Lz(b1, b2)/2 = 8·2.5N·8mm/2
= 0.08Nm

We distinguish between the friction capacity and moment capacity. While no
moment occurs in case (a), there is moment in cases (b) and (c). For these
cases, the moment capacity around the x-axis is much higher than around the
z-axis. These measures are quite realistic when performing an experiment with
real LEGO bricks.

2.3 Penalty method

Gower et al. (1998) were the first to propose a penalty function that approx-
imates structural integrity for LEGO constructions based on rules of thumb.
Since then, the literature has been using this method. We categorise these
rules into five penalties that we describe in this section. Equation (2.4) cal-
culates penalty P using the weighted-sum method. Each weight coefficient wi

associated with penalty Pi denotes the relative importance of rule i.
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P = w1P1 + w2P2 + w3P3 + w4P4 + w5P5 (2.4)
The following of this section describes the rules that were used by 11 authors

from the literature including Gower et al. (1998), Petrovic (2001), Van Zijl and
Smal (2008), Ono et al. (2013), Testuz et al. (2013), Lee et al. (2015), Zhang
et al. (2015), Hong et al. (2016), Kozaki et al. (2016), Stephenson (2016), and
Lee et al. (2018).

2.3.1 Brick size

The sizes of the bricks affect the structural integrity of a construction. Large
bricks are usually better for making stable constructions. Gower et al. (1998)
proposed to penalise each brick with 1/A, where A is the area of the brick.
Petrovic (2001) proposed to give a uniform penalty of 1 for each brick. This
penalty was also used by Ono et al. (2013), Lee et al. (2015), Hong et al. (2016),
Stephenson (2016), and Lee et al. (2018).

2.3.2 Brick perpendicularity

Brick perpendicularity relates to the orientation of bricks that are connected.
We define the orientation of a rectangular brick as the orientation of its length

Layer 2

Layer 1

(a)
Layer 2

Layer 1

(b)

Figure 2.4: Two solutions of a 10 × 2 × 2 construction. (a) The construction
contains 1 brick connection and 1 pair of bricks that are not perpendicular. (b)
The construction contains 20 brick connections and 0 pair of bricks that are
not perpendicular.
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when the length is larger than the width. Two connected bricks are thus per-
pendicular if the orientation of one brick has an angle of 90◦ compared to the
other brick. Gower et al. (1998) described that constructing bricks in alternat-
ing orientation in consecutive layers usually provides high brick connectivity.
This rule is equivalent to the English bond strategy described in section 1.4.
They gave a penalty of 1 for each pair of connected bricks that are not perpen-
dicular to each other. They defined square bricks to be perpendicular to no
other brick. This penalty was also used by Petrovic (2001), van Zijl and Smal
(2008), Lee et al. (2015), Zhang et al. (2015), and Lee et al. (2018).

Van Zijl and Smal (2008) proposed an additional way of enforcing bricks
to be perpendicular to each other. They counted the number of connections
between the bricks and gave a profit (i.e. a negative penalty) for each brick
connection. This profit was also used by Ono et al. (2013), Testuz et al. (2013),
Lee et al. (2015), and Zhang et al. (2015).

Issue

This penalty sometimes leads to preferring constructions containing an exces-
sive number of bricks. Especially, this issue occurs for constructions containing
narrow areas. Figure 2.4 shows an example of this issue. According to the first
penalty that prioritises having few pairs of bricks that are not perpendicular,
construction (b) has a lower penalty than construction (a). According to the
second penalty that prioritises having many brick connections, construction (b)
also has a lower penalty. However, construction (b) is using too many bricks,
and thus we should prefer construction (a). A way to avoid this issue is to let
the accumulated brick cost (see section 2.3.1) be higher than the perpendicu-
larity penalty.

2.3.3 Horizontal alignment

Horizontal alignment deals with aligning the bricks horizontally within a layer.
Gower et al. (1998) explained that this rule usually provides higher brick con-
nectivity. This rule is equivalent to the stretcher bond strategy described in
section 1.4, with the only difference that the alignment now is done horizon-
tally within a layer as opposed to vertically across layers. Figure 2.5a gives an
example of how to penalise horizontal alignment. We placed a brick such that
one of its sides comes up against a ”T”-shaped boundary formed by two other
bricks in the same layer. The length of the placed brick is l, and the boundary
is x units away from the end of the brick. Gower et al. (1998) calculated the
penalty as |x−l/2|

l/2 . This penalty was also used by Petrovic (2001) and Zhang
et al. (2015).
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l

x

(a) P2 = |x−l/2|
l/2

(b) P2 = 2 · |2−10/2|
10/2 = 1.2

(c) P2 = 5 · |3−6/2|
6/2 = 0

Figure 2.5: Horizontal alignment. Adapted from Gower et al. (1998).

Issue

Perfect alignment of the bricks can lead to a construction containing an exces-
sive number of bricks. Figures 2.5b-c show an example of this issue. The brick
alignment in construction (b) is not as good as in construction (c). Accord-
ing to this penalty, we should prefer construction (c). However, construction
(b) contains fewer bricks, and the brick alignment is acceptable. A way to
penalise construction (c) more than (b) is to make the accumulated brick cost
(see section 2.3.1) higher than the horizontal alignment penalty.

2.3.4 Local connectivity approximation

One way of approximating connectivity locally for each brick is to examine
how the gaps between adjacent bricks within a layer are connected. Gower
et al. (1998) stated that usually the connectivity is improved by connecting
these gaps by placing bricks covering these from above (or below). They gave
a penalty of 1 for each gap that was not covered. Figure 2.6 gives an example
of how to count the number of uncovered gaps in a two-dimensional example.
This penalty was also used by Petrovic (2001), van Zijl and Smal (2008), Ono
et al. (2013), Zhang et al. (2015), Kozaki et al. (2016), and Stephenson (2016).
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Figure 2.6: A construction containing undesirable gaps between the bricks. The
checkmarks signify acceptable gaps and crosses signify unacceptable gaps. The
construction is disconnected into three components C1, C2 and C3. Adapted
from Stephenson (2016).

Critical connections

Some connections are more critical than others. Figure 2.6 shows an example,
where some of the gaps between the bricks make the construction disconnected.
Therefore, we should penalise critical gaps higher than regular gaps. Gower
et al. (1998) proposed the following method for detecting critical connections.
First, they found all areas in a layer that are not connected from below or above,
and second, they gave a very high penalty to all gaps between the bricks in
these areas.

Ono et al. (2013) proposed an approach for capturing even more of the
critical connections. Figure 2.7 illustrates their approach. If one layer did not
satisfy the critical connection, then they carried the connection over to the next
layer until reaching an endpoint. They gave a very high penalty for endpoints

(a) (b) (c)

Figure 2.7: An example of how Ono et al. (2013) updated priorities of critical
connections. (a) Starting from layer 2, they defined the first and last links
(green and blue, respectively). These links have low priority. (b) If for some
reason they did not place a brick covering the first link, they carried the link
over to the next layer. (c) Once they reached the last possible link, they marked
the link as critical with high priority (red). Adapted from Ono et al. (2013).
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because the connection no longer could move upwards from there.

Issue

Penalising the gaps between the bricks can lead to some issues compared to pe-
nalising their relative position with other gaps. To explain this issue, figure 2.8
shows an example of a construction containing large areas of voxels that are
not connected from below or above. By giving a high penalty to all of the
gaps in these areas, the penalty no longer targets critical gaps. Instead, the
penalty leads to a priority of using as few gaps as possible. A side effect of this
is that other penalties might lose their intended effect because this penalty is
drowning out other penalties.

Figure 2.8: A construction containing large areas of voxels that are not con-
nected from below or above. The red areas visualise these areas.
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2.3.5 Moment approximation

The structural integrity of a construction depends on how well the bricks con-
nect to the rest of the construction. Bricks that are subject to high degrees
of moment may disconnect from the construction. Petrovic (2001) proposed a
simple penalty for avoiding this. They gave a penalty for the percentage of the
area of each brick that is not covered from below or above. This penalty was
also used by van Zijl and Smal (2008), Ono et al. (2013), Zhang et al. (2015),
and Lee et al. (2018).

Kozaki et al. (2016) proposed a more accurate, but also more time consum-
ing, approach for penalising the moment of force consisting of two steps. First,
they approximated the load acting on each brick. Starting from the top layer,
they propagated the weight of each brick to the bricks below by distributing
the weights equally per connected knob. Second, they calculated the moment
by multiplying the calculated load for each brick with the arm length between
the pivot point and the load force. Figure 2.9 illustrates how to distribute the
forces and how to calculate the arm length for two-dimensional constructions.
Note that this is an approximation of the moment and thus not a reliable
measurement of the moment.

Issue

These moment approximations are not accurate, and they thus sometimes miss
some important properties of the LEGO construction. For example, the penalty
proposed by Kozaki et al. (2016) does not take the interlocking effect (see sec-
tion 2.2.2) into account. To explain this, we compare the experimental obser-
vations of figures 2.2a-b with the results shown on figures 2.9c-d. The method
by Kozaki et al. (2016) estimated that the moment acting on the shaded brick
is equal for both examples. However, according to our experimental observa-
tions, construction (d) can withstand high magnitudes of force F1, whereas
construction (c) collapses for small magnitudes of F1.

2.3.6 Issues with assigning the weighting coefficients

The previous subsections introduced five different rules for measuring structural
integrity for a LEGO construction. Individually, each rule contained issues.
The purpose of the penalty method is to find the right balance between the
penalties by assigning a weight to each penalised rule. However, it is difficult
to assign the weighting coefficients correctly for each rule. The authors in the
literature manually assigned the weighting coefficients. However, no consensus
exists amongst the researchers on the correct coefficients.
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F1

F2

L

F1 = 1, F2 = 7,
L = 5,
P5 = LF1 = 5

(a)

F1

F2 F3

L

F1 = 1, F2 = 3.5, F3 = 3.5,
L = 4,
P5 = LF1 = 4

(b)

F1 F2 F3 F4

F5

L1 L2 L3

F1 = F2 = F3 = F4 = F5 = 1,
L1 = 5, L2 = 2, L3 = 1,
P5 = L1F1 + L2F2 + L3F3 = 8

(c)

F1 F2 F3 F4

F5

L1 L2 L3

F1 = F2 = F3 = F4 = F5 = 1,
L1 = 5, L2 = 2, L3 = 1,
P5 = L1F1 + L2F2 + L3F3 = 8

(d)

Figure 2.9: Four examples of how Kozaki et al. (2016) approximated the mo-
ment for the shaded brick. First, they distributed the forces equally amongst
the knobs. Second, they calculated the moment based on the arm length from
each force to the closest connection from below. Value P5 is the penalty for
the shaded brick.
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2.4 Finite element method
1

The finite element method (FEM) is a numerical method for solving problems
in, e.g., structural mechanics that in practice cannot be solved analytically. By
discretising the problem into smaller parts called finite elements, a system of
equations can approximate the problem. This section describes our attempt
to use FEM to determine the structural integrity of a LEGO construction.
We keep the descriptions brief and refer to Cook et al. (2002) for a thorough
introduction to FEM.

Figure 2.10 shows an example of how to model the problem using a variant of
FEM called element connectivity parameterisation (ECP) introduced by Yoon
and Kim (2005). We used 4-node rectangular elements (Cook et al. 2002,
section 3.6). Unlike the traditional method, each finite element connects to
adjacent elements through artificial zero-length elastic links. This method thus
allows us to model the bricks as rigid bodies and to determine the deformation
of the connections between the bricks instead of the deformation on the bricks
themselves. If the link stiffness is vanishingly small (k → 0), then we regard the
corresponding node as being disconnected. If the link stiffness reaches a very
high value (k → ∞), then we regard the corresponding node as being rigidly
connected. Note that the ECP model converges to the FEM model when the
stiffness of all links goes to infinity.

Figure 2.10: An example of the ECP model for a construction that is fixed
to the floor brick. We discretise the construction into 1 × 1 elements, each
containing four nodes. The links between each pair of adjacent nodes have the
following link stiffness. A: k → 0. B: k = ki. C: k →∞.

1This section contains joint work with Prof. Ole Sigmund and Master’s student Salvador
G. A. Villaseñor from DTU Mechanical Engineering conducted in Fall 2017.
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2.4.1 Stiffness matrix

The methodology of FEM is to divide a large problem into smaller parts called
finite elements. Equation (2.5) shows a system of equations, where we want
to determine the displacement vector u given the stiffness matrix K that de-
pends on the stiffness Ee in element e and the load vector f . We solve this
system of equations efficiently by modifying K using Gaussian elimination, LU
decomposition and efficient band storage (Cook et al. 2002, section 2.8).

K(Ee)u = f (2.5)
We assemble the simple equations from the finite elements into a larger

system of equations that model the entire problem. Equation (2.6) describes
that the global stiffness matrix, K, is assembled by the element stiffness matrix,
Ke.

K =
∑
e∈E

Ke(Ee) (2.6)

Equation (2.7) states that the stiffness matrix in the ECP approach consists
of two parts. Kstructure is the stiffness matrix obtained by equation (2.6). This
matrix contains the boundary conditions (Cook et al. 2002, section 2.7) that
restrict the construction from any displacement at selected nodes. We model
each element as being rigid by setting Young’s modulus to E = 1000Pa. K link

is the stiffness matrix obtained by the zero-length elastic links. The next section
describes in detail the latter part: the link stiffness.

K = Kstructure + K link (2.7)

2.4.2 Modelling the link stiffness

This section describes how to model the link stiffness. Equation (2.8) states the
stiffness matrix for the link between nodes p and q. Equation (2.9) describes
how the stiffness matrix relates to the displacement vector u and the load
vector f .

K link
pq = kpq


1 0 −1 0
0 1 0 −1
−1 0 1 0
0 −1 0 1

 (2.8)

K link
pq


up

x

up
y

uq
x

uq
y

 =


fp

x

fp
y

fq
x

fq
y

 (2.9)
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We model two types of links using the ECP approach: a vertical link and
a horizontal link. The vertical link stiffness replicates the friction forces acting
between the bricks that are connected vertically (see figure 2.11a). We set the
vertical link stiffness to k

(v)
pq = 0.1N/m for our experiments. The horizontal

link stiffness replicates that two horizontally adjacent elements are either dis-
connected (see figure 2.11b) or rigidly connected (see figure 2.11c). We set the
horizontal link stiffness to k

(h)
pq = 10−6N/m or k(h)

pq = 1012N/m, respectively
for these two cases.

2.4.3 Structural compliance

We measure the quality of a construction by calculating the structural com-
pliance. Equation (2.10) defines compliance that is a measure of the displace-
ments in the construction. Our objective is thus to minimise the compliance
(or equivalently maximise the stiffness). Yoon and Kim (2005) formulated an
optimisation problem by setting the zero-length elastic links as decision vari-
ables. Such an optimisation method is called topology optimisation (Bendsøe
and Sigmund 2003). More research is needed to see how topology optimisation
could be applied to the LEGO construction problem.

Φ = uTf = uTKu (2.10)

(a)

(b) (c)

Figure 2.11: (a) Vertical links. (b) Two adjacent 1×1 bricks. (c) A 2×1 brick.



34 2 Structural integrity of LEGO constructions

2.4.4 Issues with gaps and contact

The proposed model has issues with determining the gaps and contact between
the bricks. Figure 2.12 shows the results for two simple constructions. The
results show an almost realistic displacement of the bricks. However, some of
the bricks overlap. The reason for this undesired behaviour is that the model
assumes that the link stiffness is linear. In reality, the links can undergo more
states than what we considered.

We categorise this contact problem as a geometrically non-linear problem.
The stiffness matrix depends on the displacement because the bricks can come
into contact, separate and slide on another with friction. We could solve this
non-linear problem by using an incremental method that applies the load in
increments. For each increment, we should update the stiffness with the new
information gained from the estimated displacements. We refer to Wriggers
and Zavarise (2004) for more information on contact problems.

A non-linear model must consider more states of links. Vertical links can
be detached entirely due to a gap (A), in tension due to friction (B) or in
compression due to contact (C). Figures 2.13a and 2.13b show examples of these
three states for vertical links. Horizontal links can be completely detached due
to a gap (A) or rigid due to contact (C). Figure 2.13c shows an example of
these two states for horizontal links. The current model assumes that the link
stiffness is isotropic for all states, but further research can determine whether
the link stiffness is anisotropic for some of the states.

We need to do more research to investigate whether FEM is useful for
determining the structural integrity of a LEGO construction. This method
showed promising results, but a linear model was not sufficient to find the

Fe

(a)

Fe

(b)

Figure 2.12: The displacement of bricks in two constructions. The construc-
tions are subject to an external force Fe and boundary conditions (the triangles).
The dashed lines represent the original placement of the bricks. The red areas
represent all brick overlaps.
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(a) (b)

(c)

Figure 2.13: Three different scenarios.

correct displacement of the bricks. After conducting our experiments, we found
that Baraldi and Cecchi (2017) proposed a similar method for brick masonry
walls. They modelled the bricks as rigid elements and the mortar as springs.
They used an incremental approach for determining and updating the stiffness
matrix accounting for damage.

2.5 Static limit analysis

Statics of structures is the study of rigid bodies that are stationary. A funda-
mental requirement for a structure to remain stationary is that the total effect
of the loads and the reactions provided by the supports must be in equilibrium.
The following of this section explains different approaches in the literature for
modelling the forces, moments and equilibrium for LEGO constructions. These
provide the basis for analysing the static limit of a LEGO construction, that
is, analysing whether or not a construction collapses.

2.5.1 Forces, moments and equilibrium

Initially, we introduce the concept of forces, moments and equilibrium on
LEGO constructions. For a general introduction on forces, moments and equi-
librium, we refer the reader to Krenk and Høgsberg (2013, chapter 1).
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Forces

We define the forces using the Cartesian coordinate system. A force is thus
represented by its xyz-components: F⃗ = [Fx, Fy, Fz]. Figure 2.15 shows dif-
ferent ways of modelling the forces occurring in a LEGO construction. The
weight of each brick is defined by the gravitational force Fg = mg, where m
is the mass of the brick and g is the gravitational constant. Internal forces of
the construction occur between the bricks as contact and friction forces, and
external forces can be applied to the construction as well. We define Fb as the
set of forces acting on brick b ∈ B.

Moments

Moments play a central role in static analysis. The moment is generated by
a force about a pivot point. We define the centre of the brick as the pivot
point. Equation (2.11) defines how to calculate the moment. We calculate the
moment around the x- and z-axes. We thus disregard the moment around the
y-axis. The magnitude of the moment depends on the distance L⃗ between the
force and the pivot point. Distance L⃗ is orthogonal to the force. The moment
is positive when acting in a counter-clockwise direction about the pivot point.
Figure 2.14 shows three examples of calculating the moment around the z-axis.

M⃗ =

Mx

My

Mz

 =

 0
Ly

Lz

×
 0
Fy

Fz

 +

Lx

Ly

0

×
Fx

Fy

0

 =

LyFz − LzFy

0
LxFy − LyFx

 (2.11)

Equilibrium

A LEGO construction is static if the construction is in equilibrium. We as-
sume that all bricks in the construction are rigid bodies. If all bricks are in
equilibrium, the entire construction is also in equilibrium. For each brick, we

L1

F1

x
y

(a) M1 = −L1F1

L2

F2

x
y

(b) M2 = L2F2

L3

F3

x
y

(c) M3 = L3F3

Figure 2.14: Three examples of calculating the moment of a force around the
z-axis.
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thus set up equilibrium constraints to ensure that the forces and moments are
in equilibrium. We define B as the set of bricks in the LEGO construction and
Fb as the set of forces acting on brick b ∈ B. We split these forces into F−

b and
F+

b that contain the forces directed in a negative and positive direction, re-
spectively. Constraints (2.12) define the equilibrium constraints for the forces,
where mb is the mass of b, g⃗ = {0, g, 0} and g is the gravitational constant.
Constraints (2.13) define the equilibrium constraints for the moments, where
L⃗i × F⃗i is calculated as in equation (2.11).

∑
i∈F−

b

F⃗i −
∑

i∈F+
b

F⃗i = mbg⃗ ∀b ∈ B (2.12)

∑
i∈F−

b

L⃗i × F⃗i −
∑

i∈F+
b

L⃗i × F⃗i = 0⃗ ∀b ∈ B (2.13)

Static indeterminacy

LEGO constructions are usually statically indeterminate. Static indeterminacy
occurs when there are more variables than equilibrium constraints leading to
multiple non-unique solutions. The advantage of a static indeterminate con-
struction is that if one part of the structure is damaged, another part can take
its place. The disadvantage of a static indeterminate construction is that find-
ing the distribution of forces requires a more thorough analysis. The following
of this section describes how to find this force distribution.

2.5.2 Greedy algorithms

Funes and Pollack (1998) determined whether a construction would collapse
using a greedy algorithm. They distributed the load accumulated by the weight
of the bricks throughout the construction. They transmitted these forces at
the centre of each joint between two bricks (see figure 2.15a) and calculated the
moment by multiplying the force with the distance between the brick joint and
the force (see equations (2.11)). They rejected the construction, if the moment
at any joint exceeded the capacity for that particular joint, and they accepted
the construction, if the forces could be propagated throughout the construction
and get absorbed by the ground.

Waßmann and Weicker (2012) discovered that this approach would reject
too many constructions, because they did not consider opposing moments can-
celling each other out. Therefore, they formulated the problem as a maximum
flow problem (Ahuja et al. 1993, chapter 6). To simplify the problem, they
split the problem into two maximum flow networks: a maximum-flow network
that distributed the forces and a maximum-flow network that distributed the
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(a) Funes and Pollack (1998) and Waßmann and Weicker (2012)

(b) Zioło et al. (2012)

(c) Luo et al. (2015)

Figure 2.15: Three ways of modelling the forces in a LEGO construction.



2.5 Static limit analysis 39

1

2

3

n− 1

n

F1

F2

F3

Fn−1

Fn

m1g

m2g

m3g

mn−1g

mng
L

Fn−1 =
n−1∑
b=1

mbg,

Mn−1 = −LFn−1

(a)

1

2

3

n− 1

n

F
(1)
1

F
(1)
2

F
(1)
3

F
(1)
n−1

F
(1)
n

F
(2)
1

F
(2)
2

F
(2)
3

F
(2)
n−1

F
(2)
n

m1g

m2g

m3g

mn−1g

mng
L1 L2

F
(1)
n−1 = L2

L1 + L2

n−1∑
b=1

mbg,

F
(2)
n−1 = L1

L1 + L2

n−1∑
b=1

mbg,

Mn−1 = L2F
(2)
n−1 − L1F

(1)
n−1 = 0

(b)

Figure 2.16: A construction containing n bricks that are fixed to the black
floor. (a) The upper n−1 bricks are parallel with each other, and therefore the
moment in the upper n− 1 joints is equal to 0. Bricks n− 1 and n do not have
the same centre of mass, and therefore a moment occurs for this brick joint.
(b) By using two forces per brick joint, we distribute the forces between bricks
n− 1 and n, such that no moment occurs. Adapted from Zioło et al. (2012).

moments. To determine the direction of the moment in the second stage, they
distinguished between compression and tensile forces by assuming that all forces
flowing upwards are tensile forces, and all forces flowing downwards are com-
pression forces. Figure 2.15a illustrates the compression forces (F1, F3, F5, F7)
and the tensile forces (F2, F4, F6, F8). While this approach provides fast compu-
tations, the two flow problems are highly dependent on each other and solving
them separately often leads to wrong conclusions.

Zioło et al. (2012) pointed out a critical issue of including only one force per
brick joint that leads the approximation to reject many constructions that, in
reality, are stable. Figure 2.16 shows an example of n−1 bricks stacked on top
of a brick. When using only one force per brick joint, a moment occurs between
bricks n−1 and n. If the size of n is sufficiently large, then this approximation
would estimate that the capacity exceeds and thus the construction collapses.
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However, when using one force for each corner of a brick joint, then no moment
occurs, and thus the construction is stable. By performing a simple experiment
with real LEGO bricks, we can conclude that the latter approach is superior.
This indicates that simple flow formulations might be insufficient to give a
reliable estimate.

2.5.3 Linear programming

Linear programming is a method to optimise a linear objective function subject
to requirements that are represented by linear relationships. We can solve a
linear program using, e.g., the simplex method or the interior point method
(Hillier and Lieberman 2010, chapter 4).

Zioło et al. (2012) proposed to model the static analysis using linear pro-
gramming. Figure 2.15b shows that they placed forces at each corner of a
brick joint (F1, . . . , F8). For rectangular bricks, this gives four forces per brick
connection. They set up the set of linear constraints in (2.14)–(2.17) to impose
static equilibrium. These constraints are feasible if the bricks are in equilibrium
and infeasible otherwise.

∑
i∈F−

b

F⃗i −
∑

i∈F+
b

F⃗i = mbg⃗ ∀b ∈ B (2.14)

∑
i∈F−

b

L⃗i × F⃗i −
∑

i∈F+
b

L⃗i × F⃗i = 0⃗ ∀b ∈ B (2.15)

F⃗i ≥ −Ti ∀i ∈ Fb (2.16)
F⃗i ∈ R1 ∀i ∈ Fb (2.17)

Constraints (2.14)–(2.15) are the translational and rotational equilibrium
constraints already introduced by constraints (2.12)–(2.13). These constraints
ensure that each brick is static. To represent the friction force of the knobs,
they put constraints on the maximum negative value that each force could resist,
which depends on the number of knobs for the brick connection. This value
is negative because positive values represent compression forces. Constraints
(2.16) define that a force F⃗i cannot exceed the maximum capacity of the static
friction between knob and cavity Ti. Constraints (2.17) state that all forces
are one-dimensional real numbers acting in the y-axis.

Luo et al. (2015) proposed a more accurate way of modelling the interaction
of forces between the bricks. Figure 2.15c shows that they introduced two
additional features. First, they modelled the interaction between the knobs
and cavities for each pair of connected bricks. They created a set of friction
forces Ff between each pair of connected knob and cavity (F1, . . . , F8) and
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a set of perpendicular forces Fs between each brick connection (F9, . . . , F12).
Second, they added horizontal contact forces between each pair of bricks that
are horizontally adjacent (F13, F14). Finally, they modelled the vertical contact
forces (F15, . . . , F22) as done by Zioło et al. (2012).

Luo et al. (2015) realised that if constraints (2.16) are violated, these con-
straints do not provide any information about how and where the construction
collapses. Instead, they relaxed these constraints by penalising forces exceeding
these constraints. Equation (2.18) describes how they maximised the minimal
remaining capacity CM, where Ti and |F⃗i| are the maximum capacity and the
magnitude of a friction force i ∈ Ff , respectively. The magnitude of a fric-
tion force is a linear term because all friction forces are only acting in the
y-component. If CM ≥ 0, then the construction is in static equilibrium. If
CM < 0, then the construction is not in static equilibrium. If the model is
infeasible, then the construction is disconnected.

maxCM = max(min
i∈Ff

(Ti − |F⃗i|)) (2.18)

We reformulate this objective to fit a linear programming formulation by
using the minimax theorem (Hillier and Lieberman 2010, section 14.5). Model
(2.19)–(2.25) shows this reformulation.

max CM (2.19)
s.t. CM ≤ Ti − |F⃗i| ∀i ∈ Ff (2.20)

CM ∈ R (2.21)∑
i∈F−

b

F⃗i −
∑

i∈F+
b

F⃗i = mbg⃗ ∀b ∈ B (2.22)

∑
i∈F−

b

L⃗i × F⃗i −
∑

i∈F+
b

L⃗i × F⃗i = 0⃗ ∀b ∈ B (2.23)

F⃗i ≥ 0⃗ ∀i ∈ Fb \ Fs (2.24)
F⃗i ∈ R3 ∀i ∈ Fb (2.25)

Equation (2.19) and constraints (2.20)–(2.21) are a linearisation of equation
(2.18). Constraints (2.22)–(2.23) are the translational and rotational equilib-
rium constraints already introduced by constraints (2.12)–(2.13). Constraints
(2.24) impose that all forces acting on the bricks except the support forces are
non-negative. Constraints (2.25) impose that all forces are three-dimensional
real numbers.
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Issue with static friction

Static friction occurs between the knobs and cavities of two bricks, when the sur-
faces of contact are not slipping against each other. According to the Coulomb
model of friction, the capacity of the static friction is given by equation (2.26),
where Ff is the friction force, Fs is the perpendicular normal force occurring
between the knob and cavity, and µs is the coefficient of static friction. We
refer the reader to, e.g., Popov (2010, chapter 10) for a thorough description
of Coulomb’s law of friction.

Ff ≤ µsFs (2.26)

Model (2.19)–(2.25) does not include this relation between the friction force
Ff and the normal force Fs occurring at the knobs. Figure 2.17 shows an ex-
ample of how this simplification limits the model. The construction in the
example is fixed to a floor brick and subject to an external force Fe. According
to the model, this construction fails for a relatively small value of Fe. However,
an experiment using real LEGO bricks shows that even if a very large external
force Fe was applied to brick B, then the construction did not collapse. Equa-
tion (2.26) explains this behaviour because the friction capacity for force F5
increases as the horizontal normal force F2 at the knob increases.

We cannot include equation (2.26) directly to the model, because it would
require more than one pivot point per brick. Currently, the model contains

(a)

(b)

Figure 2.17: (a) A construction that is fixed to a floor brick and subject to an
external force Fe. (b) The forces necessary to satisfy the equilibrium constraints
for bricks A and B.
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one pivot point in the centre of the brick. If we were to add additional pivot
points at each point of interaction at the knobs, then the number of equilib-
rium constraints would increase significantly and thus making the model more
complicated to solve. In the following of this thesis, we have neglected this
behaviour and thus simplified our model.

2.6 Connectivity

Connectivity is a fundamental concept of graph theory (Bondy and Murty 1976,
chapter 3). In this section, we represent the LEGO construction as a graph (see
figure 2.18), where the vertices and edges represent the bricks and the brick
connections, respectively. The connectivity can provide information on the
resilience of the graph. Therefore, connectivity is an important measurement
for determining structural integrity in a LEGO construction.

2.6.1 Connected graph

A hard constraint of the LEGO construction problem is to ensure that the
construction is connected. Bondy and Murty (1976, section 1.6) defined a
connected graph as follows. Two vertices of a graph are connected if there
exists a path between the vertices. There exists a partition of the vertices such
that two vertices are connected only if they belong to the same partition. We
denote the subgraphs of this partition as the components of the graph. If the
graph has exactly one component, then the graph is connected.

Hopcroft and Tarjan (1973) developed an algorithm for detecting all con-
nected components in a graph with complexity O(V + E), where V is the
number of vertices and E is the number of edges in the graph. Algorithm 2.1
presents a slightly altered algorithm. Because we only need to determine
whether we have a connected graph, the algorithm partitions the LEGO graph
into two subsets G1 and G2 (see line 12). Graph G1 is connected, and graph
G2 contains all of the bricks that are not connected to the bricks in G1. Lines
2–4 initialise the algorithm by finding a brick that is stable. Usually, such a
brick is placed at the boundary conditions (e.g., the floor). Lines 5–11 find all
bricks that are connected to the selected brick. The algorithm has a complexity
of O(V + E).

Testuz et al. (2013), Lee et al. (2015), Luo et al. (2015), and Stephenson
(2016) used connected components to validate whether a construction is feasible
or not.



44 2 Structural integrity of LEGO constructions

Algorithm 2.1
Input: G2 ← input graph
Output: G1 ← connected graph, G2 ← disconnected graph

1: procedure Find-Connected-LEGO-Graph(G2)
2: G1 ← empty graph
3: b0 ← a brick in G2 that is connected to a stable area
4: Add b0 to list Lvisited
5: for all b1 ∈ Lvisited do
6: Nb1 ← all bricks from G2 that are connected to brick b1
7: for all b2 ∈ Nb1 do
8: Add b2 to list Lvisited
9: end for

10: Move b1 from G2 to G1
11: end for
12: return [G1, G2]
13: end procedure

2.6.2 Vertex connectivity

The vertex connectivity is the minimum number of vertices (or bricks) required
to disconnect the LEGO graph. Testuz et al. (2013) proposed to approximate
structural integrity by using vertex connectivity. Computing the vertex con-
nectivity can be time-consuming, which is why they simplified their approach
by computing only the articulation points. Articulation points (or bi-connected
components) are defined by a brick whose removal disconnects the construction.
Articulation points can be computed using a depth-first search with O(V +E)
complexity, where V is the number of vertices and E is the number of edges
in the graph (Cormen et al. 2009, section 22.3). The fast running time makes
this approach tempting. However, the vertex connectivity does not always cor-
respond to a valid approximation of structural integrity. Figure 2.18 shows
two examples, where (a) is a 1-vertex connected graph and (b) is a 2-vertex
connected graph. These examples show that a higher k-vertex connectivity
does not necessarily reflect a higher structural integrity. In fact, maximising
the k-vertex connectivity sometimes encourages using more bricks than what
is necessary.

2.6.3 Edge connectivity

Rather than considering the vertex-connectivity, the edge-connectivity can give
us information about where to find the most critical brick connection. For a
connected graph the edge-connectivity is the minimum number of edges that
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(a)

4 4
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(b)

Figure 2.18: Two LEGO constructions represented by graphs.

by removal would disconnect the graph. However, the capacity of a brick
connection depends on the distribution of internal forces in the construction.
These forces are not given a priori. The next section discusses how to determine
the capacity of each brick connection and then find the set of critical brick
connection that makes the construction fail.

2.7 Yield line analysis

A yield line in a LEGO construction defines the set of brick connections that
would disconnect the construction into disconnected components. Finding
these yield lines helps to identify how to improve the structural integrity of
a construction.

This section uses the static limit analysis presented in section 2.5.3 to dis-
tribute the forces in a LEGO construction. We then define yield lines using the
max-flow min-cut theorem by Ford and Fulkerson (1962). First, we simulate
the maximum flow, and second, we find the minimal cut. The yield line thus
partitions the construction into a stable part and an unstable part.

2.7.1 Maximum flow

The first half of the max-flow min-cut theorem refers to maximising the flow of
forces through the LEGO construction. This flow is equivalent to the collapse
load, which is the maximum load that the construction can carry before col-
lapsing. Algorithm 2.2 describes how to compute the maximum flow. The aim
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of this algorithm is to output the remaining capacities of each friction force
given a set of bricks that are subject to a set of external forces.

Algorithm 2.2
Input: B ← set of bricks in a connected LEGO construction, Fe ← set of

external forces
Output: Ĉ = [Ĉ1, ..., ĈNf

] ← vector containing the remaining capacity
per friction force, where Nf is the number of friction forces in set
Ff , ĈM ← the minimal remaining friction capacity

1: procedure Max-Flow(B, Fe)
2: Fb = Ff ∪ Fn ∪ Fs ← generate all forces acting between the bricks in

B
3: [Ĉ, ĈM]← solve model (2.19)–(2.25) using Fb ▷ dead load
4: if ĈM < 0 then
5: return [Ĉ, ĈM]
6: end if
7: if Fe ̸= ∅ then
8: Ĉ ← solve model (2.27)–(2.32) using Fb and Fe ▷ live load
9: end if

10: return [Ĉ, ĈM]
11: end procedure

We consider two types of load cases. First, we exclusively consider the dead
load, which includes the weight of the bricks. Second, we consider one or more
cases of live load, which includes external forces that act on the construction.
For simplicity reasons, the presented algorithm considers only one case of live
load.

Lines 2–6 initiate the algorithm by determining the flow of forces for the
dead load exclusively. This step determines the minimal remaining friction
capacity, ĈM . If the construction collapses (i.e. if ĈM < 0), then we have
found a state of ultimate stress and can thus end the procedure. Otherwise, we
proceed and use the computed ĈM as a bound. Lines 7–9 determine the flow
of forces for the live load if any external forces are given by the input. We use
model (2.27)–(2.32) for this purpose. This model uses the precomputed ĈM as
a bound and can thus find the collapse load.



2.7 Yield line analysis 47

maximise
∑
i∈Fe

F⃗i (2.27)

subject to: ĈM ≤ Ti − |F⃗i| ∀i ∈ Fb (2.28)∑
i∈F−

b

F⃗i −
∑

i∈F+
b

F⃗i = mbg⃗ ∀b ∈ B (2.29)

∑
i∈F−

b

L⃗i × F⃗i −
∑

i∈F+
b

L⃗i × F⃗i = 0⃗ ∀b ∈ B (2.30)

F⃗i ≥ 0⃗ ∀i ∈ Fb \ Fs (2.31)
F⃗i ∈ R3 ∀i ∈ Fb (2.32)

Equation (2.27) maximises the flow of external forces. Constraints (2.28)
are the bounds on the forces. The value of ĈM depends on the precomputed
dead load (see line 3). Note that the bounds apply for all forces. We set the
capacity for friction forces to T = 0.625N and the capacity for normal forces
to T = 5440N. Constraints (2.29)–(2.32) are the same as constraints (2.22)–
(2.25). Note that the forces acting on each brick now includes the external
forces, i.e. Fb = Ff ∪ Fn ∪ Fs ∪ Fe.

2.7.2 Minimal cut

The second half of the max-flow min-cut theorem refers to finding the minimal
cut. We denote this cut as the yield line. The yield line consists of a minimal set
of critical brick connections that by removal would disconnect the construction.
The magnitude of the yield line equals the accumulated remaining capacities
amongst the critical brick connections.

Two conditions determine whether a brick connection Cb1,b2 between bricks
b1 and b2 is a part of the minimal cut. First, at least one of the friction
forces at connection Cb1,b2 must equal the minimal remaining capacity ĈM .
Second, according to the strong duality theorem (Chvátal 1983), at least one of
the friction forces at connection Cb1,b2 must be a part of a binding constraint
amongst constraints (2.28).

The latter condition needs further elaboration. To this purpose, constraints
(2.33)–(2.34) reformulate constraints (2.28) by introducing a slack variable k
for each of the friction forces. Let π be a vector containing the dual variables
for constraints (2.33), where πi corresponds to the dual variable associated with
friction force i. Constraint i is then binding if ki = 0 and πi ̸= 0. Determining
whether a constraint is binding is crucial because we relaxed the capacity con-
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straints (see equation (2.18)). This means that the value of a friction force is
only exact if it is part of a binding constraint.

|F⃗i|+ ki = Ti − ĈM ∀i ∈ Ff (2.33)
ki ≥ 0 ∀i ∈ Ff (2.34)

Algorithm 2.3 describes how to detect yield lines. The output of the al-
gorithm is a partition of the construction into graph G1 containing all stable
bricks and graph G2 containing all other bricks. Furthermore, λ is the sum
of remaining capacities in the yield line. Three types of outputs are possible.
First, line 6 can return two disconnected graphs (λ → −∞). Second, line 11
can return a connected graph (λ→∞). Third, line 22 can return two graphs
that are disconnected by a yield line. If the sum of exceeded capacities has a
negative value (i.e. λ < 0), then the construction will collapse. Otherwise, if
λ ≥ 0, the construction will not collapse even though a yield line exists.

Lines 2–3 formulate the problem as a graph, where the nodes and edges
represent the bricks and the brick connections, respectively. Lines 4–7 stop the
algorithm if any disconnected components exist in graph G1. Line 8 generates
the maximum flow of forces in the construction. Lines 9–12 stop the algorithm
if the construction does not contain any yield line. Lines 14–20 find all connec-
tions that are a part of the minimal cut (the yield line) and remove them from
graph G1. Line 21 finds disconnected components for the altered graph. The
algorithm starts from a stable brick and iteratively finds all adjacent bricks.
Because graph G1 no longer contains the brick connections from the minimal
cut, it only finds the stable bricks in the construction.

This algorithm is in the family of augmenting path algorithms because it
seeks to find all connections starting from a stable brick. We assume that only
one load case is given, but we could extend this algorithm to handle multiple
load cases. The time complexity of this algorithm heavily depends on the
complexity of the static limit analysis.

Figure 2.19 shows an example of a two-dimensional wall that yields. This
example shows that two yield lines compose the minimal cut that partitions the
construction into a stable and unstable part. Figure 2.20 shows two examples
of yield lines occurring for three-dimensional constructions.
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Algorithm 2.3
Input: B ← set of bricks in a LEGO construction, Fe ← set of external

forces
Output: G1 ← connected graph, G2 ← disconnected graph, λ← remain-

ing capacity in yield line
1: procedure Find-Yield-Line(B, Fe)
2: C ← generate all brick connections
3: G1(B, C)← graph with B and C representing nodes and edges, respec-

tively
4: [G1, G2]← Find-Connected-LEGO-Graph(G1) ▷ algorithm 2.1
5: if G2 ̸= ∅ then
6: return [G1, G2,−∞] ▷ disconnected graph
7: end if
8: [Ĉ, ĈM]← Max-Flow(B, Fe) ▷ algorithm 2.2
9: if ĈM = T then

10: G2 = ∅
11: return [G1, G2,∞] ▷ no yield line exists
12: end if
13: λ = 0N
14: for i ∈ Ff do
15: if πi ̸= 0 then ▷ strong duality theorem
16: λ← λ+ Ĉi

17: C∗ ← the connection associated with friction force i
18: Remove C∗ from G1
19: end if
20: end for
21: [G1, G2]← Find-Connected-LEGO-Graph(G1)
22: return [G1, G2, λ]
23: end procedure
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Figure 2.19: A two-dimensional wall that is fixed to the ground. The yield line
is composed of two lines that intersect and partitions the construction into a
stable part (white bricks) and an unstable part (red bricks).

(a) (b)

Figure 2.20: Constructions partitioned into two graphs. The stable graph
contains all white bricks, and the unstable graph contains all the red bricks.
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2.8 Comparison of methods

The literature has proposed various methods for measuring structural integrity.
We mainly compare the methods on two parameters. First, each method must
give a reliable approximation of the structural integrity. Second, each method
must allow for fast computations, such that we get a solution within a reason-
able amount of time. These parameters lead to a trade-off between accuracy
and efficiency.

Luo et al. (2015) compared their static limit analysis with four other meth-
ods from the literature. Three of the methods by Gower et al. (1998), Petro-
vic (2001), and van Zijl and Smal (2008) used the penalty method. The last
method by Testuz et al. (2013) used a vertex-connectivity measure. For each
method, they compared the methods on two types of constructions: one that
is stable and one that collapses. Luo et al. (2015) stated the outcome of the
constructions using their static limit analysis and verified the results by assem-
bling the construction manually with LEGO bricks. All of the other methods
predicted that the collapsing construction was superior to the stable one. They
thus concluded that the penalty method and the vertex-connectivity measure
are not sufficient to measure structural integrity.

The disadvantage of the static limit analysis by Luo et al. (2015) is that it
is very time-consuming. Especially, constructions with a high degree of static
indeterminacy are difficult to solve within a reasonable time limit. We test
this hypothesis on various dimensions of a cube. For the sake of simplicity,
we construct an n× n× n cube with 1× n bricks in alternating directions for
each layer (see figure 2.21). This construction contains a high degree of static
indeterminacy, because there are more variables than constraints. Table 2.2
shows the tests conducted using the LP solver by IBM-CPLEX version 12.8.0.
The results show that the running times increase quickly as the size of the
construction increases.

Cube dimensions Unknown Equilibrium CPU
(W×H×D) variables constraints time (s)
10× 10× 10 9,180 500 0.3
20× 20× 20 76,760 2,000 6.4
30× 30× 30 262,740 4,500 47.6
40× 40× 40 627,120 8,000 162.1
50× 50× 50 1,229,900 12,500 520.1
60× 60× 60 2,131,080 18,000 1,141.4

Table 2.2: Tests of the static limit analysis by Luo et al. (2015).
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Figure 2.21: A 10× 10× 10 cube containing 1× 10 bricks placed in alternating
orientations for each layer.

2.9 Concluding remarks

This chapter gave an overview of different ways to estimate the structural
integrity of LEGO constructions. The quality of all methods had a trade-off
between accuracy and efficiency.

The most frequently used method in the literature is the penalty method.
While this method is fast to compute, it gives no guarantee of giving a reliable
measurement of structural integrity. In fact, sometimes it is misleading and
might even prefer a collapsing construction over a stable construction. The
most efficient method in the literature is the static limit analysis. Even though
this method did not include the Coulomb model of static friction, the method
gave a good approximation of structural integrity. However, this method suf-
fers from the curse of dimensionality in the sense that it cannot solve large-scale
constructions. Another way of approximating structural integrity was to calcu-
late the connectivity of a LEGO graph, where the nodes and edges represent
the bricks and brick connections, respectively. However, we do not know the
capacities of each brick connection a priori. The connectivity of the LEGO
graph is thus not a reliable measurement of structural integrity.

Other than surveying the existing methods in the literature, this chapter
also introduced two new methods. First, we used the finite element method to
estimate the displacements of bricks in a construction. However, this method
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used a linear model that could not prevent the bricks from overlapping. Further
research could investigate whether a non-linear model could give a reliable
estimate of the brick displacements within a reasonable amount of time. Second,
we introduced the yield line analysis. This method improved the method of
finding the connectivity of a LEGO graph because it used the static limit
analysis to determine the capacities of the brick connections. This method
thus detects the set of brick connections that would fail under ultimate stress.
This method proved to be a helpful tool for visualising the weak areas of a
construction.

To conclude, none of the methods is satisfactory for computing structural
integrity. Either the method is too simple and unreliable, or it is too complex
and time-consuming. Further research could identify a method that could give
a reliable approximation of structural integrity within a reasonable amount of
time.
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CHAPTER 3
Metaheuristics applied to the LEGO

construction problem

3.1 Introduction

The LEGO construction problem is a difficult combinatorial optimisation prob-
lem. A solution to this problem determines which bricks to place where in a
LEGO construction. Metaheuristics are usually very efficient in combinatorial
optimisation to find good solutions with low computational effort. As opposed
to exact methods, metaheuristics do not provide any guarantee of finding the
optimal solution. The strategy is to explore the search space efficiently to find
near-optimal solutions. Burke and Kendall (2014) gave a general introduction
to various metaheuristics.

An optimisation method needs an objective function (sometimes called a
fitness or penalty function) to estimate the quality of any given solution. We
thus use the objective function to guide the optimisation towards an optimal
solution. Metaheuristics usually use a lot of iterations before converging to
an optimum. To advance the search quickly, the metaheuristic thus needs
an objective function that is very fast to evaluate. Unless otherwise stated,
the following methods use the penalty-based objective function described in
section 2.3 that provide very fast computations.

The literature on the LEGO construction problem has studied the use of
multiple metaheuristics. This chapter gives an overview of these approaches,
discusses similarities and highlights the most promising approaches. We divide
these methods into four categories: constructive heuristics (section 3.2), local
search heuristics (section 3.3), evolutionary algorithms (section 3.4) and large
neighbourhood search heuristics (section 3.5). Section 3.6 gives a comparison
of these methods with advantages and disadvantages. Section 3.7 describes
the issues occurring in the objective function. Section 3.8 concludes gives an
assessment these approaches.
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3.2 Constructive heuristics

Constructive heuristics are greedy algorithms that construct a solution from
scratch. These heuristics are powerful if there exist rules of thumb for solving a
problem. However, these heuristics are very problem dependent and require a
certain knowledge of the problem at hand. Usually, the literature decomposes
the LEGO construction problem into brick layers and constructs each layer
independently as a two-dimensional packing problem.

Petrovic (2001) introduced two constructive algorithms that generate the
construction layer-by-layer. The first algorithm finds the bottom-left voxel that
is not yet covered by a brick and places a random brick that fits the location
with a higher probability of selecting large bricks. The second algorithm is
based on problem-specific knowledge that is used in practice. This algorithm
starts by filling bricks at the shell of the construction because the number of
possible brick placements usually is very limited at the shell. Subsequently, the
algorithm fills the inside of the construction, because this area usually contains
more freedom for placing the bricks. Changing the starting positions and the
order of placement of these algorithms diversifies the solution outcomes, which
means that running multiple iterations lead to diversified solutions.

Figure 3.1 shows two solutions from using these two algorithms on a single
layer of a construction. The first algorithm placed bricks at the top-left voxel
at each iteration. As expected, the solution contains many small bricks at the

(a) Top-left placement first. (b) Shell placement first.

Figure 3.1: Two solutions to a 15× 15 layer using different constructive heuris-
tics. (a) The algorithm places bricks at the top-left position first. (b) The
algorithm places bricks at the shell first. The shaded bricks are the bricks on
the inside, which the algorithm placed with a top-left placement order.
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bottom-right voxels, because the algorithm filled these voxels in the end. The
purpose of the second algorithm is to avoid small bricks at the shell. However,
the solution shows that randomly placing bricks at the shell does not avoid
small bricks at the shell. Instead, a more systematic approach could fulfil this
purpose.

Winkler (2005) proposed using a beam search. This heuristic search al-
gorithm chooses different ways of adding a brick to the layout, thus creating
partial solutions. The algorithm stores the k best candidates in a graph after
which it continues adding new bricks to the partial solutions until the algo-
rithm finds a complete solution. Figure 3.2 shows an example of solving a 3×3
layer. Smal (2008) also implemented a beam search and realised that to reduce
the number of candidates, the algorithm needs an efficient pruning strategy.
Instead of keeping the k best candidates, he proposed to use a random opera-
tor to pick the k best candidates and thus, hopefully, keep diverse solutions in
the set of candidates.

These constructive heuristics provide very fast solutions depending on the
number of candidate solutions stored for each iteration and are compatible
with a metaheuristic framework. Nonetheless, constructive heuristics have not
been popular in the literature for solving the LEGO construction problem. The
reason is not that other methods outperform the constructive heuristics, but
rather because an efficient constructive heuristic requires specific knowledge of
the problem and is not always trivial to implement.

Figure 3.2: A beam search tree that constructs a 3× 3 layer. The width of the
tree is four nodes (k = 4). Adapted from Smal (2008).
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3.3 Local search heuristics

Local search is a heuristic that starts from an initial solution and then moves
from one solution to another. The many different moves that are possible define
the neighbourhood of the search. Choosing the best move at each iteration
is called hill climbing and sometimes leads the search to converge into local
optima. Using simulated annealing can help escape local optima by using a
temperature that is high at the beginning of the search and thus allowing for
diverse solutions and as the search proceeds the temperature is cooled and thus
converging into a hill climber. Aarts et al. (2005) gave a general overview of
local search and simulated annealing. For a thorough description of different
cooling schedules, see Nourani and Andresen (1998).

The literature has widely used the local search heuristic for optimising
the LEGO construction problem. It has proposed two ways of obtaining an
initial solution. Petrovic (2001) initialised the brick layout with a constructive
heuristic that inserts the bricks to the layout in a greedy and randomised way.
Van Zijl and Smal (2008) instead initialised the brick layout by using 1 × 1
bricks. The latter approach has been used since then in the literature because
most authors assume that the 1× 1 brick is always available.

The most used algorithm in the literature generates the construction layer-
by-layer. For each layer, the algorithm generates an initial solution, repeatedly
picks a random brick from the layout and applies a move. In the following, we
describe five moves that define the neighbourhood of new solutions. Figure 3.3
illustrates these moves. Note that the moves are only feasible if the move
satisfies all constraints (matching colours, no overlaps, etc.).

(a) Van Zijl and Smal (2008) proposed a move consisting of merging two
adjacent bricks (see figure 3.3a). They randomly selected a brick in the
current configuration and looked for an adjacent brick to merge into a
larger brick.

(b) Not all bricks are the product of two available bricks. Instead, Kozaki
et al. (2016) merged multiple bricks into one brick (see figure 3.3b). They
randomly selected a brick in the current configuration and replaced it with
a randomly selected brick from the set of available bricks. They placed
the new brick at the bottom left corner of the old brick and removed all
overlapping bricks. If any of the overlapping bricks were not fully within
the area of the new brick, then they aborted the move.

(c) At some point, no more bricks can merge. To explore new parts of the
solution space, van Zijl and Smal (2008) proposed a split move (see fig-
ure 3.3c). They randomly selected a brick to split into 1× 1 bricks.
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(a) Merge two adjacent bricks (b) Merge all bricks within an area

(c) Split brick into 1 × 1 bricks (d) Split brick in half

(e) Split and merge

Figure 3.3: Five local search moves.

(d) Kozaki et al. (2016) proposed an alternative split move (see figure 3.3d).
They randomly selected a brick to split in half. The two resulting bricks
must be from the set of available bricks.

(e) Lee et al. (2018) proposed to combine the split and merge moves into a
single move. They selected a brick randomly, split the selected brick into
1 × 1 bricks, selected another brick randomly, and merged the selected
brick with the largest brick type that can merge with neighbouring bricks.
This move is most efficient if the two selected bricks are adjacent (see
figure 3.3e).

Stephenson (2016) optimised each layer using three categories of algorithms.
These algorithms placed the bricks in a horizontal orientation, vertical orien-
tation and a mixture of both orientations, respectively. Figure 3.4 illustrates
solutions from these algorithms in that order. The key idea of the algorithms
is to restrict the neighbourhood of solutions for each move. The following de-
scribes one of his proposed restrictions. The first algorithm restricts all merged
bricks to have at least the same length in the horizontal orientation as in the
vertical orientation. When no more pairs of bricks can merge, the algorithm
removes this restriction and continues merging in both orientations. The sec-
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(a) Horizontal (b) Vertical

(c) Mixed

Figure 3.4: Three solutions of a layer using bricks with horizontal, vertical and
mixed orientations. Adapted from Stephenson (2016).

ond algorithm uses the same general process with a vertical restriction, and the
third algorithm contains no restrictions. He generated multiple solutions for
each strategy and picked the best solution based on his objective function. By
using these restrictions, he accommodated the rule of thumb recommended by
Gower et al. (1998) stating that the bricks should have alternating orientations
in consecutive layers.

Zhang et al. (2015) and Hong et al. (2016) adapted their local search heuris-
tics to prioritise placing bricks in the areas of the construction containing few
possibilities. They changed the order of the bricks to merge with a priority on
bricks containing few neighbouring voxels. These areas usually consist of the
shell of the construction, while the areas towards the middle of the construction
usually contain many neighbouring voxels. The probability of selecting a brick
to merge thus depended on the number of neighbouring voxels for that brick.

Local search heuristics do not require a priori knowledge of the problem.
In theory, these heuristics should be able to reach any possible solution. How-
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ever, these heuristics are limited to making local changes as the name suggests.
Nonetheless, the literature has frequently used local search heuristics for opti-
mising the LEGO construction problem.

3.4 Evolutionary algorithms

The process of natural selection inspires evolutionary algorithms. First, we
must initialise a population of solutions. Second, we evaluate each candidate
solution of the population by the use of our objective function and select a por-
tion of the top-scoring candidates. Third, we modify the top-scoring candidates
by using crossovers and mutations. The difference from using a local search
heuristic is that we store multiple candidates, and by using the crossover, we
can hopefully exploit the best of two candidate solutions. The mutation opera-
tor is, however, the same as the moves described for the local search heuristics.
This section describes the crossover operators proposed for the LEGO construc-
tion problem. For a general introduction to evolutionary algorithms, we refer
the reader to, e.g., Sastry et al. (2005).

Petrovic (2001) proposed a rectangle crossover illustrated in figure 3.5. He
randomly defined a rectangle within a layer and composed a child based on a
selection of bricks from two parents. First, he selected all bricks within the
rectangle from parent A, and second, he selected all bricks from parent B that
do not conflict with the selected bricks from parent A. He filled the empty areas
with new bricks using a constructive heuristic. Lee et al. (2018) proposed a one-
point crossover illustrated in figure 3.6. They randomly chose a crossover line
having a direction (horizontal or vertical) and a starting point. They picked
two parents and divided both parents into two halves based on the crossover
line. For bricks occupying both halves, they arbitrarily chose to put these
bricks into the first half. They swapped the two halves between the parents
and thus created two new children. They filled empty areas with randomly
chosen bricks.

Evolutionary algorithms can be more powerful than local search heuristics
because the crossover operations diversify the search for solutions. However,
we must perform more experiments to determine how efficient these crossovers
are.
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Figure 3.5: The rectangle crossover of two parents leads to one child.

Figure 3.6: The one-point crossover of two parents leads to two children.
Adapted from Lee et al. (2018).

3.5 Large neighbourhood search heuristics

Shaw (1998) introduced the large neighbourhood search heuristic. The purpose
of this optimisation method is to define a neighbourhood through a combination
of a destroy method which removes part of the solution and a repair method
which adds parts to the solution. Using large neighbourhoods allows the search
to explore more diverse parts of the search space in each iteration. This type
of metaheuristic is similar to the ruin-and-recreate method by Schrimpf et al.
(2000).

The literature on the LEGO construction problem has used the large neigh-
bourhood search as an intensification strategy. The strategy is to remove
“critical” variables that have a high cost or spoil the structure of the solution.
Pisinger and Røpke (2010) named these methods as worst destroy or critical
destroy.



3.5 Large neighbourhood search heuristics 63

(a) (b) (c)

Figure 3.7: Repairing disconnected components using the algorithm by Luo
et al. (2015). (a) The algorithm selects one brick at the interface of two dis-
connected components (the shaded brick) along with its 1-ring neighbours (the
red bricks). It subsequently destroys all selected bricks. (b) The algorithm fills
the empty voxels with 1 × 1 bricks. (c) The algorithm merges all bricks until
it can no longer merge more bricks.

(a) (b) (c)

Figure 3.8: Repairing an unstable construction using the algorithm by Luo et
al. (2015). (a) The algorithm selects two bricks containing the largest exceeded
friction capacity (the shaded bricks) along with their 1-ring neighbours (the red
bricks). It subsequently destroys all selected bricks. (b) The algorithm fills the
empty voxels with 1×1 bricks. (c) The algorithm merges all bricks until it can
no longer merge more bricks.
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Testuz et al. (2013) initialised their algorithm by using a local search heuris-
tic with a greedy objective function. Once the algorithm converged to a local
optimum, they searched for disconnected components and weak articulation
points as described in section 2.6. They destroyed all bricks at the interface
between two disconnected components or neighbouring an articulation point,
and repaired the destroyed area along with the surrounding area with the local
search heuristic. Because the objective function might not have captured these
critical areas, they switched to a random objective function in the hope of not
reaching the same solution again.

Luo et al. (2015) initialised their algorithm by using a local search heuristic
with no objective function (i.e. a random search). Once the algorithm con-
verged to a local optimum, they destroyed a set of critical bricks along with
their k-ring neighbours. They defined the 1-ring neighbours of a brick as its
direct neighbouring bricks and the k-ring neighbours by recursively including
the neighbours’ direct neighbours k − 1 times. They repaired the destroyed
area using the local search heuristic. Whenever the repair method had failed
10 times, they increased the k value.

They performed two subsequent analyses for determining the critical bricks.
First, they searched for disconnected components. They assigned a component
ID to each brick and counted the number of distinct component IDs amongst
its 1-ring neighbours. They randomly selected one critical brick with a higher
probability of selecting bricks with the highest number of distinct component
IDs. Figure 3.7 shows an example of destroying bricks at the interface of two
connected components. Second, they solved a static equilibrium analysis, as
described in section 2.5. They defined two critical bricks as the bricks sharing a
contact point containing the largest exceeded friction capacity, CM . Figure 3.8
shows an example of destroying bricks in a critical area.

The latter method of defining critical bricks can lead to destroying bricks
that do not have any influence on the static equilibrium of the construction.
To explain this, figure 3.9 illustrates all bricks that share a contact point con-
taining friction forces having the maximum exceeded capacity, CM . The figure
shows that this condition includes many bricks. This condition even includes
bricks positioned in stable areas. Instead, we should only destroy bricks that
influence the static equilibrium of the construction. Not only should a critical
friction force have the maximum exceeded capacity, CM , but it should also be
a part of a binding constraint. Section 2.7.2 gave a thorough description of the
difference between binding and non-binding constraints. The figure illustrates
these friction forces with the dashed yield line.

Finding disconnected components and solving the static analysis are very
time-consuming evaluations. Luo et al. (2015) computed these evaluations
periodically. The advantage is that each local search move in the repair method
remains fast to compute. However, their repair method is not exploiting all of
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Figure 3.9: An unstable construction. The shaded bricks contain at least one
friction force that has the largest exceeded capacity, CM . The dashed line
represents the yield line.

the information gained by these analyses. It can thus be very slow to converge
to a solution that is in static equilibrium. While the destroy method specifically
targets the critical area, the repair method does not know how to repair it
efficiently. By using a repair method that makes random moves, they thus
rely on a ”guess-and-check” strategy. If the solution space is very large, the
probability of finding a solution in static equilibrium becomes very low.

3.6 Comparison of methods

Comparing each method against each other is difficult because no common data
set is available in the literature. Furthermore, there is no consensus amongst
researchers about how to define the objective function. To compare methods
against each other, some authors instead implemented multiple methods and
compared their implementations against the other implementations. However,
these comparisons are often biased, and the authors might have chosen a data
set consisting of LEGO constructions that are specifically well suited for their
metaheuristic. This section instead focuses on six attributes and compares 13
of the implemented metaheuristics from the literature1. Figure 3.10 displays
the frequency of using these attributes amongst the gathered articles.

69 % of the articles use an initial solution consisting of 1 × 1 bricks. This
initialisation is very convenient if the 1 × 1 brick is available in all colours
because 1 × 1 bricks can fill the entire layout. However, for many colours,

1The comparison includes the following 13 articles by Petrovic (2001), Winkler (2005),
Smal (2008), van Zijl and Smal (2008), Ono et al. (2013), Testuz et al. (2013), Lee et al.
(2015), Luo et al. (2015), Zhang et al. (2015), Hong et al. (2016), Kozaki et al. (2016),
Stephenson (2016), and Lee et al. (2018).
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Figure 3.10: Distribution of various properties amongst 13 articles in the liter-
ature.

the 1 × 1 LEGO brick is not available. This restriction leads to an initial
solution that is infeasible. Instead, some authors initialise the layout using a
constructive heuristic that does not require the 1× 1 brick.

While 85 % of the articles use neighbourhood-based heuristics by using lo-
cal search moves, only 31% of the articles use constructive heuristics. However,
constructive heuristics can be more efficient than neighbourhood-based heuris-
tics in some cases. Figure 3.11 shows two solutions of a 9 × 8 wall, where (a)
is the current solution and (b) is the desired solution. The number of local
search moves required to reach the desired solution from the current solution
is very high, whereas a constructive heuristic relatively easily could construct
such a solution. Figure 3.12 shows another example containing two solutions of
a single 10× 9 layer. Again, local search heuristics would most likely get stuck
in a local optimum, whereas a constructive heuristic easily could construct
the desired solution. The reason why neighbourhood-based methods are the
most popular methods for solving the LEGO construction problem is probably
that these methods are straightforward to compute. A constructive heuristic
requires knowledge of the problem at hand before it becomes efficient.

46% of the articles use population-based methods instead of single-solution
methods. Population-based methods maintain and improve multiple candi-
date solutions. The advantage is that these methods can use the population
characteristics to guide the search. 23% of the articles use crossovers within
an evolutionary algorithm framework. These crossovers can help the search
escape local optima and also is a way of getting the best of two solutions.

Merely 15% of the articles use a critical destroy method that targets critical
areas of the construction. Nonetheless, these methods are the most promising.
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(a) Current solution. (b) Desired solution.

Figure 3.11: Two solutions of a 9× 8 wall.

(a) Current solution. (b) Desired solution.

Figure 3.12: Two solutions of a 10× 9 layer.

The largest issue with these metaheuristics is that the objective function does
not reflect our true objective. We could compare the efficiency of each of the
proposed methods, but this would be a waste of time if we do not trust the
measurements from the objective function.

3.7 Issues with the objective function

A successful metaheuristic relies heavily on the objective function. Two features
are especially important in the design of the objective function. First, the
objective function must give a reasonable estimate of the quality of a solution.
If the objective function does not reflect the true objective, then unexpected
and undesired solutions will occur. Second, the objective function must be
fast to compute because metaheuristics usually require many iterations before
converging to an optimal solution.
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The objective function used most frequently in the literature is based on
a penalty function based on various rules of thumb (see section 2.3). Luo
et al. (2015) compared four penalty functions from the literature with their
static force analysis. They concluded that the heuristic penalty functions lack
force-based metrics and do not correlate with physical stability. However, their
static force analysis is too time-consuming for large-scale constructions (see
section 2.8). Both approaches are thus troublesome.

Furthermore, none of the authors in the literature included a measurement
for the aesthetics of the brick placements. Figure 3.13 shows two solutions of
a single layer. First, we used the random search method of Luo et al. (2015)
that merges pairs of bricks until no more brick pairs are left to merge. Second,
we manually constructed a solution. The local search method does not result
in an aesthetically pleasing brick layout. During my time collaborating with
professional LEGO builders, they recommended that a systematic approach for
arranging the bricks is more visually appealing.

(a) Luo et al. (2015). (b) Manual construction.

Figure 3.13: Two solutions of a 15× 15 layer.

3.8 Concluding remarks

This chapter gave an overview of the proposed metaheuristics in the literature.
We showed that these methods share many similarities. For instance, both
the evolutionary algorithms and the beam search store multiple candidate solu-
tions. The difference is that the mutation and crossover operators help evolve
the candidate solutions. Furthermore, the mutation operator is the same as the
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moves in the local search heuristics. We also showed that the large neighbour-
hood search heuristics are dependent on having constructive or local search
heuristics to repair a solution.

All of the methods have the same problem that the objective function is
unreliable. Especially, the literature has still not found a way to make a near-
accurate approximation of the structural integrity that at the same time is
fast to compute. Luo et al. (2015) used a static equilibrium analysis, but this
method is too time-consuming for large-scale constructions.

Furthermore, the literature has not addressed the issue of quantifying the
aesthetics of a construction. Using a simplified objective function that does not
consider the aesthetics would lead to a solution without structure and system.
This limitation leads us to conclude that if we want humans to use our solutions,
then we need to make structured solutions following a system that would be
visually appealing.

The literature also mostly assumes that the 1× 1 brick is always available.
This simplification is convenient because it makes it easy to cover all voxels
with bricks. However, the 1 × 1 brick is not available in all colours, and this
simplification thus limits the algorithm.

The stated issues make it very difficult to solve the LEGO construction
problem using a standard metaheuristic. Instead, it appears that we must use
a problem-specific method to optimise this problem.
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CHAPTER 4
Mathematical programming for

optimising LEGO constructions
4.1 Introduction

Mathematical programming consists of maximising or minimising an objective
function given a set of variables and a set of constraints. A well-defined prob-
lem can often be solved efficiently using mathematical programming. However,
modelling a problem in a way that it can be solved efficiently using mathe-
matical programming is not trivial. This chapter examines different ways of
modelling the LEGO construction problem. It describes the advantages and
disadvantages of using mathematical programming. The aim is to present all
the attempted methods examined during this PhD project. Not all of these
methods were successful, but presenting them might be beneficial for future
work, such that other researchers do not make the same attempts again.

We classify the LEGO construction problem as a cutting and packing prob-
lem. Scheithauer (2017) gave a general overview of cutting and packing prob-
lems. Given a 3D input construction, we thus formulate the problem as either
cutting the 3D construction into feasible bricks or, equivalently, packing fea-
sible bricks inside of the 3D construction. The objective is to minimise the
number of bricks used. Additionally, we also discuss how to handle structural
integrity and aesthetics in the optimisation.

According to the typology by Wäscher et al. (2007) for cutting and packing
problems, we can classify this problem by using five criteria: dimensionality,
kind of assignment, assortment of large objects, assortment of small items,
and shape of the small items. The LEGO construction problem is a three-
dimensional problem, where a subset of the small items (the bricks) has to
cover one large object (the LEGO construction). The small items, i.e. the
bricks, are weakly heterogeneous meaning that there are many items of rela-
tively few different shapes. We limit the shapes of the items in this chapter to
be rectangular bricks and assume to have an unlimited number of bricks avail-
able. We thus categorise the problem as a single large object placement problem.
However, the objective function does not merely minimise the number of bricks.
It also has to ensure structural integrity and an aesthetically appealing brick
layout. These measures depend on the relative placement amongst the bricks
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and thus make this problem much harder.
We organise the following of this chapter as follows. Section 4.2 introduces

a mathematical programming formulation for this three-dimensional problem.
However, solving the entire LEGO construction problem using only mathemat-
ical programming is not feasible in practice. Section 4.3 thus discusses various
decomposition methods for breaking the problem into smaller sub-problems.
Section 4.4 describes how to solve one-dimensional sub-problems. Sections 4.5
and 4.6 describe how to solve two types of two-dimensional sub-problems: (ver-
tical) brick walls and (horizontal) brick layers. Section 4.7 describes a fix-and-
optimise method for reducing the symmetry in the mathematical programming
formulation. Section 4.8 proposes to model the structural integrity of a LEGO
construction in the objective function by using the penalty method. Section 4.9
proposes to model structural integrity by using the cutting-plane method that
removes all brick configurations that are not in static equilibrium. Section 4.10
proposes a heuristic decomposition method for decomposing the construction
into two-dimensional layers of multiple heights. Section 4.11 concludes.

4.2 Three-dimensional packing

This section presents a mathematical programming formulation for optimis-
ing the LEGO construction problem. We categorise this problem as a three-
dimensional packing problem. Because the input consists of 1 × 1 coloured
voxels, we model the placement of a LEGO brick as the set of voxels it occu-
pies. We simplify the problem by only considering rectangular bricks, although
the LEGO system also contains non-rectangular bricks. For an introduction to
mathematical models for irregular cutting and packing problems (also called
nesting problems), we refer to the review by Leao et al. (2019). According to
their typology on mathematical models, we use a complete discrete positioning
model. Baldacci et al. (2014) used such a model for non-rectangular items.

The mathematical model consists of set-partitioning constraints (section
4.2.1) to ensure that exactly one brick covers each visible voxel, and set-packing
constraints (section 4.2.2) to ensure that at most one brick covers each non-
visible voxel. Section 4.2.3 combines these constraints into a mathematical
model that minimises the number of bricks. Section 4.2.4 discusses how to
include aesthetics and stability into the model. Section 4.2.5 discusses the
computational issues for using this model.

4.2.1 Set-partitioning

Garfinkel and Nemhauser (1969) introduced the set-partitioning problem. This
problem determines how to partition a finite set V into a family B of subsets



4.2 Three-dimensional packing 73

of V. Set V defines all coloured voxels in the layout, where each voxel has the
dimensions of the smallest 1 × 1 unit brick. Set B defines all feasible brick
placements, where each brick placement is feasible only if the brick is available
and all voxels match the colour of the brick. A solution to the set-partitioning
problem is feasible if the bricks cover all voxels and no pair of bricks overlaps.

The input consists of the set of voxels, V, and the set of available brick
types, T . We assume to have an unlimited number of available bricks. We do
not have the set of brick placements, B, a priori. We generate the set of brick
placements, B, by using the following algorithm. For each voxel, it enumerates
all possible placements where a brick covers a set of voxels of matching colours.
Because we only consider rectangular bricks, the bricks only have two orienta-
tions. Figure 4.1 gives a simple example of how to find all possible placements
(variables) for one layer. For this example, the algorithm generates 11 brick
placement variables. This algorithm is fast to compute and can thus generate
set B even for very large sets of V and T .

4.2.2 Set-packing

Set-packing is a classical problem in combinatorial optimisation that deals with
packing a set of brick placements, B, into the set of voxels, V. Unlike the set-
partitioning problem, the bricks do not have to cover all voxels. The set-packing
problem is relevant because the inside of a LEGO construction does not have
to be full of bricks. We prefer to create a hollow construction to save the
number of bricks and to make the construction lighter. Defining which voxels
to hollow out while ensuring that the construction remains structurally stable
is a difficult problem in itself. We thus simplify this issue by hollowing out all
voxels that are at a distance of d voxels from the construction boundary. The
value of d depends on the size of the construction.

By restricting all hollowed voxels to be void, we limit the solution space
unnecessarily. Instead, we state that a brick must cover voxels at the shell and
may cover hollowed voxels. The problem thus changes from a set-partitioning
problem to a set-packing problem. Figure 4.2 shows one layer of a construction,
where we fixed the shell width to d = 5. By using a set-packing formulation,
we thus give the solution space more freedom and therefore allow for reaching
better solutions.

4.2.3 Integer linear programming formulation

Model (4.1)–(4.4) presents an integer linear programming (ILP) formulation
for optimising a three-dimensional LEGO construction problem. The model
consists of set-partitioning and set-packing constraints. We split the voxels
into two sets Vshell and Vhollow representing all fixed voxels at the shell of
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(a) Voxelised design domain

(b) Available bricks

(c) Two feasible solutions (d) Brick placement variables

x1 + x4 + x6 = 1
x1 + x2 + x4 + x5 + x6 = 1
x2 + x3 + x4 + x5 + x6 = 1

x3 + x5 + x6 = 1
x7 = 1

x8 = 1
x9 + x11 = 1

x9 + x10 + x11 = 1
x10 + x11 = 1
x1, ..., x11 ∈ {0, 1}

(e) Set-partitioning constraints

Figure 4.1: An example of a 9 × 1 layer with colour constraints. The input
consists of (a) the voxelised design domain, and (b) the set of available bricks
containing an unlimited number of bricks per brick type. (c) There exist two
feasible solutions. (d) Each brick placement variable contains a brick from the
set of available bricks that covers voxels that match the colour of the brick.
(e) For each voxel, a set-partitioning constraint ensures that exactly one brick
placement variable covers it.
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(a) Set-partitioning (38 bricks) (b) Set-packing (24 bricks)

Figure 4.2: One layer of a construction. The red lines define the boundary of
the shell. The orange lines define all voxels within the hollow area. While layer
(a) contains 38 bricks, layer (b) only contains 24 bricks.

the construction and all hollow voxels in the middle of the construction, re-
spectively. Set B defines all feasible brick placements. We assume that an
unlimited amount of bricks is available.

min z =
∑
b∈B

cbxb (4.1)

s.t.
∑
b∈B

abvxb = 1 ∀v ∈ Vshell (4.2)∑
b∈B

abvxb ≤ 1 ∀v ∈ Vhollow (4.3)

xb ∈ {0, 1} ∀b ∈ B (4.4)

Equation (4.1) is the objective function that minimises the cost of the bricks,
where cb is the cost of placing brick b. Constraints (4.2) are the set-partitioning
constraints stating that exactly one brick placement b must occupy each voxel
v at the shell. Constraints (4.3) are the set-packing constraints stating that
at most one brick placement b can occupy each voxel v in the hollow part.
Parameter abv is 1 if brick placement b occupies voxel v, and 0 otherwise.
Constraints (4.4) impose that each brick placement variable xb is 1 if we place
brick b in the construction, and 0 otherwise.
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4.2.4 Aesthetics and stability

Model (4.1)–(4.4) does not contain any measures of aesthetics or stability. The
cost per brick cannot express these measures because the bricks are interdepen-
dent for these measures. Instead, we must measure the aesthetics and structural
integrity for the entire set of bricks in the construction or at least for sub-groups
of the bricks. The complexity of the problem thus significantly increases when
we include aesthetics and structural integrity in the optimisation.

Section 1.5 discussed the aesthetics of a construction. Quantifying aesthet-
ics with a mathematical function is difficult. To the best of our knowledge,
the literature on cutting and packing problems has not considered aesthetics
before. Section 4.5 proposes to define the aesthetics through the placement of
the bricks at the surface of a construction.

The structural integrity of a LEGO construction was introduced in chapter 2.
The literature on cutting and packing problems has formulated structural in-
tegrity as constraints. Especially in the container loading problem, where Bort-
feldt and Wäscher (2013, section 4.5.1) gave an overview of the approaches for
dealing with stability constraints. These constraints are usually based on rules
of thumb stating e.g. that all containers have to be fully or partially sup-
ported from below with a certain percentage, or that the centre of gravity of
all containers must be within a ”safe region”. De Queiroz and Miyazawa (2014)
proposed a mathematical programming formulation that used a cutting-plane
algorithm that iteratively added cuts to prevent unstable packings. However,
these stability constraints are only valid for boxes. Sections 4.8 and 4.9 discuss
how to handle structural integrity for LEGO constructions.

4.2.5 Variable symmetry

Variable symmetry occurs in ILP formulations if permuting the variables does
not change the structure of the problem. ILPs containing many symmetric
variables are very difficult to solve because each symmetry in the branch-and-
bound tree leads to a duplication in the effort. Margot (2010) gave a general
overview of how to handle symmetry in ILPs.

Model (4.1)–(4.4) contains a lot of symmetry because we duplicate each
brick into multiple brick placement variables. Such a formulation is necessary
because we need the positions of the bricks for determining aesthetics and
stability. However, the placements may be symmetric and thus leading to
symmetric brick placement variables. Figure 4.3 shows four examples of how
symmetry occurs in LEGO constructions.

Variable symmetry is not the same as symmetry in geometry. Rather, it
relates to symmetry in the objective function. Figure 4.3d shows two layers
that appear symmetric because both layers use the same bricks to create a
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similar structure. However, figure 4.4 reveals that because of the layer below
the construction in figure 4.4b is disconnected. Symmetry detection can thus
not be performed exclusively in one layer. We must also consider adjacent
layers.

Baldacci et al. (2014) used a similar model on an irregular knapsack problem
and reported that, due to the huge number of variables, solving the problem
by a MIP solver is impractical. They instead used the Lagrangian relaxation
of the model and solved the problem using a heuristic algorithm.

4.3 Decomposition strategies

Solving a three-dimensional packing problem from scratch is impractical using
mathematical optimisation. This section describes how to decompose the prob-
lem and thus use a divide-and-conquer approach. It includes column generation
(section 4.3.1), cutting formulations (section 4.3.2) and heuristic decomposition
(section 4.3.3). Not all of these approaches worked, but we list the advantages
and disadvantages of each method.

4.3.1 Column generation

Column generation is an exact algorithm for solving large linear programs.
Sometimes the number of variables is too large to generate explicitly. The
advantage of this algorithm is that we only need to generate a subset of the
variables, leading to a smaller and more tangible problem. Desaulniers et al.
(2006) gave a thorough introduction to column generation.

The literature usually uses the decomposition algorithm by Dantzig and
Wolfe (1960) if the constraint matrix has a specific form. This algorithm re-
formulates the problem into a master problem and one or more sub-problems.
Each column in the master problem represents a solution to one of the sub-
problems. A solution to a sub-problem represents the placements of LEGO
bricks within a part of the LEGO construction. For each iteration, the al-
gorithm subsequently solves the master problem and the sub-problems. The
solution to the master problem ensures that all linking constraints between the
columns are satisfied. The sub-problem then generates new columns to add in
the master problem.

Applying this method on the LEGO construction problem is appealing be-
cause generating all brick placement variables leads to too many variables.
However, determining how to decompose the problem into a master problem
and a sub-problem is not trivial, because we do not have the stability con-
straints a priori. The method of simultaneously adding linking constraints for
each generated column is called column-and-row generation. Muter et al. (2018)
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(a) Variable symmetry across layers

(b) Variable symmetry in layer orientation

(c) Variable symmetry in layer width

(d) Variable symmetry in layer depth

Figure 4.3: Four examples of variable symmetry occurring in a LEGO construc-
tion.
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(a) (b)

Figure 4.4: Two constructions where the upper layers appear symmetric. How-
ever, the red lines show that the construction is disconnected.

described how to tackle such problems using Benders decomposition. The link-
ing constraints that handle structural integrity are very hard to generate for
the LEGO construction problem because measuring the structural integrity of
a construction is an optimisation problem in itself. Furthermore, the number
of linking constraints grows very quickly with the number of columns. More
research is needed to see if this approach would be valuable.

4.3.2 Cutting formulation

A cutting formulation is another exact algorithm that avoids generating all
variables explicitly. Initially, this formulation contains a single variable: an
artificial brick covering the entire construction. Then, iteratively, the algorithm
cuts the variables into smaller pieces that eventually result in feasible bricks
from the set of available bricks. The main idea of this cutting formulation is
thus to decompose the problem into smaller sub-problems gradually.

While the literature on three-dimensional cutting problems is limited, the
literature has extensively studied two-dimensional cutting problems. Furini
et al. (2016) proposed a recursive algorithm of cutting an initial item into
multiple feasible items using mathematical modelling. They used Guillotine
cuts that are parallel to the sides and cross the item from one side to the other.

(a) Guillotine cutting (b) Non-guillotine cutting

Figure 4.5: Guillotine and non-guillotine cutting.
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Figure 4.5 illustrates the difference between Guillotine and non-Guillotine cuts.
While a LEGO construction can contain non-Guillotine cuts, the solutions
resulting from Guillotine cuts usually result in patterns that are often used by
practitioners. However, this algorithm encounters symmetry issues in the brick
variables. A very important part of the approach by Furini et al. (2016) is to
discard all cuttings that are symmetric. Their method of detecting symmetry
does not include stability constraints, and their formulation thus cannot get
rid of the symmetry amongst the brick variables.

Section 4.9 describes an alternative cutting formulation that takes into ac-
count the stability constraints. This method avoids symmetry in the brick
variables by hybridising the method with a metaheuristic. However, the disad-
vantage of this method is that the number of stability constraints to generate
grows too large - even for very small constructions.

4.3.3 Heuristic decomposition

Heuristic decomposition methods reduce the problem size by partitioning the
problem into smaller sub-problems. Some methods partition the problem us-
ing a general scheme such as decomposing the problem into equally sized sub-
problems. Other methods partition the problem based on problem-specific
knowledge. For instance, Laesanklang and Landa-Silva (2017) decomposed a
scheduling and routing problem based on geographical regions, because geo-
graphic proximity in the decomposition is an efficient method for generating
routing paths. As opposed to exact decomposition methods, heuristic decom-
position methods do not guarantee an optimal solution, but hopefully, they
can find a near-optimal solution within a reasonable time.

In the following of this chapter, we use heuristic decomposition. For in-
stance, we decompose the LEGO construction into layers of bricks. This strat-
egy is natural when all bricks have the same height. However, this strategy is
also efficient for bricks of different heights, because the structural integrity of
a LEGO construction usually improves, when adding many brick connections
within a layer. Furthermore, we also attempt to decompose the layers into
one-dimensional strips, because usually bricks are placed within such strips.
This strategy places the strips alternating between north-south and east-west
directions for each layer. If the first layer contains strips directed north-south,
then the next layer would contain strips directed east-west, and so on.

4.4 One-dimensional packing

This section assumes that we can decompose the construction into one-dimen-
sional strips that we have to fill with bricks. All bricks must have the same
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width as the strip. We have thus simplified the problem to a cutting stock prob-
lem that was identified by Kantorovich (1960). Figure 4.6 shows two examples
of how to decompose two-dimensional and three-dimensional constructions into
one-dimensional strips. De Carvalho (2002) gave a general overview of math-
ematical models dealing with the cutting stock problem. This section tries to
apply two approaches from that overview to the LEGO construction problem.
The first method uses variables representing the LEGO bricks (section 4.4.1),
and the second method uses variables that also include the positions of the
LEGO bricks (section 4.4.2).

4.4.1 Gilmore-Gomory model

Gilmore and Gomory (1961) proposed a model that described the variables as
cutting patterns. They found each pattern by solving a knapsack problem. In
our case, each pattern defines the bricks within a one-dimensional strip. Model
(4.5)–(4.7) is an unbounded knapsack problem with equality constraints that
covers the entire length of a strip using bricks of the same width. We thus
assume that no hollowing is allowed. Set T defines all available brick types of
the same width.

min z =
∑
t∈T

xt (4.5)

s.t.
∑
t∈T

ltxt = L (4.6)

xt ∈ Z+ ∀t ∈ T (4.7)

Equation (4.5) minimises the number of bricks within the strip. Constraints
(4.6) ensure that the length L of the strip equals the length of the bricks, where
lt is the length of brick type t. Constraints (4.7) impose that the number of
bricks xt of brick type t is a non-negative integer.

Figure 4.7 shows an optimal solution from solving each strip using model
(4.5)–(4.7). While each strip was very fast to compute, the construction is
disconnected and thus infeasible. This model is thus not sufficient to model
the problem.



82 4 Mathematical programming for optimising LEGO constructions

(a) (b)

Figure 4.6: (a) A wall consisting of one-dimensional strips. (b) A cube consist-
ing of one-dimensional strips having alternating directions for each layer.

Figure 4.7: A stack bond of a 25 × 5 construction containing the minimal
number of bricks.

4.4.2 Arc-flow model

The position of each brick in a construction highly affects the structural in-
tegrity of the construction. We thus require a position-indexed model. De
Carvalho (1999) proposed an arc-flow model that explicitly models the posi-
tions of the variables. We thus model the problem as an acyclic directed graph,
where the nodes represent the gaps between the bricks and each directed arc
(edge) represents a brick between two nodes of the corresponding size satisfying
the colour constraints. A valid solution to a single strip exists if there is a path
between the first and last node of the graph.

The idea of the arc-flow model is to enumerate a subset of solutions of a
single strip. We then consider each solution as a variable in a master model.
The master model gathers all variables, generates linking constraints amongst
neighbouring strips and optimises the entire construction. This section focuses
on how to reduce the number of solutions, such that we avoid an excessive
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(a) Voxelised design domain

(b) Set of available bricks

0 1 2 3 4 5 6 7 8 9 10 11 12 13 14

(c) Graph containing the entire set of brick placements

0 1 2 3 4 5 6 7 8 9 10 11 12 13 14

(d) Graph containing a subset of brick placements

(e) Six feasible solutions (f) Colouring the non-visible bricks

Figure 4.8: (a) A partially visible strip. The grey voxels represent non-visible
voxels. Any brick colour can cover these voxels. (b) The set of available bricks.
(c) An acyclic directed graph where the nodes represent the gaps between the
bricks and each arc represents a brick placement between two nodes. Black arcs
signify that the brick can have any colour and coloured edges signify that the
brick must have that specified colour. (d) A dynamic programming algorithm
has reduced the graph, such that it contains only the arcs that are a part of
an optimal path from the first node to the last node. (e) Six solutions to this
strip. (f) Six solutions to this strip, where we assigned an available colour to
all non-visible bricks.



84 4 Mathematical programming for optimising LEGO constructions

number of variables.

To reduce the number of solutions, we reduce the number of arcs in the
graph by using dynamic programming (Bellman 1957). This algorithm focuses
on minimising the number of bricks. We handle the linking constraints that
deal with aesthetics and structural integrity in a later stage. Starting from
the first node, the algorithm generates all arcs that represent a feasible brick
placement. The algorithm closes the first node and opens all nodes that are
connected by the new arcs. The algorithm marks all nodes with the number of
bricks in the path. Iteratively, the algorithm selects one of the nodes containing
the minimum number of bricks. The algorithm generates arcs from the selected
node using the same procedure. Once the algorithm reaches the last node in
the graph, it backtracks to produce all optimal paths from the last to the first
node.

Figure 4.8 shows an example of how to model a partially visible strip using
this method. This example shows that the arc-flow model successfully could
solve this strip and return six solutions. Two issues arise for this method. First,
some strips would contain too many solutions, which could lead to too many
linking constraints in the master problem. Second, some strips would contain
too few solutions, which could lead to a master problem that is too restricted.
More research is needed to see how this approach could be improved.

4.5 Two-dimensional packing (vertically)

This section examines how to perform two-dimensional packing in the vertical
direction. In other words, it examines how to construct two-dimensional walls
in various shapes. The main contribution of this section is that it proposes
a method to model one of the objectives in the LEGO construction problem:
aesthetics.

Aesthetics are challenging to quantify because they usually are subjective.
This section attempts to define the aesthetics of a LEGO construction based on
the visible gaps between the bricks that appear on the surface of a LEGO con-
struction. We want to model the objective as using as few gaps as possible (sec-
tion 4.5.1) while distributing the gaps as far away from each other as possible
(section 4.5.2). These two objectives are sometimes conflicting. Section 4.5.3
proposes coefficients that balance the weights of these two objectives. Sec-
tion 4.5.4 reports the results for this mathematical model on two-dimensional
walls.
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4.5.1 Penalising the gaps between the bricks

We define the aesthetics based on the placement of the gaps between the bricks.
We focus on the gaps between bricks that are horizontally adjacent. We penalise
each gap that is not covered by a brick from above or below. Figure 4.9 shows
a construction containing such gaps. These gaps are not only affecting the
aesthetics, but also relate to the structural integrity of the construction.

To avoid these undesired gaps between the bricks, we generate one con-
straint for each gap s ∈ S, where S is the set of possible gaps between two
horizontally adjacent voxels. The constraint states that the number of bricks
having an endpoint at gap s must be strictly less than ns, where ns is the
number of voxels surrounding gap s. Because we cannot always avoid these
undesired gaps, we relax each constraint by adding variable ψs that gives a
large penalty once it is activated.

Model (4.8)–(4.12) is an ILP that minimises the cost of the bricks and the
gap penalties.

min
∑
b∈B

cbxb +
∑
s∈S

csψs (4.8)

s.t.
∑
b∈B

abvxb = 1 ∀v ∈ V (4.9)

xb ∈ {0, 1} ∀b ∈ B (4.10)∑
b∈B

Ψbsxb − ψs ≤ ns − 1 ∀s ∈ S (4.11)

ψs ∈ {0, 1} ∀s ∈ S (4.12)

Equation (4.8) is the objective function, where cb is the brick cost and cs is
the gap penalty. Constraints (4.9)–(4.10) are the set-partitioning constraints

(a) (b)

Figure 4.9: Two solutions of a wall with windows. Three red circles highlight
undesired gaps between the bricks.
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for the brick placement variables (see section 4.2.1). Constraints (4.11) state
that, for each gap s, the number of bricks having an endpoint at gap s must
be less than ns. Parameter Ψbs is 1 if the endpoint of brick b lies at gap s.
If the model cannot satisfy these constraints, then variable ψs invokes a large
penalty. Constraints (4.12) state that ψs is a binary variable.

4.5.2 Maximising the distance between the gaps

We further define the aesthetics based on the stretcher bond described in sec-
tion 1.4. The objective of this bond is to maximise the distance between the
gaps. To model the stretcher bond, we create a distance parameter that cor-
responds to the shortest distance from one gap to another adjacent gap. A
distance of 1 between the gaps gives the parameter Θ1, a distance of 2 gives
Θ2, and so forth. The values for these parameters should reflect that we want
to maximise the distances, i.e. Θ1 < ... < Θ10. The stretcher bond bonus
variable, θs for gap s ∈ S, then describes the minimum distance to an adjacent
gap.

Figure 4.10 shows a simple example of how to model the stretcher bond
bonus variable, θ, for the gap between the two lower bricks (x1 and x2). Four
constraints describe the minimal distance to an adjacent gap: the distance to
the left, right, above and below. In this case, no bricks are below, which is
why we present only three constraints in the following. Table 4.1 presents the
calculations of the bonus for the three scenarios. Scenario a) results in an
undesired gap with bonus 0. Scenarios b) and c) get a bonus of Θ1 and Θ2,
respectively.

θ ≤ Θ4x1 (left)
θ ≤ Θ2x2 (right)
θ ≤ Θ1x4 + Θ2x5 (above)
θ ∈ R+

x1 x2

x3

(a) θ = Θ0

1

x1 x2

x4

(b) θ = Θ1

2 2

x1 x2

x5

(c) θ = Θ2

Figure 4.10: Small example of how to define the strength of the yield line
depending on the brick placements, x1, ..., x5.
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scenario x1 x2 x3 x4 x5 stretcher bond bonus
(a) 1 1 1 0 0 θ ≤ Θ4, θ ≤ Θ2, θ ≤ 0 −→ θ = 0
(b) 1 1 0 1 0 θ ≤ Θ4, θ ≤ Θ2, θ ≤ Θ1 −→ θ = Θ1
(c) 1 1 0 0 1 θ ≤ Θ4, θ ≤ Θ2, θ ≤ Θ2 −→ θ = Θ2

Table 4.1: If we maximise the stretcher bond bonus and Θ1 < Θ2 < Θ4, then
scenario (c) gets the highest stretcher bonus of value Θ2.

We present in the following a mixed-integer linear program (MILP) that
minimises the brick costs, the gap penalties and the negative stretcher bond
bonus. This model introduces set D that is the set of adjacent positions to a
gap (left, right, above and below).

min
∑
b∈B

cbxb +
∑
s∈S

csψs −
∑
s∈S

θs (4.13)

s.t.
∑
b∈B

abvxb = 1 ∀v ∈ V (4.14)

xb ∈ {0, 1} ∀b ∈ B (4.15)∑
b∈B

Ψbsxb − ψs ≤ ns − 1 ∀s ∈ S (4.16)

ψs ∈ {0, 1} ∀s ∈ S (4.17)

0 ≤ θs ≤
∑
b∈B

Θdbsxb ∀s ∈ S, d ∈ D (4.18)

θs ∈ R ∀s ∈ S (4.19)

Equation (4.13) is the objective function. Compared to equation (4.8), the
objective now includes the stretcher bond bonus, θ. Constraints (4.14)–(4.17)
are the same as constraints (4.9)–(4.12). Constraints (4.18) define the stretcher
bond bonus θs. For each gap s, this bonus depends on the shortest distance
to the endpoint of an adjacent brick. Parameter Θdbs assigns the bonus for
brick b at gap s, where d is the relative position of brick b at gap s (left, right,
above or below). Constraints (4.19) state that the stretcher bond bonus is a
real number.

This formulation is bounded because it bounds all variables from both be-
low and above. Infeasible solutions can only occur if the set of available bricks
cannot cover all voxels, i.e. if they violate constraints (4.14). Although this
formulation allows disconnected constructions to occur, the penalisation of un-
desired gaps leads this formulation to choose better solutions unless the design
domain is too constrained.
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4.5.3 Objective function coefficients

We divided the objective function for the LEGO construction problem on brick
walls into two main objectives: minimising the number of bricks used in the
construction and creating a strong stretcher bond. These two objectives often
conflict with each other. Therefore, we decided that the objective function
should minimise the number of bricks unless this would create stack bonds
(i.e., if ψs = 1 for any gap s). As a second priority, we balance the bricks with
the stretcher bond. This section describes the parameters and variables that
can ensure our desired formulation.

Stretcher bond bonus. The stretcher bond bonus should encourage the max-
imisation of the smallest distances between the brick gaps. This bonus can
thus not be linear. According to some preliminary experiments, we chose the
values in equation (4.20), where the increment of the bonus decreases as the
distances increase.

Θ = (1, 10, 18, 25, 31, 36, 40, 43, 45, 46). (4.20)

Brick cost. The objective function should prioritise to minimise the number
of bricks instead of creating a perfect stretcher bond. Thus, we set the brick
cost to a large value for each brick b, e.g.,

cb = 250, ∀b ∈ B. (4.21)

Undesired gap cost. Sometimes using the minimal amount of bricks leads to
very poor placements of the brick gaps. Therefore, we penalise gaps, depending
on their placement. We set the undesired gap cost to a very large value for
each gap s, e.g.,

cs = 1000, ∀s ∈ S. (4.22)

4.5.4 Computational experiments

This section describes the tests conducted for the proposed MILP formulations.
We used the MIP solver IBM-CPLEX version 12.7.1. The set of available bricks
were in the dimensions 1× 1, 1× 2, 1× 3, 1× 4, 1× 6, 1× 8 and 1× 10. Each
brick type had an unlimited number of bricks available. Note that the results
are highly dependent on the set of available bricks. We set the time limit to
3 minutes because the practitioner using this model should be able to receive
results within a reasonable amount of time.
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An issue with model (4.13)–(4.19) is that the formulation does not neces-
sarily lead to symmetric patterns. Figure 4.11 shows three optimal solutions
of a 40× 8 wall. The objective functions for the three solutions have the same
value, but the solutions slightly differ. According to CPLEX, there are in total
1250 optimal solutions to this wall. That many optimal solutions to such a
small example indicate that the branch-and-bound tree grows exponentially.

Figure 4.12 shows the results on two-dimensional walls of various dimensions
for both models: model (4.8)–(4.12) and model (4.13)–(4.19). All instances
contain small constructions. The first model solved all instances to optimality
within a second. The second model produced brick configurations that were
more visually appealing, but it was much more time-consuming. For some of
the instances, it could not even solve the instances to optimality before reaching
the time limit of 3 minutes. These results indicate that the complexity of the
formulation lies in variable θs defined for each gap s.

We furthermore tested an instance containing 12,087 voxels with dimen-
sions 180× 13× 117. The proposed models can handle this three-dimensional
construction because the instance contains the walls of a large house. For each
wall section containing a set of voxels V, we generated the set of brick place-
ment B and the set of gaps S. Figure 4.13 shows an optimal solution from
the first model solved after around 100 seconds consisting of 1,619 bricks. An
important feature for this solution is that it interlocks all wall sections. Solving
the same instance using the second model created memory issues that lead to
a crash in the CPLEX solver. Due to the weak LP bound caused by the θ
variables, the branch-and-bound tree in the CPLEX solver grew too large.

These results show that model (4.13)–(4.19) gives a good representation of
the aesthetics. However, the formulation is weak and thus too time-consuming.
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(a)

(b)

(c)

Figure 4.11: Three optimal solutions of a 40 × 8 wall. Each wall contains 36
bricks and all gaps have a minimal distance of 4 to their nearest neighbouring
gap - i.e. all gaps get a stretcher bond bonus of Θ4.
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(a) Model (4.8)–(4.12)
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(b) Model (4.13)–(4.19)

Figure 4.12: Running times for solving a two-dimensional wall of different
widths and heights. If the solver did not find the optimal solution with a 0.0%
gap after 3 minutes, it stopped the optimisation.

Figure 4.13: A solution to an instance containing walls of a house. The instance
contains 12,087 voxels with dimensions 180 × 13 × 117. The solution consists
of 1,619 bricks.
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4.6 Two-dimensional packing (horizontally)

This section examines how to perform two-dimensional packing in the hori-
zontal direction. To this purpose, we decompose the construction into two-
dimensional layers and solve each layer, starting from the bottom layer and end-
ing at the top layer. For simplicity reasons, we assume that all bricks have the
same height. We have thus simplified the problem to multiple two-dimensional
packing problems. For a survey on two-dimensional packing problems, we refer
the reader to Lodi et al. (2002).

This section assumes to have no information about the brick configurations
of adjacent layers even though the bricks are highly dependent on adjacent
layers (vertical dependency). Instead, we assign a layer direction to each layer.
By arranging the layers of bricks in alternating directions for each layer, we
follow the English bond (see section 1.4). This strategy usually results in stable
brick configurations.

We introduce two types of penalties to satisfy the brick bonding rules. First,
we penalise the bricks individually (section 4.6.1), and second, we penalise the
gaps between the bricks (section 4.6.2). For most instances, we cannot satisfy
all requirements. Figures 4.14 and 4.15 illustrate how these penalties affect the
solution of a single layer of a LEGO construction. Section 4.6.3 proposes how
to weight the penalties. Finally, section 4.6.4 reports on the results for the
proposed mathematical model.

4.6.1 Penalising the bricks

We use the penalty method to define the cost of the bricks. We thus use penal-
ties to define how well each brick contributes to the overall quality of the entire
construction. The literature also used the penalty method (see section 2.3). We
use three penalties to define the brick cost. We base the brick penalty on rules
of thumb. Especially, we follow the English bond rule described in section 1.4.
For now, we disregard the adjacent layers and merely define the quality based
on the bricks in the current layer. Equation (4.23) is a linear combination of
three penalties, where cb is the accumulated cost of brick b, and p(i)

b and wi are
the penalty and weight of penalty i.

cb = w1p
(1)
b + w2p

(2)
b + w3p

(3)
b ∀b ∈ B (4.23)

p
(1)
b - is related to the brick cost. For simplicity reasons, we give each brick

placement the same penalty. Figure 4.14a shows an example of an
optimal solution using this penalty.
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p
(2)
b - is related to placing the bricks perpendicularly to the bricks in adjacent

layers. Because we have no information on the adjacent layers yet, then
we assign each layer with a layer direction (east-west or north-south). If
this layer has an east-west direction, the layer above has a north-south
direction. We then give a penalty for each brick of dimensions w × h
that does not have a length of w > 2 or h > 2 for east-west or north-
south orientations, respectively. Figure 4.14a coloured bricks in red if
they were not following the north-south direction. Figure 4.14b shows
an optimal solution using this penalty.

p
(3)
b - is related to the aesthetics discussed in section 4.5. We give a penalty for

each brick that is visible to minimise the number of visible gaps between
the bricks at the surface of the construction. Figure 4.14b showed a red
circle for each visible gap and figure 4.14c shows an optimal solution
using this penalty.

We examined many other types of penalties and refer to section 2.3 for a
discussion on the advantages and disadvantages of the penalties proposed in
the literature.

Model (4.24)–(4.26) is an ILP formulation that minimises the cost of the
bricks exclusively. The model is a reformulation of model (4.1)–(4.4). The
difference is that we disregard hollowing of the construction.

min z =
∑
b∈B

cbxb (4.24)

s.t.
∑
b∈B

abvxb = 1 ∀v ∈ V (4.25)

xb ∈ {0, 1} ∀b ∈ B (4.26)

4.6.2 Brick gap penalty

Measuring the quality of a solution by penalising the bricks individually is
not sufficient for getting a reliable measurement. Additionally, we penalise the
placements of the bricks related to each other. More specifically, we focus on
the gaps between the bricks. Equation (4.27) is a linear combination of three
penalties, where c(S) is the accumulated cost for the entire set of gaps S. The
following describes how to generate subsets S+, ST and Sa based on set B
containing the set of brick placements.

c(S) =
∑

s∈S+

csψs +
∑

s∈ST

csωs −
∑
s∈Sa

θs (4.27)
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(a) z =
∑

b∈B w1p
(1)
b xb

(b) z =
∑

b∈B

(
w1p

(1)
b + w2p

(2)
b

)
xb

(c) z =
∑

b∈B

(
w1p

(1)
b + w2p

(2)
b + w3p

(3)
b

)
xb

Figure 4.14: Optimal solutions to a single (north-south) layer in a LEGO
construction using various objective functions.



4.6 Two-dimensional packing (horizontally) 95

(a) z =
∑

b∈B cbxb +
∑

s∈S+
csψs

(b) z =
∑

b∈B cbxb +
∑

s∈S+
csψs +

∑
s∈ST

csωs

(c) z =
∑

b∈B cbxb +
∑

s∈S+
csψs +

∑
s∈ST

csωs −
∑

s∈Sa
θs

Figure 4.15: Optimal solutions to a single (north-south) layer in a LEGO
construction using various objective functions.
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ψs - is related to avoiding large gaps between the bricks directed in the per-
pendicular layer direction. Remember that we assigned each layer with
a layer direction (east-west or north-south). Not only do the bricks have
to point in the assigned direction, but we also want the majority of the
gaps to point in that direction. We can prevent these gaps by penalising
all gaps having a ”+” shape. Figure 4.14c illustrates all such gaps with
a red circle. We define these gaps as n bricks sharing the same corner
position, where n is the maximum number of bricks that can share the
same corner position (either three or four). Figure 4.15a shows a solution
that avoids these ”+” shaped gaps. Set S+ defines these gaps.

ωs - is also related to avoiding large gaps between the bricks directed in the
perpendicular layer direction. This time, we want to prevent a specific
type of gap having a ”⊤-⊥” shape. Figure 4.15a illustrates all such gaps
with a red circle. We define these gaps as follows. Assuming that the
layer direction is north-south, consider two bricks, b1 and b2, sharing
a boundary in the x-axis. Further, let bwest and beast be the bricks
(amongst b1 and b2) having a corner point farthest to the west or east,
respectively. If bwest and beast are not the same bricks, then we define
the gap between the bricks as an undesired ”⊤-⊥” gap. Figure 4.15b
shows a solution that avoids these ”⊤-⊥” shaped gaps. Set S⊤-⊥ defines
these gaps.

θs - is related to aligning the bricks within a layer. Section 4.5.2 described
how to model this penalty for brick walls. We use the same method
with the only difference that the penalty now acts within a layer. If the
layer direction is north-south, then this penalty only applies for bricks
directed north-south, and vice-versa if the layer direction is east-west.
Figure 4.15c shows an optimal solution for using this penalty. Set Sa
defines these gaps.

x1

x2

x3

x4 x1

x2

x3

x4

(a) North-south layer direction
y4

y3

y2
y1

y4
y3

y2
y1

(b) East-west layer direction

Figure 4.16: Four cases of gaps having ”⊤-⊥” shapes.
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Model (4.28)–(4.36) is a MILP formulation that minimises the cost of the
bricks and cost of the gaps between the bricks.

min z =
∑
b∈B

cbxb +
∑

s∈S+

csψs +
∑

s∈S⊤-⊥

csωs −
∑
s∈Sa

θs (4.28)

s.t.
∑
b∈B

abvxb = 1 ∀v ∈ V (4.29)

xb ∈ {0, 1} ∀b ∈ B (4.30)∑
b∈B

Ψbsxb − ψs ≤ ns − 1 ∀s ∈ S+ (4.31)

ψs ∈ {0, 1} ∀s ∈ S+ (4.32)∑
b∈B

Ω(1)
bs xb +

∑
b∈B

Ω(2)
bs xb − ωs ≤ 1 ∀s ∈ S⊤-⊥ (4.33)

ωs ∈ {0, 1} ∀s ∈ S⊤-⊥ (4.34)

0 ≤ θs ≤
∑
b∈B

Θdbsxb ∀s ∈ Sa, d ∈ D (4.35)

θs ∈ R ∀s ∈ Sa (4.36)

Equation (4.28) is the objective function, where cb is the cost of brick b
and cs is the cost of gap s that we described earlier in this subsection. Con-
straints (4.29)–(4.30) are the same as constraints (4.25)–(4.26). The remaining
constraints require detailed elaboration.

Constraints (4.31) restrict the number of bricks having a corner point at gap
s to be at most ns− 1 bricks. The value of ns is the maximal number of bricks
that can fit at gap s (usually 3 or 4). Parameter Ψbs is 1 if brick b has a corner
point at gap s, and 0 otherwise. For some constructions, the bricks cannot
satisfy all of these constraints. We thus relax these constraints by adding
variable ψs for each gap s. Constraints (4.32) impose that these variables are
binary. These constraints are the same as constraints (4.14)–(4.16).

Constraints (4.33) restrict two bricks from forming undesired ”⊤-⊥” gaps.
Figure 4.16 shows four cases of ”⊤-⊥” gaps. In the following, we describe how
to model the first case. Assuming that the layer direction is north-south, gap
s is a ”⊤-⊥” gap that has an east-west line with four points x1, x2, x3, x4 (see
figure 4.16a). Parameter Ω(1)

bs is 1 if brick b is south of the east-west line and
has a corner point positioned at x1 and x3, and 0 otherwise. Parameter Ω(2)

bs is
1 if brick b is north of the east-west line and has a corner point positioned at x2
and x4, and 0 otherwise. We model the three other cases similarly. Constraints
(4.34) impose that these variables are binary.
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Constraints (4.35) are the same as constraints (4.18) from section 4.5. The
difference is that parameter Θdbs acts horizontally instead of vertically, where
d is the relative position of brick b at gap s (east, west, north or south). Con-
straints (4.36) impose that these variables are real numbers.

4.6.3 Objective function coefficients

This section introduced six penalties along with six coefficients weighting the
importance of each penalty. Preliminary experiments gave the coefficients
stated in equations (4.38)–(4.40).

w = {50, 600, 1600} (4.37)
cs = 200 ∀s ∈ S+ (4.38)
cs = 100 ∀s ∈ S⊤-⊥ (4.39)
Θ = (1, 10, 18, 25, 31, 36, 40, 43, 45, 46) (4.40)

4.6.4 Computational experiments

To test the performance of model (4.28)–(4.36), we created a simple set of in-
stances each containing a square layer of the same colour. We had an unlimited
number of available bricks in dimensions 1× 1, 1× 2, 1× 3, 1× 4, 1× 6, 1× 8,
1× 10, 2× 2, 2× 3, 2× 4, 2× 6, 2× 8 and 2× 10.

Given the set of voxels V and the set of available brick types T , we generated
the set of brick placements B. Subsequently, we generated sets S+, ST and Sa
containing the undesired gaps. We used the MIP solver IBM-CPLEX version
12.8.0 and set a time limit of 120 seconds.

Table 4.2 reports how the model performs on the instances. With a time
limit of 120s, the model does not reach optimal solutions for most of these
instances. This poor performance stems from two issues. First, the model
contains too many symmetric variables. Second, constraints (4.35) result in
very weak bounds as discussed in section 4.5. While this model works well for
the smallest instances, it cannot solve medium to large instances to optimality.
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Square No. Objective Gap CPU
size bricks value (%) time (s)
22× 22 28 22,074 0.0 16.0
25× 25 45 31,368 0.0 41.5
35× 35 175 225,900 182.4 120.5
40× 40 240 302,810 182.2 120.8
55× 55 385 421,890 216.7 124.0
58× 58 464 508,126 208.4 122.5
62× 62 496 544,494 216.4 122.5
63× 63 504 534,736 222.6 122.4
77× 77 693 684,572 245.7 122.9
86× 86 946 906,714 238.4 128.4
99× 99 1,089 1,000,846 267.7 125.0

Table 4.2: Performance of model (4.28)–(4.36) on squared layers. The time
limit was 120s.

4.7 Fix-and-optimise matheuristic for reducing symmetry

The main issue of the proposed mathematical programming formulations is
that they contain too much symmetry in the variables. One way of reducing
symmetry is to fix some of the variables in the model (Margot 2010). This
section uses this idea to propose a fix-and-optimise matheuristic. To this pur-
pose, we decompose the construction into layers, and, for each layer, we split
the decision process into two stages using a heuristic decomposition strategy.
The first stage fixes a selection of binary variables (section 4.7.1), and the
second stage solves a restricted problem that is much smaller to optimality
(section 4.7.2). This method is a matheuristic because it hybridises a heuristic
with mathematical programming (Maniezzo et al. 2009). Section 4.7.3 shows
how to improve the aesthetics by ensuring smooth surfaces on the visible parts
of the LEGO construction. Section 4.7.4 proposes a post-processing step to
handle some of the issues for this approach. Finally, section 4.7.5 performs
computational experiments using this matheuristic.

4.7.1 Fixing strips of bricks

The main goal of the fix-and-optimise matheuristic is to narrow down the search
space of the mathematical programming formulation. We achieve that by using
brick bonding rules (see section 1.4) that usually ensure LEGO constructions
that are stable and visually appealing. This strategy arranges the bricks in
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(a) Set R̂2×X for iteration 1

(b) Set R̂1×X for iteration 1

Figure 4.17: Two sets of strip variables for a layer consisting of two colours. The
grey colour on the inside of the layer signifies that the voxels are non-visible.
Sets R̂1×X and R̂2×X are subsets of R̂.
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(a) Sets R̂2×X and R̂⊥ for iteration 1

(b) Set B∗ in iteration 1

Figure 4.18: (a) In addition to the 2 × X strips, we generated perpendicular
strips to avoid visible gaps at the shell. (b) A solution given a restricted set of
brick placements. All non-visible bricks are grey.
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strips. We define a strip as a rectangle with a width corresponding to the
width of a brick. We simplify the set of available bricks to have a width of 1
or 2. All voxels that are adjacent within the strip must have matching colours.
We, furthermore, simplify the set of strips by assigning a layer direction to each
layer and thus only generate strips that follow that direction. Set R defines the
entire set of strips, and sets R1×X and R2×X are the subsets of strips having a
width of 1 and 2, respectively. Throughout this section, we refer to these strips
as 1×X and 2×X strips, respectively.

Model (4.41)–(4.43) is an ILP formulation that maximises the use of 2×X
strips. For all strips that cannot fill the entire length of the layer, we generate
additional 1×X strips to fill the voids. Figure 4.17a shows an optimal selection
of 2×X strips using this model, and figure 4.17b shows the 1×X strips that
fill the empty voxels.

max z =
∑

r∈R2×X

lrχr (4.41)

s.t. αr1r2χr1 + αr1r2χr2 ≤ 1 ∀r1 ∈ R2×X , r2 ∈ R2×X (4.42)
χr ∈ {0, 1} ∀r ∈ R2×X (4.43)

Equation (4.41) is the objective function, where lr is the length of strip r.
Constraints (4.42) are overlapping constraints stating that two strips r1 and
r2 cannot overlap. Parameter αr1r2 is 1 if r1 ̸= r2 and strips r1 and r2 overlap.
Constraints (4.43) impose that placement variable χr is binary for strip r.

4.7.2 Two-staged matheuristic algorithm

We split the matheuristic into two stages. First, we fix strips of bricks, and sec-
ond, we solve a restricted problem on bricks within these strips. Algorithm 4.1
describes this procedure. In the following, we give a thorough description of
the algorithm.

Algorithm 4.1
Input: Vlayer ← set of coloured voxels defining one layer of a LEGO con-

struction
Output: B∗ ← set of brick placements

1: procedure Fix-And-Optimise-Matheuristic
2: R̂ ← ∅
3: R2×X ← generate all strips having a width of 2 ▷ see section 4.7.1
4: l← vector containing the lengths of the strips
5: l0 ← l, χ0 ← −1
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6: i← 0
7: do
8: i← i+ 1
9: B∗ ← ∅

10: χ← solve model (4.41)–(4.43) using R2×X and l
11: for r ∈ R2×X do
12: if χr = 1 then
13: R̂ ← R̂ ∪ {r}
14: lr ← 0
15: end if
16: end for
17: χ∆ ← χ− χ0, χ0 ← χ
18: if χ∆ = 0 then
19: return B∗

20: end if
21: R1×X ← generate all strips having a width of 1 in positions that

could not be entirely filled by R̂
22: R̂ ← R̂ ∪ R1×X

23: B̂ ← generate all brick placement variables within R̂
24: x← solve model (4.28)–(4.36) using Vlayer and B̂

▷ see section 4.6.2
25: for b ∈ B̂ do
26: if xb = 1 then
27: B∗ ← B∗ ∪ {b}
28: if lb > 2 then ▷ lb is the length of brick placement b
29: lr ← lr + lb ▷ updates the length of strip r that is

associated with brick b
30: end if
31: end if
32: end for
33: l∆ ← l− l0, l0 ← l
34: while |l∆| < 0 and i < imax
35: return B∗

36: end procedure
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Lines 2–6 initialise the algorithm. We generate set R2×X containing all
strips having a width of 2 along with vector l containing the lengths of the
strips. Lines 7–34 contain a while-loop that terminates if either the number of
iterations exceeds imax or no changes occur to the model that fixes the strips.

The first stage of the algorithm consists of generating a set of strips that
restrict the solution space. Lines 10–16 fix the set of 2 × X strips, such that
no pair of strips overlaps. Lines 17–20 terminate the algorithm if the fixed
strips have not changed since the previous iteration. Lines 21–22 generate all
1 ×X strips for all areas that could not be filled entirely by the 2 ×X strips.
Figure 4.17 shows an example of an optimal selection of these strips.

The second stage of the algorithm consists of optimising the placement of
the bricks. It restricts the set of brick placement variables to lie within the
fixed strips. Line 23 generates all brick placement variables within each of the
fixed strips. Figure 4.1 shows an example of how to generate brick placement
variables within a strip. Line 24 solves model (4.28)–(4.36) using a reduced
number of variables and constraints. Lines 25–32 update the length of the
strips based on the solution. By counting the length of bricks having a length
higher than 2, we ensure that the objective function of model (4.41)–(4.43)
does not prioritise strips containing too small bricks. Figure 4.22b shows an
extreme case, where updating the objective function is necessary to avoid using
too many bricks. Line 33 calculates the difference of the lengths of the strips
compared to the previous iteration. If the lengths decrease, then another set of
strips might result in a better solution, and otherwise the while-loop terminates.

4.7.3 Avoiding visible gaps at the surface of the construction

Model (4.41)–(4.43) does not take into account that we want to minimise the
number of visible gaps between the bricks. To improve this model, we introduce
a new set of strips, R⊥, consisting of strips that are perpendicular to the layer
direction. We generate these strips at the visible border of the layer. We
use a heuristic method for determining the width of these strips based on the
staggering technique described in section 1.4. Depending on the bricks in the
layer below, this strategy selects a width resulting in as many brick connections
as possible.

To minimise the number of visible gaps at the shell, we sometimes have
to use strips that are both perpendicular and parallel to the layer direction.
To explain this, figure 4.19a shows an example of one perpendicular strip and
two parallel strips (one at each of its endpoints). The entire length of the
perpendicular strip is L = 12, and we use model (4.5)–(4.7) to determine the
minimal number of bricks within this strip (see section 4.4.1). This knapsack
model is sufficient because we are not yet interested in the exact position of
the placements of the bricks. To include the two parallel strips in the knapsack
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model, we create one variable for each strip, υ1 and υ2. If the solution contains
parallel strip r (i.e., χr = 1), strip r can also fill some of the area of the
perpendicular strip (i.e., υr = 1). Figure 4.19b shows a solution to this small
example, where one of the parallel strips fills a part of the perpendicular strip
and a 10×2 brick fills the remaining part. The entire length of the perpendicular
strip is thus filled (L = 10λ10×2 + 2υ1 = 12).

Model (4.44)–(4.51) maximises the use of 2 × X strips and minimises the
number of gaps between the bricks that are visible at the surface of the con-
struction.

max z =
∑

r∈R2×X

lrχr −
∑

r∈R⊥

M1υr

−
∑
t∈Tr

∑
r∈R⊥

M2λtr −
∑

r∈R⊥

M3τr

(4.44)

s.t. αr1r2χr1 + αr1r2χr2 ≤ 1 ∀r1, r2 ∈ R2×X (4.45)
χr ∈ {0, 1} ∀r ∈ R2×X (4.46)∑
t∈Tr

ltλtr1

+
∑

r2∈R2×X

2αr1r2υr1r2 + τr1 = Lr1

∀r1 ∈ R⊥ (4.47)

υr1r2 ≤ χr2 ∀r1 ∈ R⊥, r2 ∈ R2×X (4.48)
υr1r2 ∈ {0, 1} ∀r1 ∈ R⊥, r2 ∈ R2×X (4.49)
λtr ∈ Z+ ∀t ∈ T , r ∈ R⊥ (4.50)
τr ∈ Z+ ∀r ∈ R⊥ (4.51)

χ1 χ2

λ

(a)

χ1 = 1
υ1 = 1

χ2 = 1
υ2 = 0

λ10×2 = 1

(b)

Figure 4.19: (a) A perpendicular strip having length L = 12. Two 2×X strips
appear on both end points of the perpendicular strip. (b) A solution to the
strip distribution.
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Equation (4.44) is the objective function. As opposed to equation (4.41),
this function differs by having a penalty for each visible brick, where M1, M2
and M3 are large numbers. Parameter M2 is the penalty associated to the
number of bricks within the perpendicular strips. Parameters M1 and M3 are
the penalties associated with using visible 2×X and 1×X strips, respectively.
We weight the penalties as M1 < M2 < M3. Constraints (4.45)–(4.46) are
the same as constraints (4.42)–(4.43). The remaining constraints require a
thorough description.

Constraints (4.47), for each perpendicular strip r, extend constraints (4.6)
in section 4.4.1 by adding the widths of the 2 × X and 1 × X strips to the
lengths of r. Parameter lt is the length of brick type t, parameter αr1r2 is 1 if
strip r2 covers the entire endpoint of strip r1 and parameter Lr1 is the length of
strip r1. Constraints (4.48) state that strips r1 and r2 can only overlap if strip
r2 is active. Constraints (4.49) impose that υr1r2 is a binary variable deciding
whether the 2×X strip, r2, overlaps the entire endpoint of perpendicular strip,
r1. Constraints (4.50) impose that the number of bricks, λtr, of brick type t
within strip r is a non-negative integer. Constraints (4.51) impose that the
number of 1×X strips used in strip r is a non-negative integer.

We omit the pseudo-code for this extension of algorithm 4.1. Instead, fig-
ure 4.18a shows an example of how to generate setR⊥ containing perpendicular
strips at the shell. Note that if a 2×X strip is overlapping a perpendicular strip,
the 2×X strip shrinks to make room for the perpendicular strip. Figure 4.18b
shows a solution after the first iteration of the algorithm.

4.7.4 Post-processing step

The first stage of the fix-and-optimise matheuristic sometimes leads to poor
distributions of the strips. The post-processing step handles three issues that
occur frequently for the fix-and-optimise method. This section presents exam-
ples for detecting and repairing these issues.

Figure 4.20 shows an example of a layer, where it is beneficial to let the 2×X
strips overlap with each other, even though the first stage of the matheuristic
tries to avoid overlapping strips. By allowing the strips to overlap, we reduce
the number of visible gaps at the shell. Figure 4.21 shows two examples of how
to improve the first stage of the matheuristic. First, three adjacent 2×X strips
had a height of 1 (see figure 4.21a). By merging the strips perpendicularly to
the layer direction, we minimise the number of bricks without compromising
the brick connectivity. Second, two adjacent strips that are perpendicular to
the layer direction both have a width of 1 (see figure 4.21b). By merging these
strips into a strip having a width of 2, we usually improve the connectivity to
the adjacent layers.
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(a) Stage 1

(b) Stage 2

(c) Stage 1 with post-processing

(d) Stage 2

Figure 4.20: A post-processing step for a layer having an east-west direction.
By adding an additional 2 ×X strip that overlaps with two other strips, less
gaps are visible.

(a)

(b)

Figure 4.21: Two post-processing steps for a layer having a north-south di-
rection. (a) Three 2 × 1 strips can merge into a perpendicular strip having
dimensions 6 × 1. (b) Two perpendicular strips having widths of 1 should
merge, because this usually results in better brick connectivity.

4.7.5 Computational experiments

To test the performance of the fix-and-optimise matheuristic, we compare the
performance of model (4.28)–(4.36) using the full set of brick placement vari-
ables, B, and the restricted set of brick placement variables, B̂. We use the
same instances as presented in section 4.6.4.

Table 4.3 shows that the fix-and-optimise matheuristic improves the so-
lutions significantly for the larger instances. For the two smallest instances,
the solutions are worse than for using the full set of brick placement variables.
Even though the results show improvements, the computation time is very high,
which indicates that model (4.28)–(4.36) still contains a lot of symmetry.
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Using B Using B̂
Square No. Objective No. +/- Objective +/- CPU
size bricks value bricks (%) value (%) time (s)
22× 22 28 22,074 32 14.3 26,876 21.8 0.3
25× 25 45 31,368 47 4.4 37,135 18.4 0.7
35× 35 175 225,900 82 -53.1 53,472 -76.3 2.7
40× 40 240 302,810 97 -59.6 56,224 -81.4 120.2
55× 55 385 421,890 182 -52.7 94,686 -77.6 120.5
58× 58 464 508,126 186 -59.9 96,560 -81.0 120.5
62× 62 496 544,494 214 -56.9 106,268 -80.5 120.5
63× 63 504 534,736 236 -53.2 108,903 -79.6 18.6
77× 77 693 684,572 367 -47.0 152,418 -77.7 120.7
86× 86 946 906,714 407 -57.0 174,342 -80.8 120.7
99× 99 1,089 1,000,846 572 -47.5 271,759 -72.8 121.0

Table 4.3: Results for model (4.28)–(4.36) using two sets of brick placement
variables. Set B is the full set and set B̂ is the restricted set. The percentage
increase (”+/-”) for using set B̂ is relative to the results for using set B. A
negative value indicates a decrease. The time limit was 120s.

Issues

The strength of this matheuristic is that it reduces the solution space and thus
makes the mathematical programming formulation more efficient. However,
this reduction sometimes removes the possibility of reaching optimal solutions
or even just a feasible solution. Figure 4.22 shows an extreme case, where no
feasible solution existed after reducing the set of variables in the first stage of
the matheuristic.

While this matheuristic efficiently reduces symmetry in large regular layers,
it lacks an adaptive method that can relax the fixed variables for layers that
are very constrained.
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1× 2 1× 4 1× 6 1× 8

(a) Set of available bricks

(b) Solving model (4.28)–(4.36) using B̂

(c) Solving model (4.28)–(4.36) using B

Figure 4.22: An example where the fix-and-optimise matheuristic restricts the
solution space too much. (a) A restricted set of available bricks. (b) The
solution is infeasible, because the matheuristic could not fill the red 1 × 1
voxels. (c) A feasible solution with no restrictions in the set of brick placement
variables, B.
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4.8 Modelling structural integrity using the penalty method

This section attempts to improve the objective function of model (4.28)–(4.36)
by penalising constructions having low structural integrity. To define structural
integrity, we use the penalty method that assigns penalties based on brick
bonding rules. The literature introduced various penalties (see section 2.3).
This section introduces two types of penalties and discusses their advantages
and disadvantages.

4.8.1 Connectivity approximation

Ensuring high connectivity amongst the bricks within a LEGO construction
is paramount. However, this connectivity measure is difficult to compute (see
section 2.6). Instead, we approximate connectivity with a simple rule of thumb
stating that, for each 1 × 1 voxel, this layer or the layer above should make a
connection to all horizontally adjacent voxels. Figure 4.23 shows an example
of fulfilling this rule of thumb.

To approximate the connectivity of the bricks, Gower et al. (1998) proposed
to award a negative penalty (profit) for each brick that covers a gap between
two bricks in the layer below (see equation (4.52)). Because we assume to
construct the solution upwards layer-by-layer, we know the exact placement of
the bricks in the layer below. We can thus assign this penalty directly to the
brick placement variables.

p
(4)
b = −1 (4.52)

Section 2.3.2 showed that this penalty could lead to an excessive number
of bricks used. One way that this issue could occur was if the optimisation
method created more gaps between the bricks to make more gap connections.
However, this issue does not happen if we fix the layer below, because then the

Figure 4.23: Ideally, each 1× 1 voxel should have a connection to all adjacent
1× 1 within two layers. This example shows this
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optimisation method cannot create more gaps between the bricks in the layer
below.

4.8.2 Moment approximation

When the bricks have little or no support from below, the bricks are subject to
moments. To avoid construction collapses, we allocate a penalty to bricks that
do not make connections from unsupported areas to areas containing support.
According to some preliminary experiments, we found that defining a layer di-
rection for each layer is efficient. If the current layer has an east-west direction,
we prefer to make east-west connections. The next layer is then directed in
north-south and takes care of making connections in the north-south direction.

To model this penalty, we propose an algorithm that creates links that
connect voxels without any support from below with voxels having support
from below. Figure 4.24 visualises an example of these links. For each brick
placement that covers the entire length of the link, we assign a penalty to its
associated variable. For a layer having east-west direction, the algorithm first
finds all unsupported areas. For each unsupported 1 × 1 voxel, the algorithm
travels east and west to adjacent voxels until it reaches a voxel having support
from below. We discard the link if it does not find a voxel having support
from below. Each link thus has one or two endpoints with support to the layer
below.

Figure 4.24: A layer consisting of white 1× 1 voxels. While the voxels marked
in grey have support from below, the other voxels have no support from below.
Because we set the layer orientation to east-west, all links make an east-west
connection to all unsupported voxels from a voxel that has support from below.
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Detecting support from below

We propose an algorithm for detecting whether a 1 × 1 voxel has support
from a stable brick below. We simplify the definition of a stable brick as a
brick that is either connected to the floor or connected to another stable brick.
Initially, the algorithm collects all bricks from the floor (if the construction is
connected to the floor) and adds them to set G1. For each brick b in G1, the
algorithm finds all bricks that are connected to b from above and adds them to
G1. The algorithm continues until reaching the top layer. Figure 4.25 shows an
example of how the algorithm works. This algorithm is slightly different from
algorithm 2.1 in section 2.6 that detects disconnected components, because it
excludes all connected bricks that only have support from above.

Assigning weights to the links

This method of adding links does not weight the strength of the connection.
Instead, it only makes a requirement of connecting to a single voxel having
support from below. Weighting a brick connection without using a force-based
method is very difficult, if not impossible. To explain the complexity of these
links, figure 4.26a shows an example of a 10 × 1 brick that disconnects from
the rest of the construction. Two methods can make the construction sta-
ble. Either the brick should make more connections to the layer below (see
figure 4.26b), or another brick above should make these connections (see fig-
ure 4.26c). Figure 4.26d shows that it is not sufficient to have a brick above
that does not interlock with other bricks. These examples show that creating
linear constraints based on rules of thumb for ensuring structural integrity is
very difficult.

Kozaki et al. (2016) proposed a heuristic way of defining moment that did
not include a force-based method. However, section 2.3.5 showed that this
method does not always give an accurate approximation. Because of these
observations, we did not improve this penalty.

Figure 4.25: The marked bricks are supported from below. The red link con-
nects the unsupported voxels to a supported voxel.
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(a) (b)

(c) (d)

Figure 4.26: (a) This construction collapses. (b)-(c) Two ways of improving
the connection of the 10× 1 bricks. (d) This construction collapses.

Infeasible links

Figure 4.27 shows an example of a 12 × 1 link that no brick from the set of
available bricks can cover. However, we still want to avoid bricks that do not
make connections to stable areas. For this reason, the penalty applies per voxel
instead of per link. Thus, for each unsupported 1× 1 voxel, we find all bricks
that do not cover the entire length of the link and assign a penalty to the brick.
Equation (4.53) is the penalty that applies per voxel.

p
(5)
b = |Vnon-supported| (4.53)

4.8.3 Computational experiments

To test the validity of these new penalties, we assembled the solution of an
instance. We used an instance of a teddy bear containing 4,570 voxels in
dimensions 15× 57× 19. To solve this instance, we included the new penalties

(a)

Figure 4.27: (a) A link makes a connection in the upper layer having a length
of 12. However, this link is infeasible, because the set of available bricks does
not contain any brick having that length.
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to model (4.28)–(4.36) with coefficients w4 = 1 and w5 = 1600. For each layer
of the teddy bear, we solved this model to receive the placements of the bricks.

Figure 4.28 shows that the assembled construction is stable. However, this
instance is small and does not contain much overhang. For larger constructions
containing more overhang, we found that the penalty method does not give an
accurate estimate of the structural integrity.

Figure 4.28: An assembled LEGO construction containing 1,002 plate bricks.
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4.9 Cutting-plane algorithm handling static equilibrium
constraints

This section presents a cutting-plane algorithm that handles static equilibrium
constraints. By adding cutting-planes, this algorithm iteratively removes brick
configurations that do not satisfy the equilibrium constraints. These cutting-
planes are valid as long as the weight distribution of the LEGO construction
remains fixed. If the inner shape and topology of the construction changes, we
thus have to discard the cutting-planes and start over.

To improve the performance of the mathematical formulation, we make
two reductions in the size of the model. First, instead of generating all static
equilibrium constraints, we reduce the number of stability constraints by adding
cutting-planes (section 4.9.1). Second, we reduce the number of variables in
the formulation by using a cutting formulation (section 4.9.2). Section 4.9.3
proposes a matheuristic algorithm that combines the cutting formulation and
stability constraints with a metaheuristic. Section 4.9.4 describes how the
algorithm iteratively cuts the initial LEGO construction into LEGO bricks.
Section 4.9.5 discusses the convergence issues of this algorithm.

4.9.1 Stability constraints

We model the stability constraints using the yield line analysis described in
section 2.7. Because this analysis requires the brick layout of the construction,
we cannot generate the stability constraints a priori. Instead, we generate these
constraints only after finding an integer solution.

The yield line analysis partitions the LEGO construction into a stable part
and an unstable part. If a yield line exists, the construction collapses and is thus
infeasible. To avoid a disconnected construction, we create a valid inequality.
For this purpose, we partition the voxels into two disjoint sets of voxels D1 and
D2 containing the voxels of the stable part and the unstable part, respectively.
Furthermore, set Blinks defines all bricks that occupy both D1 and D2. If no
feasible brick placement b ∈ Blinks exists, i.e. if Blinks = ∅, then the problem
is infeasible. Otherwise, valid inequality (4.54) ensures that at least one brick
b ∈ Blinks makes a connection between the two disconnected parts.∑

b∈Blinks

xb ≥ 1 (4.54)

Figure 4.29 shows an example of how to generate a valid inequality for a
construction containing a yield line.

De Queiroz and Miyazawa (2014) used a similar method for the strip pack-
ing problem. For each time an integer solution did not satisfy their stability
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(a) Yield line

x1 x2 x3

x4 x5 x6 x7 x8

(b) Set Blinks

x1 + x2 + x3 + x4 + x5 + x6 + x7 + x8 ≥ 1

(c) Valid inequality (4.54)

Figure 4.29: (a) The yield line partitions the construction into D1 (white bricks)
and D2 (red bricks). (b) We generate the set of brick placements that occupy
both D1 and D2. (c) The valid inequality states that at least one brick must
cross the yield line.
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constraints, they added a valid inequality stating that the next packing can use
at most n − 1 items amongst the n items in the infeasible packing. However,
because the yield line analysis narrows down the position of the infeasible area,
constraint (4.54) gives a tighter bound because it exploits the information from
the yield line analysis.

4.9.2 Cutting formulation

To reduce the number of variables, we use a cutting formulation (see sec-
tion 4.3.2) that does not generate all bricks explicitly. Instead, we define two
sets of items. First, set B̂ is a subset of brick placements from the full set of
brick placements B. All bricks in set B must be from the set of available bricks.
Second, set I is a set of item placements having dimensions that are not from
the set of available bricks. The formulation also includes set L̂ that is a subset
of the full set of stability constraints L defined in section 4.9.1.

This cutting formulation aims to select the set of item and brick placements
that minimise the cost. If the optimal solution includes item placements from
set I, the model indicates that we should cut these items into smaller pieces
that eventually result in brick placements from set B.

Model (4.55)–(4.59) is an ILP that minimises the cost of the items.

min z =
∑
b∈B̂

cbxb +
∑
i∈I

ciyi (4.55)

s.t.
∑
b∈B̂

abvxb +
∑
i∈I

aivyi = 1 ∀v ∈ V (4.56)

∑
b∈B̂

Λblxb ≥ 1 ∀l ∈ L̂ (4.57)

xb ∈ {0, 1} ∀b ∈ B̂ (4.58)
yi ∈ {0, 1} ∀i ∈ I (4.59)

Equation (4.55) is the objective function, where cb is the cost of brick place-
ment b and ci is the cost of item placement i. To simplify these values, we
set the cost equal to 1 for all bricks and items. Constraints (4.56) are the set-
partitioning constraints. Parameters abv and aiv are 1 if brick b or item i occupy
voxel v, and 0 otherwise. Constraints (4.57) are the stability constraints. Pa-
rameter Λbl is 1 if brick b crosses yield line l. Constraints (4.58)–(4.59) impose
that brick placement variable b and item placement variable i are binary.
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4.9.3 Heuristic cutting algorithm

The major drawback of the cutting formulation is that every time we cut an
item placement into smaller items, the number of symmetric variables grows
and leads to a formulation that is difficult to solve. Instead, algorithm 4.2 is a
heuristic cutting algorithm that does not necessarily have to cut all item place-
ments into feasible brick placements. To summarise this algorithm, it initially
starts with a set of item placements and uses a metaheuristic to fill all items
with bricks from the set of available bricks. If the bricks in the solution do
not satisfy the stability constraints, the algorithm cuts the items within the
”critical” region, adds a valid inequality and solves the cutting formulation with
the new variables and constraints. It continues cutting items if the metaheuris-
tic cannot satisfy the stability constraints, and otherwise, it returns a feasible
solution.

In the following, we give a detailed description of algorithm 4.2. Lines 2–8
initialise the set of variables. Lines 9–35 contain a while-loop that either ter-
minates once the algorithm has found a set of bricks satisfying the stability
constraints or if no bricks exist that can satisfy all stability constraints. Lines
10–19 solve the cutting formulation and extract all brick placements from its
solution. Lines 20–25 use a metaheuristic to extract bricks from each item
placement in the solution. The choice of metaheuristic has an impact on the ef-
fectiveness of this algorithm. If the metaheuristic constantly finds bricks that
do not satisfy the stability constraints, then the number of brick placement
variables will grow in the cutting formulation and thus leading to a compli-
cated model. Lines 26–34 generate stability constraints and update the cutting
formulation with the new variables and constraints.

Algorithm 4.2
Input: V ← set of coloured voxels defining the LEGO construction
Output: B∗ ← set of bricks defining the LEGO construction

1: procedure Heuristic-Cutting-Algorithm
2: B̂ = ∅ ▷ initial set of brick placements
3: I = ∅ ▷ initial set of item placements
4: L̂ = ∅ ▷ initial set of stability links
5: for all layers do
6: Ilayer ← generate all item placements consisting of all voxels that

are adjacent within the layer
7: I ← I ∪ Ilayer
8: end for
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9: do
10: B∗ ← ∅
11: [x,y]← solve model (4.55)–(4.59) using B̂, I and L̂
12: if the solution is infeasible then
13: return ∅
14: end if
15: for b ∈ B̄ do
16: if xb = 1 then
17: B∗ ← B∗ ∪ {b}
18: end if
19: end for
20: for i ∈ I do
21: if yi = 1 then
22: Bi ← fill item placement i with bricks

using a metaheuristic
▷ see chapter 3

23: B∗ ← B∗ ∪ Bi

24: end if
25: end for
26: [D1,D2]←Find-Yield-Line(B∗) ▷ see section 2.7
27: if D2 ̸= ∅ then
28: Blinks ← generate all brick placements that occupy both D1 and

D2
29: l← generate valid inequality (4.54)
30: L̂ ← L̂ ∪ {l}
31: [Bremainders, Iremainders] ← generate all remainders after cutting

out the bricks of set Blinks ▷ see section 4.9.4
32: B̂ ← B̂ ∪ Blinks ∪ Bremainders
33: I ← I ∪ Iremainders
34: end if
35: while D2 ̸= ∅
36: return B∗

37: end procedure
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4.9.4 Cutting bricks from items

The cutting algorithm generates feasible brick placement variables from an item.
The brick placement variables must be within the bounds of the item and satisfy
the colour constraints. For each brick placement, the cutting algorithm also
creates a set of remainders. These remainders may be from the set of available
bricks, or they can even have non-rectangular shapes. We limit the example of
this section to a one-dimensional item. Figure 4.30 shows an example of how
to generate the remainders for each new brick placement.

4.9.5 Convergence issues

Computational experiments showed that this method had issues with converg-
ing to a feasible solution. To explain this, figure 4.31 visualises six iterations of
solving a construction. For each iteration, cutting-planes prevent the algorithm
from visiting the same yield line more than once. However, the number of yield
lines grows exponentially with the size of the critical area. We thus conclude
that the valid inequalities are too weak for ensuring a feasible solution within
a reasonable time.
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D1 D2

(a) Two disconnected sets of voxels

(b) Set of available bricks

x1 y1

x2 y2

x3 x4 y1

x3 x5 y2

x3 x6 y3

(c) All new brick and item placement variables

Figure 4.30: (a) A yield line goes through an item and partitions the item into
two sets of voxels D1 and D2. (b) By using the set of available bricks, (c) we
generate all brick placement variables occupying both D1 and D2 along with
the remainders. Variables x1, . . . , x6 represent brick placements using bricks
from the set of available bricks, and variables y1, y2, y3 represent remainders of
non-available dimensions.
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(a) CM = −3.4

(b) CM = −1.2

(c) CM = −6.6

(d) CM = −3.3

(e) CM = −0.8

(f) CM = −1.8

Figure 4.31: Six iterations of the cutting-plane algorithm on a construction
fixed on the side (the black voxels). The white bricks are stable and red bricks
are unstable according to the yield line analysis.
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4.10 Heuristic decomposition into two-dimensional layers of
multiple heights

This section examines how to mix LEGO bricks and plates by using a heuristic
decomposition method. To this purpose, we change the 1 × 1 LEGO unit
to correspond to a 1 × 1 LEGO plate, where the height of a LEGO brick
equals the height of three LEGO plates. The heuristic decomposition method
decomposes the layout into layers of bricks or plates. The bricks within a layer
thus all have the same height. Using bricks of different heights is very relevant
for the LEGO construction problem. While bricks are larger than plates and
thus usually better for minimising the number of bricks, plates are useful for
making more brick connections and thus improve structural integrity.

Figure 4.32 shows two constructions with different colour constraints. We
have decomposed the wall in figure 4.32a into brick layers. The wall in fig-
ure 4.32b is not obvious to decompose into layers because we can use brick and
plate layers. The detailed colour constraints require plates, but we want to use
bricks in the areas without many distinct colours.

This section aims to decompose a construction into two-dimensional brick
and plate layers. Once this decomposition is complete, we can solve each layer
independently. Section 4.10.1 describes how to convert plates to bricks, and
vice-versa. To decompose the construction into layers of bricks and plates,
section 4.10.2 proposes a greedy heuristic and section 4.10.3 proposes a math-
ematical model. Section 4.10.4 discusses the issues of these decomposition
methods.

(a) (b)

Figure 4.32: Two brick walls with different colour constraints.
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4.10.1 Converting input from plates to bricks

The input now consists of 1 × 1 voxels having the height of a plate. We can
convert three 1× 1 plate voxels lying on top of each other into one 1× 1 brick
voxel if the colour constraints allow it. Figure 4.33 shows three examples of
converting three plate voxels into a brick voxel.

(a) (b) (c)

Figure 4.33: (a) Three green 1×1 plate voxels can convert into one green 1×1
brick voxel. (b) The grey voxels signify non-visible voxels. The plate voxels
can thus convert to a brick voxel having the dominating colour: green. (c) The
colour constraints do not allow for a conversion.

4.10.2 Greedy decomposition

This subsection presents a greedy algorithm that starts from the bottom layer
and moves upwards. For each layer, it initially converts as many plate voxels
as possible into 1×1 brick voxels. Subsequently, it merges all brick voxels that
are horizontally adjacent and have colours that satisfy the colour constraints.
We define these sets of merged brick voxels as brick layers. For the remaining
plate voxels that could not convert into brick voxels, the algorithm merges these
voxels into plate layers. If the algorithm did not create any brick layer, it moves
one layer up and continues merging plate voxels into brick layers. Otherwise,
it merges all plate voxels into plate layers within a range of three layers and
moves three layers up. If the algorithm did not move three layers up, it could
lead to a very poor layer decomposition (see figure 4.34a). Figure 4.34b shows
an example of how this algorithm works.

4.10.3 Mathematical model for decomposition

To model the decomposition of brick and plate layers, we require two sets.
First, set Lbricks is the set of brick layers. We define a brick layer as being a
collection of voxels that all have the same y-coordinate and the same height.
Furthermore, the voxels within the layer must be adjacent (i.e., there must
exist a path through all voxels, such that each pair of voxels in the path are
adjacent and have colours that can merge). The cost of a layer depends on how
many bricks are in the layer.
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(a) (b) (c)

Figure 4.34: (a) Greedy algorithm starting from the bottom and moving up-
wards that creates a brick layer whenever possible. (b) Greedy algorithm that
does not mix brick layers within the same layer position. (c) Optimisation of
layers using model (4.62)–(4.65).

Second, set Vplates is the set of 1 × 1 voxels having the height of a plate.
Because the brick layers sometimes cannot fill the entire construction, we do
not yet define the plate layers. Only after solving the model, we merge all
adjacent plate voxels into plate layers that were not covered by brick layers.

Because the layer cost is not known a priori, then we instead approximate
the cost. We express the cost of a plate layer through the plate voxels. Equa-
tions (4.60) approximate the cost for each plate voxel. Parameter Lv is the
number of voxels of the largest brick that can cover voxel v. This brick must
have the same colour and the same height as voxel v. Equations (4.61) approx-
imate the cost for each brick layer. This cost is the accumulated cost of each
voxel having the height of a brick.

cv = 1
Lv

∀v ∈ Vplates (4.60)

cl =
∑

v∈Vbricks(l)

1
Lv

∀l ∈ Lbricks (4.61)
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Model (4.62)–(4.65) is an ILP that predicts the best distribution of brick
and plate layers.

min z =
∑

l∈Lbricks

clxl +
∑

v∈Vplates

cvyv (4.62)

s.t.
∑

l∈Lbricks

alvxb + yv = 1 ∀v ∈ Vplates (4.63)

xl ∈ {0, 1} ∀l ∈ Lbricks (4.64)
yv ∈ {0, 1} ∀v ∈ Vplates (4.65)

Equation (4.62) is the objective function, where cl and cv are the approx-
imate costs of layer l and voxel v, respectively. Constraints (4.63) are the
set-partitioning constraints applying for layers and voxels. Constraints (4.64)
impose that the decision variables xl of selecting layer l and yv of selecting
voxel v are binary.

(a) (b)

Figure 4.35: The lower part of a construction viewed from layer 50. (a) Model
(4.62)–(4.65) selected the distribution of brick layers. (b) A post-processing
algorithm filled the void voxels with plate layers. Red marks signify that the
layers are disconnected from the rest of the construction.
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4.10.4 Issues

This heuristic decomposition method does not guarantee an optimal decompo-
sition of layers. Sometimes the decomposition even leads to infeasible solutions.
Figure 4.35 shows an example of decomposing a LEGO construction into brick
and plate layers. The construction is disconnected and thus infeasible.

More research could determine how to decompose a construction into brick
and plate layers.

4.11 Concluding remarks

This chapter presented mathematical programming formulations for optimising
the LEGO construction problem. It applied many methods from the cutting
and packing literature. The main contribution of these mathematical models is
that they arrange the LEGO bricks in a systematic way that is visually pleasing
and usually results in stable LEGO constructions. Furthermore, these models
efficiently solved instances with a restricted set of available bricks containing
only a few distinct brick dimensions. Compared to the metaheuristics used in
the literature, these contributions fill a gap in the literature.

Section 4.2 proposed the base for all formulations: a set-partitioning formu-
lation. By enumerating all possible placements of each brick dimension, the
mathematical model could efficiently partition the LEGO construction into
LEGO bricks. Section 4.3 described that we could not use the traditional
decomposition methods from the literature because of the interdependency
amongst the LEGO bricks with regards to structural integrity and aesthet-
ics. Section 4.4 showed the necessity of modelling the bricks with respect to
their position within the construction. To model an objective function that
included measures of structural integrity and aesthetics, we used brick bond-
ing rules. However, the non-linear nature of the objective function required
problem-specific modelling for solving the problem (see sections 4.5 and 4.6).

The main issue with the proposed mathematical models is that they contain
too much symmetry in the brick placement variables. To reduce the symmetry,
section 4.7 proposed a fix-and-optimise matheuristic. This matheuristic imi-
tated a brick bonding strategy by decomposing a layer into one-dimensional
strips and subsequently solved the problem on a reduced set of brick place-
ment variables. While this method significantly improved the results for some
instances, it led to infeasible solutions if, e.g., the set of available bricks was
restricted to contain only a few brick dimensions.

This chapter proposed two methods for modelling structural integrity. Sec-
tion 4.8 proposed to use rules of brick bonding. However, this method did
not guarantee a valid measure of structural integrity. Section 4.9 proposed to
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use the yield line analysis proposed in section 2.7. Because this force-based
analysis requires an integer solution of the brick configuration, we used an it-
erative approach that, for each optimal integer solution, added cutting-planes
to remove unstable brick configurations from the set of feasible solutions. To
improve the computational speed of this method, we proposed a hybridisation
of a cutting formulation and a metaheuristic. However, the main disadvantage
of this method was that the valid inequalities only cut off a very small portion
of infeasible solutions in each iteration. The weakness of these inequalities led
to a very time-consuming approach.

This chapter also examined how to mix LEGO bricks and plates having
different heights. This extension made the problem more complex. Section 4.10
proposed a mathematical model that approximated the best decomposition
of the LEGO construction into layers having the heights of bricks or plates.
However, this decomposition method was too simplistic and sometimes led to
disconnected layers of bricks or plates.

Using mathematical programming to solve the LEGO construction prob-
lem is promising because it can determine brick configurations of high qual-
ity and it can handle very constrained inputs (e.g., a limited set of available
bricks). However, the results from this chapter indicate that hybridisation
with a (meta)heuristic is necessary to reduce the computational effort. To
summarise the findings of this chapter, we should improve three main points.
First, we should reduce the symmetry of the model without restricting the
solution space. Second, we should incorporate a force-based analysis within
the optimisation framework to ensure that the construction does not collapse.
Third, we should develop strategies for mixing LEGO bricks and plates.
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5.1 Introduction

LEGO bricks are well-known building elements that are used by kids for creat-
ing houses, spacecraft, animals, castles, vehicles, and many other things. Bricks
also allow for obtaining large-scale constructions to be placed in public areas.
In the case of large constructions, the number of involved bricks, the time spent
in building and issues related to construction stability are such that a system-
atic approach is desirable. Obtaining a construction in bricks is a process that
asks for 4 phases: first, the artwork is created by a designer, which defines a
2D/3D picture of the element. Second, we discretise the artwork into coloured
voxels corresponding to 1 × 1 LEGO bricks, but we have not yet decided which
bricks should fill which voxels. The third phase is the one we are interested
in this article and is called the LEGO construction problem: deciding which
bricks to use to fill the coloured voxels. The last phase is the manual construc-
tion of the element, for which the output of the third phase defines the building
instructions. The cost of the construction and the building time are strongly
correlated to the number of bricks used, which is the main parameter to be
optimised.

More formally, the LEGO construction problem is the problem of deciding
which bricks (or plates) to place where in a predefined 2D/3D construction.
The input consists of coloured voxels that each correspond to the size of a
LEGO unit, such that all LEGO bricks (or plates) are multiples of this LEGO
unit. Since we mainly focus on the 2D case, we consider a set of available bricks
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containing rectangular LEGO bricks. Figure 5.1 shows the set of white bricks
and plates that are available. However, the set of available bricks may vary
depending on the colour. Note that we use two types of LEGO bricks: bricks
and plates. A LEGO brick has the same height as three LEGO plates.

Plates:

Bricks:
1× 1 1× 2 1× 3 1× 4 1× 6 1× 8 1× 10

Figure 5.1: The set of available LEGO bricks in white colour.1

In the following, we present the problem for bricks, but the discussion is
valid for plates as well. A solution to the LEGO construction problem is feasible
if all bricks are within the design domain, the bricks do not overlap, the bricks
satisfy all colour constraints, and all bricks connect into a structurally stable
construction. The objective is to minimise the number of bricks used. Finding
stable constructions while minimising the number of bricks requires advanced
search methods because relatively small constructions lead to a combinatorial
explosion in the number of possible brick combinations.

In 1998, the LEGO Group asked the research community how to solve the
LEGO construction problem automatically. In the last years, the company
has been opening new shops and parks, where (very large) constructions and
sculptures are one of the main attractions. As a consequence, the demand
for large elements made by bricks has risen, renewing the company interest
for the automatic design of the building instructions. This article discusses
strategies for solving the problem. In particular, we will focus on how to build
2D brick elements, generically denoted as walls. According to the typology
by Wäscher et al. (2007) for cutting and packing problems, we thus classify
this problem as a two-dimensional single large object placement problem. We
propose an optimisation method, based on the integration of a mathematical
programming formulation and fast heuristic algorithms, that ensures a feasible
solution. Because of its hybrid nature, our method is a matheuristic algorithm
(Maniezzo et al. 2009).

The methodology we propose is described for the 2D case because this
allows for a more straightforward development. However, some of the ideas we
present remain valid or can be extended with limited conceptual effort to the
3D case, although the associated computational effort can grow very fast in

1Retrieved from www.brickset.com.
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this case. Hence, when discussing the extension to the 3D case, we will also
consider its applicability in practice.

5.1.1 Literature overview

Gower et al. (1998) were the first to introduce the LEGO construction problem.
Since then, the literature has proposed many different approaches including
beam search, local search, evolutionary algorithms and large neighbourhood
search. We refer the reader to the survey by Kim et al. (2014) for a general
overview of these approaches. The most popular approach for finding a solution
to the problem was proposed by van Zijl and Smal (2008). They initialised the
brick layout with 1 × 1 bricks after which they iteratively found all bricks to
merge in a local neighbourhood and used a fast objective function to choose the
best possible merge. Most approaches in the literature use rules of thumb to
define the objective function. The major difficulty throughout all approaches
has been to analyse the structural integrity of a LEGO construction in the
optimisation process. In the following, we describe two recent approaches in
the literature for dealing with this issue.

Luo et al. (2015) initialised the brick layout with 1 × 1 bricks after which
they repeatedly merged adjacent bricks randomly until they could no longer
merge any more bricks. They then performed two subsequent analyses: a
connected component analysis and a static equilibrium analysis. These analyses
determined the critical bricks if the construction was disconnected or if the
construction was not in static equilibrium. They picked critical bricks along
with nearby bricks and split these bricks into 1 × 1 bricks. Afterwards, they
repeated the previous steps until they reached a feasible solution.

Kozaki et al. (2016) also initialised the brick layout with 1×1 bricks. They
defined three local search operators: merge, split and remove. The merge op-
erator randomly selected a brick b in the current configuration and a brick s
in the set of available bricks. They placed s at the bottom left corner of b
and removed all bricks within s. The split operator split a randomly selected
brick into two bricks. The remove operator randomly removed a brick. They
evaluated the structural integrity after each operation using a function that is
fast to compute. This function uses a linear combination of connectivity, bend-
ing moment and hollowing approximations. They used simulated annealing to
advance the search.

The literature on cutting and packing problems also proposed methods for
estimating structural integrity. Instead of LEGO bricks, these methods consid-
ered boxes. Unlike the LEGO bricks that have knobs and cavities, these boxes
have smooth surfaces. De Castro Silva et al. (2003) proposed two conditions
for structural integrity. First, each box must either stand on the floor (1a),
have a centre of gravity that lies directly on the surface of another box (1b)
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or connect to other boxes in two opposite corners of the box (1c). Second, the
sum of moments for all boxes about point O must equal 0, where O is the
centre of gravity for the entire set of boxes. They calculated the moment of
each box by multiplying the weight force of the box with the distance from O
to the centre of gravity for the box. Ramos et al. (2016) also used these con-
ditions. They improved condition 1c by computing a support polygon. They
furthermore realised that each box must satisfy condition 2 as opposed to hav-
ing one condition for the entire set of boxes. They used a method known as the
force method for determining the distribution of forces between the boxes. De
Queiroz and Miyazawa (2014) used a method called the three-moment equation
method. Starting from the upper-left box, they transmitted forces to adjacent
boxes and continued to the next box in a top-down and left-right order until
reaching the floor. If the calculated moment of a box did not equal 0, they as-
sumed the packing to be unstable. These methods are not directly compatible
for LEGO constructions, because they solely transmit the forces downwards
towards the floor. Because of the knobs and cavities, LEGO bricks may also
transmit forces upwards.

5.1.2 Contribution and structure

The scope of this article is to propose a fully automated approach for optimising
two-dimensional brick walls. Section 5.2 introduces a mathematical program-
ming formulation that minimises the number of bricks subject to static equilib-
rium constraints. Our formulation comes at the price of being computationally
expensive. Hence, section 5.3 introduces a novel constructive heuristic based
on brick bonding rules to be able to perform fast computations. Furthermore,
this approach can handle a limited set of available bricks. The downside of
this approach is that it does not handle the stability requirements. Section 5.4
introduces a hybridisation of our mathematical programming formulation with
a metaheuristic that enables us to perform fast computations on simple con-
structions and intensify our search on regions affected by structural instability.

Section 5.5 performs various computational experiments. We examine how
the inputs affect the solution quality of our matheuristic algorithm and two
recent approaches from the literature. The inputs consist of different sets of
available bricks, colour constraints, and constructions containing overhang and
thus having a limited amount of stable solutions. Section 5.6 concludes.

To the best of our knowledge, there are at least two completely new contri-
butions in the present article:

• No previous article has yet formulated the problem using mathematical
programming. We are going to show the strengths and weaknesses of this
approach.
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• All authors in the literature include the 1× 1 brick in the set of available
bricks. This unit brick simplifies the problem of filling the construction
with bricks. We discuss how to find solutions, even if the layout is very
constrained, and the types of available bricks are limited.

In addition, we think that the idea of using a simple and fast heuristic, in
combination with a method for solving critical parts of a construction, is a
methodology that could be extended to similar problems in cutting and packing,
or in design applications.

5.2 Mathematical programming formulation

This section presents mathematical programming formulations to optimise the
LEGO construction problem for two-dimensional constructions. Initially, we
discuss models considering the optimisation of the number of bricks (section
5.2.1) and stability issues (section 5.2.2) separately. Then these two features
of the problem are jointly optimised (sections 5.2.3 and 5.2.4).

5.2.1 Set-partitioning formulation

We formulate the LEGO construction problem as a mixed-integer linear pro-
gram (MILP) through a set-partitioning formulation. To this aim, we need to
define two sets of parameters. First, set V represents all voxels in the layout
that have to be covered by a brick. A voxel has the dimensions of the smallest
1× 1 unit brick. Second, set B contains all feasible brick placements. A brick
placement b ∈ B denotes a brick of a specific size and colour that covers a set
of adjacent voxels Vb and is feasible only if the brick colour matches the colour
of all voxels in Vb.We define a binary variable xb for each b ∈ B, denoting if the
brick placement is selected. Figure 4.1 in section 4.2.1 gives an example of how
to enumerate all feasible brick placements (variables) for a small construction.

The following MILP formulation optimises the LEGO construction problem.

min z =
∑
b∈B

xb (5.1)

s.t.
∑
b∈B

abvxb = 1 ∀v ∈ V (5.2)

xb ∈ {0, 1} ∀b ∈ B (5.3)

Equation (5.1) minimises the number of brick placements, that corresponds
to the number of used bricks. Constraints (5.2) describe the set-partitioning
constraints. They are defined for each voxel v ∈ V, stating that voxel v has
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to be covered by exactly one brick (placement). Hence, for each v ∈ V, the
corresponding row of matrix A keeps track of which brick placements cover v.
In other words, abv is 1 if a brick placement b covers voxel v, and 0 otherwise.
Constraints (5.3) impose that the brick placement variables are binary. This
article considers instances where the size of set V ranges from 100 to 300, 000.
The size of set B increases exponentially with the size of set V. However,
the complexity of the LEGO construction problem does not necessarily rely
on these quantities. Instead, the complexity heavily relies on finding a set of
bricks that satisfy the stability conditions.

5.2.2 Static limit analysis

A fundamental requirement for a LEGO construction is its structural integrity.
We evaluate this requirement using a static limit analysis. While structural
integrity ideally accounts for all types of external loads, this analysis exclusively
considers the weights of the bricks, i.e., the dead load. It can also handle live
loads (e.g. for simulating transportation of the construction), by adding a set
of external forces.

This subsection assumes that we have a solution x∗ from model (5.1)–(5.3)
containing a subset Bx∗ of selected brick placements. A set of static equilib-
rium constraints can thus reveal whether the construction is in equilibrium.
We model the collapse of a construction as the violation of the force capacity
between two or more bricks. Furthermore, we show how to incorporate the
equilibrium constraints into a MILP model as a hard constraint, to be satisfied
by a stable construction, or as a soft constraint, to be optimised during the
definition of a feasible solution to the problem. Although we give details for a
static limit analysis for a 2D construction, this analysis can extend to the 3D
case by adding one more dimension.

Properties of the LEGO brick. The standard LEGO brick contains knobs on
its top and cavities on its bottom. Figure 5.2 shows an example of two bricks
that connect. Vertical contact forces act between the bricks (see figure 5.2b).
Furthermore, friction occurs between the knobs of the lower brick and the
cavities of the upper brick (see figure 5.2c). The surfaces exert vertical friction
forces and horizontal normal forces. The presence of knobs and cavities allow
the bricks to stick together without any use of glue or mortar. Modelling the
forces occurring between the knobs and cavities is thus crucial for getting a
reliable model.

Modelling the forces acting on the bricks. We define the forces using the Carte-
sian coordinate system oriented to the right (x-axis) and upwards (y-axis). We
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1.6mm
8mm

4.8mm

(a)

(b) Contact forces (c) Friction forces

Figure 5.2: (a) Two connected bricks. (b) Two methods of defining the contact
forces acting at the interface of the bricks. (c) Two ways of defining the friction
and normal forces acting between the knobs and cavities of the bricks.

thus represent a force by its xy-components: F⃗ = [Fx, Fy]. We model the forces
acting on the bricks by using three sets of forces, Fn, Fs and Ff , where

Fn - is the set of contact forces that act between the bricks. Figure 5.2b illus-
trates the forces acting between two bricks in contact. Zioło et al. (2012)
proposed to simplify these forces by placing one vertical contact force
at each corner of the interface between each pair of vertically adjacent
bricks. Forces F9, ..., F12, F19, ..., F22 in figure 5.3 illustrate how to place
these vertical contact forces. Luo et al. (2015) furthermore proposed to
add one horizontal contact force at each corner of the interface between
each pair of horizontally adjacent bricks. Forces F7 and F8 in figure 5.3
illustrate how to place these horizontal contact forces. The values of
these forces are bounded as [0;Tn] in the axis of the force (x or y-axis),
where Tn is a large number.

Fs - is the set of normal forces acting horizontally between the knobs and
cavities. Luo et al. (2015) named them support forces. Figure 5.2c
illustrates how they simplified these forces by adding a single force for
each pair of connected bricks. Forces F5, F6, F17 and F18 in figure 5.3
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illustrate how to place these horizontal support forces. Because the
support forces do not have a specific direction, the values of these forces
are bounded as [−Tn;Tn] in the x-axis, where Tn is a large number.

Ff - is the set of friction forces acting vertically between the knobs and cav-
ities to prevent the bricks from disconnecting. We propose to add two
friction forces for each pair of connected bricks as opposed to Luo et al.
(2015), who add two friction forces for each pair of connected knob and
cavity. Figure 5.2c illustrates that we place these forces at each endpoint
of the knobs. Forces F1, ..., F4, F13, ..., F16 in figure 5.3 also illustrate
how to place these vertical friction forces. The values of these forces are
bounded as [0;Ti] in the y-axis, where Ti is the friction capacity of force
i. We define the friction capacity later.

Static equilibrium of forces. Each placed brick b ∈ B∗ has to be in static
equilibrium given that Fb = Ff ∪Fn ∪Fs is the set of forces acting on b, mb is
the mass of b, g⃗ = (0,−g) and g is the gravitational constant. Set Fb is further
split into sets F−

b and F+
b that represent the forces acting in a negative and

positive direction, respectively. Constraints (5.4) express the static equilibrium
of forces (Krenk and Høgsberg 2013, chapter 1).

Static equilibrium of moments. Each placed brick b ∈ B∗ has to be in rota-
tional equilibrium given that Fb = Ff ∪ Fn ∪ Fs is the set of forces acting on
the brick and L⃗i is the position vector of force i from the centre of brick b. We

Figure 5.3: The internal forces between the bricks of a simple construc-
tion, where Fn = {F7, ..., F12, F19, ..., F22}, Fs = {F5, F6, F17, F18} and
Ff = {F1, ..., F4, F13, ..., F16}
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thus calculate the moment as the cross product between vectors L⃗i and F⃗i, i.e.,
L⃗i × F⃗i. Constraints (5.5) express the static equilibrium of moments (Krenk
and Høgsberg 2013, chapter 1).

Force capacities. We interpret a collapse of the construction defined by a
solution x∗ by the passing of some force capacity. As done by Luo et al. (2015),
we assume that the bricks are rigid bodies and thus disregard the bending
moment. Furthermore, we assume that the passing of the friction capacity
between the bricks is sufficient to describe the failure of a brick connection.
We set the maximal friction capacity to T (b1, b2) = k(b1, b2) · 2.5N, where
k(b1, b2) is the number of knobs connected between bricks b1 and b2. This
value comes from the experiments conducted by Waßmann and Weicker (2012).
Because each brick connection only has two tensile forces, then we take the
average value of each force, which leads to T = 1

2k(b1, b2) · 2.5N. If the friction
exceeds the maximal capacity between two bricks, the bricks disconnect, and
the construction collapses. We assign the friction capacity of force i to its upper
bound T⃗

(upper)
i . Constraints (5.6) define the bounds for contact, support and

friction forces. Constraints (5.7) define that all forces are two-dimensional real
vectors.

∑
i∈F−

b

F⃗i −
∑

i∈F+
b

F⃗i = mbg⃗ ∀b ∈ Bx∗ (5.4)

∑
i∈F−

b

L⃗i × F⃗i −
∑

i∈F+
b

L⃗i × F⃗i = 0 ∀b ∈ Bx∗ (5.5)

T⃗
(lower)
i ≤ F⃗i ≤ T⃗ (upper)

i ∀i ∈ Fb (5.6)
F⃗i ∈ R2 ∀i ∈ Fb (5.7)

The feasibility of system (5.4)–(5.7) implies the construction will not col-
lapse. We denote these constraints as stability constraints for a given configu-
ration Bx∗ .

Relaxing the stability conditions

Constraints (5.4)–(5.7) can be imposed to check the stability of a LEGO con-
struction, but their violation would not provide any indication on where and
how an unstable construction would collapse. To obtain information on the
weak components of a construction, we exploit the idea of introducing artificial
links connecting the bricks of a construction into large bricks. Specifically, we
add an artificial link between the interface of each pair of horizontally adjacent
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bricks and we denote the artificial forces acting on brick b over these links as Fl.
An optimisation model that penalises the use of forces Fl would thus activate
these links only when this would ensure a static equilibrium, as in the following
quadratic programming (QP) model.

min q =
∑
i∈Fl

F⃗ 2
i (5.8)

s.t.
∑

i∈F−
b

∪F−
l

F⃗i −
∑

i∈F+
b

∪F+
l

F⃗i = mbg⃗ ∀b ∈ Bx∗ (5.9)

∑
i∈F−

b
∪F−

l

L⃗i × F⃗i −
∑

i∈F+
b

∪F+
l

L⃗i × F⃗i = 0 ∀b ∈ Bx∗ (5.10)

T⃗
(lower)
i ≤ F⃗i ≤ T⃗ (upper)

i ∀i ∈ Fb (5.11)
F⃗i ∈ R2 ∀i ∈ Fb ∪ Fl (5.12)

Equation (5.8) describes the objective function that minimises the use of ar-
tificial link forces F⃗ ∈ Fl. Static indeterminacy occurs to this system when the
equilibrium constraints are not sufficient for determining a unique solution. It
thus leads to an infinite number of different solutions to the force distribution.
By using a quadratic objective function, our formulation simultaneously min-
imises the use of artificial link forces and distributes the force values amongst
all critical links. This approach was used by, e.g., Whiting et al. (2012) to
account for the indeterminacy of brick masonry constructions. Constraints
(5.9)–(5.12) are a reformulation of constraints (5.4)–(5.7), such that we now
include the artificial link forces.

A stable configuration x∗ would define a feasible system (5.4)–(5.7) and
a solution to (5.8)–(5.12) of null cost (q = 0). An unstable configuration x∗

would define an infeasible system (5.4)–(5.7) and a solution to (5.8)–(5.12) of
strictly positive cost (q > 0). In this case, the positive values of the artificial
link forces define the critical areas of the construction.

5.2.3 Closed-form formulation

This section proposes a closed-form formulation that defines a stable configu-
ration of bricks globally, by imposing stability as a hard constraint. The main
idea is to model each brick as a set of 1×1 voxels defined by V. We thus change
all forces to act on the voxels instead of the bricks. To represent the material
strength of a brick, we add forces at the interface of each pair of adjacent voxels
of the same colour. We denote the forces between each pair of adjacent voxels
as links, that are activated/deactivated by a suited set of variables. Figure 5.4
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shows how (a) two vertical forces (F1 and F2) and two horizontal forces (F3
and F4) between two adjacent voxels can model the internal link of (b) a 2× 1
brick. Set Fl defines the set of forces in the internal links.

To combine the set-partitioning model (5.1)–(5.3) with stability constraints
(5.4)–(5.7), we introduce two sets of linking constraints. Let us explain these
constraints using the example in figure 5.4 and later give a general formulation.
We introduce a binary variable y that is 1 if a gap exists between the voxels,
that is, different bricks cover the voxels, and 0 if the same brick covers the
voxels. First, we link this variable with the forces between the voxels. For
y = 1, we cancel the forces in figure 5.4a by setting (F1, F2, F3, F4) = (0, 0, 0, 0),
while for y = 0, the forces have no restrictions. Second, we link this variable
with the brick placement variables. For example, we consider the placement
of a 2× 1 brick as in figure 5.4b, having the associated decision variable x2×1.
For x2×1 = 0, the brick does not cover the voxels and hence y = 1, while for
x2×1 = 1, we have y = 0.

We propose a MILP model that optimises the construction. The model is
infeasible if the input design is infeasible. In that case, we can guarantee that
no stable combination of bricks exists for this construction, and we thus stop
the optimisation. Equation (5.13) describes that our objective is to minimise
the number of bricks. Section 5.2.1 has already described constraints (5.14)–
(5.15), and section 5.2.2 has already described constraints (5.16)-(5.19). Since
the construction is not predefined, the set of forces Fv now depends on voxel
v ∈ V. The linking constraints require a thorough description. Let L be
the set of gaps between voxels of the same colour, and yl a binary variable
associated with each gap l ∈ L. Constraints (5.20) impose that for each gap
l ∈ L, then yl is 0 if there exists a brick crossing l, and 1 otherwise. The
parameter plb is 1 if brick b is crossing l, and 0 otherwise. Constraints (5.21)
are indicator constraints (Bonami et al. 2015) that impose that we activate the
link forces between the voxels if there exists a brick crossing the gap (clearly
one can merge (5.20) and (5.21) by projecting out the y variables). Instead of
linearising these nonlinear constraints by using the big-M method, we obtained

(a) (b)

Figure 5.4: Two horizontally adjacent voxels. By adding forces between the
voxels in (a), we model the brick shown in (b).
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better computational performance by letting the MIP solver manage indicator
constraints directly. Constraints (5.22) describe that yl is binary.

min z =
∑
b∈B

xb (5.13)

s.t.
∑
b∈B

abvxb = 1 ∀v ∈ V (5.14)

xb ∈ {0, 1} ∀b ∈ B (5.15)∑
i∈F−

v ∪F−
l

F⃗i −
∑

i∈F+
v ∪F+

l

F⃗i = mv g⃗ ∀v ∈ V (5.16)

∑
i∈F−

v ∪F−
l

L⃗i × F⃗i −
∑

i∈F+
v ∪F+

l

L⃗i × F⃗i = 0 ∀v ∈ V (5.17)

T⃗
(lower)
i ≤ F⃗i ≤ T⃗ (upper)

i ∀i ∈ Fb (5.18)
F⃗i ∈ R2 ∀i ∈ Fv ∪ Fl (5.19)

yl = 1−
∑
b∈B

plbxb ∀l ∈ L (5.20)

yl = 1 =⇒ F⃗i = 0⃗ ∀l ∈ L, i ∈ Fl (5.21)
yl ∈ {0, 1} ∀l ∈ L (5.22)

5.2.4 Relaxed closed-form formulation

Constructing a solution from scratch using model (5.13)–(5.22) can be very
time-consuming for constructions containing thousands of bricks. Let us in-
stead assume that part of the construction is given and fixed (e.g., because it
was pre-computed by a heuristic algorithm), and we only have to decide how
to cover the remaining subset of voxels. Since the given and fixed part of the
construction can lead to an infeasible model, we relax the model to make it
feasible for any given fixed subset of voxels.

We denote the part of the construction to optimise as free, and the given
part as fixed. Bfixed is the set of placed bricks that defines the fixed part. The
free part is not yet defined but contains a set of voxels Vfree. We generate
a set of brick placements Bfree containing all possible placements in the free
part. The MILP model (5.23)–(5.36) optimises the free part, while using the
fixed bricks to satisfy stability conditions of the overall construction. The
model includes three types of binary decision variables. Variables xb, b ∈ Bfree
define the bricks of the free part. Variables yl, l ∈ Lfree ∪ Lfixed, for both the
free and the fixed part, define whether a gap exists between two voxels and
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prevent any force from acting across a gap. Because the combination of fixed
and free parts does not necessarily allow for a solution satisfying the stability
conditions, variables sl, l ∈ Lfree ∪ Lfixed define artificial link forces at the
interface of pairs of adjacent bricks, both in the free and the fixed part. A
configuration is thus in static equilibrium only if these artificial variables, or
equivalently, the associated artificial forces, are null.

min z =
∑

b∈Bfree

xb +M
∑
l∈L

sl (5.23)

s.t.
∑

b∈Bfree

abvxb = 1 ∀v ∈ Vfree (5.24)

xb ∈ {0, 1} ∀b ∈ Bfree (5.25)∑
i∈F−

v ∪F−
l(v)

F⃗i −
∑

i∈F+
v ∪F+

l(v)

F⃗i = mv g⃗ ∀v ∈ Vfree (5.26)

∑
i∈F−

v ∪F−
l(v)

L⃗i × F⃗i −
∑

i∈F+
v ∪F+

l(v)

L⃗i × F⃗i = 0 ∀v ∈ Vfree (5.27)

∑
i∈F−

b
∪F−

l(b)

F⃗i −
∑

i∈F+
b

∪F+
l(b)

F⃗i = mbg⃗ ∀b ∈ Bfixed (5.28)

∑
i∈F−

b
∪F−

l(b)

L⃗i × F⃗i −
∑

i∈F+
b

∪F+
l(b)

L⃗i × F⃗i = 0 ∀b ∈ Bfixed (5.29)

T⃗
(lower)
i ≤ F⃗i ≤ T⃗ (upper)

i ∀i ∈ Fb (5.30)
F⃗i ∈ R2 ∀i ∈ Fb ∪ Fv ∪ Fl (5.31)

yl + sl = 1−
∑

b∈Bfree

plbxb ∀l ∈ Lfree (5.32)

yl + sl = 1 ∀l ∈ Lfixed (5.33)

yl = 1 =⇒ F⃗i = 0⃗
∀l ∈ Lfree ∪ Lfixed,

i ∈ Fl

(5.34)

sl ∈ {0, 1} ∀l ∈ Lfree ∪ Lfixed (5.35)
yl ∈ {0, 1} ∀l ∈ Lfree ∪ Lfixed (5.36)

Equation (5.23) describes the objective function that is to minimise the
number of bricks and the number of activated artificial links, which are heav-
ily penalised by the large constant M . Constraints (5.24)–(5.25) are the set-
partitioning constraints for the free part. Constraints (5.26)–(5.31) are the
stability conditions that apply for the free part and the fixed part. Constraints
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(5.32)–(5.36) are the linking constraints. Constraints (5.32), defined for each
possible gap between two bricks in the free part, impose that, either no force
is transmitted (yl = 1), or an artificial force is active (sl = 1). When there is
no gap (i.e., a brick covers l), both sl and yl are null in any optimal solution.
These constraints simplify to (5.33) for the fixed part, where they are defined
only for the actual (fixed) gaps. If a configuration of the free part exists such
that the fixed and free parts satisfy the stability conditions, then variables
sl, l ∈ Lfree ∪ Lfixed all take the value 0 in an optimal solution.

5.2.5 Issues using mathematical programming

This section proposed a mathematical programming model combining a set-
partitioning formulation with stability conditions (model (5.13)–(5.22)). How-
ever, this formulation encounters three significant issues. (i) Generating all
possible brick placement variables is very time-consuming for constructions con-
taining thousands of bricks. (ii) The brick placement variables create symmetry
issues in the MILP model. (iii) The static equilibrium constraints (5.16)–(5.19)
are very time-consuming to satisfy for constructions containing thousands of
bricks.

These three issues indicate that this model is not scalable. However, we have
also presented a mathematical programming model that allows for completing
a partially given construction to optimality (model (5.23)–(5.36)). This allows
us to split the construction into two parts, where this model handles the part
that is difficult to solve with heuristic algorithms.

5.3 Constructive heuristic algorithm

This section presents a greedy algorithm inspired by a strategy commonly used
to construct brick walls. The purpose of this algorithm is to quickly fill large
regular parts of a LEGO construction by regular and stable patterns. It repli-
cates brick bonding strategies used in practice by iteratively selecting the best
brick to place in the construction using a novel cost function.

5.3.1 Brick bonding

Brick bonding aims at systematically arranging bricks, such that all of the brick
connections ensure strong and stable constructions. Hancock (1990) made an
interesting chapter about the guidelines for building brick walls. One of the
most common types of bonds typically used for constructing brick walls is the
stretcher bond. The objective of this bond is to lay the bricks in the orientation
of the wall while spreading all external loads amongst the bricks. Figure 5.5a
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shows a perfect stretcher bond that distributes the connections equally between
the bricks. Figure 5.5b shows a stack bond containing fewer bricks stacked on
top of each other. This example shows that our two objectives sometimes are
conflicting. On the one hand, maximising the strength of the stretcher bond
can lead to a large number of bricks used. On the other hand, exclusively
minimising the number of bricks can result in weak or even disconnected con-
structions. Finding a balance between these two objectives is paramount.

5.3.2 Constructive heuristic

The constructive heuristic algorithm is an adaptation of the well-known bottom-
left heuristic algorithm for 2D cutting problems (Chazelle 1983) applied to the
LEGO construction problem. In each step, it chooses the next brick to place
according to a best-fit strategy, and it evaluates the fit through a heuristic
cost function. In detail, the algorithm follows a simple sequential strategy. It
builds one layer at a time, randomly choosing to build in either a top-down
or a bottom-up order, and randomly choosing to build in either a left-first or
a right-first order. The algorithm then starts covering the layers with bricks.
For each decision about the next brick to place, it considers all available bricks
satisfying the colour constraints and chooses the best placement amongst these
bricks. The best placement is defined based on the value found by the greedy
cost function.

(a)

(b)

Figure 5.5: The two objectives are conflicting. (a) Maximising the strength of
the stretcher bond results in nine bricks. (b) Minimising the number of bricks
results in this case in a stack bond containing six bricks.
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Cost function

This section presents the cost function that is used by the constructive al-
gorithm for iteratively deciding the next brick to place while filling a layer.
The next brick is the one of minimum cost, among those that are feasible. The
function approximates our objective, which is to minimise the number of bricks
while ensuring a structurally stable construction. Figure 5.6 shows an example,
where we partitioned a section of the top layer into a brick x and a remainder
r. Note that a layer with multiple colours would contain one section for each
set of adjacent voxels of the same colour. The cost function for a placement x
defining a remainder r reads

c(x, r) = c(x) + h(r) + d(x, r) + e (5.37)

Figure 5.6: 18 × 2 brick wall showing bricks x and r of lengths Lx = 3 and
Lr = 15, respectively. The distance dxr is the minimal distance to the nearest
border of the adjacent brick.

where

c(x) - is the cost of the brick associated with placement decision x (1 when
we are simply minimising the number of bricks);

h(r) - is an approximation for the number of bricks in the remainder. When
Lr is the length of remainder r, and Lmax is the length of the largest
available brick, a simple approximation is

h1(r) =
⌈
Lr

Lmax

⌉
. (5.38)

As an alternative, model (5.39)–(5.41) computes the exact number of
bricks in the remainder by solving an unbounded knapsack problem
with an equality constraint, where T is the set of available brick
types, and lt is the length of brick t. If the model is infeasible, we set
h2(r) =∞.
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min h2(r) =
∑
t∈T

xt (5.39)

s.t.
∑
t∈T

ltxt = Lr (5.40)

xt ∈ Z+ ∀t ∈ T . (5.41)

While we do not have to solve model (5.39)–(5.41) precisely when
r is large (we just need an approximation in order to choose the
next brick to place), it becomes important to have a precise estimate
when r is small (few bricks remain to place, and later placements can
even become infeasible). Thus, we define a function that is accurate
for small values of r and then uses an approximation for large val-
ues of r. To this purpose, we split r into two partitions, r1 and r2.
We can obtain this partition by iteratively adding Lmax to r1 until
r2 < ρ. According to some preliminary experiments, we set ρ = 25.
Furthermore, we cache the result of the computations, such that an
optimisation problem does not have to be solved more than once for
each length. We define the resulting approximation as

h3(r) = h3(r1 + r2) = h1(r1) + h2(r2); (5.42)

d(x, r) - with this term, we try to maximise the distance between the gaps of
the bricks on adjacent layers, as prescribed by the brick bonding rules.
Figure 5.6, where we are constructing layers bottom-up and left-right,
shows the minimum distance, from the right border of the brick to
be placed, to a gap on the bottom layer (clearly the distance from
the left border of the brick is fixed by the position of the previously
placed brick). Equation (5.43) proposes an exponential function that
gives high penalties for low values of dxr, and then the penalties
decrease quickly as dxr increases. According to some preliminary
computational experiments, we set (α1, α2) = (4.0, 0.8).

d(x, r) = α1 exp(−α2dxr); (5.43)

e - is a perturbation we include in the cost function, similar to what
was proposed by Charon and Hudry (1993). This perturbation is
useful because the cost function does not necessarily reflect our true
objective and can thus allow for diverse solutions. Value e is randomly
generated in the interval [0, emax]. According to some preliminary
computational experiments, we set emax = 1.0.



146 5 Models and algorithms for optimising two-dimensional LEGO constructions

Incomplete construction method

According to the proximate optimality principle described in e.g. Fleurent
and Glover (1999), imperfections introduced during the constructive phase of
a layer can lead to other imperfections in the next layers. Figure 5.7a illus-
trates an extreme case of using too many bricks in the second layer. To avoid
propagating these bad decisions to the third layer, we apply an improvement
step after completing each layer. This improvement step is similar to the large
neighbourhood search by Shaw (1998). We remove all pairs of adjacent bricks
having a combined length less than the largest brick length that is available,
Lmax. Figure 5.7b gives an example. We invert the building orientation to
avoid making the same mistake again. For instance, if we constructed the layer
using a left-first order, then we invert to a right-first order. We fill the empty
areas in the inverse order. If the new solution contains fewer bricks, then we
keep it, and otherwise, we discard it. Figure 5.7c shows an example of this.

(a)

(b)

(c)

Figure 5.7: (a) A solution given by the constructive heuristic using a cost
function with parameters α1 = 8.0, α2 = 0.8, emax = 0.0. (b) The destroy
method removes all small bricks in layer 2 before continuing to layer 3. (c) The
repair method inverts the building orientation and constructs the destroyed
area anew and continues to the next layer.

5.3.3 Issues using a greedy algorithm

Preliminary experiments showed that this constructive heuristic finds solu-
tions of high quality within short computation times. Chapter 3 discussed
other heuristic algorithms for constructing a LEGO construction including lo-
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cal search heuristics, evolutionary algorithms and large neighbourhood search
heuristics. Because each brick placement is dependent on the surrounding
bricks, it is challenging to define efficient neighbourhoods that can escape local
optima for these neighbourhood-based methods. Contrarily, the constructive
heuristic relatively easily constructs a solution.

The effectiveness of the heuristic derives from the cost function that repli-
cates a brick bonding strategy. However, this brick bonding strategy does not
guarantee a feasible solution. Two issues can occur, leading to infeasible so-
lutions. First, the construction can collapse, because the cost function only
approximates the stability measurement and gives no guarantee that the con-
struction is in static equilibrium. Second, the construction can contain missing
pieces in the areas where no feasible brick partition exists. Especially, when
we do not have the smallest unit item (the 1 × 1 brick), we cannot guarantee
that the greedy algorithm will be able to find a feasible partition of bricks to
fill the layout.

5.4 Matheuristic

This section proposes a matheuristic algorithm that combines the mathemat-
ical models described in section 5.2 with the constructive heuristic algorithm
described in section 5.3. On the one hand, mathematical programming formu-
lations ensure optimal solutions, but the computation time can be too time-
consuming for large-scale constructions. On the other hand, the constructive
heuristic finds solutions very quickly, but cannot guarantee feasibility. The
main idea of this matheuristic is to combine the strengths of the two approaches
by splitting the problem into two parts. The constructive heuristic algorithm
defines a large part of the construction, in particular, large elements that re-
quire regular patterns. After performing a static limit analysis, the mathemat-
ical model is used to tackle critical parts of the construction, and to ensure the
overall stability of the result.

Algorithm 5.1 describes our matheuristic. Lines 2–4 find an initial solution
and determine the q value. Parameters α1, α2, emax affect the cost function
used in the constructive heuristic. Lines 5–26 iteratively remove a set of crit-
ical bricks and repair the associated area using a mathematical model. This
procedure continues until either we have reached a feasible solution (i.e., q = 0)
or if we have solved the full model (see lines 10–12).

The number of bricks to remove at each iteration is vital to determine
carefully. Lines 6-9 split the problem into a fixed part and a free part. On the
one hand, removing too many bricks creates a free part that can be too large
for the model to solve. On the other hand, removing too few bricks creates a
free part that has too few possibilities, and thus no improvement can be made.
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Algorithm 5.1
Input: α1, α2, emax ← constructive heuristic parameters, ρ0 ← precom-

puted adaptive parameters, T ← tabu list, tmax ← time limit,
imax ← iteration limit

Output: x← new brick configuration
1: procedure Matheuristic(α1, α2, emax, β0, γ, ϵ)
2: i = 0
3: x← Constructive-Heuristic(α1, α2, emax)
4: q ← solve (5.8)–(5.12)
5: while q > 0 do
6: qemax ← strongest artificial link
7: remove all bricks adjacent to a link with value qe ≥ (βi − ϵ) · qemax
8: Bfree ← generate all bricks in the destroyed area
9: Bfixed ← all remaining bricks are fixed

10: if Bfixed = ∅ then
11: x← solve (5.13)–(5.22)
12: return x
13: else
14: xfree ← solve (5.23)–(5.36)
15: x = xfixed + xfree
16: end if
17: if |sl| > 0 then
18: q′ ← solve (5.8)–(5.12)
19: else
20: q′ = 0
21: end if
22: if q′ ≥ q then
23: i = i+ 1, βi = β0 · γi

24: end if
25: q = q′

26: end while
27: return x
28: end procedure



5.4 Matheuristic 149

(a)

(b) (c) (d)

Figure 5.8: (a) A solution to a LEGO construction computed by the heuristic
algorithm. According to the static limit analysis, the construction will collapse.
The orange rectangle highlights the infeasible area. (b) The QP formulation
(5.8)–(5.12) identifies two red links that can make the construction feasible.
(c) The destroy method removes all bricks in the critical part. (d) The MILP
formulation repairs the critical part to a feasible solution.
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Parameters β0, γ and ϵ control the number of bricks to remove at each iteration,
such that the number is increasing. Parameter β is a value in the interval [0, 1]
that determines which links to consider as critical, γ is a decay factor in the
interval ]0, 1[, and ϵ is a small value that ensures that once β → 0, then we
remove all of the bricks.

Figure 5.8 illustrates an example of one iteration of this matheuristic.

5.4.1 Bricks and plates

While the LEGO system contains bricks and plates, this article focuses on a
single brick height. However, we can extend our method to include bricks and
plates, where the height of a brick equals the height of three plates. Plates are
useful for mainly two reasons. First, plates are smaller than bricks and thus
allow for detailed colours in the construction. Second, plates can introduce
more brick connections and thus improve structural integrity.

All the presented mathematical models naturally extend to the case where
both bricks and plates are available. In that case, each voxel is a 1 × 1 plate,
and the placement of a brick covers three layers of voxels. Concerning the
constructive heuristic, an initial stage could decide whether to use bricks or
plates. This stage would define the height of the layers through a bottom-
up or top-down sequential procedure. Since the objective is to minimise the
number of used LEGO elements, layers of bricks are preferred whenever the
geometry and the colours of the voxels allow it. The algorithm presented in
this article is then applied after this initial stage to fill the defined layers with
either bricks and plates.

5.4.2 From walls to full constructions

Although we mainly considered the case of 2D constructions, most of the consid-
erations in this article extend to the case of 3D constructions. In principle, all
the presented mathematical models naturally extend to the 3D case, although
the increased number of variables may make their solution very challenging.
Indeed, not only the number of brick placements increases, due to the possibil-
ity of placing each brick with two different orientations, but also the number of
forces acting on the bricks increases. Furthermore, we must consider the time
complexity of the static limit analysis on large-scale 3D constructions. We pre-
dict that static indeterminacy can make the mathematical model very hard to
solve in practice. More research is thus needed to find ways to simplify the
approach.

Concerning the constructive heuristic, our method relies heavily on its ca-
pability to define a good initial solution. While the constructive heuristic pre-
sented in this article focuses on 2D constructions, many other strategies exist
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for constructing 3D constructions. We refer the reader to, e.g., Gower et al.
(1998) for an overview of some of these strategies.

5.5 Computational experiments

In this section, we present the computational experiments that we have con-
ducted for our approach. The scope of these experiments is twofold: first, we
use a diverse set of input constructions to examine how this affects our models
and algorithms. Since no instances are available in the literature for the LEGO
construction problem, we generated a set of instances of increasing complex-
ity, starting from regular monochromatic walls and ending at irregular figures
with colours and overhangs2. Second, we are interested in comparing our ap-
proach with two recent methods from the literature (Luo et al. 2015; Kozaki
et al. 2016). We base this comparison on our implementations of their algo-
rithms. Note that in these experiments, we are only considering a 2D variant
of the LEGO construction problem, i.e., the construction of brick walls and
other 2D constructions. Our comparison is thus strictly valid for these types
of constructions.

5.5.1 Computational settings

We performed all experiments on a laptop equipped with an Intel® Core™ i7-
7820HQ processor at 2.90 GHz and 16 GB RAM, under the Windows operating
system. As MIP solver, we used IBM-CPLEX version 12.8.0.

We used the following parameter settings for our computational experi-
ments. For the constructive heuristic, we set α1 = 4.0, α2 = 0.8, emax = 1.0.
For the matheuristic, we set β0 = 0.8, γ = 0.5, ϵ = 0.05, CPLEX time limit: 60s.
We changed the CPLEX time limit to 600s in section 5.5.4. For the static limit
analysis, we set the brick weight to mbg⃗ = k(b) · 1N and the friction capacity
to T (b1, b2) = k(b1, b2) · 2.5N, where k(b) is the number of voxels in brick b and
k(b1, b2) is the number of voxels between bricks b1 and b2.

5.5.2 Regular walls

This section examines the performance of the constructive heuristic presented
in section 5.3.2 and the closed-form MILP model presented in section 5.2.3
on rectangular monochromatic regular walls fixed to the ground. Notice that
the matheuristic algorithm would immediately stop after the first call to the
constructive heuristic since rectangular walls fixed to the ground do not have

2The test instances are available at https://doi.org/10.11583/DTU.12019074.

https://doi.org/10.11583/DTU.12019074
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stability issues. Regular walls are thus ideal for testing how efficient the con-
structive heuristic is to minimise the number of bricks in the construction.

Figure 5.9 shows an example of the studied configuration, while figure 5.10
illustrates three different solutions to this regular wall. Table 5.1 reports the
results on rectangular walls of increasing size. The table shows that the con-
structive heuristic is extremely fast, solving all instances in less than 1 second.
The number of used bricks is near-optimal and only slightly larger than the
number of bricks in an optimal MILP solution. Solving the closed-form MILP
model asks for a much higher computational effort, and for large construc-
tions, the MILP model did not even find a feasible solution due to memory
limitations.

Table 5.2 compares our method (that for regular walls stops with the con-
structive heuristic) with two other approaches from the literature and with a
lower bound on the number of bricks. The table furthermore reports the per-
centage relative gaps to the lower bound. We ran the algorithm in Luo et al.
(2015) until it could no longer merge any more bricks. We ran the algorithm
in Kozaki et al. (2016) until it had not made any changes for 100 iterations.
Because of convergence issues, we changed the decay factor of their simulated
annealing algorithm from α = 0.9999 to α = 0.99. We computed the lower
bound by solving model (5.39)–(5.41) for one layer and multiplying the num-
ber of bricks in that layer by the number of layers. This lower bound defines
a feasible solution of minimum cost, but the solution consists of disconnected
stacks of bricks. The table shows that our approach uses fewer bricks than
the other methods, and this number is always very close to the lower bound.
Instead, our implementation of the algorithms in Luo et al. (2015) and Kozaki
et al. (2016) always result in a much larger number of bricks. For the algo-
rithm by Luo et al. (2015), we observed that the solution easily got stuck in
local optima. For the algorithm by Kozaki et al. (2016), we observed that for
large instances, the probability of making a successful local search operation
decreased significantly.

Figure 5.10 visualises the solutions of a 20×6 brick wall using the construc-

Figure 5.9: A rectangular wall fixed to the ground.
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Constructive Closed-form formulation
heuristic Input sizes Solutions

Wall size No. CPU No. No. No. CPU
bricks time (s) rows columns bricks time (s)

20× 6 15.0 0.30 470 1,653 12 0.12
55× 15 106.1 0.40 3,444 12,849 105 0.66

301× 25 819.9 0.28 31,873 122,252 775 29.3
13× 492 1,004.6 0.10 27,066 89,618 984 33.7

376× 89 3,386.4 0.31 144,269 552,295 3,382 587.6
282× 184 5,435.4 0.40 223,956 856,322 5,336 1424.6
975× 73 7,231.4 0.46 306,057 1,176,270 7,227 2597.6
337× 400 14,276.6 0.56 582,839 2,230,351 Out of memory
665× 221 15,050.9 0.56 635,457 2,437,616 Out of memory
398× 398 17,392.7 0.59 685,248 2,623,882 Out of memory
786× 281 22,208.9 0.70 955,417 3,666,473 Out of memory
748× 366 29,910.8 0.88 1,184,366 4,544,997 Out of memory

Table 5.1: Comparison of the constructive heuristic and the closed-form for-
mulation on rectangular brick walls. We report the results of the constructive
heuristic as averages over 10 runs. We ran the closed-form formulation once
per instance with a time-limit in CPLEX of 10,000 seconds. The input sizes
report the number of rows and columns of the closed-form formulations.

tive heuristic and the two local search heuristics in Luo et al. (2015) and Kozaki
et al. (2016). These examples showcase two advantages of using a constructive
heuristic over using a local search heuristic. First, the constructive heuristic
uses fewer bricks than both local search heuristics. Second, the constructive
heuristic produces a brick layout that is replicating a regular pattern. Although
neither our algorithms nor the two local search heuristics consider aesthetics in
the objective function, in our opinion, a regular pattern is more aesthetically
pleasing.
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Lower Constructive Luo et al. Kozaki et al.
bound heuristic (2015) (2016)

Wall size No. No. Gap No. Gap No. Gap
bricks bricks (%) bricks (%) bricks (%)

20× 6 12 15.0 20.00 23.6 49.2 17.3 30.6
55× 15 105 106.1 1.04 158.2 33.6 135.7 22.6

301× 25 775 819.9 5.48 1,362.9 43.1 1,196.0 35.2
13× 492 984 1,004.6 2.05 1,323.6 25.7 1,288.5 23.6

376× 89 3,382 3,386.4 0.13 6,055.5 44.1 5,513.0 38.7
282× 184 5,336 5,435.4 1.83 9,386.9 43.2 8,839.5 39.6
975× 73 7,227 7,231.4 0.06 12,797.9 43.5 10,973.7 34.1
337× 400 14,000 14,276.6 1.94 24,331.5 42.5 22,336.6 37.3
665× 221 15,028 15,050.9 0.15 26,487.4 43.3 29,312.0 48.7
398× 398 15,920 17,392.7 8.47 28,635.2 44.4 26,697.6 40.4
786× 281 22,199 22,208.9 0.04 39,770.9 44.2 63,021.3 64.8
748× 366 27,450 29,910.8 8.23 49,283.2 44.3 114,407.8 76.0

Table 5.2: Comparison of the constructive heuristic and two other methods in
the literature. The gap is the relative gap to the lower bound. All results are
averages over 10 runs. The average values of the relative gaps to the lower
bounds.

(a) Constructive heuristic

(b) Luo et al. (2015) (c) Kozaki et al. (2016)

Figure 5.10: Three solutions to a 20× 6 wall using three different methods.
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5.5.3 Constructions with overhang

This section examines the performance of our models and algorithms on con-
structions, where it is difficult to find a solution satisfying the stability condi-
tions. To this purpose, we created two types of instances with constructions
containing overhang shown in figure 5.11. Figure 5.12 visualises solutions to a
30× 12 ring.

Table 5.3 shows the tests conducted for the constructive heuristic, the
matheuristic and the closed-form model, respectively. The table reports, for
each method, the square root of the solution to model (5.8)–(5.12). This metric
is the sum of artificial forces that have to be activated to ensure the stability
of the construction. This force is null when a solution is feasible. The table
also reports the average computing time over the 10 solutions.

The table shows that the constructive heuristic and the closed-form formu-
lation can find feasible solutions to the cantilever beam for small lengths with
limited computational effort. However, when the length increases the construc-
tive heuristic no longer finds feasible solutions and the closed-form formulation
reaches the time limit of 3600 seconds. For a cantilever of size 40 × 6, the
constructive heuristic always fails, and the closed-form model can only find 3
feasible solutions. The matheuristic, instead, finds a feasible (stable) solution
to this instance in 8 out of 10 cases, and can also find 2 feasible solutions to the
46× 6 instance. For the 55× 6 case, the average value of the artificial forces is
minimum for solutions found by the matheuristic.

For the instances of the ring, the constructive heuristic can find feasible solu-
tions only for the two smallest instances. For larger instances, the matheuristic
consistently finds feasible solutions when the size of the ring is up to 71 × 15,
while it could not obtain feasible solutions for the largest ring having size 83×15.
The closed-form formulation has a similar behaviour for the largest instances
of the ring and did not find a feasible solution to the last instance. The average
value of the artificial forces is similar to those of the matheuristic solutions.

Table 5.4 shows the results for our comparison with the literature. We ran
the algorithms in Luo et al. (2015) and Kozaki et al. (2016) as specified in
the previous section. If the algorithm in Luo et al. (2015) found an infeasible
solution, we re-optimised the solution for at most 100 iterations as specified in
their article. Both methods from the literature have trouble in reaching feasible
solutions for the difficult cantilever and ring instances. In particular, the
results from Kozaki et al. (2016) show that their approximation of the structural
integrity and the static limit analysis are not correlated. Figure 5.12c illustrates
a solution from their method of a 30×12 ring that is not in equilibrium. Instead,
Luo et al. (2015) are using the static limit analysis in their optimisation and
still do not reach feasible solutions for the difficult instances. The reason is that
after removing bricks in the critical area their repair method relies on random



156 5 Models and algorithms for optimising two-dimensional LEGO constructions

choices that do not exploit indications from the static limit analysis.

(a) Cantilever (20 × 6) (b) Ring (30 × 12)

Figure 5.11: Two constructions containing overhang. The black voxels define
the boundary.

Matheuristic Constructive heuristic Closed-form formulation
Cantilever √

q Feasible CPU √
q Feasible CPU √

q Feasible CPU
beam size (N) solution (s) (N) solution (s) (N) solution (s)
24× 6 0.0 10/10 0.38 18.6 7/10 0.23 0.0 10/10 0.32
30× 6 0.0 10/10 0.29 0.0 10/10 0.26 0.0 10/10 0.12
37× 6 0.0 10/10 106.3 305.9 0/10 0.25 0.0 10/10 19.5
40× 6 32.9 8/10 131.1 198.0 0/10 0.26 261.6 3/10 3601
46× 6 113.8 2/10 516.0 445.8 0/10 0.26 360.7 0/10 3601
55× 6 492.4 0/10 555.7 855.7 0/10 0.36 1,196.7 0/10 3601
Ring size
30× 15 0.0 10/10 0.39 0.0 10/10 0.36 0.0 10/10 6.1
36× 15 0.0 10/10 0.48 5.9 9/10 0.36 0.0 10/10 5.5
52× 15 0.0 10/10 12.0 231.5 0/10 0.24 0.0 10/10 228.0
60× 15* 0.0 10/10 93,5 359.1 0/10 0.29 0.0 10/10 3601
71× 15* 136.3 8/10 2005 1,114.8 0/10 0.34 350.5 6/10 3601
83× 15* 1,632.4 0/10 6505 1,806.4 0/10 0.34 1,427.1 0/10 3601

Table 5.3: Results for optimising cantilevers and rings. We computed the q
value using model (5.4)–(5.7) and defined a solution as feasible if q = 0. All
results are averages over 10 runs. To improve performance, we changed the
time limit for the matheuristic from 60s to 600s for ring sizes marked with *.
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Matheuristic Luo et al. (2015) Kozaki et al. (2016)
Cantilever √

q Feasible √
q Feasible √

q Feasible
beam size (N) solution (N) solution (N) solution
24× 6 0.0 10/10 0.0 10/10 202.8 1/10
30× 6 0.0 10/10 39.1 7/10 286.2 0/10
37× 6 0.0 10/10 202.6 1/10 523.5 0/10
40× 6 32.9 8/10 266.2 0/10 582.2 0/10
46× 6 113.8 2/10 567.6 0/10 833.2 0/10
55× 6 492.4 0/10 1,066.8 0/10 1,410.7 0/10
Ring size
30× 15 0.0 10/10 0.0 10/10 875.9 0/10
36× 15 0.0 10/10 0.0 10/10 561.5 0/10
52× 15 0.0 10/10 78.9 1/10 1,409.4 0/10
60× 15 0.0 10/10 244.3 3/10 2,009.4 0/10
71× 15 136.3 8/10 1,167.0 0/10 3,282.3 0/10
83× 15 1,632.4 0/10 3,114.3 0/10 4,740.8 0/10

Table 5.4: Comparison with the literature for optimising cantilevers and rings.
All results are averages over 10 runs.
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(a) Matheuristic

(b) Luo et al. (2015) (c) Kozaki et al. (2016)

Figure 5.12: Three solutions to a 30 × 15 ring using three different methods.
Constructions (a) and (b) satisfy the static equilibrium constraints. Construc-
tion (c) is not in static equilibrium. The red, orange and green links suggest
where to make more brick connections with red indicating the highest priority
and green the lowest priority. We found these links by solving model (5.8)–
(5.12).
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5.5.4 Colour constraints and a limited set of available bricks

LEGO offers a wide range of coloured bricks. Colour constraints are thus
a natural part of the LEGO construction problem. Furthermore, the set of
available bricks depends on the colour. This section examines how our method
handles colour constraints and in particular, how it handles a limited set of
available bricks.

Figure 5.13 presents three test instances, and figure 5.14 defines the set of
available bricks. The Saturn instance has two colours and contains a small
overhang at the perimeter of the planet and a large overhang at the end of the
ring surrounding the planet. The Car instance has three colours and contains
overhang at three locations: between the two tyres, on the rear and the front
of the car. The Bear instance has three colours and contains overhang. The
dark orange colour used for this instance has a limited set of available bricks
(1 × 2, 1 × 4, 1 × 6). Because there is no feasible solution to this instance
without the 1× 1 or 1× 3 bricks, we have to use specially made bricks that are
very expensive. We thus split the Bear instance into three instances allowing
for 1× 1 bricks, 1× 3 bricks or all bricks, respectively.

Table 5.5 shows the tests conducted for our matheuristic. We reach feasible
solutions for all instances. However, the average computation time for the Bear
instance is, on average, quite large. Table 5.6 compares our results with the
literature. We ran the algorithms in Luo et al. (2015) and Kozaki et al. (2016)
as specified in the previous sections. We did not run the instance without the
1×1 brick, because both methods require this brick in the initial solution. The
results show that the algorithm in Luo et al. (2015) finds a feasible solution
for most of the instances. However, the number of bricks is always larger than
those in the solutions of the matheuristic. Instead, the algorithm in Kozaki
et al. (2016) does not find a feasible solution in any of the instances.

Instance Special No. Feasible CPU
bricks bricks solution time (s)

Saturn - 669.1 10/10 0.9
Car - 308.0 10/10 51.4
Bear 1× 1 1,581.2 10/10 1,186.3
Bear 1× 3 1,479.0 10/10 1,147.5
Bear All 1,116.9 10/10 235.6

Table 5.5: Results from the matheuristic. All results are averages over 10 runs.
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(a) Saturn (107 × 67) (b) Car (98 × 31) (c) Bear (120 × 100)

Figure 5.13: Three constructions with colour constraints3. The black voxels on
the floor define the boundary conditions.

Matheuristic Luo et al. (2015) Kozaki et al. (2016)
Instance Special No. Feasible No. Feasible No. Feasible

bricks bricks solution bricks solution bricks solution
Saturn - 669.1 10/10 927.4 9/10 1,028.1 0/10
Car - 308.0 10/10 399.0 6/10 417.6 0/10
Bear 1× 1 1,581.2 10/10 2,451.5 5/10 1,746.9 0/10
Bear 1× 3 1,479.0 10/10 n/a n/a n/a n/a
Bear All 1,116.9 10/10 1,550.3 9/10 1,779.3 0/10

Table 5.6: Comparison with literature. All results are averages over 10 runs.

5.6 Concluding remarks

In this article, we have proposed an automated approach for optimising LEGO
constructions, and in particular 2D brick constructions. We have introduced
mathematical programming formulations of the problem that minimise the
number of bricks subject to static equilibrium constraints, as well as a fast
constructive heuristic algorithm that is very efficient for the construction of
regular walls. We integrated these two alternative approaches into a matheuris-
tic algorithm, where the constructive heuristic algorithm defines most of the
construction, in particular, large elements that require regular patterns. After
performing a static limit analysis, the mathematical model is used to tackle

3For creating these instances, we used models from www.free3d.com as inspiration.

www.free3d.com
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critical parts of the construction, and to ensure the overall stability of the con-
struction. This way, we obtain the best of the two alternative approaches: fast
computations and regular shapes for large parts of the construction, and the
power (and computational cost) of mathematical programming formulations,
when needed.

To the best of our knowledge, this is the first contribution that tackles the
LEGO construction problem through mathematical programming techniques
and the first to consider the limitations in the shapes of available bricks explic-
itly. Computational experiments on regular and irregular constructions show
the efficacy of the proposed algorithm when compared with two recent ap-
proaches from the literature. The experiments also showed that the proposed
approach could define building solutions for regular and irregular 2D LEGO
constructions with up-to 1,000 bricks in some minutes of computing time. Scal-
ability of the matheuristic algorithm strictly relates to the presence of critical
components, irregular shapes and overhangs. While the heuristic component of
the algorithm scales linearly, and could easily solve regular walls of hundreds of
thousands or even millions of bricks, the solution of hard optimisation models
is limited to few hundreds of bricks.

Although we have mainly focused on 2D brick constructions, most of the
ideas described in this article apply or can be extended to the 3D case. However,
when moving from 2D to 3D, scalability would be even further limited by
the difficulty in solving optimisation models. Indeed, the number of brick
placements and the forces to consider in the static equilibrium constraints
grow very fast with the size of the construction. Future developments shall
then consider the case of three-dimensional LEGO constructions in detail, to
answer to these issues.
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5.A Set of available bricks

Figure 5.14 defines the set of available bricks used in this article. We retrieved
this data set in 2019.

Medium
stone grey:
Black:

Bright
yellow:
Brick
yellow:
Dark
orange:

1× 1 1× 2 1× 3 1× 4 1× 6 1× 8 1× 10

Figure 5.14: The set of available LEGO bricks in various colours.
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6.1 Introduction

Building LEGO constructions is a favourite pastime for children of all ages
around the world. Given a set of different LEGO bricks, the number of ways
they can combine into a LEGO construction is huge, offering room for cre-
ativity. This number is large, even if the shape of the LEGO construction is
predefined. In this article, we consider the case where the shape and colour of

(a) (b)

Figure 6.1: (a) A construction consisting of voxels corresponding to 1×1 LEGO
plates. (b) LEGO bricks cover the voxels of the construction.
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a LEGO construction are given (see figure 6.1a). Through the application of
optimisation, the goal is to find a good placement of LEGO bricks to match the
shape and colours (see figure 6.1b). Optimisation of LEGO constructions could
potentially allow a customer to buy a LEGO construction that the customer
designed on its own.

In this article, we use LEGO bricks and plates of various dimensions. Fig-
ure 6.2 exemplifies the available set of white bricks and plates. We, furthermore,
assume that an unlimited quantity of bricks is available.

Plates:

Bricks:
1× 1 1× 2 1× 3 1× 4 1× 6 1× 8 1× 10

Plates:

Bricks:
2× 2 2× 3 2× 4 2× 6 2× 8 2× 10

Figure 6.2: Set of available bricks1.

The optimisation aims to determine the placement of LEGO bricks within
the defined LEGO shape. Defining what constitutes a good LEGO construction
is crucial because the number of ways to place the LEGO bricks is huge. In
general, there are three important objectives:

• Cost: Minimise the number of bricks. This objective reduces the con-
struction costs, both regarding the raw brick costs and regarding the
amount of work needed to assemble the construction.

• Aesthetics: Maximise the visual appeal of the bricks. This article fo-
cuses on the visible gaps between the bricks and the symmetry amongst
them.

• Structural integrity: Maximise the ability of the construction to with-
stand loads, including its weight.

The LEGO construction problem is a combinatorial optimisation problem
containing thousands of bricks. Optimising multiple objectives, some of which

1Retrieved from www.brickset.com
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are difficult to define (aesthetics) or computationally intensive (structural in-
tegrity), makes this problem very challenging. Given the hardness of the prob-
lem, we simplify the problem by disregarding hollowing. We thus fill the entire
LEGO construction with bricks.

6.1.1 Literature overview

Gower et al. (1998) were the first to propose the LEGO construction problem.
Since then, a few articles have examined how to optimise LEGO constructions.
For a recent overview, we refer to the survey by Kim et al. (2014). Almost all
of these approaches optimised LEGO constructions through the use of meta-
heuristics such as local search, evolutionary algorithms and large neighbour-
hood search. The main issue with these approaches is that they do not provide
an accurate estimation of the objectives of this problem. However, Luo et al.
(2015) proposed a force-based method for analysis of the structural integrity
of a LEGO construction. They introduced a static limit analysis that identi-
fies weak areas of a LEGO construction. Chapter 5 extended their method by
proposing a matheuristic for optimising the placements of the LEGO bricks,
such that they satisfy the static equilibrium constraints of this analysis. While
this matheuristic efficiently optimised LEGO construction, the scope was lim-
ited to two-dimensional constructions containing bricks of the same height.

6.1.2 Contribution and structure

The main contribution of this article is to propose a method for optimising
LEGO constructions, such that the bricks are in static equilibrium. To this
purpose, this article suggests a hybridisation of a constructive heuristic, a meta-
heuristic and two types of mathematical programming: integer linear program-
ming and quadratic programming. Furthermore, this article increases the com-
plexity of the problem by considering bricks of different heights.

We organise the remainder of this article as follows. Section 6.2 introduces
a constructive heuristic that arranges the LEGO bricks according to strategies
used in practice. Section 6.3 optimises the placement of the bricks by using
integer linear programming. This mathematical model is very time consuming,
and some of the objectives are non-linear. Therefore, section 6.4 proposes var-
ious branching heuristics that efficiently speed up the computation times and
linearise the objectives. Section 6.5 proposes an adaptive large neighbourhood
search that uses destroy methods for targeting critical areas of the construction
and repair methods for improving these areas by the use of branching heuris-
tics. Section 6.6 uses a quadratic programming formulation to determine the
weak areas of a LEGO construction if it is not in static equilibrium. It, further-
more, proposes an aggregation heuristic to improve the computational effort.
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Section 6.7 describes the full optimisation method that combines all of the
tools described in the previous sections. This method integrates combinatorial
optimisation of the LEGO bricks with structural optimisation of the internal
forces acting between the LEGO bricks into an efficient method for optimising
LEGO construction in static equilibrium.

6.2 Constructive heuristic algorithm

This section presents a constructive heuristic algorithm for determining which
bricks to place where. The purpose of this algorithm is to utilise strategies used
in practice that consist of brick bonding rules. The brick bonding rules aim
to arrange the bricks in a way to satisfy all three objectives: cost, structural
integrity and aesthetics.

The methodology of the algorithm is composed of two stages. The first
stage decomposes the construction into one-dimensional strips (section 6.2.1).
We define a strip as a narrow cuboid having the same width and height as a
brick or a plate. The second stage consists of filling the entire length of the
strips with bricks having the same width and height (section 6.2.2).

6.2.1 Heuristic decomposition into one-dimensional strips

The first stage of the algorithm is a decomposition heuristic that partitions
the construction into one-dimensional strips. The brick bonding rules are the
foundation for each decision in this heuristic. While these rules do not guaran-
tee optimal solutions, they usually provide stable solutions that also are aes-
thetically appealing. The decomposition heuristic is composed of four stages.
During these stages, we do not use actual bricks. Instead, we assume that we
can use strips of any lengths. This simplification eases the decision process.
The algorithm handles feasibility in the second stage.

Figure 6.3 shows three examples of this decomposition heuristic. These
examples show that this heuristic ensures patterns of strips that are visually
appealing. However, the last example showing three layers of a sphere did not
result in a stable construction. This decomposition heuristic thus sometimes
requires further optimisation in some cases.

Stage 1: Place strips in alternating directions

Initially, the algorithm fills the construction with 1×X strips having a width
of 1 voxel and the length of X voxels. Starting from the bottom layer, it places
1×X strips in north-south or east-west direction. For each layer, it places strips
in alternating directions. If the layer below used a north-south direction, the
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(a) Stage 1 (b) Stage 2 (c) Stage 3 (d) Stage 4

Figure 6.3

layer above uses an east-west direction, and vice-versa. This method of placing
the bricks is called the English bond (Hancock 1990). Figure 6.3a shows three
examples of this stage.

For the strips to satisfy the colour constraints, the algorithm splits the
strips between each pair of adjacent voxels that do not have matching colours.
Notice that voxels that are not visible do not have any colour constraints, and
thus a strip may still contain more than one colour.

The algorithm prefers to use bricks over plates because bricks are larger
and thus usually minimise the total number of bricks and plates used. For
each layer, the algorithm thus fills with strips having the height of a brick.
Because a LEGO brick has the height of three LEGO plates, the algorithm fills
all remaining voxels with plates in the span of three layers. If no brick strips
could fill any voxel within the layer, then the algorithm only fills one layer of
plates and then continues to the next layer.

Stage 2: Place strips to cover visible gaps

The second stage seeks to avoid visible gaps to improve the visual appearance
of the construction. The algorithm finds visible gaps between the bricks, and
for each visible area, it adds a 1 × X strip that is perpendicular to the layer
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direction. The algorithm shrinks or removes any overlapping strips. Figure 6.3b
shows three examples of this stage.

Stage 3: Stagger strips at the shell

The third stage seeks to make as many connections between the strips at the
shell. To avoid disconnected or stacked strips, it extends some of the strips
from a 1 × X strip to a 2 × X strip. The algorithm uses a technique called
staggering (Bedford 2005). Figure 6.3c shows three examples of this stage.

The goal of the staggering technique is that for each pair of stacked 1 ×
X strips, one of the strips must extend to a 2 × X strip (see figure 6.4a).
However, the staggering order impacts the connectivity of the construction
(see figure 6.4b).

The algorithm starts from the bottom layer and moves upwards. For each
layer, it initially finds all 1 × X strips that are perpendicular to the layer
direction. If any of these strips do not have a connection to the layer below
or above, the algorithm extends the strip to a 2 × X strip. If the 2 × X
strip satisfies the colour constraints and makes a connection to one of the
adjacent layers, the algorithm shrinks, splits or removes any overlapping strips
and fills the void with the new 2 × X strip. The algorithm now initiates the
staggering technique. Starting from the new 2×X strip, the algorithm moves
to adjacent strips above and below. For each adjacent strip that is parallel to
the initial strip, the algorithm extends this strip into a 2×X strip if it creates
a connection to the rest of the construction. After completing all layers, the
algorithm interlocks any remaining pairs of stacked 1×X strips by randomly
selecting one of the bricks to extend into a 2×X strip.

(a) (b)

Figure 6.4: A lateral view of the staggering technique that staggers 1×X and
2×X strips in a construction.
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Stage 4: Greedy strip merging

The fourth stage merges adjacent 1×X strips into 2×X strips if they satisfy
the colour constraints. If any of the strips have dimensions 1× 1 or 1× 2, then
the algorithm allows for merging the strips to widths higher than 2. Figure 6.3d
shows three examples of this stage.

The order of merging affects the quality of the solution. The algorithm
preferably starts from one of the sides by selecting two adjacent 1 ×X strips
having the same length. The algorithm subsequently moves to all sides to find
new strips to merge. If two strips of dimensions 1×X and 1× Y do not have
the same length (X ̸= Y ), then the algorithm finds all areas that can merge.
If the colour constraints only match in parts of the strips, then it only merges
parts of the strips.

6.2.2 Filling strips with bricks

The previous stage decomposed the construction into one-dimensional strips
having the width and height of a brick or plate type. This section describes an
algorithm that fills the strips using bricks or plates having the same width as
the strip.

Greedy cost function

Figure 6.5 shows three steps of filling a strip with bricks. The algorithm starts
from one of the endpoints of the strip and enumerates all possible bricks start-
ing from that endpoint and satisfying the colour constraints. Subsequently, the
algorithm uses a greedy cost function to select the best brick to insert. The
algorithm uses the greedy cost function introduced in section 5.3.2 that esti-
mates the cost of partitioning a strip into a brick x and a remainder r. This
cost is

c(x, r) = c(x) + h(r) + d(x, r) + e, (6.1)
where

c(x) - is the cost of brick x that we set to 1 because we simply minimise
the number of bricks;

h(r) - is an approximation of the number of bricks in the remainder. Let Lr

be the length of remainder r and Lmax be the length of the largest
available brick. If the strip contains multiple colours, we use the
largest brick amongst all of the colours. A simple approximation is

h(r) =
⌈
Lr

Lmax

⌉
. (6.2)
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Section 5.3.2 used a more accurate approximation of the number
of bricks in r. However, that measurement is not valid for strips
containing more than one colour.

d(x, r) - is a function that penalises the alignment of the bricks. For each
brick b, set S|| defines all adjacent bricks or strips that are parallel
with the direction of brick b. To maximise the distance between the
gap between x and r, we determine dxr that is the minimal distance
to an adjacent gap between two bricks within S||. Figure 6.5 shows
an example of how to determine this value. Equation (6.3) proposes
an exponential function that gives high penalties for low values of
dxr, and then the penalties quickly decrease as dxr increases.

d(x, r) = 1
|S|||

∑
s∈S||

α1 exp(−α2dxr); (6.3)

e - is a perturbation.

Order of placement

The measurements of d(x, r) affect all neighbouring strips that are parallel. The
placement of the bricks within a strip thus highly depends on neighbouring

(a) (b) (c)

Figure 6.5: Three steps of filling a strip with bricks. The figure visualises each
step from the top and a lateral cross-section. (a) The heuristic splits the strip
into brick x and remainder r. The shortest distances to a gap on the sides,
above and below, dxr, are 2, 2, 2 and 1. (b) The heuristic splits the previous
remainder into brick x and remainder r. The shortest distances to adjacent
gaps, dxr are 4, 1, 4, 3. (c) Because the previous remainder is a feasible brick,
the constructive heuristic has finished filling the strip with bricks.
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strips. Because of these dependencies, the order of filling the strips highly
affects the quality of the solution. The algorithm starts from the bottom layer
and fills the strips layer-by-layer. For each layer, the algorithm selects a strip
positioned at one of the farthest corners of the layer. It fills this strip and
selects an adjacent strip that is parallel. It continues like this until it has filled
all strips in the layer.

6.2.3 Issues

While the constructive heuristic usually provides solutions containing few bricks
that interlock into stable constructions, it also sometimes leads to poor brick
configurations. Two common issues occur. First, short bricks or even infeasible
bricks can occur, because the first stage assumes that we can fill all strips with
bricks. However, for some colours, only a limited set of bricks is available,
leading to a more difficult problem. Second, the greedy placement of the border
between strips is not always the best decision. Such borders occur at, e.g., the
interface between bricks and plates or the interface between 1×X and 2×X
strips. Figure 6.6 shows two examples of these situations.

(a) Greedy strip decomposition (b) Desired strip decomposition

Figure 6.6: Two examples of decomposing a construction into strips.

6.3 Mathematical programming formulation

This section presents an integer linear programming (ILP) formulation that
optimises the bricks and plates to use. The objective is to place the bricks fol-
lowing some brick bonding rules. We quantify these rules by using the penalty
method. Unlike the constructive heuristic introduced in section 6.2, the ILP
formulation can handle problems containing very constrained inputs such as a
limited set of available bricks. Furthermore, the ILP formulation can improve
the borders between bricks and plates.
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6.3.1 From voxels to bricks

To formulate the problem, we define two sets of parameters. First, set V
defines all voxels in the layout that the bricks have to cover. A voxel has the
dimensions of the smallest 1 × 1 unit brick. Because this chapter considers
bricks and plates, this unit brick corresponds to the 1×1 plate. A 1×1 brick is
equivalent to three stacked 1× 1 plates. Second, set B defines all feasible brick
placements. A brick placement b ∈ B denotes a brick or plate of a specific size
and colour that covers a set of adjacent voxels Vb and is feasible only if the
brick colour matches the colour of all voxels in Vb. Figure 4.1 in section 4.2.1
gives an example of how to enumerate all feasible brick placements (variables)
for a small construction.

6.3.2 Set-partitioning formulation

The following ILP formulation optimises the LEGO construction problem.

min z =
∑
b∈B

cbxb (6.4)

s.t.
∑
b∈B

abvxb = 1 ∀v ∈ V (6.5)

xb ∈ {0, 1} ∀b ∈ B (6.6)

Equation (6.4) minimises the penalty of the brick placements. This section
elaborates on this penalty later. Constraints (6.5) describe the set-partitioning
constraints. For each voxel v ∈ V, exactly one brick placement b must cover
voxel v. Parameter abv is 1 if a brick placement b covers voxel v, and 0 otherwise.
Constraints (6.6) impose that the brick placement variables are binary.

6.3.3 Solving the problem layer-by-layer

Solving the entire construction using a single ILP model is impractical. Instead,
we simplify the problem by solving the problem sequentially layer-by-layer. The
advantage of this methodology is that splitting the problem into smaller sub-
problems makes the problem easier to solve. Furthermore, solving the problem
sequentially layer-by-layer is convenient for assigning penalties to the bricks
that avoid unstable brick configurations.

For each layer i, we set up an ILP model with set Vi containing all voxels
within layer i. We generate set B containing all feasible brick placements. If this
set includes bricks that have the height of three plates, then we also include the
voxels of the two layers above, Vi+1 and Vi+2. However, for simplicity reasons,
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we do not mix bricks that do not start from the same layer within the same
layer.

The solution from model (6.4)–(6.6) results in brick configuration x. We
fix all of the bricks and plates that occupy layer i. However, we do not save
the plates that only occupy layers i+ 1 or i+ 2. The reason is that we might
find a better solution for the next layer because more information is available
for assigning the brick penalty.

The disadvantage of this methodology is that a brick placement in one layer
is sometimes very dependent on the brick placements in the layers below. A
mistake in one layer can thus lead to a domino effect of mistakes in the layers
above. This section penalises bad brick placements using brick bonding rules.
Brick bonding rules have the intention of arranging the bricks in a way that
usually results in stable brick configurations. However, these rules provide no
guarantee of structural stability.

6.3.4 Brick penalty

We use the penalty method to define the cost of each brick. Equation (6.7)
states that this cost consists of 11 penalties that are weighted by coefficients,
w. The penalty for using a brick depends on its surrounding bricks. Because
we solve the construction layer-by-layer, we assign the brick penalty per layer.
For each layer, we know the brick configuration of the layer below. Some
optimisation strategies might also provide parts of the brick configurations of
the current layer and the layer above.

cb =
11∑

i=0
wipbi (6.7)

Brick cost (P1)

We assign an equal penalty to each brick. This penalty thus corresponds to
minimising the number of bricks. The penalty is

pb1 = 1.

Brick direction penalty (P2)

Stage 1 in section 6.2.1 described that constructing each layer in alternating
directions usually improves the structural integrity of a construction. This
method of arranging the bricks is called the English bond. To do so, we assign
each layer with a layer direction. If the layer below has an east-west layer
direction, the layer above must have a south-north layer direction and so on.
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If the length of a brick in the layer direction is less than 2 voxels, we assign the
brick a penalty of

pb2 = 1.

Brick connection penalty (P3)

To improve the structural integrity of the construction, we prefer to connect
each brick to at least one brick in the layer below. Making a connection to
the layer below usually improves structural integrity. Still, it is not a hard
requirement, because a brick can also be connected to the construction by a
brick from above. To avoid ruining the structure of the English bond, that is,
not constructing each layer in alternating directions, we only prioritise to make
connections in the layer direction. We assign the penalty as follows. For each
voxel v containing no support from below, we assign a penalty to all bricks
that occupy voxel v and do not make a connection to a brick in the the layer
direction. The penalty per brick thus depends on the number of non-supported
voxels,

pb3 = |Vnon-supported|.

The reason for penalising the bricks per voxel is that if none of the bricks
has the possibility for making a connection, then the penalty per brick does
not inflate, because the penalty applies per voxel.

Visible brick penalty (P4)

Stage 2 in section 6.2.1 described that we could improve the aesthetics of a
construction by constructing smooth surfaces that contain a minimal number
of visible gaps between the bricks. To this purpose, we impose a penalty for
each visible brick,

pb4 = 1.

Visible brick alignment (P5)

Minimising the number of visible bricks is not sufficient to measure the aesthet-
ics of a construction. We furthermore want the visible gaps between the bricks
to align. For each gap between two visible bricks in the layer below and above,
we define a penalty that gives priority to aligned bricks. We reuse equation
(6.3) defined in section 6.2.2 to define the penalty for brick b that overlaps gaps
between two visible bricks, where Sa is the set of gaps that brick b overlaps, α2
controls the growth rate, and d is the minimal distance between the gaps.
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pb5 =
∑

s∈Sa

exp(−α2d)

Staggering penalty (P6)

Stage 3 in section 6.2.1 described that using the staggering technique for bricks
that are parallel to each other can improve the structural integrity of the con-
struction. We define all shell strips as 1 × X or 2 × X strips as described in
section 6.2.1. For each brick b within shell strip s, where the width of b equals
the width of s, we assign a negative penalty (a profit) for using brick b, if the
brick has a length strictly larger than 2. The penalty is

pb6 = −1.

Vertical brick alignment penalty (P7 and P8)

We prefer that each pair of bricks that connect align as described in section 6.2.2.
We thus create two types of penalties that apply for bricks following the layer
direction (P7) and bricks oriented in the opposite direction (P8). Square bricks
receive both types of penalties. The reason for splitting these penalties in two
is that we weight the penalty higher for bricks following the layer direction.

For each brick b that overlaps a gap between two bricks, we reuse equation
(6.3) to assign the following two penalties, where Sa is the set of adjacent gaps
between bricks.

pb7 =
∑

s∈Sa

exp(−α2d)

pb8 =
∑

s∈Sa

exp(−α2d)

Horizontal brick alignment penalty (P9, P10 and P11)

The placement of the bricks within a layer affect the connectivity of the con-
struction. A rule of thumb is to arrange the bricks such that they spread the
connections as much as possible. While the connectivity is difficult to measure,
because it depends on the distribution of internal forces amongst the bricks,
then a strategy exists for placing the bricks. Section 6.2.2 explained this strat-
egy, which is to align the bricks within a layer in the layer direction. Figures
6.7a-b show two examples of layers that are not spreading the connections
within a layer. Figure 6.7c shows an example of spreading the connections.
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(a) (b)

(c)

Figure 6.7: Three solutions to a 20× 7 brick layer.

To avoid the situations illustrated in figures 6.7a-b, we set up three penalties.
The first penalty (P9) seeks to avoid bricks in a ”+”-gap (see figure 6.8a). For
each corner of the brick, we check if a brick placement creates such a ”+”-gap.
We denote |S+| as the total number of ”+”-gaps for a brick. The penalty per
brick thus ranges between 0 and 4.

pb9 = |S+|

The second penalty (P10) seeks to avoid bricks in a ”⊤-⊥”-gap (see fig-
ure 6.8b). For each corner of the brick, we check if a brick placement creates
such a ”⊤-⊥”-gap. Assuming that the layer direction is east-west, the gap be-
tween two adjacent bricks is a ”⊤-⊥”-gap if the following conditions hold. The
gap must form a north-south line with four distinct points p1, p2, p3, p4 (see

(a)
p4

p3

p2
p1

(b)

p3 = p4

p2
p1

(c) (d)

Figure 6.8: Four cases of evaluating penalties P9, P10 and P11 in a layer
having east-west direction. (a) Two bricks are in a ”+”-gap. (b) Two bricks
are in a ”⊤-⊥” gap because points p1, p2, p3 and p4 are distinct from each other.
(c) Two bricks that are not in a ”⊤-⊥” gap, because points p3 and p4 are the
same. (d) The distance for the gap between the upper two bricks to the nearest
adjacent gap is d = 1.
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figure 6.8b). If one or more of the points are identical, then we do not assign
any penalty (see figure 6.8c).

pb10 = |S⊤-⊥|

The third penalty (P11) seeks to align the bricks. For each gap between two
bricks, we assign a penalty to the adjacent brick that depends on the minimal
distance to an adjacent gap, d. Figure 6.8d shows an example of a 4× 2 brick
that receives a penalty based on d = 1. The penalty is

pb11 =
∑

s∈Sa

exp(−α2d)

Notice that we can only assign these penalties to a brick once we know
the placement of its neighbouring bricks. We can thus not assign this penalty
without knowing parts of the full brick configuration within the current layer.
Furthermore, we differentiate between brick direction here. We only assign this
penalty in the layer direction.

For gaps between bricks and plates, we only assign penalties if the bricks
and plates are starting or ending in the same layer.

6.3.5 Issues

The proposed set-partitioning model can find feasible brick configurations even
for very constrained inputs. However, the weaknesses of this model are twofold.
First, the brick placement variables contain a lot of symmetry making the
branch-and-bound tree grow very large. Second, we cannot assign the hor-
izontal brick alignment penalties (P9, P10 and P11) to the bricks without
the knowledge of neighbouring brick placements. If we solve the construction
layer-by-layer, we cannot assign these penalties.

6.4 Branching heuristics

Model (6.4)–(6.6) can contain a high degree of symmetry in the decision vari-
ables. For constructions containing thousands of voxels, this MILP model has
difficulty in solving the problem. Furthermore, the horizontal brick alignment
penalties (P9, P10 and P11) are difficult to express using a linear model. To
avoid these issues, this section introduces branching heuristics. This type of
heuristic relaxes the MILP model to an LP model. Instead of using the tradi-
tional branch-and-bound method for solving the problem, it imposes heuristic
branching decisions that are permanent. This method of branching was used
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by, e.g., de Fréminville et al. (2015). Each step in the branching heuristic is
a part of breaking the symmetry in the decision variables. Furthermore, each
step is a part of turning the non-linear penalties into linear penalties.

This section presents four branching heuristics. While these branching
heuristics are more time-consuming than the constructive heuristic described
in section 6.2, preliminary results showed that they are more effective in reach-
ing feasible brick configurations. Especially for very constrained inputs, the
branching heuristics show a significant improvement.

6.4.1 LP relaxation

Model (6.8)–(6.13) is the LP relaxation of model (6.4)–(6.6). This model fur-
thermore relaxes the set-partitioning constraints by creating a variable ov for
each voxel v. If the branching heuristic reaches infeasible brick partitions, this
relaxation gives the exact location of the voxels that could not satisfy the set-
partitioning constraints.

min z =
∑
b∈B

cbxb +M
∑
v∈V

ov (6.8)

s.t.
∑
b∈B

abvxb + ov = 1 ∀v ∈ V (6.9)

0 ≤ xb ≤ 1 ∀b ∈ B (6.10)
xb ∈ R ∀b ∈ B (6.11)
0 ≤ ov ≤ 1 ∀v ∈ V (6.12)
ov ∈ R ∀v ∈ V (6.13)

Equation (6.8) is the objective function, where cb is the cost of brick b, and
M is a large number. Constraints (6.9) are the set partitioning constraints
stating that, for each voxel v, exactly one brick must cover it. As opposed
to constraints (6.5), we relax the constraints by introducing variable ov. The
objective function heavily penalises this variable, such that the variable only
activates if no other possibility exists. Constraints (6.10)–(6.11) state that each
brick placement variable xb is a real number between 0 and 1. Constraints
(6.12)–(6.13) state that each voxel variable ov is a real number between 0 and
1.

6.4.2 Branch-and-update heuristic

The main goal of the first branching heuristic is to update the cost function
after each branching decision. This method of branching allows us to linearise
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the non-linear penalties P9, P10, and P11 introduced in section 6.3.4. Al-
gorithm 6.1 describes the procedure of the branch-and-update heuristic, and
figure 6.9 shows an example of how the heuristic works in practice.

The algorithm consists of two nested while-loops. Lines 2–4 describe that
the first while-loop selects a random voxel and adds it to the list of active voxels.
Lines 5–14 describe that the second while-loop runs through all active voxels
within the first while-loop. Line 6 solves the LP model and gets a fractional
LP solution. Lines 8–9 select a brick placed on an active voxel and branch on
the brick placement variable. Lines 10–12 update the list of active voxels. Line
13 updates the cost function by calculating penalties P9, P10 and P11. The
next iteration will thus take the updated cost into account.

Algorithm 6.1
Input: V ← voxels within a layer
Output: x← brick configuration

1: procedure Branch-and-update(V)
2: while V ̸= ∅ do
3: v0 ← select random voxel from V
4: Lv = {v0} set of active voxels
5: while Lv ̸= ∅ do
6: xLP ← solve model (6.8)–(6.13)
7: v ← select random voxel from Lv

8: x∗
b ← select brick b occupying voxel v that has the highest frac-

tional value
9: Branch on this variable (x∗

b = 1)
10: Remove all voxels from V and Lv that brick b occupies
11: Vadjacent ← all voxels that are adjacent to the long side of brick

b
12: Lv ← Lv ∪ Vadjacent
13: Update penalties P9, P10 and P11 for

all bricks at the corners of b
▷ see section 6.3.4

14: end while
15: end while
16: return x
17: end procedure
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(a) Iteration 1

(b) Iteration 2

(c) Iteration 19

Figure 6.9: The branch-and-update heuristic. (a)-(b) The algorithm randomly
selects a voxel and places the brick having the highest fractional value from the
LP model. It subsequently activates all voxels marked with a circle. (c) The
solution after 19 iterations.

6.4.3 Strip-branch-and-update heuristic

The issue with the branch-and-update heuristic is that it is very time-consuming
for large layers. Every time the heuristic updates the objective function, the
LP solver has to solve the model again. To speed up the branching time, the
strip-branch-and-update heuristic fills an entire strip of bricks instead of just a
single brick. After placing all bricks in the strip, the heuristic updates the cost
function. This modification thus decreases the number of iterations needed for
updating the cost function. We add this additional step to Algorithm 6.1 before
line 13. Figure 6.10 shows an example of this branching heuristic. We omit the
pseudo-code for this extension, but the following gives a detailed description
of this modification.

After branching on variable xb, the algorithm finds all bricks at both end-
points of brick b. It disregards all bricks that do not have the same width
as brick b and do not have the same direction as brick b (we disregard short
bricks). It, furthermore, disregards all bricks that do not have a positive frac-
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tional value. If any bricks remain, the algorithm selects the brick having the
highest fractional value. It continues until it no longer can select more bricks
from the strip.

(a) Iteration 1

(b) Iteration 2

(c) Iteration 8

Figure 6.10: The strip-branch-and-update heuristic. (a)-(b) The algorithm ran-
domly selects a voxel and places the brick (marked in grey) having the highest
fractional value from the LP model. Subsequently, it fills bricks adjacent to the
short endpoints (marked with arrows). Finally, it activates all adjacent voxels
along the long side (marked with a circle). (c) The solution after 8 iterations.

6.4.4 Branch-and-greedy-cut heuristic

The two proposed branch-and-update heuristics both have the issue that they
are slow for large layers. Another method to speed up the computation times is
to decompose the problem into smaller sub-problems that do not need multiple
updates. This section proposes a branch-and-greedy-cut heuristic that does not
update the cost function during the branching. Instead, this heuristic removes
undesired variables from the solution space by using greedy cuts. This heuristic
consists of three stages that we thoroughly explain in the following. Figure 6.11
gives an example of how the steps work.
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(a) Branch-and-greedy-cut

(b) Merge

(c) Solve sub-problem 1

(d) Solve sub-problem 2

(e) Final solution

Figure 6.11: The branch-and-greedy-cut heuristic. (a) Stage 1 branches and
adds greedy cuts. (b) Stage 2 merges all bricks into strips. (c)-(e) Stage 3 fills
each strip with bricks using the branch-and-update heuristic.
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Stage 1: Branch-and-greedy-cut

The first stage uses the same methodology as the strip-branch-and-update
heuristic. The difference lies in that, instead of updating the cost function,
the branch-and-greedy-cut heuristic adds greedy cuts that remove undesired
variables from the solution space. After branching on variable xb, the algo-
rithm adds a cutting plane that removes all bricks that would create a ”+”-gap
or a ”⊤-⊥”-gap (see definition in section 6.3.4). Given that set B′ is the set of
undesired bricks, the cutting plane is

∑
b∈B′ xb = 0.

Stage 2: Merge bricks into strips

The brick configuration from the branch-and-greedy-cut stage usually contains
brick placements that are not aligned very well. However, the brick configura-
tion often is very close to being optimal. The second stage exploits the current
brick configuration to decompose the problem into multiple sub-problems. By
merging bricks into strips, each sub-problem consists of a strip that must be
filled by bricks afterwards. The algorithm initially merges bricks in the layer
direction and subsequently merges bricks in the opposite direction. The algo-
rithm also merges 1 ×X strips with 2 ×X strips forming jagged strips, if the
width of the strip remains 2. However, it never merges 2 × X bricks if the
width becomes large than 2.

Stage 3: Branch-and-update for each strip

The third stage creates a new sub-problem for each of the strips. Each sub-
problem consists of a strip containing a set of voxels Vs. For each strip, the
branch-and-update heuristic fills the entire strip with bricks. The heuristic
only has to update the cost function if the strip is jagged and thus contains
1 × X bricks that must align. However, this does not affect the computation
time too much, because the problem is so small.

6.4.5 Destroy-and-repair heuristic handling infeasible solutions

These heuristics perform greedy branching decisions and greedy cutting planes
that do not always lead to feasible brick partitions. If

∑
v∈V ov > 0, then the

solution is infeasible, because the bricks could not cover all of the voxels. In the
case of an infeasible solution, the destroy method removes all cutting planes.
Furthermore, the destroy method removes the branching decisions for the bricks
surrounding each voxel v, if ov > 0. The amount of bricks to remove from the
solution depends on parameter κ (see section 6.5.1). The repair method restarts
branching using the branch-and-update heuristic. Because of the random order
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of voxels to fill, this algorithm usually finds a feasible solution within a few
iterations.

6.5 Adaptive large neighbourhood search

The adaptive large neighbourhood search (ALNS) is a metaheuristic proposed
by Pisinger and Røpke (2010). Intuitively, the idea is to define a neighbourhood
through a combination of a destroy method which removes parts of the solution
and a repair method which adds parts to the solution. This approach makes
it possible to work with large neighbourhoods. For the LEGO construction
problem, we define the destroy method as removing a subset of the bricks from
a solution and the repair method as rebuilding a destroyed part of the solution.

Algorithm 6.2
Input: x0 ← initial solution, ρ0 ← precomputed adaptive parameters,

T ← tabu list, tmax ← time limit, imax ← iteration limit
Output: x← best solution, ρ0 ← updated adaptive parameters

1: procedure ALNS(x,ρ0, T )
2: xbest = x0, ρ = ρ0, i = 0
3: while t < tmax and i < imax do
4: d ∈ Ω− and r ∈ Ω+ ← select destroy and repair methods using ρ
5: x′ ← Destroy-And-Repair(xbest, d, r, T )
6: if c(x′) < c(xbest) then
7: xbest = x′

8: end if
9: update ρ ▷ see section 6.5.4

10: i← i+ 1
11: end while
12: return [xbest,ρ]
13: end procedure

Algorithm 6.2 presents pseudo-code of the ALNS metaheuristic. The main
idea of the ALNS is the use of a probabilistic selection of destroy methods and
repair methods, such that selecting well-performing destroy methods and repair
methods has higher probability (line 4). Getting good performance from an
ALNS algorithm is hence about choosing the right destroy methods and repair
methods. The adaptive parameters ρ control the selection of destroy and repair
methods. Line 9 updates these parameters, and section 6.5.4 describes how to
update these parameters.

Line 5 applies the selected destroy and repair methods to update the solu-
tion. Section 6.5.2 introduces the destroy methods, and section 6.5.3 introduces
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the repair methods. Lines 6–8 describe that we only accept the new solution if
it improves the best solution. We are thus using the hill climber method. We
use the cost function defined in section 6.3.4.

The traditional ALNS only requires an initial solution x0 and a time limit
tmax. However, we extend this ALNS algorithm by introducing a tabu list T ,
precomputed adaptive parameters ρ0, and an iteration limit imax. Later in
this article, section 6.7 describes how to integrate this ALNS algorithm with
another heuristic that exclusively optimises the structural integrity of the con-
struction. Because this ALNS algorithm does not include a measurement of the
structural integrity of the construction, the tabu list T prevents the algorithm
from removing bricks that are critical to ensure the structural integrity of the
construction. Parameters ρ0 and imax allow for running the ALNS algorithm
more than one time.

6.5.1 Relatedness measure

The ALNS procedure destroys an area to repair it afterwards. It is preferable
to destroy bricks that are related. We define bricks as being related if they
are adjacent. When destroying one or more bricks, it can be useful to destroy
surrounding bricks to increase the flexibility of the repair method. However,
destroying too large of an area can result in a repair method that is too time-
consuming.

Luo et al. (2015) introduced a method of a relatedness measure given one or
more bricks. This algorithm finds bricks within a κ-ring neighbourhood. They
defined the 1-ring neighbours of a brick as its direct neighbouring bricks and
the κ-ring neighbours by recursively including the neighbours’ direct neighbours
κ− 1 times. Throughout this article, we use this relatedness measure.

6.5.2 Destroy methods

We introduce six destroy methods. These methods remove bricks from the
solution that are not in the tabu list.

Entire layer (D1). The first destroy method targets entire layers. This destroy
method increases the solution space of the repair method and can thus help to
escape local optima. However, according to some preliminary experiments, this
method is more efficient if it excludes the staggered bricks at the shell. It thus
removes all bricks within a layer excluding the staggered bricks. If the layer
contains bricks positioned at this layer, then this method additionally removes
all plates in the two layers above.
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Visible areas (D2). The second destroy method targets the visible areas of
the construction. These areas are usually highly dependent on adjacent layers
because of the vertical alignment penalty (see P7 and P8 in section 6.3.4).

Infeasible bricks (D3). The third destroy method targets infeasible brick par-
titions. If the bricks could not fill all voxels, then this method destroys all
infeasible bricks along with their κ-ring neighbours. Infeasible brick partitions
occur if the input is very constrained – mostly if the 1×1 brick is not available.

Small bricks (D4). The fourth destroy method targets areas containing small
bricks. We define a small brick as having both length and width smaller than
3 knobs. This method removes all small bricks within a layer along with their
κ-ring neighbours.

Mixed brick sizes (D5). The fifth destroy method targets a weakness in the
constructive heuristic concerning the border between different brick types. Fig-
ure 6.6 showed two examples of this issue. These examples highlighted the
problem of deciding the border between (i) bricks and plates and (ii) 1 × X
and 2 × X bricks. This method removes all bricks at the interface of such
borders.

Difficult areas (D6). The sixth destroy method includes a combination of
methods D3, D4 and D5. This method targets the weaknesses of the construc-
tive heuristic described in section 6.2.

6.5.3 Repair methods

We use the branching heuristics defined in section 6.4 as repair methods. We
use three variants of these repair methods.

Strip-branch-and-update heuristic (R1). The first repair method consists of
the strip-branch-and-update heuristic (see section 6.4.3). While this heuristic
might be very time-consuming for large areas, it can be very efficient if selecting
the destroyed area with care.

Branch-and-greedy-cut heuristic (R2). The second repair method is using the
branch-and-greedy-cut heuristic (see section 6.4.4). This heuristic consists of
three stages that can diversify the solution and also ensures to align the bricks.
If this heuristic finds an infeasible solution, the destroy and repair heuristic
introduced in section 6.4.5 repairs the infeasible areas.
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Strip-update heuristic (R3). The third repair method consists of stage 2 and
stage 3 of the branch-and-greedy-cut heuristic (see section 6.4.4). Because we
already have an initial solution consisting of the destroyed bricks, then this
heuristic does not necessarily have to perform stage 1. While this method does
not diversify the brick configuration as well as repair methods R1 and R2, it is
faster to compute.

6.5.4 Coupled neighbourhoods

We couple each destroy method to a subset of repair methods. While a destroy
method can produce high-quality solutions using one repair method, it can also
produce poor solutions using another repair method. The adaptive parameters
will learn this behaviour during the optimisation phase. However, because the
repair methods can be very time consuming, the time required to learn the op-
timal values of the parameters may be too time-consuming. Instead, we specify
the coupled neighbourhoods containing a destroy method and a repair method
that performed well for a wide range of constructions in some preliminary ex-
periments. This section proposes the following coupled neighbourhoods.

1. Method D1-R2

2. Method D1-R3

3. Method D2-R3

4. Method D6-R1

5. Method D6-R2

6. Merge method

The last method requires further details because it is not a destroy and
repair method. Instead, it is a local search method. It randomly picks a
brick in the construction. It subsequently checks if there is a neighbouring
brick within the layer that can merge into a larger brick. If the brick has the
dimensions of a plate, this method also checks if the plate can merge with two
other plates stacked on top of each other to form a brick. This method is very
popular in the literature for optimising the LEGO construction problem. It is
used by, e.g., Van Zijl and Smal (2008), Ono et al. (2013), Testuz et al. (2013),
Luo et al. (2015), Hong et al. (2016), Kozaki et al. (2016), Stephenson (2016)
and Lee et al. (2018).
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Updating the adaptive parameters for coupled neighbourhoods

We use the approach proposed by Kovacs et al. (2012) that weights pairs of
destroy and repair methods as opposed to weighting each method individually.
Equation (6.14) describes that ϕdr is the probability of selecting destroy and
repair methods d and r.

ϕdr = ρdr∑
d′∈Ω−

∑
r′∈Kd′ ρd′r′

(6.14)

To avoid favouring very time-consuming destroy and repair methods, we use
the weight adjustment scheme proposed by Adulyasak et al. (2012). For the
first 20 iterations, we set all weights to 1. After the first 10 iterations, we ensure
to use all destroy and repair methods at least once. For each destroy and repair
method dr, τdr is the number of usages, ηdr is the number of improvements to
the current solution, Tdr/dr is the average processing time per iteration divided
by the lowest average computing time among all destroy and repair methods.
Let α be the weight adjustment parameter.

ρdr = 10µ

Tdr/dr
, where µ = 1 + α

ηdr

τdr
(6.15)

6.6 Static limit analysis

This section analyses the static limit of a three-dimensional construction con-
taining bricks and plates. This analysis extends the model introduced in sec-
tion 5.2.2 by going from two dimensions to three dimensions.

This model was inspired by Luo et al. (2015). We made three modifications
compared to their model. First, this model uses a quadratic programming
(QP) formulation instead of a maximin formulation that linearises to linear
programming (LP). This modification allows for finding the exact distribution
of forces rather than just determining a subset of the critical forces. Second,
this model reduces the number of friction force variables. For rectangular bricks,
this modification does not affect the validity of the solution. Third, this model
not only relaxes the friction forces, but it also adds artificial forces between each
pair of horizontally adjacent bricks. These relaxations are useful for finding the
exact areas that need improvement for reaching static equilibrium.

6.6.1 Modelling the forces acting on the bricks

This section describes how to model the set of forces in three dimensions. First,
we define how gravity affects the bricks. Second, we model the contact forces
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acting between the bricks. Third, we model the forces acting between the knob
and cavity between two connected bricks.

Gravity

Each brick is subject to gravity. We calculate the weight of brick b as mbg⃗,
where mb is the mass of b, g⃗ = (0,−g, 0), and g is the gravitational constant.
We put the gravity of each brick in the centre of the brick.

Contact forces

We define set Fn as the set of contact forces. According to Newton’s third law,
a contact force between two bricks acts on both bricks with the same magnitude
in opposite directions. The direction of these forces is inwards to the bricks.
We discretise the forces by distributing them amongst four extreme points. For
vertical contact forces, these extreme points are (x1, y, z1), (x1, y, z2), (x2, y, z1)
and (x2, y, z2) (see figures 6.12a-b). For horizontal contact forces, the points
depend on whether the connection occurs at the x- or z-plane. If the connection
occurs in the x-plane, the extreme points are (x, y1, z1), (x, y1, z2), (x, y2, z1)
and (x, y2, z2) (see figures 6.12c-d). The forces only act in one axis, and the
bounds in this axis are [0;Tn], where Tn is a large number.

Forces between knobs and cavities

The forces between the knobs and cavities allow the bricks to stick to each
other. Luo et al. (2015) modelled these forces by using two types of forces
denoted as Fs and Ff . Figure 6.13 depicts the location of these forces.

(a) Lateral view (b) Top view

(c) Lateral view (d) Top view

Figure 6.12: Connections between rectangular bricks that each contain four
contact points. (a)–(b) Vertical connection. (c)–(d) Horizontal connection.
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(a) Lateral view (b) Top view

Figure 6.13: The forces acting between the knobs and cavity between two
bricks.

First, set Fs is the set of normal forces acting in the horizontal axes (x
and z) between the knobs and cavities. Luo et al. (2015) named them support
forces and simplified them to two forces per brick connection. Each of these
support forces only acts in one axis, but they do not have a specific direction.
The bounds in the acting axis are thus [−Tn, Tn], where Tn is a large number.

Second, set Ff is the set of friction forces acting vertically in the y-axis
between the knobs and cavities to prevent the bricks from disconnecting. We
discretise these forces by distributing them amongst four extreme points (see
figure 6.13). The direction of these forces is outwards from the bricks. The
bounds in the y-axis are [0, Ti], where Ti is the friction capacity of force i.
Waßmann and Weicker (2012) estimated the maximal friction capacity of a
brick connection to T (b1, b2) = k(b1, b2) · 2.5N, where k(b1, b2) is the number
of knobs connected between bricks b1 and b2. Because each brick connection
only has four tensile forces, then we take the average value of each force, which
leads to T = 1

4 · k(b1, b2) · 2.5N.

6.6.2 Relaxing the model using artificial forces

We relax the modelled forces by introducing set Fl, which is the set of artificial
forces. This relaxation allows a construction that collapses to remain artifi-
cially stable through artificial forces. This modification, furthermore, allows
for identifying the critical areas of the construction. This set contains two
types of artificial forces, Fv

l and Fh
l .

First, set Fv
l is the set of vertical artificial forces. These forces relax the

capacity constraints for the friction forces (Ff ). They have the same direction
and position as the friction forces.

Second, Fh
l is the set of horizontal artificial forces. Figure 6.14 illustrates
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(a) Lateral view (x-axis) (b) Lateral view (z-axis)

Figure 6.14: Artificial forces between two horizontally adjacent bricks.

the location and direction of these forces. For each pair of horizontally adjacent
bricks, four vertical forces and four horizontal forces act like glue between the
bricks. The horizontal forces direct outwards from the bricks. The vertical
forces act in both directions.

These forces are non-negative, but they do not have an upper bound. In-
stead, the objective function will penalise the use of these forces.

6.6.3 Quadratic programming formulation

We model the static limit analysis on a construction containing the set of bricks
Bx∗ using quadratic programming (QP). We assume that the bricks are rigid.
If each brick is in static equilibrium, we thus conclude that the construction
stands, and otherwise, the construction collapses.

To be able to pinpoint the critical areas of a construction that collapses,
we relax the model by using artificial forces between the bricks. By penalising
these forces in the objective function, a construction in static equilibrium would
have a total magnitude of artificial forces that equal 0.

Each brick is subject to a set of forces Fb = Ff ∪Fn∪Fs∪Fl. Furthermore,
we split these forces into forces directed in a negative axis and positive axis,
F−

b and F+
b .

We propose two models that differ in accuracy and time complexity. The
first model ensures that each brick is in translational equilibrium. The second
model, additionally, ensures that each brick is in rotational equilibrium.

Static equilibrium of forces

Model (6.16)–(6.19) is a QP formulation that minimises the quadratic magni-
tude of artificial forces used.
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min q =
∑

i∈Fv
l

pvF⃗
2
i +

∑
i∈Fh

l

phF⃗
2
i (6.16)

s.t.
∑

i∈F−
b

F⃗i −
∑

i∈F+
b

F⃗i = mbg⃗ ∀b ∈ Bx∗ (6.17)

T⃗
(lower)
i ≤ F⃗i ≤ T⃗ (upper)

i ∀i ∈ Fb (6.18)
F⃗i ∈ R3 ∀i ∈ Fb (6.19)

Equation (6.16) is the objective function that minimises the magnitude of
artificial friction forces, where pv and ph are the penalties for using vertical
and horizontal artificial forces, respectively. Constraints (6.17) state that the
forces acting on a brick must equal the weight of the brick. Constraints (6.18)
state that each force must be within the bounds. Constraints (6.19) state that
each force is a three-dimensional vector.

Static equilibrium of moments

Model (6.20)–(6.24) extends model (6.16)–(6.19) by ensuring that each brick is
in rotational equilibrium. Constraints (6.22) calculate the moment acting on
each brick and state that it must equal 0 around the x-axis and the z-axis (we
disregards the moment around the y-axis).

min q =
∑

i∈Fv
l

pvF⃗
2
i +

∑
i∈Fh

l

phF⃗
2
i (6.20)

s.t.
∑

i∈F−
b

F⃗i −
∑

i∈F+
b

F⃗i = mbg⃗ ∀b ∈ Bx∗ (6.21)

∑
i∈F−

b

L⃗i × F⃗i −
∑

i∈F+
b

L⃗i × F⃗i = 0⃗ ∀b ∈ Bx∗ (6.22)

T⃗
(lower)
i ≤ F⃗i ≤ T⃗ (upper)

i ∀i ∈ Fb (6.23)
F⃗i ∈ R3 ∀i ∈ Fb (6.24)

6.6.4 Variable and constraint aggregation

The full QP model is too time-consuming to solve for large constructions. The
reason is that the model contains too many variables and too many equilibrium
constraints. We thus propose to aggregate the variables and constraints into
smaller sets of variables and constraints using a heuristic.
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The reason for aggregating variables and constraints is that we are only
interested in finding the critical areas of the construction. The full model finds
the distribution of all forces - also in the non-critical areas. The main goal of
the heuristic is to find the areas that are usually critical and then aggregate
forces and constraints in the parts of the construction that usually are stable.
While this aggregation makes the QP model faster to solve, this is a heuristic,
and we thus have to verify afterwards whether the full model is feasible.

The heuristic consists of two stages. The first stage decomposes the bricks
into critical and non-critical bricks. The second stage aggregates the variables
and constraints for all of the non-critical bricks.

Heuristic decomposition of critical and non-critical bricks

We propose a heuristic that decomposes the construction into critical and non-
critical bricks. The heuristic is inspired by de Castro Silva et al. (2003), who
determined whether or not boxes are stable. While boxes do not have knobs
and cavities, the heuristic can efficiently estimate whether a LEGO brick would
be stable if it were a box.

For a box to be stable, de Castro Silva et al. (2003) stated that it must
satisfy one of the following three conditions. First, a box is stable when placed
on the floor. Second, a box is stable if its centre of gravity (G) lies directly
on the surface of another stable box (see figure 6.15). Third, a box is stable if
there exists a line segment with endpoints Q and R passing through G, where
Q and R both are located on the surface of a stable box (see figure 6.16).

(a) Lateral view (b) Top view

(c) Lateral view (d) Top view

Figure 6.15: Two cases of examining whether or not the centre of gravity of
the white brick lies within the boundary of the stable brick below. (a)–(b) The
centre of gravity of the white brick lies outside the boundary of the brick below.
(c)–(d) The centre of gravity of the white brick lies inside the boundary of the
brick below.
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The heuristic starts from the bottom layer and moves upwards to the top
layer. For each layer, the heuristic removes all bricks that do not satisfy any of
the three conditions and adds them to set B2. The heuristic thus disregards the
removed bricks when checking the conditions in the layer above. It adds the
remaining bricks to set B1, such that the heuristic estimates that B1 contains
the set of stable bricks and B2 contains the set of unstable bricks. Figure 6.17
shows an example of a construction composed of these two sets of bricks.

(a) Lateral view (b) Top view

Figure 6.16: The two endpoints of the white brick, Q and R, connect to stable
bricks below.

Figure 6.17: Heuristic decomposition of bricks into two sets of bricks. The
heuristic estimates that the white bricks (B1) are stable, and the orange bricks
(B2) are unstable.
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Aggregation on the stable regions

For each of the bricks within the stable region, the heuristic aggregates variables
and constraints to simplify the QP model. It merges all bricks within a layer
that are adjacent into a new brick that occupies all voxels that previously were
occupied by the merged bricks. For each new brick, we generate the set of forces
acting between neighbouring bricks and impose equilibrium constraints on each
brick. Figure 6.18 shows an example of how this aggregation of variables and
constraints simplifies the QP model.

If the set of merged bricks do not result in a rectangular brick, the heuristic
adjusts the set of forces acting between other bricks. While rectangular brick
connections have four extreme points, non-rectangular brick connections re-
quire more points. Equation (6.25) describes that we use eight extreme points
to describe the connection between any two shapes of bricks.

The algorithm for generating extreme points between two connected bricks
I1 and I2 having an irregular shape is as follows. For each rectangular brick
in I1 connected to a rectangular brick in I2, the algorithm finds four extreme
points for their connection psouth-west, psouth-east, pnorth-west and pnorth-east. It
subsequently updates the extreme points defined in equation (6.25). For in-
stance, if a z-coordinate is larger than the current value of znorth, then it
updates points p7 and p8 with pnorth-west and pnorth-east, respectively. If the
z-coordinate equals the current value of znorth, then the algorithm only updates
points p7 and p8, if they are extreme points. After updating all extreme points,
the algorithm removes any of the points that are non-unique. For instance, a
rectangle will only contain four unique points. An alternative algorithm is the
”gift wrapping” algorithm by Ramos et al. (2016) that also finds these points.

p1 = (xwest, zsouth-west)
p2 = (xwest, znorth-west)
p3 = (xeast, zsouth-east)
p4 = (xeast, znorth-east)
p5 = (xsouth-west, zsouth)
p6 = (xsouth-east, zsouth)
p7 = (xnorth-west, znorth)
p8 = (xnorth-east, znorth)

(6.25)

For irregularly shaped brick connections, the friction capacity is no longer
accurate, because we assume that we can distribute the capacity equally be-
tween each extreme point. In reality, the friction capacity depends on the
location of the knob-cavity connections. However, this simplification is neces-
sary for making the QP model faster to solve.

Figure 6.20 shows an example of a solution to a construction using the
full model and the simplified model. For this example, the simplified model
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(a) (b)

(c) (d)

Figure 6.18: Force and constraint aggregation. The arrows represent contact
forces moving downwards to the floor.

(a) 3D view (b) Top view

Figure 6.19: Eight extreme points of two connected bricks that are not rectan-
gular.
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can distribute the forces more freely than the full model. Nonetheless, the
simplified model still finds the critical area (the red area).

(a) Full model (without aggregation) (b) Simplified model (with aggregation)

Figure 6.20: Two solutions of a LEGO construction. The white bricks signify
that no artificial forces are acting between the bricks. The coloured bricks sig-
nify that artificial forces act between them with red having the highest amount
of forces.2

6.7 Optimisation of constructions in static equilibrium

This section presents a method for integrating the static limit analysis to
the optimisation method. Section 5.4 coupled the static limit analysis to a
MILP model by using indicator constraints. This model worked well for two-
dimensional constructions because they usually contain a low degree of inde-
terminacy in the variables and constraints. However, preliminary experiments
showed that it is too time-consuming for three-dimensional constructions con-
taining thousands of bricks. Instead, this section presents a branching heuristic
that couples both models.

Algorithm 6.3 shows the pseudo-code for the optimisation scheme. Line 2
constructs an initial solution. Line 3 initialises the adaptive parameters ρ and

2We retrieved the 3D mesh of the giraffe from www.archive3d.net.

www.archive3d.net
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the tabu list T . Line 4 describes that we use two types of QP models with
varying accuracy and time complexity. Line 5 executes a while loop until the
time runs out. Line 6 optimises the solution by using the ALNS metaheuristic.
Lines 7–12 destroy and repair the construction using the static limit analysis.
The repair method returns a list of bricks that are tabu. These bricks are
critical for ensuring the static equilibrium of the construction. The ALNS
method should thus not remove these bricks, because it does not use the static
analysis in its decision process.

The benefit of including the ALNS algorithm in this scheme is that it opti-
mises the brick configuration of the construction. Furthermore, it can diversify
the solution, such that this optimisation method considers multiple starting
points.

Algorithm 6.3
Input: tmax ← time limit, β, γ, κ← destroy parameters
Output: x← best solution

1: procedure ALNS-Using-Static-Analysis(tmax, β, γ, κ)
2: x← construct initial solution ▷ see section 6.7.1
3: ρ = (1, . . . , 1), T = ∅, L = ∅
4: M1 ← model (6.16)–(6.19),M2 ← model (6.20)–(6.24)
5: while t < tmax do
6: [x,ρ]← ALNS(x,ρ, T, tmax, imax) ▷ see section 6.5
7: for m ∈ {M1,M2} do
8: Destroy-Using-Static-Analysis(x,m, β, γ, κ)

▷ see section 6.7.2
9: [x, T ′, L]← Repair-Using-Static-Analysis(x, m, L)

▷ see section 6.7.3
10: T ← T ∪ T ′

11: update parameters β and κ ▷ section 6.7.4
12: end for
13: end while
14: return x
15: end procedure

6.7.1 Initial solution

The initial solution defines the starting point of the optimisation. If the initial
solution contains a lot of bricks that are not in static equilibrium, most of
the computational effort goes to destroying and repairing using the static limit
analysis (lines 7–12 in algorithm 6.3). If the initial solution is close to being
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in static equilibrium, then more time will be available for the ALNS algorithm
that optimises the brick configuration.

This section proposes to construct the initial solution using the construc-
tive heuristic introduced in section 6.2. Because the placement of bricks in one
layer is very dependent on the placement of bricks in the layers immediately
above and below, then we introduce an optimisation step after solving each
layer. This strategy prevents the optimisation from getting stuck in local op-
tima. Improving partial solutions are used in, e.g., multi-start heuristics. For
instance, Fleurent and Glover (1999) suggested that imperfections introduced
during their constructive heuristic could be avoided by applying local search
during the constructive phase and not only at the end of the constructive phase.

For each layer, the algorithm uses the constructive heuristic to construct
an initial brick configuration of that layer. Subsequently, it applies a destroy
and repair method that targets the weaknesses of the constructive heuristic.
Section 6.2.3 described the weaknesses of the constructive heuristic, and sec-
tion 6.5.4 proposed a heuristic (method D6-R1) that specifically targets to
repair these areas.

6.7.2 Destroy method

Algorithm 6.4 describes the destroy method proposed in section 5.4. It uses
the static limit analysis to determine the critical bricks to remove from the
construction. We define a critical brick as a brick that is at the interface of
one or more activated artificial forces (see line 5). This section only considers
horizontal links, and qe is the accumulated amount of forces at a horizontal
link.

Algorithm 6.4
Input: x ← current solution, MQP ← QP model, β, γ, κ ← destroy pa-

rameters
Output: x← solution that is (partially) destroyed

1: procedure Destroy-Using-Static-Analysis(x,MQP , β, γ, κ)
2: q ← solve model MQP using Bx

3: if q > 0 then
4: qemax ← strongest artificial link
5: Bcritical ← bricks adjacent to a link of magnitude qe ≥ β · qemax
6: Bκ-ring ← bricks within the κ-ring of Bcritical
7: remove bricks Bcritical ∪ Bκ-ring from solution x
8: end if
9: return x

10: end procedure
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Parameters β and γ control the number of bricks to remove at each iteration.
On the one hand, removing too many bricks leads to a very large neighbourhood
that makes the repair method time-consuming. On the other hand, removing
too few bricks leads to a small neighbourhood that might not allow for any
improvements. Parameter β is a value in the interval [0, 1] that determines
which links to consider as critical, and γ is a decay factor in the interval ]0, 1[.

Figure 6.21 shows an example of destroying a critical area.

6.7.3 Repair method

The main goal of the repair method is to fill the destroyed area with bricks,
such that the bricks minimise the amount of artificial forces used. For the sake
of simplicity, we assume that there is only one critical area that is destroyed.
In reality, the destroy method could destroy multiple areas in different parts of
the construction. In that case, we would solve the areas separately.

The repair method uses two models to ensure the feasibility of the con-
struction. First, it uses a QP model to determine the areas that require brick
connections for ensuring static equilibrium of the construction. Second, it uses
an LP model that ensures that the bricks can cover the voxels. The following
describes how to integrate these two models and thereby ensure that the fi-
nal brick configuration satisfies both the static equilibrium constraints and the
set-partitioning constraints.

QP model

This repair method slightly changes the QP model introduced in section 6.6.3.
It fills the destroyed area with 1 × 1 plate voxels. For each artificial force be-
tween two horizontally adjacent voxels, this method changes the penalty ph to a
smaller value, such that the QP model activates all links between two adjacent
voxels if they improve the structural integrity of the construction. Further-
more, because we want to use the English bond rule (described in stage 1 of
section 6.2.1), then we give lower penalties if the link follows the layer direction
and higher penalties otherwise. We thus split the penalty into penalties p||

h and
p⊥

h , respectively.

LP model

This repair method also changes the LP model introduced in section 6.4.1. The
main difference is that we introduce valid inequalities. Section 4.9.1 introduced
these valid inequalities to avoid reaching the same infeasible solution more than
once. The algorithm gathers all artificial links at the interface between the
voxels in the destroyed area having a positive value in the QP solution. This



6.7 Optimisation of constructions in static equilibrium 201

value depends on the artificial forces occurring at the link. It subsequently
makes a valid inequality stating that at least one brick should cover at least
one of the links. Every time the algorithm initialises the LP model, then it
starts by checking whether a valid inequality intersects the destroyed area. If
yes, the algorithm checks whether the valid inequality is already satisfied by
the fixed areas. If not, the algorithm finds all bricks that cover the links that
are part of the valid inequality and state that at least one brick should be a
part of the solution.

Model (6.26)–(6.30) is the new model that minimises the cost of the bricks.
The model requires a (sub)set of the voxels in the construction V, a set of brick
placement variables covering these voxels B and a set of valid inequalities L.

min z =
∑
b∈B

cbxb (6.26)

s.t.
∑
b∈B

abvxb = 1 ∀v ∈ V (6.27)∑
b∈B

ablxb ≥ 1 ∀l ∈ L (6.28)

0 ≤ xb ≤ 1 ∀b ∈ B (6.29)
xb ∈ R ∀b ∈ B (6.30)

Equation (6.26) is the objective function that minimises the cost of the
bricks. Section 6.3.4 defined this cost by using the penalty method. Notice
that we cannot assign all of these penalties because they require the placement
of surrounding bricks. Constraints (6.27) are the set-partitioning constraints.
Constraints (6.28) ensure that at least one brick is covering at least one link in
the case of an unstable brick configuration. Constraints (6.29)–(6.30) describe
that the brick placement variables are real numbers between 0 and 1.

Branching decisions

To reach a feasible brick configuration, this repair method iteratively makes
branching decisions. This method defines a branching decision as enforcing
that a connection occurs between two adjacent voxels. Given a link between
two voxels e2×1, algorithm 6.5 modifies both the QP model and the LP model,
such that a brick covers the link.

For the LP model, the algorithm adds the following branching decision. Let
Be be the set of bricks that cover link e entirely (line 2). Line 3 adds constraint∑

b∈Be
xb = 1. This constraint states that the solution must contain a brick

covering link e and having at least the size of brick 2×1. For the QP model, the
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Algorithm 6.5
Input: e2×1 ← link between two adjacent bricks, MQP ← initial QP

model, MLP ← initial LP model
Output: MQP ← modified QP model, MLP ← modified LP model

1: procedure Integrated-Branching(e2×1,MQP ,MLP )
2: Be ← all brick placements that cover link e2×1 entirely
3: Branch using constraint

∑
b∈Be

xb = 1 and re-solve modelMLP

4: if MLP is infeasible then
5: Undo branching decision inMLP

6: Deactivate link e2×1 inMQP ▷ i.e., set penalty coefficient for
forces in e to a large value

7: else
8: B′

e ← all bricks in Be that cover all links having a positive value in
theMQP solution

9: b← the brick in B′
e having the highest positive fractional value

10: if b ̸= ∅ then
11: B+ ← all brick placements that cover brick b entirely
12: Branch using constraint

∑
b∈B+

xb = 1
and re-solve modelMLP

▷ Now there must be a
brick that is at least
as large as brick b

13: else
14: b← e2×1
15: end if
16: Eb ← all links completely covered by b
17: Activate all links from Eb inMQP ▷ i.e., set the penalty coef-

ficient equal to 0 for all
forces in the links

18: end if
19: return [MQP ,MLP ]
20: end procedure
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algorithm modifies the objective function. Line 17 removes the cost of using
the forces within that link from the objective function. By re-solving the QP
model, the model can use the link e freely, because it comes at no cost.

Sometimes a branching decision leads to an infeasible LP model (line 4). In
that case, line 5 backtracks by removing the branching decision from the LP
model. Furthermore, line 6 deactivates the link in the QP model by modifying
the cost of the link to a large number.

To improve the efficiency of the branching decisions, the algorithm may
enforce using bricks that are larger than the size of link e2×1. Figure 6.21 shows
an example of covering a link of dimensions 2 × 1 with a brick of dimensions
6× 1. However, to avoid placing bricks that lead to issues in other parts of the
construction, the brick placement must adhere to two restrictions. First, line
8 disregards all brick placements that do not cover all links consisting of forces
having positive values in the QP solution. Second, line 9 disregards all brick
placements that do not have a positive value in the LP solution. It subsequently
selects the brick placement containing the highest fractional value. Lines 10–17
enforce this brick placement by branching in the LP model and modifying the
objective function of the QP model.

Tabu search

Glover (1986) introduced the tabu search. The main idea of the tabu search is
to forbid a solution or parts of a solution. This idea is useful for the integration
of this method that optimises the structural integrity of the construction and
the ALNS method that optimises the brick bonding rules. By adding a tabu
on the bricks that are critical for ensuring the structural integrity of the con-
struction, the ALNS method can remain carefree from the static equilibrium
analysis. The ALNS method can thus make changes to all bricks except the
ones in the tabu list.

Methodology of the repair method

Algorithm 6.6 is the pseudo-code for the repair method. Lines 2–5 solve a QP
model that minimises the magnitude of the artificial forces. Lines 6–7 set up
an LP model that optimises the brick configuration on a subset of the voxels
within the destroyed area. Lines 8–17 iteratively cover links with bricks until
reaching a construction that is in static equilibrium.

Line 9 finds the link e2×1 having the highest value qe in the QP solution.
To randomise the search, we perturb this value by using parameter re that is
a value between ]0; 1]. This perturbation is useful because the link having the
highest value is not necessarily the link that is a part of an optimal solution.
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Algorithm 6.6
Input: x← (partially) destroyed solution,MQP ← QP model, L ← valid

inequalities
Output: x ← repaired solution, T ← tabu list, L ← updated set of valid

inequalities
1: procedure Repair-Using-Static-Analysis(x,MQP )
2: V ′ ← fill destroyed area with 1× 1 plate voxels
3: Bstable ← merge all stable bricks into layers
4: B0 ← Bstable ∪ V ′

5: q ← solve model MQP using B0 ▷ see section 6.6.3
6: B ← generate all bricks in destroyed area
7: MLP ← setup model (6.26)–(6.30) using V ′, B and L
8: while q > 0 do
9: e2×1 ← the link having the highest perturbed value (qe · (1 + re))

10: if no link remains then
11: l← create valid inequality using constraints (6.28)
12: L ← L ∪ {l}
13: go to line 18
14: end if
15: [MQP ,MLP ] = Integrated-Branching(e2×1,MQP ,MLP )

▷ see algorithm 6.5
16: q ← re-solveMQP

17: end while
18: xrepaired ← branch greedily inMLP without updating the cost func-

tion until reaching an integer solution
19: x← x + xrepaired
20: T ← all bricks in the solution that cover an activated link
21: return [x, T,L]
22: end procedure
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Line 15 initiates a branching heuristic described by algorithm 6.5 that updates
the QP and LP models, such that a brick covers link e2×1.

Sometimes, the branching decisions lead to a QP solution containing posi-
tive values of the artificial forces that are not within the destroyed area (line
10). These forces are only positive if the destroyed area cannot satisfy the
equilibrium constraints. For this case, lines 11–13 stop the optimisation and
create a valid inequality that prevents reaching the same LP solution in the
next phase of optimisation.

Once the algorithm can no longer improve the static equilibrium of the
construction, lines 18–20 find an integer solution and add all bricks covering
an active link to the tabu list.

Figure 6.21 shows an example of how to use QP model (6.16)–(6.19) to
ensure that the construction satisfies the translational equilibrium constraints.
Figure 6.22 shows an example of how to use QP model (6.20)–(6.24) to ensure
that the construction satisfies both the translational and rotational equilibrium
constraints.

6.7.4 Updating the destroy parameters

The parameter β controls the number of critical links to remove for each it-
eration. We denote β0 as the initial value of β. For every second time that
the repair method fails at constructing the destroyed area without any use of
artificial forces, equation (6.31) increases β. Let f be the number of failed
iterations and Nβ = 2.

βn = β0 · γn, n =
⌊
f

Nβ

⌋
(6.31)

The parameter κ controls the number of bricks surrounding the critical
links to remove for each iteration. We denote κ0 as the initial value of κ. For
every fifth time that the repair method fails at constructing the destroyed area
without any use of artificial forces, equation (6.32) increases κ. Let f be the
number of failed iterations and Nκ = 5.

κi = n+ 1, n =
⌊
f

Nκ

⌋
(6.32)
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(a)

(b) (c)

Figure 6.21: Applying the destroy and repair method on a two-dimensional
construction. (a) By solving QP model (6.16)–(6.19) links between pairs of
adjacent bricks define the critical areas. The colours of a link indicate the
magnitude of its forces with red having the highest magnitudes and green the
lowest magnitudes. (b) The destroy method removed the bricks in the most
critical area, and the repair method replaced the destroyed area with 1 × 1
voxels. By solving QP model (6.16)–(6.19) on the updated construction, the
values of the links indicate which links are the most promising to activate. (c)
The LP model suggested using a 6×1 plate. Because the plate does not violate
any of the other links, we add the plate to the construction.
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(a)

iteration 1 iteration 2 iteration 3 iteration 4 iteration 7 iteration 8 final
(b)

Figure 6.22: Applying the destroy and repair method on a three-dimensional
construction. By solving QP model (6.20)–(6.24), the destroy method detected
the critical areas and removed all bricks in the critical area. (a) The repair
method filled the destroyed area with 1× 1 voxels. (b) It subsequently solved
the QP model, and for each iteration of the repair method, the bricks and links
changed. The red links are the most critical and blue links are the least critical.
These images only show one layer of the destroyed area.

6.8 Computational experiments

This section presents the computational experiments conducted on the methods
proposed in this article. For each solution, we report the number of bricks
used and the time spent on computing it. We define a solution as feasible if
the LEGO bricks could cover all voxels and the LEGO construction is in static
equilibrium. We omit the values of the accumulated brick penalty because we
merely used the brick penalty as a greedy cost function for deciding which
bricks to place where.
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6.8.1 Computational settings

We performed all experiments on a laptop equipped with an Intel® Core™ i7-
7820HQ processor at 2.90 GHz and 16 GB RAM, under the Windows operating
system. As LP and QP solvers, we used IBM-CPLEX version 12.8.0.

We used the following parameter settings for our computational experi-
ments. For the constructive heuristic (section 6.2.2), we set α1 = 4 α2 = 0.8,
emax = 0.15. For the penalty method (section 6.3.4), we set w1 = 100,
w2 = 600, w3 = 1600, w4 = 1600, w5 = 3200, w6 = 1600, w7 = 5, w8 = 1,
w9 = 225, w10 = 200 and w11 = 300. For the iteration limit imax of the ALNS
(section 6.5), we used the number of layers in the construction. For the κ-ring
neighbours, we set κ = 1. For the adaptive parameters (section 6.5.4), we set
α = 3. For the forces of the static limit analysis (section 6.6.1), we set the brick
weight to mbg⃗ = k(b)·1N and the friction capacity to T (b1, b2) = k(b1, b2)·2.5N,
where k(b) is the number of voxels in brick b and k(b1, b2) is the number of
voxels between bricks b1 and b2. For the penalty coefficients of the static limit
analysis (section 6.6.3), we set pv = 10000 and ph = 1000. For the repair
method (section 6.7.3), we set re = 0.25, p||

h = 1 and p⊥
h = 10. For the destroy

parameters (section 6.7.4), we set β0 = 0.5 and γ = 0.5.

6.8.2 Instances

We perform experiments on eight instances containing various attributes (see
figure 6.23). Table 6.1 lists the dimensions and number of voxels of these
instances. They range from small to medium-sized instances. All instances
contain various levels of overhang and thus require an optimisation method that
optimises the structural integrity of the construction. The instances contain
various colour constraints on the visible voxels. For each colour, figure 6.24
lists the set of available bricks. All bricks on the inside of the construction
should use grey bricks (LEGO colour code: 194) because these bricks are the
cheapest. For simplicity reasons, the instances are solid, because this article
did not propose any hollowing strategies.

Sometimes, turning bricks into plates is necessary for increasing the friction
capacity in areas subject to moment. Due to the time restrictions of this
project, we did not implement an automatic method for turning bricks into
plates. Instead, we manually modified the instances, such that only plates
can cover the critical areas of the construction. Future implementations will
incorporate this strategy within the optimisation method.



6.8 Computational experiments 209

Instances Dimensions No.
(W ×H × L) voxels

Teddy 15× 57× 19 4,570
Seal 19× 82× 29 7,572
Frog 31× 66× 50 16,506
Dog 25× 101× 45 23,633
Guard 28× 112× 22 26,613
Rabbit 22× 100× 44 27,839
Fish 57× 81× 56 39,243
Bear 46× 108× 66 77,760

Table 6.1: Set of instances.

6.8.3 Impact of the initial solution

This section aims to examine the impact of the initial solution (line 2 in
section 6.7). We compare three methods of constructing the initial solution.
Method 1 is the merge method described in section 6.5.4 that repeatedly merges
bricks until no more bricks can merge. Method 2 is the constructive heuris-
tic described in section 6.2. Method 3 is the improved constructive heuristic
described in section 6.7.1.

Table 6.2 shows the results for all instances. The table reports the number
of bricks used, the number of feasible solutions out of 10 solutions and the
computational time spent per solution. For infeasible solutions, we count the
number of non-available bricks used and the amount of artificial forces used
in the QP solution. The values of qv and qh are the amount of vertical and
horizontal artificial forces used in the QP solution. If the values of these forces
are positive, the construction is not in static equilibrium.

The results reveal a clear pattern amongst the three methods. Method 1
uses more bricks than the other two methods. Nonetheless, the random nature
of this method ensures feasible solutions for some of the instances. Method 2 is
the fastest method that, on average, spends less time on finding a solution than
the other two methods. Method 3 is the method that reaches the lowest values
of qv and qh, but it requires much more time than the other two methods.

Because method 3 spends more time on optimising the brick bonding rules,
it leads to brick configurations that are close to being in static equilibrium.
This effort leaves more time for the remainder of the optimisation framework
in section 6.7, which uses the QP model that can be very time-consuming for
large constructions.
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No. n/a qv qh Feasible CPU
Instances Method bricks bricks (N) (N) solution time (s)
Teddy 1 1,502.2 0 6.2 8.0 4/10 0.2

2 695.4 0 40.8 46.4 0/10 1.5
3 743.3 0 0 0 10/10 12.2

Seal 1 2,461.3 0 401.9 110.9 0/10 0.4
2 1,137.4 0.7 720.3 215.2 0/10 1.9
3 1,264.0 0 39.0 5.5 0/10 14.1

Frog 1 5,026.2 0 0.6 4.6 1/10 1.2
2 1,895.3 0 0.5 6.0 0/10 1.2
3 1,585.8 0 0 0 10/10 28.4

Dog 1 7,584.9 0 67.7 45.1 0/10 2.2
2 2,694.0 2.3 298.9 229.0 0/10 2.8
3 2,968.6 0 11.1 17.3 0/10 80.8

Guard 1 8,278.5 0 1.8 4.2 1/10 3.5
2 2,502.0 0 34.0 59.9 0/10 3.2
3 2,520.0 0 0.6 4.8 0/10 80.8

Rabbit 1 8,607.3 0 51.0 18.3 0/10 3.6
2 2,181.1 0 536.3 174.2 0/10 2.8
3 2,297.0 0 0.2 0 9/10 114.8

Fish 1 12,367.4 0 2.9 1.0 2/10 7.0
2 3,402.8 3.2 214.9 29.7 0/10 2.8
3 3,180.9 0 0.1 1.0 6/10 217.8

Bear 1 23,618.6 0 66.4 1.0 3/10 39.2
2 4,360.1 0.9 32.6 25.6 0/10 2.7
3 3,950.2 0 2.6 2.0 0/10 369.1

Table 6.2: Results from three methods of constructing the initial solution.
Method 1: merge method, method 2: constructive heuristic, method 3: im-
proved constructive heuristic.



6.8 Computational experiments 211

6.8.4 Impact of the variable and constraint aggregation

This section aims to examine the impact of the variable and constraint aggre-
gation described in section 6.6.4. To this purpose, we compare solving the
problem with and without variable and constraint aggregation. We used the
fast constructive heuristic described in section 6.2 to generate an initial solu-
tion. Then, we ran the destroy and repair methods using the static analysis
(lines 7–12 in algorithm 6.3) until reaching a solution in static equilibrium. No-
tice that we removed the ALNS part of the algorithm (line 6 in algorithm 6.3)
because this section only examines the impact of the QP model.

Table 6.3 reports the results. For small instances, the variable and con-
straint aggregation resulted in modest time savings. The time spent on op-
timising the Seal instance reduced by merely 27%. For larger instances, this
method showed its worth. The time spent on optimising the Fish instance
reduced with 82.3%. These results show that the aggregation of variables and
constraints highly improves the optimisation.

Without aggregation With aggregation
Instances CPU time (s) CPU time (s) Time saving (%)
Teddy 30.0 17.6 41.3
Seal 107.4 78.4 27.0
Frog 12.9 2.9 77.5
Dog 503.2 204.7 59.3
Guard 203.2 82.3 59.5
Rabbit 112.5 36.5 67.5
Fish 993.7 175.4 82.3
Bear 193.9 47.3 75.6

Table 6.3: The computation time for methods with and without aggregation
of the variables and constraints in the QP model.

6.8.5 Results

This section performs experiments on the full method described in algorithm
6.3. We set a time-limit of 120s, 300s and 600s depending on the sizes of the
instances. Table 6.4 reports the results on the instances. Our method found
feasible solutions for all instances in 10 runs. These results thus show that our
method can optimise the LEGO construction problem.

The reason for setting relatively strict time limits is that the workflow of
this problem usually requires multiple iterations. Throughout this article, we
assumed that the instances are buildable. Sometimes, however, the workflow
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requires multiple iterations of re-designing, if no feasible solution exists for an
instance. Therefore, this article focused on setting time limits that allow for
receiving a solution relatively fast.

The results reported in table 6.4 do not contain any measures of structural
integrity or aesthetics. The optimisation method used the brick penalty to
optimise these two quantities, but the resulting values of these penalties do
not provide valuable information. For structural integrity, we ensured that
each LEGO construction is in static equilibrium, but we did not account for
all external force cases. Future research will develop methods for quantifying
all of the objectives.

No. Feasible CPU
Instances bricks solution time (s)
Teddy 829.6 10/10 122.9
Seal 1,314.9 10/10 122.6
Frog 1,712.9 10/10 128.6
Dog 3,029.5 10/10 321.9
Guard 2,574.2 10/10 323.6
Rabbit 2,320.4 10/10 312.5
Fish 3,234.4 10/10 433.9
Bear 4,138.0 10/10 675.7

Table 6.4: 10 runs of optimising various instances.

6.9 Concluding remarks

In this article, we have proposed a method for optimising LEGO constructions
in static equilibrium. This problem is challenging because of the three objec-
tives: cost, structural integrity and aesthetics. While we evaluated the cost per
brick, the latter two quantities depend on the placements of the bricks relative
to each other. We proposed a constructive heuristic that, given the placement
of bricks in a partial solution, estimated the best placements of bricks according
to the brick bonding rules. To improve the brick placements, we used math-
ematical programming and branching heuristics. Finally, we combined these
approaches within the framework of an adaptive large neighbourhood search.

To ensure the static equilibrium of three-dimensional LEGO construction,
we improved the static limit analysis proposed in chapter 5. We introduced
variable and constraint aggregation to decrease the computation time for dis-
tributing the forces within a LEGO construction. Furthermore, we proposed
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a method that efficiently and simultaneously optimised the brick configuration
and the force distribution.

The main limitations of the proposed optimisation framework are twofold.
First, we simplified the instances by forcing the construction to be solid. Future
research will incorporate hollowing strategies to create lighter constructions
containing fewer bricks. Second, we quantified the objectives by using brick
bonding rules. While these rules worked well as a greedy strategy for deciding
which bricks to place next, they do not give an accurate estimation of structural
integrity and aesthetics. We improved the estimation of structural integrity by
using the static limit analysis. However, this analysis only considers the weights
of the bricks. It does not account for all cases of external forces. Future research
will discover how to define the external forces cases and how to incorporate
them in the analysis efficiently.

The overall conclusion of this article is that it fills a gap in the literature
by integrating combinatorial optimisation with structural optimisation. The
method proposed in this article can optimise three-dimensional LEGO con-
structions of various shapes while ensuring the static equilibrium of the LEGO
bricks.

6.A Data set

The data consists of eight voxelised constructions (see figure 6.23) and a set
of available LEGO bricks (see figure 6.24). We retrieved the set of available
bricks from the LEGO set database in 2020.
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(a) Teddy (b) Seal (c) Frog

(d) Dog (e) Guard (f) Rabbit

(g) Fish (h) Bear

Figure 6.23: Voxelised instances.
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(a) Plates

(b) Bricks

Figure 6.24: Set of available plates and bricks. The colours are given in LEGO
colour codes.
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CHAPTER 7
Discussion, open problems, and

recommendations
7.1 Introduction

The purpose of this thesis was to develop mathematical models and algorithms
for optimising the LEGO construction problem. This chapter includes a dis-
cussion of the central results of this thesis. It relates the findings of this thesis
to the gaps in the literature, and discusses how these findings can improve the
current practice of solving the LEGO construction problem. Furthermore, it
contains a discussion and future research possibilities to answer the research
questions stated in section 1.2:

• Which input requirements define the object to construct and how do they
affect the complexity of the problem?

• What are the most effective methods for determining the quality of a
LEGO construction?

• What are the most effective methods for optimising LEGO constructions?

The main contribution of this thesis is to couple two optimisation problems.
This thesis used combinatorial optimisation to ensure that the LEGO bricks fill
the entire construction and structural optimisation to ensure that the LEGO
bricks are in static equilibrium. Furthermore, this thesis increased the com-
plexity of the problem compared to the current state of the literature with two
additions. First, it could handle a restricted set of available bricks and thus
did not rely on having all brick dimensions available. This is particularly use-
ful, because some colours do not come in all LEGO brick dimensions. Second,
these methods could handle a mixture of bricks and plates having different
brick heights. While these extensions increased the complexity of the problem,
they also increased the possibilities for reaching better brick configurations of
the LEGO constructions.

The remainder of this chapter is organised as follows. Section 7.2 initiates a
thorough discussion on the findings of this thesis. Section 7.3 describes how the
findings in this thesis can improve the current practices of designing LEGO con-
structions. Section 7.4 discusses the limitations and weaknesses of the methods
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proposed. Section 7.5 lists open problems related to the LEGO construction
problem that this thesis did not investigate. It, furthermore, makes recommen-
dations for future work.

7.2 Discussion

This discussion addresses the three research questions of this thesis. First, it
discusses the input requirements considered throughout this thesis. It states
how this thesis extended the problem formulation and the limitations of it. Sec-
ond, it discusses the methods proposed for quantifying the quality of a LEGO
construction. Third, it discusses the mathematical models and heuristics pro-
posed for optimising the problem. Especially, it elaborates on the combination
of combinatorial optimisation and structural optimisation.

7.2.1 Input requirements

This thesis considered input requirements consisting of a voxelised construction
and a set of available LEGO bricks. Chapter 4 proposed restrictions on the
set of available bricks, such as excluding the 1 × 1 brick from this set. This
restriction is relevant, because not all LEGO brick dimensions are available in
all colours. Due to the significant reduction of feasible brick configuration for
this restriction, mathematical programming proved to be very efficient. Chap-
ter 4 also discussed including a mixture of bricks and plates having different
heights. This extension had the opposite effect of increasing the number of
feasible brick configurations. For this extension, chapter 6 showed that a com-
bination of heuristics and mathematical programming was necessary. It used
heuristics for decomposing the problem into smaller parts, such that mathe-
matical programming methods efficiently could find good partitions between
bricks and plates.

The results from this thesis showed that the sizes of the LEGO constructions
only had a linear effect on the complexity of the problem. However, chapter 5
showed that constructions containing overhang increased the problem com-
plexity significantly, because the number of brick configurations that ensure
structural integrity decreased significantly. A random optimisation method is
thus no longer sufficient, because the probability for reaching a feasible brick
configuration becomes very low.

This thesis simplified the LEGO construction by disregarding hollowing
of the constructions. Hollowing would further increase the complexity of the
problem, because the number of possibilities would increase.
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7.2.2 Quantifying the quality of a LEGO construction

Quantifying the quality of a LEGO construction proved to be the hardest
problem of this thesis. This thesis attempted to quantify the brick bonding
rules in an objective function. While this objective function worked well as a
greedy cost function used in a constructive heuristic, it did not work well as a
global estimate of the quality of a construction.

To validate the structural integrity of a LEGO construction, this thesis used
the static limit analysis proposed by Luo et al. (2015). Chapter 5 simplified
their model by using fewer friction force variables between the knobs and cavity
of each pair of connected LEGO bricks. Chapter 6 further simplified their
model by using a heuristic that aggregated variables and constraints. These
simplifications improved the computational time required for finding the static
limit of a LEGO construction.

7.2.3 Optimisation of LEGO constructions

This thesis proposed various optimisation methods for optimising the LEGO
construction problem. In particular, it focused on combining two optimisa-
tion problems: combinatorial and structural optimisation. The combinatorial
part relates to deciding which LEGO bricks to place where in the LEGO con-
struction. The structural part relates to distributing the forces acting between
the LEGO bricks. While the literature contains extensive research on the two
problems, independently, these are coupled problems that should be optimised
together. Chapters 5 and 6 proposed two methods for combining these optimi-
sation problems and demonstrated how to solve these coupled problems.

To optimise the combinatorial part of the problem, this thesis used a com-
bination of constructive heuristics, mathematical programming and adaptive
large neighbourhood search. These methods were particularly efficient for ar-
ranging the bricks in a systemic way. For instance, chapter 3 described how
other optimisation methods, such as improvement heuristics, had difficulties
in escaping local optima. Because of the interdependency amongst adjacent
bricks, the nature of constructive heuristics led to a more efficient optimisation
process.

To optimise the structural part of the problem, chapters 5 and 6 intro-
duced a method of modelling artificial forces between each pair of horizontally
adjacent LEGO bricks. This method consisted of optimising the distribution
of forces using quadratic programming with the aim of minimising the use of
artificial forces. If the optimised forces included any artificial forces, we in-
terpreted that the LEGO construction was artificially held together by these
artificial forces. To optimise the LEGO bricks in the construction, this method
modified the placement of the bricks, such that they covered the artificial forces.
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7.3 Impact on current practices

The optimisation methods proposed in this thesis can aid the practitioner in the
design phase. The practitioner can thus use optimisation as a design tool. Not
only does the solution provide the building instructions of a 3D object, it also
reports whether or not the LEGO construction is feasible. If the construction is
infeasible, the practitioner can either re-design the construction or modify the
set of available bricks. Infeasibility mainly occurs if the LEGO bricks cannot
fill the designed object (i.e. the layout is too constrained) or if the design
prevents the LEGO bricks from connecting into a stable construction.

Figure 7.1 shows an example of using the results from this thesis in practice.
This example consisted of four steps. First, we designed a voxelised 3D object
of a rabbit. Second, we optimised the LEGO construction using the method
proposed in chapter 6. However, the resulting LEGO construction was not in
static equilibrium. Third, we made small changes to the critical area of the
object, such that the design still resembles a rabbit. In this example, we added
more material to the ear. Fourth, we optimised the LEGO construction once
more, and this time this resulted in a stable LEGO construction.

Future research could further improve this process. For instance, other
than pinpointing the critical area, the optimisation method could suggest to
the practitioner the changes that would improve the feasibility of a construc-
tion. These suggestions could, e.g., include rotating or thickening of parts of
the construction. However, these suggestions should not change the visual ap-
pearance of the 3D body. Therefore, the practitioner must participate in this
workflow to ensure that the design remains visually appealing.

7.4 Limitations and weaknesses

While this thesis filled some of the gaps in the literature, it did not solve
the entire LEGO construction problem. This section lists three of the main
limitations and weaknesses of this thesis.

7.4.1 False-negatives of the static limit analysis

The static limit analysis proposed by Luo et al. (2015) is the basis for the struc-
tural optimisation methods used in chapters 5 and 6. However, this analysis
does not include the Coulomb law of friction. This law states that the capacity
of the friction forces between the knobs and cavity of two connecting LEGO
bricks depends on the magnitude of the normal forces between the knobs and
cavity (see section 2.5.3). Instead, this analysis assumes that the capacities of
these friction forces are given a priori. Sometimes, this assumption leads to
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(a) (b)

(c) (d)

Figure 7.1: (a) Initial voxelised design. (b) The solution is not in static equi-
librium. The coloured bricks show the critical area and the white bricks show
the stable area. (c) The designer adds more material to the ear (the marked
voxels). (d) The solution is now in static equilibrium.
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false-negatives: If the analysis estimates that a LEGO construction collapses,
then this conclusion might not be true. Even if this assumption limits the
validity of the analysis, then this thesis did not improve the analysis, because
this improvement would highly affect the computation time.

7.4.2 Quantifying the brick bonding rules

This thesis attempted to quantify the brick bonding rules in one function to
measure all three objectives (cost, structural integrity and aesthetics). However,
quantifying these rules was difficult. Two main issues occurred while developing
this objective function. First, every rule contains exceptions depending on the
surrounding bricks. These exceptions were difficult to quantify in the objective
function. Second, weighting the different rules against each other proved to
be very difficult. In some situations one rule might be more important than
another rule, but in other situations the opposite might be true. My main
method for weighting the rules against each other was to investigate multiple
situations and ask professional LEGO builders for advice on best practices.

This process of quantifying the brick bonding rules lacks a verification
method. Instead of manually quantifying these rules, it would be better to
use an accurate function for verification. Even if this function was too time-
consuming to use during the optimisation process, it could tune a simpler
objective function with offline calculations. However, an accurate function
estimating all three objectives of this problem currently does not exist. For in-
stance, the static limit analysis is not sufficient to estimate structural integrity,
because it only considers the dead load. In reality, the brick bonding rules
seek to spread out the loads in the construction, such that it can withstand
most external load cases. Section 2.7.1 attempted to enumerate some external
force cases, but we did not pursue this method, because there exists an infinite
number of different force cases.

7.4.3 Automatic hollowing

Constructing LEGO constructions that are solid may lead to constructions that
are too heavy and using too many LEGO bricks. Instead, lighter constructions
allow for creating more diverse shapes without being restricted by the loads of
the bricks. Furthermore, using fewer bricks saves cost. Future research should
develop strategies for hollowing the LEGO constructions. The structural opti-
misation methods proposed in chapters 5 and 6 do not include the possibility of
adding or removing inner material from the LEGO constructions. An extension
of these methods to include this feature would highly improve the structural
optimisation.
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7.5 Open problems and recommendations

This thesis opens up several related problems under the LEGO construction
problem. This section lists the most interesting problems, describes how the
literature has handled similar problems and recommends how to improve the
framework of this thesis accordingly.

7.5.1 Inner shape and topology

This thesis did not include the problem of optimising the inner shape and
topology of a LEGO construction. Nonetheless, this is an essential sub-problem
within the LEGO construction problem, because hollow constructions are light-
er and thus allow for creating large-scale LEGO constructions. However, au-
tomatic hollowing of a construction increases the complexity of the problem.
Deciding how to integrate hollowing into the optimisation process is crucial for
reaching an efficient optimisation method.

The literature on additive manufacturing has examined various methods
for improving the inner shape and topology in 3D printed objects. Stava et al.
(2012) found areas with high structural stress and improved these areas by
combining three approaches: hollowing, thickening, and strut insertion. Chris-
tiansen et al. (2015) combined shape and topology optimisation. Their method
deformed and changed the topology of an initial object to improve its stiffness.
Both of these methods used the finite element method (FEM, see section 2.4).
Prévost et al. (2013) focused on balancing the centre of gravity of an object
with an iterative process of inner carving and shape deformation.

Recommendation

While the literature widely uses FEM for optimising the inner shape and topol-
ogy of a LEGO construction, the results of this thesis indicate that the static
limit analysis might be more suitable for LEGO bricks. However, this analysis
did not allow for adding or removing material in the LEGO construction. In-
stead, we could initialise the optimisation with a greedy constructive heuristic
that created a hollow LEGO construction. If the hollow LEGO construction
was not in static equilibrium, we could initiate a similar optimisation method
as proposed in chapter 6. Other than the LEGO bricks currently in the con-
struction, the static limit analysis would additionally include weightless 1 × 1
LEGO bricks in the voids of the construction. These artificial bricks would
contain the same forces as a regular brick. The only difference is that we
would penalise the use of these forces, such that they would only be active if
it would prevent a structural collapse. If any artificial 1× 1 brick were active,
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the greedy constructive heuristic would, subsequently, cover all artificial bricks
with LEGO bricks.

7.5.2 Quantifying the structural integrity

This thesis used an approximation of the brick bonding rules to estimate the
structural integrity of a LEGO construction. These rules, however, are merely
guidelines and do not guarantee structural integrity.

Brick masonry constructions share similarities to LEGO constructions be-
cause both types of constructions consist of bricks that are being held together
by friction forces. For brick masonry, the friction forces stem from the mortar
acting between the bricks. Whiting et al. (2012) proposed a static analysis
that is similar to the one used in this thesis. Lemos (2007) reviewed an alter-
native method: the discrete element method (DEM). He used this method as a
failure analysis of brick masonry constructions under static or earth-quake load-
ing. However, DEM is computationally demanding because it requires multiple
steps of updating the states of contact and friction.

Recommendation

Using the brick bonding rules within a constructive heuristic or a mathematical
model is an effective method for reaching fast solutions. However, a method
for validating the structural integrity would improve the optimisation signif-
icantly. One way of utilising the static limit analysis could be to introduce
various load cases. Each load case would represent one model of analysis. This
methodology requires the practitioner to provide the load cases as input for
the optimisation method. Future work could create policies for defining these
load cases efficiently.

7.5.3 Assembly planning

Even if the final construction is structurally stable, that same construction
can be unstable during the assembly and can thus be challenging to assemble.
Therefore, the LEGO construction problem ideally also considers intermediate
stability. This requirement entails that it is not sufficient that the construction
is stable only after placing all of the LEGO bricks. The construction should
also be stable after each placement of a brick. Luo et al. (2015) suggested to
provide automatic suggestions for adding supporting bricks, but they do not
describe how to implement an algorithm that uses such temporary scaffolding.
Maeda et al. (2016) proposed a strategy for determining in which order to add
the bricks. However, they used robots for assembling the construction and
were therefore restricted to build the construction layer-by-layer. Zhang et al.
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(2017) instead proposed an algorithm for dividing the construction into smaller
components that they could individually assemble efficiently. They reached the
final construction by putting the components together.

The literature on assembly planning has also examined other related prob-
lems. For instance, Deuss et al. (2014) assembled self-supported blocks and
optimised the use of temporary chains. Ramos et al. (2016) optimised the
loading sequence of cargo within a container.

Recommendation

Defining the exact building instructions for the practitioner to follow during the
assembly phase would be preferable. However, as a first step, we recommend
handling the issue of intermediate stability. Future work could set up rules for
intermediate stability. For instance, we could create a shear strength test for
every three layers of the construction that are adjacent. The objective would
then be to optimise the accumulated strength of all layers.

7.5.4 Other brick dimensions

This thesis strictly considered rectangular LEGO bricks and plates. However,
the LEGO system contains many other possibilities. For instance, DUPLO
bricks could improve large-scale LEGO constructions because these bricks are
larger and have a higher structural strength. Furthermore, non-rectangular
bricks, such as the ”L-shaped” brick, could help to cover very constrained areas
of a LEGO construction. These extensions would increase the complexity of the
problem. Nonetheless, these types of bricks are compatible with the methods
proposed in this thesis as long as they are multiples of the LEGO unit voxel.

Zhou et al. (2019) proposed an alternative to the voxelisation approach. In-
stead of voxels, they used any LEGO brick shape to define the 3D object to
construct. Xu et al. (2019) proposed to include LEGO Technic pieces. Com-
pared to the properties of regular LEGO bricks, LEGO Technic consists of pins
and connectors of entirely different assembly mechanisms. Instead of voxelising
the designed construction, they proposed to use a graph representation of the
construction.

Recommendation

While it is unclear if changing the voxelisation process would be beneficial or
over-complicate the problem, increasing the set of LEGO bricks would enrich
the LEGO construction problem. We recommend to include DUPLO bricks
and non-rectangular bricks. Both of these LEGO types are directly compatible
with the existing methods in this thesis because they are a multiple of the
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LEGO unit voxel. These inclusions require two main extensions of the existing
methods. First, we must incorporate the compatibility between LEGO bricks,
plates and DUPLO bricks (see section 1.3.4). Second, we must update the
constructive heuristics proposed in this thesis to include strategies for these
new types of bricks.

7.5.5 Capacitated lot-sizing

This thesis assumed that if a brick type of a certain colour is available, then
an unlimited amount is available. This assumption is valid if the practitioner
orders new bricks. However, the practitioner might want to reuse his or her
inventory of bricks. Furthermore, the practitioner might get a discount if order-
ing fewer distinct types of bricks because of setup and production costs. This
subproblem is called the capacitated lot-sizing problem (Karimi et al. 2003).

Testuz et al. (2013) handled a limited quantity of bricks by using a post-
process. They split all brick types that exceeded the quantity limit into smaller
bricks. Luo et al. (2015) instead put a limit on the use of the bricks. Whenever
they exceeded a brick type quantity, they could no longer use that brick type.
The authors do not report any issues by using these approaches, but we antici-
pate that for very constrained instances, these methods could lead to infeasible
solutions.

Recommendation

Future work could extend the methods proposed in this thesis to include ca-
pacitated lot-sizing. For instance, we could destroy areas containing bricks of
an exceeded brick type and repair that area using mixed-integer linear pro-
gramming. Muller and Spoorendonk (2010) proposed such a framework that
included an adaptive large neighbourhood search and a mixed-integer linear
program.

7.5.6 Quantifying the aesthetics

The design of the construction primarily defines the aesthetics of a LEGO
construction. However, the design is fixed. Instead, we focus on the aesthetics
of the placements of the bricks. We consider two critical factors that define
aesthetics. First, the gaps between the bricks on the surface of the construction
form a pattern that can be visually appealing or not. Second, the building
experience highly depends on the building instructions. If the arrangement
of the bricks is aesthetically pleasing, the joy of assembling the construction
might increase. For instance, Agrawala et al. (2003) discussed the necessity of
producing aesthetically pleasing and easy-to-follow building instructions.
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Aesthetics are a subjective quantity, but very often, symmetry is considered
visually pleasing. Hong and Eades (2003) proposed the symmetric arrangement
problem that, given a set of objects, finds an arrangement of the set with
the maximum number of symmetries without overlapping. Mitra et al. (2006)
proposed a method for detecting symmetries in a 3D object. Pauly et al. (2008)
searched for regularities in 3D objects by using combinations of, e.g., rotation
and translation of the repetitive elements. By applying symmetry detection to
a LEGO construction, we could reuse the brick configuration within a repetitive
element. These elements would be the base for a pattern library. Kalojanov
et al. (2016) proposed to detect such repetitive elements with a tiling grammar.

Recommendation

To keep the problem as simple as possible, we should be reluctant to include a
very time-consuming symmetry detection to the problem. However, we suggest
investigating the computation times for these approaches.
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CHAPTER 8
Conclusion

This thesis developed mathematical models and algorithms for optimising the
LEGO construction problem. It mainly tackled this problem by using combi-
natorial optimisation and structural optimisation. Combinatorial optimisation
dealt with selecting the best placement of LEGO bricks within a predefined
LEGO shape. Structural optimisation dealt with distributing the internal
forces between the LEGO bricks. While the literature mostly considers these
two optimisation problems separately, the main contribution of this thesis was
to combine combinatorial optimisation with structural optimisation. This com-
bined framework efficiently optimised LEGO construction in static equilibrium.
Due to the relatively fast computations, a practitioner can use this optimisation
framework as an interactive tool for designing LEGO constructions.

Chapter 2 surveyed the existing methods in the literature for quantifying
structural integrity as well as applying two new methods: the finite element
method and yield line analysis. This survey showed that the existing methods
were either too simplistic, leading to false conclusions, or too complicated,
leading to very time-consuming computations. The most promising method
was the static limit analysis by Luo et al. (2015). To improve the computational
speed of this analysis, chapter 6 employed a heuristic that aggregated a selection
of variables and constraints. The results of this heuristic showed that the
computational savings were significant for constructions containing thousands
of LEGO bricks.

Chapter 3 surveyed the metaheuristics in the literature for optimising the
combinatorial part of the problem. This part is the problem of deciding which
LEGO bricks to place where in the construction. This survey showed that the
existing methods mainly had three issues. First, they used too many bricks.
Second, most of the methods could not handle a restricted set of available
bricks. For instance, most methods required the 1 × 1 brick even though this
brick does not come in all colours. Third, the methods lacked a systematic
placement strategy to avoid brick configurations that appear scrambled. Chap-
ter 4 proposed mathematical models that handled these three issues. However,
these models introduced three new issues. First, optimising the models was
very time-consuming due to a high degree of symmetry in the variables. Sec-
ond, the models lacked a force-based analysis to prevent the constructions from
collapsing. Third, the models could not handle the mixture of LEGO bricks
and plates that have different heights.
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Chapter 5 proposed to hybridise mathematical modelling with a construc-
tive heuristic with the scope of optimising two-dimensional constructions. The
constructive heuristic generated regular patterns for large parts of the LEGO
construction, and the mathematical model handled the critical parts to ensure
that the construction was in static equilibrium. Chapter 6 extended the scope
to three-dimensional constructions handling LEGO bricks and plates. It pro-
posed a constructive heuristic and a mathematical model for optimising the
brick placements layer-by-layer. To reduce the symmetry within the mathe-
matical model, it used branching heuristics. These heuristics were very effi-
cient because of the strong LP bound of the mathematical model. To improve
the LEGO construction further, we proposed a mixture of an adaptive large
neighbourhood search. The major contribution was to introduce a heuristic
method for simultaneously optimise the combinatorial and structural part of
the problem.

The results from this thesis indicated that the hard part of this problem,
for most instances, is not to cover the entire construction with LEGO bricks.
Instead, the hard part of this problem was to place the LEGO bricks such that
they result in a LEGO construction in static equilibrium.

This thesis did not provide accurate measures of structural integrity and
aesthetics. While the static limit analysis provides a method for determin-
ing whether or not the construction collapses, it does not account for all load
cases. Initially, this thesis modelled structural integrity and aesthetics by quan-
tifying brick bonding rules. However, these approximations were not reliable.
Nonetheless, the results showed that these approximations were efficient within
a greedy cost function for iteratively deciding which bricks to place layer-by-
layer. The results from chapters 5 and 6 showed that by using this greedy cost
function in the construction phase, the brick configuration was mostly close to
being in static equilibrium.

While this thesis did not solve the LEGO construction problem, it filled
many gaps in the literature. Future research could develop new optimisation
methods, improve the methods of quantifying the objectives and introduce new
types of instances containing other types of LEGO bricks.
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