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Abstract (English)
The development of autonomous agents is a central goal of artificial intelligence. A salient feature
of autonomous agents is their ability to exhibit goal-directed behaviour, i.e., to commit to goals and
search for plans to attain them. In order to plan, an agent must think about the possible outcomes
of its actions and make the best choice about what to do. But to think before acting, an agent needs
an internal representation of its world; a mental simulation of it, whose manipulation serves as a
substitute for action.

This thesis is concerned with (i) learning such internal representations from experience and (ii)
planning with them.

Regarding learning, we consider an agent exposed to a partially observable domain, with which
the agent has never interacted before, and about which the agent wishes to learn both what she can
observe and how her actions can affect it. We assume that the agent can learn about this domain
from experience gathered by taking actions in the domain and observing their results. We present
learning algorithms capable of learning as much as possible (in a well-defined sense) about both
what is directly observable and what actions do in the domain, given the learner’s observational
constraints. We distinguish the levels of domain knowledge attained by each algorithm, and char-
acterize the type of observations required to reach such knowledge. The algorithms use dynamic
epistemic logic (DEL) to represent the learned domain information symbolically. The presented
work extends that of Bolander and Gierasimczuk [11], which developed learning algorithms based
on DEL to learn domain information in fully observable domains.

Regarding planning, we consider an agent that already has a representation of its environment. The
agent is assumed to inhabit a social, multi-agent world. In order to plan in such a world, the agent
needs to take into account, not only her own capabilities and knowledge, but also the capabilities
and knowledge of other agents. This type of planning requires theory-of-mind (ToM) reasoning:
the ability to reason about how the world is perceived by others, what they believe and what they
intend to do. We introduce a new model for multi-agent planning, supporting ToM reasoning,
which we call first-order epistemic planning. Epistemic planning using DEL was proposed by
Bolander and Andersen [10], and first-order epistemic planning is an extension of this framework.
First-order epistemic planning is specified in our own version of first-order dynamic epistemic
logic called FODEL, differing from the earlier first-order dynamic epistemic logic of Kooi [24]
by, among others, the inclusion of postconditions. FODEL is a variant of DEL, which allows
for more compact representations than propositional DEL. FODEL also adds to DEL the ability
to represent abstract knowledge in a natural way. We show that FODEL satisfies a number of
desirable technical properties not previously established in first-order dynamic epistemic logic
(soundness, completeness and decidability over models with finitely many agents). We then study
first-order epistemic planning problems, and show that, in some important cases, we can decide
whether such a planning problem can be solved or not. In particular, we show that the FODEL plan
existence problems for both (i) single-agent planning and (ii) multi-agent planning with non-modal
preconditions, are decidable. These results generalise to FODEL planning existing decidability
results for Epistemic Planning with propositional DEL [10, 48].

Finally, we also study FODEL as a formalism to describe epistemic social network dynamics.
We show how several network dynamics considered in the literature are modelled naturally in
this framework, and examine the expressivity of FODEL relative to other network dynamics for-
malisms.
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Abstract (Danish)
Udviklingen af autonome agenter er et centralt mål i kunstig intelligens. En afgørende egenskab
ved autonome agenter er deres evne til at udvise mål-orienteret adfærd, fx at dedikere sig til mål og
søge efter planer der kan opnå dem. For at kunne planlægge må en agent overveje de mulige udfald
af sine handlinger og vælge de bedst mulige handlinger herefeter. Men for at kunne tænke før man
handler må agenten have en intern repræsentation af verden; en mental simulering af verden, hvis
manipulation tjener som et substitut for handling.

Denne afhandling omhandler (i) læring af sådanne interne repræsentationer igennem erfaring og
(ii) planlægning med sådanne repræsentationer.

Med hensyn til læring betragter vi en agent eksponeret for et partielt observerbart domæne som
agenten aldrig tidligere har interageret med, og om hvilket agenten ønsker at lære både hvad hun
kan observere og hvordan hendes handlinger påvirker det. Vi antager at agenten kan lære ting om
domænet ved at udføre handlinger i det og observere udfaldet. Vi repræsenterer læringsalgoritmer
som er i stand til at lære så meget som muligt (i en nærmere defineret betydning) både om hvad der
er direkte observerbart og hvad handlingerne i et domæne forårsager, givet de begrænsninger for
observation som agenten er underlagt. Vi redegør for graden af domæneviden som hver algoritme
giver anledning til, og karakteriserer hvilke typer af observationer der er nødvendige for at opnå
sådan viden. Algoritmerne bruger dynamisk epistemisk logik (DEL) til at repræsentere den lærte
domæneviden på symbolsk form. Det præsenterede arbejde udvider det af Bolander og Gierasim-
czuk [11], der udviklede DEL-baserede læringsalgoritmer til at lære domæneinformation I fuldt
observérbare domæner.

Med hensyn til planlægning betragter vi en agent der allerede har en repræsentation af sine om-
givelser. Agenten antages at befinde sig i en social multiagent-verden. For at kunne planlægge i
en sådan verden er det nødvendigt for agenten ikke kun at kunne tage sine egne evner og viden
i betragtning, men også andre agenters evner og viden. Denne type planlægning kræver theory-
of-mind (ToM) ræsonnering: evnen til at ræsonnere om hvordan andre opfatter verden, hvad de
tror og hvad de forsøger at opnå. Vi introducerer en ny model for multiagent-planlægning, første-
ordens epistemisk planlægning, som understøtter ToM-ræsonnering. DEL-baseret epistemisk plan-
lægning blev foreslået af Boland og Andersen [10], og førsteordens epistemisk planlægning er en
udvidelse af denne model. Første-ordens epistemisk planlægning bliver specificeret i vores egen
version af af første-ordens dynamisk epistemisk logik, kaldet FODEL, der adskiller sig fra den
tidligere førsteordens dynamisk epistemiske logik af Kooi [24] ved, blandt andet, at inkludere
postconditions. FODEL er en variant af DEL, som tillader mere kompakte repræsentationer end
propositionel DEL. I forhold til DEL tilføjer FODEL også muligheden for at repræsentere abstrakt
viden på en naturlig måde. Vi viser at FODEL opfylder et antal attraktive tekniske egenskaber ikke
tidligere etableret for andre førsteordens dynamisk epistemiske logikker (sundhed, komplethed
og afgørlighed over modeller med endeligt mange agenter). Vi studerer også første-ordens epis-
temiske planlægningsproblemer og viser at i visse afgørende tilfælde kan vi afgøre om sådanne
planlægningsproblemer kan løses eller ej. Vi viser specielt at eksistensproblemet for FODEL-
planer er afgørbart både for (i) planlægning med en enkelt agent og (ii) multiagent-planlægning
med ikke-modale preconditions. Disse resultater generaliserer allerede eksisterende afgørbarhed-
sresultater for epistemisk planlægning i propositionel DEL til FODEL planlægning [10, 48].

Endelig studerer vi også FODEL som formalisme til at beskrive epistemiske netværksdynamikker i
sociale netværk. Vi viser hvordan flere netværksdynamikker beskrevet i litteraturen kanmodelleres
naturligt i vores ramme og undersøger udtrykskraften af FODEL relativt til andre formalismer for
netværksdynamik.
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1 Introduction

1.1 Representation and Planning

Whenever we are awake, we take information in through our senses and we make an internal
representation of it. We re-present –i.e., we present again– the outside world to ourselves internally.
The internal representation that we create includes all sorts of things: images, sounds, tastes, smells,
feelings, words, etc. We exploit this representation in several ways. Amongst other things, we use
it for planning. Planning involves reasoning about the actions we could possibly take next, to
find the best ones to achieve a given goal. It involves a mental simulation of actions to foresee
how things could play out for us, depending on what we do. This is often considered to be one of
the fundamental roles played by internal representations–at least, from the standpoint of artificial
intelligence (AI). Davis, Shrobe and Szolovits expressed this point nicely in their paper “What is
a Knowledge Representation?”:

Any intelligent entity that wishes to reason about its world encounters an important, inescapable
fact: reasoning is a process that goes on internally, while most things it wishes to reason about
exist only externally. A program (or person) engaged in planning the assembly of a bicycle,
for instance, may have to reason about entities like wheels, chains, sprockets, handle bars, etc.,
yet such things exist only in the external world.

This unavoidable dichotomy is a fundamental rationale and role for a representation: it func-
tions as a surrogate inside the reasoner, a stand-in for the things that exist in the world. Opera-
tions on and with representations substitute for operations on the real thing, i.e., substitute for
direct interaction with the world. In this view reasoning itself is in part a surrogate for action
in the world, when we can not or do not (yet) want to take that action. [14, p. 2]

If internal representations are themedium for planning, and if planning is the basis for goal-oriented
behaviour, then in order to endow an AI agent with the ability to exhibit goal-oriented behaviour,
we need to equip it with some type of formal representation. The question then becomes: what
type of formal representation do we need? This depends, of course, on the types of reasoning that
the representation is intended to support.

We may want a representation to support very specific forms of reasoning, such as route planning
or navigation. In this case, a road map provides an sufficient representation. A road map represen-
tation of the world is inadequate if we want to support other forms of reasoning or planning, e.g.
solving math problems or making dinner. In general, we can assess a formal representation along
three dimensions: the entities and types of information they make explicit, the way in which they
encode this information, and the types of reasoning they’re intended to support. In other words,
what is being represented, how it’s being represented, and why it’s being represented. The map, for
example, may make explicit roads and cities only, encoding them with dots and line segments, to
facilitate route-planning.

1.2 Representation and Theory of Mind

So what are we interested in representing? In this thesis, we’re interested in representing formally
the type of real-world, social scenarios that we humans routinely deal with and reason about. A
deceptively large amount of information is involved in making sense of such situations. Let’s
illustrate this with an example.

Representation, learning and planning for theory-of-mind agents using dynamic epistemic logic 1



Example 1: Obama's trick

Consider the picture in Figure 1.1, which was discussed in an inspiring blog post by An-
drej Karpathy, an AI and computer vision researcher. In the post, entitled “The state of
Computer Vision and AI: we are really, really far away” [23], he asks: “What would it take
for a computer to understand this image as you or I do?”. Karpathy challenges us to think
explicitly about all the pieces of knowledge that have to fall in place for us to make sense
of this picture.

Figure 1.1: Barack Obama joking around with staffer Marvin Nicholson.

Here’s a few of them:
• We recognise that it’s an image of people in a hallway.
• We recognise that there’s a person standing on a scale.
• We recognise that Obama has his foot positioned slightly on top of the scale.
• We recognise the physical effects of Obama’s action. By leaning in on the scale, he
applies a force on it, and as a result the scale over-estimates the weight of the person
standing on it.

• We recognise that the scene looks different to different people. The man measuring
his weight doesn’t know what Obama is doing, and Obama and the rest know that he
doesn’t know.

• We understand that the over-estimated weight will confuse the person on the scale,
because it’ll likely be higher than what he expects. We recognise that this state of
confusion will amuse Obama and others. I.e., we see that Obama’s action affects
the mental states of the people around him, and that these effects vary across people,
depending on the information available to them as the action takes place.

Let’s think for a moment about how we humans use our internal representation to make sense of
the scene in Example 1.

Relational representation and reasoning. A fundamental aspect of human intelligence is the
ability to represent the world as being made up of entities that have properties and stand in certain
relations [42]. Several cognitive abilities rely on relational thinking, such as our ability to recognise
analogies between different objects or events, or our ability to apply abstract knowledge in novel
situations [19]. Most of the knowledge and reasoning required to make sense of Example 1 is
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in fact relational. We recognise that the scene involves people interacting with each other and
with a scale. It’s not particularly relevant that the entities involved are Obama, his staffer, and a
specific scale at a locker room in the University of Texas. What matters is that a certain person
is stepping onto a scale, while another person creeps up behind them and places their foot on the
scale. In fact, most of us have never seen Obama pulling this joke, but this doesn’t matter. We
recognise the characteristic pattern of interaction. We use Marvin’s pose and our knowledge of
how people interact with objects to figure it out that he is standing on a scale. We use Obama’s
properties (smiling), his relations to other entities (standing behind Marvin, pressing down on the
scale, etc.), and general knowledge about how sometimes people are self-conscious about their
weight, to figure out that a prank is taking place. In short, we use abstraction to identify general
relational patterns, and apply generalised knowledge about such patterns to understand what goes
on (ibid.). The generalised knowledge at play is of the form: “for any two people p1 and p2 and any
scale s: if p1 steps on s to measure their weight, and p2 creeps up behind p1 and presses down on s,
this will cause p2 to be confused about the weight reading on s”. We apply this type of knowledge
to novel situations routinely, by “filling in” the roles played by variables quantified over–in the
previous case, p1, p2 and s (ibid.).

Theory of mind. Another salient aspect of human intelligence is our ability to represent themental
states of others, including their desires, beliefs, and intentions. When we represent the world as
made up of entities, we enforce a distinction between inanimate objects and agents. We recognise
that agents, unlike inanimate objects, have mental states of their own, which may be different from
our own mental states. The term theory of mind (ToM) broadly refers to our ability to attribute and
reason about the mental states of others, taking their perspectives into account [36]. Clearly, ToM
reasoning is crucial in Example 1. If we don’t recognise that Obama and his staffer have mental
states, and more specifically, that they have different perspectives on what is happening, we won’t
get that Obama is playing a trick on his staffer, rather than simply applying force to a scale. If we
don’t recognise that Obama’s action changes their mental states in certain ways, and not just the
physical properties of the scale, we won’t understand what is going on either. In short, the essence
of what defines the interaction is lost, without a representation of mental states and how they are
affected by actions.

Our analysis of Example 1 suggests the following: if we expect an AI agent to faithfully repre-
sent what is happening in the example, and to exhibit a comparable level of understanding, then
presumably the agent’s representation should support both relational reasoning (including abstrac-
tion and generalisation) and ToM reasoning (including its dynamics). Put differently, a suitable
representation should satisfy the following desiderata:

D1. Entities and relations. The world is represented as being made up entities (objects and
agents) and relations amongst them. This enables certain forms of abstraction and generali-
sation.

D2. Mental states. Agents are represented as having mental states about the physical world,
themselves and others agents. This enables certain forms of ToM reasoning.

D3. Actions. Actions can have both physical and mental effects, and these effects vary across
agents, depending on the information available to them as an action takes place. This enables
certain forms of reasoning about actions and change.

1.3 Representations in AI

We’ve now discussed what we want to have in our formal representation, and condensed it in
desiderata D1-D3. Let’s briefly look at the landscape of AI planning formalisms to assess the
extent to which they meet these desiderata.

Representation, learning and planning for theory-of-mind agents using dynamic epistemic logic 3



1.3.1 D1 only

Many standard representation formalisms inAI and planning are relational, i.e., they satisfy desider-
atum D1. Stressing the importance of relational representation and reasoning, some AI researchers,
such as roboticist Leslie P. Kaelbling and her colleagues, have went as far as to claim that “it is
hard to imagine a truly intelligent agent that does not conceive of the world in terms of objects and
their properties and relations to other objects” [22]. In planning, PDDL and the situation calculus
are well-known examples of relational formalism [29, 37], but many others exist. So how do these
formalisms represent the world relationally? To satisfy D1, formalisms often adopt a fragment
of First-Order Logic (FOL) as their representation language. FOL is inherently relational; it de-
scribes the world in terms of objects and relations. It also allows for abstraction and generalisation
via first-order variables and quantification. Quantified formulas encode abstract relational knowl-
edge, such as the one used mentioned in Example 1 concerning people and scales. Grounding
substitutions (uniform substitutions of variables into constants) and inverse substitutions (uniform
substitutions of constants into variables) mimic the processes of applying abstract knowledge to
novel situations, and recognising general patterns in specific situations, respectively.

Using quantifiers and variables, it is possible in FOL to describe action dynamics compactly via so-
called actions schemas. This is a major reason for using first-order languages in planning. Action
schemas use variables to exploit the repeated structure in actions, yielding action representations
whose size is independent of the number of objects in a domain. For instance, in the PDDL de-
scription of BlocksWorld –one of the most famous domains in planning, see e.g., [33]– the action
schema stack(x, y) uses variables x and y to represent generic blocks and state the preconditions
and effects of all actions of the form: “put block x on top of block y”. This generalisation is pos-
sible because, in this domain, the action of stacking a concrete block a on some block b has the
same preconditions and effects as the action of stacking block c on d.

1.3.2 D2 and D3 only

Standard planning formalisms fair well with respect to D1, but they typically offer limited, or no
expressivity, concerningD2 andD3. For example, PDDL is a single-agent formalism, without ToM
expressivity. While there are some multi-agent extensions of PDDL, such as MA-PDDL [26], they
don’t represent the mental states of agents. Put differently, many planning formalisms based on
FOL offer the means for relational representation and reasoning, but can’t support ToM reasoning
or describe action dynamics that affect mental states.

On the other hand, a few planning formalisms satisfy desiderata D2 and D3. One such formalism
in the epistemic planning formalism of [10], which uses Dynamic Epistemic Logic (DEL) as its
representation language1. DEL provides a very expressive framework for planning. It can repre-
sent both the physical aspects of the world and the mental states of agents. It can support ToM
reasoning of arbitrary depth (i.e., where agent a has knowledge about agent b’s knowledge about
agent c’s knowledge, and so on). And it can model complex dynamics involving actions that have
both physical effects and epistemic effects (i.e., effects on the mental states of agents).

DEL standardly uses the language of propositional modal logic. This language is built from a
set of propositional atoms, standard logical connectives, and modal operators Ka for each agent
a in a fixed set of agent names, or indices, A = {a, b, . . . }. An example of a formula is Kap ∧
KbKap, which expresses that agent a knows the propositional atom p and that agent b knows that
agent a knows p. World states are represented using epistemic models, also known as possible-
worlds models, which trace back to the work of Hintikka and Kripke [20, 27]. Actions in DEL
are described by action models [4, 5] or variants thereof, which provide an expressive basis for

1For an overview of DEL, see e.g., [6]. For an introduction to DEL-based planning, see [8]. For a general discussion
of epistemic planning formalisms, see e.g., the “Related work” section of [34], included in this thesis as Paper 2.
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representing the agents’ uncertainty about actions. In fact, DEL is expressive enough to formalise
Example 1, as illustrated in the Example below.

Example 2: Obama's trick, represented with propositional DEL

We formalise Example 1 with propositional DEL. The picture in this example is a snapshot
of an action taking place. We’ll break this down into a description of the situation before
the action takes place, one of the action itself, and one of the situation after the action
has occurred. As mentioned before, the language of DEL uses a set P of boolean-valued
variables, or propositional atoms, corresponding to the physical facts that are true or false
in the world. We let P = {on-scale-marvin, foot-on-scale-obama,weight-acc-marvin}.
The atoms represent the fact that Marvin is on the scale, that Obama has his foot slighlty
on top of the scale, and that the scale has provided an accurate measurement of Marvin’s
weight. We fix a set of agents A = {Obama,Marvin}. We leave out the other agents in
the scene to keep the example simple; they could be easily added if needed.

Let’s model the initial state, i.e., the situation right before Marvin measures his weight, in
which Obama has prepared his trick by placing his foot slightly on the scale without Marvin
noticing. This will be modelled as an epistemic model. We won’t describe epistemic
models formally here. We refer the reader to an introduction to DEL [6] for the technical
details, and give an informal description instead. An epistemic model contains a set of
possible worlds, each representing a physical state of affairs. In an epistemic model, for
each agent there is binary relation on the set of worlds (often called an indistinguishability
relation). If two worlds are related for an agent a, then the agent cannot distinguish them
given her current information. Hence, when a in fact is in some world w, she cannot tell
which of the worlds related to w she is in fact in. The set of worlds indistinguishable from
w for a is sometimes referred to as a’s range of uncertainty (at w). An agent’s range of
uncertainty determines its knowledge: an agent knows φ in world w if φ is true in all the
worlds of the agent’s range of uncertainty at w. Epistemic models represent also all levels
of higher-order knowledge. E.g. agent a knows that agent b knows φ at w if at all worlds
of a’s uncertainty range at w, b knows φ.

To model the initial state of Example 1, we need two possible worlds: the actual world, w1,
in which Marvin is on the scale and Obama has placed his foot on the scale; and another
world, w2, in which Obama has not placed his foot on the scale. Marvin hasn’t gotten a
measurement from the scale yet, so in both worlds, weight-acc-marvin is false. Marvin’s
range of uncertainty at w1 and at w2 is {w1, w2}, since he cannot distinguish w1 from
w2, while Obama’s ranges of uncertainty at w1 and w2 are {w1} and {w2}, respectively.
Marvin’s indistinguishability relation connects w1 and w2 both ways. Note that, at the
actual world w1, Marvin doesn’t know that Obama has placed his foot on the scale, and
Obama knows that Marvin doesn’t know this. The epistemic model is depicted as a graph
below, where the nodes stand for worlds, node labels indicate the propositional atoms true
at each world, and the edges connect indistinguishable worlds for the agent labelling them.
We omit reflexive edges for all agents. We mark the actual world with .

Representation, learning and planning for theory-of-mind agents using dynamic epistemic logic 5



w1 : on-scale-marvin, foot-on-scale-obama

w2 : on-scale-marvin

Marvin

Next, let’s model the action of Marvin measuring his weight, unaware of the fact that
Obama has placed his foot on the scale. Formally and intuitively, DEL action models
are closely related to epistemic models. Where epistemic models contain worlds and
indistinguishability relations between worlds, action models instead contain events and
indistinguishability relations between events. The DEL-style action model we use here
includes preconditions [4, 5] and postconditions [7, 16]. Preconditions are logical formulas
that specify when an event is applicable. Postconditions describe the physical effects of
events.

We can model Marvin’s action with two events. The actual event, e1, which is applicable
when Marvin is on the scale and Obama has placed his foot on the scale, and which results
in the scale giving an inaccurate weight measurement. And another event e2, which is
applicable when Marvin is on the scale but Obama has not placed his foot on the scale,
resulting in a correct measurement. Marvin cannot distinguish these two events. The event
model is depicted as a graph below, where the nodes stand for events. Node labels are of
the form e : ⟨pre; post⟩, where pre is the precondition of e and post indicates the positive
and negative effects of the event (a negated atom in post is a negative effect). The edges
connect indistinguishable events for the agent labelling them. We omit reflexive edges for
all agents. We mark the actual event with .

e1 : ⟨on-scale-marvin ∧ foot-on-scale-obama;¬weight-acc-marvin⟩

e2 : ⟨on-scale-marvin ∧ ¬foot-on-scale-obama;weight-acc-marvin⟩

Marvin

In DEL, an operation called product update computes the result of applying an action on
a state. The product update of the initial state and Malvin’s action is depicted below. The
new actual world is (w1, e1), since it is the result of applying the actual event e1 to the
initial actual world w1. Note that, at (w1, e1), Marvin doesn’t know whether the weight
measurement is accurate, Obama knows that Marvin doesn’t know this, and Obama also
knows that the measurement is in fact inaccurate.

(w1, e1) : on-scale-marvin, foot-on-scale-obama

(w2, e2) : on-scale-marvin, foot-on-scale-obama,weight-acc-marvin

Marvin
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As Example 2 illustrates, DEL provides a rich representation for ToM reasoning. But, regarding the
desiderata we have proposed, it has an important shortcoming. Since DEL relies on a propositional
modal language, it doesn’t describe the world in terms of objects and relations. As a result, it can’t
support relational reasoning, and the types of abstraction and generalisation that come with it. In
other words, the standard DEL representation doesn’t satisfy D1. By encoding information with
boolean variables such as on-scale-marvin, foot-on-scale-obama andweight-acc-marvin, only part
of the structure of the world is revealed. The fact that these boolean variables are derived from
properties and relations amongst underlying entities is lost. This is evident in the fact that the
action model in Example 2 describes the action of Marvin weighting himself while Obama plays
a trick on him. To represent the action in which Obama and Marvin have reversed their roles, so
that Marvin is the prankster, we need a separate action model, and new boolean variables on-scale-
obama, foot-on-scale-marvin, weight-acc-obama. But these boolean variables have no connection
with the previous ones, except at the surface level, because of the names we gave them. There’s
no way to tell that they actually describe the same types of relations amongst entities, just with
different “arguments”. The language simply doesn’t afford more opportunity for abstraction and
generalisation.

What can we conclude from this? An AI agent with a DEL-based internal representation that
includes the language and the action model from Example 2 could compute what happens when
Obama tricks Marvin. But if we expose the agent to an entirely analogous but novel situation, in
which it’s now Ann tricking Bob while he weights himself, the agent won’t be able to make sense
of what’s going on. It would have no general knowledge about how such tricks work. The abilities
for relational reasoning, abstraction and generalisation that we humans rely on to recognise novel
instances of such tricks would be missing. We could emulate these abilities in a “brute-force”
way, by storing a separate action model for each possible pair of agents that could possibly end
up pranking each other. But this is of course impractical for all but the smallest state-spaces; and,
arguably, it simply misses the point.

1.3.3 Filling the gaps: a representation meeting D1, D2 and D3

We’ve seen that standard planning formalisms such as PDDL satisfy D1 by adopting FOL as their
representation language. We’ve also seen that epistemic formalism such as DEL satisfy D2 and D3
by adopting dynamic extensions of modal logic as their representation language. To meet D1, D2
and D3, one could stay within FOL and define a fragment of it that’s expressive enough to capture
ToM reasoning and complex action dynamics. An example in this direction is the game description
languageGDL-III [44], which uses the syntax and semantics of logic programming. Otherwise, one
could start with modal logic and find a first-order version of it that (i) is expressive enough to allow
for relational reasoning, abstraction and generalisation; (ii) can be extendedwith dynamic operators
to describe action dynamics; and (iii) ideally preserves the nice properties of DEL formalisms,
e.g., being sound, complete, decidable, and having decidable plan existence problems for relevant
fragments. Each route has its pros and cons: for a general discussion on such matters, we refer the
reader to the “Related work” section of [34], included in this thesis as Paper 2. In this thesis, we
follow the second approach.

Paper 2 in the thesis develops a version of first-order dynamic epistemic logic which we call
FODEL. FODEL blends features of FOL (relational description, abstraction/generalisation, suc-
cinctness) and DEL (counterfactual and higher-order reasoning). Based on the FODEL language,
we introduce a new model for multi-agent planning, supporting ToM reasoning and relational rea-
soning, which we call First-Order Epistemic Planning. Epistemic Planning using DEL was pro-
posed by Bolander and Andersen [10], and First-Order Epistemic Planning is an extension of this
framework. The FODEL language is a dynamic extension of term-modal logic [17]. Term-modal
logic is a first-order modal logic whose modalities are indexed by first-order terms. The following
are well-defined formulas of FODEL:
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Ka on(b, c): the agent named a knows that the object named b is on the object named c.

¬Ka(b = c): a doesn’t knows that b and c are the same

∀yKy∃x on(x, b): all agents know that there is a something on top of b.

[A, e]∃xKx on(b, c): after the event e of action model A takes place, there is an agent that knows
that b is on c.

The first-order apparatus of FODEL allows for domain descriptions in terms of objects and rela-
tions, as well as abstract reasoning via variables and quantification. The term-modal aspect ensures
that these first-order aspects also extend to agents and their knowledge. I.e., generalised knowl-
edge about agents can be encoded. Importantly, the presence of both agent and object variables
enables the definition of epistemic action schemas. As shown in Paper 2, epistemic action schemas
can be exponentially more succinct than standard DEL event models. Like PDDL action schemas,
epistemic action schemas provide an action representation whose size is independent of the number
of agents and objects in the domain.

FODEL also gives a principled way to represent uncertainty about identity. The sentence¬Ka(b =
c) expresses a’s uncertainty about whether the entity identified as b is the same as the entity iden-
tified as c. Humans sometimes face this type of uncertainty. Scholl and Flombaum give a nice
example [38]. Suppose that while you are playing tennis, an unfortunate swing throws your tennis
ball out of the court and into some bushes. When you go to retrieve the ball, you find two tennis
balls there. Which is yours? If the two balls look indistinguishable to the naked eye, you simply
don’t know. Or, more precisely, you know that one of the balls is your ball, but not which one it
is. This can be expressed in FODEL with the formula Kyou∃x(x = your_ball) ∧ ¬∃xKyou(x =
your_ball).

In AI and robotics, uncertainty about identity is not uncommon. Robots use their sensors to keep
track of the spatial and temporal changes of one or multiple targets over time. But object tracking
faces many challenges, such as illumination changes, deformations, fast motion, or occlusion [30].
Occlusion occurswhen a portion (or thewhole) of the target disappears from the observed scene due
to obstruction. Complex interactions between objects, shadow casts or dense crowds are instances
of cases in which occlusions may occur (ibid). In such circumstances, it is often hard for a robot to
establish object persistence. When a moving object that was tracked with identifier id1 disappears
behind an occluder, and then an object emerges from the other side, to which the robot attaches
identifier id2, will the robot recognise that id1 and id2 refer to the same object? If the robot fails
to establish co-reference, this affects how it sees the world. The uncertainty faced by the robot in
such case can be expressed with the FODEL formula ¬Krobot(id1 = id2)∧¬Krobot¬(id1 = id2);
i.e., the robot doesn’t know whether the tracked objects with identifiers id1 and id2 are the same.

So, arguably, FODEL brings some representational benefits with it. But why would we advocate
this specific version of first-order modal logic? In order to add relational reasoning and abstraction
to DEL-based planning, in principle, any first-order modal logic suitably extended with dynamic
modalities could be used. We could argue that term-modal ones are especially well suited, since
they allow for generalisation and abstraction over agents. But even then, why this specific version
of term-modal logic? Well, choosing a language for knowledge representation and reasoning al-
ways involves a trade-off between competing desiderata. On the one hand, the language should
be sufficiently expressive and succinct, so that it leads to faithful and small encodings. On the
other hand, one often wants sound and complete inference systems for the language, as well as
tractability. I.e., inference in the language should be possible, and problems encoded in this lan-
guage should at least be decidable. Finding a first-order version of DEL that is well-behaved and
suitable for relational reasoning is thus not entirely trivial. A different dynamic term-modal logic,
using PDL progams, was introduced by Kooi in [24]. There are some differences between FODEL
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and Kooi’s language. Kooi’s static language is more expressive than ours, while the action models
he presents are less expressive. However, the meta-theoretical properties of Kooi’s framework are
not studied. In fact, Kooi writes: “on the technical side, it would be interesting to see whether
some meta-logical results can be obtained. As was noted above, it would be hard to find an axiom-
atization or a decidable fragment of the language” [24, p. 12].

With FODEL, we have chosen a language that is less expressive than Kooi’s, but sufficiently ex-
pressive to add the types of relational representation and generalisation that are typical of planning
formalisms. In Paper 2 of this thesis, we show general soundness and completeness results for
FODEL, as well as decidability for the finite agent case. In Paper 3 of the thesis, we study FODEL
planning problems, and show that the FODEL plan existence problems for both (i) single-agent
planning and (ii) multi-agent planning with non-modal preconditions, are decidable. These results
generalise to FODEL planning existing decidability results for epistemic planning with proposi-
tional DEL [10, 48].

As FODEL preserves several of the meta-logical and planning-related properties that make DEL
attractive, we consider it an extension of DEL and DEL-based planning that’s worth exploring.
Of course, complexity questions are crucial, and we have left a thorough study of these for future
work. The complexities of the FODEL model-checking problem, or the FODEL plan existence
problems, either in general of for fragments of FODEL (such as the function-free fragment) are
probably a natural starting point in this respect.

Moreover, while we conceived of FODEL as a formalism ultimately aimed at epistemic planning
with robots, in line with the work of [15], FODEL can also be used for relational representation and
reasoning in other areas. In Paper 4 of this thesis, we show that FODEL is also suitable to represent
and reason about social networks dynamics in which ToM plays a prominent role. Moreover, we
establish there a number of expressivity results associating FODEL with hybrid logics that are
popular for representing epistemic social networks.

While FODEL will be further illustrated in Papers 2-4, we conclude this sub-section with an illus-
tration of how FODEL formalises the type of relational knowledge that humans use to make sense
of the scene from Example 1.

Example 3: The FODEL action schema for Obama's trick

Recall that, in our analysis of Example 1, we emphasised that most of the knowledge
and reasoning required to make sense of Example 1 is relational. We pointed out that
the identities of the objects and the people involved in the scene are not particularly
important to understand what’s going on. Humans make sense of the scene by recognising
a characteristic pattern of interaction [19]. They notice the “standing on” relation between
a person and a scale, the “slighly pressing down on” relation between another person
and the scale, etc. They use abstraction to identify general relational patterns, and apply
generalised knowledge about such patterns to understand what goes on in this particular
scenario (ibid.). We informally described the generalised knowledge at play as: “for
any two people p1 and p2 and any scale s: if p1 steps on s to measure their weight, and
p2 creeps up behind p1 and presses down on s, this will cause p2 to be confused about
the weight reading on s”. We noted that humans apply this type of knowledge to novel
situations routinely, by “filling in” the roles played by variables quantified over (ibid.).

We illustrate how this generalised knowledge about can be formalised with a FODEL
action schema, which we’ll call ScaleTrick(p1, p2, s). We describe schemas informally
here; all formal details can be found in Paper 2. An epistemic action schema a(x1, . . . , xn)
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is defined using an action name a and a parameter list (x1, . . . , xn), as done e.g. in
PDDL. The parameter list fixes a finite set of agents and objects primarily involved in the
execution of the action. Like DEL action models, FODEL action schemas contain a set
of events. The precondition and postcondition formulas in a schema feature first-order
formulas in which the variables x1, . . . , xn are free, instead of propositional formulas.
Unlike DEL action models, FODEL action schemas don’t hard-code indistinguishability
by defining indistinguishability relations for a pre-fixed set of agents. Instead, they use
edge-conditions, in the style of the action models of [9]. In FODEL, each pair of events
(e, e′) has an associated edge-condition, which is a formula with a special free variable
x⋆. Intuitively, the edge condition φ(x⋆) for (e, e′) says that any agent matching the
description of x⋆ given by φ(x⋆) is an agent that can’t distinguish e from e′.

To model the action in Example 1 abstractly, we need to fix a first-order language that de-
scribe the relevant relational information. We use the predicates on(·, ·), foot-on(·, ·) and
weight-acc(·), representing the relations of being on a scale, placing your foot on a scale, and
the property of giving an accurate weight measurement. In the schema ScaleTrick(p1, p2, s)
depicted below, p1 and p2 stand for generic agents and s stands for a generic scale. The
schema has two events, e1 and e2. Event e1 describes in a general way what actually hap-
pens in any instance of the “scale prank”. It very much resembles the actual event in the
DEL action model from Example 2, except for using predicates and variables to attain gen-
eralisation. The event e2 in the schema again generalises the information in event e2 of the
action model from Example 2. The edge condition formula ¬Kx⋆foot-on(p2, s) says that
events e1 and e2 will be indistinguishable to any agent x⋆ which doesn’t know that the agent
playing the role of p2 has placed his foot on the scale playing the role of s.

e1 : ⟨on(p1, s) ∧ foot-on(p1, s);¬weight-acc(s)⟩

e2 : ⟨on(p1, s) ∧ ¬foot-on(p1, s);weight-acc(s)⟩

¬Kx⋆ foot-on(p2, s)

An AI agent that has this schematic representation of “scale-prank-like actions” has some
basis for relational reasoning. Grounding substitutions (uniform substitutions of variables
into constants) applied to the schema yield descriptions of concrete actions. For example,
substituting p1 by marvin, p2 by obama and s by the name scale-texas for the scale at the
locker room in the University of Texas, the agent obtains a representation for the prank
action in the context of the image. This grounding substitution mimics the process of
applying general knowledge to possibly novel situations.

If the AI agent is given a relational description of the state before Marvin weights himself,
with the first-order atoms on(marvin, scale-texas) and foot-on(obama, scale-texas), then
an inverse substitution (uniform substitutions of constants into variables) mapping marvin
to p1, obama to p2 and scale-texas to s, allows the agent to recognise that an instance of
ScaleTrick(p1, p2, s) may be taking place, since its preconditions are met. This inverse
substitution mimics the process of recognising general patterns in a specific situation.
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1.4 Learning Representations

In the previous sub-sections, we outlined the importance of representations for planning and ToM
reasoning. We situated our work on Papers 2-4 in the research territory of AI representation for-
malisms. We discussed the gap that our research tries to fill. More specifically, we proposed three
desiderata for AI representations, and we’ve referenced howmost existing AI representations meet
some of these desiderata, but not all. We positioned our research on FODEL and first-order epis-
temic planning as an attempt to address this gap with a representational framework that meets all
proposed desiderata. We have however left an important question unattended: where do these rep-
resentations come from? In other words, how is all the information in a representation acquired?

Let’s consider humans first. Research in developmental psychology consistently shows that, start-
ing from a young age, humans explore the world thoroughly and efficiently, and that this explo-
ration allows them to learn an internal representation [25]. Children form hypotheses about how
the world works, and they initiate exploration to test those hypotheses [39]. When babies as young
as 11-months old are presented with situations that violate the hypothesis they have about how
actions work in their environment, they will engage in hypothesis-testing behaviors that reflect the
particular kind of violation seen [43]. To sum up: humans don’t come into the world with complete,
hard-coded representations of their world; instead, they learn them via exploration.

In AI planning and robotics, domain descriptions have often been hard-coded in advance. In PDDL
planning, the agent is supplied with the language that represents its world, and with action models
that describe the possible dynamics of their environment. In robotics, robots often come with a set
of behaviors that have been programmed by engineers in advance.

Hand-crafting representations in this way is a difficult and error-prone task. Artificial agents are
typically intended to act in large, dynamic, and ill-known environments. For such environments,
it is often unfeasible to specify a robust representation in advance. Defining highly-structured
symbolic representations, like the ones we are concerned with in this thesis, is notably hard. “The
excessive cost of human involvement in converting real-world problems into inputs for symbolic
AI systems” [13] has often been seen as a key obstacle in the way of using such representations.

Research on learning symbolic representations tries to overcome this problem by endowing AI
agents with the ability to create representations on their own, via exploration, as humans do. The
general story is as follows. An agent is exposed to an environment with which it has never inter-
acted before. The agent is therefore unaware of how its actions affect the environment. It can try
out actions, and observe what happens. From the experience gathered in this way, the agent con-
structs an internal representation of its world and its possible dynamics. I.e., it forms an hypothesis
of how their world works. As in the case of children, this process may be repeated if their current
hypothesis is violated, triggering a new cycle of exploration and learning.

There is a rich and varied literature on learning symbolic representations from experience. Re-
search on symbolic action learning began in the late 1980s and early 1990s, with systems such as
LIVE [41], EXPO [18] and OBSERVER [45], which learned actions represented as STRIPS-like
rules in fully observable domains. Since then, the literature has grown steadily. Recent research
can be compared along several dimensions, such as: the type of observations available to the learner
(full, partial, or noisy); the type of actions learned (conditional, unconditional, stochastic, etc.); the
methods used (inductive logic programming, neural networks, satisfiability techniques, etc.); and
the learning guarantees provided by the learning algorithm (approximate or exact learning). We
point the reader to the following recent overviews for a complete overview of the existing work
along some of those dimensions: [21, 3]. We’ll focus here on identifying the gap in this research
landscape that we’ve tried to fill with Paper 1 of this thesis.
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1.4.1 Learning observability constraints
A partially observable environment is one in which the entire state of the environment is not vis-
ible to the agent at all times. The world itself, as perceived by humans, is an excellent example
of a partially observable environment. What we observe is limited by our visual field, i.e., the
total area in which objects can be seen peripherally as we focus our eyes on a central point. We
know reasonably well what we can and cannot observe. For example, things behind us, or poorly
illuminated objects, are unobservable. We know that if we walk into a dark room, we may barge
into stuff or fall. Conversely, if we turn on the light first, most of the time we’ll be able walk
without problems. In other words: we have a reasonably good representation of our observability
constraints, and how they relate to our surroundings and what we choose to do.

Several recent works present algorithms to learn action descriptions in partially observable envi-
ronments [40, 2, 47, 46, 50, 32, 49, 31, 12, 28, 1]. However, the notion of partial observability in
these works is quite specific. States are typically described as sets of first-order or propositional
atoms. Partial observability is then simulated by randomly sampling some proper subset of the
state to observe, for each state visited during exploration. Each observation of a state s seen during
exploration is subjected to this process independently, so what is observed about s each time it is
visited can be different. In other words, partial observability is unsystematic and observations can
be thought of as random subsamples of the full state observation. No attempt is made at learning
how observations depend on states, since there isn’t much to learn: observations are just random.
The agent’s goal is to uncover the real action dynamics, despite having access to incomplete obser-
vations.

This treatment of partial observability is limiting. In most circumstances, observability constraints
are not random like that. Our vision is limited in a specific way by our visual field; our hearing
is limited by our hearing range, and so on. This information is crucial for planning and acting.
We avoid walking in the dark, and we talk quietly when we want to be discreet. It is therefore
important to learn observability constraints, on top of action dynamics.

In Paper 1, we present learning algorithms that learn observability constraints, as well as action dy-
namics. We introduce a distinction between what we call learning explicit domain knowledge and
learning implicit domain knowledge. We define learning explicit domain knowledge as learning
to know what will be directly observed when actions are executed. We contrast this with implicit
knowledge, which includes what might additionally be inferred from the history of earlier actions
and general experience with the domain. We present algorithms for learning both types of informa-
tion, and characterise the type of exploration required to attain such knowledge. We represent the
learned information using DEL. Our work can thus be seen as continuing the work of [11], which
learned DEL representations of fully observable environments.

1.4.2 Exact learning up to observability
A second distinction between our work and existing work concerns the learning guarantees pro-
vided by the learning algorithm (exactness or approximation).

Most of these works on learning symbolic representations aim at approximate learning. They
present algorithms that are experimentally evaluated, based on an error function, and typically
offer no upper bounds on estimation errors. The problem they are looking at is, roughly speaking,
the following: given some typically small, but representative sample of the possible interactions
with the environment, how can we learn a model of the environment that explains these interactions
reasonably well, and is also likely to generalise well (i.e., to correctly predict what happens in the
environment for most unseen interactions)?

In contrast, we have learning goals that are exact in nature, and prove that the goals are guaranteed
to be reached given certain inputs. The problem we are looking at is, roughly speaking, as follows:
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if we want to learn an exact representation of the environment, i.e., a model of the environment
that correctly explains all possible interactions, how can we do so, and what subset of all possible
interactions would be sufficient to guarantee that we achieve this?

1.4.3 Learning to model minds

The work in Paper 1 takes a first, modest step in the direction of adding mental state information to
learned representations. Theory of mind begins with the ability to attribute mental states to oneself.
We learn a representation which includes what the agent knows, herself, about how she observes
the environment, or what her action can and cannot do. After completing the learning phase, the
agent knows what it knows, knows what it doesn’t know, and knows what it cannot ever get to know,
due to her observational constraints. In short, it learn a representation of her knowledge and its
limits.

An agent that learns about its own constraints can also sometimes form reasonable hypotheses
about the minds of other agents. For example, humans have reasonably similar observational con-
straints, so knowing my own constraints sometimes gives me a fairly good idea of how others are
constrained. I can use my knowledge that walking in the dark can lead to me to fall to predict what
would happen to a friend, if they were to walk in the dark.

Of course, not all agents are alike; modelling other agents in general is far more complex than
projecting your “agent type” into others. Our goal is to extend this work into multi-agent, partially
observable domains, and learn representations that can support general ToM reasoning.

1.4.4 Learning relational representations

The models we learn in Paper 1 are represented with the language of propositional DEL. Our focus
in the paper was to learn representations that (i) are exact, in a well-defined sense; (ii) are learned
under forms of partial observability that are more complex than the ones previously considered;
and (iii) represent explicitly the knowledge learned by the agent.

However, we’ve spent a good part of this introduction motivating relational representations, such
as FODEL ones. So, of course, we would like to extend the learning algorithms in Paper 1 to output
relational representations. Learning such representations is harder than learning propositional ones,
precisely for the same reasons that, arguably, make them nicer. Such representations are made up
of useful abstractions of rich and complex relational patterns. In a domain represented with first-
order logic, realistically, the agent would observe ground atoms (containing only constants). It
would then have to generalise from these ground observation to achieve the level of abstraction
characteristic of action schemas.

Perhaps a procedure inspired in least general generalization [35], widely used for generalising first-
order clauses in Inductive Logic Programming, could be exploited for this. Several algorithms for
learning less expressive action models, such as those of the PDDL, also perform some type of
generalisation, and could provide inspiration.

All in all, several avenues for future research remain. Well, as they say... one step at a time!
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Learning Actions and Observations
in Partially Observable Domains

Thomas Bolander, Nina Gierasimczuk, Andrés Occhipinti Liberman

Abstract

We consider a learning agent exposed to a partially observable domain, with which the agent
has never interacted before, and about which the agent wishes to learn both what she can observe
and how her actions can affect it. The agent can learn about this domain from experience gath-
ered by taking actions in the domain and observing their results. We present learning algorithms
capable of learning as much as possible (in a well-defined sense) about both what is directly ob-
servable and what actions do in the domain, given the learner’s observational constraints. We dif-
ferentiate the level of domain knowledge attained by each algorithm, and characterize the type of
observations required to reach it. The algorithms use dynamic epistemic logic (DEL) to represent
the learned domain information symbolically. Our work continues that of [8], which developed
DEL-based learning algorithms based to learn domain information in fully observable domains.

1 Introduction
This paper explores a learning task which we refer to as domain learning. Domain learning involves
learning a representation of the dynamics of a domain (sometimes called an environment), from the
experience gathered by performing actions in this domain and observing their results. We are going
to be concerned with domain learning in what we call unknown, partially observable domains. We
introduce the learning task and the main results informally in this section, leaving formal details for
later.

Consider an agent inhabiting an unknown, partially observable domain. By an unknown domain,
we mean one that the agent hasn’t interacted with before. That is, the agent doesn’t know how her
actions may affect the domain. For example, a river would be an unknown domain to an agent that
has never seen or been to a swimming pool, the sea, a river, or any other space holding water. The
agent would indeed not know how her actions (moving the limbs, breathing, etc.) would interact
with this domain. By a partially observable domain, we mean one in which the agent may get to
see only a part of the domain at any point in time. For example, the agent in the river may be able
to see underwater only what happens within two meters of distance, because the water is murky.
Although the agent starts without any knowledge about how it can act in this domain, and what it
can or cannot observe about it, we assume that she has access to experiences of interaction with
the domain, gathered by trying out actions and observing what happens as a result. The goal of
the agent is to learn a correct representation of what actions do, and what she can and cannot
observe, from such experience. We present learning algorithms that enable the agent to learn “as
much as possible” about the domain, given its observational limits, provided that the learner is given
a sufficient number of interactions to learn from. Of course, the exact meanings of “learning as much
as possible”, “sufficient number of interactions”, etc., are important here, and will be made formally
precise in the coming sections.
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We will be interested in learning representations of domains that rely on dynamic epistemic
logic (DEL). We therefore introduce DEL in Section 2, where we also point out our motivations for
choosing this representation. Section 3 presents domains and their properties formally. Sections 4-6
contain the main results of the paper. In Section 4, we first introduce a distinction between what
we call learning explicit domain knowledge and learning implicit domain knowledge. We define
learning explicit domain knowledge as learning to know what will be directly observed when actions
are executed. We contrast this with implicit knowledge, which includes what might additionally be
inferred from the history of earlier actions and general experience with the domain. After introducing
these notions, Section 4 focuses on learning explicit domain knowledge. We motivate this learning
goal, formalise it, present a learner that achieves explicit domain knowledge, and characterise the
observations required to do so. Section 5 extends learning beyond explicit knowledge, illustrating
situations in which an agent can learn more about the domain than what can be directly observed
in each state. Section 6 is focused on learning implicit domain knowledge. We formalise the goal
of learning implicit knowledge, present a learner that attains this goal, and characterise the type of
observations that are sufficient for doing so. Section 7 presents related work and Section 8 concludes
with final remarks and possible avenues for future research.

2 Dynamic epistemic logic (DEL)
Given a finite set P of propositional symbols (atomic propositions), we define the (single-agent)
dynamic epistemic language LDEL(P ) over P by the following BNF:

φ ::= p | ¬φ | φ ∧ φ |Kφ | [E ]φ,

where p ∈ P and E denotes an event model as defined below. We read Kφ as “it is known that
φ” and [E ]φ as “executing the action E necessarily leads to an epistemic state where φ holds”. By
means of the standard abbreviations we introduce the additional symbols→, ∨,↔, ⊥, and >.

Definition 1. An epistemic model over a set of propositional symbols P isM = (W,R, V ), where

• W is a finite set of worlds

• R ⊆W ×W is an equivalence relation called the indistinguishability relation

• V : W → 2P is a valuation function (or labelling function, as it maps worlds to valuations)

An epistemic state is a pointed epistemic model (M, w) consisting of an epistemic model M =
(W,R, V ) and a distinguished world w ∈W called the actual world.

Given an epistemic modelM = (W,R, V ) and a world w ∈ W , truth of an epistemic formula
φ in w is defined as follows, where the last condition relies on event models to be defined later:

M, w |= p iff p ∈ V (w)
M, w |= ¬φ iff M, w 6|= φ
M, w |= φ ∧ ψ iff M, w |= φ andM, w |= ψ
M, w |= Kφ iff for all v ∈W , if wRv thenM, v |= φ
M, w |= [E ]φ iff for all events e in E ,

ifM, w |= pre(e) thenM⊗E , (w, e) |= φ

WhenM, w |= φ for all w ∈W , we writeM |= φ.
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Dynamic epistemic logic (DEL) introduces the concept of an event model for modelling the
changes to states brought about by the execution of actions [5]. We here use a variant that includes
(boolean) postconditions [16], which means that actions can have both epistemic effects (changing
the beliefs of agents) and ontic effects (changing the factual states of affairs).

Definition 2. An event model over P is E = (E,Q, pre, post), where

• E is a finite set of events

• Q ⊆ E × E is an equivalence relation called the indistinguishability relation

• pre : E → LDEL(P ) assigns to each event a precondition

• post : E → (P → LDEL(P )) assigns to each event a postcondition mapping mapping each
event e into a postcondition post(e). In this paper, postconditions are boolean, meaning that
for each event e and proposition p, post(e)(p) ∈ {>,⊥, p} (p is set true, false or unchanged).

Intuitively, events correspond to the ways in which an action changes the epistemic state, and
the indistinguishability relation codes (an agent’s) ability to recognize the difference between those
different ways. In an event e, pre(e) specifies what conditions have to be satisfied for it to take
effect, and post(e) specifies its outcome.

Example 1. Consider the action of tossing a coin. It can be represented by the following event
model over P = {h}, where h means that the coin is facing heads up:

E = e1 : 〈>, h〉 e2 : 〈>,¬h〉

We label each event e by a pair whose first argument is the event’s precondition while the second is
its postcondition represented compactly as a sequence l1 · · · ln of propositional literals given by: if
post(e)(p) = > then p is one of the li; if post(e)(p) = ⊥, then ¬p is one of the li; if post(e)(p) = p
then p doesn’t occur in l1 · · · ln. Hence, formally we have E = (E,Q, pre, post) withE = {e1, e2},
Q is the identity on E, pre(e1) = pre(e2) = >, post(e1)(h) = > and post(e2)(h) = ⊥. The event
model encodes that tossing the coin will either make h true (e1) or h false (e2).

Definition 3 (Product update). Let M = (W,R, V ) be an epistemic model over P and E =
(E,Q, pre, post) an event model over P . The product update ofM with E is the epistemic model
M⊗E = (W ′, R′, V ′), where

• W ′ = {(w, e) ∈W × E | (M, w) |= pre(e)}

• R′ = {((w, e), (v, f)) ∈W ′ ×W ′ | wRv and eQf}

• V ′((w, e)) = {p ∈ P | M, w |= post(e)(p)}
The product updateM⊗E represents the result of executing the action E in the epistemic state

represented byM. It is well known that for finite models, two epistemic models are modally equiv-
alent (satisfy the same formulas) iff they are bisimilar [6]. For single-agent models as we consider
here, bisimilarity of two modelsM andM′ reduces to checking whether for each connected com-
ponent of M (each equivalence class of worlds wrt R in M) there exists a connected component
of M′ containing the same valuations, and vice versa. Each epistemic model can easily be re-
placed by its minimal bisimilar representation (its bisimulation contraction) achieved by removing
all worlds containing duplicate valuations within a connected component. In the following, we will
systematically assume each epistemic model achieved through a product update to be replaced by
its bisimulation contraction, and we will generally identify isomorphic models. In this way, we end
up considering bisimilar models to be identical.
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Example 2. Continuing Example 1, consider a situation of an agent seeing a coin lying heads-up. It
can be represented by the epistemic modelM = ({w}, {w,w}, V ) with V (w) = {h}. Let us now
calculate the result of executing the coin toss in this model;

M⊗E = (w1, e1) : h (w1, e2) :

Here each world is labelled by its valuation, i.e., the atomic propositions true at the world. InM,
the agent knows that the coin is facing heads up, she knows that tossing it will lead to a situation
where she will know which side is up, but she also knows that a priori she doesn’t know which side
it will land on. Those facts are encoded by the following:

M, w |= K(h ∧ [E ](Kh ∨K¬h) ∧ ¬[E ]h ∧ ¬[E ]¬h)

In this paper, we only consider single-agent DEL, as we consider a single agent trying to learn
the dynamics of an environment. It might at first seem slightly overkill to introduce all the machinery
of DEL to only consider the single-agent version. It is well known that for single-agent epistemic
logic, it is sufficient to represent epistemic models as sets of propositional states (often called belief
states). However, framing our results in the general setting of DEL is deemed relevant for four
reasons. The first is that it gives us the ability to use the event models of DEL to provide compact
representations of actions (more compact than just describing actions as a set of possible transitions).
Of course, other languages for action descriptions exist, in particular languages like STRIPS [17]
for describing planning domains, but those languages rarely support compact representations of
partially observable actions. The second reason is that DEL integrates dynamic modalities in the
logical language, so that our agents/learners can explicitly formulate their knowledge about action
consequences, as was illustrated in Example 2. The third is that the ultimate goal of the line of
research introduced here is to be able to generalise to the multi-agent case, where a learner might
end up learning not only what an action does and what is observed by herself, but also what other
agents will observe. The fourth reason is that we also intend to integrate our learning algorithms into
epistemic planning robots based on DEL [14]. The goal is that the robots can not only do planning
based on known actions, but can also learn new actions and new environment dynamics.

3 Transition systems and partially observable domains
We are going to be concerned with partially observable domains. A domain typically consists of a set
of states, a set of actions, and a state transition function mapping pairs of states and actions into the
possible successor states, see e.g. Geffner et al. [18]. When domains are partially observable, we also
need to specify what is observed, e.g. by an observation function. A domain can be deterministic or
non-deterministic depending on whether an action can have one or more possible outcomes (one or
more possible successor states). In this paper, we are only going to be concerned with deterministic
actions, however, a learner might during learning consider several possible outcomes of a given
action, and hence we also consider non-deterministic transition systems. The set of states of a
domain are typically specified as a subset of 2P for some finite set of propositional symbols P . In
this paper, our learners only try to learn domains of this type, but they might still represent their
knowledge of such domains by domains of a more general type. Hence our definition of a domain
will be a bit more general.

Consider a domain where the states are subsets of P for some set of propositional symbols P .
Observation functions often map into so-called ‘observation tokens’ that can be completely separate
from the language P used to describe states. In our setting, however, we will assume that what is
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being observed in a state is the truth-value of a subset of the propositional symbols, hence directly
connecting observations to the state descriptions themselves. For instance, if lr is a propositional
symbol denoting that the light is on in room r, and s is a state in which I am present in room r, I
would be observing the truth-value of lr in state s. Given these assumptions, we now first define
(labeled) transition systems [32, Ch 1] and then our partially observable domains.

Definition 4. A transition system is a tuple T = (S,A, T, s0) where

• S is a finite set of states

• A is a set of actions

• T : S ×A→ 2S is a transition function

• s0 ∈ S is the initial state

A transition system is called deterministic if for all s ∈ S and a ∈ A, |T (s, a)| ≤ 1. An action
a ∈ A is called universally applicable if for all s ∈ S, |T (s, a)| ≥ 1. In a deterministic transition
system where all actions are universally applicable, we hence have that T (s, a) is a singleton for all
s and a. In that case, we often write T (s, a) = s′ instead of T (s, a) = {s′}, that is, we take T to
be a mapping T : S × A→ S. A transition system over a finite set of propositional symbols P is a
transition system where S ⊆ 2P .

In this paper, we are going to be concerned with learning actions of transition systems that are
deterministic and in which every action is universally applicable. It might not be natural for any
action to be applicable in any state, e.g. “open door” might not be applicable in a state where the
door is locked. However, we can replace any such action a by a “try a” action a′ that is universally
applicable by simply letting a′(s) = s for the states s in which a is not applicable (we can always
attempt to open the door even if locked, but then it will simply stay closed). We will also restrict
attention to transition systems that are ‘generated’ by their initial state s0, that is, where any state
s ∈ S can be reached from s0 by some action sequence. This simplifies things by making it clear
that the learner always starts in the same state, and always has the possibility to reach any state of
the system. Finally, we are going to assume that also the observation function is deterministic, that
is, whenever the learner is in state s, the learner receives the same observation.

Definition 5. A (partially observable) domain is a tuple D = (T ,Ω, Obs) where

• T = (S,A, T, s0) is a transition system in which every action is universally applicable and in
which every state can be reached by some action sequence applied to s0

• Ω is a set of observations

• Obs : S → 2Ω is an observation function mapping each state s into the set of observations
that are possible to receive in s

An observation functionObs is deterministic if |Obs(s)| = 1. In that case we often writeObs(s) = o
instead ofObs(s) = {o}, that is, we takeObs to be a mapping S → Ω. In this case, an agent entering
state s will always receive the same observation Obs(s). A domain D = ((S,A, T, s0),Ω, Obs) is
deterministic if both T and Obs are deterministic.

A domain over a set of propositional symbols P is D = ((S,A, T, s0),Ω, Obs) where S ⊆ 2P

and Ω = 2P × 2P . An observation (o+, o−) ∈ Obs(s) is split into a set o+ of the propositions ob-
served to be true and o− of propositions observed to be false. We will assume observation functions
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to be noiseless, that is, every proposition in o+ is true in s, and every proposition in o− is false in
s. Mostly, our domains over P will be deterministic, and any state s then always produces the same
observation Obs(s) = (o+, o−).

Even though we will only consider learning deterministic domains, such domains could still
appear non-deterministic to a learner. For instance, an action a might produce distinct outcomes
when applied in two states s and t that are observationally indistinguishable, that is, for which
Obs(s) = Obs(t). In such cases, a learner might decide to represent what has been learned as a
non-deterministic transition system, even if the learner actually knows that the underlying transition
system is deterministic.

In the following, we will identify transition functions T : S×A→ 2S with their induced relation
on S×A×S given by: (s, a, s′) ∈ T iff s′ ∈ T (s, a). Given a state s in a transition system over P ,
we define s+ := s and s− := P − s. In other words, s+ is the set of atomic propositions true in s,
and s− is the set of atomic propositions false in s. Given a domain D = ((S,A, T, s0),Ω, Obs), we
define the set of possible observations in D to be {o ∈ Obs(s) | s ∈ S}. For deterministic domains
over P , the set of possible observations is {(x, y) ∈ 2P × 2P | Obs(s) = (x, y) for some s ∈ S}.
For a possible observation o = (x, y), we often use o+ to denote the set of positively observed
propositions x and o− the set of negatively observed propositions y. Similarly, for an observation
Obs(s) = (x, y), we often write Obs+(s) for x and Obs−(s) for y.

To improve readability, we will often represent states by the sequence of literals true in the state,
so e.g. if P = {p, q, r}, the state s = {p, r} will be represented as p¬qr. More generally, for any
sequence of propositional literals l1, . . . , ln containing exactly one occurrence of each propositional
symbol in P , the state s satisfying all the li is denoted l1 · · · ln. When the sequence l1, . . . , ln
contains at most one occurrence of each propositional symbol in P , we use the term l1 · · · ln-state to
denote any state s satisfying all the li, i.e., any state s with s |= l1 ∧ · · · ∧ ln. So for instance if P =
{p, q, r}, then the pq-states are pqr and pq¬r. We will also sometimes use this type of notation for
observations: Given the observation (Obs+(s), Obs−(s)) received in s, if Obs+(s) = {p1, . . . , pn}
and Obs−(s) = {q1, . . . , qm}, we will represent the observation compactly as p1 · · · pn¬q1 · · · ¬qn.

Example 3. Consider an environment with two rooms, a left room containing a toggle switch and
a right room containing a lamp, see Figure 1. The switch controls the lamp, but the status of the
light in the right room cannot be observed when being in the left room—and the status of the switch
cannot be observed when being in the right room. We can model the environment as a domain over
P = {l, r, s}, where l means that the light is on, r means that the agent is in the right room, and
s means that the switch is on. The initial state is s0 = ¬l¬r¬s: the light and the switch are both
off and the agent is in the left room. There are two available actions to the agent, flip and move .
Executing the flip action flips the switch, that is, flips the truth value of both s and l. Executing
the move action means moving to the other room, that is, flipping the truth value of r. Hence
A = {flip,move}, and the transition system (S,A, T, s0) underlying the domain is then the system
illustrated in Figure 1. We have no outgoing edges for the flip action in s2 and s3, since the switch
cannot be operated when being in the right room. To get a transition system in which every action is
universally applicable, we simply assume there to be a reflexive loop for the flip action in s2 and s3

(the flip action is replaced by a “try flip” action). We often leave such reflexive edges implicit. Note
that the transition system is deterministic. Letting S = {s0, s1, s2, s3}, it is also a transition system
in which each state is reachable from the initial state s0.

The environment can now be described as the domain D = ((S,A, T, s0),Ω, Obs) over P with
Obs(s0) = ¬r¬s, Obs(s1) = ¬rs, Obs(s2) = lr, and Obs(s3) = ¬lr. Note that we could
equivalently have defined Obs by saying that the truth value of r (location of agent) is observed in
any state, that the truth value of s (the position of the switch) is observed only in the left room, and
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ce
s0 : ¬l¬r¬s

de
s1 : l¬rs

flip

d e
s2 : lrs

move

c e
s3 : ¬lr¬s

move

Figure 1: The transition system for the light switch domain.

that the truth value of l (the status of the lamp) is only observed in the right room. In Figure 1 we
have underlined the observed literals in each state.

4 Learning explicit domain knowledge
When learning fully observable domains, the learning goal is of course to learn the full underlying
transition system (what each action does). It is well known that this is possible under some reason-
able assumptions (see, e.g., [35]). However, for partially observable domains, the goal of learning
the full underlying transition system will in general not be attainable. An agent that can in no state
observe the truth value of p, will of course never learn how its actions affect p. So we have to revise
the learning goal to be that the learner learns whatever is possible given its observational limitations.
It turns out to be not completely trivial to define exactly what this means, and this is one of the
major challenges of generalising learning from the case of full observability to the case of partial
observability. Indeed, even the earlier claim that an agent that can never observe the truth value of p
can never learn how its actions affect p is not always true. Consider a domain over two propositions
p and q. There is a single action a. The truth value of q is always observed and the truth value of p
is never observed. Suppose that whenever a sequence of executions of a is performed in the initial
state, the learner receives the following sequence of observations: q, q,¬q, q, q,¬q, . . . , that is, a
sequence of two q-states followed by a ¬q-states, then two q-states again, etc. Hence in some of the
q-states, the action a produces another q-state, and in other q-states it produces a ¬q-state. Since the
underlying transition system is assumed to be deterministic, then if we assume our learners to know
this (which we are generally going to do), a learner receiving such observation sequences should
hence be able to infer that there must be two distinct kinds of q-worlds. Assume furthermore that
our learners know the underlying language of the domain, that is, the available propositional sym-
bols (another assumption that we are generally going to make in this paper). Then a learner can
infer that the two distinct q-worlds must be distinct by assigning different truth values to p. In other
words, the learner can infer that the a action affects p. The learner can never know exactly how,
i.e., will never be able in any state to infer the real truth value of p. But the learner can still learn
something about the relation between the action a and the proposition p, e.g. that p does not always
have the same truth value, but will have the same truth value every third time a is executed.
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We can possibly distinguish between two types of knowledge that the learner can achieve, im-
plicit and explicit knowledge. There is a rich literature in epistemic logic on explicit and implicit
knowledge, and with different meanings assigned to the two concepts. In this paper, we will take ex-
plicit knowledge to be what is known because it is directly observed in the current state, and implicit
knowledge is whatever might additionally be inferred from the history of earlier actions and general
experience with the environment (domain). In the example just given, the only explicit knowledge
the learner can gain is that action a sometimes makes a q-state into another q-state and sometimes
into a ¬q-state, and always makes a ¬q-state into a q-state. Learning that every second time a is ex-
ecuted in a q-state it produces a ¬q-state is not something we will consider to be explicit knowledge,
as it can never be explicitly known how many times before a has been executed (it is not directly
observed in any state).

At first, we will only focus on learning explicit knowledge, that is, learners that learn to know
what will be directly observed when actions are executed. Even if an agent is able to learn more
than this, it is still interesting to have learners that can identify the explicit knowledge resulting from
action executions. Consider for instance a person, Agnes, in a room with a switch that controls the
light in the room next door, similar to the scenario of Example 3. Suppose the door to the other
room is closed, so that it is not possible to observe whether the light in there is on or not. Suppose
further that initially Agnes doesn’t know what the light switch does, since she is in a house that she
hasn’t been before, a summer house that she borrowed from a friend. If Agnes decides to explore
the environment (the summer house), she might of course learn that the light switch controls the
light in the other room, e.g. by opening the door or peeking through the key hole. Hence, potentially
she might in this case be able to learn the full underlying transition system of the domain consisting
of the light switch and the lamp in the other room. In this case, her implicit knowledge about the
domain will be complete. However, it is not only relevant for her to identify the implicit knowledge
and the full underlying transition system. Consider for instance that after the end of her stay, another
friend, Bertram, comes to stay in the summer house. Bertram also never stayed there before. When
Bertram arrives, the door to the other room might be closed, and the light in there is on. In this case,
it would clearly be relevant for Agnes to know that Bertram now is in the same information state as
she was initially, and then he will not be able to observe the light in the other room. So she might
tell him: “The light in the other room is on. This switch controls the light. Please make sure to turn
off the light before you leave.” In other words, at least in multi-agent scenarios, it is relevant to learn
not only as much as we can possibly come to know about the environment, but also what we are able
to directly see and not see in this environment. To give another example, if I want to safely lend my
house to a friend, it will be relevant for me not only to learn that a certain key can lock and unlock
the front door, and that when the door is locked, it is not possible to get in. I would also want to
learn that if I put the key under the mat, it is no longer visible. Not only will I need the last part to
know that I can hide the key, but also to know that I need to remember to tell my friend where it is.

4.1 Compatibility domain
To define a learner for explicit knowledge, we first need some additional technical definitions. Given
a deterministic domain D = ((S,A, T, s0),Ω, Obs) over some set P , suppose an execution of an
action a ∈ A produces a transition (s, t) (that is, we have T (s, a) = t). Then the learner observing
the action execution doesn’t get to see the state transition from s to t itself, but only observes a tran-
sition from the observation (Obs+(s), Obs−(s)) to the observation (Obs+(t), Obs−(t)). Generally,
given a true state s, the learner observes only (Obs+(s), Obs−(s)). What is the set of states t that
the learner thinks could have produced the observation? If the learner has no additional information
about the domain, she can only conclude that the underlying state t must be among the states con-

8



sistent with what has been observed, that is, a state t satisfying Obs+(s) ⊆ t+ and Obs−(s) ⊆ t−.
More formally, given a state s we define the states observationally compatible with s as the set of
states comp(s) := {t ∈ 2P | Obs+(s) ⊆ t+ and Obs−(s) ⊆ t−}. We can extend this notion to
observations in the obvious way: comp((Obs+, Obs−)) = {t ∈ 2P | Obs+ ⊆ t+ and Obs− ⊆ t−}.
We then get that comp(s) = comp((Obs+(s), Obs−(s)). Note that for any states s, t ∈ S, we have
comp(s) = comp(t) iff Obs(s) = Obs(t).

Definition 6. Let D = ((S,A, T, s0),Ω, Obs) be a deterministic domain over P . The compatibility
domain ((S′, A′, T ′, s′0),Ω′, Obs′) induced by D is given by:

• S′ = {comp(s) | s ∈ S }

• A′ = A

• T ′ = {(comp(s), a, comp(t)) | (s, a, t) ∈ T}

• s′0 = comp(s0)

• Ω′ = 2P × 2P

• Obs′(comp(s)) = Obs(s).1

The compatibility domain D′ induced by a domain D is the image of D under the compatibility
mapping comp. It hence encodes the original transition systems as seen through the lens of the
observation function. It encodes what is directly observed by the agent when actions are executed in
the domain. Note thatD′ is not necessarily deterministic even ifD is: a compatibility state comp(s)
might contain distinct states for which a given action a produces distinct outcomes, and where these
distinct outcomes can be observationally distinguished.

An isomorphism between two domainsD = ((S,A, T, s0),Ω, Obs) andD′ = ((S′, A, T ′, s0),Ω, Obs′)
is a bijection f : S → S′ such that f(s0) = s′0, for any s, t ∈ S we have (s, a, t) ∈ T iff
(f(s), a, f(t)) ∈ T ′, and for all s ∈ S, Obs(s) = Obs′(f(s)). This is the natural generali-
sation of isomorphisms between labelled transition systems [21] to domains. Two domains are
called isomorphic if there exists an isomorphism between them. Let D′ denote the compatibility
domain of a domain D = ((S,A, T, s0),Ω, Obs). A possible alternative definition of the com-
patibility domain induced by D could be the domain D′′ = ((S′′, A, T ′′, s′′0),Ω, Obs′′) given by
S′ = {Obs(s) | s ∈ S}, T ′ = {(Obs(s), a, Obs(t)) | (s, a, t) ∈ T}, s′′0 = Obs(s0), and
Obs′′(s) = s. Since we have, for all s, t ∈ S, comp(s) = comp(t) iff Obs(s) = Obs(t), we
can define a bijection f : S′ → S′′ by f(comp(s)) = Obs(s). It is easily verified that f is an
isomorphism betweenD′ andD′′, so the two definitions of compatibility domains are equivalent (up
to isomorphism). It means that we can also think of the compatibility domain to be the domain of
observations with the transitions on observations induced by the real underlying transitions in the
obvious way.

Example 4. Consider again the light switch domain D of Example 3. Figure 2 shows the compat-
ibility domain D′ induced by D. In the figure, each state is marked by which compatibility state,
comp(si), it is, and additionally by the observation that defines it (the observation received in si).
Note that D′ is still deterministic. In fact, the underlying transition system of D is isomorphic to the
underlying transition system of D′. At first one might think that this implies that a learner can learn
to identify the full underlying system, despite its observational limitations. This, however, is not so.
Even if a learner can use its observational powers to construct D′ from observing action executions,

1This is well-defined since comp(s) = comp(t) iff Obs(s) = Obs(t).
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ce
s0 : ¬l¬r¬s

ce
s′0 : l¬r¬s

comp(s0)
Obs = ¬r¬s

de
s1 : l¬rs

de
s′1 : ¬l¬rs

comp(s1)
Obs = ¬rs

flip

d e
s2 : lrs

c e
s′2 : lr¬s

comp(s2)
Obs = lr

move

c e
s3 : ¬lr¬s

d e
s′3 : ¬lrs

comp(s3)
Obs = ¬lr

move

Figure 2: The compatibility domain D′ induced by the light switch domain D of Example 3.

there are things it can never learn. For instance, while the learner will be able to infer that, from the
initial state, first flipping the switch and then moving to the other room will lead to a state where
the light is on (the compatibility state comp(s2) = {s2, s

′
2}), it will never be able to know whether

it is the action of flipping the switch itself, or only the combined action of first flipping the switch
and then moving, that made the light go on. This is due to the effect of the flip action applied to
comp(s0) being comp(s1) = {s1, s

′
1}, in which there is both an l-state and a ¬l-state. In other

words, the agent will never be able to distinguish the real domain from one in which the light switch
is in a serial connection with a presence detector in the right room, so that the light only goes on
when both the switch is on and the agent is in that room. Since this distinction is not learnable,
we of course need a notion of learnability or behavioural correctness that takes these observational
limitations into account, so that a learning agent can still be considered “complete” even if it doesn’t
manage to identify the underlying transition system, but only identifies it up to its observational
limitations.

In a state s of a domain D, we consider the explicit knowledge of the agent to be what is true
in all of comp(s), which is of course simply what follows logically from the observation made in s,
since we have, for all propositional formulas φ,

t |= φ for all t ∈ comp(s) iff
t |= φ for all t with Obs+(s) ⊆ t+ and Obs−(s) ⊆ t− iff
|= (
∧
p∈Obs+(s) p ∧

∧
p∈Obs−(s) ¬p)→ φ

To make the notion of explicit knowledge more formally correct in an epistemic setting, we identify
any set of states S over a set of propositional symbols P with an induced epistemic modelMS =
(W,R, V ) over P with W = S, R = W × W and V (w) = w. By this identification, we can
evaluate epistemic formulas in sets of states, e.g. we then have comp(s) |= Kφ iff φ is true in every
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world (state) w in comp(s), which again holds iff φ follows from the observation received in s.
The modal operator K is here interpreted as the operator for explicit knowledge. In the following,
we will generally identify sets of states S with their induced epistemic modelsMS without notice.
It will be clear from the context whether a set of states should be considered as just that or as the
induced epistemic model.

By the identification of sets of states with epistemic models, we can see the compatibility transi-
tion system as a transition system on epistemic states. In dynamic epistemic logic, any set of event
models similarly define a transition system on epistemic states.

Definition 7. Let (Ea)a∈A be a collection of event models over a set of propositions P , and letM0

be an epistemic model. The domain ((S′, A′, T ′, s′0),Ω, Obs) induced by (Ea)a∈A andM0 is given
by:

• S′ = {M0 ⊗ Ea1 ⊗ · · · ⊗ Ean | a1, . . . , an ∈ A}

• A′ = A

• T ′ = {(M, a,M′) | M′ is a connected component ofM⊗Ea}

• s′0 =M0

• Ω = 2P × 2P

• Obs(M) = ({p ∈ P | M |= p}, {p ∈ P | M |= ¬p})

4.2 Behavioural correctness and learners
We can use isomorphisms between domains to define (strong) equivalence between them. We could
of course also consider a weaker notion of equivalence between domains given by bisimulation,
and indeed we will later do so when defining learners for implicit knowledge. However, for now it
suffices to consider isomorphisms.

If the domain induced by a collection of event models is isomorphic to the compatibility domain,
it means the event models represent exactly what is explicitly knowable about the domain. A learner
that learns to identify such event models will be called behaviourally correct with respect to explicit
knowledge. It will be a learner that learns to identify the underlying transition system up to the
limitation of her distinguishing powers defined by the compatibility mapping (defined by what is
explicitly observable). More formally, we define as follows.

Definition 8. Let D = ((S,A, T, s0),Ω, Obs) be a domain and (Ea)a∈A be a collection of event
models, both over P . We say that the collection of event models is behaviourally correct with
respect to explicit knowledge if the domain induced by (Ea)a∈A and comp(s0) is isomorphic to the
compatibility domain induced by D.

Learners learn from observing the execution of actions. Executions of actions are represented
as transitions (s, a, t) ∈ T . As earlier mentioned, when a transition (s, a, t) ∈ T occurs, the
learner only observes (Obs(s), a, Obs(t)). We call (Obs(s), a, Obs(t)) the observed transition
of (s, a, t). In general, for a domain D = ((S,A, T, s0),Ω, Obs), an observed transition is any
(Obs(s), a, Obs(t)) with (s, a, t) ∈ T . A learner takes as input a set of observed transitions of a
domain, and attempts to provide a representation of what it has learned about the actions of the do-
main. In this paper, the learners represent the learned actions as event models. A learner can hence
be seen as an algorithm L(P, σ) that takes as input a set σ of observed transitions of a domain over
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Algorithm 1: Learner L(P, σ)

Input : P (propositional symbols), σ (observed transitions)
Output: (Ea)a∈A (event models)

1 for each a with (o, a, o′) ∈ σ for some o and o′ do
2 let Ea be an empty event model;
3 for each observation o with (o′, a, o) ∈ σ for some o′ do
4 E := {〈

∨
(o′,a,o)∈σ φo′ , post〉 | post(p) = > for all p ∈ o+ and post(p) =

⊥ for all p ∈ o−};
5 Add to Ea the events E and make all events in E mutually indistinguishable, but

distinguishable from all other events in Ea;
6 end
7 end
8 return (Ea)a∈A;

P and produces a collection of event models Ea, one for each action a of the domain. The goal for
the learner is then to produce a collection of event models that is behaviourally correct with respect
to explicit knowledge. If the learner hasn’t been exposed to all possible transitions of the system, the
learner can of course in general not be expected to be able to produce behaviourally correct event
models. If a set of observed transitions contain observations of all possible transitions of the system,
we call it sound and complete. More precisely, a set of observed transitions σ is called sound and
complete for a domain D = ((S,A, T, s0),Ω, Obs) if for all (s, a, t) ∈ T , (Obs(s), a, Obs(t)) ∈ σ.

4.3 A behaviourally correct learner of explicit knowledge
We now present our first learner (learning algorithm) and prove that it achieves its goal (producing
a behaviourally correct set of event models) when presented with a sound and complete set of ob-
served transitions. The algorithm is included as Algorithm 1. It relies on the following additional
technical definition. For any observation o in a domain over P , we define the epistemic formula φo
representing the explicit knowledge that an agent observing o has, where we use Kw φ as shorthand
for Kφ ∨K¬φ (knowing whether φ):

φo := K
(∧

p∈o+ p ∧
∧
p∈o− ¬p

)
∧
∧
p∈P−(o+∪o−) ¬Kw p

Consider for instance the initial state s0 = ¬l ¬r¬s of the light switch domain (Example 3). In
this state, the agent receives the observation Obs(s0) = ¬r¬s and hence φObs(s0) is the formula
K(¬r∧¬s)∧¬Kw l representing that the agent knows that the switch is off and that the agent itself
is in the left room, but not knowing whether the light is on or off.

Theorem 1. The learning algorithm L(P, σ) presented as Algorithm 1 applied to a sound and
complete set of observed transitions outputs a collection of event models that are behaviourally
correct with respect to explicit knowledge.

Proof. Let σ be a sound and complete set of observed transitions for a domainD = ((S,A, T, s0),Ω, Obs),
and let (Ea)a∈A denote the output produced by Algorithm 1. We need to show that the domain in-
duced by (Ea)a∈A and comp(s0) is isomorphic to the compatibility domain induced by D. So let
D′ = ((S′, A, T ′), x0),Ω, Obs′) denote the compatibility domain ofD and letD′′ = ((S′′, A, T ′′,M0),Ω, Obs′′)
denote the domain induced by (Ea)a∈A andM0 = comp(s0), where Ω = 2P × 2P . We need to
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find a bijection f : S′ → S′′ such that f(x0) = M0, for any x, y ∈ S′ we have (x, a, y) ∈ T ′ iff
(f(x), a, f(y)) ∈ T ′′, and for all x ∈ S′, Obs′(x) = Obs′′(f(x)).

Claim 1. For any action sequence a0, . . . , an ∈ A and any state sequence x1, . . . , xn+1 ∈ S′, if
(xi, ai, xi+1) ∈ T ′ for all 0 ≤ i ≤ n, then (Mi, ai,Mi+1) ∈ T ′′ for all 0 ≤ i ≤ n whereMi is
the epistemic model induced by xi.
Proof of Claim 1. The proof is by induction on the length of the action sequence. Note that by
definition,M0 is the epistemic model induced by the state x0 = comp(s0), which covers the base
case (action sequences of length 0). For the induction step, suppose (xi, ai, xi+1) ∈ T ′ for all
0 ≤ i ≤ n and suppose (Mi, ai,Mi+1) ∈ T ′′ for all 0 ≤ i ≤ n − 1 whereMi for all i ≤ n is
the epistemic model induced by xi. We need to show (Mn, an,Mn+1) ∈ T ′′ whereMn+1 is the
epistemic model induced by xn+1. Since (xn, an, xn+1) ∈ T ′, there exists sn, sn+1 ∈ T such that
xn = comp(sn), xn+1 = comp(sn+1) and (sn, aa, sn+1) ∈ T . By soundness and completeness
of σ, (Obs(sn), an, Obs(sn+1)) ∈ σ. This implies that Ean contains a subset E of all events of the
form 〈∨(o,an,Obs(sn+1))∈σφo, post〉 where post(p) = > for all p ∈ Obs+(sn+1) and post(p) = ⊥
for all p ∈ Obs−(sn+1). Furthermore, the events in E are all mutually indistinguishable, but dis-
tinguishable from all other events of Ean . SinceMn is induced by xn = comp(sn), the valuations
occurring in the worlds ofMn are exactly the ones represented by the states in comp(sn). That is,
Mn has a world w with valuation V (w) = P ′ iff Obs+(sn) ⊆ P ′ and Obs−(sn) ∩ P ′ = ∅. From
this it follows that Mn |= φObs(sn). Since (Obs(sn), an, Obs(sn+1)) ∈ σ, any world satisfying
φObs(sn) will satisfy the precondition of each of the events in E. In particular, each world ofMn

will satisfy the precondition of each event in E. For any state t ∈ xn+1 = comp(sn+1) we must
have Obs+(sn+1) ⊆ t+ and Obs−(sn+1) ⊆ t−. Hence for any state t ∈ xn+1, there must exist
an event et ∈ E with post(et)(p) = > for all p ∈ t and post(et)(p) = ⊥ for all p 6∈ t. Con-
versely, for any event e ∈ E, from the conditions post(e)(p) = > for all p ∈ Obs+(sn+1) and
post(e)(p) = ⊥ for all p ∈ Obs−(sn+1) we get the existence of a state t compatible with sn+1 such
that post(e) = post(et). This implies thatMn ⊗Ean contains a connected component in which the
world valuations are exactly the states t ∈ xn+1. This proves thatMn ⊗ Ean containsMn+1 (the
epistemic model induced by xn+1) as a connected component, and hence (Mn, an,Mn+1) ∈ T ′′,
as required (recall the models are identified under bisimilarity, so it is irrelevant that the connected
component might contain several worlds with the same valuation). This completes the proof of the
claim.

Claim 2. For any action sequence a0, . . . , an ∈ A and any state sequenceM1, . . .Mn+1 ∈ S′′, if
(Mi, ai,Mi+1) ∈ T ′′ for all 0 ≤ i ≤ n, then there exists a state sequence x1, . . . , xn+1 ∈ S′ such
that for all i, (xi, ai, xi+1) ∈ T ′ andMi is the epistemic model induced by xi.
Proof of Claim 2. The base case is as for Claim 1. For the induction step, suppose (Mi, ai,Mi+1) ∈
T ′′ for all 0 ≤ i ≤ n and suppose (xi, ai, xi+1) ∈ T ′ for all 0 ≤ i ≤ n − 1 where Mi for
all i ≤ n is the epistemic model induced by xi. We need to show (xn, an, xn+1) ∈ T ′ and that
Mn+1 is the epistemic model induced by xn+1. Since (Mn, an,Mn+1) ∈ T ′′, Mn+1 is one of
the connected components ofMn ⊗ Ean . SinceMn is induced by xn, it must be connected, and
hence there must exist a connected component E of events in Ean such thatMn+1 is the product
update ofMn with those events. By the definition of the algorithm, there must exist an observation
o such that (o′, an, o) ∈ σ for some o′ and such that E must be the set of all events of the form
〈∨(o′,an,o)∈σφo′ , post〉 where post(p) = > for all p ∈ o+ and post(p) = ⊥ for all p ∈ o−. Since
Mn+1 is the product update ofMn with the events inE, all events inE must have their precondition
satisfied in at least one of the worlds ofMn (note that all events in E have the same precondition).
In other words, there must exist o′ such that (o′, an, o) ∈ σ and such that φo′ is satisfied in at
least one of the worlds of Mn. From (o′, an, o) ∈ σ we get the existence of sn, sn+1 ∈ S with
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〈K(¬r ∧ ¬s) ∧ ¬Kw l,¬lr¬s〉 〈K(¬r ∧ ¬s) ∧ ¬Kw l,¬lrs〉

〈K(¬l ∧ r) ∧ ¬Kw s, l¬r¬s〉 〈K(¬l ∧ r) ∧ ¬Kw s,¬l¬r¬s〉

〈K(¬r ∧ s) ∧ ¬Kw l, lrs〉 〈K(¬r ∧ s) ∧ ¬Kw l, lr¬s〉

〈K(l ∧ r) ∧ ¬Kw s, l¬rs〉 〈K(l ∧ r) ∧ ¬Kw s,¬l¬rs〉

Figure 3: The event model Emove provided as output of Algorithm 1 running on the light switch
domain.

(sn, an, sn+1) ∈ T , Obs(sn) = o′ and Obs(sn+1) = o. By the definition of φo′ and since φo′
holds in a world of Mn, all propositions in o′+ are true in all worlds of Mn, all propositions in
o′− are false in all worlds of Mn, and all other propositions are true in some worlds of Mn and
false in others. SinceMn is the epistemic model induced by xn, we then get that xn = {t ∈ 2P |
o′− ⊆ t− and o′+ ⊆ t−} = {t | Obs−(sn) ⊆ t− and Obs+(sn) ⊆ t+} = comp(sn). Since
(sn, an, sn+1) ∈ T , we must have (comp(sn), an, comp(sn+1)) ∈ T ′. It now suffices to prove that
Mn+1 is the epistemic model induced by comp(sn+1). Since Obs(sn+1) = o, E is the set of all
events of the form 〈∨(o′,an,Obs(sn+1))∈σφo′ , post〉 where post(p) = > for all p ∈ Obs+(sn+1) and
post(p) = ⊥ for all p ∈ Obs−(sn+1). This implies that the update of Mn with the events in E
must be all states in comp(sn+1), and henceMn+1 is induced by comp(sn+1), as required. This
completes the proof of the claim.

We can now construct an isomorphism f from D′ to D′′ by, for all x ∈ S′, letting f(x) be
the epistemic model induced by x. Note that Claim 2 guarantees that all states of S′′ are in-
duced epistemic models of states in S′, hence guaranteeing that the mapping correctly maps el-
ements of S′ into elements of in S′′. We now first get f(x0) = M0, as required. Suppose
then (x, a, y) ∈ T ′. Since each state S is reachable from s0, there must then exist an action se-
quence a0, . . . , an ∈ A and a state sequence x0, . . . , xn+1 ∈ S′ such that for all i ≤ n we have
(xi, ai, xi+1) ∈ T ′ and where x = xn, a = an and y = xn+1. It follows from Claim 1 that
(Mn, an,Mn+1) ∈ T ′′, whereMn is the epistemic model induced by xn andMn+1 is the epis-
temic model induced by xn+1. We then get f(x) = f(xn) =Mn and f(y) = f(xn+1) =Mn+1

and hence (f(x), a, f(y)) ∈ T ′′, as required. Suppose instead that (f(x), a, f(y)) ∈ T ′′. Then we
need to prove that (x, a, y) ∈ T ′. There must exist an action sequence a0, . . . , an ∈ A and a state
sequenceM0, . . . ,Mn+1 ∈ S′′ such that for all i ≤ n we have (Mi, ai,Mi+1) ∈ T ′′ and where
f(x) = Mn, a = an and f(y) = Mn+1. From Claim 2 we now get that (xn, an, xn+1) ∈ T ′

where Mn is the epistemic model induced by xn and Mn+1 is the epistemic model induced by
xn+1. It follows that f(xn) = f(x) and f(xn+1) = f(y), and hence xn = x and xn+1 = y,
and thus finally (x, a, y) ∈ T ′, as required. For the observation functions, it finally follows that
for all comp(s) ∈ S′ we have Obs′(comp(s)) = Obs′′(f(comp(s))), since f(comp(s)) is the in-
duced epistemic model of comp(s), and hence Obs′′(f(comp(s))) = ({p | f(comp(s)) |= p}, {p |
f(comp(s)) |= ¬p}) = ({p | p ∈ t for all t ∈ comp(s)}, {p | p 6∈ t for all t ∈ comp(s)}) =
(Obs+(s), Obs−(s)) = Obs(s) = Obs′(comp(s)).

Example 5. Consider again the light switch domain D of Example 3. Letting P = {l, r, s} and
σ be a sound and complete set of observed transitions for D, the algorithm L(P, σ) will for the
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〈K(¬r ∧ ¬s) ∧ ¬Kw l, l¬rs〉 〈K(¬r ∧ ¬s) ∧ ¬Kw l,¬l¬rs〉

〈K(¬r ∧ s) ∧ ¬Kw l, l¬r¬s〉 〈K(¬r ∧ s) ∧ ¬Kw l,¬l¬r¬s〉

Figure 4: The event model Eflip provided as output of Algorithm 1 running on the light switch
domain.

move action produce the event model Emove presented in Figure 3 and for the flip action produce
the event model Eflip presented in Figure 3. Note that the event model Emove has four connected
components, corresponding to whether the move goes from the left to the right room (the first and
third connected component of Figure 3) or from the right to the left room (the second and fourth
connected component), and whether the move starts in a state where the switch/light is off (first
and second component) or on (third and fourth). In total, the two event models have 6 connected
components corresponding to the 6 transitions of the compatibility domain induced by D. Since
each connected component has 2 events, this appears to be an even less compact representation than
the compatibility transition system itself, but this is due to the event models representing action
outcomes as being nondeterministic rather than representing them as deterministically mapping into
a set of states (a “belief state”). The induced compatibility domain of course represents the exact
same information as the set of event models, only in a different way. It would probably be possible
to represent the event models more compactly, e.g. using a three-valued version of DEL where hav-
ing an event e with post(e)(p) = undefined would be a compact representation of the two events
〈pre(e), post(e)∪{p 7→ >}〉 and 〈pre(e), post(e)∪{p 7→ ⊥}〉. Such a representation would reduce
the event models of this example to only contain 6 events in total. We leave the detailed consideration
of such three-valued versions of DEL to a future paper. Another possible optimisation of the action
representation would be to use non-boolean postconditions, that is, postcondition mappings where
post(e)(p) can be an arbitrary formula. Actually, such postconditions are the most standard in DEL,
however, for simplicity we decided here to only work with boolean postconditions. As an example,
consider the second and fourth component of Figure 3. Using non-boolean postconditions [15], we
could represent the two left events of the two components by a single event 〈Kr ∧ ¬Kw s, post〉
with post(l) = >, post(r) = ⊥ and post(s) = l, and similarly for the two right events. Event pre-
conditions can also sometimes be simplified, e.g. the aforementioned event could in this context be
simplified to 〈Kr, post〉. In future work it will be relevant to consider extended learning algorithms
including methods for simplifying event models (ensuring that they still induce the same domain).

The learned event models of Figures 3–4 represent the explicit knowledge the agent can gain
about the domain. Given those event models, the agent can reason logically about its explicit knowl-
edge, including how the different actions affect this knowledge. For instance, it can easily be shown
that:

comp(s) |= ¬Kw l ∧ [Eflip ]Kw l ∧ [Eflip ][Emove ]Kl

Thus a learner having used Algorithm 1 to learn the dynamics of the domain and produced the
event models of the two figures, would be able to conclude that it initially doesn’t explicitly know
whether the light is on, that flipping the switch doesn’t change this, but both flipping the switch
and moving to the other room guarantees explicitly knowledge of the light being on. This can
potentially be used in combination with epistemic planning based on DEL [7]. For instance, if the
learner was given the planning goal Kl (turning on the light and explicitly knowing to have done
so), it would produce the plan (flip,move), since this is the shortest action sequence (a1, . . . , an)
satisfying comp(s) |= [a1] · · · [an]Kl. Note that if the learner was given the simpler goal l (“turn on
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Obs = >
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Figure 5: The compatibility domain D′ in-
duced by the magic box domain D of Exam-
ple 6.

¬p

f(comp(s0))
Obs = >

p

f(comp(s1))
Obs = p

flip

Figure 6: The unique observation determini-
sation of the compatibility domain D′ shown
left.

the light”), the plan would still be the same, since comp(s) 6|= [Eflip]l and comp(s) 6|= [Emove ]l.

5 Extending learning beyond explicit knowledge
We have presented a learning algorithm for learning explicit knowledge, and illustrated how it works
on the light switch domain. How about implicit learning in that domain? Is there more a learner
would be able to learn—or deduce—about the domain than what can be directly observed in each
state? In this domain, there isn’t. The learner of explicit knowledge has already identified the
underlying transition system up to isomorphism (ignoring the state representations), so it is only the
identification of which propositions are true in each state that are missing. Taking another look at
Figure 2, it can be seen that this additional insight can not be achieved. Consider for any choice
of states s′′i ∈ comp(si), i = 1, . . . , 3, the domain with states {s′′1 , . . . , s′′3} and with transition
function and observation function induced by the compatibility domain of Figure 2. No sequence
of observations of action executions can make the agent distinguish this new domain from the real
domain (the two domains are bisimilar, a notion to be formally introduced in the next section). Take
for instance s′′0 = s′0, s′′1 = s′1, s′′2 = s2 and s′′3 = s3. In the domain induced by these states, the
light is initially turned on (s′0), and flipping the switch makes it turn off (s′1). So the function of the
switch has been reversed, at least when the agent is in the left room. However, if moving into the
other room with the switch up, the light will actually go on again (s2), and if moving with the switch
down, the light will turn off (s3). So moving from one room to the other reverses the function of the
switch (making you perhaps reconsider which electrician to call for your next electrical wiring job).
For each choice of the s′′i , we can make a similar description of a domain that would make (some)
sense and that would be consistent with any observations that can be made in the domain (bisimilar
with the real domain). One could consider learners with an inductive bias that would make them
choose certain domains over others. An inductive bias could for instance be the simplicity (length)
of the produced set of event models, a kind of basic Ockham’s razor principle. However, it can
be shown that in the light switch domain, such an inductive bias will still not allow the learner to
uniquely settle on the correct domain. To sum up, the light switch domain doesn’t allow us to see any
difference between learning explicit or implicit knowledge. Let us know consider another domain
that does.

Example 6. Consider the domain D = ((S,A, T, s0),Ω, Obs) over P = {p} with S = {p,¬p},
A = {flip}, T = {(p,¬p), (¬p, p)}, Obs(¬p) = > and Obs(p) = p (that is, Obs(¬p) = (∅, ∅)
and Obs(p) = ({p}, ∅)). So the flip action flips the truth value of p, but the truth value is only
observable when true. It sounds perhaps a bit esoteric, since if p is observed when true, why don’t
we also observe it when false? Indeed, it is a bit esoteric, but there can be concrete examples of
this type. Consider a (magic) box that can either be empty (¬p) or full (p), and flip is the action of
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emptying it if full, and making it full if empty. Suppose further that when the box is empty its walls
are completely opaque, but when filled, the pressure on the bottom of the box activates a switch that
turns on a light inside the box so that its walls become transparent and it becomes visible that it is
full. In this case, when it is empty nothing is observed, Obs(¬p) = >, but when full, it is observed
to be full, Obs(p) = p.

A learner that is initially unfamiliar with the electronics inside the box and has only been exposed
to the state where it is empty and hence opaque, will of course both consider it possible that it is
empty and that it is full. So there should be no explicit knowledge about p in that state. However,
if the learner has also been exposed to the state where it is full, and has observed p in that state, the
learner should be able to conclude that when nothing is observed, p is false (the learner is supposed
to be aware that both the transition and observation function are deterministic). So it should be
possible for a learner to come to implicitly know the full dynamics of the domain.

Let us try to make these things a bit more formal. Consider first the induced compatibility
domain D′ = (S′, A, T ′, s′0),Ω, Obs′) of D, shown in Figure 5. Now note that both states of the
compatibility domain contain the state s1. A learner having identified D′ from its interactions with
the domain will then conclude that two distinct possible observations are possible in the state p: the
empty observation > (from the occurrence of the state p in comp(¬p)) and the observation p (from
the occurrence of the state p in comp(p)). Assuming the agent knows the observation function
to be deterministic, this is clearly a contradiction. A learner should be able to use the additional
knowledge of the observation function being deterministic to refine its representation of the domain.
We define an observation determinisation of a compatibility domain to be any domain D′′ defined
as follows. The domain of D′′ contains for each x ∈ S′ a state f(x) ⊆ x such that the set of states
{f(x) | x ∈ S′ } form a partition of S. The relations and functions on D′′ are then inherited from
D′ in the canonical way. The only way D′′ differs from D′ is that we have removed elements of
the states of D′ in order to ensure that each original state s ∈ S appears in exactly one state of D′′.
Since each pair of states of D′, and hence D′′, have distinct observations, this ensures that D′′ only
specifies a single observation for each original state s ∈ S. Considering the domain above as an
example, there only exists a single observation determinisation given by f(comp(¬p)) = {¬p} and
f(comp(p)) = {p}. The corresponding domain is shown in Figure 6. We can now of course also
define a notion of behavioural correctness with respect to a observation determination, and use that
to define a notion of implicit knowledge. We will not introduce the technical details here, but just
mention that it would be possible to learn event models with two relationsRe andRi, corresponding
to two modalities, Ke for explicit knowledge and Ki for implicit knowledge. We could require that
explicit knowledge is behaviourally correct with respect to the compatibility domain, and implicit
knowledge with respect to its observation determinisation. In that case, a learner would be able to
express facts such as:

comp(s0) |= Ki¬p ∧ ¬Ke¬p.

expressing that in the initial state it is implicitly known that the box is empty, but it is not explicitly
known. We previously gave examples of the usefulness of being able to express both kinds of
knowledge, e.g. in multi-agent settings.

The domain considered here is of course very simple. It only has a single observation determin-
isation, and that determinisation identifies the full underlying transition system. In general, domains
can have many observation determinisations, and then we can not expect there to be a single domain
to define behavioural correctness with respect to. Behavioural correctness would then have to be
defined in terms of behavioural equivalence with respect to a single or all observation determinisa-
tions. We leave these consideration for the next section focusing on learning algorithms for implicit
knowledge.
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Figure 7: The door knocking domain D of
Example 7.
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comp(pq)
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comp(¬p¬q)
Obs = ¬q

a

Figure 8: The compatibility domain D′ in-
duced by the door knocking domain shown
left.

The example above considered a notion of refinement of compatibility domains based on know-
ing that the observation function is deterministic. We will now give an example of a possible way to
refine compatibility domains based on knowing that the transition function is deterministic.

Example 7. Consider again the earlier sketched domain over P = {p, q} with a single action
a that produces the following sequence of observations: q, q,¬q, q, q,¬q, . . . . It could e.g. be
a domain where a is an action of knocking on a door that is initially closed (q), and only when
knocking twice will it open (¬q). Knocking once when open then closes it again. Formally, it
could be a represented as a domain D = ((S,A, T, s0), Obs,Ω) with S = {pq,¬pq,¬p¬q}, A =
{a}, T = {(pq,¬pq), (¬pq,¬p¬q), (¬p¬q, pq)}, s0 = pq and Obs(pq) = Obs(¬pq) = q and
Obs(¬p¬q) = ¬q. Note that, as earlier mentioned, the truth value of q is always observed, and the
truth value of p is never observed. The proposition p being true encodes that the door hasn’t been
knocked since it was last closed. The domainD is presented in Figure 7 and its compatibility domain
in Figure 8. Note that the compatibility domain is non-deterministic, since the state comp(pq) has
two outgoing a-edges. If the learner knows the underlying domain to be deterministic, it should
be able to refine D′ into a deterministic domain. In this case, we can not refine the compatibility
domain by simply modifying its existing states. There are simply too few states to make the transition
function nondeterministic.

We could probably alternatively define ways to “unfold” compatibility domains. Note that in
this particular example, the compatibility domain is obtained simply by identifying the two upper
states of Figure 7 (but in general the compatibility domain is not defined as a simple quotient in this
way, as the compatibility function doesn’t always induce an equivalence relation on states as the
previous example showed). As for observation determinisation, we would in general then get many
distinct ways of unfolding a compatibility domain. In this example, one unfolding would produce
the real domain, and another would e.g. produce the one with p swapped by ¬p everywhere. We are
not going pursue the technical details of defining such unfoldings in this paper. To define them in
detail, we would need to take into account whether an unfolding is consistent with the observations
received is not only a matter of which individual transitions have been observed, but also the order
of transitions. Unfolding the domain of Figure 8 can clearly be done in many different ways, also
in ways in which the frequency of observing ¬q is different, e.g. only observing ¬q every fourth
time (though that would require a bigger language P ). Observing streams of action executions
are here needed to determine which domain unfoldings are consistent with the actual underlying
domain. Furthermore, to produce all deterministic domains consistent with a given compatibility
domain, we would need to consider both observation determinisations (as in the previous example)
and unfoldings, potentially even interleaved. Defining algorithms for producing these domains, and
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then proving them to have the expected properties, is probably possible, but also non-trivial. Instead,
we are in the next section going to define a new algorithm for learning implicit knowledge that in a
more direct way builds all the domains consistent with the observed transitions, also taking the order
of action execution into account.

6 Learning implicit domain knowledge
At the beginning of Section 4, we informally described explicit knowledge as what is known because
it is directly observed in the current state, and implicit knowledge as whatever might additionally
be inferred from the history of earlier actions and general experience with the domain. To formalise
the notion of explicit knowledge, we introduced the notion of a compatibility domain: a domain
captures what is explicitly knowable about the real domain, and whose states are epistemic states.
A learner was then deemed behaviourally correct with respect to explicit knowledge if the learner
outputs a set of event models whose induced domain is isomorphic to the compatibility domain.

In this section, we proceed in a similar way with respect to implicit domain knowledge. We
first introduce the notion of a behavioural equivalence domain: a domain which captures what is
implicitly knowable about the real domain, and whose states are epistemic states. A learner will
be deemed behaviourally correct with respect to implicit knowledge if the learner outputs a domain
that is isomorphic to the behavioural equivalence domain. Note that this notion of behavioural
correctness is analogous to the one for explicit knowledge, except for one thing. In the case of
explicit knowledge, the learner was required to output a set of event models, whose induced domain
is isomorphic to the compatibility domain. For implicit knowledge, we will just require that the
learner outputs a domain that is isomorphic to the behavioural equivalence domain. We leave the
problem of learning the behavioural equivalence domain represented as a set of event models for
future work.

6.1 Implicit knowledge and behavioural equivalence
To formalise the notion that implicit knowledge is whatever can be inferred from a history of earlier
actions and general experience with the domain, we resort to the concept of behavioural equivalence.
Many different notions of behavioural equivalence have been proposed in the literature on labelled
transition systems (for an overview, see e.g. [21, Ch. 2]). Behavioural equivalence relations seek to
establish in which cases two transition systems offer similar interaction capabilities. The intuition is
that two systems should be equivalent if they cannot be distinguished by interacting with them. If
the initial states of two systems are behaviourally equivalent, then they cannot be taken apart by any
experience gathered from these initial states, through any sequence of actions.

In this section, we introduce notions of behavioural equivalence for domains, based on what the
agent can observe about the underlying transition system. Two domains will be deemed equivalent
if they cannot be taken apart, from observations, by interacting with them. In other words, we will
formalise implicit knowledge as knowledge up to behavioural equivalence. This is in fact as much
knowledge as a learner can possibly acquire. Learning proceeds by making “experiments” with, or
“testing” the domain, i.e., by taking certain sequences of actions and observing the results. But,
in two behaviourally equivalent domains, any such experiment yields the same observations. As a
result, the agent can only come to know with certainty the information that holds in every domain
that’s equivalent to the real one.

To define the behavioural equivalence relations used in this section, we need to fix some notions.
LetD = ((S,A, T, s0),Ω, Obs) be a deterministic domain over P . LetA∗ denote the set of all finite
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sequences of elements of A. An element of A∗ is called an action sequence or trace (see, e.g., [21]).
Each such trace defines an interaction with the system, e.g., the trace (move,move, flip,move) is
an interaction in the light switch domain of Example 3. We denote by Tr(D) the set of traces in
D. The execution trace of (ai)0≤i≤n from s is the sequence (ti, ai, ti+1)0≤i≤n, where t0 = s and
T (ti, ai) = ti+1, for 0 ≤ i ≤ n. That is, an execution trace is an alternating sequence of states
and actions ending with a state. We denote the set of executions traces from s by ExTr(D, s) :=
{ε | ε is the execution trace of α from s, α ∈ Tr(D)}. A maximal execution trace is either a finite
execution trace that ends in a state without any successors, or an infinite execution trace. In the case
of domains, as actions are universally applicable, any maximal trace is infinite. An execution trace
is called initial if it starts in the initial state s0. The observation trace for (si, ai, si+1)0≤i≤n is the
sequence (Obs(si), ai, Obs(si+1))0≤i≤n. We denote by

ObsTr(D, s) := {τ | τ is the observation trace for ε, ε ∈ ExTr(D, s)}

the set of observations traces from s. Maximal and initial observation traces are defined as done for
execution traces.

Let D = ((S,A, T, s0),Ω, Obs) and D′ = ((S′, A′, T ′, s′0),Ω′, Obs′) be two domains. The first
behavioural equivalence we discuss is trace equivalence. The standard notion is defined for transi-
tion systems. According to standard trace equivalence, two states s ∈ S and s′ ∈ S′ are equivalent
iff they can perform exactly the same sequences of actions. The transition systems (S,A, T ) and
(S′, T ′, A′) are then called trace equivalent if their starting states are trace equivalent. We adapt
the notion to domains as follows. Two states s and t are trace equivalent iff the same traces are
executable from s and t, and for each such trace, its execution in s and its execution in s′ produce
the same observation trace.

Definition 9. Let D = ((S,A, T, s0),Ω, Obs) and D′ = ((S′, A′, T ′, s′0),Ω′, Obs′) be two deter-
ministic domains over P . Two states s ∈ S and s′ ∈ S′ are called trace equivalent iff ObsTr(D, s) =
ObsTr(D′, s′). D and D′ are called trace equivalent iff their starting states s0 and s′0 are trace equiv-
alent.

For transition systems, the classical alternative to trace equivalence is bisimilarity. We introduce
a version of bisimulation for domains which relates two states s and t when s and t are observa-
tionally indistinguishable, and such that if one state can perform an action, then the other must also
be able to perform the same action, in such a way that the resulting states are again observationally
indistinguishable.

Definition 10. Let D = ((S,A, T, s0),Ω, Obs) and D′ = ((S′, A, T ′, s′0),Ω, Obs′) be two deter-
ministic domains over P . A relation Z ⊆ S × S′ is called a bisimulation between S and S′ if for
every s ∈ S and s′ ∈ S′, the following conditions hold:

Observational indistinguishability: if sZs′, then Obs(s) = Obs′(s).

Forth: if sZs′ and (s, a, t) ∈ T , then there exists a t′ ∈ S′ s.t. (s′, a, t′) ∈ T ′ and tZt′.

Back: if sZs′ and (s′, a, t′) ∈ T ′, then there exists a t ∈ S s.t. (s, a, t) ∈ T and tZt′.

Two states s ∈ S and s′ ∈ S are called bisimilar, denoted s↔s′, if there is a bisimulation Z such
that sZs′. The domains D and D′ are called bisimilar, denoted D↔D′, iff their starting states are
bisimilar, i.e., s0↔s′0 .

Example 8. Figure 9 shows the eight domains that are bisimilar to the door knocking domain of
Example 7.
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s0 : pq ¬pqa

p¬q
aa

D1

s0 : pq ¬pqa

¬p¬q
aa

D2

s0 : ¬pq pqa

p¬q
aa

D3

s0 : ¬pq pqa

¬p¬q
aa

D4

Figure 9: The domains D1, . . . ,D4 that are bisimilar to the door knocking domain of Example 7.

For deterministic transistion systems, trace equivalence and bisimilarity coincide (see, e.g. [21]).
That is, two deterministic transition systems are trace equivalent iff they are bisimilar. The following
lemma shows that trace equivalence and bisimilarity for deterministic domains also coincide.

Lemma 1. Two deterministic domains D and D′ over P are trace equivalent iff they are bisimilar.

Proof. Let D = ((S,A, T, s0),Ω, Obs) and D′ = ((S′, A, T ′, s′0),Ω, Obs′) be two deterministic
domains over P .

(⇒) Suppose that D and D are trace equivalent. Then ObsTr(D, s0) = ObsTr(D′, s′0). De-
fine a relation Z by sZs′ iff ObsTr(D, s) = ObsTr(D′, s′). Thus, Z relates s0 and s′0 by defi-
nition. To show that Z is a bisimulation, we show conditions (i)-(iii) for bisimulations. Suppose
that sZs′. For condition (i), take any observation trace (o, . . . ) ∈ ObsTr(D, s). Then Obs(s) =
o. Since sZs′, we have ObsTr(D, s) = ObsTr(D′, s′) and hence (o, . . . ) ∈ ObsTr(D′, s′).
This implies Obs′(s′) = o, and hence Obs′(s′) = o = Obs(s), as required. For condition (ii),
suppose that sZs′ and (s, a, t) ∈ T . Since (s, a, t) ∈ T , we get (s, a, t, . . . ) ∈ ExTr(D, s).
Hence, (Obs(s), a, Obs(t), . . . ) ∈ ObsTr(D, s), and since ObsTr(D, s) = ObsTr(D′, s′), we get
(Obs′(s′), a, Obs′(t′), . . . ) ∈ ObsTr(D′, s′), for some t′ ∈ S. Since Obs(s) = Obs′(s′), Obs(t) =
Obs′(t′) and ObsTr(D, s) = ObsTr(D′, s′), we get

ObsTr(D, t) = {(Obs(t), . . . ) | (Obs(s), a, Obs(t), . . . ) ∈ ObsTr(D, s)}
= {(Obs′(t′), . . . ) | (Obs′(s′), a, Obs′(t′), . . . ) ∈ ObsTr(D′, s′)}
= ObsTr(D′, t′).

Condition (iii) is symmetric.
(⇐) Suppose thatD↔D′, i.e., there is a bisimulationZ such that s0Zs

′
0. To show ObsTr(D, s0) =

ObsTr(D′, s′0), we prove inclusion both ways. Let (Obs(si), ai, Obs(si+1))i≤n ∈ ObsTr(D, s0).
Then (si, ai, si+1)i≤n ∈ ExTr(D, s0). By the forth condition, there are s′1, . . . , s

′
n+1 ∈ S′ such that

(s′i, ai, s
′
i+1) ∈ T ′, siZs′i, for all 0 ≤ i ≤ n. Since siZs′i, Obs(si) = Obs′(s′i) for all 0 ≤ i ≤ n.

Thus, (Obs(si), ai, Obs(si+1))i≤n ∈ ObsTr(D′, s′0). The proof for ObsTr(D′, s′0) ⊆ ObsTr(D, s0)
is analogous to the one just given, except for using the back condition instead of the forth one.
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6.2 Behavioural equivalence domain
We now have all prerequisite notions to define the behavioural equivalence domain. Before defining
the domain formally, we provide some intuition about it. Consider an agent situated in the initial
state s0 of a domain D. In epistemic terms, s0 is therefore the actual world. Since the agent only
has access to observations of states, it cannot distinguish it from the initial state s′0 of any other
bisimilar domainD′. The agent therefore considers s′0 as a possible world. That is, the agent’s initial
uncertainty can be represented by the set W0 of initial states from all domains that are bisimilar to
D. Now, the agent is unable to tell, just from its observations, whether it is interacting with the real
domain, or a bisimilar equivalent alternative. Thus, after executing any action a in s0, the agent
won’t be able to distinguish the a-successor s1 of s0, from the a-successor s′1 of the bisimilar state
s′0. That is, after a is executed, the agent’s new state of uncertainty can be represented by the set of
a-successors of the states in W0. The definition of the behavioural equivalence domain follows this
intuition.

Definition 11. LetD = ((S,A, T, s0),Ω, Obs) be a domain overP and {((Si, A, T i, si0),Ω, Obs)}1≤i≤n
be the set of domains that are bisimilar to D. The behavioural equivalence domain induced by D is
the domain D′ = ((S′, A′, T ′, s′0),Ω′, Obs′) given by

• (si0)1≤i≤n ∈ S′ and for a ∈ A: if (si)1≤i≤n ∈ S′ then (T i(si, a)1≤i≤n) ∈ S′.

• A′ := A.

• T ′((si)1≤i≤n, a) = (T i(si, a))1≤i≤n.

• s′0 = (si0)1≤i≤n ∈ S′.

• Ω′ := Ω.

• Obs′((si)1≤i≤n) := Obs1(s1) = · · · = Obsn(sn).

We also call D′ the domain based on {((Si, A, T i, si0),Ω, Obs)}1≤i≤n.

The behavioural equivalence domain can be thought of as a type of parallel composition of all
the domains that are bisimilar to D. We refer to the states of the behavioural equivalence domain
as global states and to its transitions as global transitions. The state space of the the behavioural
equivalence domain is built recursively. The tuple (si0)1≤i≤n, which has the initial states of all
bisimilar domains as components, is the initial global state. Then for each global state (si)1≤i≤n ∈
S′ and each action a ∈ A′, we add to the set of global states the tuple (T i(si, a)1≤i≤n), which
has as i-th component the a-successor of si. The global transition function maps the global state
(si)1≤i≤n ∈ S′ and the action a to the global state that has as i-th component the a-successor
of si. The set of observations Ω′ is the same as Ω, the one from the real domain and any of its
bisimilar alternatives. The observation function Obs′ assigns to the global state (si)1≤i≤n ∈ S′ the
same as the observation that each Obsi assigns to its i-th component.2 Note that the behavioural
equivalence may have two non-identical global states (si)1≤i≤n ∈ S′ and (ti)1≤i≤n ∈ S′ with the
same underlying sets, i.e., {si}1≤i≤n = {ti}1≤i≤n.

In a global state of the behavioural equivalence domain, we consider the implicit knowledge of
the agent to be what is true in all its component states. For φ ∈ LDEL(P )

(s1, . . . , sn) |= φ iff si |= φ for all i ∈ {1, . . . , n}
2The observation function is well-defined, as the components of a global state are all bisimilar (else, the forth condition

would be violated) and thus all receive the same observation.
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To make the notion of more formally correct in an epistemic setting, we identify any each global
state s = (si)1≤i≤n with an induced epistemic model Ms = (W,R, V ) with W = {si}1≤i≤n,
R = W ×W and V (w) = w. By this identification, we can evaluate epistemic formulas in global
states, e.g. we then have (s1, . . . , sn) |= Kφ iff φ is true in every world (state) si. The modal
operator K is here interpreted as the operator for implicit knowledge. In the following, we will
generally identify global states s with their induced epistemic models Ms without notice. It will
be clear from the context whether a global state should be considered as just that or as the induced
epistemic model.

Example 9. Figure 10 depicts the behavioural equivalence domain induced by the door knocking
domain from Example 7. Each global state (s1, . . . , s4) is depicted as a node, and the node is
labelled by {s1, . . . , s4}. For example, the global state whose components are the initial states of
domains D1, . . . ,D4 from Figure 9, is (pq, pq,¬pq,¬pq). The global state is depicted as the left-
most node in the figure, and labelled by {pq,¬pq}. The a-successor of this node is the global state
(¬pq,¬pq, pq, pq), which has the same label {pq,¬pq}. Note that these two global states are not
equivalent in terms of implicit knowledge. In the latter state, the agent knows that she can reach a
global state in which ¬q is observed by doing a once, whereas in the former, she knows that she
cannot do so. Letting the left-most global state be s, and its a-successor be s′, we can see that
s |= K[a][a]¬q, whereas s′ |= K[a][a]q, where K is interpreted as the implicit knowledge operator.

pq

¬pq
pq

¬pq
a

p¬q
¬p¬q

aa

Figure 10: The behavioural equivalence domain induced by the door knocking domain from Exam-
ple 7.

6.3 Behavioural correctness and learnability
If a domain D is isomorphic to the behavioural equivalence domain, it means that the domain repre-
sents all that is implicitly knowable about the domain. A learner that learns to identify such domain
will be called behaviourally correct with respect to implicit knowledge.

Definition 12. Let D = ((S,A, T, s0),Ω, Obs) and D′ = ((S′, A′, T ′, s′0),Ω′, Obs′) be domains.
We say that D′ is behaviourally correct with respect to implicit knowledge if it is isomorphic to the
behavioural equivalence domain induced by D.

In the next sub-section, we will present a learning algorithm for implicit knowledge and prove
that it produces a domain that is isomorphic to the behavioural equivalence domain, when presented
with a certain set of observation traces for the initial state of the real domain. But before looking
at this specific learner, let us discuss the issue of whether behavioural correctness with respect to
implicit knowledge is achievable, in general, when presented with a finite set of observation traces
for the initial state of the real domain. Note that the set of observation traces for an initial state s0 may
be infinite. For example, an unknown domain with a single state s0 and a single loopy action a, i.e.,
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(s0, a, s0) ∈ T induces infinitely many observation traces. I.e., there are infinitely many observation
traces that the agent could potentially learn from. In fact, since we assume universal applicability
of actions, every domain has an infinite set of observation traces. However, does the learner need to
see all possible observation traces to achieve behavioural correctness? As we will soon show, the
answer is: no. A learner that wants to achieve behavioural correctness, i.e., to produce a domain
that is isomorphic to the behavioural equivalence of the real domain, can do so in finite time, from
a finite set of observation traces. Borrowing freely some notions from formal learning theory [28,
23], we can then say that the behavioural equivalence domain is finitely identifiable: the agent can
conclusively learn it in finite time (up to isomorphism), given an appropriate set of observation
traces. This is in contrast with identifiability in the limit [20], which holds for any learning process
in which the learner converges to the right solution after seeing finitely many inputs, but does not
necessarily know at which point convergence takes place. In formal learning theory, a set that enables
finite identification is called a definite finite tell-tale set (DFTT for short, see [28, 23]). We adapt
this notion to our setting.

Definition 13. Let D = ((S,A, T, s0),Ω, Obs) be a domain over P . A set Σ ⊆ ObsTr(D, s0) is
called a definite finite tell-tale (DFTT) for D if

(i) Σ is finite;

(ii) for any domain D′ = ((S′, A, T ′, s′0),Ω, Obs′) over P , if Σ ⊆ ObsTr(D′, s′0) then D↔D′.

As we show next, every domainD over P has a DFTT, and such a DFTT is sufficient for learning
a behaviourally correct domain with respect to D in finite time.

Proposition 1. Every domain over P has a DFTT for it.

Proof. Let D = ((S,A, T, s0),Ω, Obs) be a domain over P . Note that in condition (ii) for DFTTs,
we quantify over domains over P with the same set of actions and observations as D, as bisimilarity
is defined for domains with the same sets of actions and observations. As P , A and Ω are finite, this
set of domains is finite. Let D1, . . . ,Dn be an enumeration of all domains over P with actions A
and observations Ω, and for each Di, define a function Qi : A∗ → {0, 1} by

Qi(x) =

{
1 if D and Di produce the same observation trace based on x from their initial states
0 otherwise

Every domain Di which is not bisimilar to D is also not trace equivalent to it (Lemma 1). Hence,
the function Qi outputs 0 at least on one of its inputs. For each 1 ≤ i ≤ n for which Qi outputs 0
at least once, pick one xi with Qi(xi) = 0, and let τi be the observation trace produced by D based
on xi. Define the set Σ consisting of all such τi. We claim that Σ is a DFTT. For condition (i): Σ is
clearly finite, since the τi range over 1 ≤ i < n. For condition (ii), take a domain D′ and suppose
that F ⊆ ObsTr(D′, s′0). For a contradiction, suppose that D′ is not bisimilar to D. D′ = Di, for
some i ∈ {1, . . . , n}. Since Di is not bisimilar to D, by construction of Σ, τi 6∈ ObsTr(Di, s′0).
Hence Σ 6⊆ ObsTr(Di, s′0), which gives a contradiction.

Proposition 1 shows, non-constructively, that a DFTT exists for each domain D over P . But we
can in fact do better and bound the length of the observation traces in a DFTT.

Proposition 2. Every domain over P has a DFTT consisting of all observation traces that have
22|P | actions.
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Proof. Let D1 = ((S1, A, T 1, s1
0),Ω, Obs1) be a domain over P . Note that in condition (ii) for

DFTTs, we quantify over domains over P with the same set of actions and observations as D1,
as bisimilarity is defined for domains with the same sets of actions and observations. For each
domain over P of the form D2 = ((S2, A, T 2, s2

0),Ω, Obs2), we can construct a product domain
D = ((S,A, T, s0),Ω, Obs) where S = S1 × S2, for all (s, s′) ∈ S and a ∈ A, T ((s, s′), a) =
(T 1(s, a), T 2(s′, a)), Obs((s, s′)) = (Obs(s), Obs(s′)) and s0 = (s1

0, s
2
0). If D1 and D2 are trace

inequivalent, there will be a trace in D leading to a state (s, s′) with Obs(s) 6= Obs(s′). Now note
that the number of states in D is |S1| × |S2| ≤ 2|P | · 2|P | = 22|P |. From the definition of domains,
we know that (s, s′) is reachable from s0. And if (s, s′) is reachable from s0, then it is reachable by
a simple path, i.e., a sequence of alternating states and actions that does not visit the same state twice
(for a proof see, e.g., [11, Th 6]), Hence we don’t need to consider paths longer than that, since if a
state (s, s′) with Obs(s) 6= Obs(s′) is reachable, it will be reachable by a simple path, and hence a
path of length at most 22|P |.

Using the bound for the size of a DFFT established in Proposition 2, we can define a notion of a
sound and complete set of observation traces for a domain.

Definition 14. Let D = ((S,A, T, s0),Ω, Obs). A sound and complete set of observation traces Σ
for D is a subset of ObsTr(D, s0) such that every observation trace from s0 with 22|P | actions is in
Σ.

Having established the existence of DFTTs, we can know show that domains can be identified,
up to bisimilarity, in finite time.

Proposition 3. If there is a DFTT for D over P , then it is possible to learn a domain that is be-
haviourally correct with respect to implicit knowledge in finite time.

Proof. Let Σ be a DFTT for D.

Claim 1. Σ features all actions and observations in D.
Proof of Claim 1. For a contradiction, suppose that there is an action a ∈ A which doesn’t oc-
cur in any observation trace of Σ. Define a domain D′ with S′ = S, A′ = A, s0 = s′0 and
T ′(s, a′) = T (s, a′) for all a ∈ A − {a}. Let T (s0, a) = t, and choose an observation for t in D′
so that Obs′(t) 6= Obs(T (s0, a)). Then D and D′ have different observation traces, and thus are
not bisimilar, but F ⊆ ObsTr(D′, s′0). This gives a ccontradiction. Now suppose that there is some
observation o ∈ Ω not featured in Σ. Let s ∈ S be some state with Obs(s) = o. Define D′ as D
except for Obs(s) 6= Obs′(s). Since o does not occur in Σ, Σ ⊆ ObsTr(D′, s′0), which guves a
contradiction. This completes the proof of Claim 1.

From Claim 1, we know that all actions and observations fromD appear in Σ. LetD1, . . . ,Dn be
an enumeration of all domains over P with actions A and observations Ω. For each domain D′ over
P , check if Σ ⊆ ObsTr(D′, s′0). Any domain passing this check is, by definition, bisimilar to D. As
the set of domains over P with actions A and observations Ω is finite, and Σ is a finite set of finite
sequences (Proposition 1), this check can be done in finite time. Once we have computed the set
D of domains passing the check, we can construct the behavioural equivalence domain based on D,
following Definition 11. As D is the set of domains bisimilar to D, and the behavioural equivalence
domain induced byD is simply the domain based on such set, we will have constructed, from D, the
behavioural equivalence domain induced by D.

Proposition 3 shows that every domain D can be identified, up to bisimilarity, in finite time. Of
course, the procedure suggested in the proof is costly. It requires that we enumerate all possible
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domains over P , and check if they contain the DFTT for D. The learner presented in the next sub-
section avoids such an enumeration, constructing the bisimilar domains from Σ in an incremental,
bottom-up fashion. The learner does so with a sound and complete set of observation traces.

6.4 A behaviourally correct learner of implicit knowledge
We now present our second learner of the paper and prove that it achieves its goal (producing a
behaviourally correct domain) when presented with a sound and complete set of observation traces
from the initial state of the real domain. The learner first finds all and only those domains that
are bisimilar to the real domain D, in an incremental fashion. It then computes and outputs the
behavioural equivalence domain based on this set of domains, which is, by definition, the same as
the behavioural equivalence domain induced by D.

To describe the learner, we need the following additional technical definition. A possible history
for observation trace (oi, ai, oi+1)0≤i≤n is a sequence h = (s̄i, oi, ai, s̄i+1, oi+1)0≤i≤n where s̄i ∈
comp(oi) for 0 ≤ i ≤ n+1. Intuitively, h hypothesises the state s̄i that gave rise to the observations
oi. Since observations are non-noisy, it is only relevant to consider hypothesised states that are
compatible with the observations. By choosing such states to explain (oi, ai, oi+1)0≤i≤n, the history
h induces a possible domain that could have generated it.

Definition 15. Let (oi, ai, oi+1)0≤i≤n be an observation trace and h = (s̄i, oi, ai, s̄i+1, oi+1)0≤i≤n
be a possible history for it. The domain Dh = ((Sh, Ah, Th, sh0 ),Ωh, Obsh) induced by h is given
by

• Sh := {s̄i | i = 0, . . . , n+ 1}

• Ah := {ai | i = 0, . . . , n}

• Th := {(s̄i, ai, s̄i+1) | i = 0, . . . , n}

• sh0 = s̄0

• Ωh := {oi | i = 0, . . . , n+ 1}

• Obsh(s̄i) = oi, for i = 0, . . . , n+ 1.

The learner has three related components, described in Algorithms 2 and 3, and Definition 16.
The procedure in Definition 16 builds on the output of Algorithm 3, which builds on the output
of Algorithm 2. Algorithm 2, called Histories(P, τ), generates a set of possible histories from a
set of proposition symbols P and a single observation trace τ . The algorithm generates the set of
all possible histories for τ , assuming the domain is described by propositional symbols P . Each
history h outputted by this algorithm on input τ induces a domain Dh over P that mimics the
interaction seen in τ . However, as τ may not exhibit every possible interaction with the real domain
D, Dh provides a partial description of D. One would expect that such partial descriptions could
be “stitched together”, with some care, to generate complete domain descriptions that are bisimilar
to D. Algorithm 3 presents a procedure, Domains(P,Σ), which does precisely that. Given a set
of observation traces Σ = {τ1, . . . , τn}, it calls Algorithm 2 with inputs τi, 1 ≤ i ≤ n. Each
call produces a set of histories Hi for τi. Domains(P,Σ) then checks each set of histories of the
form H = {h1, . . . , hn | hi = (s, . . . ), hi ∈ Hi, 1 ≤ i ≤ n}, and constructs a domain DH by
taking the union of the components of the domains Dhi , component-wise. If DH is deterministic,
the domain is added to a set D. The set of domains D is the output of Domains(P,Σ). Intuitively,
each DH ∈ D is a domain that mimics all trace observation in the input, without breaking the
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condition of determinism for domains. Proposition 4 shows that Domains(P,Σ) produces all and
only the domains that are bisimilar to the real domain D, when Σ is a sound and complete set of
obseravtion traces for D. Definition 16 describes the overall learner, L1(P,Σ), which returns the
behavioural equivalence domain based on the set of domains outputted by Domains(P,Σ). Since
this set is the set of domains that are bisimilar to D, the output of L1(P,Σ) is just the behavioural
equivalence domain induced by D. Thus, as stated in Theorem 2, L1(P,Σ) outputs a domain that is
behaviourally correct with respect to implicit knowledge.

Algorithm 2: Histories(P, τ)

Input : P (propositional symbols), τ = (o0, a0, o1, . . . , on, an, on+1) (observation trace).
Output: Hn (possible histories).

1 for i = 0, . . . n do
2 Coni := {(s̄i, s̄i+1) ∈ 2P × 2P | s̄i ∈ comp(oi), s̄i+1 ∈ comp(oi+1)};
3 Hi = ∅;
4 for (s̄i, s̄i+1) ∈ Coni do
5 if i = 0 then
6 Start a history h = (s̄0, o0, a0, s̄1, o1);
7 if Dh is deterministic then
8 H0 := H0 ∪ {h};
9 else

10 for h = (s̄0, o0, . . . , s̄i, oi) ∈ Hi−1 do
11 h′ := (s̄0, o0, . . . , s̄i, oi, ai, s̄i+1, oi+1);
12 if Dh′ is deterministic then
13 Hi := Hi ∪ {h′};
14 end
15 end
16 end
17 end
18 return Hn;

Algorithm 3: Domains(P,Σ)

Input : P (propositional symbols), Σ = {τ1, . . . , τn} (set of observation traces).
Output: D (set of domains over P ).

1 D := ∅;
2 for i = 1, . . . , n do
3 Hi := the output of Histories(P, τi);
4 end
5 for h1 ∈ H1, . . . , hn ∈ Hn do
6 if h1, . . . , hn all start in the same state s0 then
7 H := {h1, . . . , hn};
8 sH0 := s0;
9 DH := ((

⋃k
i=1 S

hi ,
⋃k
i=1A

hi ,
⋃k
i=1 T

hi , sH0 ),
⋃k
i=1 Ωhi ,

⋃k
i=1Obs

hi);
10 if DH is deterministic then
11 D := D ∪ {DH}
12 end
13 return D;
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Figure 11: A visualisation of the execution of Histories(P, τ) algorithm (Algorithm 2) with input
P = {p, q} and the observation trace τ = (q, a, q, a,¬q, a, q, a, q) from the door knocking domain.

Definition 16. The learner L1(P,Σ), with inputs P (set of propositions) and Σ (set of observa-
tion traces), returns the behavioural equivalence domain based on the set of domains outputted by
Domains(P,Σ) with inputs P and Σ.

Example 10. Figure 11 visualises the behaviour of the Histories(P, τ) algorithm (Algorithm 2)
when executed with P = {p, q} and the observation trace τ = (q, a, q, a,¬q, a, q, a, q) from the
door knocking domain. The algorithm iterates over i = 0, 1, 2, 3. At step 0, it generates the set
Con0 = {(s̄0, s̄1) | s̄0, s̄1 ∈ comp(q)} = {(pq, pq), (pq,¬pq), (¬p, p), (¬p,¬p)}. The algorithm
starts a history (s̄0, q, a, s̄1, q) for each such pair, as they all induce deterministic domains. Each
path of length 1 starting at the root of a tree corresponds to one such history. At step 1, the algorithm
computes Con1. For each pair (s̄1, s̄2) ∈ Con1, it considers each history from step 0 whose last
state is s̄1 and tries to extend it with (a, s̄2,¬q). On the left tree, two history extensions are tried and
discarded (those marked in red), since they would induce the non-deterministic transition functions
T (pq, a) = {pq, p¬q} and T (pq, a) = {pq,¬p¬q}. On the right tree, the history extensions marked
in red are also discarded, as they would induce non-deterministic transition functions as well. The
remaining extensions, marked in green, are accepted. In step 2, the histories generated in step 1
are again extended. In step 3, several possible history extensions are discarded, since they would
yield non-determinstic domains. The algorithm then outputs the set of histories {h1, . . . , h4}, each
corresponding to a path from one root of a tree to a leaf of that tree.

Figure 12 shows the output of the Domains(P,Σ) algorithm (Algorithm 3) when executed with
P = {p, q} and Σ = {τ}. The algorithm first calls Histories(P, τ), which as just seen, generates the
set of histories {h1, . . . , h8}. The algorithm then generates one domain D{hi} for each 1 ≤ i ≤ n.
Note that D{hi} is the same domain as Di from Figure 9, which depicted all domains bisimilar to
the door knocking domain. The algorithm has thus produced all and only those domains that are
bisimilar to the door knocking domain.
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Figure 12: The domains D{h1}, . . . ,D{h4} outputted by Domains(P, {τ}) (Algorithm 3) with input
P = {p, q} and the observation trace τ = (q, a, q, a,¬q, a, q, a, q) from the door knocking domain.

Finally, the learnerL1(P,Σ), on inputP = {p, q} and Σ = {τ}, takes the result of Domains(P, {τ}),
i.e., {Dh1 , . . . ,Dh8}, and returns the behavioural equivalence domain based on {Dh1 , . . . ,Dh8}.
As {Dh1 , . . . ,Dh8} = {D1, . . . ,D1}, the output of L1(P,Σ) is in fact the behavioural equivalence
domain induced by the door knocking domain.

Proposition 4. With inputP and Σ a sound a complete set of observation traces forD, Domains(P,Σ)
returns the set of deterministic domains over P that are bisimilar to D.

Proof. Throughout the proof, let τ1, . . . , τk be an enumeration of Σ let Hi denote the output of
Histories(P, τi), and denote each τi as follows:

τi = ((Obs(sij), a
i
j , Obs(s

i
j+1))0≤j≤n.

The execution trace associated with τi will be denoted εi.
(⊆) We show first that Domains(P,Σ) ⊆ {D′ | D↔D′}. Let DH ∈ Domains(P,Σ), H =

{h1, . . . , hk}. We refer to the components of DH as SH , AH , etc. We’ll show that DH↔D. Note
that each hi ∈ H is a possible history for τi, i.e., hi ∈ Hi. Note that hi can thus be written as
follows:

hi = (s̄ij , Obs(s
i
j), a

i
j , s̄

i
j+1, Obs(s

i
j+1))0≤j≤n

where each s̄ij is some state from comp(oij). Define a relation Z ⊆ S × SH by

sZs′ iff s = sij and s′ = s̄ij for some i ∈ {1, . . . , k} and some j ∈ {0, . . . , n}.

We claim that Z is a bisimulation between D and Dh. I.e., Z satisfies (i) s0Zs
H
0 , (ii) Observational

indistinguishability, (iii) Forth, and (iv) Back.

(i) Since each τi ∈ ObsTr(D, s0), s1
0 = s2

0 = · · · = sk0 = s0. By definition of DH , s̄1
0 = s̄2

0 =
· · · = s̄k0 = sH0 (line 8, Algorithm 3). Thus, by definition of Z, s0Zs

H
0 .

(ii) Let sijZs̄
i
j . From lines 6 and 11 of Algorithm 2 and the definition of Dhi , it follows that

Obs(sij) = Obshi(s̄ij). Since DH is deterministic (line 10, Algorithm 3) ObsH(s̄ij) =

Obshi(s̄ij), since ObsH =
⋃
iObs

hi (line 9, Algorithm 3). Hence Obs(sij) = ObsH(s̄ij).
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(iii) Suppose that sZs′ and T (s, a) = t. As sZs′, s = sij and s′ = s̄ij for some i ∈ {1, . . . , k} and
some j ∈ {0, . . . , n}. Consider an execution trace of the form

ε = (s0, a
i
0, . . . , a

i
j−1, s, a, t, . . . )

with n actions. Note that ε ∈ Tr(D, s0), so there is some ` ∈ {1, . . . , k} such that ε = ε`. It
thus follows that t = s`j+1 and that τ` ∈ ObsTr(D, s0).

Claim 1. s̄im = s̄`m implies s̄im+1 = s̄`m+1, for 0 ≤ m ≤ j − 1.

Suppose for contradiction that for some m, s̄im = s̄`m but s̄im+1 6= s̄`m+1. From lines 6 and
11 of Algorithm 2, we can see that then (s̄im, a

i
m, s̄

i
m+1) ∈ Thi and (s̄`m, a

i
m, s̄

`
m+1) ∈ Th` .

By definition of DH (line 9, Algorithm 3), (s̄im, a
i
m, s̄

i
m+1), (s̄`m, a

i
m, s̄

`
m+1) ∈ TH . But then,

since s̄im+1 6= s̄`m+1, TH is not deterministic, which is a contradiction. This completes the
proof of Claim 1.

Note that s̄i0 = s̄`0 = sH0 , by definition ofDH . From Claim 1, we then get s̄ij = s̄`j . From lines
6 and 11 of Algorithm 2, we get that Th`(s̄ij , a) = s̄`j+1. By definition of DH , TH(s̄ij , a) =

s̄`j+1. As s′ = s̄ij and t = s`j+1, letting t′ = s̄`j+1 we get: there is a t′ ∈ SH s.t. TH(s′, a) = t′

and tZt′.

(iv) Let sZs′ and TH(s′, a) = t′. As sZs′, s = sij and s′ = s̄ij for some i ∈ {1, . . . , k} and some
j ∈ {0, . . . , n}.
From TH(s′, a) = t′, by definition of TH , it follows that there is some Th` such that s′ = s̄`m,
t′ = s̄`m+1 and Th`(s′, a) = t′. As s̄ij = s′ = s̄`m, we get TH(s̄ij , a) = s̄`m+1. As actions are
universally applicable, there is some t ∈ S such that T (s, a) = t. Consider an execution trace
of the form

ε = (s0, a
i
0, . . . , a

i
j−1, s, a, t, . . . )

with n actions. Note that ε ∈ Tr(D, s0), so there is some p ∈ {1, . . . , k} such that ε = εp.
It thus follows that t = spj+1 and τp ∈ ObsTr(D, s0). From Claim 1, we get s̄ij = s̄pj , so
from lines 6 and 11 of Algorithm 2, we get Thp(s̄ij , a) = s̄pj+1. By definition of TH , we
get TH(s̄ij , a) = s̄pj+1. But since we already know that TH(s̄ij , a) = s̄`m+1 and that TH
is deterministic, we get s̄pj+1 = s̄`m+1. Since s = sij , t = spj+1 andt′ = s̄`m+1, we get:
T (s, a) = t and tZt′.

(⊇) We show now that Domains(P,Σ) ⊇ {D′ | D↔D′}. By Lemma 1, this is equivalent to
showing Domains(P,Σ) ⊇ {((S′, A′, T ′, s′0),Ω′, Obs′) | ObsTr(D, s0) = ObsTr(D′, t0)}, which
is what we will do. Assume that ((S′, A′, T ′, t0),Ω, Obs) satisfies ObsTr(D, s0) = ObsTr(D′, t0).
Let τi ∈ Σ. Since τi ∈ ObsTr(D, s0),τi ∈ ObsTr(D′, s′0). Since si0 ∈ comp(si0) and si1 ∈
comp(si1), looking at line 6 of Algorithm 2, we can see that at step 0 of Histories(P, τi), history
h = (si0, Obs(s0), ai0, s

i
1, Obs(s1)) is created. At each step j > 0, since sij ∈ comp(sij) and

sij+1 ∈ comp(sij+1), looking at lines 10-11 of Algorithm 2, we can see that the extension

h′ = (si0, Obs(s0), ai0, s
i
1, Obs(s1) . . . , sj , Obs(sij), a

i
j , s

i
j+1, Obs(s

i
j+1))

of h is such that h′ ∈ Hj (line 11 of Algorithm 2). For τi, let hi denote the history

hi = (si0, Obs(s0), ai0, s
i
1, Obs(s1) . . . , si|S|, Obs(s

i
|S|), a

i
|S|, s

i
n, Obs(s

i
n).

As hi is one of the histories created at the last step of the iteration in Histories(P, τi), hi is a
member of the output of Algorithm 2 (line 17). This process takes place for each τi ∈ Σ when
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Histories(P, τi) is executed, so the output of each call of Histories(P, τk) includes the history hi,
for 1 ≤ i ≤ k. Note that all hi start in the same state s0. Moreover, since Σ includes all ob-
servation traces with 22|P | actions, if D′ has 2|P | states, each state in D′ is reached by one such
observation trace. I.e., for each transition (s, a, t) ∈ T ′, there is some observation trace τi ∈ Σ is of
the form (. . . , Obs′(s), a, Obs′(t), . . . ). Hence, Dhi has (s, a, t) ∈ Thi , Obshi(s) = Obs′(s) and
Obshi(t) = Obs′(t). Thus, by construction, D{h1,...,hn} will then contain all and only the states,
transitions and state observations of D′, which means that D{h1,...,hn} = D′. And as D′ is deter-
ministic (since trace equivalence is defined for deterministic domains), this means thatDD{h1,...,hn}

is in the output of Domains(P,Σ).

From the results proven so far, we get the following corollaries.

Corollary 1. With inputP and a sound and complete set Σ of observation traces forD, Domains(P,Σ)
returns the set of deterministic domains over P that are trace equivalent to D.

Proof. Follows directly from Proposition 4 and Lemma 1.

Theorem 2. The learning algorithm L1(P,Σ) applied to a sound and complete set Σ of observation
traces for D, outputs a domain that is behaviourally correct with respect to implicit knowledge.

Proof. From Proposition 4, we know that Domains(P,Σ) returns the set of deterministic domains
over P that are bisimilar toD, {D′ | D↔D′}. L1(P,Σ) then takes this set of domains and returns the
behavioural equivalence domain based on them. Since, by definition, the behavioural equivalence
domain induced by D is the behavioural equivalence domain based on {D′ | D↔D′}, the output of
L1(P,Σ) is exactly the behavioural equivalence domain induced by D.

7 Related work
There is a rich literature on learning symbolic action models from experience. Research on action
learning began in the late 1980s and early 1990s, with systems such as LIVE [34], EXPO [19]
and OBSERVER [36], which learned actions represented as STRIPS-like rules in fully observable
domains. Since then, the literature has grown steadily. Recent work can be compared along several
dimensions, such as: the type of observations available to the learner (full, partial, or noisy); the
type of actions learned (conditional, unconditional, stochastic, etc.); the methods used (inductive
logic programming, neural networks, satisfiability techniques, etc.); and the learning guarantees
provided by the learning algorithm (approximate or exact learning). A complete overview of the
existing work along those dimensions is beyond the scope of this paper. We point the reader to the
following recent overviews: [22, 4]. We discuss those works that are most directly related to the
results of this paper.

In recent years, several works have appeared that can learn action descriptions in partially ob-
servable environments [33, 3, 38, 37, 39, 27, 40, 25, 12, 24, 1]. In these works, partial observability
is induced by selecting at random n < |P | propositional symbols to observe, for each state in the
learning input. Each observation of a state s in the learning input is subjected to this process in-
dependently, so what is observed about s each time it is visited can be different. In other words,
partial observability is unsystematic and observations can be thought of as random subsamples of
the full state observation. No attempt is therefore made to learn the observation function, as it is
just modeled as a random corruption process. The treatment of partial observability in these papers
is thus very different from ours. We assume that there is a domain-specific observation function,
which is in fact deterministic, and consider the problem of learning both the transition and obser-
vation functions. We don’t only want to learn as much as possible about the underlying transition
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system; we also want to learn about our own observational limits (and hence the observational limits
of other agents in the same state).

Besides treating partial observability differently, most of these works aim at approximate learn-
ing: their algorithms are experimentally evaluated, based on an error function, and typically offer no
upper bounds on estimation errors. In contrast, we have learning goals that are exact in nature, and
prove that the goals are guaranteed to be reached given certain inputs. Amongst learners for partially
observable domains, the work of [3, 33] does present exact algorithms for identifying the effects and
preconditions of deterministic actions in partially observable domains. The algorithms take an ob-
servation trace as input and return a set of deterministic action models that could have led to those
observations. The algorithm’s output is exact in the sense of producing all and only those action
models that could have led to these observations. However, as observations are random, no attempt
is made to learn the observation function, and no bound is given in terms of the number of obser-
vations needed to reach their learning goal. Our work differs from theirs in three respects: learning
about the observation function, representing actions using DEL, and characterising and bounding
the number of observations needed to reach our learning goals3.

The framework most closely related to ours is the one in [9]. Bolander and Gierasimczuk [9]
study two basic learnability criteria for action models: finite identifiability (conclusively inferring the
appropriate action model for each action in finite time) and identifiability in the limit (inconclusive
convergence to the right action model). The authors show that deterministic actions are finitely
identifiable, while arbitrary (non-deterministic) actions are only identifiable in the limit, in the fully
observable setting. Moreover, they present learning methods inspired in the update operations of
DEL that achieve exact learning of deterministic action models, under well-defined conditions. Our
work can be regarded as continuing this line of work initiated in [7], since it aims at exact learning,
it bounds the size of the required input, and it uses DEL as the action representation language. The
main difference is that the present work considers learning in partially, rather than fully observable
domains.

8 Final remarks and future work
We conclude by reflecting on the assumptions made in this paper and exploring some avenues for
future research.

Multi-agent learning

We have assumed in this paper that the environment involves a single agent. As we mentioned
in Section 2, the ultimate goal of the line of research introduced here is to be able to generalise
to the multi-agent case, where a learner might end up learning not only what an action does and
what is observed by herself, but also what other agents will observe about such an action, and
the knowledge or beliefs they will adopt as a result. Learning even just what is explicitly known by
others is hard, since it requires knowing what they are directly observing and how they are observing
it. While an agent knows what it observes, it often doesn’t know exactly what others observe.
Sometimes common knowledge of what each agent observes can be achieved in a collaborative
setting by a process such as joint attention [26], or by communicating what you observe. But in a
non-cooperative setting or one in which communication is imperfect, the problem becomes highly
non-trivial. Learning what others can observe, and what they believe or know as a result, is crucial

3We require sound and complete sets of observations for explicit learning, and sound and complete sets of observation
traces for implicit learning.
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for theory-of-mind reasoning and epistemic planning in unknown domains, and thus remains our
key goal for future work.

Situated proactive learning

We have assumed that the learner for implicit knowledge has access to all possible observation traces
from the initial state s0. These traces may have been generated by an expert agent or teacher that
knows how to traverse the state space to produce such traces. For a situated, proactive learner, i.e.,
a learner that has to gather such traces herself starting at s0, the task of generating the traces is
non-trivial and in some cases impossible. If the graph of the transition function is connected (so
that it is possible to get from every state to every other state through a sequence of actions), then
all such observation traces can be generated from the initial state in one run through the graph, if
the agent has a way of recognising the initial state each time she revisits it. If she does not have a
way of recognising the initial state, it is less clear how she’d be able to explore the unknown graph
of the transition function and reach a point in which she’s certain that all possible traces have been
produced. In some cases, doing so is impossible. If actions are not universally applicable, the agent
can reach a so-called sink or absorbing state, in which no further actions can be executed. The agent
has thus gotten stuck, and cannot backtrack to the initial state to collect more traces, unless restarts
are allowed when reaching an absorbing state, as sometimes done in reinforcement learning. And
even if actions are universally applicable, the agent may reach a state in which all actions are loopy,
thus getting stuck again. The question of how to collect all observation traces as a situated proactive
learner is closely related to the problem of exploring an unknown graph, and thus the literature on
this problem can probably serve as inspiration. Some well-known references from this literature are
[13, 2, 30].

Relaxing domain assumptions

We have focused on deterministic domains, in which actions are always applicable and every state
is reachable from the initial state s0. In some cases, these assumptions may not be the most natural.
Dropping some of them and generalising the learners in the paper is therefore a possible direction
for future research. In some cases, e.g. in the learning algorithm for implicit knowledge, it may be
possible to deal with non-determinstic domains by dropping the requirement that only deterministic
domains are produced via Algorithms 2 and 3. The algorithms would then produce a larger set
of domains matching the observation traces, which includes non-deterministic ones. Although this
may be feasible, some care would of course be needed when making these changes, so as to preserve
behavioural correctness.

Computational complexity

We have bounded the sample complexity of our learning algorithms. The sample complexity of
a learning algorithm is the size of the input required in order to achieve its learning goal. In the
case of explicit knowledge, we have bounded the sample complexity of L(P, σ) by the number of
transitions in the system (i.e., the size of a sound and complete set of observations). In the case
of implicit knowledge, we have bounded the sample complexity of L1(P,Σ) by the number of
observation traces with 22|P | actions starting from s0, i.e., the size of a sound and complete set of
observation traces).

On the other hand, we have left time and space complexity issues as future work. These com-
plexities will of course depend on the implementation details. For example, the pseudo-code in Al-
gorithm 2 should not be implemented by creating the histories explicitly. There is a lot of repeated
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structure in histories, which can be avoided. Note that simply implementing the set of histories as
paths in a tree, as depicted in Figure 11, would already yield an improvement, over storing each his-
tory separately. All histories h1, . . . , hn with the same starting state s0 generated by the algorithm
correspond to paths starting at the tree rooted at s0. Thus, there is no need to store s0 n times, one
per history. In fact, each internal node of a tree that reaches m leaves occurs in the m history names
labelling these leaves in Figure 11; so storing the histories as separate objects creates unnecessary
duplication. This tree implementation is an straightforward implementation for the algorithm; more
space-efficient ones may be possible, e.g. using action models, or some other compact encoding for
domains.

A more compact representation of the learning output

The algorithm presented for implicit knowledge produces a behavioural equivalence domain as out-
put. This domain can of course be very large, as its state space has size O(2|P |). We leave for future
work the task of learning the behavioural equivalence domain in a representation that is possibly
more compact, such as a collection of DEL event models. This would then match the output we
provided in the case of explicit knowledge. An even more compact epistemic representation can be
obtained with first-order DEL (FODEL) action schemas such as those of [29], or with the succinct
event models of [10]. Since FODEL action schemas are represented with variables from first-order
logic, learning them would require an interesting, non-trivial extension of the existing methods. In
a domain represented with first-order logic, realistically, the agent would observe ground atoms
(containing only constants). It would then have to generalise from these ground observation to
achieve the level of abstraction characteristic of action schemas. Perhaps a procedure inspired in
least general generalization [31], widely used for generalising first-order clauses in Inductive Logic
Programming, could be adapted for this. Several algorithms for learning less expressive action mod-
els, such as those of the Planning Domain Definition Language (PDDL), also perform some type of
generalisation, and could provide inspiration.
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Many classical planning frameworks are built on first-order languages. The first-order ex-
pressive power is desirable for compactly representing actions via schemas, and for speci-
fying quantified conditions such as ¬∃xblocks_door(x). In contrast, several recent epistemic 
planning frameworks are built on propositional epistemic logic. The epistemic language is 
useful to describe planning problems involving higher-order reasoning or epistemic goals 
such as Ka¬problem.
This paper develops a first-order version of Dynamic Epistemic Logic (DEL). In this 
framework, for example, ∃xKx∃yblocks_door(y) is a formula. The formalism combines the 
strengths of DEL (higher-order reasoning) with those of first-order logic (lifted representa-
tion) to model multi-agent epistemic planning. The paper introduces an epistemic language 
with a possible-worlds semantics, followed by novel dynamics given by first-order action 
models and their execution via product updates. Taking advantage of the first-order ma-
chinery, epistemic action schemas are defined to provide compact, problem-independent 
domain descriptions, in the spirit of PDDL.
Concerning metatheory, the paper defines axiomatic normal term-modal logics, shows 
a Canonical Model Theorem-like result which allows establishing completeness through 
frame characterization formulas, shows decidability for the finite agent case, and shows a 
general completeness result for the dynamic extension by reduction axioms.

© 2020 Elsevier B.V. All rights reserved.

1. Introduction

Most classical planning languages are first-order. Standard formalisms like PDDL [58] and ADL [69], for example, are first-
order. One major reason for using a first-order language over a propositional one is that variables can be used to describe 
actions compactly. For instance, in the PDDL description of BlocksWorld, the action schema stack(X, Y ) uses variables X and 
Y to represent generic blocks and state the preconditions and effects of all actions of the form: “put block X on top of 
block Y ”. This is possible because the action of stacking block A on block B has the same type of effects as the action of 
stacking block C on D; only the names of the blocks are different. Action schemas use variables to exploit this repeated 
structure in actions, resulting in action representations whose size is independent of the number of objects in a domain. 
While stack(X, Y ) describes the preconditions and effects of performing a stack action on any two blocks, regardless of 
total number of blocks, with a propositional language each stack action has to be represented by a separate model, yielding 
n2 − n propositional models for a domain with n blocks. Generally, given an action schema with k variables and n constant 
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symbols standing for domain objects, the schema has up to nk different instantiations, each requiring a separate model in a 
propositional representation.

Dynamic Epistemic Logic (DEL) has proved to be a very expressive framework for epistemic planning, i.e., planning explicitly 
involving e.g. knowledge or belief. DEL uses the language of propositional epistemic logic to describe the knowledge or 
belief held by a community of agents. This language is built from a set of propositional atoms, standard logical connectives, 
and modal operators Ki for each agent i in a fixed set of agent indices I = {1, . . . , n}. An example of a formula is K1 p ∧
K2 K1 p, which expresses that agent 1 knows the propositional atom p and that agent 2 knows that agent 1 knows p. 
Actions in DEL are described by so-called action models [6,7] or variants thereof. Action models describe preconditions 
and effects of events, and provide a rich framework for representing the agents’ uncertainty about such events. However, 
as action models are based on the propositional epistemic language, propositional DEL cannot achieve the generality of 
action schemas. Variabilized, general descriptions are not possible, so one action model is required for each action. Hence, 
while propositional DEL adds a great deal of expressivity to planning, this comes at a cost in terms of representational 
succinctness.

This paper presents a DEL-based epistemic planning framework built on epistemic term-modal logic. The underlying lan-
guage is first-order and includes modalities indexed by first-order terms. Examples of formulas include Kc on(A, B) (agent 
c knows that block A is on block B), Kc∃x on(x, B) (c knows that there is a block on top of B) and ∀yK y∃x on(x, B) (all 
agents know that there is a block on top of B). Term-modal languages thus extend the expressive power of first-order modal 
languages by treating modal operators both as operators and as predicates.

In addition to higher-order knowledge expressions, the first-order apparatus of epistemic term-modal logic allows for 
domain descriptions in terms of objects and relations, as well as abstract reasoning via variables and quantification. The 
term-modal aspect ensures that these first-order aspects also extend to agents and their knowledge. Importantly, the pres-
ence of variables enables the definition of epistemic action schemas. Epistemic action schemas can be exponentially more 
succinct than standard DEL event models (see Section 5.3). Moreover, epistemic action schemas provide an action represen-
tation whose size is independent of the number of agents and objects in the domain. We consider the development of this 
epistemic planning framework our first main contribution.

Our second main contribution is the development of term-modal logic, its dynamic extension and the metatheory for 
both. Many papers have been dedicated to term-modal logic and its metatheory (see Section 9.3 for a detailed review), 
but due to the many complications that may arise in such generalized first-order modal systems, no general completeness 
results have been shown. In this paper, we define a rich but well-behaved semantics that allow us to define axiomatic 
normal term-modal logics and show a Canonical Model Theorem-like result that allow completeness results through frame 
characterization formulas. Adding reduction axioms to the term-modal logics then allow us to show completeness for the 
dynamic extension.

The paper progresses as follows. Section 2 presents SelectiveCommunication used as running example of epistemic plan-
ning. Section 3 presents term-modal logical languages and Section 4 defines state representations: first-order Kripke models 
where the agent set is a part of the domain of quantification. Section 5 introduces action representations (action models) 
and how these may be succinctly represented as action schemas. The action representations are used in Section 6 to define 
epistemic planning problems and related notions, and an example describing a term-modal planning domain and problem 
using a ‘PDDL-like syntax’ is there given. Section 7 details how to extend the term-modal language to allows reasoning 
about actions, Section 8 turns to axiomatic systems and metatheory, while Section 9 turns to related work on epistemic 
planning, dynamic epistemic logic and term-modal logic, respectively. Section 10 contains final remarks and open questions. 
All proofs may be found in Appendix A.

2. A running example

Throughout the paper, we illustrate the planning formalism with a simple running example in a variant of the Selec-
tiveCommunication (SC) domain, adapted from [45]. Here we describe it informally, but it will serve as an example for the 
various formal notions throughout the paper. In the SC(n, m, k, �) domain, there are n agents. Each agent is initially in one 
of m rooms arranged in a corridor. There are k boxes distributed in the rooms, each having one of � available colors. See 
Fig. 1 for an example. Agents can perform four types of actions:

• Move(agent, room1, room2): agents can move from a room to a contiguous room, by going right or left. In this adapta-
tion of the domain, we model the move actions as partially observable: if agent α is in room ρi and moves to room ρ j , 
only the agents in either of the rooms can see that α’s location has changed.

• SenseLoc(agent, agent_or_box, room): while in a room, agents can sense the location of other agents or boxes in that 
room. Other agents in the room notice the sensing action.

• SenseCol(agent, color, box, room): agents can sense the color of a box when they are in the same room as the box. Other 
agents in the room notice the sensing action.

• Announce(agent, color, box, room): agents can make announcements concerning the colors of boxes. If α makes an 
announcement in a room, all agents in the same room or in a contiguous room will hear what was announced. α can 
use announcements to ensure that some agents get to know the truth value of some ϕ while the remaining agents do 
not.
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Fig. 1. A depiction of a possible state in SC(3, 4, 1, 2), where a red box β1 is in room ρ2. (For colored figures, the reader is referred to the web version of 
this article.)

A specific choice for the parameters n, m, k, � yields an instance of the SC domain. For example, SC(3, 4, 1, 2) is the 
instance of SelectiveCommunication involving three agents (α1, α2 and α3), four rooms (ρ1, ρ2, ρ3 and ρ4), one box (β1) and 
two possible colors for the box (e.g., red and green). Fig. 1 depicts a possible state of the environment in this domain.

A possible goal g = g1 ∧ g2 ∧ g3 in this domain is given by the conjunction of the following subgoals:

• g1: α1 and α2 know the color of β1
• g2: α1 knows that α2 knows the color of β1
• g3: α1 knows that α3 does not know the color of β1

That is, g requires α1 to learn the color of β1 and privately communicate this information to α2. I.e., the goal is epistemic; it 
requires α1 to achieve first-order knowledge about the environment (g1) as well as higher-order knowledge about what others 
know (g2 and g3).

The nature of a plan for achieving g depends on the initial state as well as the assumptions made about the planning 
problem. For illustrative purposes, we consider a simple problem. Suppose that only α1 can act and that the initial state s0
satisfies the following conditions:

• c1: each agent knows the location of all agents and the box β1.
• c2: no agent knows the color of β1 (which is in fact red).
• c3: conditions c1 and c2 are common knowledge among the agents.

In this case, α1 can easily reach a state satisfying g from s0. The following plan achieves g: α1 moves to ρ2 , α1 senses the 
color of β1 , α1 announces the color of β1. Of course, more initial uncertainty, or allowing other agents to act (sequentially or 
in parallel), results in more complex tasks. Such tasks can be defined with the formalism presented in this paper; however, 
for a first take on the formalism, this toy problem will be considered.

For additional examples, in [53] we use the framework to model social networks with epistemic dynamics.

3. Language

As term-modal logical languages include first-order aspects, they are parameterized by a signature specifying the non-
logical symbols and their type—i.e., the constants and relation- and function symbols, and the sort and order of arguments 
(agent or object) they apply to. Also variables are here assigned a type.

Notation 1. For a vector v = (x1, ..., xn), let len(v) denote its length, let vi denote its i’th element, i.e., vi := xi , and let v |k
denote its restriction to its prefix of length k, i.e., v |k := (x1, ..., xk).

Definition 1. A signature is a tuple � = (V, C, R, F, t) with V a countably infinite set of variables, and C, R and F countable 
sets of respectively constants, relation symbols and function symbols with the one requirement that {=} ⊆ R. Finally, t is a 
type assignment map that satisfies

1. For x ∈ V, t(x) ∈ {agt, obj} such that both V ∩ t−1(agt) and V ∩ t−1(obj) are countably infinite.
2. For c ∈ C, t(c) ∈ {agt, obj}.
3. For r ∈ R,

(a) for some n ∈N , t(r) ∈ {agt, obj, agt_or_obj}n , and
(b) for =∈ R, t(=) = (agt_or_obj, agt_or_obj).

4. For f ∈ F,
(a) for some n ∈N , t( f ) ∈ {agt, obj, agt_or_obj}n × {agt, obj}, and
(b) if t( f )|n = (t(t1), ..., t(tn)), then t( f (t1, ..., tn)) = t( f )n+1.

Identity is treated as a relation symbol; for it, infix notation is used with = (a, b) written a = b.
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Example 1 (Signature for SelectiveCommunication). The following signature � = (V, C, R, F, t) can be used to specify the 
SC(n, m, k, �) domain introduced in Section 2:

• Variables V = {x�, x, y, z, x1, x2, x3, . . . }.
• Constants C = Agentscon ∪ Roomscon ∪ Boxescon ∪ Colorscon , where Agentscon = {a1, . . . , an}, Roomscon = {r1, . . . , rm}

Boxescon = {b1, . . . , bk} and Colorscon = {c1, . . . , c�}.
• Relation symbols R = {In, Color, Adj, =} where In(x, y) states that agent or box x is in room y, Color(x, y) states that box 

x has color y and Adj(x, y) states that room x is adjacent to room y.
• Function symbols F = ∅.
• Type assignment t with constant types t(x) = agt for x ∈ Agentscon , t(x) = obj for x ∈ Roomscon ∪ Boxescon ∪Colorscon , 

relation types t(In) = (agt_or_obj, obj), and t(Color) = t(Adj) = (obj, obj).

Definition 2. The set of terms T of a signature � = (V, C, R, F, t) is given by the grammar

t ::= x | c | f (t1, ..., tn)

for x ∈ V, c ∈ C and f ∈ F, provided that t1, ..., tn ∈ T and t( f )|len(t( f ))−1 = (t(t1), ..., t(tn)).
A term is ground if it does not contain any variables; it is free if all its terms are (i) variables or (ii) function symbols all 

whose arguments are free terms.

By the definitions of type assignments and terms, it is the case that for all t ∈ T, t(t) ∈ {agt, obj}. This allows for a 
uniform definition of formulas in term-modal languages:

Definition 3. Let � = (V, C, R, F, t) be a signature. Let t1, ..., tn ∈ T and r ∈ R with t(r) = (t(t1), ..., t(tn)), let † ∈ T with 
t(†) = agt, and let x ∈ V. The language L is then given by the grammar

ϕ ::= r(t1, ..., tn) | ¬ϕ | ϕ ∧ ϕ | K†ϕ | ∀xϕ

An atom is a formula obtained by the first clause. An atom is ground if all its terms are ground; it is free if all its terms 
are free. Denote by GroundAtoms(L) and FreeAtoms(L) the set of all ground and free atoms in L, respectively.

Throughout, the standard Boolean connectives as well as �, ⊥ and ∃ are used as meta-linguistic abbreviations as usual. 
We abbreviate inequality expressions of the form ¬(t1 = t2) by (t1 = t2). Free and bound variables may be defined recur-
sively as usual with the free variables of Ktϕ the free variables of ϕ plus the variables in t . A formula is a sentence if it has 
no free variables. With ϕ ∈L, t ∈ T, x ∈ V, t(x) = t(t) and no bound variables of ϕ occurring in t , the result of replacing all 
occurrences of x in ϕ with t is denoted ϕ(x �→ t).

Remark 1. Ktϕ is read as “agent t knows that ϕ”. Epistemic expressions are only well-defined when t is an agent term. The 
language L neither enforces nor requires a fixed-size agent set, in contrast with standard epistemic languages, where the 
set of operators is given by reference to some index set. Fixed-size agent sets are discussed throughout.

4. State representation

In planning frameworks based on epistemic logic, states are often represented using possible-worlds models, tracing back 
to the work of Hintikka [39] and Kripke [49]. The standard epistemic interpretation of such models—employed here in all 
examples—is one of indistinguishability, as follows. A model contains a set of worlds, each representing a physical state of 
affair. For each agent, a model contains a binary relation on the set of worlds. Under the indistinguishability interpretation, 
this relation is taken to be an equivalence relation. If two worlds are related for agent α, then α cannot distinguish them 
given her current information. I.e., they are informationally indistinguishable for α. Hence, when α in fact is in some world 
w , she cannot tell which of the worlds related to w she is in fact in. The set of worlds indistinguishable from w for agent 
α is therefore sometimes referred to as agent α’s range of uncertainty (at w). The term information cell is used to cover the 
same, and a world in α’s range of uncertainty is said to be considered possible by α (at w). An agent’s range of uncertainty 
determines its knowledge: an agent knows ϕ in world w if ϕ is true in all the worlds in the agent’s range of uncertainty at 
w . For instance, if the agent has no information about two blocks A and B , and therefore cannot tell whether one of them 
is stacked on the other or not, she will consider at least three worlds possible: one in which A is indeed stacked on B , 
one in which it is not, and one in which B is stacked on A. Possible-worlds models represent also all levels of higher-order 
knowledge. E.g. agent α knows that agent β knows ϕ if α does not consider it possible that β considers it possible that ϕ
is false.

A possible-worlds model is formally defined as a structure in general called a Kripke model. Kripke models need not 
enforce any properties on the agents’ relations. Our results hold for the general case, with equivalence relations a special 
case. Under the indistinguishability interpretation, Kripke models are often called epistemic models or epistemic states. For a 
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thorough explanation of the components of a Kripke model, we refer the reader to [8,27]. When the context makes it clear, 
such a structure may simply be called a model. A model consists of a frame and an interpretation. Two things differentiate 
the frame used here from the standard, propositional version. First, a frame here contains a constant domain of elements 
existing in each world. Working with distinct agents and objects, the domain is a disjoint union of two sets, the agent 
domain and the object domain. Second, the accessibility relations over worlds are directly associated with elements in the 
agent domain. The agent domain thereby makes reference to an index set—as used in non-term-modal logical frames—
redundant. The definition of a frame is thereby self-contained.

Definition 4. A frame F is a triple F = (D, W , R) where

1. D := Dagt_or_obj := Dagt∪̇Dobj , called the domain, is the disjoint union of the non-empty sets Dagt and Dobj , called 
the agent domain and the object domain, respectively.

2. W is a non-empty set of worlds.
3. R is a map associating to each agent i ∈ Dagt a binary accessibility relation on W . I.e., R : Dagt −→P(W × W ).

Write Ri for R(i), write w Ri w ′ for (w, w ′) ∈ Ri and write Ri(w) for {w ′ ∈ W : w Ri w ′}. If |Dagt| = n and |Dobj| = m, 
(n, m ∈N), say F is of size (n, m). Denote by F the class of all frames and by F (n,m) the class of all frames of size (n, m).

For propositional modal logic, a frame is augmented by a valuation assigning an extension of worlds to each propositional 
symbol. In the first-order and term-modal cases, each non-logical symbol is assigned an extension in the domain. Here, this 
extension is assigned world-relatively for both relation symbols, function symbols and constants. In particular the last is 
note-worthy: the constants are thereby non-rigid—they may refer to different objects (and agents!) in different worlds. The 
non-rigidity of constants allows for uncertainty about identity cf. the example of Section 6.2 and play an important role 
concerning the validity of frame-property characterizing axioms, cf. Section 8.1.4.

Constants that do not vary with worlds—so-called rigid constants—often come in handy when referring to agents. A rigid 
constant provides a syntactic name for a semantic agent. Rigid constants are a special case: a constant c may be forced rigid 
by assuming its interpretation I(c, w) to be constant over all worlds, i.e., by I(c, w) = I(c, w ′) for all w, w ′ ∈ W .

Definition 5. Let a signature � = (V, C, R, F, t) and a frame F = (D, W , R) be given. An interpretation of � over F is a map 
I satisfying for each w ∈ W :

1. I(=, w) is the set {(d, d) : d ∈ D}.
2. For c ∈ C, I(c, w) ∈ Dt(c) .

3. For r ∈ R, I(r, w) ⊆ ∏len(t(r))
i=1 Dti(r) .

4. For f ∈ F, I( f , w) ⊆ ∏len(t( f ))
i=1 Dti( f ) such that I( f , w) is a (possibly partial) map: i.e.,

if (d1, ..., dk, dlen(t( f ))), (d1, ..., dk, d′
len(t( f ))) ∈ I( f , w), then dlen(t( f )) = d′

len(t( f )) .

With F = (D, W , R) a frame and I an interpretation of � over F , the tuple M = (D, W , R, I) is a model. Both w ∈ F and 
w ∈ M states that w ∈ W . When w ∈ M , the pair (M, w) is a pointed model with w called the designated world.

Satisfaction for all formulas without variable occurrences may be defined over pointed models. To specify satisfaction 
for the full language, variables must also be assigned extension. Letting variable valuations be world independent—or 
rigid—trans-world identification of objects and agents may be made using suitable bound variables, cf. e.g. the de re knowl-
edge in Example 2.

Definition 6. Let a signature � = (V, C, R, F, t) and a frame F = (D, W , R) be given. A valuation of � over F is a map 
v : V −→ D such that v(x) ∈ Dt(x) . An x-variant v ′ of v is a valuation such that v ′(y) = v(y) for all y ∈ V, y = x.

Jointly, an interpretation and a valuation assigns an extension to every term t of � relative to every world of a frame. 
The following involved, but uniform, notation will be used throughout to denote the extension of terms:

Definition 7. Let a signature � = (V, C, R, F, t), a model M = (D, W , R, I) and a valuation v be given. The extension of the 
term t ∈ T in M under v is

�t�I,v
w =

⎧⎪⎨
⎪⎩

v(t) if t ∈ V

I(t, w) if t ∈ C

d with (d1, ...,dn,d) ∈ I( f , w) if t = f (t1, ..., tn)
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Fig. 2. (M0, wred), a pointed epistemic model for the initial state s0 described in Section 2. The agents are uncertain about the color of β1, which may be 
red (wred) or green (w green). This is captured by the edge linking wred and w green . Reflexive edges are not drawn. The name of the actual world, wred , is 
marked with boldface letters.

For exactly the terms t with t(t) = agt, R�t�I,v
w

is then an accessibility relation in M . The extension of terms thus play 
a key role in the satisfaction of modal formulas:

Definition 8. Let � = (V, C, R, F, t), M = (D, W , R, I) and v be given. The satisfaction of formulas of L is given by
M, w �v r(t1, ..., tn) iff (�t1�

I,v
w , ..., �tn�

I,v
w ) ∈ I(r, w) for all r ∈ R, including =.

M, w �v ¬ϕ iff not M, w �v ϕ .
M, w �v ϕ ∧ ψ iff M, w �v ϕ and M, w �v ψ .
M, w �v ∀xϕ iff M, w �u ϕ for every x-variant u of v .
M, w �v Ktϕ iff M, w ′ �v ϕ for all w ′ such that (w, w ′) ∈ R�t�I,v

w
.

Example 2 (Epistemic model for SC(3, 4, 1, 2)). Fig. 2 depicts an epistemic model M0 = (D, W , R, I) for the initial state s0
described in Section 2. Formally, the model M0 = (D, W , R, I) has

• D = Dagt∪̇Dobj , with Dagt = {α1, α2, α3} and Dobj = Roomsobj ∪ Boxesobj ∪ Colorsobj , where Roomsobj =
{ρ1, ρ2, ρ3, ρ4}, Boxesobj = {β1} and Colorsobj = {Red, Green}.

• W = {wred, w green}.
• R(αi) = W × W , for i ∈ {1, 2, 3}.
• The interpretation of all constants is the same in wred and w green , i.e., all constants are rigid: I(ai, u) = αi , I(ri, u) = ρi , 

I(bi, u) = βi , I(green, u) = Green and I(red, u) = Red for all u ∈ W .
• The interpretation of the predicates is as follows: I(In, u) = {(α1, ρ1), (α2, ρ3), (α3, ρ4), (β1, ρ2)}, for all u ∈ W , 

I(Color, wred) = {(β1, red)}, I(Color, w green) = {(β1, green)}. The interpretation of the Adj predicate is as expected.

Following the semantics from Definition 8, it can be seen that M0, wred �v ∀x(KxIn(b1, r2)), i.e., every agent knows the 
location of box β1. Similarly, every agent knows that all agents know this, since M0, wred �v ∀y∀x(K y KxIn(b1, r2)). Moreover, 
the agents know that the box has a color, but not what color it is. They thus have what is called de dicto knowledge of the 
coloring of the box, but not de re knowledge. Agent α3’s de dicto knowledge is captured by M0, wred �v Ka3∃xColor(b1, x), 
while its lack of de re knowledge is captured by M0, wred �v ¬∃xKa3 Color(b1, x). Finally, agent α3 has de re knowledge of 
the box, or as Hintikka [39] puts it, α3 knows what the box is, captured by M0, wred �v ∃xKa3 (x = b1).

5. Action representation

In automated planning, a distinction is often drawn between action schemas, which describe classes of actions in a general 
way, and ground actions, which represent a specific action with a fixed set of agents and objects [35,79]. Action schemas 
use so-called action parameters or variables, which are instantiated into constants to define an action. For example, a schema 
may be used to represent all actions of the form ‘agent x tells y that object z has color u’, where x, y, z and u are variables 
standing for agents and objects. A corresponding ground action is obtained by replacing all free variables by names referring 
to specific agents and objects. For example, a schema instance could be ‘ann tells bob that box1 has color red’.

In DEL, the descriptions of concrete actions are called action models. That is, DEL action models correspond to a ground 
action in classical planning. Following the DEL naming conventions, models of concrete actions will be called action models, 
whereas variabilized models in the spirit of PDDL will be called action schemas. Action models and action schemas, as well 
as a suitable notion of schema instantiation relating the two, are introduced next.

5.1. Action models

Formally and intuitively, action models are closely related to Kripke models. Where Kripke models contains worlds and 
relations, action models instead contain events and relations. Under the standard epistemic interpretation, the relations again 
represent indistinguishability and are again assumed to be equivalence relations. Again, this is a special case of the models 
introduced here.
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The DEL-style action models we add to the term-modal logic setting include preconditions ([6,7]), postconditions ([11,15,
26]) as well as edge-conditions similarly to [13]. Preconditions specify when an event is executable (e.g., a precondition of 
opening the door is that it is closed.) Postconditions describe the physical effects of events (e.g., the door is open after the 
event). Edge-conditions are used to represent how an agent’s observation of an action depends on the agent’s circumstances. 
For example, the way in which an agent αi observes an action performed by agent α j may depend on αi ’s proximity to 
α j or to the objects affected by the action (e.g., to αi , the events of opening and closing the door are distinguishable if αi

can see or hear the door, but else not). Edge-conditions provide a general way to describe actions whose observability is 
context-dependent. The epistemic effects of an action model is encoded by the product update operation by which action 
models are applied to Kripke models (defined below).

In more detail, the components of term-modal action models (Definition 9 below) play the following roles. E represents 
the set of events that might occur as the action is executed. Q is a map that assigns to each edge (e, e′) ∈ E × E an edge-
condition: a formula with a single free variable x� . Given a model M describing the situation in which the action is applied, 
an agent α cannot distinguish e from e′ iff the edge-condition from e to e′ is true in M when the free variable x� is mapped to 
α. Intuitively, if the situation described by the edge-condition is true for α, the way α observes the action does not allow 
her to tell whether e or e′ is taking place. The precondition restricts the applicability of an event e to those states satisfying 
the precondition formula pre(e). Precondition formulas contain no free variables to ensure that their effects are conditional 
only on the model, but not the variable valuation. The postcondition post(e) describes the physical changes induced by 
the event. If both pre(e) and post(e)(r(t1, . . . , tn)) are true in a state s of a model M , then the event e occurs, and after 
its occurrence, r(t1, . . . , tn) is true in the updated version of s. That is, r(t1, . . . , tn) is a conditional effect of event e with 
condition post(e)(r(t1, . . . , tn)).

The language used to state pre- and postconditions in action models is an extension of L, denoted LAM , to be introduced 
in Section 7. This extended language has formulas of the form [A, e]ϕ , which are interpreted as: ‘after event e of action A, 
ϕ holds’. This type of formula makes it possible to mention other actions in the pre- and postconditions of actions, i.e., to 
express syntactically some dependencies or interactions between actions. However, the action model construction does not 
require or depend on the use of LAM rather L, so the reader can safely ignore the details of LAM for now.

Definition 9. An action model A is a tuple A = (E, Q , pre, post) where

1. E is a non-empty, finite set of possible events.
2. Q : (E × E) →LAM , where for each pair (e, e′) the formula Q (e, e′) has exactly one free variable x� .
3. pre : E →LAM is a map that assigns to each event e ∈ E a precondition formula with no free variables.
4. post : E → (GroundAtoms(L) →LAM) is a map that assigns to each event e ∈ E a postcondition for each ground atom.

It is required that post(e)(= (t, t)) = � for each event e, to preserve the meaning of equality. A pair (A, e) consisting of the 
action and an event from E is called a pointed action.

Notation 2. Let A = (E, Q , pre, post) be an action model. We denote by dom(post(e)) the set of atoms for which 
post(e)(r(t1, . . . , tk)) = r(t1, . . . , tk). We denote any post(e) that maps every atom to itself by id (the identity function). 
When convenient, we add the superscript “A” to the components of A, so that A = (E A, Q A, preA, postA).

To ensure that postcondition functions are finite objects, each post(e) is often required to be only finitely different from 
the identity function. That is, dom(post(e)) is required to be finite. This allows for a finite encoding of postconditions, as 
only pairs with post(e)(ϕ) = ϕ need to be stored in memory. Especially in planning, it should be possible to write down a 
sequence of symbols that completely specifies any given action model in the language. For the sake of generality, we do not 
impose this restriction in the definition of an action model. But for all practical purposes, this standard restriction will be 
needed.

Notation 3. Let A = (E, Q , pre, post) be an action model. When A is illustrated as a labelled graph, for each node e ∈ E , 
we write the precondition and postconditions for e as a pair 〈pre(e); post(e)(ψ1) = ϕ1 ∧ · · · ∧ post(e)(ψn) = ϕn〉. We write 
postconditions such as post(e)(ϕ) = � ∧ post(e)(ψ) = ⊥ using the notation ϕ ∧¬ψ (indicating that the action makes ϕ true 
and ψ false unconditionally). In graphs, we omit the postconditions for atoms ϕ with post(e)(ϕ) = ϕ .

We do not include the edge-conditions for reflexive loops in illustrations, but always assume that for all e ∈ E , Q (e, e) =
(x� = x�), to the effect that all agents retain reflexive relations following updates. When two events e, e′ are connected by a 
line without arrowheads labeled by a single formula ϕ , this means that Q (e, e′) = Q (e′, e) = ϕ , retaining symmetry.

Example 3 (Action models for SC(3, 4, 1, 2)). Figs. 3, 4 and 5 depict graphically the action models for the three actions in the 
plan from in Section 2, i.e., the following movement, sensing and announcement actions: α1 moves to ρ2 , α1 senses the color 
of β1 , α1 announces the color of β1.
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em : 〈In(a1, r1) ∧ Adj(r1, r2);
In(a1, r2) ∧ ¬In(a1, r1)〉

e′
m : 〈�; id〉

∀x(In(x�, x) → (x = r1 ∧ x = r2))

Fig. 3. Move(a1, r1, r2), the action model for α1 moving from ρ1 to ρ2. Event em describes what is actually taking place (in the drawing for the model, the 
actual event is marked with a double circle). The precondition formula says that α1 is in ρ1 and that ρ2 is next to ρ1. The action changes α1’s location 
to ρ2, as captured by the postcondition. The event e′

m describes the situation in which nothing happens. This is how the action looks to any agent that 
is neither in the room α1 is currently in, nor in the room the agent is moving to. The edge-condition linking the two events captures this observability 
constraint.

es : 〈In(a1, r2) ∧ In(b1, r2) ∧ Color(b1, red); id〉 e′
s : 〈In(a1, r2) ∧ In(b1, r2) ∧ ¬Color(b1, red); id〉

e′′
s : 〈�; id〉

∀x(In(x�, x) → x = r2)

∀x(I
n(

x
� , x)

→ x = r 2)
∀x(In(x �

, x)→
x =

r2 )

Fig. 4. SenseCol(a1, red, b1, r2), the action model for α1 sensing in room ρ2 whether box β1 is red or not. Event es describes what is actually taking place, 
i.e., α1 seeing that the box is red. The action is a purely epistemic action, i.e., it does not change the physical state of the environment, and therefore the 
postcondition post(es) is id. e′

s represents the event in which α1 sees that the box is not red, while e′′
s represents the event in which nothing happens. The 

agents that are not in ρ2 cannot observe what α1 is doing. More precisely, they cannot distinguish between α1 seeing that the box is red, α1 seeing that 
it is not red, and α1 doing nothing. This is captured by the edge-conditions.

ea : 〈In(a1, r2) ∧ Ka1 Color(b1, red); id〉 e′
a : 〈�; id〉

∀x(In(x�, x) → (x = r2 ∧ ¬Adj(x, r2)))

Fig. 5. Announce(r1, red, b1, r2), the action model for α1 announcing that β1 is red while in room ρ2. Event ea describes what is actually taking place. The 
precondition formula pre(ea) says that α1 is in ρ2 and that a1 knows that the color of β1 is red. Event e′

a describes the event in which nothing occurs. 
This is what the announcement looks like to any agent that cannot hear the announcement. An agent αi cannot hear α1’s announcement if αi is neither 
in α1’s room nor in a room that is adjacent to it. This is captured by the (identical) edge-conditions Q (ea, e′

a) and Q (e′
a, ea).

5.2. Product update

Having defined epistemic models and action models, we introduce an operation that computes the epistemic model M ′
reached by applying action A in model M . The operation is a first-order variant of product update [7]. Under the indistin-
guishability interpretation, the core epistemic intuition is that to tell two worlds apart after an update, either the agent 
could tell them apart beforehand, or it could tell them apart by something happening in one, but not the other. In slightly 
more detail: Assume that after an update, a model contains worlds (w, e) and (w ′, e′), representing that event e occurred in 
world w , and e′ occurred in w ′ . Then (w, e) is indistinguishable from (w ′, e′) for agent α iff α found both w and w ′ indis-
tinguishable and events e and e′ indistinguishable. Formally, (term-modal) product update is defined below. An explanatory 
remark follows the definition.

Definition 10. Let M = (D, W , R, I) and A = (E, Q , pre, post) be given. The product update of M and A yields the epistemic 
model M ⊗ A = (D ′, W ′, R ′, I ′) where

1. D ′ = D ,
2. W ′ = {(w, e) ∈ W × E : (M, w) �v pre(e)},
3. For each i ∈ Dagt , (w, e)R ′

i(w ′, e′) iff w Ri w ′ and M, w �v[x� �→i] Q (e, e′),
4. I ′(c, (w, e)) = I(c, w) for all c ∈ C, I ′( f , (w, e)) = I( f , w) for all f ∈ F, and I ′(r, (w, e)) = (I(r, w) ∪ r+(w)) \ r−(w), 

where:

r+(w) :={(�t1�I,v
w , . . . , �tk�

I,v
w ) : (M, w) �v post(e)(r(t1, . . . , tk))}

r−(w) :={(�t1�I,v
w , . . . , �tk�

I,v
w ) : (M, w) �v post(e)(r(t1, . . . , tk))}

If (M, w) �v pre(e), (A, e) is applicable to (M, w). If (A, e) is applicable to (M, w), the product update of the two yields the 
pointed epistemic model (M ⊗ A, (w, e)). Else it is undefined.

Remark 2. The components of the updated model are as follows. The domain of the updated model D ′ is unchanged, since 
action models change the state of agents and objects, but do not introduce or remove them. A state (w, e) is in the updated 



A. Occhipinti Liberman et al. / Artificial Intelligence 286 (2020) 103305 9

Fig. 6. The pointed model (M0 ⊗ Move(a1, r1, r2), (wred, em)), representing the state after α1 moves into room ρ2. Edges in the reflexive-transitive closure 
of the indistinguishability relations are omitted. At this point, α2 and α3 are uncertain about the location of α1. More precisely, they cannot tell whether 
α1 stayed in room ρ1 or moved to ρ2.

set of states W ′ if, and only if, e is applicable in w , i.e., if (M, w) satisfies the precondition pre(e). As pre(e) has no free 
variables by construction, the set of worlds W ′ is independent of the assignment v . The state (w, e) represents the state 
reached by taking event e in state w . Agent α cannot distinguish (w, e) from (w ′, e′) if (1) α cannot distinguish w from 
w ′ , which is the case if w Rα w ′; and (2) α cannot distinguish e from e′ given its circumstances in w , which is the case if 
the edge-condition Q (e, e′) is true for agent α at (M, w) when x� is mapped to α, i.e., when M, w �v[x� �→i] Q (e, e′). Since 
actions do not change the denotation of ground terms, I ′ agrees with I in this respect. The extension of relations is changed 
according to event postconditions. If the condition post(e)(r(t1, . . . , tk)) is true at (M, w), then the tuple (�t1�

I,v
w , . . . , �tk�

I,v
w )

is added to the extension of r at (w, e), and it is removed otherwise.

Example 4 (Product updates for SC(3, 4, 1, 2)). Starting from the initial epistemic model (M0, wred) from Example 2, we 
model the effects of applying the actions in α1’s plan. First, α1 moves right. This action yields the new pointed model 
(M0 ⊗ Move(a1, r1, r2), (wred, em)), depicted in Fig. 6. The second step is sensing the color of β1. This action yields the 
model (M0 ⊗ Move(a1, r1, r2) ⊗ SenseCol(a1, red, b1, r2), (wred, em, es)), depicted in Fig. 7. Finally, α1 announces in room 
ρ2 that the color of β1 is red. The result of this action is the model (M0 ⊗ Move(a1, r1, r2) ⊗ SenseCol(a1, red, b1, r2) ⊗
Announce(a1, red, b1, r2), (wred, em, es, ea)), depicted in Fig. 8.

5.3. Succinct representation of actions via epistemic action schemas

We introduce epistemic action schemas, which represent sets of actions in a general way, as done in common planning 
formalisms such as PDDL. Schemas use variables to describe actions, rather than constant symbols. These variables denote 
arbitrary agents and objects and are used to describe their roles with respect to a type of action, such as the roles of speaker
and listener in an action of type ‘announcement’.

As anticipated in Section 3, a major reason for introducing schemas is that they result in action representations whose 
size is independent of the number of agents and objects in a domain. For the SelectiveCommunication domain SC(n, m, k, �), 
there are n ·m ·k ·� ·2n−1 possible announcement actions, since each of the n agents could, in each of the m rooms, announce 
about each of the k boxes, that it is of one out of � colors, with one out of the 2n−1 subsets of the other agents hearing 
the announcement. Representing all actions requires n ·m ·k · � · 2n−1 standard DEL action models, i.e., one model per action. 
Variants of standard DEL models such as edge-conditioned models [13] fare substantially better, since the set of hearers is 
implicitly represented in such models, but n · m · k · � models are still required to represent the set of announcements. Other 
variants of DEL are also more succinct than standard DEL action models, e.g. the symbolic models of [21,86]. However, all 
these announcements can be compactly represented with a single epistemic action schema, as shown below in Example 5.

Moreover, epistemic schemas open up the possibility of applying well-known techniques such as least commitment or 
partial order planning [89] to epistemic problems. These approaches use the notion of a partially instantiated action, such as 
Move(B, x, C), where x is a variable whose substitution has not yet been chosen. If specifying a binding constraint for x is 
unnecessary at the current point in the planning process, it is often advantageous to delay this commitment until later, i.e., 
until other necessary parts of the plan are discovered that further constrain what x should be. Other approaches to lifted 
planning, such as hierarchical task networks (HTNs) ([35], ch. 11) similarly exploit partial substitutions to optimize the search 
for solutions. For an epistemic version of lifted HTN planning, the epistemic schemas defined here could play the role of 
primitive tasks.

An epistemic action schema a(x1, . . . , xn) is defined using an action name a and a parameter list (x1, . . . , xn), as done 
e.g. in PDDL. The parameter list fixes a finite set of agents and objects involved in the execution of the action. Schemas 
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Fig. 7. The pointed model (M0 ⊗ Move(a1, r1, r2) ⊗ SenseCol(a1, red, b1, r2), (wred, em, es)), representing the state after α1 senses that β1 is red while 
in room ρ2. Edges in the reflexive-transitive closure of the indistinguishability relations are omitted. Note that, in the actual world, (wred, em, es), α1

does not face any uncertainty. In particular, Ka1 Color(b1, red) is true at (wred, em, es). On the other hand, α2 and α3 have not observed any of α1’s 
actions. That is, α1 may or may not have moved, and it may or may not have sensed whether β1 is red. As a result, it holds at (wred, em, es) that 
∀x(x = a1 → ¬KxIn(a1, r2) ∧ ¬KxColor(b1, red)).

Fig. 8. The pointed model representing the state after α1 announces that β1 is red while at room ρ2, (M0 ⊗ Move(a1, r1, r2) ⊗ SenseCol(a1, red, b1, r2) ⊗
Announce(a1, red, b1, r2), (wred, em, es, ea)). Edges in the reflexive-transitive closure of the indistinguishability relations are omitted. Note that, in the actual 
world, (wred, em, es, ea), α1 and α2 do not face any uncertainty; there are no outgoing edges from the actual world for these agents. The goal g as stated 
in Section 2 holds in the actual world: both α1 and α2 know the color of β1, α1 knows that α2 knows this, and α1 knows that α3 does not know this.
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em : 〈In(x, y) ∧ Adj(y, z);
In(x, z) ∧ ¬In(x, y)〉

e′
m : 〈�; id〉

∀x1(In(x�, x1) → (x1 = y ∧ x1 = z))

Fig. 9. Move(x, y, z), the action schema for agent x moving from room y to room z.

es : 〈In(x1, x4) ∧ In(x3, x4) ∧ Color(x3, x2); id〉 e′
s : 〈In(x1, x4) ∧ In(x3, x4) ∧ ¬Color(x3, x2); id〉

e′′
s : 〈�; id〉

∀x(In(x�, x) → x = x4)

∀x(I
n(

x
� , x)

→ x = x4)
∀x(In(x �

, x)→
x =

x4 )

Fig. 10. SenseCol(x1, x2, x3, x4), the action schema for x1 sensing in room x4 whether box x3 has color x2.

ea : 〈In(x1, x4) ∧ Kx1 Color(x3, x2); id〉 e′
a : 〈�; id〉

∀x(In(x�, x) → (x = x4 ∧ ¬Adj(x, x4)))

Fig. 11. Announce(x1, x2, x3, x4), the action schema for x1 announcing that x3 has color x2 while in room x4.

are required to follow a STRIPS-like scope assumption; all variables referenced in the preconditions or postconditions of an 
action schema must appear in the action’s parameter list. Any agent or object unmentioned in the parameter list is assumed 
to be unrelated to the action’s pre- and postconditions.

Definition 11. An epistemic action schema is of the form a(�x) = (E, Q , pre, post) where

1. a is the action name and �x ∈ Vn is a finite parameter list.
2. E is a non-empty, finite set of events.
3. Q : (E × E) → LAM is an edge-condition function, where the formula Q (e, e′) has a free variable x� of type agt, and 

possibly other free variables all in �x.
4. pre : E →LAM assigns to each event a precondition formula with all free variables in �x.
5. post : E → (FreeAtoms(L) ⇀ LAM) assigns to each event a partial postcondition function such that if y1, . . . , ym all 

occur in �x, then post(e)(r(y1, . . . , ym)) has all free variables from �x; else, post(e)(r(y1, . . . , ym)) is undefined.

Let dom(post(e)) denote the set of atoms for which post(e)(r(t1, . . . , tk)) = r(t1, . . . , tk).

The postcondition for each event e is defined as a partial function, with all atoms whose arguments are not a subset 
of those occurring in �x left unaffected. Since the parameter list is required to be finite, this yields a finite encoding of 
postconditions.

Note that the parameter list of a schema may include agent variables. Just like any other action parameter, these variables 
can appear in the preconditions or effects of the schema. This is in line with what occurs in multi-agent extensions of PDDL 
such as MAPL or MA-PDDL [18,48]. Such variables are included to enable the schematization of actions also with respect 
to agents. In this paper, we adopt the epistemic operators from term-modal logic, indexed by agent variables, to achieve 
schematization with respect to agents when formalizing epistemic planning. In order to be able to express epistemic pre- or 
postconditions relative to an agent variable x in an action schema, it is necessary to use the variable in the scope of a modal 
operator. For example, if an action has e.g. a precondition that requires agent x to know P (y, z), we need the term-modal 
formula Kx P (y, z) to express this constraint in a schematic way.

Example 5 (Action schemas for SC(n, m, k, �)). Figs. 9, 10 and 11 depict graphically the action schemas for the movement, 
sensing and announcement actions described in the example from Section 2. The schemas have the same structure as the 
action models from Example 3, but the conditions are now expressed in a general way, via free variables for agents, boxes 
and colors.

As usual in planning, schemas can be instantiated into concrete actions via grounding substitutions. Schema instantiation 
is defined as follows. Let a(x1, . . . , xn) be a schema and σ : {x1, . . . , xn} → C be a grounding substitution, i.e., a mapping 
from variables into constants. For a formula ϕ , let ϕσ be the result of replacing each occurrence of a free variable y in ϕ
by σ(y).
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Definition 12. Let a(x1, . . . , xn) = (E, Q , pre, post) be an action schema and let σ : {x1, . . . , xn} → C be a grounding substitu-
tion. The action model induced by σ is a(σ (x1), . . . , σ(xn)) = (E ′, Q ′, pre′, post′) where

1. E ′ = E .
2. for each e, e′ ∈ E , Q ′(e, e′) = Q (e, e′)σ .
3. for each e ∈ E , pre′(e) = pre(e)σ .
4. for each e ∈ E ,

post′(e)(r(t1, . . . , tn)σ ) =
{

post(e)(r(t1, . . . , tn))σ if post(e)(r(t1, . . . , tn)) is defined,

r(t1, . . . , tn)σ otherwise.

Example 6. The announcement model A1 in Fig. 5 is the ground action of schema S1 from Fig. 11 induced by the substitu-
tion σ = {x1 �→ a2, x2 �→ r3, x3 �→ b1, x4 �→ green}.

6. Problems, plans and solutions

This section defines first-order epistemic planning tasks. An epistemic planning task consists of an initial state, a set of 
actions, and a goal to be achieved. To solve an epistemic planning task, one may take either an external or and internal
perspective [3]. The external perspective is the view of the system designer, who knows the precise initial state and actual 
effect of every action. The internal perspective is the view of an in-system agent, who has uncertainty about the state of the 
world and therefore uncertainty about the effects of executed actions. In the DEL planning framework, an external planning 
task is defined as a special case of a classical planning task (as in, e.g., [4,16]). Following [35], any classical planning domain
can be described as a state-transition system T = (S, A, γ ) where S is a finite or recursively enumerable set of finite states, 
A is a finite set of actions and γ : S × A ⇀ S is a partial, computable state-transition function. A classical planning task is 
a triple (T , s0, SG), where T is a state-transition system, s0 ∈ S is the initial state and SG ⊆ S is the set of goal states. A 
solution to a classical planning task (T , s0, SG) is a plan consisting of a finite sequence of actions a1, a2, . . . , an such that (1) 
For all i ≤ n, γ (γ (. . . γ (γ (s0, a1), a2), . . . , ai−1), ai) is defined, and (2) γ (γ (. . . γ (γ (s0, a1), a2), . . . , an−1), an) ∈ SG . Epistemic 
planning tasks can be defined as special cases of classical planning tasks, as follows.

Definition 13. Let A be a finite set of action schemas. A (first-order) epistemic planning task based on A is a triple P =
(s0, A, ϕG) where the initial state s0 is a finite epistemic state with a finite domain, A is the set of all ground instances of 
the schemas in A, and the goal formula ϕG is a sentence of L. Any epistemic planning task (s0, A, ϕG) induces a classical 
planning task ((S, A, γ ), s0, SG) given by:

• S := {s0 ⊗ a1 ⊗ · · · ⊗ an | n ∈N, ai ∈A}
• SG := {s ∈ S | s � ϕG}
• γ (s, a) := s ⊗ a if a is applicable in s, else undefined.

A solution to an epistemic planning task is a solution to the induced classical planning task.

All the ingredients in this definition of an external planning task can come from the formalism presented here. Note that 
the planner-modeler in such a task is not one of the agents in the domain Dagt . The planner-modeler has access to the 
actual states si , i.e., to pointed models (M, w) where w is the actual world.

Formalisms of internal epistemic planning based on DEL are often defined from the external planning model, either 
by adding structure to the models or making small modifications. For example, [2] represents internal perspectives using 
information cells, which are defined from the accessibility relations of an epistemic model. An alternative involves using 
multi-pointed models or adding a set of so-called designated points to the epistemic model, with each point describing a 
world that the agent considers as possible from its internal perspective (see e.g. [15]). A third approach uses a belief state 
representation of the agent’s internal view as primitive and then defines an epistemic model from it [45]. The approach 
in [3] offers two different flavors of internal view, both defined on the basis of a standard epistemic model. These various 
notions of internal perspective, as well as their associated planning tasks, may be upgraded to our framework without major 
modifications. We believe that the simplest way to add internal perspectives to the present would be to adopt the approach 
proposed by Bolander and Andersen [15]. Save for the fact that such models are multi-pointed, the core semantics remains 
the same. We therefore envision no major difficulty in bringing the internal perspective into our formalism; similarly defined 
multi-pointed structures should suffice. We do not develop the detail here.

6.1. Decidability of the plan existence problem

Having defined first-order epistemic planning tasks, a natural first question is whether the corresponding plan existence 
problem is decidable. We follow Aucher and Bolander [4] in defining the plan existence problem:
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Definition 14. Let n ∈N . PlanEx(n) is the problem: “Given a (first-order) epistemic planning task P = (s0, A, ϕG) where s0
is an n-agent epistemic state, does P have a solution?”.

For propositional DEL, the corresponding problem is undecidable in general [15]. This entails that the unrestricted first-
order problem is undecidable as well, since first-order epistemic planning extends propositional DEL planning. However, 
decidable and reasonably expressive fragments of propositional DEL planning have been found, such as single-agent planning 
and multi-agent planning with non-modal preconditions. In [54], we show that the corresponding first-order fragments are 
also decidable. In that paper, bisimulations for the term-modal models presented here are introduced, and shown to have 
standard model-theoretic properties. Such bisimulations are key in proving the decidability results, as they allow us to show 
that the state spaces for certain planning fragments are finitely representable, up to bisimulation. We state the main results 
here and refer the reader to [54] for details.

Theorem 1 ([54]). PlanEx(1) (single-agent planning) is decidable.

Theorem 2 ([54]). If all actions have non-modal preconditions, then PlanEx(k) is decidable, for k ≥ 1.

6.2. An example with a PDDL-like description

With the above, the dynamic term-modal planning framework of the paper has been introduced. This section contains a 
second example, using its different components in one place. The example also serves to illustrate how uncertainty about 
names may play a role in epistemic planning, and how a term-modal planning domain and an associated planning problem 
may be described using a ‘PDDL-like syntax’. This description is meant as an indication of how such definitions could be 
standardized with a PDDL flavor, but no attempt is made at a precise syntax.

6.2.1. The MachineMalfunction (MM) domain
In the MM(n, m, k) domain, there are n + m agents supervising k machines, the agents’ tasked to ensure that machines 

function correctly at all times, where a choice of n, m and k fixes the universe of the domain. The agents have different 
roles: n of the agents are monitoring the machines for potential malfunctions, while the remaining m agents are system ad-
ministrators, that from behind a terminal may solve any malfunction by issuing a reboot command to the affected machine. 
To reboot a machine, admins need to know its serial number, which a monitor may be uncertain about. Hence, the opti-
mal sequence of actions to fix a malfunction problem will depend on how the knowledge of serial numbers is distributed 
amongst agents. Finally, company policy dictates epistemic preconditions for the actions: monitoring agents are only al-
lowed to report machine as malfunctioning once they know that it is malfunctioning. To avoid deadlock, the requirement 
for admins is weaker: they may reboot any machine once they know some machine is malfunctioning.

The remainder of this section concerns an external epistemic planning task MM_task := (s0; A; ϕg) in MM(1, 2, 2), i.e., 
with one monitor, two admins, and two machines.

6.2.2. Initial state and goal
Fig. 12 depicts the pointed epistemic model s0 := (M0, w0) := ((D, W , R, I), w0), the initial state of MM_task. We aim 

for a simple example. Hence, the administrator/monitor roles are not formally specified, but could straightforwardly be 
assigned using predicates. Before stating the available actions, specify the goal of MM_task to be that some agent knows 
that all machines are not malfunctioning. I.e.,

ϕg := ∃xKx∀y¬Malfunction(y)

With this goal achieved, the agent knowing that no malfunction occurs can announce this to the remaining agents to achieve 
that this becomes known to all, but for simplicity, we have omitted this aspect. The initial state s0 and the goal ϕg may 
then be described in a ‘PDDL-like syntax’, as it would appear in a problem file, cf. Fig. 13.

6.2.3. Available actions as action schemas and domain definition
To finalize the specification of the external epistemic planning task MM_task, the available actions of reporting malfunc-

tions rebooting machines must be defined. To this end, we use the action schemas depicted graphically in Fig. 14. Continuing 
with the ‘PDDL-like syntax’, Fig. 15 describes the MachineMalfunction domain. The figure is suggestive of a possible approach 
to standardizing domain definitions, but again, no formal specification of the syntax is attempted.

6.2.4. Plan and execution
Given the initial state and actions of the external epistemic planning task MM_task, the goal ϕg may be achieved by the 

monitor agent reporting that the machine colloquially called box is malfunctioning, after which the administrator α1 may 
reboot that machine, by knowing its serial number sn1. I.e., the plan π below achieves ϕg , cf. Fig. 16:

π := Malfunction(m1,box),Reboot(a1, sn1)
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Fig. 12. The pointed epistemic model s0 = (M0, w0), the initial state of MM_task. The agent domain Dagt comprises three agents, α1, α2 and μ, for 
simplicity only depicted as edge labels. Agents α1 and α2 are admins, while μ is a monitor. There are two machines, depicted as a box and a ball; beneath 
them are the constants that denote them in that world. In w0, the box machine is denoted in-system by the serial number sn1, but colloquially as box, etc. 
In all worlds, the constants a1, a2 and m1 denote respectively α1, α2 and μ. The red coloring specifies malfunction. The monitor can observe malfunctions, 
while the admins cannot. Neither the monitor nor the newly employed admin α2 know the serial numbers, but α1 does. They all know the colloquial 
descriptions. The monitor knows that both admins face uncertainty about the malfunction, and that α1 knows the serial numbers while α2 does not.

Fig. 13. A ‘PDDL-style syntax’ description of the initial state s0 and the goal ϕ0. A universe of agents and objects is defined using the keyword : universe, 
with constants denoting this domain declared the keyword : constants. The : init keyword precedes the description of the initial state, which comprises 
worlds and edges between worlds. Each world is declared with a keyword : world and encompasses a : constant_map stating what each constant refers 
to as a list of pairs (constant, entity), as well as a list of true ground : atoms (where the closed-world assumption holds). The actual world is defined with 
the : actual_world keyword. The indistinguishability relation for agents is specified with the : edges keyword. For each agent, a set of pairs of worlds 
in the relation is listed, whose reflexive-transitive closure defines the full relation. Finally, the :goal keyword declares the goal.

em : 〈KxMalfunction(y); id〉 er1 : 〈Kx∃zMalfunction(z);¬Malfunction(y)〉 er2 : 〈�; id〉

x� = x

Fig. 14. Left: Malfunction(x, y), the action schema for agent x announcing that they know that y is malfunctioning. Right: Reboot(x, y), the action schema 
for agent x rebooting machine y, an action that x is permitted to do only if x knows that some malfunction is occurring, and which is done privately: other 
agents than x are uncertain about its execution.



A. Occhipinti Liberman et al. / Artificial Intelligence 286 (2020) 103305 15

Fig. 15. A domain definition for the MM domain in a ‘PDDL-style syntax’. Each action schema includes an : agent executing it as well as the schema’s 
: parameters list. The possible events comprised in the action and their corresponding edge-conditions are listed next. The actual event is defined 
with the : actual_event keyword, under which pre- and postconditions are listed. Postconditions are given as a list of statements of the form 
“ground_atom if condition”. A similar : event keyword is used for non-actual events. The keyword edge-conditions lists, for each pair of 
events, its edge-condition, via a line of the form event1–event1(edge-condition). Both the MALFUNCTION and the REBOOT schemas have epis-
temic preconditions, which can be schematized thanks to the variable-indexed epistemic operators Kx .

Fig. 16. Executing the plan π in s0. Left: The epistemic state s1 := s0 ⊗ Malfunction(m1, box) reached after μ reports that box is malfunctioning. All agents 
learn that a machine is malfunctioning. However, α2 and μ are still unsure about the serial number of the malfunctioning robot, but α1 is not. Right: The 
epistemic state s2 := s1 ⊗ Reboot(a1, box) reached after admin agent α1 reboots sn1. Since α1 has rebooted sn1 privately, α2 and μ still do not know that 
all machines are functioning. However, the goal is achieved: there is some agent (α1) that knows that all machines are functioning.

6.2.5. Knowing who and alternative plans
There are other plans than π that would also solve the external epistemic planning task MM_task, but π achieves the 

goal in the fewest number of steps. The plan π is kept short by making admin α1 act and finally witness the existence 
criteria in the goal ϕg . Admin α1 is well-suited to this purpose because α1 does not face uncertainty about the two names 
box and sn1. For the both names, α1 knows who the names refer to, which in turn entails that in s1, α1 knows what machine 
to reboot.



16 A. Occhipinti Liberman et al. / Artificial Intelligence 286 (2020) 103305

Any plan where admin α2, instead of α1, acts, will necessarily be longer, because α2 does not know is uncertain about 
what serial number belong to which machine, and must therefore reboot both machines. More specifically, then given 
s0, any successful plan must start with the announcement Malfunction(m1, box) to the effect that the admins know of a 
malfunction, required for them to execute reboots. From s0, this results in s1 of Fig. 16. From there, both Reboot(a2, sn1) and 
Reboot(a2, sn2) must be performed before α2 knows that no machine is malfunctioning. Hence, the two shortest successful 
plans in which only α2 reboots are

π ′ := Malfunction(m1,box),Reboot(a2, sn1),Reboot(a2, sn2)

π ′′ := Malfunction(m1,box),Reboot(a2, sn2),Reboot(a2, sn1)

Hence, the potential uncertainty introduced by the non-rigidity of constants may be consequential for epistemic plan-
ning. In this simple example, the non-rigid serial numbers refers to objects, but as also agent terms may be non-rigid, 
the presented framework allows modeling situations in which e.g. an agent is uncertain about whom a message must be 
delivered to, or planning in situations involving ‘code names’, known only to a strict subset of agents.

7. Languages for actions

We define a language for reasoning about actions, denoted LAM . This language extends the basic language L with action 
modalities with the form [A, e], where A is an action model and e is an event from A. The language LAM has formulas of 
the form [A, e]ϕ , which are interpreted as: ‘after event e of action A occurs, ϕ is true’. This language extension allows us to 
include formulas mentioning other actions in the pre- and postconditions of some actions, as well as in goal formulas. It is 
thus possible to define, e.g., a goal such as: “Achieve a state in which it is impossible to perform an action that will result 
in ϕ”. With finitely many actions described by the models A = {A1, . . . , An}, such a formula would be 

∧
A∈A,e∈E A [A, e]¬ϕ .

The grammar of LAM is defined by double recursion, adapting a construction well known in the DEL literature (see, e.g., 
appendix H in [8] or [27]).

Definition 15. Let L0 = L, and let AM0 be the set of pointed action models whose precondition formulas are all from L0. 
Define Lk+1 and AMk+1 as follows:

ϕ ::= r(t1, ..., t�) | ¬ϕ | ϕ ∧ ϕ | Ktϕ | ∀xϕ | [A, e]ϕ
where (A, e) ∈ AMk , and let AMk+1 be the set of pointed action models whose precondition formulas are all from Lk+1. 
Lastly, define the language LAM and the set of action models AM as

LAM :=
⋃

k∈N
Lk, AM :=

⋃
k∈N

(AMk)

As with the formulas from the static language L, the formulas from LAM are evaluated over epistemic models.

Definition 16. The satisfaction relation between epistemic models, assignments and formulas of LAM is the smallest exten-
sion of � that satisfies:

M, w �v [A, e]ϕ iff M, w �v pre(e) implies M ⊗ A, (w, e) �v ϕ

This extended satisfaction relation makes it possible to model-check conditions concerning actions. Given a pointed 
model (M, w), we may want to know whether a formula ϕ would hold after a sequence of pointed action models 
(A1, e1), . . . , (An, en) has been executed. This can of course be done by computing a sequence of product updates and 
checking whether M ⊗ A1 ⊗ · · · ⊗ An, (w, e1, . . . , en) � ϕ . But, equivalently, we can check whether the corresponding for-
mula holds at (M, w), i.e., whether M, w � [A1, e1] . . . [An, en]ϕ . If ϕ is a goal formula and (A1, e1), . . . , (An, en) is a plan, 
then model-checking such a formula corresponds to plan verification. Section 8.2.2 gives so-called reduction axioms for LAM

formulas, showing that any formula containing an action modality can be expressed as a formula in the basic epistemic 
language L. Consequently, plan verification could be treated as a problem of model-checking formulas of L in an initial 
state s0 = (M, w).

8. Axiomatic systems and metatheory

This section presents axiom systems for both static and dynamic term-modal logic. Metatheoretical results include sound-
ness and completeness, frame characterizations, and decidability results. All proofs may be found in Appendix A.
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Table 1
Axiom schemata for the minimal normal term-modal logic K.

First-order principles

all propositional tautologies
∀xϕ → ϕ (y/x), for y free in ϕ UE
t = t, for t ∈ T Id
(x = y) → (

ϕ(x) → ϕ(y)
)

PS
(c = c) → ∃x(x = c) ∃Id
x = y, if t(x) = t(y) DD

Modal and interaction principles

Kt (ϕ → ψ) → (Ktϕ → Ktψ) K
∀xKtϕ → Kt∀xϕ, for x not occurring in t BF
(x = y) → Kt (x = y) KNI

Inference rules

From ϕ,ϕ → ψ , infer ψ MP
From ϕ, infer Ktϕ KG
From ϕ → ψ , infer ϕ → ∀xψ , for x not free in ϕ UG

8.1. Normal term-modal logic

8.1.1. Axiom system
Table 1 contains the axioms and inference rules for the term-modal logic K. Some are common first-order axioms, like 

Universal Elimination (UE), Reflexivity of Identity (Id), and the Principle of Substitution (PS). In a modal logical context, PS also 
has a modal feature: it is restricted to variables to allow for non-rigid constants. If PS is assumed also for constants, (a =
b) → (Ktϕ(a) → Ktϕ(b)) becomes a theorem, valid only for rigid constants. Existence of Identicals (∃Id) is included to ensure 
that all constants obtains an extension in the canonical models of Section A.1.2; Divided Domain (DD) is included to enforce 
type-distinction between variables logically rather than syntactically. The modal and interaction principles Distribution (K) 
and Knowledge of Non-Identity (KNI) are formulated as standard while the Barcan Formula (BF) has a restriction in the term-
modal case; the Barcan Formula ensures constant domains: its validity implies non-growing domains, illustrated in the proof 
of soundness (Section A.1.1), and its converse implies non-shrinking domains (and is provable in K, cf. e.g. [43, p. 245]). 
Knowledge of Non-Identity reflects the rigidity of variables. The inference rules Modus Ponens (MP), Knowledge Generalization
(KG) and Universal Generalization (UG) contain no surprises.

Notice that nothing in the language or axioms of K specify the number of agents in the system. The number of agents 
emerges as a definable frame characteristic, cf. Section 8.1.4.

8.1.2. Normality
In Section 8.1.3, we formally state that K is complete with respect to the class of all frames. The axioms and inference 

rules sufficient for a complete system are close to standard axiomatizations of first-order modal logic, cf. e.g. [17,31,43]. We 
take the close-to-standard format of the K axioms to indicate the innocence of the term-modal extensions of the syntax 
and semantics. This is further corroborated by the main result of this section, the Canonical Class Theorem on this page. In 
essence, the theorem shows that any closed extension of K is complete with respect to the class of its canonical models. 
The result thus justifies the following definition:

Definition 17. A set of formulas � ⊆ L is called a normal term-modal logic if, and only if, � contains all axioms of Table 1
and is closed under the Table 1’s inference rules. The smallest normal term-modal logic is denoted K.

8.1.3. Canonical class theorem and completeness
In ordinary modal logic, each normal modal logic gives rise to a unique canonical model. In a similar manner, each normal 

term-modal logic � gives rise to a class of canonical models, one for each �-maximal consistent set. Section A contains the 
details of the construction, as well as the proof of the following main theorem:

Theorem 3 (Canonical Class Theorem). Any normal term-modal logic � is strongly complete with respect to its canonical class.

Mirroring the role of the Canonical Model Theorem of ordinary modal logic (see e.g. [12]), we obtain the following 
corollary to Theorem 3:

Corollary 1 (Completeness). The logic K is strongly complete with respect to the class of all frames F .

K is also sound with respect to the class of all frames. Section A.1.1 contains the formal statement and a proof sketch, 
with details given for the axiom K and the Barcan Formula.

8.1.4. Characterizing frame properties
The completeness result of Corollary 1 may be extended to more specific frame classes. Table 2 contains an overview of 

axiom schemata and the frame conditions they characterize. For illustration, proofs for 4 and N are given in Section A.1.3. 
From the Canonical Class Theorem and Table 2, completeness results for standard logics like KD45, S4 and S5 follow as 
corollaries. The principles N and M are special to our term-modal treatment. N and M define domain sizes. Nothing in the 
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Table 2
Term-modal axiom schemata and the frame conditions they characterize.

Axiom Frame condition

∀x
(

Kxϕ → ϕ
)

T Reflexive

∀x(¬Kx⊥) D Serial

∀x
(

Kxϕ → Kx Kxϕ
)

4 Transitive

∀x
(¬Kxϕ → Kx¬Kxϕ

)
5 Euclidean

∃x1, ..., xn

((∧
i≤n Kxi �

) ∧
(∧

i, j≤n,i = j xi = x j

)
∧ ∀y

(
K y� → ∨

i≤n y = xi
))

N |Dagt| = n

∃x1, ..., xm

((∧
i, j≤m,i = j xi = x j

)
∧ ∀y

(∨
i≤m y = xi

))
M |D| = m

a, c �→ α
b �→ β

a �→ α
b, c �→ β

a, c �→ α
b �→ β

w w ′ w ′′

α β

Fig. 17. A transitive model invalidating Kc(b = c) → Kc Kc(b = c) at w . With Dagt = {α, β}, all relations are transitive. The notation a �→ α specifies that α
is the extension of the constant a in the given world. In w , it holds that Kc(b = c) as c �→ α in w and b, c �→ β in w ′ (in w , the knowledge that (b = c) is 
held by agent α, as c �→ α in w). World w ′ satisfies Kc(b = c) as c �→ β in w ′ and b �→ β, c �→ α in w ′′ (in w ′ , the knowledge that (b = c) is held by β , 
as c �→ β in w ′). As a consequence, w ′ also satisfies ¬Kc(b = c). Hence, w does not satisfy Kc Kc(b = c)—that the agent named c (i.e., α) knows that the 
agent named c (i.e., β) knows that (b = c).

language or axioms of K specify the number of agents in the system: as in first-order logic, the domain size is by default 
left unspecified. In ordinary epistemic logic, it is common to assume a fixed, finite index set of agents. The domain size 
principles N and M similarly fixes domain sizes: N fixes the agent domain to size n. It uses the Kx�-expressions to ensure 
that the bound variables are all of type agt. With the quantifications thus ranging only over agents, N specifies specifically 
the size of Dagt . This may be compared to M, which does not put constraints on the type of the bound variables, thereby 
fixing only the size of the joint agent–object domain D . For details concerning N, see Proposition 6 on 28.

The principles T, D, 4 and 5 deviate from their ordinary forms by being quantified. In standard modal logic, the formula

Kcϕ → Kc Kcϕ (1)

characterizes the class of transitive frames. This is not true here, as the constant c may be non-rigid1: see Fig. 17 for a 
transitive model invalidating (1). The invalidity arises as the extension of the c is not fixed under scope of operators: in 
the consequent, the accessibility relation which the inner occurrence of Kc quantifies over need not be the same as the 
accessibility relation of the outer. This makes the appeal to transitivity void.2 The formulation in Table 2 avoids the non-
rigidity problem, but does impose the criteria for all agents uniformly.

8.1.5. Heterogeneous agents
Though treating all agents uniformly is common in epistemic logic, one may desire heterogeneous agents. With the given 

setup, we do not believe this can be done at the level of frames. On the level of models, one option to this end is to attribute 
epistemic criteria to subgroups using predicates; a second is to introduce individual names. In either case, one may desire 
the defining criterion to be rigid. However, full rigidity is not definable in general as models may be disconnected. Local 
rigidity—invariance of interpretation over connected components—is definable by formulas of the forms

∀x(r(x) ↔ ∀yK yr(x)) (2)

∃x((x = a) ∧ ∀yK y(x = a)) (3)

The validity of (2) and (3) characterize features of interpretations: (2) ((3), resp.) is valid in a model M = (D, W , R, I) iff 
for all w, w ′ ∈ W , (w, w ′) ∈ Rα for some α ∈ Dagt implies I(r, w) = I(r, w ′) (I(a, w) = I(a, w ′), resp.). In conjunction with 
formulas of the forms

∀x(r(x) → (Kxϕ → Kx Kxϕ)) (4)

Kaϕ → Ka Kaϕ (5)

one may obtain some individuated control over relation properties.

1 The non-rigidity of constants is reflected in K: Knowledge of Identity is provable for variables, but not for constants. I.e., K proves (x = y) → Kt (x = y), 
but not (a = b) → Kt (a = b).

2 In his 1962 [39], Hintikka argues that Kcϕ → Kc Kcϕ intuitively is valid only if c knows that she is c; i.e., that she knows who c is. Hintikka argues that 
this is captured by ∃xKc(x = c), which makes c locally rigid for the agent: I(c, w ′) = I(c, w) for all w ′ in R I(c,w)(w). Indeed, ∃xKc(x = c) ∧ Kcϕ → Kc Kcϕ
is valid on transitive frames.



A. Occhipinti Liberman et al. / Artificial Intelligence 286 (2020) 103305 19

Table 3
Axiom and rule schemata for the system AM.

Reduction axioms

[A, e]r(t1, ..., tn) ↔ (pre(e) → post(e)(r(t1, ..., tn))) Action and atom

[A, e]¬ϕ ↔ (pre(e) → ¬[A, e]ϕ) Action and negation

[A, e](ϕ ∧ ψ) ↔ (([A, e]ϕ) ∧ ([A, e]ψ)) Action and conjunction

[A, e]Ktϕ ↔ ∧
e′∈E (Q (e, e′)(x� �→ t) → Kt [A, e′]ϕ) Action and knowledge

[A, e]∀xϕ ↔ (pre(e) → ∀x[A, e]ϕ) Action and quantification (Dynamic Barcan)

[A, e][A′, e′]ϕ ↔ [(A, e) ◦ (A′, e′)]ϕ Action composition

Inference rules

From ϕ, infer [A, e]ϕ Action necessitation

8.1.6. Decidability
Let Kn and Kn/m be the smallest normal extensions of K with, respectively, the domain size axiom N, and both domain 

size axioms N and M under the proviso that m > n. Kn and Kn/m are then sound and complete with respect to, respectively, 
the class of all frames with exactly n agents, and the class of all frames with exactly n agents and exactly m − n objects. 
These finite domain properties are used in the proof of items 1. and 2. of the below proposition, shown in Section A.1.4. 
Decidability results from the literature are discussed in Section 9.3.

Proposition 1. Let Kn/m, Kn and K be given in L, based on the signature �. Let Lagt ⊆ L contain all formulas containing only 
agent-terms, t ∈ t−1(agt).

1. For all ϕ ∈L, it is decidable whether �Kn/m ϕ or not.
2. a) For all ϕ ∈Lagt , it is decidable whether �Kn ϕ or not. b) In general, it is undecidable.
3. In general, it is undecidable whether �K ϕ or not.

8.2. Dynamic term-modal logic

8.2.1. Axiom system
Table 3 contains the axioms and inference rules for the dynamic term-modal logic AM. In Section 8.2.2, we formally state 

that K + AM is sound and complete with respect to the class of all frames. This completeness result may be extended to 
more specific frame classes, as was the case with K (see Section 8.1.4). The completeness proof for K + AM is by translation, 
a well-known approach in DEL [7,8,27,71]. The axioms in AM are so-called reduction axioms, which enable the translation 
of formulas with action modalities into provably equivalent ones without any action modalities. Then completeness follows 
from the known completeness of the static logic K. For a detailed description of the reduction strategy to completeness, see 
e.g. [27].

The reduction axioms in AM are similar to those used in logics for epistemic actions, introduced by [7]. Naturally, 
as dynamic term-modal logic is first-order, there are reduction axioms for formulas involving quantifiers. Moreover, the 
axiom for formulas with the knowledge operator is non-standard. Unlike standard action models, the ones presented here 
are edge-conditioned and use variable substitutions, which require some modifications. A more detailed comparison of 
these axioms and standard ones is provided in Section 9.2. The Action composition axiom appeals to action models of the 
form (A, e) ◦ (A′, e′). This notation refers to the composition of (A, e) and (A′, e′), defined following [29], but adapted to 
accommodate edge-conditions and first-order atoms:

Definition 18. Let A1 = (E1, Q 1, pre1, post1) and A = (E2, Q 2, pre2, post2) be given. The composition of A1 and A2 is the 
action model A1 ◦ A2 = (E, Q , pre, post) where

1. E = E1 × E2.
2. Q ((e1, f1), (e2, f2)) = Q 1(e1, f1) ∧ [A1, e1]Q 2(e2, f2).
3. pre(e1, e2) = pre(e1) ∧ [A1, e1]pre(e2).
4. dom(post((e1, e2))) = dom(post1(e1)) ∪ dom(post2(e2)) and if r(t1, . . . , tk) ∈ dom(post((e1, e2))), then

post((e1, e2)(r(t1, . . . , tk)) =
{

post1(e1)(r(t1, . . . , tk)) if r(t1, . . . , tk) /∈ dom(post2(e2))

[A, e]post2(e2)(r(t1, . . . , tk)) otherwise

8.2.2. Soundness and completeness via reduction axioms
As anticipated in Section 8.2.1, K + AM is sound and complete with respect to the class of all models.
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Proposition 2 (Soundness of K + AM). K + AM is sound with respect to the class of all models.

The soundness of K + AM (Proposition 2) is established in the standard way, by showing the semantic validity of the 
reduction axioms and inference rules. The proof is straightforward and therefore omitted.

Completeness follows as a corollary from a number of lemmas that are presented in Section A.2.

Corollary 2 (Completeness of K + AM). K + AM is complete with respect to the class of all models. Moreover, any extension of K + AM
obtained by adding axioms characterizing frame conditions is complete with respect to the corresponding class of models.

9. Related work

9.1. Epistemic planning

Several articles on multi-agent epistemic planning have appeared recently. The existing work can be organized along the 
following categories: modeling of epistemic planning, tractability and complexity, and implementation and applications.

On the modeling side, multiple articles have presented formalisms for multi-agent epistemic planning based on DEL [2,
15,57,91]. These models are very expressive, capturing several key aspects of multi-agent epistemic planning. These aspects 
include: epistemic actions and goals, higher-order knowledge and belief, partial observability, etc. A thorough comparison 
of the present framework with existing DEL formalisms is found in Section 9.2.

The rich expressivity of DEL comes at a cost, as planning problems specified in DEL are in general computationally 
difficult to solve (more on this below). This has partly motivated the introduction of simpler formalisms for epistemic 
planning. Some of these formalisms build on classical planning. The model in [70] extends STRIPS to allow knowledge 
declarations in preconditions and postconditions. The framework is however restricted to single-agent planning, does not 
support higher-order reasoning, and allows only a restricted form of quantification. The multi-agent planning frameworks 
in [45,60] follow a compilation approach, translating restricted fragments of epistemic planning into classical planning 
languages.

The approaches in [41,44] describe planning domains via a type of state-transition system extended with epistemic 
information, called a concurrent epistemic game structure (CEGS). This representation makes it easy to define multi-agent 
notions such as ‘joint action’ or ‘multi-agent plan’. However, the representation inherits some of the well-known problems 
of transition-system models, including the lack of compact descriptions of actions and efficient heuristics that can avoid 
building the full state-transition system when planning (see [14] for a discussion of these and other limitations).

The non-DEL formalism that most closely resembles the approach of this paper is the epistemic game description lan-
guage GDL-III [85]. The language is epistemic and first-order. A key feature of this language is that only what agents can 
see and do has to be defined. This is done via declarations that use the keywords Sees and Does, which loosely correspond 
to modalities. GDL-III has a simple syntax and allows compact specifications of actions. For instance, the following GDL-III 
rules [9] describe schematically communication actions which are similar to the ones from Example 5:

Sees(x, ia) ⇔ Does(i,announce(z)) ∧ Obs(i, x))

Sees(y,ϕ) ⇔ Does(i,announce(ϕ)) ∧ Obs(i, y) ∧ Listen(i, y) ∧ ϕ

These two transition rules are interpreted as follows: if agent i announces z then any agent x observing i will receive 
the information ia . Any agent y that observes i and listens to i will learn the content of the announcement, ϕ . Given the 
semantics of GDL-III, it follows that agents who only see ia will know that i made an announcement but will not learn 
the content of the announcement. Agents who observe i, however, will know that ϕ must be true. Moreover, if an agent 
x observes agent i, does not listen to i, but knows that another agent y listens to i, then the semantics entails that x
will know that y will know the content of the announcement after it has been made. The model is therefore schematic 
and context-sensitive, like the epistemic action schemas presented here. The syntax of GDL-III is simpler than that of DEL 
when it comes to representing actions. However, as noted in [30], specifying nested and higher-order knowledge is more 
difficult in GDL-III than in DEL, and the formalism requires more involved semantics. The work in [30] provides a detailed 
comparison of DEL and GDL-III, concluding that GDL-III offers a simpler syntax, while DEL provides simpler semantics. In 
[30], it is shown that large fragments of GDL-III and DEL are equally expressive by giving compilations between the two.

Concerning decidability and complexity, it was first shown in [15] that the general plan existence problem in propo-
sitional DEL planning (i.e., deciding whether a plan exists given a multi-agent planning task) is undecidable. In fact, the 
problem is undecidable with two agents only, no common knowledge, and no postconditions. In [51] it is shown that public 
actions are enough for undecidability when the initial state meets certain technical conditions. That paper also identifies an 
undecidable subclass of small epistemic planning problems comprising two agents, one action, six propositions and a fixed 
goal. The undecidability results straighforwardly apply also to the present framework.

Although the general problem is undecidable, several papers have identified decidable fragments of epistemic planning 
that are still reasonably expressive. Single-agent epistemic planning is decidable [15]. The multi-agent problem becomes 
decidable if actions are only allowed to have propositional preconditions (i.e., no epistemic formulas appear in the precon-
ditions) [91]. The computational complexity of this fragment belongs to (d + 1)-ExpTime for a goal formula whose modal 



A. Occhipinti Liberman et al. / Artificial Intelligence 286 (2020) 103305 21

depth is d. If actions are restricted to have propositional preconditions and no postconditions, the plan existence problem 
becomes PSpace-complete [20]. Stronger restrictions, such as allowing only private and public announcements, bring the 
complexity down to NP-complete [16]. As mentioned in Section 6, in [54] we show that single-agent epistemic planning 
and multi-agent planning with non-modal preconditions are also decidable in the term-modal, first-order case described in 
this paper, echoing the results for propositional planning in [15,91].

As for implementation and applications, a number of techniques and planners have been developed over the last decade. 
An approach that has gained popularity is the compilation approach. The idea involves choosing a suitably restricted frag-
ment of DEL that can be encoded in a classical planning language. Epistemic problems are then translated into classical 
ones so that state-of-the-art planners can be used to solve them efficiently. The compilations rely on different restrictions. 
The system in [45] assumes that actions are public, physical actions are deterministic, and that all agents start with a com-
mon initial belief on the set of worlds that are possible. The paper adopts a centralized perspective, with planning done 
off-line from the viewpoint of a single agent. In [46], the authors extend this framework to cover on-line planning from 
the perspective of the agents themselves. The planner in Muise et al. [60] requires a finite depth of nesting of modalities 
and no disjunctions. Cooper et al. [22] use an encoding based on special variables describing what agents can see. The epis-
temic problems expressible with this restricted language are then encoded in PDDL and solved using the Fast Downward 
planner [38]. As mentioned before, the PKS system in [70] encodes epistemic planning using a STRIPS-like language. This 
language can describe single-agent, epistemic planning problems with conditional effects. The PKS system tries to solve 
these problems using an efficient but incomplete algorithm.

A small number of epistemic planners do not rely on compilation into classical planning. The system MEPK [42] performs 
multi-agent epistemic planning from the third-person viewpoint. The system can handle private actions and beliefs, as 
formalized with the modal logic KD45n. The system does not support arbitrary common knowledge but can deal with a 
weaker form of common knowledge. Finally, Le et al. [50] present two forward planners, called EFP and PG-EFP, for multi-
agent epistemic planning. These planners can deal with unlimited nested beliefs, common knowledge, and epistemic goals 
when the number of worlds in the initial state is not too large.

9.2. Dynamic epistemic logic

There is a vast and excellent literature on both epistemic logic and dynamic epistemic logic to which the reader is 
referred for both technical and conceptual introductions—see e.g. [8,10,27,31,39,59,52]. The approach to modeling actions 
taken in this paper is based on the idea of action models applied using product update as introduced first by Baltag, Moss 
and Solecki [7]. The reduction axiom approach to proving completeness for logics with actions was first suggested by Plaza 
[71] for the case of truthful public announcements. Our approach is the same, but for general actions models. It is based on 
[6,8,27].

The format of the action models presented here differs mainly in four aspects from those introduced in [7]: our action 
models have postconditions; are first-order rather than propositional; accommodate term-modal relations; and have condi-
tioned edges. Our approach to postconditions is inspired by [11,29]. From there, it is a straightforward generalization to 
alter pre- and postconditions to allow updates of first-order Kripke models. A substantial departure from the standard is 
the accommodation of term-modal relations and the edge-conditioning. The definition avoids two problems for term-modal 
action models—one pointed out by Kooi [47] and one concerning reduction axioms—by an adjustment of the propositional 
edge-conditioned action models of Bolander [13].3

In the standard definition, an action model A for index set of agents I consists of a finite set of events E = {e, ..., e′}
and a map R : I → P(E × E), plus assignments of pre- and postconditions. In the term-modal treatment, the set I is a 
proper part of the semantics of state representations. Adding an operator [A, e] to the language thus conflates syntax and 
semantics, Kooi points out. In considering reduction actions, we found that this problem runs deep. Consider the standard 
reduction axiom for the modal operator:

[A, e]Kiϕ ↔
⎛
⎝pre(e) →

∧
f :(e, f )∈Ri

Ki[A, f ]ϕ
⎞
⎠ (6)

In (6), the agent index i links the occurrences of the modal operator Ki with the relation Ri used in the quantifying 
conjunction. This link is broken in the term-modal treatment: the “i” indexing the operators is a syntactic term, while 
the “i” indexing the relation is an element of a domain of quantification. Without consulting an interpretation (or variable 
assignment), these two occurrences are unlinked: there is no guarantee that Ri is the relation used in evaluating Kiϕ .

To resolve the conflation problem, Kooi defines action models where accessibility relations over events E are assigned 
to groups of agents on a per-application basis: With � a finite set of mutually inconsistent and jointly exhaustive formulas 
with free variable x, each pointed model (M, w) and variable valuation v defines a partition on the agent domain with cells 

3 Both approaches result in context-sensitive actions: the distinguishability of two events depends on model to be updated. See [13,52,76–78] for argu-
ments to the effect that more context-sensitivity than what is present in standard action models is desirable.
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{d ∈ Dagt : M, w �v[x/d] ϕ(x)} for each ϕ(x) ∈ �; each agent in such a cell (group) is assigned the same accessibility relation 
using a map S : � → P(E × E). In effect, the action model makes no direct reference to the agent domain, thus avoiding 
the conflation problem.

Additionally, Kooi’s definition yields a solution to the problem of unlinked indices as the relations of the action model 
may now be referred to using syntactical constructs. With � = {P1(x), ..., Pn(x)}, a suggestion for a reduction axiom could 
be

[A, e]Ktϕ ↔
⎛
⎝pre(e) →

∧
k≤n

⎛
⎝Pk(t) →

∧
f :(e, f )∈R(Pk)

Kt[A, f ]ϕ
⎞
⎠

⎞
⎠ .

We obtain a similar solution by adjusting the edge-conditioned action model of Bolander [13]. In an edge-conditioned 
action model, whether two events are related for some agent i ∈ I is conditional on whether a given formula is satisfied 
in the pointed model on which the action is executed. Formally, each agent-edge pair is assigned a condition by a map 
Q : I → (E × E →L).

Inspired by both Bolander and Kooi, we use a map Q : E × E → L where Q (e, e′)(x�) has exactly one free variable, 
x� . When the resulting action model is executed on a pointed model (M, w), an edge is present for an agent α ∈ Dagt

if M, w �v[x� �→α] Q (e, e′)(x�). As the condition Q (e, e′)(x�) is a formula, this approach allows the formulation of reduction 
axioms, cf. Section 8.2.1.

Our version of the Q function and Kooi’s approach S are equally general. Given an action model (E, S, pre, post) with 
S : � → P(E × E), let Q : E × E → L be given by Q (e, e′) = ϕ such that (e, e′) ∈ S(ϕ). Then Q emulates S: for all models 
M , M ⊗ (E, S, pre, post) = M ⊗ (E, Q , pre, post). Vice versa, to emulate a map Q , for each A ⊆ E × E , let

ϕA :=
∧

ϕ∈Q (A)

ϕ ∧
∧
ψ∈�

ψ (7)

with � the largest subset of {¬ϕ : ϕ ∈ Q (E × E)\Q (A)} such that (7) is consistent. Then S : ϕA �→ A for each A ⊆ E × E
is a Kooi map that emulates Q . We opt for the edge-conditioned formulation due to its correspondence with the standard 
precondition maps pre : E →L.

Finally, note that both may emulate standard action models over classes of models where each agent α is designated by 
a rigid constant aα (as is conceptually implied by identifying agents with indices). The standard map R : Dagt → P(E × E)

may be emulated by the map Q : E × E →L with Q (e, e′) = ∨
aα : (e,e′)∈Rα

(x = aα).

9.3. Term-modal logic

The term-modal treatment of epistemic operators as behaving both as modal operators and as first-order predicates 
was suggested already by von Wright in his 1951 [87], though the direction was not formally explored. Formally, Hintikka 
allowed the constructions in his 1962 [39], and the term-modal aspects are used in discussions concerning the validity 
of Kaϕ → Ka Kaϕ , where Hintikka notes that the schema is only valid if a knows who a is, captured by ∃xKa(x = a) (see 
also Section 8.1.4 on frame characterizations). Semantically, Hintikka linked individuals and operators in [40] using world-
relative first-order interpretations extended to assign alternatives to individuals in the domain of quantification, D . Work in 
philosophical logic followed Hintikka’s term-modal syntax—even called “standard” by Carlson in 1988 [19]—but the semantic 
link did not pertain: [83] exemplifies a pseudo-use. Carlson enforced the semantic link, using a partial map R : D −→
P(W × W ) to assign accessibility relations to individuals. He further presents a Hintikka-style model set proof theory for a 
three-valued Kripke-style semantics with non-rigid terms, varying domains and reflexive relations, and shows completeness.

In computer science, a format similar to Carlson’s is frequently used when giving the semantics for propositional epis-
temic logic, with the set of agents D treated as an index set instead of a domain of quantification, even in the first-order 
case: e.g., in Fagin et al.’s first-order treatment [31], in a formula like K Alice Governor(Cali f ornia, Pete), both Cali f ornia and 
Pete are first-order terms, but Alice is not—Alice is an agent. Here, then, agents and their names are equated.

The issue of equating agents and their names, and why this is unsatisfactory in many computer science applications, 
is discussed at length by Grove & Halpern [37] and Grove [36]. They identify the following inadequacies: systems that 
equate agents with their names cannot represent agent sets of non-fixed size, do not allow for reference to agent groups, 
for non-rigid names, nor for indexical and relative reasoning (using terms like “me” to express e.g. “the agent to the left 
of me”). In response, [37] develops a propositional epistemic logic with indexical reference obtained by evaluating formulas 
at agent-world pairs, on which [36] builds a first-order variant to additionally handle issues of de dicto/de re-like reference 
scope, as well as multi-naming of agents. The latter is in effect a variant of non-rigid constant, varying domain, term-modal 
logic with formulas evaluated at agent-world pairs. Further, the language contains two sorts, one for agents (like our agt
terms), and one for names.4 This allows explicit reasoning about naming. Adding a third sort to the present framework 

4 Such two sorts are also used by Rendsvig in a quantified, but not term-modal, epistemic logic analysis of semantic competence in relation to Frege’s 
puzzle about identity [74,75].
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would be unproblematic, but the indexical semantics would require in-depth re-working. Similarly, varying agent domains 
would require work, unless emulated by an existence predicate, cf. [32]. Beyond this, the present framework tackles the 
issues raised in [36,37]: agents and names are not equated by the use of (non-rigid) constants of sort agt, that additionally 
allow for multi-naming; agents groups may be denoted by predicates and relative properties by relations; finally, de dicto/de 
re distinctions are expressible using quantification. However, beyond the formal difference and similarities, we would find 
an in-depth philosophical comparison of the interpretation of the two frameworks interesting. In [53], we illustrate the 
system presented here with examples that touch on several of the involved issues.

One reason for sticking with ordinary modal operators even in a first-order setting is that term-modal operators adds 
design choices and possible complications, as discussed by Lomuscio & Colombetti in their early contribution to the term-
modal literature [56]. In constructing a term-modal extension of multi-agent KD45 with non-rigid terms, they discuss how 
to evaluate formulas Baϕ when a is not an agent denoting term. Intuitively, Baϕ should be false, as only agents can truly 
hold beliefs, but—they remark—this would imply the invalidity of Ba(ϕ ∨¬ϕ). They conclude against a two-sorted approach, 
as a similar problem surfaces for formulas Ba Bbϕ when agent a believes that the term b denotes a non-agent.5 Ultimately, 
Lomuscio & Columbetti opt for a partial logic with truth-value gaps, letting the truth-value of Baϕ be undefined when a
denotes a non-agent; they take a valid formula to be sometimes satisfied, but never false. Their semantics are constant domain, 
and each element is, at each world, assigned a set of doxastic alternatives; an element is an agent in world w if it is assigned 
a non-empty set. Hence, agenthood is world-relative. They present an axiom system—which includes a term-modal Barcan 
formula ∀y(Bxϕ(y)) → Bx∀y(ϕ(y)) and quantified frame-characterizing formulas like ∀x(Bxϕ → Bx Bxϕ) like the present 
paper—and show soundness, citing [55] for details.

Bivalent systems are presented by Thalmann [84] and Fitting, Thalmann & Voronkov [33], with these two works coining 
the label ‘term-modal logic’. In their setting, each world w is associated with an inner domain D(w) of objects existing at w , 
with D(w) a subset of the outer domain D, for all w . The inner domains are assumed increasing: if w Rd w ′ for some d ∈ D , 
then D(w) ⊆ D(w ′). Further, terms are assumed rigid and with an interpretation defined at every world (I(c) ∈ D(w) for 
all w ∈ W ). This combination seemingly6 eliminates the need for truth-value gaps, but the problems raised by non-agents 
are not discussed. For several classic frame-conditions, [33,84] presents both sequent and tableau proof systems (K, D, T, K4, 
D4, S4).

Orlandelli & Corsi [62] also investigate sequent calculi for term-modal logics. Their semantics is more general as they 
omit the increasing domain requirement, and—as they also consider Euclidean frames—they also obtain completeness for 
more frame classes. The syntax is without constants, so the rigidity/non-rigidity dichotomy is non-applicable. The semantics 
are bivalent. The combination of varying domains and bivalent semantics is facilitated by the atomic formula satisfaction 
clause

M, w �v r(x1, ..., xn) iff (v(x1), ..., v(xn)) ∈ I(r, w),

with I(r, w) ⊆ Dn again with D the outer domain. E.g., with I(=, w) = {(d, d) ∈ D2 : d ∈ D}, the formula (x = x) is satisfied 
in (M, w) even if v(x) /∈ w . However, as the quantifiers only range over the inner domain of worlds, the semantics oddly 
make p(x) ∧ ∀y¬p(y) satisfiable.

In [47], Kooi introduces a dynamic term-modal logic, including a first-ever first-order version of DEL action models. The 
language of [47] is first-order dynamic logic with wildcard assignment, but where the set of first-order terms is also the 
set of atomic programs, the models for which are constant agents-only domain with non-rigid terms (and very similar to 
our general case, but restricted to agents-only). This language is more expressive than ordinary term-modal logic. The first-
order dynamic logic aspect implies that the validity problem is �1

1 complete, eliminating hope for a finitary proof system. 
However, the expressivity of the language allows the definition of a non-rigid common knowledge. If not for our two-sorted 
domain, our language and semantics could be seen as a special case of Kooi’s. Kooi’s action models are discussed in the 
next section.

Seligman & Wang [88] investigate a fragment Kooi’s system. The fragment allows only basic assignment modalities to 
form a quantifier-free term-modal logic (without function symbols), a fragment rich enough to express de dicto/de re distinc-
tions and knowing who constructions in a setting where names are not common knowledge. The main result is a complete 
axiomatization for the class of S5 models. As Barcan-like formulas are not included in the investigated language fragment 
but are the common characterizers of constant domain semantics, this result is quite non-standard. The authors also discuss 
decidability: providing no hard results, they conclude “We are not that far from the decidability boundary, if not on the 
wrong side.”

Corsi & Orlandelli [23] introduce a generalization of term-modal syntax to be able to express the difference between de 
dicto and de re statements without invoking quantifiers. They introduce complex term-modal operators |t : c

x|p(x) with the 

5 This obstacle is avoided in the present paper by syntactically forcing all operator-subscripts to be of the agent-sort.
6 Seemingly, as we are confused about the satisfaction clause for atomic formulas [33, Def. 7, It. 1], stating that w, V � R(t1, ..., tn) iff w �

R(V (t1), ..., V (tn)) with V (ti) ∈ D , but no specification of the conditions for the right-hand condition, nor any specification of how the relation symbol 
R is assigned extension. However, if this is assumed settled as ordinarily (as in the present paper), the increasing domain assumption seems sufficient to 
obtain a well-behaved semantics, as is the case in ordinary first-order modal logic. See e.g. [34] for an introduction and [43] for details.
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reading that t knows of c that (s)he is p(x). These are interpreted over so-called epistemic transition structures with double-
domains. The resulting indexed epistemic logics are further investigated in [25,24]. It would be interesting to know what the 
relationship is to the also expressive language of Kooi [47].

Where the domain of Kooi [47] consists only of agents, Rendsvig [73] introduces a model with a single-sorted language 
with non-rigid terms that denote elements in a constant domain containing both agents and objects. As in [56], this requires 
an ad hoc solution to the semantics of formulas Kaϕ when a denotes a non-agent. The solution used is to then interpret 
Kaϕ as a global modality. This preserves the bivalence of the systems while making all operators normal. As a result, [73]
presents a canonical model theorem, facilitating completeness proofs for classic frame classes.

The semantics of this paper are based on Achen’s [1], which in turn is a two-sorted refinement of [73]. What we 
consider an improvement of [1] over [73] is exactly the two-sorted approach: distinguishing between agent and object 
terms removes the need to define ad hoc semantics for knowledge operators indexed by non-agents. Taking a two-sorted 
approach eliminates the possibility of modeling agents that are uncertain about whether a given term refers to an agent or 
an object, but results in a system which we consider well-behaved.

Term-modal like, Naumov & Tao [61] present a propositional term-modal logic, but where operators may be indexed by 
sets of terms, making ∃xK{x,a}ϕ a formula. Such operators are given a distributed knowledge semantics in S5 models with 
constant agents-only domain and rigid terms for which a complete axiom systems is presented.

Sawasaki, Sano and Yamada [80] consider a term-modal syntax where operators are indexed by a sequence of terms 
making e.g. ∀x∀yK[x,y]R(x, y) well-formed, with the intended deontic reading that x is obliged by y to ensure R(x, y). They 
present complete axiom system and sequent calculi.

Sedlar [81] also uses rigid terms, agents-only constant domain semantics to represent an epistemic logic of evidence 
using a term-modal language as that presented here. Sedlar shows that his term-modal framework is able to emulate 
monotonic modal logics and epistemic logics with awareness, obtaining a decidability result for the fragment with no 
constants nor functions, but 0-ary predicates and single unary predicate.

Several other authors have also looked at decidability issues for varieties of term-modal logics. Kooi [47] points out that 
the monadic fragment of his system is undecidable by a result of Kripke [49]. As Kripke’s result concerns first-order modal 
logic in general (see e.g. [43, p. 271 ff.]), it applies to broadly to term-modal logics, too. For term-modal logics, Padmanabha 
& Ramanujam [66] even show that the propositional fragment is undecidable. As decidable, they identify the monodic 
fragment (formulas using only one free variable in the scope of a modality). [64] considers model checking for the fragment 
over a restricted model class and [63] presents a translation of the monodic fragment (without identity) into FOML.

In [65], Padmanabha & Ramanujam further investigate a variable-free propositional bi-modal logic with implicit quan-
tification, with formulas [∀]ϕ and [∃]ϕ asserting that along all (resp. some) accessibility relations ϕ is necessary. These 
variable-free formulas thus correspond to the propositional term-modal formulas ∀xKxϕ and ∃xKxϕ . The relevant logic is 
shown decidable, to be bisimulation-invariant fragment of an appropriate two-sorted first-order logic, related to the ‘bundled 
fragment’ of term-modal logic. Model checking for the system is investigated in [68]. In [67] Padmanabha & Ramanujam, 
turn to the two variable fragment of term-modal logic, which they show decidable. The thesis [63] collects a selection of 
the mentioned results, and additionally presents a translation of TML without identity into propositional TML.

For their own system, Orlandelli & Corsi [62] show two fragments decidable, the first propositional with quantifiers 
and operators occurring only in pairs of the forms ∃x[x] or ∀x〈x〉. This fragment simulates non-normal monotone epis-
temic logics. The second fragment allows expressing 1-ary groups’ higher-order knowledge about proposition symbols, e.g. 
with ∀x(p(x) → Kx(K yq)) an allowed formula. Also Pliuškevičius & Pliuškevičienė [72] treats a fragment of propositional 
term-modal logic, but with, term-modal operators for belief and mutual belief, allowing only pair-wise quantifier-operator 
nestings (e.g., for p a propositional atom, ∀xBx∃yB y p is well-formed, while ∀x∃yBx B y p is not). For their agents-only con-
stant domain KD45 semantics, they present a terminating sequent calculus decision procedure. For further decidability 
results, it may be relevant to consult Shtakser [82], who investigates propositional modal languages includes quantification 
over modal operators and predicate symbols that take modal operators as arguments.

Beyond its main decidability result, Padmanabha & Ramanujam [67] also discusses translation of term-modal logic into 
first-order modal logic. In a setting with no constants or function symbols, the authors suggest a translation of TML into
FOML with a single modality K and a new unary predicate P , inductively translating Kxϕ to K (P (x) → ϕ) and K̂xϕ to 
K̂ (P (x) ∧ ϕ). [67] omits the details, but claims this translation produces FOML formulas equi-satisfiable with their TML
originals. This suggests that completeness results for term-modal logics may also be shown indirectly via translation and 
application of well-known results for FOML (see e.g. [43]), instead of by the direct constructions found in the Appendix.7

Whether a translation approach would work for the present framework is an open question, but we have reservations 
concerning the general applicability of the suggested translation.8

7 We thank a reviewer for pointing this out.
8 We hold a reservation as satisfiability is not generally preserved by the translation. In the class of TML models with exactly 2 agents (characterized by 

axiom N for n = 2) wlog called α and β , with constants a and b locally rigid, but non-identical (characterized by ∃x∃y((x = y) ∧(x = a) ∧(y = b) ∧∀zKz((x =
a) ∧ (y = b)))), and satisfying for i, j ∈ {α, β}, i = j, ∀x, y, z ∈ W , if xRi y and xR j z, then yRi z (characterized by ∀x∀y(((x = y) ∧ K̂x� ∧ K̂ yϕ) → Kx K̂ yϕ)), 
the formula ∃x∃y((x = y) ∧ K̂ y� ∧ K̂x K̂x� ∧ Kx Kx¬K̂x�) is satisfiable. However, the translation of the latter is not satisfiable in the class of FOML models 
characterized by the translation of the three former.
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10. Final remarks

We conclude with open questions we see in relation to epistemic planning, and a summary of the main contributions of 
the paper. The following are some possible avenues for future research:

1. Decidability and complexity. As presented in the literature review on epistemic planning with propositional DEL (Sec-
tion 9.1), results exist concerning the undecidability of several classes of epistemic planning problems, but decidability 
and complexity results also exist. It is clear that the negative results apply in the richer setting of this paper. In [54], we 
show that some of the positive decidability results can be established in the decidable finite-agent setting of dynamic 
term-modal logic (i.e., decidability for single-agent planning and multi-agent planning with non-modal preconditions). 
It is an open question whether any other decidability results can be extended as well, and the complexity of first-order 
epistemic planning has not been studied.

2. Reasoning about schematic actions. In extension to defining first-order variants of action models, it was natural to de-
fine action schemas to obtain succinct action representations. These action schemas are however not described by the 
dynamic languages and logics introduced. We find it an interesting question how the languages and logics should be 
altered to obtain a logic of action schemas. Constructing such a logic could possibly draw connections to recent work 
on Arbitrary Public Announcement Logic and its generalizations, cf. e.g. [5,28].

3. Supporting other planning features. A possibly fruitful avenue for future research is to devise a first-order probabilistic DEL 
framework for probabilistic epistemic planning. In the standard planning literature, probabilistic PDDL is often used to 
support probabilistic effects, allowing the specification of Markov decision processes [90]. There is a rich literature on 
probabilistic propositional DEL on which a first-order setting for probabilistic epistemic planning could be based (for 
an overview, see [8, Appendix L]). Other well-known planning features, such as numeric fluents, temporal aspects, etc., 
could also be integrated.

Finally, we briefly recall what we see as the main contributions of the paper:

1. A first-order dynamic epistemic logic. The paper develops novel dynamics for a variant of term-modal logic with the addi-
tion of first-order action models. It thereby generalizes propositional DEL to a setting allowing full first-order epistemic 
reasoning about both objects and agents.

2. A compact epistemic domain definition language. As the epistemic planning formalism developed builds on first-order logic, 
it allows for a compact specification of domain dynamics via epistemic action schemas. Such schematization is inspired by 
that used in PDDL, and to the best of our knowledge, it provides the most compact representation of actions available 
in the DEL framework. The setting conservatively extends propositional DEL, in the sense that it contains it as a special 
case, inheriting the ingredients of the DEL planning framework.

3. Expressive, yet decidable axiom systems for reasoning about epistemic actions. On the reasoning side, the paper develops 
static and dynamic axiom systems that are well-behaved. Although the logical languages proposed are fairly expressive, 
it is shown that sound, complete and decidable systems exist for several natural classes of models.
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Appendix A. Proof appendix

A.1. Term-modal logic

This section establishes the results stated in Section 8.1. The logic K is well-behaved, with standard techniques for 
establishing strong completeness carrying over from the propositional and quantified modal logic cases. Therefore, the 
section presents only proof strategy, with non-standard elements given special attention. Full details may be found in [1].

The involved notions are standard (see e.g. [12,17,43]), but we remark that a formula ϕ is valid over a class of frames 
X iff for every frame F = (D, W , R) ∈ X , every interpretation I over F , every world w ∈ W and every valuation v , it is the 
case that M, w �v ϕ . That ϕ is a semantic consequence of the formula-set � over a class X is written � �X ϕ . For ϕ provable 
from the assumptions � in the logic �, write � �� ϕ . In both cases, when � = ∅, it is omitted.
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A.1.1. Soundness

Proposition 3. The system K is sound with respect to the class F of all frames: for all ϕ ∈L, if �K ϕ , then �F ϕ .

Proof. The proof is standard: the axioms of K are shown valid over F and the rules of inference are shown to preserve 
validity. To give a feel, arguments follow for the K axiom and the Barcan Formula.

K: Let M be a model based on an arbitrary frame F ∈ F , let w ∈ M and let v be a valuation; let Kt�, ϕ, ψ ∈ L. To show 
that M, w �v Kt

(
ϕ → ψ

) → (
Ktϕ → Ktψ

)
, assume M, w �v Kt

(
ϕ → ψ

)
. As Kt� ∈ L, �t�I,v

w ∈ Dagt by assumption. Hence 
F contains an accessibility relation R�t�I,v

w
. Having fixed the accessibility relation going through the term t to the agent 

domain, the argument is standard: By the semantics of Kt , M, w ′ �v ϕ → ψ for every w ′ ∈ M with w ′ ∈ R�t�I,v
w

(w). Hence 
M, w ′ �v ¬ϕ or M, w ′ �v ψ . If all such w ′ satisfies ϕ , M, w �v Ktϕ; but then each w ′ must also satisfy ψ , so M, w �v Ktψ , 
and hence M, w �v Ktϕ → Ktψ . Else, some such w ′ satisfies ¬ϕ; then M, w �v ¬Ktϕ , so M, w �v Ktϕ → Ktψ .

BF: Let M, w, v, ϕ and t be as above. Pick a variable x = t and assume that M, w �v ∀xKtϕ . Then for all x-variants v ′ of v , 
M, w �v Ktϕ (i.e., intuitively, if x is free in ϕ so that Ktϕ(x) defines a predicate, all elements in the t(x)-domain of w fall 
in this predicate’s extension). From M, w �v Ktϕ , it follows that for all w ′ ∈ R�t�I,v

w
(w), M, w ′ �v ′ ϕ (intuitively, as v ′ is an 

arbitrary x-variant v , all t(x)-elements existing in w ′ fall in the extension of ϕ(x). This would not hold if elements could 
exist in w ′ that do not exist in w). As v ′ is an arbitrary x-variant of v , it follows that M, w ′ �v ∀xϕ (again, illegitimate if
new elements could spring to existence). As w ′ was arbitrary from R�t�I,v

w
(w), finally M, w �v Kt∀xϕ . �

A.1.2. Completeness
This section establishes that the system K is strongly complete with respect to the class F of all frames. I.e.,

for all � ⊆ L, for all ϕ ∈ L, if � �F ϕ, then � �K ϕ.

This follows as a corollary of the section’s main result, the Canonical Class Theorem (Theorem 3) which states that any 
normal term-modal logic is strongly complete with respect to its canonical class.

The theorem is established by appeal to the following well-known9 proposition linking satisfaction and completeness:

Proposition 4. A logic � is strongly complete with respect to a class of structure S iff every �-consistent set of formulas is satisfiable 
on some s ∈ S .

By this proposition, a completeness proof can be undertaken as an existence proof: For a consistent set of formulas �, a 
satisfying model from the appropriate class must be found. In the propositional case, one model is constructed for all con-
sistent sets simultaneously, giving rise to the propositional Canonical Model Theorem (see e.g. [12]): any normal propositional 
modal logic is strongly complete with respect to its canonical model.

The present proof cannot rely on single canonical model. As variables are semantically rigid and any signature � in-
cludes identity, the same identity statements between variables are true across all worlds of any model-valuation pair. A 
canonical model defined as usual would not satisfy this: with consistent sets forming the basis of worlds, if two worlds 
are disconnected by all accessibility relations, then they need not satisfy the same identity statements between variables. 
Hence, a rigid variable valuation cannot be defined. Further, different K-consistent sets may give rise to different domains. 
Hence, non-constant domains result, and the construction is thus not of the appropriate class. Therefore, our construction 
is of a canonical model per consistent set, resulting in a canonical class.

The construction contains first-order aspects irrelevant in the propositional case and term-modal logical aspects ir-
relevant to the standard quantified case, but the approach is familiar: worlds are maximally consistent sets that bear 
witnesses, ensured constructable by Lindenbaum-like lemmas; domains are equivalence classes of variables induced by 
identity statements; and canonical accessibility relations, interpretation and valuation are defined as expected. That the 
canonical accessibility relations are well-defined requires an additional lemma, but a familiar Existence Lemma facilitates a 
familiar Truth Lemma, which in combination with the above Proposition 4 yields the main result.

A.1.2.1. Canonical worlds Fix a signature � = (V, C, R, F, t), its language L and a normal term-modal logic � ⊆ L. When a 
set � ⊆L is maximal �-consistent (defined as usual [12]), call � a �-mcs.

Maximal consistency does not suffice for a set to be a canonical world in the first-order case. It must also be ensured 
that whenever a formula of the form ¬∀xϕ is included in �, then � must bear witness to this “falsity” of ∀xϕ10:

9 See e.g. [12, p. 194].
10 Witnesses bearing is called the ∀-property in [43, p. 257]; that the set is saturated is also used in the literature.
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Definition 19. A set � ⊆ L bears witnesses if for every ϕ ∈ L, for every variable x, there is some variable y such that (
ϕ(y/x) → ∀xϕ

) ∈ �.

If a set � bear witnesses, then so does every super-set of �. If � is a �-mcs that bears witnesses and contains ¬∀xϕ , 
then for some y ∈ V, ¬ϕ(y/x) ∈ �.

To ensure that every �-mcs can be extended to one bearing witnesses, countably infinite sets of both agent and object 
variables beyond those in V are needed. Define the extended signature �+ as (V+, C, R, F, t+) where V ⊆ V+ , t+(x) = t(x)
for all x ∈ V ∪ C ∪ R ∪ F and both (t+)−1(agt) ∩ V+\V and (t+)−1(obj) ∩ V+\V are countably infinite. Let L+ be the 
term-modal language based on �+ . Then L ⊆ L+ . The following two lemmas then ensure that the worlds of the canonical 
models are constructable:

Lemma 1 (Lindenbaum). If � ⊆L is �-consistent, then there is a �-mcs �′ such that � ⊆ �′ .

Lemma 2 (Witnessed). If � ⊆L is �-consistent, then there is a set �+ ⊆L+ such that � ⊆ �+ and �+ bears witnesses.

A.1.2.2. Canonical models To avoid the issue remarked in this section’s introduction, a canonical model is defined per �-mcs, 
ensuring that all worlds share its identity theory:

Definition 20. The sets �, �′ ⊆L+ have the same identity theory if for all x, y ∈ V+, (x = y) ∈ � iff (x = y) ∈ �′ .

Definition 21. Let � ⊆ L be a normal term-modal logic. Let � ⊆ L be �-consistent and let �∗ ⊆ L+ be maximal �-
consistent, witness bearing and such that � ⊆ �∗ (existing by Lemmas 1 and 2). The canonical model for (�, �∗) is 
M(�,�∗) = (D, W , R, I) such that

1. D := Dagt∪̇Dobj := {
[x] : x ∈ (t+)−1(agt) ∩ V+}⋃̇{

[y] : y ∈ (t+)−1(agt) ∩ V+}
where [z] := {

z′ ∈ V+ : (
z = z′) ∈ �∗}.

2. W is the set of all maximal �-consistent, witness bearing sets of formulas from L+ that share identity theory with �∗ .
3. R : Dagt →P(W ×W ) such that for all α ∈ Dagt , (w, w ′) ∈ R(α) iff for every formula Kxϕ ∈L+ with x ∈ α, if Kxϕ ∈ w , 

then ϕ ∈ w ′ ,
4. and

(a) I(r, w) =
{([x1], ..., [xn]) ∈ ∏len(t(r))

i=1 Dti(r) : r(x1, ..., xn) ∈ w
}

, for all r ∈ R;

(b) I( f , w) =
{([x1], ..., [xn]) ∈ ∏len(t( f ))

i=1 Dti( f ) : ( f (x1, ..., xn−1) = xn) ∈ w
}

, for all f ∈ F;

(c) I(c, w) = {([x]) ∈ Dt(c) : (c = x) ∈ w
}

, for all c ∈ C.

The canonical valuation v for (�, �∗) is given by v(x) = [x] for all x ∈ V+ .

A.1.2.3. Lemmas: uniformity, existence and truth The canonical model for (�, �∗) is a model for L. Notably, the domain is 
well-defined by the identity theory sharing requirement and a two-partition by the inclusion of the DD axiom. Further, 
I(c, w) is well-defined as for every world w , there exists some x ∈ V+ for which (c = x) ∈ w . See [1] for details. Foremost, 
the map R is well-defined, as is ensured by the following lemma:

Lemma 3 (Uniformity). Let Kxϕ ∈ w ∈ W with v(x) = α. Then for all y ∈ V+ for which v(x) = v(y), also K yϕ ∈ w.

Proof. Assume Kxϕ ∈ w ∈ W with v(x) = α, and let v(x) = v(y). Then [x] = [y], so by identity theory sharing assumption, 
(x = y) ∈ w ′ for every w ′ ∈ W ; in particular, (x = y) ∈ w . By PS, (x = y) → (

Kxϕ → K yϕ
) ∈ w . By MP, 

(
Kxϕ → K yϕ

) ∈ w
and by MP again, K yϕ ∈ w . �

As in the propositional case, the proof of the Truth Lemma below relies on the below Existence Lemma. A proof for 
standard first-order modal logic may be found in [43]; details for term-modal logic may be found in [1].

Lemma 4 (Existence). If w ∈ W and ¬Kxϕ ∈ w, then there exists a w ′ ∈ W such that (w, w ′) ∈ R�x�I,v
w

and ϕ ∈ w ′ .

Lemma 5 (Truth). For all ϕ ∈L+ , for all w ∈ W , and for the canonical v, M(�,�∗), w �v ϕ iff ϕ ∈ w.

Proof. The proof proceeds by induction on the complexity of ϕ . For the quantified formulas, appeal is made to w bearing 
witnesses. The negated modal case relies on the Existence Lemma. See [1] for full details. �
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A.1.2.4. Canonical class theorem The canonical models defined facilitate the application of Proposition 4 to conclude strong 
completeness of � with respect to its canonical class:

Definition 22. The canonical class of models for the normal term-modal logic � is the set C� of canonical models M(�,�∗)

for �-consistent � ⊆L.

Theorem 3 (Canonical Class Theorem). Any normal term-modal logic � is strongly complete with respect to its canonical class.

Proof. By Proposition 4, it suffices to find for each �-consistent set � some s ∈ C� that satisfies �. One such is 
(M(�,�∗), �∗), which exists by the Lindenbaum and Witnessed Lemmas. As � ⊆ �∗ , the Truth Lemma ensures that
(M(�,�∗), �∗) �v � for v the canonical valuation. �
Corollary 1 (Completeness). The logic K is strongly complete with respect to the class of all frames F .

Proof. A frame F ∈ F that satisfies the K-consistent set � is the frame of the canonical model M(K,�∗): � is satisfied at �∗
under the canonical valuation. �
A.1.3. Frame characterization proofs

For illustrative purposes, we show two of the claims made in Table 2, Section 8.1.4.

Proposition 5. For ϕ ∈ L, ∀x(Kxϕ → Kx Kxϕ) is valid on the frame F = (D, W , R) if, and only if, R(α) is transitive for every α ∈
Dagt .

Proof. ⇐: Let M be build on the frame F in which Rα is transitive for all α ∈ Dagt . Let v be an arbitrary valuation and 
assume M, w �v Kxϕ . Then M, w ′ �v ϕ for all w ′ ∈ R v(x)(w). For a contradiction, assume M, w �v ¬Kx Kxϕ . Then there 
exists a w∗ ∈ R v(x)(w) such that M, w∗ �v ¬Kxϕ , and hence there exists a w∗∗ ∈ R v(x)(w∗) such that M, w∗∗ �v ¬ϕ . But 
R v(x) is transitive, so w∗∗ ∈ R v(x)(w). Hence w∗∗ satisfies both ϕ and ¬ϕ . On pain of contradiction, M, w �v Kx Kxϕ . As v
was arbitrary, M, w �v ∀x(Kxϕ → Kx Kxϕ). ⇒: By contraposition. �
Proposition 6. The formula ∃x1, ..., xn

((∧
i≤n Kxi �

) ∧
(∧

i, j≤n,i = j xi = x j

)
∧ ∀y

(
K y� → ∨

i≤n y = xi
))

is valid on the frame F =
(W , D, R) if, and only if, |Dagt| = n.

Proof. Notice first that the formula, call it N , is only well-formed iff the variables x1, ..., xn, y are all of type agt, ensured 
by them appearing as modal operator subscripts. This ensures that the quantifications range only over Dagt .

⇐: Assume given a pointed model (M, w) build on a frame F = (W , D, R) with |Dagt| = n. Assume Dagt enumerated 
such that Dagt = {α1, ..., αn}. Let v be an arbitrary valuation. We argue that M, w �v N . Let v ′ be the valuation identical to 
v on all points, except for each i ≤ n, v ′(xi) = αi . Then M, w �v ′

((∧
i≤n Kxi �

) ∧
(∧

i, j≤n,i = j xi = x j

)
∧ ∀y

(
K y� → ∨

i≤n y =
xi

))
, as it satisfies each conjunct: First, M, w �v ′

∧
i≤n Kxi �, trivially. Second, M, w �v ′

∧
i, j≤n,i = j xi = x j as v ′(xi) = v ′(x j)

for all i, j ≤ n, i = j, by construction of v ′ . Third and finally, M, w �v ′ ∀y 
(

K y� → ∨
i≤n y = xi

)
: as y is of type agt, for any 

y-variant v ′′ of v ′ , v ′′ ∈ Dagt , but then v ′′(y) = v ′′(xi) for some i ≤ n, by construction of v ′ , satisfying the antecedent.
⇒: Assume given a pointed model (M, w) build on a frame F = (W , D, R) with |Dagt| = n. Let v be an arbitrary 

valuation. We argue that not M, w �v N , as (M, w) will falsify either the second or the third conjunct (the first conjunct 
is satisfied: as each variable xi is of type agt for all i ≤ n, each Kxi � is satisfied at w under any valuation). If |Dagt| < n, 
then under any valuation v , (M, w) will falsify the second conjunct: as each variable xi is of type agt, v(xi) ∈ Dagt for 
all i ∈ 1, ...,n. But then v(xi) = v(x j) for at least two i, j ≤ n, i = j. But then M, w �v xi = x j , contrary to the second 
conjunct. If |Dagt| > n, then under any valuation v , (M, w) will falsify the third conjunct, as there exists a y-variant v ′
of v such that v ′(y) = v(xi) for any i ≤ n. The existence of this y-variant v ′ is ensured by |Dagt| > n, which implies that 
Dagt/v(xi) : i ≤ n = ∅, so that we can assume v ′ y ∈ Dagt/v(xi) : i ≤ n. �
A.1.4. Decidability

Proposition 7. Let Kn/m, Kn and K be given in L, based on the signature �. Let Lagt ⊆L contain all formulas containing only agent-
terms, t ∈ t−1(agt).

1. For all ϕ ∈L, it is decidable whether �Kn/m ϕ or not.
2. a) For all ϕ ∈Lagt , it is decidable whether �Kn ϕ or not. b) In general, �Kn ϕ is undecidable.
3. In general, �K ϕ is undecidable.
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Proof. 1. Kn/m is sound and complete w.r.t. F n/m . To check the validity of any ϕ ∈ L over F n/m is a finite procedure: Up to 
isomorphism, all F ∈ F n/m share domain D = Dagt∪̇Dobj , |Dagt| = n, |Dobj| = (m − n). There are finitely many non-logical 
symbols in ϕ; symbols not in ϕ are irrelevant to its satisfaction. With D fixed, any w ∈ F will be assigned one of finitely 
many extensions of ϕ ’s non-logical symbols: thus, the maximal set of distinct ϕ-relevant worlds Wϕ is finite. As ϕ has 
modal depth k, whether M, w �v ϕ depends on at most all worlds within k steps from w . Checking whether M, w �v ϕ is 
thus a finite procedure for all formulas given the finiteness of D . Finally, up to bisimulation, the set of graphs over Wϕ and 
{R(α), α ∈ Dagt} with maximal path length k is finite: hence, the set of needed to be checked pointed models is finite. 2a.
For any ϕ ∈ Lagt , ϕ is a theorem of Kn iff it is a theorem of Kn/m , for any m > n. For such ϕ , to determine whether �Kn ϕ , 
we can thus check whether �Kn/n+1 ϕ , which is decidable by 1. 2b and 3. General undecidability for Kn and K follows as 
both contain unrestricted first-order logic for the arbitrary object domain. �
A.2. Dynamic term-modal logic: completeness through translation

The completeness proof for the dynamic logic K + AM is based on a reduction argument. The argument relies on the 
existence of so-called reduction axioms for the dynamic language LAM . The axioms used for this specific proof are listed in 
Table 3 and can be used to translate every formula from the dynamic language LAM into a provably equivalent L-formula. 
Given this translation, the completeness of the dynamic logic follows from the known completeness of the static logic K, 
established in Corollary 1. The building blocks of the specific reduction argument required to prove completeness for K + AM
are provided below.

First, we provide a translation that by finite iterative application to any formula in the dynamic language LAM results 
in a formula from the static language L. The translation is left-to-right: a formula occurring on the left is translated to the 
formula on the right.

Definition 23. The translation τ :LAM →LAM is defined as follows:

τ ((t1 = t2)) = (t1 = t2)

τ (r(t1, ..., tn)) = r(t1, ..., tn)

τ (¬ϕ) = ¬τ (ϕ)

τ (ϕ ∧ ψ) = τ (ϕ) ∧ τ (ψ)

τ (Ktϕ) = Ktτ (ϕ)

τ (∀xϕ) = ∀xτ (ϕ)

τ ([A, e]r(t1, ..., tn)) = τ (pre(e) → postA(e)(r(t1, ..., tn)))

τ ([A, e]¬ϕ) = τ (pre(e) → ¬[A, e]ϕ)

τ ([A, e](ϕ ∧ ψ)) = τ ([A, e]ϕ ∧ [A, e]ψ)

τ ([A, e]Ktϕ) = τ (pre(e) →
∧

e′∈E A

(Q (e, e′)(x� �→ t)Kt[A, e′]ϕ))

τ ([A, e]∀xϕ) = τ (pre(e) → ∀x[A, e]ϕ)

τ ([A, e][A′, e′]ϕ) = τ ([A, e ◦ A′, e′]ϕ)

Next, we adapt the formula complexity function introduced by [27].

Definition 24. The complexity c :LAM →N is defined as follows, where GA(L) abbreviates GroundAtoms(L):

c(r(t1, ..., tn)) = 1

c(¬ϕ) = 1 + c(ϕ)

c(ϕ ∧ ϕ′) = 1 + max(c(ϕ), c(ϕ′))
c(Ktϕ) = 1 + c(ϕ)

c(∀xϕ) = 1 + c(ϕ)

c([A, e]ϕ) = (4 + c(A)) · c(ϕ)

c(A) = max

⎛
⎝ ⋃

e,e′∈E,r(t1,...,tn)∈GA(L)

{c(preA(e))} ∪ {c(postA(e)(r(t1, . . . , tn))} ∪ {c(Q (e, e′))}
⎞
⎠
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A standard ordering lemma ensures that the right side of a given reduction axiom is indeed less complex than the left 
side.

Lemma 6. For all ϕ , ψ and χ :

1. c(ψ) ≥ c(ϕ) if ϕ ∈ Sub(ψ) (where Sub(ψ) is the set of subformulas of ψ)
2. c([A, e]r(t1, ..., tn)) > c(pre(e) → post(e)(r(t1, ..., tn)))

3. c([A, e]¬ϕ) > c(pre(e) → ¬[A, e]ϕ))

4. c([A, e](ϕ ∧ ψ)) > c(([A, e]ϕ) ∧ ([A, e]ψ))

5. c([A, e]Ktϕ) > c(pre(e) → ∧
e′∈E (Q (e, e′)(x� �→ t)Kt[A, e′]ϕ))

6. c([A, e]∀xϕ) > c(pre(e) → ∀x[A, e]ϕ)

7. c([A, e][A′, e′]ϕ) > c([A, e ◦ A′, e′]ϕ)

Proof. The proofs are straightforward, along the lines of those provided in [27, Chapter 7]. �
The complexity function c induces an ordering of LAM formulas which is used to prove the following Lemma, stating 

that the two sides of a reduction axiom are indeed provably equivalent.

Lemma 7. For all ϕ ∈LAM : �K+AM ϕ ↔ τ (ϕ).

Proof. The proof is by induction on the complexity c(ϕ). It is similar to the one provided in [27, Chapter 7]. �
The completeness of K + AM (Corollary 2) follows from the soundness of the dynamic proof system, Lemma 7 and the 

completeness of the static sub-system (Corollary 1). The argument, which is standard, is as follows.

Proposition 8. � ϕ implies �K+AM ϕ , for all ϕ ∈LAM .

Proof. Suppose � ϕ . Since �K+AM ϕ ↔ τ (ϕ) (Lemma 7), we have � ϕ ↔ τ (ϕ) by the soundness of the proof system K + AM. 
Thus � τ (ϕ). The formula τ (ϕ) does not contain any action model modalities. Given � τ (ϕ), by the completeness of K
(Corollary 1), it follows that �K τ (ϕ). As K is a subsystem of K + AM, we thus have �K+AM τ (ϕ). Since �K+AM ϕ ↔ τ (ϕ) and 
�K+AM τ (ϕ), it follows that �K+AM ϕ . �

The completeness result for any system extending K + AM with frame-characterizing axioms follows from the same type 
of argument.
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Abstract

Propositional Dynamic Epistemic Logic (DEL)
provides an expressive framework for epistemic
planning, but lacks desirable features that are stan-
dard in first-order planning languages (such as
problem-independent action representations via ac-
tion schemas). A recent epistemic planning for-
malism based on First-Order Dynamic Epistemic
Logic (FODEL) combines the strengths of DEL
(higher-order epistemics) with those of first-order
languages (lifted representation), yielding benefits
in terms of expressiveness and representational suc-
cinctness. This paper studies the plan existence
problem for FODEL planning, showing that while
the problem is generally undecidable, the cases
of single-agent planning and multi-agent planning
with non-modal preconditions are decidable.

1 Introduction
The development of autonomous agents is a key goal of arti-
ficial intelligence. A salient feature of autonomous agents is
their ability to exhibit goal-directed behaviour, i.e., to commit
to goals and generate plans to achieve them. In a multi-agent
setting, agents often need to create their own plans taking into
account, not only their own capabilities and knowledge, but
also their knowledge about other agents. Epistemic planning
[Baral et al., 2017] focuses on domains where such form of
reasoning is key. For example, in an epistemic planning prob-
lem, agent amay have the following goal: “a knows the truth-
value of ϕ, while b does not know that a knows this”. To
achieve this goal, agent a will typically need to reason about
what it can do to learn ϕ, but also about what b may do or
learn about ϕ from a’s actions.

In automated planning, standard formalisms such as the
Planning Domain Definition Language (PDDL) model do-
mains using first-order logic. A notable advantage of first-
order over propositional languages is that variables can
be used to define domain dynamics compactly. E.g., in
the PDDL description of BlocksWorld, the action schema
stack(x, y) uses variables x and y to represent the precon-
ditions and effects of all actions of the form: “put block x on
top of block y”. By lifting the representation to the level of

variables, schemas yield action representations whose size is
independent of the number of objects in a domain.

Formalisms such as PDDL can describe how actions
change the physical state of the environment, but rarely model
the mental states of agents or knowledge dynamics. Auto-
mated planning has therefore recently seen an influx of work
on epistemic planning based on Dynamic Epistemic Logic
(DEL). DEL offers a highly expressive basis for planning,
allowing e.g. nondeterminism, partial observability and arbi-
trary levels of higher-order reasoning. For an overview, see
e.g. [Bolander, 2017]. However, the DEL language is propo-
sitional, and this has drawbacks. For instance, DEL cannot
provide problem-independent action definitions via schemas.

Recently, Achen, Occhipinti Liberman and Rendsvig
[2020] introduced an epistemic planning formalism based on
First-Order Dynamic Epistemic Logic (FODEL). FODEL in-
tegrates the higher-order expressivity of DEL with the first-
order abstraction level of languages such as PDDL. It is based
on term-modal logic: first-order modal logics where the oper-
ators double as predicates by taking first-order terms as sub-
scripts, with e.g. ∃xKxP (x) a well-formed formula. This al-
lows agents and epistemic formulas in action schemas. While
this yields advantages in terms of expressiveness and repre-
sentational succinctness, the decidability and complexity as-
pects of FODEL have not been explored. This paper stud-
ies the decidability of the plan existence problem for FODEL
planning.

For DEL, the problem is undecidable in general [Bolander
and Andersen, 2011], entailing that the unrestricted FODEL
problem is undecidable as well, since FODEL planning ex-
tends DEL planning. However, decidable and reasonably ex-
pressive fragments of DEL planning have been found, such
as single-agent planning and multi-agent planning with non-
modal preconditions. The main results of this paper show that
the corresponding FODEL fragments are also decidable.

Before reaching the main results, Section 2 presents the
FODEL framework: its syntax, semantics, action schemas
and updates, and planning notions, while Section 3 intro-
duces first-order bisimulations for term-modal models. The
notion and accompanying results are essential to the study of
FODEL planning: As for DEL planning [Bolander and An-
dersen, 2011; Yu et al., 2013], the decidability proofs of Sec-
tion 4 rely crucially on constraining the state space, to ensure
that only finitely many states must be visited to check for a
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plan. In the decidable DEL cases, this is achieved by show-
ing that the infinite state space to be searched is finitely repre-
sentable up to bisimulation. Hence, the notion of bisimulation
is pivotal to such proofs. Introducing FODEL bisimulations
and developing the accompanying model-theoretic results al-
lows us to apply similar arguments to FODEL planning and
ultimately establish decidability for single-agent planning as
well as multi-agent planning with non-modal preconditions.

2 First-Order Dynamic Epistemic Logic
Throughout, we adopt the epistemic planning framework
developed in detail in [Achen et al., 2020]. Additional
FODEL examples may be found in [Occhipinti Liberman and
Rendsvig, 2019]. For an introduction to epistemic planning
with DEL, see e.g. [Bolander, 2017].

2.1 Language
Term-modal logical languages are parameterized by a signa-
ture specifying the non-logical symbols and their type—i.e.,
the constants and relation symbols, and the sort of arguments
(agents or objects) they apply to. For the purposes of repre-
senting epistemic planning, we limit attention to function-free
signatures with finitely many predicate and constant symbols.
This restriction is not assumed in [Achen et al., 2020].

Definition 1. A signature is a tuple Σ = (V, C, R, t) where
V := Vagt ∪ Vobj is a set of agent and object variables, with
Vagt and Vobj both countably infinite, C a finite set of constant
symbols and R a finite set of predicate symbols. The terms
of Σ are T := V ∪ C. Finally, t is a type assignment that
satisfies (i) for x ∈ T, t(x) ∈ {agt, obj} with t(x) = i for
all x ∈ Vi, i ∈ {agt, obj}, and (ii) for r ∈ R with arity n,
t(r) ⊆ {agt, obj}n. We denote by ti(r) the i-th component
of t(r) and by ar(r) the arity of r.

Definition 2. Let Σ be a signature. The language L(Σ) is
given by the grammar:

ϕ := r(t1, ..., tn) | ¬ϕ | ϕ ∧ ϕ | Ktϕ | ∀xϕ

where t1, . . . , tn ∈ T, r ∈ R, (t(t1), ..., t(tn)) ∈ t(r), t ∈ T
with t(t) = agt, and x ∈ V. An atom is a formula of the
form r(t1, ..., tn); it is ground if it contains no variables and
free if it only contains variables. GroundAtoms(L(Σ)) and
FreeAtoms(L(Σ)) denote the set of ground and free atoms of
L(Σ). A sentence is a formula without free variables. L0(Σ)
is the Kt-free sublanguage.

Throughout, the standard Boolean connectives as well as
>,⊥ and ∃ are used as meta-linguistic abbreviations as usual.
Ktϕ is read as “agent t knows that ϕ”.

2.2 Epistemic Models
In epistemic logic-based planning frameworks, states are rep-
resented using variants of Kripke models [Kripke, 1962]. We
use constant domain Kripke models (the same domain in each
world) with non-rigid constants (names, like predicates and
relations, may change extension between worlds, allowing
for uncertainty about agent identity). Models where agents’
accessibility relations are equivalence relations are standard
in epistemic planning, and here called epistemic models. A

w1 w2

ann bob evakey

a1 a2 a3o1

seesowns

ann bob evakey

a1 a2 a3o1

sees
a2, a3

Figure 1: An epistemic state s0 = (M,w1) for
L({x?, x1, x2, . . . }, {ann, bob, eva, key}, {owns, sees}, t).
Types are t(c) = agt for c ∈ {ann, bob, eva}, t(key) = obj,
t(owns) = (agt, obj) and t(sees) = (agt, agt). The state has
worlds WM = {w1, w2}, domain DM = {a1, a2, a3, o1}
and accessibility relations Ra1 = {(w1, w1), (w2, w2)},
Ra2 = Ra3 = W × W (reflexive world-edges are not drawn).
The interpretation function is depicted like so: squiggly lines link
constants to entities, and predicate-labelled arrows relate entities
for predicates (e.g., (a1, o1) ∈ IM (owns, w1)). In the actual world
w1, ann owns the key. bob and eva do not know this (they cannot
distinguish w1 and w2). Everyone knows that bob can see ann.

model with a designated world is a state; Figure 1 depicts an
epistemic state, formally defined below.

Definition 3. An L(Σ) model is a tuple M =
(DM ,WM , RM , IM ) where (i) the domain DM :=
Dagt∪̇Dobj is the disjoint union of the non-empty sets Dagt

andDobj (the agent domain and the object domain); (ii)WM

is a non-empty set of worlds; (iii) RM : Dagt → P(W ×W )
associates to each agent d ∈ Dagt an accessibility relation on
W , denoted RM

d , and (iv) IM is an interpretation satisfying:
IM (c, w) ∈ Dt(c) if c ∈ C and IM (r, w) ⊆

∏n
i=1Dti(r) for

r ∈ R with arity n. For w ∈ WM , the pair s = (M,w) is
called a state. A state s is called finite if WM is finite. If
RM

d is an equivalence relation for all d ∈ Dagt, then M is an
epistemic model, and s = (M,w) is then an epistemic state.

Truth conditions for formulas of L(Σ) are defined over
states, together with a variable assignment.

Definition 4. A variable assignment for a model M is a map
g : V → DM with g(x) ∈ Dt(x) for each x ∈ V. Denote by
g[x 7→ d] the assignment mapping x to d but else identical
to g. The extension of term t ∈ T at w in M , under g, is
JtKI

M ,g
w = g(t) if t ∈ V and JtKI

M ,g
w = IM (t, w) if t ∈ C. If

M is given by context, we omit it and write JtKI,gw .

Definition 5. Let M and g be given. Then
M,w �g r(t1, ..., tn) iff (Jt1K

I,g
w , ..., JtnKI,gw ) ∈ IM (r, w)

M,w �g ¬ϕ iff not M,w �g ϕ.
M,w �g ϕ ∧ ψ iff M,w �g ϕ and M,w �g ψ.
M,w �g ∀xϕ iff M,w �g[x 7→d] ϕ for all d ∈ Dt(x).
M,w �g Ktϕ iff M, v �g ϕ for all v s.t. (w, v) ∈ RM

JtKI,gw

.

2.3 Actions Schemas and Actions
The FODEL planning framework uses action schemas to pro-
vide compact, problem-independent domain descriptions in
the spirit of PDDL (see Figure 2). FODEL action schemas
use variables as action parameters, so a single schema may
be used, e.g., to represent all actions of the form ‘agent x
gives agent y object z’, where x, y and z are agent or object
variables, later instantiated into specific constants to define
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e1 : 〈owns(x, y); id〉 e2 : 〈>; id〉

¬sees(x?, x)

Figure 2: announce own(x, y), the schema for agent x an-
nouncing that it owns y. Each event is drawn with the format
〈pre(e), post(e)〉, where id is the identity map (i.e., no factual
change). The actual event e1 (marked with a double circle) describes
the announcement that x owns y. e2 describes the situation in which
nothing happens. Agents that do not see x will not learn what is
being announced. The edge-condition Q(e1, e2) = Q(e2, e1) =
¬sees(x?, x) defines this (Q(e1, e1) = Q(e2, e2) = > not drawn).

a (ground, epistemic) action. As in classical planning for-
malisms such as PDDL, a major reason for using schemas is
that they allow action representations whose size is indepen-
dent of the number of agents and objects in a domain.

FODEL action schemas include preconditions [Baltag et
al., 1998], postconditions [van Benthem et al., 2006; van Dit-
marsch et al., 2005] as well as edge-conditions in the style
of [Bolander, 2014]. Preconditions specify when an event is
executable. Postconditions describe the physical effects of
events. Edge-conditions describe how an agent observes the
action in terms of the agent’s circumstances.
Definition 6. An action schema is a form a(~x) =
(E,Q, pre, post) where (i) a is the action name and ~x ∈ Vn

is a finite parameter list; (ii) E is a non-empty, finite set of
events; (iii) Q : (E×E)→ L(Σ) is an edge-condition func-
tion, where the formula Q(e, e′) has a free variable x? of
type agt, and possibly other free variables all in ~x; (iv) pre :
E → L(Σ) assigns to each event a precondition formula with
all free variables in ~x; (v) post : E → (FreeAtoms(L) ⇀
L(Σ)) assigns to each event a partial postcondition function
such that if y1, . . . , ym ∈ ~x, then post(e)(r(y1, . . . , ym)) has
all free variables from ~x; else, post(e)(r(y1, . . . , ym)) is un-
defined. dom(post(e)) denotes the set of atoms for which
post(e)(r(t1, . . . , tk)) 6= r(t1, . . . , tk) and is required finite
for each e ∈ E, so postconditions are ensured finite objects.

Schema instantiation is defined as follows.
Definition 7. Let a(x1, . . . , xn) be an action schema and
σ : {x1, . . . , xn} → C be a grounding substitution mapping
action parameters to constants. For ϕ ∈ L(Σ), let ϕσ be the
result of replacing each free occurence of y ∈ V in ϕ by σ(y).

For an action schema a(~x) = (E,Q, pre, post), the
action model induced by the grounding substitution σ
is the tuple A = a(σ(~x)) = (EA, QA, preA, postA)
where (i) EA = E (ii) QA(e, e′) = Q(e, e′)σ; (iii)
preA(e) = pre(e)σ; (iv) postA(e)(r(t1, . . . , tn)σ) =
post(e)(r(t1, . . . , tn))σ if post(e)(r(t1, . . . , tn)) is defined;
and postA(e)(r(t1, . . . , tn)σ) = r(t1, . . . , tn)σ otherwise. A
pair a = (A, e) with e ∈ EA is called an epistemic action,
where e is the actual event taking place on execution.

2.4 Product Update
Execution is defined by the operation ⊗ that computes the
state s′ = s ⊗ a reached by applying action a in state s.
The operation is a first-order variant of product update from
[Baltag et al., 1998]. The new state s′ represents the agents
perception of s = (M,w) after the occurrence of the action

(w1, e1)

(w2, e2)

(w1, e2)

ann bob evakey

a1 a2 a3o1

seesowns

ann bob evakey

a1 a2 a3o1

sees

ann bob evakey

a1 a2 a3o1

seesowns

a3

a3

a3

Figure 3: The epistemic state s0 ⊗ announce own(ann, key). bob
now knows that ann owns the key. However, eva still does not know
this, as she did not see bob making the announcement.

described by a = (A, e). Figure 3 exemplifies the product up-
date of the state from Figure 1 and an instance of the schema
in Figure 2.
Definition 8. Let a = ((E,Q, pre, post), e) be an action and
s = ((D,W,R, I), w) a state. The product update of s and a
is the state s⊗ a = ((D,W ′, R′, I ′), (w, e)) where for any g
- W ′ = {(w, e) ∈W × E | (M,w) �g pre(e)}
- (w, e)R′d(w′, e′) iff wRdw

′ and M,w �g[x? 7→d] Q(e, e′)

- I ′(c, (w, e)) = I(c, w) for all c ∈ C and
I ′(r, (w, e)) = (I(r, w) ∪ r+(w)) \ r−(w), where

r+(w) := {(Jt1KI,gw , . . . , JtkKI,gw ) |
(M,w) �g post(e)(r(t1, . . . , tk))}

r−(w) := {(Jt1KI,gw , . . . , JtkKI,gw ) |
(M,w) 6�g post(e)(r(t1, . . . , tk))}

An action a = (A, e) is applicable in a state s = (M,w) iff
(M,w) �g pre(e). Else s⊗ a is undefined.

2.5 Planning Notions
As presented in [Ghallab et al., 2004], any classical plan-
ning domain can be described as a state-transition system
T = (S,A, γ) where S is a finite or recursively enumer-
able set of finite states, A is a finite set of actions and γ :
S ×A⇀ S is a partial, computable state-transition function.
A classical planning task is given by a triple (T, s0, SG),
where T is a state-transition system, s0 ∈ S is the initial
state and SG ⊆ S is the set of goal states. A solution to
a classical planning task (T, s0, SG) is a plan consisting of
a finite sequence of actions a1, a2, . . . , an such that (1) For
all i ≤ n, γ(γ(. . . γ(γ(s0, a1), a2), . . . , ai−1), ai) is defined,
and (2) γ(γ(. . . γ(γ(s0, a1), a2), . . . , an−1), an) ∈ SG.

Epistemic planning tasks can be defined as special cases of
classical planning tasks.
Definition 9. Let A be a finite set of L(Σ) action schemas.
An epistemic planning task based on A is a triple P =
(s0,A, ϕG) where the initial state s0 is a finite epistemic state
with a finite domain,A is the set of all ground instances of the
schemas in A, and the goal formula ϕG is a sentence of L(Σ).
Any epistemic planning task (s0,A, ϕG) induces a classical
planning task ((S,A, γ), s0, SG) given by:
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- S := {s0 ⊗ a1 ⊗ · · · ⊗ an | n ∈ N, ai ∈ A}
- SG := {s ∈ S | s � ϕG}
- γ(s, a) := s⊗ a if a is applicable in s, else undefined.

A solution to an epistemic planning task is a solution to the
induced classical planning task.

We follow Aucher and Bolander [2013] in defining the plan
existence problem:

Definition 10. Let n ∈ N. PlanEx(n) is the problem: “Given
an epistemic planning task P = (s0,A, ϕG) where s0 is an
n-agent L(Σ)-epistemic state, does P have a solution?”.

3 First-Order Bisimulations
To obtain a bisimulation notion for first-order, term-modal
models, we retain the “back” and “forth” conditions of propo-
sitional modal logical bisimulation, but replace the “atomic
harmony” condition with first-order logical isomorphism.
The resulting notion implies modal equivalence and is pre-
served under product updates. Further, n-bisimulation is de-
fined and shown to imply modal equivalence for formulas of
restricted modal depth, and states are shown to be bisimilar
to their bisimulation contractions. These results all extend to
FODEL standard properties of bisimulations in propositional
DEL and are key in proving the later decidability proofs, as
they allow us to show that the state spaces for some planning
fragments are finitely representable, up to bisimulation.1

3.1 Isomorphisms, Bisimulations and Equivalence
We first recall the notion of an isomorphism, viewed here as
a relationship between worlds in L(Σ) models.

Definition 11. Let M and N be L(Σ) models. An iso-
morphism between w ∈ WM and v ∈ WN is a bijection
f : DM → DN such that, for all c ∈ C and r ∈ R,

1. f(IM (c, w)) = IN (c, v)

2. (d1, ..., di) ∈ IM (r, w) iff (f(d1), ..., f(di)) ∈ IN (r, v)

If w and v are isomorphic based on f , we write w 'f v.

We then use isomorphisms to ensure that worlds linked by
a bisimulation agree on all L0(Σ) formulas, while also relat-
ing agents—and hence accessibility relations—appropriately
in the ‘forth’ and ‘back’ conditions:

Definition 12. For models M and N , let f : DM → DN be
a bijection. A non-empty relation Zf ⊆ WM ×WN is an
f -based bisimulation between M and N if

Atoms: If (w,w′) ∈ Zf , then w 'f w
′,

Forth: If (w,w′) ∈ Zf and RM
d wv, then there exists v′ such

that RN
f(d)w

′v′ and (v, v′) ∈ Zf , for all d ∈ Dagt,

1The existing work on bisimulations for first-order modal logic
models [van Benthem, 2010a; van Benthem, 2010b; Zoghifard and
Pourmahdian, 2018] concern varying domain models, with their
added complexity. See [Achen et al., 2020] for a planning related
discussion. The resulting potential isomorphism-based world-object
bisimulations are both more general and more complex than what is
needed for present purposes, while not tuned to term-modal logics.

Back: If (w,w′) ∈ Zf and RN
f(d)w

′v′, then there exists v
such that RM

d wv and (v, v′) ∈ Zf , for all d ∈ Dagt.

If (w,w′) ∈ Zf for any f -based bisimulation Zf be-
tween M and N , call (M,w) and (N,w′) bisimilar, written
(M,w)↔(N,w′).

Since any two bisimilar worlds w and w′ are required to
be isomorphic, the relation (M,w)↔(N,w′) can only hold
between models with domains of equal cardinality. Next, we
define n-bisimulations and bisimulation contractions.

Definition 13. For models M and N , let f : DM → DN be
a bijection. A non-empty relation Zn

f ⊆ WM ×WN is an
f -based n-bisimulation between states (M,w) and (N,w′) if
w 'f w′, and either n = 0 or, for some f -based (n − 1)-
bisimulation Zn−1

f

Forth: IfRM
d wv then there exists v′ such thatRN

f(d)w
′v′ and

vZn−1
f v′, for all d ∈ Dagt,

Back: If RN
f(d)w

′v′ then there exists v such that RM
d wv and

vZn−1
f v′, for all d ∈ Dagt.

If (w,w′) ∈ Zn
f for any f -based n-bisimulation Zn

f be-
tween (M,w) and (N,w′), call them n-bisimilar, written
(M,w)↔n(N,w′).

Definition 14. The bisimulation contraction of a L(Σ) model
M is M↔ = (DM ,W ′, R′, I ′) where

- W ′ = {[w]↔ | w ∈ WM} where [w]↔ = {v ∈ WM |
(M,w)↔(M,v)};

- ([w]↔, [v]↔) ∈ R′d iff there are w′ ∈ [w]↔ and v′ ∈ [v]↔
such that RM

d w
′v′;

- For all w ∈ W , c ∈ C and r ∈ R, I ′(c, [w]↔) = IM (c, w)

and I ′(r, [w]↔) = IM (r, w)

The n-bisimulation contraction M↔n
is defined in the same

way based on↔n.

Finally, we fix the relevant notions of logical equivalence:

Definition 15. Let M and N be models. Two worlds w ∈
WM and v ∈ WN are elementary equivalent, if for any sen-
tence ϕ ∈ L0(Σ) M,w �g ϕ iff N, v �g ϕ. If the same holds
for any sentence ϕ ∈ L(Σ), then they are modally equivalent.

3.2 Results on First-Order Bisimulations
With the notions defined, we turn to showing the results
needed for the later decidability proofs. First, we recall a
well-known result (see, e.g. [Rothmaler, 2018]).

Lemma 1. If w and v worlds in M and N respectively, then
w 'f v implies that w and v are elementary equivalent. If
M and N have finite domains, then the converse also holds.

From this, we show that bisimulation implies modal equiva-
lence, without restriction. For the converse, call a model M
image-finite models if for each world w ∈ WM and each re-
lation RM

d , the set {v ∈ WM | RM
d wv} is finite. We then

establish a variant of the Hennessy-Milner Theorem known
from propositional modal logic:
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Proposition 1. 1. If there is an f -based bisimulation between
(M,w) and (N,w′) then for all ϕ ∈ L(Σ): M,w �g ϕ iff
N,w′ �f◦g ϕ. 2. If M and N are image-finite and with finite
domains, the converse also holds.

Proof. 1. By induction on the complexity of ϕ. The base
case where ϕ is an atomic formula follows from Lemma 1.
Boolean cases are straightforward. We show the modal case
with ϕ = Ktψ. If t ∈ V, assume that M,w �g Ktψ and
RM

g(t)wv. As w↔w′, there is a v′ such that RN
f(g(t))w

′v′ and
v↔v′. By the induction hypothesis, we get N, v′ �f◦g ϕ.
As v was picked arbitrarily, M ′, w′ �f◦g Ktψ. If instead
t ∈ C, assume that M,w �g Ktψ and RM

I(t,w)wv. As w↔w′,
there is a v′ such that RN

f(IM (t,w))w
′v′ and v↔v′. By the in-

duction hypothesis, we get N, v′ �f◦g ϕ. Given w↔w′ we
get w 'f w′ and thus IN (t, w′) = f(IM (t, w)). Hence,
since v was arbitrary and IN (t, w′) = f(IM (t, w)), we get
N,w′ �f◦g Ktϕ. The other direction is similar.
2. The modal equivalence relation may be shown to be a
bisimulation. The proof is analogous to the propositional case
(see [Blackburn et al., 2001, Thm 2.24]), save for Atoms. But
this holds as modal equivalence of worlds joint with the finite
domain assumption by Lemma 1 implies isomorphism.

The modal depth of a formula ϕ, denoted md(ϕ), is the
depth of nesting of modal operators in ϕ. As in the proposi-
tional case, n-bisimilar states agree on all formulas of L(Σ)
whose modal depth is at most n.

Proposition 2. If there is an f -based n-bisimulation between
(M,w) and (N,w′), then for all ϕ ∈ L(Σ) withmd(ϕ) ≤ n:
M,w �g ϕ iff N,w′ �f◦g ϕ.

Proof. By induction on n. For n = 0, note that w 'f v.
Thus by Lemma 1, w and w′ are elementary equivalent, es-
tablishing the correspondence for sentences of modal depth
0. When free variables are assigned using g and f ◦ g, this
extends to all 0-depth formulas. The inductive step is stan-
dard (see, e.g. [Blackburn et al., 2001]), except for checking
that the interpretations of modal indices match appropriately
between models, which they do, given f .

As in the propositional case, any state is bisimilar to its
bisimulation contraction, a result used in the second decid-
ability proof below.

Proposition 3. For any (M,w), (M,w)↔(M↔, [w]↔) and
for any j such that j ≥ n ≥ 0, (M,w)↔n(M↔j

, [w]↔j
).

Proof. The proof for each case is analogous to its proposi-
tional counterpart, see e.g. [Blackburn and van Benthem,
2007] for the↔ case, and [Yu et al., 2013] for the↔n case.
Both are by induction on n, both with induction steps that
carry over to FODEL. The base cases follow by definition of
↔ and↔j .

Additionally towards proving decidability, we show that
the variant of product update preserves bisimilarity. This is
known for product update on propositional models, and here
it is extended to first-order, edge-conditioned updates.

Proposition 4. For any action (A, e), if (M,w)↔(M ′, w′),
then 1. (M,w) ⊗ (A, e) is defined iff (M ′, w′) ⊗ (A, e) is,
and 2. if defined, then (M,w)⊗ (A, e)↔(M ′, w′)⊗ (A, e).

Proof. 1. Follows by Proposition 1. 2. (M,w)↔(M ′, w′)

implies there is a bijection f : DM → DM ′
and an f -

based bisimulation Zf with wZfw
′. Define Z ′f ⊆WM⊗A ×

WM ′⊗A by (v, e1)Z ′f (v′, h1) iff vZfv
′ and e1 = h1. Then

Z ′f is an f -based bisimulation: Atoms: vZfv
′ requires that

v 'f v′. This implies that (v, e) 'f (v′, e) for any e, as
post will have identical effects on v and v′. Forth: As-
sume that (v, e1)Z ′f (v′, e1) and (v, e1)RM⊗A

d (u, e2). Then
vZfv

′, vRM
d u and M,v �g[x? 7→d] Q(e1, e2). As vZfv

′, also
M ′, v′ �g[x? 7→d] Q(e1, e2). As vRM

d u and vZfv
′, there is u′

s.t. v′RM ′

d u′ and uZfu
′. As (u, e2) ∈ WM⊗A and uZfu

′,
also (u′, e2) ∈ WM ′⊗A. Hence also (v′, e1)RM ′⊗A

d (u′, e2),
so (u, e2)Z ′f (u′, e2). The proof for Back is similar.

A corresponding result holds as well for n-bisimulations
and actions with non-modal preconditions:

Proposition 5. For any two n-bisimilar L(Σ) states (M,w)
and (M ′, w′) and any action (A, e) with pre(e′) ∈ L0(Σ) for
all e′ ∈ EA, 1. (M,w)⊗(A, e) is defined iff (M ′, w′)⊗(A, e)
is, and 2. if defined, (M,w)⊗ (A, e)↔n(M ′, w′)⊗ (A, e).

Proof. 1. Since (M,w)↔n(M ′, w′), w 'f w
′. As pre(e) ∈

L0(Σ), M,w �g pre(e) iff M ′, w′ �f◦g pre(e). 2. As-
sume that (A, e) is applicable in (M,w). We can prove
(M,w)↔n(M ′, w′) by induction on n. Base case: n = 0.
Since (M,w)↔0(M ′, w′), then w 'f w′. Thus, by the se-
mantics of product update, (w, e) 'f (w′, e). The inductive
step is analogous to [Yu et al., 2013, Proposition 4.14].

4 Decidability Results
4.1 Single-Agent Planning
We show first that single-agent FODEL planning is decidable.
The gist of the proof is that each single-agent epistemic state
is shown bisimilar to a ‘canonical state’, and that there are
finitely many such canonical states. Hence the state space
for single-agent planning is finitely representable, and it can
therefore be decided whether such task is solvable. We define
these canonical states as follows:

Definition 16. Given a signature Σ and a domain D with
Dagt = {d}, define the structure M(Σ,D) as the tuple
(D,W,W × W , I) where W is the set of first-order inter-
pretations i of Σ over D and I(x, i) = i(x) for all x ∈ C ∪ R
and all i ∈ W . TheM(Σ,D) substate of a single-agent L(Σ)
epistemic state (M,w) = (D,W,R, I, w) is the epistemic
state (M?, w?) = (D,W ?, R?, I?, w?) where

W ? = {i ∈ W | ∃u ∈W s.t. Rdwu and ∀x ∈ C ∪ R,
I(x, u) = I(x, i)},

R?
d = W ? ×W ?,

I?(x, i) = I(x, i), ∀x ∈ C ∪ R, ∀i ∈W ?,

w? = i? s.t. I(x, i?) = I(x,w), ∀x ∈ C ∪ R.
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Lemma 2. Any single-agent L(Σ) epistemic state (M,w) is
bisimilar to itsM(Σ,D) substate (M?, w?).

Proof. Define Zf ⊆ W ×W ? by vZfv
′ iff Rdwv and ∀x ∈

C ∪ R, I(x, v) = I?(x, v′), where f is the identity map. Then
Zf is a bisimulation and it links w to w?:
Atoms: If vZfv

′ then I(x, v) = I?(x, v′), ∀x ∈ C∪R, which,
since M and M? share domain D, entails v and v′ are ele-
mentary equivalent. As D is finite, by Lemma 1, v 'f v′.
Forth: Assume that vZfv

′ and Rdvu. By definition of M?,
there is a u′ ∈ W ? s.t. ∀x ∈ C ∪ R, I(x, u) = I?(x, u′).
By definition of Zf , we have Rdwv and so, by transitivity,
that Rdwu. Hence uZfu

′. Finally, as R?
d = W ? ×W ?, we

have R?
dv
′u′. Back: Assume that vZfv

′ and R?
dv
′u′. By

definition of M?, there is a u ∈ W such that Rdwu and
I(x, u) = I?(x, u′), ∀x ∈ C∪R. Hence, uZfu

′. As vZfv
′, by

definition, we have Rdwv. As also Rdwu, we have Rdvu, by
Euclideaness. Link: Finally, as I(x,w) = I?(x,w?), ∀x ∈
C ∪ R, and Rdww by reflexivity, it follows that wZfw

?.

Lemma 3. There are only finitely many non-bisimilar single-
agent L(Σ) epistemic states with underlying finite domainD.

Proof. By Lemma 2, any single-agent L(Σ) epistemic state
(M,w) with domain D is bisimilar to a M(Σ,D) substate.
Hence, up to bisimulation, the set of single-agent L(Σ) epis-
temic states is representable by a set of M(Σ,D) substates.
Since both Σ and D are finite, there are only finitely many
first-order interpretations of Σ over D—i.e., W is finite.
HenceM(Σ,D) has finitely many substates.

Theorem 1. PlanEx(1) (single-agent planning) is decidable.

Proof. Let P = (s0,A, ϕG) be a single-agent planning task.
By Proposition 1 and Lemma 2, any epistemic state and its
M(Σ,D) substate are bisimilar and hence agree on ϕG. By
Proposition 4, bisimilarity is preserved under product update.
Thus, to check if there is a plan, we do a breadth-first search
of the state space, replacing each visited epistemic state by its
M(Σ,D) substate. By Lemma 3, this state space is finite.

4.2 Multi-Agent Planning
Concerning multi-agent planning, the plan existence problem
is undecidable for unrestricted FODEL planning. This fol-
lows directly from the problem being undecidable for DEL
planning and FODEL containing DEL as a special case: any
DEL language can be simulated with a signature Σ consisting
only of 0-ary predicates. Aucher and Bolander [2013] show
that DEL planning is undecidable already for two agents.

Proposition 6. For k ≥ 2, PlanEx(k) is undecidable.

Reasonably expressive DEL fragments are decidable, such
as the fragment in which all actions have propositional pre-
conditions. We show that this result generalizes to FODEL.
Our result is inspired by [Yu et al., 2013], which shows decid-
ability for DEL. As in the single-agent case, the proof exploits
the fact that the state space in such case can be shown to be
finite (up to bisimulation). We fix some lemmas.

Lemma 4. There are finitely many non-bisimilar L(Σ) states
with finite domain D and exactly n worlds.

Proof. Let |W | = n. As Σ and D are finite, the set I of
interpretations definable forW , Σ andD is finite. AsDagt ⊆
D is finite, also the set R of definable accessibility relations
for Dagt and W is finite. Hence the set of states {(M,w) |
DM = D,WM = W,RM ∈ R, IM ∈ I, w ∈ W} is finite.
As the choice ofW is irrelevant for bisimilarity, there are thus
only finitely many non-bisimilar states with n worlds.

Yu et al. [2013] showed that the number of ↔n equiva-
lence classes of Kripke model has a fixed finite bound that
depends on n, generalizing a result from Visser [1996]. We
show a similar result for first-order models.
Lemma 5. Let M be an L(Σ) model with finite domain D.
Let |D| = m and |Dagt| = `. Denote by Fn(M) the number
of↔n equivalence classes of worlds of M . Let f(0) := m!
and f(i+ 1) := m!2f(i)+` for i ≥ 0. Then Fn(M) ≤ f(n).

Proof. By induction on k. LetM = (D,W,R, I). Base case:
k = 0. If w 'f v, then M,w↔0M, v. As there are m! bi-
jections from D into D, there are at most m! non-isomorphic
worlds in M and thus at most m! ↔0 equivalence classes.
Hence F0(M) ≤ f(0). Inductive step: Assume that the state-
ment holds for k. We prove it for k + 1. For any w ∈ W
and d ∈ Dagt, let Rd[w] := {[w′]↔k

| Rdww
′}. Then,

for any w1, w2 ∈ W , if w1 'f w2 and Rd[w1] = Rd[w2]
for all d ∈ Dagt, then (M,w1)↔k+1(M,w2). For any
d ∈ Dagt, there are at most 2Fk(M) distinct possibilities for
Rd[w]. Hence Fk+1(M) ≤ m!(2Fk(M))` ≤ m!(2f(k))` =
m!2f(k)+` = f(k + 1).

Theorem 2. If all actions have non-modal preconditions,
then PlanEx(k) is decidable, for k ≥ 1.

Proof. Let P = (s0,A, ϕG) be an epistemic planning task
with md(ϕG) = n. By Proposition 3, any epistemic state
and its n-bisimulation contraction are n-bisimilar and thus
agree on ϕG. By Proposition 5, product update preserves
n-bisimilarity. To check for a plan, we do a breath-first
search of the state space, replacing each visited state by its n-
bisimulation contraction. By Lemma 5, any n-bisimulation
contracted model has at most Fn(M) ∈ N worlds and by
Lemma 4, the number of non-bisimilar states with at most
Fn(M) worlds is finite.

5 Final Remarks
FODEL combines the higher-order expressiveness of DEL
with the first-order abstraction of languages such as PDDL
to compactly describle epistemic planning domains. We
have introduced bisimulations for FODEL models and ex-
ploited them to show decidability for single-agent planning
and multi-agent planning with non-modal preconditions. Fu-
ture work could study other decidable fragments, the com-
plexity of FODEL planning, or FODEL planning algorithms.

Acknowledgements
The Center for Information and Bubble Studies is funded by
the Carlsberg Foundation. RKR was partially supported by
the DFG-ANR joint project Collective Attitude Formation
[RO 4548/8-1].

Proceedings of the Twenty-Ninth International Joint Conference on Artificial Intelligence (IJCAI-20)

4166



References
[Achen et al., 2020] Andreas Achen, Andrés Occhipinti

Liberman, and Rasmus K. Rendsvig. Dynamic Term-
Modal Logics for First-Order Epistemic Planning. Arti-
ficial Intelligence, forthcoming, 2020.

[Aucher and Bolander, 2013] Guillaume Aucher and
Thomas Bolander. Undecidability in Epistemic Plan-
ning. In Twenty-Third International Joint Conference on
Artificial Intelligence, 2013.

[Baltag et al., 1998] Alexandru Baltag, Lawrence S. Moss,
and Sławomir Solecki. The Logic of Public Announce-
ments, Common Knowledge, and Private Suspicions (ex-
tended abstract). In TARK ’98: Proceedings of the 7th
Conference on Theoretical Aspects of Rationality and
Knowledge, pages 43–56. Morgan Kaufmann Publishers,
1998.

[Baral et al., 2017] Chitta Baral, Thomas Bolander, Hans
van Ditmarsch, and Sheila McIlrath. Epistemic Planning
(Report from Dagstuhl Seminar 17231). Dagstuhl Reports,
7(6):1–47, 2017.

[van Benthem et al., 2006] Johan van Benthem, Jan van Ei-
jck, and Barteld P. Kooi. Logics of Communication and
Change. Information and Computation, 204(11):1620–
1662, 2006.

[van Benthem, 2010a] Johan van Benthem. Frame Corre-
spondences in Modal Predicate Logic. In S. Feferman and
W. Sieg, editors, Proofs, Categories and Computations.
Essays in Honor of Grigori Mints. College Publications,
2010.

[van Benthem, 2010b] Johan van Benthem. Modal Logic for
Open Minds. CSLI, 2010.

[Blackburn and van Benthem, 2007] Patrick Blackburn and
Johan van Benthem. Modal Logic: A Semantic Perspec-
tive. In Studies in Logic and Practical Reasoning, vol-
ume 3, pages 1–84. Elsevier, 2007.

[Blackburn et al., 2001] Patrick Blackburn, Maarten De Ri-
jke, and Yde Venema. Modal Logic. Cambridge Univer-
sity Press, 2001.

[Bolander and Andersen, 2011] Thomas Bolander and
Mikkel Birkegaard Andersen. Epistemic planning for
single- and multi-agent systems. Journal of Applied
Non-Classical Logics, 21(1):9–34, 2011.

[Bolander, 2014] Thomas Bolander. Seeing is Believing:
Formalising False-Belief Tasks in Dynamic Epistemic
Logic. In Andreas Herzig and Emiliano Lorini, editors,
European Conference on Social Intelligence (ECSI 2014),
volume 1283 of CEUR Workshop Proceedings, pages 87–
107, 2014.

[Bolander, 2017] Thomas Bolander. A Gentle Introduction
to Epistemic Planning: The DEL Approach. In Proceed-
ings of Methods for Modalities 2017 (M4M9), volume 243
of Electronic Proceedings of Theoretical Computer Sci-
ence, pages 1–22, 2017.

[van Ditmarsch et al., 2005] Hans van Ditmarsch, Wiebe
van der Hoek, and Barteld P. Kooi. Dynamic Epistemic
Logic with Assignment. In Proceedings of the Fourth In-
ternational Joint Conference on Autonomous Agents and
Multiagent Systems (AAMAS ’05), pages 141–148. ACM,
2005.

[Ghallab et al., 2004] Malik Ghallab, Dana Nau, and Paolo
Traverso. Automated Planning: Theory and Practice.
Morgan Kaufmann, 2004.

[Kripke, 1962] Saul A. Kripke. The Undecidability of
Monadic Modal Quantification Theory. Zeitschrift für
mathematische Logik und Grundlagen der Mathematik,
8:113–116, 1962.

[Occhipinti Liberman and Rendsvig, 2019] Andrés Occhip-
inti Liberman and Rasmus K. Rendsvig. Dynamic Term-
Modal Logic for Epistemic Social Network Dynamics. In
Patrick Blackburn, Emiliano Lorini, and Meiyun Guo, edi-
tors, Logic, Rationality, and Interaction (LORI 2019), vol-
ume 11813 of Lecture Notes in Computer Science, pages
168–182. Springer, 2019.

[Rothmaler, 2018] Philipp Rothmaler. Introduction to Model
Theory. CRC Press, 2018.

[Visser, 1996] Albert Visser. Uniform Interpolation and Lay-
ered Bisimulation. In Petr Hájek, editor, Gödel’96: Log-
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5 Paper IV: Dynamic Term-Modal Logic for
Epistemic Social Network Dynamics

A shorter version of this paper, with proofs only sketched, is published as:

Occhipinti Liberman, A., Rendsvig, R. K. (2019). ”Dynamic Term-Modal Logic for Epistemic
Social Network Dynamics”.

In P. Blackburn, E. Lorini, M. Guo (Eds.), Proceedings of 7th International Workshop on Logic,
Rationality, and Interaction (pp. 168-182). Springer. Lecture Notes in Computer Science, Vol.
11813 LNCS.
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Abstract. Logics for social networks have been studied in recent liter-
ature. This paper presents a framework based on dynamic term-modal
logic (DTML), a quantified variant of dynamic epistemic logic (DEL). In
contrast with DEL where it is commonly known to whom agent names
refer, DTML can represent dynamics with uncertainty about agent iden-
tity. We exemplify dynamics where such uncertainty and de re/de dicto
distinctions are key to social network epistemics. Technically, we show
that DTML semantics can represent a popular class of hybrid logic epis-
temic social network models. We also show that DTML can encode pre-
viously discussed dynamics for which finding a complete logic was left
open. As complete reduction axioms systems exist for DTML, this yields
a complete system for the dynamics in question.

Keywords: social networks, term-modal logic, dynamic epistemic logic

1 Introduction

Over recent years, several papers have been dedicated to logical studies of social
networks, their epistemics and dynamics [2,10–14,18–22,24,25]. The purpose of
this literature typically is to define and investigate some social dynamics with
respect to e.g. long-term stabilization or other properties, or to introduce formal
logics that capture some social dynamics, or both.

This paper illustrates how dynamic term-modal logic (DTML, [1]) may be
used for the second purpose. In general, term-modal logics are first-order modal
logics where the index of modal operators are first-order terms. I.e., the operators
double as predicates to the effect that e.g. ∃xKxN(x, a) is a formula—read, in
this paper, as “there there exists an agent that knows of itself that it is a social
network neighbor of a”. The dynamic term-modal logic of [1] extends term-
modal logic with suitably generalized action models that can effectuate both
factual changes (e.g. to the network structure) as well as epistemic changes. For
all the DTML action model encodable dynamics, [1] presents a general sound
and complete reduction axiom-based logic in the style of dynamic epistemic
logic (DEL, [3, 4]). Hence, whenever an epistemic social network dynamics is
encodable using DTML, completeness follows. With this in mind, the main goal



of this paper is to introduce and illustrate DTML as a formalism for representing
epistemic social network dynamics, and to show how it may be used to obtain
completeness results.

To this end, the paper progresses as follows. Sec. 2 sketches some common
themes in the logical literature on social networks before introducing DTML and
its application to epistemic social networks. Sec. 2 contains the bulk of the paper,
with numerous examples of both static DTML models and action models. The
examples are both meant to showcase the scope of DTML and to explain the more
non-standard technical details involved in calculating updated models. In Sec. 3,
we turn to technical results, where it is shown that DTML may encode popular
static hybrid logical models of epistemic networks, as well as the dynamics of [12],
for which finding a complete logic was left open. Sec. 4 contains final remarks.

2 Models and Languages for Epistemic Social Networks

To situate DTML in the logical literature on social networks, we cannot but
describe the literature in broad terms. We omit both focus, formal details and
main results of the individual contributions in favor of a broad perspective. That
said, then all relevant literature in one way or other concern social networks. In
general, a social network is a graph (A,N) where A is a set of agents and
N ⊆ A × A is represents a social relation, e.g., being friends on some social
media platform. Depending on interpretation, N may be assumed irreflexive
and symmetric. Social networks may be augmented with assignments of atomic
properties to agents, representing e.g. behaviors, opinions or beliefs. One set of
papers investigates such models and their dynamics using fully propositional
static languages [13,20,24,25].

A second set of papers combines social networks with a semantically repre-
sented epistemic dimension in the style of epistemic logic. In these works, the
fundamental structure of interest is (akin to) a tuple

(A,W, {Nw}w∈W ,∼)
with agents A and worldsW , with each world w associated with a network Nw ⊆
A×A, and ∼: A→ P(W×W ) associating each agent with an indistinguishability
(equivalence) relation ∼a. Call such a tuple an epistemic network structure.

The existing work on epistemic network structures may be organized in terms
of the static languages they work with: propositional modal logic [2,14] or hybrid
logic [9–12, 18, 19, 21, 22]. In the former, the social network is described using
designated atomic propositions (e.g., Nab for ‘b is a neighbor of a’). To produce
a model, an epistemic network structure is augmented with a propositional val-
uation V : P → P(W ). Semantically, Nab is then true at w iff (a, b) ∈ Nw.
Knowledge is expressed using operators {Ka}a∈A as in standard epistemic logic
with Ka the Kripke modality for ∼a.

In the hybrid case, the network is instead described using modal operators.
The hybrid languages typically include a set of agent nominals Nom (agent
names), atoms P and indexical modal operators K and N , read “I know that”



and “all my neighbors”. Some papers additionally include state nominals, hy-
brid operators (@x, ↓x) and/or universal modalities U (“for all agents”). A hy-
brid network model is an epistemic network structures extended with two
assignments: a nominal assignment g : Nom → A that names agents, and a
two-dimensional hybrid valuation V : P → P(W × A), where (w, a) ∈ V (p)
represents that the indexical proposition p holds of agent a at w. The satis-
faction relation is relative to both an epistemic alternative w and an agent a,
where the noteworthy clause are: M,w, a |= p iff (w, a) ∈ V (p); M,w, a |= Kϕ
iff M,v, a |= ϕ for every v ∼a w; and M,w, a |= Nϕ iff M,w, b |= ϕ for every
b such that Nw(a, b). With these semantics, formulas are read indexically. E.g.
KNp reads as “I know that all my neighbors are p”.

In relation to these two language types, the term-modal approach of this pa-
per lies closer to the former: By including a binary ‘neighbor of’ relation symbol
N in the signature of a term-modal language, the social network component of
models is described non-modally. This straightforwardly allows expressing e.g.
that that all agents know all their neighbors (∀x∀y(N(x, y) → Kx(N(x, y))) or
that an agent has de re vs. de dicto knowledge of someone being a neighbor
(∃xKaN(a, x) vs. Ka∃xN(a, x)). Moreover, hybrid languages can be translated
into DTML, in such a way that hybrid formulas such as @ap (“agent a has
property p”) become equivalent to P (a), if a is the name of a.

2.1 Term-Modal Logic and Epistemic Network Structures

In general, term-modal languages may be based on any first-order signature, by
for the purposes of representing social networks and factual properties of agents,
we limit attention to the following:3

Definition 1. A signature is a tuple Σ = (V, C, P, N,
.
=) with V a countably

infinite set of variables, C and P countable sets of constants and unary predicates,
N a binary relation symbol and .

= for identity. The terms of Σ are T := V ∪ C.
With t1, t2 ∈ T, x ∈ V and P ∈ P, the language L(Σ) is given by

ϕ := P (t1) | N(t1, t2) | (t1
.
= t2) | ¬ϕ | ϕ ∧ ϕ | Ktϕ | ∀xϕ

Standard Boolean connectives, >, ∃ and K̂t are defined per usual. With ϕ ∈
L, t ∈ T, x ∈ V, the result of replacing all occurrences of x in ϕ with t is denoted
ϕ(x 7→ t). Formulas from the first three clauses are called atoms; if an atom
contains no variables, it is ground.

Throughout, a, b, etc. are used for constants and the relation symbol N de-
notes a social network. The reading of N(t1, t2) depends on application. Ktϕ is
a term-indexed epistemic operator which read as “agent t knows that ϕ”. L(Σ)
neither enforces nor requires a fixed-size agent set A, in contrast with standard
epistemic languages, where the set of operators is given by reference to A. Hence
the same language may be used to describe networks of varying size.
3 The defined are special cases of the setting in [1], which allows general signatures
and non-agent terms. [1] also reviews the term-modal literature.



To interpret L(Σ), we use constant-domain models (the same number of
agents in each world) with non-rigid constants (names, like predicates and re-
lations, may change extension between worlds; this allows for uncertainty about
agent identity). See Figs. 1 and 2 for examples of such models.

a

b

c

w :

a

b

c

v :

a

b

c

u :

a, b, c a, b, c

Fig. 1. Example 1, pt. 1 (Server Error). Three agents a,b and c work in a company
with a hierarchical command structure, −→: a is the direct boss of b, who is the direct
boss of c. The server has thrown an error after both b and c tampered with it. Either w)
the server failed spontaneously, v) b made a mistake (marked by gray) or u) c made a
mistake. Lines represent indistinguishability with reflexive and transitive links omitted.
There is no uncertainty about the hierarchy, but nobody knows why the server failed.
In fact, c made a mistake: the actual world has a thick outline.

Definition 2. An L(Σ)-model is a tuple M = (A,W,∼, I) where A is a non-
empty domain of agents,W is a non-empty set of worlds, ∼ : A→ P(W×W )
assigns to each agent a ∈ A an equivalence relation on W denoted ∼a, and I
is an interpretation satisfying, for all w ∈ W , 1. for c ∈ C, I(c, w) ∈ A; 2. for
P ∈ P, I(P,w) ⊆ A; 3. I(N,w) ⊆ A × A. A pointed model is a pair (M,w)
with w ∈W called the actual world.
A variable valuation of Σ over M is a map g : V→ A. The valuation identical
to g except mapping x to a is denoted g[x 7→ a]. The extension of the term
t ∈ T at w in M under g is JtKI,gw = g(t) for t ∈ V and JtKI,gw = I(t, w) for t ∈ C.

Given the inclusion of N in the signature Σ, each L(Σ)-model embeds an epis-
temic network structure (A,W, (∼a)a∈A, (I(N,w))w∈W ).

Formulas are evaluated over pointed models using a direct combination of
first-order and modal semantics:

Definition 3. Let Σ, M and g be given. The satisfaction of formulas of L(Σ)
is given recursively by

M,w �g P (t1) iff Jt1K
I,g
w ∈ I(P,w), for P ∈ P.

M,w �g N(t1, t2) iff (Jt1K
I,g
w , Jt2K

I,g
w ) ∈ I(N,w).

M,w �g (t1
.
= t2) iff Jt1K

I,g
w = Jt2K

I,g
w .

M,w �g ¬ϕ iff not M,w �g ϕ.
M,w �g ϕ ∧ ψ iff M,w �g ϕ and M,w �g ψ.
M,w |=g ∀xϕ iff M,w |=g[x 7→a] ϕ for all a ∈ A.
M,w �g Ktϕ iff M,w′ �g ϕ for all w′ such that w ∼JtKI,gw

w′.

2.2 Knowing Who and Knowledge De Dicto and De Re

First-order modal languages can represent propositional attitudes de dicto (about
the statement) and de re (about the thing) in principled manners. For example,



Ka∃xP (x) is a de dicto statement: knowledge is expressed about the proposi-
tion that a P -thing exists. In contrast, ∃xKaP (x) is a de re statement: it is
expressed that of some thing x, that x is known to be a P -thing. In general, de
re statements are stronger than de dicto statements. The difference has been ap-
preciated in epistemic logic since Hintikka’s seminal [16], where he argues that
∃xKa(x

.
= b) expresses that a knows who b is (see Fig. 2). Semantically, the

formula ensures that the constant b refers to the same individual in all a’s epis-
temic alternatives (i.e., b is locally rigid). Both de dicto and de re statements
may partially be expressed in propositional languages (e.g. de dicto Ka(pb ∨ pc)
vs. de re Kapb ∨Kapc; see [2] for such a usage), but not in a principled manner:
the required formulas will depend on the specific circumstances.

t b

h i c

w1 : t 7→ t, b 7→ b, a 7→ h

t b

h i c

w2 : t 7→ b, b 7→ t, a 7→ h

t b

h i c

w3 : t 7→ t, b 7→ b, a 7→ i

t b

h i c

w4 : t 7→ b, b 7→ t, a 7→ i

c

cc

c

Fig. 2. Example 2, pt.1 (Knowing Who). Two thieves, t and b, hide in a building
with hostages h and i. Outside, a cop, c, waits. To communicate safely, the thieves
use code names ‘Tokyo’ and ‘Berlin’ for each other and ‘The Asset’ for the specially
valuable hostage h. Agents t, b, h and i all know whom the code names denote (the
names are rigid for them), but the cop does not. The code names are t for t, b for b
and a for h. Known by all, h and i are in fact called h and i. The thief network (—) is
assumed symmetric and transitive. The case is modeled using four worlds, identical up
to code name denotation, (shown by 7→). E.g., in the actual world is w1, t names t, but
in w4, it names b. Hence the cop does not know who Tokyo is:M,w1 �g ¬∃xKc(x

.
= t).

2.3 Dynamics: Action Models and Product Update

To code operations on static models, we use a a variant of DEL-style action
models, adapted to term-modal logic (see Fig. 3). They include (adapted versions
of) preconditions specifying when an event is executable ( [3,4]), postconditions
describing the factual effects of events ( [5, 7, 15]) as well as edge-conditions
representing how an agent’s observation of an action depends on the agent’s
circumstances ( [6])—for example their position in a network, cf. Fig. 3. Edge-
conditions are non-standard and deserve a remark. With E the set of events,
edge-conditions are assigned by a map Q. For each edge (e, e′) ∈ E×E, Q(e, e′)
is a formula with a single free variable x?. Given a model M , an agent i cannot
distinguish e from e′ iff the edge-condition Q(e, e′) is true in M when the free
variable x? is mapped to i. Intuitively, if the situation described by the edge-
condition is true for i, the way in which i is observing the action does not allow
her to tell whether e or e′ is taking place. See Figure 4 for an example. See [1] for



a comparison of this approach to that of [6] and the term-modal action models
of [17].

¬∃xM(x)
>

1:
M(b)
>

2:
M(c)
>

3: ∃xM(x)
>

4:ϕ ϕ ϕ

ϕ := ∃xN(x, x?)

Fig. 3. Example 1, pt. 2 (Edge-Conditions: Announcement to Subgroup). To
learn what happened to the server, the top boss a requests its log file. The log holds
one of four pieces of information: 1) Nobody made a mistake, 2) b made a mistake (M),
3) c made a mistake or 4) somebody made a mistake. Each box represents one of these
events: top lines are preconditions, bottom lines postconditions (> means no factual
change). In fact, the log rats on c. N denotes the hierarchy. The log is send only to the
top boss: the others cannot see its content. This is represented by the edge-condition
ϕ: If you, x?, have a boss, then you cannot tell 1) from 2) nor 2) from 3) etc. For
unillustrated edges, Q(e, e) = (x?

.
= x?) and Q(e, e′) = ϕ when e 6= e′.

For simplicity, we here only define action models that take pre-, post, and
edge-conditions in the static language L(Σ). However, dynamic conditions are
needed for completeness; we refer to [1] for details.

Definition 4. An action model for L(Σ) is a tuple ∆ = (E,Q, pre, post) where

– E is a non-empty, finite set of events.
– Q : (E × E) → L(Σ) where each edge-condition Q(e, e′) has exactly one

free variable x?.
– pre : E → L(Σ) where each precondition pre(e) has no free variables.
– post : E → (GroundAtoms(L(Σ)) → L(Σ)) assigns to each e ∈ E a post-
condition for each ground atom.
To preserve the meaning of equality, let post(e)(t .= t) = > for all e ∈ E.

With no general restrictions on Q, to ensure that all agents’ indistinguishability
relations continue to be equivalence relations after updating, Q must be cho-
sen with care. Throughout, we assume Q(e, e) = (x?

.
= x?) for all e ∈ E. To

update, product update may be altered to fit the edge-condition term-modal set-
ting as below. Fig. 4 illustrates the product update of Figs. 1 with 3. The use of
postconditions is illustrated in Figs. 7 and 8.

Definition 5. Let M = (A,W,∼, I) and ∆ = (E,Q, pre, post) be given. The
product update of M and ∆ is the model M ⊗∆ = (A′,W ′,∼′, I ′) where

1. A′ = A

2. W ′ = {(w, e) ∈W × E : (M,w) �g pre(e)} for any g,
3. (w, e) ∼′i (w′, e′) iff w ∼i w′ and M,w �g[x? 7→i] Q(e, e′),



4. I ′(c, (w, e)) = I(c, w) for all c ∈ C, and
I ′(X, (w, e)) = (I(X,w) ∪X+(w)) \X−(w), for X = {P,N}, P ∈ P, where:

P+(w) :={JtKI,vw : (M,w) �g post(e)(P (t))};
P−(w) :={JtKI,vw : (M,w) 6�g post(e)(P (t))};
N+(w) :={(Jt1KI,vw , Jt2KI,vw ) : (M,w) �g post(e)(N(t1, t2))};
N−(w) :={(Jt1KI,vw , Jt2KI,vw ) : (M,w) 6�g post(e)(N(t1, t2))}

If (M,w) |= pre(e), then (A, e) is applicable to (M,w), and the product update
of the two is the pointed model (M ⊗∆, (w, e)). Else it is undefined.

a

b

c

w1:
a

b

c

v2:

a

b

c

u3:

a

b

c

v4:

a

b

c

u4:

b, c

b, c

b, c

a, b, c

b, c b, c

Fig. 4. Example 1, pt. 3 (Product Update: Edge-Conditions). The product
update of Fig. 1 and Fig. 3. After checking the logs, the boss has learned that c made
a mistake, while both b and c are now both uncertain about this, as well as about the
boss’ information. Worlds are named using by the world-event pair they represent: w1 is
the child of w and 1, etc. The pair w2 is not a world: w did not satisfy the precondition
of 1. We have w1 ∼′b v2 as w ∼b v and M,w �g[x? 7→a] Q(1, 2)—as M,w �g ∃xN(x, b).
Likewise, v2 ∼′b w1 as v ∼b w and M, v �g ∃xN(x, b). That w1 6∼′a v2 follows as
M,w �g ¬∃xN(x, b), but v4 ∼′a u4 as M, v �g (a

.
= a). The same reason, reflexive

loops are preserved. The boss now knows that c made a mistake: KaM(c).

2.4 Announcements De Dicto and De Re

With de dicto and de re statements expressible in DTML, they may be used
to define principled announcements, as exemplified in Fig. 5 and 6. The action
models are applicable to any DTML model for a signature that includes the
constant a and the predicateM , irrespective of the size of the set of agents. This
level of general applicability is not mirrored in standard DEL action models.



Ka∃xM(x)
>

e :
a

b

c

v2e :

a

b

c

u3e :

a

b

c

v4e :

a

b

c

u4e :

b, c

a, b, c

b, c b, c

Fig. 5. Example 1, pt. 3 (De Dicto Announcement). The boss breaks the news
from the log to b and c piecemeal. Left: First, a makes a de dicto announcement: a
knows that somebody made a mistake. Right: The effect on Fig. 4. Only w1 does not
survive. In u3e, everybody knows de dicto that somebody messed up: ∀xKx∃yM(y).
The boss also knows de re, i.e., knows who: u3e �g ∃xKaM(x), as u3e �g[x 7→c]

KaM(x). The employees do not know that a knows de re: u3e �g ∀x(∃yN(y, x) →
K̂x¬∃zKaM(z))—since v4e �g M(x) iff g(x) = b, but then u4e 6�g M(x). I.e., there is
no one object to serve as valuation for x such that v4e and u4e satisfy M(x) simulta-
neously). The employees are held in suspense!

∃xKaM(x)
>

σ :

a

b

c

v2eσ :

a

b

c

u3eσ :

b, c

Fig. 6. Example 1, pt. 4 (De Re Announcement). Following a dramatic pause,
the boss reveals a stronger piece of information: the boss knows who messed up. This
de re announcement is on the left, with Q(e, e) = (x? = x?); its result on Fig. 5 (Right)
on the right. In u3eσ, everybody knows that a has de re knowledge: ∀xKx∃yKaM(y),
but b and c still only have de dicto knowledge: ∀x((x = b ∨ x = c) → Kx∃yM(y) ∧
¬∃zKxM(z)).

2.5 Postconditions and Network Change
Action models with postconditions allows DTML to represent changes to the
social network. Such changes may be combined with the general functionality
of action models such that some agents may know what changes occur while
others remain in the dark. Fig. 7 provides a simple example, including the details
calculating the updated network. Fig. 8 presents an example of how de re/de
dicto knowledge affects what is learned by a publicly observed network change.

>
N(a, b), N(b, c) 7→ ⊥, N(a, c) 7→ >

† :

a

b

c

v2eσ† :

a

b

c

u3eσ† :

b, c

Fig. 7. Example 1, pt. 5 (Getting Fired). The employees are dying to know who
messed up the server. But the boss just proclaims: ‘b, you are fired! c, you are pro-
moted!’ Left: Action with three instructions for factual change: post(†)(N(a, b)) = ⊥,
post(†)(N(b, c)) = ⊥ and post(†)(N(a, c)) = > (illustrated by 7→). Else post = id. As
u3eσ 6� ⊥, the first two instructions entail that (a, b), (b, c) ∈ N−(u3eσ), while the lat-
ter implies that (a, c) ∈ N+(u3eσ). Right: The network is updated to I ′(N,u3eσ†) =
(I(N,u3eσ) ∪ N+(u3eσ))\N−(u3eσ) = ({(a, b), (b, c)} ∪ {(a, c)})\{(a, b), (b, c)} =
{(a, b)}. In u3eσ†, neither b nor c know who made the mistake. Unrepresented, a
thinks that only bad superiors let their employees make mistakes.



>
N(·, a), N(a, ·) 7→ ∃xN(·, x)

e :

t b

h i c

w1e : t 7→ t, b 7→ b, a 7→ h

t b

h i c

w2e : t 7→ b, b 7→ t, a 7→ h

t b

h i c

w3e : t 7→ t, b 7→ b, a 7→ i

t b

h i c

w4e : t 7→ b, b 7→ t, a 7→ i

c

cc

c

Fig. 8. Example 2, pt.2 (Becoming Criminal) Left: The thieves convince The
Asset to cooperate with them, in exchange for stolen goods. For simplicity, assume that
the action of a joining the thief network is noticed by everyone. We model this with
the action model, with post(e)(N(·, a)) = ∃xN(·, x) and post(e)(N(a, ·)) = ∃xN(x, ·)
for · ∈ {t, b, a, h, i, c}. Informally, these say: “If you are a member of the network, then
a becomes your neighbor”. Right: The effect of event e on Fig. 2: The network has
changed in all worlds, but differently. E.g., in w1, we had ¬N(b, a); in (w1, e), we have
N(b, a) as (b, h) ∈ N+((w1, e)) since w1 �g post(e)(N(b, a))—i.e., ∃xN(b, x). Now all
thieves and hostages know the new network, as they know whom a refers to. E.g.: Tokyo
knows all her neighbors, (w1, e) �g ∀x(N(t, x)→ KtN(t, x)). The cop only learns that
some hostage has joined the network, but can’t tell whom: (w1, e) �g Kc∃x(x 6

.
= t∧x 6 .=

b ∧N(t, x)) but (w1, e) 6�g ∃xKc(x 6
.
= t ∧ x 6 .= b ∧N(t, x)).

2.6 Learning Who

Allowing for the possibility of non-rigid names has the consequence that pub-
lic announcements of atomic propositions may differ in informational content
depending on the epistemic state of the listener. This can be exploited by the
thieves of Example 2 to enforce a form of privacy—as code names should. The
notion of privacy involved is orthogonal to the notion of privacy modeled in DEL
using private announcements. Though the message is public in the standard sense
of everyone being aware of it and its content, as it involves non-rigid names, its
epistemic effects are not the same for all agents. This is in contrast with standard
public announcements, which yield the same information to everyone.

a
.
= h
>

σ :

t b

h i c

w1eσ : t 7→ t, b 7→ b, a 7→ h

t b

h i c

w2eσ : t 7→ b, b 7→ t, a 7→ h

c

Fig. 9. Example 2, pt.4 (Revealing the Asset) In the model in Fig. 8 (Right),
even a public announcement of N(t, a) would not inform the cop about who joined the
network. To know who joined the network, the cop must learn who The Asset is. As
the cop knows who h is, learning that h is The Asset suffices. Left: The event model
σ for the public announcement that a .

= h, revealing the identity of The Asset. Right:
The product update of Fig. 8 (Right) and event σ. The cop now knows the structure
of the network, as a result of the removal of w3e and w4e.



3 Embedding Dynamic Social Network Logics in DTML

This section examines relations between the hybrid network models and their
languages to DTML. As hybrid languages corresponds to fragments of first-order
logic with equality (FOL=), which term-modal logic extends, it stands to reason
that the hybrid languages and models mentioned in Sec. 2 may be embedded in
term-modal logic. A precise statement and a proof sketch follows below. Turning
to dynamics, things are more complicated. [22] presents a very flexible hybrid
framework expressing network dynamics using General Dynamic Dynamic Logic
(GDDL, [23]). We leave general characterizations of equi-expressive fragments of
GDDL and DTML as open question, but remark that all GDDL action-examples
of [22] may be emulated using DTML action models, and in many cases via fairly
simple ones. More thoroughly, we show that the logic of Knowledge, Diffusion
and Learning (KDL, [12]) has a complete and decidable system, a question left
open in [12]. This is shown by encoding KDL in DTML.

3.1 Embedding Static Languages and Models

The static hybrid languages of [9–12,19,21,22] are all sub-languages of L(P,Nom),
defined and translated into DTML below. [18] also includes state nominals, which
our results do not cover. L(P,Nom) is read indexically, as described in Sec. 2.

Definition 6. With p ∈ P and x ∈ Nom, the language L(P,Nom) is given by

ϕ := p | ¬ϕ | ϕ ∧ ϕ | @xϕ | Kϕ | Nϕ | Uϕ
Denote the fragments without U and @x by L−U (P,Nom) and L−@(P,Nom).

Hybrid logics may be translated into FOL=; our translation resembles that
of [8]. We identify agent nominals with first-order variables, translate the modal
operator N to the relation symbol N(·, ·), and relativize the interpretation of
the indexical K to the nominal/variable x by using the term-indexed operator
Kx. Formally, the translation is defined as follows.

Definition 7. Let Σn(P,Nom) = (V, C, P, N, =̇) be the signature with V = Nom,
C = {a1, . . . , an} and P = P . Translations Tx, Ty both mapping L(P,Nom) to
L(Σn(P,Nom)) are defined by mutual recursion. It is assumed that two nominals
x and y are given which do not occur in the formulas to be translated. For p ∈ P
and i ∈ Nom, define Tx by:

Tx(p) = p(x) Tx(@iϕ) = Tx(ϕ)(x 7→ i)

Tx(i) = x=̇i Tx(Nϕ) = ∀y(N(x, y)→ Ty(ϕ))

Tx(ϕ ∧ ψ) = Tx(ϕ) ∧ Tx(ψ) Tx(Kϕ) = KxTx(ϕ)

Tx(¬ϕ) = ¬Tx(ϕ) Tx(Uϕ) = ∀xTx(ϕ)
The translation Ty is obtained by exchanging x and y in Tx.

To show the translation truth-preserving, we embed the class of hybrid net-
work models into a class of term-modal models:



Definition 8. Let M = (A,W, (Nw)w∈W ,∼, g, V ) be a hybrid network model
for L(P,Nom). Then the TML image of M is the L(Σn(P,Nom)) TML model
T(M) = (A,W,∼, I) sharing A,W and ∼ with M and with I given by

1. ∀c ∈ C,∀w, v ∈W, ∀a, b ∈ A, (I(c, w) = a and w ∼b v ⇒ I(c, v) = a)

2. I(p, w) = {a : (w, a) ∈ V (p)}
3. I(N,w) = {(a, b) ∈ A×A : (a, b) ∈ Nw}

The model T(M) has the same agents, worlds and epistemic relations as M .
The interpretation 1. encodes weak rigidity : if (w, v) ∈

⋃
a∈A ∼a, then any

constant denotes the same in w and v, emulating the rigid names of hybrid
network models; 2. ensures predicates are true of the same agents at the same
worlds, and 3. ensures the same agents are networked in the same worlds.

With the translations Tx, Ty and the embedding T, it may be shown that
DTML can fully code the static semantics of L(P,Nom) hybrid network logics:

Proposition 1. Let M = (A,W, (Nw)w∈W ,∼, g, V ) be a hybrid network model.
Then for all ϕ ∈ L(P,Nom), M,w, g(•) |= ϕ iff T(M), w |=g T•(ϕ), • = x, y.

3.2 KDL Dynamic Transformations and Learning Updates in DTML

We show that KDL [12] dynamics may be embedded in DTML, for finite agent sets
(as assumed in [12]). Given Prop. 1, we argue that each KDL model transformer
is representable by a DTML action model and that the dynamic KDL language is
truth-preservingly translatable into a DTML sublanguage. The logic of the class
of KDL models is, up to language translations, the logic of its corresponding
class of DTML models. We show that the logic of this class of DTML models
can be completely axiomatized, and the resulting system is decidable. Thus, by
embedding KDL in DTML, we find a complete system for the former.

In KDL4, agents are described by feature propositions reading “for feature f,
I have value z”. With F a countable set of features and Zf a finite set of possible
values of f ∈ F, the set of feature propositions is FP = {(f + z) : f ∈ F, z ∈ Zf}.
The static language of [12] is then L−U (FP, Nom). The dynamic language LKDL

extends L−U (FP, Nom) with dynamic modalities [d] and [`] for dynamic trans-
formations d and learning updates `:

ϕ ::= (f + z) | i | ¬ϕ | ϕ ∧ ϕ | @iϕ | Nϕ | Kϕ | [d]ϕ | [`]ϕ

A dynamic transformation d changes feature values of agents: each is a pair
d = (Φ, post) where Φ ⊆ LKDL is a non-empty finite set of pairwise inconsistent
formulas and post : Φ × F → (Zn ∪ {?}) is a KDL post-condition. Encoded by
post(ϕ, f) = x is the instruction: if (w, a) � ϕ, then after d, set f to value x at
(w, a), if x ∈ Zn; if x = ?, f is unchanged. A learning update cuts accessibility
relations: the update with finite ` ⊆ LKDL keeps a ∼a link between worlds w and
v iff, for all ϕ ∈ `, (w, b) � ϕ⇔ (v, b) � ϕ for all neighbors b of a.

4 Notation here is equivalent but different to fit better with the rest of this paper.



Definition 9. Given a KDL model M = (A,W, (Nw)w∈W ,∼, g, V ), the model
reached after applying d is Md = (Ad,W d, (Nd

w)w∈W ,∼d, gd, V d) where only V d
is different, and is defined as follows: (w, a) ∈ V d(f + z) iff (a) post(ϕ, f) = x
for some ϕ ∈ Φ such that M,w, a |= ϕ, where x 6= ?; or (b) condition (a) does
not hold and (w, a) ∈ V (f + z).

Definition 10. A learning update is a finite set of formulas ` ⊆ LKDL. Given
a KDL model M = (A,W, (Nw)w∈W , (∼a)a∈A, g, V ), the model after ` is M ` =
(A,W, (Nw)w∈W , (∼′a)a∈A, g, V ) where:
w ∼′a v iff w ∼a v and ∀b ∈ A(Nw(a, b)⇒ ∀ϕ ∈ `(M,w, b |= ϕ iff M, v, b |= ϕ))

Let D and L be the sets of dynamic transformations and learning updates. The
result of applying † ∈ D ∪ L to M is denoted M†, and the [†] modality has
semantics M,w, a |= [†]ϕ iff M†w, a |= ϕ.

As we show below, for every † ∈ D ∪ L, there is a pointed DTML action
model ∆† with identical effects. As KDL operations may involve formulas with
[†]-modalities, we must use DTML action models that allow [∆, e]-modalities in
their conditions, and translate LKDL into the general DTML language that results,
denoted L(Σn(FP, Nom)+[∆]).5 This language is interpreted over DTMLmodels
with standard action model semantics:

(M,w) �g [∆, e]ϕ iff M ⊗∆, (w, e) � ϕ.
We define now the action models ∆†. For a dynamic transformation d ∈ D,

[11] provide reduction axioms showing d’s instructions statically encodable in
LKDL). The reduction axiom for atoms is as follows:

[d]f + z↔

 ∨
ϕ∈Φ:post(ϕ,f)=z,z∈Zf

ϕ

 ∨
¬

 ∨
ϕ∈Φ:post(ϕ,f)=z,z∈Zf

ϕ

 ∧ f + z


As d changes atomic truth values under a definable instruction, its effects

may be simulated by an action model with a matching post-condition (i.e., the
translation of the definable instruction). More specifically, the action model ∆d

is defined as follows.

Definition 11. For dynamic transformation d = (Φ, post), the action model
∆d = (E,Q, pre, post) is defined by E = {ed}, Q(ed, ed) = pre(ed) = > and for
each constant a, post(e)(Tx(f + z)(x 7→ a)) =

Tx

 ∨
ϕ∈Φ:post(ϕ,f)=z,z∈Zf

ϕ

 ∨
¬

 ∨
ϕ∈Φ:post(ϕ,f)=z,z∈Zf

ϕ

 ∧ f + z

 (x 7→ a)

For a learning update ` ∈ L, ∆` has events eX , eY for any consistent subsets
X,Y of {ϕ(c),¬ϕ(c) : ϕ ∈ `, c ∈ C} with edge-condition Q(eX , eY ) satisfied for
agents for whom all neighbors agree on X and Y . Unsatisfied edge-conditions
thereby capture the link cutting mechanism of `. The detailed definition of ∆`

is as follows.
5 Defined using double recursion as standard; see [1] for details.



Definition 12. Let ` = {ϕ1, . . . , ϕm} be a learning update. Let Tx(`) := {Tx(ϕi) |
i = 1, . . . , n} and let G` := {Tx(ϕ)(x 7→ a) | Tx(ϕ) ∈ Tx(`), a ∈ C} be the ground-
ing of Tx(`) obtained by replacing each free occurrence of x in Tx(ϕ) for each
possible constant a ∈ C. Define a G`-valuation as a function val : G` → {0, 1}
and let V` be the set of all such valuations.

Definition 13. Let ` be a learning update. The corresponding DTML action
model ∆` = (E`, Q`, pre`, post`) is defined by letting

– E` = {eval | val ∈ V`},
– pre`(eval) =

∧
{ϕ | val(ϕ) = 1} ∪ {¬ϕ | val(ϕ) = 0}

– Q`(eval, eval) = >
– Q`(eval, eval

′
) =

∧
{a∈C|∃ϕ∈` s.t. val(Tx(ϕ)(x 7→a))6=val′(Tx(ϕ)(x7→a))} ¬N(x?, a), for

any two distinct events eval, eval
′

– post`(e) = id for all e ∈ E`

Note that the signature Σn(FP,ANom) is defined to have finitely many con-
stants C = {a1, . . . , an}, and hence both E, the preconditions and the edge-
conditions in ∆` are finite, as required. The action model ∆` works as follows.
Each event eval corresponds to one way the agents can be with respect to G`,
as indicated by val. The edge conditions control how links get cut. Two worlds
(w, eval) and (v, eval

′
) in the updated model will keep a link for the agent named

a, if any disagreement between val and val′ does not concern a neighbor of a.
Or, equivalently, if all neighbors of a are identical with respect to G`. Precisely
this condition is encoded in Q(eval, eval

′
).

To formally state that the dynamics of † ∈ D ∪ L are simulated by ∆†, the
following clauses are added to translation T•, for • = x, y:

T•([d]ϕ) = [∆d, ed]T•(ϕ), T•([`]ϕ) =
∧
e∈E`

(pre`(e)→ [∆`, e]T•(ϕ))

where (∆†, e†) is an action model implementations of † ∈ D ∪ L. Then KDL
statics and dynamics can be shown performable in DTML:

Proposition 2. For any finite agent hybrid network model M with nominal
valuation g and ϕ ∈ LKDL: M,w, g(•) |= ϕ iff T(M), w |=g T•(ϕ), for • = x, y.

Proof. By induction on ϕ. We include the cases for the dynamic modalities.
Let ϕ = [d]ψ, where d = (Φ, post). We need to show that

M,w, g(x) |= [d]ψ iff T(M), w |=g [∆d, ed]Tx(ψ)

(the case for Ty is analogous). Note thatM,w, g(x) |= [d]ψ iffMd, w, g(x) |= ψ iff
(by i.h.) T(Md), w |=g Tx(ψ). We will show that T(Md) and T(M)⊗∆d satisfy
the same formulas. To prove this, we will show that there is a bounded morphism
linking these two models (it is straightforward to show that term-modal formulas
are preserved when this is the case, as in the propositional modal setting). Define
b : T(W d)→ T(W∆d

) by w 7→ (w, ed). We show that b is a bounded morphism.



1. w and (w, ed) satisfy the same basic formulas:
T(Md), w |=g Tx(f + z)
iff (i.h.) Md, w, g(x) |= f + z
iff M,w, g(x) |= [d]f + z
iff (reduction axiom for [d]f + z)
M,w, g(x) |=

(∨
ϕ∈Φ:post(ϕ,f)=z,z∈Zf

ϕ
)
∨(

¬
(∨

ϕ∈Φ:post(ϕ,f)=z,z∈Zf
ϕ
)
∧ f + z

)
iff (i.h., where we let g(x) = a for some a ∈ A named a)
T(M), w |=g Tx(

(∨
ϕ∈Φ:post(ϕ,f)=z,z∈Zf

ϕ
)
∨(

¬
(∨

ϕ∈Φ:post(ϕ,f)=z,z∈Zf
ϕ
)
∧ f + z

)
)(x 7→ a)

iff (by definition of ∆d) T(M), w |=g post(e)(Tx(f + z)(x 7→ a))
iff T(M)⊗∆d, (w, ed) |=g Tx(f + z)(x 7→ a)
iff (since g(x) = a and a is named a) T(M)⊗∆d, (w, ed) |=g f + z.

2. if (w, v) ∈ T(∼da) then ((w, ed), (v, ed)) ∈ T(∼∆d

a ):
(w, v) ∈ T(∼da) iff (w, v) ∈∼da iff (w, v) ∈∼a iff (w, v) ∈ T(∼a) iff (w, v) ∈
T(∼∆d

a ) (since ∆d does not change the accessibility relations).
3. if ((w, ed), (v′, ed)) ∈ T(∼∆d

a ) then there is v such that (w, v) ∈ T(∼da) and
b(v) = (v′, ed):
Reasoning as in step 2, ((w, ed), (v′, ed)) ∈ T(∼∆d

a ) iff (w, v′) ∈ T(∼da), and
b(v′) = (v′, ed).

Hence, b is a bounded morphism, and T(Md) and T(M)⊗∆d satisfy the same
formulas. Thus, M,w, g(x) |= [d]ψ iff Md, w, g(x) |= ψ iff (by i.h.) T(Md), w |=g
Tx(ψ) iff (bounded morphism) T(M) ⊗ ∆d, (w, ed) |=g Tx(ψ) iff T(M), w |=
Tx([d]ψ).

Next, let ϕ = [`]ψ. We need to show that

M,w, g(x) |= [`]ψ iff T(M), w |=g
∧
e∈E`

(pre`(e)→ [∆`, e]Tx(ψ))

(the case for Ty is analogous). Note thatM,w, g(x) |= [`]ψ iffM `, w, g(x) |= ψ iff
(by i.h.) T(M `), w |=g Tx(ψ). As in the previous case, we will show that T(M `)
and T(M) ⊗ ∆` satisfy the same formulas by defining a bounded morphism
linking the two. Note that the preconditions in ∆` are pairwise inconsistent and
jointly exhaustive, since each precondition corresponds to one way of assigning
truth values to the formulas in G`. Hence, for each w ∈ T(W ), there is exactly
one event eval such that T(M), w |= pre`(eval). Define b : T(W `)→ T(W∆`

) by
w 7→ (w, eval). We show that b is a bounded morphism.

1. w and (w, eval) satisfy the same basic formulas:
This is clear from the fact that learning updates do not change the acces-
sibility relations. T(M `), w |=g Tx(f + z) iff (i.h.) M `, w, g(x) |= f + z iff
M,w, g(x) |= f + z iff (i.h.) T(M), w |=g Tx(f + z) iff T(M)⊗∆`, (w, eval) |=g
Tx(f + z).



2. if (w, v) ∈ T(∼`a) then ((w, eval), (v, eval
′
)) ∈ T(∼∆d

a ):
As T(M) is weakly rigid, each agent has the same name in each equivalence
class [w]∼a

of ∼a. In what follows, we let the name of any agent o ∈ A in
worlds of [w]∼a

be o. Now, (w, v) ∈ T(∼`a) iff w ∼`a v
iff w ∼a v and ∀b ∈ A(Nwab⇒ ∀ϕ ∈ `(M,w, b |= ϕ iff M, v, b |= ϕ))
iff (contrapositive) w ∼a v and ∀b ∈ A(∃ϕ ∈ `((M,w, b |= ϕ and M,v, b |=
¬ϕ) or (M,w, b |= ¬ϕ and M,v, b |= ϕ))⇒ ¬Nwab)
iff (by i.h.) (w, v) ∈ T(∼a) and (by def. of T(M)⊗∆`)
T(M), w |=g pre(eval) and T(M), v |=g pre(eval

′
) for some val, val′ ∈ V`, and

for all b ∈ C:
if there is a ϕ ∈ ` such that(

T(M), w |=g Tx(ϕ)(x 7→ b) and T(M), v |=g Tx(¬ϕ)(x 7→ b)
)

or
(
T(M), w |=g Tx(¬ϕ)((x 7→ b)) and M,v |=g Tx(ϕ)(x 7→ b)

)
then

T(M), w |=g ¬N(a, b)

iff (w, v) ∈ T(∼a) and T(M), w |=g pre(eval) and T(M), v |=g pre(eval
′
) for

some val, val′ ∈ V` and (by def. of ∆`) T(M), w |=g[x? 7→a] Q(eval, eval
′
) iff

((w, eval), (v, eval
′
)) ∈ T(∼∆`

a ).
3. if ((w, eval), (v′, eval

′
)) ∈ T(∼∆`

a ) then there is v such that (w, v) ∈ T(∼`a)
and b(v) = (v′, eval

′
):

Reasoning as in step 2, ((w, eval), (v′, eval
′
)) ∈ T(∼∆d

a ) iff (w, v′) ∈ T(∼`a),
and b(v′) = (v′, eval

′
).

Hence, b is a bounded morphism, and T(M `) and T(M) ⊗∆` satisfy the same
formulas. Thus, M,w, g(x) |= [`]ψ iff Md, w, g(x) |= ψ iff (by i.h.) T(M `), w |=g
Tx(ψ) iff (bounded morphism) for the unique event eval such that T(M), w |=g
pre`(eval), we have T(M)⊗∆`, (w, eval) |=g Tx(ψ) iff T(M), w |=g

∧
e∈E`(pre`(e)→

[∆`, e]Tx(ϕ) iff T(M) |= Tx([`]ψ).
This completes the proof.

With Prop. 2 embedding KDL in DTML, it remains to show that there is a
complete and decidable system for the image of KDL. Up to translation, such a
logic is then a logic for the class of KDL models. To state the result, denote the
TML image of the class of n-agent KDL models by T(KDLn). We now define a
set of formulas, Fn, which can be shown to characterise the class T(KDLn).

Definition 14. Let Fn ⊆ L(Σn(FP, Nom)+[∆]) be the logic extending the term-
modal S5 logic with the reduction axioms for action models (∆†, e†), † ∈ D ∪ L
(defined in [1]), as well as the following static axioms:

1. There are n agents and they are all named: Namedn := ∃x1, ..., xn ∧
i,j≤n,i6=j

xi 6= xj

 ∧ ∀y
∨
i≤n

y = xi

 ∧

 ∧
i,j≤n,i 6=j

ci 6= cj

 ∧
∧
i≤n

xi = ci





2. Weak rigidity (Def. 8):

Rign :=
∧
c∈C
∀x((c = x)→ ∀y(Ky(c = x)))

3. The neighbour relation is irreflexive and symmetric:
Neigh := ∀x∀y(¬N(x, x) ∧ (N(x, y)↔ N(y, x)))

4. Agents know their neighbors: KnowNeigh := ∀x∀y(N(x, y)↔ KxN(x, y))

We then obtain the result:

Proposition 3. Fn statically characterizes T(KDLn).

Proof. By model-checking of the formulas in Fn.

Which we can use to state completeness:

Theorem 1. For any n ∈ N, the logic Fn is sound, strongly complete and de-
cidable w.r.t. T(KDLn).

Proof (sketch). By Prop. 3, Fn statically characterizes T(KDLn). The result then
follows from three results from [1]: 1. Any extension of the term-modal logic K
with axioms A is strongly complete with respect to the class of frames charac-
terized by A, and 2. If A characterizes a class with finitely many agents, then the
logic is also decidable, and 3. any dynamic DTML formula is provably equivalent
to a static DTML formula using reduction axioms.

Thus, since Fn characterizes T(KDLn), which is a class with finitely many
agents, and all dynamic axioms in Fn are probably equivalent to static DTML, it
follows that K+Fn is strongly complete and decidable with respect to T(KDLn).

4 Final Remarks

This paper has showcased DTML as a framework for modeling social networks,
their epistemics and dynamics, including examples in which uncertainty about
name reference and de dicto/de re distinctions are key to modelling information
flow and network change correctly. It was shown that DTML may encode the
popular hybrid logical models of epistemic networks, and that DTML may be
used to obtain completeness for an open-question dynamics through emulation.

We are very interested in learning how DTML relates to GDDL with respect
to the encodable dynamics. We have been able to emulate the updates used
in the examples of [22], but the general question is open. Further, the statics
of frameworks that describe networks using propositional logic [2, 14] must be
DTML encodable, and we expect the name about their updates, where reduc-
tion axioms exist. This raises two questions: if we can show this by a general
results instead of piecemeal, and whether principled DTML action models exist
for classes of updates. E.g., the threshold update of [2] gives an agent’s property
P if a given fraction of neighbors are P ; for a fixed agent set, this is DTML encod-
able by using the reduction axioms of [2] to provide pre- and postconditions. For
a principled update, however, seemingly we need a generalized quantifier (e.g.,
a Rescher quantifier). If so, the general update form is not DTML encodable.
Classification results like these would add valuable insights on network logics.
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