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Preface
This thesis is prepared at the Center for Electric Power and Energy (CEE) within the Department
of Electrical Engineering of the Technical University of Denmark in partial fulfillment of the
requirements for acquiring the degree of Doctor of Philosophy in Engineering.

The Ph.D. studies were funded in part by the Danish ForskEL programme through the Energy
Collective project (grant: 2016-1-12530), by EUDP through the EnergyLab Nordhavnproject (grant:
EUDP 64015-0055), by Innovationsfonden through the Industrial Researcher Programme (grant:
5189-00073B) and in part by financing by the private company Balslev Consulting Engineers A/S.
This dissertation summarizes the work carried out by the author during his Ph.D. project, which
started on 1st November 2016 and was completed on 10th July 2020.

The thesis consists of a summary of the eight attached scientific papers, of which six have been
peer-reviewed and published, one is currently under review and one is a technical report yet to
submitted for publication. The details of the research are found in the publications in appendix,
and so, the main body of the thesis is meant as a guide on how these works can be capture some
of the total complexity of how buildings can play a much larger role in energy systems based on
intermittent renewable energy without loosing sight of the original purpose of the buildings.

Morten Herget Christensen
July 2020
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Abstract
In response to climate changes caused by green-house emissions, the energy systems are tran-
sitioning to an increased reliance on intermittent renewable energy. Due to this transformation,
energy flexible assets that help balance of supply and demand side will be increasingly valuable in
the coming years. One such potential source of energy flexibility can be found when considering
the building stock. As buildings become increasingly digitized, connected and controllable, the
possibility to unleash the capacity for energy flexibility inherent in the buildings arises. With
buildings producing vastly more data on energy consumption, indoor environment quality and
occupant behavior, new methods can be used to estimate the potential for flexibility. In a similar
manner, data-driven methods can quantify the flexibility in actual consumption when the potential
is mobilized for e.g. peak-shaving or demand response. The state-of-the-art suggests model-based
methods for control of flexible assets, however the modelling efforts can be an obstacle to practical
implementation in buildings. In addition, the occupants pose constraints to the flexibility that can
be utilized, and thus increasingly human-centric approaches are needed. This PhD thesis aims to
address challenges to flexible consumption in buildings by data-driven and model-free methods
for both analysis and control.

We adopt a holistic view, considering both the occupants and the energy systems context, by
anchoring our research in the living laboratory of EnergyLab Nordhavn. We show that real-world
investigations are required in order to understand the real constraints and limitations that flexible
energy consumption in buildings face. Further, we contribute to development of the living-lab
infrastructure with new algorithms for real-time control. To transform measurement data from
the many sensors and meters to meaningful information, we adopt methods from machine and
deep learning. We use the methods to analyse energy consumption data from buildings in a
flexibility perspective, producing models that can be used for forecasting. To account for the
thermal preferences of individual occupants, we analyse the rich datasets collected in the living-lab
and propose novel data-driven methods. We utilize the living-lab for novel studies of demand
side management in a real-world setting. The research documents the potential of buildings as
an important source of flexibility for the district heating systems in the quest for carbon-neutral
heating supply. We show how context-aware control is a framework to move buildings towards a
more prominent role in future energy systems, by enhancing the responsiveness towards both the
energy systems context and the needs of the occupants. We conclude by proposing model-free
reinforcement learning to train context-aware agents capable of controlling the technical systems
in the buildings without the need for elaborate modelling efforts.
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Resumé
Som svar på klimaforandringer skabt af udledningen af drivhusgasser, overgår energisystemerne til
en større afhængighed af vedvarende energi fra sporadiske kilder. På grund af denne transformation,
vil energifleksible aktiver, der hjælper med at balancere udbud og efterspørgsel, være ekstra
værdifulde i de kommende år. Vi kan finde en sådan potentiel kilde til energifleksibilitet i
vores bygningsmasse. I takt med at bygninger bliver digitaliserede, forbundne og styrbare,
opstår muligheden for at frigøre kapaciteten for energifleksibilitet iboende i bygningerne. Med
bygninger der producere langt mere data om energiforbrug, indeklima og brugeradfærd, kan nye
metoder tages i brug for at estimere fleksibilitetspotentialet. På samme måde kan datadrevne
metoder kvantificere fleksibiliteten af faktiskt energiforbrug når potentialet mobiliseres f.eks.
til at levere reduktioner i spidsbelastning eller demand response. Nuværende state-of-the-art
foreskriver model-baserede metoder til styring af de fleksible aktiver, men indsatsen påkrævet til
modeldannelse kan vise sig at være en hindring for praktisk implementering i bygninger. Desuden
udgør bygningers brugere begrænsninger i forhold til hvor meget fleksibilitet der kan udnyttes,
og således er menneske-centriske tilgange i stigende omfang påkrævede. Denne PhD afhandling
søger at adressere udfordringer for fleksibelt energiforbrug i bygninger ved at anvende data-drevne
og modelfri metoder til både analyser og styring.

Ud fra en holistisk synsvinkel tager vi både bygningers brugere og deres energisystemskontekst i
betragtning og forankrer vores forskning i det levende laboratorium EnergyLab Nordhavn. Vi
viser at undersøgelser i den virkelige verden er nødvendige for at forstå de sande begrænsninger
som fleksibelt energiforbrug i bygninger står over for. Ydermere, bidrager vi til infrastrukturen i
det levende laboratorium med nye algoritmer til real-tids styring. For at transformere måledata
fra de mange sensorer og målere til meningsfuld information, tilpasser vi metoder fra maskin-
og dyb læring. Vi bruger metoderne til at analysere energiforbrug i bygninger ud fra et fleksi-
bilitetsperspektiv, og danner modeller der kan bruges til at lave prognoser. For at tage højde
for de individuelle termisk præferencer hos bygningernes brugere, analyserer vi de omfattende
datasæt indsamlet i det levende laboratorium og foreslår nye data-drevne metoder. Vi bruger
EnergyLab Nordhavn til nyskabende studier af demand side management i den virkelige verden.
Vores resultater dokumenter hvordan bygninger kan udgøre en vigtig kilde til fleksibilitet for
fjernvarmesystemerne, i deres søgen efter C02 neutral varmeforsyning. Vi viser hvorledes context-
aware control er en forståelsesramme der kan flytte bygninger imod en mere fremtrædende rolle i
fremtidens energisystemer, ved at øge bygningernes evne til at reagere på både energisystemer og
brugeres behov. Vi afslutter med at foreslå model-fri reinforcement learning som en måde til at
træne context-aware virtuelle agenter der er i stand til at styre de tekniske systemer i bygninger
uden brug af omfattende modelleringer.
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CHAPTER1
Introduction

1.1 Context and motivation

The transition towards carbon-neutral energy systems has begun across the world [1]. In the
scenarios that seek to address the negative impacts of anthropogenic climate change, renewable
energy sources (RES) are expected to play a vital role [2]. The reliance on RES, however, poses
challenges to the system stability and security of supply of energy systems. Solar and wind power
are intermittent by nature and lacks the inertia and controllability of traditional power plants
needed to maintain system stability. While storage systems and flexible demand are solutions
towards energy systems based on 100% intermittent sources [3], their adaption is still limited by
technological maturity and costs. This has led to proposals for the the sustained use of existing
infrastructure and traditional generators [4], threatening to hinder the transition and worsen the
damages of climate change. In order to create an energy system that is more capable of responding to
the intermittent nature of renewable generation, electrification of heating demand in buildings and
transportation is suggested as a link to unlock flexibility inherent in heating systems and provide a
link to power systems [5]. Massive electrification is needed in order to utilize the generation from
RES, however, this also poses a major challenge to the transmission and distribution of electric
power [6]. In countries where electric heating of buildings is uncommon, heating is based on
various forms of fossil fuels. For urban areas, this has been done by extensive use of co-generation
plants and district heating systems to increase system efficiency by utilizing the heat that was
previously considered waste from power generation. In the quest for carbon-neutrality, fossil
fueled plants are being converted extensively towards using biomass fuels as the source, changing
the energy landscape for both heati and power supply, but also giving rise to new solutions for
closer integration between the two beyond co-generation [7].

While the need for immediate action towards carbon-neutral energy systems is widely acknowl-
edged, the optimal pathways towards reducing the climate impacts of energy use and production
is still an open question [8]. This has led policy makers to the formulation of the energy trilemma:
balancing the needs for energy security, energy equity (accessibility and affordability) and environ-
mental sustainability [9].

The initial strong interest in smart grids was focused on affordability and energy security, motivated
by the opportunity for better utilization of existing grid assets. Increased control and monitoring
capabilities could defer costly grid reinforcements needed for aging assets, while at the same
time providing enhanced resilience by increased communication and control capabilities [10]. For
more traditional power systems, energy security is paramount, prompting research on low inertia
systems [11] as renewable generation takes on a large role. This has also led to an increased focus
on flexibility from the demand side in the form of controllable loads [12]. To ensure participation
and coordination of flexible assets, proper incentive schemes need to be in place, and energy
markets are proposed as a cost effective means of organization [13]. While demand response (DR)
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2 CHAPTER 1. INTRODUCTION

and demand side management (DSM) literature is focused on power systems, the idea of optimizing
across energy vectors also lead to exploring new sources of flexibility in other sectors of the energy
system. Using buildings as a source of flexibility for district heating networks is included in the
review in [14], however large-scale implementations are few compared to those with a power
system focus. Integrated energy systems adopt the thinking of the energy trilemma and attempt to
find the balance of the three parts [15] of this trillema beyond the scope of smart grids. In a similar
direction, increased sector coupling, e.g. using the inherent flexibility of existing gas infrastructure
in electricity markets, has been investigated in [16]. More focus on environmental sustainability
part of the trilemma is explored in research on 100% renewable energy systems [17]. In Europe
more than a quarter of final demand for energy is residential and more than half of that is used for
space heating [18]. This energy consumption can be made available as a flexible resource for the
grids enabling the accommodation of higher shares of renewable energy and reducing the use
of fossil fuels. Thus, future solutions should consider buildings as a central asset for flexibility
provision, which can support a higher share of RES.

In this thesis we will investigate how the built environment and buildings with advanced
information and communications technology (ICT) capabilities in particular, have the potential to be a
key participant in these integrated energy systems of the future. Much in the same way as electric
battery storage [19], flexible consumption provides the capabilities to shift energy use in time and
magnitude. Flexible consumption is potentially much cheaper since it uses the storage capacity
inherent in the physical assets, such as the thermal mass of buildings or the circulating water in the
heating systems. The flexibility potential of buildings is dependent on the active participation of
occupants. We aim to use human-in-the-loop control systems to obtain the context-aware buildings
that we need for active participation in energy systems, however there are still unaddressed
challenges towards this goal.

1.2 Challenges related to energy flexibility in buildings
Commercial DR is established in several countries, but using small-end loads like buildings have
not found common use [20] and focus is still limited to power systems. Practical implementations
of DSM face technical requirements like activation times, ramping times, minimum activation size
etc. [12] which can lead to poor business cases by increasing implementation costs. Establishing
exactly what flexibility service has been provided is central [21] for remunerations, but the need for
establishing baselines, considering what energy might have been used, pose practical difficulties.
In order to increase adoption, simulation-based studies should be validated by real-world pilots,
and the crucial role of residents should be taken into account in order to get accurate results. We
insist that control systems for buildings should develop context awareness towards energy systems
and occupants and leverage the fact that such systems are inherently human-in-the-loop control
systems. We believe that context-aware control is a useful framework to understand the potential
and limitations of the buildings in a energy systems perspective, and it provides the opportunity to
include the occupants in human-centric designs encouraging their engagement. In our definition,
context-aware control extends the classical feed-back loop of control theory, incorporating both
decision making and an awareness of the specific context the building is in, as illustrated in Figure
1.1.

Context-aware buildings can be a way to transform buildings from passive energy consumption to
active participants in the energy systems. Towards this goal, we need: (i) real-world implementa-
tions that account for assets, energy systems and occupants; (ii) data-driven methods to quantify
and validate flexibility services; (iii) simple and cost-effective methods for control;
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Building and grids

Human-in-the-loop

Observing and sensing

Analysis and study

Context awareness

Decision making

Quantification

Action implementation

Control

Figure 1.1: Context-aware control control loop

1.2.1 Real-world implementations

Even though we argue for buildings to play a key role in energy systems, it is important to
consider the original purpose of buildings. Buildings should provide good living and working
environments for human activity. Keeping the original purpose in mind, we must consider the
limitations on energy flexibility by building physics and usage, indoor environment and human
experience. Viewing the buildings as technical components, as e.g. thermal batteries or flexible
loads is common when exploring solutions for DSM. Convenient mathematical models can then
be formulated from first principles and economic theory. Such models, however, largely ignore
the complex interactions of human behavior and technology [22]. Engineering solutions then
risk over-promising on the flexibility potential when assumptions of e.g. economic rationality
of occupants are used, even if work has been done to incorporate behavioral economics into
game theoretical models [23]. While robust optimization accounts for uncertainty [24], solutions
risks conservatism from worst case estimations. In both cases significant effort in modelling is
required to reach optimal solutions even for the seemingly simple case of homes [25]. In addition,
market adoption is contingent on many other factors than the perfect engineering solution. When
matching the needs of occupants and grids to increase market adoption of solutions, optimality
might not be optimal. Occupant concerns on privacy, perceived and real loss of control impose
constraints on flexibility when going towards real-world implementations. Furthermore, the
technical installations themselves are prone to errors and faults in installations. This is usually
ngelected in simulation-based studies even if fault-tolerant control and diagnosis [26] has been
known for many years.

It is well known that energy performance of buildings is highly influenced by occupant behavior
and that occupant actions and preferences are decisive factors [27]. The context awareness needed
by buildings must thus account for the needs of the occupants as well as the grids. It is a simple
task to save energy, if simply we reduce the service provided. The effects of the occupant actions
and choices on flexibility potential is a emerging research topic that is not fully covered in literature
on control of buildings where focus has been on energy performance, efficiency and indoor
environment quality. With the increased agency of occupants that increased sophistication of
building automation systems entail, the notion of human-in-the-loop control becomes central [28].
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1.2.2 Validation of flexibility services

Buildings can provide part of the flexibility needed by high RES penetration energy systems. But
the flexibility of individual buildings vary with the thermal properties of buildings itself from
design and construction [29], from the use of the occupants as well as other exogenous factors such
as weather conditions [30]. Much of these differences can be captured using the large amounts of
data that modern buildings are producing. Smart meter data can be leveraged for profiling of the
energy use and data from thermostats can reveal the preferences of occupants as well as measure
the actual physical conditions to produce data driven models of the buildings [31]. However,
modeling efforts have typically focused on energy performance or indoor environment quality
and not explicitly on flexibility.

While more flexibility can be obtained by the use of advanced methods, the idea of DSM is certainly
not new, and simple practical applications have long been implemented [32]. It is, however
a challenge for DSM schemes to ascertain delivery of flexibility services. A customer baseline
tries to estimate how energy consumption would look in the normal or base case, the baseline
and then establish the flexibility service by comparing this to the actual consumption. Since we
are considering counter-factual changes in energy consumption, how can we make sure that a
reported flexibility service was not just a random event if no exact measurement of the actions
itself exists and we rely on aggregate measurements of e.g. total energy consumption of a building
as is often the case for buildings. Validation of delivered flexibility through the use of baselines
involves creating accurate models of the participating buildings, a time consuming practice that
can potentially be more costly than the benefits. Scalable, data-driven methods that are able to
evaluate the flexibility potential and validate flexibility deliveries in implementation are needed.

1.2.3 Model-free control for flexibility

Economic model predictive control (MPC) is proposed as a way to include forecasts and dynamic
prices in individual buildings [33] or as coordinating mechanism for populations of DR assets in
both centralized [34] and decentralized [35] setups. However, such methods typically rely on linear
models of the building dynamics and also largely ignore the individual differences in building
characteristics and use. More advanced models suitable for MPC can be created from data [36],
but the modelling effort might be more than what is feasible from an economic point of view, if the
model is only intended for the application of DSM. If non-linearities are modelled, they increase
the complexity of control solutions and are routinely linearized before controller synthesis. Since
our aim is to apply DSM towards many buildings at once, we investigate methods that leverage
the strong capabilities for incorporating forecasts of MPC, while having a limited modelling effort.
Methods that are suitable towards this aim should be simple and robust for scaling-up application
on the one hand, but sophisticated enough as to not neglect the energy systems context of the
building on the other hand. Energy performance of buildings in a flexibility context involve a
great deal of uncertainty, non-linear and dis-continuous effects, even if the physical processes
themselves are relatively simple, due to the interactions of the occupants and weather phenomena.
This is in contrast to the more complex, less uncertain, chemical processing where model predictive
control has shown great success in applications. In addition, the potential economic gain from
energy saving or flexibility services from each individual asset is typically small.
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1.3 Contribution towards context-aware buildings

One objective of this thesis is to advance the technical capabilities of automated and intelligent
buildings to aid in the transformation of the energy systems. This is done by providing tools, that
in a cost-effective manner, can provide some of the flexibility needed to incorporate very large
shares of intermittent RES. While the list of challenges to bringing buildings in the forefront of
the energy systems presented in Section 1.2 is far from complete, we believe that these challenges
are essential and immediate. In some sense, a contribution in itself is the insistence that the built
environment can and should be expected to contribute towards that end. We believe strongly
that real-world implementations are important in order to rapidly close the gap from research to
market adoption since the problems that anthropogenic climate pose are present here and now.
There is simply no time to spare.

The design and operation of buildings must be understood with considerations to the humans
that occupy them. This is evidenced by the IEA annex on occupant-centric buildings [37]. In our
work, we have made significant effort towards studying the active participation of buildings in the
support of district heating grids by direct experimentation in a novel study with real apartments
with the result presented in paper [Paper A]. The ICT and algorithmic developments needed for
such a experiment is elaborated further in [Paper B]. The work exploits the findings from a study of
the thermal properties of modern low energy buildings presented in [Paper C], where temperature
sensor cast directly in the heavy walls of the building were used to estimate the flexibility potential
of the building.

When we appreciate that the capabilities of the individual buildings must be taken into account, we
arrive at the need for methods and tools that can bring the context into treatable form. Ultimately
we want to use the knowledge of the context to increase our ability to control for flexibility. In order
to address the cost and scalability of flexibility solutions based on buildings we use tools from deep-
learning [38] to leverage smart meter data for analysis of the flexibility in the built environment.
Data-driven and learning-based methods have been shown to scale well and can be trained at low
cost and effort compared to traditional modelling methods. This has been applied successfully
for estimating energy consumption in buildings using Boltzmann machines [39], and recurrent
neural networks based on pooling of loads [40]. In [Paper D] we show how neural networks can
assess the effectiveness of a time of use (ToU) pricing demonstration. We trained a neural network
using smart meter data, that can differentiate correctly between participants and non-participants,
indicating that the ToU prices indeed alter the energy behavior of the participating customers. We
also show that price information can be included for improved forecasting compared to using
energy data only using recurrent neural networks for load forecasting.

Similar to the smart meter roll-out in power systems, automated meter readings of heat consumption
is gaining traction for billing purposes. We apply methods for clustering and classification at
different levels of aggregation using heating meter data in [Paper F]. The results show great
variability and uncertainty in the data from individual homes. In a comparison of the performance
of several learning-based approaches, we found that for classification of the aggregate heat load of
a multi-storey building, statistical learning using logistic regression outperforms neural networks,
in spite of the simplicity of the method.

We recognize that the occupants have a crucial role to play if flexible consumption in buildings is
to succeed. Trying to capture occupant preferences beyond a simple set-point, in paper [Paper E]



6 CHAPTER 1. INTRODUCTION

we present a novel method of estimating the neutral temperature of apartment occupants using
data of interactions with local control systems. This is based on the adaptive principle and similar
to that used in [41] that examined an office building. We analyse the corresponding operation of
the apartment heating system in order to map the current control scheme to the flexibility needs of
the district heating grid context. The findings were utilized in the flexibility experiments presented
in [Paper A].

Deep reinforcement learning have solved problems previously intractable by combining the
powerful functions approximators from deep learning and the learning by experience capabilities
of reinforcement learning [42]. Reinforcement learning agents learn from interactions with the
real-world, eliminating the need for modeling. This was adapted towards power system services
in [43] using an online learning strategy to utilize smart meter data. In [Paper G] we explore the
potential of model-free control using reinforcement learning to activate the flexibility potential
of both single buildings and aggregate populations in a multi-agent setup. A more detailed
investigation considering stochastic environments is presented in [Paper H].

1.4 Thesis outline

The aim of the thesis is to give an overview of the main contributions from the works published
in the course of the PhD project. The approach used in this thesis has been to supplement
simulations-based and data-driven studies with experimentation in a real-world setting. Thus,
the living laboratory of EnergyLab Nordhavn is presented in some detail in Chapter 2 as this
links many of the papers produced in the thesis through the physical and digital infrastructure.
Our focus is on the intelligent or automated buildings, as we bring them into their energy system
context. Chapter 3 then presents the methods that we have used to quantify energy flexibility.
Control of the buildings from a point of view that aims to respect the original purpose of the
buildings, while keeping the overall environmental impact to a minimum is then treated in Chapter
4.
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CHAPTER2
Living Laboratories for Integrated

Energy Systems Research
The aim of this chapter is to present the systems context of the built environment, highlighting three
contextual perspectives: (i) the grid context; (ii) the building itself; (iii) the human dimension. The
living-lab becomes the infrastructure to examine these interactions in a realistic setting. Buildings
can provide much of the required flexibility to the energy systems [44]. But there is a need of
bringing scientific achievements towards real-world implementation if this aim is to succeed. The
living-lab concept brings a platform to conduct experiments and research in a real-world setting
[45] involving the intended end-users directly in the process of development of new products and
services [46] by close cooperation between academia, industry and the public sector. How data can
help extract tractable information from data - a machine readable understanding of the context - is
explored in Chapter 3, while in Chapter 4 we show how we can use that understanding to match
the needs of the energy systems and occupants with the consumption in the buildings in practice -
context-aware control.

This chapter start by exploring the evolution of the smart grid into smart and integrated energy
systems. We then examine the special role that 1:1 scale physical infrastructure, so-called living-labs,
can play in the increasingly complex and cross-disciplinary research field of integrated energy
systems. We give special emphasis to EnergyLab Nordhavn, the Copenhagen living-lab that has
evolved to be a powerful experimental platform used in [Paper A]. The algorithmic developments
and ICT setup presented in [Paper B] and the wall embedded sensors of [Paper C] are examples of
the individual pieces of software and infrastructure that make up the living-lab, while in [Paper E]
and [Paper F] we use the historic data from the EnergyLab Nordhavn (ELN) living-lab as the subject
for analysis.

The chapter addresses the role of living-labs in energy systems research and is organized as follows.
Section 2.1 provides the grid context needed to understand the role of buildings in energy systems
by an extended state-of-the-art. In Section 2.2, we present in detail the physical and digital assets
that link the papers, while Section 2.3 expands the context to the role of occupants and users of
buildings, putting the human-in-the-loop.

2.1 The energy systems context of buildings
With the introduction of the smart grid concept, the passive role of buildings in power system
started to change. Originating with the management of power grids by control of electric end-loads
[47], with integrated energy systems approaches [48] the concepts have since expanded to cover
multi-vector energy systems both for control [49] and expansion planning [50]. The building itself
has been proposed as an energy hub for simultaneous optimization of local RES and delivering DR
to the power systems, in a similar notion as the building micro-grids [51]. DSM and DR are key
concepts to the understanding of buildings as active participants in the energy systems.

9
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2.1.1 Demand response

In general, we can differentiate between two major classes of demand response: incentive based
and price based [13]. The incentive based can be further subdivided into the direct and market
based cases. In the direct case, the demand response is obtained by direct control of the agents
e.g. by changing set-points or control outputs [52]. The participants receive payment or rebates
for participating in the program. The use of direct DR require communication capabilities for
real-time control, which is costly and labor intensive. An application of direct demand response is
the focus of [Paper A] where a population of heat loads are controlled by changes to their indoor
temperature set-points according to a penalty signal that defines the peak-hour period.

In market based programs, the participants are payed according to the service they have delivered
or held available, in accordance with the market rules. Market based approaches, often involves
solving e.g. an economic optimization problem to dispatch the necessary amount of DR. Accounting
for both for the individual agent and the demand response markets results in a bi-level optimization
problem [53]. In [54] the authors propose to use asymmetric block offers to provide economic
dispatch of DR resources. The block offers offer a large part of the full flexibility offered by a free
signal definition. The structure of the signals reflects that most physical assets that are able to
provide DR, e.g. thermal loads, have a natural rebound after a response. In the case of thermal
loads, when the desired response is to reduce load for a period, the natural rebound is to increase
the load above the baseline in order to regain the lost heat. Conversely, if the desired response is to
increase demand the natural rebound is to use less heat for the following period. The asymmetric
block offer specifies the magnitude and duration of the response and rebound part of the signal.
The opposite order, a prebound, is used e.g. for pre-heating buildings to increase flexibility or
increase comfort.

Our practical application of a pre-bound signal in [Paper A], shows that for the particular group of
apartments, a pre-heating signal in fact did neither. It caused the apartments to overheat slightly
and did not increase the time that a cut-off was possible. This highlights the necessity of methods
that are able to account for the differences in the building stock. One approach is through the use
of archetypes [55], and these can be calibrated by data from the buildings [31].

If a population of loads can respond to price based signals such as the asymmetric block offer, an
aggregated or community coordinator would be able to offer the aggregated response to the energy
markets [56] or even participate directly on an individual basis [57]. In [Paper H] we show how
a heat-pump in a single building can be controlled to exhibit price-following behavior, whereas
[Paper G] shows how the price might be set in order to manage the total load considering the
individual buildings thermal state.

With price-based DR, the response is obtained by introducing a price as the guiding signal, that
is then expected to influence the energy consumption accordingly. The energy consumers will
retain the final decision on actions to take, balancing the need for service with the cost. In [Paper
G] deep reinforcement learning is used to set prices, thus managing the total load from a group
of price-sensitive buildings heated by electric heat pumps. Price-based demand response has
been shown to give good results in real-world pilots [58]. The authors subjected a large group of
buildings to a price signal and the resulting response is evaluated. The price signal is step-wise
deviations from a flat baseline. Time-of-use pricing, the simplest form of price-based DR, is
employed frequently in many countries across the world. A special case of dynamic ToU is
analyzed in detail in [Paper D] using smart meter data.
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2.1.2 District heating systems

The vast majority of literature on flexibility focuses on power systems and electric loads, including
electric heat pumps. However, in some countries, a major part of the heat demand is supplied
by district heating [59]. Especially in colder climate countries, a substantial part of the energy
consumption is due to heating. In Copenhagen, the capital of Denmark, the district heating (DH)
utility, HOFOR, supplies 98% of the heating energy required by the inhabitants. The base heat load
is currently covered mainly by combined heat and power plants and waste incineration plants.
The peak loads are mainly covered by light-oil or natural gas fired boilers. The capital city of
Copenhagen has committed to carbon neutrality by 2025 and to reach that goal the base load
combined heat and power plants will be converted to renewable biomass and waste incineration.
Thus, alternative solutions are pivotal to replace the fossil fueled boilers and reach a fully carbon-
neutral DH supply, including the peak-loads. Two routes are normally considered and will likely be
needed in combination to achieve the goals of the city: (i) supplying the peak by clean alternatives
(ii) reducing the load in the peak hours by demand side management. A clean alternative could be
be using heat pumps powered by renewable based electricity using waste heat from e.g. industry
cooling as the heat source [60]. On a side note, the sustainability of biomass compared to other
sources of renewable energy is a matter of intense political as well as scientific debate [61] and
many agree that this can at best be a temporary solution. Biomass based co-generation has most
of the drawbacks of traditional coal based plants and their main difference is the fact that they
are based on renewable sources, e.g. wood pellets from waste wood. In addressing the negative
impacts of climate change the biomass based co-generation solutions are not effective at the time
scale necessary. One could question whether not continued burning of coal along with planting
trees is about as beneficial as burning trees and planting trees from a short time (30 - 50 years)
climate change point of view [62].

In the remainder of the thesis we mainly consider buildings where heat is primary supplied by
water based DH-like systems. This consideration stems in part from the current state of affairs in
Denmark, where district heating is the dominant heating system. However, in many other cases,
co- or tri-generation systems with distribution of heating (or cooling) through water based systems
are a cost-effective alternative to all-electric systems, especially if the infrastructure is already in
place [63]. The exception is in [Paper G] and [Paper H] where electric heat pumps are considered
since they constitute an important coupling component between heat and power systems.

2.1.3 Electrification of heat

As an alternative to energy production based on the burning of fossil fuels or biomass, massive
electrification is often looked to as a necessary part of the solution since the readily available
sources of clean renewable energy currently are wind and solar that generate electric power. The
cost of full electrification in countries like Denmark that are unaccustomed to electrical heating,
will be immense since the electrical infrastructure, grids, transformers etc. would need to be
scaled in order to handle the much larger heating demand. Power must be transported from
generation sites, i.e. off-shore wind turbines and rural solar photovoltaics to the primarily urban
end users, which entails significant upgrade costs for both distribution and transmission systems.
An alternative is suggested by utilizing the existing district heating systems to distribute the heat
in urban areas where this infrastructure is already in place. Electrification can then take place at
the DH grid scale instead of at the load level, allowing potentially for economy-of-scale effects and
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avoiding sunk costs in the DH infrastructure, as well as massive savings on electrical infrastructure
at the distribution systems level and better utiliztion of the local RES.

The increase in intermittent renewable energy also affect the DH system indirectly through
energy markets. The effect of renewables under the current market framework will push the
marginal electricity market price towards zero. This merit order effect on electricity prices [64] has
consequences for the economy and production planning of the base load co-generation plants and
eventually also that of the waste incineration plants. In a reversal of roles, electricity becomes the
waste product that heat utilities will have to pay to get rid off in order to produce the heat required,
though nonsensical from a thermodynamic perspective. In addition, the optimal planning of
production of heat will benefit from more flexibility in the heating loads as well in order to optimize
production according to volatile electricity prices.

2.1.4 Energy efficiency measures - an opportunity for flexibility

In addition to intermittent RES and flexibility in the energy systems, another vital part of the
pathway to very low carbon systems is a continued need for energy efficiency measures. As living
standards and population increase, so does the need for energy. Energy efficiency (EE) measures
reduce the initial need for energy and thus any unit of energy that is saved is one that does
not need be transitioned. As pointed out by [2], EE measures play a key role in both IEA and
IRENA proposals for 2050. However, flexible consumption and measures to make the energy
consumers more responsive to the needs of the energy systems is known to potentially have
an adverse effect on EE. In smart energy systems we call this the rebound effect, a concept that
originated from economics in order to describe the gap in obtainable energy savings compared to
those that was actually achieved [65]. In the realm of buildings and energy, the rebound effect
describes the observation that the effect of EE measures might be lower than expected due to e.g.
behavioral changes, i.e. increased comfort from the occupants [66]. In the community of smart
grids and power systems, rebound effect describes more immediate reactions to flexible energy
consumption i.e. in the context of DR where an aggregated population of electrical loads are used
for frequency regulation [67] causing the depletion of stored heat in the load. The rebound effect is
then the new peak that is created when the population of DR participants recover the depleted
heat stores after the DR event has passed. For power systems, the rebound effect has had a focus
on the consequences for system stability, where from an economic or energy systems viewpoint
the foucs has been more on the total kWh’s. In [Paper A] we present results from a real-world
pilot study of applied DSM for heat loads where decreases the total energy consumption by 20%
while simultaneously shifting 85% of the energy consumption off-peak. This is most likely caused
by sup-optimal settings in the low-level controllers. Since low-level controls for the building
installations are typically non-adaptive this will be the case more often than not in practice. In
our experience then, it is vital to use DSM capable systems to also look for improvements in the
normal operation. This can identify and correct faults in the installations that otherwise might go
undetected for years of the building lifetime. Such an integrated optimization, fault correction and
flexibility enabling upgrade or renovation, will be more beneficial and cost-effective together since
they rely on the same basic ICT infrastructure and much of the same data-handling, analysis and
control techniques. With the ongoing implementation of the 2018 amendment to EU directives
on the energy performance of buildings and directive on energy efficiency [68] into national
legislation in European countries, comes the requirement for advanced automation systems in
all new buildings and renovations. This is a great window of opportunity for the cost-effective
roll-out of flexibility from the built environment.
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Figure 2.1: Smart metering infrastructure

2.2 Living-lab assets for flexible consumption

The ELN living-lab is comprised of a number of physical assets, including buildings, grids, local
RES, smart meters, heat pumps, electrical and thermal storage that can all participate in integrated
energy systems demonstrations and research. This is complemented by extensive ICT that allows
two-way communications for data collection and control. In particular interest to this thesis,
we have two apartment buildings that have been have been upgraded with cloud-connected
automation systems. The buildings share a number of common features and are geographically
located close to each other in the Nordhavn district in Copenhagen. The buildings are multi-storey
apartment buildings containing individually owned apartments ranging from smaller single
bedroom units to large multi-room apartments. The metering infrastructure in the area is extensive.
The living-lab provides the availability of correlated sensor measurements on different levels of
aggregation, from grid level main meters in the DH system and 10/0,4 kV transformer stations,
to building level measurements of heat and electricity consumption down to the very detailed
measurements of individual rooms with measured data on indoor conditions, consumption of
heat and even plug-level electricity consumption. A breakdown of the metering infrastructure are
shown in Figure 2.1. This infrastructure was used in [Paper F] to examine the energy consumption
at different levels of aggregation of apartments. In addition to metering a number of assets are
controlable as well. Examples include battery and thermal storage at the grid level, as well as
heating and electrical systems at building level. An overview of the controlable assets of ELN
is shown in Figure 2.2. The apartment heating systems are utilized in [Paper A] for flexible
consumption of heat.

2.2.1 Heating system

The buildings are heated by water based district heating. A substation in each building provides
warm water for the individual floor heating systems that are installed in each apartment. In each
apartment, a shunt unit mixes the water to a lower temperature before the water is circulated
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Figure 2.2: Controlable asset infrastructure

through under-floor loops in the rooms. Individual control of the temperature in each room is
achieved by controlling valve openings. The DH substation is monitored by a heat meter that
measures the total energy consumption used for heat and domestic hot water. In the apartments,
the indoor temperature is maintained by the control of floor heating systems which is supplied
with warm water from a building level district heating substation. The components provide
measurements, status and set-points from the circulation pump and valve actuators. The energy
consumption of continuously metered along with temperatures and water flow.

2.2.2 Installations and information and communications technology

Before the apartments were inhabited, the technical installations were upgraded to include two-way
network communications to the data infrastructure at the Technical University of Denmark (DTU).
The installations serve the purpose of maintaining the basic functionality of the apartments and
regulating the indoor temperature. The installations thus provide the low-level local autonomous
control of the heating and electrical systems. The installations communicate measured sensor
data with the physical conditions and provide the possibility to introduce high-level control by
two-way communication channels.

Across the living-lab data is collected from a variety of data sources at different levels of the energy
systems. The data is stored in the ICT infrastructure at DTU and data from the various sources can
be treated together in order to get closer to the ideal of a holistic view that is the philosophy of
integrated energy systems research.

The ICT infrastructure enables communication between the flexible assets in Nordhavn and the
centralized computing capabilities at DTU. For certain assets and components the communication
is two-way and it is possible to send parameters, set-points etc. back to the assets and thus assert
real-time control of e.g. the heating systems in individual apartments and even rooms. The flow of
data is shown in Figure 2.3.
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Figure 2.3: Data flows connecting the smart homes with the data management systems at
energydata.dk, the figure is reproduced from [Paper A]

2.3 Human-in-the-loop

Over the several pilot studies of DSM that have been undertaken in recent years, the integrated
energy systems approach has rarely been fully treated [14]. The studies are typically addressing a
single energy vector, normally focusing on electricity. Our experimental setup in ELN includes
the installation of networked components for the technical installations in the buildings. But we
wanted to be able to monitor and control the energy consumption in the buildings to a very high
level of detail and different levels of aggregation. The actual energy performance of buildings
is known to differ from the designed values [69]. This is due to a number of factors, including
occupant behavior, deviations in implementations from the design, as well as flaws and errors in
the installations by use of poor materials or bad craftsmanship that are not discovered by inspection.
This is especially true when considering the increased technical complexity that is being introduced
into modern buildings. Modern buildings are becoming equipped with sophisticated technical
solutions in order to live up to new strict energy requirements introduced in the building codes [70].
This means that the underlying assumptions in simulations-based studies of demand side flexibility
depending on the built-environment is prone to errors when using as-designed values for the
energy performance of buildings. Adding noise to models used for simulation and optimization
noise, as was done in [Paper G], is one way to account for the uncertainty. While mathematically
convenient, this is more effective in capturing noisy data from sensors and processes than the
uncertainty introduced by human interactions such as window openings, set-point changes etc.
Reducing the uncertainty by providing insight into actual performance can thus bring us closer to
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truly system wide optimal solutions for mobilization of the demand side flexibility potential in
buildings.

Besides the physical and data assets, ELN also paid attention to the legal framework where it
included e.g. agreements with the residents living in the apartments to use their data and systems
for the studies conducted in [Paper A]. Those agreements also enabled the work in [Paper E],
[Paper C], [Paper F] as they all involve data collected from real apartments. The willing cooperation
of the residents was especially vital in order to get meaningful results from the study reported
in [Paper A]. All residents had agreed to participate in the overall project and agreed to share
the data from the technical installations. Further they had agreed to be willing to participate in
investigations of how their homes might be used in order to provide flexibility services to the
energy systems in order to advance the research on the green transition. In practice, since the
number of apartments was fairly small, the interactions with the residents took place in a very
analogue manner. The residents are legally organized in a owners association, and it was by liaison
with the chairman of this that the main communication regarding the practical aspects of the
experiments took place. Every participant retained full autonomy and control of their installations,
even though the withdrawal from the experiments at run-time would have been very unfortunate.
With the cooperation and communications effort that took place in with the chairman of the owners
association, not a single occupant decided to withdraw from the studies, insofar as they noticed
any effects at all. As reported in [Paper A], an issue that was raised by some occupants, requested
the exclusion of heating in bathrooms in the peak-shaving demonstrations. Due to the control
capabilities of the algorithm detailed in [Paper B], it was simple to accommodate this request.

An important assumption on the occupants is that they are willing to accept some degree of comfort
or control loss without further compensation. The living-lab studies involve residents that had
technical upgrades to their apartment automation systems contingent on their participation in
the trials and data collection. Therefore, the question of proper incentive structures for demand
response is solved beforehand and the residents are assumed to be willing to accept some
inconvenience, loss of control and discomfort during experimentation periods in exchange for the
convenience and comfort provided by the smart systems.



CHAPTER3
Quantifying flexible energy
consumption in buildings

Extensive knowledge of energy performance can be obtained from building simulations [71] and
recent years have seen such simulations applied for quantification of demand flexibility [72].
However, the modelling effort required can be a limitation when intended to be applied across
large portfolios of buildings. On the other hand, the combination of abundant measurement data
from buildings, increased computing capabilities, and advances in machine and deep-learning is
pushing the limits for what is achievable for e.g. load profiling [73] and targeting of potential DR
customers [74]. However, previous work has largely focused on power systems, and paid less
attention to heat and multi-vector energy systems, let alone occupants, their impact on flexibility
and vice-versa. Focus on energy efficiency in the management of building energy consumption
has led to the development of new methods for control. However, in order to shift the focus and
objectives of the controls to account for the energy context systems that we established in Chapter
2, we arrive at the need for methods to quantify and analyze the energy consumption with a
particular focus on the systems they are part of. In this chapter we address how to evaluate the
potential of flexibility and ways to determine and validate flexible energy consumption. Providing
the flexibility for use in energy systems through control methods is treated separately in Chapter 4.

We explore buildings as a potential source of flexibility while considering building physics, ICT
and control algorithms as well as human occupants of the buildings. In [Paper D] we build
data-driven models that quantify and classify flexibility using learning-based methods. In [Paper
A] we define a flexibility index and use it to evaluate a real-world demonstration of flexible energy
consumption. [Paper C] quantifies the thermal flexibility directly obtainable from the building
structures themselves, using measurements embedded in the construction elements. Finally, [Paper
E] incorporates the human aspect by quantifying occupants’ comfort preferences, and address
how they potentially pose restrictions on the flexibility potential.

This Chapter is structured to give an overview of ways to quantify flexibility. In Section 3.1 we
present an overview of how flexibility is measured and quantified in the literature. While Section
3.2 presents definition needed to do so in practice. Section 3.3 examines how data-driven and
learning based methods can find patterns in energy consumption data. Finally, Section 3.4 presents
learnings from examining flexible energy consumption in the real world, including how it affects
buildings and inhabitants.

3.1 Measurement and quantification of flexibility

In the last decade the amount of available data has exploded, as the number of devices connected
to the internet reached an estimated 20 billion in 2020 [75]. From the recent roll-out of smart meters,
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it has become clear that there are privacy concerns to address [76], which are often ignored under
the mantle of progress and efficiency [77]. In addition, much of the potential value of the data is
never utilized beyond automated billing purposes, leaving the consumers to pay the cost of the
meters without taking part of the obtained benefits [78]. Thus there is still a need for methods
that can transform the growing volumes of data into useful information. Load profiling has the
potential to be used for improved operation [79] and planning [80] in power systems. Beyond
load-profiling, load forecasting is one of the seminal problems in electrical engineering that has
seen great improvements from data-driven techniques [81].

That the occupants have a significant effect on energy performance of buildings is well covered in
the literature [82], and included in simulations-based studies [83]. Efforts have also been made
to capture the occupant behavior from data using statistic behavioral models [84]. Occupant
satisfaction with the indoor climate and temperature has been investigated thoroughly with the
predicted mean vote model [85] used to predict user satisfaction with design of buildings. Apparent
temperature is a measure of the perceived temperature and cannot account for satisfaction, even if
it in theory can be measured by a combination of sensor data. While there is much literature on
the effect of occupants on energy performance and indoor climate, less attention has been paid to
occupant behavior when it comes to its consequences for flexibility, and conversely the effects of
flexible energy consumption on the occupants.

Models of buildings have also be used to quantify building flexibility from data. There exists a wide
literature on such models of buildings for energy performance and indoor environment quality
purposes. These models typically have very high detail and have been extensively validated under
controlled circumstances [86]. Recent years have seen the use of operational data to calibrate
parameters in the models to overcome the gap between simulated and actual performance [87].
Such first principles models, also called white-box models, are time consuming to construct for
the modeller and thus potentially costly compared to data-driven black-box models. They offer,
however, much greater interpretability. Grey-box models offer a compromise in the form of models
formulated from first principles and parameters fitted from data, and have evolved from the initial
linear models [88] to complex non-linear representations [36]. While grey-box models are excellent
at capturing unknown parameters of dynamic system and are suitable for control, accommodating
complex occupant interactions and behavior is not straightforward, as these are non-linear and
dis-continuous. The high quality data on user actions needed for model fitting is not as available as
measurements on the human interactions are uncommon compared to e.g. temperatures that are
using in the low-level control loops. The simple and widespread linear time-invariant versions rely
on a stationarity assumption that may not hold when considering the complexity of real buildings ,
even if online versions can capture changing dynamics through the parameters.

3.2 Quantifying flexibility

Energy flexibility is needed for energy systems with high RES penetration. Buildings can be a
source of parts of that flexibility. However, definitions of flexibility, and ways to measure and
quantify this flexibility in order to control the buildings to provide it are needed.

3.2.1 Flexibility definition

There are many competing definitions of flexibility in energy systems, however, in the work of the
IEA EBC annex 67 the following definition is proposed, based on a extensive literature review:
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“Energy Flexibility of a building is the ability to manage its demand and generation according to
local climate conditions, user needs and grid requirements. Energy Flexibility of buildings will
thus allow for demand side management/load control and thereby demand response based on the
requirements of the surrounding grids and on availability of RES, in order to minimize the CO2
emissions”.

This definition is still qualitative, and in order to be used for applications toward planning or
control needs to be converted to measure-able quantities. One outcome of our work is to insist
that any quantitative description of the flexibility of a building is context dependent. Even though
buildings with a high thermal capacity can store large amounts of heat, if the source of heating
is e.g. an oil boiler, this flexibility in heat demand will be of limited utility to energy systems. If
the building is instead supplied by a heat pump, flexible heat demand can allow the building to
provide valuable power systems services like frequency regulation as is done in [Paper H]. The
context of the system under study in this study was described in Chapter 2. When heat loads are
shifted to reduce peaks in the district heating system as described in [Paper A], the large thermal
inertia of the water used to transport heat means that stability concerns are not as relevant as in
power systems. For DH systems less concern is on reaction times, ramping rates and the exact
magnitude of a demand response service. Of course, the service should be quantifiable for fair
remuneration in an incentive based scheme, but when security of supply, less technical restrictions
in the definition of flexibility services is needed when compared to the stringent requirements of
power systems where exact matching of supply and demand is required at all times.

3.2.2 An index for flexibility

In order to evaluate the performance of an algorithm or control method that aims to stimulate
buildings to consume energy flexibly, a definition of flexibility is needed. In [Paper A] we use a
modification of the flexibility index FI proposed in [89]. The index is defined in terms of the costs
associated with controller in two cases, the penalty-ignorant cost C0 and the penalty aware cost
C1. The flexibility index is then the ratio of these costs

FI = 1− C1

C0 = 1−
∑N
t=0 λ(t)u1(t)∑N
t=0 λ(t)u0(t)

(3.1)

under penalty λ(t) with the flexible energy consumption u1(t) and baseline energy consumption
u0(t). Depending on the application, the penalty can be a dynamic price as is the case in [Paper G],
where it is shown that a reinforcement learning agent is able to account for the price in its control
strategy. The penalty can also be a simple peak pricing or ToU signal as used in [Paper A], where
the penalty reflects the peak-hours in the DH system where the load should be reduced.

In the latter study we used a combination of the baseline approach with the concept of a control
group. This idea is common in controlled trials in e.g. medical research. Even if the true baseline
is not known, this approach allows for comparison between two groups of apartments and the two
periods, one where the experiment was carried out and one where it was not. The results from the
flexibility experiment in [Paper A] is shown in Table 3.1 The values of the indicators computed for
the control and treatment group affirm in a simple manner that the experiment was indeed able to
shift a significant part, 85%, of the energy consumption to off-peak hours. Had we not considered
the control group as well, it would have been fair to question whether or not the reference period
and the experiment period where indeed comparable.
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Table 3.1: Flexibility indicators FI and total energy reduction ∆ET , reproduced from [Paper A]

Control group energy consumption in [kWh] Peak hours All hours

Reference period CC0, EC0 68.0 288.0
Experiment period CC , EC 64.0 268.0

FIC = 1− CC0

CC 0.06 -
∆EC = 1− EC0

EC - 0.07

Treatment group energy consumption in [kWh] Peak hours All hours

Reference CT0, ET0 114.0 308.0
Experiment CT , ET 17.0 245.0

FIT = 1− CT

CT 0 0.85 -
∆ET = 1− ET

ET 0 - 0.20

3.3 Data-driven studies of flexibility

Data-driven methods allow value and information to be extracted from data without much human
involvement. This is particularly relevant when considering buildings for demand response since
we have many diverse assets and relatively little potential value to extract from each. Machine
and deep learning methods are black-box methods that can construct use-able models from large
data-sets with relative low effort compared to detailed building modelling or time series analysis,
at the cost of interpret-ability. However, in order to get meaningful results, significant effort is still
required in data cleaning, pre- and post-processing, and labeling, which potentially off-sets some
of the benefits. Similarly, feature selection requires careful consideration in order to get useful and
interpret-able models, though methods for automatic feature selection [90] and methods that learn
what to learn [91] are emerging.

3.3.1 Supervised learning using logistic regression and neural networks

The flexibility index in (3.1) considers a baseline to compare the effect of a known price or penalty.
While the use of a control group strengthens the results, it does not change that a baseline is
counter-factual, in that it consider what might have happened in case that the penalty signal
was not applied [92]. As a supplement of using baselines, in [Paper D] we propose a different
approach to judge the effect of flexible consumption. We applied data-driven classification of
energy consumption where one group of consumers took part in a large scale experiment with
dynamic ToU pricing, while another group did not participate. We show that, using only the smart
meter data and no prior knowledge or models of the customers, we can correctly identify the two
consumer groups. For training of the neural network parameters, we used data consisting of the
energy consumption and the prices that the consumers experienced. From the price data a binary
label was created as ground truth: [i] participant; [ii] non-participant. The hypothesis being that if
such a classification is possible using only the consumption data, it would be a strong indication
that the ToU indeed has a measurable effect on the consumption.

With supervised learning, labels are known (or created) for the training data. In the case of the ToU
customers of [Paper D], the labels are formed by considering the prices that where provided with
the data-set. However, when faced with large data-sets with proper labelling, there is a range of
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applicable methods to choose from. Logistic regression is a very simple method that fits a logistic
function to a data-set with a binary dependent variable, so that we get a model of the probability
of belonging to either case [93]. In a similar manner neural networks can be used with a soft-max
output network to give the same probability as output [94]. In the classification case of the labelled
data from [Paper D], we added the Fast Fourier Transform of daily averages of consumption as
a new feature for training of the classifier. Feature extraction and dimensional reduction were
necessary steps in order to get good results. Neural networks performed slightly better than
logistic regression as shown in Figure 3.1, but the increase in performance came at a significantly
higher training time. Since data-driven methods are so reliant on the quality of the data, and thus
on proper treatment of the data in order to improve the quality, it is important to conduct studies
with real data. When designing simulations-based studies and using synthetic data sets it requires
great effort and creativity to imagine what difficulties, oddities and imperfections will be present
in the data and recreate those in synthetic data.

(a) (b)

Figure 3.1: Confusion matrices of: (a) Logistic regression (b) Feed forward neural network
reproduced from [Paper D]

3.3.2 Unsupervised learning using K-means clustering

Clustering is an unsupervised learning method. Clustering algorithms look for patterns in data,
in particular when no labels are known for the training data. This is appealing in that it greatly
reduces the manual work required in order to get insights from e.g. energy consumption meter
data. In [Paper D], we use K-means clustering with two clusters in a naive attempt to separate
the ToU customers from normal ones, however the results where not impressive. [Paper F] uses
K-means clustering to group customers in typical usage patterns and shows that with proper
normalization, we can cluster energy consumption that follows seasonal variations in the data
without prior labeling. The clustered data are then used as labels for a classification that can
then be used as a naive forecast of the energy consumption. The proposed method showed good
results when applied to data at the building level, i.e. the aggregated consumption of all the
apartments in the building. In constrast, the individual apartment data was found to be noisy and
stochastic to the point that the clustering approach proved yielded poor results. Heat metering at
the individual apartment level is currently being implemented for billing purposes, but the value
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Figure 3.2: Single floor heating loop response, reproduced from [Paper E]

of these measurements only for flexibility applications are likely not justifiable considering the cost.
Ensuring that the meters can support both billing purposes and other applications like control and
flexible consumption will increase the potential value from the metering assets.

3.4 Occupants in a flexibility perspective

We have made sure that occupants in our living-lab are willing to accept some degree of discomfort
or inconvenience for our investigations of flexibility. However, for commercial applications the
occupants pose real constraints on the flexibility obtainable by e.g. the level of thermal discomfort
they are willing to accept. In optimization based approaches such as MPC or dynamic programming,
the occupant preferences are included in the objective function as utility or discomfort, or as
constraints as we show in [Paper G]. These typically rely on a specified temperature preference
that is assumed known from the occupant. In paper [Paper E] we propose a method to estimate
such a temperature preference, the neutral temperature, considering data of actual choices that
occupants have indicated in the normal operation of their heating system. The neutral temperature
is estimated from changes in set-point made by occupants, and the estimation is based on the
adaptive principle, that occupants will take actions to restore their comfort [95]. In our estimation
model, a corrective action is modelled as proportional to the discomfort.

The exploration of the comprehensive data set as laid out in [Paper E] also discussed the effect of
opening windows as a means to restore comfort. In the apartments under investigation, window
contacts are installed so that the heating system goes into saving mode when the windows are
opened. While this is a perfectly reasonable engineering solution that will help reduce energy
consumption, it poses problems for control for flexibility. The increased complexity is not easily
incorporated in optimization based approaches, as the effect of the window opening will not only
change the system dynamics, but might also put the control into saturation mode. A window
opening event is seen at approximately 10:45 in Figure 3.2, where the temperature in the room
under control drops rapidly from 23.5 to 22.5 degrees Celsius. While the drop for that particular
room was not large enough to trigger the heating valve to open, it clearly dramatically decreased
the potential for flexibility for the room. Furthermore, the window opening did in fact cause
the heating power to increase, which indicates that the heating system in another room was
activated. In the same study, we examined the timing of the heating system activation. For the
three apartments under study, we found ample opportunity to use the flexibility by scheduling the
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Figure 3.3: Count of 15-minute valve openings in floor heating circuit, count of positive setpoint
changes by occupants, and daily temperature 10-90% quantiles in the living room reproduced from
[Paper E]

heat consumption. The normal activation times of the heating systems has a tendency to overheat
the rooms during the day, as can be seen clearly for apartments A and C in Figure 3.3. Thus,
scheduling for flexibility by pre-heating during the night was found to be in good agreement with
the desired indoor climate.





CHAPTER4
Context aware buildings - control

for flexibility
For the demand side management of buildings to play a larger role in the provision of flexibility
for energy systems, reliable control methods are needed that can be applied without their cost
exceeding the potential value [20]. Especially for smaller loads, the costs of ICT and control
systems might exceed what can realistically be gained even with dynamic prices or other incentive
mechanisms in place that remunerate flexibility services. Bundling convenience and comfort with
energy saving and potential for flexibility might add sufficient value for customers to choose such
systems [96]. In this way, the systems used for control of indoor temperatures also controls lighting
and metering and acts as a secure gateway for remote control of the homes, while providing a
myriad of sensor data.

In [Paper B] we show how such a commercially available system can be extended with a cloud
layer and software algorithm in order to have real-time control capabilities from the grid side.
The extended systems are used [Paper A] to determine how much flexibility can be practically
obtained from a population of apartments. We show that for these energy efficient apartments, the
simple strategy of reducing the room temperature set-points according to the peak-hour schedule
of the DH supplier leads to a reduction in peak-hour and total energy consumption without
increasing the temperature deviations. We move towards context-aware control in buildings
with model-free price-sensitive control using deep reinforcement learning in [Paper H]. This is
expanded to price-based demand response coordination in a multi-agent setup in [Paper G].

With the context of energy systems, occupants and flexibility defined, we proceed to define the
kind of controls that are needed in order to transform the energy-consuming buildings into active
participants in future energy systems. This chapter presents methods to interact with and control
the buildings for the mobilization of the flexibility potential and is structured as follows. In Section
4.1 we provide an overview of developments in control of buildings for flexibility. Section 4.2
examines direct control of heat loads for energy flexibility in district heating grids while finally in
Section 4.3, we show how reinforcement learning can be used for more sophisticated control in
price-based demand response programs.

4.1 Control and planning for flexibility

State-of-the-art control of buildings for increased performance in terms of energy consumption
and indoor environment quality has seen massive advances in recent years. Optimal control [97]
has long been known to give improvements over classical proportional-integral-derivative (PID)
control that is still dominant in commercial applications. As a convenient framework to include
forecasted values for the main disturbances, such as weather and internal gains from occupants,
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MPC has been applied to building controls [98]. Economic MPC includes the cost of energy and
forecasted prices and thus has found widespread use in DR for power systems. However, the
need for accurate modelling of the system dynamics, state estimation of unknown states as well as
forecasting of inputs and disturbances, entails such total complexity that implementations have
been reserved for very high value processes such as in the petro-chemical industry.

For buildings, where the energy costs are much smaller, optimal control and MPC have achieved
less success outside of academia. A number of cost-related issues exacerbate this, including the
lack of standards and heterogeneous implementation of building automation systems in office
buildings [99] and home automation systems [100]. In addition, model-based control approaches
are limited by the quality of available models. Due to the differences in modelling tradition of
control and building simulations, two separate models of a single building are often needed. First,
a mathematically convenient state-space representation, typically a linearized version, that can
be used for optimization-based methods in real-time. Second, an accurate simulation model that
includes more details of building physics but is not readily implementable for use in closed-loop
control. Successful implementations thus require not only calibrating of model parameters toward
individual buildings [87] but also validation between the model types in addition to accounting
for uncertainty in both modelling and forecasts as is done in robust control [101].

Reinforcement learning is a model-free approach that allows the optimal solution to be learned from
experience for Markovian environments through iterative interactions with the environment [102].
In recent years impressive achievements have been made, by combining the learning capabilities of
reinforcement learning (RL) with the function approximation capabilities of deep learning [42] and
the computing power of modern IT systems in what is known as deep reinforcement learning. The
successes have inspired applications to DR [103] as well as building control [104]. An attractive
feature of the RL approach is that it enables the incorporation the sophisticated models from
building simulations into controller synthesis by pre-training the RL agent in the simulated
environment, before being fine-tuned in the real-world [105]. Model-based RL learns the unknown
parameters of a model from interations with the environment, rather than learning a policy or
value function. In this way model-based RL is capable of embracing the same planning capabilities
of MPC. At every time-step the optimization problem is solved using the updated model and
receding horizon control applied [106].

4.2 Direct open loop control of heat loads

An appeal of direct control is that it offers less uncertainty than indirect and price-based methods.
If the energy consumer is subjected to direct control, determining what flexibility service will be
delivered should be known beforehand, in theory. For some special cases, like an energy intensive
industry that has a very regular pattern of production this can be the case, and the agreement
for service can then be implemented through bilateral contracts with large energy consumers.
However, for buildings, even the direct control of energy consumption for heating and cooling has
several challenges both in terms of the user interactions and interfaces with other systems.

4.2.1 Applied demand side management of heat

Several actions of the end-users in buildings are crucial to the capacity of a building to respond as
intended. These actions can be challenging to account for using classic control methods. For flexible
control of heating systems for instance, saturation in both ends of control as well as the state of
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thermal charge will impose constraints on the ability to respond. These constraints are usually also
imposable by occupants and thus ultimately a function of user actions even if the heating system
is participating in the direct control for flexibility. If direct remuneration for delivered flexibility
service is used, one might also want to ensure that users that users do not play strategically such
as to artificially inflate the flexibility provided.

In the case of large buildings with full HVAC control systems, it is assumed that the interactions
between different subsystems are well-integrated and coordinated. In commercial applications,
cascaded PID control is frequently used for simultaneous control of ventilation and heat. If the
subsystems are decoupled, i.e., that the time constants are significantly different, this can work quite
well. Interactions will, however, still occur and improvements in the control can be achieved by
using more advanced control that accounts for the interactions. For smaller buildings, the control
architecture is typically much more limited, so that coordinated control of all of the subsystems
is not realized in practice. In both cases, significant effort in interdisciplinary commissioning
is required for correct operation, something that is only recently becoming standard practice in
industry [107] even if the potential benefits have been proposed for years [108].

For buildings with smaller and more uncertain loads where fault-free operation cannot readily
be assumed, in order to be relatively sure that we are able to provide flexibility, we are reliant on
population effects. Even if some of the buildings are unable to respond and the system state of
the individual buildings is unknown, for the aggregated group of buildings, the total response
of the population can still likely be anticipated and controlled. In [Paper F] a combination of
clustering and classification is used to train a forecasting model that is compared between individual
apartments and the entire apartment building. We found, as expected, that the aggregated load
is much less variable and thus also easier to forecast. In a similar manner, when using recurrent
neural networks for load forecasting in [Paper D], good accuracy was achieved on aggregated
load and not for individual customers.

4.2.2 Peak-shaving performance and effects on indoor temperature

In [Paper A] we show that employing direct control of the heating systems in such a population of
end-loads, does indeed provide a significant response. In that study, where the apartments used for
control had an automation level that allowed for the individual control of each room temperature,
the residents posed unexpected constraints to the flexibility that could be provided by requesting
that bathroom be excluded from control. As a result only 85% of the energy consumption was
shifted to off-peak hours when judged using the flexibility index in (3.1).

Intuitively, the use of direct control for the peak shaving can be expected to have a negative impact
on indoor climate. If we assume fault-free, well-designed and well-commissioned heat control
system, the indoor temperature T i,jn would be a flat line close to the reference set-point T ref,i,j

n .
Here index i denotes apartment and j room at time step n. Lowering the reference set-point to
decrease energy consumption would thus be expected to lower temperatures and increase the
temperature deviation ei,j defined as

ei,jn = T i,jn − T ref,i,j
n . (4.1)

In our practical experience, this was not the case. The temperature is not constant at the reference,
as disturbances such as solar irradiation cannot be compensated by the slow acting systems
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without cooling. In order to evaluate the effect of our intervention to reduce the peak-load across
apartments and periods, we calculated the root mean squared error RMSEi of the temperature
deviation for each apartment i as

RMSEi =
M∑
j=1

√√√√ 1
N

N∑
n=1

ei,jn
2Aj
Ai
. (4.2)

Each apartment has a variable number of rooms and measurements denoted M . Each of these
correspond to a time series with N discrete steps. The term Aj

Ai
scales the contribution of each room

according to its area Aj relative to the area of the apartment Ai so that each heated square meter is
given same weight.

Table 4.1: Root mean squared error RMSEi of temperature deviations in apartments during peak
hours 06.00-12.00, for control and treatment groups, reproduced from [Paper A]

Control group RMSEi of temperature deviations during peak hours 06.00-12.00

Appartment A35 A36 A39 B11 B13 B18 Mean

Reference 0.271 0.458 0.260 0.330 0.191 0.446 0.326
Experiment 0.227 0.704 0.243 0.288 0.286 0.292 0.340

Treatment group RMSEi of temperature deviations during peak hours 06.00-12.00

Appartment A33 A40 A42 B14 B15 B17 B19 Mean

Reference 0.155 0.464 0.199 0.869 0.160 0.117 0.264 0.318
Experiment 0.261 0.437 0.257 0.203 0.089 0.139 0.282 0.238

We found in practice that our intervention to reduce the set-points during the peak hours, was
effective in providing the flexibility, with a flexibility index of 85% as summarized in Table 3.1. The
expected loss of comfort is hardly noticeable as can be seen in Table 4.1, where the temperature
deviation as measured by the RMSEi of the treatment group actually drops during the experiment
period.

If less granular control of occupant preferences are acceptable, the controls can be simplified. For
instance, reducing the supply temperature of the DH at the building level could be a cost-effective
solution for multi-storey apartment buildings. In Copenhagen, the DH utility is conducting
large-scale experiments with reducing the heating consumption in peak hours by lowering the
forward temperature to buildings. However, when the building is equipped with lower level
autonomous controls like the room thermostats employed in the DSM study in [Paper A], these
controls might react to the reduction in temperature and counteract by increasing the flow of water.
This will lead to increased electricity consumption by the pumps used to circulate the water. An
effect that is invisible to the DH operator. Similarly, ventilation systems with active heating will
react to changes in the indoor temperature and try to counter decreasing temperatures by adding
more heat. If the systems are uncoordinated, what will appear as a reduction in energy from
the point of view of the DH grid, might in fact be more of a shift to other sources. In a similar
manner, depending on the physical layout of the buildings, there will be large differences between
individual apartments. Due to the interactions among apartments, DSM schemes might simply
be shifting heating consumption to neighboring apartments, if only some apartments take part,
which raises questions about fair distribution of cost and benefits.
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Even if integrated building controls can contribute to overcome the technical and occupant-related
challenges, the remuneration of the participants in such direct control DSM in a fair manner is non-
trivial. Real-time dynamic pricing overcomes this by directly coupling the incentive mechanism
and the control signal. The question then becomes of setting fair prices, where the authors in [109]
propose a fairness definition that can used in the optimization of a peer-to-peer energy market
by allocating of cost based on risk aversion. In markets for flexibility, the price can reflect the
inconvenience or loss of comfort caused by the flexible consumption e.g., widening the range of
acceptable indoor temperature or using appliances at specific times. Studies of user behavior have
however found that assumptions of economic rationality can be quite far from the actual behavior
of people when it comes to their energy consumption. In optimization problems, utility functions
are used to describe this willingness to suffer compared to the costs. Many solutions rely on this
principle and the use of a measured indoor temperature is fundamental to feed-back control. A
single temperature measurement, while suitable for control purposes, might be unable to fully
capture the perceived temperature of various occupants of the building and therefore, cannot fully
represent their perceived comfort [110].

As an alternative in [Paper E], the interactions of the residents with the heating system thermostatic
control panels are examined by analysis of how often they change their set-point, an indication
of their comfort preference not being fulfilled. The analysis, which was supplemented by semi-
structured interviews, proposed a model of the indoor temperature as a linear function of changes
in set-point and the neutral temperature, which is when the indoor temperature is such that no
change is required. The neutral temperature, which is learned from historical data of set-point
changes can be a data-driven alternative or supplement to a user set-point, capturing potentially
more of the comfort preferences than simply the immediate setting of the control system.

4.3 Model-free control using deep reinforcement learning

In [Paper G] and [Paper H] we use a model-free control method, deep reinforcement learning (DRL),
that learns what best actions to take in order to control the heating system of buildings, accounting
for the energy system context. In order to ensure the coupling to the power system we use buildings
with electric heat pumps as an example. To learn, the agent evaluates the outcome of an action an
in a given environment state sn according to reward rn+1 and new state sn+1 received from that
environment as shown in Figure 4.1.

4.3.1 Markov decision processes and reinforcement learning algorithms

Model-free RL agents learn directly from experiences when interacting with their environment.
Instead of representing how the world works in a model, the agent learns how it is good to act
in the world and keeps a representation of a policy π or value function Vπ(s). In this framework,
dynamic prices, current and forecasted weather as well as neutral temperature can be included as
part of the experiences that a RL agent learns from and thus be used directly as input for control,
much as in advanced model-based techniques such as economic MPC. In RL, the agent will learn
approximations of either an optimal policy π∗ or a value function Vπ(s) of the policy based on the
reward received. The value function is defined in terms of the total return G:

Gn+1 = rn+1 + γrn+2 + . . .+ γM−1rn+M+ =
M∑
k=1

γk−1rn+k, (4.3)
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Agent

Environment

Action anNew state sn+1 Reward rn+1

Figure 4.1: Reinforcement Learning problem, where an agent takes an action an at time n, observes
the new state sn+1 and receives reward rn+1 from the environment, figure reproduced from [Paper
H]

which is the sum of total future rewards r, discounted with a discount factor γ. The value function
is then the expected return under policy π

Vπ(s) = Eπ[Gn|Sn = s]. (4.4)

DRL refers broadly to RL methods that use neural networks as function approximators to the
policy, the value function, or both. The recent advances from deep learning means that we have
readily available supervised learning solutions to plug in to the RL framework where the function
approximators are used to represent complex policies and value functions. This has increased
the applicability of DRL to problems with high dimensional state and action space, which where
previously intractable. Policy gradient methods [111], as used in [Paper H], learns the approximate
optimal policy. The value function of the demand response coordinating agent presented in [Paper
G] was approximated using the Deep Q Network (DQN) algorithm [42], whereas the price sensitive
agents were trained using the Deep Deterministic Policy Gradient (DDPG) algorithm [112] which
learns both the policy and the value-function. DDPG is an example of so-called actor-critic methods.
In actor-critic methods, the policy is used to choose actions (the actor), is learned simultaneously
with the value function that tells us how rewarding the action indeed was (the critic).

In both [Paper G] and [Paper H] the agents experience the heat dynamics of a single family home
with a electric heat pump through a simluated environment, with local weather conditions [113]
and a dynamic price from the Nordic spot market [114]. Actions that lead to desirable states are
reinforced through rewards that favors e.g. low energy cost and high comfort. In the papers,
Markov Decision Processes are formulated describing the heat dynamics and the actions needed
in order to control the temperature in the buildings from an electric heat pump. In [Paper H],
the focus is on control of a single building, the reward is comprised of the energy cost cp and the
comfort cost cT so that the immediate reward is:

rn+1 = 1− cTn+1 − c
p
n+1 (4.5)

where the comfort cost is defined in terms of the temperature deviation e as

cTn+1 = |en+1|
emax

(4.6)

and the energy cost is the action multiplied with the normalized energy price p̂n

cpn+1 = p̂n an (4.7)
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with

p̂n = pn −min(pn)
max(pn)−min(pn) (4.8)

The reward signal is scaled so that in every timestep, perfect behavior would result in a reward of
1. The comfort cost and the normalized energy cost using Nordic spot market price for energy is
shown for one week of data in Figure 4.2

(a) (b)

Figure 4.2: Reward function components: (a) Comfort cost cT (b) Energy cost cp using dynamic
price reproduced from [Paper H]

Focusing on the coordination among multiple buildings, [Paper G] uses a simple deterministic
linear model of the heat dynamics in order to simulate the indoor temperature T r,bn in a building
denoted by index b such that for a single time step ∆n

T r,bn = T r,bn−1 +
[
T an−1 − T

r,b
n−1

RrCi
+

Φh,bn−1
Cr

+ Aw
Cr

Φsn−1

]
∆n (4.9)

Φh,bn = abnΦe(αCOPT an + βCOP ). (4.10)

where the outdoor temperature Ta and φs are the disturbances. φe is the nominal heat pump
electric power that is scaled by the action an. We used the model and parameters identified in
[115] as shown in Table 4.2. The simple thermal model formulation allowed us to find the optimal

Table 4.2: Parameters for the basic house model reproduced from [Paper G]

Parameter Value Unit Representation
Rr,a 5.29.10−3 K/W Thermal resistance
Ci 7.452.105 J/K Thermal capacity
Φh variable W Heat flow heat hump
Φe 2,000 W Electrical power heat pump
Φs variable W/m2 Solar radiance
Aw 7.89 m2 Window area
αCOP 0.0606 1/K COP Slope
βCOP 2.612 - COP Intercept
Tmin 19.5 °C Minimum indoor temperature
Tmax 22.5 °C Maximum indoor temperature
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heating by solving the linear program

minimize
abn, ν

b+
n , νb−n

∑
t∈T

λbPa
b
nΦepbn + λbT (νb+n + νb−n ) (4.11a)

subject to (4.9), (4.10),

Tmin ≤ T r,bn + νb−n , (4.11b)

Tmax ≥ T r,bn − νb+n (4.11c)

that minimizes the energy consumption and the thermal disutility νn. λbP and λbT are tuning
parameters that balance energy price pn and comfort.

When formulated as a Markov decision process (MDP) we get the states

sn =< T r,bin , T an ,Φsn, pbn, τ > (4.12)

where τ is the hour of the day. The reward function for the MDP used to train the RL agents is
similar to (4.11a), and we used the actor-critic algorithm, DDPG and the seminal deep learning
algorithm DQN to approximate the optimal solution.

These price-sensitive agents were used as the low-level controllers in a coordination problem,
where a different agent was trained using the DQN algorithm to set the dynamic price in order
to manage the total load from a group of the price-responsive buildings. The coordinating agent
takes on the role of a demand response operator or aggregator. Similarly, it could be used in
a community energy setting as a community manager. The MDP was formulated with states
consisting of the indoor and outdoor temperatures and the total load ln and base loads lbn so that

sn =< ln, T
a
n , T

r,b
n , τ > (4.13a)

ln =
∑
b∈B

lbn. (4.13b)

The rewards used for the price-setting problem was

rn = ζ
∑
b∈B

(
λT ν

b
n + λP pnφ

b
n∆n

)
+ (1− ζ)λLgn (4.14a)

νbn = f+(T i,bn − Tmax) + f+(Tmin − T i,bn ) (4.14b)

with total building load φbn = xbnΦe + lbn and gn, the disutility of the demand response operator
with associated sensitivity λL. The cost of the demand response operator against the building cost
is weighted by the tuning parameter ζ.

4.3.2 Performance of reinforcement learning agents

In [Paper H] the performance of the context-aware RL agent is compared to a context-unaware,
that was trained without knowledge of prices. We used the dynamic price shown in Figure 4.2b
as well as ToU and peak pricing to evaluate the performance of the two agents. The capacity for
flexible consumption learned by the context-aware controller, when compared to a context-unaware
baseline, was a 38% increase judged by the flexibility index in (3.1), on average, across one hundred
realizations in the stochastic environment. In Figure 4.3, we see how the context-aware agent is
able to use periods of low price to heat, and is able to avoid heating at peak price, whereas the
context-unaware agent fails to do either. This results in higher energy consumption and a higher
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Table 4.3: Performance comparison of context-aware control reproduced from [Paper H]

Performance metric Context-aware agent Context-unaware agent Reduction
Heat pump activations an 131.24 165.66 20.78%
Energy price p̂n 0.277 0.352 21.31%
RMSE (Tr) 0.454 0.314 -44.59%
Mean energy cost Ci 35.93 58.32 38.34%

(a) (b)

Figure 4.3: Single time-series simulation of: (a) Context-unaware controller (b) context-aware
controller reproduced from [Paper H]

average price obtained for the heat pump activations. The utilization of the flexibility through the
dynamic price, is not free as it comes at the cost of a reduced performance in terms of the root
mean squared error that is significantly higher for the context aware controller. The trade-off can
be made explicit with sensitivity weights as we do in [Paper G].

In [Paper G], as a baseline for the single building control we used the solution to (4.11), and a
naive hysteresis controller. We found that the RL agents performed close to the optimal and much
better than the hysteresis controller with respect to both total cost and energy consumption shown
in Table 4.4. The optimal control, notably uses more total energy energy, but does still achieves a

Table 4.4: Energy cost and consumption of single building using hysteresis controller, system with
binary and continuous action for heating, reproduced from [Paper G]

Control Cost [€] Power consumption [kWh]
Hysteresis 32.44 1028
DQN 30.72 982
Optimal binary 30.21 985
DDPG 30.17 959
Optimal continuous 29.28 963

lower total cost, implying that the optimal solution is better in using the low price periods to heat.
For the multi-building case, since we used RL agents for the price-responsive control, the problem
was not readily solvable using optimization methods. Therefore, we compared the performance of
the coordinating agent subject to flat rate and ToU prices. While the ToU was effective in managing
the load in terms of peak hours, as shown in Figure 4.4a, it performed worse in terms of total cost
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as shown in Figure 4.4b. Thus, the dynamic price set by the RL agent allows buildings to account
for user preferences to a greater extent.

(a) Distribution of total load during peak
hours

(b) Occupant energy cost (left), and average temperature deviation (right)

Figure 4.4: Performance comparison of demand response coordination for the DQN agents, Flat
rate, ToU prices and hysteresis reproduced from [Paper G]



CHAPTER5
Conclusions and Perspectives

In the quest to transform the energy systems to a sustainable and clean future, buildings have a
large role to fill. In this thesis, we have presented a response to the challenges posed by mobilizing
this under-utilized resource for flexibility. We have contributed to the establishment of a unique
laboratory for integrated energy systems research. Using and furthering this infrastructure, we
conducted a novel study of applied demand side management showing that even using simple
algorithms for control, the buildings are able to deliver flexible consumption of heat without loss of
comfort or increasing the overall energy consumption. Further, we have shown that the advances
made in data-driven methods can be applied and adopted to analyze energy consumption in
buildings from a flexibility perspective, gaining insights into the limits posed to flexibility from the
users as well as the physical properties of the buildings themselves in a context of relevance to the
energy grids. Finally, we proposed deep reinforcement learning as a control method that is able to
capture both the energy system context of the building as well as the the needs of the occupants by
learning their preferences and adapting to the needs of the grid. In conclusion, we provide an
overview of our contribution towards context-aware buildings that we believe can play a vital role
in accommodating large shares of intermittent renewables in a cost-effective manner, as well as
suggest areas for interesting future research.

5.1 An overview of our contribution

We have presented a number of contributions to the state-of-the-art of flexible energy consumption
in buildings throughout this thesis. We have explored the context of buildings, with respect to the
needs of the energy system, as well as the humans that use the buildings. We have provided ways
to further our understanding of the context using data, and finally shown how effective control
with regard for the context, context-aware control could be implemented in practice.

The unique living-lab has been used in a number of ways, including a study that showed how to
estimate the capacity for flexible consumption using in-wall measurements cast during construction
in an multi-storey apartment building. The study showed how heat propagates into the heavy
concrete elements during heating and from the walls to the interior, extending the potential for
flexibility in heat consumption of the apartments.

The living-lab infrastructure was expanded with algorithms to conduct real-time control and
supervision. The infrastructure was then used to conduct a novel study on flexible consumption
of heat in the same multi-storey apartment building, exploiting the flexibility potential found.
The study showed that it was indeed possible to shift a major part of the energy consumption
to off-peak hours using a supervisory control algorithm for off-the-shelf automation equipment
installed in the apartments.

In a further attempt to understand and break the barriers for flexible consumption, we conducted
a combined exploratory data analysis and qualitative interview study with occupants of the

35
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living-lab apartments. The study proposed a new way of estimating the neutral temperature from
the human interactions with the local control systems and found that the neutral temperature varied
significantly across the different apartments. The data analysis also showed that the timing of the
heating system activation would allow significant load to be shifted off-peak. The interviews with
residents proved a powerful tool in deepening the understanding provided by the measurement
data.

While the exploratory data analysis for the individual apartments provides great insight into
the human aspects, the techniques does not scale well towards widespread implementation. For
implementable tools to extract information from data, we looked to statistics and learning-based
methods such as logistics regression and deep neural networks. We showed how these can be
applied to smart meter data from a real-world demonstration of dynamic-time-of-use electricity
pricing solving a classification problem with a high accuracy. We used a Recurrent Neural Network
to include the knowledge of prices to increase load forecasting accuracy for aggregated electric
loads. A clustering and classification approach using logistic regression and k-means clustering
was used to examine different levels of aggregation in heat consumption. Especially for the
aggregated energy consumption of the whole apartment building, this two-step procedure for
forecasting produced good results. Both studies provided ways to convert the raw data from
smart meters into valuable information, but also highlighted that individual meter readings are
highly volatile and care must be taken to find the right level of aggregation to the problem being
investigated with data-driven methods.

Finally, we have shown how deep reinforcement learning can be an effective framework for a
learning-based, model-free approach towards the the kind of context-aware control that we believe
is needed if buildings are to live up to their potential role in future smart energy systems. The
context-aware controllers showed to be able to address the energy systems context while at the
same time accounting for the preferences of the occupants.

5.2 Perspectives for future research

It is the aim of the work presented in this thesis to advance towards context-aware control for
buildings, providing flexibility for energy systems. While many of the challenges as stated have
been addressed, our contribution has also opened up for future research in a number of areas. We
present three ideas for further exploration: (i) incorporation of behavioral data in control systems
and human-centric building automation systems; (ii) integrated design, synthesis and continuous
commissioning of buildings and building automation systems (iii) cooperative, context-aware
multi-agent reinforcement learning.

Several works point to the importance of increasing the understanding of occupants and humans
in control of buildings. How this translates to demand response and flexibility has not been given
the same attention, and the gap from social sciences towards the engineering disciplines still seem
large as little success has been made in incorporation of the vast body of knowledge regarding
human behavior towards implementation in control systems. Similarly, in the appreciation that
advances in the control of buildings should ultimately contribute to buildings that are better for
humans as well as for the environment and the energy systems, a cross-disciplinary exploration
of the fields of design and engineering towards the occupants need would be very interesting.
The initial investigation reported in [Paper E] could be expanded with more examination in terms
of the interactions between humans, devices and the energy systems needs, in a similar manner
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to a recent study of the effect of perceived usability on the indoor environmental quality [116].
Usability and interaction design, as a more integrated part of the experimental and demonstrations
part of demand side management research would reveal much-needed insights towards more
desirable products for smart homes and smart buildings used for flexibility. This would increase
the likelihood of market adoption and add to the value of solutions that are already succeeding in
the marketplace.

Detection of faults and sub-optimal operation using the data tools that are needed for flexibility
analysis should be part of the value bundle of context-aware buildings. Models that can interpret
correctly the response to a penalty or price signal are similar to the models that are used to to
detect faulty or sub-optimal operation [117] when actual behavior of the system deviates from
the modelled. Data-driven continuous commissioning of buildings and digital twins is a further
development of these concepts that could have a very large impact on industry practice in order to
close the gap between actual and designed performance of buildings. The correct and fault-free
operation of buildings strongly pertains to the flexibility potential of buildings, but this is normally
assumed. A related topic, but a different direction, is designing systems that are robust towards
uncertainties in the installation and commissioning of the systems themselves. Evaluation of the
consequences of sub-optimal or faulty operation, would serve as a starting point to show the
magnitude of these challenges.

Reinforcement learning for building control is still an emerging field with multi-agent approaches
largely unexplored for application towards demand side management. It is clear that RL agents
can learn meaningful policies from exploration, and thus could be employed at scale to improve
the control capabilities of buildings. In addition, the use of powerful building simulation tools, as
the environments to train reinforcement learning agents in, promises a practical way to bridge the
gap from the building simulation community to the control community. Building simulations can
describe the building physics in great detail and accuracy, yet the control community has been
largely unable to benefit from the modelling efforts beyond validation of simpler approximation
suitable for implementation in model-based controllers. With reinforcement learning used as a tool
for coordination among buildings, a number of problems are still open. How to ensure optimal
coordination among autonomous RL agents, as we move from the well-described Markov decision
process of single agent RL to Markov games, is largely unadressed. Methods for de-centralized
agent training that still converge to the centralized optimum and are practically implementable
are needed. As a step towards this, we should examine simultaneous centralized training of
coordinating agent and price-sensitive agents [118] in both competitive and cooperative settings as
well as distributed training.

The development of open-source environments in the form of e.g. OpenAI gym [119] as a way
to speed up the development of practical RL as has been done for RL in general and has been
recently suggested for smart cities [120]. This was also the strategy used in [Paper H], with the
hope that the environment developed might be a strong basis for further research. When going
towards application in the real-world, RL training can be difficult especially as the problem grows
in size, and thus efficient algorithms are needed to train within reasonable time and computational
effort. Model-based RL has shown to be very data-efficient and could bring improvements over the
model-free approach in terms of training speed and online learning since the restriction towards
learning parameters of a model can greatly decrease the overall problem size while still retaining
sufficient flexibility in the learning to capture more uncertainty than traditional model-based
control approaches.
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a b s t r a c t

In smart energy systems the role of the building is transformed from being a passive consumer into an
energy flexibility provider. Buildings are expected to have flexible energy demand to provide services to
energy grids. In this paper we present an experimental study conducted in a multi-storey residential
apartment building. In the experiments supervisory control of individual room temperatures was applied
to provide direct demand response for district heating grids. Control signals were applied to the indi-
vidual floor heating systems in about 90 rooms in order to reduce heating demand in peak load hours.
The results show that there is a significant potential for flexible energy consumption in homes based on
smart home systems. It was found that when using a simple time based penalty signal, on average, the
peak-hour energy consumption was reduced by 85% with little impact on overall energy consumption
and indoor temperature.

© 2020 Elsevier Ltd. All rights reserved.

1. Introduction

The need for changes in the energy systems is apparent and
acute, as the negative impacts of an economy based on the burning
of fossil fuels has long been a well established fact [1]. The transi-
tion towards cleaner alternatives has gained momentum [2] as
investments in renewable energy production are rising at unprec-
edented rates. In Denmark, the capital city of Copenhagen has
committed to carbon neutrality by 2025. A significant share of the
energy is used to provide heat to buildings [3] especially in colder
climates. On average, residential energy demand accounts for 26%
of total final energy demand in EU-28 countries and the share of
space heating energy demand is 65% of the energy demand in the
residential sector [4]. District heating has been in a transition from
the use of coal and natural gas towards renewable energy sources
such as biomass [5], while electricity production from clean sources
is steadily increasing, mainly from wind turbines and solar photo-
voltaics (PV). The potential benefits of sector-coupling have led to
intense studies of integrated energy systems approaches at all
levels including markets [6] and districts [7]. The 4th generation

district heating systems [8] highlight the possibilities as cross-
sector optimization and planning between electricity and heating
systems. Smart energy systems [9] expands on this concept to take
a holistic approach including electrofuels, energy efficiency and
storage eventually showing a cost effective path to 100% renewable
systems [10].

More than 30% of all energy use takes place in buildings [3].
Thus, stricter requirements in building codes as well as techno-
logical advances in Information and Communication Technologies
(ICT) will lead to increased automation levels in the built envi-
ronment [11]. The increased automation levels in the smart build-
ings bring the opportunity of using buildings to provide flexibility
in energy consumption as shown in Ref. [12], where the focus is on
the control of smart buildings for auxiliary services provision. These
advances are complimented by new consumer-centric market
models aiming at activating the potential for flexible consumption
[13]. The concept of flexible consumption for modern low energy
buildings have been examined [14] and expanded for district
heating networks [15]. Applications of the built environment and
district heating networks as a source of thermal storage is reviewed
in Ref. [16], highlighting that the regulatory and economic frame-
work conditions are challenging commercial realizations.

Price based demand response has been shown to be effective
[17] in providing services to electrical power systems. Previous
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work have shown how advanced control methods such as model
predictive control can be applied to optimize the indoor environ-
ment [18], or to make rooms [19] or buildings price responsive [20].
However, the majority of the studies are simulation-based. A
practical implementation of these methods offer challenges that
are not fully captured by simulation based studies [21]. In Ref. [22]
the impact of external disturbances on the flexibility potential of
low-energy buildings is studied, but the results are based on sim-
ulations and assumptions on e.g. user behavior. Real-life applica-
tions are still lacking in order to verify the simulation-based results.
A study [23] applied demand side management to 28 homes on a
district heating grid in the UK in order to increase the load factor of
the system, however the systems here are radiator-based systems
and single family homes and the results do not readily transfer to
e.g. dense urban environments with low-energy multi-storey
buildings. To the best of our knowledge, using multi-story resi-
dential buildings with control of individual room temperatures to
provide direct demand response for district heating grids have not
been implemented. In addition, the definition of energy flexibility
and thus methods for quantifying flexibility of buildings are not
well established [24]. Recent work has attempted to provide
coherent definitions of flexibility function and flexibility indicators
suitable for use in demand response [25]. These definitions have
not been implemented and tested in real life experiments.

A recent review of field studies on power grid integration of
residential thermal energy storage concluded that existing field
tests did not meet the flexibility challenges of smart grids with high
share of renewable generation [16]. In comparison with the control
of power grids, the control of district heating grids has lower fre-
quency due to thermal inertia in buildings and large lags in heat
transmission and distribution networks, e.g. depending on the size
of the network, the effect of the change of supply water tempera-
ture made at heat production plant can only be seen a few hours
later on the demand side, i.e. in buildings. Therefore, it is feasible to
implement heating demand management for district heating grids.
Although field tests of activating heating demand flexibility for
district heating load management are still limited, promising re-
sults are shown in these tests. Liu et al. reported a 30% energy
saving by adjusting and metering household heating systems in a
large scale pilot [26]. Demand side management (DSM) demon-
strations in two Finnish buildings with concrete structures shown a
heat load reduction of 20e25% for a duration of 2e3 h [27], how-
ever their approach can disturb thermal comfort as it does not
respect the differing expectation of comfort in individual rooms. A
field trial of demand shifting technology on a DH network was
conducted in the UK with reduced peak demand and a slight in-
crease (3%) in heating consumption [23]. To gain insight into the
controllability of space heating demand, the management of
heating demand for reducing fossil fuel usage and CO2 emission in
district heating systems, we conducted field tests in 13 homes
equipped with ICT technologies in Copenhagen, Denmark in the
heating season of 2018/19. The study seeks to bring more under-
standing of the potentials of the built environment in the renew-
able transition. Building on the flexibility indicator of [25] we show
how these can be used to evaluate the flexibility potential of a
number of newly built apartments in Copenhagen.

The remainder of this paper is organized as follows: In section 2
the building under investigation and its context in the living lab in
the Nordhavn district is presented. Section 3 details how the flex-
ibility experiment was designed and the methodology used to
quantify the flexibility services and indoor temperature effects. In
Section 4 the results of the study is presented.

2. Experiment setup

As a part of the project EnergyLab Nordhavn [28], which is a
demonstration and development project on future integrated en-
ergy systems, located in Copenhagen, Denmark, we equipped a
number of apartments with home automation systems including
indoor environment sensors, floor heating actuators and energy
meters. The equipment was installed so that the apartments would
become living labs. In this section the capabilities of the living labs
are presented.

2.1. Building description

The particular building that houses the apartments used in this
study is located in the district of Nordhavn shown on Fig. 1.

The building is a multi-story residential building with 72
apartments and a total heated area of approximately 7000 m2. The
apartments range from 47 to 209 m2 and has from 2 to 10 heated
rooms including living room/kitchen, bedrooms, bathrooms, toilets
and depots [29]. The building was constructed in 2017 in accor-
dance with energy class BR2020 of the danish building code BR15
[30]. The total energy use for heating, ventilation, cooling and do-
mestic hot water for such buildings is limited to 20 kWh per square
meter heated floor area per year [30]. The building is highly insu-
lated and very air tight. Mechanical ventilation systems have heat
recovery in order to keep heat loss to a minimum. These apart-
ments have heavy concrete load bearing walls with heavy thermal
mass.

2.2. Apartment heating system

The apartments are primarily heated by radiant floor heating
systems where warm water is circulated in pipes that are cast in a
light layer of concrete that sits on top of an insulation layer in the
floor. The light concrete layer with the heating pipes sits under
wooden floors. The flow-rate of the warm water, and the resulting
heat delivered to the apartments, is controlled by local thermostatic
controllers that open and close the valves supplying the indepen-
dent heating loops as can be seen from the principle diagram and
typical apartment floor plan in Fig. 3. The details are based on the
design of the experiment building as it was constructed in
Copenhagen by commercial contractors. In modern apartment
buildings in the Danish construction it is customary to include
thermostatic control of individual rooms including bathrooms. The
opening and closing of valves is based on the current temperature
in individual rooms as well as the user-adjustable set-point for that
room. The warmwater is supplied from individual shunt loops that
regulates the temperature supplied to the apartments to a
maximum of 35� Celsius. The local control system loop is shown in
block diagram form in Fig. 2.

The shunt loops are supplied by a mixing loop located in the
heating substation (not shown). The substation is supplied by dis-
trict heating. The heat delivered to each apartment is individually
metered through heat meters that measure the volumetric flow,
forward and return temperatures of thewater supplied to the shunt
loops.

2.3. Related work in Nordhavn living labs

The buildings in Nordhavn has attracted attention for research
due to the abundance of data source from the buildings. In Ref. [22]
the impact of weather and users for a building in the Nordhavn
district is studied based on simulations. The results in that study
indicate that the buildings have very high thermal inertia and that
the thermal flexibility, which is defined as the time before the room
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temperature drops below 20� C is more than 10 h. Similarly [14]
reports that after an 8 h period without heat supply to space
heating, the building has less than 1� C reduction in indoor tem-
perature. The high thermal inertia is not symmetric towards in-
creases and decreases in indoor temperature. This is obvious when

you consider that these type of buildings have active heating sys-
tems but in general no active cooling systems. When cooling the
building the process relies mainly on the exchange of energy be-
tween the highly insulated building and the surroundings. The
implication is that the risk of overheating is higher than the

Fig. 1. (a) An overview of the newly built Nordhavn district (b) Facades of the Sundmolehusene apartments.

Fig. 2. Local control systems of the Smart homes controlling the indoor temperature.

Fig. 3. Example of details of floor heating systems: Principal drawing and corresponding heating loop distribution.
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opposite. In Ref. [31] data from selected apartments in the building
is analyzed to give insights into the user preferences based on their
set-points and interviews with the residents. The results show a
great variability in the usage of the systems that will ultimately
have a significant influence on the potential for flexible consump-
tion. The high thermal inertia assumption is investigated in detail in
Ref. [32] where data from temperature sensors casts into the walls
and ceilings of the apartments is analyzed.

2.4. Information and communication technology

The local control systems in the apartments are off-the-shelves
components that are based on the KNX protocol and architecture.
The KNX protocol [33] is used for Direct Digital Control (DDC), a
form of de-centralized distributed control where individual sensors
and actuators are connected by a digital communication bus. The
individual components then communicate directly with each other,
exchanging a minimum of necessary information. The data from
the local control systems is continuously transferred by encrypted
Internet Protocol interface to the data management system (DMS)
at the Technical University of Denmark where data is translated to
Message Queuing Telemetry Transport (MQTT) messages as shown
in Fig. 4. Sensors and actuators are located physically in the indi-
vidual apartments, the data and command signals are communi-
cated to the data management system through the open source
protocol MQTT. The protocol works on top of TCP/IP in the appli-
cation layer of the internet protocol suite. Several open source
implementation of MQTT are available i.e. Mosquitto [34]. The KNX
messages are translated to MQTT format by a software gateway in
the data management system. The MQTT messages can in this way

be subscribed to by logging services such as the data warehouse
(PowerLabDK) in the project, but also for control applications and
on-line monitoring. A major limitation of this setup, is that in the
case of networking errors data will be lost since there is no local
logging of data. A major benefit is that the systems employed is
identical to those that are installed in real buildings under com-
mercial terms and thus the solutions that are developed using these
systems are implementable in other buildings with KNX or similar
control systems installed.

2.5. Data description

The data that is used in the study includes the energy con-
sumption and heating power of the floor heating systems in the
individual apartments along with the indoor temperatures and set-
points of the controlled rooms in the apartments. The data is
collected from the local systems from a heat meter that measures
the volumetric flow, forward and return temperatures of the water
supplied to the floor heating systems. From these measurements,
themeter also provides the heating power, accumulated energy use
and total volume of water used. The thermostatic control systems
include (1) local operating panels that show the room temperature
and registers set-points from user input, and (2) hysteresis con-
trollers that send control values to valve actuators. An overview of
the data points is given in Table 1.

3. Methodology

In winter 2018/2019 we carried out the experiments in selected
apartments in the buildings. The main experiment period was

Fig. 4. Data flows connecting the smart homes with the data management systems at PowerLab.dk and the penalty aware controller.
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March 2019 in the heating season which is typically from early
October to late April. The period was the earliest possible
respecting project constraints and coordination with other project
participants. The experimental setup evolved from the findings of
the earliest tests. The experiment protocols were updated based on
feedback from the residents.

3.1. Penalty signal design

The objective of the demonstration is to show that a significant
amount of heating load can be shifted from the peak hours. To
achieve the objective, initially, we experimentedwith a pre-heating
strategy, that would raise the temperature in the hours before the
reduction period. Early tests showed that pre-heating was unnec-
essary due to the high thermal inertia of the building. As a result,
we gradually reduced the pre-heating, from a few hours to ulti-
mately a pure peak-shaving where no pre-heating was applied. The
resulting penalty signal with and without pre-heating are shown in
Fig. 5. A penalty of ±1 corresponds to a desired reduction of ± 100%
of the power output of the floor heating system.

3.2. Penalty signal implementation

In the apartments local automatic controllers maintain the room
temperature. We implemented Algorithm 1 as a supervisory con-
trol that send new set-points to the local systems. This lets the local
control parameters to remain as they were when the systems
where installed and commissioned. The algorithm reads set-points
from the apartment and sends new corrected set-points for the

peek-hour period to the apartment controllers. At all times the
current power and temperature measurements are recorded. A
technical limitation in the KNX - DMS hybrid control is that there is
only a few possibilities to interact with the floor heating system.
The historical data of temperature set-points for individual rooms
are used as user preferred set-points. During the peak hour
reduction period, a lower set-point is sent to the local control at
5min intervals. There are two situations inwhich the penalty signal
will not effective in effecting heating systems as expected: [i] room
under-heated, where the heating will be fully on regardless of the
penalty signal; [ii] room overheated, where the heating will be fully
off regardless of the penalty signal. Practical experience from the
early tests of the system and dialogue with the users revealed that
the loss of control was experienced negatively by the residents.
They had especially strong objections against loss of control for the
bathroom in the morning hours. As a consequence, we omitted
control of bathrooms and toilets from the experiment. In Algorithm
3.2 the timetables were chosen based on a series of empirical
sequential tests to determine suitable lengths of pre-heating and
ramping rate of re-activation. The methodology we employed
investigated an initial hypothesis of the necessity of pre-heating the
apartments in order to prolong the period of reduced heating while
respecting temperature limits. The 6-h reduction period was
requested by HOFOR, the greater Copenhagen utility company that
supplies the district heating to reduce morning peak demand. The
algorithmwas implemented in Python and run on a linux machine
using CRON jobs to schedule the execution time of the script. The
source code is available at Zenodo: https://zenodo.org/record/
3600114 [35].

Table 1
Data specification.

Data source description Symbol Unit Source [ID]

Heat meter
Forward temperature of floor heating shunt in apartment i at time t T fi Degree Celsius Direct measurement

Return temperature of floor heating shunt in apartment i at time t Tri Degree Celsius Direct measurement
Temperature difference between forward and return in apartment i at time t DQi Kelvin T fi � Tri
Volumetric flow in floor heating shunt of apartment i at time t _Vi m3/h Direct measurement

Total Volume in floor heating shunt of apartment i Vi m3/h R
_Vi

Instantaneous power of apartment i at time t, Pi W DQiFic [#1]
Meter reading, accumulated energy use of apartment i at time t Ei kWh ViDQic
Thermostatic control panel
Room temperature in room j in apartment i at time t Ti;j Degree Celsius Direct measurement [#2]
User set-point in room j in apartment i at time t Trefi;j

Degree Celsius Direct measurement [#3]

Fig. 5. Penalty signals with and without pre-heating of the building.
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3.3. Experiment assessment

To quantify the effectiveness of the experiment and penalty
signal in generating a response from the apartments, it is necessary
to try to account for the exogenous variables that will impact the
consumption. For instance, outdoor temperature and solar irradi-
ance are known to correlate with energy use for buildings. This
makes it harder to quantify actual effects of the control strategy
using a naive deviation penalty. A suitable reference point for
comparison is called a baseline and is often established by applying
normalization techniques that seek to remove the effect of the
exogenous variables, such as in Refs. [36e38]. An alternative to the
normalization approaches is to take an approach similar to that
employed in clinical trials in pharmaceutical research, where the
participants in the trial are divided into treatment and control
groups. This approach was used in Ref. [17]. Ideally this should be
conducted in a double-blind setup so that neither the person
administering the treatment or the subject receiving the treatment
knows whether or not the real treatment or a inactive “placebo”
treatment is given.

In this study by analogy we defined treatment and control
groups of apartments, where the treatment group is subjected to
the penalty aware controller and the control group is not. The

apartment characteristics of the two groups are shown in Table 2.
Since the local controls are automated they are not susceptible to
the placebo effect and no placebo or double blind study is deemed
necessary.

3.3.1. Energy flexibility indices
We propose an energy flexibility index based on the work of

Annex 67 of the International Energy Agency (IEA) [39] to quantify
the achieved energy flexibility. In the Annex 67 of the IEA, a energy
flexible building is defined to have “the ability to manage its de-
mand and generation according to local climate conditions, user
needs and grid requirements”. Clearly the term has different usage
according to domain and context. The authors of [25], building
upon the definition from Annex 67, propose a method for estima-
tion of a flexibility index that we adopt in this study, with

FI¼ 1� C1

C0 (1)

where

C0 ¼
XN
t¼0

ltu0t (2)

is the penalty-ignorant response under penalty lt with energy
consumption u0t , and where

C1 ¼
XN
t¼0

ltu1t (3)

is the penalty-aware response under the same penalty lt with
energy consumption u1t .

In the case where only positive unit steps of penalties are
employed the cost are in fact identical to the energy consumption
in the penalty period. This definition works well for simulation
based studies where the building under investigation can be sub-
jected to identical conditions of e.g. weather and usage, allowing to
establish the reference case C0 (the penalty-ignorant response)
with ease. For real buildings it is not possible to subject the building
to identical conditions. For buildings with abundant historical data
it might be possible to use normalization techniques to provide a
good reference by e.g. training of regression models that account

Algorithm 1
Penalty Aware Control algorithm

Input: Current user set-point, Indoor temperature; Active power of floor heating system
Output: Pre-heating set-point; peak hour set-point
if 02:45 a.m. then
Update inputs
Calculate need for pre-heating
Save original set-point
Calculate off-set to current set-point

end if
while 03:00AM: 06:00AM do
Send pre-heating set-point
Receive active power of floor heating
Receive current temperatures

end while
while 06:00AM: 12:00AM do
Send peak-hour set-point
Receive active power of floor heating
Receive current temperatures

end while
while 12:00AM: 13:00AM do
Restore user set-point

end while

Table 2
Apartment characteristics.

Apartment Identifier Size Heating power

Control group
A35 75.4 m2 1771 W
A36 66.1 m2 1523 W
A39 75.4 m2 1771 W
B11 22.7 m2 800 W
B13 46.7 m2 1497 W
B18 36.7 m2 968 W
Group total 323 m2 8330 W
Experiment group
A33 75.4 m2 1771 W
A40 66.1 m2 1523 W
A42 87.7 m2 2310 W
B14 36.7 m2 968 W
B15 46.7 m2 1497 W
B17 46.7 m2 1497 W
B19 46.7 m2 1497 W
Group total 406 m2 11 063 W
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for the parameters that is known to have a significant influence on
the energy consumption. For newer buildings with limited histor-
ical data, it might not be possible to provide a objective reference
and the normalization technique used can become be a dominant
factor in the results obtained.

3.3.2. Impact on indoor temperatures
The primary purpose of the delivery of heat to the apartments is

not to provide flexibility but to ensure a comfortable living envi-
ronment for the residents. In order to quantify the quality of the
heating service provided by the flexible heating control strategies
we use the lumped indoor temperature to compare the reference
and the experiments. The lumped indoor temperature for an
apartment is used instead of using individual temperatures from
every room of the apartment. This is because the measurement of
heating power is at the apartment level but not at the individual
room level. The lumped temperature is the sum of all room tem-
peratures scaled by the room size Aj divided by the apartment size
Ai for room j in each apartment i. We also take any redundant
sensors in account by the factor nj.

~T
l
i ¼

XN
j¼1

Ti;jAj

njAi
(4)

Another common measure of similarity between time-series is
to calculate the Root Mean Square Error (RMSE) which for a single
time series with N discrete steps and increments of k we define as

RMSEi;j ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1
N

XN
k¼1

ei;jðkÞ2
vuut (5)

where

ei;j ¼ Ti;j � gTrefi;j : (6)

Here we have used the historical median indoor temperaturegTref
i;j in place of the set-point which is normally the reference for the

error. This is necessary since the set-point is being continuously
overwritten as explained by Algorithm 1. Using (5) we define the
lumped indoor RMSE scaled by the room sizes per apartment

gRMSE
l
i ¼

XN
j¼1

RMSEi;jAj

njAi
(7)

4. Results

In the following sections results from individual apartments as
well as aggregated results of the total experiment are presented.

4.1. Flexibility index

We evaluate the flexibility response by calculating the flexibility
index and by visual inspection of the aggregated power con-
sumption time series for the two periods. When comparing the
time series signals, shown in Figs. 6 and 7 for the two groupswe see
that while the control group has little reaction, the power con-
sumption during the 06:00 to 12:00 for all days is drastically
lowered for the treatment group in the experiment period. It is only
for the treatment group during the penalty hours in the experiment
period that we see the very sharp drop to near zero consumption. In
the reference period, Fig. 6, both groups show no reaction during
the penalty hours as expected, since no signal was send to the

apartments. If we compare Fig. 7 with Fig. 6, we note that in Fig. 7
the heating power in the hours from 12 to 6 is higher on some days.
This is due to rebound effect as some heating demand was shifted
to these hours after the penalty period. From Equation (1) we
calculate the flexibility index. For the control group we find that
there was a 6% reduction during the penalty hours when compared
to the reference period. For the treatment group the corresponding
result was 85%. The results of the individual apartments are re-
ported in Table 3. In this study, careful observation of the system,
e.g. valve control signals, circulation pump current was done in
stead in order to verify that the results obtained are indeed caused
by the controls implemented and not just a random phenomena. A
more rigorous statistical approach would be to include hypothesis
testing in order to give a statistical validation of the difference
observed for the two groups.

The results thus confirm that the penalty aware controller can
activate the flexibility potential. Whenwe calculate the total energy
consumption for the two groups during all hours, we find that for
the control group the experiment period had a total energy con-
sumption that was 7% less than the reference period. For the
treatment group the result was a 20% reduction (see Table 4). From
our result we thus do not see an increase in energy consumption as
a result of the experiment. Upon closer inspection we see that the
main part of the reduction is dominated by significant reduction in
two apartments, B14 and B15 while a single apartment B19 actually
had a large increase in total energy consumption.

The result agrees with the intuition that, as we did not pre-heat
the apartments the temperatures would be expected to be slightly
lower on average and thus the total energy consumption would be
expected to be slightly lower as well.

4.2. Effects on the indoor temperature

The effect of the flexibility demonstration on the indoor tem-
peratures would be expected to have a lower indoor temperature as
a result of the peak shaving without preheating. It is noted that it is
not the case that all apartments have lower temperatures from the
box plots in Figs. 8 and 9. Besides heating supply, there are a
number of other factors influence the indoor temperatures, e.g.
solar irradiation, internal heat gains from appliances and people,
mechanical ventilation and heat transfers between adjacent
apartments. These dynamics are too complicated to fully account
for within the scope of this study.

In order to make a comparison across apartments and periods
we calculate the lumped indoor gRMSE

l
i for each apartment using

equations (5) and (7). We find that in general the errors are low, all
below 1 �C with average values for both periods below 0:4 �C. An
effect of the experiment on the indoor temperature would be
indicated by an increase in error but as can be observed from
Table 5 the gRMSE

l
i of the Treatment group actually drops in the

Experiment period, where for the control group the error is
essentially unchanged, giving strength to interpretation that the
experiment had a small effect on the indoor temperature.

5. Conclusion

In this study we demonstrated how to remotely control the
heating systems in individual rooms in real-world apartments to
lower heating demand in morning peak hours. The effect of the
reduction on the energy consumption is compared to a reference
group of similar apartments in a reference period of similar days.
We found that 85% reduction was achieved by the simple control
strategy. The ideal case of 100% reduction during the penalty period
is thus not achieved. The control of the bathrooms where omitted
as explained in subsection 3.2 due to user constraints. This could
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Fig. 6. Aggregated heating power in apartments in control and treatment groups during the reference period.

Fig. 7. Aggregated heating power in apartments in control and treatment groups during the experiment period.

Table 3
Energy consumption and flexibility indicators FI results.

Control group energy consumption during peak hours 06.00e12.00 in [kWh]

A35 A36 A39 B11 B13 B18 Total

Reference period CC0 7.0 11.0 7.0 5.0 16.0 22.0 68.0

Experiment period CC 6.0 8.0 8.0 5.0 23.0 14.0 64.0

FIC ¼ 1� CC0

CC

0.14 0.27 �0.14 0.0 �0.44 0.36 0.06

Treatment group energy consumption during peak hours 06.00e12.00 in [kWh]

A33 A40 A42 B14 B15 B17 B19 Total

Reference CT0 24.0 17.0 23.0 21.0 6.0 8.0 15.0 114.0

Experiment CT 0.0 5.0 4.0 4.0 0.0 3.0 1.0 17.0

FIT ¼ 1� CT

CT0

1.0 0.71 0.83 0.81 1.0 0.63 0.93 0.85

Table 4
Total energy consumption and change in percent from reference period results.

Control group energy consumption all hours in [kWh]

A35 A36 A39 B11 B13 B18 Total

Reference period EC0 48.0 37.0 24.0 22.0 71.0 86.0 288.0

Experiment period EC 24.0 26.0 24.0 23.0 76.0 95.0 268.0

DEC ¼ 1� EC0

EC
0.5 0.30 0.0 �0.05 �0.07 �0.10 0.07

Treatment group energy consumption all hours in [kWh]

A33 A40 A42 B14 B15 B17 B19 Total

Reference ET0 56.0 65.0 46.0 57.0 10.0 33.0 41.0 308.0

Experiment ET 41.0 67.0 41.0 16.0 1.0 23.0 56.0 245.0

DET ¼ 1� ET

ET0
0.27 �0.03 0.11 0.72 0.9 0.30 �0.37 0.20
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account for some of this deviation from the ideal case. Another
cause could be delays or mechanical problems in the closing of
valves. These types of phenomena are hard to account for in sim-
ulations and thus highlights the value of conducting real world
trials to verify and validate the results obtained from previous
simulation-based studies. The results confirmed the potential of
the automated buildings to reduce the energy consumption during
peak hours with little disturbance on indoor temperatures. Such
controls could thus help the district heating systems reduce the use
of fossil fuels and the investment in costly central storage solutions.

The verification of the effects of the experiments from the grid
side and the inclusion of advanced control methods such as pre-
dictive controls and economic MPC are left for future studies. By
applying advanced control methods, multiple objectives could be
simultaneously pursued, and increased flexibility might be
achievable along with lower variations in the indoor temperature
by accounting for the impact of solar gains, outdoor temperature
and internal gains in the controls. Additionally, the method pro-
posed could be extended and applied to e.g. cooling systems or
other forms of heating systems like heat pumps or direct electrical

heating. Further, the results of the experiment can be used in
formulating noise and uncertainty models that in turn can be used
to improve on the accuracy and reliability of simulations-based
studies.
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Abstract. Flexible heating demand in buildings plays an important role in achieving a carbon
neutral society. For the district heating system of Copenhagen, heating demand flexibility can
help to eliminate the use of fossil-fueled boilers that are used during peak-load periods. In
this project, field tests in 16 apartments were conducted, aiming to gain insights into the use
of information and communication technologies (ICT) to manage heating systems operation
for flexible demand. The apartments are equipped with sensors and devices interfaced to an
ICT system composed of blocks responsible for data storage, monitoring and control. In the
experiments, we controlled temperature setpoints of individual rooms during defined periods
of the day, and continuously developed control strategies throughout the tests in the heating
season 2018/19. The final algorithm was implemented with features to reduce the rebound
effect and include residents feedback. All the algorithms are generic and can be applied in other
smart homes where heating supply to rooms is controlled using thermostats. The ICT system
architecture used in the experiments showed to be a feasible way to implement demand side
management (DSM) in the heating system, and the learning process of the experiments resulted
in improvements on the control strategies, leading to a better system performance.

1. Introduction
According to the Copenhagen 2025 Climate Plan [1], the City of Copenhagen aims to be the
worlds first carbon neutral capital by 2025. One of the targets is to make its district heating
carbon neutral, as 98% of the buildings in Copenhagen are supplied by district heating network
[2]. For heat production in district heating, fossil-fueled boilers are currently brought into use
during peak-load periods, i.e. 6:00-9:00 and 17:00-20:00, on particularly cold days. Therefore, a
more flexible heating demand in buildings plays an important role in reducing CO2 emissions of
district heating. The use of ICT to enhance the operation of buildings energy systems is a topic
that has attracted attention in recent years. In the EnergyLab Nordhavn New Urban Energy
Infrastructures project, Copenhagens Nordhavn district is used as a full-scale smart city energy
lab to demonstrate how electricity and heating, energy-efficient buildings and electric transport
can be integrated into an intelligent, flexible and optimized energy system [3]. As part of the
EnergyLab Nordhavn project, we focus on heating demand management in buildings to enable
heating flexibility for the reduction of fossil fuel use in district heating.

On average, residential energy demand accounts for 26% of total final energy demand in EU-
28 countries and the share of space heating energy demand is 65% of the energy demand in the
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residential sector [4]. A recently review of field studies on power grid integration of residential
thermal energy storage concluded that existing field tests did not meet the flexibility challenges
of smart grids with high share of renewable generation [5]. In comparison with the control of
power grids, the control of district heating grids has a lower frequency due to thermal inertia
in buildings and large lags in heat transmission and distribution networks, e.g. depending on
the size of the network, the effect of the change of supply water temperature made at a heat
production plant can only be seen a few hours later on the demand side, i.e. in buildings.
Therefore, it is feasible to implement heating demand management for district heating grids.
Although field tests of activating heating demand flexibility for district heating load management
are still limited, promising results are shown in these tests. Liu et.al reported a 30% energy
saving by adjusting and metering household heating systems in a large scale pilot study [6]. DSM
demonstrations in two Finnish buildings with concrete structures showed a heat load reduction
of 20-25% for a duration of 2-3 hours [7]. A field trial of demand shifting technology on a district
heating network was conducted in the UK with reduced peak demand and a slight increase (3%)
in heating consumption [8]. To gain more insights into the controllability of space heating
demand, the management of heating demand for reducing fossil fuel usage and CO2 emission in
district heating systems, we conducted field tests in 16 homes equipped with ICT technologies
in Copenhagen, Denmark in the heating season of 2018/19. In this paper, we present the field
tests with the focus on the learning process of the methodology.

2. Methodology
The focus of this section is on the explanation of the control strategies and algorithms used
throughout the project based on the systems installed in the apartments.

2.1. Apartments characteristics
The apartments are located in a newly built multi-story residential building with a total of 72
apartments. The building was constructed in accordance with building class 2020 of the Danish
Building Regulation BR15. This allows a maximum energy usage of 20 kWh/m2 per year [9]
for heating, ventilation, cooling and domestic hot water. The apartments are thus expected to
be very energy efficient with a high degree of insulation in both windows and external walls and
a high level of air tightness. Each apartment consists of a main kitchen/living room area, one
to four bedrooms, one large bathroom and for some apartments also one small toilet room.

2.2. Heating system
The space heating and domestic hot water of the apartments are provided by a district heating
grid with a heat substation installed in the basement of the building. Heating in each room
is provided by a floor heating system with the supply water temperature maintained at 35°C
and water flow rate of each thermal zone is controlled by individual valves and respectively
thermostatic controllers. The valves open when the difference between indoor temperature and
room temperature setpoint is larger than 0.5°C.

2.3. ICT system description
The smart apartments are equipped with KNX systems, which connect sensors and devices for
monitoring of indoor environment, occupancy detection and operation of heating, ventilation
and lighting systems. Each KNX system is interfaced to a data management system located at
PowerLabDK, DTU. The database is connected to a visualization tool, built on top of Grafana
and InfluxDB, which allows real-time data verification. There is also an integration between
the KNX systems and a MQTT broker, which can be used to publish messages to the KNX
buses. The MQTT interface is used for controlling and reading data of KNX devices. The
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thermostatic controllers are KNX devices, so the temperature setpoint can be remotely adjusted
by publishing messages to the MQTT broker. For the experiments, a Python script was used
to communicate with the MQTT broker and remotely adjust temperature setpoints of living
rooms using individual reference set points. Figure 1 shows the diagram of the ICT system.
The algorithms used for the temperature control are described in subsection 2.4.

Figure 1. Components of the ICT system.

2.4. Control strategy
The control strategy used in the experiments evolved according to the results obtained
throughout the project including feedback from residents, aiming to optimize the operation
of the system. Figure 2.4 shows the timeline of the project phases with respective algorithm
used. The description of the control loop applied in different phases of the project can be seen
on Algorithm 1, Algorithm 2 and Algorithm 3. The algorithms were implemented using Python,
and a virtual machine (VM) was used to run these scripts according to schedules defined.

Dec 2018

Testing

Jan 2019

Algorithm 1

Feb 2019

Algorithm 2

Mar 2019

Algorithm 3

Figure 2. Project timeline and algorithms used in each phase.

The first phase of the project started in December 2018, when experiments were conducted to
test and fix small issues in the ICT system. The experiments were firstly applied in a single living
room, and later extended to multiple living rooms. The tests used simple control signals (e.g.
step response) that were sent to the apartments in defined timestamps, in order to verify if the
system was responding accordingly. By the end of this stage, the control system was performing
as expected. However, for some apartments it was only possible to solve the communication
issues later in the project timeline.

After that, the second phase of the project started and demand peak shaving experiments
were conducted using the loop described in Algorithm 1. The first step of the experiment was
to define a reference temperature setpoint for each room (see Algorithm 1 – line 1). Note that
for this first control strategy, the reference setpoint was heuristically defined according to the
historical data of indoor temperature. Then, the VM was configured to run the script every
five minutes, between 2:00 and 9:00 (see Algorithm 1 – lines 2 and 15). For living rooms,
preheating was applied between 2:00 and 6:00, adding an offset of 1°C to the reference setpoint
(see Algorithm 1 – line 7). For other rooms, preheating was not applied (see Algorithm 1 – line
12). In addition, during peak hours – between 6:00 and 9:00, the reference setpoint was reduced
by 1°C in all rooms (see Algorithm 1 – lines 9 and 14).
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Algorithm 1: Control loop version 1.

1 Heuristic definition of referenceSetpointk for each room;
2 while 2:00 ≤ TIME ≤ 9:00 do
3 for apartmentj in apartments do
4 for roomk in rooms do
5 if roomk = living room then
6 if 2:00 ≤ TIME ≤ 6:00 then
7 currentSetpointk ← referenceSetpointk + 1°C
8 else if 6:00 ≤ TIME ≤ 9:00 then
9 currentSetpointk ← referenceSetpointk − 1°C

10 else
11 if 2:00 ≤ TIME ≤ 6:00 then
12 currentSetpointk ← referenceSetpointk
13 else if 6:00 ≤ TIME ≤ 9:00 then
14 currentSetpointk ← referenceSetpointk − 1°C

15 wait 5 minutes

Subsequently, some features were added to the control strategy to improve the results obtained
during experiments of the second phase, and the algorithm evolved is described in Algorithm
2. The first change introduced is the way the reference setpoint was determined for the rooms.
Instead of using an heuristic approach, the reference setpoint of each room was defined as the
setpoint at 2:30 of the day(see Algorithm 2 – lines 1-4). The VM was scheduled to read the
setpoints at 2:30 and then run the control loop every five minutes between 4:00 and 9:05 (see
Algorithm 2 – lines 1 and 5). It was also observed from previous tests that the preheating time
was too long, so it was reduced from 4 hours to 1 hour and 45 minutes (see Algorithm 2 – line
9). Moreover, the ending time of the preheating was changed from 6:00 to 5:45, because delays
of around 15 minutes were observed in the system response during previous experiments. (see
Algorithm 2 – lines 11 and 18). Because of the delay, the peak reduction setting was scheduled
to start 15 minutes ahead of the foreseen peak hours. Yet, the setpoint was constantly set to
20° during peak hours (see Algorithm 2 – lines 12 and 19). Lastly, it was added an action that
change the setpoint back to the reference setpoint after 9:00 (see Algorithm 2 – line 21).

Algorithm 2: Control loop version 2.

1 if TIME = 2:30 then
2 for apartmentj in apartments do
3 for roomk in rooms do
4 referenceSetpointk ← currentSetpointk

5 while 4:00 ≤ TIME ≤ 9:05 do
6 for apartmentj in apartments do
7 for roomk in rooms do
8 if roomk = living room then
9 if 4:00 ≤ TIME ≤ 5:45 then

10 currentSetpointk ← referenceSetpointk + 1°C
11 else if 5:45 < TIME ≤ 9:00 then
12 currentSetpointk ← 20°
13 else if TIME > 9:00 then
14 currentSetpointk ← referenceSetpointk
15 else
16 if 4:00 ≤ TIME ≤ 5:45 then
17 currentSetpointk ← referenceSetpointk
18 else if 5:45 < TIME ≤ 9:00 then
19 currentSetpointk ← 20°
20 else if TIME > 9:00 then
21 currentSetpointk ← referenceSetpointk

22 wait 5 minutes
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Algorithm 3: Control loop version 3.

1 if TIME = 3:30 then
2 for apartmentj in apartments do
3 for roomk in rooms do
4 referenceSetpointk ← currentSetpointk

5 while 3:40 ≤ TIME ≤ 12:00 do
6 for apartmentj in apartments do
7 for roomk in rooms do
8 if roomk 6= (toilet OR bathroom) then
9 if 4:00 ≤ TIME ≤ 5:45 then

10 currentSetpointk ← referenceSetpointk
11 else if 5:45 < TIME ≤ 12:00 then
12 currentSetpointk ← referenceSetpointk − 1.5°C

13 wait 5 minutes

14 if TIME > 12:00 then
15 for apartmentj in apartments do
16 for roomk in rooms do
17 currentSetpointk ← referenceSetpointk
18 wait 1 minute

In the last test, more improvements i.e. including user feedback in the control and reducing
rebound effect, were added to the control loop and it evolved to the process described in
Algorithm 3. The VM was scheduled to read the reference setpoint at 3:30 (see Algorithm
3 – line 1), to run the script with the control loop between 3:40 and 12:00 (see Algorithm 3
– line 5), and to run an extra step after 12:00 (see Algorithm 3 – line 5). This last step was
added to the control strategy in order to reduce the rebound effect, i.e. demand peak created
if the setpoints of all rooms are increased at the same time. To mitigate it, a time delay of 1
minute was added after the setpoint of each room is changed (see Algorithm 3 – line 18). In
this phase, the preheating was completely removed from the experiments, since it was verified
that the thermal inertia of the building was capable to maintain the indoor temperature in
a adequate level during heat cut-off, even without the preheating. Moreover, the setpoint was
reduced for a longer period – between 5:45 and 12:00, and by a larger factor – reduction of 1.5°C.
Lastly, based on user feedback from previous tests, bathrooms and toilets were excluded from
the experiment as residents prefer to have warm floors in these rooms although the decrease in
room temperature was not noticeable (see Algorithm 2 – line 8).

3. Results
The experiments using the control loops described in subsection 2.4 provided results that were
used as a feedback for continuously developing the algorithm and eventually this led to the
Algorithm 3. The system response of a single room to the application of the Algorithm 3, can
be seen in Figure 3. The annotations made in Figure 3 are related to the script lines of Algorithm
3 according to the following:

• Annotation 1 → Algorithm 3, line 4

• Annotation 2 → Algorithm 3, line 10

• Annotation 3 → Algorithm 3, line 12

• Annotation 4 → Algorithm 3, line 17

The effect on peak demand shaving is shown in the bottom graph of Figure 3. Heating
power of the home is much lower during 6:00-12:00 as heating was only permitted in bathrooms.
Although the amount of peak demand reduction varies among homes, on average a reduction of
68% was reached in comparison with peak demand of the homes on non-experimental days with
similar weather conditions.
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Figure 3. System response of a single room to the application of the Algorithm 3.

4. Conclusion
Demand side management in the heating system plays a key role in the elimination of carbon
emissions from our society, and the use of ICT to improve the operation of heating systems
brings new resources for implementation. In this project, field tests in 16 apartments were
conducted, using the existing ICT systems to manage heating systems operation for flexible
demand. Based on residents feedback, algorithms were tested to control temperature setpoints
of individual rooms during defined period of the day. The algorithms are generic using two
inputs, i.e. room temperature and temperature setpoint, and providing on/off signal to valves
of individual heating loops. These methods can be applied to other smart homes where heating
supply is controlled using room thermostats.
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Abstract. This study analysed the dynamic thermal response of a low-energy building using 
measurement data from an apartment block in Copenhagen, Denmark. Measurements were collected during 
February and July 2018 on space heating energy use, set-points, room air temperature and temperature from 
sensors integrated inside concrete elements, i.e. internal walls and ceiling, at different heights and depths. 
The heating system was controlled by the occupants. During February, there were unusually high set-points 
for some days and a regular heating pattern for some other days. Overheating was observed during July. A 
considerable effect of solar gain was observed both during winter and summer months. The room air 
temperature fluctuations were observed at a certain extent inside the concrete elements; higher in the non-
load-bearing internal wall, followed by the load-bearing internal wall and lastly by the ceiling. The 
phenomenon of delayed thermal response of the concrete elements was observed. All internal concrete 
masses examined may be regarded as active elements and can contribute to the physically available heat 
storage potential of the building. The study provides deep insight into the thermal response of concrete 
elements in low-energy residential buildings, which should be considered when planning a flexible space 
heating energy use. 

1 Introduction  

In the future energy system a significant increase in the 
penetration of renewable energy is expected. As a 
consequence, the fluctuating energy production from 
renewable energy sources will challenge the 
controllability and stability of the power grid. Many 
studies propose  energy flexibility as a solution to 
facilitate secure operation of the energy system while 
integrating a large share of renewables, as an example 
[1], [2]. The residential building sector, which 
constituted 27% of the final energy consumption in 
Europe in 2016 [3], offers great potential for flexibility 
as the large thermal mass of the building stock could be 
utilized for energy storage. The new generation of 
buildings in Denmark are well-insulated and airtight, 
according to the Danish Building Regulation 2018 [4] 
and may be heavy-weight, namely have large thermal 
storage capacity. There have been many studies showing 
the potential of the structural thermal mass of buildings 
to be utilized as storage medium to offer flexibility [5]–
[12]. Most studies perform simulations aiming at moving 
load in time to avoid demand in peak load periods, or to 
promote demand in off-peak periods, imposing heating 
strategies that exploit the dynamic thermal response of 
the concrete mass. Some studies have performed analysis 
on the effect of the material properties  pertaining to 
thermal mass on the flexibility potential [10], [12], and 

the contribution of different building components to 
flexibility [5], [6]. To the knowledge of the authors, no 
recent full scale monitoring has been performed to 
document in detail the behaviour of the thermal mass.  

The purpose of the present work is to analyse the 
dynamic thermal response of a low-energy building 
using measurement data. The case study building is a 
multi-family apartment block, located in Copenhagen, 
Denmark. Measurements are collected during the year 
2018. Data on space heating energy use, indoor air 
temperature, CO2 concentration and relative humidity 
are used to evaluate the energy performance and indoor 
environment of the apartments. In addition, a set of 
temperature sensors have been placed inside the 
prefabricated concrete walls and ceilings, at different 
depths from the surface to the middle of the concrete 
layer. This unique set of measurements allows for 
analysis of the dynamic thermal response of the thermal 
mass of the building, and it demonstrates which part of 
the thermal mass actively participates in the heat 
exchange with the indoor environment and can 
subsequently facilitate load shifting strategies.  

The structure of this paper is organized as follows. 
Section 2 presents the case study building, the 
monitoring system, and by the methodology of data 
analysis. In Section 3 the results of the measurements are 
analysed and discussed. The main conclusions are 
summarized in Section 4.   
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2 Methodology 

2.1 Case study building  

The case study building is a multi-family apartment 
block that was completed in 2017 and is located in 
Nordhavn district of Copenhagen, Denmark. The 
building has 72 apartments and 11 town house units. 19 
apartments and 1 town house unit agreed to participate in 
the EnergyLab Nordhavn project [13], monitoring the 
energy use,  indoor environment and temperatures inside 
the concrete elements. In the present analysis, one 
apartment has been chosen in order to analyse in depth 
the thermal response of concrete elements and develop 
the methodology that will be applied to the other 
apartments in future work. 

 
Fig. 1. Apartment floor plan and installed sensors [14]. 
 The apartment has an area of 147 m2. It is on the top 

floor (5th floor) of the building and has a loft. It has 
facades to the south and north, while on the east and 
west sides there are adjacent apartments. Fig. 1 shows 
the floor plan of the apartment (excluding the loft). Table 
1 lists the properties of the main building components. 

Table 1. Properties of main building components. 

The building is connected to the district heating system 
and the heat emission system in the apartment is floor 
heating. There is CAV mechanical ventilation and heat 
recovery from exhaust air with 85% efficiency. Fresh air 
is supplied in the living room and bedrooms and it is 
exhausted from the kitchen, bathroom and toilet. 

 2.2 Monitoring system  

 The apartment is equipped with sensors measuring 
air temperature, CO2 concentration and relative 
humidity. There is a home management system which 
includes control of the heating system via control panels 
with integrated room air temperature sensors placed in 
each room. Furthermore, for research purposes, there are 
custom-made concrete blocks of size (60 x 200 x 200 
mm) with built-in sensors that measure the temperature 
at different depths. The concrete blocks were prepared in 
the laboratory of Technical University of Denmark 
(DTU), with three integrated temperature sensors, at the 
surface and at two depths into the material. The sensors 
used are PT 1000 (DIN EN 60751, CLASS DIN B). The 
sensors’ heads are in direct contact with the concrete that 
surrounds them, while the sensor cables are covered with 
a flexible plastic pipe that leads out of the concrete 
block, to protect them when the sensor block was cast 
into the concrete wall and ceiling elements. Fig. 2 
depicts the production process of the concrete blocks. 
These concrete blocks were subsequently cast into walls 
and ceilings during the production process. Three 
different types of setup have been created and are 
illustrated in Fig. 3.   
• Type 1: Sensors were placed in the internal non-
load-bearing wall made of 100 mm of aerated concrete, 
at a height above the floor of 1.1 m and at three depths: 
0 mm, 25 mm and 50 mm from the internal surface.  
• Type 2: Sensors were placed in the internal load-
bearing wall made of 200 mm concrete, at the same 
height of 1.1 m and at three depths: 0 mm, 50 mm and 
100 mm from the internal surface of the living room. 
Three more sensors were placed in the surface layer at 
heights 0.1 m, 0.6 m and 1.7 m.  
• Type 3: Sensors were placed in the ceiling, in the 
layer that consisted of 220 mm concrete, at three depths: 
0 mm, 55 mm and 110 mm from the lower surface. On 
top of the concrete there is thermal insulation.  

Components Thickness [mm] U-value [W/(m2·K)] Materials 

External wall 580 0.122 

Concrete (180 mm) 
Insulation class 38 (300 mm) 

Concrete (70 mm) 
Air gap (5 mm) 

Aluminium plates (25 mm) 
Internal load-bearing wall 200 3.70 Concrete (200 mm) 

Internal non-load-bearing wall 100 1.35 Aerated concrete (100 mm) 

Floor/ceiling decks 407 0.34 

Oak planks (14 mm) 
Concrete (80 mm) 

Insulation class 38 (93 mm) 
Hollow core concrete (220 mm) 

Windows 3 pane glazing 0.72 
g-value=0.5, 

frame fraction 15%, 
window frame U-value=0.85 
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The sensors, listed in Table 2, were placed in elements 
facing the large open space (which includes the living 
room and kitchen, further referred to as the living room), 
as depicted in Fig. 1. 
 All measurement data were received by a KNX 
system and were transferred to a central data 
management system at DTU. The time resolution of the 
data was 1 min. Ambient weather data were obtained 
from the Climate Station at DTU [15] for the months of 
the analysis. The weather station is located 10 km from 
the measured apartment, so a deviation in the weather 
data is expected. However, this is not considered critical 
for the present analysis.  

 

 

 

Fig. 3. Placement of temperature sensors in walls (Type 1 
and Type 2) and ceiling (Type 3).  

2.3 Data analysis  

The analysis was performed for one winter month, 
February, and one summer month, July. The space 
heating energy use, CO2 concentration and relative 
humidity are reported here. The main goal of the analysis 
was to determine the dynamic thermal response of the 
apartment. Room air temperature is therefore discussed, 
in relation to solar gains and the resulting heating 
patterns. In-depth analysis of temperature from the 
different nodes inside the concrete elements at different 
heights and depths was performed. The nodes inside 
each concrete element were examined in relation to the 
room air temperature to which the elements were 
exposed. The data shown are from the living room. For 

each month, two days were chosen, to provide more 
detail in the analysis of the thermal response. The 
temperature fluctuations of all nodes in the concrete 
elements were normalized, in order to evaluate what 
percentage of the room air temperature fluctuation was 
achieved at different depths in the concrete (Eq.1), and 
to evaluate the delay in thermal response (Eq.2):   

• 𝑇𝑇𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛1 = 𝑇𝑇𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛−𝑇𝑇𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛(𝑚𝑚𝑚𝑚𝑛𝑛)

𝑇𝑇𝑟𝑟𝑛𝑛𝑛𝑛𝑚𝑚(𝑚𝑚𝑚𝑚𝑚𝑚)−𝑇𝑇𝑟𝑟𝑛𝑛𝑛𝑛𝑚𝑚(𝑚𝑚𝑚𝑚𝑛𝑛)
         Eq. (1) 

• 𝑇𝑇𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛2 = 𝑇𝑇𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛−𝑇𝑇𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛(𝑚𝑚𝑚𝑚𝑛𝑛)

𝑇𝑇𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛(𝑚𝑚𝑚𝑚𝑚𝑚)−𝑇𝑇𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛(𝑚𝑚𝑚𝑚𝑛𝑛)
           Eq. (2) 

Table 2: Temperature sensors in walls and ceiling. 
 

3 Results and discussion 

3.1 Measurements during winter 

The month of February 2018 had an average ambient 
temperature of -1 °C. Fig. 4(a) shows the ambient air 
temperature and the global irradiance for the whole 
month. The energy use for this month was 1252 kWh 
(8.5 kWh/m2). Both the relative humidity and the CO2 
concentration were within acceptable ranges according 
to EN/DS 15251 [16]; on average, the relative humidity 
was 30 % and the CO2 concentration was 700 ppm. Fig. 
4 (b) shows the heating power for the whole apartment, 
as well as the air temperature set-point and the air 
temperature in the living room. During the month there 
were periods with different heating patterns and thermal 
behaviour.  
• At the beginning of the month, there was increased 
heating use, despite the fact that the temperature set-
point in the living room was either 21 °C or the heating 
was turned off. This was due to unusually high set-points 
in other rooms of the apartment, which affected the air 
temperature in the living room. During the first three 
days of the month there were minimal solar gains, while 
from the 4th - 9th there were considerable solar gains, 
which resulted in even higher air temperatures at 
midday, reaching up to 28 °C. Such temperatures are 
considered very high, especially for the month of 
February. Nevertheless, the system was controlled 

Sensor Element Depth Height 

T1-0 mm Wall Surface 1.1 m 

T1-25 mm Wall 25mm  1.1 m 

T1-50 mm Wall 50mm 1.1 m 

T2-0 mm-1.1 m height Wall Surface 1.1 m 

T2-50 mm Wall 50mm 1.1 m 

T2-100 mm Wall 100mm 1.1 m 

T2-0 mm -0.1 m height Wall Surface 0.1 m 

T2-0mm -0.6 m height Wall Surface 0.6 m 

T2-0mm -1.7 m height Wall Surface 1.7 m 

T3-0 mm Ceiling Surface 3.5 m 

T3-55 mm Ceiling 55mm 3.5 m 
T3-110 mm Ceiling 110mm 3.5 m 

Fig. 2. Production process of concrete blocks with 
integrated temperature sensors. 
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entirely by the occupants based on their preferences, so 
extreme behaviors may be expected. 
• From the 10th - 13th, the set-points in the apartment 
were drastically decreased, while the set-point in the 

living room was maintained constant at 21 °C. During 
these days the heating was turned off and there were 
very low solar gains. It took 4 days for the air 
temperature to decrease to 21°C.   

 
Fig. 4 Analysis of thermal response during February 2018: (a) Ambient air temperature and global irradiance. (b) Space heating 

power, temperature set-point and room air temperature. (c) Temperature inside the non-load-bearing internal wall at 0 mm, 25 mm 
and 50 mm depth and the room air temperature. (d) Temperature inside the load-bearing internal wall at 0 mm, 50 mm and 100 mm 
depth and the room air temperature. (e) Temperature inside the ceiling at 0 mm, 55 mm and 110 mm depth and the room air 
temperature. (f) Surface temperature of the concrete elements and the room air temperature. 
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• With the set-point maintained at 21 °C, in the 
period 14th – 24th the heating use was respective to the 
set-point in the living room. A regular heating pattern 
was followed; the heating system was activated during 
the night, ran for 4.75 h on average and was 
subsequently turned off for two days. During this period, 
the solar gains were average for the season, and affected 
the air temperature, which increased every midday.   
• Towards the end of the month, the temperature set-
points of other rooms were increased again and the 
thermal behavior resembled what had occurred at the 
beginning of the month.  
 The above variations in the temperature set-points 
and respective heating patterns caused significant 
changes in the room air temperature, which makes it 
possible to examine the thermal changes inside the 
concrete elements.   

Fig. 4(c) shows the temperatures inside the internal 
non-load-bearing wall (Type 1) and the room air 
temperature. All three sensors indicated higher 
temperatures than the room air temperature. The one in 
the middle of the wall had the highest temperature, while 
the other two had almost the same temperature. The 
other side of the wall is the utility room, so it is most 
likely that hot pipes traversing that room were heating it 
up. At the beginning of the month, when the room air 
temperature was also very high, this effect was not 
observed, but instead all the layers of the wall had an 
almost uniform temperature.   

Fig. 4(d) shows the temperatures inside the internal 
load-bearing wall (Type 2) and the room air temperature 
of the living room and the adjacent room. The 
temperatures inside the internal load-bearing wall 
changed as expected, given that the adjacent room on the 
other side of the wall had a lower air temperature. They 
were mostly lower than the room air temperature, with 
the surface temperature being slightly closer to the room 
air temperature, followed by the temperatures at 50 mm 
and 100 mm depth in the concrete. Exceptions were the 
start of large temperature changes (increase or decrease), 
when due to the delayed response of the different layers, 
the temperatures overlapped with each other. The delay 
of the thermal response in different elements and depths 
is analysed in detail below.  

Fig. 4(e) shows the temperatures inside the ceiling 
(Type 3) and the room air temperature. The thermal 
changes inside the ceiling differed from those in the 
walls. The three layers of the ceiling had almost the 
same temperature, with only negligible differences. The 
response to the room air temperature fluctuations was 
slow, and daily fluctuations could be only marginally 
observed, while the temperature curve responded 
smoothly and cumulatively to the air temperature 
changes. This may be because this element is exposed to 
room air temperature fluctuations from only one side, as 
there is thermal insulation above it, while the walls 
consist of concrete or aerated concrete and are exposed 
to room air temperature fluctuations from both sides.  
Additionally, the ceiling is not directly exposed to solar 
radiation, while walls may be.  

Fig. 4(f) shows the surface temperature of the concrete 
elements and the room air temperature. The surface 
temperature of the internal non-load-bearing wall was 
the highest, for the reasons previously explained. The 
temperatures on the surface of the internal load-bearing 
wall at the different heights, 0.1 m, 0.6 m and 1.7 m 
were almost the same, validating the expectation that 
floor heating creates a uniform thermal environment 
with minimal vertical thermal gradients. However, the 
surface temperature at 1.1 m height was often higher 
than at the other heights, which indicates that there had 
been direct solar radiation at this height. The surface 
temperature of the ceiling was sometimes higher and 
sometimes lower than that of the rest of the surfaces, due 
to its slower thermal response. However, during the 
period with a regular heating pattern (14th – 24th), the 
temperature of the ceiling was very similar to those of 
the load-bearing internal wall. These results confirm the 
findings in [5], where a similar apartment was simulated 
and the thermal behaviour of different concrete elements 
was evaluated.   

 

 
Fig. 5. Temperature fluctuations of all nodes between 18th–

19th February. (a) Normalized against room air temperature 
maximum fluctuation. (b) Normalized against individual node 
maximum temperature fluctuation.   

In order to improve the understanding of the thermal 
response of the different layers of the concrete elements, 
two days were chosen, 18th – 19th February, for more 
detailed analysis. The temperature fluctuations of each 
node (i.e. each layer in each element) were normalized 
against the maximum fluctuation of the room air 
temperature for those two days. The temperature 
fluctuation that was achieved at the different depths of 
the concrete elements was thus quantified as a 
percentage of the room temperature fluctuation. These 
data are shown in Fig. 5(a). For the two days analysed, 
the maximum room air temperature fluctuation was 2 °C. 
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Comparing the temperature fluctuations achieved in the 
concrete elements to that of the room air temperature, the 
highest percentages were achieved in the non-load-
bearing internal wall, followed by the load-bearing 
internal wall and lastly the ceiling. The surface node of 
the non-load-bearing internal wall experienced almost 
the same fluctuations as the room air temperature. The 
other two layers of this wall achieved a temperature 
increase that was as high as 74% of the room air 
temperature. The layers of the load-bearing internal wall 
achieved 43%, 37% and 33% for the surface, 50 mm and 
100 mm node respectively. The layers of the ceiling 
achieved on average 19% of the room air temperature 
fluctuations. The room air temperature increase during 
the second day, which was 0.4 °C, affected temperatures 
inside the concrete of the ceiling only marginally.  

The temperature fluctuations of each node were 
normalized against the maximum temperature 
fluctuation of this node for those two days, such that the 
temperature fluctuation for each node varied between 0 
and 1. The timing of the fluctuations can then be 
evaluated, quantifying the delay of the thermal response 
in different elements and at different depths. This is 
shown in Fig. 5(b). A delay of the thermal response in 
different elements and at different depths may be seen. 
During the temperature increase of the first day, the 
maximum delay was 2 h for the node that was 100 mm 
deep in the internal load-bearing wall. The delay in the 
non-load-bearing wall was negligible. The effect was 
more pronounced during the temperature decrease.  
 

 
 

Fig. 6 Analysis of thermal response during July 2018: (a) Ambient air temperature and global irradiance. (b) Temperature inside 
the non-load-bearing internal wall at 0 mm, 25 mm and 50 mm depth and the room air temperature. (c) Temperature inside the load-
bearing internal wall at 0 mm, 50 mm and 100 mm depth and the room air temperature. (d) Temperature inside the ceiling at 0 mm, 
55 mm and 110 mm depth and the room air temperature.  

3.2 Measurements during summer 

The month of July 2018 had an average ambient 
temperature 20.4 °C. Fig. 6(a) shows the ambient air 

temperature and the global irradiance for the whole 
month. Both the relative humidity and the CO2 
concentration were within acceptable ranges (EN/DS 
15251 [16]), with the relative humidity being 50% and 
the CO2 concentration 470 ppm on average. The room 
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air temperature throughout the month indicates the 
problem of overheating observed in low-energy 
buildings, as the average temperature was 26 °C and 
reached a maximum of 30.1 °C.  
 The changes in temperatures inside the internal non-
load-bearing wall (Fig. 6(b)) were similar to what had 
been observed in February, namely higher than the room 
air temperature, due to the adjacent room being the 
utility room.  In the load-bearing internal wall (Fig. 
6(c)), the temperatures were similar and occasionally 
slightly higher than the room air temperature. It should 
be noticed that the adjacent room had almost the same 
temperature as the living room, whereas during February 
the adjacent room had on average 2 °C lower room air 
temperature. The temperature in the ceiling (Fig. 6(d)) 
was rather stable, and approximately the average of the 
room air temperature, since daily fluctuations are not 
observed in the concrete of the ceiling. Towards the end 
of the month, when the room air temperature was 
constantly increasing, so did the temperature inside the 
ceiling but with a smoother development.  
   

 
Fig. 7. Temperature fluctuations of all nodes between 24th–

25th July. (a) Normalized against room air temperature 
maximum fluctuation. (b) Normalized against individual node 
temperature maximum fluctuation. 
 Two days were chosen for further analysis, 24th – 
25th July (Fig. 7). For these two days, the maximum 
room air temperature fluctuation was 2 °C. Regarding 
the temperature fluctuations achieved in the concrete 
elements compared to those of the room air temperature, 
the percentages achieved in the non-load-bearing internal 
wall were similar to those in February. For the layers of 
the load-bearing internal wall, there was larger 
distribution between the percentages achieved by each 
layer; 65%, 42% and 29% for the surface, 50 mm and 
100 mm node respectively. The layers of the ceiling 
achieved on average 40% of the room air temperature 
fluctuations, namely double the percentage achieved 

during February, due to the difference between ceiling 
and air being smaller in summer than in winter and heat 
accumulated in the ceiling. Regarding the delay in 
response of the concrete elements compared to the room 
air temperature, a difference in the behaviour may be 
seen compared to the days in February.  During the room 
air temperature increase due to solar gains, the delay in 
the response of the concrete elements was greater than 
that during February. Furthermore, in some nodes (i.e. 
50 mm and 100 mm node in the load-bearing internal 
wall and all nodes in ceiling) the temperature decrease 
was not observed.  
 Nevertheless, both in February and July, the 
temperature fluctuations at all different depths and in all 
the elements indicate that the concrete elements were 
effectively activated by the room air temperature 
fluctuations. Following the assumption that were 
discussed by [17], in order for the thickness of a concrete 
element to be considered effective, more than 10% of the 
room air temperature fluctuations should be achieved. 
According to this, all layers examined may be regarded 
as effective, namely more than half of the concrete mass 
exposed to the room air temperature is effective and can 
actively facilitate load shifting strategies.   
 The conclusions of this study were based on 
measurements monitored while the heating system in the 
apartments was controlled by the occupants. The 
analysis clearly shows the importance of occupant 
behavior on energy use for space heating. Data from the 
same case study building have been analysed in [18], 
where they focused on occupant interaction with heating 
systems and windows. Further investigations are being 
performed during the heating season 2019, with the 
heating temperature set-points in the apartments being 
remotely controlled.    

  4 Conclusions 

This study analysed the dynamic thermal response of a 
low-energy building using measurement data from a 
multi-family apartment block located in Copenhagen, 
Denmark. Measurements collected during February and 
July 2018 were analysed, regarding space heating energy 
use, heating temperature set-points, room air 
temperature, CO2 concentration, relative humidity,  as 
well as a unique set of measurements from temperature 
sensors integrated inside concrete elements (internal 
walls and ceiling) at different heights and depths.  
 During the month of February there were periods 
with very different heating temperature set-points and 
resulting heating patterns.  Unusually high set-points led 
to very high temperatures and heating energy use for 
some periods in the month of February. A considerable 
effect of solar gain on indoor air temperature was 
observed both during winter and summer months. With 
the contribution of solar gains and the low heat losses, in 
order for the apartment to maintain a temperature of 21 
°C, it was sufficient that the heating system was turned 
on for 4.75 h every other day. A problem of overheating 
was observed during July. The CO2 concentration and 
relative humidity were within acceptable ranges and the 
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thermal environment was uniform with minimal vertical 
thermal gradients. 
 Comparing the temperature fluctuations achieved in 
the concrete elements to that of the room air temperature 
(defined as 100%), the highest percentages were 
achieved in the non-load-bearing internal wall (100 mm 
aerated concrete), with 87% on average, followed by the 
load-bearing internal wall (200 mm concrete) with 41%, 
and lastly by the ceiling (220 mm hollow core concrete) 
with 30%.  Thereby, all internal concrete masses 
examined may be regarded as active elements and 
contribute to the physically available heat storage 
potential of the building. The phenomenon of delay in 
the thermal response of the concrete element was 
observed.   

The results of this study provide deep insight into the 
thermal response of concrete elements in low-energy 
residential buildings. Important information are shown 
about the thermal behaviour of the structural mass of this 
type of buildings as a storage medium, which should be 
considered when planning a flexible space heating 
energy use to contribute to heat load shifting.  

This research is part of the Danish research project 
“Energy- Lab Nordhavn –New Urban Energy Infrastructures” 
supported by the Danish Energy Technology Development and 
Demonstration Programme (EUDP). Project number: 64014-
0555. 
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Abstract—Inspired by recent advances in data driven methods
from deep-learning, this paper shows how neural networks can
be trained to extract valuable information from smart meter
data. We show how these methods can help provide new insight
into the effectiveness of dynamic time of use pricing schemes.
In addition we show how long-short term memory networks, a
particular form of recurrent neural networks, allows including
the information of dynamic prices to improve the accuracy of load
forecasting. The renewables transition require flexibility sources
to replace the regulation capability of traditional generation.
Buildings have a large capacity to supply part of this flexibility
by adjusting their consumption taking into account the needs of
the energy systems. The use of time-of-use pricing is one of the
simplest form of demand side management, but the effectiveness
of such schemes are often hard to quantify. The smart meter roll-
out is expected to help provide bring about new understanding
of consumption patterns - but methods to analyse the data and
extract the relevant information are needed. The energy domain is
still relying on methods for data analysis that are time consuming,
does not scale and require costly manual handling. The methods
demonstrated learn from real data from a trial with dynamic
time-of-use pricing in London, UK.

Index Terms—Feed Forward Neural Network, Long Short-
Term Memory, Recurrent Neural Network, Classification, Dy-
namic time of use price, load forecasting

I. INTRODUCTION

Data will fuel the transformation of the energy systems that
is accelerating in the developed world in recent years. The
scientific community has reached a consensus on the need of
immediate action to mitigate the damaging effects of human
caused climate change [1] even if the best path towards that
goal is still an open question. The energy systems are thus
seeing an increasing share of the renewable energy production,
primarily solar and wind. The increase in renewables and
the emergence of new technical and market solutions is
pushing further decentralization in the energy systems [2].
Both decentralization and renewable penetration increase the
uncertainty in the operation of the energy systems, and as a
consequence there is an increasing need for, and value of,
flexibility from both production and consumption of energy.
Even though nearly 40 % of energy consumed in the world
is used in buildings [3], this consumption has so far been
happening with little concern to the needs of the production
side. There is unused capacity for flexibility in the consumer
side, but it is not clear how best to activate this latent flexibility.

Methods to activate the latent flexibility in the buildings,
by managing the consumption to fit with the needs of the

intermittent production, can create value for society. The
methods presented in this paper will show how to use data-
driven methods to provide new insights and value from smart
meter data. The contribution comes in form of methods to
evaluate the effectiveness of dynamic pricing schemes and
new methods to include the information of dynamic pricing
to provide better load forecasts. The value of flexibility from
the demand side can be realized since the services provided
by flexible consumption will otherwise have to be realized by
e.g. flexible production or storage. The flexible production is
often based on fossil fuels or curtailment, and the price of
storage is still a hindrance for system wide implementation in
many parts of the world [4]. Flexible consumption is able to
deliver cost effective solutions [4]. It has been shown in [5]
that by using dynamic prices the end consumers can deliver
flexibility. But how do we measure and quantify the effect,
if any, of such pilots or even commercial demand response?
In this paper we develop one such method - based on the
ability to classify and forecast the existence of dynamic pricing
in individual and aggregated load patterns strongly indicates
whether the measure has an effect or not. We also show how
the information of the dynamic prices can be used to improve
the accuracy of load forecasts.

Recent years have seen a massive roll-out of smart elec-
tricity meters across the world creating staggering amounts of
data, [6], data that it would be unrealistic to treat with classical
methods since the expected value that can be extracted from
the data will be too low if much engineering time is needed
for e.g. parameter tuning and model synthesis. Smart meter
data can help unlock the massive potential in flexibility from
the demand side if robust, low-cost, data-driven methods are
available for data analysis. This would be a step towards
fulfilling the promise of the roll-outs that so far are mainly
used as a convenient and cost saving tool for utility billing
purposes - a feature that is of little relevance or value to the
end customers that ultimately pays for the smart-meters; both
installation and privacy infringement costs.

Clustering of customer electrical loads is the subject of
scientific and industrial interest [7][8]. Understanding the
behavior of your customers means understanding how the total
load of the network is going to be and therefore it would be
easier to anticipate future problems. In addition to this, Time
Of Use (TOU) pricing is used by the companies to homogenize
the total consumption and avoid high demands in short periods
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of time.
The methods proposed in this paper will help bring about

the ability to make low-cost accurate forecasts of building
energy consumption and responsiveness to e.g. dynamic pric-
ing. Using this we can realize the capacity for shifting that
consumption - the demand side can become a key component
in the future integrated smart energy systems.

The main contribution of this paper is a binary classifier that
is able to determine Time-Of-Use pricing in private households
using the data-driven go-to method of deep learning, the Feed-
Forward Neural Networks (FFNN). Demonstrating that cus-
tomers can be classified into the two seperate groups directly
from data will give a good indication of the effectiveness
of the pricing scheme. The use of neural networks for load
forecasting of aggregated consumption has been demonstrated
in [9] and [10]. However neither considers including pricing
information in the forecasts. We show how this information
can be handled by the long-short term memory network
leading to an increase in forecasting accuracy.

Including the price information in the forecast model is a
step towards models that can estimate the effect of dTOU
pricing on a single households electricity consumption. This
would be a useful measure of a households energy flexibility.

The remainder of the paper is organized as follows: In sec-
tion II we introduce the data-set from The London Low Carbon
project and define the classification and forecasting problems
that will be examined. Section III present the methodology
used for classification and forecast, while Section IV details
the case study where the methods are applied to the data-set
and present the results of the study.

II. THE LONDON LOW CARBON PROJECT

In the following section an open data-set from London, UK.
is presented. The rich data-set has detailed, high resolution
data from more than 5000 electricity customers during the
course of a full year. During a trial period in 2013 a fifth
of the customers were subjected to price scheme called time
of use, TOU, where the price they payed for electricity was
varied. The time of use pricing was dynamic and we thus use
the term dynamic time-of-use (dTOU) in order to differentiate
from the traditional peak hours time-of-use prices that are
commonplace in e.g. France, and real-time dynamic pricing as
is known from California, USA. The trial aimed to investigate
the responsiveness of the customers to the varying prices.
The customers would be informed of changes from the base
price 24 hours in advance of a change. The data-set includes
consumption measured every half hour as well as the price
reported to the participants of the trial. The data-set is well
suited to show the different techniques for classification and
forecasting, since we have ample labelled data and a large
control group. The data-set is publicly available [11] and
summarized in Table I.

A. Evaluating the effectiveness of dynamic prices

In this paper we will work on extracting value from the data-
set from the London Low Carbon project. Dynamic pricing is

TABLE I
DATA FROM RESIDENTIAL ELECTRICITY CONSUMERS

Data-set #samples Length Pricing Unit
consumptiond 1025 17530 Dynamic kWh
consumptionn 4173 17530 Fixed kWh

priced 1 17530 NA £/kWh

Time

Price / Consumption

(a)
Time

Price / Consumption

(b)

Fig. 1. Daily consumption curves with electricity price of: (a) non-dTOU
customers (b) dTOU customers

a common form of demand response and one of the most
prolific forms found in application so far. A simple form is
one of different prices for specific time periods, typically in
the morning and evening peak hours. This has been in effect in
e.g. France for years. With more complex pricing schemes we
are faced with a problem: How can we asses the effectiveness
of these dynamic pricing schemes? This is a key question to
answer in order to justification of such schemes to regulators
and customers. In our work we propose to start by a simple
grouping of the customers taking part in the London Low
Carbon Project. We will investigate methods for classification
of the customers into the two sub-groups: dynamic time of use
(dTOU) and fixed in terms of their pricing.

B. Dynamic prices for improved forecasting of flexible loads

The availability of accurate information of dynamic pricing
for the customers in the London Low Carbon Project allows
us to examine a second important problem. As the dynamic
prices find use in the real world, traditional methods of load
forecasts are challenged to provide accurate results when these
do not incorporate the pricing information. Efficient ways to
include information of the dynamic prices in forecast models
are needed. This can lead to better forecasts of the load. The
data-set used in this paper is very well suited as a test case
for examining both questions above. In the following section
we will see what methods can be used to get this insight from
the data-set. This is valuable information from smart meter
data that is often lingering in the ever-growing databases of
utilities and system operators across the world.

III. CUSTOMER CLASSIFICATION AND FORECASTING OF
AGGREGATED LOAD

In this section we define method to tackle the problem
of classification of customers and forecasting of loads using
the data-set that was presented in section II. We present two
methods for supervised learning: logistic regression and feed
forward neural networks. These methods use the labels in
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(a) (b)

Fig. 2. Yearly spectrogram of averaged consumption of: (a) non-dTOU
customers (b) dTOU customers

the data that tell us what group the customers belong to
in order to train model that predict which group a random
customer belongs to with a very high accuracy. A method for
unsupervised learning, k-means clustering, is then presented
which can be used in absence of labelled data.

A. Classification in the frequency domain

Methods to divide members from one population into
sub-populations is commonly referred to as classification in
statistics. In this case since the number of sub-populations
are only 2, fixed price and dTOU, we name this a binary
classification problem. The classification problem attempts to
divide a set of data, in our case time series of electricity
consumption, into a number of categories. In the general case
we wish to partition n observations into k categories. Given
a set of observations Xt = {x1

t ,x
2
t . . .x

n
t } (our customers),

where each observation is a d-dimensional time series vector
(the consumption) x1

t = x1
t1 , x

1
t2 . . . x

1
td

, the classification
problem aims to partition the n observations into (k ≤ n)
sets S = {S1, S2...Sk}. In the case of classification of
customer groups we are concerned with k = 2 and the finite
set S = {S1, S2}. A function that solves the classification
problem is thus a function f : X → Y such that

yi =

{
1 if xi

t ∈ S1

0 if xi
t ∈ S2.

(1)

In the following subsection methods to learn approxima-
tion of such functions from the measurement data will be
presented.

1) Fast Fourier Transform: Since the data examined are
expected to contain a great deal of frequency content, e.g.
daily, weekly patterns, the time series was analyzed in the
frequency domain using Fast Fourier Transform. Figure 2
shows the spectrograms of the averaged data for both dTOU
and non-dTOU users. The two plots show several aspects that
can be relevant for training our algorithms. First of all the
seasonality is clearly seen. Both types of customers show the
same trend during the year. The other is the energy biased to
lower frequency events (weekly, monthly) which means that
it might be not necessary to have half an hour sampling to
detect relevant events in consumption.

In order to exploit fully the knowledge gained from the
FFT, we further treated the data for the binary classifiers.
The consumption input was reduced to one week average per
customer of the spectrogram, ending with 168 frequency points

instead of the more than 17000 time samples we had at the
beginning. We will name this new set of observations X̂t with
x̂1
t = x̂1

t1 , x̂
1
t2 . . . x̂

1
tw , with w = 52. The FFT converts the

equidistant samples in discrete time into the frequency domain,
so we can reformulate the classification in terms of frequency
ω of the weekly averages so that

FFT(X̂t) = f(X̂t → X̂ω). (2)

FFT transform our vector of consumptions in discrete time
to its frequency dependent equivalent so that we will now
have X̂ω as training data for our classifier with x̂1

ω =
x̂1
ω1
, x̂1

ω2
. . . x̂1

ωm
, with m = 168. The reduction in dimen-

sionality also ease the training of the neural networks that
otherwise can to suffer from the curse of dimensionality (con-
sider the number of time points as dimensions and compare
then with the number of samples).

2) Logistic Regression: The go to method for two-class
classification is logistic regression [12, pp. 205-206]. The
logistic regression is a linear combination of the new m-
dimensions of the consumption (which are our explanatory
variables) with a set of weights β

p(S1|X̂ω) = σ(βT X̂ω) (3)

and p(S2|X̂ω) = 1−p(S1|X̂ω). Here we have used the logistic
funtion (or logistic sigmoid) σ

σ(a) =
1

1 + e−a
(4)

The parameters of the logistic model can then be found using
maximum likelihood.

3) K-means clustering: In K-Means clustering the aim is
to partition n observations into k clusters (in our case 2)
in which each observation belongs to the cluster with the
nearest mean [12, pp. 424-428]. Recalling a set of observa-
tions x̂1

ω, x̂
2
ω . . . x̂n

ω (our customers), where each observation
is a m-dimensional vector with the frequency points of the
consumption, k-means aims to partition the n observations
into (k ≤ n) sets S = {S1, S2...Sk} so as to minimize the
within-cluster sum of squares. The objective is to find

argmin
S

k∑

i=1

∑

xω∈Si

||xω − μi||2, (5)

where μi is the mean of points in Si. In K-means clustering we
do not require labelled data to do the clustering and K-Means
clustering is thus a case of unsupervised learning.

4) Feed Forward Neural Networks: Artificial neural net-
works is well established for binary classification [13], [14]
and deep neural network techniques allow to train advanced
solutions that can fit extremely well the data. However, if the
comparison is done against a technique like logistic regression
it seems reasonable to try to find if a simple feed forward
neural network can beat its performance. A fully connected
neural network is an algorithm which is based on having all
the units of each layer connected to each of the units on the
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next one. The output of a single node in a neural network is
the weighted sum s of inputs ik

s =
∑

k

ikwk (6)

and some activation function σ(x) applied to the sum so that

σ(s) = σ(
∑

k

ikwk). (7)

If we denote this output of the node z we are ready to put
together multiple layers of nodes The output zj of any node
j is now given by

zj = σ(
∑

k

zkwk→j). (8)

Back propagation is then used to compute the gradient of the
weights w, and the training of the neural network uses stochas-
tic gradient descent where weights are updated incrementally
in the direction of change that has the desired change in error
E so that

wi→j =wi→j − η
∂E

∂wi→j
. (9)

A typical measure of the error E is the quadratic cost or
distance between network output h(�xi) and the observed
output yi so that E =

∑
i(h(�xi) − yi)

2. This error is also
used in the case study in chapter IV.

B. Forecasting Load accounting for dTOU

A widely used model for handling sequential data is the
Recurrent Neural Network (RNN) [15]. A RNN model can be
thought of as a normal neural network unrolled in many copies,
one for each time-step, where each copy passes information to
its successor. A limitation of RNN’s are clearly shown in the
cases of long-term dependencies. In such cases, information
gradually vanish when passing through each layer, making
the layers train very slowly. This is known as the vanishing
gradient roblem [16].

1) LSTM: Long Short Term Memory (LSTM) Networks,
as introduced by Hochreiter & Schmidhuber (1997) [17], are
a special type of RNN with this particular capability - learning
long-term dependencies. In brief, their main differentiation
from simple RNN’s is that they include special ’gate’ layers
that handle those dependencies:

• the ’forget gate layer’ is responsible for deciding what
information is thrown away from the cell state.

• the ’input gate layer’ is responsible for deciding what
information is stored in the cell state.

• the ’output gate layer’ is responsible for deciding what
information is output.

2) LSTM network design: The first step for implementing
the LSTM forecaster was to transform the aggregated con-
sumption sequence of regular customers into sub-sequences
depending on the window that the forecasting is based on.
For example, if the trained model needs as input the aggre-
gated consumption of the previous day, the training samples’

TS

P
w

t = 0

t = 1

t = 2

Window
Prediction

Time Sequence

Fig. 3. window roll scheme for sub-sequence extraction for LSTM.

dimensions are 48 × #features, which in the first case is
#features = 1. An example can be seen in Figure 3.

After every LSTM layer, a Dropout layer was added to avoid
over-fitting, which was succeeded for every model training. A
grid search was performed to derive the best combination of
hyper-parameters in the following manner:
We trained for 100 epochs models with the following combi-
nations:

• BATCH_SIZE ∈ [256, 512]

• WINDOW ∈ [1, 2, 7]
• NUMBER_OF_LAYERS ∈ [1, 2]

• NUMBER_OF_HIDDEN_UNITS ∈ [50, 100, 200]

The performance measure and loss function of the fore-
casters is the Mean of the Squared Error (MSE). We saved
all models, training logs, and “forecasted vs expected” plots
and chose as the best the one with the lowest test MSE.
The structure best forecaster for aggregated consumption is
based on only 1 day window and shown in Figure 4. Af-

Fig. 4. Structure of best performing LSTM forecaster.

terwards, we trained the best one for 200 more epochs, but
the performance remained the same, even after adding the
ReduceLROnPlateau Keras callback [18] which reduces
the learning rate when the validation error became stable.

3) Include knowledge of dTOU pricing to the forecaster:
In the dynamic price trial [19], customers where made aware
of potential price increases one day ahead, so naturally we
wanted to include that knowledge to the model in order to be
able to forecast the aggregated consumption of the customers
that were under the dTOU pricing scheme. In order to do that,
the training sub-sequences were of shape 48 × 3, where the
first dimension is the consumption (C), the second is the price
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value (T ) of the current time-stamp sequence, and the third
is the price value of the time-stamp sequence of 1 day ahead,
i.e.:

Xt =

⎡
⎣

CCCt:t+48

TTT t:t+48

TTT t+48:t+96

⎤
⎦
T

, yt = CCCt+49 (10)

IV. CASE STUDY AND APPLICATION RESULTS

In the following section the methods presented in section
III are applied to the open data-set from London, UK that was
presented in section II. The results show that the application
of the data-driven methods based on neural networks compare
favorably to benchmark methods. We show that the feed-
forward neural network beats the performance of logistic
regression, and that the LSTM network is able to use the
information of dynamic time-of-use pricing to improve on the
accuracy of the forecasted load.

A. Classification of dTOU consumers
The data-set was split into train and test set 90% and

10% respectively. For the logistic regression training the
optimization has been balanced according to the number of
occurrences for each class (dTOU ∼ 20% of the total data-
set). Confusion matrices are calculated over the test set. For the
same realization, FFNN is used with the following parameters
in Tables II and III. Class weight is also done because of
the unbalanced data and early stop is active. The confusion

TABLE II
LAYERS OF THE FEED FORWARD NEURAL NETWORK.

Layer Units In Units Out Activation Dropout
In - 168 - -

HL 1 168 128 ReLU No
HL 2 128 64 ReLU Yes
Out 64 2 Softmax -

matrices are shown in Figure 5 and the Equitable Threat Scores
(ETS) [20, pp. 35] are shown in table IV. It can be seen that
the unsupervised solution K-Means doesn’t perform well at
all, giving to almost all the customers the same labelling (in
this case dTOU). However, the logistic regression fits the data
much better, presenting a 0.95 true positive parameter and 0.97
true negative for one realization. FFNN also performs well,
beating the performance of the logistic regression according
to the confusion matrix. FFNN performs better for all the tried
subsets of data. However, in terms of computational time,
logistic regression only needs ∼ 830ms to be trained while
the neural network spends ∼ 3.3s. The hyperpararmeters of the
FFNN was found by a grid search as specified in Table V. The
best combination found was one hidden layer of 128 units with
a batch size of 512 samples. The learning rate was set to 0.01.
To verify the performance 10-fold cross validation was done
with the logistic regression, the first FFNN shown in Table
II and the one layer simplified version version of the FFNN.
The result of the cross validation is shown in Figure 6 The
performance of the new FFNN is still better than the classic
regression but dropping from 30s to 2s of computational time
compared to the more complex solution.

TABLE III
HYPER-PARAMETERS OF THE FEED FORWARD NEURAL NETWORK.

Parameter Value
Optimizer Adam
Learning Rate 0.0005
Regularization 0.0001
Batch Size 64

TABLE IV
PERFORMANCE OF FORECASTERS

Method ETS Training time [sec]
K-means 0.016 4.93

Logistic regression 0.765 0.83
Feed Forward Neural Network 0.826 3.34

TABLE V
GRID SEARCH OF THE FEED FORWARD NEURAL NETWORK

HYPER-PARAMETERS.

Parameter Value
Learning Rate 0.0005-0.01
Batch Size 64-512

B. LSTM for aggregated load forecasting

In this case we consider the aggregated load of all users.
This is done since the forecasting problem is greatly sim-
plified. The focus of the work is to show how the price
information can be included to obtain an improvement of
the results. As is standard practice in machine learning,
before training the data was standardized before training (zero-
mean and unit-variance). The Mean Squared Error of the
aforementioned best forecaster evaluated on 1752(≈ 36 days)
’future unseen’ aggregated consumption is 250.502, with run-
time of 9.86sec/epoch on the EC2 g2.2xlarge instance. The
dTOU pricing was included to increase forecasting accuracy.
After training the LSTM with price forecaster with the best
configuration(derived with grid search), it yielded MSE of
41.269, with run-time of 10.2sec/epoch on the EC2 g2.2xlarge
instance. LSTM’s performed very well on the aggregated load
forecasting problem as expected. The LSTM implementation
was able to handle the inclusion of dynamic pricing informa-
tion in a straightforward manner.

TABLE VI
PERFORMANCE OF FORECASTERS

Method MSE Training time [sec / epoch]
LSTM 250.502 9.86

LSTM with price 41.269 10.2

V. CONCLUSION AND FUTURE WORK

In this paper we have shown how me thods from the rapid-
developing field of machine and deep learning can be applied
for analysis of the ever increasing volumes of Smart meter
data. The method for classification of customers is a useful
tool for electricity retailers and others working with dynamic
pricing, e.g. aggregators, pilot programs and R&D projects and
demonstrations to establish the effectiveness of the dynamic
prices. The LSTM networks provides a way to include price
information for increased accuracy in the load forecasts.
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(a) (b) (c)

Fig. 5. Confusion matrix of binary classifiers: (a) K-Means clustering (b) Logistic Regression (c) Feed Forward Neural Network.

Fig. 6. Results of 10-fold cross validation of the entire data set, for K-means,
Logistic regression and Neural Network

Further work could include expanding the classification from
the binary case to a more general measure of the elasticity
of the individual customers. Further applications would also
be interesting since similar data-sets from other studies are
available. Since the results obtained show promise, it would
be interesting to see if transfer learning methods would ease
the training of new models based on these data-sets.

Multi-task learning, where we would train a set of shared
and a set of individual layers for different customers is another
approach that would be very interesting to apply.

REFERENCES

[1] S. Chu, Y. Cui, and N. Liu, “The path towards sustainable energy,”
Nature Materials, vol. 16, pp. 16–22, Dec 2016.

[2] P. Pinson, T. Baroche, F. Moret, T. Sousa, E. Sorin,
and S. You, “The Emergence of Consumer-centric Electricity
Markets,” Tech. Rep. [Online]. Available: http://pierrepinson.com/docs/
pinsonetal17consumercentric.pdf

[3] International Energy Agency (IEA) and International Partnership for
Energy Efficiency Cooperation (IPEEC), “Building Energy Performance
Metrics Supporting Energy Efficiency Progress in Major Economies,”
Tech. Rep., 2015. [Online]. Available: https://www.iea.org/publications/
freepublications/publication/BuildingEnergyPerformanceMetrics.pdf

[4] D. Newbery, “Shifting demand and supply over time and space to
manage intermittent generation: The economics of electrical storage,”
Energy Policy, vol. 113, pp. 711–720, 2 2018.

[5] G. Le Ray, E. M. Larsen, and P. Pinson, “Evaluating price-based demand
response in practice - with application to the EcoGrid EU Experiment,”
IEEE Transactions on Smart Grid, pp. 1–1, 2016.

[6] S. Zhou and M. A. Brown, “Smart meter deployment in Europe: A
comparative case study on the impacts of national policy schemes,”
Journal of Cleaner Production, vol. 144, pp. 22–32, 2 2017.

[7] G. Chicco, R. Napoli, and F. Piglione, “Comparison among clustering
techniques for electricity customer classification,” in Transactions on
power systems, vol. 21, no. 2. IEEE, 2006, pp. 933–940.

[8] F. Biscarri, I. Monedero, A. Garca, J. Guerrero, and C. Leon, “Electricity
clustering framework for automatic classification of customer loads,” in
Expert Systems with applications, vol. 86. Elsevier, 2017, pp. 54–63.

[9] S. Ryu, J. Noh, and H. Kim, “Deep Neural Network Based Demand
Side Short Term Load Forecasting,” Energies, 2016.

[10] H. Shi, M. Xu, and R. Li, “Deep Learning for Household Load
Forecasting A Novel Pooling Deep RNN,” IEEE Transactions on Smart
Grid, 2017.

[11] J. R. Schofield, R. Carmichael, S. H. Tindemans, M. Bilton, M. Woolf,
and G. Strbac, “Low Carbon London project: Data from the dynamic
time-of-use electricity pricing trial, 2013,” 2015. [Online]. Available:
https://discover.ukdataservice.ac.uk/doi?sn=7857-1

[12] C. M. Bishop, Patterns Recognition and Machine Learning. Springer-
Verlag New York, 2006.

[13] I. Stuart, S. Cha, and C. Tappert, “A neural network classifier for junk
e-mail,” in Proceedings of Student/Faculty Research Day, CSIS, Pace
University, 2004.

[14] E. Silva, H. Brandao, and D. Castilho, “A binary ensemble classifier for
high-frequency trading,” in International Joint Conference on Neural
Networks. IEEE, 2015.

[15] F. M. Bianchi, E. Maiorino, M. C. Kampffmeyer, A. Rizzi, and
R. Jenssen, “An overview and comparative analysis of Recurrent
Neural Networks for Short Term Load Forecasting,” 2017. [Online].
Available: https://arxiv.org/abs/1705.04378

[16] S. Hochreiter, “The Vanishing Gradient Problem During Learning Re-
current Neural Nets and Problem Solutions,” International Journal of
Uncertainty, Fuzziness and Knowledge-Based Systems, vol. 06, no. 02,
pp. 107–116, 4 1998.

[17] S. Hochreiter and J. Schmidhuber, “Long short-term memory.” Neural
computation, vol. 9, no. 8, pp. 1735–80, 11 1997.

[18] “Callbacks - Keras Documentation,” https://keras.io/callbacks/.
[19] J. R. Schofield, R. Carmichael, Tindemans, M. Bilton,

M. Woolf, and G. Strbac, “Residential consumer
responsiveness to time-varying pricing - Report A3 for
the Low Carbon London,” 2014. [Online]. Available: https:
//spiral.imperial.ac.uk/bitstream/10044/1/21252/2/LCL%20Learning%
20Report%20-%20A3%20-%20Residential%20consumer%
20responsiveness%20to%20time%20varying%20pricing.pdf

[20] I. T. Jolliffe and D. B. Stephenson, Forecast verification : a practitioner’s
guide in atmospheric science. John Wiley & Sons, 2012.

������������������������ 





[Paper E] Data-driven study on individual occupant
comfort using heating setpoints and window openings
in new low-energy apartments - preliminary insights

Authors:
Lucile Sarran, Morten Herget Christensen, Christian Anker Hviid, Andrea Marin Radoszynski,
Carsten Rode and Pierre Pinson

Published in:
E3S Web of Conferences Clima 2019: 13th REHVA World Congress

DOI:
10.1051/e3sconf/201911104063

91



 
 
General rights 
Copyright and moral rights for the publications made accessible in the public portal are retained by the authors and/or other copyright 
owners and it is a condition of accessing publications that users recognise and abide by the legal requirements associated with these rights. 
 

 Users may download and print one copy of any publication from the public portal for the purpose of private study or research. 

 You may not further distribute the material or use it for any profit-making activity or commercial gain 

 You may freely distribute the URL identifying the publication in the public portal 
 
If you believe that this document breaches copyright please contact us providing details, and we will remove access to the work immediately 
and investigate your claim. 
  
 

   

 

 

Downloaded from orbit.dtu.dk on: apr. 23, 2020

Data-driven study on individual occupant comfort using heating setpoints and window
openings in new low-energy apartments – preliminary insights

Sarran, Lucile ; Christensen, Morten Herget ; Hviid, Christian Anker ; Radoszynski, Andrea Marin ; Rode,
Carsten; Pierre, Pinson
Published in:
E3S Web of Conferences

Link to article, DOI:
10.1051/e3sconf/201911104063

Publication date:
2019

Document Version
Publisher's PDF, also known as Version of record

Link back to DTU Orbit

Citation (APA):
Sarran, L., Christensen, M. H., Hviid, C. A., Radoszynski, A. M., Rode, C., & Pierre, P. (2019). Data-driven study
on individual occupant comfort using heating setpoints and window openings in new low-energy apartments –
preliminary insights. E3S Web of Conferences, 111, [04063]. https://doi.org/10.1051/e3sconf/201911104063



* Corresponding author: lucjsar@byg.dtu.dk 

Data-driven study on individual occupant comfort using 
heating setpoints and window openings in new low-energy 
apartments – preliminary insights 

Lucile Sarran1,*, Morten Herget Christensen2, Christian Anker Hviid1, Andrea Marin Radoszynski2, Carsten Rode1, 

and Pierre Pinson2  

1Department of Civil Engineering, Technical University of Denmark, Kongens Lyngby, Denmark 
2Department of Electrical Engineering, Technical University of Denmark, Kongens Lyngby, Denmark 

Abstract. This work suggests a method to evaluate residential building occupants’ neutral 

temperature in winter based on their interaction with their heating system. [1] 

This study applies the developed method on eight new, low-energy apartments in Copenhagen, 

Denmark. A set of indoor temperature, heating setpoint, window opening and floor heating valve 

opening data was collected from mid-January to the end of April, spanning through a large part of the 

Danish heating season. Semi-structured interviews were performed with occupants of three of the 

eight apartments in order to understand their use of their heating system. 

This preliminary study permits to highlight the potential and the current limitations of the proposed 

method, both for neutral temperature estimation as such and for applications in optimizing the energy 

flexibility provided by the building. This article suggests directions for further elaboration of the 

model. The main two influential factors highlighted here affecting setpoint adjustment are the 

occupants’ acceptability of temperature variation and their ability to control the heating system. 

1 Introduction  

The residential building sector accounted for 26% of the 

final energy consumption of the European Union in 2016 

[1]. The need to reduce the residential energy 

consumption has led in Denmark to stricter building 

regulations, and consequently to the appearance of new 

low-energy residences sharing certain characteristics: 

high levels of insulation and airtightness, large thermal 

mass, large glazed surfaces, as well as energy-saving 

building systems such as floor heating [2]. 

These new residential buildings are also expected in a 

close future to tackle the issue of the stability of energy 

systems including a high share of renewable energy 

generation. Buildings, because of their large energy 

consumption and their thermal inertia, are increasingly 

seen as a source of flexibility for the energy grid. For this 

to be possible, the distribution system operators must be 

able to know with a given certainty when and for how long 

households need to consume energy before occupants’ 

comfort starts to degrade – which implies that the latter 

must be accurately defined. 

However, it is widely recognized that there exists a 

gap between the predicted energy consumption of a 

building and its actual consumption once in use, and that 

occupant behavior bears a large responsibility in this gap 

[3, 4]. Preferences in terms of indoor conditions are 

indeed extremely variable from person to person and from 

dwelling to dwelling [5, 6]. Moreover, new building 

system types, seldom present in older houses and 

apartments, are unknown to many occupants. They are 

sometimes perceived as being more complex to use than 

their predecessors [7]. 

There is therefore a critical need for a method to 

investigate building inhabitants’ comfort preferences at 

the individual level, in order to be able to design flexibility 

strategies that do not threaten occupants’ comfort and 

well-being.  

Defining occupants’ comfort temperature range is 

mostly studied in a statistical way, starting from Fanger’s 

PMV model [8]. The adaptive comfort theory [9] focuses 

mainly on office buildings, but some studies have also 

been made on residential cases, showing a wider and in 

some places lower comfort range than in offices [10, 11]. 

The adaptive theory has also been adapted to winter 

conditions by Peeters et al. [12]. Both PMV and adaptive 

theories intend to define the indoor conditions that are 

accepted by the majority in a large population, but do not 

go down to the individual occupant’s level. 

On the contrary, personal comfort models, such as 

those detailed by Kim et al. [13], aim at being applicable 

to any individual occupant. Most of them are directed 

towards office spaces and rely on indoor climate 

measurements combined with thermal sensation  

questionnaires [14–16], which can only be administered 

in relatively small samples and can be quite intrusive. 

With the emergence of smart thermostats, a large 

amount of insider data is potentially available about 
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occupants’ actual comfort-regulating actions, permitting a 

better understanding of their individual thermal comfort 

preferences. Huchuk [17] collected indoor climate data as 

well as setpoint data from over 10.000 ecobee smart 

thermostats and concluded on the effect of seasons and 

climate region on users’ preferences. Setpoint changes 

can in addition be used as an indicator of thermal 

discomfort, as done by Wyon et al. [18] in a covert field 

study: the impact of a disabled heat pump controller on 

occupants’ thermal comfort was evaluated by comparing 

the total number of heating setpoint adjustments during 

that week to that of a prior week. We believe that such a 

resource could be used further to improve the existing 

understanding of occupant comfort in homes and operate 

building systems accordingly in a flexible way. 

This study presents a method to evaluate occupants’ 

neutral temperature in winter based on their interaction 

with heating systems, together with an analysis of 

potential biases coming from non-optimal use, window 

opening and other adaptive strategies. The consequences 

of this behavior on the apartments’ flexibility potential is 

also presented. The case study is a new apartment building 

located in Copenhagen, Denmark. This paper presents a 

preliminary investigation carried out on several 

apartments in this building, comprising both sensor data 

collection and semi-structured interviews. 

2 Methods 

2.1 Case study building and apartments 

The case study building is an apartment block located in 

Nordhavn, Copenhagen, Denmark, that has been occupied 

since October 2017. Eight apartments were chosen, 

located on the same side of the building and therefore with 

similar orientation (Fig. 1). For reasons of confidentiality, 

the apartments and their respective occupants will here be 

called Apartment / Occupant A, B…, H, and the use of the 

feminine gender will be used for all occupants. The 

apartments have a similar structure but present some 

differences, seen on Table 1 and Fig. 1. The apartments 

are equipped with floor heating in all rooms. In each 

room, heating is controlled via a screen located by the 

door displaying the indoor temperature as well as an 

adjustable setpoint. When the setpoint is higher than the 

indoor temperature by at least 0.5°C, a pictogram appears 

and the floor heating valve opens. Moreover, the screen in 

each room also displays the local CO2 concentration and 

relative humidity. 

The balcony door in the living room is equipped with 

a sensor recording door openings; when the door is 

opened, instruction is given to the heating system to 

practically decrease the heating setpoint to 12°C, which 

triggers a heat cut-off. In the period where data was 

recorded, the system failed to restitute the latest setpoint 

after the balcony door was closed, and automatically reset 

the setpoint to 21°C. 

This study focuses on indoor conditions and occupant 

behavior in the living room (colored on Fig. 1). 

2.2 Data description  

Two sources of data were used. The first dataset came 

from a number of sensors that were set up in the eight 

investigated apartments. Data was collected in the 

occupied apartments from January 18th to April 30th 2018, 

covering part of a heating season. An overview of the data 

collected from these sensors is presented in Table 2. 

The second source of data was qualitative data 

collected during interviews carried out with occupants of 

three of the eight apartments (A, B and C). Interviews 

with Occupants A and B were carried out in person while 

the interview with Occupant C was carried out over the 

telephone. The interviews were semi-structured and the 

data consisted in interview transcripts. An interview guide 

was built in advance, with points of interest to touch upon 

gathered in four categories: personal background and 

moving process; opinion of the apartment; technical 

installations; control possibilities and smart systems. The 

interviews were carried out in Danish. 

2.3 Data preparation and processing 

 As described earlier, a balcony door opening was 

identified in the setpoint data by a data point at 12 °C, 

followed by a data point at 21 °C when the door was 

closed again. The decrease of setpoint to 12 °C was 

excluded from the data, and the point at 21 °C was also 

excluded if another setpoint change was recorded within 

the 6 hours following the closing of the balcony door. Past 

Data type Frequency of data points 

Air temperature (°C) Every 5 minutes 

Temperature setpoint (°C) Triggered by a change 

Balcony door opening Triggered by a change 

Heating valve opening status Every 15 minutes 

Apartment A B C D E F G H 

Living room type 1 2 1 1 1 1 1 1 

Floor 4 0 1 0 2 4 5 5 

3rd bedroom No No Yes No No Yes Yes No 

Extra room above No No  No No No No Yes Yes 

Fig. 1. Representative floor plans: living room type 1 with blue 

hatched 3rd bedroom (left), living room type 2 (right) 

N 

Table 1. Overview of the investigated apartments Table 2. Overview of the data collected from sensors 
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this period, it was considered that the occupant had 

deliberately let the setpoint decrease to 21°C, and 

therefore this change was recorded as a behavioral 

feature. 

When comparing the occurrence of punctual events 

(window openings, changes in setpoint) with temperature 

data (collected at fixed intervals), the last value of the 

temperature was brought forward and given the 

timestamp of the punctual event. 

The interviews were recorded and transcribed 

manually. The transcribed interviews were loaded into the 

qualitative data analysis software MaxQDA and coded.  

2.4 Simple neutral temperature estimation  

The method for estimating occupants’ neutral temperature 

presented here is based almost literally on the adaptive 

principle: “if a change occurs such as to produce 

discomfort, people react in ways which tend to restore 

their comfort” [9]. Focus was put on setpoint changes in 

the heating season, explaining them in this model by a 

proportional discomfort. The idea behind this theory is the 

following: the larger the discomfort, the larger the 

setpoint change, and therefore a large setpoint change 

implies that the neutral temperature is far from the current 

indoor temperature. As a result, the relation between the 

indoor temperature Tind and the corresponding positive or 

negative setpoint change ΔTset was approximated by a 

linear relation:   

 

   𝑇𝑖𝑛𝑑 = 𝑎 × ∆𝑇𝑠𝑒𝑡 + 𝑇𝑛          (1) 

 

The neutral temperature Tn is the temperature at which 

there is no need for a setpoint change (the intercept of the 

linear relation). 

The slope and intercept were obtained by performing 

a linear regression on the sensor data points. 

It is however shown in literature that multiple factors 

impact occupants’ feeling of comfort on top of the indoor 

air temperature: radiant surface temperature, air speed, 

metabolic rate, clothing level and relative humidity in 

Fanger’s PMV model [8], or outdoor temperature in the 

adaptive comfort theory [9]. Since the goal of this paper 

is to estimate comfortable indoor conditions by using 

easily available data, these parameters were not 

considered in the present model. Therefore, the calculated 

neutral air temperature must be complemented by a 

comfort range in which occupants can feel comfortable 

depending on the value of the previously mentioned 

factors. The following section will propose different 

possible ranges, calculated as different inter-percentile 

ranges of the distribution (central 50% to 90% ranges).  

3 Results 

3.1 General picture of indoor temperature 

Fig. 2 show the probability density functions (PDF) of the 

indoor air temperature for the 8 apartments. Even though 

the considered living rooms are similar in size and 

orientation, the observed indoor air temperature 

distributions are very variable. Apartment C has a very 

narrow temperature distribution, and so do Apartments B 

and F to a lesser extent. Some apartments show large 

temperature variations along the winter, as Apartments D 

and G. In Apartments A, E and H, most of the winter is 

spent in a 3-degree temperature range. The average indoor 

air temperature varies a lot from apartment to apartment. 

These dissimilarities can partly be explained by the 

differences exposed in Table 1, but are also a reflection of 

differences in occupancy (number of occupants and 

schedules), as well as the occupants’ different preferences 

and heat control strategies. 

3.2 Simple neutral temperature estimation 

Fig. 3 shows the setpoint changes performed during the 

winter season and the indoor temperature at which they 

were performed. The regression line is shown, as well as 

the calculated neutral temperature Tn. Several potential 

comfort ranges are shown, represented at the intersection 

of the colored regions (inter-percentile ranges 

corresponding to the central 50% to 90% ranges of the 

distribution) with the x-axis. 

The y = -x line (black dotted line) is also drawn (for 

reasons of visibility, the x and y axes have different 

scales), representing the following situation: if one feels 

two degrees too cold, one increases the heating setpoint 

by two degrees (no matter what the original setpoint was 

and how it compares to indoor temperature). The slope of 

the regression line for all eight apartments seems to show 

that occupants react much more strongly to uncomfortable 

indoor temperatures. One explanation to this slope is the 

defective reset of the heating setpoint after a window 

opening, probably making large setpoint increases and 

decreases (to and from 21 °C) more frequent than 

normally – even though the data filtering described in 

Section 2.3 partially eliminates this bias. 

The steep regression slope is also due to the fact that 

for all apartments, there is a range of temperatures around 

the neutral temperature where both positive and negative 

setpoint changes are registered. This shows that many 

factors influence one’s comfort perception and actions on 

heating, which will be investigated further in this article.  

Even though they were recorded during the same 

period, the number of setpoint changes varies a lot from 

apartment to apartment. The 8 cases can be grouped in 3 

Fig. 2. Probability density functions of indoor air temperature in 

the living room 
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categories: apartments with many setpoint changes and a 

small spread (C and H), apartments with few setpoint 

changes and a large spread (B, D, E, F and G) and 

apartments with many setpoint changes and a large spread 

(A). 

The first category could be interpreted as occupants 

with a large level of control of their indoor environment 

and precise expectations from it, who are able to adjust 

the setpoint to fit their well-defined preferences. The 

second category can be seen as occupants with a larger 

acceptability or larger adaptation capacity, who do not 

consider that they need to act more on their indoor 

environment to be comfortable. The third category seems 

to reflect an occupant with a very active interaction with 

the floor heating system, but who does not achieve a stable 

temperature, which may reveal a misfit between the 

occupant’s wishes and the performance provided by the 

heating system. The next section will investigate further 

one apartment in each of these categories (A, B, and C). 

3.3 Further explanation of setpoint changes 

3.3.1 Analysis of setpoint and window opening data 

Fig. 4 shows the actual setpoint changes and the indoor 

temperature at the moment of the change for Apartments 

A, B and C. Setpoint changes are represented by an arrow 

from the original setpoint to the final setpoint. Blue 

arrows represent a setpoint decrease while red arrows 

represent a setpoint increase. In the red area, heat is on 

(Tset > Tind + 0.5 °C) while it is off in the blue area. The 

middle zone shows the heating dead-band. 

In all three apartments, a large part of the setpoint 

changes occur from or to 21°C, which in most cases 

corresponds to a balcony door opening without setpoint 

adjustment during 6 hours after the closing. This can to 

some extent be interpreted as a negligence from occupants 

(and therefore constitute a bias in the data), but can also 

be seen as a deliberate strategy to cool down the apartment 

for a period.  An element supporting this last hypothesis 

is the small share of setpoint decreases that do not end at 

21°C: 13 (25%) for Apartment A, 3 (20%) for Apartment 

B and 5 (24%) for Apartment C: not increasing the 

setpoint after a window opening is the main way to 

decrease indoor temperature. 

Occupant A is from far the one interacting the most 

with heating setpoints. However, most of these 

interactions consist in changes from 21°C to 24°C and 

back, which mainly shows that Occupant A did not restore 

the original setpoint shortly after a window opening, but 

still had a routinized practice of setting it back to 24°C. 

She did so even when this action did not result in turning 

heat on (when the indoor temperature was already above 

23.5°C).  

For indoor temperatures below the calculated neutral 

temperature, a subsequent part of the setpoint increases 

(57% for Apartment A, 56% for Apartment B and 30% 

for Apartment C) result in turning heat on by setting the 

setpoint more than 0.5°C above indoor air temperature. In 

many cases, this implies increasing the setpoint above the 

usually chosen setpoint, which shows a deliberate attempt 

to turn heat on. This is an additional explanation to the 

steep slope of the regression lines drawn in Fig. 3: when 

feeling cold, occupants increase the heating setpoint until 

triggering the opening of the floor heating valve, in order 

to achieve a change. Apartment C is the one with the 

largest number of setpoint increases that do not start from 

21°C, potentially revealing a dissatisfaction with the 

current setpoint and a search for a better option. 

Fig.  5 shows the probability density function of 

indoor air temperature when only considering the time 

points when occupants open the living room window 

(balcony door) for more than 3 minutes (colorful bars and 

curve). The gray bars and curve represent the overall 

probability density function of indoor air temperature on 

the considered period (it is the same data as on Fig. 2). In 

Apartments A and B, the distribution of points 

corresponding to a window opening has a similar shape to 

the general distribution, but shifted by about 1.5°C 

Fig. 3. Amplitude of setpoint changes, corresponding indoor temperature and neutral temperature estimation 
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towards warmer temperatures, showing that warm indoor 

temperatures are a trigger to window opening. In 

Apartment C, the distribution in temperature of window 

openings is more spread than the general distribution, 

showing an overrepresentation of window openings for 

cold indoor temperatures, as well as for warm indoor 

temperatures (window opening is then expected to be a 

consequence of warm conditions). 

 

3.3.2 Further insights from interviews 

Occupant A used to live in a house with radiators, and she 

had difficulties adapting to the long time constant of floor 

heating. She felt this had to a certain extent discouraged 

her from regulating heating via the setpoint panel: 

“But I haven’t used it [the panel] a lot. Because 

there go so many hours before it works. So I just 

put on a sweater” – Occupant  A 

She also kept mentioning “turning on” and “turning 

off” floor heating. She was not very familiar with the idea 

of setpoint, and attached importance to the floor being 

warm as an indicator of the system working as expected. 

“I mean, it has to be really cold for me to turn it 

on. It is not so often that I have it on in the living 

room. […] Even though I think it would be nice, 

if the floor was warm sometimes.” – Occupant A 

She acknowledged sometimes forgetting to increase 

the setpoint again after closing the window. 

“Sometimes I say okay, I try to turn it on. So it is 

on, and then, because, you know, I need some 

fresh air, or to use the balcony, I open the door - 

and then I forget I turned it on, and so it is back to 

21°C” – Occupant A 

She also mentioned having to open windows in the 

winter to cool the house down due to regulating problems: 

“For example, I had turned it on, and then my 

children came to visit, and it was just so warm that 

they had to open the windows to just be able to… 

- In the middle of the winter? 

- Yes! [laughs] Because, I mean when it 

becomes 26-27 degrees, it is just too warm”             

– Occupant A 

Occupant B understood perfectly how heating was 

regulated based on indoor temperature. She was not 

particularly enthusiastic about it, but did not consider it a 

big issue – and did not mention the large time constant as 

a problem either. 

 “I mean. It works the way it should… but there is 

no guarantee to get heat. Or you should turn it up 

higher than air temperature [laughs]. And then 

there would only be heat in the floor as long as the 

air temperature is below, right. It is a bit…but I 

mean, it is fine, it is the right way to save energy 

– floor heating, I mean”. – Occupant B 

She chose to operate all rooms at the same 

temperature, meaning that the common setpoint could be 

chosen based on conditions in any room. 

Fig.  5. Probability density function of indoor temperature all winter long (grey) and at the moment occupants open windows (color) 

Fig. 4. Temperature setpoint, corresponding indoor temperature and calculated neutral temperature 
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“We run the whole house with the same 

temperature. Yes, I think it somehow makes more 

sense than if you for example set a higher 

temperature in the bathroom – if you leave the 

door open then it keeps running in there.”                 

– Occupant B 

Occupant B also showed an interest in finding 

alternative ways to get fresh air without having to open 

the windows, in order not to waste energy. She found it in 

the small openings present on top of all windows: 

“We do have to get some fresh air inside, and I 

think that it [venting openings] is a very nice way 

to get a little bit of air inside without getting too 

much, right, without having to open the window 

and so on. We have a lot of those that we can 

open.” – Occupant B 

Occupant C had difficulties regulating the 

temperature. The main problem according to her was the 

temperature asymmetry within the living room: 

“It is a bit as if it was either on or off. So…close 

to the window, it is typically cold, and then you 

have to increase the temperature [setpoint] a lot 

before it starts to heat, and then it is almost too 

warm in the apartment.” – Occupant C 

Occupant C therefore did not manage to find the 

setpoint guaranteeing the most comfortable solution. She 

tried different setpoints one after the other but without 

result so far. 

“We have tried to increase by half a degree at a 

time, and then say, we try half a degree higher for 

three-four days and see how it works. So suddenly 

it turns on, and so it just gets really warm in the 

apartment. We tried to […] be a bit patient. But I 

mean, we had a sauna for three days [laughs]. On 

the fourth day [we said]: no, it just doesn’t work.”                     

– Occupant C 

Occupant C had a defective ventilation system for a 

period, and therefore she had to open windows to get fresh 

air – which can explain the spread distribution on Fig.  5. 

“I have opened the window and I often create a 

draft, because ventilation doesn’t work so well. 

[…] In winter I just do it for a shorter time 

[laughs]” – Occupant C 

3.3.3 Conclusion on heating regulation 

A deeper analysis of setpoint changes and of occupants’ 

own words reveal a number of factors other than 

temperature-induced discomfort with an influence on 

occupants’ interaction with heating systems, and that 

should be included in setpoint change interpretation. 

The complementary data regarding Apartment A 

confirms the hypothesis formulated based on Fig. 3: 

Occupant A has difficulties controlling the indoor 

temperature by adjusting setpoints. The main problem for 

her lies in the long response time of the floor heating 

system. Occupant B did not express particular concerns 

regarding the heating system and has understood that she 

is not expected to interact much with setpoints. The 

interpretation made out of Fig. 3 regarding Apartment C 

shows to be partially wrong: even though there is little 

temperature variation in the living room according to the 

sensor data, Occupant C experiences temperature 

asymmetry within that room, which results in 

dissatisfaction and frustration towards heating control. 

In this precise building, technical failure of the 

setpoint panel after window closing has a large influence 

on the number and nature of setpoint changes. Routine is 

also a factor to consider and to identify from the data. It is 

important as well to acknowledge that some occupants are 

not familiar with the concept of setpoint, and will adjust 

them just enough to “turn on” or “turn off” heating. 

3.4 Application: flexibility potential 

A simple scheme for “desirable flexible behavior” of 

apartments connected to the Copenhagen district heating 

system has been examined by the greater Copenhagen 

utility HOFOR as part of the EnergyLab Nordhavn project 

[19]. In this work, they define two periods for typical peak 

hours (06-09.00, and 17-20.00) where shifting of load to 

off-peak hours would be beneficial in terms of both 

system cost and environmental impact – the peak load 

currently being covered by expensive and polluting fossil-

fired burners.  

Fig.  6 shows the 10 – 90 % temperature quantiles for 

all days in the period divided into 30-minute intervals 

(red). Also shown is the total number of valve openings 

of the living room floor heating system (blue) and the 

positive setpoint changes of the occupants in the living 

room (green). The valve openings represent the moments 

of the day where the floor heating system is used – and 

thus where there is a potential for flexible consumption. 

The setpoint change bars show at what time occupants are 

actively trying to restore comfort by acting on the heating 

system. The temperature quantiles show the temperatures 

for all hours of the days in the period.  

Apartment A shows a much more frequent valve 

opening than the other two. Two hypotheses can explain 

this: the overall higher setpoint chosen (leading to valve 

openings particularly at night when indoor temperature 

drops below setpoint) and the frequent alternation in 

setpoint between 21°C and a higher value (Fig. 4). 

For Apartments A and C the patterns of valve 

openings have a pronounced dip during mid-day, which 

corresponds both to unoccupied hours and periods of high 

solar irradiance. For Apartment B the dip is less 

pronounced, and there are no valve openings at night. The 

temperature distribution shows that the temperature in the 

living room is close to the identified neutral temperature 

for all the apartments, but also that there is a certain 

variation and a tendency to overheating in the afternoon. 

Fig.  6 also shows that for the apartments under 

investigation, the habit of increasing the heating setpoint 

in the morning is in direct conflict with the desirable 

behavior as seen from the district heating system. 

Temperature tends to fall at night, and is in average below 

the neutral temperature as occupants get up in the 
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morning. This suggests that the idea of pre-heating the 

building as a way to shift load by starting heating in the 

night would have the dual benefit of bringing the room 

closer to the neutral temperature in the morning and 

shifting peak load to a more beneficial hour of the day. 

Thus, shifting load to the night hours for Apartments A 

and C would potentially lead to an increase in comfort. 

For Apartment B the current control strategy of the 

floor heating system causes it to place all heating during 

the daytime. Indeed, when only looking at the last setpoint 

chosen every day, it is seen that 94% of them are lower 

than 22.5°C, while this temperature is never reached at 

night – therefore no activations are registered at night. For 

this apartment the synergetic effect of heating earlier is 

thus even more relevant than for Apartments A and C. 

A re-design of the control strategy of the floor heating 

system based on e.g. fixed hour pre-heating could easily 

and cost-effectively be implemented for the apartments 

under investigation. This would have the potential benefit 

of reducing the load on the district heating system as well 

as limiting overheating. This is currently being tested in 

the apartments in Copenhagen. 

Such a system would however not respect the neutral 

temperature for those times where the temperature is in 

fact too high in the morning, which we can see from Fig.  

6. A more sophisticated approach would be to use a 

dynamic measure of the neutral temperature in 

combination with forecasted values for the indoor climate 

as it is done in e.g. predictive control methods. Combining 

the simple time-based load shifting strategy with Model 

Predictive Control (MPC) could lead to e.g. a full 

economic MPC where the needs of the district heating 

system are captured by a forecasted dynamic heating 

price. The proposed control strategy design is shown in 

Fig.  7. The development of such a control system to the 

point of implementation is an ongoing work in the 

EnergyLab Nordhavn project.  

4 Discussion 

Due to the small size of the dataset used in this example, 

no general conclusions can be reached about occupant 

behavior in low-energy homes, and the factors mentioned 

in Section 3.3. to nuance the interpretation of setpoint 

change constitute by no means an exhaustive list. The 

insights shown here are also very case-dependent; in 

particular, the faulty setpoint setback certainly had a large 

influence on the dataset. This issue is now fixed in most 

apartments, therefore future data collection in the same 

building will be more true to the occupants’ wishes. 

This work is a preliminary study exposing the method, 

potential applications and directions for developing the 

concept further. Future work will be based on a larger 

number of apartments and a longer collection period. 

More interviews will also be carried out until theoretical 

saturation is reached [20], and the possible biases 

observed will be integrated in the model. A more thorough 

investigation of the heating strategy employed in the 

apartments, also including data from adjacent rooms, 

would possibly reveal more insight into the differences in 

heating that take place in very similar apartments. 

Distinguishing different setpoint-indoor temperature 

relations depending on outdoor conditions, as suggested 

by the adaptive comfort theory, is considered for future 

investigations. Investigating the relation of setpoint 

changes to existing comfort metrics, such as predicted 

mean vote, is also envisaged. 

Fig.  6. Count of 15-minute valve openings in floor heating circuit (blue), count of positive setpoint changes by occupants (green) and 

daily temperature 10-90% quantiles (red) in the living room calculated for 30-minute windows. 

Fig.  7. Generic control system architecture to account for dynamic occupant neutral temperature, district heating needs and energy 

efficiency 
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5 Conclusion 

This study puts forward a simple method to estimate 

residential building occupants’ winter neutral temperature 

based on data that is expected to be largely available in 

the close future due to the spread of smart home 

thermostats: setpoint change data. Setpoint change 

amplitudes are used as a measurement of discomfort and 

neutral temperature is calculated accordingly. This simple 

method is followed by an analysis of the mechanisms 

behind setpoint changes in three newly built low-energy 

apartments as well as a study of window openings as 

temperature regulation. Finally, the consequences of the 

highlighted heating behavior on energy flexibility 

potential provided by these apartments are put in light. 

The case study permits to link setpoint adjustment 

behavior with thermal preference and to distinguish three 

occupant types. This article also highlights several 

instrumental factors to take into account when refining 

this method. Window openings are to some extent used as 

temperature regulation tools in the heating season and 

must be included in the model. Making heating 

technology in low-energy building more user-friendly is a 

necessity, not only for occupants’ own well-being but also 

in order to be able to use setpoint data to define comfort 

and plan for flexible operation of buildings. Educating 

occupants to these new systems can contribute to a 

smoother, more reliable and more sustainable building 

design and operation. 

 
This work is funded by Saint-Gobain Denmark, 

Innovationsfonden and Realdania as part of the first author’s 

PhD project. The data collection was carried out in the context 

of the research project EnergyLab Nordhavn funded by EUDP. 
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Abstract 
The transition towards a more sustainable environment requires the development of new control 
systems on the demand side to integrate renewable energy sources into the energy systems. For 
this purpose, energy meter data of homes have been broadly used in modelling, forecast and optimal 
control of energy use. However, usability and reliability of household energy meter data have not 
been specifically addressed. In this study, we apply commonly used machine learning methods on 
the heating consumption data of (1) two individual homes in an apartment building and (2) the 
district heating substation of the apartment building which includes 72 homes, to identify how 
the characteristics of data affect the result of data analysis. Two clustering approaches were applied 
using the K-means algorithm to group similar heating daily profiles. Using the clustering results, 
different classification algorithms such as logistic regression and random forest were applied to 
predict the heating consumption level with regards to the weather conditions. The data analysis 
process showed that the substation data which is the aggregated heating consumption of the 
72 homes is more reliable and valid for energy prediction than the data from two individual homes. 
This is due to the large variation and uncertainty in the daily energy use of individual homes.   
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1 Introduction 

In recent years, energy systems in Europe are facing a 
necessary transition from centralized fossil-based production 
to an increased integration of decentralized renewable energy 
sources. This transition requires more intelligent control 
systems to handle the complexity involved in a more 
distributed and flexible energy system (Mihailescu and 
Davidsson 2017). The evolution towards a more sustainable 
environment is also leading to develop advanced smart- 
homes districts with metering systems, providing insights 
into the customers’ behavior and their energy use (Kwac  
et al. 2014). 

Several studies have analyzed the data provided by these 
infrastructures to obtain knowledge about the use of energy 
to find patterns and predicting energy demands. Goia et al. 
(2010) analyzed heating demand data of a district heating 
system in Turin using K-means algorithm to segment daily 

load profiles. This results in four different groups: two with 
high consumption, one with intermediate and one with little 
demand. Linear regression models were defined for these 
clusters to predict the peak consumption based on the load 
curve of the previous day. Gianniou et al. (2018) analyzed 
residential heating consumption from 8293 single-family 
households in Aarhus, Denmark, also using K-means algorithm 
to segment the patterns based on consumption intensity. 
The clustering results were introduced in a logistic regression 
model to examine the correlation between energy intensity 
and the characteristics of the building and occupants. It was 
pointed out that it was not easy to interpret the influence of 
the household characteristics, since their behavior does not 
follow a steady pattern possibly due to different comfort 
preferences. In another study (do Carmo and Christensen 
2016), heating data of 139 Danish dwellings were analyzed 
with K-means algorithm. It found that the heating load 
profiles were affected by external weather conditions, and 

BUILD SIMUL 
https://doi.org/10.1007/s12273-019-0587-4 

 



Sala et al. / Building Simulation 

 

2 

high, intermediate and low consumption periods were 
identified. A logistic regression model was applied and found 
that characteristics such as house area, building year and 
factors as the number of children were essential to understand 
the difference between the different load profiles. Vercamer 
et al. (2016) proposed Random Forest and Stochastic Boosting 
to predict their electricity load profile in a classification 
problem. Also Chang and Lu (2003) constructed a decision tree 
to predict the electric load profile based on each customer’s 
characteristics. As mentioned above, the consumption 
patterns are influenced by the building characteristics, but 
they are also dependent on the behavior of the occupants 
and factors e.g. age, the number of children, lifestyle, etc. 
(Fabi et al. 2012).  

The difficulty to deal with the uncertainties produced 
by each user could be reduced by aggregating their respective 
consumption, thus reducing the influence of individual 
customer’s behavior. 

In this study, we apply clustering and classification 
methods to heat meter data from two individual homes of an 
apartment and the heat meter data from the heat substation 
of the apartment which includes 72 homes. The data analysis 
results are compared to identify how the hidden nature of 
household energy meter data affect the feasibility of applying 
machine learning methods to these data.  

The structure of the paper is the following. Section 2 
describes the data used in the study. Section 3 explains the 
methodology, which is divided into four different parts: 
data preparation, clustering, classification and forecasting. 
Section 4 presents and discusses the obtained results and, 
finally, Section 5 contains the concluding remarks. 

2 Data description 

The data were collected in the EnergyLab Nordhavn project 
(www.energylabnordhavn.com), which provided the heating 
consumption data of two different apartments and a district 
heating substation, as well as the outdoor temperature and 
solar irradiance. These different attributes are briefly described 
in Table 1 with a summary of their main characteristics, 
units and category. 

The heating power is determined by measuring three 
different variables. The first one corresponds to the water 
flow expressed in cubic meters per hour (m3/h). The second 
and third ones are the inlet and outlet water temperatures 
measured in degrees Celsius (°C). Regarding the weather 
conditions, the outdoor temperature and solar irradiance 
were obtained from both Copenhagen International School 
(CIS) Weather Station in Nordhavn and Technical University 
of Denmark (DTU) Weather station, located 10 km to the 
north of Nordhavn (climatestationdata.byg.dtu.dk). All the 
attributes are classified as discrete and temporal since they  

Table 1 Description of data attributes 

Attribute Description Unit Category 

Heating power Hourly heating 
consumption W Temporal–Discrete

Water flow Water flowrate m3/h Temporal–Discrete

Water 
temperature 

Inlet/outlet water 
temperatures °C Temporal–Discrete

Outdoor 
temperature Outdoor temperature °C Temporal–Discrete

Solar irradiance Global Horizontal 
Irradiance W/m2 Temporal–Discrete

 
are observations measured sequentially over time. The data 
were collected from January to December 2018 in hourly 
intervals. Due to the interest in heating consumption, only 
the winter season was considered in the study. This includes 
data from January to April and from November 22 to 
December 15 of 2018. 

The heating power data of the substation was provided 
by HOFOR (www.hofor.dk), which consists of hourly heating 
consumption of the apartment building with 72 different 
households. The two homes are defined as apartment 33 
(A.33) and apartment 42 (A.42). 

3 Methodology 

The paper follows a four-step procedure to study and 
analyze the heating data of the substation and two homes. 
It is shown in Fig. 1. 

In step 1, the data was studied and cleaned for the analysis. 
For clustering analysis, two different approaches are included. 
In Approach 1, hourly heating data are organized with each 
day as one observation to study the 24-hour heating load 
profiles. In Approach 2, days were categorized based on their 
daily average value of heating consumption (P), outdoor 
temperature (T) and solar irradiance (I). In step 2, clustering 
is carried out for both approaches. In step 3, the results of 
Approach 1 and Approach 2 are compared to see whether 
same days are clustered together in both approaches. For 
the data with comparable results obtained from Approach 1 
and Approach 2, step 4 is carried out to classify daily average 
heating consumption and assign new observations with 
new values of outdoor temperature and solar irradiation into 
the clusters defined in step 2, and finally heating consumption 
profile can be predicted based on the prediction of daily 
average P. Below is the detailed description of these two 
approaches.  

Approach 1 

In Approach 1, the heating data is framed with each day as 
one observation and with hourly data as variables to 
identify the different daily heating patterns. This analysis 
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was performed for apartment 33, apartment 42 and the 
substation, respectively and these three data-sets were called 
P33, P42 and PS, respectively. 

Approach 2 

In Approach 2, three different data-sets were used: D33, D42 
and DS. Each of them consists of the daily mean value of 
outdoor temperature, solar irradiance and heating con-
sumption of A.33, A.42 and the substation, respectively. The 
objective of Approach 2 is to predict future daily heating 
demand using weather conditions. 

3.1 Data preparation 

3.1.1 Data treatment 

The weather data was cleaned by applying filters and 
removing inconsistencies. The heating consumption data-sets 
were validated using additional parameters including the 
water flow and the inlet and outlet temperatures measured 
in the heating system. 

Weather data 

Regarding the outdoor temperature, due to a large amount 
of missing data, it was necessary to combine the temperature 
measurements from DTU and CIS Weather Stations. The 
steps to merge the data-sets were the following: 
1) Visual inspection of both time-series. 
2) CIS data-set was measured using Coordinated Universal 

Time (UTC), while DTU’s was in Central European Time 
(CET). This was solved by using the UTC time standard 

in all the variables. 
3) Identify the strength of the relationship between the 

two data-sets by using Pearson’s Correlation Coefficient 
(Veber 2016), expressed in Eq. (1): 
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where rxy is the Pearson’s Correlation Coefficient, xi and 
yi are the observations of both variables, and x  and y  
their mean values. 

4) Remove the bias of DTU’s data-set by adding the mean 
difference between both time-series. 

Heating consumption data 

The heating consumption data was validated comparing it 
with values calculated using Eq. (2).  

w w p,w in out( )V ρ C TP T= ⋅ ⋅ ⋅ -                         (2) 

where P  is the heating power measured (W), ρw is the water 
density (kg/m3), wV  is the water flow (m3/s). Cp,w is the specific 
heat (J/(kg·K)) and, Tin and Tout are the inlet and outlet 
temperatures (°C). 

The water density and the specific heat were determined 
by considering the average value between inlet and outlet 
temperatures for each time-step. 

3.2 Clustering and pattern identification 

Before starting with the clustering analysis, it was necessary 

 
Fig. 1 Overview of the methodology 
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to normalize the data using the Z-Score method, as shown 
in Eq. (3), where xi represents the multiple observations of 
the data-set, x  is the mean value of the samples and σ the 
standard deviation. 

i
i

x xx
σ
-¢ =                                     (3) 

Regarding the algorithms used to perform the clustering 
analysis, as stated in Gianniou et al. (2018), the K-means 
algorithm was found to be very useful to segment customers 
into different groups according to hidden information in 
the consumption patterns and have a big potential to be used 
to develop demand response and price-based programs. In 
Chicco (2012), K-means was used to cluster the electricity 
consumption pattern. Li et al. (2017) applied this algorithm 
to segment residential customers into different groups based 
on their load profiles for demand response purposes. In this 
study, K-means algorithm was applied to find representative 
patterns in the data and study the relations among the 
observations in the same cluster and the dissimilarities with 
the others. These clusters are formed according to a distance 
metric which, for this study, was the Euclidean Distance. 

The algorithm has some drawbacks that had to be 
considered (Herlau et al. 2019). Firstly, since it uses the 
Euclidean distance, it prefers rounded clusters with the same 
size. This means that the K-means algorithm can be affected 
by outliers and also by the scaling of the attributes. To avoid 
these issues, the parameters were cleaned and standardized, 
as stated in the previous section. The second drawback of 
the K-means algorithm is that it converges depending on how 
it is initialized. Therefore, the model was restarted 25 times 
using different initial points, selecting the model with 
minimum Euclidean distance. Finally, the K-means method 
needs an initial number of clusters to perform the analysis. 
This is an important input since it affects the performance 
of the algorithm. Different approaches had been used in the 
literature to initialize the number of clusters, such as the 
Bayesian Information Criterion (Gianniou et al. 2018) and 
Mean Index Adequacy (Park et al. 2014). For this project, 
the NbClust() function developed in R was used, which 
combines multiple indexes and gives a summary of the 
optimum number of clusters (Charrad et al. 2014). 

3.3 Classification  

In Approach 2 the resulted clusters from step 2 are associated 
with a heating consumption level. Classification algorithms 
are used to predict to which cluster the heating consumption 
of the next day will belong based on the ambient conditions. 
This allowed to calculate an approximation of the heating 
demands for A.33, A.42 and substation given the outdoor 
temperature and solar irradiance. In this study, four different 

algorithms are selected for the classification. 
 The Multinomial Logistic Regression (MLR) is an algorithm 

which linearly combines the inputs with coefficients to 
predict the output through a logistic function (Kleinbaum 
and Klein 2010). 

 The Artificial Neural Network (ANN) is an algorithm 
composed of simple elements called neurons that process 
the input variables and give a new output after processing 
a non-linear activation function. By constructing different 
neuron layers, this classifier is able to learn complex 
functions, requiring sometimes a large training set to be 
effective (MissingLink.ai n.d.). 

 The Decision Tree (DT) is an algorithm for regression 
and classification that splits the data into smaller subsets 
by means of a yes/no questioning procedure. Initially, the 
observations are assigned to the root node and, by means 
of decision nodes, they are divided into smaller groups. 
This is recursively applied until all leaf branches are pure 
or when the stopping criteria is met (Herlau et al. 2019). 

 The Random Forest (RF) is an ensemble method that 
randomly generates multiple decision trees. These individual 
trees are trained in smaller data subsets selected via random 
sampling with replacement. The different outputs are 
combined giving rise to an averaged output, which is the 
final prediction (Herlau et al. 2019; Deng n.d.). 

Two different indicators were used to evaluate the per-
formance of the previous classifiers and to select the best 
algorithm. They are the misclassification error (E) (Herlau 
et al. 2019) and the F1-Score (F) (Sasaki 2007). 

The misclassification error measures the error rate of 
the algorithm predicting the true class of an observation. It 
is calculated as in Eq. (4). 
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where N is the number of samples and ei represents if an 
observation is properly classified, having a value of 1 if the 
prediction ˆiy  differs from the real value yi, and 0 otherwise. 

F1-Score indicates the test accuracy using the precision 
and recall indicators. Precision (Pr) is defined as the amount 
of observation correctly classified given a certain class and 
is calculated as the number of true positives divided by the 
number of true and false positives. On the other hand, recall 
R indicates the proportion of true positive observations 
correctly classified and is calculated dividing the true positives 
by the true positives and false negatives (Powers 2011). The 
combination of these two indicators gives rise to the F1-Score, 
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which is calculated as shown in Eq. (5). 

2 Pr RF
Pr R
⋅ ⋅

=
+

                                   (5) 

Due to the small number of samples, the previous 
indicators were calculated using cross-validation. The idea 
behind this method was to create several training and test 
sets to evaluate the performance of the different models. 
Repeating this process, it was possible to obtain an estimation 
of the performance of the algorithm using the generalized 
misclassification error and F1-Score (Jin n.d.). This procedure 
is shown in Algorithm 1. 

After the cross-validation procedure, the classifier with the 
lowest generalized error and highest F1-Score was selected. 

 
Algorithm 1 Cross-validation 
Require: K1, the number of cross-validation loops 
Require: s, where s represents the number of different models to  
   cross-validate  
Ensure: Estimation of the generalized misclassification rate ( genÊ ) and  
  F1-Score ( genF̂ ) 

for k = 1,...,K1 do 
 The kth split of  forms test

k and train
k  

for s = 1,...,S do 
  Model s is trained on train

k and tested on test
k  

  The misclassification rate and F1-Score of each model in the test data 
are calculated using: 

  
test

test
, test 1

ˆ1 if1 where ˆ0 ifs

N i i
k i ii

k i i

y y
E z zN y y=

ì =ïï= =íï ¹ïî
å  

test
,

2
s

k k
k

k k

PR RF PR R
⋅ ⋅

=
+  

end for 
end for 

for each s compute: 
1

test
gen test

,1
ˆ

ss

K k
kk

NE EN=
= ⋅å  , 1

test
gen test

,1
ˆ

ss

K k
kk

NF FN=
= ⋅å   

Select the optimal model *= s* with the lowest genˆ
s

E  
and highest genˆ

s
F

3.4 Forecasting 

The best algorithm was trained to predict the clusters of D33, 
D42 and DS based on the daily mean values of temperature 
and irradiance. This way, it was possible to extract from the 
clusters an approximation of the heating requirements and 
daily profiles for each apartment and substation. 

The Mean Absolute Percentage Error (MAPE) was 
calculated for each cluster comparing the averaged 24-hour 
curves and the heating patterns of all the observations 
classified into these groups, providing a measure of the 
deviation of heating profiles within clusters. The MAPE is 
shown in Eq. (6), where A represents the daily heating 
pattern of an observation and Â  the averaged curve of the 
cluster. 

1

ˆ1MAPE
N

i i

ii

A A
N A=

-
= å                          (6) 

4 Results and discussion 

4.1 Data preparation 

As stated in the methodology section, the first step is to 
perform a preliminary analysis of the data obtaining the basic 
statistical parameters to describe the attributes. Starting 
with the heating consumption, the yearly evolution of the 
measurements from A.33, A.42 and substation are presented 
in Fig. 2. 

Both apartments, shown in Figs. 2(a) and 2(b), have a 
well-defined seasonality in which there is a high consumption 
from January to April and from middle November to 
December, while between May and October the demand 
drops to values near zero. On the other hand, in Fig. 2(c), 
the substation has a smoother cyclical pattern during the 
whole year with individual peaks and drops in May and 
September breaking the tendency of the data-set. 

To avoid the influence of low heating consumption during 
the summer period, only the winter season was selected. 
This period corresponds from January to April and from 
November 22 to December 15. The dispersion of the heating 
consumption measurements is shown in Fig. 3. The lower 
part of the graph represents the distribution of each variable 
while the upper part helps to visualize the median, quantiles 
and the possible outliers. 

As can be seen, in Fig. 3(a), A.33 has a right-skewed 
distribution with an average value of 294 W and a third 
quantile equal to zero, meaning that there is no heating 
consumption registered during many hours. Regarding A.42, 
Fig. 3(b) shows it is also right-skewed but with higher demand 
having an average consumption of 873 W and a third 
quantile of 1300 W. Finally, the substation shown in Fig. 3(c) 
is normally distributed, and it has a higher consumption due 
to the heating demand aggregation of the multiple homes, 
with a mean value of 76 kW. 

Regarding the outdoor temperature, neither DTU nor 
CIS weather stations had measurements for the whole year 
of 2018, as shown in Fig. 4. Therefore, DTU and CIS data-sets 
were combined to create complete time-series for this period. 
The first step was to visualize both, comparing them and 
study whether they could be merged or not. It can be seen 
that both time-series have the same trend with almost the 
same temperature peaks and drops over the whole year. 
However, the two data-sets are using different time standards, 
and it was fixed by setting the Coordinated Universal Time 
(UTC) as reference. The results of this correction can be 
seen in Fig. 5. 
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Fig. 2 Time-series evolution of the heating consumption 

 
Fig. 3 Histograms and box-plot of the heating consumption 

 
Fig. 4 Data comparison of DTU and CIS Weather Stations 

 
Fig. 5 Example of lag correction in outdoor temperature (June 2018)
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   Once both data-sets had the same time standard, the 
next step was to evaluate the dependence among these 
two variables. It was calculated using Pearson’s Correlation 
Coefficient shown in Eq. (1), with a result of 0.93, indicating 
that both variables were very well correlated. This value can 
be complemented with a scatter plot to visualize the linear 
dependence among the two attributes. It is shown in Fig. 6. 

It can be seen that the data have a clear dependence 
being close to the 1:1 relation shown in the red line. However, 
some deviations are present that could be caused by different 

 
Fig. 6 Correlation among temperature measured at DTU and CIS 
Weather Stations 

 locations of the weather stations and changes in the 
ambient conditions. More precisely, compared to CIS data, 
DTU measurements were, on average, 0.56 °C lower during 
the summer period and 0.1 °C during winter than CIS data. 
After completing this procedure the two data-sets were 
combined with the results of the time series shown in 
Fig. 7. 

4.1.1 Data treatment 

The heating measurements were validated using Eq. (2). The 
substation data has deviations from the calculated values as 
shown in Fig. 8. As can be seen, the raw data shows sudden 
peaks and drops in May and September, which are not present 
in the validation data. They are thus identified as outliers 
that are removed from the substation data-set. 

4.2 Clustering results 

Regarding the optimum number of clusters for each data-set, 
the results of applying the NbClust() function on the 24-hour 
heating profile data showed the optimum number of clusters 
for P33 should be three, while for P42 and PS it was reduced 
to two. Similar results appeared for the data-sets containing 
the ambient conditions and heating power. D33 should have 

 
Fig. 7 Temperature data-set after combining measurements from DTU and CIS Weather Stations 

 
Fig. 8 Substation heating power comparison before and after the data treatment 
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three clusters, while D42 and DS had an optimum of two. 
However, since the objective was to be able to characterize 
the different heating consumption levels and patterns, it 
was decided to set the number of clusters to three in all the 
cases. 

Results of Approach 1 

The clustering results for the daily patterns have been 
plotted in Figs. 9, 10 and 11. On the left side, the averaged 
24-hour load profiles are represented. On the right side, the 
calendar shows the distribution of these days in the winter 
season. 

Figure 9(a) shows Cluster 1 has a higher consumption 
in the late afternoon while Cluster 3 has higher demand at 
night. Cluster 2 gathers the days with low heating consumption 
and a morning peak. In Fig. 9(b), it can be seen that Cluster 2  

is the most predominant indicating that A.33 has a very 
constant demand through all the winter period, while 
Clusters 1 and 3 are the minority, gathering uncommon days 
with higher heating demands. 

Regarding A.42, it can be seen that it follows the same 
behavior as A.33. Three different consumption patterns can 
be distinguished in Fig. 10(a): Cluster 1 gathers days with 
high consumption and afternoon peak, Cluster 2 low heating 
power and, finally, Cluster 3 with higher consumption at night. 
On the right side, unlike apartment 33, the observations are 
more equally distributed gathering Clusters 1 and 3 during 
the coldest months and Cluster 2 in April. 

The clustering results for the substation (Fig. 11) show 
three well-differentiated heating profiles with the same pattern 
but different intensities, in which Cluster 1 has the highest 
consumption level, followed by Cluster 2 and Cluster 3 has 

 
Fig. 9 Clusters of the 24-hour heating for apartment 33 

 
Fig. 10 Cluster of the 24-hour heating profile for apartment 42 

 
Fig. 11 Clusters of the 24-hour heating profile for the substation 
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the lowest consumption. The calendar shows that the groups 
with more power requirements are gathered during the cold 
months while the lowest is mainly in April. 

Results of Approach 2 

The clustering results on the data-sets with the daily average 
weather conditions and heating consumption can be seen in 
Figs. 12, 13, 14. The figures on the left show the dispersion of 
the variables for each cluster. On the right side, the winter 
season distribution of the clusters is presented in calendar 
format. 

For A.33, it can be seen in Fig. 12(a) that Cluster 1 gathers 
the typical days with very high heating consumption 
corresponding also to low solar irradiance and low outdoor 
temperature. On the other hand, Cluster 2 has the opposite 
behavior grouping the days with the lowest heating demand  

and highest weather conditions. Finally, Cluster 3 groups 
days with low values of ambient conditions and heating 
consumption. However, it can be seen a certain degree of 
overlapping indicating the clusters are not well-separated. 
In Fig. 12(b), it is possible to see how Cluster 1 has few 
observations belonging to punctual days mostly in November 
and December, Cluster 2 is present in April, which 
corresponds to the hottest period of the considered months 
and Cluster 3 is the largest and it groups most of the days 
belonging to the winter period. 

Similar patterns can be observed for A.42. In Fig. 13(a), 
Cluster 1 gathers observations with high heating consumption 
and low irradiance and temperature; Cluster 2 is the opposite, 
aggregating samples with low heating consumption and 
high values for the ambient conditions and Cluster 3 collects 
the observations with intermediate heating power, irradiance  

 
Fig. 12 Clusters of temperature, irradiance and heating power for apartment 33 

 
Fig. 13 Clusters of temperature, irradiance and heating power for apartment 42 

 
Fig. 14 Clusters of temperature, irradiance and heating power for substation 
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and temperature. Regarding Fig. 13(b), it shows Cluster 2 is 
classified mainly in April due to its lower consumption and 
warm weather. Then Clusters 1 and 3 are spread over the 
cold months differentiating between high and intermediate 
heating consumption requirements. In this case, there is also 
a certain degree of overlapping between the magnitudes in 
the different clusters, but less pronounced compared with 
A.33. 

Finally for the substation, Fig. 14(a) shows three clusters 
based on the ambient conditions, giving rise to high, 
intermediate and low heating consumption patterns. In 
this case, the three variables are more separated from each 
other when comparing the different clusters. The calendar 
in Fig. 14(b) shows that April gathers all the bservations 
belonging to Cluster 2, while the remaining months are a 
combination of Clusters 1 and 3. 

Comparison of the results of Approach 1 and Approach 2 

The last step was to compare the results of both clustering 
approaches and study the similarities and differences between 
the daily load profiles. Approach 1 was defined as the clusters 
of daily heating load profiles, while Approach 2 provided 
clusters based on daily averages of heating consumption, 
outdoor temperature and solar irradiance. 

Starting with apartment 33, it can be seen in Fig. 15 that 

Approaches 1 and 2 obtained completely different curves, 
except for Cluster 2. It indicates that heating use in A.33 is 
not related to the weather conditions. This is likely due to 
two reasons: (1) the building is a low energy building and 
well insulated and (2) the weather condition in Copenhagen 
in winter is mild with daily mean temperature ranging 
between 1.5°C and 10.3 °C in heating seasons (DMI 2016).   

Regarding apartment 42, Fig. 16 shows the curves of both 
approaches are getting closer because they coincide grouping 
most of the observations in the same clusters. This indicates 
that A.42 changes its heating demand according to the 
ambient conditions. 

Finally, Fig. 17 shows that both approaches reach almost 
the same daily profiles in the substation. This indicates that 
the heating demand responds corresponds to the weather 
conditions. Moreover, the profiles of the three clusters are 
more similar because the substation aggregates the demand 
of 72 different apartments and thus with the reduced 
uncertainty and unusual patterns caused by individual users 
or homes. 

4.3 Classification results 

Four classification algorithms were applied to the data-sets 
to predict the clusters according to the ambient conditions. 

 
Fig. 15 Daily profiles comparison of the two clustering methods for apartment 33 

 
Fig. 16 Daily profiles comparison of the two clustering methods for apartment 42 
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The performance of these models was evaluated by obtaining 
the generalized misclassification rate and the F1-Score, 
shown in Algorithm 1. 

The results of calculating the misclassification rate are 
gathered in Table 2. It shows how the classification algorithms 
perform over each data-set. The substation has the lowest 
generalized error varying from 8.7% to 13.6%. The per-
formance in apartment 33 decreases resulting in errors that 
range between 11.7% and 15.8%. Finally, the worst results 
were found for apartment 42, obtaining values from 19.9% 
to more than 33%. 

In general terms, the logistic regression had the best 
overall performance of the four different classification 
algorithms, reaching the lowest error for A.42 and substation. 
For apartment 33, the highest accuracy was obtained using 
random forest obtaining a misclassification rate of 11.7%, 
followed by the logistic regression with a score of 13.3%. As 
it was expected, the random forest outperformed the decision 
tree algorithm in all three data-sets. This is because the 
former is a combination of individual trees which use random  

Table 2 Generalized misclassification rate of the algorithms in 
each data-set 

Generalized error (%) D33 D42 DS 

MLR 13.3 19.9 8.7 

ANN 15.8 23.2 13.6 

DT 14.3 33.2 10.4 

RF 11.7 27.3 9.6 

samples of the whole data-set creating boundaries averaging 
the most common outputs. Finally, both artificial neural 
network (ANN) and decision tree (DT) shared the worst 
results for the three cases. 

Since the clustering analysis resulted in unbalanced 
classes, it was decided to use an additional index to evaluate 
the performance of the algorithms. The results of calculating 
the F1-Score over each class are gathered in Table 3. 

It can be highlighted that for A.33, none of the algorithms 
correctly predicted Cluster 1, being unable to distinguish the 
samples belonging to Clusters 1 and 3. The reason is that 
the clustering analysis was conducted with three different 
parameters: the outdoor temperature, solar irradiance and 
heating power. However, for the classification problem, the 
3-dimensionality problem is reduced to only two attributes, 
decreasing the amount of useful information. This fact is 
described with more details in Fig. 18.  

Figure 18(a) shows three well-differentiated clusters in 
a 3D plot with data points separated according to their 
characteristics. Figure 18(b) shows the 2D representation  
of the data after extracting the heating consumption. As 
the power information is removed, it is difficult for the 
algorithms to differentiate the ambient conditions belonging 
to Clusters 1 and 3. Moreover, the size of Cluster 1 (16 samples) 
is smaller compared to Cluster 2 (26 samples) and Cluster 3 
(78 samples).  

The algorithms showed better performance in apartment 
42. In this case, Clusters 1 had the smallest F1-Score ranging 
from 0.62 up to 0.71. This is because the K-means algorithm 

 
Fig. 17 Daily profiles comparison of the two clustering methods for the substation 

Table 3 F1-Score of the four different algorithms in each data-set 
D33 D42 DS 

 
Cluster 1 Cluster 2 Cluster 3 Cluster 1 Cluster 2 Cluster 3 Cluster 1 Cluster 2 Cluster 3 

MLR 0 1 0.91 0.71 1 0.77 0.83 1 0.91 
ANN 0 0.96 0.88 0.71 0.99 0.70 0.76 0.96 0.88 
DT 0 0.92 0.89 0.62 0.82 0.63 0.80 1 0.89 
RF 0 0.94 0.91 0.68 0.97 0.66 0.80 0.98 0.91 
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produced more balanced and slightly better-separated groups 
with reduced overlapping between the weather conditions. 
These two factors allowed the classifier to predict the right 
cluster with higher accuracy. 

The substation has the best overall score among the 
three cases. In this case, Clusters 1 and 3 reach values above 
0.8 for most of the algorithms and more than 0.95 for 
Cluster 2. This means that the classification models can 
separate all the classes with higher accuracy due to the 
dependence of the heating consumption with the weather 
conditions and a higher degree of separation between 
clusters. 

Both the generalized error and the F1-Score indicated 
the logistic regression as the best classification algorithm 
for the given data. The decision boundaries created by  
the classifier were represented in Fig. 19, showing how the 
algorithm separates each cluster according to the outdoor 
temperature and solar irradiance. 

As can be seen, the plots share the same distribution 
of data since the ambient conditions are the same for the 
three data-sets with only the cluster labels are changed. 

In Fig. 19(a), the samples belonging to Clusters 1 and 3 
are clustered in the same group. This is caused because 
the heating demand of A.33 does not respond to weather 
fluctuations and has a constant consumption through the 
whole winter period with punctual peaks that are not related 
to temperature or irradiation changes. On the other hand, 
Cluster 2 is well separated because it gathers observations 

with the highest ambient conditions. 
The decision boundaries for A.42 and substation are 

shown in Figs. 19(b) and 19(c), respectively. Clusters 1 and 
3 are more separated due to the higher dependence of the 
heating consumption with regards to the weather variations. 
As in apartment 33, Cluster 2 is also well separated in these 
two cases. 

These results consolidate the hypothesis that the 
characteristics of the data is the main factor influencing 
both the clustering and classification performance. In this 
project, the outdoor temperature and solar irradiance are the 
same for A.33, A.42 and the substation, and thus the heating 
consumption is the element that determines the performance 
of the clustering and classification. The higher the dependency 
among heating demand and the weather conditions, the 
better defined the clusters and the higher the accuracy of 
the models. It is also necessary to highlight the small number 
of samples available in each case. This fact could affect the 
obtained results by decreasing the accuracy of the models 
since atypical ambient conditions or heating consumption 
patterns can have a significant impact on the clustering 
and classification process. Therefore, with more samples, it 
would be possible to reduce the influence of these unusual 
observations and to reach better results. 

4.4 Forecasting 

The logistic regression was selected as the best performing 

 
Fig. 18 Data representation of apartment 33 

 
Fig. 19 Decision boundaries of the logistic regression for each scenario 
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algorithm and used to predict the cluster of each observation 
according to the temperature and irradiance values of 
unseen data. As stated before, the objective was to classify 
new observations according to its ambient conditions and 
assign to it the average heating load profile of the predicted 
cluster. This way, it was possible to have an approximation 
of the heating requirements of the system. 

The results of the forecast process are shown in Figs. 20, 
21 and 22. The average curve of each cluster is represented 
with a black line, while the real profile curves of the classified 
observations are colored depending on the cluster to which 
they belong. 

As can be seen from Fig. 20, the algorithm misclassifies 
the observations from Clusters 1 to 3, assigning to the 
ambient conditions a heating curve that is not close to the 
real one. It can also be seen that the samples belonging  
to Clusters 2 and 3 are correctly classified. Comparing the 
deviation of the observations with the mean curve of the 
clusters, Cluster 1 had an average MAPE of 775%, while in 
Clusters 2 and 3 the error is reduced to 243% and 371%, 
respectively. The deviation is still significant for the last 
two groups because the observations in each cluster have 
different patterns and it is difficult to assign an average curve 
to represent all of them. 

 
Fig. 20 Forecasting results of apartment 33 

 
Fig. 21 Forecasting results of apartment 42 

 
Fig. 22 Forecasting results of the substation 
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Regarding apartment 42, it can be seen in Fig. 21 that 
the three observations were classified into the right clusters. 
This produces that both the averaged and real load profile 
curves of the observations have similar patterns. However, 
the average errors are still significant for the three clusters 
with MAPE of 770%, 277% and 476% for Clusters 1, 2 and 
3, respectively due to the profile’s variability within each 
group. 

For the substation, Fig. 22 shows that both the average 
and real curves are very similar with small errors which are 
13.0%, 12.8% and 11.3% for Clusters 1, 2 and 3, respectively. 
This is because the misclassification rate is low during the 
classification and the heating profiles in each cluster are 
very similar to each other with reduced variation from the 
averaged cluster curves. 

The high deviations among daily heating consumption 
profiles in apartments 33 and 42 make the forecasting of their 
daily heating consumption inaccurate. Apartments 33 has 
large errors due to its constant low heat consumption during 
the whole winter period which makes it difficult to predict 
the real demand curves. Apartment 42 is more dependent on 
the weather conditions, but it has high variability among 
daily heating consumption profiles. Finally, the heating 
data from the substation is most stable with the smallest 
deviance between the averaged load profiles and the daily 
profiles of the observations. This is because the substation 
data is the aggregation of heating data from multiple 
homes, in which the uncertainty and the effect of atypical 
consumption from individual users or homes are significantly 
reduced.  

5 Conclusion 

We studied hourly heating meter data of (1) two individual 
homes in an apartment building and (2) the district heating 
substation of the apartment building, which includes    
72 homes. K-means algorithm was applied to cluster the days 
with similar patterns based on the heating consumption, 
outdoor temperature and solar irradiance. Four different 
classification models were proposed to predict the heating 
consumption using the clustering results and weather 
conditions.  

The results showed that the models performed differently 
to the data of two individual homes and the data of the 
substation. It is shown that for apartment 33 and apartment 
42 with consistently low loads and high variability in the data, 
the prediction of the daily profile curve was not accurate. 
The results for the substation reached the best accuracy in 
the prediction of 24-hour heating profile with the MAPE 
ranged between 11.2% and 13.0%. This is due to the substation 
data has clearer daily patterns, and the heat consumption at 

that level is highly related to the outdoor temperature and 
irradiance. While for individual households, heating con-
sumption is not necessarily dependent on weather conditions 
due to the high uncertainty and variability in occupants’ 
daily activities and energy use behavior. 

This study showed that using data with regular patterns, 
i.e. heat substation data in this study, the prediction of 
future trend is reliable and accurate but using data with less 
regular patterns, i.e. household energy meter data in this 
study, the prediction of future consumption profile is much 
more challenging. This also underlined the importance of 
the usability of historical energy meter data. The usability 
must be evaluated as the first step when using data-driven 
approaches to predict the future energy consumption.  
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ABSTRACT
Price based demand response is a cost-effective way of obtaining
flexibility needed in power systems with high penetration of inter-
mittent renewable energy sources. Model-free deep reinforcement
learning is proposed as a way to train autonomous agents for en-
abling buildings to participate in demand response programs as
well as coordinating such programs though price setting in a multi-
agent setup. First, we show price responsive control of buildings
with electric heat pumps using deep deterministic policy gradient.
Then a coordinating agent is trained to manage a population of
buildings by adjusting the price in order to keep the total load from
exceeding the available capacity considering also the non-flexible
base load.
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1 INTRODUCTION
The operation and planning of low-voltage distribution grids are
challenged by the shift towards intermittent renewable energy as
distributed generation of electricity increases [15]. At the same time,
with increased electrification of heat consumption and transporta-
tion needs, the power systems used for distribution are challenged
due to increased loads [17]. In order to ensure stable operation of
power grids, power system operators may need to perform costly
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upgrades in infrastructure. Demand response is potentially a cost-
effective alternative, where buildings comprise an under-utilized
resource in view of their potential [8]. The coordination of many
buildings through price-based demand response is a way to realize
the flexibility potential of electric heat loads from buildings [11].
This requires: (i) price-responsive controls (ii) price setting mecha-
nisms. Economic model predictive control has been proposed for
price responsive control of buildings [9] as well as for the power bal-
ancing [10]. However, this requires both forecasting of disturbances
and modeling; thus, its actual application and use in practice pose
challenges [22]. Recently, model-free deep reinforcement learning
(DRL) has been used for demand response and demand side man-
agement using buildings controls [20]. Notably, in [19] and [21]
the idea of standardized environments through OpenAI Gym [6]
have been embraced. This could potentially significantly speed up
advances in the field as has been seen in e.g. control of autonomous
robots and games. The idea of utilizing sophisticated building mod-
els for the simulation environment for better pre-training has been
demonstrated with transfer learning of parameters to real-world
implementation and fine tuning on the real buildings [21].

In our contribution, deep reinforcement learning is employed
to tackle both price-responsive control and coordination. First, we
train of a price responsive DRL agent that is capable of controlling
a residential heat pump for heating of a single building. Second, we
show how a coordinating agent that leverages the price responsive-
ness of the low-level agents can be trained to manage the total load
in a multi-agent setting. We compare the performance of the indi-
vidual agents to a baseline of optimal control and the performance
of the price setting agent to time-of-use pricing.

2 OPTIMAL PRICE RESPONSIVE CONTROL
OF INDOOR TEMPERATURE

We formulate a simple dynamic model of the indoor temperature
in a building heated by an electric heat pump. We then present
optimal price responsive control of the indoor temperature using
first linear programming and then deep reinforcement learning. In
Section 3 we show how this may be extended to coordination of
many such optimal controllers.

2.1 Building model with heat pump
In [5] a minimum equivalent linear RC model of the dynamics of a
building and heating system is identified. For a building (indexed
with 𝑏 ∈ 𝐵) with resistance 𝑅𝑖−𝑎 and capacitance 𝐶𝑖 , the discrete
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time update rule for the indoor temperature 𝑇 𝑖
𝑡 is

𝑇 𝑖,𝑏
𝑡 = 𝑇 𝑖,𝑏

𝑡−1 +
[
𝑇𝑎
𝑡−1 −𝑇 𝑖,𝑏

𝑡−1
𝑅𝑖−𝑎𝐶𝑖

+ Φℎ,𝑏𝑡−1
𝐶𝑖

+ 𝐴𝑤

𝐶𝑖
Φ𝑠𝑡−1

]
Δ𝑡 (1)

Φℎ,𝑏𝑡 = 𝑥𝑏𝑡 Φ
𝑒 (𝛼𝐶𝑂𝑃𝑇

𝑎
𝑡 + 𝛽𝐶𝑂𝑃 ) (2)

with outdoor temperature𝑇𝑎,𝑏
𝑡 and heat flowΦℎ,𝑏𝑡 from a heat pump

with linear COP parameters 𝛼𝐶𝑂𝑃 and 𝛽𝐶𝑂𝑃 . The heat pump power
output is controlled by 𝑥𝑏𝑡 as a percentage of rated input maximum
powerΦ𝑒 through (2). The solar radianceΦ𝑒 enters throughwindow
area 𝐴𝑤 .

2.2 Formulation as linear program
The optimal control for the indoor temperature in a single building
using perfect knowledge of inputs and disturbances is found by
solving the linear program

minimize
𝑥𝑏𝑡 , a

𝑏+
𝑡 , a𝑏−𝑡

∑
𝑡 ∈𝑇

_𝑏𝑃𝑥
𝑏
𝑡 Φ

𝑒𝑝𝑏𝑡 Δ𝑡 + _𝑏𝑇 (a𝑏+𝑡 + a𝑏−𝑡 ) (3a)

subject to (1), (2),

𝑇𝑚𝑖𝑛 ≤ 𝑇 𝑖,𝑏
𝑡 + a𝑏−𝑡 , (3b)

𝑇𝑚𝑎𝑥 ≥ 𝑇 𝑖,𝑏
𝑡 − a𝑏+𝑡 (3c)

minimizing the the energy cost and thermal disutility a𝑡 . Penal-
ties _𝑏𝑃 and _𝑏𝑇 are tuning parameters that balances sensitivity to
price versus comfort.

2.3 Markov decision process formulation of
price responsive control

When formulated as a Markov decision process the problem is fully
defined by the tuple < S,A,P,R > [18]. Assuming full observabil-
ity, the states are given by the tuple 𝑠𝑡 ∈ S

𝑠𝑡 =< 𝑇 𝑖
𝑡 ,𝑇

𝑎
𝑡 ,Φ

𝑠
𝑡 , 𝑝𝑡 , 𝜏 > (4)

𝜏 = 𝑡 modulo 24h, ie. time of day (5)

The action is 𝑥𝑏𝑡 ∈ A ∈ [0, 1], and the state transitions P given by
(1) and (2).

The immediate reward 𝑟𝑡 ∈ R is defined similarly to the objective
in (3a) in terms of the energy consumption and thermal disutility
as

𝑟𝑡 = −_𝑃𝑥𝑡𝑝𝑡Δ𝑡 − _𝑇a𝑡 (6)

a𝑡 = 𝑓 + (𝑇 𝑖
𝑡 −𝑇𝑚𝑎𝑥 ) + 𝑓 + (𝑇𝑚𝑖𝑛 −𝑇 𝑖

𝑡 ) (7)

with 𝑓 + : R→ R+ 𝑥 ↦→𝑚𝑎𝑥 (0, 𝑥). Using the MDP formulation
of the problem we can train reinforcement learning agents for
control of the indoor temperature. The agents will learn tomaximize
the reward in (6) and are trained using the Deep Q-learning (DQN)
with experience replay [16] and Deep Deterministic Policy Gradient
(DDPG) [12] algorithms corresponding to binary and continuous
actions for the heat pump control. DQN uses a neural networks
as a function approximator to the optimal action-value function
𝑄∗ (𝑠, 𝑎), while DDPG uses two networks to approximate the policy
𝜋 that determines what action to take, as well as the action value
function 𝑄𝜋 (𝑠, 𝑎) that evaluates how well a policy is doing.

3 DEMAND RESPONSE BY OPTIMAL PRICE
SETTING

We want to use the price responsive agents as assets in demand
response programs. To do so, we formulate the coordination as a
Markov decision problem suitable for deep reinforcement learning.

3.1 Formulation as optimization problem
We formulate the problem as seen from a DRO that wants to min-
imize the total system cost while trying to respect the load limit
𝐿𝑚𝑎𝑥 . The cost for each building is

𝐶𝑏
𝑡 = _𝑏𝑇 (a𝑏+𝑡 + a𝑏−𝑡 ) + 𝑝𝑡𝜙

𝑏
𝑡 Δ𝑡 (8)

where 𝜙𝑏𝑡 = 𝑥𝑏𝑡 Φ
𝑒 + 𝑙𝑏𝑡 is the total building load with non-shiftable

base-load 𝑙𝑏𝑡 . The cost for the DRO is 𝐶𝐿
𝑡 = _𝐿𝑔𝑡 with disutility 𝑔𝑡

and associated sensitivity _𝐿 . The total system cost then is

𝐶𝑠 =
∑
𝑡 ∈𝑇

[
Z
∑
𝑏∈𝐵

𝐶𝑏
𝑡 + (1 − Z )𝐶𝐿

𝑡

]
(9)

where Z weighs the two. The optimization problem is formulated
as

minimize
𝑝,𝑔

∑
𝑡 ∈𝑇

[
Z
∑
𝑏∈𝐵

(
_𝑏𝑇 (a𝑏+𝑡 + a𝑏−𝑡 ) + _𝑏𝑃𝑝𝑡𝜙

𝑏
𝑡 Δ𝑡

)
+ (1 − Z ) _𝐿𝑔𝑡

]

(10a)
subject to (1), (2),

𝜙𝑏𝑡 = 𝑥𝑏𝑡 Φ
𝑒 + 𝑙𝑏𝑡 , (10b)∑

𝑏∈𝐵
𝜙𝑏𝑡 − 𝑔𝑡 ≤ 𝐿𝑚𝑎𝑥 , (10c)

𝑇𝑚𝑖𝑛 ≤ 𝑇 𝑖,𝑏
𝑡 + a𝑏−𝑡 , (10d)

𝑇𝑚𝑎𝑥 ≥ 𝑇 𝑖,𝑏
𝑡 − a𝑏+𝑡 (10e)

Due to (10b) the problem is bi-level, and since price 𝑝𝑡 is a variable in
the upper problemwe now have bi-linear term in (3a). That problem
is not easily solve-able. We fixate the action 𝑥𝑏𝑡 to the actions of
the reinforcement learning agents described in 2.3 trained with a
known price data-set so that

𝑥𝑏𝑡 = 𝐴𝑏 (𝑇 𝑖,𝑏
𝑡 ,𝑇𝑎

𝑡 ,Φ
𝑠
𝑡 , 𝑝𝑡𝜏) (11)

and proceed by training an approximate solution using deep rein-
forcement learning

3.2 Markov decision process formulation of
demand response problem

The optimal price setting problem in (10) and (11) is still intractable
with fixed agents due to rectified linear unit activations in the
function approximators used in the price responsive RL agents.
Reformulating (10) as a MPD with states

𝑠𝑡 =< 𝑙𝑡 ,𝑇
𝑎
𝑡 ,𝑇

𝑖,𝑏
𝑡 , 𝜏 > ∀𝑡 ∈ 𝑇 (12)

𝑙𝑡 =
∑
𝑏∈𝐵

𝑙𝑏𝑡 ∀𝑡 ∈ 𝑇 (13)

𝜏 = 𝑡 modulo 24h, ie. time of day (14)
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Table 1: Single building case

Legend Control Method Action space

B1 𝑥𝑏𝑡 =

{
1 𝑇 𝑖 ≤ 𝑇𝑚𝑖𝑛

0 𝑇 𝑖 ≥ 𝑇𝑚𝑎𝑥
Hysteresis Binary

B2 Solution of (3) LP Binary
DQN Section 2.3 DQN [16] Binary
B3 Solution of (3) LP Continuous

DDPG Section 2.3 DDPG [12] Continuous

and the reward as in (10a)

𝑟𝑡 = Z
∑
𝑏∈𝐵

(
_𝑇a

𝑏
𝑡 + _𝑃𝑝𝑡𝜙

𝑏
𝑡 Δ𝑡

)
+ (1 − Z ) _𝐿𝑔𝑡 ∀𝑡 ∈ 𝑇 (15)

a𝑏𝑡 = 𝑓 + (𝑇 𝑖,𝑏
𝑡 −𝑇𝑚𝑎𝑥 ) + 𝑓 + (𝑇𝑚𝑖𝑛 −𝑇 𝑖,𝑏

𝑡 ) ∀𝑡 ∈ 𝑇 (16)

we can train a reinforcement learning agent to take actions of
setting prices using DQN just as was done for the single buildings.

4 CASE STUDY
Using open data-sets of electricity prices [3] and weather data
[4] we compared the optimal control solution from the LP in (3)
to approximate solutions by training of DQN and DDPG agents
as well as a naive hysteresis control. The baseline cases and DRL
algorithms used in the single building case study are given in Table
1, while the parameters of the dynamics of the house are given in [5]
and the heat pump in [14]. Hysteresis control performed worst with
highest costs and power consumption as expected while both DQN
and DDPG approaches the performance of the optimal solution as
shown in Figure 1. Both agents consume less energy than their LP
solution counterpart, but at a higher cost, reflecting that they have
not fully learned to exploit the dynamic prices. We then created

Figure 1: Cost incurred and power consumed over January
when using a hysteresis controller, system with binary and
continuous decision variables for heating

two archetypes buildings by re-training with 𝜏 removed from the
states and a higher price sensitivity to create very price responsive
agents. An example of the policies learned by the price responsive
agent is shown in Figure 2. Two agents were trained to solve the
multi-building MDP, a two building case and a ten building case.
In the latter case, the ten buildings were individualized by adding
white noise to the archetypes in their temperature response and
the coordinating agent was trained using average temperature as
a reduced dimensional input in order to limit the size of the state
space and preserving the privacy of individual buildings. Since the
optimal solution cannot be readily found we compare instead to

(a) Fixed outdoor temperatures

(b) Fixed indoor temperatures

Figure 2: Policy of single building DDPG. Action as a func-
tion of price, indoor and outdoor temperature

Table 2: Hyper-parameters for multi-agent case

Par DDPG DQN Descr.
𝑀 4000 4000 Number of Episodes
𝜖𝑠𝑡𝑎𝑟𝑡 1 1 Initial exploration
𝜖𝑑𝑒𝑐𝑎𝑦 0.9998 0.99997 Exploration decay
𝛼𝑐 0.001 * Learning Rate critic
𝛼𝑎 0.0001 0.00025 Learning Rate actor
𝛾 0.99 * Discount factor critic
𝑁 744e3 744e3 Replay Memory Size
𝑏𝑠 32 32 Batch size
Δ𝑡 1 1 Time step size [min]
𝜌 0.001 0.001 Soft update factor
𝐻 744 744 Episode hours
_𝑇 10 1 Temp. dev. sens.
_𝑃 1000 1 Price sens.
_𝐿 * 100 Load sens.
Z * 0.1 cost weight
𝑁𝑎 300, 600 600, 600 # units actor hidden
𝑁𝑐 300, 600, 600, 600 * # units critic hidden
𝛽 0.01 * Reg. critic weights
𝐿𝑚𝑎𝑥 * 18 Load limit [kW]

flat prices, time of use pricing that is used in many countries as
well as the uncoordinated case of the hysteresis controller. The
multi-building case study is given in Table 3 and hyper-parameters
of the agents used for training are reported in Table 2.

From the comparison of peak load in Figure 3 we see that the
dynamic prices set by the coordinating agents are slightly better
than flat rate prices and on par with TOU in reducing the peak the
load and much better than the uncoordinated hysteresis controller.
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Table 3: Multiple building case

Legend Coordination Heat control Price signal
Agent 1 DQN [16] (10) DDPG Dynamic discrete
Agent 2 DQN [16] (10) DDPG Dynamic discrete
Static None DDPG Flat rate
ToU Time of use DDPG Time of use

Hysteresis None Hysteresis None

Figure 3: Distribution of total load during peak time for the
DQN agents, Flat rate, ToU price and hysteresis .

Comparing the performance for total cost and indoor tempera-
ture deviation in Figure 4, we see that the best performance was
achieved with the agent trained for 10 buildings. The code used for
the both cases is available on GitHub [1], [2].

Figure 4: Customers cost (left), and avg temp. deviation
(right) for agent’s prices, 30€/MWh and ToU prices.

5 CONCLUSIONS AND PERSPECTIVES FOR
FURTHERWORK

We have shown how deep reinforcement learning can be used to
train agents that can handle the two fundamental challenges in
providing demand response from buildings. First, using an MDP for-
mulation a single building we trained DRL agents that outperforms
basic control in costs and energy consumption and approaches the
optimal control solution. It is important to note that due to the
dynamic price signals the economic optimal solution uses more
energy in order to take full advantage of the varying prices and thus
one should take care when designing price signals or CO2 intensity
of the proposed solution will be higher. If instead the price signal
correlates with high penetration of renewable energy production,
as is often the case for high RES power systems, this can be fine.
An extension of the rewards function that penalizes CO2 content
of the electricity as in [7] would be a way to explicitly account for
the environmental impact at individual houses allowing occupants
to specify their preferences through the sensitivities.

In training of a coordinating agent to leverage the price respon-
siveness of the lower level agents, we showed that deep reinforce-
ment learning approach can effectively manage load compared to
the uncoordinated case in a straightforward extension. However,
our simple approach with fixed lower level agents is clearly sub-
optimal. The Multi-agent DDPG [13] would allow for simultaneous
training of the coordination and thus learn an closer approximate
solution to the complete problem in (10b), possibly comparing with
the solution of the bi-level optimization problem.
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ABSTRACT

As energy systems shift to clean intermittent renewable energy, energy consumers are increasingly
needed as a resource for the provision of flexibility to balance supply and demand. We show how
model-free deep reinforcement learning can be used to learn policies that can provide such flexibility,
by shifting energy consumption in time and thus enabling participation in demand-side management
programs. An important aspect is that the approach is model-free, in contrast to many of the model
predictive control approaches that can be found in the literature. Demand response is here price-
based, hence energy consumption is shifted from periods with high prices to periods with low prices.
Illustrative results are produced in a simulated environment, within which reinforcement learning
agents are trained and evaluated. The results show a significant reduction in energy costs overall, as
well as in average energy price, which is made possible by including energy prices for training. The
ability to learn price-sensitive behavior in a straight-forward manner allow to readily accommodate
buildings in demand-side management and demand-response programs.

————-

1. INTRODUCTION

Intermittent renewable energy generation technologies, such as solar PV and wind turbines, produce
clean energy in the form of electricity. A transition to energy systems based solely on renewables
has long been proposed as a way to contribute to halting the emission of green house gasses that is
causing anthropogenic climate change [1]. Energy systems with very high penetration of renewable
energy lack inertia to maintain stability under changing loads and control-ability to maintain the
constant balance between supply and demand that is required in power systems. To accommodate
very large shares of intermittent renewables in power systems, both demand response and energy
system integration have been proposed as a supplement to storage solutions, since storage is both
costly and wasteful in terms of system efficiency.

Demand response in the context of smart grids to provide services by way of flexible consump-
tion to the power systems, using e.g. residential heat pumps and thermostatic electrical loads, is well
established [2]. The potential capacity available is very large [3], and practical pilots have shown
successful practical application [4]. Co-optimization of multiple energy vectors such as power, gas
and heat has been shown to give benefits at the district level for operation, as well as at the planning
stage at the market level [5]. With focus on integrated energy systems, energy hubs incorporates
both flexible consumption and multi-vector supply from e.g. district heating systems [6] where ad-
vanced buildings are proposed as hubs for the final integration of energy systems by way of advanced



control systems that optimize energy consumption, considering prices, energy source and renewable
generation [7].

Efficient use of buildings for provision of flexibility services to energy systems requires both coor-
dination among, and control within, buildings. In price-based demand response [8], the coordination
is through the energy price. These range from the pragmatic approach of Time of Use (ToU) pricing
that reflects peak loads that are undesirable and thus more costly, to optimization based approaches
that finds the system-wide optimal price [9]. Price-based approaches assume price-sensitivity in the
consumption, which can be achieved in practice by advanced controls such as economic MPC [10].
Such building energy management systems (BEMS), balance the comfort requirements against the
cost of energy under varying prices. However, MPC requires accurate modeling and forecasting. This
is a time consuming process requiring expert knowledge, and thus pose challenges for implementa-
tion towards buildings due to the costs involved [11]. Model-free methods, such as reinforcement
learning, bring an appealing alternative. In a related work, we have proposed using deep reinforce-
ment learning both for the price-setting coordination of buildings at the local level using simple local
price-sensitive control in a multi-agent setting [12].

In the present paper we focus instead on a improved control of the building itself, however still
accounting for the energy system context. BEMS can account for grid requirements, expressed for
instance through variations in prices. But, the internal constraints and limitation posed by the building
itself, and the occupants of the buildings, should not be neglected. We suggest a suitable framework
for understanding the requirements of modern building controls, context-aware buildings, adopting
the concept from context-aware systems used in consumer electronics [13], where e.g. locational
data is used to adapt services and contents to the specific context of users. A building in this view,
should be able to adapt to changing conditions in its context such as adaptive temperature control
that adapts to changing temperature preferences of occupants [14], or the classical adaptive control
that changes parameters to reflect changing operating points based on e.g. the extended Kalman
filter [15]. Beyond adaptive control, context aware buildings must account for contextual changes
both external: e.g. switching energy sources or switching market role going from buyer to seller,
as well as internal: e.g. human presence, switching purpose of rooms, as individual preferences of
different occupants and even different and non-constant attitudes towards balance between cost of
energy versus environmental concerns. Reinforcement learning interacts with its environment and
reinforces desirable behaviour in the specific context through rewards based on e.g. user preferences
and dynamic energy price. Recently deep reinforcement learning has been used to solve beyond
human capability the complex multi-contextual game Starcraft II [16]. In this paper we use model-
free deep reinforcement learning as a framework that allows a path towards context-aware building
controls.

The remainder of the paper is organized to present our work towards context aware control of
buildings, and is structured as follows. In Section 2 we introduce the Markov Decision Process
(MDP), the associated Reinforcement Learning Problem and the Policy Gradient algorithm that learns
an approximate solution through interactions with an environment. In Section 3 we present our mod-
elling and rewards used for a simulated environment used in the case study presented in Section 4. In
Section 5 we conclude and propose further research.



2. MARKOV DECISION PROCESS AND DEEP REINFORCEMENT LEARNING

In this section, we introduce Markov Decision Processes (MDP) and the associated reinforcement
learning problem. We then present policy gradients, a family of reinforcement learning algorithms
that learns, from interactions with its environment, an approximate optimal policy that maximizes
rewards.

2.1. Markov Decision Process

When formulated as a Markov Decision Process (MDP) the underlying physical process is assumed to
adhere to the Markov property: the next state of the process can be fully described from knowledge of
the current state, i.e., no history of previous states is required. Often it is needed to explicitly include
state information regarding those physical components that have a memory-like behavior in order to
cast problems in the Markov framework, e.g. including a state-of-charge for storage components like
batteries, thermal storage (water tanks or building thermal envelope). Formally, the Markov property
tells us that the conditional probability of the next state Sn+1 being a particular state s given the
history of current and all previous states is equal to the conditional probability given only the current
state:

Pr (Sn+1 = s | S1 = s1, S2 = s2, . . . , Sn = sn) = Pr (Sn+1 = s | Sn = sn) (1)

In addition to the Markov process we define the finite action set A which is all possible actions;
the state transition probabilities P as well as the reward function R and discount factor γ. The MDP
is then defined by the tuple < S,A,P,R, γ > where

• S is the set of states

• A is the set of actions

• P is the state transition probability matrix with Pass′ = P[Sn+1 = s′|Sn = s,An = a]

• R is a reward function withRas = E[Rn+1|Sn = s,An = a]

• γ is a discount factor to balance immediate rewards over potential future rewards where γ = 1
means that future rewards are not discounted.

If the state transition probability matrix is known or can be estimated, the Markov Decision Problem
can be solved using techniques from dynamic programming or optimal control. In this study we
use a different approach, showing how model-free reinforcement learns to solve the problem without
knowledge of P .

2.2. Reinforcement Learning Problems

Reinforcement Learning is a family of methods to solve MDPs. A reinforcement learning agent learns
by reinforcing rewards received from interacting with its environment as illustrated in figure 1. The
agent takes an action an from a state sn, usually according to a policy π and experiences a reward
rn+1 that is a measure of how desirable the new state sn+1 is.



Agent

Environment

Action anNew state sn+1 Reward rn+1

Fig. 1. Reinforcement Learning problem, where an agent takes an action a at time n, observes the
new state sn+1 and receives reward rn+1 from the environment

Solutions to RL problems approximate either the optimal policy π∗ for choosing actions or an
optimal value function V ∗π (sn, an) from which optimal actions can be chosen. The return Gn is the
sum of the immediate reward and the total discounted future reward

Gn = Rn+1 + γRn+2 + γ2Rn+3 + . . .+ γM−1Rn+M =
M∑

k=1

γk−1Rn+k (2)

The value function is given by the expectation on the return following the policy π

Vπ(s) = Eπ[Gn|Sn = s] (3)

while the action-value function Q(s, a) is the expected return of taking action An = a and then
following policy π

Qπ(s, a) = Eπ[Gn|Sn = s,An = a] (4)

The optimal policy, is the policy maximizes the value function

π∗ = arg max
π

Vπ(s) (5)

We get the optimal value function V∗(s) by selecting the best current action and then follow the
optimal policy, according to the Bellman optimality equation [17] for V∗

V∗(s) = max
a

Q∗(s, a)

= max
a

∑

s′,r

Pr
(
s′, r|a, s

) [
r + γV∗

(
s′
)] (6)

and similarly for the action value function Q∗(s, a)

Q∗(s, a) = E
[
Rn+1 + γmax

a′
Q∗(St+1, a

′)
∣∣∣St = s,At = a

]

=
∑

s′,r

Pr(s′, r|s, a)

[
r + max

a′
Q∗(s′, a′)

] (7)

If the MDP is known, tools from dynamic programming can find the optimal policy from V and
Q using (6) and (7). If instead, we can draw samples from the expectations by interacting with the
environment we can arrive at approximate solutions using reinforcement learning.



Deep reinforcement learning describes a family of reinforcement learning algorithms that use
(deep) neural networks as function approximators to π, V (s) and Q(s, a). This has led to the de-
velopment of algorithms that can be applied to high-dimensional problems that are intractable using
tabular variations such as the seminal Q-learning algorithm [18].

2.3. Policy Gradient

Policy gradient algorithms is a family of reinforcement learning algorithms that uses a function ap-
proximator with parameters θ to approximate a stochastic policy πθ that maximizes expected total
reward [19]. The algorithm implements an agent that learns the parameters of e.g. a neural network,
and the output of the neural network is the approximate optimal policy: the probability of a action a
when given the current state of the environment, s so that

πθ = Pr(a|s) (8)

The policy gradient algorithm reinforces good actions by maximizing the probability of high-
reward actions by repeated estimations of the gradient of the expected return∇θE[G|θ].

The gradient can be expressed as [20]

∇θE[G|θ] = E

[
M∑

m

An∇θ log πθ(at|st)
]

(9)

where An is the advantage
An = Gn − bn (10)

of the return against a baseline bn that reduces variance in the gradient updates. We have used

bn =
1

M

M∑

m=1

G(m)
n . (11)

If we can sample outcomes from an environment we can estimate the gradient of the expected
return using a Monte-Carlo average

∇θE[G|θ] ≈ 1

M

M∑

m=1

∇θ log πθ(a
(m)|s(m))A(a(m)) (12)

This can then be used to learn the neural network parameters using gradient descent.

3. MODELING, REWARDS AND VERIFICATION

In this section, we formulate a MDP for the heating of a single family house using an electric heat
pump in order to implement this as a simulated environment. The dynamics of the building is de-
scribed along with the rewards that are needed to train the RL agent to be price-responsive while
maintaining the indoor environment. We also present metrics to evaluate performance, to be used in
the case study application.



3.1. State probability transition matrix, Building and HP model

While the gradient in (12) can be estimated by sampling from the real-world, in this work we will
instead generate a simulated version of the environment. The building model is based on a state-space
formulation of the heat dynamics of a single family house equipped with a ground-source heat pump.
Such a model can be formulated from the heat balance equations of energy entering and leaving
the house through the envelope, windows and floor heating system. We adapt the heat pump model
from [21] and expand it with the stochastic noise term as in [22]. The resulting model is appealing,
since it offers good interpretability and allows using knowledge of the building under investigation (if
relevant) while still remaining relatively simple and computationally light.

In this formulation, we have 3 temperatures as states: indoor temperature, floor temperature and
water temperature in the floor heating pipes. The controlled input is the electric power supplied to the
heat pump, and the disturbance inputs are the ambient temperature and the solar irradiation through a
window opening. For the heat pump we assume a constant Coefficient Of Performance (COP) of 3 to
be an acceptable approximation near the nominal operating point.

Using this, we can formulate the differential equations describing the system dynamics. The
accumulation of energy in the interior is the sum of the rate of energy from the floor Q̇fr, the heat
gained from solar irradiation (1− p)φs and lost to the surroundings −Q̇ra :

CrṪr = Q̇fr − Q̇ra + (1− p)φw (13)

Likewise for the energy balance of the floor, the rate of energy entering from the water Q̇wf , the solar
irradiation incident on the floor pφw and lost to the room −Q̇fr:

Cf Ṫf = Q̇wf − Q̇fr + pφw (14)

For the water based floor heating system, the change in energy input from the heat pump con-
denser Q̇c and lost to the floor −Q̇wf

CwṪw = Qc −Qwf (15)

The change in energy input from the heat condenser Q̇c when the COP is assumed constant is
simply the COP times the electrical input power to the heat pump Φ

Q̇c = ηΦ (16)

The heat transfers are approximated by the lumped RC equivalent where R terms represent resis-
tances to the heat flow and C terms are heat capacitances:

Q̇ra =
1

Rra
(Tr − Ta) (17a)

Q̇fr =
1

Rfr
(Tf − Tr) (17b)

Q̇wf =
1

Rwf
(Tw − Tf ) (17c)



Table 1. Model variable specification
Variable Symbol Unit Observability
Room temperature at t Tr Degree Celsius Direct measurement
Floor Temperature Tf Degree Celsius State estimation required
Forward water temperature in floor Tw Degree Celsius Direct measurement
Outdoor temperature Tw Degree Celsius Measurable disturbance
Solar irradiation through window φw W Measurable disturbance
Instantaneous electric input power to heat
pump

Φ W Known input

Normalized electricity price p̂n * Known input

Using (13) - (17)) we can re-arrange in terms of the state derivatives Ṫr , Ṫf and Ṫf to arrive at
the standard linear state space formulation in terms of the states s output or observations y:

ṡ = As + Bu (18a)

y = Cs (18b)

where A and B is the system and input matrices. The action in our MDP formulation corresponds to
the input power of the heat pump so that Φn = an Φnom where Φnom is the nominal electric power
of the heat pump. It is common when estimating the parameters of a linear state-space model to
include noise terms that can capture any model uncertainty stemming from both unmodelled dynamics
or noisy processes, as well as inherent measurement noise. Often, this is modelled as a Gaussian
distributed white noise dω, added to the state (18a), and a measurement noise term ε added to 18b,
i.e.,

ṡ = As + Bu + dω (19a)

y = Cs + ε (19b)

The two noise sources are assumed uncorrelated and modelled by sampling Gaussian normal
distributions with zero mean and standard deviation σω and σε. The output matrix C determines the
observability of the system. We assume C = I for convenience in this works, since this leads to a
fully observable MDP, but also note that for real systems the floor temperate state would likely need
to be estimated since this is not commonly measured. In Table 1 the states, inputs and disturbances
are defined along with their likely observability for real systems.

In order to reduce the size of the state-space for the RL problem the environment is constrained
for all states s ∈ S and their one step rate of change s′. Likewise we constrain the temperature
deviation en = Tref − Tr in order to minimize end-user discomfort,

smin ≤ sn ≤ smax ∀n ∈ N , (20a)

s′min ≤ s′n ≤ s′max ∀n ∈ N , (20b)

|en| ≤ emax ∀n ∈ N (20c)

(20d)

This state-space formulation along with the relevant constraints then constitute the states, actions
and state transitions in our MDP formulation.



(a) (b)

Fig. 2. Reward function components: (a) Energy cost cp using dynamic price (b) Indoor temperature
cost cT

3.2. Reward function

The reward function is where we design the learned behavior, as the agent will attempt to maximize
the amount of reward it receives. In order to design RL agents that can work in the real world care
must to taken when designing the rewards. These should ideally be based on measurable quantities, in
the same manner as the states. In our case of heat pump control, we would like the agent to keep the
measured indoor temperature at a set-point while minimizing the dynamic energy cost. The energy
cost, normally simply the price of electricity time the quantity, can be supplemented by e.g. CO2
emissions, local production ratio, or the share of renewable energy in the energy mix. We define the
(next) immediate reward rt+1 from action at in terms of the comfort cost cT and the energy cost:

rn+1 = 1− cTn+1 − cpn+1 (21)

where the comfort cost is

cTn+1 =
|en+1|
emax

(22)

and the energy cost is
cpn+1 = p̂n an (23)

with the min max normalization applied to the dynamic price in order to scale it in the range 0 to 1

p̂n =
pn −min(pn)

max(pn)−min(pn)
(24)

Note here that since the action space is binary we simply multiply the min-max normalized price
with the action in order to get the normalized cost. In Figure 2 the costs are shown for the allowed
range of temperature deviation ±emax and an example dynamic price signal from the Nordic spot
market. Maximizing this reward ensures that any action taken keeps the temperature as close to the
set-point as possible and that power is consumed at times with minimum price. Depending on the
type of demand response that is sought, the price can be adjusted accordingly to provide a range of
services described in [23].



3.3. Verification methods

As in [24], we use a flexibility index FI in order to evaluate the flexibility performance of the con-
troller. The achieved flexibility is calculated in terms of the price and the energy consumption, where
the performance of a price-aware controller is compared to the base case which is price-unaware.

The flexibility index is defined in terms of the ratio of the price-aware costC1 to the price-ignorant
response C0:

FI = 1− C1

C0
(25)

where

C0 =

N∑

n=0

λna
0
n (26)

is the penalty-ignorant response under price p̂n with energy consumption a0n, and where

C1 =
N∑

n=0

p̂na
1
n (27)

is the penalty-aware response under the same price p̂n with energy consumption a1n.
Since our environment is stochastic, the final flexiblity index will be based on averages over e.g.

100 realizations so that

FI = 1− C1

C0
(28)

To assess the comfort performance of the controllers learned we use the Root Mean Squared Error
(RMSE) which is a measure of the total deviation from the desired set-point. The RMSE is defined
in terms of the error en

RMSE =

√√√√ 1

N

N∑

n=1

e2n (29)

4. CASE STUDY

A case study consisting of implementation of the environment as described in Section 3 and the
policy gradient algorithm described in Section 2.3 is presented in this section. The environment uses
dynamic price data from [25] and weather data from [26] and parameters for the state space model in
(19) from [21]

4.1. Implementation of environment

We implemented the building model as a custom environment in the OpenAI GYM framework [27].
This provides a convenient and standardized way for reinforcement learning agents to learn by inter-
acting with the simulated environment. For future work, the standardized approach will also increase
the reproduce-ability and ease of comparison with other algorithms in terms of performance. With
reference to Figure 1 we see that the environment should include everything needed in order to return
the evolution in state and the immediate reward resulting from an action. Everything else is contained
in the agent. The environment thus implements equations in (19), constraints in (20) and reward func-
tion in (21). The constraints limit the scope of the problem by terminating episodes early, reducing



the exploration needed by the agent, and thus significantly speeds up training. In our final implemen-
tation the environment states are those given in Table 1, while the parameters for the dynamic heat
model is given in Table 2. The environment is used for both training, for the Monte Carlo roll-outs

Table 2. Parameters for dynamic heat model [21]
Parameter Value Unit Representation
Cr 810 kJ/K Thermal capacity room
Cf 3315 kJ/K Thermal capacity floor
Cw 836 kJ/K Thermal capacity water
Rra 129 Ks/kJ Thermal resistance room-outdoor
Rfr 5.77 Ks/kJ Thermal resistance floor-room
Rwf 129 Ks/kJ Thermal resistance water-floor
Φnom 300 J/s Heat pump power
p 0.1 * Fraction of solar to floor
η 3 * COP

used in approximating the gradient in (12) and the final simulations used for evaluation.

4.2. Policy gradient implementation and training

The function approximator is implemented as a feed-forward neural network using Tensorflow, for
the original implementation of the gradient estimator please refer to [28] for the code that has been
modified for use in this work. In the final implementation a shallow feed-forward neural network with
a single hidden layer was implemented. The hidden layer has 5000 hidden units and uses rectified
linear units as the activation function. The inputs are the states, and the output are softmax units
corresponding to the probability of heating and not heating. We then simply choose the action with
higher probability. When training a randomization of the action is introduced to increase exploration.
In a training run, a number of roll-outs are collected and used for batch training of the parameters
of the neural network that then approximates the optimal policy. We found that using batch normal-
ization on the training data greatly improved stability of training as in [29]. The Adam optimizer
[30] was used for the learning the neural network weights. The hyper-parameters used in the final
implementation is shown in Table 3 along with the approximate range of testing for the parameter.

Table 3. Hyper-parameter search space and final values
Parameter Range Final implementation Description
M 10 - 25000 2000 Number of Episodes
α 0.1 - 0.00001 0.0001 Initial learning Rate
γ 0.3 - 0.9997 0.95 Discount factor
∆t 1-3600 1800 Time step size (sec)
Lhl 1-100 1 # of hidden layers
Nhl 100 - 500000 5000 # in units hidden layers
H * 286 Episode time steps



4.3. Results

We present the results from training of two agents, one price-aware and one that disregards price, or
price-unaware. Since the environment is stochastic we base our analysis on the distribution over 100
realizations using the learned policies to control the heat pump. When we compare the performance
of the two controllers, summarized in Table 4 we see that the price aware controller has a significantly
lower energy costs with a 38% reduction, which is due to lower energy consumption as well as a lower
average energy price.

Table 4. Performance comparison - dynamic price
Performance metric Price-aware controller Price-unaware controller Reduction
Mean heat pump activations p̂n 131.24 165.66 20.78%
Mean energy price p̂n 0.277 0.352 21.31%
Mean RMSE (Tr) 0.454 0.314 -44.59%
Mean energy cost Ci 35.93 58.32 38.34%

The performance of the price sensitive controller is consistently better across price, activations
and total cost for the 100 realizations as can be seen from the the boxplots in Figure 4.

(a) (b)

Fig. 3. Energy consumption, energy cost and energy price distributions of: (a) Price-unaware con-
troller (b) Price responsive controller

The improved performance in energy comes at the expense of a 45 % increase in temperature
deviation. This reflects that the reward function of the price-unaware controller considers only the
temperature error, and thus will not receive any penalty for consuming energy, while the price-aware
controller is penalised for all energy consumption expect the very minimum price. We note however
that in absolute terms the increase in RMSE is 0.14 degrees C, which is unlikely to be a problem for
the occupants. Even in the worst case the RMSE of the price-sensitive controller is below 1 degree C.

However, when we take a closer look at the temperature distributions in Figure 5 it is clear, that
especially in the end of the period, the price-sensitive controller under-performs. For a single roll-out
shown in Figure 6 we see that in fact that the price was indeed significantly higher towards the end
of the period. The policy not to heat at those times make sense from the point of view of keeping



(a) (b)

Fig. 4. Root mean squared temperature deviation of: (a) Price-unaware controller (b) Price responsive
controller

(a) (b)

Fig. 5. Indoor temperature evolution for: (a) Price-unaware controller (b) Price responsive controller

the costs a the minimum. The price-unaware controller makes no effort to benefit from the period of
essentially free energy on March 5, whereas the price-sensitive controller makes good use of periods
of low price.

We also compared the performance of the controllers when subjected to different price signals
than those they where trained on to see how well they generalize, with resulst shown in Table 5. We
compare using a time of use price that is scaled to roughly the same mean value as the dynamic price
and flat-rate price equal to the mean. The ToU price is shown in Figure 7. For the price-unaware
controller, the effect is hardly noticeable, since the controller does not take price into account for
its control. For the price-aware controller however, we see that total cost is higher for ToU pricing,
even though the energy use has been decreased, and contrary to what would be expect, this does not
come with a increase in comfort, such as the case is for the price-unaware controller. Of course, if the
controller would be allowed to re-train with the unseen data, the performance would be expected to
improve, highlighting the sensitivity of the methods towards the quality of the input data.



(a) (b)

Fig. 6. Single time-series simulation of: (a) Price-unaware controller (b) Price responsive controller

Fig. 7. Energy cost cp using ToU price

5. CONCLUSION AND FURTHER WORK

We have shown how the policy gradient algorithm can be used to utilize the vast amounts of sensor
data being generated from modern buildings. Using data can be used to train intelligent agents, by
learning a policy that maximize the amount of reward the agent receive. The reward function is based
only on the current energy price and temperature deviation, while the control action is a simple binary
control decision implementing a extremely simple setup suitable for implementation in the real-world.
Controlling the heat pump according to the learned policy realises price sensitive control making the
agent suitable for use in demand response programs, offering the flexibility in energy consumption
inherent in the buildings due to the thermal mass. In our simulations we have shown that the policy
learned is robust towards noise in the system and measurements consistently learning policies that can
balance the need for keeping the indoor temperature within the comfort bounds, while at the same
time realizing significant savings by scheduling the energy consumption to periods of low price. The
results of the price-sensitive agent was compared to a price-unaware controller that was only rewarded
by the temperature deviation. This agent was better at respecting the comfort preferences, but at the
cost of both higher energy consumption and a higher average energy price when consuming. Thus
the price un-aware controller had significantly higher total energy cost.



Table 5. Performance comparison - Time-of-Use price
Performance metric Price-aware controller Price-unaware controller Reduction

Time of Use Price
Mean heat pump activations ann 125.96 166.93 24.54%
Mean obtained energy price p̂n 0.318 0.355 10.42%
Mean RMSE (Tr) 0.561 0.326 -72.09%
Mean energy cost Ci 40.04 59.27 32.44%

Flat pricing
Mean heat pump activations an 126.22 167.04 24.44%
Mean obtained energy price p̂n 0.358 0.358 0%
Mean RMSE (Tr) 0.538 0.320 -68.13%
Mean energy cost Ci 45.16 59.76 24.44%

Artificial intelligence methods have been slow to catch on the field of energy and power systems,
often explained by conservatism of the industry. Exploratory learning methods such as reinforcement
learning requires a degree of experimentation and failure acceptance that is juxtaposed by the strict
requirements of n-1 contingency and constant availability of the energy systems. Further, at least for
power systems, these are inherently unstable and difficult to control, thus the study of power system
stability is its own research field well established over the last 100 years. However, with the ever
increasing volumes of data available from the energy systems, the increased complexity, and elevated
need for control in order to balance renewables with load, recent years have seen an increase realiza-
tion of the potential value of data-driven solutions. The increased realization of the potential value
of reinforcement learning in energy is seen in the competition track at the 2020 NeurIPS conference,
where the french transmission system operator RTE poses the challenge: Learning to run a power
network in a sustainable world [31]. However, much work needs to be done in order to establish the
methods as reliable and robust, both from theory and application.

In our future work we plan to expand the case study to a multi-agent set-up where the aggre-
gated effects of many such agents and the need for coordination in the form of e.g. a price setting
reinforcement learning agent. In a similar direction would be a de-centralized solution incorporating
a balancing cost directly in the reward function of the individual agents. The case study presented
used an environment simulator implemented in OpenAI GYM, to maximize re-usability and per-
formance comparison with other reinforcement learning algorithms, utilizing the environment for a
comprehensive comparison of algorithms would be valuable. While the environment simulator is
computationally attractive due to its simplicity, a very interesting extension would be to use a more
detailed energy model for the environment simulation. Recent works have shown how detailed build-
ing simulation models can be used for initial training [32] and the learned weights transferred and
fine-tuned in the real world.
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