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Summary (English)

Predicting and controlling the appearance of a material is of immense interest in
di�erent �elds, from manufacturing to product visualization. Predictive render-
ing models are useful for designing and prototyping, and they can also be used
for quality control in manufacturing. However, when an object is manufactured
it often presents some deviations in appearance compared to the ideal model
due to the manufacturing process. And it is not trivial to include these devi-
ations in the predictive model. Being able to model the re�ectance properties
of a surface and then reproduce them on a physical object is also a hot topic
in manufacturing. Unfortunately, this is often done by adding post-processing
steps to the production pipeline and therefore adding extra costs and time to
an already slow and expensive process.

In this thesis, we address these challenges by proposing new techniques for ap-
pearance printing and predictive rendering. Speci�cally, our appearance printing
techniques for 3D printing do not require any post-processing and can be di-
rectly implemented. And our predictive rendering models are derived for speci�c
manufacturing techniques.

Our goal is to exploit the synergy between Computer Graphics and 3D Print-
ing to build new predictive models and appearance printing techniques. More
speci�cally, we contribute with two appearance printing techniques: the �rst
one takes into account the limitations of color 3D printing and builds a predic-
tive rendering model to overcome such barriers. The second technique, instead,
makes use of grayscale images to obtain sub-voxel resolution in DLP 3D printing
to print arbitrary micro-structure. On top of these, we propose an analytical
model to predict the appearance and contrast of engineered surfaces and to per-
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form quality inspection of such surfaces. We also describe a simple approach to
quantitatively compare rendered images with photographs of 3D printed objects
that can be used to build predictive rendering models.

With these contributions, we demonstrate the advantages of combining tech-
niques from di�erent �elds, such as Computer Graphics and 3D Printing, to
obtain better predictive models and appearance printing methods.



Summary (Danish)

At kunne prædiktere og kontrollere udseendet af et materiale er af er af stor
interesse for forskellige områder helt fra fabrikation til produktvisualisering.
Prædiktive renderingsmodeller er brugbare indenfor design og prototypefrem-
stilling, og de kan også anvendes til kvalitetskontrol i produktion. Hvis man
sammenligner et fabrikeret objekt med den ideelle model, vil det ofte have no-
gen afvigelser i udseendet grundet produktionsprocessen. At inkludere disse i
den prædiktive model er dog ikke trivielt. På den anden side er det også meget
oppe i tiden at kunne modellere en over�ades re�ektans, og kunne reproduc-
ere disse på et fysisk objekt. Desværre bliver dette i produktion ofte gjort ved
efterbehandlinger, og ved tilføjelsen af de ekstra skridt stiger omkostningerne i
tid og penge for en allerede dyr og langsom proces.

I denne afhandling tager vi fat på disse udfordringer ved at foreslå nye teknikker
til print af udseende og prædiktiv rendering. Vores metoder til print af udseende
inden for 3D print kræver ingen ekstra efterbehandling og kan implementeres
direkte, mens vores prædiktive renderingsmodeller er udviklet til bestemte pro-
duktionsmetoder.

Vores mål er at udnytte synergien mellem computergra�k og 3D print til at lave
nye prædiktive modeller og metoder til print af udseende. Speci�kt bidrager
vi med to metoder til print af udseende: den første tager hensyn til begræn-
sningerne af farver i 3D print og bygger en prædiktiv renderingsmodel for at
komme uden om begrænsningerne. Den anden teknik bruger gråtonebilleder
til at opnå sub-voxel opløsning i DLP 3D print til at kunne printe vilkårlige
mikrostrukturer.
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Ovenpå disse metoder foreslår vi en analytisk model til at kunne prædiktere
udseendet og kontrasten af designede mikrostrukturer og til at lave kvalitet-
skontrol af sådanne over�ader. Vi beskriver en simpel tilgang til, at objektivt
og kvantitativt kunne sammenligne renderinger med rigtige billeder af 3D print-
ede objekter, som kan bruges til at bygge prædiktive renderingsmodeller.

Med disse bidrag demonstrerer vi fordelene ved at kombinere teknikker fra
forskellige områder, som computergra�k og 3D print, til at opnå bedre prædik-
tive modeller og metoder til print af udseende.
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Chapter 1

Introduction

1.1 Scope

This thesis focuses on �nding new techniques for predicting the appearance of
manufactured physical objects and for controlling their appearance before they
are produced without introducing any extra step in the manufacturing pipeline.
The goal is to provide practical methods for predicting and visualizing how
a given object with a particular material and surface properties will appear,
while also having the possibility to modify and interact with such re�ectance
properties. Predictive rendering and appearance printing are relevant in many
�elds, including

• Digital prototyping

• Manufacturing

• Industrial quality control

• Product Visualization

In the past years, a lot of attention has been put in developing physically-based
models which could best describe the appearance of certain materials, and in
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(a) (b)

Figure 1.1: Predictive rendering of a golden Stanford dragon (a). Example
of post-process surface smoothing by using acetone vapor on 3D
printed samples (b), courtesy of Kenny Janssens.

�nding new techniques to control the appearance and re�ectance of manufac-
tured products. The contributions included in this thesis cover di�erent areas,
from modeling of Bidirectional Re�ectance Distribution Functions (BRDFs) and
predictive rendering, to controlling the surface structure and color of 3D printed
objects, with the overall goal of connecting classical Computer Graphics tech-
niques with Additive Manufacturing processes.

1.2 Motivation

One of the main goals of computer graphics has always been to model and re-
produce the physical world in the most accurate way. Thanks to all the research
that has been done in the past and the progress in technology, nowadays it is
very hard to distinguish between a physically-based rendered image and a pho-
tograph. The progress done in the �eld of photorealistic rendering has been
immense. Unfortunately, a vast amount of the techniques were developed with
the goal of being "believable" and realistic-looking, instead of being physically
accurate and radiometrically correct. And usually believable rendering models
are only validated qualitatively by visually inspecting the results. Predictive
rendering models, on the other hand, are physically accurate and are validated
by comparing rendered images with measurements made in the real world. Luck-
ily, predictive rendering models have been developed for several materials (e.g.,
metals, Figure 1.1), and are being widely used in those �elds in which a more
accurate model could make a big di�erence, for example by cutting production
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costs and saving time.

In this work, we will focus more on the �eld of predictive rendering in the
context of manufacturing, and in particularly 3D Printing. The manufacturing
industry is an old and well-established reality, and nonetheless, huge progress
and innovation are still happening in the �eld (e.g., new 3D printing techniques).
Nowadays it is possible to produce almost any kind of shape with incredibly
high precision and in a vast variety of materials. Nevertheless, it is still hard to
obtain a product which corresponds one-hundred percent to the designed model.
Maybe the physical models used to render the appearance of the object are not
accurate enough, or they are too simple and do not correspond to the materials
used in production. Or maybe artefacts and imperfections are introduced by the
manufacturing process itself. A comparison between a rendered preview and the
3D printed result is shown in Figure 1.2. Another limitation of 3D Printing and
manufacturing is the lack of control on the surface roughness and re�ectance
properties of the �nished product. To obtain custom and region-speci�c surface
properties, post-processing techniques often have to be used, meaning that the
production time and costs increase. An example of post-processing on a 3D
printed sample is shown in Figure 1.1b.

In this project, we seek to provide accurate physical models that can be used to
predict and visualize the appearance of a manufactured object before production
and therefore can be used to visualize how di�erent values of the input model
parameters will a�ect the output. We also work towards the goal of controlling
the 3D printing process to print objects with arbitrary re�ectance properties,
without requiring any additional surface processing.

To motivate this project further, we now discuss three more detailed and con-
crete use cases in which predictive rendering and appearance printing play an
important role and in which current methods fail to provide an adequate solu-
tion. These cases are only a subset of all the areas in which predictive rendering
and appearance printing are used and needed. However, they illustrate concrete
industrial applications of the various contribution of this project.

1.2.1 Digital Prototyping

The �rst use case we are going to present is digital prototyping. Nowadays
almost every product is designed digitally, and it goes through many iterations
before the �nal design is approved and the object produced. So being able to
visualize an accurate representation of the object is crucial. Just imagine how
much time and resources would be wasted if a complex object was produced
and the �nal result did not correspond to the expectations (e.g., jewelry, cars).
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(a) (b)

Figure 1.2: Comparison between the rendered preview of a 3D model (a) and
a 3D printed sample (b). Owl 3D model and images are courtesy
of Tom Cushwa.

The role of predictive rendering in this �eld is crucial. If we can show the users
how certain objects and materials appear under di�erent light conditions with
high precision, then digital prototypes will resemble more closely the produced
objects, making the job easier for the designer. Accurate predictive rendering
means more precise design and better and more e�cient production.

1.2.2 Manufacturing

As already mentioned, it is not trivial to produce objects with arbitrary re-
�ectance properties or BRDFs, without adding pre or post-processing steps to
the production. In some cases, the manufacturing process itself introduces arte-
facts and produces objects which are di�erent in optical properties and shape
from the 3D model. For example, 3D printing might have limitations on the
materials and colors that can be used, and most of the time introduces also lay-
ering artefacts which have a signi�cant impact on the appearance of the printed
object. Being able to control these processes to produce objects with more
accurate shapes and with di�erent properties is very important for the manu-
facturing industry. A common approach to solve these problems is to improve
the resolution and precision of the machinery, but this is expensive both in time
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and money, and it is not removing the issue, but hiding it. For these reasons,
appearance printing might play a signi�cant role in this �eld. By controlling
the appearance of an object, we might be able to solve these issues by simply
correcting and adjusting the input model in such a way that the �nal product
would be more similar in appearance to the desired output.

1.2.3 Industrial Quality Control

Quality control in classical kinds of production is critical. Visual inspection of
manufactured products is typically done by humans, and for big-scale produc-
tions, it rapidly becomes immensely expensive to be performed. Since most of
the defects that might be introduced during the manufacturing process, such as
scratches and residual of materials, have an impact on the radiometric proper-
ties of the surface, Computer Graphics and Computer Vision techniques could
be combined to compare photographs of manufactured objects with rendered
images to verify the quality and �delity of the produced samples. For example,
based on the deviation in the optical properties of the physical object from the
ones of the rendered image we might assess the quality of the sample, and we
might say something about the nature of the deviation and identify at which
point in the production the errors were introduced. Of course, this is only
possible if accurate physically-based predictive models are available.

1.3 Thesis Outcome

This Ph.D. over the span of 3 years has resulted in a range of publications re-
ported at page ix, and the most relevant contributions have been included in
the appendices. The main contributions of these publications are in the realm
of predictive rendering for additive manufacturing and appearance printing in
3D printing. In particular, we describe di�erent techniques that can be applied
to control the appearance of 3D printed objects, both in color and in re�ectance
properties. We also show how predictive rendering can be used to optimize pro-
duction and perform simulations to match experiments done in the real world.

In particular, Contribution A focuses on predicting the output color of a 3D
Printer and in providing a way of correcting it, while Contribution C focuses
on how to control the input of a DLP projector to control roughness and ap-
pearance in DLP 3D printing. In Contribution B we develop a physical model
that matches the appearance of engineered microstructures to predict and op-
timize optical contrast. In Contribution D, we describe a simple pipeline that
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can be implemented to perform pixelwise comparisons between photographs
of 3D printed object and renderings to estimate the material parameters and
quantitatively evaluate the accuracy of a material model.

1.4 Outline

The thesis is divided into four main chapters. In Chapter 2, we introduce the
topics of this thesis by quickly covering some of the background knowledge
needed to fully understand our work, such as an introduction on additive man-
ufacturing, radiometry, and appearance modeling. In Chapter 3, we present a
literature review of the work that has been done in previous years in the �elds of
appearance modeling, predictive rendering, and appearance printing. In Chap-
ter 4, we present into more detail the individual contributions made during this
Ph.D.. We then conclude this thesis in Chapter 5, with a summary of our work
and with some idea for future work.



Chapter 2

Background

In this section, we will introduce and explain some of the main concepts needed
to thoroughly understand the related work and the contributions of Chapters
3 and 4. The job done during this Ph.D. covers various topics, from topics
common in Computer Graphics such as Radiometry and BRDFs to topics re-
lated to manufacturing, and in particular 3D printing. For this reason, we will
provide an introduction to these topics starting with an overview of Additive
Manufacturing in Section 2.1, with a particular focus on DLP printing, then we
continue in Section 2.2 with some basic radiometric concepts and a description
of the main rendering techniques (i.e., rasterization and ray tracing). We will
�nally conclude in Section 2.3 by covering some elements of colorimetry, and by
introducing some of the main concepts useful for material modeling.

2.1 Additive Manufacturing

Introduced in the 1980s, Additive Manufacturing (AM) has rapidly emerged and
revolutionized the manufacturing industry and the way of doing prototyping,
and a complete overview can be found in [Woh16] and [SH14].

While traditional manufacturing relies on expensive and time-consuming tech-
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Figure 2.1: Basic steps of 3D printing. First, a 3D object is modeled, or
3D scanned, then it is sliced into layers. The layers are then
individually printed on top of each other to obtain the desired
object.

niques, such as molding, forming, and machining, additive manufacturing makes
use of commercially available technologies and has the potential to produce very
complex geometries in a variety of materials including metals, ceramics, and
polymers.

Due to the extensive use of additive manufacturing in prototyping, the term
rapid prototyping (RP) has often be used as synonymous, and in the 1990s
the term 3D printing has also become popular to describe the technique. In
this thesis, we will use the terms additive manufacturing and 3D printing in-
terchangeably to indicate the process of manufacturing an object by successive
deposition of layers of material.

As already mentioned, additive manufacturing enables us to produce an object
by starting from a digital model, and the steps required are relatively simple
and illustrated in Figure 2.1. First, a 3D object is modeled using a computer-
assisted design (CAD) software or is obtained by 3D scanning a physical object.
Then, the 3D model is subdivided into multiple slices. And �nally, for each slice,
the appropriate amount of material is deposited in the correct position until all
the slices have been processed and the object has been created.

2.1.1 Challenges and Limitations in AM

3D printing allows for quick design and production of customized objects for spe-
ci�c applications, and even though 3D printers are becoming faster and cheaper,
there are still some limitations [LLS+17] that are preventing additive manufac-
turing to be used on a large scale, and therefore conventional manufacturing is
still the to-go choice when it comes to mass production.

One of the main limitations is the production speed. Additive manufacturing
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allows for rapid production of prototypes, but it is very slow in comparison to
other technologies like injection molding. While AM is handy in customized
manufacturing, it is still not ready to replace mass production techniques.

Other limitations are connected to the poor material properties (e.g., thermo-
mechanical properties, corrosion, porosity) of the materials used in the process.
The mechanical properties of a product also tend to be anisotropic due to the
layered structure of the printing process.

Another problem is related to the di�culty of printing objects using di�erent
materials. While some printers are capable of printing objects in multiple colors
by using di�erent shades of the same material, the printing technique might not
be suitable to process di�erent materials, and di�erent materials might also be
incompatible with each other. Multimaterial additive manufacturing (MMAM)
is supported by some 3D printers, but it usually requires the transfer of the
object from one building platform to another or the material has to be changed
during printing, and usually, this will slow the printing process. Furthermore,
the material exchange is possible only between layers (1D multi-material), and it
is not possible to have di�erent materials in the same layer (3D multi-material).

Spatial resolution is another factor in�uenced both by the printing technique and
by the material used. For mass production, we would like the �nal product to be
almost identical to the CAD model, and 3D printing will inevitably introduce
some inaccuracies. The most common example is the staircase e�ect which
is caused by the layered structure of the print as shown in Figure 2.2a. The
layer thickness is usually in the range of 15 to 500 µm depending on the 3D
printer, and when the thickness is below 50 µm the naked eye is usually not
able to distinguish the di�erent layers, but for thicker layers post-processing
(e.g. sanding, coating) might be required to improve surface properties and
have a polished product, as shown in Figure 2.2b.

For all these reasons, a lot of research has been done and has to be done to
improve the quality of 3D printed samples to make it a viable option for mass
production.

2.1.2 3D Printing Techniques

Several 3D printing techniques have been developed over the years, and they
can be categorized into four main groups:
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(a) (b)

Figure 2.2: Example of layering artifacts in 3D printing (a). The staircase
e�ect can be removed with post-processing techniques, such as
sanding (b). Images are courtesy of Arif Iftakher and Thomas
Stilwell.

• Material Extrusion: AM based on extrusion works by melting a poly-
meric material and by depositing a �lament of such material layer by
layer through a movable nozzle. After the melted material has been ex-
truded, it hardens and adheres to the previous layer, and once a layer is
completed either the nozzle moves up, or the building plate moves down so
that the next layer can be printed. Fused Deposition Modelling (FDM) is
the most popular technique based on material extrusion and is limited to
extrusion of thermoplastic; 3D micro-extrusion and 3D dispensing instead
support a greater variety of materials making them promising techniques
for MMAM. This technique su�ers from a trade-o� between spatial resolu-
tion and printing time: if �laments with a sub-micron thickness (i.e., high
resolution) are extruded, then the build speed is drastically reduced. An
alternative would be to extrude thicker �laments ( e.g., 100 µm) to speed
up the printing process, and then apply some post-processing to smooth
the surface.

• Lamination: In Laminated object manufacturing (LOM) sheets of mate-
rial (paper or polymers) coated with adhesive are fed with rollers to the
building platform and pressed on top of the previous layers with a heated
roller. A laser or a blade is used to cut the contour of the object and
crosshatch the remaining area of the sheet to facilitate the removal. The
building platform is lowered, and the process is repeated for each layer.
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LOM allows for printing of larger objects at a relatively high speed com-
pared to other AM methods, with the drawbacks of supporting a smaller
set of materials and of requiring post-processing to remove the artifacts
caused by a reduced spatial resolution.

• Powder-Based : two typical examples of this technique are selective laser
sintering (SLS) and binder jetting. In SLS a layer of powder is deposited
using a roller, and a high power laser is used to scan the CAD model
pro�le and locally melt and solidify the powder; while in binder jetting
a liquid is used to bond the particles together and to form a solid layer.
Binder jetting can be combined with colored inks to print objects with
multiple colors in a single layer. The powder that is not solidi�ed acts as a
support structure for the next layers, allowing for structures with multiple
overhanging sections to be printed. The resolution, surface roughness,
and porosity of powder-based printed samples are a�ected by the particle
size of the utilized powder, and often the printing process is followed by a
coating or resin in�ltration step to improve surface properties.

• Photopolymerization: This category includes all the printing technique in
which a liquid photopolymer (or resin) is cured through the use of UV
or visible light. The most common technique is stereolitography (SLA)
in which a laser beam is used to trace and cure the cross section of a 3D
model layer by layer until the part is �nished. The use of a laser beam
guarantees a very high spatial resolution. Direct Light Processing (DLP)
printing is similar to SLA, the main di�erence is the use of a DLP projector
instead of a laser beam to cure an entire layer of photopolymer at once,
making DLP printing much faster than SLA.

Both in SLA and DLP the building platform and the printed part could
either be lowered and covered with a new layer of resin (top-down ap-
proach), or they could be raised from the resin requiring that the part is
mechanically separated from the vat containing the photopolymer before
recoating can be done (bottom-up approach). In both cases, the main
time-consuming step is the repositioning of the building platform and the
deposition of the new layer of resin. Recently a new technique, continu-
ous liquid interface production (CLIP), has been developed based on the
bottom-up approach. CLIP makes use of a "dead-zone" made of oxygen
to prevent photopolymerization at the bottom of the vat so that the me-
chanical separation of the part from the vat and the recoating are not
required anymore, making the printing process faster.

Two-photon polymerization (TPP) is based on the absorption of two pho-
tons to cure the photopolymer locally and allows for very high-resolution
prints (resolution of approx 100 nm).

In Material jetting 3D printers, similarly to a regular paper printer, hun-
dreds of nozzles are swept across a plane and eject droplets of photopoly-
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mer, and a UV lamp is used for the curing process. The main advantage of
this technique is the possibility of printing objects with 3D multi-material
and multicolor structures. For all these techniques an extra curing pass is
usually needed at the end of the printing to cure the resin completely.

2.1.3 DLP Printing

As mentioned in the previous section, Digital Light Processing (DLP) Printing is
an additive manufacturing technique in which a photo-reactive resin is irradiated
with UV light through a DLP Projector. The main advantage compared to
stereolitography is the fact that a layer is exposed to UV light all at once and
not point-by-point, and the information is provided in the form of a black and
white image, making the printing process considerably faster.

The core of the DLP projector is the Digital Micromirror Device (DMD) chipset
which contains hundreds of thousands of microscopic mirrors arranged in a rect-
angular shape. Each micro-mirror corresponds to a single pixel in the projected
image and can be switched from an on (bright pixel) to o� (dark pixel) status
by rotating it by few degrees. Grayscale values can be produced by varying
the ratio of time in which a micro-mirror is on and time in which is o�, and
this is done by tilting the micro-mirror very quickly. The total number and the
physical size of the micro-mirrors on a DMD chipset de�ne the lateral resolution
of the DLP projector, and therefore of the DLP printing technique. The typical
size of a micro-mirror varies in the range from 10 µm to 150 µm. Projection
lenses with di�erent magni�cation factors are often used to further control the
resolution and the physical size of the �nal print.

A DLP printer also requires a vat in which the photopolymer is contained. On
the chemical properties of the resin depend most of the physical properties of
the �nal product, like the hardness and heat resistance. The vertical resolution
of the printer also depends on the light penetration depth of the material, but
it is also a�ected by the step precision of the motor controlling the building
platform on which the part is being printed.

Based on the position of the DLP projector and of the building platform, a
DLP printer can have two di�erent set-ups: top-down and bottom-up (Figure
2.3). In the top-down approach, the DLP projector is situated on top of the
vat, and the building platform is immersed in the photopolymer. After a layer
has been cured, the building platform is lowered, and the part is coated with
a new layer of resin. In the bottom-up approach, the DLP projector is located
underneath the vat, and the resin is cured through a clear glass. The building
platform is then raised upwards, and a new liquid layer of resin �ows and �lls
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Top-Down Bottom-Up

Figure 2.3: In the top-down approach (on the left) the projector is situated
on top of the vat, and the building platform moves downwards. In
the bottom-up approach (on the right) the sample is printed start-
ing from the bottom. The top-down approach requires a larger
quantity of photopolymer since the sample has to be completely
immersed during the printing process.

the region between the glass and the already cured part. Each technique has
advantages and disadvantages. In the top-down approach, the printed part has
to be immersed into the photopolymer all the time, and this means that a more
substantial amount of photopolymer is required. On the other hand, in the
bottom-up approach the printed part is lifted from the resin, and therefore a
smaller amount of photopolymer can be used. Another disadvantage of the top-
down approach is the fact that the surface of the liquid photopolymer is free to
move and is not necessarily �at, this means that defects might appear on the
printed part. While in the bottom-up approach the presence of the transparent
glass guarantees that the surface of the layer being cured is always �at. The
main disadvantage of the bottom-up approach compared to the top-down is that
the layer being cured sticks both to the glass and to the previously cured layers,
and, when the building platform is lifted, the part has to be separated from the
glass and the smaller and �ner features might be damaged.
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2.2 Visualization

Predictive rendering, as mentioned in Chapter 1, is useful for several appli-
cations, and it requires that we are capable of visualizing 3D geometries and
materials accurately. For this reason, we think that to fully understand this the-
sis it is useful to introduce some of the fundamental radiometric concepts and
to describe the two main rendering techniques used in our work, rasterization
and ray tracing [PJH16] [AMHH18] [HVDF+14].

2.2.1 Radiometry

Radiometry is a branch of physics dedicated to measuring electromagnetic ra-
diation, including visible lights. It di�ers from another way of measuring light,
called photometry, in the sense that radiometry measures physical quantities
while photometry is interested in the interaction between light and the human
eye.

Originally, radiometry was built on the idea of light made of particles (photons)
�owing through space, and it was later connected to Maxwell's equation to
account for wave-like phenomena. In the context of rendering and this thesis,
the idea of light made of particles works well enough when dealing with objects
much larger than the light's wavelength and light propagation can be described
in terms of rays, i.e., geometric optics. Wave optics needs to be considered when
dealing with objects of size in the order of the nanometers to model polarization,
dispersion, interference, and other phenomena. One wave-related property of
photons that we still should consider is the fact that the energy, Q, of each
photon is inversely proportional to its wavelength λ,

Q =
hc

λ
[J ],

where c is the speed of light (2.998 × 108 m/s), and h is Planck's constant
(6.62607× 10−34 J · s).

The �rst radiometric quantity we are interested in is called radiant �ux, or
radiant power, Φ, and describes the total amount of energy passing through a
region of space per second emitted by a light source and it is measured in Watts
[W ],

Φ =
dQ

dt
[W ].

Given an in�nitesimal surface area element dA centred around a point x, the
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Φ

A A

θ

Figure 2.4: On the left: the energy received at a point on the outer sphere is
less than the energy received at a point on the inner sphere. The
energy falls o� with the square of the distance traveled. On the
right: representation of Lambert's law. The irradiance received
on a surface A is directly proportional to the cosine of the angle θ
between the surface normal and the light direction.

area density of radiant �ux arriving at the surface from all directions is described
by the quantity called irradiance:

E(x) =
dΦ

dA

[
W

m2

]
.

If the light is emitted from the surface, instead of being received, we call this
quantity radiant exitance, M , instead of irradiance. In the case of an isotropic
point light radiating energy uniformly in all directions (Figure 2.4, left), we can
compute the irradiance at a point at a distance R from the light source as

E =
Φ

4πR2
.

This particular result shows why the energy received from a light source is
inversely proportional to the square distance from the light. Lambert's cosine
law, stating that the �ux arriving at a surface is proportional to the cosine of the
angle between the surface normal and the light direction, can also be explained
with the irradiance equation. If a surface of area A is at an angle θ to the light,
as illustrated on the right of Figure 2.4, then the area receiving energy is roughly
A/ cos θ. Therefore the irradiance becomes

E =
Φ cos θ

A
.
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Figure 2.5: Radiance is de�ned as �ux per solid angle per projected area.

Since not all light sources are ideal and isotropic, sometimes we might be more
interested in the amount of energy emitted in a particular direction. Radiant
intensity, I, is the �ux density with respect to solid angle,

I(~ω) =
dΦ

dω

[
W

sr

]
,

and describes the directional distribution of light.

The last and most important radiometric quantity that we introduce is radiance,
L, and it is what sensors, like the eyes and cameras, measure. Radiance describes
the �ux density with respect to both area and solid angle, and it is

L(x, ~ω) =
d2Φ

dA cos θdω

[
W

m2 · sr

]
,

where dA cos θ represents the projection of dA onto the plane perpendicular to
the direction of interest, as shown in Figure 2.5, and it is called the projected
area element. Radiance is of fundamental importance in computer graphics.
If the radiance is known, then all the other quantities can be derived from it
through integrals over areas and directions:

Φ =

∫

Ω+

∫

A

L(x, ~ω) cos θ dA dω,

E(x) =

∫

Ω+

L(x, ~ω) cos θ dω,

I(~ω) =

∫

A

L(x, ~ω) cos θ dA,

where cos θ is the angle between the surface normal ~n and the direction ~ω, Ω+ is
the hemisphere around ~n, and A is the total area. Another reason why radiance
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Emission Out-Scattering

AbsorptionIn-Scattering

Figure 2.6: Part of the light traveling through a medium might be absorbed
or out-scattered. Emission and in-scattering might add a contri-
bution to the light traveling in a given direction.

is so important is that it is not a�ected by distance and remains constant along
a ray traveling in vacuo.

2.2.2 BSSRDF and BRDF

For the reasons mentioned in the previous section, radiance is the radiometric
quantity we are interested in evaluating during the rendering process. To do
this, we need to take into account how light interacts with the environment.
For example, if the light is not traveling in vacuo but through a medium (e.g.,
fog or a liquid), as shown in Figure 2.6, then a portion of the energy might
be lost due to absorption or out-scattering, and energy might be gained due to
emission or in-scattering [Cha50]. Therefore, we need to know something about
the nature of the medium in which the light is traveling through if we want to
be able to render these phenomena accurately.

Another scenario is when light interacts with an object. In this case, the behav-
ior of light is in�uenced both by the geometry and by the material of the object.
Some light might be scattered away from the surface (re�ection), while some
light might penetrate inside the object (transmission or refraction) and part
of it might be absorbed or scattered, and eventually exit from another point
on the surface (subsurface scattering). So, if for a material we can model the
connection between the light incident at the surface from a particular direction
and the light leaving the surface from another direction, then we can use such
model to render such material.
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dωi
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~ωo
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xo

Figure 2.7: The bidirectional scattering-surface re�ectance distribution func-
tion is de�ned as the ratio between the radiance leaving the surface
at a point xo in direction ~ωo and the incident �ux at a point xi
from direction ~ωi.

dωi

~ωi

~ωo

x

Figure 2.8: The bidirectional re�ectance distribution function describes how
much of the incident light along the direction ~ωi is scattered along
~ωo.
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If we consider the portion of incident �ux, dΦi, from a direction ~ωi on a surface
element dAi centered around the point xi, the radiance re�ected in the direction
~ωo at the point xo can be written as

dL(xi, ~ωi,xo, ~ωo) = S(xi, ~ωi,xo, ~ωo)dΦi(xi, ~ωi)

[
W

m2 · sr

]
, (2.1)

where S is called bidirectional scattering-surface re�ectance distribution func-
tion, or BSSRDF [NRH+77], and it is a property of the re�ecting surface. The
BSSRDF quantitatively describes the amount of light traveling in a given direc-
tion, then from one point to another of the surface, and then along the outgoing
direction, and can be seen as a general formulation of how light re�ects and
scatters inside a material.

The BSSRDF is a function of ten variables (three variables for each point, and
two variables for each direction), and in some cases, it can be simpli�ed. For
many materials (e.g., metals), the subsurface scattering process is limited around
the exiting point xo, and if the scattering properties are uniform and isotropic
across the surface we can derive a new quantity called bidirectional re�ectance
distribution function, BRDF, [NRH+77], which does not depend on xi and is
de�ned as

dL(x, ~ωo) = fr(x, ~ωi, ~ωo)dEi(x, ~ωi). (2.2)

The BRDF describes the ratio between the incoming irradiance and the outgoing
radiance.

As mentioned, the BRDF is an approximation of the BSSRDF and is assumed
to be the same over the surface, but in reality, this is seldom the case. Objects
in the real world, even the ones composed of a single material, often present
variations of physical properties (e.g., surface roughness) over the surface. To
capture these variations, a more general version of the BRDF, called spatially
varying BRDF (SVBRDF), can be de�ned. Light transmission is another e�ect
which is not handled by a BRDF. In this case, we need to de�ne the bidirectional
transmittance distribution function (BTDF), which together with the BRDF can
be combined into the bidirectional scattering distribution function (BSDF), that
can be used to describe both re�ection and transmission.

2.2.3 The Rendering Equation

BSSRDFs and BRDFs describe how a given surface re�ects and scatters light,
and therefore they play a fundamental role in Computer Graphics.
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From the de�nition of �ux and BRDF in Equation (2.2) , we can derive the
rendering equation [Kaj86],

Lo(x, ~ωo) = Le(x, ~ωo) +

∫

Ω+

fr(x, ~ωi, ~ωo)Li(x, ~ωi) cos θi dωi, (2.3)

and the extended rendering equation [JMLH01] from the de�nition of BSSRDF
in Equation (2.1),

Lo(xo, ~ωo) = Le(xo, ~ωo) +

∫

Ω+

∫

A

S(xi, ~ωi,xo, ~ωo)Li(xi, ~ωi) cos θi dωidAi,

(2.4)

where Lo represents the outgoing radiance, Le is the radiance emitted from the
surface, and θi is the angle between ~ωi and the surface normal at the point of
incidence.

The extended rendering equation, Equation (2.1), and the rendering equation,
Equation (2.2), both describe how much light is scattered from a point on the
surface along the direction ~ωo, and require to solve an integral over all possible
directions and all points on a surface. In most cases it is not possible to solve
the rendering equations analytically, and the usual approach is to use Monte
Carlo integration and importance sampling [KW86]. Given the integral

I =

∫ b

a

f(x)dx,

and N uniform random variable xi ∈ [a, b], the N -th Monte Carlo estimator is
de�ned as

IN =
b− a
N

N∑

i=1

f(xi),

and it can be shown that IN → I for N →∞. Importance sampling can be used
to improve the convergence rate, by choosing the N samples from a distribution
pdf(x) which is close in shape to the function f(x). In this case the estimator
becomes

IN =
1

N

N∑

i=1

f(xi)

pdf(xi)
, (2.5)

where the xi are sampled according to pdf(xi).

By using Equation (2.5), an estimate for the rendering equation (2.3) can then
be computed as

Lo(x, ~ωo) ≈ Le(x, ~ωo) +
1

N

N∑

j=1

fr(x, ~ωj , ~ωo)Li(x, ~ωj) cos θj
pdf(~ωj)

, (2.6)
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while the extended rendering equation (2.4) can be estimated as

Lo(x, ~ωo) ≈ Le(x, ~ωo) +
1

N ·M
M∑

k=1

N∑

j=1

S(xk, ~ωj ,xo, ~ωo)Li(xk, ~ωj) cos θj
pdf(xk)pdf(~ωj)

. (2.7)

Both the estimates in Equation (2.6) and in Equation (2.7) require some tech-
niques for sampling directions and points on the surface and to compute the
incident radiance at these points. We also need to evaluate the BRDF and the
BSSRDF for each sampled point and incident direction. Therefore measured or
analytical versions of the BSSRDFs and BRDFs are usually needed.

2.2.4 Physical Properties of the BSSRDF

Physically based BRDFs and BSSRDFs need to satisfy two important properties
imposed by the law of physics. First, there must be energy conservation so that
the outgoing energy cannot be greater than the energy of the incoming light
(excluding surfaces that emit light). For all directions ~ωo, energy conservation
can be written as

0 ≤
∫

Ω+

∫

A

S(xi, ~ωi,xo, ~ωo)Li(xi, ~ωi) cos θi dωidAi ≤ 1,

0 ≤
∫

Ω+

fr(x, ~ωi, ~ωo)Li(x, ~ωi) cos θi dωi ≤ 1.

(2.8)

The second property is Helmholtz reciprocity, which states that the path of a
ray of light can be reversed without changing the output of the function:

S(xi, ~ωi,xo, ~ωo) = S(xo, ~ωo,xi, ~ωi)

fr(x, ~ωi, ~ωo) = fr(x, ~ωo, ~ωi).

(2.9)

2.2.5 Rendering Techniques

The rendering equation introduced in the previous section describes how light
scatters when hitting a surface. In this section, we introduce the two main tech-
niques that are used in Computer Graphics to render a scene containing physi-
cally based materials and to evaluate the rendering equation. Both techniques
have been used in our contributions, depending on the application requirements.
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Figure 2.9: Rasterization pipeline. Vertex position and shading are processed
in the vertex shading, then triangles are assembled and rasterized,
and the resulting fragments are processed in the fragment shader.
The �nal step takes care of checking which fragments are visible
and if they should be blended.

2.2.5.1 Rasterization

Rasterization is a rendering technique mainly used in real-time computer graph-
ics and game development. The idea behind this technique is that all 3D objects
in a scene are made of some rendering primitives (i.e., triangles), and each of
these primitives is then processed and converted into pixels on a 2D screen. Since
the primitives can be processed in parallel, and on modern graphics cards the
majority of the work is performed on hardware, rasterization is very suitable
for interactive applications. Rasterization is one of the steps of the graphics
rendering pipeline, illustrated in Figure 2.9. The �rst step of the pipeline is
vertex processing. In this stage, each vertex of a triangle is processed inde-
pendently, and the main operations that are executed involve transformation
between di�erent coordinate systems (i.e., model space, world space, camera
space), vertex shading (i.e., computing color and other attributes), clipping,
and mapping vertex positions into screen coordinates. The vertices that survive
the clipping process are assembled into triangle primitives and passed to the
rasterization stage. In this phase, the rasterizer determines which pixels lie in-
side each of the triangles. The output of this stage is a set of primitives, called
fragments. Each fragment carries some information (e.g., color, position, depth)
obtained by interpolating the attributes associated with the triangle's vertices
using barycentric coordinates. The next step is fragment processing. In this
step, the �nal color of each fragment has to be outputted, so the interaction
with light is usually computed at this stage. Since the execution of the pipeline
is asynchronous, more fragments can land on the same pixel. Therefore the last
step of the pipeline takes care of resolving visibility either by performing a depth
test or by blending the color of the di�erent fragments.

The pipeline described above is a simpli�ed version of the full graphics rendering
pipeline. More stages for more advanced operations are usually allowed, such
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as tessellation and geometry shaders.

As mentioned at the beginning of this section, rasterization is very e�cient when
it comes to real-time applications. However, since the triangles are processed
independently, this technique is not well suited for rendering complex materials
and optical e�ects which require computing how light propagates across the
scene.

2.2.5.2 Ray Tracing

While rasterization starts from triangles and �nds which pixels are covered by
it, ray tracing works in the opposite direction: for each pixel, it �nds which
triangles are visible.

The underlying mechanism is very simple. For each pixel on the screen, a ray is
shot from the camera (or eye) position, and it is intersected with the geometry
in the scene. In this way, it is possible to �nd the intersection point closest to
the camera. From the intersection point, more rays can be traced. For example,
if the intersected object is shiny we might want to trace a ray in the re�ection
direction, while if it is transparent, we might want to refract the ray. Rays can
also be traced towards the light sources to determine if a point is in shadow or
if it is illuminated. All the information gathered by tracing a ray can then be
used to shade the corresponding pixel.

Path tracing is an algorithm based on Monte Carlo ray tracing which can be
used to compute global illumination and to evaluate Equation (2.6) and Equa-
tion (2.7). Thousands of rays are traced from the camera, and at each surface
intersection are re�ected or refracted in a new direction until either a light source
is hit, or the maximum recursion depth is reached, or we do not hit any object
in the scene. The rendering equation can then be estimated for each pixel.
The directions for the new rays are usually chosen by importance sampling the
BRDF of the intersected surfaces. An example of path tracing is illustrated in
Figure 2.10.

The main issue of ray tracing is the high computational cost required. While
path tracing produces accurate and unbiased results, a very large number of
rays needs to be traced to obtain a high-quality result without visible noise,
making it not the best choice when it comes to real-time applications. Because
rays associated with di�erent pixels can be evaluated independently, ray tracing
can be parallelized to increase performance. Data structures, like bounding
volume hierarchy (BVH), are also typically used to speed up the intersection test
between rays and geometry, with typical performance in the order of O(log n)
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Figure 2.10: Example of path tracing algorithm. Rays are traced for each
pixel starting from the eye position. When a ray hits a surface
it is scattered in a new direction, and the light contribution is
evaluated.

for n objects in a scene. Such data structures can be built and traversed on the
GPU to further improve performances. In the work presented in this thesis, we
use the NVIDIA OptiX API [PBD+10], which provides an e�cient pipeline for
performing ray tracing on the GPU.

To conclude, Monte Carlo ray tracing can be used to fully solve the rendering
equation and can be used to render scenes with complex light e�ects and with
full global illumination, at the cost of requiring more time to provide a noise-free
result.

2.3 Appearance Modelling

In the previous section we discussed the de�nition of di�erent radiometric quan-
tities, we introduced the concepts of BRDF and BSSRDF, and we described how
to solve the rendering equation using two di�erent techniques. To model the ap-
pearance of a certain material is fundamental to understand how light behaves
and interacts with objects in the real world. In this section, we will brie�y de-
scribe how light interacts with the human eye and how we can represent colors
[PJH16] [RKAJ08]. We will then present and describe some of the physical
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Figure 2.11: The visible spectrum covering the range of wavelengths from
380nm to 780nm.

phenomena happening at the surface and under the surface of an object when
hit by light [PJH16] [AMHH18] [HVDF+14]. All these phenomena can then
be combined and used to model the BRDF or BSSRDF that best suit a given
material and application.

2.3.1 Colorimetry

In Section 2.2.1 we mentioned that a photon carries an amount of energy in-
versely proportional to its wavelength. If we consider light traveling in a certain
direction, we might describe it as a set of photons, with a certain distribution
of wavelengths, moving in the same direction. The distribution of wavelengths
is called the light's spectrum.

The retina of the human eye contains photoreceptor cells, rods and cones, re-
sponsible for light and color perception. The wavelengths that we can perceive
are approximately in the range from 380 to 780 nanometers (Figure 2.11). While
rod cells are more sensitive to light and allow us to perceive lower intensities of
light, cones are mainly responsible for color vision and are divided into three
di�erent types. Each type of cone has a di�erent sensitivity to visible light; one
type is more sensitive to short-wavelengths, one to medium-wavelengths, and
the last one to long-wavelengths. Since each cone responds di�erently to light
stimuli, for a given spectrum the brain will receive three di�erent signals from
the eye. This property of the human eye makes it possible for us to represent
any visible spectrum and color using only three numbers (tristimulus theory).

A series of experiments have been made by the Commission Internationale de
l'Eclairage (CIE) to determine a standard for representing human's average color
perception. The CIE proposed a color space based on hypothetical light sources
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Figure 2.12: The CIE XYZ coordinates are computed for a given light spec-
trum S(λ) by integrating its product with the spectral matching
curves x(λ), y(λ), and z(λ).

with a positive response at all wavelengths, and the three spectral matching
curves, x(λ), y(λ), and z(λ), are illustrated in Figure 2.12. A color in the CIE
XYZ color space can be obtained by multiplying any given spectrum, S(λ), with
the matching curves and integrating the results

X =

∫

λ

S(λ)x(λ)dλ,

Y =

∫

λ

S(λ)y(λ)dλ,

Z =

∫

λ

S(λ)z(λ)dλ.

(2.10)

The CIE XYZ color space is built upon three light sources that can not be
physically recreated, but it is useful to describe colors as perceived by a person,
and since it does not change among di�erent devices it became a standard
reference that can be used to compare against other color spaces. In case a
discrete light spectrum is measured instead of a continuum one, it is possible to
estimate a transformation matrix to approximate Equations (2.10), as described
by [Tri15].

A color can also be described by two quantities, brightness and chromaticity,
and the CIE XYZ space was designed so that the Y parameter describes the
brightness of a color. We can then de�ne a new color space, CIE xyY, which is
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Figure 2.13: Example of CIE chromaticity diagram. The area inside the dot-
ted triangle de�nes the color gamut, which represents all the col-
ors that can be obtained by combining the three triangle vertices.

commonly used to specify colors in practice. The chromaticity is described by x
and y, while Y represents the luminance (i.e., brightness), and their values can
be derived from the CIE XYZ space as follow:

x =
X

X + Y + Z
,

y =
Y

X + Y + Z
,

z =
Z

X + Y + Z
= 1− x− y.

(2.11)

The z value is usually omitted since it does not provide any additional informa-
tion, while the x and y components, also called chromaticity coordinates, can be
plotted in the CIE chromaticity diagram, as shown in Figure 2.13. The curved
line delimiting the diagram represents the colors corresponding to monochro-
matic light, while the straight line at the bottom is called the purple line and
it does not correspond to monochromatic light. An interesting property of the
diagram is that for any two points on the diagram, all the colors lying on the
line connecting them can be obtained by mixing the two colors corresponding
with the two chosen points. Therefore if we choose three points on the diagram,
the colors we can produce are all and only the colors lying inside the triangle
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de�ned by those three points. Such a triangle is usually referred to as the gamut
and represents the colors reproducible by a display system.

As already mentioned, the CIE XYZ color space is device independent, but it is
built upon imaginary light sources. So, if we want to physically produce a color
we need to use a di�erent color space. The standard CIE RGB color space was
de�ned based on the three monochromatic light sources corresponding to 435.8
nm, 546.1 nm, and 700 nm. It is possible to map between CIE XYZ and CIE
RGB by applying the following transformation:



R
G
B


 =




3.240479 −1.537150 −0.498535
−0.969256 1.875992 0.041556
0.055648 −0.204043 1.057311





X
Y
Z


 . (2.12)

If an XYZ color is mapped to an RGB value with coordinates that are negative
or greater than 1, then such color lies outside the RGB gamut and cannot be
reproduced.

Conventional displays, like televisions or computer monitors, emit light based
on an RGB color space that is usually di�erent from the standard CIE RGB,
and therefore their gamut is device dependent. This means that the gamut has
an impact on the rendering process, since the same color might look di�erent
among two displays. The same problem occurs with color printers. Even though
they use a subtractive color space, usually CMYK, there is only a limited set of
colors that can be printed, and this is true for both 2D and 3D color printers.
An interesting color space which is device-independent is the CIELAB color
space. A very nice property of this color space is that it is perceptually uniform,
meaning that a change in this color space corresponds to the same amount
of perceived change. For all the reasons mentioned above, it is essential to
understand the capabilities of a device to reproduce colors when doing predictive
rendering and appearance printing.

2.3.2 Modelling Materials

Several phenomena may occur when light interacts with an object, and most of
these phenomena involve light scattering in new directions. For example, light
reaching a specular surface might be re�ected, while light entering a medium
might be absorbed or scattered. We can distinguish between phenomena hap-
pening at the surface level of an object, and phenomena occurring underneath
the surface. In the �rst scenario, a BRDF might be a good representation for
such events, while in the second case, a BSSRDF is probably a better candidate
to model a material, even though under certain conditions a BRDF might be
a valid approximation. For the majority of materials, light is scattered both
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θi,1 θi,2 θc

θt,1 θt,2

ηi

ηt

Figure 2.14: Light traveling from a medium with index of refraction ηi to a
medium with ηt < ηi is re�ected and refracted at the interface
between the media. If the incident angle is greater than the crit-
ical angle θc, the light is totally re�ected back into the incoming
medium.

at the surface and inside the material, so to accurately model how a material
a�ects the propagation of light it is necessary to know and understand the na-
ture of such material. We now introduce some of the optical properties that are
commonly used in appearance modeling.

The refractive index or index of refraction is a dimensionless number de-
scribing how fast light propagates through a material. It is de�ned as

η =
c

v
,

where c is the speed of light in vacuum, and v is the speed of light in a medium.
One consequence of light changing speed when entering a medium is a phe-
nomenon called refraction which causes light to change direction, as illustrated
in Figure 2.14. The relationship between the incident and the refracted light
directions is described by Snell's law :

ηi sin(θi) = ηt sin(θt), (2.13)

with ηi and θi describing the index of refraction and angle of incidence in the
�rst medium, and ηt and θt the index of refraction and angle of transmission in
the second medium. From Snell's law, it can be easily seen that if ηi is lower
than ηt, then θi is greater than θt (and vice versa).

An interesting case to consider is when the light is traveling from a medium
with a certain refractive index to a medium with a lower index of refraction
(e.g., from water to air). Due to Snell's law, in this scenario, we have that the
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refracted angle θt is always greater than the incident angle θi. For a certain
value of the incident angle, called the critical angle θc, the refracted direction
will be tangent to the surface, θt = 90◦, and for values of θi greater than θc
there will be no refraction and all the light will be completely re�ected back in
the incident medium. An example of total internal re�ection is shown in Figure
2.14.

In the case of conductors (e.g., metals), light that penetrates the surface is
immediately absorbed by the material and turned into heat. Therefore no light
is transmitted or scattered underneath the surface. To account for absorption,
we can de�ne a complex index of refraction, η = η + iκ, where κ represents
the extinction coe�cient of the material. In the case of light coming from a
dielectric with an index of refraction ηi and incident on a conductor with an
index of refraction ηt, Snell's law can be computed as

ηi sin θi = (ηt + iκt) sin Θt, (2.14)

where Θt represents the transmitted direction as a complex angle.

The index of refraction is typically wavelength dependent. This means that a
beam of light containing di�erent wavelengths entering a medium will split and
be transmitted in di�erent directions, causing a phenomenon called dispersion.
For some materials, dispersion does not have a signi�cant visual impact on the
appearance, so it is common practice in Computer Graphics not to consider
the wavelength dependence. Some materials (e.g., metals), have an index of
refraction that varies signi�cantly over the visible spectrum; therefore we can
not ignore the wavelength dependence of the refractive index.

The absorption coe�cient, σa(x, ~ω), describes the amount of light absorbed
per unit travelled inside a medium, and it is measured in [m−1]. If we consider an
in�nitesimal distance dt, we can write the change in radiance for light travelling
in a medium as

~ω · ∇L(x, ~ω) = −σa(x, ~ω)L(x, ~ω)dt.

The absorption coe�cient is related to the imaginary part of the refractive index
by [BW13]

σa =
4πκ

λ0
,

where λ0 is the wavelength of light in vacuum.

The scattering coe�cient, σs(x, ~ω) [m−1], describes the amount of light scat-
tered in a new direction when travelling through a medium. Scattering is caused
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by light colliding with particles contained in the medium, and it has two e�ects
on the radiance: out-scattering and in-scattering. Out-scattering causes light
traveling in a given direction to scatter in new directions, causing a reduction
in radiance. Similarly to absorption, we can write the loss of radiance caused
by out-scattering as

~ω · ∇L(x, ~ω) = −σs(x, ~ω)L(x, ~ω).

Absorption and out-scattering are often combined in one e�ect, called atten-
uation, described by the extinction coe�cient (to not be confused with the
imaginary part of the refractive index, κ), σt(x, ~ω) = σa(x, ~ω) + σs(x, ~ω) [m−1].
In-scattering, on the other hand, accounts for the light which has been scattered
in the direction ~ω from other directions, causing the radiance L(x, ~ω) to increase.
The phase function, p(x, ~ω, ~ω′) [sr−1], describes the probability distribution
for a photon travelling along ~ω to be scattered towards the direction ~ω′, and
can be used together with the scattering coe�cient to compute the e�ect of
in-scattering as

~ω · ∇L(x, ~ω) = σs(x, ~ω)

∫

Ω

p(x, ~ωi, ~ω)L(x, ~ωi)dωi.

As for the index of refraction, both the absorption coe�cient and the scattering
coe�cient are wavelength dependent.

If we consider light traveling in a medium, we can describe its propagation by
combining the e�ects of absorption, out-scattering, and in-scattering into the
radiative transfer equation:

~ω · ∇L(x, ~ω) = Le(x, ~ω)− σt(x, ~ω)L(x, ~ω) + σs(x, ~ω)

∫

Ω

p(x, ~ωi, ~ω)L(x, ~ωi)dωi,

(2.15)

where Le accounts for the radiance emitted by the medium.

2.3.3 Surface Scattering

If we consider the interaction between light and a �at surface, light is either
scattered in the re�ected direction or transmitted through the surface. Light
can be scattered further or be absorbed inside the material, but none of these
e�ects happen at the surface which only behave as an interface between two
media. The amount of light re�ected and transmitted at a perfectly �at (i.e.,
with irregularities smaller than the light wavelength) surface separating two
media can be described by the Fresnel equations.
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The Fresnel equations are the solution to the Maxwell's equation for smooth
surfaces, and are not a�ected by phenomena happening inside a material but
only by the direction of the incoming light. The Fresnel equations are valid
for both dielectric materials (real refractive indices) and conductors (complex
refractive indices). The equations depend on the polarization of the incident
light, and in Computer Graphics is common practice to consider light which
is unpolarized to simplify the rendering process. For unpolarized light, Fresnel
re�ectance, Fr, can be derived as

r‖(θi) =
ηt cos θi − ηi cos θt
ηt cos θi + ηi cos θt

,

r⊥(θi) =
ηi cos θi − ηt cos θt
ηi cos θi + ηt cos θt

,

Fr(θi) =
1

2

(∣∣r‖(θi)
∣∣2 + |r⊥(θi)|2

)
.

(2.16)

where r‖ and r⊥ are the Fresnel re�ectance for parallel and perpendicular polar-
ized light, θi is the angle between the incident direction and the surface normal,
ηi and ηt are the indices of refraction for the incident and transmitted mate-
rial, and θt represents the transmitted direction be computed by using Equation
(2.13) for dielectrics or Equation (2.14) for conductors.

Fresnel re�ectance represents the amount of light which is re�ected in the spec-
ular direction, and due to the conservation of energy, the amount of light trans-
mitted through the material can be described by the Fresnel transmittance,
Ft = 1− Fr.

As mentioned in the previous section, the index of refraction is related to the
speed of light in a medium and therefore is wavelength dependent. In the case of
dielectrics, the optical properties can be assumed to be almost constant over the
visible spectrum, and it is common practice to assume the index of refraction
to be constant. For metals, instead, refractive indices have a strong wavelength
dependency, and the Fresnel equations will result in a colored re�ectance. In
Figure 2.15 we plotted the values of the Fresnel re�ectance for water, glass, and
gold. The index of refraction of gold varies signi�cantly over the visible spec-
trum, and we plotted three curves corresponding to the R, G, and B wavelengths.
It is also visible how the value of the Fresnel re�ectance increases when the light
hits the surface at more grazing angles, and this e�ect is usually referred to as
the Fresnel e�ect.

Fresnel re�ectance can be used to easily derived a BRDF and a BTDF for a
perfectly smooth and uniform dielectric material. Since a beam of light incident
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Figure 2.15: Plots of the Fresnel re�ectance for di�erent materials: water
(η = 1.33), glass (η = 1.6), and gold. For gold we used
three di�erent complex values of ηt corresponding to the R,
G, and B wavelengths: ηR = 0.17 + i3.01, ηG = 0.51 + i2.44,
ηB = 1.47 + i1.87.

on such a material will be partially re�ected in the perfect specular direction,
~ωs, and partially refracted in the transmitted direction, ~ωt, given by Snell's
law, we can assume that the only contributions to the BRDF and BTDF come
from those two directions. By accounting for Fresnel re�ectance and Fresnel
transmittance, and using the Dirac delta function, we can write the BRDF as

fr(x, ~ωi, ~ωo) = Fr(θi)
δ(~ωs, ~ωo)

|cos θi|
, (2.17)

and the BTDF as

ft(x, ~ωi, ~ωo) =
η2
t

η2
i

(1− Fr(θi))
δ(~ωt, ~ωo)

|cos θi|
. (2.18)

2.3.4 Subsurface Scattering

Unlike conductors, the light transmitted into a dielectric is not immediately ab-
sorbed, but it might undergo several scattering events before being completely
absorbed or transmitted again outside of the material. For transparent di-
electrics, such as clear water and glass, the direction of light is not changed
signi�cantly by the scattering events, but it might be partially absorbed. While
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inside other dielectrics (e.g., skin, marble, and di�erent types of food), light
scatters many times, and subsurface scattering is the reason why these materi-
als appear translucent.

Subsurface light transport can be simulated accurately by solving the radiative
transfer equation (2.15). This approach provides a correct solution at the cost
of being computationally expensive. An alternative solution is to evaluate light
transport between two points on the surface by estimating the rendering equa-
tion (2.7). This second formulation requires that we either have an analytical
or a measured BSSRDF.

When modeling a BSSRDF for a scattering material, we can think of the light
exiting a point xo on the surface in direction ~ωo as the sum of three contribu-
tions: part of the light has been transmitted through the material without being
scattered, some light might have entered the material at any point of the surface
and after one scattering event is exiting at xo in direction ~ωo (single scattering),
the rest of the contribution comes from light that has been scattered multiple
times inside the material before exiting (multiple scattering). Several analytical
models for a BSSRDF have been derived based on the assumption that multi-
ple scattering can be modeled as a di�usion process [Sta95]. The idea is that
the more scattering events happen inside the material, the less the contribution
will depend on the direction of the light. An analytical BSSRDF has been de-
rived by using the dipole model to solve the di�usion approximation [JMLH01].
This BSSRDF, known as the standard dipole, models multiple scattering only
and combines it with an exact solution for single scattering. The better dipole
[d'E12] improves on the standard dipole, and, similarly, it is not modeling single
scattering. The directional dipole [FHK14] is a fully analytical BSSRDF which
also accounts for single scattering and takes into consideration the directionality
of the incident light.

If we assume that for some materials subsurface scattering is a localized phe-
nomenon (i.e., light is either re-emitted in the proximity of the point of incidence,
or it is absorbed), we might approximate a BSSRDF with a BRDF. One of the
simplest and most common models is the Lambertian BRDF, which models a
material as a perfectly di�use surface, and it can be written as

fr(x, ~ωi, ~ωo) =
ρd
π
, (2.19)

where ρd represents the di�use re�ectance of the surface. The Lambertian BRDF
assumes that the light is scattered uniformly in every direction, and while this
approximation might work well in some cases, it is not physically based. Several
BRDFs have been modelled by also taking into account the Fresnel re�ectance
and transmittance [Sim09] [AS00]. Jensen et al. [JMLH01] present a BRDF
approximation of the dipole model. They provide a formulation for deriving the
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Macrosurface

Microsurface ~ωm
~n

Shadowing Masking

Figure 2.16: Macrosurface, with normal ~n, and microsurface with microfacet
normal ~ωm (left). Part of the incoming light might be blocked due
to shadowing, while part of the scattered light might be masked
by the microstructure (right).

di�use re�ectance using the physical parameters of the material:

ρd =
α′

2

(
1 + e−

4
3A
√

3(1−α′)
)
e−
√

3(1−α′), (2.20)

where A is the internal re�ection parameter [GFT83] [dI11], which takes into
account the hemispherical integrals over the Fresnel re�ectance, and α′ is the
reduced albedo

α′ =
σs(1− g)

σs(1− g) + σa
,

where g is the mean cosine of the scattering angle.

2.3.5 Microgeometry

So far we have discussed how the optical properties of a material a�ect the
scattering of light, and we assumed that the surface was �at. Most objects,
though, do not have a �at surface but exhibit some small geometric features or
roughness that in�uences the way light scatters. If the geometric features are
large enough to be individually visible, we could include them in the 3D model
of an object. When the features are present at a microscale and are too small to
be seen, we can model them as part of a BRDF. In this second case, we usually
refer to the geometric features as microgeometry. Such microgeometry has to be
larger than the wavelength of the visible spectrum, and small enough (usually up
to 150 µm [MSM+08]) to not be seen directly. The main consequence of having
a rough surface is that instead of having a single surface normal at each visible
point on the surface, there are many surface normals with di�erent orientations.
Therefore the direction of the re�ected and transmitted light will depend on the
structure of the microgeometry.

BRDFs accounting for the e�ects of microgeometry are based on the so-called
microfacet theory [TS67], which models rough surfaces as a collection of micro-
facets. Since microfacets are not individually visible, the distribution of their
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Figure 2.17: Comparison between the Beckmann (red) and the GGX (blue)
normal distributions for α = 0.3 (left). Comparison between
the masking term G1 for the Beckmann (red) and GGX (blue)
distribution for α = 0.3 (right).

orientation is described statistically. The main idea is to replace the micro-
surface made of microfacets, with a smooth macrosurface with a BRDF that
statistically models the overall scattering of the microsurface, as illustrated on
the left of Figure 2.16.

To describe a surface with a microfacet model, we need a microfacet distribution
function, D, to represent the orientation of the microfacets, and a BRDF to
model the light scattered by the individual microfacets, fm. There are also some
local e�ects to be considered to evaluate a microfacet model properly. Part of the
microsurface might be occluded by other microfacets and not be visible from the
viewer (masking), while other microfacets might lie in the shadow of neighboring
facets (shadowing). Both shadowing and masking are usually described by the
geometrical attenuation function, G. Shadowing and masking are illustrated on
the right of Figure 2.16. Part of the light might also be scattered multiple times
between microfacets before reaching the viewer (interre�ection).

2.3.5.1 Microfacet Distribution Function

The microfacet distribution function, D(~ωm), describes the distribution of mi-
crogeometry surface normals, ~ωm. For most surfaces, the distribution will be
centered around the macrosurface normal, ~n, and the width of the distribution
will depend on the amount of roughness of the surface. The main visual e�ect
of a wider microfacet distribution is that the specular highlights will be broader
and less bright.

The function D(~ωm) represents the di�erential area of the microsurface with
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microfacets with normal ~ωm. A physically plausible microfacet distribution
function must satisfy some constraints [WMLT07]:

• D(~ωm) must be positive:

0 ≤ D(~ωm) ≤ ∞;

• D(~ωm) must be normalized:

∫

Ω+

D(~ωm) cos θmdωm = 1.

A widely used microfacet distribution function is the Beckmann distribution
[BS63] which is based on a Gaussian distribution:

D(~ωm) =
χ+(~ωm · ~n)

πα2 cos4 θm
× exp

(
− tan2 θm

α2

)
, (2.21)

where χ+ is the positive characteristic function, and α is the width parameter.
Another useful normal distribution is the GGX distribution [WMLT07]:

D(~ωm) =
α2χ+(~ωm · ~n)

π cos4 θm(α2 + tan2 θm)2
. (2.22)

In Figure 2.17 on the left is shown a comparison between the Beckmann and
GGX microfacet distribution function. It can be seen how the GGX distribution
presents a narrower peak and stronger tails.

It is also possible to de�ne normal distributions for describing anisotropic sur-
faces. For example, the anisotropic Beckmann distribution [Hei14] is:

D(~ωm) =
χ+(~ωm · ~n)

παxαy cos4 θm
× exp

(
− tan2 θm

(
cos2 φm
α2
x

+
sin2 φm
α2
y

))
, (2.23)

where φm is the azimuthal orientation of ~ωm, and αx and αy are the width
parameters for the microfacets oriented along the x and the y axis of the surface.

2.3.5.2 Shadowing and Masking

As already mentioned, shadowing and masking account for the fact that some
of the microfacets might be occluded to the view or shadowed by neighboring
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microfacets. The fraction of the microsurface with normal ~ωm visible from
both direction ~ωi and ~ωo is described by the geometrical attenuation function
G(~ωi, ~ωo, ~ωm). As for the microfacet normal distribution, a physically based G
function should have some properties [WMLT07]

• The geometric attenuation function is limited between zero and one:

0 ≤ G(~ωi, ~ωo, ~ωm) ≤ 1;

• G is symmetric:

G(~ωi, ~ωo, ~ωm) = G(~ωo, ~ωi, ~ωm);

• Macrosurface and microsurface must be visible from the side (sidedness
agreement):

G(~ωi, ~ωo, ~ωm) = 0 if (~ωi · ~ωm)(~ωi · ~n) ≤ 0 ∨ (~ωo · ~ωm)(~ωo · ~n) ≤ 0.

Shadowing and masking depend on the microfacet normal distribution and the
geometry of the microsurface. Therefore an exact formulation of G is not always
available, and it must be derived for each particular microstructure. Smith
[Smi67] derived an expression for G in the case of rough surfaces with a Gaussian
microfacet normal distribution. This formulation has the property of being
separable into two components, one accounting for masking and the other one
for shadowing:

G(~ωi, ~ωo, ~ωm) = G1(~ωi, ~ωm)G1(~ωo, ~ωm).

The Smith masking function, G1, is often written as

G1(~ω, ~ωm) =
χ+(~ω · ~ωm)

1 + Λ(ω)
,

where Λ is expressed as an integral over the slopes of the microsurface. A closed
form solution for G1 can be derived for many microfacet normal distribution
functions [Smi67] [WMLT07] [Hei14]. For example, in the case of the Beckmann
isotropic distribution function we can write:

G1(~ω, ~ωm) = χ+(~ω · ~ωm)
2

1 + erf(a) +
e−a

2

a
√
π

, (2.24)

where a = 1/(α tan θ), θ is the angle between ~ω and the macrosurface normal
~n, and α is the width parameter of the microfacet normal distribution. While
for the GGX distribution, the masking function becomes:

G1(~ω, ~ωm) = χ+(~ω · ~ωm)
2

1 +
√

1 + α2 tan2 θ
. (2.25)
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In Figure 2.17 on the right is shown a comparison between the masking term
G1 for the Beckmann and GGX microfacet distributions. G1 has values very
close to 1 for most directions, and for grazing angles, the masking e�ect becomes
more dominant.

2.3.5.3 Macrosurface and Microsurface BRDF

In Section 2.3.5 we mentioned that to describe a rough surface with a microfacet
model we need a BRDF, fm, for the microsurface. The BRDF for the macrosur-
face, fM , can then be derived by combining fm with the microfacet distribution
function and the geometric attenuation function as

fM (x, ~ωi, ~ωo) =

∫

Ω+

fm(~ωi, ~ωo, ~ωm)D(~ωm)G(~ωi, ~ωo, ~ωm)

∣∣∣∣
~ωi · ~ωm
~ωi · ~n

∣∣∣∣
∣∣∣∣
~ωo · ~ωm
~ωo · ~n

∣∣∣∣ d~ωm.
(2.26)

Some microfacet models are based on the assumption that microfacets behave
like perfect micro-mirrors [TS67] [Bli77] [CT81], other models include both per-
fect re�ection and perfect refraction [WMLT07], while the Oren-Nayar model
[ON94] treats the microfacest as Lambertian surfaces.

As an example, we will derive the Torrance-Sparrow BRDF. If we consider the
case of microfacets behaving like perfect mirrors, we can de�ne the microsurface
BRDF by rewriting Equation (2.17) as

fm(~ωi, ~ωo, ~ωm) = Fr(θi,m)
δ(~ωh, ~ωm)

4(~ωi · ~ωh)2
, (2.27)

where ~ωh is the half-angle vector between ~ωi and ~ωo, θi,m is the angle between
~ωm and ~ωi, and the extra term 4(~ωi ·~ωh) corrects for the change in the evaluation
of the Dirac delta function from specular direction to half-angle vector. We can
then use Equation (2.27) and Equation (2.26) to derive the Torrance-Sparrow
BRDF:

fr(x, ~ωi, ~ωo) =
Fr(θi,h)D(~ωh)G(~ωi, ~ωo, ~ωh)

4 |~ωi · ~n| |~ωo · ~n|
. (2.28)

This BRDF does not depend on a particular microstructure, and can be used
with any microfacet distribution function and works for both dielectrics and
conductors. The only assumption is that the microfacets re�ect light in the
specular direction. For a di�erent microsurface BRDF, a microfacet model can
be derived similarly by evaluating Equation (2.26).
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Chapter 3

Related Work

In this chapter, we present and discuss some of the work relevant to the topic
of this thesis. We separate the related work into three categories: appearance
modeling, predictive rendering, and appearance printing. This chapter will cover
only the most important contributions in these �elds, and it is not meant to be
a complete survey on the topics. We also refer to the individual contributions
in the appendices for a more detailed and speci�c related work.

As mentioned in Chapter 1, the �eld of appearance printing deals with the task
of controlling the optical properties of a surface to obtain the desired light re-
�ectance. Appearance modeling and predictive rendering are here presented as
separated topics, even though they are connected. Appearance modeling in-
cludes all those techniques aimed at modeling the optical properties of a given
material or surface, like surface roughness and subsurface scattering. Predictive
rendering instead, focuses on the rendering techniques and models that are ra-
diometrically correct and can be compared with measurements or photographs.
For a more detailed overview of predictive rendering, we refer to the work by
Wilkie et al. [WWMC09] and Ulbricht et al. [UWP06].
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3.1 Appearance Modelling

In Computer Graphics, there are usually two approaches to de�ne a BRDF or
BSSRDF: either with a mathematical model or through measurements. In the
past 40 years, many mathematical models have been proposed, and di�erent
techniques have been developed for capturing appearance. In this section, we
will focus on the work connected to the themes of this thesis.

One of the appearance properties that received a lot of attention over the years
is surface roughness. The Phong model [Pho75] is one of the oldest and most
known re�ectance models, and combines the di�use re�ection of rough surfaces
with the specularity of glossy surfaces. It is the �rst mathematical model to
provide a plausible description for specular highlights, by assuming that light in-
cident on a surface will be scattered according to a distribution centered around
the direction of re�ection. Even though the Phong model is not physically
plausible, due to its simplicity, it became one of the most used shading tech-
nique for specular surfaces. Blinn [Bli77] developed a more accurate model,
known as the Blinn-Phong model, by using the half-vector representation to
model specular highlights. The microfacet model, introduced by Beckmann
and Spizzichino [BS63], was used by Torrance and Sparrow [TS66] [TS67] to
explain the presence of o�-specular peaks in the re�ectance measurements of
rough isotropic ceramic and metallic surfaces. Their BRDF model is based on
the assumption that the microfacets form V-groove cavities and are perfectly
specular. They consider shadowing and masking and include Fresnel re�ectance
to account for the amount of re�ection from the mirror-like microfacets. Cook
and Torrance [CT81] introduced the Torrance-Sparrow model to graphics for
rendering of plastics and metals. They also mentioned the possibility of us-
ing arbitrary distribution functions to model surface roughness, such as the
Beckmann distribution [BS63]. Oren and Nayar [ON94] presented a V-cavity
microfacet model with microfacets assumed to be Lambertian di�users to model
backscattering materials. Some surfaces, for example, brushed metals, exhibit
anisotropic properties and roughness. Poulin and Fournier [PF90] introduced
an anisotropic BRDF model for modeling re�ection and refraction from rough
surfaces. Their model is based on a microstructure consisting of half-cylinders of
di�erent sizes and orientations. Ward [War92] introduced a model able to repre-
sent isotropic and anisotropic re�ections by using a Gaussian model to describe
rough surfaces. He also validated his model by comparing it with measurements
of real materials, such as varnished wood and brushed metals. Ashikhmin and
Shirley [AS00] introduced an anisotropic BRDF based on a microfacet model
using a Phong distribution. Ashikhmin et al. [APS00] describe how to generate
a BRDF from an arbitrary microfacet distribution. While the models cited so
far account only for surface re�ectance, Stam [Sta01] extended the microfacet
model to account for both re�ection and refraction through rough surfaces. Wal-
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ter et al. [WMLT07] introduced a new microfacet normal distribution, called
the GGX distribution, and presented importance sampling techniques for both
the Beckmann and GGX distributions. They also provide formulations for the
geometric attenuation factor for such distributions based on the Smith approxi-
mation [Smi67] and its generalization [BBS02] [Bro80]. All the work mentioned
so far accounts for both shadowing and masking, but they do not include inter-
re�ection and multiple scattering in their models. Nayar et al. [ON95] proposed
a model based on v-cavities with Lambertian microfacet accounting also for
two-bounce interre�ection. Koenderink et al. [KVDDN99] introduced a model
for rough surfaces based on spherical cavities. For such con�guration, they pro-
vided a full analytical solution for interre�ection. Heitz et al. [HHdD16] derived
a multiple-bounces interre�ection BSDFs for di�use, conductive, and dielectric
material based on random-walk. More recently, an analytical formulation for
modeling multiple scattering for a v-groove con�guration has been proposed
[XH18]. In Contribution B we derive an analytical BRDF model, based on
microfacet theory, for an anisotropic engineered surface consisting of parallel
ridges, and we validate the model by comparing with measured data.

Translucency and subsurface scattering are other important e�ects that should
be considered when modeling the appearance of a material. The most general
approach is to solve the radiative transfer equation by Monte Carlo integration
[Rus88]. A fully analytical BSSRDFs was presented by Jensen et al. [JMLH01]
in 2001 based on the dipole di�usion approximation. Other analytical BSSRDFs
were then proposed by Donner and Jensen [DJ07], D'Eon and Irving [dI11], and
Frisvad et al. [FHK14]. All these di�erent techniques require some knowledge
regarding the optical properties of the material. In their work, Frisvad et al.
[FCJ07] derived the optical properties of participating media by considering the
concentrations and distributions of the di�erent types of particles contained in
the media and using a generalization of the Lorenz-Mie theory. A di�erent
technique to model materials made of translucent particles at a bigger scale was
proposed by Meng et al. [MPH+15]. In their work, they describe a multi-scale
rendering technique for large objects made of granular materials, such as sand,
snow, or sugar. They derive theoptical properties for the aggregate granular
structure based on the scales and concentration of grains. A di�erent approach of
modeling appearance is to measure and acquire optical properties and re�ectance
distribution functions directly from the material, and then use the captured data
to render di�erent objects. An overview of di�erent acquisition techniques,
for both geometry and re�ectance, is well presented in the course notes from
2015 by Weinmann and Klein [WK15]. An interesting approach to acquire a
BRDF from a rough metallic surface was presented by [DWMG15]. They use a
pro�lometer to measure the surface microgeometry, and they use the measured
data to model the surface re�ectance with both microfacet theory and wave-
optics theory. By measuring the BRDFs with a goniore�ectometer, they are also
able to validate their approach. While their technique is faster than traditional
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BRDFs acquisition techniques, it is limited to materials where surface scattering
is the dominant e�ect, and therefore it is not suitable for translucent materials.
A technique to approximate the BSSRDF of a homogeneous, optically thick
translucent material from a single photograph was presented by Munoz et al.
[MES+11]. Their method estimates an approximation for the dipole method by
Jensen et al. [JMLH01] and does not account for heterogeneous materials. In
our Contribution D, we will present a pipeline for estimating optical properties
and surface roughness for a 3D printed sample by comparing rendered images
with photographs.

3.2 Appearance Printing

The ability to produce objects with custom re�ectance has many practical ap-
plications, such as design and architecture, and it has been an important goal in
manufacturing and appearance research for a long time. The work by Weyrich
et al. [WPMR09] is one of the �rst steps towards the fabrication of microgeom-
etry to obtain the desired surface appearance. They derive a microfacet normal
distribution starting from a user-speci�ed specular highlight shape, and they
then produce such microgeometry by using a milling machine. They manage to
create surfaces with di�erent specular highlights, even though the quality of the
manufactured samples is highly in�uenced by the sampling resolution used to
sample the microfacet distribution and by the limitations of the milling process.
Another approach was proposed by Matusik et al. [MAG+09]. In their work,
they used a set of inks with known re�ectance properties to print spatially vary-
ing BRDFs. Their technique is restricted to printing on planar surfaces, and the
variety of BRDFs that can be printed is limited by the employed inks. Their
method does not allow to produce anisotropic BRDFs since they can not print
microgeometry. Malzbeder et al. [MSS+12] combine the use of di�erent inks
with a paper with a static microgeometry structure. They make use of pa-
per consisting of spherical cavities with specularly re�ective properties, and by
selectively depositing ink with di�erent opacity they can control the specular
highlights of the printed surface. Baar et al. [BBS15] focus on controlling and
reproducing the specular gloss by varying di�erent print parameters in two pro-
totype 2D printers, such as the print mode, the amount of UV light exposure
to cure the ink, and the usage of varnish. A two-step process for fabricating
surfaces with custom SVBRDF was proposed by Lan et al. [LDPT13]. They
use a material jetting 3D printer to produce patches with facets oriented in
di�erent directions, combined with a �atbed UV printer to apply glossy ink
over each facet. Compared to other techniques, they can produce isotropic and
anisotropic BRDFs. This technique has several limitations, for example, the
3D printed patches are visible to the naked eye, and they are limited to glossy
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BRDFs. The choice of using a �atbed UV printer puts strong constraints on
the shape of the printable objects: to print a 3D surface, the object has to be
divided into several parts and then stitched together in a post-processing step.
Another two-steps approach was proposed by Rouiller et al. [RBK+13]. For a
given re�ectance, they map the BRDF to a microgeometry structure and use
a material jetting 3D printer to print transparent domes with a micro-faceted
surface that matches the normal distribution of such microgeometry. They then
stick the transparent domes onto the surface of a colored model, printed with
a powder bed 3D printer, to locally modify the re�ectance of the surface. An
interesting high-resolution appearance printing technique based on wave inter-
ference was proposed by Levin et al. [LGX+13]. They use photolithography,
which is a very costly process and it is limited to planar surfaces, to fabricate
spatially varying re�ectance function at a resolution of up to 220dpi. A di�erent
approach was presented by Pereira et al. [PLMR17]. In their work, they use
an external magnetic �eld to orient re�ective magnetic �akes embedded in a
photopolymer. By selectively curing the resin, they can �x the magnetic �akes
in place and create 2D surfaces with spatially varying BRDFs. Research has
also been done in the context of manufacturing objects with custom BSSRDF.
Dong et al. [DWP+10] and Ha²an et al. [HFM+10] propose similar techniques
based on a limited set of basic materials to reproduce di�use BSSRDFs. By
stacking layers of such materials and by spatially varying their thickness, they
can fabricate volumes with di�erent subsurface scattering properties. Papas et
al. [PRJ+13] present a method for reproduction of homogeneous materials with
arbitrary subsurface scattering based on a mixture of pigments suspended in
a clear base material. In the context of DLP printing, Greene [Gre16], in an
internal investigation at Autodesk, explains how grey-scale values can be used
to improve printing �delity, and mentions that grey-scale random noise can be
used to obtain objects with a matte surface. In our Contribution C we expand
on the idea of using grey-scale images in DLP printing to print samples with
custom isotropic and anisotropic re�ectance properties without adding any pre-
or post-processing step to the manufacturing process.

Color 3D printers o�er the possibility of modifying the appearance by control-
ling the color of the printed surface. Unfortunately, the gamut of such printers
is usually fairly limited, and the printed colors do not correspond to the desired
result. Besides, the translucency of the materials supported by color 3D print-
ers produces color bleeding e�ects. Brunton et al. [BAU15] propose a layered
half-toning algorithm to more accurately reproduce colors in a color multi-jet
printer, but they are still limited by the printer's gamut and by the material
translucency. In our Contribution A we present a pipeline for full-color charac-
terisation and calibration for a powder-based color 3D printer. We also show
how in�ltration can expand the color gamut, and we describe how to correct
the input colors to obtain the desired result. Babaei et al. [BVF+17] propose
a 3D contoning technique based on the combination of di�erent layers of ink
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with a di�erent thickness within the volume of the object. With this approach,
they can mitigate some of the artifacts introduced by half-toning techniques. A
more recent method that considers the blurring and bleeding e�ects common in
color 3D printing was presented by [ESZ+17]. They capture the di�erent optical
properties of the printing materials and compute a spatial material distribution
to maintain the high-frequency details of a colored texture. In this way, they
can counteract heterogeneous scattering and print sharp images on top of the
printed samples.

3.3 Predictive Rendering

Most of the rendering techniques and applications aim to generate photorealistic
images that look correct to the viewer, without necessarily being radiometrically
accurate. Such methods can be categorized as believable rendering. Predictive
rendering, on the other hand, includes all those techniques that deal with light
transport simulation and accurately predict what a virtual scene would look like
under di�erent light conditions [WWMC09]. Predictive rendering is widely used
in applications such as virtual prototyping, in particular in those cases where
classical prototyping is not feasible, such as architecture and jewelry prototyp-
ing. Images generated with predictive rendering can also be used as ground
truth to measure how photorealistic a believable-rendering technique is. Unfor-
tunately, the amount of research that has been done in the �eld of predictive
rendering is not as abundant as for the believable rendering case. To verify
the accuracy of a predictive rendering algorithm, a rendered image can be com-
pared to a photograph or some other measurements from a real scene. Phong
[Pho75] compared a picture of a sphere with a sphere rendered with his tech-
nique. Goral et al. [GTGB84] built a Cornell Box setup to visually compare
results obtained with the radiosity algorithm with photographs of a real scene.
A similar con�guration has been used by McNamara et al. [MCTG00]. They
included human observers to evaluate the level of realism of their rendered im-
ages. Takagi et al. [TTOO90] measured the chromaticity and luminance of a
car for comparison with their global illumination algorithm. Rushmeier et al.
[RWP+95] explored di�erent metrics for comparing rendered images with pho-
tographs. A pixel-wise comparison between a rendered scene and ground-truth
measurements of a real scene was presented by Karner et al. [KP96]. Pattanaik
et al. [PFTG97] used a CCD camera to perform a pixel-wise colorimetric com-
parison of a rendered Cornell Box scene with a real photograph. A general
overview of predictive rendering techniques can be found in the survey by Ul-
bricht et al. [UWP06] and in the course notes by Wilkie et al. [WWMC09].
In 2012, Zhao et al. [ZJMB12] measured the structure of di�erent types of
fabric and used the acquired data to create new synthesized volumetric data
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for complex fabric structures. They then validate their pipeline and results by
comparing with real, fabricated samples. In a more recent work by Stets et al.
[SDCN+17], a multimodal digitization pipeline was presented. They acquired
and digitalized a real-world heterogeneous scene and validated their pipeline
by rendering such scene and comparing pixel by pixel with photographs of the
real scene. In our Contribution B, we validate an analytical BRDF model by
comparing the contrast measured on manufactured samples with the contrast
predicted by our model. While in Contribution D we validate our pipeline for es-
timating optical properties of 3D printed samples by comparing rendered scenes
with photographs taken in a controlled environment.
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Chapter 4

Contributions

In this chapter, we describe the di�erent contributions made throughout the
Ph.D. studies. The goal of this chapter is to provide an overview of the individual
publications and discuss their contributions in relation to one another. The
publications can be found in Appendices A-D in their entirety. We will not
report all the details included in the publications, but rather expand on the
contributions and the motivations behind the work and discuss some of the
results and details that might not have found space into the articles.

We will start by discussing the important role played by Additive Manufactur-
ing in appearance printing by presenting Contributions A and C. In the �rst
contribution, we focus on the appearance of colors in 3D Printing and provide a
pipeline for correcting the appearance of the printed samples. In Contribution C
we describe how the microstructure and surface appearance of a printed object
can be modi�ed and controlled by using grayscale values in DLP 3D printing.

In Contributions B and D we focus on modelling and predicting the appearance
of manufactured surfaces. In Contribution B we model the appearance of engi-
neered ridged surfaces to predict the contrast obtained after rotation, while in
Contribution D we de�ne a pipeline for predicting the appearance of 3D printed
objects by comparing rendered images with photographs.

We �nally conclude by discussing some possibilities for future work.
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Figure 4.1: Color gamut for a dry sample (left) and color gamut for an in�l-
trated sample (right).

4.1 Appearance Control in Additive Manufactur-

ing

As mentioned in Chapter 1 and 2, additive manufacturing plays a more and
more critical role in prototyping and production. One of the biggest challenges
that this industry is facing is how to fabricate objects with a custom appearance.
The choice of materials and AM technique impose some severe constraint on the
appearance of the �nished sample, and often post-processing steps have to be
performed to improve the quality of the product. In Contribution A, we discuss
a pipeline to calibrate and characterize colors in a commercial 3D printer to
accurately specify printed colors. While in Contribution C, we consider and
study the e�ect of grayscale values in DLP 3D printing, and we describe new
ways of using it to control the appearance of the surface without requiring any
post-processing.

4.1.1 Color Design in 3D Printing

We start our discussion on appearance printing and additive manufacturing
from Contribution A. In this work, we focused on the physical constraints of
color 3D printers to reproduce all the colors that might be visible on a digital
screen during the designing and prototyping phase. We took inspiration from
techniques commonly used in the paper printing industry, and we ported some
of these methods to the 3D printing domain.
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Our contribution is a well-de�ned pipeline to specify colors that starts with
fully understanding the color capabilities of a 3D printer and ends with a simple
and intuitive color design tool to perform automatic color corrections and pre-
visualize the printer's output. We demonstrated and validated our methods
on a powder-based Zcorp Zprinter 650 color printer, but our pipeline would in
principle work with any color 3D printer. Since powder-based printed objects
often undergo a resin in�ltration post-processing step, we also studied the e�ect
of cyanoacrylate on the printed colors.

We started by printing a series of colored plates with colors uniformly sampled
from the RGB color space, with a total of 729 (9 × 9 × 9) unique colors per
plate. One of the printed plates was also in�ltrated with cyanoacrylate in a post-
processing step. We then proceeded to measure the spectrum of each printed
color in a multispectral imaging system, the VideometerLab, to obtain CIELab
D50 and sRGB D65 measurements by using the automated technique presented
by [Tri15]. The input colors and the relative measurements were interpolated
and used to build a forward 3D look-up-table (3D LUT) with 256 × 256 × 256
entries mapping all the input colors to their corresponding printed output, and
a backward 3D LUT mapping printed colors to their input values. We also
quantitatively and qualitatively compared the color gamuts for both dry and
in�ltrated plates. As shown in Figure 4.1, we veri�ed that in�ltration with
cyanoacrylate or other resins has the e�ect of expanding the printable gamut. By
combining the forward lookup table and the backward lookup table, our pipeline
can be used to perform automatic color correction, predict printed appearance,
and specify output colors. The forward lookup table is a valid representation
of the printer's color gamut, and we can use it together with the backward
lookup table to perform color correction. We built all these functionalities into
an intuitive design tool made in Unity. We concluded our work by validating the
pipeline. We used our design tool to correct and print an object with elaborated
texture and features, as shown in Figure 4.2.

4.1.2 Microstructure Control in DLP 3D Printing

While in Contribution A we focused on controlling the printed color in a powder
3D printer, in Contribution C we put our attention on controlling the microstruc-
ture of samples printed with a DLP printer without adding any extra steps to
the 3D printing pipeline.

A nice property of 3D printers based on photopolymerization, such as DLP
and SLA, is that the cure depth can be controlled by varying the intensity
of the projected light. This makes it possible to achieve sub-voxel resolution,
as demonstrated by [MQM17] and [Gre16], by projecting grayscale patterns.
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Figure 4.2: A: Enlarged printed cork without color correction. B & D: Printed
cork with color correction. C: Original cork sample. E: Enlarged
printed cork with color correction.

Greene et al. [Gre16] proofed that grayscale values could be used as an anti-
aliasing technique and as a way to break moiré patterns and produce a matte
surface at the same time. In our work, we started from the work done by [Gre16]
and built on top of it to further control the surface roughness and the re�ectance
properties of 3D printed samples by controlling the growth of each voxel using
speci�c grayscale patterns in DLP printing.

All our experiments have been conducted on a homebuilt bottom-up DLP 3D
printer equipped with a DLP projector with 2560 micro-mirrors and pixel size
of 7.54 µm. The precision of the step motor controlling the building platform
is 1 µm. This setup allowed us to achieve very high-resolution prints and test
the limits of DLP printing. To print micro-features small enough to not be
individually visible to the naked eye, but thick enough to be controlled with
grayscale values without risking to overexpose the photopolymer, we decided to
perform our experiments by �xing the layer thickness of the prints to 18 µm.

Using a home-built 3D printer allowed us to have full control over all the steps
of the printing process and all the components, from the projector to the build-
ing platform. On the one hand, this gave us total freedom on the choice of
printing parameters, on the other hand, it also meant that we had to put a
lot of work and e�ort into calibrating the setup. We started by calibrating
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(a) (b)

Figure 4.3: Checkerboard pattern used to calibrate the projector parameters
4.3a. The pattern consists of four black and white checkerboards at
di�erent scales, and it has been printed 36 times with di�erent ex-
posure time and projector intensity parameters on each calibration
sample. In Figure 4.3b are shown the voxel height measurements
performed with the Alicona In�nite Focus on a sample printed
with a linear grayscale gradient (left) and on a sample printed
with the corrected logarithmic gradient (right).

the position of the projector to obtain fully focused projected images. This
was done by projecting a checker-board pattern onto the glass at the bottom
of the photopolymerization vat and observing it with a camera placed on the
other side of the glass. We positioned the projector at a distance from the glass
that allowed us to detect sharp checker-board edges. We also calibrated the
projector intensity and exposure time for the particular photopolymer that we
used in our experiments. We wanted a combination of parameters that would
give us a fully cured voxel without it being over-cured when a white pixel is
projected. We used a checker-board pattern repeated at di�erent scales, like
the one in Figure 4.3a with the smallest squares being 4 × 4 pixels (≈ 30 × 30
µm2), to print several samples and �nd which combination of exposure time
and projector intensity would produce the sharpest and most regular features.
After having analyzed the samples with an optical measuring device based on
focus-variation, we settled for an exposure time of 3 seconds, and a UV LED
amplitude of 230.

One of the contributions of our work, compared to Greene at al. [Gre16], is
the de�nition of a logarithmic function to more accurately describe and control
the non-linear relationship between the intensity of a pixel and the growth of a
voxel. To verify our function, we printed several samples using a linear grayscale
gradient pattern, and we measured the height of each voxel, as shown on the left
of Figure 4.3b. We then �tted our logarithmic function to the measured data,
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(a) (b) (c)

(d)

Figure 4.4: Examples of QR code printed by using an anisotropic ridged micro-
structure (a) and an anisotropic sinusoidal pattern (b) under two
di�erent illumination conditions. Grayscale patterns, such as the
sparse convolution noise ((c) left) and the isotropic sinusoidal pat-
tern ((c) right), can also be used to produce isotropic re�ectance
properties. The sparse convolution noise can also be used to re-
move aliasing and to control the surface roughness, as shown in
(d).

and by inverting our function to correct the projected images we were able to
control the growth of each voxel and obtain a linear relationship with the light
intensity, as shown on the right of Figure 4.3b. The experiments described so
far have been fundamental for the �nal results presented in our work, and we
put an extensive amount of work into them to be able to control the printing
process fully and reliably. The procedure that we described for calibrating the
parameters of the DLP printer and for controlling the growth of the voxel could
be used to calibrate any other home-built DLP printer.

We then demonstrated how by projecting an appropriate grayscale pattern it is
possible to modify and control the microstructure of the printed samples with
sub-voxel resolution. We showed how a ridged pattern, like the one investigated
in Contribution B, and a 2D sinusoidal pattern could be used to print surfaces
with anisotropic re�ectance properties, such as the two QR codes shown in
Figure 4.4a and 4.4b. Grayscale patterns can also be applied to obtain isotropic
re�ectance properties, such as the two DTU logos in Figure 4.4c. We then
expanded on the idea of using grayscale values to perform antialiasing. We
have found that by applying di�erent levels of sparse convolution noise to the
surface it is possible to perform antialiasing and break moiré patterns, and at the
same time to control the degree of roughness of the surface, while the random
noise function used by Greene et al. [Gre16] allows to remove aliasing but
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forces the surface of the printed samples to be matte. An example of roughness
control is shown in Figure 4.4d, in which we show hemispherical samples printed
with di�erent levels of noise: the leftmost sample has been printed without
any grayscale pattern, while the other samples have been printed with noise
amplitude A = 0.625, 2, 3, respectively, and frequency B = 32. It is visible how
the surface becomes more di�use when the amplitude of the noise function is
increased.

To summarise the contribution of this work, we have described a procedure to
calibrate DLP printer parameters in order to control the use of grayscale values
fully. We provided a more accurate description of the non-linearity of the curing
process, and we demonstrated how di�erent grayscale patterns could be used to
print 3D objects with spatially varying re�ectance properties. In particular, we
showed how sparse convolution noise could be used to both remove staircase and
aliasing e�ects and to control the roughness of a printed surface. It is important
to notice, that this technique is integrated into the 3D printing process, and
does not require any additional step.

4.2 Appearance Modelling of Engineered Surfaces

In the previous chapters, we have mentioned the bene�ts that predictive ren-
dering could bring in �elds such as digital prototyping and industrial quality
control. An accurate digital visualization of a product will help during the pro-
totyping stage of production, and it might save both money and time in the long
run. Similarly, a comparison between the appearance of a physical object with
a physically based rendered image might give an indication of the quality of the
object and might help to detect defects and error in the production line. In
Contribution B we start from a particularly engineered microstructure, and we
build an appearance model for predicting the contrast obtained when rotating
such surface. We then validate our model by comparing our results with mea-
surements made on real samples. In Contribution D, we present a pipeline to
easily compare rendered images of 3D printed objects with photographs pixel-
by-pixel, and we describe how to use such comparison to say something about
the optical properties of the printed object and to then derive an appropriate
predictive model for the particular material and 3D Printing technique.
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(a) (b)

Figure 4.5: A sample with the ridged micro-structured produces contrast when
rotated around its normal axis by 90 degrees (a). Macrosurface
and microsurface of the engineered surface (b) used in Contribu-
tion B and introduced by [LZR+17] [RLN+17].

4.2.1 Anisotropic Re�ectance of Ridged Micro-Surfaces

After dealing with controlling the appearance and microstructure of 3D printed
object, we now focus on the reverse problem: modeling and predicting the
appearance of manufactured objects. In Contribution B we put our attention
on modeling the re�ectance properties of an anisotropic surface microstructure,
with the intention of predicting the visible contrast obtained when the surface
is rotated by 90 degrees. The overall purpose of this model is to predict which
con�guration of the microstructure would give the strongest contrast and to
validate the quality of a physical sample by comparing the measured contrast
with our prediction.

The microstructure that we modeled in our work has been used previously by
[LZR+17] and [RLN+17], and it consists of a sequence of small ridges parallel
to each other. Due to the anisotropic properties of the microstructure, such
an engineered surface will re�ect di�erent amounts of light depending on its
orientation around the normal axis and on the ridges inclination θr, as illustrated
in Figure 4.5a, and therefore it will produce visible contrast.

Since the size of the micro-features that we are dealing with is in the microme-
ters range (50 to 150 µm), we developed an analytical BRDF model based on the
principles of microfacet theory. We modeled the geometry of the ridged surface
with a simpler macrosurface with an appropriate BRDF function which has the
overall scattering properties of the microsurface, as shown on the right of Fig-
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Figure 4.6: Comparison between our predicted contrast (blue) and the mea-
surements performed by Regi et al. [RLN+17] (red). The con-
trast was evaluated for di�erent con�gurations of the camera an-
gle, ridge angle, and surface angle.

ure 4.5b. We also modeled the irregularities introduced by the manufacturing
process by perturbing the microsurface normal using the anisotropic Beckmann
distribution function centered around the pitch normal ~m. Similarly to other
microfacet models, such as [TS67] and [WMLT07], we assume that each micro-
facet behaves like a perfectly specular material, and we split the contribution of
the microfacet BRDF into two components: one to describe the re�ected light,
and one to model the light refracted and then scattered inside the material.
Given the regularity of the ridged surface, we were able to derive an analyti-
cal expression for the geometrical attenuation function G, which is not always
available and it is often approximated [Hei14] [TS67] [Smi67].

We validated our analytical BRDF model by reproducing the experiments per-
formed by Regi et al. [RLN+17] and comparing their measured contrast with
our prediction. The comparison is shown in Figure 4.6. We observed some dif-
ferences between the predicted and the measured contrast for the ridge structure
with a ridge angle θr = 10◦. We attributed such di�erences to the imperfections
and noise introduced in the surface structure by the manufacturing process. Mi-
croscope images of manufactured samples seem to support our conjecture and
demonstrate the utility of our analytical model as a tool for quality inspection
and contrast optimization.
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4.2.2 Predictive Appearance for 3D Printing

In Contribution A and C we focused our e�orts on the task of shaping the ap-
pearance of 3D printed objects by controlling the printed color and the surface
microstructure. In those works, we approached the problem from the perspec-
tive of de�ning the most optimal input to obtain the desired output. After
having worked on those topics, and in particular after Contribution C, we found
ourselves with an unanswered question: how can we verify that the printed re-
sult matches our expectations? The classical approach would be to qualitatively
compare a rendering of the 3D model with the printed object. But what if the
material parameters are unknown? Since it has become possible to acquire and
digitally reconstruct entire scenes [WK15] [SDCN+17], we decided to approach
the problem from another perspective. Instead of modeling a material and qual-
itatively compare it with a photograph, we start from a quantitative comparison
between a picture and the rendering of a reconstructed scene and from here we
start building an appropriate appearance model for the printed object.

The main focus of Contribution D is on de�ning a procedure to build an ap-
pearance model for 3D printed objects by comparing rendered images with
photographs. We use such comparison to �t the model parameters and then
quantitatively validate the results. Since we had a particular interest on the
appearance of objects printed with a DLP 3D printer, in our contribution we
put our attention on modeling such technique. It is important to note that our
pipeline is general enough that in principle should work for any printing tech-
nique if some prior knowledge regarding the material that is used is available,
which is usually the case for 3D printed objects.

The main advantage of our pipeline is in its simplicity to reconstruct the scene
and estimate material parameters. Since we are dealing with a 3D printed
object, we already have a corresponding 3D model, and we do not need to
acquire any geometry. By manually measuring the position of the camera and
the light source used to take the photograph, we obtain an initial con�guration
for the digital scene. Then, through an optimization routine based only on the
comparison of a segmented image and a �at shaded rendering, we re�ne the
orientation and position of the camera and the light source to obtain rendered
images that are comparable pixel-by-pixel with the starting photograph.

By having comparable images, we can quantify how good a speci�c model is at
predicting the appearance of a printed object, and we can perform optimization
routines to estimate and re�ne the material parameters. We have found that
gradient-free optimization algorithms, such as the Random Search and Nelder-
Mead methods, are useful and e�cient when working with inverse rendering
and parameters �tting. Besides, the comparison between the two images can be
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gobj = 25.194 gobj = 30.237 gobj = 26.092 gobj = 25.987

gobj = 27.372 gobj = 29.013 gobj = 15.814 gobj = 15.152
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Lambertian
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Directional
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Reference
image

�rst method second method

Figure 4.7: Comparison of the di�erent material appearance models �tted in
Contribution D. Cost function values gobj(x) are listed to allow
estimation of the predictive quality of the models.

used to study the e�ect that the printing process has on the material properties.

In our work we considered di�erent material models to predict the appearance
of DLP 3D printed objects: the Lambertian model, the Interfaced Lambertian
model [Sim09], and the directional dipole with a rough interface. Some of the
results are shown in Figure 4.7. By quantitatively evaluating the results obtained
with these models, we concluded that correctly modeling subsurface scattering
and surface roughness is crucial to accurately predict the appearance of DLP
3D printed objects. We also found that the surface roughness is not constant
across the surface of the printed sample, but it varies according to the angle
between the surface normal and the printing direction. This spatially-varying
anisotropic roughness is likely caused by the layering introduced by the printing
process. These results show that it is essential to have a way of quantitatively
evaluate and compare rendered images with photographs. By doing this, it is
possible to consider and understand how a manufacturing technique might a�ect
the material and surface properties of the �nished object.

In this work, we also contribute by describing in more details some of the ren-
dering techniques that we used. We present and describe a method to combine
subsurface scattering with in-surface scattering. In particular, we consider the
combination of the directional dipole model with a microfacet model, such as
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[WMLT07] and [HHdD16]. We also describe an unbiased progressive point cloud
rendering technique for rendering with a BSSRDF. We then present a set of
equations to derive the optical properties of a translucent material by starting
from a color and transparency values, which can be more practical and intu-
itive when it comes to initializing parameters such as absorption and scattering
coe�cients.

4.3 Discussion

In this chapter, we showed how all our contributions target the primary goal
of this Ph.D., namely �nding new ways of combining rendering techniques with
manufacturing methods to model and control the appearance of materials. Dur-
ing our work, we realized how all these di�erent topics, such as 3D Printing and
predictive renderings, are interconnected to each other and how bene�cial it can
be to treat them together as a whole.

We have started to see in Contribution A, how it is crucial to study the properties
of a printing process if we want to pre-visualize the �nal output and eventually
correct its appearance. Then in Contribution B we examined and modeled the
optical properties of a manufactured microstructure to predict which produc-
tion parameters would yield the optimal contrast and therefore optimize the
manufactured surface. In Contribution C we studied the e�ect of grayscale val-
ues on the photopolymerization process in DLP 3D printing, and we used the
acquired knowledge to control the microstructure and the re�ectance properties
of the printed samples. We also veri�ed that with our technique it is possible to
produce the same microstructure observed in Contribution B and obtain similar
contrast. Then, in Contribution D we close the circle by building predictive
models for 3D printed objects by starting from a printed sample and comparing
photographs with rendered images. All our contributions �t in the ecosystem
including the physical world and its digital representation: we use predictive
renderings to obtain better prints, and we use printed samples to improve the
predictive models.

We also have many ideas for future projects connected to this area. One idea
would be to use the results of Contribution D to verify the properties of sam-
ples printed with the technique described in Contribution C and quantitatively
measure the quality of the printed microstructure. Since the pipeline described
in Contribution D does not depend on the printing technique or the material
used, it could also be combined with Contribution A. We have already shown
in Contribution C that it is possible to print samples with properties similar to
the ridged microstructure of Contribution B, and it would be interesting to see
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if our printed samples could be used in combination with manufacturing tech-
niques to mass produce such microstructured surfaces. It would also be exciting
to see how vast the potential of grayscale in DLP printing is. We would like to
expand this technique to be able to accurately print arbitrary BRDFs and then
validate the results with the method described in Contribution D.
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Chapter 5

Conclusions

In this thesis, we have presented and discussed the research carried out during
the past three years of Ph.D. studies, that started with the goal of building
predictive appearance models for materials with particular surface properties.
This project has high relevance in various �elds, such as product visualization,
digital prototyping, and quality control in manufacturing.

Our research did not follow a prede�ned path, but we instead explored di�erent
areas with the common theme of connecting rendering techniques with more
practical applications, such as 3D Printing. Our research led us to explore both
the theoretical aspects of mathematically modeling the re�ectance properties of
materials and the more practical and experimental work needed to calibrate a 3D
Printing set-up and acquire data from the physical world. It has been fascinating
to explore and �nd a common thread running through these di�erent topics.

The progress made in 3D printing over the past years is astonishing, and the
�eld is still growing and trying to overcome the limitations encountered so far.
And it seems that Computer Graphics techniques are also needed to make dig-
ital prototyping and other applications more practical. We saw a need for us-
ing predictive rendering techniques in combination with powder-based color 3D
printing in Contribution A, where we describe a full pipeline to pre-visualize
and correct the appearance of the printed samples. Then, in Contribution B,
we try to verify if it is possible to reproduce the contrast measured on engineered
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surfaces by building a predictive rendering model. We show that it is indeed
possible to use rendered images to optimize the surface parameters and verify
the quality of the produced samples.

While working with surfaces with custom re�ectance properties, we were in-
spired to continue the research on appearance printing started in Contribution
A. This time, inspired by the potential of the technique described by [Gre16], we
decided to put our focus on DLP 3D printing in Contribution C. The research
described in our contribution has been carried out on a home-built 3D printer,
and it required an extensive amount of calibration and experimental work. We
describe the experiments performed, and we show how to use grayscale input
images to modify the microstructure of the printed samples directly during the
printing process, without requiring additional post-processing steps. We then
found ourselves with the problem of predicting the appearance of the surfaces
printed with our technique. In Contribution D we describe how to reconstruct
a digital scene so that it can be compared pixel-by-pixel with a photograph of
a 3D printed object, and how to use such comparison to build and evaluate a
material model.

The contributions listed above have given new insights into the individual areas
of interest. In the following we summarize the highlights of the project:

• Described a calibration pipeline to understand and fully exploit the capa-
bilities of a 3D printer (Contributions A and C).

• Described a technique to pre-visualize the appearance of 3D printed ob-
jects (Contributions A and D)

• Investigated how predictive rendering can be used for quality assurance
(Contributions B, D).

• Demonstrated how grayscale values can be used to print surfaces with
arbitrary microstructure, and how to use them to remove aliasing and
control surface roughness (Contribution C).

• Developed an analytical model to predict the contrast of ridged surfaces
(Contribution B).

• Described a technique to compare images of 3D printed objects with ren-
dered images and estimate material properties (Contribution D).

Based on the above contributions, we conclude that the goal of modeling the
appearance of materials has been achieved by combining appearance printing
and predictive rendering techniques.
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ABSTRACT
In this paper we present a color design pipeline
for 3D printed or additively manufactured parts.
We demonstrate how to characterize and cali-
brate a commercial printer and how to obtain
its forward and backward color transformation
models. We present results from our assistive
color design tool, allowing for colorimetric accu-
rate prints and visualization of the printed out-
come, prior to print. Lastly, we demonstrate our
pipeline by accurately reproducing a real physical
object.

INTRODUCTION
Due to physical constraints in the 3D color print
process, it is impossible to print parts in all col-
ors that we are presented with in the digital do-
main. The rich saturated colors are simply not
available with current printer technology. Failure
to acknowledge this limitation results in both dis-
appointment and dull prints. The paper printing
industry has been dealing with these problems
for decades, still we have yet to see any of the
solutions made available for the 3D domain. As
of today, no formats supported by the additive
manufacturing (AM) printer industry offer CMYK
(Cyan, Magenta, Yellow, Black) color inputs, de-
spite it being the native color space of most color
printers [1]. Instead, RGB (Red, Green, Blue) is
used, as the 3D formats were initially intended for
display in RGB based devices, such as computer
monitors and televisions.

The transformation from additive RGB colors to
subtractive CMYK is handled within the printers
hardware. Due to its proprietary nature and lack
of color management features, any color related
efforts must be made on the 3D model level. A
designer is thus designing colored parts in the
blind as no relationship exists between the color
presented in the computer monitor and the final
printed output. Previous efforts focusing on color
in additive manufacturing has addressed color
placement [2], appearance [3] and attempted to

shed light on this problem by modeling the color
conversion, thus allowing for color print prediction
[4].

In this paper, we take inspiration from the paper
printing industry and apply known methods on the
new medium. We present a full end-to-end color
design pipeline which allows for color specifica-
tion. The ability to accurately specify colors and
appearance of 3D printed objects has applica-
tions ranging from rapid product design, printing
prosthetics or dentures seamlessly matching their
hosts, and for physical replication of objects.

(a) Dry (b) Infiltrated

FIGURE 1. Printed color calibration artefacts
used in this study.

CALIBRATION
In order to print user specified colors, it is im-
portant to understand the color capabilities of the
printer. This is obtained by characterizing and
modeling the printer’s output colors in relation to
its input. In this section, we present a calibra-
tion method which produces forward and back-
ward color models of the print process. Using
the forward model, it becomes possible to pre-
visualize the resulting printed color given any in-
put color. Furthermore, if one wishes to print
a specific color, the backward model will return
the input color required for producing the desired
printed color or the closest available color. The
calibration procedure is described in the following
steps:



Step 1: Calibration Plates
A 3D color plate was generated which has colors
sampled uniformly from the RGB color space. A
total of 9 samples were made per dimension, re-
sulting in 729 unique colors. We chose this value
due to size restrictions of our color measurement
system. Ideally, the more samples used in this
process the more accurate the characterization
and calibration.

Step 2: Print
Two color calibration plates were printed on a
Zcorp Zprinter 650 color printer. The plates were
thoroughly brushed in order to remove any resid-
ual surface powder. One plate was infiltrated with
cyanoacrylate whereas the other was kept dry
without any infiltration.

Step 3: Measure
Both plates were measured using the multi-
spectral imaging system VideometerLAB 41. Both
CIELab D50 and sRGB D65 measurements were
obtained for each color patch using an auto-
mated algorithm. Figure 2 illustrates the mea-
sured range of printable colors possible. It is clear
the color gamut is significantly enhanced after in-
filtration, however at a slight cost of the lighter col-
ors such as white.
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FIGURE 2. Visualization of the printable color
range. (Gamut)

Step 4: Forward and backward model
From the empirical measurements relating input
colors to measured colors we construct a 3D look
up table (3D LUT) of 9×9×9 elements. The table
is then linearly interpolated up to 256× 256× 256,
thus covering the 8 bit RGB representation. Using
the forward lookup table, it is possible to predict
measured colors for all input colors. For the back-
ward model a reverse 3D LUT was made of di-
mensions 256×256×256 mapping measured col-

1videometer.com

ors to its input. For all colors outside of the print-
able gamut, the nearest neighbor color value was
used. This resulted in an 8 bit 3D LUT which re-
turns a color measurement for all possible inputs.
By precomputing the LUTs, it becomes possible
to efficiently use them as 3D textures commonly
used by the computer graphics community.

Step 5: Verification
In order to verify the forward model, a new color
plate was printed consisting of random colors.
The plate was measured and the color difference
metric ∆E∗

00 between the model and the mea-
surements was computed for each color in the
CIELAB space [5]. The results for the dry and
infiltrated model can be seen in Figure 3. For the
dry plate we obtain an mean prediction error of
∆E∗

00 = 1.3 and std.dev σ = 0.9. For the infiltrated
plate we obtain ∆E∗

00 = 1.5 and std.dev σ = 1.2.
The increase in standard deviation is as expected
since additional variability is introduced in the in-
filtration process. From Figure 3, it is clear that
majority of points lie within the documented just
noticeable difference (JND) range from 1 to 5.9
[6, 7]. The prediction model is thus considered
satisfactory.
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FIGURE 3. Boxplots illustrating color difference
∆E∗

00 between the measurements and the pre-
diction model. Median value is shown as a line
in each box; Box edges are the 25th and 75th
percentiles; Whiskers extend to the most extreme
data points that are not considered outliers; Out-
liers are plotted individually.

COLOR DESIGN TOOL
After the printer characterization, we used the cal-
ibration data to develop a design tool which en-
ables us to pre-visualize parts before print and to
perform color correction if needed. The tool has
been developed using the Unity-Game Engine2.

2unity3d.com



(a) Manual Mode

(b) Automatic Mode

FIGURE 4. Screenshots from our design tool.
Showing manual and automatic modes of oper-
ation.

Figure 4 shows screenshots captured during op-
eration. The pre-visualization feature makes use
of the forward 3D LUT in order to visualize the
resulting print of a 3D color model. The reverse
3D LUT is used to perform color compensation on
the 3D model in order to account for the change in
color due to the print process. Figure 5 shows a
toy example for a 3D model of an elephant using
the infiltrated 3D LUTs. It is clear that the print
prediction of the model (Figure 5b) looks differ-
ent from the original model (Figure 5a), while after
applying the appropriate color compensations the
print prediction of the model (Figure 5d) is closer
to the original model even though there are still
some differences in the colors of the eyes and of
the tusks of the elephant.

A good color correction can be done only if the
colors of the 3D model lie inside the printable
color range. Our design tool provides a feature
for visualizing which colors of a 3D model are out-
side the gamut and therefore are not possible to

(a) Input model. (b) Model print prediction.

(c) Color corrected model. (d) Corrected model: Print
prediction.

FIGURE 5. Design tool results (Infiltrated LUTs).

correct by using the measured 3D LUTs. Figure
6 shows the elephant model using the infiltrated
3D LUTs where the colors of the eyes and tusks
do not lie inside the printable gamut shown in Fig-
ure 2b. As result, they are highlighted with a red-
dish color. For each color that is not printable,
the reverse 3D LUT provides the nearest printable
color, and while in some cases, e.g. elephant’s
tusks, this approximation might give acceptable
results in other cases, e.g. elephant’s eyes, the
corrected color is far away from the original color.
In terms of colorimetric accuracy, this might not
be acceptable. However, if the goal is to produce
visually pleasing results, the tool allows the user
to maintain the relative relationship of colors.

(a) Input model.
Out of gamut

colors
highlighted in

red.

(b) Gamut and
input color

visualization.

(c) Print
prediction.

FIGURE 6. Design tool output using infiltrated
LUTs. Model colors are marked as red dots,
whereas the printable region is depicted in blue.
On the model, the out-of-gamut colors are high-
lighted in red, alerting the user that these colors
will not be printed correctly.



In order to correct the colors outside of the gamut,
our tool gives the possibility to manually change
the colors of the model until they all lie inside the
printable color range. Then, by performing an au-
tomatic compensation based on the forward and
reverse LUTs, we can visualize the print predic-
tion of the manually-corrected 3D model. An ex-
ample of this feature can be seen in Figure 6,
where we see a 3D input model with the high-
lighted out-of-gamut colors, and the resulting print
prediction of the corrected 3D model. Addition-
ally the RGB color space is visualized dynami-
cally where the printable gamut (blue region) and
the colors included in the original 3D model (red
dots) are shown. This gives the user a dynamic
visual feedback of how many colors of the input
model are lying outside of the gamut and there-
fore not printable.

The manual color correction is performed by scal-
ing and translating the red dots representing the
colors of the input model until they fit inside the
region covered by the gamut. This is done inter-
actively using sliders. The colors that are man-
ually placed inside the gamut become printable
and the reverse and forward LUTs show dynam-
ically the color correction print prediction of the
model as close as possible to the manually cor-
rected input model. A designer thus has full con-
trol over the colors in a ’What you see is what you
get’ (WYSIWYG) fashion, greatly simplifying the
design process.

EXAMPLE: PART REPLICATION.
To further evaluate our model and design tool, we
measured a sample of cork in order to create a 3D
printed replica. Figure 7 shows results from our
design tool which given an input 3D color model
(Figure 7a), visualizes its resulting print (Figure
7b). The tool then produced a corrected version
(Figure 7c) where the infiltrated reverse 3D LUT
was used to compensate for the change in color
during the print process. For user verification the
corrected print prediction is shown in Figure 7d.

The corrected color model shown in Figure 7c
was printed on a Zprinter 650, allowed to dry,
thoroughly brushed and then finally infiltrated with
cyanoacrylate. In parallel, the cork was printed
with and without color compensation in various
sizes. The final printed output can be seen in
Figure 8 where the cork replica with color com-
pensation closely resembles the actual object,
whereas the cork without compensation is ob-
servably darker.

(a) Original
sample as
measured.

(b) Original
sample:

Print
prediction.

(c) Color
corrected
Sample.

(d)
Corrected
sample:

Print
prediction.

FIGURE 7. Results from our color design tool.
Demonstrating pre-visualization of parts prior to
print. c) shows the color corrected sample as
would be used as input to a print process. d)
shows the end result, which accurately matches
the original sample a).

FIGURE 8. Final printed results.
A: Enlarged printed cork without color correction.
B & D: Printed cork with color correction.
C: Original cork sample.
E: Enlarged printed cork with color correction.

DISCUSSION
The process described in this paper has been im-
plemented on an industrial color 3D printer. We
demonstrated a successful calibration procedure
and a method to verify its validity. The results
show that accurate color predictions and calibra-
tion can be obtained with color difference error av-
eraging comfortably under the JND metric thresh-
old. We presented preliminary results from our



color design tool that can pre-visualize parts be-
fore print as well as apply automatic color com-
pensation based on the calibration models. Fur-
thermore, it offers manual means of correcting for
color whilst providing visual feedback to the user
in the form of a dynamic print prediction and 3D
gamut plot. Lastly, we show an example where
we produce a 3D replica of a real physical ob-
ject. Our results show that with color compensa-
tion and careful modeling of the print process it
is possible to print accurate color replicas closely
matching the original object’s appearance. With
the help of our pipeline, it is thus possible to spec-
ify printed colors accurately. This enables the
printing of colored prosthetics or dentures seam-
lessly matching their hosts as well as delivering
true and accurate prints of designs during prod-
uct development.

The design tool will be made publicly available in
the near future.
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Abstract

Engineering of surface structure to obtain specific
anisotropic reflectance properties has interesting applica-
tions in large scale production of plastic items. In recent
work, surface structure has been engineered to obtain vis-
ible reflectance contrast when observing a surface before
and after rotating it 90 degrees around its normal axis. We
build an analytic anisotropic reflectance model based on the
microstructure engineered to obtain such contrast. Using
our model to render synthetic images, we predict the above
mentioned contrasts and compare our predictions with the
measurements reported in previous work. The benefit of an
analytical model like the one we provide is its potential to
be used in computer vision for estimating the quality of a
surface sample. The quality of a sample is indicated by the
resemblance of camera-based contrast measurements with
contrasts predicted for an idealized surface structure. Our
predictive model is also useful in optimization of the mi-
crostructure configuration, where the objective for example
could be to maximize reflectance contrast.

1. Introduction

Engineering of surface microstructure to obtain cus-
tom reflectance properties, or so-called appearance print-
ing, has many applications in product design and manufac-
turing. This research area has received significant atten-
tion [23, 11, 10, 7, 8, 14] and, recently, tooling was done
with the objective of inserting a simple anisotropic surface
microstructure into economic manufacturing processes [9].
The intended functionality of the anisotropic surface mi-
crostructure was to obtain high reflectance contrast for the
surface when viewed from above at orthogonal angles. Us-
ing a microscope and a camera, the contrast was measured
for different surface structure configurations to find the con-
figuration revealing highest contrast [16].

In this work, we build an analytic bidirectional re-

Figure 1. Engineered surface microstructure used by previous au-
thors [9, 16] to obtain reflectance contrast when the surface is
observed from above at orthogonal angles. We build an analytic
BRDF model for this type of surface.

flectance distribution function (BRDF) that models the
anisotropic reflectance properties of the functional surface
tested by previous authors [9, 16]. Our analytic BRDF
model has two benefits. It is (1) useful for finding the
surface structure configuration that theoretically produces
optimal contrast. It also (2) enables estimation of surface
quality from photographs. As an example, deviation in the
contrast measured for a physical sample from the contrast
predicted for an idealized surface corresponds to surface
quality deviation, and contrast is measurable using simple
computer vision [16].

The simple anisotropic microstructure that produces vis-
ible contrast when viewed at orthogonal angles is created
by having a sequence of small, parallel ridges as shown in
Figure 1. The angle θr is a microstructure configuration re-
ferred to as the ridge angle. Based on how the structure is
rotated around its macrosurface normal, it reflects light in
different ways. Thus contrast can be generated by rotating
the object by 90◦.

The reflectance properties of the ridged surface have
only been studied experimentally [16]. The analytic BRDF
we provide is built for this particular ridged surface struc-
ture, but a similar procedure could be used to derive an an-
alytical model for a surface with a different engineered sur-
face structure. Figure 2 shows an example of a quad ren-
dered with our BRDF before and after rotation by 90◦. The
contrast produced by the ridges having orthogonal orienta-
tion is clearly visible in this image.
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Figure 2. Quad rendered using our BRDF model before and after
rotation by 90◦. The orientation of the ridges follows a checker-
board pattern: two adjacent squares have ridges oriented in orthog-
onal directions.

2. Related Work

The work of Torrance and Sparrow [18, 19] is an early
example of measuring the reflectance properties of a surface
and subsequently developing a BRDF model for predicting
the measured properties. Torrance and Sparrow [18] inves-
tigated metals and ceramics and processed the surfaces of
their samples with the objective of having isotropic, random
rough surfaces. They developed their BRDF model for this
type of surface in order to explain surprising occurrences
of off-specular peaks in the reflectance measurements [19].
Our work is similar, but we model the reflectance properties
of plastic samples with an anisotropic, ridged surface.

With a similar approach, Ward [22] measured and mod-
eled the bidirectional reflectance properties of anisotropic,
random rough surfaces. He found good agreement between
model and measurements for materials such as varnished
wood and unfinished (rolled) or brushed metals. Our work
is different in the sense that we model a ridged rough sur-
face instead of a random rough surface.

Poulin and Fournier [15] presented one of the first
BRDF models for an anisotropic surface with a specific mi-
crostructure. Their model assumes a microstructure consist-
ing of half cylinders each with its axis lying in the surface
tangent plane. More generically, Ashikhmin et al. [2] de-
scribe a methodology for generating a BRDF according to
a given microfacet normal distribution function. Our ridged

surface microstructure requires a slightly different approach
as the microfacet normals are predominantly in two direc-
tions. The specific microstructure we model is interesting
because it can be engineered. This enables us to compare re-
flectance properties predicted by our model with measured
reflectance properties.

Using a generic BRDF model [2], it is possible to
match observed reflectance properties by acquiring spa-
tially varying microfacet normal distribution functions for
an anisotropic surface [21]. This is impressive, but then de-
viations between predicted and measured properties cannot
be used to assess how close an engineered microstructure is
to the desired idealized microstructure.

Researchers working with techniques for BRDF print-
ing have an opportunity to compare predicted reflectance
properties with those of engineered surfaces. Weyrich et
al. [23] use micro milling to obtain a surface structure with
a specific microfacet normal distribution. This is similar
to the tooling part of the manufacturing process that we
are modeling [9]. Our added step of transferring the tool
microstructure to a polymer component enables absorption
(colored surfaces). In previous work [11, 7], absorption
was added by applying different inks to the surface. This
means that their BRDF model is a weighted average of dif-
ferently oriented ink BRDFs, where we have a combina-
tion of surface and subsurface scattering effects. Other au-
thors [10, 8] improve the microstructure resolution as com-
pared with Weyrich et al. [23], but their techniques do not
allow for absorption effects. In the work of Levin et al. [8],
microfacets are at a scale that requires a BRDF model based
on wave optics. Our pitches ranging from 50 to 150 microns
can safely be modeled using geometrical optics. None of
this previous work on BRDF printing includes shadowing
and masking in their BRDF models. This is however im-
portant in the microstructure we investigate due to the steep
slope of the ridge edges.

In recent work, Pereira et al. [14] show that magnetic
microflakes can be used for anistropic BRDF printing. They
measure the BRDFs printed by their technique but do not
provide a predictive BRDF model.

Levin et al. [8] investigated the same kind of contrast that
we are aiming at with our ridged surface structure. Their
technique is however very different as it is based on wave
interference effects. While they seem to achieve better con-
trast than ridged surfaces, they use photolithography which
has high capital and operational cost and cannot easily be
used with polymeric or curved substrates [1]. Nevertheless,
it is noteworthy how easily their very small surface features
produce contrast through wave interference.

McGunnigle [12] uses a bivariate Gaussian distribution
(no Fresnel or geometrical attenuation effects) to model the
anisotropic reflectance of a surface sandpapered in one di-
rection. While his directional surface microstructure seems
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Figure 3. Microstructured surface and simplified macrosurface.

a bit like ours, his reflectance model is one-dimensional and
considers only the azimuthal angle of the light source.

3. BRDF Model
The engineered surface that we consider is composed of

many parallel ridges with a pitch of between 50 μm and
150 μm (see Figure 1). If viewed at a reasonable distance,
these details can be assumed to be too small to be seen di-
rectly (at a distance of 0.5 m, humans can discern details
of about 150 μm [13]). Thus we choose to model our sur-
face by a macrosurface with an appropriate BRDF. In this
way, the details of the microstructure are represented by the
reflectance properties of the surface. This is analogous to
other microfacet BRDF models [19, 3, 4, 2], where a rough
surface with a complicated microgeometry is modeled by a
simpler surface with an appropriate BRDF that can replicate
the overall light scattering of the microsurface.

Figure 3 illustrates the macrosurface for our particular
microsurface. In this model, we have a microsurface normal
�m and a macrosurface normal �n (both are unit vectors). In
addition, �u is a vector parallel to the ridges and orthogonal
to the normal �n, and �v is a vector aligned with the direction
of the pitches. Together, �u,�v, �n is an orthonormal basis of
the macrosurface tangent space.

Microfacet models represent the microsurface in terms
of a microfacet reflectance function fm, a geometrical at-
tenuation function G, and a normal distribution function D.
These are combined by integration over all microfacet nor-
mals to form a BRDF f for the macrosurface [20].

3.1. Geometrical Attenuation Function G

The portion of the microsurface with normal �m visible
from both directions �ωi and �ωo is described by the geomet-
rical attenuation function G(�ωi, �ωo, �m). This means that the
function models shadowing and masking effects.

An exact formulation of G is rarely available since it de-
pends on the geometrical details of the particular surface.
Most often, the function is approximated based on assump-
tions about the surface geometry (such as v-grooves [19]).

Figure 4. The angle θp between the microsurface normal �m and
the projection of the vector �ω on the nv-plane is used to evaluate
the geometrical attenuation function.

Smith [17] derived an approximation of G for surfaces with
Gaussian microfacet normal distribution. This has the use-
ful property of being separable into the product of two
mono-directional functions (one for shadowing and one for
masking):

G(�ωi, �ωo, �m) ≈ G1(�ωi, �m)G1(�ωo, �m). (1)

Given the particular regularity of the microsurface we are
dealing with, we have derived an expression for G1 (details
are provided in Appendix A) that is suitable for our model:

G1(�ω, �m) = χ+

(
�ωp · �m
�ωp · �n

)

× [1−min (1, |tan θr tan θp|)] , (2)

where χ+(a) denotes a Heaviside step function that is 1 for
a > 0 and 0 otherwise. We let θp denote the angle between
�m and the projection �ωp of �ω on the plane spanned by �n and
�v, see Figure 4. Thus,

cos θp =
�ωp · �m
|�ωp|

=
(�ω − (�ω · �u)�u) · �m
|�ω − (�ω · �u)�u| ,

which reveals that the orientation of the macrosurface is
required to evaluate the geometrical attenuation function.
This is as expected since we are dealing with an anisotropic
surface microstructure.

3.2. Microfacet Distribution Function D

The manufacturing process introduces irregularities on
the ridges. The surface microstructure of physical samples
is therefore not as regular as the idealized surface illustrated
in Figure 1. In reality, it is rather rough as illustrated in
Figure 5. Roughnesses have been measured for physical
samples in previous work using optical profilometry [9, 16].
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Figure 5. Rough surface.

Figure 6. Orthonormal basis formed by �um, �vm, �m.

These measurements reveal that the ridges are certainly not
smooth. Thus, at a given point x on the microsurface the
normal �ωm is usually slightly different from the pitch nor-
mal �m.

The distribution of normals D(�ωm) statistically de-
scribes the orientation of these irregularities across the mi-
crosurface. Many microfacet distribution functions have
been defined over the years [19, 3, 4, 20]. In order to high-
light the anisotropic nature of the surface we are working
with, we use the anisotropic Beckmann distribution func-
tion [5], which is defined by

D(�ωm) =
χ+(�ωm · �m)

παuαv cos4(θm)

× exp

(
− tan2 θm

(
cos2 φm

α2
u

+
sin2 φm

α2
v

))
. (3)

This distribution function is centred around the pitch normal
�m, and the parameters au and av represent the stretching
coefficients of the distribution along the �um and �vm direc-
tions, respectively, see Figure 6. Together, �um, �vm, �m form
an orthonormal basis and the microsurface normal �wm can
be written in spherical coordinates as

�ωm = sin(θm) cos(φm)�um

+ sin(θm) sin(φm)�vm + cos(θm)�m.

3.3. Macrosurface and Microfacet BRDFs

The normal distribution function D(�ωm) and the geo-
metrical attenuation function G(�ωi, �ωo, �m) are combined

into a macrosurface BRDF using [20]

fM (x, �ωi, �ωo) =

∫
fm(�ωi, �ωo, �ωm)D(�ωm)G(�ωi, �ωo, �ωm)

×
∣∣∣∣
�ωi · �ωm

�ωi · �n

∣∣∣∣
∣∣∣∣
�ωo · �ωm

�ωo · �n

∣∣∣∣ d�ωm. (4)

For the microfacet BRDF fm, we assume that a microfacet
is smooth so that it reflects and refracts light as a perfectly
specular material. Reflection is described by one BRDF fr

m

and some of the refracted light returns due to subsurface
scattering. We approximate this part by another BRDF fss

m .
The function fm is then defined by

fm(�ωi, �ωo, �ωm) = fr
m(�ωi, �ωo, �ωm)+fss

m (�ωi, �ωo, �ωm). (5)

These BRDFs are based on a directional Dirac delta-
function δ (just like the BRDF of a perfect mirror). We
use Fresnel reflectance Fr as the specular reflectance and
include a change of coordinates to enable integration over
microfacet normals [20]. We then have

fr
m(�ωi, �ωo, �ωm) = Fr(�ωi, �ωm)

δ(�ωh, �ωm)

4(�ωi · �ωh)2
,

where �ωh = (�ωo + �ωi)/|�ωo + �ωi| is the half vector of re-
flection.

Although subsurface scattering happens for many BRDF
inputs, we limit our model to only include subsurface scat-
tering of the light that was lost to refraction in the reflection
case. This light is certainly missing and including it is a
first step. This makes our model similar to the BRDF ap-
proximation of subsurface scattering described by Jensen et
al. [6]. We have

fss
m (�ωi, �ωo, �ωm) = Ft(�ωi, �ωm)Ft(�ωo, �ωm)

ρd
π

δ(�ωh, �ωm)

4(�ωi · �ωh)2
,

where Ft = 1 − Fr is the Fresnel transmittance, and ρd is
the diffuse reflectance of the material.

By inserting Eq. 5 into Eq. 4, we arrive at our macrosur-
face BRDF:

f(x, �ωi, �ωo) = fr(x, �ωi, �ωo) + fss(x, �ωi, �ωo), (6)

where the reflection term is

fr(x, �ωi, �ωo) =
Fr(�ωi, �ωh)

4 |�ωi · �n| |�ωo · �n|
G(�ωi, �ωo, �ωh)D(�ωh)

and the subsurface scattering term is

fss(x, �ωi, �ωo) =
ρd
π
Ft(�ωo, �ωh)Ft(�ωi, �ωh)

× G(�ωi, �ωo, �ωh)D(�ωh)

4 |�ωi · �n| |�ωo · �n|
.

162



Figure 7. Configuration of the experiment for measuring contrast.

4. Experiments

We test our model by investigating its ability to predict
the contrast measurements by Regi et al. [16]. These were
conducted by photographing the surface before and after ro-
tating the microstructure 90◦ around its macrosurface nor-
mal axis. Figure 7 illustrates the configuration of this exper-
iment. They observed the samples with a digital microscope
modified to hold an LED light source at a fixed position rel-
ative to the camera so that the angle between the camera and
the light source was constant: θl = 10◦.

The parameters considered in the experiment are: the
ridge angle θr which could assume the values 5◦, 10◦, 15◦,
and 20◦; the camera tilting angle θc with values −20◦,
−10◦, 0◦, 10◦, and 20◦, and the azimuthal angle of rota-
tion of the structure φs with values 0◦, 90◦, and 180◦. The
radiant exposure was measured under constant lighting con-
ditions and varying parameters. The contrast was then eval-
uated as the difference between the measurements at posi-
tions 0◦ and 90◦ and between 90◦ and 180◦ for φs.

To predict these contrast measurements, we reproduced
the same settings in a rendering framework and measured
the radiant exposure

[
J
m2

]
(up to an unknown scaling fac-

tor k). Renderings were based on the BRDF described in
the previous section and we compare our contrast measure-
ments with the results presented by Regi et al. [16] in the
following section.

5. Results

Our contrast predictions are compared with the measured
contrasts in Figure 8. The mean contrast was evaluated by
keeping one parameter constant and averaging all the con-
trasts obtained by varying the other parameters.

As in the measurements, we find maximum contrast for
zero tilting angle (θc = 0◦) and decreasing contrast when
the camera is tilted. We also find that the anisotropic struc-
ture of the surface makes the contrast between the azimuthal
angles 0◦ and 90◦ stronger than the contrast between 90◦

and 180◦. With respect to the ridge angle θr, our model
predicts the highest contrast with a 5◦ angle. This is theo-
retically plausible as a five degrees ridge angle should leave
most microfacets with a normal so that light is reflected in
the macrosurface normal direction when θc = 0◦.
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Figure 8. Comparison of mean contrasts for different values of the
parameters θc, θr , and φs. Measured contrasts [16] are in red and
our predicted contrasts are in blue.

Figure 9. Small part of a manufactured sample. Visualization of a
height map acquired with an industrial laser confocal microscope
(left) and a microscope image (right).

The most significant difference between prediction and
measurement is that measurements found highest contrast
for a ridge angle of θr = 10◦. We think that this result might
be caused by the presence of noise in the surface structure
due to the manufacturing process. To support this conjec-
ture, we have produced samples similar to the ones in previ-
ous work [9, 16] and investigated the microstructure of the
tool and the manufactured plastic sample. Figure 9 shows
a 3D visualization of height data captured with a 3D laser
confocal scanner and a microscope image both of the plas-
tic surface. While the original surfaces produced by Regi
et al. [16] may have been higher quality, there is no doubt
that the manufacturing process produces inaccuracies both
in the tool and in the sample microstructure. In the tool,
we have observed small burrs, especially along ridge edges.
These burrs have a tendency to leave residues of material on
the surface and create substantial artifacts. The white bulky
peaks in Figure 9 are examples of such artifacts. These im-
perfections in the surface become more significant for small
ridge angles and may easily hide the signal from the ridged
structure in noise. We believe this is a plausible explanation
for this deviation between prediction and measurement.

6. Discussion and Future Work
We have developed a new model for predicting the re-

flectance properties of an engineered anisotropic surface
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Figure 10. The surface fraction masked by the ridged structure is
given by the ratio between p and p′.

made of parallel micro ridges. Our model provides a BRDF
based on microfacet theory including an expression for the
geometrical attenuation function. The BRDF describes our
particular type of ridged surface, but a similar procedure
could be employed to model other engineered surface mi-
crostructures. We validated our model by comparing with
experimental measurements from previous work. Our re-
sults are quite similar to the measurements, but we observed
some deviations. If deviations are due to manufacturing ar-
tifacts, as we conjecture, our model is useful as a tool for
computer vision based quality inspection of optical func-
tional surfaces of this kind. In addition, our model provides
many opportunities for optimizing surface structure with the
objective of maximizing contrast, for example. It is signifi-
cantly easier to modify microstructure configuration in sim-
ulation as compared with experiment.

In the future, we would like to further support our con-
jecture that contrast measurements converge to predicted
contrasts as sample quality improves. This will be in-
vestigated as tooling and manufacturing processes improve
to provide higher quality samples. Moreover, comparison
of anisotropic BRDF measurements with predicted values
would also be interesting as an alternative to the more over-
all contrast measurements.

A. The G1 Function for a Ridged Surface
This appendix provides some details about the derivation

of the geometrical attenuation function described in Eq. 2.
The value of the function G1 is given by the ratio be-

tween the portion of the pitch surface visible from a given
direction �ωp and the total pitch surface. Figure 10 provides
some elements that are useful for the derivation of Eq. 2.
The vector �ωr represents the reflection of �ωp around the
surface normal �m, θr is the ridge angle and θp is the an-
gle between �ωp and �m, p and r represent respectively the
length of the pitch and the length of the ridge, and p′ repre-
sents the length of the portion of pitch surface for which the

reflection vector �ωr is blocked by the ridge.
Now, G1 is described by

G1(�ωp, �m) = 1− p′(�ωp, �m)

p
, (7)

and the value of p′ is

p′(�ωp, �m) = r tan θp = p tan θr tan θp. (8)

Then, by inserting Eq. 8 into Eq. 7, we have

G1(�ωp, �m) = 1− tan θr tan θp. (9)

Since the value of p′ might become greater than p for certain
combinations of angles θr and θp, we modify Eq. 9 and get

G1(�ωp, �m) = χ+

(
�ωp · �m
�ωp · �n

)

× [1−min (1, |tan θr tan θp|)] . (10)

In a similar way, it can be shown that for an arbitrary direc-
tion �ω not lying in the plane spanned by the �n and �m Eq. 10
is still valid and depends only on the projection vector �ωp

and the surface normal �m.
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Figure 1: Hemispheres and bunnies with smooth and rough surfaces, and flat samples (smileys and QR code) with spatially varying
anisotropic reflectance. The scene is observed from two different directions to exhibit the anisotropy. The sun is used as a directional light
source. Each item was printed in a one-step process using the presented technique.

Abstract
Digital light processing stereolithography is a promising technique for 3D printing. However, it offers little control over the
surface appearance of the printed object. The printing process is typically layered, which leads to aliasing artifacts that affect
surface appearance. An antialiasing option is to use grayscale pixel values in the layer images that we supply to the printer.
Thus, the use of grayscale values enables a kind of subvoxel growth control. We explore this concept, and our idea is to use it for
editing surface microstructure. In other words, we modify the surface appearance of a printed object by applying a grayscale
pattern to the surface voxels before sending the cross-sectional layer images to the printer. We provide printed examples to
illustrate how different grayscale patterns lead to different surface appearances. We find that a smooth noise function is an
excellent tool for varying surface roughness and for breaking the regularities that lead to aliasing. Conversely, we also present
examples that introduce regularities to produce controlled anisotropic surface appearance. Our hope is that subvoxel growth
control in stereolithography can lead 3D printing toward customizable surface appearance.
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1. Introduction

While some 3D printers are capable of printing high-quality geo-
metric features, they lack the ability to control surface appearance,
such as roughness and reflectance properties. The ability to pro-
duce models with region-specific surface properties is crucial for
artists and developers to properly design the appearance of a part.
In the prototyping stage of product development, additive manufac-
turing is commonly used to produce parts in order to evaluate the
final aesthetics of a product. For a part to look like a designed digi-
tal model, however, additional surface processing is often required.
We propose a method for better control of printed surface prop-
erties to enable customization of the final appearance of a printed
part.

The printing technology we work with is based on photopoly-
merization, which refers to the curing of liquid photo-reactive
resins (photopolymers) using light. The light is usually in the ul-
traviolet range of wavelengths. This process is used for 3D printing
with stereolithography, where a light source selectively illuminates
a photopolymer to produce a solid object with a user-defined shape.
If a digital light processing (DLP) projector is used as the source,
the technique is referred to as DLP printing. In this case, we can
specify the user-defined shape as a volume. The photopolymer is
contained inside a vat and at each step a building platform is raised
or lowered, depending on the setup of the DLP printer, in order to
expose only a thin layer of liquid photopolymer to the projector.
Each slice of the volume is then projected onto the photopolymer
to produce a layer of the 3D print consisting of solidified polymer
in all the pixels of the slice with value one (white voxels). In the
context of DLP printing, we provide an investigation of the use of
grayscale voxel values to control surface microstructure. Figure 1
displays some of our results.

The capabilities of commercial 3D printers have increased sig-
nificantly over the years. More and more complex geometries can
be printed with higher and higher resolution. Nevertheless, the final
surface appearance is typically controlled through the use of differ-
ent print materials, deposition of different inks, and postprocessing
of the surface. Samples with different reflectance properties can be
printed directly in a one-step process, but the microstructure of the
surface is then defined by the employed 3D printing technique. For
example, in a material-extrusion based printer, the sample surface
will exhibit layering artifacts, while a powder based print will have
a grainy surface. A DLP printer can produce smooth flat surfaces,
but on vertical and curved surfaces it will produce staircase arti-
facts. Even if the layers are so thin that we cannot see them with
our naked eyes, the layered structure still produces moiré patterns
and reflects light with a glean at certain angles. To get a different ap-
pearance, such as smooth or matte, the printer must produce a more
detailed geometry with smaller features. The resolution of the 3D
printer typically sets the limitation and prevents us from obtaining
the desired result.

In this work, we show how the use of grayscale patterns greatly
increases the capabilities of a DLP printer, and how it enables us
to print microfeatures and patterns on the surface of a sample in a
one step process without changing the macroscopic geometry of the
printed part. By using this technique, we can modify the roughness

and surface appearance of a print without changing materials or
applying postprocessing to the sample.

2. Related Work

Fabrication of microgeometry to obtain custom surface reflectance
was pioneered by Weyrich et al. [WPMR09]. They point at many
interesting applications and fabricate custom microgeometry using
a micro milling approach. In a 3D printing context, a 5-axis micro
milling machine can produce free-form surfaces with fairly small
features. However, due to the kinematics of the milling process, it
is difficult to control the surface roughness [ABRK17]. In another
early technique, Matusik et al. [MAG∗09] use different inks in dif-
ferent halftoning patterns to print a surface with spatially-varying
reflectance properties. This technique is however restricted to print-
ing on planar surfaces, and the microstructure that can be printed
depends on the reflectance properties of the employed inks.

Different ways of extending these early techniques have been
tested. Malzbender et al. [MSS∗12] print on a paper with a static
microstructure and let the selective depositing of ink control the
surface reflectance. More generally, Baar et al. [BBS15] study the
link between variation of print parameters and local control of the
gloss appearance in a printout. However, they only consider print-
ing of flat images. Lan et al. [LDPT13] use a 3D printer based on
material jetting to produce patches with oriented facets and then
coat them with glossy inks using a flatbed UV printer. However,
the facets in the patches are visible to the naked eye (140 µm by
140 µm) and the fabrication process requires two steps. The use of
the flatbed printer puts a constraint on the curvature of the surface
that the inks can be applied to. Thus, when applying this method to
a 3D surface, the object is divided into several parts that are stitched
together in a post-process after inks have been deposited using the
flatbed printer. Another approach requiring two steps is by Rouiller
et al. [RBK∗13]. They use another 3D printer based on material
jetting to print microfacetted transparent domes that they stick onto
a colored model, which was 3D printed using a powder bed printer.
In this way, each dome modifies the reflectance in the local area
where it is attached. As opposed to these techniques, we present
a one-step approach where the fabrication of surface microstruc-
ture is integrated into the 3D printing process. The material jetting
printers (PolyJet technology) employed in this previous work can
only print binary voxels (material or not). Consequently, they do
not support the grayscale voxel values that we can use when em-
ploying a vat polymerization based DLP printer.

Levin et al. [LGX∗13] present a technique for printing mi-
crostructure small enough to create reflectance functions based on
wave interference effects. Their technique is based on photolithog-
raphy, which is a very precise but also very costly process that re-
quires a special wafer coated by photoresist. Photolithography is
currently not available as a 3D printing technique.

Pereira et al. [PLMR17] propose an entirely different approach,
where magnetic microflakes are embedded into a photopolymer
and controlled during printing using electromagnets. While they
obtain interesting results, the magnetic flakes are significantly
harder to control than our surface microstructure based on gray-
scale values in the projected cross-sectional images.
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Use of grayscale values in DLP printing is not entirely new.
Mostafa et al. [MQM17] explore to what extent grayscale val-
ues can improve the dimensional accuracy of an Autodesk Em-
ber printer. This use case has also been investigated internally
at Autodesk [Gre16], where they improve printing fidelity using
grayscale values computed with antialiasing techniques. The work
presented by Greene [Gre16] is the work most closely related to
ours. Greene even mentions in passing that random noise can be
used to break moiré patterns and to produce a matte surface. How-
ever, to the best of our knowledge, we are the first to more carefully
modify surface roughness and reflectance properties of 3D printed
objects by applying grayscale patterns across surface voxels.

Some work has been done to control the subsurface scatter-
ing and absorption properties of fabricated objects [DWP∗10,
HFM∗10,PRJ∗13,ESZ∗17]. In our case, these properties are deter-
mined by the photopolymer selected for the print job. We consider
it an interesting challenge for future work to investigate ways of
controlling the scattering properties of a photopolymer.

3. Subvoxel Growth

The resolution of DLP printing is typically in the range from 15
to 100 µm [LCR∗17]. It depends on the quality and pixel resolu-
tion of the digital micromirror device (DMD) chip of the projector
and on the step-precision of the building plate. It is possible to use
grayscale images as input for the projector to obtain subvoxel accu-
racy [Gre16,MQM17]. The principle behind this idea is that the so-
lidification process of the resin depends on the amount of UV light
received, and this amount can be changed by varying either the pe-
riod of time for which an image is projected (exposure time) or the
intensity of the light. With grayscale values as input for the projec-
tor, we vary the intensity and thus control the growth of each voxel.
This approach can be used to produce very small features and pat-
terns on the surface of a 3D printed sample. If applied properly, the
grayscale values modify the microscopic surface properties of an
object without modifying its macroscopic geometrical structure.

3.1. Subvoxel Control

The relation between grayscale values and voxel growth is crucial if
we are to print an arbitrary microscopic pattern with high accuracy.
If we project an even slope of all the grayscale values (pixel in-
tensity values from black to white), we would ideally see the same
even slope being printed. If this were the case, voxels would grow
proportionally with the grayscale values.

Unfortunately, the photopolymerization is initiated only when a
critical energy level is reached, and the cure depth then follows a
logarithmic curve with increasing energy [Jac92, LPA01, Ben17].
Thus, we can determine the relationship between pixel intensity
and voxel growth. With τ denoting the thickness of a print layer,
the cure depth and thus the voxel growth height is

τ f (I) =

{
α+β log(I− γ) , for I > e−α/β + γ ,

0 , for I ≤ e−α/β + γ ,
(1)

where I is the pixel intensity, and α, β, and γ are parameters that
need to be fitted for a particular photopolymer.

Figure 2: Inversion of non-linear voxel growth to have printed
voxel height proportional to grayscale pixel intensity, I.

Through inversion of the function f , we obtain a mapping to
the proportionality relation, which significantly eases control of the
voxel growth. We have

f−1(I) =

{
e

τ I−α
β + γ , for I > 0 ,
0 , for I = 0 ,

(2)

and using f−1(I) as the grayscale values of the pixels in a pro-
jection, the printer prints voxels of height τ I. This is illustrated in
Figure 2. Greene [Gre16] presented a similar result, but they used
a quadratic f function while suggesting that a logarithmic function
seems a better choice. We found the right f function by considering
the photopolymerization cure depth.

3.2. Grayscale Patterns

The ability to control voxel growth using a linear scale of grayscale
values enables us not only to improve fidelity and reduce aliasing
artifacts, as demonstrated by Greene [Gre16], it also enables us to
print smooth microfeatures in a single layer and thereby modify the
reflectance properties of the surface.

3.2.1. Antialiasing

When printing an object, we have to slice the geometry to gen-
erate an image for each layer. Slices are obtained by rasterizing
the geometry, and if no measures are taken, spatial aliasing will be
present along edges of the layers in the form of pixelated bound-
aries, see Figure 3. Grayscale values based on supersampling (in all
three dimensions) can be used to counteract this effect and produce
a smoother surface [Gre16]. However, this is not enough to com-
pletely remove staircase artifacts in a surface. These artifacts lead
to visible reflectance anisotropy and moiré patterns.

Greene [Gre16] suggests the use of Gaussian smoothing that pro-
duces grayscale values in a thick band around the edges to further
reduce aliasing. A broad Gaussian smoothing is however likely to
also smoothen the macroscopic geometry of the object if the sur-
face is not spherical. This would compromise object fidelity. An-
other suggestion by Autodesk [Gre16] is to add random noise to
all the grayscale values. This breaks the moiré patterns, but it also
leads to a matte surface. In other words, when printing in 3D, exist-
ing work leaves us with the choice of an aliased or a matte surface
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Figure 3: A desired circular print layer geometry (left), its rasteri-
zation according to the resolution of the projector (middle), and the
same layer with grayscale values for antialiasing (right).

appearance. In the following, we demonstrate how a smooth low-
amplitude solid noise function can be used to break moiré patterns
while retaining surface smoothness. In addition, we explore the use
of procedural methods for inserting grayscale values in surface vox-
els to control the surface microstructure.

3.2.2. Reflectance Properties

The roughness of a surface is given by its microstructure. The fea-
tures are so small that they are only individually visible at the mi-
croscale, but they affect the macroscopic surface appearance. Our
goal is to apply grayscale patterns along the surface of an object
to print surfaces with different roughnesses, going from smooth to
almost diffuse, and also to print spatially varying anisotropic re-
flectance properties.

As rough surfaces are characterized by having a distribution of
microfacet normals pointing in various directions, one way to ob-
tain isotropic roughness is to use a curved surface [TR75]. We
therefore test a grayscale pattern with surface voxel values set ac-
cording to a (2D) sinusoidal function running along the surface.
The function is

I(u,v) =
1
2

sin
(

2π
λu

u
)

sin
(

2π
λv

v
)
+

1
2
, (3)

where u and v are parameters measuring physical length in a uni-
form parametrization of the surface, so that λu and λv represent the
wavelengths along these two dimensions. The wavelengths of the
sinusoid then control the roughness of the surface, see Figure 4.
This kind of grayscale pattern will generate a periodic sequence of
micro-cavities and micro-bumps on the 3D printed object, and this
structure will produce a rough surface when the frequency of the
sinusoid is high (more bumps and cavities), and a smooth surface
when the frequency is low.

An issue with the sinusoidal surface is its regularity. Since the
function is regular, it does not entirely prevent the aliasing prob-
lems due to layered printing. We therefore decided to also use a
smooth noise function, as it is irregular but produces a similar effect
in terms of the microfacet normal distribution. To avoid the grid-
aligned artifacts seen in Perlin noises [Per85, Per02, MSRG12], we
employ a solid sparse convolution noise (Appendix A). The differ-
ence between sinusoidal patterns and noise slices is illustrated in
Figure 4. By controlling the frequency and amplitude of the noise
function, we are able to obtain smooth and rough surfaces with very
few staircase artifacts (hemispheres and bunnies in Figure 1).

Figure 4: Sinusoidal patterns with different wavelengths (leftmost
with λu = λv = 100 µm and middle left with λu = λv = 400 µm).
Sparse convolution noise with different amplitude and frequency
factors (middle left with A = 0.625 and B = 16 and rightmost with
A = 3 and B = 32). Both types of patterns are useful for controlling
roughness. Due to its irregularities, the noise function is also useful
for antialiasing.

Figure 5: Sinusoidal patterns with different wavelengths along the
two axes (left with λu = 50 µm and λv = 200 µm and middle with
λu = 50 µm and λv = 400 µm) and sequences of parallel ridges
(right). These 2D patterns are useful for printing anisotropic sur-
face roughness and reflectance contrast.

We print anisotropic reflectance properties using a 2D sinusoidal
function with different frequencies along the two axes, or a se-
quence of parallel ridges, as described by Luongo et al. [LFD∗17],
see Figure 5. These patterns are useful for producing anisotropic
reflectance contrast (smileys and QR code in Figure 1).

3.3. Mesh Slicing

To generate antialiased cross-sectional layer images for the DLP
projector, we have tested two different approaches: one based on
rasterization and one based on ray tracing, both running on the
graphics processing unit (GPU). Our rasterization procedure is il-
lustrated in Figure 6, and the different steps are described in the
following paragraphs.

In both approaches, a closed triangle mesh is provided as input
(step 1) and the print volume is represented by the view frustum of
an orthographic camera placed above the mesh looking downwards.
The background color is set to black and the frame buffer resolution
is set to the projector resolution. The latter ensures that each pixel
of a generated layer image corresponds to a voxel with physical
dimensions as described in Section 4. To determine the number of
slices that we need, we calculate the object height in number of
voxels using the desired physical height of the printed object.

In rasterization, we slice the mesh by moving the near cutting
plane of the camera through the print volume in steps of the print
layer thickness (step 2). The far cutting plane is placed at the end of
the print volume and depth testing is enabled. For frontfacing trian-
gles, the color is based on a procedural texture (sinusoid or noise)
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1. High poly mesh input 2. Scaled into View-Frustum 
(AABB)

3. Sub slice (High Resolution)

4. 2DAA (Lower Resolution)5. 3DAA - Blending of sub slices 

Sub slicing within each slice boundary

6. Final image

Figure 6: Print volume slicing pipeline based on rasterization and
used for generating cross-sectional layer images for the DLP pro-
jector.

but the fragment is only rendered to the color buffer if it is within
the current layer. Frontfacing triangles behind the current layer are
only rendered to the depth buffer. Backfacing triangles passing the
depth test are rendered with a flat white color. For each slice, we
generate a number of subslices (step 3) to include supersampling in
the depth dimension.

In ray tracing, we trace a ray from the image plane through all
surfaces until it reaches the front surface of the current layer. The
ray keeps a counter for each intersection, so that the counter is even
when the ray is outside the object, odd when inside. A ray is then
traced in the same direction from the front to the back of the layer.
The fraction of the distance traveled by this ray that was also inside
the object provides a grayscale value for antialiasing in the depth
direction. Combining this with jitter sampling of the ray origin in
the camera pixel, we obtain grayscale values incorporating full 3D
antialiasing. As in rasterization, the grayscale value is modulated
by a procedural texture when the ray going through the layer inter-
sects a frontfacing triangle.

In rasterization, antialiasing requires more passes. To have 2D
antialiasing in each slice, we use hardware supported full screen an-
tialiasing with four samples in each pixel (4xFSAA). This is done in
eight times higher resolution and downsampled to the projector res-
olution (step 4). The subslices are then blended into the same frame
buffer (step 5) to produce one antialiased cross-sectional layer im-
age for the printer (step 6).

4. Experiments

We run our experiments on a homebuilt bottom-up DLP printer,
which is based on the work of Jørgensen [Jør15]. A schematic of
the printer is in Figure 7. The photopolymer resin is inside the vat.
The building platform starts at the bottom of the vat and moves up-
wards during the printing process. The step precision of the build-
ing platform is 1 µm, which enables us to print very thin layers. A
transparent membrane is placed at the bottom of the vat in order to
separate the photopolymer from the glass. This is done to facilitate

Membrane

Projector

Vat

Buildplate

Resin

Glass

Figure 7: Schematic of the homebuilt DLP printer.

the peeling effect and the release of the sample from the vat when
the platform is raised [PZNH16].

The DLP projector we use is a LUXBEAM Rapid System by
Visitech equipped with a DMD chipset of the DLP9000 family by
Texas Instruments. It has an array of 2560× 1600 micro-mirrors
and pixel pitch of 7.54 µm. The projector is placed underneath the
vat and can be raised and lowered to focus it. We use a projection
lens from Visitech with a magnification factor of 1.0× yielding an
image pixel pitch of 7.54 µm, and one with 2.0× and pixel pitch of
15.08 µm.

According to the manufacturer, the projector is more stable for
high values of the UV LED amplitude, but even low values of UV
LED amplitude can overcure the photopolymer in our setup. This
would ruin the quality of the prints, so we equipped the projector
with two absorptive neutral density filters from Thorlabs. Each fil-
ter transmits 10% of the incoming light, so that the amount of light
reaching the photopolymer is 1% of the light emitted by the projec-
tor. In this way, we can use higher values of UV LED amplitude for
our prints, which means that we get a more stable behavior from
the projector (less flickering, for example).

The photopolymer we use is Industrial Blend (red) resin from
Fun To Do. In order to inspect and measure the properties of
our prints we used an optical measuring device based on focus-
variation, Infinite Focus by Alicona, which can produce high-
quality 3D measurements of the surfaces and measure the surface
roughness with nanometer precision.

After the printing process, the sample is cleaned with iso-
propanol in an ultrasonic cleaner in order to remove any residual
resin from the surface. An additional curing process is then exe-
cuted in a UV curing box to make sure that the sample has properly
solidified, and to remove the risk of contamination when touching
the sample.

This setup enables us to print high resolution samples. However,
the presence of the membrane, which mitigates peeling forces, is
a source of some defects: when the membrane is installed on the
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glass, some wrinkles may be present and air can be trapped be-
tween the membrane and the glass causing the formation of bub-
bles. Such issues affect the final quality of the sample, where we
sometimes observe bumps and scratches on the surface. Scratches
start appearing as the membrane gets worn.

4.1. Parameter Calibration

The photopolymer curing process is determined by the intensity of
the projected UV light, by the exposure time, and by the amount of
resin that we want to cure (layer thickness). All these parameters
vary for different materials, and a calibration operation is required
in order to find the optimal configuration for a certain setup.

Based on previous experiments performed on the same
printer [Rib17], we decided to use a value of τ = 18 µm for the
layer thickness. This value is small enough to give us microfea-
tures, which can affect the reflectance properties of an object with-
out being visible to the naked eye, and it is thick enough so that the
features created with grayscale images are not overexposed.

To calibrate the projector intensity and exposure time, we cre-
ated a calibration sample with the same pattern repeated 36 times
on the top surface, see Figure 8. For each of these 36 patterns, we
use a different value of intensity or exposure time. The pattern is
made of four black-and-white checker-boards with different scales
for the size of the squares, and physical size of 1920× 1920 µm2.
We first print a calibration sample with increasing UV LED am-
plitude for each pattern repetition while keeping the exposure time
constant. The same experiment is then repeated with increasing ex-
posure time while keeping the UV LED amplitude constant. A good
combination of parameters is found when a pattern shows sharp
features which are neither underexposed nor overcured. With this
experiment, we found that for a thickness layer of τ = 18 µm, the
optimal set of parameters for our setup is given by an UV LED
amplitude of 230 and an exposure time of 3 seconds.

4.2. Voxel Height Measurements

As mentioned in Section 3.1, the relation between pixel intensity
and growth of the corresponding voxel is logarithmic, Eq. 1. In
order to apply our correction, Eq. 2, we need to find the values of
the parameters α, β, and γ.

We printed several samples with a repeated linear grayscale gra-
dient containing all the values from black to white, the upper left
part of Figure 9 shows two examples. We then examined the sam-
ples with the Infinite Focus microscope and measured the surface
with a vertical resolution of 0.4 µm. The collected data were used
to find a fit for Eq. 1, see the lower left part of Figure 9, and we
estimated the parameter values to be α = 17.71 µm, β = 10.24 µm,
and γ =−0.01. By having the same pattern repeated multiple times
we got a better estimate and were able deal with some of the noise
introduced by the printing process.

The corrected grayscale pattern and the corresponding printed
samples are shown in the upper right part of Figure 9. The surface
of the sample now looks more smooth and the resin solidifies ev-
erywhere on the surface. The blue plot in the lower right part of
Figure 9 is a measurement of the surface height, while the red plot

Figure 8: Pattern used to calibrate projector parameters (top left)
and microscope image of a printed pattern (bottom left). The pat-
tern is composed of four black and white checkerboards at different
scales, and it is repeated 36 times in a calibration sample. On the
right, a microscope image with 16 of the 36 checkerboard pattern
repetitions in a calibration sample.

Figure 9: Grayscale layer images and microscope images of
printed results used for estimating α, β, and γ to control voxel
growth (two repetitions). The linear gradient (left) is used for fit-
ting to Eq. 1. The logarithmic gradient (right) is used for testing
the linearity of the printed gradient after correction with Eq. 2.
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Table 1: Average roughness measured as Sa and Sq for samples
with sparse convolution noise applied using different amplitudes A
and frequencies B.

A = 0.625 A = 2 A = 3
Sa (µm) 2.21 3.30 5.53

B = 16
Sq (µm) 2.82 4.20 6.94
Sa (µm) 2.90 4.49 7.95

B = 32
Sq (µm) 3.64 5.71 10.10

Figure 10: Hemispheres printed with grayscale values calculated
using supersampling. On the left, the hemispheres were printed us-
ing a 2× magnifying lens: one with supersampling only (top left)
and one with both supersampling and sparse convolution noise
(bottom left, parameters A = 0.625 and B = 32). On the right, the
hemisphere was printed with supersampling and 1× magnifying
lens. Even at a scale this small, moiré patterns are still visible when
the surface is observed in a microscope.

is the ideal linear behavior that we would like to have when print-
ing with grayscale images. Even though the blue plot shows some
irregularities, it proves that by applying Eq. 2 to our patterns we
obtain the desired geometry, and we therefore have the ability to
control subvoxel-sized surface microstructure.

4.3. Roughness Measurements

To verify that we can print surfaces with different roughnesses
by applying sparse convolution noise with varying amplitude and
frequency parameters (Appendix A), we printed several samples
and measured their surface roughness with the microscope. The
parameters used in this experiment and the corresponding results
are in Table 1. These results show quantitatively that by increas-
ing the amplitude A and the frequency B of the noise function the
area roughness parameters Sa (arithmetic average height) and Sq
(root mean square roughness) increase as well. Thus, we obtain a
smoother surface if we apply a grayscale pattern with sparse con-
volution noise using lower values of A and B, and more diffuse-like
surfaces if we use higher values of these two parameters.

4.4. Antialiasing Abilities of Supersampling

As discussed by Greene [Gre16] and in Section 3.2.1, we can
use supersampling to calculate grayscale values for spatial an-

Figure 11: Sample generated using two different anisotropic pat-
terns with orthogonal orientation. The first two smileys have been
printed with anisotropic sinusoidal patterns but with two different
orientations. The last two have been printed with a ridged pattern
with two different orientations.

Figure 12: The anisotropic smiley sample (Figure 11) in differ-
ent lighting conditions. The difference in contrast between patterns
with the same structure but different orientation is evident when the
light changes position.

tialiasing during the slicing process. However, we find (as did
Greene [Gre16]) that the surface will still exhibit reflectance
anisotropy and moiré patterns. The hemisphere in Figure 10 (top
left) was printed using 2× magnifying lens and supersampling for
antialiasing. Nevertheless, it still has an elongated highlight that
we would only expect to see when the surface exhibits anisotropic
reflectance [AS00]. Even if printed with 1× magnifying lens and
supersampling, staircases and moiré patterns are still seen in the
microscope (Figure 10, right).

On the other hand, we find that a smooth irregular noise function
(like the one presented in Appendix A) is useful for obtaining im-
proved antialiasing and more isotropic reflectance properties. The
hemisphere in Figure 10 (bottom left) includes sparse convolution
noise with parameters A = 0.625 and B = 32. While this sample
is not completely free of aliasing artifacts, it does exhibits a more
rounded highlight and, thus, more isotropic reflectance properties.
The same hemisphere is seen under more directional illumination
in Figure 1.

5. Results

Figure 1 displays some of the visual effects enabled by our tech-
nique. In the following, we explore different techniques for print-
ing surfaces with anisotropic reflection, and we demonstrate why
the irregular noise function is important when printing 3D surfaces.
Regarding the quality of antialiasing and the rate at which slices are
generated, both techniques introduced in Section 3.3 perform simi-
larly and they can be freely interchanged with each other to obtain
the following results.

Figure 11 (top row) shows the grayscale patterns used for print-
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Figure 13: Hemisphere printed without applying a grayscale pat-
tern to the surface, leftmost, and from second to rightmost when
using noise with amplitude A = 0.625,2,3, respectively, and fre-
quency B = 32.

ing the smiley sample displayed in Figure 1. The figure also shows
microscope images of the printed result (bottom row). We printed
this sample with the 1× lens to demonstrate the ability of our
technique to print surfaces with anisotropic reflectance properties.
In this example, we use the grayscale pattern for the last layer
of the printing process only. We use the 2D sinusoid to gener-
ate the patterns in the main diagonal of Figure 11, with param-
eters λu = 150 µm and λv = 50 µm respectively λu = 50 µm and
λv = 150 µm. In the antidiagonal, we use ridged patterns [LFD∗17]
with an inclination of 10◦ and pitch length of 100 µm for the smi-
leys in the antidiagonal. The ridges of the patterns in these the two
smileys have orthogonal orientations. The QR code in Figure 1 is
another example of a surface with orthogonal ridged structures, but
this was printed using the 2× magnifying lens.

Printing these anisotropic patterns, we obtain a sample with spa-
tially varying reflectance properties without adding any extra step
to the DLP printing process. Figure 12 exemplifies how the dif-
ferent parts of the sample reflect light differently under different
lighting conditions. The ridged structure generates different con-
trasts as the light rotates around the sample. The sinusoid structure
also results in anisotropic properties, but the difference in contrast
between the two different pattern orientations is not as strong as
for the ridged pattern. On the other hand, the 2D sinusoid structure
results in a more diffuse-like anisotropic effect.

In Figure 13, we compare a hemisphere printed without any
grayscale pattern applied to the surface (leftmost) with samples
where sparse convolution noise of different amplitudes (A) was ap-
plied. The presence of a grayscale pattern produced by a smooth
irregular noise function with low amplitude makes the surface
smoother and removes the majority of the staircase aliasing arti-
facts introduced by the layered printing process. As the amplitude
increases, the specular highlight becomes less visible and the sur-
face appears to be more diffuse. This is a visual indication that the
noise function enables us to control roughness not only in flat sam-
ples (as measured in Section 4.3) but also in curved 3D printed
surfaces.

Finally, we applied grayscale patterns to a more complex geom-
etry, namely the Stanford Bunny. The results are in Figure 1 and
in Figure 14. In the leftmost column of Figure 14, the bunny was
printed without any pattern applied to the surface, and it exhibits an
anisotropic specular highlight which is caused by the staircase that

is a by-product of the layered printing. In the middle left column,
we tried to remove the anisotropy and smooth the printed surface
by applying a low-frequency 2D sinusoid. While this approach to
some extent reduces staircase artifacts in the highlights, a line-like
reflection is still visible across the back of the bunny (bottom im-
age). In addition, the regularity of the sinusoid pattern makes it
visible on the back and the ears of the bunny (top image). A bet-
ter result was achieved by using sparse convolution noise (middle
right column and rightmost column). With a value of A = 0.625,
we obtained a smoother surface with highlights similar to the ones
obtained with the sinusoid pattern specular highlight but without
introducing visible sinusoidal features. With A = 3, the bunny is
more rough and the appearance is more diffuse-like. In Figure 1,
we used the sun as the light source. This somewhat resembles a di-
rectional light and makes the difference between the rough and the
smooth bunny stand out clearly.

6. Conclusion

In this work, we presented a one-step technique for controlling sur-
face appearance in DLP printing. Our technique is based on pro-
jection of grayscale images to control the voxel growth and enable
printing of subvoxel sized microstructure. We provided a procedure
for correcting the nonlinearity of the photopolymerization process,
and the validity of this procedure was experimentally verified. We
also demonstrated that application of different grayscale patterns to
surface voxels is useful for modifying the microstructure of a sur-
face and for printing spatially varying anisotropic reflectance prop-
erties. An important discovery in our work is that a smooth irregular
noise function (sparse convolution noise, in our case) is useful both
for antialiasing to obtaining a smooth surfaces without staircase ar-
tifacts and for controlling surface roughness. We have described a
pipeline for applying grayscale patterns to surface voxels during
the slicing of mesh geometry. Finally, we included a procedure for
calibrating the parameters of a DLP printer. Our results demon-
strate that by modulating the UV light intensity of a DLP projector
with grayscale images we can print samples with spatially vary-
ing reflectance properties, such as anisotropic effects and surface
roughness.

As an addendum, Mark Wheadon has presented a webpage
that describes an interesting experimental technique called velocity
painting (www.velocitypainting.xyz). This technique enables use
of grayscale values in fused deposition modeling (FDM) printing.
The grayscale input images modify and control the print speed of
an FDM 3D printer. This enables printing of patterns on the sample
surface without modifying the filament or using multiple extrud-
ers. We leave investigation of the microstructure control abilities of
such a technique to future work. Nevertheless, we find it exciting
that our calibration and grayscale microstructure control techniques
can perhaps be transferred to the more commonly available nozzle-
based 3D printers.

Appendix A: Sparse Convolution Noise

We use sparse convolution noise [Lew84, Lew89] in the version
presented by Frisvad and Wyvill [FW07], but implemented as a
closed function. This is a solid noise function in the classical

submitted to COMPUTER GRAPHICS Forum (10/2018).
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standard sinusoid noise (A = 0.625) noise (A = 3)
Figure 14: Stanford Bunny (based on data from the Stanford Computer Graphics Laboratory, http://graphics.stanford.edu/data/3Dscanrep/)
printed and photographed in two different light-view configurations (rows). The bunny was printed without any grayscale pattern applied
(standard), with an isotropic 2D sinusoid function applied (sinusoid, λu = λv = 400 µm), and using sparse convolution noise with low and
high amplitudes (A) and frequency B = 64 (noise). The glean due to anisotropic reflection caused by layering artifacts is clearly observable
for the standard technique. The sinusoid pattern reduces the problem but introduces regularity artifacts. The noise function more effectively
reduces the problem. As compared with the rough bunny (A = 3), the smooth bunny (A = 0.625) is brighter in the highlight regions and
darker outside those regions as expected.

sense [Per85], but without the grid-aligned regularity artifacts seen
in Perlin noise and with no need for tabulated data. The noise func-
tion uses a simple linear congruential pseudo-random number gen-
erator:

tn+1 = (btn + c) mod m

rnd(tn) = tn+1/m ,

where we use b = 3125, c = 49, and m = 65536, and a cubic filter
kernel function

cubic(v) =
{

(1−4v ·v)3 for v ·v < 1
4 ,

0 otherwise .

A sparse distribution of randomly placed random impulses are then
blended using this cubic filter to obtain the noise function. As the
filter radius is 1

2 , we can use a regular grid offset by half a unit,
so that we only need to consider the impulses in the eight nearest
grid cells. Suppose i is the neighbor index of the grid cell, j is
the impulse index, and N is the number of impulses per cell. We
let αi, j denote the value of the impulse, ξξξi, j the local position of
the impulse in its grid cell, and ni, j the seed of the pseudo-random

number generator for an impulse. The noise function is then

noise(p) = 4
5 3
√

N

7

∑
i=0

N

∑
j=1

αi, j cubic(xi, j−p)

qi =

⌊
p−

(
1
2
,

1
2
,

1
2

)⌋
+

(
i mod 2,

⌊
i
2

⌋
mod 2,

⌊
i
4

⌋
mod 2

)

ni, j = 4(N qi ·a+ j)

αi, j = rnd(tni, j )(1−2( j mod 2))

ξξξi, j =
(
rnd(tni, j+1), rnd(tni, j+2), rnd(tni, j+3)

)

xi, j = qi +ξξξi, j ,

where N should be an even number to avoid a bias toward negative
impulse values. We use N = 30 and a = (1,1000,576).

To generate a noise function for procedural texturing with values
in [0,A], we use

A
2
(noise(Bp)+1) ,

where the parameters A and B control the amplitude and the fre-
quency (also called the scale) of the noise, respectively.
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1 INTRODUCTION
The desire to achieve photorealistic rendering is as old as the field
of graphics itself. As a final evaluation of his famous shading and
lighting models, Phong [1975] qualitatively compared a rendered
sphere with a photographed sphere. Similarly, the final result in
the seminal papers on the Cornell box [Goral et al. 1984; Meyer
et al. 1986] were a qualitative comparison of a rendered image
with a photograph. However, shapes were kept simple in these early
experiments as the researchers had tomodel a digital scenematching
the real world scene as closely as possible. Such manual modeling
of a real world scene is no longer necessary as we can scan a scene
using advanced acquisition techniques [Weinmann and Klein 2015;
Stets et al. 2017]. With the advent of 3D printers, we can even
print an object to a desired shape. In combination with calibrated
photography, this makes it much simpler to compare photographs
with renderings even when shapes are more complicated.

The opportunity to produce renderings that are comparable to
photographs is useful for inverse rendering, where we can infer
model parameters based on such comparisons. Our idea is to use
3D printing together with computer vision techniques as a tool for
building appearance models. We present a general procedure that
builds an appearance model for any 3D printer using a selected
rendering technique and some arbitrary printing material. Such an
appearance model is useful for predictive rendering of future 3D
prints with the same setup.
Our hope is that the reader will appreciate our procedure for

inverse rendering and try it at home. The sport in making renderings
that match photographs is a difficult but enjoyable challenge, and it
is surprisingly useful if we want to predict the appearance of a 3D
print before printing.

1.1 Contributions Overview
Problem: There is currently no good way to predict the appear-

ance of an object to be 3D printed.

Contribution: A simple procedure for building a predictive ap-
pearance model for 3D printing. Note that we do not build a general
appearance model for 3D printing. We present a simple procedure
that one can use to build an appearance model and fit its parameters
so that it (up to the limitations of the selected model) is predictive
for a particular 3D print configuration.

Method: Print an object and take a photograph of it in a controlled
camera-lighting configuration. Use simple computer vision tech-
niques to obtain a rendered image that is comparable pixel by pixel
to the photograph. When using a 3D printer, we know what kind
of material it uses for printing. This enables the user of the method
to suggest some base model that may be able to render it. With a

selected base model, we suggest simple optimization techniques for
fitting the model parameters, so that the rendered image matches
the photograph (as much as possible). Feedback loops can be used
to improve the model.

Confusion: The appearance model we built as an example using
our procedure ended up not being a standard model. We therefore
include a number of smaller contributions both in our rendering
technique, in the appearance model that we use, and in how we find
initial guesses for the parameter. This is all mixed up in the following
sections and might therefore cause some confusion with respect to
the main contribution. The following list of sub-contributions is an
attempt to address this problem.

Sub-contributions:

• Combining in-surface and subsurface scattering (Sec. 3-3.1).
Current literature on subsurface scattering with the BSSRDF
(not based on full volume rendering) uses either a smooth
surface or a perfectly rough surface. We describe how to
combine these in a BSSRDF model.
• Artist-friendly parameters for the directional dipole model
(Sec. 3.2). There is currently no direct connection between the
optical properties used as parameters in the directional dipole
model and the resulting colors observed in images rendered
with this model. We present such a connection, which is
useful when we have a photograph and need an initial guess
for finding scattering properties using optimization.
• Progressive point cloud rendering for subsurface scattering
(Sec. 3.3). Current rendering techniques using a BSSRDF
model employ a precomputed point cloud [Jensen and Buhler
2002] or biased progressive surface sampling techniques [King
et al. 2013]. We present a progressive, unbiased technique for
rendering with a BSSRDF.
• Cost functions based on a pixel-to-pixel exclusive-or (xor)
operation (Sec. 4.3). This is a new way of calibrating camera
and light source through simple comparison of a segmented
image and a flat shaded rendering.
• Model fitting based on random search followed by Nelder-
Mead (Sec. 4, App. B). This simple gradient-free optimization
technique seems very useful in the context of inverse ren-
dering based on pixelwise comparison of photograph and
rendering (analysis by synthesis).
• Step-by-step parameter estimation for inverse rendering in-
cluding both in-surface and subsurface scattering (Sec. 4-5).
The order in which we choose to fit different parameters
for both in-surface and subsurface scattering to improve the
photorealism of the rendered image is new in an inverse
rendering context.
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2 RELATED WORK
Early work is based on researchers manually building a digital
model that matches the physical model as closely as possibly [Phong
1975; Goral et al. 1984; Meyer et al. 1986; Takagi et al. 1990; Ward
1992]. This approach is to some extent still being used, especially in
cases where the scene to some extent matches the CAD model of a
building [Drago and Myszkowski 2001; Jones and Reinhart 2016].
In a way, our approach is similar. We have a CAD model describing
the printed object, and we place it on a flat surface to have a simple
scene that we can reproduce by placing the digital model on a quad.
Computer vision techniques can be used to acquire the entire

scene [Hendrik P. A. Lensch et al. 2003; Holroyd et al. 2010; Stets
et al. 2017], after which photorealistic rendering of the acquired
objects can be produced. However, this often involves quite a bit
of instrumentation. We use some simple vision techniques to get
camera intrinsics and to place the camera and the light source in the
scene. Once this is done, we switch to comparison of photographed
and rendered images with some image processing applied.

Our concept is of course most closely related to inverse rendering
techniques [Marschner 1998]. From a sparse set of photographs,
inverse rendering techniques infer some material appearance prop-
erties of a material. Yu et al. [1999] used inverse radiosity to acquire
a map of BRDF parameters for a scene using a single photograph or
a few photographs. Ramamoorthi and Hanrahan [2001] describe the
problem more generally and solve the inverse problem using decon-
volution techniques. However, none of these techniques considered
subsurface scattering.
More recently, Gkioulekas et al. [2013] presented inverse ren-

dering for volumes. This technique is however based on expensive
Monte Carlo particle tracing including tracking of derivatives. Our
method is much simpler and combines estimation of in-surface
and subsurface scattering. Inverse rendering techniques have also
been presented for specific materials such as fabrics [Khungurn et al.
2015] and teeth [Velinov et al. 2018]. As opposed to our method, such
techniques are based on instrumental setups specifically designed
for the particular material at hand.

At the other end of the spectrum, Munoz et al. [2011] infer subsur-
face scattering properties of amaterial from a single image. However,
this work does not include in-surface scattering. The theory of com-
bining in-surface and subsurface scattering is well-understood in
path tracing, where each scattering event is a part of the random
walk. When it comes to use of the more practical BSSRDF for sub-
surface scattering, there seems to be a gap in the theory available
for combining in-surface and subsurface scattering. The reason is
probably that commonly used BSSRDFs [Jensen et al. 2001; d’Eon
and Irving 2011; Christensen and Burley 2015] were until recently
independent of the direction of the incident light. This changed
with the introduction of BSSRDFs depending of the direction of
the incident illumination [Yan et al. 2012; Habel et al. 2013; d’Eon
2014; Frisvad et al. 2014; Frederickx and Dutré 2017]. In the fol-
lowing, we provide some useful theory for combining in-surface
and subsurface scattering, and we illustrate by example how this
combination is particularly useful for inverse rendering when it
comes to photopolymers used for 3D printing.

3 THEORY
Following Blinn’s [1977] pioneering import to graphics of the mi-
crofacet model by Torrance and Sparrow [1967], it has been com-
monplace to use microfacet models for developing bidirectional
reflectance distribution functions (BRDFs). This is useful for render-
ing of rough surfaces, but light reflectance is not purely determined
by surface microgeometry. Subsurface scattering plays an important
role in rendering of translucent materials [Hanrahan and Krueger
1993]. The diffuse term in BRDFs is actually an approximation of the
subsurface scattering [Leader 1979]. A BRDF is however insufficient
with respect to accurate rendering of subsurface scattering as it
does not allow light incident at one surface location to contribute at
another. This disables bleeding of light into the material, which is
an essential part of the appearance of translucent materials. To in-
clude light transport from one surface location to another, we need
a bidirectional scattering-surface reflectance distribution function
(BSSRDF) [Nicodemus et al. 1977].

A practical BSSRDF and rendering technique was developed by
Jensen et al. [2001] using a diffusion dipole model. This model has
focus on subsurface scattering in a material with a smooth surface:
volume scattering is a function of the distance between the points
of incidence and emergence; surface scattering is given by specular
Fresnel transmittance terms. Since this model separates volume and
surface scattering effects, an option is to introduce rough surfaces by
replacing specular Fresnel terms with diffuse Fresnel terms [Donner
and Jensen 2005]. Volume and surface scattering effects are however
in general not separable [Mudaliar 2013].
More recent BSSRDF models include directional dependencies

of the volume scattering [Yan et al. 2012; Habel et al. 2013; Frisvad
et al. 2014; Frederickx and Dutré 2017]. However, proper integra-
tion of these models with a rough boundary is only mentioned as
future work. We present a technique for integrating Fresnel sur-
face BSSRDF models with rough boundary microfacet models. This
combination of volume and surface scattering effects enables us to
reproduce bleaching and color desaturation effects that are known
to be caused by surface roughening [Simonot and Elias 2003].

The BSSRDF is often misinterpreted as only being relevant with
respect to rendering of subsurface scattering effects. This is however
certainly not the original intension of the function, as the BRDF
is merely a special case of the BSSRDF [Nicodemus et al. 1977].
From the outset, the BSSRDF was intended to incorporate both in-
surface and subsurface scattering effects. The Fresnel transmittance
terms that appear in analytic BSSRDFs are thus due to hemispherical
integrations of the bidirectional transmittance distributions func-
tions (BTDFs) of perfectly specular/smooth surfaces. The BTDF of
a perfectly specular surface involves a Dirac delta function. These
Dirac deltas remove the integrals so that we do not see them in the
BSSRDFs developed for smooth surfaces.
The BSSRDF depends on the position xi and the direction ®ωi of

the incident light as well as the position xo and the direction ®ωo of
the emergent light. When rendering a translucent object, we obtain
the outgoing radiance Lo by evaluating the following integral over
all xi in the surface areaA and over all ®ωi in the hemisphere around



Building Vision-Based Predictive Appearance Models for 3D Printing • 3

the surface normal ®ni at xi [Jensen et al. 2001]:

Lo (xo , ®ωo ) = Le (xo , ®ωo )

+

∫
A

∫
2π
S(xi , ®ωi ;xo , ®ωo )Li (xi , ®ωi ) cosθi dωi dAi , (1)

where Li is incident radiance, Le is emitted radiance, and S is a
BSSRDF. We use bold face for position vectors and arrow overline
for unit direction vectors. The cosine is then cosθi = ®ωi · ®ni and
in the following we similarly have cosθo = ®ωo · ®no . An analytic
BSSRDF is often written in the form:

S(xi , ®ωi ;xo , ®ωo ) = Ft (cosθo )(Sd + S∗)Ft (cosθi ) , (2)

where Ft is Fresnel transmittance, Sd is the diffusive part, which is
typicallymodeled by a dipole, and S∗ is the remaining light transport,
that is, the part not included with Sd . The number of arguments
used with Sd and S∗ changes depending on the model.

In Equation 2, it is important to note the separation of the BSSRDF
into surface and volume scattering effects. The Fresnel transmittance
terms deal with surface scattering at the points of incidence and
emergence. The S-functions deal with volume scattering and take
refracted directions as input arguments (if considered directionally
dependent). Let us now generalize this expression to incorporate
scattering due to a rough surface.

To account for a rough surface, we add a BRDF in the special case
where the point of incidence equals the point of emergence. We
also insert the hemispherical transmittance integrals in place of the
Fresnel terms as discussed above:

S(xi , ®ωi ;xo , ®ωo ) = δ (xo − xi )fr (xo , ®ωi , ®ωo )

+

∫
2π

∫
2π
ft (xo , ®ω21, ®ωo )(−®no · ®ω21)(Sd + S

∗)dω21

ft (xi , ®ωi , ®ω12)(−®ni · ®ω12)dω12 , (3)

where fr is the BRDF and ft is the BTDF of the surface, δ is a Dirac
delta function, ®ω12 is the direction of a ray transmitted into the
volume, and ®ω21 is the direction of a ray to be transmitted out of
the volume. The directions ®ω12 and ®ω21 would thus be the ones to
use as arguments for the S-functions.
Comparing this expression (3) to common illumination models

(like the Phong model), the first term corresponds to the specular
term and the second term corresponds to the diffuse term. The BRDF
fr to be used for the first term should therefore not include an added
diffuse term. The BSDF (collective name for BRDF and BTDF) used
in Equation 3 should rather depend only on surface properties, such
as a distribution of microfacet normals, see the work of Walter et
al. [2007] for examples.

3.1 Perfect diffuser
To illustrate how this theory works, we consider a surface where
Fresnel reflectance and transmittance determine the fractions of
reflection and transmission, but where the distributions of reflected
and transmitted light are perfectly diffuse. We choose the direction
on the inside of the surface for computing the Fresnel terms:

fr (x , ®ωi , ®ωo ) = Fr (cosθinside)/π = (1 − Ft (cosθinside))/π
ft (x , ®ωi , ®ωo ) = Ft (cosθinside)/π ,

st
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smooth rough
Fig. 1. Bunny with white grapefruit juice material [Narasimhan et al. 2006]
and a perfectly diffusing (rough) surface versus a perfectly specular (smooth)
surface. Results are provided using the standard dipole [Jensen et al. 2001]
and the directional dipole [Frisvad et al. 2014] for the subsurface scattering.

where cosθinside = −®ni · ®ω12 or cosθinside = ®no · ®ω21. With this
choice, the hemispherical integrals of Equation 3 reduce to diffuse
Fresnel terms if the S-functions do not depend on direction. Diffuse
S-functions and variations of this type of diffusing surface leads to
the technique described by Donner and Jensen [2005]. However,
with our more general theoretical outset, we can improve their
technique in various ways: directionally dependent S-functions and
more accurate integration of Fresnel terms with specular microfacet
distributions, for example.
Before considering more complicated surface models, it is inter-

esting to consider the effect of a perfectly diffusing surface. The
perfectly diffuse distribution of directions of refraction should bring
the result of using a directional subsurface scattering model quite
close to the result of using a diffuse model. The main difference is
that the Fresnel transmittance applies different weights to different
directions in the integration. This only makes a difference if we use a
directional model. Figure 1 has results for a translucent bunny with
a perfectly specular versus a perfectly diffusing surface and for a
directional versus a diffuse model. Bleaching and color desaturation
effects observed by Simonot and Elias [2003] are quite obvious in
this comparison.
We use this model that combines rough surface reflection and

refraction with directional subsurface scattering as a tool for practi-
cal rendering of a polymeric 3D printed object (plastic). To match
renderings with photographs, we need a way of connecting colors
observed in photographs with a starting guess for optical properties.
We suggest one way of doing this in the following section.
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3.2 Colors in Subsurface Scattering
Subsurface scattering models are parameterized by the following
spectral optical properties: refractive index η, absorption coefficient
σa , scattering coefficient σs , and asymmetry parameter д. Some of
these basic optical properties (especially absorption and scattering
coefficients) are however not intuitive parameters to set manually.
A color and a transparency would probably be a better set of coeffi-
cients to work with. The first step in this direction is common in
graphics: we switch from spectral to trichromatic optical properties
(rgb). The next step is to search for parameters that are intuitively
meaningful and take on values in a sensible interval like [0, 1].
There is a chance that the reduced scattering albedo and the

diffusion coefficient might work well as color (ρ) and transparency
(τ ). In terms of optical properties, these are defined as follows:

ρ = α ′ = σ ′s/σ
′
t , τ = D = 1/(3σ ′t )

with ρ ∈ [0, 1]3 and τ ∈ (0, 1]3, where we assume that if σ ′t <
1
3 m
−1,

subsurface scattering is negligible. We would then have

σ ′t =
1
3τ

, σ ′s =
ρ

3τ
,

σs =
σ ′s
(1 − д)

=
ρ

3τ (1 − д)
, σa = σ ′t − σ

′
s =

1 − ρ
3τ
,

where д would be kept as the standard asymmetry parameter in
[−1, 1]3 and η would be kept as the (real part of the) relative index
of refraction.
One issue is that the effect of the transparency changes with

object size. If the magnitude of the spatial coordinates is small in a
scene, the transparency will need to be very small before an effect
can be observed. This is due to the fact that scattering depends on
the distance that light travels through the scattering medium. One
way to deal with this is to set

τ = tc ℓ/10 ,

where tc is the rgb transparency and ℓ is the length of the diagonal
of the object bounding box, which corresponds to the spatial extent
of the object in the scene. Figure 2 shows a couple of examples
where these color-like or artist-friendly parameters are put to use.

It is interesting to note that the object is uniformly colored in
frontlit and backlit regions if the transparency is gray (same value
in all three color bands). By setting a color in the transparency, we
can control the color of the light that is more likely to penetrate
into the backlit regions.

3.3 Progressive Point Cloud Rendering
In our experiments, we use the directional dipole model [Frisvad
et al. 2014] for the Sd and S∗ functions in Equation 3. This model
produces results reasonably close to path traced references and is
computationally inexpensive to evaluate. The latter is important as
we use optimization, and thus need to render many images using
varying input parameters. In this section, we describe our take on the
technique referred to by Frisvad et al. [2014] as “direct Monte Carlo
integration”. Our method works for arbitrary triangle meshes, and
it is unbiased. The equations for evaluating the directional dipole
are in Appendix A and the subsurface scattering configuration is
illustrated in Figure 3.

ρ = (0.9, 0.8, 0.7) ρ = (0.2, 0.0, 0.6)
tc = (0.1, 0.05, 0.02) tc = (0.2, 0.2, 0.4)

ℓ = 0.25, д = 0.5, η = 1.3. ℓ = 0.25, д = 0.5, η = 1.3.

Left to right: tc = 0.01, 0.05, 0.1, 0.3, 0.5, 0.7, 0.9 (in all color bands)
ρ = (0.7, 0.7, 0.8), ℓ = 11, д = 0.0, η = 1.3.

Fig. 2. Color-like or artist-friendly parameters for subsurface scattering. The
rendered examples use the directional dipole.

®ωo

®ωi,2

xo

®no
xi,2

®ni,2

Ai,2

xi,1
dωi,1

®ni,1

Ai,1

Fig. 3. Diagram illustrating the subsurface scattering configuration. We
sample points xi,p on the surface and store incident flux in a buffer. The
contribution is then gathered in various points of emergence xo in the
outgoing direction ®ωo toward the eye.

We consider a triangle mesh {T∆,∆ ∈ [0,K − 1]} consisting of K
triangles. Each triangle T∆ is composed of three vertices and their
respective vertex normals:

T∆ = {v
∆
0 ,v

∆
1 ,v

∆
2 , ®n

∆
0 , ®n

∆
1 , ®n

∆
2 } .
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With this notation, the area A∆ of the triangle is

A∆ =
1
2
∥(v∆

1 −v
∆
0 ) × (v

∆
2 −v

∆
0 )∥ .

We now solve the integral in Equation 1 using Monte Carlo in-
tegration with importance sampling. Taking M surface position
samples for the area integral and N direction samples for the direc-
tion integral, we have the estimator

1
NM

M∑
p=1

N∑
q=1

S(xi,p , ®ωi,q ,xo , ®ωo )Li (xi,p , ®ωi,q )(®ni,p · ®ωi,q )

pdf(xi,p )pdf( ®ωi,q )

=
1

NM

M∑
p=1

N∑
q=1

S(xi,p , ®ωi,q ,xo , ®ωo )Φi,p,q (xi,p , ®ωi,q ) . (4)

The rendering technique has two stages. We first generate the
NM samples on the surface of the model, storing the incoming flux
Φi,p,q for each position xi,p and direction ®ωi,q . To sample a posi-
tion, we randomly sample a triangle T∆. This is done by uniformly
sampling a triangle index ∆, so given the continuous uniform ran-
dom variable ξ ∈ [0, 1), we have ∆ = ⌊ξK⌋. The triangle index could
be importance sampled using A∆/A as the probability of sampling
index ∆, but this requires a binary search, which turned out to be
less efficient on a GPU. To get xi,p , we uniformly sample a point
(and its normal) in the triangle T∆ using barycentric coordinates:

xi,p = (1 −
√
ξ0)v

∆
0 + (1 − ξ1)

√
ξ0v

∆
1 + ξ1

√
ξ0v

∆
2

®ni,p = (1 −
√
ξ0)®n

∆
0 + (1 − ξ1)

√
ξ0®n

∆
1 + ξ1

√
ξ0®n

∆
2 ,

where ξ0, ξ1 ∈ [0, 1) are again continuous uniform random variables.
Now, the sampling direction ®ωi,q and the flux Φi,p,q need to be

evaluated. We leave the choice of the sampling distribution for ®ωi,q
to implementation, since it is not important for the method. From
sampling the light source, we obtain ®ωi,q and an irradiance:

Ep,q (xi,p , ®ωi,q ) =
Li (xi,p , ®ωi,q )(®ni,p · ®ωi,q )

pdf( ®ωi,q )
.

Since we uniformly sample a triangle index and then uniformly a
point within the triangle, we have

pdf(xi,p ) =
1

KA∆
.

Thus

Φi,p,q (xi,p , ®ωi,q ) =
Ep,q (xi,p , ®ωi,q )

pdf(xi,p )
= KA∆Ep,q (xi,p , ®ωi,q ) .

Once we have stored incident flux Φi,p,q , point of incidence xi,p ,
surface normal ni,p , and the direction of the incident light ®ωi,q with
the samples, we are ready to proceed.
In the second stage, we do unidirectional path tracing from the

eye and evaluate a BSDF for every eye path vertex. The BSDF defines
fr and ft in Equation 3, and its evaluation depends on the model we
choose for in-surface scattering. This could be the single-scattering
model by Walter et al. [2007] or one of the multiple scattering
models [Heitz et al. 2016; Xie andHanrahan 2018]. Once amicrofacet
normal has been sampled, we use a Russian roulette with Fresnel
reflectance as the probability of reflection to choose reflection or

refraction. In the case of reflection, we trace the reflected ray. In the
case of refraction, we calculate the final radiance using

L̂o (xo , ®ωo ) = Le (xo , ®ωo ) + Lt (xo , ®ωo ) + L̂r (xo , ®ωo ) ,

where Le is the emitted radiance from the medium, Lt is the direct
transmission (or reduced intensity) term, and L̂r is from the Monte
Carlo estimator (4).

To efficiently render the model and save expensive BSSRDF eval-
uations, we use rejection control. We probabilistically include or
reject samples at position xi,p with exp(−σtr∥xo−xk ∥) as the proba-
bility of inclusion, where σtr =

√
3σa (σa + (1 − д)σs ) is the effective

transport coefficient. So, only samples that are very close to the exit
point xo will actually be evaluated. In a formula,

L̂r (xo , ®ωo ) =
1

NM

M∑
p=1

N∑
q=1

S(xi,p , ®ωi,q ,xo , ®ωo )Φi,p,q (xi,p , ®ωi,q )

×V (ξ , e−σtr ∥xo−xi,p ∥)

with

V (ξ ,d) =

{
1/d if ξ < d

0 otherwise .
We always use N = 1, and we generate a new set ofM samples for
each frame in a progressive path tracing. In case of RGB rendering,
we use the minimum of the three color components in σtr when
sampling for inclusion or rejection.

4 METHOD
Starting with a 3D printed object, we build an appearance model
for the print material and its post-print surface properties. Our
procedure has four steps (Figure 4): setup, segmentation, calibration,
and model fitting. Feedback loops may be used for refinement. We
do not require any elaborate hardware setup during these steps.

4.1 Step 1: Setup
We first take a photograph of the 3D printed object in a controlled
environment: we place the 3D printed object at the center of a
fairly diffuse surface (like paper) illuminated by a point-like source.
We use the center of the diffuse surface as the origin of our world
space. The camera is set up to look at the origin, and we use a basic
calibration technique [Zhang 2000] to obtain the camera intrinsics.
We estimate the position of the camera and the light source relative
to the origin using a ruler or any available measuring tool. This is
sufficient to proceed to the next step, where optimization is used
to correct the initial estimates. More advanced techniques could
be used to estimate the camera extrinsic parameters and the light
position. However, we find that our simple approach yields equally
good results after optimization.

Given the simplicity of the scene, it is straightforward to recreate
a digital version of it. Since we assume a 3D printed object, we
know the object geometry (up to the accuracy of the printer). Our
procedure would also apply should we choose to 3D scan an ob-
ject instead of having it printed. Printing is simply convenient. In
essence, we assume a digital model matching the physical object
fairly well (as one would typically have when performing a 3D print).
We then place the 3D model digitally on top of a diffuse rectangle
at the center of our scene, while the camera and the digital light
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Appearance
Model

Step 2:
Segmentation

Step 1:
Setup

Step 3:
Calibration

Step 4:
Model Fitting

Fig. 4. Overview of our procedure and indication of feedback loops that may be used for refinement.

source are placed according to the measurements made in our setup.
The 3D model may need to be properly scaled to have the same
physical size as the 3D printed object. The output from Step 1 is
a reasonable correspondence between the physical and the digital
scene. This means that we can render images that are comparable
to the photograph.

4.2 Step 2: Segmentation
Before estimating the material and surface properties, we need to
place the camera and light source more accurately in the digital
scene. We do this using image segmentation and images rendered
with flat shading, where we optimize the pixel overlap of regions
with the same label in the two image types. Our segmentation
assigns labels to the pixels of the photograph using four categories:
object geometry, projected shadow, ground plane, and background.
We label the pixels of the photographed image using a segmentation
technique based on thresholding after conversion to the HSV color
space. For the digital scene, the labels are easily rendered using flat
shading with different colors: one for the main object, one for the
rectangle representing the ground, one for projected shadows, and
one for the background.

4.3 Step 3: Calibration
The calibration of intrinsic parameters of the camera in Step 1 pro-
vides a rather precise measure of the field of view of the camera,
and the measurements of the physical setup give us an initial guess
for the position of the camera and the light source in the scene.
Instead of optimizing the pose of the printed object, we refine the
extrinsic parameters of the camera to obtain a better match between
photograph and rendering. This involves the fitting of 7 parameters:
three for the camera position, two for the look-at direction, and two
for the up direction. In a pixel-to-pixel comparison of segmented
image and flat shaded rendering, we count the number of pixels
with object geometry label that are in one image but not in the
other. Described as an array operation on images, we perform a
pixel-to-pixel exclusive-or (xor, ⊕) operation on the pixels with
object geometry label, and we sum all the values of truth in the
resulting image array. We minimize this sum divided by the total
number of object pixels to optimize the camera extrinsics.
In a formula, our cost function is

fm (P) =

∑N
i=1Am,ref (pi ) ⊕ Am,rend(pi , cp )∑N
i=1(Am,ref (pi ) +Am,rend(pi , P))

, (5)

wherem is the label, P is a set of parameters,pi is the pixel index, and
N is the total number of pixels in one image. Moreover, Am,ref and
Am,rend are pixel masks for the reference image and the rendered
image, respectively. In these pixel masks, all pixels with labelm are 1,
while all other pixels are 0. For the camera,m is the object geometry
label and P contains the extrinsic parameters of the camera.

Once position and orientation of the camera have been fixed,
we proceed to refine the position of the light source. In our setup,
we use a point-like source, but this step could be performed with
a different type of light source. The only difference would be in
the number of parameters to optimize. The refinement procedure
is the same as for the camera extrinsics. We again use fm as our
cost function, but we now use the projected shadow label form and
we only consider the three parameters corresponding to the light
position in P . We thus minimize the number of non-overlapping
pixels with the projected shadow label.
After the calibration step is completed, we have a digital scene

that can be rendered and compared pixel by pixel (up to a small
error) with the controlled photograph. This gives us the opportunity
to quantitatively test and evaluate different material models by com-
paring the two images. Besides, by rendering the calibrated digital
scene, we can also augment the photograph with more information,
such as the position and surface normal of each pixel. Moreover,
we can identify pixels that are directly lit and those that are only
lit indirectly. These are often called frontlit and backlit pixels in
subsurface scattering terminology.

4.4 Step 4: Model Fitting
The type of material is known. This will always be the case if we
are 3D printing an object. Thus, we know whether we are building
an appearance model for a metallic, powdery, or polymeric material.
This means that we can choose our base model accordingly. Complex
refractive index with color defined by the imaginary part of the re-
fractive index for metals. Reflectance defined by diffuse microflakes
for powders. Microfacet surface with subsurface scattering for plas-
tics. Depending on the complexity of the chosen material model,
different parameters need to be estimated, and we will present dif-
ferent optimization techniques depending on the nature of such
parameters.
A printed object is never perfectly smooth. So, in addition to

the intrinsic scattering properties of the print material, we need to
estimate the surface roughness. Many different models have been
proposed for rendering rough surfaces. Usually, thesemodels require
a parameter α to describe the roughness of the surface, and if the
surface has anisotropic properties, we typically use two parameters
αx and αy . Regardless of the model and the number of parameters,
surface roughness has a strong impact on the shape and intensity
of the highlights. Similarly, the amount of light reflected from a
surface is given by the Fresnel reflectance, which depends on the
index of refraction η of the material.
When rendering an object with a rough surface using various

roughness parameters and indices of refraction, the position and
intensity of the rendered highlights will change. We can exploit this
fact by defining an optimization problem using our cost function fm ,
but this time based on a highlight label form and with roughness
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and refractive index parameters in P . Again, we use a threshold in
the HSV color space to label highlights, but this time both in the
photograph and the rendered images. Unlike the cases of camera
and light source optimization, we have to initialize the roughness
and the index of refraction manually. This could be done based
on roughness measured using profilometry and knowledge of the
usual refractive index of the material at hand. Alternatively, we
can initialize by trying with different parameters and qualitatively
comparing a few rendered images with the photograph.
So far we have only used the information given by labels in

segmented images. We now start inferring material properties by
looking at the pixel values associated with the different labels.
Given a material model, we need to decide which pixels are the

most important to evaluate the model parameters. For example, if we
consider a diffuse-like BRDF model for a plastic material, we might
want to extract some information regarding the diffuse reflectance
color of the material, ρd . An initial estimate for the ρd could be
made by picking a color from the photograph, or by qualitatively
comparing the two images, or by averaging the pixel color of the
geometry pixels in the reference image. We can then further refine
this estimate by using a similar optimization procedure as in the
previous step, but this time with a different cost function defined by

дm (P) =

∑N
i=1 ∥Iref (pi ) − Irend(pi , P)∥1Am,ref (pi )Am,rend(pi , P)∑N

i=1 Am,ref (pi )Am,rend(pi , P)
,

(6)

where Iref has reference pixel values while Irend has pixel values
from an image rendered using the material model parameters in P .
Equation 6 is generic and useful for any type of material.
In Section 5, we present the material models that we have used,

and how we found an initial estimate for the parameters. We also
describe how we used the presented cost function (6) for estimating
parameters in the selected material models.

4.5 Feedback Loops for Refinement
If the material model or the parameters predicted so far are not sat-
isfactory, we refine them by either re-evaluating Steps 3 and 4 with
an increasing number of iterations in the optimization algorithm. As
an alternative, we suggest that one could capture more photographs
of the same object with different views and illumination angles and
combine the results, or try with a different material model.

5 EXPERIMENTS
This section presents some of the experiments we made to test
our method. For all the minimization problems presented here, we
employed a minimization algorithm based on two steps: first a re-
finement pass is performed using a random search method, based on
the implementation in Appendix B, to quickly find a better approxi-
mation of the desired parameters, and then a more accurate solution
is found by applying the Nelder-Mead algorithm [Gao and Han
2012]. For all the results we used the Numpy implementation of the
Nelder-Mead minimization method with 100 maximum iterations,
and we set the reset counter for the Random Search optimization to
C = 10, unless stated otherwise.

Fig. 5. Setup used to photograph 3D printed objects in a controlled environ-
ment. The camera and the light source are held by two robot arms mounted
on a fixed frame.

Fig. 6. Controlled photograph of a 3D printed bunny illuminated by a point-
like source (top-left). A digital representation of the scene based on Step 1
setup (top-right). Step 2 image segmentation of the photograph (bottom-left)
and of the rendered scene (bottom-right).

5.1 Setup
We evaluate our procedure by digitally reproducing and rendering a
test scene captured with the setup illustrated in Figure 5. Our setup
includes two Universal Robots UR5 robot arms mounted on a steel
frame, a Flir Grasshopper3 GS3-U3-60QS6C-C camera with a Kowa’s
LM16SC lens, and a Thorlabs MNWHL4 Mounted LED. We decided
to use the robot arms to hold the camera and the light source mainly
for repeatability, so that it is possible to take photographs of different
scenes with the same configuration. As explained in Section 4, an
elaborate setup is not needed, and the same results could be obtained
by usingmore basic equipment, such as tripods.We obtained vertical
field of view (10.03◦) from camera calibration (image resolution:
2736 × 2192), while we derived the radiant intensity of the light
source from its data-sheet (0.308W/sr).
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Our test scene (Figure 6, top-left) consists of a 3D printed Stan-
ford Bunny placed on a piece of paper. The Stanford Bunny was
produced with a digital light processing (DLP) 3D printer and the
photopolymer is Industrial Blend (red) from Fun To Do. Physically,
the print is within a cube of 2.5 cm side length. Based on the position
of the bunny on the paper, we used a measuring tape to estimate
the position of the camera and the light source along a selection of
x-, y-, and z-axis. We then modeled a digital scene based on these
estimates: we placed a 3D model of the Stanford Bunny at the ori-
gin on top of a diffuse rectangle, and we placed the camera and an
ideal point light according to the measured positions. We set the
direction of the camera to look at the origin, and we set its initial up
direction to correspond to the direction along the y-axis. The bunny
and the plane in the digital scene have been scaled to have the same
size as their physical counterpart. The digital scene is in Figure 6
(top-right), where it is rendered as a diffuse scene with guessed red
and gray colors for the bunny and the underlying paper rectangle.

5.2 Segmentation
Before proceeding with the refinement of the scene, we need to first
obtain labels for all the pixels in the photograph and the rendering.
As mentioned in the previous section, several segmentation tech-
niques can be used, and we decided to use an approach based on
the HSV values of the pixels. For this particular scene, the geometry
pixels are labeled as red, the paper as blue, the background as green,
and the projected shadow as a black label. The segmentation of the
rendered scene is obtained by assigning a flat color to each element
of the scene. The segmented images are in Figure 6 (bottom row).

5.3 Calibration
After the segmentation step, we estimated the camera extrinsics
cp using our optimization algorithm. We minimize the number of
object geometry (obj) pixels that are in one segmented image but
not in the other, as described by the cost function (5). The geometry
pixels which are either in the reference image or in the initial setup
of the digital scene but not in both are shown in white in the first
image in the bottom row of Figure 7. The value of the cost function
for the initial setup is fobj(cp ) = 0.679.

5.3.1 Camera Calibration. To optimize the camera parameters, we
ran the random search algorithm twice. For each run, we first ex-
ecuted the algorithm on the camera position, then on the look-at
direction, and finally on the up direction. We used N = 30 iterations
and a search radius of Rmax = 0.02. The result of these random
search passes is in Figure 7 (top-left) and the corresponding error
pixels are in the center image of the bottom row of the same fig-
ure. This first optimization step significantly reduces the number
of mismatched pixels, but small deviations are still visible. We then
completed the optimization procedure by using the Nelder-Mead
method. After this second step, this further reduced the cost func-
tion to fobj(cp ) = 0.010 and leaves us with a satisfactory result. The
rendered scene and the error image after the optimization steps are
in Figure 7 (top-right and bottom-right).

5.3.2 Light Calibration. Once the camera position and orientation
have been calibrated, we proceeded to calibrate the light position lp .

fobj = 0.679 fobj = 0.017 fobj = 0.010
Fig. 7. Digital scene after our two-step optimization procedure applied to the
camera extrinsics cp . We see mismatched object geometry (obj) pixels after
the initial setup (bottom-left), result after random search passes (top-left)
with corresponding error image (bottom-centre), and result after Nelder-
Mead pass (top-right) with corresponding error image (bottom-right). The
cost function results fobj(cp ) are reported below the error images.

fshw = 0.298 fshw = 0.096 fshw = 0.054
Fig. 8. Digital scene after our two-step optimization applied to the light
position.We see mismatched projected shadow (shw) pixels after the camera
calibration step (bottom-left), result after random search pass (top-left) with
corresponding error image (bottom-centre), and result after Nelder-Mead
pass (top-right) with corresponding error image (bottom-right). The cost
function results fshw(lp ) are reported below the error images.

This time we are interested in comparing pixels labeled as projected
shadow (shw). Shadow pixel mismatch of the rendered scene after
camera calibration is in Figure 8 (bottom-left). This was obtained
using the xor operation. As for the camera, we first performed a
random search pass to refine the light position, using N = 50 and
Rmax = 0.02. We then performed the Nelder-Mead pass. The results
after this two-step optimization procedure are in Figure 8 (top-row).
After camera calibration, the cost functionwas fshw(lp ) = 0.298, and
the optimization reduced it to fshw(lp ) = 0.054. The error images
are in Figure 8 (bottom-centre and bottom-right).
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дobj = 44.140 дobj = 34.715 дobj = 25.194
Fig. 9. Digital scene after diffuse color initialization (top-left) and two-step
optimization (random search: top-center; Nelder-Mead: top-right). Heat
maps showing the pixelwise ℓ1-norm error between the object geometry
pixels of the reference image and the rendered image (initialized: bottom-
left; random search: bottom-center; Nelder-Mead: bottom-right). The cost
function results дobj(ρd,obj) are reported below the heat maps.

5.4 Model Fitting
In Step 3 of our pipeline, we have a digital scene comparable pixel-by-
pixel with a photograph, and we can use it to infer some information
about the material properties of the 3D printed object. By choos-
ing a material model and fitting its parameters, we can evaluate if
such a model is adequate as a predictive appearance model for the
considered print configuration.

We found that the cost function (6) yields better results if we com-
pute pixel differences (∥Iref (pi ) − Irend(pi , P)∥1) in the CIELAB color
space [Reinhard et al. 2010]. So, for all the following optimization
steps, we have performed our optimization routine using images
converted to the CIELAB, assuming a D65 illuminant. It is important
to note that parameters, such as diffuse reflectance, and absorption
and scattering coefficients, are still RGB.

Diffuse Reflectance. We started by considering a simple Lamber-
tian model, with only the RGB components of the diffuse reflectance
as the parameters to estimate. As mentioned before, the values of the
diffuse reflectances used in the rendered images so far were a simple
guess. To have a better initial value for optimization of the RGB ρd ,
we found the pixel labeled as object geometry in the photograph
with the lowest luminance. We then subtracted its value from the
other object pixels to reduce the influence of indirect lighting on
the 3D printed object. The average of the remaining object pixel
values ρd,obj = [0.502, 0.189, 0.114] was our initial guess for the
object. Since we use a Lambertian model for the ground plane (gp),
we used the same procedure to initialize the diffuse reflectance of
the paper rectangle (and obtained ρd,gp = [0.532, 0.756, 0.762]). The
rendered image after such initialization is in Figure 9 (top-left).

We performed the random search pass first on the ground plane
(gp) and then on the object geometry (obj), both times with N = 30
and Rmax = 0.1. We then refined both results with the Nelder-
Mead pass. The rendered results are in the top row of Figure 9.
In the bottom, we show the error images computed by evaluat-
ing the ℓ1-norm for each pixel. After initializing the diffuse re-
flectances, we obtained дobj(ρd,obj) = 44.140. After optimization,

fhl = 0.415 fhl = 0.333 дobj = 30.237
Fig. 10. Renderings with the interfaced Lambertian model [Simonot 2009].
We see the rendered result after initializ (top-left) and after two step opti-
mization (top-center). The cost function fhl(αx , αy, η) is reported below the
error images (bottom-left and bottom-center) that show mismatch of high-
light pixels. We also see the digital scene (top-left) and error image (bottom-
left) after two-step optimization with cost function дobj(αx , αy, η, ρd,obj).

we hadдobj(ρd,obj) = 25.194 and found ρd,obj = [0.878, 0.189, 0.142]
and ρd,gp = [0.635, 0.724, 0.865].

5.4.1 Surface Roughness and Refractive Index. While the color of
the rendered 3D object is not too far from the real one, the Lam-
bertian model does not allow us to control the Fresnel reflectance
and the surface roughness of the object. We therefore decided to try
with a more advanced material model. We chose to use the Inter-
faced Lambertian model [Simonot 2009] combined with a Beckmann
anisotropic normal distribution [Ward 1992]. In this way we can
modify the surface properties by controlling the diffuse reflectance
and three more parameters: αx and αy for the surface roughness
as well as the index of refraction η. We first minimized the cost
function fhl(αx ,αy ,η), where hl is short for a pixel with highlight
label, and we then ran the optimization of the diffuse reflectance
with the new model by minimizing дobj(ρd,obj).

We initialized ρd with the values of the diffuse reflectance esti-
mated for the standard Lambertian model. Apart from this, we chose
to initialize the roughness parameters to αx = 0.5 and αy = 0.5,
and the index of refraction to η = 1.5. The value of the index of
refraction has been chosen by considering the typical range of in-
dices of refraction for photopolymers. The initialized scene and
the corresponding error image showing misplaced highlight pixels
are in Figure 10 (top-left and bottom-left). The value of the cost
function was fhl(αx ,αy ,η) = 0.415 in this configuration. As before,
we minimized the cost function by applying our random search pass
with N = 30, and Rmax = 0.1, and then by applying a Nelder-Mead
pass. The resulting cost function was fhl(αx ,αy ,η) = 0.333with the
optical properties αx = 0.475, αy = 0.641, and η = 1.490. The scene
rendered after the highlight optimization and the corresponding
error image are in 10 (top-center and bottom-center).
The result and ℓ1-norm error image after the same two-step op-

timization for the diffuse reflectance of the object, but using the
cost function дobj((αx ,αy ,η, ρd,obj), are in Figure 10 (top-right and
bottom-right). We obtained ρd,obj = [0.926, 0.145, 0.099], and cost
function дobj((αx ,αy ,η, ρd,obj) = 30.237.
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дobj = 41.601 дobj = 26.092 дobj = 25.987
Fig. 11. Renderings and corresponding error image after initialization (left
column) and after two-step optimization (center column) of the scattering
properties with cost function дobj(σa, σs ) reported below the error images.
Results are also shown in the right column for optimization with cost func-
tion дobj(αx , αy, η, σa, σs ).

5.4.2 Scattering Properties. The interfaced Lambertian model gives
us better control of the appearance of the rendered bunny, but it is
too limited to match the appearance of the 3D printed object. The
material used for printing is a very translucent photopolymer. This
is clear from the reference image in Figure 6, where the backlit part
of the bunny is much brighter than the small amount of indirect illu-
mination from the paper would allow. This additional illumination
in the backlit region is due to subsurface scattering.

To model the translucency of the object, we used the directional
dipole model to account for subsurface scattering. We also combined
it with a rough interface, as described by Equation (3). In particular,
we used themultiple-scatteringmicrofacet model presented byHeitz
et al. [2016].

The parameters that we need to optimize for our combined subsur-
face and in-surface scattering model are x = {σa ,σs ,д,η,αx ,αy }.
Since different combinations of the optical properties, σa , σs , and д
might yield similar results, we decided to disregard the asymmetry
parameter д and leave it at a constant д = [0, 0, 0]. We initialized
αx , αy , and η to the values found during the optimization of the
interfaced Lambertian model. For the initial values of the absorp-
tion and scattering coefficients, we used the equations presented in
Section 3.2. We have found that a good initial guess for the color ρ
and the RGB transparency tc can be derived from the result of the
fitted interfaced Lambertian model.

While working with this particular material model, we have also
found it very useful to further subdivide the geometry pixels into
two categories: frontlit pixels and backlit pixels. In the rendering
process, we use a shadow ray and the sign of the dot product of
the surface normal and the direction toward the light to distinguish
between pixels that receive illumination directly from the light
source (frontlit pixels) and pixels that do not (backlit pixels).
We chose the mean value of the frontlit pixels to initialize the

color, ρ = [0.856, 0.295, 0.215], and the mean value of the back-
lit pixels for the transparency, tc = [0.481, 0.055, 0.048]. In our
digital scene, the length of the diagonal of the bunny bounding
box is ℓ = 0.039, and the initial estimate for the RGB absorption

and scattering coefficients according to Section 3.2 are then σa =
[38.107, 800.949, 894.664] and σs = [186.0740, 444.223, 372.976]. The
initialized scene and the corresponding error image are in Figure 11
(top-left and bottom-left). For this initialization scene, the cost func-
tion was дobj(x) = 41.601.

Since the reflectance model is new more advanced than previous
ones, we experimented with different approaches, and we here
report the two approaches that gave us the best results. In our
first approach, we decided to keep the surface parameters, αx , αy ,
and η at their initial values. In this way, we reduced the number of
parameters, and we considered only to the absorption and scattering
coefficients. We then divided the optimization of the parameters
into three steps. In the first step, we considered only the values of
the frontlit pixels, while in the second step we looked at the backlit
pixels. In the third step, we used all object geometry pixels for
optimization. For each step, we performed both the random search
pass, with N = 30 and Rmax = 300, and the Nelder-Mead pass. The
reason behind this choice is that during our experiments we have
found that the frontlit pixels have a higher impact on the scattering
coefficients, while the backlit pixels are more useful to calibrate
the absorption coefficient and to set the level of translucency of
the object. The third pass is done to further refine the result of the
previous steps. After performing these steps, we obtained σa =
[24.730, 1391.555, 2399.818], σs = [564.607, 1126.342, 16.051], and
дobj(σa ,σs ) = 26.092. The rendered scene and the error image are
in Figure 11 (top-center and bottom-center).
In our second approach, we tried to optimize also the surface

roughness and the index of refraction. We started from the result
just described, and we performed one optimization pass on αx , αy ,
and η by only looking at the backlit pixels, and then we concluded
by refining σa and σs once again by evaluating all the geometry
pixels. For both steps, we performed both the random search pass
(with N = 10 and Rmax = 0.1 for the surface parameters, and
N = 30 and Rmax = 300 for the scattering properties) and the
Nelder-Mead pass. We have found that by optimizing the surface
parameters on the frontlit pixels, probably due to the nature of our
cost function, we obtain very rough surfaces with blurry highlights.
This excessive roughness will then affect the scattering and absorp-
tion parameters, and we obtain very rough results with almost no
translucency. While using only the backlit pixels, seems to give
us more sensible results. The results are shown in Figure 11 on
the right. This time we obtained σa = [24.701, 1454.098, 2464.456],
σs = [580.412, 1104.756, 0.001], αx = 0.311, αy = 0.554, η = 1.501,
and the cost function was дobj(x) = 25.987.

6 RESULTS
We validated our experiments by capturing the same scene with a
different camera and light configuration, and by rendering it with
the material parameters estimated in the previous section. Since
we are dealing with a new scene configuration, we repeated Steps
1-3 of our procedure to correctly position and orient the camera
and the light source. Figure 12 shows the captured scene (top-left),
its segmentation (bottom-left), the initial setup of the digital scene
(top-right) and its segmentation (bottom-right), and the mismatch
of object geometry pixels (bottom-center).
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Fig. 12. Controlled photograph of the 3D printed bunnywith a configuration
different from the one in previous figures (top-left). Digital representation of
the scene based on our initial measurements (top-right). Image segmentation
of the photograph (bottom-left), and image segmentation of the rendered
scene (bottom-right). Difference image showing the mismatch of object
geometry pixels (bottom-center) with fobj(cp ) = 0.107.

fobj = 0.011 fshw = 0.645 fshw = 0.031
Fig. 13. Digital scene after camera calibration (top-left) and corresponding
error image (bottom-left). Error image based on the projected shadow pixels
after camera calibration (bottom-center). Digital scene after light calibration
(top-right) and projected shadow pixels difference image (bottom-right).

We performed the calibration of Step 3 first on the camera and
then on the light source. The results are in Figure 13.
In Figure 14, we show a comparison of results for the material

models estimated in the previous section, both for the same configu-
ration as in Section 5 and for the different light-camera configuration
presented in this section. The values of the cost function дobj(x)
listed in the figure reveal that the more advancedmodels work better
when we change the light-camera configuration. This is precisely
the benefit of a predictive model, namely that it works well for
arbitrary configurations.
By looking at the images in the top row of Figure 14, it appears

that even though the Lambertian model does not model specular
reflections and subsurface scattering, it has the lowest cost function

value. An explanation for this result might be found in the modeling
of the surface reflectance. It seems that the peculiar reflection of a
layered material cannot be accurately reproduced with a microfacet
model based on the anisotropic Beckmann distribution. Another
reason could be connected to the approximation we introduce by
using an ideal point light instead of more accurately modeling the
physical extent of the light source. Even though the Lambertian
model has the lowest value in the cost function evaluation, the direc-
tional dipole model makes a huge difference in the final appearance
of the printed object. In particular, the backlit part of the bunny is
more accurately reproduced if we account for subsurface scattering,
as seen in the error images of Figure 9 and Figure 11.
For the scene in the second row, the results are quite different.

This time we obtained cost function values for the directional dipole
results which are almost half the cost function values for the Lam-
bertian and Interfaced Lambertian model. These results validate
our assumption that subsurface scattering is needed to accurately
model the appearance of a printed polymeric object. The difference
in results between the first and the second scene might be explained
if we consider the reference images. In the second scene, we are
observing the printed object from a top view instead of from the
side, as in the first scene. From the top view, the vertical sides of the
printed layers are less visible, and they have a smaller effect on the
appearance of the sample. Nonetheless, the surface reflectance re-
mains the most significant difference between the rendered images
and the real scene.

7 DISCUSSION
In Section 6, we have seen that the main limitation of the material
models that we have tried is the modeling of the surface roughness.
We have found that, for the original configuration, the Lambertian
model is the most similar to the reference image, according to our
cost function, while for the second configuration the directional
dipole gives the best results. To further investigate the effects of
the surface roughness on the appearance of the printed object, we
experimented with two more variations of the directional dipole
model with a rough interface. The results are in Figure 15.

In the first variation, we tried to see what the result of switching
the values of the roughness parameters would be. In the first column
of Figure 15, we show the digital scene rendered with the same
parameters used on the model on the right of Figure 11, but this time
with αx = 0.554 and αy = 0.311. For the top row scene, we obtained
a slightly better result, with cost function дobj = 25.736, compared
to the result in Figure 11. Instead, for the second configuration of
the scene we got a higher value of the cost function дobj = 16.914.
The results shown in the second column of Figure 15 were ob-

tained by re-performing all the steps described in subsubsection 5.4.2,
with the difference that this time we initialized the roughness param-
eters to αx = 0.001 and αy = 0.001 which correspond to an almost
perfectly smooth surface. After the optimization process, we ob-
tainedσa = [24.141, 666.935, 1669.176],σs = [508.106, 380.339, 0.608],
αx = 0.03, αy = 0.001, and η = 1.513. This experiment was particu-
larly interesting because of the discrepancy in the results for the two
different scenes. For the first scene configuration, this model fitting
gave us the lowest value for the cost function so far,дobj(x) = 20.267.
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дobj = 25.194 дobj = 30.237 дobj = 26.092 дobj = 25.987

дobj = 27.372 дobj = 29.013 дobj = 15.814 дobj = 15.152

Lambertian Interfaced Lambertian Directional dipole, Directional dipole, Reference image
first method second method

Fig. 14. Comparison of the different material appearance models fitted in Section 5. We show results for the original configuration and a new configuration.
Cost function values дobj(x ) are listed to allow estimation of the predictive quality of the models.

дobj = 25.736 дobj = 20.268

дobj = 16.914 дobj = 23.210

Directional dipole, Directional dipole, Reference image
inverted roughness smooth initilization

Fig. 15. Comparison between two test scenes and the reference image (right
column). Both the test scenes were rendered with the directional dipole
model with rough interface. For the scene on the left, we used αx = 0.554
and αy = 0.311, while for the scene in the center we used αx = 0.03,
αy = 0.001. Cost function values дobj(x ) are listed to allow estimation of
the predictive quality of the models.

As seen in the comparison between the reference image and the
top-center image of Figure 15, this last result is very similar in color

to the reference image even though the surface appears almost per-
fectly smooth and the bunny looks too translucent in some regions,
such as the ears. In this case, the value of the cost function is lower
than for the Lambertian model and the previous directional dipole
models. For the second scene, instead, the cost function has a value
of дobj(x) = 23.210 which is much higher than the results shown in
Section 6 for the directional dipole.

Our explanation for these results is related to the modeling of the
surface roughness. As mentioned in the previous section, in the first
scene configuration the printed object is seen from a side view. And
from this particular view, the layering introduced by the printing
process has a very strong impact on the surface roughness and in-
surface scattering properties of the material. In our models, we used
the anisotropic Beckmann distribution which models the surface
roughness locally, regardless of the orientation of the surface, while
in the case of a 3D printed object the surface roughness should be
modeled taking into account the printing direction. This means that
instead of having αx and αy constant across the surface, they should
be a function of the angle, θ , between the surface normal and the
printing direction (in our case the up-direction).

In the first scene, the angleθ varies significantly across the surface,
and our roughness model does not accurately reproduce the surface
properties. Thus, the cost function results become lower for those
material models that are mainly reproducing the color of the object,
such as the Lambertian model and the directional dipole with a
smooth surface.

In the top view configuration, the layering is not as evident as for
the previous case. This time, the roughness parameters do not vary
too much and the Beckmann distribution with constant parameters
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provides a good approximation for the surface roughness. So we
obtained better results if we include both surface roughness and
subsurface scattering in our model.
To conclude, we have found that to properly model the sur-

face roughness of a 3D printed object we need a spatially-varying
anisotropic normal distribution. If the layering effect is not ac-
counted for, material models that do not account for surface rough-
ness, such as the Lambertian model and the directional dipole model
with a smooth interface, might give better results because they can
better model the color of the object. For those situations in which
the layering effect is not as dominant, the directional dipole model
with a rough interface is the most accurate models amongst the
ones tried in this work. We may conjecture that this might be the
case in all scenarios if the layering effect is properly accounted for.
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A DIRECTIONAL DIPOLE MODEL
The directional dipole model uses a number of quantities derived
from the basic optical properties (η, σs , σa , д):

σt = σs + σa , σ ′s = (1 − д)σs , σ ′t = σ ′s + σa ,

D = 1/(3σ ′t ) , de = 2.131D
√
σ ′t /σ

′
s , σtr =

√
σa/D ,

A = 1−CE
2Cϕ , Cϕ =

1
4 (1 − 2C1) , CE =

1
2 (1 − 3C2) ,

where C1 and C2 are functions of η. Approximate fits for 2C1 and
3C2 are available from d’Eon and Irving [2011].
The full directional dipole BSSRDF is

S = T12(Sd + SδE )T21 ,

where T12 and T21 are the Fresnel transmittance terms at the loca-
tions where the radiance enters and exits the medium, respectively.
These depend on the angles of incidence and emergence and the
relative index of refraction of the material η.
The modified reduced intensity term SδE is defined as the usual

reduced intensity term but using a modified set of scattering prop-
erties

σ̃s = σs (1 − д2) , σ̃t = σ̃s + σa , д̃ = д/(д + 1) .

These δE scattering properties replace the corresponding scattering
properties in the standard definition of the reduced intensity term.
The directional dipole formulas for Sd are

Sd (xi , ®ωi ;xo ) = S ′d (xo − xi , ®ω12,dr ) − S
′
d (xo − xv , ®ωv ,dv )

and
S ′d (x , ®ω12, r ) =

1
4Cϕ (1/η)

1
4π 2

e−σtrr
r 3

[
Cϕ (η)

(
r 2
D + 3(1 + σtrr )x · ®ω12

)
−CE (η)

(
3D(1 + σtrr ) ®ω12 · ®no

−

(
(1 + σtrr ) + 3D 3(1+σtrr )+(σtrr )2

r 2 x · ®ω12
)
x · ®no

)]
,

where the various S ′d arguments are based on positions (xi , xo ),
direction of incidence ( ®ωi ), and normals (®ni , ®no ). For the real source,
we have

®ω12 =
1
η
(( ®ωi · ®ni )®ni − ®ωi ) − ®ni

√
1 −

1
η2
(1 − ( ®ωi · ®ni )2)

d2r =

{
|xo − xi |2 + Dµ0(Dµ0 − 2de cos β), for µ0 > 0
|xo − xi |2 + 1/(3σt )2 , otherwise

µ0 = −®no · ®ω12

cos β = −

√
|xo − xi |2 − (x · ®ω12)2

|xo − xi |2 + d2e
,

and for the virtual source,

xv = xi + 2Ade ®n∗i
®ωv = ®ω12 − 2( ®ω12 · ®n

∗
i )®n
∗
i

®n∗i =


®ni , for xo = xi

xo − xi
|xo − xi |

×
®ni × (xo − xi )

| ®ni × (xo − xi )|
, otherwise .

B RANDOM SEARCH
This appendix briefly describes our implementation of the Ran-
dom Search algorithm [Rastrigin 1963]. Random Search algorithm
have been widely used in optimization, and in recent years they
have found success in the deep learning field due to their simplic-
ity and fast performance compared to other deterministic tech-
niques [Bergstra and Bengio 2012]. Our approach is inspired by
the Adaptive Step Size Random Search algorithm by Schumer and
Steiglitz [1968], and is relatively simple.
Given a cost function f : Rn → R to minimize, we define a

starting point xin ∈ Rn , a number of iterations N , a maximum
search radius Rmax, and a reset counter C . The algorithm follows
these steps:

ALGORITHM 1: Random Search
input :xin ∈ Rn

output :xopt ∈ Rn

xopt ← xin ;
r← Rmax;
c← 0;
for i ← 0 to N do

y← sample random point in the hyper-sphere of radius r and
center xopt ;

if f (y) < f (xopt ) then
xopt ← y;

else
c← c + 1;
if c < C then

r← r/2;
else

c← 0;
r← Rmax;

end
end

end

By reducing the search radius when a better solution is not found,
we increase the chance of sampling a new value for xopt , and the
presence of the reset counter allows us to avoid getting stuck into a
local minimum when the search radius has become to small after
several failed attempts and to have a new chance of finding the
optimal solution.
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