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Summary (English)

One of the most common assumptions in machine learning is that the data lie
near a non-linear low dimensional manifold in the ambient data space. In this
setting, machine learning methods should be developed in such a way to respect
the underlying geometric structure implied by the manifold. When the data lie
on such a curved space, then the shortest path between two points is actually
a curve on the manifold and its length is the most natural distance measure.
Hence, a suitable way to measure such distances is to model the curved space
as a Riemannian manifold. The reason is that by learning a Riemannian metric
in the ambient space where the data lives, we transform this Euclidean space
into a Riemannian manifold, which enables us to compute the shortest path. In
this thesis, we study how statistical models can be generalized on these curved
spaces, also we develop methods to learn the Riemannian manifold directly from
the data, as well as an efficient method to compute shortest paths.

Usually, statistical models depend on the way we measure distances between
points. Therefore, we are able to develop statistical models that respect the
underlying geometrical structure of the data, by replacing the way we measure
distances. Under this consideration the Gaussian distribution can be trans-
formed into a flexible locally adaptive normal distribution.

However, learning a Riemannian metric which captures the underlying geometry
of the given data is a challenging task. Here, we develop a parametric and
non-parametric model to learn such a metric. In the non-parametric case we
provide a systematic way to estimate the hyper-parameters of the metric that
maximize the data likelihood. Regarding the parametric case, we show that
the latent space of the deep generative models can be considered as a stochastic
Riemannian manifold, and thus, we are able to learn the corresponding expected
Riemannian metric directly from the data.
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Finally, the shortest path on these manifolds is given by solving a system of 2nd

order non-linear ordinary differential equations. Since data driven Riemannain
manifolds often entail high curvature and an unstable Riemannian metric, a
specialized fast and robust solver that is able to solve the system is a necessity.
Therefore, we provide such a solver inspired by probabilistic numerics.



Summary (Danish)

En af de mest almindelige antagelser i maskinlæring er at dataen ligger tæt på
en ikke-lineær lavdimensionel mangfoldighed i datarummet. I den sammenhæng
bør maskinlæringsmetoder udvikles sådan at de respekterer den underlæggende
geometriske struktur som mangfoldigheden udtrykker. Når dataen ligger på så-
dan en kurvet flade, så er den korteste afstand mellem to punkter rent faktisk
en kurve på mangfoldigheden og længden af kurven er det mest naturlige af-
standsmål. En velegnet måde at udregne sådanne afstande er ved at modellere
den kurvede flade som en riemannsk mangfoldighed. Grunden dertil er at ved at
lære en riemannsk metrik i datarummet hvor dataen lever, så transformerer vi
det euklidiske rum til en riemannsk mangfoldighed hvor det er muligt at beregne
den korteste sti. I denne afhandling undersøger vi hvordan statistiske modeller
kan generaliseres til sådanne kurvede flader, og vi udvikler også metoder til at
lære riemannske mangfoldigheder direkte fra data samt en effektiv metode til
at beregne korteste stier.

Statistiske metoder afhænger som oftest af den måde vi måler afstanden mel-
lem punkter. Derfor kan vi nu udvikle statistiske modeller der respekterer den
underlæggende geometriske struktur af dataen, ved at ændre den måde vi må-
ler afstandene på. Med den metode kan en gaussisk fordeling omdannes til en
fleksibel og lokalt adaptiv normalfordeling.

Desværre er det at lære en riemannsk metrik som rent faktisk fanger dataens
underlæggende geometri en udfordring. I afhandlingen udvikler vi en parame-
trisk og en ikke-parametrisk model for at lære sådan en metrik. I det ikke-
parametriske tilfælde leverer vi en systematisk metode til at estimere metrikkens
hyper-parametre så de maksimerer likelihoodfunktionen. I det parametriske til-
fælde viser vi at det latente rum af dybe generative modeller, kan anses som en
stokastisk riemannsk mangfoldighed og at vi er i stand til at lære den dertilhø-
rende forventede riemannske metrik direkte fra dataen.
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Endelig, så har vi at de korteste stier på disse mangfoldigheder er løsninger til
et 2nd ordens system af ikke-lineære ordinære differentialligninger. Det gør en
hurtig og robust differentialligningsløser til en nødvendighed, da datadrevne ri-
emannske mangfoldigheder ofte har både høj krumning og en ustabil riemannsk
metrik. Vi leverer sådan en differentialligningsløser, inspireret af sandsynligheds-
teoretiske numeriske metoder.
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Notation

Symbol Meaning

X Matrix
x Column vectors
x Scalars
M Smooth manifold and Riemannian manifold
TxM The tangent space centered at x ∈M
Expx (v) Exponential map as Exp :M×TxM→M
Logx (y) Logarithmic map as Log :M×M→ TxM
γ(t), c(t) Shortest paths
N Normal distribution
R Real numbers
ID Identity matrix with D-dimensions
S+
D Positive definite matrix with D-dimensions
〈x,y〉 Inner product between vectors x, y
GP The definition of a Gaussian process
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Chapter 1

Introduction

Figure 1.1: A data manifold together
with the straight line ( ) and the short-
est path ( ) based on the underlying
geometric structure.

In this PhD thesis the main consid-
eration is the way we should mea-
sure distances in machine learning.
In general, a common assumption is
that the data lie near a nonlinear low
dimensional manifold in the ambient
data space. Therefore, the distance
measure between two points should
take into account the geometric con-
straints implied by the manifold. In
Fig. 1.1 we see a data manifold in
R2 and we compare the straight line
with a shortest path interpolant. In-
tuitively, the shortest path seems to
be a more natural distance measure,
since it takes into account the under-
lying structure of the data. Under
this consideration several questions arise. How are we able to learn such a
manifold structure? How do statistical models behave on these curved spaces?
How can we compute the shortest path? In this thesis we give an answer to
each of these question.



2 Introduction

One of the main objectives of geometry is to enable us to measure properly
distances between points. For instance, we use the ruler when we want to
measure the distance on a wall, but we need a measuring tape if we want to
measure the perimeter of a ball. Similarly, taking into account that the earth
has the shape of a sphere, then the distance between the two poles is an arc.
However, locally where we live, we usually use straight lines to measure distances
and this seems natural. This is a first intriguing example of a smooth manifold,
which is a mathematical object that differential geometry studies. In particular,
we can think of a manifold as a curved surface in an ambient space. Thus, when
straight lines are not anymore meaningful, we say that we have a nonlinear
geometry. Here, we utilize curves that respect the geometrical structure instead
of the straight lines. In this thesis, we study how these geometrical concepts
can be used when we have manifolds induced by data.

Figure 1.2: Manifold example
with data lying near.

Unsupervised learning [Bishop, 2006], is
a domain of machine learning where we
are given a finite set of data without any
additional information. Here, one of the
most challenging tasks we want to solve
is to find the probability distribution that
generated the data. Since we do not have
any further information, we have to make
several assumptions in order to find a so-
lution to the problem. Commonly, we as-
sume that the data lie near a nonlinear
low dimensional manifold in the ambient
data space, which can be seen as a curved surface lying in a 3-dimensional
space, see Fig. 1.2. The direct implication of the manifold is that the data has
an underlying smooth geometric structure, and this is the space that defines the
degrees of freedom of the data, as well as it defines the way to measure distances
between points. In other words, if two points lie on a surface, then the most
natural way to measure a distance between them is to find a path on the surface
that connects the two points that has the shortest length.

Commonly, machine learning methods rely only on discrete approximations to
this distance. Usually, the methodology is to construct a neighborhood graph
in the ambient space, and use Dijkstra’s algorithm to compute the shortest
path between two points. This inspired Isomap [Tenenbaum et al., 2000] one
of the most well-known algorithms for dimensionality reduction. However, this
is a discrete distance measure and is only well-defined over the given data.
Therefore, in case we want to build models that take decision for unseen data
distance measure along the whole ambient space is a necessity. Moreover, a
continuous distance measure allows these models to be differentiable as well.
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Figure 1.3: Comparison of
mean values on circle data.

A classical paradigm where we need continu-
ous distances along the whole ambient space
is the statistical models. Here, the distance
measure is the fundamental building block.
Therefore, when we replace the straight lines
with shortest paths interpolants that respect
the underlying geometrical structure of the
data, the behavior of the statistical model
will change accordingly. For instance, con-
sider some data lying near the perimeter of a
unit circle Fig. 1.3. If we compute the cor-
responding mean value using linear distances,
we will end up in the middle of the circle.
Clearly, this is a misleading result since we do not even have data points in this
area. Desirably, we would like to get as mean value a point on the circle. It
turns out that if we consider the shortest path as distance measure, then we will
compute as mean value such a point on the circle. An example can be seen in
Fig. 1.3 where the linear mean is computed using straight lines and the nonlinear
mean using shortest paths. Of course, the mean value is a very simple statistic,
so latter we consider more complicated models. In particular, we study how the
standard multivariate Gaussian distribution can be generalized on such a curved
space. The resulting distribution is very flexible and locally adapts to the data,
while it retains the concepts of mean and precision (inverse covariance) similar
to the Gaussian.

Figure 1.4: Metric tensor ex-
amples for two points.

So far we have discussed why it is impor-
tant to be able to measure distances properly.
In the setting where data lie on a manifold,
the term properly implies that we search for
a curve that connects two points, has mini-
mal length and is known as the shortest path.
Manifolds have been studied extensively, so is
a suitable nonlinear metric space that we can
incorporate in our models to introduce geo-
metric structure. Hence, a challenging task is
to model the underlying manifold only from
a given set of finite data. In order to capture this we utilize the concept of Rie-
mannian manifold. More specifically, we learn from the data a metric tensor.
This is a locally defined inner product. To learn this metric tensor we develop
a non-parametric and a parametric model. For the non-parametric model we
capture the local behavior of the data by computing the local covariance matrix
from the given data. Regarding the parametric case we utilize a concept from
differential geometry, which is known as the pull-back metric. This can be done
by exploiting a type of generative models and using the induced geometry.



4 Introduction

The length of a curve on a Riemannian manifold can be computed through the
integration of the curve velocity through the Riemannian metric tensor. Essen-
tially, this is a functional where given a curve we get the length. Hence, to find
the shortest path between two points we have to solve a variational problem.
The solution is provided by applying the Euler-Lagrange equation, which results
in a system of 2nd order nonlinear ordinary differential equations with bound-
ary conditions. In the differential geometry literature the curve that minimizes
the length is known as geodesic. Unfortunately, when the Riemannian metric
is learned from data it entails high curvature and is relatively unstable. Conse-
quently, the Jacobian of the corresponding differential equation is ill-behaved.
For these reasons standard solvers when based on Newton’s method often fail
to solve the system. Inspired by a probabilistic numerics algorithm we develop
a fast and robust solver that is able to compute such shortest paths.

This thesis is organized as follows. In Chapter 2 we provide an overview of
differential geometry from a machine learning perspective. This constitutes the
main theoretical basis over which we develop our models. After, in Chapter 3
we study the behavior of statistical models in these Riemannian manifolds. In
particular, we provide a suitable methodology to utilize the extension of the
Gaussian distribution on general data manifolds. This results to a flexible dis-
tribution that locally adapts to the data, while it retains the notions of mean
and precision. Then, in Chapter 4 we provide two ways to learn the Riemannian
metric from the data. The first is a simple non-parametric method to estimate
the Riemannian metric, and we also provide a systematic way to estimate its
parameters that maximize the data likelihood. Secondly, we provide parametric
model that is based on deep generative models. We show that a stochastic gen-
erator induces a random Riemannian metric in the latent space of a generative
model, and thereby, can be considered as a Riemannian manifold. Thereafter,
in Chapter 5 we develop a fast and robust method to compute shortest paths
on Riemannian manifolds learned from data that is inspired by probabilistic
numerics. In Chapter 6 we conclude with a discussion.



Chapter 2

Differential Geometry for
Machine Learning

In this chapter we will present in a comprehensive way the basic concepts of
differential geometry. The goal is to introduce the Riemannian manifold that is
substantial for this thesis. The context of this section is a bridge from mathe-
matics to the machine learning domain. For that reason, this will be essentially
an “applied” differential geometry overview, together with illustrative exam-
ples such that to make the main ideas clear and provide the relevant intuition.
Briefly, the outline is that we start from topology and topological spaces, since
the general abstract manifolds are defined as such spaces. Then, we will consider
the class of smooth manifolds, which forms the basis to define the Riemannian
manifolds. We discuss how the distance is defined through shortest paths on
these metric spaces, as well as additional information about curves on manifolds.
Finally, we will show how we can use the Riemannian manifolds in a machine
learning context, such that to model the underlying geometry of the data and
measure distances properly.



6 Differential Geometry for Machine Learning

2.1 From Topology to Geometry

As topology we refer to a field in mathematics that studies the properties of a
space, and which of them are preserved if we apply continuous deformations to
the space i.e. we are allowed to change the shape of the space continuously by
stretching or twisting but we are not allowed to cut or glue parts of the space.
A famous example is that a donut is equivalent to a cup under the perspec-
tive of topology, since one can be transformed to the other under continuous
deformations. In this example we can consider the donut as an infinite set of
points in R3 which lie on its surface and define the space. However, it is not
necessary to assign specific coordinates to a set of points such that to define a
particular space. In other words, we are able to define abstract spaces which
will not necessarily be embedded in any ambient space.

Definition 2.1 A topological space, also called an abstract topological space,
is a set M together with a collection of open subsets τ that satisfies the four
conditions:

1. The empty set ∅ is in τ .

2. M is in τ .

3. The intersection of a finite number of sets in τ is also in τ .

4. The union of an arbitrary number of sets in τ is also in τ .

In the literature the collection of subsets τ is often called the topology of the set.
The intuition of this definition is that having a set of points, if we know how the
neighborhoods of the points are formed, then we already know the structure of
this space without the need to embed it in an ambient space such that to observe
its shape. Before giving a constructive example, we provide the definition of a
function with important implications in topology and geometry.

Definition 2.2 Homeomorphism, is a continuous deformation, and is defined
as a function f : X → Y between two topological spaces (X, τX) and (Y, τY )
with the properties:

• f is a bijection,

• f is continuous,

• f−1 is continuous.
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In simple words, a homeomorphism is a mapping that preserves all the topologi-
cal properties of a given spaceX, which means that from a topological viewpoint
the X and its image Y are the same. A simple example is to consider X as a
straight line and Y as a curve together with a homeomorphic mapping f . Now
we return to the discussion on how we are able to understand the shape and the
properties of a topological space without embedding it, using an example.

Figure 2.1: Examples of topological spaces under different topologies τ .

Example Consider 3 points M = {p1, p2, p3} without any specific coordinate
representation. We are given τ = {∅, M, {p1, p2}, {p2, p3}, {p2}}, a valid
topology fulfilling the conditions of Def. 2.1. We consider a connection between
two points pi and pj if ∀ Sk ∈ τ , and pi ∈ Sk then the pj ∈ Sk as well. Lets pick
p1 that exists in the subsets {p1, p2}, {p1, p2, p3}, and p2 exist in both of them.
So p1 is connected with p2. Essentially, the subsets in τ define the neighborhood
of each point. The topological space which is implied by the given topology τ
upon the set M is homeomorphic to a discrete line segment as in the left panel
of Fig. 2.1. If instead the topology was τ = {∅,M}, the resulting topological
space is topologically equivalent to a discrete circle, shown in the middle panel of
Fig. 2.1. Finally, the τ = {∅, M, {p1}, {p2}, {p3}, {p1, p2}, {p1, p3}, {p2, p3}}
gives the trivial topological space as in the right panel of Fig. 2.1, where the
points are not connected at all.

This simple example shows the usefulness of a topological space, since we can
study a space without having actual coordinates assigned to the points of the
set, which defines the space. Another standard example of a topological space
is the Euclidean space RD together with open sets, since ∀ x ∈ RD we are able
to define an open neighborhood which satisfies the conditions in Def. 2.1.

Definition 2.3 In a metric space (M,d) a set U ⊂ M is called open if for
every x ∈ U, ∃ ε > 0 such that ∀ y ∈M with d(x,y) < ε then y ∈ U .

Obviously, a topological space is a very general mathematical and even abstract
space that we are able to define. Additionally, only with topology we cannot
measure distances between points of the space. Thereby, we should give a geo-
metrical structure upon those abstract spaces, which is the manifold.

Definition 2.4 A topological manifold or manifold M is a topological space
(M, τ) which is locally Euclidean. A topological space is called locally Euclidean
if there is a non-negative integer d such that every point inM has a neighbour-
hood which is homeomorphic to an open subset of Rd (usually d-ball).
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Hence, the manifold can be potentially an abstract space. Nevertheless, we want
to be able to measure distances on this abstract space. So we should provide
the necessary tools, to utilize in order to get a realization of the manifold. In
particular, we need a map to assign coordinates to a U ⊂M.

Definition 2.5 As chart {φ,U} we define the φ : U ⊂ M → φ(U) ⊂ Rd,
which is by definition a homeomorphism. For an open neighborhood U of the d-
dimensional manifoldM the chart assigns coordinates in an open set φ(U) ⊂ Rd,
i.e. ∀ x ∈ U [φ1(x), . . . , φd(x)]ᵀ = z(x) ∈ Rd.

Figure 2.2: Example of the chart.

Definition 2.6 As atlas is defined a collection of charts {φa, Ua} that covers
the whole manifold.

Even ifM is an abstract and curved space, we know how to linearize it locally
with the chart. Now, we define functions on a Ua ⊂ M as fa : Ua → R. Since
each chart {φa, Ua} is locally homeomorphic to a linear space, we are able to do
calculus in each individual chart φa(Ua) as usual if f ◦ φ−1

a : φa(Ua) ⊂ Rd → R
is differentiable as a multivariate function. However, we want to be able to do
calculus globally on the manifold, in other words the function f :M→ R to be
differentiable. For this reason we need to enforce extra smoothness onM.

Definition 2.7 A smooth or differentiable manifold M is a topological man-
ifold under the condition that the function

ψ ◦ φ−1 : φ(U ∩ V ) ⊂ Rd → ψ(U ∩ V ) ⊂ Rd

is smooth ∀ {φ,U}, {ψ, V } where U ∩ V 6= ∅,

Figure 2.3: Illustration of the function ψ ◦ φ−1.
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(a) (b) (c) (d)

Figure 2.4: Illustrations of non-manifolds, topological and smooth manifold.

Here, we demonstrate in Fig. 2.4 the differences between non-manifolds, topolog-
ical and smooth manifolds given some paradigms. In particular, the topological
spaces in Fig. 2.4a and Fig. 2.4b are non-manifolds, because there are parts
which are not homeomorphic to an Euclidean space. While in Fig. 2.4c even
if there is a part of the topological space which is not smooth, it is still home-
omorphic to a subset of the real line, so it is a proper topological manifold.
Finally, the Fig. 2.4d represents a smooth manifold, where we see that a small
neighborhood onM is homeomorphic to an open subset of R2, and additionally
it is a smooth space. Furthermore, we know that we are not obligated to pro-
vide an embedding for these spaces. For instance, the same topological spaces
and manifolds can live in a D-dimensional space, where they will have the same
intrinsic properties i.e., distances between points will not change.

Example Let as consider a standard example where a manifold is smooth if
we use a global chart, but if we use two charts to cover it, is only continuous
and not smooth anymore. We use the cuspidal cubic which is defined as the
set M1 = {(x, y) ∈ R2 | y2 = x3}, which can be equivalently defined with
the parametric curve x = t2, y = t3. Hence, the chart map φ : M1 → R is
φ(x, y) = y

1
3 , and thus, the inverse chart φ−1(t) = (t2, t3). Obviously, the φ is

a homeomorphism and so theM1 is a topological manifold. Also, having only
a unique chart implies that M is smooth. However, the cuspidal cubic is not
considered smooth at the origin, because the velocity becomes zero. Now, we
consider an additional chart ψ : M1 → R defined as ψ(x, y) = y, with inverse
ψ−1(u) = (u

2
3 , u). Easily, we can observe that φ ◦ ψ−1(u) = u

1
3 and this map

is not differentiable at u = 0, since ∂uφ ◦ ψ−1(u) = 1
3u
− 2

3 . Therefore, the atlas
{φ :M1 → R, ψ :M1 → R} is not smooth, and thus, with respect to this atlas
theM1 is not smooth anymore. However, it is still a topological manifold, since
the ∂uφ ◦ ψ−1(u) is continuous.

Therefore, if a space M can be covered by a single chart then directly this is
a smooth manifold. So for any continuous function f : U ⊂ Rd → RD the
graph Γ(f) = {(x, f(x)) ∈ Rd+D | x ∈ U} is a smooth manifold, with respect
to the single chart φ : Γ(f) → U defined as φ(x, f(x)) = x with inverse chart
φ−1 : U → Γ(f) defined as φ−1(x) = (x, f(x)).
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Obviously, the smooth manifold enforces the most of the structure onM. The
smooth manifold implies that the transition map ψ ◦ φ−1 between the local
coordinates φ(U), ψ(V ) of the individual charts φ, ψ is a smooth map. This in
turn generalizes the notion of a globally differentiable function onM.

Definition 2.8 On a smooth manifoldM a real valued function f :M→ R
is differentiable if the function f ◦ φ−1 : φ(U) ⊂ Rd → R is a differentiable
function for each individual chart {φ,U} in the atlas.

Also, if we know that function f ◦φ−1 is differentiable only on one chart {φ,U},
having a smooth M implies that the function will be differentiable in all the
charts {ψ, V } for which U ∩V 6= ∅. The proof is quite simple. Considering such
two charts {φ,U}, {ψ, V } with U ∩ V 6= 0 on a smooth M, and we only know
that the f is differentiable on the chart {φ,U}. Then, we define the function
f ◦ ψ−1 = (f ◦ φ−1) ◦ (φ ◦ ψ−1). Here the compositions in each parenthesis
are differentiable, the f ◦ φ−1 by definition and φ ◦ ψ−1 since M is smooth.
Note that in both cases the mappings are from Rd to R, so these can be seen
as ordinary multivariate functions. Hence, the f ◦ ψ−1 will be differentiable
as well, as a composition of smooth functions. This result can give slightly
different but equivalent definition about the differentiability of a function on
M. In particular, the function f is differentiable on M if ∀ p ∈ M ∃ chart
{φ,U} where the f ◦ φ−1 : φ(U)→ R is differentiable.

We go one step further and we give a more general definition about the smooth-
ness of a function f between two individual smooth manifoldsM and W.

Definition 2.9 For two smooth manifoldsM, W, a function f :M→W is
smooth if for each chart {φ,U} ofM and each chart {ψ, V } of W the function
ψ ◦ f ◦ φ−1 : φ(U)→ ψ(V ) is smooth.

Based on this last definition, we can show that ifM is smooth, then the home-
omorphism φ that defines the chart {φ,U} is actually a diffeomorphism. This
directly implies that both the φ, φ−1 are smooth maps. This fact is very im-
portant since it helps to show how we can measure distances on the M while
respecting its underlying geometry.

Definition 2.10 A smooth function f :M→W that is defined between two
smooth manifolds M,W, is a diffeomorphism if it is bijective, and the inverse
f−1 :W →M is smooth as well.

Showing that the chart map φ is a diffeomorphism for a smoothM is relatively
simple. We use Def. 2.9 and the trick is to consider that f := φ which implies
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that W = φ(U) ⊂ Rd. In this case the chart map ψ of W is the identity
ψ = Id since W is a flat manifold1. Then, by the Def. 2.9 the f : M → W is
differentiable if ψ ◦ f ◦φ−1 is differentiable. Since we have defined f = φ we get
that ψ ◦ f ◦φ−1 = ψ ◦φ ◦φ−1 = Id, which is a differentiable map. In particular,
since this is the identity map this implies that the φ is infinitely differentiable.
A similar derivation holds for φ−1. So we can say that if we have a topological
manifold the chart map φ is a homeomorphism and when we have a smooth
manifold then φ is a diffeomorphism.

2.1.1 Introduction to Riemannian Manifolds

After defining all the necessary concepts, we are ready to show how we are able
to measure distances on smooth manifolds. Once again we note thatM can be
an abstract space which is not embedded in any ambient space. However, in
order to simplify the analysis and give the intuition gently, we will utilize the
embedding of a smooth manifoldM in an ambient space X = RD. Informally,
we can think ofM as being a d-dimensional nonlinear surface.

On a smooth manifold M, we define a curve γ : [0, 1] → M between two
points x, y ∈ M, such that γ(0) = x, γ(1) = y. We call as shortest path the
curve that has minimum length, and this non-negative quantity is the distance
measure between the points. Of course, the question that naturally arises is how
we are able to measure the length of a curve? And assuming that we have a way
to compute this quantity for a given curve, then how are we able to find the one
that minimizes the length? The answer to these questions is the Riemannian
manifold. This is a suitable metric space where we can measure the distance of
a curve, and also, to find shortest paths between points.

Let us return to the problem where we want to measure the length of a curve
on a smooth manifoldM. As an extrinsic observer we can compute the length
of a curve using the classical arc-length formulation

length[γ(t)] =

∫ 1

0

‖γ̇(t)‖2 dt, (2.1)

where γ̇(t) = ∂tγ(t). Also, for the norm we used the standard Euclidean metric
of the RD as ‖γ̇(t)‖2 = 〈γ̇(t), γ̇(t)〉, and at the moment this can be seen simply
as a convenient or even arbitrary choice. The γ̇(t) is known as the velocity of
the curve and is a vector tangential to the curve at the point γ(t). Since the
curve lies on M this vector is also tangent to the manifold, and in particular,
it lies on the tangent space ofM at the point γ(t).

1For a flat/linear manifold the chart map is the identity map.
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Definition of the
abstract tangent
space.

This gives us a suitable way to define the tangent space of an abstract M at
a point x ∈ M. In particular, consider all the curves that cross the point x.
Each of these curves has a vector tangential to M at the point x. The space
where all these tangent vectors lie is defined as the tangent space. Clearly, if we
consider an abstract manifold, then the corresponding tangent space is abstract
as well. However, as we mentioned earlier, we will use an embedding ofM into
an ambient space X = RD, such that to simplify the analysis.

Figure 2.5: Example of a
M ( ), with the TxM ( ),
and the v ∈ TxM ( ) for a
curve ( ).

Intuitively, in this case we can think of
the tangent space of a d-dimensional smooth
manifoldM⊂ X at a point x ∈M, as the d-
dimensional linear subspace that touches tan-
gentially M at the point x. We will denote
this space as TxM. Clearly, a reasonable ques-
tion is how are we able to know the basis of
TxM, ∀x ∈ M. Here comes the smoothness
of M, since as we have shown earlier this
directly implies that the inverse chart φ−1 :
φ(U) ⊂ Rd → U ⊂M is a differentiable map.
Hence, ∀z ∈ φ(U) the columns of ∂φ

−1

∂z

∣∣∣
z
span

the tangent space at x = φ−1(z) ∈ U ⊂ M. More specifically, the tangent
space is TxM = span

{
∂φ−1

∂zi

∣∣∣
z
∈ RD , i = 1, . . . , d

}
, and thus, a v ∈ TxM can

be written as the linear combination v = ∂φ−1

∂z

∣∣∣
z
· ṽ =

∑d
i=1

∂φ−1

∂zi

∣∣∣
z
· ṽi where

v ∈ RD and ṽ ∈ Rd. The vector ṽ can be seen as the intrinsic coordinates of
the TxM, since they just refer to a d-dimensional linear subspace.

The extrinsic
observer can use
any meaningful
Riemannian
metric tensor
A :M→ RD×D,
instead of the
simple and
reasonable
Euclidean metric.

Therefore, the length of a tangent vector v can be computed from an extrinsic
view utilizing the standard Euclidean metric as

‖v‖2 = 〈v,v〉 =

〈
∂φ−1

∂z

∣∣∣
z
ṽ,
∂φ−1

∂z

∣∣∣
z
ṽ

〉
= 〈ṽ,M(z)ṽ〉, (2.2)

where M(z) = ∂φ−1

∂z

∣∣∣
ᵀ

z

∂φ−1

∂z

∣∣∣
z
∈ Rd×d is a positive definite metric tensor. So the

length of ṽ is distorted intrinsically in TxM by the locally defined metric tensor.

Definition 2.11 On a d-dimensional manifoldM an inner product 〈v,u〉x
that acts on the tangent vectors v, u ∈ TxM and changes smoothly acrossM
is defined as a Riemannian metric. This is a matrix M : M → Sd+ and is an
intrinsic quantity ofM, by definition is positive definite and acts on the local
representations ũ, ṽ ∈ Rd of the tangent vectors.
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The Riemannian metric has strong implications on the geometry ofM. Let two
points z, z′ ∈ φ(U) infinitesimally close such as ‖dz‖2 = ‖z′ − z‖2 → 0. The
corresponding points x′ = φ−1(z′), x = φ−1(z) onM can be written using the
Taylor’s expansion. This is a reasonable choice since by definition locally the
M is homeomorphic to an d-dimensional Euclidean space, so we get that

x′ ≈ x +
∂φ−1

∂z

∣∣∣
z
(z′ − z)⇒ ‖x′ − x‖2 = 〈z′ − z,M(z)(z′ − z)〉. (2.3)

Therefore, the infinitesimal distance 〈dz,M(z)dz〉 changed, and the same holds
∀ z ∈ φ(U). At first the Riemannian metric was introduced as a quantity on
TxM which distorts the local representation on the tangent space. However,
we have shown that it also defines a smoothly changing local inner product on
φ(U), which scales in an infinitesimal region the distances. In particular, the
Riemannian metric distorts the geometry of φ(U) ⊂ Rd, since now the straight
line between two points is not anymore the shortest path. Essentially, the M(z)
captures the curvature ofM and represents the geometry ofM.

Note that the Riemannian metric is an intrinsic quantity ofM, since we do not
need any particular embedding in an ambient space X such that to compute the
〈dz,M(z)dz〉. In other words, if only the metric tensor M(z), ∀z ∈ φ(U) ⊂ Rd
is given, then we do not need to have coordinates for x ∈M neither the charts
{φ,U} forM. This quantity is enough when we want to compute inner products
on φ(U), which respect the geometry of the corresponding abstract M. Even
though in Def. 2.11 the metric tensor is defined as a function of x ∈M, we can
easily compensate by using the chart z = φ(x).

Definition 2.12 A smooth d-dimensional manifoldM, with a Riemannian
metric M :M→ Sd+ that acts on the TxM, is defined as Riemannian manifold.

The Riemannian manifold is a well-studied metric space where we can compute
the length of curves. In particular, it is a suitable curved space that we will use
later in the thesis, such that to capture the underlying geometric structure of
the given data. Furthermore, it provides a rigorous way to compute continuous
distance measures between any points in the space.

2.1.2 Shortest Paths on Riemannian Manifolds

We return to the problem of computing the length of a curve under Eq. 2.1, but
now we considerM as a Riemannian manifold. Note that we still assume that
we have an embedding ofM⊂ X and also we have access to the chart map φ.
As we discussed earlier the γ̇(t) ∈ Tγ(t)M can be written by utilizing the basis
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which is induced by the chart map. More specifically, let γ(t) ∈ U ⊂ M and
a curve c(t) ∈ φ(U) ⊂ Rd, which are related as γ(t) = φ−1(c(t)). Hence, using
the chain rule we get that γ̇(t) = ∂φ−1

∂z

∣∣∣
c(t)

ċ(t). Then, the arc-length becomes

length[γ(t)] =

∫ 1

0

‖γ̇(t)‖2 dt =

∫ 1

0

√
〈ċ(t),M(c(t))ċ(t)〉dt = length[c(t)]. (2.4)

Here, we see that the length of the curve γ(t) ∈ U can be actually computed
on the corresponding chart c(t) ∈ φ(U) by considering the Riemannian metric
tensor M(c(t)). Again we note that if we are just given the Riemannian metric,
we are able to compute the length of the curve directly on the φ(U) without
considering the corresponding embedding in an ambient space.

Therefore, the shortest path between two points x, y ∈ U ⊂M, can be equiv-
alently computed on the chart φ(U) where x̃ = φ(x), ỹ = φ(y), and thus, the
shortest path problem is formulated as

γ∗(t) = argmin
γ(t)

length[γ(t)] and c∗(t) = argmin
c(t)

length[c(t)]. (2.5)

However, a major issue with the length formula is the fact that it is parametriza-
tion invariant. Hence, we can use any bijective map s = h(t) where the function
h′(t) > 0 ∀t, such that to define the reparametrized curve γ̄(s) = γ(h−1(s)),
which does not change the length as

length[γ̄(s)] =

∫ h(1)

h(0)

‖ ˙̄γ(s)‖2 ds =

∫ h(1)

h(0)

∥∥∥γ̇(h−1(s)) · ḣ−1(s)
∥∥∥

2
ds (2.6)

=

∫ h(1)

h(0)

∥∥γ̇(h−1(s))
∥∥

2
·
∣∣∣ḣ−1(s)

∣∣∣ ds =

∫ 1

0

‖γ̇(t)‖2 dt = length[γ(t)].

This results shows that the length is invariant under reparametrizations, so there
is not a unique curve that has minimum length. In contrast, the energy of the
curve is non-invariant under reparametrizations, and it is defined as

energy[γ(t)] =
1

2

∫ 1

0

‖γ̇(t)‖22 dt =
1

2

∫ 1

0

〈γ̇(t), γ̇(t)〉dt. (2.7)

So there is only one curve that has the minimum length, and it cannot be
reparametrized since this will change the energy. Hence, we are able to minimize
the energy instead of the length to the shortest path. However, we have to show
first that the minimum of the energy corresponds to minimum length.
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We start by defining the functions x(t) = ‖γ̇(t)‖2 and y(t) = 1, and get that

length[γ(t)] =

∫ 1

0

‖γ̇(t)‖2 dt =

∫ 1

0

x(t)y(t)dt ≤
√∫ 1

0

x2(t)dt ·
√∫ 1

0

y2(t)dt

⇒ length2[γ(t)] ≤
∫ 1

0

x2(t)dt · 1 =

∫ 1

0

‖γ̇(t)‖22 dt = 2energy[γ(t)], (2.8)

where we used the Cauchy–Schwarz inequality, and the equality holds only if
the speed ‖γ̇(t)‖2 is constant. Therefore, a curve that minimizes the energy has
necessarily constant speed and a unique parametrization. On the same time the
equality holds, which means that this curve will minimize the length as well.

However, in order to find a curve that minimizes the energy, we have to con-
sider either a curve on a manifold embedded in an ambient space or even more
arbitrary a curve on an abstract manifold. Both of them are difficult problems.
Therefore, it is more convenient to work with the right hand side of the Eq. 2.4,
where the curve is defined on the chart which is a flat Rd. Keep in mind that we
still need to have access to the Riemannian metric tensor. Also, now we refer as
constant speed to the term

√
〈ċ(t),M(c(t))ċ(t)〉. Thus, the problem becomes

c∗(t) = argmin
c(t)

[E(c(t))] = argmin
c(t)

1

2

∫ 1

0

〈ċ(t),M(c(t))ċ(t)〉︸ ︷︷ ︸
L(c(t),ċ(t))

dt, (2.9)

where c : [0, 1]→ Rd. This is an optimization functional since it returns a scalar
value when we give as input a function i.e. the curve. Hence, we can solve this
problem by applying the Euler-Lagrange equation

∂L(c(t), ċ(t))

∂c(t)
=

∂

∂t

∂L(c(t), ċ(t))

∂ċ(t)
. (2.10)

This results to a system of 2nd order nonlinear ordinary differential equations
(ODEs) with boundary conditions c(0) = x̄, c(1) = ȳ [Arvanitidis et al., 2018]

c̈(t) = −1

2
M−1(c(t))

[
2(Id ⊗ ċ(t)ᵀ)

∂vec[M(c(t))]

∂c(t)
ċ(t)

− ∂vec[M(c(t))]

∂c(t)

ᵀ
(ċ(t)⊗ ċ(t))

]
,

(2.11)

where vec[·] stacks the columns of a matrix into a vector and ⊗ is the Kronecker
product. Here, the solution to this ODE gives as a curve that minimizes the
energy, which means that it has constant speed and minimizes the length as
well. This curve is known as the geodesic. Therefore, this is the suitable way to
find the shortest path between two points on φ(U), and consequently on U ⊂M
through the map φ−1. Nevertheless, we need to have access to the Riemannian
metric, as well as to the map φ, which is in principal a difficult problem.
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Figure 2.6: Two geodesic
curves. Both have constant
speed and are locally mini-
mizing length, but ( ) has
length 5.1 while the ( )
length 3.2.

Let us focus more on the geodesic curve. We
started by defining the length of a curve on
M. Then, we showed that instead of the length
the energy is a reasonable quantity to minimize,
such that to find the curve that minimizes the
length between two points i.e., the shortest path.
Such a minimizer by definition will have constant
speed. The solution is given by a system of ODEs
Eq. 2.11. However, satisfying this ODE is a nec-
essary, but not sufficient condition in order to get
the actual shortest path. In particular, we can
have two paths that satisfy the ODE, and thus,
have constant speed, but with different lengths.
An example can be seen in Fig. 2.6. Another
similar example where also the shortest path is
not unique is the sphere, where we have infinitely
many shortest paths that connect the two poles.

Moreover, by definition the geodesic is a locally minimizing curve with constant
speed, but it is not necessarily the actual shortest path between two given points.
That is locally minimizing means that, each curve segment ci(t) which connects
c(ti) to c(ti+1) has minimal length. However, even if each individual segment
ci(t) of the geodesic c(t) has minimal, there might be another geodesic c′(t) that
has smaller total length.

2.1.3 The Pull-Back Metric

As we have seen the Riemannian metric is an intrinsic quantity of M, and it
provides significant information, since it captures the geometry of the manifold.
However, most of the time it is difficult to have access to the metric tensor. In
contrast, there are manifolds where the chart map and the metric are trivial.
For instance, when the smooth manifold W is the Euclidean space W = Rd,
then the chart map is the identity matrix ψ(y) = Idy ∀y ∈ W, and thus, the
Riemannian metric is the standard Euclidean metric MW : W → Id. Even if
we change the metric tensor formulation, the chart map remains unchanged and
also applies globally.

Now we generalize the setting again. Assume that we have two Riemannian
manifoldsM and W with intrinsic dimensions dM and dW respectively. Then,
each of them has a Riemannian metric MM :M→ SdM+ and MW :W → SdW+ .
We further assume that each manifold is embedded in a different ambient space
M⊂ X = RDM and W ⊂ Z = RDW to keep the analysis as simple as possible.
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Let a differentiable function f : W → M. Since the manifolds are embedded
in ambient spaces we know that x = f(z) where x ∈ M and z ∈ W, so
essentially the f : RDW → RDM . Thus, the corresponding Jacobian matrix
of this function is Jf : RDW → RDM×DW . Also, if {ψ,W} is a chart on W,
then we know from Taylor expansion that z′ ≈ z + ∂ψ−1

∂z̄

∣∣∣
z̄
· (z̄′ − z̄) where

z = ψ−1(z̄), z′ = ψ−1(z̄′) ∈ W ⊂ W and z̄ ∈ ψ(W ) ⊂ RdW , which means that
the z′ − z is approximately a tangent vector on W at the point z. Similarly,
now using f the Taylor expansion is x′ ≈ x + Jf (z)(z′ − z), where the x′ − x
is approximately a tangent vector on M at x. Hence, we conclude that the
Jf (z) : TzW → TxM, is a linear map that maps a tangent vector vz ∈ TzW to
the tangent vector vx ∈ TxM.

This result holds
even for abstract
manifoldsM,W.

Therefore, an extrinsic observer in X will compute the length of the vector vx

using the Euclidean metric, so we get that

‖vx‖22 = 〈Jf (z)vz, Jf (z)vz〉 = 〈vz,Mf (z)vz〉 (2.12)

=

〈
v̄z,

∂ψ−1

∂z̄

∣∣∣
ᵀ

z̄
·Mf (ψ−1(z̄)) · ∂ψ

−1

∂z̄

∣∣∣
z̄
· v̄z

〉
=
〈
v̄z,M

W
f (z)v̄z

〉
,

where Mf :W → SDZ+ , the v̄z ∈ RdW is the local representation of the tangent

vector on TzW which is spanned by the basis ∂ψ
−1

∂z̄

∣∣∣
z̄
∈ RDW×dW , and finally the

MW
f : W → SdW+ is the pull-back metric. This component enables us to apply

Riemannian methods in machine learning, and this is what we will discuss in
the next section. Of course, this generalizes to abstract manifolds as showed
earlier in the report.

2.1.4 Operators on Riemannian Manifolds

x

y = Expx(v)

v = Logx(y)
γ(t)

Figure 2.7: An illustration of
the exponential and logarithmic
maps on a data manifold†.

Riemannian manifolds as metric spaces en-
ables us to measure distances between points,
which can be done by solving a system of
ODEs Eq. 2.11. What remains undefined
though is the notion of addition and subtrac-
tion, the corresponding operators of plus and
minus in an Euclidean space. Recall that the
tangent space at a point x ∈M is Euclidean.
So an intuitive and suitable solution is to map
points on a tangent space, where we can ap-
ply numerical calculations as this is a linear
space, and then map the result back onM.
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The logarithmic map is defined as the operator v = Logx (y), where given two
points x, y ∈M we get a tangent vector v ∈ TxM. This can be seen intuitively
as the minus in Euclidean space. By definition, an important property of the
the logarithmic map is that its norm ‖Logx (y)‖2 is equal to the length of the
geodesic that connects the two points. So if γ(t) is the shortest path between
the points, then v = Logx (y) = γ̇(0)

‖γ̇(0)‖2
· lenght[γ(t)].

The inverse operator Expx (v) = y is known as exponential map, which takes
a point x ∈ M and a tangent vector v ∈ TxM and returns a point y ∈ M.
Similarly, this can be seen as the plus in an Euclidean space. By definition, the
generated curve γ(t) = Expx (t · v) is the geodesic starting from x and ending at
y. As the operators are inverse to each other, it holds that Expx (Logx (y)) = y.
Note that this in theory holds only locally ∀ y ∈ U ⊂M around x ∈ U .

Hence, the logarithmic map is essentially a Boundary Value Problem (BVP)
since we have to compute the shortest path first, and the exponential map an
Initial Value Problem (IVP). In practice, the BVP is more computationally de-
manding than the corresponding IVP. This is one of the reasons why Riemannian
methods are not commonly adopted. In Chapter 5 we develop a method that
can be used in order to compute efficiently the shortest path on Riemannian
manifolds learned from data.

Theoretically, let us compute the geodesic between two points x,y ∈ U ⊂ M
that belong in the same chart {φ,U}, while we are given the maps φ, φ−1 and
the Riemannian metric M : M → S+

d . Therefore, we can first compute the
x̄ = φ(x), ȳ = φ(y), and then the geodesic c(t) by solving Eq. 2.11 on the chart
φ(U). So the Logx (y) = ∂φ−1

∂z̄

∣∣∣
x̄
· v̄ = v, where v̄ = ċ(0)

‖c(0)‖2
· lenght[c(t)] ∈ Rd

and v ∈ TxM. Also, the Expx

(
t · ∂φ−1

∂z̄

∣∣∣
x̄
· v̄
)

= Expx (t · v) = φ−1(c(t)) ∈ M
for t ∈ [0, 1]. Usually, Logx (y) is considered as a vector in the ambient space.
In some rare cases it is considered as the vector of local coordinates v̄. Based on
the second scenario, we can see the Log operator as a chart map and the Exp as
its inverse. In the next section we show how to compute geodesics in practice.

2.2 Applied Differential Geometry

So far, we have introduced the mathematical concepts of differential geometry.
In particular, we saw that the manifold can be seen as a purely abstract space,
which is not necessarily to be embedded in any ambient space. In theory, the
chart map can be given, as well as the Riemannian metric, which enables us to
compute shortest paths even on these abstract spaces.
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However, these concepts are not particularly useful when we want to apply
Riemannian methods on data in a machine learning setting. For this reason,
in this section we will discuss how the theory of differential geometry can be
applied in practice. In general, from now on we will consider the Riemannian
manifold M as a d-dimensional surface embedded into an ambient data space
X = RD where usually d � D. Thus, we will show how we can derive the
Riemannian metric of M in a practical manner, such that to be suitable for
computing the shortest path between points onM. This is the base over which
later we develop Riemannian methods that can be applied on data.

The trick is to use a manifold for which we know the, hopefully, global chart,
together with the concept of pull-back metric. More specifically, assume that
M ⊂ X = RD is the dM-dimensional Riemannian manifold where we want
to measure distances between points. Additionally, we use a smooth manifold
Z = RdZ which is a Riemannian manifold under the Euclidean metric. In this
case, the chart map globally is the identity map IdZ , and also, the tangent
space at a point z ∈ Z is the same space RdZ just centered at the point z. This
implies that if we have a Riemannian metric MZ : Z → RdZ×dZ , we can directly
compute the inner product for every vz ∈ TzZ as 〈vz,vz〉z = 〈vz,MZ(z)vz〉,
because the TzZ = RdZ . Also, we know that this metric applies directly in the
global chart. This means that the geodesic Eq. 2.11 can be solved directly on Z,
such that to compute the distance between two points xz, yz ∈ Z. Of course,
the analytic solution is intractable so we rely on numerical solutions.

Now let a function f : Z → M, which means that f : RdZ → RD maps the
points from Z into the manifoldM⊂ RD. Thus, the Jacobian matrix is defined
as Jf : Z → RD×dZ , so the Jf (z) ∈ RD×dZ is a linear map that maps tangent
vectors vz ∈ TzZ to tangent vectors vx ∈ TxM. Hence, if we have access to the
analytic form of the function f , based on the Eq. 2.12 we get that the pull-back
metric on Z is MZ(z) = Jf (z)ᵀJf (z). This is because in the current setting the
ψ = IdZ , and thus, z = z̄. Moreover, if the function f is sufficiently differentiable
i.e. at least two times differentiable, then this is a Riemannian metric since it
changes smoothly. Therefore, if we know f , then we have a systematic way to
measure distances onM. When dM > dZ we can only capture the geometry of
a dZ -dimensional submanifold onM, and if dM = dZ we capture the wholeM.

Below, we demonstrate this applied view of Riemannian manifolds with two
simple examples, where we consider only cases where the f is known in prior.
Since this is not true in general, in later chapters we generalize this scheme in
cases where the function f is unknown. In particular, we develop methods to
learn the Riemannian metric directly from a given finite dataset. This learned
metric captures the underlying geometric structure of the data, and also, enables
us to compute shortest paths on data driven Riemannian manifolds.
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Figure 2.8: The spherical coordinates example, the color shows the |det M(z)|.

Spherical Coordinates. We consider the 2-dimensional unit sphereM ⊂ R3

as the embedded Riemannian manifold, and we define the space Z as z =
(θ, φ) = (0, π)× [0, 2π). Then, the function f with its Jacobian are defined as

x = f(z) =




sin(θ) cos(φ)
sin(θ) sin(φ)

cos(θ)


 and Jf (z) =




cos(θ) cos(φ) − sin(θ) sin(φ)
cos(θ) sin(φ) sin(θ) cos(φ)
−r sin(θ) 0


 ,

(2.13)

where the Jf (z) spans the Tf(z)M. Therefore, we can compute the pull-
back Riemannian metric tensor into the formerly Euclidean manifold Z as

M(z) = Jf (z)ᵀJf (z) =

[
1 0
0 sin2(θ)

]
. Thus, the geometry of Z gets distorted,

in the sense that straight lines are not anymore the shortest paths, under the
Riemannian metric. More specifically, this metric transforms Z into a Rieman-
nian manifold, where the I2 is the global chart. Thus, we are able to solve
Eq. 2.11 numerically in order to find the shortest path between two points in Z.
We show in Fig. 2.8 two interpolants in Z, and the corresponding interpolants
after applying the function f onM. Under the Riemannian metric in Z using
Eq. 2.4, the red curve has length 4.28, while the green one 4.94, which already
shows that the red is the actual shortest path. Additionally, we know that on a
sphere the shortest path between two points is the great-circle. So we managed
to find the shortest path on M, by utilizing the pull-back metric in the space
Z and solving the problem there.
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Figure 2.9: The polar coordinates example, the color shows the |det M(z)|.

Polar Coordinates. Here we consider the polar coordinates, where we choose
the Z as z = (r, φ) = (0, 2]× [0, 2π), with f and Jacobian to be

x = f(z) =

[
r cos(φ)
r sin(φ)

]
and Jf (z) =

[
cos(φ) −r sin(φ)
sin(φ) r cos(φ)

]
, (2.14)

which induces the M(z) =

[
1 0
0 r2

]
. In this example, the Riemannian manifold

M in the space X = R2 is actually the Euclidean space R2 and constrained
to the domain [−2, 2]2 due to the choice of Z. This implies that the shortest
path inM is simply a straight line. However, the pull-back metric distorts the
geometry in Z. This is shown in Fig. 2.9, where in Z under the Riemannian
metric the red curve has length 2.41, and the green line 3.62 based on Eq. 2.4.
We apply f on these interpolants and we get their image on M, where we see
that, indeed, the red curve corresponds to the true shortest path onM.

Implicit function. Let a space Z = Rd and we assume that a manifoldM⊂ X
exists for a space X = RD with arbitrary D. Furthermore, consider the case
where we do not have access to the function f , which implies that we cannot
compute the Jacobian, and consequently, the pull-back metric. However, if a
Riemannian metric tensor M(z) is given directly to us from an oracle, then we
do not actually need the function f . Since, we can use the metric to compute
shortest paths in Z, which we know that correspond to curves with minimal
length on the arbitrary manifold M. This example implies that we can have
cases where we do not need to estimate any function f such that to capture
the geometry of a manifold M. For instance, if the data are given in a space
Z, then we are able to capture their underlying geometry by learning directly
a Riemannian metric tensor in Z, which represents the local structure of the
data.
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2.3 The Data Manifold in Machine Learning

Even though the previous examples are relatively simple, the main point can
be made easily clear. In particular, we are able to transform the primarily
Euclidean manifold Z, where initially the Riemannian metric is the identity
matrix, into a nonlinear Riemannian manifold. This can be done by utilizing
the pull-back metric M(z) that is induced through the function f . This function
actually maps the space Z into the ambient space X , so that M = f(Z).
Therefore, we argue that the metric M(z) distorts the geometry of Z, and that
it captures the underlying geometric structure of the manifold M ⊂ X . This
enables us to compute shortest paths in the space Z, where the global chart
map is directly known. Naturally, these shortest paths correspond to the curves
that minimize the distance between the corresponding points onM.

Figure 2.10: An illustration of
the data manifold.

Usually, in machine learning we are given only
a finite set of N points x1:N ∈ X , which we
assume that lie near a manifoldM ⊂ X . An
example can be seen in Fig. 2.10. Here, we
see a set of data points ( ) in the ambient
space X = R2. The red curve ( ) rep-
resents the 1-dimensional manifold M ⊂ X
where the data lie nearby. Therefore, we will
consider as data manifold the area inside the
green boundary ( ). So the data manifold
does not necessarily concentrate on the actual low-dimensional manifold M.
But, we want to compute shortest paths that respect the underlying geometric
structure of the data manifold, which in this case can be seen as 1-dimensional.

Figure 2.11: Shortest paths
on a data manifold.

The first step is to define a Riemannian metric
in X , which desirably should be small when
we evaluate it on the data manifold, and to in-
crease as we go away from it. Hence, this met-
ric transforms X into a Riemannian manifold,
which actually enforces the shortest paths to
follow its underlying structure. An example
is shown in Fig. 2.11, where we see the short-
est paths ( ) on the data manifold, between
randomly sampled given points ( ) and a fixed point ( ). In Chapter 3 we show
how statistical models can be defined over such Riemannian manifolds, essen-
tially, by replacing the straight line distance measure with the shortest path.
Also, in Chapter 4 we present a parametric and a non-parametric method to
learn the Riemannian metric directly from the given data. Finally, in Chapter 5
we develop an efficient solver to compute these shortest paths.



Chapter 3

Statistical Models on
Riemannian Manifolds

Figure 3.1: An example of lin-
ear ( ) and nonlinear ( ) mean.

Most often, statistical models depend on the
way we choose to measure distances in a met-
ric space. For instance, in Fig. 3.1 we show
a data manifold, and we compare two mean
values. The linear mean ( ) is computed un-
der the standard Euclidean metric, so using
the straight line to measure the distance be-
tween two points. On the other hand, the
nonlinear mean ( ) is computed under a Rie-
mannian manifold structure, where the Rie-
mannian metric pulls the shortest paths to-
wards the data manifold. Obviously, the non-
linear mean is more reliable since it represents
a point on the data manifold, while the linear
mean results to a point which is outside of the data support. So this leads us
to the natural question: Which distance should we trust when we want to build
statistical models upon data that lie near nonlinear manifolds?

Clearly, our answer to this question is that, the shortest path under the Rie-
mannian manifold structure should be the distance measure, which enables us
to build statistical models that capture the underlying geometry of the data.
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In this chapter, after the first two sections where we consider general Riemannian
manifolds M, we will use for M the Euclidean space as M = RD. Thus, in
order to transform it into a curved Riemannian manifold, we need to introduce
a Riemannian metric tensor M : M → SD+ that captures the geometry of the
data manifold. Intuitively, this metric needs to be small on the data support
and big in regions with no data (see Fig. 1.4). Thus, having such a metric we
are able to compute shortest paths which respect the underlying geometry of
the data manifold by solving Eq. 2.11 numerically.

In Chapter 4 we present two ways to learn such a metric, a parametric and a
non-parametric method. For all the practical purposes in this chapter we will
use the non-parametric approach. Briefly, under this consideration the metric
tensor M(x) ∀x ∈M, is defined as the inverse local covariance matrix centered
at the point x. Clearly, this metric captures the local behavior of the data
manifold. Additional information and technical detail about this metric tensor
can be found in Section 4.1.

3.1 Moments on a Riemannian Manifolds

Let a probability distribution p(x) be defined in RD. Under the standard Eu-
clidean metric, the first and the second moment, the mean and the covariance,
are defined to be

µ =

∫

RD
x p(x)dx and Σ =

∫

RD
(x− µ̄)(x− µ̄)ᵀp(x)dx, (3.1)

where dx is the standard Legesgue measure. For a finite set of N points x1:N ,
we can compute the empirical estimate of the mean as µ̄ = 1

N

∑
n=1 xn, and

then the covariance the unbiased estimator is Σ̄ = 1
N−1

∑N
n=1(xn−µ̄)(xn−µ̄)ᵀ.

However, if we consider a probability distribution pM(x), ∀x ∈ M over a Rie-
mannian manifoldM, then the Fréchet expectation is defined as [Pennec, 2006]

µ = argmin
y∈M

(
σ2

x(y)
)

= argmin
y∈M

∫

M
dist(x,y)2pM(x)dM(x), (3.2)

Figure 3.2: An example of
dM(x) ( ) onM ( ).

Definition of the
Riemannian measure
dM(x) onM.

where σ2
x : M → R≥0 is defined as the variance

of the random point x with respect to the fixed
point y, and dM(x) is known as the Riemannian
measure on M. Formally, the dM(x) represents
the infinitesimal volume at x ∈ M. Intuitively,
we can think of dM(x) as the area of an infinites-
imal small neighborhood on a 2-dimensional sur-
face embedded in R3. Another example of this nonlinear volume element can
be seen in the right panel of Fig. 2.9.
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When the Euclidean metric is utilized in Eq. 3.2, then dist(x,y)2 is the norm
‖x− y‖22. On the other hand, on a Riemannian manifold this distance represents
the length of the shortest path. So we are not able to derive an analytic solution
for the expectation in Eq. 3.1, because every distance measure is based on a
solution of the geodesic system (2.11). Thus, the proposed solution [Pennec,
2006] is based on the fact that length[γ(t)] =

∥∥Logy (x)
∥∥

2
(see Sec. 2.1.4),

where γ(t) is the shortest path that connects the two points x,y ∈M.

Definition of the
partial derivative
∂y

∥∥Logy (x)
∥∥2

2
.

The derivative of the length is defined as ∂y

∥∥Logy (x)
∥∥2

2
= −2Logy (x) ∈ TyM,

which is easily interpretable since it implies that to decrease the length between
two points, we have to move one of them closer to the other. Hence, given the
finite set x1:N we can approximate the solution of Eq. 3.2 as

µ̄ = argmin
y∈M

(
σ2

x(y)
)
≈ argmin

y∈M

1

N

N∑

n=1

∥∥Logy (xn)
∥∥2

2
, (3.3)

and solve it using gradient descent with respect to y. The gradient is equal to
−2 1

N

∑N
n=1 Logy (xn), and thus, the gradient steps to update y are defined as

yt+1 = Expyt

(
α · 1

N

N∑

n=1

Logyt (xn)

)
, (3.4)

where α ∈ R>0 is the stepsize, and also we use the negative gradient to minimize
the objective. Note that we use the exponential map to update the mean onM.

Similarly, the covariance matrix with respect to µ̄ can be generalized onM as

Σµ̄ =

∫

M
Logµ̄ (x)Logµ̄ (x)

ᵀ
pM(x)dM(x), (3.5)

and for the finite data set we can provide the empirical estimate as

Σ̄µ̄ =
1

N − 1

N∑

n=1

Logµ̄ (xn)Logµ̄ (xn)
ᵀ
, (3.6)

where we actually see that the covariance matrix is a purely linear quantity
defined over the Tµ̄M. Remember that if M = RD, then the tangent space is
equal to RD and centered at µ̄.

We already see that the notion of statistics generalize quite naturally on a man-
ifold. Therefore, the choice of a Riemannian approach is sensible. Even if the
mean and the covariance are sufficient statistics to characterize a distribution,
we are able to provide even further extensions. In particular, we can gener-
alize statistical methods as the Principal Component Analysis [Bishop, 2006]
to Principal Geodesic Analysis [Zhang and Fletcher, 2013], and even probabil-
ity distributions as the Gaussian [Pennec, 2006, Arvanitidis et al., 2016] into
nonlinear Riemannian manifolds.
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3.2 Probabilities on Riemannian Manifolds

As we have already mentioned above, we are able to define a probability density
function pM(x) ≥ 0, ∀x ∈M upon a Riemannian manifoldM. Similarly, with
the classical linear case, we have that the probability measure is

P (x ∈ U) =

∫

U⊂M
pM(x)dM(x) and P (M) =

∫

M
pM(x)dM(x) = 1,

(3.7)

where the main difference is that we integrate on the manifold using the Rieman-
nian measure dM(x). This measure represents the volume of an infinitesimal
area around x as it has been defined earlier. Intuitively, it informs us how this
area expands or shrinks with respect to the standard Lebesgue measure dx.

In particular, let us recall (see Sec. 2.1.1) the inverse chart map x = φ−1(z)
where x ∈ U ⊆M and z ∈ φ(U) ⊆ Rd, for a general d-dimensional Riemannian
manifold M, which we assume that it is embedded in an ambient space of
dimension D > d. Here the differential defines the Riemannian measure as

dx =
∂φ−1

∂z

∣∣∣
z
dz ⇒ dM(x) =

√∣∣∣∣det

(
∂φ−1

∂z

∣∣∣
ᵀ

z

∂φ−1

∂z

∣∣∣
z

)∣∣∣∣dz (3.8)

⇒ dM(x) =
√
|M(z)|dz, (3.9)

where in the last term we denote implicitly that |M(z)| = |det M(z)| to keep
the notation simplified. Indeed, what we see here is that |M(z)| acts as a factor
of expansion or shrinkage with respect to the linear Lebesgue measure dz. Integration on a

manifold.
The

same procedure is followed in the integration by substitution, which we use to
integrate a function f : M → R on a d-dimensional surface M ⊂ RD that is
parametrized by h : Z →M with Z ⊆ Rd, and since x = h(z) we have

∫

M
f(x)dM(x) =

∫

Z
f(h(z))

√
|M(z)|dz. (3.10)

This integration
is defined when
the function
f :M→ Rm for
m ≥ 1, but it is
not defined when
f :M→M.

Similarly, in the case whenM is a d-dimensional Riemannian manifold, we know
that the operator Exp :M× TxM→M for a fixed base point x, can be seen
as the function h, since it maps points v from a linear space TxM to M. So
the integration of the function f onM becomes accordingly

∫

M
f(x)dM(x) =

∫

TxM
f(Expx (v))

√
|M(Expx (v))|dv, (3.11)

where x ∈ M is the fixed point onM, and v ∈ TxM is a vector on the linear
tangent space at x. In both cases, x is a point on a curved space M, and the
integration is transfered fromM into the linear space Z or TxM, by taking into
account the amount of distortion of the linear infinitesimal volume element.
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As we discussed
in Sec. 2.1.4 the
Exp and Log can
be seen as chart
maps φ−1, φ.

Furthermore, considering the distribution pM(x) onM, using the Riemannian
measure dM(x) we are able to generalize the change of variable scheme as

pM(x)dM(x) = pφ(U)(z)dz⇒ pφ(U)(z) = pM(φ−1(z))
√
|M(φ−1(z))|, (3.12)

which expresses the density function on the chart. So the probability density on
the tangent space can be written as pTxM(v) = pM(Expx (v))

√
|M(Expx (v))|.

Both of these densities are defined with respect to the linear Lebesgue measure,
instead of the dM(x) onM.

Maximum
Entropy

Distribution

Assuming that we know the mean µ and the covariance Σ, we are able to define
the conditions for the maximum entropy distribution onM, directly using the
density pTµM(v) on the tangent space as

E[1M] =

∫

TµM
pTµM(v)dv = 1, (normalization) (3.13)

E[v] =

∫

TµM
vpTµM(v)dv = 0, (mean value µ) (3.14)

E[vvᵀ] =

∫

TµM
vvᵀpTµM(v)dv = Σ, (covariance Σ) (3.15)

Considering the
size of Σ in the
general case. The
Σ ∈ SD+ if the
v ∈ TxM is a
vector in the
ambient space, so
we have to
sample only on
TxM. When the
v ∈ Rd represents
the local
coordinates, then
the Σ ∈ Sd+. If
we consider
M = RD, then
both approaches
are equivalent.

where the 1M = 1, ∀x ∈ M and 1M = 0, ∀x /∈ M, and hence 1M = 1 for
all v ∈ TµM. Pennec [2006] derives the maximum entropy distribution on a
Riemannian manifoldM, with fixed mean µ ∈M and precision Γ ∈ SD+ as

pM(x | µ, Γ) =
1

C exp

(
−1

2

〈
Logµ (x) ,Γ · Logµ (x)

〉)
, (3.16)

where C ∈ R>0 is the normalization constant. Note that in the linear case if Σ
is the covariance matrix, then the precision is defined as Γ = Σ−1, but on the
Riemannian manifoldM they are related as

Σ =

∫

M
Logµ (x)Logµ (x)

ᵀ
exp

(
−1

2

〈
Logµ (x) ,Γ · Logµ (x)

〉)
dM(x).

(3.17)

Here, the term
〈
Logµ (x) ,Γ · Logµ (x)

〉
= dist(x,y)2

Σ is defined as the Maha-
lanobis distance on a Riemannian manifold. Now, if we consider the standard
linear Gaussian distribution, we are able to abstractify the linear Mahalanobis
distance as dist(x,y)2

Σ =
〈
x− y,Σ−1(x− y)

〉
. Therefore, the normal distribu-

tion onM (Eq. 3.16) can be simply seen as the utilization of the shortest path
for the corresponding Mahalanobis distance measure onM.

WhenM = RD and the Riemannian metric captures the underlying geometric
structure of the data manifold, then the normal distribution on M will be a
density function in RD but with measure dM(x). Also, we expect the density
to adapt to the data due to the shortest path used as the distance measure.
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3.3 A Normal Distribution that Locally Adapts
to the Data Manifold

Unfortunately, when an unnormalized probability distribution p̃M(x) is defined
over a general Riemannian manifold that is learned from data, then the nor-
malization constant does not have an analytic solution. In particular, this is
computed by the integral

C =

∫

M
p̃M(x)dM(x) such that pM(x) =

1

C p̃M(x), (3.18)

where the measure element dM(x) is the factor that is analytically intractable.
In order to alleviate this issue we utilize Eq. 3.11, and instead of computing the
integral on the manifold with respect to dM(x), we compute the integral on the
tangent space using the Lebesgue measure dz. So the integral becomes

C =

∫

M
p̃M(x)dM(x) =

∫

TµM
p̃M(Expµ (v))

√∣∣M(Expµ (v))
∣∣dv, (3.19)

which bring the integral into a form that we are able to approximate. When the
p̃M(x) is the unnormalized normal distribution of Eq. 3.16, then we have that

C =

∫

TµM
exp

(
−1

2
〈v,Γ · v〉

)√∣∣M(Expµ (v))
∣∣dv

=

∫

RD

C

C
exp

(
−1

2
〈v,Γ · v〉

)
m(µ,v)dv ≈ C

S

S∑

s=1

m(µ,vs), vs ∼ N (0, Σ̃),

(3.20)

where we used the C =
√

(2π)D|Σ̃| such that to form a linear normal distribu-
tion in the integral, and also that TµM = RD asM = RD. So we approximate
the C with a Markov Chain Monte Carlo (MCMC) scheme on the TµM, where
the samples come from a standard multivariate Gaussian distribution. Since
this is a simple linear Gaussian we have that Γ−1 = Σ̃.

Figure 3.3: An example of
the LAND.

Clearly, we see that the constant C(µ,Γ) depends
on the µ and Γ. Moreover, C(µ,Γ) by its defi-
nition in Eq. 3.20 increases when the generated
samples fall into areas where the M(x) is high
i.e. away from the data manifold. Also, the
Expµ (v) as IVP is relatively fast. Additional in-
formation for C(µ,Γ) can be found in Arvanitidis
et al. [2016]. Next we show how to estimate the
maximum likelihood parameters µ,Γ. An exam-
ple of the resulting Locally Adaptive Normal Distribution (LAND) is shown in
Fig. 3.3, where actually pM(x | µ, Γ) adapts to the data.
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Let assume that we are given a finite dataset x1:N in RD with a Riemannian
metric M :M→ SD+ that captures precisely the underlying data manifold, and
a normal distribution pM(x | µ, Σ) defined over the manifoldM = RD, with
parameters µ ∈M and Σ ∈ SD+ . Therefore, we are interested in estimating the
maximum likelihood parameters, so that

µ∗,Γ∗ = argmax
µ∈M
Γ∈SD+

N∏

n=1

pM(xn | µ, Γ), (3.21)

where we assumed that data are independently and identically distributed. As
usual we use the log-likelihood, and thus we get the minimization problem

µ∗,Γ∗ = argmin
µ∈M
Γ∈SD+

1

2N

N∑

n=1

〈
Logµ (xn) ,Γ · Logµ (xn)

〉
+ log(C(µ,Γ)), (3.22)

where we actually see that we need to estimate the constant C(µ,Γ). This is a
non-convex objective function and a closed form solution does not exist, so we
rely in a gradient based optimization scheme. In particular, we optimize first µ
for fixed Γ, and then vice versa. The gradients of Eq. 3.22 are equal to

∇µ = −Γ

[
1

N

N∑

n=1

Logµ (xn)− C

C(µ,Γ) · S
S∑

s=1

m(µ,vs)vs

]
(3.23)

∇A = A

[
1

N

N∑

n=1

Logµ (xn)Logµ (xn)
ᵀ − C

C(µ,Γ) · S
S∑

s=1

m(µ,vs)vsv
ᵀ
s

]

(3.24)

where for the update of Γ we have to ensure the positive definiteness, so we
utilize the decomposition Γ = AᵀA, and we optimize with respect to the matrix
A. Also, we see that the gradient of µ is highly based on the condition number of
Γ. So we compute instead the steepest direction, which essentially preconditions
the gradient and removes the dependency on the condition number of Γ. Further
details about the optimization scheme can be found in Arvanitidis et al. [2016].

Moreover, in Eq. 3.22 we can easily distinguish two terms, the left term can be
seen as a data fitting term, while the right term as a regularizer.

Regularization
implication of the
maximum
likelihood
estimation.

Thereby, based
on the definition of C(µ,Γ) in Eq. 3.20, we see that the regularizer penalizes
the solutions where the µ is outside of the data manifold and the precision
matrices Γ→ 0D. The reasons it that the quantity m(µ,v) will be large for the
MCMC samples. So the effect in the gradients is that the µ is pulled towards
the data manifold, and the precision increases Γ to be as high as possible such
that to approximate x1:N , but also the generated MCMC samples to fall in the
data manifold.

Only for
intuition, Γ can
be seen as Σ−1.

In contrast, the data fitting term, individually, favors µ that
minimizes the distances to x1:N , and Γ→ 0D.
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Figure 3.4: Comparing
the µMLE ( ) and µLSE ( ).

From the MLE optimization problem of Eq. 3.22,
we can get the LSE for µ of Eq. 3.4, by remov-
ing the regularization term and setting Γ = ID.
However, this can lead us to suboptimal solutions.
For instance, we can have a case where the gra-
dient in Eq. 3.4 is zero, so 1

N

∑N
n=1 Logµ (xn)=0,

but which does not correspond to a local mini-
mum, but to a local maximum or a saddle point.
An example is shown in Fig. 3.4, where obviously
the µLSE is in an area where the LSE objective
1
N

∑N
n=1 dist(µ,xn)2 is maximal, but unlikely, the

gradient with respect to µ is zero. In contrast, the
corresponding MLE gradient Eq. 3.23 to be zero at the same position we need
additionally, either the m(µ,v) to be constant or theM to be fully symmetric
with respect to µ, such as m(µ,v) = m(µ,−v). The condition for symmetric
M is unrealistic in general for data manifolds, but even ifM is symmetric we
also need the ΓMLE to be aligned accordingly. The other condition that needs
m(µ,v) to be constant holds at a local minimum, when the µMLE is on the data
manifold and the MCMC samples vs fall only into the data manifold. In this
case the quantity m(µ,v) is approximately constant. So we see that the MLE
due to the regularization term avoids the suboptimal solutions.

Figure 3.5: Comparing
MLE ( ) and LSE ( ).

As regards Γ, the approaches differ significantly.
Assume that both estimators found a good local
minimum so that µMLE ≈ µLSE. Since we do
not have a proper way to estimate ΓLSE, in prac-
tice the inverse of the empirical covariance Eq. 3.6
is used. However, on M these two matrices are
related as in Eq. 3.17, so this estimator is not reli-
able, and in general underestimates the precision
or in other words overestimates the covariance.
The result is that a lot of probability mass ap-
pears on the boundaries of the data manifold. On
the other hand, the ΓMLE estimator tries to fit the data, and also to keep the
probability mass in the data manifold. Since only then, the MCMC samples
vs will fall into the data manifold, and thus, the regularization term in the
objective Eq. 3.22 will not penalize the objective. For instance, in Fig. 3.5 we
compare the covariances estimated as in Eq. 3.17, using the corresponding µ
and Γ. Here, we see that, indeed, the LSE overestimates the covariance, while
the MLE regularizes it properly. As regards the suboptimal solutions, if µMLE
is suboptimal, then one of the same conditions i.e. symmetric M or constant
m(µ,v), has to hold such that the ΓMLE to converge to a suboptimal solution.
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Therefore, the normalization constant enables us to find the MLE parameters
for the normal distributionM. The resulting probability density locally adapts
to the data, due to the shortest path distance that respects the underlying data
structure. The LAND is a proper maximum entropy distribution, and essen-
tially, can be seen as a generalization of the standard Gaussian distribution
where we replace the straight line interpolant with a more meaningful distance
measure. Furthermore, the normalization estimation enables us to introduce
also mixture of LANDs, base on the classical Expectation-Maximization algo-
rithm [Arvanitidis et al., 2016]. The reason is that the normalization is essential
to compute the responsibilities in the expectation step properly. So the LAND
is a flexible probability distribution, which has a mean and a covariance though,
and can be used to do statistical analysis when the data has a nonlinear trend.

It is important to note here that the likelihoods are not directly comparable in
between different models, since they are based on different measures. The same
holds for different Riemannian metrics M(x), since the likelihoods are related
as pM1(x)dM2(x) = pM2(x)dM2(x) for two different Riemannian metrics.

3.4 Locally Adaptive Distribution in Practice
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Figure 3.6: Nonlinear dis-
tribution approximation†.

In order to validate our theoretical argumentation
we conducted experiments on synthetic and real
data. First, we tested how efficient is the LAND
in modeling nonlinear distributions of data. So we
generated data from a known nonlinear distribu-
tion and we compared the mixture of LANDs with
the classical Gaussian mixture model (GMM)
[Bishop, 2006], and a baseline model (LS) that
is based on the LSE parameters. Note that for
the LS we utilized our method to compute the
corresponding normalization constants after esti-
mating empirically the µ, using K-means onM,
and then the Γ using the empirical covariance.
For comparison, we generated samples from the
fitted distributions, in order to compute the neg-
ative log-likelihood of these samples with respect
to the known generative distribution. In Fig. 3.6
we show the negative log-likelihood evaluation,
as well as the BIC criterion. Here, we see that
the LAND is already able only with one compo-
nent to approximate well the underlying distribu-
tion. Also, based on the BIC criterion, the LAND
prefers just one component to fit the data, while the GMM needs at least four.
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GMM mean

Figure 3.7: Nonlinear distribution approximation†.

In Fig. 3.7 we show the density function for each of the fitted models for K = 1.
Here we see that the linear model is unable to model the underlying nonlinear
distribution as it is expected. Additionally, we recognize that LSE overestimates
the covariance. Even if the µMLE ≈ µLSE the precision matrices are not simi-
lar. In particular, the ΓMLE keeps the probability mass inside the boundary of
the data manifold, while in contrast the ΓLSE assigns a lot of probability mass
outside of the boundary. Note that for the ΓLSE we used the inverse of the em-
pirical covariance, which by definition is wrong. However, this is a compromise
we do such that to have the LSE as a baseline to compare with.

LAND mixture model

LAND mean
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LS mean

Gaussian mixture model

GMM mean

Figure 3.8: Generative clustering of nonlinear clusters†.
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Figure 3.9: Shortest paths
on clusters†.

We also performed generative clustering by fitting
for each model a mixture model with two compo-
nents. From the results in Fig. 3.8 we actually see
that only the LAND is able to distinguish pre-
cisely the two clusters. Of course, the first rea-
son is that the distance of shortest paths increase
when the curve crosses the clusters, since we ex-
pect the Riemannian metric to increase in these
areas. While the second reason is that the ΓMLE
keeps the probability mass inside the boundaries
of the two data manifolds. Hence, the density
function of each mixture component reveals successfully the underlying cluster
structure.
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awake

Figure 3.10: Data repre-
sentation of the EEG signal
of one subject†.

Finally, for real data we considered electro-
encephalography (EEG) measurements of human
sleep from 10 subjects. For each subject the mea-
surement is the EEG signal overnight, and for
each 30s window a label is given that represent
the sleep stage. There are three interesting sleep
stages REM, no-REM, awake. Further, we ex-
tracted features from the raw EEG signal by ap-
plying short-time-Fourier-transform followed by
Non-Negative Matrix Factorization over the mag-
nitude of the spectrum. The coefficients of this
factorization represents the data, where we ap-
ply the clustering. An example of the results of this procedure can be seen in
Fig. 3.10, where we see that actually the data has a nonlinear underlying struc-
ture. So the task is to perform clustering on the data and evaluate the alignment
between the cluster labels and sleep stages. From the results in Table 3.1 we
see that the LAND performs better than the GMM in most of the subjects.

Table 3.1: The F-measure result for 10 subjects (the closer to 1 the better).

s001 s011 s042 s062 s081 s141 s151 s161 s162 s191

LAND 0.831 0.701 0.670 0.740 0.804 0.870 0.820 0.780 0.747 0.786
GMM 0.812 0.690 0.675 0.651 0.798 0.870 0.794 0.775 0.747 0.776

Further details considering these experiments can be found in Arvanitidis et al.
[2016]. Therefore, we have shown that the flexible locally adaptive normal dis-
tribution performs better than the standard Gaussian distribution, when the
data lie near nonlinear manifolds. Also, we have argued and shown experi-
mentally, why the empirical least squares estimates for the parameters of this
distribution are not reliable. In contrast, the proposed maximum likelihood
estimates provide a more meaningful solution which is at the same time the-
oretically supported. However, in order to be able to compute the maximum
likelihood estimates, and to have a properly normalized distribution, we need
to provide tools to estimate the normalization constant, since for data driven
manifolds an analytic solution to the constant does not exist.

The discussion in this chapter has been based on the fact that we are given a
Riemannian metric that captures precisely the underlying geometric structure
of the data. In other words, this metric is small on the data manifold and
increases in regions outside of its boundary. Clearly, the performance of the
LAND is highly based on the accuracy of the Riemannian metric. Nevertheless,
such a metric in practice has to be learned directly from the data. In the next
chapter we develop two methods, a parametric and a non-parametric, which
learn the Riemannian metric from a given finite data set.



34 Statistical Models on Riemannian Manifolds



Chapter 4

Learning Riemannian
Manifolds from Data

Figure 4.1: An example of the Rie-
mannian measure

√
|dM(x)|.

So far we have seen the benefits of having
a Riemannian metric that captures the
underlying geometry of the data. Since
this enables us to compute shortest paths
that respect this structure, which repre-
sents a more meaningful distance mea-
sure. However, we have not discussed yet
how we are able to learn this Riemannian
metric directly from a given finite data
sample. For instance, in Fig. 4.1 we show
such a dataset, where the background
color represents the measure

√
|dM(x)|

for a Riemannian metric that is estimated
from these data. In particular, the light areas imply that the metric is small,
so the shortest path will be pulled towards the data and avoid the dark regions.
Qualitatively, we see that this metric captures nicely the underlying nonlinear
structure, but there is a trade-off between how precisely the metric models the
data and its curvature. When the metric overfits the data so that it changes
very fast, we say that the curvature will be high. In contrast, if it is relatively
constant in the space, then the implied Riemannian manifold will be flat. An
illustration of these threes cases can be seen in Fig. 4.2.
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We developed two methods to learn the Riemannian metric directly from the
data based on a parametric and a non-parametric model. As regards the non-
parametric model, the evaluation of the metric at each position on the manifold
it is based on the given data and a set of hyper-parameters, and we provide a
scheme to estimate the hyper-parameters from the data, which is rather com-
putationally expensive. Such that to alleviate the issues implied by the the
non-parametric model, we propose also a parametric metric that is based on the
theory of the latent variable models. In particular, we show that the generator
of a deep generative model introduces a stochastic Riemannian metric in the
latent space, which is the pull-back metric of the underlying manifold where the
data in the ambient space lie near.

4.1 A Non-Parametric Riemannian Metric

Figure 4.2: Comparing three different Riemannian metrics on the same data.
Left : A metric with high curvature because it changes locally very fast. Middle:
This metric balances the curvature and the modeling of the geometry. Right :
Here the metric is very smooth so that the manifold is actually flat.

Assume that we are given a finite dataset x1:N ∈ RD, and we also choose our
smooth manifold to beM = RD. For this particularM we know that we have a
global chart and this is the identity map, so we can use the given x as the chart
coordinates. Earlier in Sec. 2.1.1 we saw that the Riemannian metric represents
the geometry ofM in the chart. However, here we do not have a metric yet that
captures the geometry of the data, but we have instead the chart representation
of the data. So it is reasonable to construct directly a Riemannian metric tensor
on the chart using this representation. Intuitively, this metric should scale the
distances locally on the chart, such that to decrease the distance wherever we
have data.

Therefore, let us pick one point on the chart x ∈ φ(U) = M and a point x′

infinitesimally close. Under a metric M(x) ∈ SD+ the locally scaled distance is
defined as

√
〈x′ − x,M(x)(x′ − x)〉, where locally means that M(x) is defined

∀x ∈ M. Hence, we are interested in constructing such a metric, which will
represent the local structure of the data on the chart [Hauberg et al., 2012].
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In general, we know that a covariance matrix Σ represents the linear structure
of a data sample, since it informs us how they are distributed. Additionally, the
Mahalanobis distance defined by the covariance matrix is

〈
x− y,Σ−1(x− y)

〉
,

actually scales the distances so that it brings closer the points for which the
vector x− y aligns with the principal components of the covariance.

Thus, going back to our problem, if we are able to define ∀x ∈M a local covari-
ance matrix Σ :M→ SD+ which captures the local structure or distribution of
the data, then we will be able to use its inverse such that to define a local metric
tensor. Therefore, on approach to the problem of constructing a Riemannian
metric boils down to compute a local covariance ∀x ∈M. Of course, the critical
question here is how the locality is defined?

Figure 4.3: An example of a
local Σ(x), together with two
vectors on the chart.

An illustrative example is shown in Fig. 4.3
where we show the local covariance Σ(x) ( )
for a point x ∈ M ( ). Clearly, this covari-
ance and consequently the Riemannian metric
M(x) = Σ(x)−1, captures the local geomet-
ric structure of the data, as well as of their
representation on the chart due to the choice
ofM. So we can directly apply this Rieman-
nian metric on the chart. Let two vectors on
the chart v1,v2 ∈ φ(M) = RD. Here, we
compute their lengths under this Riemannian
metric, and thus, the length 〈v1,M(x)v1〉 of
the vector v1 ( ) will decrease, while in con-
trast, the length 〈v2,M(x)v2〉 of the vector
v2 ( ) will increase. This is a desirable be-
havior of the metric, since the infinitesimal length of a curve that passes through
x and has velocity v1 will be negligible. Obviously, such a curve will follow the
underlying structure of the data, so it is reasonable to argue that this metric
captures the geometry of the data manifold.

Of course, to achieve such a nice behavior of the metric, we need to be able to
consider only the points in the local neighborhood of x such that to compute
the corresponding covariance matrix. A principled way to get information about
the neighbors of a point is to utilize a kernel [Bishop, 2006]. As kernel we define
a function w : X × X → R≥0 which outputs the similarity between two points.
This can be seen as a weighting function that gives high weight to the points
which are near to our reference point and low weight to the points which are
far. Hence, this introduces the notion of locality that we need. Thus, the points
that are assigned a high weight can be considered as the active neighbors when
computing the local covariance, while the other points can be ignored.
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Although we have proposed to use the inverse of the local covariance for the
Riemannian metric, instead, we use the inverse of the local diagonal covariance.
We do this choice for practical purposes, since with this diagonal metric we will
avoid the computation of the inverse that we need otherwise for the evaluation of
the metric at each point x. As kernel we use the classical Radial Basis Function
(RBF) kernel [Rasmussen and Williams, 2006], and thus, for a given dataset
x1:N of N points, we can evaluate the diagonal Riemannian metric x ∈M as

Mdd(x) =

(
N∑

n=1

wn(x)(xnd − xd)2 + ρ

)−1

, with wn(x) = exp

(
−‖xn − x‖22

2σ2
M

)

(4.1)

where σM ∈ R>0 is a parameter of the kernel that controls the curvature of the
metric and ρ ∈ R>0 is included to avoid zeros on the diagonal, and thus, ensure
that we get a positive definite matrix. Here, the term curvature characterizes
the rate of how fast the metric M(z) changes. Also, the ρ is in some sense a
prior that sets the metric large ρ−1ID, when we evaluate it with an x that is far
from the data manifold. Of course, by definition a metric tensor is considered
as a Riemannian metric only if it is differentiable. In our case this condition can
be easily fulfilled by choosing a weighting function wn(x) that is differentiable
with respect to x, as is the RBF kernel.

We do not need
to have access to
the implicit
function f , since
the metric gives
us all the
information we
need.

As a connection to the theory in Sec. 2.1.3, we can express this M(z) as the pull-
back metric of an implicit function f . In particular, let an unknown ambient
space Y, where the data y1:N ∈ Y lie near a nonlinear Riemannian manifold
W. We further assume that in X we have a representation x1:N together with
a function f : X → W ⊆ Y in the sense that yn = f(xn). Then, the M(x) we
defined earlier can be considered as the pull-back metric of the manifold W in
X through the function f . Note that in X = RD we know the global chart.

4.1.1 Maximum Likelihood Riemannian Metric
When σM is
small, the
variance of M(x)
will be very high,
since for two
different data
sets x1:N and
x̃1:N , the
corresponding
evaluation of
M(y) at a fixed
point y ∈M will
be potentially
very different.

Clearly, the proposed Riemannian metric of Eq. 4.1 is strongly based to the
parameter σM. More specifically, if σM is small, then to estimate the local
covariance we will use only few points near x. Consequently, for two nearby
points x,x′ ∈ M the evaluated metric will be significantly different, which
means that it changes fast. Hence, in this case we say that the M has high
curvature. In contrast, if σM is very large, then the metric will not change
essentially, and thus, the M will be considered almost as flat. Therefore, we
need to provide a systematic way to estimate the σM from the data, such that
the corresponding M(x) to capture precisely the underlying structure of the
data manifold.
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In order to estimate the σM that best models the given data x1:N , we developed
a maximum likelihood estimation scheme that is based on the previously defined
LAND model [Arvanitidis et al., 2017]. Briefly, we fit a LAND for a fixed σM,
and then we compute the log-likelihood of the data under the fitted model. We
argue that the σM which maximizes the data log-likelihood, corresponds to the
hyper-parameter of the metric that captures best the underlying data manifold.

Figure 4.4: An example
of a shortest path failure for
different σM values∗.

However, when we change the σM we have to face
two problems. The first is that for very small σM
values, the resulting M is very curved. Hence,
the ODE of Eq. 2.11 will be very unstable, and in
practice, due to numerical instabilities the solvers
fail to compute difficult shortest path problems,
so the likelihood cannot be evaluated. The sec-
ond problem is that when we change σM, the
Riemannian measure dM(x) of the correspond-
ing manifolds will be different. Therefore, the log-
likelihood will not be comparable among different
σM values.

In order to tackle the first problem where we are not able to compute the
shortest path to some of the given points x1:N , we propose to penalize the log-
likelihood for the corresponding points. We penalize the failed shortest paths by
constructing a logarithmic map that gives minimal likelihood. To construct such
a logarithmic map we need to find a direction and a length. Let vn = Logµ (xn),
then we can easily upper bound the length of the corresponding shortest path
as follows

‖vn‖2 ≤ dist(µ,xn) =

∫ 1

0

√
〈(xn − µ),M(t · xn + (1− t) · µ)(xn − µ)〉dt,

(4.2)

which is essentially the length of the straight line that connects the µ with xn.

When at least
one shortest path
fail and we use

the synthetic
logarithmic map,

then we have
actually a bound

to the true
log-likelihood.

Additionally, we need to find a direction for the logarithmic map that penalizes
even more the likelihood. Thus, if Γ is the precision of the fitted LAND, we
use as direction the eigenvector emax with maximum eigenvalue λmax so that
Logµ (xn) = emax · dist(µ,xn). Hence, the LAND log-likelihood for a σM is

L(σM) = −1

2

N∑

n=1

〈
Logµ (xn) ,ΓLogµ (xn)

〉
−N log C(µ,Γ), (4.3)

where if we cannot solve the ODE of Eq. 2.11 due to the curvature ofM, such
that to find the shortest path between µ and a point xn, we use the synthetic
logarithmic map so the

〈
Logµ (xn) ,ΓLogµ (xn)

〉
= λmax · dist(µ,xn)2. This

maximally penalizes the cases of unsolved shortest paths problems.
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Figure 4.5: Testing the
importance sampling∗.

As regards the problem with the Riemannian
measure dM(x), by the definition of M(x) for
different values of σM the quantity

√
|M(x)| eval-

uated at the same point x ∈M is not going to be
equal. Hence, the normalization constant of the
LAND, and consequently the log-likelihoods are
not comparable when σM changes. Thus, in or-
der to be able to compare the data log-likelihood
among several σM, we need to re-normalize again
the LAND with respect to the Lebesgue measure
this time. In particular, for a fixed value of σM
and using the defined Riemannian metric, we first fit a LAND model using the
scheme presented in Sec. 3.4. Then, we re-normalize this fitted LAND as

C̃(µ,Γ) =

∫

RD
exp

(
−1

2
distΓ(µ,x)2

)
dx =

∫

RD
exp

(
−1

2
distΓ(µ,x)2

)
q(x)

q(x)
dx

≈ 1

S

S∑

s=1

ws exp

(
−1

2
distΓ(µ,xs)

2

)
, xs ∼ q(x), ws =

1

q(xs)
, (4.4)

where we approximate the integral using Importance Sampling [Bishop, 2006]
with proposal distribution q(x). For the proposal distribution we use a standard
Gaussian distribution q(x) = N (x | µlinear,Σlinear), where µlinear,Σlinear are the
linear mean and covariance, respectively. With such a proposal distribution we
will generate samples xs potentially in the regions ofM where we have already
given data x1:N , so that the approximation of Eq. 4.4 will be reasonable. A
sanity check is shown in Fig. 4.5. Here, for a fitted LAND model, we use a fine
grid onM such that to discretize and we compute the integral of the normaliza-
tion in Eq. 4.4. We compare this result with the importance sampling scheme,
and we see that the two approaches agree on the result of C̃(µ,Γ). However,
choosing a good proposal distribution is in general a difficult problem. Also,
here we can resample a point xs when the shortest path cannot be computed.

4.1.2 Selection of σM for the Riemannian Metric

Thus, the penalization of the log-likelihood for the shortest paths where we do
not have the solution together with the re-normalization scheme, enables us
to make fair comparisons for different values of σM with respect to the log-
likelihood of a fitted LAND model. In Fig. 4.6 we show the mean and the
variance of the data log-likelihood for an interval of σM. For validation we
used three datasets: (1) 10 sets of generated points on the upper semi-circle in 2
dimensions including Gaussian noise, (2) the Frey faces and (3) the MNIST digit
“1”. As regards the images we utilized their projection onto the first two principal
components using PCA, and separated them into 5 and 10 folds, respectively.
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(c) MNIST digit 1

Figure 4.6: Evaluation of the σM selection based on the maximum likelihood∗.

From these results in Fig. 4.6 we can easily distinguish three regions in each
chosen interval of σM. First, for small values of σM we see that the log-likelihood
has high variance, because the curvature of the corresponding manifolds is high.
So there are a lot of cases where the true shortest path cannot be found, and thus,
the log-likelihood is penalized. We also see that when the σM becomes large the
manifold flattens out and that causes the likelihood to decrease. Interestingly,
we see that there is always a range of σM values, where the construction of
M captures the actual underlying data structure well, and in those cases we
achieve the best log-likelihood. The reason why we see this behavior is that
when the manifolds becomes flat, significant probability mass is assigned to
regions outside of the data support, while in the other case all the probability
mass is concentrated near the data resulting to higher likelihood.

Therefore, these experiments show that we are able to pick a σM based on the
proposed scheme. Even though the metric is meaningful, simple to calculate and
relatively fast, it also comes with several disadvantages. As a non-parametric
method inherits all the issues of the kernels. In particular, when dimensions
increase, then the weight function wn(x) will not behave nicely, because there
will be a lot of empty space between the data points. Hence, the estimation of
the local covariance matrix will be essentially not reliable. Also, the diagonality
improves the computational speed, but the resulting geometry is not invariant
under rotations. Since if we rotate all the given data, then the diagonal metric
is not able to compensate for this transformation. Additionally, the evaluation
of the metric does not scale with the number of data, since it is based on
the computation of the weighted sum including all the points. Finally, we the
proposed scheme to estimate σM is computationally demanding and prohibited
for proper grid search in the interval of σM values.

For these reasons, we developed a parametric method to learn the Riemannian
metric directly from the data. This metric has some advantages compared to
the non-parametric model, however, it is based on some assumptions such that
to compensate for the issue of finite data in high dimensions.
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4.2 A Parametric Riemannian Metric
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Figure 4.7: An illustrative example of the pull-back metric between the man-
ifolds W ⊂ X and M = Z. Note that without the pull-back metric theM is
just the Euclidean linear manifold?.

If f is invertible
then this can be
seen as the global
chart φ ofM.
However, this in
practice is
usually
intractable.

In this section we develop a parametric Riemannian metric that is learned di-
rectly from the data, and is inspired by the theory of the pull-back metric (see
Sec. 2.1.3). We start by giving the intuition behind our idea, using a rather
simple illustrative example.

Let a dataset x1:N ∈ X = R3, which we assume that it lies near a nonlinear
2-dimensional Riemannian manifold M ⊂ X . An example of such a dataset
with the correspondingM are shown in Fig. 4.7. Additionally, we use a linear
Euclidean manifold Z = R2, and we assume that exist a function f : Z → X
that is at least twice differentiable, such as f(Z) =M. Then, we know that the
function f induces a pull-back metric in the space Z as Mf (z) = Jf (z)ᵀJf (z),
and this metric captures the underlying geometry ofM.

In particular, since the Z is the Euclidean manifold we know that the global
chart is the identity map, and hence, the induced Mf (z) is the actual intrinsic
Riemannian metric of M. Note that the geometry of Z now is not anymore
linear, but it is distorted by the pull-back metric. Therefore, we are able to
utilize Mf (z) to compute shortest paths on Z by solving the ODE of Eq. 2.11,
which actually respect the geometry ofM.

A specific demonstration of this idea can be seen in Fig. 4.7c, where we compute
the shortest path in Z. Then, we map this curve through the f to get the
corresponding shortest path onM Fig. 4.7b. We argue that this curve is more
meaningful compared to the straight line, since onM this shortest path travels
through the same class, while the red curve violates the underlying geometric
structure ofM.
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We can generalize the previous rather simplistic scenario, such as the X = RD
and Z = Rd with d < D. Clearly, we choose Z to be initially the Euclidean
manifold, since this comes with a trivial global chart map, so we can directly
solve the Eq. 2.11 to compute shortest paths. Additionally, the induced non-
linear geometric structure is exclusively due to the intrinsic Riemannian metric
ofM. Of course, in practice we are not able to know the true intrinsic dimen-
sionality of M, so especially if the d is smaller we are able to model only a
d-dimensional submanifold onM. Also, it is unrealistic to have the function f
in prior, and thus, we should be able to learn such a function directly from the
given data. However, we need some assumptions since the sample size is finite.

In particular, a finite set of points x1:N ∈ X that lies near a manifoldM means
that probably there are parts of the space where we do not have any data. This
implies that either this region of the space X is not a part ofM or that this is
actually part ofM but we do not have any point near that. In order to remove
this arbitrariness, we will utilize stochastic functions f . The intuition is that,
wherever we have data in X the uncertainty of the map f will be low, and in
contrast, in regions where we do not have data the uncertainty will grow. Thus,
the level of this uncertainty informs us if the part of X is a part of M or not.
So in some sense, this gives us information about the topology of the manifold
M, for instance, ifM has holes or about its boundary [Hauberg, 2018].

A suitable class of models that is based on such stochastic functions f is a
subset of the notorious Latent Variable Models (LVM) [Kingma and Welling,
2014, Rezende et al., 2014, Lawrence, 2003]. Briefly, in these methods the main
task is to model a high dimensional distribution p(x) in X that generated the
given data. The basic assumption is that exist a latent space Z equipped with a
prior distribution p(z), such that together with a likelihood function pθ(x | z) the
corresponding marginal pθ(x) =

∫
Z pθ(x|z)p(z)dz can be trained to approximate

the true p(x). In general, in these models a stochastic function f is used such
as x = f(z), which actually induces the likelihood. Since we have access to the
prior p(z) in the latent space, after the training phase we are able to generate
new data from pθ(x) by sampling from the prior and using the function f . For
this reasons, these models are know as generative models as well.

The proposed metric is based on a famous deep generative model the Variational
Auto-Encoder (VAE) [Kingma and Welling, 2014, Rezende et al., 2014]. The
term deep comes from the fact that deep neural networks are used to parametrize
the likelihood pθ(x|z) [Goodfellow et al., 2016]. However, as we show later the
standard VAE does not provide directly a proper geometry in the latent space,
because of the nature of its f . Therefore, we propose a way how to manipulate
f such as the induced Mf (z) in Z to represent a proper geometrical model.
Similarly in Tosi et al. [2014] a pull-back metric has been derived in the context
of Gaussian Process Latent Variable Models (GPLVM) [Lawrence, 2003].
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4.2.1 Latent Variable Models

Let a finite set ofN points x1:N ∈ X = RD generated by an unknown probability
distribution p(x), and we further assume that the data lie near a nonlinear
Riemannian manifoldM⊂ X of unknown intrinsic dimensionality. The task of
an LVM is to model the true p(x) with a modeling distribution pθ(x), where θ
is the set of parameters to be learned.

The basic assumption in these kind of probability density modeling is that there
exist a latent space Z = Rd equipped with a prior p(z), and also a likelihood
function pθ(x|z) that implies the relation f(z) = x. Here the function f is
stochastic, and it is induced by the likelihood or the other way around. In par-
ticular, the standard VAE considers a simple prior distribution p(z) = N (0, Id),
as well as a simple likelihood function pθ(x | z) = N (x | µθ(z), ID ·σ2

θ(z)) where
the functions mean µθ : Z → X and variance σ2

θ : Z → RD≥0 are modeled by
deep neural networks with parameters θ. So in this case the stochastic function
is x = f(z) = µθ(z) +σθ(z)� ε, where ε ∼ N (0, ID), which can be interpreted
easily as follows. The µθ generates a d-dimensional surface M′ ⊂ X , so that
M′ approximates the true M, while the σθ captures the error or uncertainty
between the actual data x1:N ∈ X and its reconstruction x′ = f(z) onM′.

In principle, to learn the parameters θ we utilize a maximum likelihood es-
timation scheme. Assuming that the data are independently and identically
distributed, the likelihood becomes pθ(x1, . . . ,xN ) =

∏N
n=1 pθ(xn). Thus, we

get the maximization problem

θ∗ = argmax
θ

N∏

n=1

pθ(xn) = argmax
θ

N∑

n=1

log (pθ(xn)) ≈ argmax
θ

Ep(x)[log(pθ(x))],

(4.5)

where the marginal likelihood1is equal to pθ(x) =
∫
Z pθ(x|z)p(z)dz. Clearly,

when the likelihood is based on deep nets as is our case, this integral is an-
alytically intractable. This further implies that the true posterior pθ(z | x) is
intractable as well. Thus, we utilize an approximation technique which is known
in the literature as approximate or variational inference.

1This integral has a direct geometrical interpretation. Let p(x|z) = N (x | µ(z), αID) for
some fixed variance α > 0. Hence, we have that the mapping y = µ(z) generates a surface
M in X , and thus the integration of the marginal likelihood can be written as

p(x) =

∫
M

N (x | y, αID)pM(y)dM(y) =

∫
Z
N (x | µ(z), αID)p(z)dz,

where pM(y) is the intrinsic density on M of the degenerated distribution in X . This means
that the probability with respect to the Lebesgue measure of X is zero, since the surface does
not have any volume with respect to dx. However, the density intrinsically in M is defined,
and also from the change of variables we have that pM(y)dM(y) = p(z)dz.
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We start by defining the variational or approximate posterior distribution qφ(z|x),
and in the standard VAE this is commonly qφ(z | x) = N (z | µφ(x), Id ·σ2

φ(x)),
where the functions µφ : X → Z and σ2

φ : X → Rd≥0 are again deep neural net-
works with set of parameters φ. Then, we utilize this approximate posterior to
provide a lower bound for the marginal likelihood. More specifically, considering
an individual point x, we derive the lower bound of the marginal likelihood as

log p(x) = log

∫

Z
pθ(x|z)p(z)

qφ(z|x)

qφ(z|x)
dz ≥

∫

Z
log

(
pθ(x|z)p(z)

qφ(z|x)

)
qφ(z|x)dz

= Eqφ(z|x)[log pθ(x|z)]−KL(qφ(z|x) || p(z)) (4.6)

where we used the Jensen’s inequality log(Ep(x)[g(x)]) ≥ Ep(x)[log(g(x))]. This
lower bound is known as the Evidence Lower Bound (ELBO), and it can be
derived with two additional ways: (1) We can consider the minimization of the
distance between the marginal likelihoods KL(p(x) || pθ(x)), and (2) between the
posteriors KL(qφ(z|x) || pθ(z|x)) since the true posterior pθ(z|x) is intractable.
Hence, with the variational posterior qφ(z|x) we can provide a low dimensional
representation of the point x that is known as latent point/code.

Analyzing the lower bound of Eq. 4.6 we can easily distinguish two terms. The
first is the data fitting term that enforces good reconstructions of xn using the
latent code zn = Eqφ(z|x)[z], while the KL term can be seen as a regularizer that
pushes qφ(z|x) towards the prior p(z). Thus, we learn the parameters θ and φ
by maximizing this lower bound as

θ∗, φ∗ = argmax
θ,φ

N∑

n=1

Eqφ(z|xn)[log pθ(xn|z)]−KL(qφ(z|xn) || p(z)), (4.7)

which implies that we transformed density modeling into an optimization prob-
lem. This problem is highly nonlinear and non-convex, and it is solved with
variants of gradient descent using backpropagation. The expectations are esti-
mated using Monte Carlo, usually using only one sample. Here a technical detail
is that the variance term σθ is able to compensate for poor reconstructions of
the µθ. So one of the reasonable tricks that used in practice is to keep a fixed
small σθ while training the model, and then train this variance individually. In
Sec. 4.2.4 we discuss further this issue.

The
reparametrization
trick.

Furthermore, the random variable z that we need to estimate the expectation
is based on the parameters φ. Therefore, in order to be able to backpropagate
the corresponding gradient we utilize the reparametrization trick. This is just
a deterministic transformation z = gφ(ε) that essentially transfers the source
of randomness to ε, which should be an easy to sample distribution. In the
standard VAE case, this transformation is z = gφ(ε) = µφ(x) + σφ(x) � ε,
where ε ∼ N (0, Id). Thus, we are able to compute the gradient with respect to
φ easily and apply stochastic backpropagation in Eq. 4.7.
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Several improvements to the standard VAE have been proposed. Some of them
aim to tighten the lower bound [Burda et al., 2015], while the same argumenta-
tion holds in approaches that utilize more flexible variational posteriors which
potentially approximate better the true posterior [Rezende and Mohamed, 2015,
Kingma et al., 2016]. Also, more meaningful regularizers can be induced by us-
ing the Wasserstein distance as the measure of discrepancy between the true
and the modeling distribution [Tolstikhin et al., 2018]. Additionally, more rep-
resentative priors can be considered [Tomczak and Welling, 2018].

Figure 4.8: A low dimensional rep-
resentation in the latent space of the
points that lie nearM?.

Now let us consider a particular exam-
ple. We train a VAE on the MNIST dig-
its “0” and “1”, and in Fig. 4.8 we show
the corresponding latent representations.
Here seemingly the point B is closer to the
point C than the point A, and this is true
under the straight line distance. However,
we would expect the opposite to hold true,
since the A and B represent points from
the same class. Intuitively, we can think
of two manifoldsM0,M1 ⊂ X where the
actual data lie near i.e. the images of ze-
ros near M0 and accordingly the ones. Then, we expect the paths between
points of the same manifold to be shorter from paths between the two mani-
folds. It turns out that if we consider the theory of the pull-back metric (see
Sec. 2.1.3) we are able to have such a behavior in the space Z. Essentially, we
need a function f : Z → X such that to induce a Riemannian metric in Z, which
captures the underlying geometrical structure of the X with the manifolds.

However, in Sec. 2.1.3 when we defined the pull-back metric we assumed that the
deterministic function f is known in prior. In contrast, here we have only access
to a set of observations x1:N ∈ X together with their latent representations
z1:N ∈ Z, and additionally, the function f is stochastic due to the likelihood.
So how we are able to ensure that we capture properly the geometrical structure
of the manifolds in X ?

It turns out that the stochasticity, and in particular the uncertainty of the gen-
erator f answers nicely the first of the questions. In Fig. 4.8 we can distinguish
two regions Z1, Z2 ⊂ Z where the latent points ( ), ( ) lie respectively. Intu-
itively, we expect the uncertainty of f to increase outside of these regions, so that
the shortest paths will be pulled towards the latent codes where the uncertainty
remains small. Hence, it seems reasonable that we are able to model properly
the geometrical structure of the space X , just by considering well-behaved vari-
ance functions σθ. Therefore, we should have proper variance estimates, and
especially to avoid deterministic generators [Hauberg, 2018].
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4.2.2 Stochastic Geometry and Uncertainty

Figure 4.9: Example of
manifold sampling from a
VAE generator.

Here we consider as generator the stochastic func-
tion f(z) = µθ(z)+σθ(z)�ε, where ε ∼ N (0, ID),
but the analysis generalizes easily to any stochas-
tic function f : Z → X [Hauberg, 2018]. So hav-
ing such a generator, implies that we are able to
sample easily manifolds in the space X . How-
ever, this specific f does not introduce any corre-
lation among points in the space Z. For instance,
if we map a region Zr ⊂ Z through f(Zr), we
get a non-smooth manifold which is particularly
“spiky”. An illustrative example is shown in Fig. 4.9, where the Zr ⊂ R and the
X = R2. The Ep(ε)[f(z)] = µ(z) represents the expected manifoldMmean ( )
which is smooth, whileMsample ( ) is a sampled manifold clearly non-smooth.

Therefore, the corresponding Jacobian matrix Jf : Z → RD×d of f is a stochas-
tic as well. Of course, such a random quantity is not particularly useful when we
want to compute shortest paths based on the solution of the ODE in Eq. 2.11.
For this reason, we consider instead the expected metric

Mf (z) = Jµ(z)ᵀJµ(z) + Jσ(z)ᵀJσ(z), (4.8)

We exclude the
parameter θ to
simplify notation.

and the derivation can be found in Arvanitidis et al. [2018]. However a Rieman-
nian metric needs by definition be differentiable. This condition can be easily
fulfilled by choosing for the deep networks activation functions that are at least
twice differentiable e.g. tanh(·).

The Jacobians
represents the
rate of change of
µ,σ.

This metric has a very appealing form. The left term captures the distortion
of Z due to the nonlinear map µ(z), while the right term increases when the
µ(z) becomes uncertain. In essence, the µ(z) approximates the M ⊂ X with
a d-dimensional surface by interpolating the points x1:N ∈ X . Thus, when the
map µ(z) becomes uncertain the variance σ(z) should increase, and hence, the
quadratic term Jσ(z)ᵀJσ(z). Here, the uncertainty represents the amount of
certainty we have for the map x = f(z).

Therefore, a reasonable behavior of the generator is to increase its uncertainty
when we evaluate f in regions of Z where at least the µ(z) has not been trained.
Essentially, these are regions without latent codes, which correspond to parts of
the space X where data observations do not exist, and hence, are not parts ofM.
So a desirable behavior of the metric Mf (z) is to increase in such regions of Z
as well, because this implies that the shortest paths will avoid the corresponding
parts in X . Obviously, we expect to capture properly the geometric structure
of the underlyingM by having such a meaningful variance function σ(z).
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Here, note that we computed the expectation of the random metric, which is
not equal to the metric of the expected f . More formally, we have that

Ep(ε)[Jf (z)ᵀJf (z)] = Ep(ε)[Jf (z)]ᵀEp(ε)[Jf (z)] + Jσ(z)ᵀJσ(z), (4.9)

where the uncertainty term is added to the expected manifold’s metric, in order
to capture the actual geometry of the trueM in a proper manner.

Even if we derived a random Riemannian metric, in Tosi et al. [2014] is shown
that the variance of such metric under the L2 measure vanishes when the data
dimension goes to infinity, i.e. limD→+∞Var[Mf (z)] = 0. This result sug-
gests that the (deterministic) expected Mf (z) is a good approximation to the
underlying stochastic metric when the data dimension is large. We make this
approximation, which allows us to apply the theory of deterministic geometry
(see Chapter 2), and thus, compute shortest paths in Z.

Figure 4.10: Shortest paths
and distances in Z?.

We validate the proposed theory with an ex-
ample presented in Fig. 4.10, where we show
the latent space Z of a trained VAE with the
corresponding latent codes ( ). The back-
ground color is the Riemannian measure of

the expected metric
√
|Mf (z)|. Here we have

modeled the σθ(z) in such a way that it in-
creases when we move further from the la-
tent points. Clearly, we expect the distances
within each data manifold to be shorter than
the distances that connect points between
them. Of course, the linear distance ( ) is
not able to achieve this behavior. In contrast, the distance of the shortest path
( ) under the Mf (z) behaves desirably. Therefore, if we are able to provide
a variance function σ2

θ(z) that increases the uncertainty of f as we move fur-
ther from the latent points, then we can provide a well-behaved and reasonable
geometric structure in Z that captures the actual geometry ofM⊂ X .

Here the error
stands for the
error between a
given point x and
its reconstruction
x′ onM.

Hence, assuming that our generator is properly trained, we expect to have the
geometry nicely captured. Unfortunately, this is not the case when we model
µθ(z) and σ2

θ(z) with deep networks. The reason is that the deep networks
are powerful interpolation models, but significantly weak in extrapolation. This
directly implies that in the regions of Z where we have latent codes the generator
will be trained properly, so the µθ(z) will map points on M and σ2

θ(z) will
represent the corresponding uncertainty or error. In contrast, in regions of Z
with no latent codes the behavior of both models will be arbitrary, and thus,
the σ2

θ(z) will not assign meaningful variance to represent the uncertainty of
the mapping µθ(z). So the Mf (z) will not capture the actual geometry ofM.
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Figure 4.11: Comparison of the standard with the prosed variance estimator?.

We demonstrate the behavior of σ2
θ(z) when modeled with a deep network in

Fig. 4.11. Here we trained a VAE on the two moons dataset (see Fig. 4.11a) and
we show in Fig. 4.11c the standard deviation that is assigned to each point in
Z with log

(∑D
j=1 σj(z)

)
. There we see that the σ2

θ(z) assigns small variance
in regions with latent codes (see Fig. 4.11b) and otherwise behaves arbitrary.
Especially, as me move further from the latent codes the variance is essentially
non-informative. So we argue that this uncertainty representation is meaning-
less. Instead, we propose a counterpart for the variance function and we show
its uncertainty estimation in Fig. 4.11d, where we actually see that the assigned
variance is meaningful and informative. In particular, it is small on the latent
codes and increases as we move further, since there the µθ(z) is untrained.

For this purpose, we propose to model the inverse variance with a network that
extrapolates towards zero. This at least ensures that variance estimation is large
in regions without data. Specifically, we model the precision βψ(z) = 1

σ2
ψ(z)

,
with a Radial Basis Function (RBF) neural network [Que and Belkin, 2016]

βψ(z) = Wv(z) + ζ, vk(z) = exp
(
−λk ‖z− ck‖22

)
, k = 1, . . . ,K. (4.10)

Here ψ is the set of parameters, WD×K
>0 a matrix of positive weights that ensure

positive precision, ck ∈ Z and λk ∈ R>0 are the centers and the bandwidths of
the K radial basis functions, and ζ → 0 is a vector of positive constants to pre-
vent division by zero. Clearly, with this model the uncertainty of the generator
increases as the distance from the centers increases, and an example can be seen
in Fig. 4.11d where the behavior is as desired. Further note the increased vari-
ance between the two clusters, which captures that even interpolating between
clusters comes with a level of uncertainty.

In order to train this variance function we need to fit the parameters of the RBF
network. As we discuss in Sec. 4.2.4 a common technique in VAE is to train
the model with fixed or relatively simple variance for the generator. The main
reason is that high variance is able to compensate for wrong reconstructions,
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and hence, poor density modeling. So assuming we have already trained the
approximate posterior, we can encode the data, and use k-means to estimate
the RBF centers. Then, an estimate for the bandwidths of each kernel is

λk =
1

2


α 1

Ck
∑

zj∈Ck
‖zj − ck‖2



−1

, (4.11)

where the hyper-parameter α ∈ R>0 essentially controls the curvature of the
modeling manifold through the induced Riemannian metric, since it controls
how fast the metric changes based on the uncertainty. This is similar to the σM
parameter that we defined earlier in the non-parametric metric (see Sec. 4.1).
Since the mean function of the generator is already trained, the weights of the
RBF can be found using projected gradient descent to ensure positive weights.

Figure 4.12: Comparison of
the induced geometry?.

Therefore, such a well-behaved variance esti-
mator enables us to capture properly the ac-
tual geometry of the underlying true manifold
M ⊂ X where the given data lie near. In
Fig. 4.11 we show the Riemannian measure
of the induced expected Riemannian metric√
|Mf (z)|, of the generators in Fig. 4.11 us-

ing the standard (top panel) and the proposed
(bottom panel) variance estimator. Note that
both generators share the same mean function
µθ(z). From the result we see clearly that
only the generator with the proposed RBF
variance estimator is able to provide a well-
behaved geometry in the latent space Z that
captures the structure ofM.

In particular, in the regions of Z where there
are latent codes the metric is small, which
directly implies that shortest paths will be
pulled towards those regions. Essentially,
these regions correspond to the regions in X where the manifoldM spans and
we are given the data observations. So by computing shortest paths in Z we can
accordingly move on M. Also, we see that a “wall” appears around the latent
codes, and this can be seen intuitively as the boundary of the manifold. The
reason is that the shortest paths will not cross this boundary, and hence, the
corresponding paths in X will remain onM. Moreover, we see that in between
the clusters the measure increases as well. This means that even paths between
the two clusters entail higher distance, than paths within each cluster.
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Therefore, we can argue that the stochastic generator in some sense learns the
topology ofM as well [Hauberg, 2018]. More specifically, it defines the boundary
of the manifold and about its holes. These are regions in Z that correspond to
the parts of X without given data. In these regions the Riemannian measure
is large that prevents shortest paths to pass through. Of course, in order to
be able to learn the topology properly we need meaningful variance estimators.
In addition, we should prevent of assigning zero variance [Mattei and Frellsen,
2018], and this is property that our proposed model has by definition.

4.2.3 Generator Variance Influence on Density

Even if we proposed this meaningful variance estimator in order to capture prop-
erly the actual geometric structure ofM, such well-behaved variance estimators
are of general use. Since the VAE is a probability density modeling technique
we investigate how the proposed estimator affects the result. Essentially, the
VAE defines an infinite Gaussian mixture model as

pθ(x) =

∫

Z
pθ(x | z)p(z)dz ≈ 1

S

S∑

s=1

pθ(x | zs), zs ∼ p(z), (4.12)

where we estimated the integral using Monte Carlo. So the goal here is to
find the parameters of the mixture model that so that it fits the given data
x1:N ∈ X . In this case, each component is not characterized by a mean and
a variance, instead, we search for the parameters of the functions µθ(z),σ2

θ(z)
that define the mean and the variance for all the components. This technique
is know in literature as amortized inference.

Therefore the standard VAE model, learns the parameters θ such that some of
the mixture components pθ(x | zs) to model the given data. In particular, a given
point xn defines a small neighborhood in Z through the approximate posterior
qφ(z | xn), and thus, the generator learns from the samples zn ∼ qφ(z | xn)
to construct the components pθ(x | zn) that model locally the xn. However,
when the generator is composed by µθ(z), σ2

θ(z) which are modeled as deep
networks, we cannot guarantee how the rest of the mixture components are
defined. Especially, when the sampled latent points zs are in regions of Z where
latent codes of the given data do not exist. More specifically, these samples zs
will define mixture components pθ(x | zs) = N (x | µθ(zs), IDσ2

θ(zs)), where
the mean and the variance term are meaningless and arbitrary.

We show a constructive example in Fig. 4.13, where utilizing two disjoint regions
Z1, Z2 ⊂ Z we compute the corresponding densities p(x) =

∫
Zj
p(x | z)p(z)dz

to compare the standard VAE σ2
θ(z) and the proposed RBF σ2

ψ(z) estimators.
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Figure 4.13: Comparison of the density estimation for a point x, as well as
random samples generated in Z.

Figure 4.14: The space Z
with Z1 ( ) and Z2 ( ).

In the latent space Z we show the latent codes
of the training data ( ), and we define two re-
gions Z1 and Z2 (Fig. 4.14). In Z1 all the func-
tions µθ(z), σ2

θ(z), σ2
ψ(z) are trained, and thus,

the resulting densities are similar for both vari-
ance estimators (Fig. 4.13a,4.13b). However, in
Z2 the RBF estimator σ2

ψ(z) models much better
the density (Fig. 4.13c), while the standard σ2

θ(z)
assigns significant probability mass in parts of X
without data (Fig. 4.13d). The reason is that in
Z2 the µθ(z) is untrained and behaves arbitrary, so the centers of the corre-
sponding mixture components are not placed meaningfully. The standard σ2

θ(z)
is untrained as well, so it assigns meaningless variance to these randomly placed
components. In contrast, the RBF estimator σ2

ψ(z) assigns by definition high
variance to the samples in Z2. Therefore, the resulting density has higher total
variance, which is a more meaningful behavior.

Figure 4.15: Densities
comparison.

Now we show in Fig. 4.15 the actual density esti-
mation for both models using Eq. 4.12. Clearly,
the RBF estimator approximates better the un-
derlying density of the data in X . Also, a sig-
nificant difference is that is assigns minimal den-
sity in the parts of X where data do not exist.
This is due to the fact that some of the mixture
components will be assigned very high variance,
which is a meaningful behavior since we expect
new data to lie near the given data. In contrast,
the standard VAE assigns all the probability mass
on the given data and in the area between them.
Of course, the second is an artifact due to the ar-
bitrary behavior of µθ(z),σ2

θ(z) as explained in
the previous paragraph.
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4.2.4 The Implication of the Generator Variance

Apart from the density modeling, it turns out that the choice of the variance
estimator function of the generator affects the whole training of the VAE model.
Considering the VAE learning problem for a unique point x, we search for the
minimizer of the objective function−Eqφ(z|x)[log pθ(x | z)]+KL(qφ(z | x) || p(z)).
Here, we can distinguish three cases for the variance estimator σ2

θ(z):

Fixed value. If the variance is fixed to a small number during training, we
force the model to improve reconstructions. Since this reduces the importance
of the regularizer, the distance between qφ(z | x) and p(z) will be larger. Hence,
the compression is looser and we get less latent codes near the origin in Z. Thus,
we can have simpler generator µθ(z) due to better latent codes.

Deep network. Here increasing variance compensates for poor reconstructions.
If we assume that the network’s architecture, initialization and regularization
provide a good estimation of the variance, then we expect the KL term to enforce
compression. Thus, a lot of latent codes will concentrate near the origin in Z.
Therefore, the µθ(z) is relatively complex, since it learns to map the compressed
region near the origin onto the data manifold X . But, in regions with no latent
codes the behavior of µθ(z) and σ2

θ(z) will remain arbitrary.

Trainable parameter. A common parameter for all points and features en-
forces balance to the compression and reconstruction. We expect eventually to
converge to a small number, while in the begging helps the compression.

Fixed σθ = 0.01
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Figure 4.16: Top row : The given data ( ) with the reconstructions ( ). Bot-
tom row: The latent representation ( ) of the data.
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4.3 Latent Space Geometry in Practice

Figure 4.17: The result of k-means comparing the distance measures. For the
decision boundaries we used 7-NN classification?.

Digits Linear Riemannian

{0, 1, 2} 77.57(±0.87)% 94.28(±1.14)%
{3, 4, 7} 77.80(±0.91)% 89.54(±1.61)%
{5, 6, 9} 64.93(±0.96)% 81.13(±2.52)%

Table 4.1: The F -measure results for k-means.

Meaningful distances. In
order to validate our the-
ory, we investigate if we can
actually capture in Z the
underlying geometry of the
data manifold in X . As data
we use three sets of digits
from the MNIST, which we show in Table 4.1 we show the three sets. We
train a VAE for each set which then separate randomly into 10 subsets, such
that to perform k-means clustering for each subset in the latent space. We com-
pare the linear with shortest path distance, and we utilize the RBF variance
estimator to get a well-behaved geometry in Z. From the results in Fig. 4.17
and Table 4.1 we see that the linear distance fails to discover the clusters, while
in contrast, the clustering with the shortest paths is remarkably close to the
ground-truth solution. The reason is that the shortest paths respect the actual
geometric structure of the data in the space X , which implies that the paths
between points in the same class are shorter.

Interpolations. We train a VAE on the digits “0” and “1”, and test the differ-
ence between shortest path and linear interpolation in Z. We expect smoother
interpolation with the shortest path, since it moves on the underlyingM ⊂ X
where the data lie near. Here theM is composed by two submanifoldsM1 and
M0 where the digit “1” and “0” lie near, respectively. The results in Fig. 4.18
show that indeed the shortest path achieves smoother transformations. The
reason is that it first moves onM0 until it finds the closest connection to start
moving onM1. In contrast, the linear interpolant does not respect this struc-
ture and thus has more abrupt change. Additionally, the auto-correlation shows
how much each generated image on the path is correlated with the previous one.
Also, we observe the same behavior when we use a Convolutional Auto-Encoder
on video data (see Fig. 4.19).
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Figure 4.18: Left: the latent space Z with example interpolants. Right: auto-
correlations of shortest paths (top) and linear (bottom) samples along the curves
of the left panel. Bottom: generated images along linear (top rows) and shortest
path (bottom rows) interpolants?.

− 3 0 3

− 3

0

3

Figure 4.19: Left: the latent space Z and shortest path interpolants. Right:
samples comparing linear (top row) with shortest path (bottom row) interpola-
tion. Corresponding videos can be found here?.

https://www.dropbox.com/sh/8ncrsmhaf3x1s80/AAD-JBY-5PcZGQPzXilreSOaa?dl=0
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Figure 4.20: From left to right : the mixture models, generated samples, and
pairwise distances. Top row corresponds to the Riemannian model and bottom
row to the Euclidean model?.

Latent Probability Distributions. We fit a LANDmixture model in Z under
the induced Riemannian metric of a VAE trained on the digits “0” and “1”, which
as we see in Fig. 4.20 recovers precisely the structure of two clusters compared to
the standard linear GMM. Then, we generate images by sampling latent points
from each mixture model, where the LAND outperforms the GMM. The reason
is that the LAND generates samples in regions of Z that correspond to the
actual manifolds M0 and M1, and additionally, avoids samples in untrained
regions. Also, observing the pairwise distances we see that the shortest path
distance increases when interpolating between the two clusters, which is due to
the uncertainty of the generator in this region.

Random Walks on the Data Manifold. In order to explore the latent space,
we considered random walks accordingly. To constraint the walk in the data
support, in practice, the walk is restricted to stay inside the [−1, 1]d hypercube.
Instead, we can consider unrestricted Brownian motion under the Riemannian
metric, and we use the same unrestricted walk for the Euclidean metric. The
latent space is given by the convolutional VAE from Sec. 5.2. In Fig. 4.21 we
show an example of the walks, while in Fig. 4.22 we show the corresponding
generated images (video here). Obviously, the Euclidean random walk moves
unconstrained away from the latent codes, while the Riemannian walk stays
within this support. The reason is that the variance term in the Riemannian
metric creates a “wall” around the data support (see Fig. 4.21), which the walk
is not able to cross.
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Figure 4.21: Left: the measure in the latent space. Right: the random walks?.

Figure 4.22: The comparison of the random walks, at the steps 200, 300, 3000,
4000 and 5000?.

4.4 Riemannian Manifold Learning Discussion

In this chapter we discussed two approaches that learn the geometric structure of
the underlying manifoldM⊂ X where the data lie near. Considering the non-
parametric case, we estimate the metric utilizing the local covariance matrix that
is computed under the training data. The information of the local neighborhood
is provided by a kernel that assigns weight to the given data so that local ones are
actually used for the estimation. This classifies the method as non-parameteric.
Even though is simple and meaningful, we need to learn the hyper-parameteres
of the metric, and this can be done through maximum likelihood estimation.
However, this is a rather computationally expensive scheme for model selection.

Therefore, we presented a second parametric method to learn such a metric
that is based on deep generative models. Here we directly exploit the notion
of the pull-back metric. The idea is to learn a stochastic generator that is able
to approximate the underlying manifold M ⊂ X essentially with a surface, by
using a latent space. Thus, we are able to pull-back the intrinsic metric of this
learned surface into the latent space, where the chart map is the identity map.
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Hence, we have a pretty easy Riemannian manifold definition i.e., an Euclidean
space together with the pull-back Riemannian metric. So we are able to compute
easily the shortest paths here.

However, the accuracy of the parametric metric modeling relies of the approx-
imation of the true manifold M with the surface. Since the data are finite
we cannot expect to learn the exact function f to map f(Z) = M. For that
reason we showed that the uncertainty of the generator is able to compensate
for the sub-optimal learned functions f . So we showed how we are able to get
a well-behaved geometry in the latent space by providing meaningful genera-
tor variance estimates. Additionally, these estimates affect the actual density
modeling of the VAE which is the generative model we used for our analysis.

Of course, what remains un-answered is the method we used in order to compute
the shortest paths when we have access to the metric tensor. In both cases, the
manifold is the Euclidean manifold together with a Riemannian metric defined.
Thus, we can directly consider solving the Eq. 2.11 to find such shortest paths.
However, since the metric is learned from the data we expect to have several
instabilities, that causes some troubles to the differential equation. In the next
chapter we present a fast and robust algorithm that can be used in order to
compute shortest paths on Riemannian manifolds that learned from data.



Chapter 5

Shortest Paths on Manifolds

Figure 5.1: Comparison between
the true ( ) and the approximated
( ) shortest path, and the corre-
sponding logarithmic maps.

In the previous chapter we presented two
ways to learn a Riemannian manifold that
captures the underlying geometry of the
data. This structure enables us to com-
pute the corresponding shortest paths,
such that to apply Riemannian methods
on the data as for instance the LAND.
However, in order to compute the short-
est path between points, we need to solve
the system c̈(t) = f(c(t), ċ(t)) of nonlin-
ear ODEs in Eq. 2.11. In data learned
manifold this system lacks of an analytic
solution, and thus, we rely on numerical
solutions.

General purpose numerical solvers often
utilize the Jacobian of the ODE in order to apply a form of Newton-Raphson
method to solve the system. But when the Riemannian metric is data driven
the corresponding Jacobian is usually ill-behaved. Hence, standard solvers per-
form poorly. We propose a fixed point method that does not utilize the ODE
Jacobian. In particular, we provide a smooth approximation to the true shortest
path based on Gaussian process. For an illustrative example see Fig. 5.1.
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Note that on this
M there are
infinitely many
shortest paths
between the two
points on the
poles.

In some cases cases the shortest path on a Riemannian manifold is analytically
known. For example on the unit sphere the geodesic between two points has
a closed analytical form. Let M the D − 1 dimensional sphere embedded in
RD and two points x,y ∈ M. It is easy to show that in order to find the
geodesic i.e. the shortest path with constant speed, between the two points on
the sphere first we compute the ỹ = y−〈x,y〉x

‖y−〈x,y〉x‖2
, then the θ = cos−1(〈x,y〉) so

that the geodesic is equal to γ(t) = x cos(t ·θ)+ ỹ sin(t ·θ). This curve results to
great circles on the sphere. Also, the logarithmic map is Logx (y) = θ · ỹ and the
exponential map Expx (v) = x cos(‖v‖2)+ v

‖v‖2
sin(‖v‖), where v ∈ TxM⊂ RD

is a vector in the ambient space tangential to the sphere at the point x.

Solving the ODE
is a necessary but
not sufficient
condition to have
a shortest path.

However, in general manifolds where the Riemannian metric is learned from
data, an analytic solution for the shortest path does not exist. In particular, a
geodesic curve c(t) is given by solving the system of nonlinear ODEs in Eq. 2.11
as a Boundary Value Problem (BVP), with initial conditions c(0) = x, c(1) = y.
The resulting curve will be a geodesic between x,y ∈ M on the Riemannian
manifold M with constant speed 〈ċ(t),M(c(t))ċ(t)〉. We will write for sim-
plicity this ODE system as c̈(t) = f(c(t), ċ(t)). Moreover, as before for the
Riemannian manifold we will consider the Euclidean spaceM = RD equipped
with a Riemannian metric tensor M :M→ SD+ .

Since the analytic solution to the BVP does not exist, we use numerical solutions.
For the Initial Value Problems (IVPs) this solution is given via step-by-step
algorithms like Runge–Kutta methods, however, the BVPs cannot be solved
with such methods, and thus their solution is computationally expensive.

-1.5 -1 -0.5 0 0.5 1 1.5

-0.2

0

0.2

0.4

0.6

0.8

1

1.2

1.4

2

4

6

8

10

12

14

16

Figure 5.2: A data manifold and the
log-condition number of the Jacobian
with fixed velocity (background). High
condition numbers can cause failures to
converge for off-the-shelf solvers‡.

Moreover, data driven Riemannian
manifolds commonly entail high cur-
vature and an unstable Riemannian
metric. Since the metric is regressed
from finite data, it changes irregu-
larly fast. Additionally, the choice of
the metric modeling e.g. deep neural
networks or kernel based approaches,
can make worse this issue. Conse-
quently, the Jacobians of the ODE are
often ill-conditioned. This causes ad-
ditional problems and effort to gen-
eral purpose solvers, as they utilize
the Jacobians. An example is shown
in Fig. 5.2, where the Jacobian associated with a manifold learned from data is
highly oscillatory. In such cases, off-the-shelf ODE solvers perform poorly.
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Therefore, specialized BVP solvers that compute shortest paths on data driven
manifolds, which are fast and robust, are necessary. Here, we present a method
that is based on smoothing splines/Gaussian process regression together with
fixed-point iterations [Arvanitidis et al., 2019]. Thus, an algorithm that is sim-
ple, fast and more reliable on challenging geometries is derived. The reason is
that this method does not utilize the Jacobian which is ill-behaved and computa-
tionally expensive. The proposed solver builds upon and improves significantly
the algorithm of Hennig and Hauberg [2014]. In particular, we show how this al-
gorithm needs to be adopted to improve convergence speed and solution quality,
since in its primal form provably does not converge to the true solution.

5.1 Numerical Solutions to Boundary Value Prob-
lems

The typical approach for numerical BVP solvers is to replace the analytic so-
lution c(t) with an approximate solution c(t), which satisfies the ODE c̈(tn) =
f(c(tn), ċ(tn)) on a discrete mesh ∆ = {t0 = 0, t1, . . . , tN−1 = 1} ⊂ [0, 1] of
evaluation knots. So, these N conditions together with the boundary conditions
c(0) = x and c(1) = y result to a system of (N + 2)D nonlinear equations. So
rich enough D(N + 2)-dimensional parametric models can solve this system.

5.1.1 Systems of Equations and Parametric Models

Linear systems
of equations.

A linear system is defined as Ax = b, where A ∈ RN×n, the vector of unknowns
x ∈ Rn and b ∈ RN . Here, we say that N represents the number of equations
or conditions and n the number of unknowns, and we distinguish three cases:

• When the N = n, if the matrix A has full-rank, then it is invertible, and
thus we have a unique solution given by x = A−1b.

• When the N > n, there are infinite solutions x = A+b + (IN −A+A)w,
where w ∈ Rn is a vector of free parameters. Also, if the A has linear
independent columns, then the A+ = (AᵀA)−1Aᵀ, and if it has linear
independent rows then the A+ = Aᵀ(AAᵀ)−1.

• When the N < n the system has no feasible solution.

The solution of such a linear system can be used such that to find a parametric
function that satisfies a set of conditions. For example, let a parametric function
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c : R→ R, and we want to find its parameters such that to interpolate n points
c(tn) = yn. We chose for the parametric function c(t) =

∑K
k=1 wk · bk(t; θk),

where the basis functions {bk(t; θk)}Kk=1 define the function space e.g. smooth
functions. Here, we need to learn the basis parameters θk, as well as the weights
wk. Assume that the parameters θk are known, then we can construct the linear
system Bw = y, where Bij = bj(ti; θj). The solution of this system can be
provided if the number of conditions N is equal or higher than the number K of
basis functions. Otherwise, we cannot find a set of parameters that interpolates
the points yn, and we rely on approximate solutions in the least squares sense.

Nonlinear
systems of
equations.

Another scenario is to search for the parameters x ∈ Rn that solve a system of
nonlinear equations as g(x) = f(x) for f, g : Rn → Rn. In this case, commonly
we utilize the Newton-Raphson method in order to solve this system. In par-
ticular, first an auxiliary function F (x) = g(x) − f(x) is defined. Then, using
the Taylor’s expansion we can generate a sequence of points xi ∈ Rn, which
potentially will converge to the root x∗ of F (x∗) = 0 as

0 = F (x′) = F (x) + JF (x)(x′ − x) ⇒ JF (x)(x′ − x) = −F (x′), (5.1)

where by solving this linear system with respect to w′ we get the point i+ 1 in
the sequence. Of course, the solution of this temporary linear system is based
on the inversion of the Jacobian matrix JF (x). As we discussed in the linear
systems, if the number of conditions N is smaller than the number of unknowns
n, then this system cannot be solved. In contrast, when N = n or N > n we
can find a solution to the system and the new point in the sequence is

x′ = x− JF (x)−1F (x) or x′ = x− JF (x)+F (x), (5.2)

respectively. The convergence of the sequence to a fixed point is highly based
on the initialization, as well as, on the condition number of the Jacobian.

As before, we show with an example how we can satisfy a set of nonlinear
conditions with a parametric model. Let assume that we are given N conditions
g(c(tn)) = f(c(tn)) that a function c : R→ R needs to satisfy. Thus, we define
the nonlinear system

F (w) = g

(
K∑

k=1

wk · bk(t; θk)

)
− f

(
K∑

k=1

wk · bk(t; θk)

)
= g (Bw)− f (Bw) ,

(5.3)

where we used the same parametric function as before. Therefore, this problem
can be solved by applying the Newton-Raphson method, such that to find the
root w∗ that solves the nonlinear system. Clearly, our ability to solve the
temporary linear system relies on the number of given conditions.
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Even if this approach for solving linear and nonlinear systems with parametric
models seems natural, it comes with some difficulties. In particular, the set of the
basis functions has to chosen carefully, as well as the corresponding parameters
θk have to be learned. Therefore, poor choices of the basis function and their
parameters, prevent the solution of the problem. For instance, if two basis
functions are not linearly independent, then even in the simple linear system
scenario the matrix B is not invertible. Similarly, issues when inverting the
Jacobian in the nonlinear case may appear. However, if the basis can be chosen
successfully, then this approach can be used to solve such systems of equations.

Spline models.There is another family of parametric models that can be used to solve such
problems, known as splines Hastie et al. [2001]. A spline s : R → R is a
piecewise Mth order polynomial, which passes through a set of N control points
yn at inputs knots tn as s(tn) = yn, and is able to have continuous derivatives
up to order M − 1. One common choice is M = 3 known as the cubic spline.
For instance, a continuous quadratic spline s : [a, b]→ R can be defined as

s(t) = pn(t) = an + bn(t− tn) + ci(t− tn)2 when t ∈ [tn, tn+1], (5.4)

where the interval [a, b] = [t0, t1] ∪ · · · ∪ [tN−2, tN−1] with a = t0 ≤ t1 · · · ≤
tN−1 = b. Thus, we have a suitable way to find a function that satisfies a set of
given conditions at the knots tn by including the constraints pn(tn) = yn. For
the continuity constraint we need at the knots pn−1(tn) = pn(tn), and similarly,
we can include constraints for continuity of derivatives p′n−1(tn) = p′n(tn) in
order to provide differentiable splines. Together with condition on the boundary
knots s′′(a) = s′′(b) = 0, we are able to define systems where the number of
equations is the same as the number of unknowns.

Hence, the application to the case with linear conditions is straightforward. In
contrast, in the nonlinear case first we need to define the auxiliary function
F (w), where w is a vector containing all the parameters of the piecewise poly-
nomials, which includes all the nonlinear conditions f(s(t)) = g(s(t)) and the
constraints of the spline. Then by applying Newton-Raphson method we find
a root, which is a set of parameters that satisfies the nonlinear conditions and
the conditions of the spline.

Methodology of
state-of-the-art
BVP solvers.

General purpose BVP solvers are mainly based on the finite differences method
and the spline model. In particular, these solvers approximate the true but
unknown curve c(t) with a spline model s(t). Thus, the nonlinear conditions
now become s̈(t) = f(s(t), ṡ(t)), and usually the ODE should be satisfied on
the positions tn, tn+1, 0.5 · (tn+1 + tn). Further constraints are included to
represent the boundary conditions s(0) = x, s(1) = y and the continuity of the
derivatives. An auxiliary system is defined accordingly, where the roots are the
parameters of the spline that satisfy the differential equation at the knots. This
approach is followed by the state-of-the-art bvp5c algorithm in Matlab.
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However, in these solvers the convergence highly depends on the Jacobian of
the ODE, since this is involved in the nonlinear system of equations that needs
to be solved. In particular, Jacobians with high condition number, which is a
common problem on data learned manifolds, cause the method to fail to con-
verge. Additionally, the Jacobian on such manifolds does not have an analytic
form, so it is evaluated by a computationally expensive finite difference scheme.
Therefore, a method that is not based on the Jacobian will be more suitable for
the computation shortest paths on data driven manifolds.

5.1.2 A Fixed-Point Method for Shortest Paths

In the same spirit, we propose to approximate the true but unknown shortest
path c(t) with the posterior mean µ(t) of a Gaussian Process (GP) regressor
GP(c̃(t); µ(t), k(t, s)). Under suitable conditions on the kernel [Micchelli et al.,
2006, Rasmussen and Williams, 2006] can be proven that a solution with small
approximation error exists[Wendland, 2004, §11]. Therefore, a parametrization
has to be found i.e., a (artificial) data set D with (N + 2) data points in RD,
such that the a posterior mean to fulfill the BVP on the discretization mesh and
the boundary conditions on the boundaries of the interval ∂[0, 1] = {0, 1}.

We expect to be
able to smoothly
approximate the
true shortest path
with µ(t).

In particular, the approximate solution is modeled by the posterior mean µ(t)
of a (multi-output) Gaussian process

GP(c̃(t); µ(t),V ⊗ k(t, s)) (5.5)

with (spatial) kernel k and inter-dimensional covariance matrix V ∈ RD×D.
Considering a sufficiently partially differentiable kernel k, the implied covariance
that included the derivatives of c̃ [Rasmussen and Williams, 2006, § 4.1.1], is

cov

(
dm

dtm
c̃i(t),

dn

dsn
c̃j(s)

)
= Vij

∂m+n

∂tm∂sn
k(t, s) (5.6)

for the covariance between output dimensions i and j, derivatives m and n and
spatial inputs t and s. The same (prior) model class is used in Hennig and
Hauberg [2014], and implies the assumptions about the behavior of the curve.

Two parameters (0,x), (1,y) of the parametrization are fixed by the boundary
conditions. Further, we approximate the true accelerations c̈(tn) of the true
solution c(tn) at knot tn with the N parameters (tn, z̈n), so that z̈n ≈ c̈(tn). We
update the parameters z̈n iteratively, and thus we denote with the superscript
(i) the values at the i-th iteration. For instance, the µ(t)(i)(t) denotes the i-th
approximation, which is based on the i-th value z̈

(i)
n of the parameter z̈n.
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Figure 5.3: Step 1 : With the current estimates of z̈

(i)
∆ ( ) we generate using

the GP model Eq. 5.7, the current posterior curve µ(i) ( ) and velocities
µ̇(i) ( ). Step 2 : Then, using the proposed fixed-point update scheme Eq.
5.8, we get the updated parameters z̈

(i+1)
∆ ( ). The algorithm iterates until

‖ − f( , )‖ small enough‡.

The approximation µ(t)(i)(t) at iteration i is the predictive GP posterior

P (c̃(i)(t)) = GP(c̃(i)(t); µ(i)(t),k(i)(t, s))

G = V ⊗
([

k(∂[0, 1], ∂[0, 1]) ∂2

∂s2 k(∂[0, 1],∆)
∂2

∂t2 k(∆, ∂[0, 1]) ∂4

∂t2∂s2 k(∆,∆)

]

+ diag(0, 0,Σ, . . . ,Σ)

)

ωᵀ =
(
V ⊗

[
k(t, ∂[0, 1]) ∂2

∂s2 k(t,∆)
])

G−1

µ(i)(t) = m(t) + ωᵀvec






x−m(0)
y −m(1)

z̈
(i)
∆ − m̈(∆)



ᵀ


k(i)(t, s) = V ⊗ k(t, s)− ωᵀ
(

V ⊗
[
k(∂[0, 1], s)
∂2

∂t2 (∆, s)

])
,

(5.7)

and similarly for the velocity µ̇(t) by forming the G and ω accordingly. In
Eq. 5.7, z̈∆ ∈ RN×D represents the accelerations, and k(∂[0, 1],∆) ∈ R2×N

is the matrix of kernel evaluations at boundary points and evaluation knots
and similar for k(∂[0, 1], ∂[0, 1]), k(∆,∆) and k(∆, ∂[0, 1]). As regards the noise
matrix Σ = εID, we use a small regularization parameter ε ≈ 10−10. For this
reason we have that z̈n ≈ µ̈(tn), since the GP is essentially noise free.

Obviously, a fixed point of the mapping µ̈(i+1)(t) = f(µ(i)(t), µ̇(i)(t)) solves the
ODE, since only then the µ̈(i+1)(t) = µ̈(i)(t) and consequently z̈

(i+1)
∆ = z̈

(i)
∆ .

Also, due to the fact that the ε→ 0 we can use that µ̈(i)(∆) ≈ z̈
(i)
∆ . Hence, we

can evaluate this mapping on the mesh ∆ to get the z̈
(i+1)
∆ from the previous

estimates z̈
(i)
∆ , while forming the µ(i) and µ̇(i) requires only two matrix vector
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products. When ε 6→ 0 we have to find the parameters z̈
(i+1)
∆ by inverting the

posterior inference. So in either case, we can easily evaluate the vector field
to yield z̈

(i+1)
n = f(µ(i)(tn), µ̇(i)(tn)). This procedure is illustrated in Fig. 5.3.

The key insight is that we interpret these iterations as a fixed point search.

Algorithm 1 The proposed fixed-point method‡.

Require: BVP f(c(t), ċ(t)), hyper-parameters ∆, ε, tolerance τ
1: # Compute µ(i)(t), µ̇(i)(t) using Eq. 5.7 and z̈

(i)
∆ .

2: Define: e(i)
n ,

∥∥∥z̈(i)
n − f(µ(i)(tn), µ̇(i)(tn))

∥∥∥
2

3: z̈
(0)
n ← 0, n = 0, . . . , N − 1

4: i← 0
5: while ∃n : e

(i)
n > τ do

6: z̈∗n ← f(µ(i)(tn), µ̇(i)(tn)), n = 0, . . . , N − 1
7: for j = 0, . . . , 3 do
8: αj = 3−j

9: z̈
(∗,j)
∆ ← αj z̈

∗
∆ + (1− αj)z̈(i)

∆

10: if
∑
n e

(∗,j)
n ≤∑n e

(i)
n then

11: break
12: end if
13: end for
14: z̈

(i+1)
∆ ← z̈

(∗,j)
∆

15: i← i+ 1
16: end while
17: return GP(c(t); µ(i),k(i))

In order to find the parameters that satisfy the ODE, we suggest to apply a
Mann iteration [Mann, 1953, Johnson, 1972] process given by

z̈∗n = f(µ(i)(tn), µ̇(i)(tn))

z̈(i+1)
n = αiz̈

∗
n + (1− αi)z̈(i)

n

(5.8)

with “step sizes” αi ∈ [0, 1]. The results of Mann [1953], Johnson [1972] only
apply if αi = (i+ 1)−1, but a backtracking scheme is effective in practice.

In a similar context Bello et al. [2017] showed that this method is able to con-
verge under some conditions, however, these are difficult to verify on data driven
manifolds. Also, other convergence guarantees, which are based on the natural
norm of the Jacobian of the fixed point update, are also unrealistic because the
Jacobian of the ODE cannot be easily bounded. In general, the convergence
of the method depends on several things as the initial guess of the curve, the
step-size selection, the kernel parameters and the Jacobian of the ODE, and
does not depend on the ability of the model to approximate the true path.
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Nevertheless, even if the method converges the approximation is not always a
good representative of the true shortest path. In particular, if the true c(t)
cannot be approximated by the Reproducing Kernel Hilbert Space (RKHS) of
the GP Rasmussen and Williams [2006], then even if the ODE is satisfied on
N knots, the resulting µ(t) will not approximate the true path. The RKHS is
spanned by the {k(t, tn)}Nn=1 and intuitively induces the behavior and flexibility
of µ(t), e.g. as regards the oscillations. So the mesh ∆ size is critical for the
efficiency of the approximation. When N is large enough and the true c(t) can
be approximated sufficiently well by the RKHS of the GP, then satisfying the
ODE directly implies that we get a good approximation of the true path.

Choosing the GP components

Mean prior. For the prior mean function the most natural choice is to use the
straight line between the two boundary points µ(t) = c(0) · t + c(1) · (1 − t).
This is the shortest path when the Riemannian manifold is flat. Therefore, this
a good initial guess when the manifold does not exhibit high curvature.

Kernel choice. The kernel type implies the smoothness of the approximated
curve. Since shortest paths are expected to be relatively smooth as two times
differentiable parametric functions, a reasonable choice for the kernel is to be
smooth, e.g. squared exponential (SE), Matern, etc. Moreover, it is important
to use stationary kernels, since they treat the two boundary points equally.
For example, the non-stationary Wienner kernel is a common choice for IVPs.
However, in a BVP such a kernel is a poor fit, because if we invert the time
interval the resulting curve will be different.
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Figure 5.4: The effect of knots placements and mesh size.

Mesh. The number of knots, as well as their placement is very important for
the efficiency of the approximation, since they directly define the flexibility and
behavior of the resulting curve µ(t) through the RKHS. Intuitively, the number
of knots is related to the amount of oscillations that the approximated curve can
exhibit. Also, their placement is equally important, since it controls how fast
these oscillations can happen. Therefore, both the number and the placements
of the knots are very crucial for the model, such that to be able to find curves
which are able to capture smoothly the behavior of the true curve.
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A constructive example is shown in Fig. 5.4, where we show the behavior of µ(t)
by giving the true parameters z̈∆ = c̈(∆) for different mesh settings. The true
function is the c(t) = sin(2πt) and the boundary conditions c(0) = c(1) = 0. We
see in Fig. 5.4a that the tn = 0.5 is not a useful knot such that to capture the
behavior of c(t). Even if we place this to a more informative position tn = 0.25,
we still see in Fig. 5.4b that the behavior of c(t) is only locally captured well. In
contrast, when we use two knots even if their placement is not perfect, we see
in Fig. 5.4c that the underlying behavior of c(t) is approximated well enough.
Finally, by placing the tn in informative positions Fig. 5.4d we are able to
capture precisely the true function.

Therefore, the mesh ∆ depends on the ODE we aim to solve and can be seen
as a common hyper-parameter for each choice of kernel function. In reality, it
is difficult in prior to find informative placements, i.e. the optimal mesh ∆, so
a uniform mesh where the knots are equidistant is a rather reasonable choice.

Hyper-parameters of the kernel. In general GP regression, the hyper-
parameters of the kernel are learned using maximum likelihood [Rasmussen and
Williams, 2006]. However, in the shortest path problem the actual observations
z̈∆ are unknown, and the goal is to find a set of artificial observations such that
to solve the ODE. So learning the hyper-parameters of the kernel using these
artificial observations, especially during the learning of the artificial dataset, is
rather dangerous because this can easily lead to degenerate solutions. So a rea-
sonable choice is to keep the hyper-parameters of the kernel fixed. Intuitively,
this means that the fixed point iterations try to find a set of artificial observa-
tions, which under the fixed mesh and the fixed hyper-parameters of the kernel
are able to produce a curve that approximates the c(t) and satisfies the ODE.
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Figure 5.5: The mesh effect on shortest path problem.

Here we investigate how the mesh choice affects the shortest path approximation,
while we keep fixed the kernel and its hyper-parameters. We see in Fig. 5.5a that
using a mesh with N = 2 and the knots placed on the boundary points, the al-
gorithm is not able to find a good approximation for the true c(t). However, the
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Figure 5.6: Mesh effect.

resulting curve will satisfy the ODE at the knots
z̈n ≈ µ̈(tn) ≈ f(µ(tn), µ̇(tn)), but the z̈n 6=
c̈true(tn). Then, we use more informative place-
ments for the knots. Indeed, as we see in Fig. 5.5b
now the µ(t) captures well enough the behavior of
the c(t). Here, the z̈n ≈ c̈true(tn), but there are
not enough knots such that to satisfy the ODE
in the whole interval µ̈(t) 6= f(µ(t), µ̇(t)). Sim-
ilarly, with N = 10 the approximation gets even
better, but not yet exact. In Fig. 5.6 we see that we need N = 50 knots places
uniformly in order to capture precisely the dynamics of the true shortest path.
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Figure 5.7: Scaling for N
and D with respect to num-
ber of iterations and time‡.

Another aspect that needs to be discussed is how
the number of iterations and the time of the algo-
rithm scales with the number of knots N , as well
as the dimensionality of the Riemannian mani-
fold. So for a specific manifold, we choose a sub-
set of points and we compute the shortest paths
between them and a fixed base point. Thus, we
count the number of iterations and the time the
algorithm needs to converge, while we increase
the mesh size and the dimensionality by project-
ing it orthogonally into higher dimensions.

As we see in Fig. 5.7 the number of iterations
remains almost constant when we increase the
mesh size, while when the number of dimensions
increases the number of iterations scales sublin-
early. In principle, the number of iterations that
the algorithm needs to find a fixed point, highly
depends on the ability of the µ(t) to capture the
behavior of the true curve. More specifically, if the µ(t) in the RKHS is able to
approximate smoothly the true c(t) i.e., the function space that is spanned by
the kernel and the mesh can easily approximate the true function c(t), then only
few iterations are needed. Of course, when the dimensionality is high and the
mesh large, the algorithm needs more iterations since it has to fine tune more
parameters in a more challenging setting. Intuitively, we can think that the
algorithm needs more iterations to adapt better the parameters z̈∆ such that to
satisfy the ODE, if the c(t) cannot be approximated easily by the RKHS.

Regarding the time, as the number of dimensions and the mesh increases the
algorithms clearly needs more time to converge. Obviously, the evaluation of the
ODE in higher dimensions is more expensive, as well as it needs to be evaluated
in more knots.
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Comparison with Hennig and Hauberg [2014]

The proposed modeling of the shortest path curve as the posterior mean of a GP
regressor is a choice is similar to Hennig and Hauberg [2014], where the presented
algorithm is a proof-of-concept probabilistic numerical method [Hennig et al.,
2015] for solving boundary value problems. Actually, both models assume that
the shortest paths are smooth curves which can be approximated by a GP, and
are parametrized by the second derivative. It is also structurally similar to other
early probabilistic IVP solvers of Chkrebtii et al. [2016] and Skilling [1991].

In Hennig and Hauberg [2014] a GP prior is placed on the true curve c(t), and
the parameters z̈n represent the noisy observations of the true, but unknown,
second derivative c̈(tn). The Gaussian noise assumption gives the likelihood
p(z̈n) = N (z̈n; c̈(tn),Λn). Under the mean function of the GP prior, artificial
observations are constructed sequentially using the ODE, as well as the estimate
for Λn. Note that to estimate Λn an upper bound to the Jacobian of the ODE
is needed, but this bound for the ODEs we consider is unknown, and also,
difficult to approximate for data driven manifolds. When N observations and
noise matrices have been collected, by doing inference the approximated shortest
path is the mean of the GP posterior. Then, heuristically, they proposed to
perform S refinement steps for the observations keeping the GP fixed. Finally,
the hyper-parameters of the GP are optimized to maximize the likelihood.

Generally, the true shortest path cannot be found by the algorithm of Hennig
and Hauberg [2014]. For a sequence of parameters z̈

(i)
∆ to converge, we need the

f(µ(i)(tn), µ̇(i)(tn)) → µ̈(i)(tn) as i → ∞. Since the noise Λn = Σn 6= 0, we
have directly that µ̈(i)(tn) is not an interpolant of z̈

(i)
n (Kimeldorf and Wahba,

1970, Thm. 3.2; Kanagawa et al., 2018, Prop. 3.6). This directly implies that
even if we use the true accelerations c̈(∆) = z̈∆ for a very fine mesh ∆, the
resulting curve will not satisfy the ODE, because due to the noise term Σn of
the GP the µ(t) 6= c(t). Moreover, there is not any guarantee that even this
suboptimal approximation µ(t) will satisfy the ODE, which implies that the
fixed point requirement will be fulfilled.

A similar argumentation can be used for our model as well, since we use Σn =
Σ = εID 6= 0. However, an annealing scheme for this hyper-parameter Σ(i) =
i−1Σ has been tested, but the stability of the Gram matrix G when ε > 0 is more
beneficial than induced numerical inprecision, especially since the tolerance τ is
often considerably larger than ε. Essentially, this means that even in our model
if the true parametrization is given c̈(∆) = z̈

(i)
∆ for a very fine mesh ∆, the

µ(i)(t) ≈ c(t) since the Σ = εID 6= 0. However, as the ε→ 0 the µ(i)(t)→ c(t).
But since the error µ̈(i)(t) − f(µ(i)(t), µ̇(i)(t)) 6= 0 will be significantly smaller
that the tolerance τ of the algorithm, the solution can be seen as a fixed point.
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Even if the algorithm of Hennig and Hauberg [2014] is not able to converge prov-
ably, three insights and resulting modifications lead to our proposed method:

1. A principled scheme to determine the number of refinement steps S has not
been provided, but it is treated as a hyper-parameter that is given by the
user. Instead, we can easily check if the posterior mean µ(i)(t) fulfills the
differential equation at any point t. Therefore, this removes one redundant
hyper-parameter, and on the same time gives more confidence to the approx-
imate solution. Moreover, the error e(i)

n =
∥∥∥µ̈(i)(tn)− f(µ(i)(tn), µ̇(i)(tn))

∥∥∥
could even be used for adaptive meshes ∆(i) [Mazzia and Trigiante, 2004].

2. An universal kernel with a fine enough mesh ∆∗ is able to fit any curve [Mic-
chelli et al., 2006]. An exponential bigger mesh may be required, when the
kernel hyper-parameters are sub-optimal [Vaart and Zanten, 2011, Thm. 10].
Thus, the property of universality holds regardless of the hyper-parameters
used to find the approximation i.e., the parameters z̈∆. Therefore, tuning
hyper-parameters is purely optional and certainly does not require restarts.
Consequently, the runtime is significantly improved since Gram matrix needs
only be to inverted once. Especially, since we tested the optimization of
the hyper-parameters, after the end of the algorithm using type-II maximum
likelihood, and the improvement was negligible.

3. Moreover, simultaneous updates for all parameters z̈∆ improve significantly
the runtime, compared to coordinate-wise updates. The reason is that all
the predictive posterior µ(t) parameters can be computed only once in the
begging of the algorithm and kept fixed during the fixed point iterations, since
the mesh does not change as well. In particular, the vector ωᵀ that is used
to compute µ(t) is fixed during the iterations, and hence, the update scheme
we propose needs at every iteration (i) only two vector-vector products to
compute µ(∆) and µ̇(∆). Apart from the runtime, there is no analysis that
shows any potential benefit, such that to use coordinate-wise updates.

As regards the probabilistic interpretation, our method at the current formula-
tion does not utilizes at all the uncertainty. However, novel functionality could
be potentially induced in case that the uncertainty could be properly used, since
this has been the case in several probabilistic numerical methods [Xi et al., 2018,
Oates et al., 2017, Hauberg et al., 2015].
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5.2 Approximate Shortest Paths on Data Learned
Riemannian Manifolds

Here, we demonstrate the advantages of our method compared to the algorithm
in Hennig and Hauberg [2014] denoted in the experiments as H&H, and to
Matlab’s bvp5c. We come up with a default setting for the set of parameters
on which each method depends on. For the proposed model, the mesh ∆ size is
set ro N = 10 including the boundary points and the knots are placed uniformly.
As regards the noise term of the parameters z̈n we keep it fix to ε = 10−7. The
Squared Exponential kernel k(t, t′) = exp(−(2λ2)−1 |t− t′|2) is used, where we
fix the amplitude V in a Bayesian fashion as Hennig and Hauberg [2014], and
the length-scale λ2 ≈ 2−1 |tn+1 − tn| which provides enough degrees-of-freedom
while covering the entire interval at the same time. The mean function of the
prior is chosen to be the straight line m(t) = c(0) + t · (c(1) − c(0)), and the
derivative accordingly. As regards the method of Hennig and Hauberg [2014],
we use the same parameters as for our method. Moreover, the bounds on the
Jacobian is set to U = U̇ = 10 and only one refinement iteration is used. For the
bvp5c, we set the maximum mesh to 1000, and for the starting solution we use
uniformly 10 points on the straight line that connects the boundary points. An
approximation is considered as correct if ‖c̈(tn)− f(c(tn), ċ(tn))‖22 ≤ 0.1, ∀n.

5.2.1 Non-parametric Riemannian Manifolds

We first consider the case of Riemannian metric learning as proposed by Arvan-
itidis et al. [2016] and presented extensively in Sec. 4.1.

As it is shown in Fig. 5.8a, along the upper semi-circle we generated 200 points
and added Gaussian noise N (0, 0.01). The ρ = 0.01 is kept fixed in all the
experiments, and we set the parameter σM = 0.15. We fix the point c(0) = y
and compute the shortest path to all the given data. When the distance from
the starting point is small, we see from the results in Fig. 5.8b that all three
methods perform well, since the actual shortest path is relatively close to the
straight line. However, we see that only our method manages to find the correct
curve when distances increase, while bvp5c is not able to solve the problem, and
H&H finds too long curves. As regards the corresponding runtimes shown in
Fig. 5.8c, we see that our method remains fast even for the difficult problems,
while bvp5c is always slower and in particular for the difficult problems the mesh
size is increased to the maximum and still fails to converge. The performance of
the H&H remains almost constant, as it is actually based only on the converge
of the hyper-parameters of the GP and not on the difficulty of the shortest path.
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Figure 5.8: Left : Generated data on a semi-circle, together with some chal-
lenging geodesics computed by our method, and a point y. Middle: The curve
lengths of the geodesics between the given data and the point y, on the hori-
zontal axis we have the point index, and the vertical lines represent the failures
of the bvp5c to converge. Right : The corresponding runtimes of the methods‡.
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Figure 5.9: Failed geodesics‡.

Next, three datasets of 400 points each
were generated (see Fig. 5.9). For the first
two we flip/translate the lower part of a
circle, and the third is a sphere in R3.
Then, we add Gaussian noise N (0, 0.01)
and standardize to zero mean and unit
variance each dimension. We keep ρ =
0.01 and σM = 0.15, which increases the
curvature, so we increase the flexibility of
the methods. For the proposed model and H&H we set N = 50, and the
maximummesh size of bvp5c was set to 5000. For each dataset we pick randomly
40 points, and compute the pairwise distances. The results in Fig. 5.9 show that
our method manages to solve almost all of the problems, while bvp5c fails in
almost half of them. Since H&H is not designed to converge to the correct
solution is expected to fail in many cases.
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Figure 5.10: Scalability in higher
dimensions and failures‡.

We also tested the scalability of the meth-
ods in higher dimensions. We generate
1000 points on a semi-circle in 2 dimen-
sions, and standardized to zero mean and
unit variance. We keep fixed a point y
and a subset S of 100 points. Then, an
orthogonal basis is constructed to project
the data in RD for every D = [2, 5, 10, 20],
where we standardize the data again and
add Gaussian noise N (0, 0.01). For each
D we compute the shortest path y and
the subset S. Note that σM = 0.25 is
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kept fixed, so as the dimensions increase the sparsity of the data increase, and
so does the curvature of the manifold. The average runtime is shown in Fig. 5.10
for every D and the percentage of failures for each method. Even if the cur-
vature increases, our method remains fast in higher dimensions. In contrast,
the bvp5c fails more often so the runtime increases. H&H remains fast, but the
criterion for a solution to be correct is almost never met.
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Figure 5.11: Likelihoods for
the mixtures of LANDs‡.

Further, using the three models we fitted a
mixture of LANDs (see Sec. 3.4) on the two
moons dataset. Here the curvature is in-
creased, since we fix σM = 0.1 because we
want the metric to capture precisely the un-
derlying structure of the data. We see from
results in Fig. 5.11 that the proposed solver
faster achieves higher log-likelihood. More-
over, it manages to run more iterations (dots
in the figure) than the other methods, in the
same time interval.

5.2.2 Parametric Riemannian Manifolds

We also consider the case of pull-back Riemannian metric induced by a genera-
tive model as proposed by Arvanitidis et al. [2018] and presented in Sec. 4.2.

We construct the data by generating points on the upper half of a 2-dimensional
sphere in R3, and then, we add Gaussian noise N (0, 0.01) and scale the points
in the interval [−1, 1]3. We train a VAE on the data, and the generator is a
deep network with two hidden layers and 16 units per layer, the softplus as
activation functions, and tanh for the output layer. The dimension of the latent
space is 2, and we show the encoded data and the computed shortest paths
in Fig. 5.12a. Surprisingly, the 3 paths differ significantly, and the estimated
lengths are: proposed (2.52), bvp5c (3.65) and H&H (3.30). Clearly, the shortest
path is found only by our model, which is a particularly curved but the second
derivative remains relatively smooth, while bvp5c finds a simpler curve with
larger length. The reason is that our method prefers curves with smoother
second derivative, while bvp5c prefers solutions where the curve is smoother.
To analyze this behavior we choose randomly 50 points and compute all pairwise
distances. We see that the proposed method manages to find always the shortest
path (Fig. 5.12b), while the other methods provide a suboptimal solution when
the distances increase. As regards the runtimes (Fig. 5.12c) we observe that
in simple problems our method is faster, and has only a small overhead in the
difficult problems, however, it manages always to find the shortest path.
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Figure 5.12: Left : The latent space together with the computed geodesics
between two points. Middle: The curve lengths, on the x axis we show the
curve length of the proposed model. The results are sorted with respect to our
model. Right : The corresponding runtimes‡.
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Figure 5.13: Runtimes‡.

Finally, we generated in R3 a 2-dimensional
sphere, we moved the upper half by 1, we
added Gaussian noise and scaled the data to
[−1, 1]3. Here, in the hidden layers, instead of
softplus we use tanh activation functions,
which implies that the curvature increases.
Again the dimension of the latent space is
chosen to be 2. We compute the shortest
paths between a randomly chosen point, and
100 randomly chosen points. The results in
Fig. 5.13 show that when the distance be-
tween points of the same semi-sphere is computed, the runtimes of our method
and bvp5c are comparable, but ours is relatively faster. In contrast, the run-
times increase significantly when the points belong in different semi-spheres.
The fact is that the curvature increases dramatically, when we cross parts of
the latent space where the generator is uncertain. Hence, the problem becomes
more difficult to be solved. Therefore, many problems cannot be solved (dots
in figure), but even in this challenging scenario our model is more robust.

5.3 Limitations and Improvements

The conducted experiments show that the proposed fixed point algorithm, com-
bined with the GP modeling for the approximant, constitutes a very effective
way to compute shortest paths on data learned Riemannian manifolds. More
specifically, this relatively simple method is both faster and more robust than
off-the-shelf general purpose ODE solvers. The main reason is that it does not
utilize the Jacobian of the ODE which is often ill-condition on such manifolds.
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Apart from the obvious benefits there are some limitations, as well as potential
improvements that can be taken under consideration. The most critical issue is
the convergence of the method. Of course, in general it is difficult to provide
convergence guarantees for BVP problems, since the solutions depends highly on
the initial guess i.e., how close is the initial guess to the true solution. However,
assuming that the initial guess is relatively meaningful, some conditions can be
given regarding the ODE, the step-size and the kernel parameters, which we
can be combined in order to provide convergence guarantees for the fixed point
iterations. In particular, a fixed point scheme xi+1 = F (xi) is able to converge
to a solution x∗, if the spectral radius of the Jacobian matrix JF (x∗) on the
solution x∗ i.e., the maximum absolute eigenvalue of a symmetric matrix, is
smaller than 1 and the starting point x0 is in the neighborhood of x∗ [Bertsekas,
1999]. Based on this fact, more clever step-size selection schemes can potentially
improve the convergence of the algorithm [Gidel et al., 2019].

Another critical issue is the quality of the approximation. In particular, in
the current algorithm we are not sure even after the convergence, if the result-
ing solution is a representative approximation of the true shortest path. More
specifically, if the RKHS of the GP is not large enough so that to be able to ap-
proximate smoothly the true path, then the resulting curve is just a sub-optimal
solution. As we discussed we can increase the capacity of the RKHS by increas-
ing the mesh size. However, this will have a negative effect on the runtime,
since more parameters have to be found, as well as more ODE evaluations will
be needed. Hence, a systematic way to choose the mesh is of particular interest.

A potential solution regarding the mesh size issue is to provide an adaptive mesh
scheme. For instance, a straightforward idea is to add more knots in parts where
the error

∥∥∥µ̈(i+1)(tn)− f(µ(i)(tn), µ̇(i)(t))
∥∥∥

2
is large. This implies that the mesh

size will increase dynamically, and consequently, the capacity of the RKHS as
well. Another potential benefit of such an approach is that we might be able to
avoid re-evaluating the ODE at positions with extremely high magnitude, which
will help the convergence of the algorithm.

Moreover, the modeling of the approximate solution with the predictive GP
posterior implies that we can have direct access to the uncertainty inherited by
the process. But, in the current modeling the uncertainty is fixed and negligible
since ε → 0. However, a more sophisticated model could potentially use the
uncertainty in an active manner. For instance, instead of increasing the mesh
size, which will increase the runtime, we could increase the uncertainty of the
curve at the knots where the approximation error is large. However, such an
approach must be treated carefully, since uncontrollable increase of uncertainty
might lead the model to converge to the prior.
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Finally, it should be mentioned here that the presented approach for computing
shortest paths has been inspired by the probabilistic numerical algorithm of
Hennig and Hauberg [2014]. Nevertheless, with the current formulation and due
to the fact that the uncertainty of the model is kept fixed and is not calibrated
during the fixed-point iterations, we cannot consider the proposed method as a
proper probabilistic numerical algorithm [Hennig et al., 2015, Cockayne et al.,
2017, Xi et al., 2018, Cockayne et al., 2018, Chkrebtii et al., 2016, Mahsereci
and Hennig, 2015, Schober et al., 2014]. Future improvements though can turn
the solver into a proper probabilistic numerics algorithm. Obviously, the most
important is to be able to quantify the uncertainty of the approximate solution
based on the ODE. Additionally, some potential further extensions which are
related to the quantified uncertainty are the dynamic mesh selection, as well as
the step size choice for the fixed-point update step.
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Chapter 6

Conclusion

The main idea that has been discussed in this thesis is about the distance mea-
sure between two points. In particular, in machine learning one of the most
common assumptions is that the given data lie near a lower-dimensional mani-
fold into the high dimensional ambient space. Therefore, a natural choice is to
use distances that respect this underlying geometric structure. These distances
are the so called shortest paths, which are curves that follow the constraints
implied by the manifold. Thus, in the context of this project, we investigated
several topics around this idea. Briefly, we developed techniques to learn Rie-
mannian manifolds directly from given data, so that to be able to compute
shortest paths. We showed how statistical models can be directly extended on
these data driven manifolds, which gives rise to more flexible adaptive distribu-
tions. Also, we presented a method to compute such shortest paths efficiently.

In each chapter the relevant theory of each topic is presented, and together with
the contributed papers we showed how this theory can be applied in practice.
Also, a comprehensive view of applied differential geometry from a machine
learning perspective has been included, such that to make the theory and the
rather abstract principles of differential geometry more accessible. Therefore,
this project constitutes a holistic approach as regards the manifold learning.
Since all the relevant theory, as well as the practical tools have been presented,
which enables us to apply continuous models on data driven nonlinear spaces.
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6.1 Discussion

Apart from the topics that have been covered in this thesis, there are still several
open questions regarding to Riemannian geometry in machine learning.

• The most critical question that needs to be answered is: Are we able to
learn the geometry of the underlying manifold when we are given only a
set of finite data? Here, in Chapter 4 we presented two ways to learn a
Riemannian metric from the data, such that to transform the Euclidean
space into a Riemannian manifold. However, both of these techniques have
clear drawbacks. In particular, the non-parametric method Sec. 4.1 suffers
from the disadvantages of the utilized kernel as for example the curse of
dimensionality, as well as the choice of the kernel parameters. Moreover,
this metric is not invariant to affine transformations due the fact that
we use only a diagonal metric for computational speed. The parametric
metric Sec. 4.2 is a more reasonable choice, especially when the data lie
in high dimensional ambient spaces. The huge advantage of this approach
is that we are able to learn the Riemannian metric in the latent space
directly and almost for free, just by training a VAE with the proposed
uncertainty estimator. Also, this metric is invariant to reparametrizations
of the latent space, since the generator is able to compensate for such
transformations. However, the defect of this technique is the ability to
quantify properly the uncertainty of the generator. We presented an ad-
hoc solution utilizing the radial basis function network, but more rigorous
solutions are of particular interest.

• Although, deep generative models provide a straightforward way to cap-
ture the geometry of the manifold, there is an implication that makes this
approach hard to use. In order to formulate the ODE of the shortest
pat (see Eq. 2.11) we need access to the Jacobian of the generator, as
well as the partial derivatives of these Jacobians such that to compute
the derivative of the metric. When the generators are very deep or/and
include convolutions, it is particularly difficult to compute the Jacobian
and the derivatives analytically. Moreover, in automatic differentiation
the computation of the Jacobian usually is not provided. Therefore, we
need approaches that compute the shortest path without utilizing the cor-
responding ODE. For instance, we can parametrize the curve as we did in
Sec. 5.1.2, and then directly optimize the discretization of the expected en-

ergy
∫ 1

0

∥∥∥ḟ(c(t))
∥∥∥

2

2
dt using finite differences. This procedure can be done

using automatic differentiation. However, this give only access to the log-
arithmic map, and a clever way to compute the exponential map is needed
as well. Otherwise, a more theoretical solution is to model the generator
in such a way that the Jacobians have an easy to compute appealing form.
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• Another direct consequence of the considered deep generative model is
that the manifold is actually stochastic. In Sec. 4.2 we showed how we
can use the expected metric in the latent space, such that to be able to
compute shortest paths. However, it turns out that such paths which
minimize essentially the expected energy, actually, minimize the average
of the expected length together with the curve variance. Further, we
discussed that a sampled manifold from this generator is non-smooth.
So, does the shortest path make sense on such a non-smooth manifold?
Instead, what should we do in order to provide smooth manifolds using
these kind of generators? Moreover, we utilized the volume element of the
expected metric

√
detE[M] that is different from the expected measure

E[
√

det M], which probably has a strong impact when integrating with
respect to dM(x). These questions has been also asked in Hauberg [2018].

• In this thesis we showed how somebody can learn the geometry of the
manifold by training a deep generative model, and how this can be uti-
lized afterwards. However, including the geometry into the learning of the
generative process, is an aspect that has to be taken under consideration.
For instance, we could try to use as the prior in the VAE the LAND model.

• As regards the LAND, several algorithmic improvements can take place.
For example, more sophisticated techniques to estimate the normalization
constant, better step size selections, etc. Moreover, currently we are able
to generate samples from the LAND only by using the Metropolis-Hastings
algorithm, and by considering the pM(x | µ,Γ) simply as a distribution
on RD. However, the density on the tangent space is proportional to
the linear normal distribution multiplied by the volume element of the
manifold dM(x). This implies that if pM(x | µ,Γ) > 0 only in the parts
ofM where the measure is almost constant, then we can generate samples
onM simply by mapping normally generated samples on the tangent space
using the exponential map onM. Of course, this is currently an intuitive
and empirical observation and further studying is necessary.

• As regards the proposed shortest path solver, we discussed several of its
limitations, as well as some potential ways for improvement. Especially,
the conditions that guarantee convergence of the fixed point iterations are
of particular interest. This implies that we might have to increase dynam-
ically the RKHS e.g., by increasing the mesh, or even to choose better
step sizes. Also, the uncertainty calibration seems to be an interesting
and reasonable approach. Nevertheless, it is not clear how this can be
achieved, as well as what this uncertainty and the corresponding random
shortest paths will actually represent.
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The conclusion of this thesis is that we should consider the underlying geometry
of the data manifold in machine learning models, by utilizing the corresponding
shortest paths. However, there are still several questions to be answered.
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Abstract

The multivariate normal density is a monotonic function of the distance to the mean,
and its ellipsoidal shape is due to the underlying Euclidean metric. We suggest to
replace this metric with a locally adaptive, smoothly changing (Riemannian) metric
that favors regions of high local density. The resulting locally adaptive normal
distribution (LAND) is a generalization of the normal distribution to the “manifold”
setting, where data is assumed to lie near a potentially low-dimensional manifold
embedded in RD. The LAND is parametric, depending only on a mean and a
covariance, and is the maximum entropy distribution under the given metric. The
underlying metric is, however, non-parametric. We develop a maximum likelihood
algorithm to infer the distribution parameters that relies on a combination of
gradient descent and Monte Carlo integration. We further extend the LAND to
mixture models, and provide the corresponding EM algorithm. We demonstrate
the efficiency of the LAND to fit non-trivial probability distributions over both
synthetic data, and EEG measurements of human sleep.

1 Introduction

The multivariate normal distribution is a fundamental building block in many machine learning
algorithms, and its well-known density can compactly be written as

p(x | µ,Σ) ∝ exp

(
−1

2
dist2Σ(µ,x)

)
, (1)

where dist2Σ(µ,x) denotes the Mahalanobis distance for covariance matrix Σ. This distance measure
corresponds to the length of the straight line connecting µ and x, and consequently the normal
distribution is often used to model linear phenomena. When data lies near a nonlinear manifold
embedded in RD the normal distribution becomes inadequate due to its linear metric. We investigate
if a useful distribution can be constructed by replacing the linear distance function with a nonlinear
counterpart. This is similar in spirit to Isomap [21] that famously replace the linear distance with a
geodesic distance measured over a neighborhood graph spanned by the data, thereby allowing for
a nonlinear model. This is, however, a discrete distance measure that is only well-defined over the
training data. For a generative model, we need a continuously defined metric over the entire RD.

Following Hauberg et al. [9] we learn a smoothly changing metric that favors regions of high density
i.e., geodesics tend to move near the data. Under this metric, the data space is interpreted as a
D-dimensional Riemannian manifold. This “manifold learning” does not change dimensionality, but
merely provides a local description of the data. The Riemannian view-point, however, gives a strong
mathematical foundation upon which the proposed distribution can be developed. Our work, thus,
bridges work on statistics on Riemannian manifolds [15, 23] with manifold learning [21].

We develop a locally adaptive normal distribution (LAND) as follows: First, we construct a metric
that captures the nonlinear structure of the data and enables us to compute geodesics; from this, an
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Figure 1: Illustration of the LAND using MNIST images of the digit 1 projected onto the first 2
principal components. Left: comparison of the geodesic and the linear distance. Center: the proposed
locally adaptive normal distribution. Right: the Euclidean normal distribution.

unnormalized density is trivially defined. Second, we propose a scalable Monte Carlo integration
scheme for normalizing the density with respect to the measure induced by the metric. Third, we
develop a gradient-based algorithm for maximum likelihood estimation on the learned manifold. We
further consider a mixture of LANDs and provide the corresponding EM algorithm. The usefulness
of the model is verified on both synthetic data and EEG measurements of human sleep stages.

Notation: all points x ∈ RD are considered as column vectors, and they are denoted with bold
lowercase characters. SD++ represents the set of symmetric D ×D positive definite matrices. The
learned Riemannian manifold is denotedM, and its tangent space at x ∈M is denoted TxM.

2 A Brief Summary of Riemannian Geometry

We start our exposition with a brief review of Riemannian manifolds [6]. These smooth manifolds are
naturally equipped with a distance measure, and are commonly used to model physical phenomena
such as dynamical or periodic systems, and many problems that have a smooth behavior.

Definition 1. A smooth manifoldM together with a Riemannian metric M :M→ SD++ is called
a Riemannian manifold. The Riemannian metric M encodes a smoothly changing inner product
〈u,M(x)v〉 on the tangent space u,v ∈ TxM of each point x ∈M.

Remark 1. The Riemannian metric M(x) acts on tangent vectors, and may, thus, be interpreted as
a standard Mahalanobis metric restricted to an infinitesimal region around x.

The local inner product based on M is a suitable model for capturing local behavior of data, i.e.
manifold learning. From the inner product, we can define geodesics as length-minimizing curves
connecting two points x,y ∈M, i.e.

γ̂ = argmin
γ

∫ 1

0

√
〈γ′(t),M(γ(t))γ′(t)〉dt, s.t. γ(0) = x, γ(1) = y. (2)

Here M(γ(t)) is the metric tensor at γ(t), and the tangent vector γ′ denotes the deriva-
tive (velocity) of γ. The distance between x and y is defined as the length of the
geodesic. A standard result from differential geometry is that the geodesic can be found
as the solution to a system of 2nd order ordinary differential equations (ODEs) [6, 9]:

x

y = Expx(v)

v = Logx(y)
γ(t)

Figure 2: An illustration of the ex-
ponential and logarithmic maps.

γ′′(t) = −1

2
M−1(γ(t))

[
∂vec[M(γ(t))]

∂γ(t)

]ᵀ
(γ′(t)⊗ γ′(t))

(3)

subject to γ(0) = x, γ(1) = y. Here vec[·] stacks the columns
of a matrix into a vector and ⊗ is the Kronecker product.

This differential equation allows us to define basic operations on
the manifold. The exponential map at a point x takes a tangent
vector v ∈ TxM to y = Expx(v) ∈ M such that the curve
γ(t) = Expx(t · v) is a geodesic originating at x with initial

2



velocity v and length ‖v‖. The inverse mapping, which takes y to TxM is known as the logarithm
map and is denoted Logx(y). By definition ‖Logx(y)‖ corresponds to the geodesic distance from
x to y. These operations are illustrated in Fig. 2. The exponential and the logarithmic map can
be computed by solving Eq. 3 numerically, as an initial value problem (IVP) or a boundary value
problem (BVP) respectively. In practice the IVPs are substantially faster to compute than the BVPs.

The Mahalanobis distance is naturally extended to Riemannian manifolds as dist2Σ(x,y) =
〈Logx(y),Σ

−1Logx(y)〉. From this, Pennec [15] considered the Riemannian normal distribution

pM(x | µ,Σ) =
1

C exp
(
−1

2
〈Logµ(x),Σ

−1Logµ(x)〉
)
, x ∈M (4)

and showed that it is the manifold-valued distribution with maximum entropy subject to a known
mean and covariance. This distribution is an instance of Eq. 1 and is the distribution we consider in
this paper. Next, we consider standard “intrinsic least squares” estimates of µ and Σ.

2.1 Intrinsic Least Squares Estimators

Let the data be generated from an unknown probability distribution qM(x) on a manifold. Then it is
common [15] to define the intrinsic mean of the distribution as the point that minimize the variance

µ̂ = argmin
µ∈M

∫

M
dist2(µ,x)qM(x)dM(x), (5)

where dM(x) is the measure (or infinitesimal volume element) induced by the metric. Based on the
mean, a covariance matrix can be defined

Σ̂ =

∫

D(µ̂)

Logµ̂(x)Logµ̂(x)
ᵀqM(x)dM(x), (6)

where D(µ̂) is the domain over which Tµ̂M is well-defined. For the manifolds we consider, the
domain D(µ̂) is RD. Practical estimators of µ̂ rely on gradient-based optimization to find a local
minimizer of Eq. 5, which is well-defined [12]. For finite data {xn}Nn=1, the descent direction is
proportional to v̂ =

∑N
n=1 Logµ(xn) ∈ TµM, and the updated mean is a point on the geodesic

curve γ(t) = Expµ(t · v̂). After estimating the mean, the empirical covariance matrix is estimated
as Σ̂ = 1

N−1
∑N
n=1 Logµ̂(xn)Logµ̂(xn)

ᵀ. It is worth noting that even though these estimators are
natural, they are not maximum likelihood estimates for the Riemannian normal distribution (4).

In practice, the intrinsic mean often falls in regions of low data density [8]. For instance, consider
data distributed uniformly on the equator of a sphere, then the optima of Eq. 5 is either of the poles.
Consequently, the empirical covariance is often overestimated.

3 A Locally Adaptive Normal Distribution

We now have the tools to define a locally adaptive normal distribution (LAND): we replace the
linear Euclidean distance with a locally adaptive Riemannian distance and study the corresponding
Riemannian normal distribution (4). By learning a Riemannian manifold and using its structure to
estimate distributions of the data, we provide a new and useful link between Riemannian statistics
and manifold learning.

3.1 Constructing a Metric

In the context of manifold learning, Hauberg et al. [9] suggest to model the local behavior of the data
manifold via a locally-defined Riemannian metric. Here we propose to use a local covariance matrix
to represent the local structure of the data. We only consider diagonal covariances for computational
efficiency and to prevent the overfitting. The locality of the covariance is defined via an isotropic
Gaussian kernel of size σ. Thus, the metric tensor at x ∈ M is defined as the inverse of a local
diagonal covariance matrix with entries

Mdd(x) =

(
N∑

n=1

wn(x)(xnd − xd)2 + ρ

)−1
, with wn(x) = exp

(
−‖xn − x‖22

2σ2

)
. (7)
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Here xnd is the dth dimension of the nth observation, and ρ a regularization parameter to avoid
singular covariances. This defines a smoothly changing (hence Riemannian) metric that captures the
local structure of the data. It is easy to see that if x is outside of the support of the data, then the
metric tensor is large. Thus, geodesics are “pulled” towards the data where the metric is small. Note
that the proposed metric is not invariant to linear transformations.While we restrict our attention to
this particular choice, other learned metrics are equally applicable, c.f. [22, 9].

3.2 Estimating the Normalization Constant

The normalization constant of Eq. 4 is by definition

C(µ,Σ) =

∫

M
exp

(
−1

2
〈Logµ(x),Σ

−1Logµ(x)〉
)
dM(x), (8)

where dM(x) denotes the measure induced by the Riemannian metric. The constant C(µ,Σ) depends
not only on the covariance matrix, but also on the mean of the distribution, and the curvature of the
manifold (captured by the logarithm map). For a general learned manifold, C(µ,Σ) is inaccessible in
closed-form and we resort to numerical techniques. We start by rewriting Eq. 8 as

C(µ,Σ) =

∫

TµM

√∣∣M(Expµ(v))
∣∣ exp

(
−1

2
〈v,Σ−1v〉

)
dv. (9)

In effect, we integrate the distribution over the tangent space TµM instead of directly over the
manifold. This transformation relies on the fact that the volume of an infinitely small area on
the manifold can be computed in the tangent space if we take the deformation of the metric into
account [15]. This deformation is captured by the measure which, in the tangent space, is dM(x) =√∣∣M(Expµ(v))

∣∣dv. For notational simplicity we define the function m(µ,v) =
√∣∣M(Expµ(v))

∣∣,
which intuitively captures the cost for a point to be outside the data support (m is large in low density
areas and small where the density is high).

Intrinsic
Least
Squares

LAND

Figure 3: Comparison of
LAND and intrinsic least
squares means.

We estimate the normalization constant (9) using Monte Carlo inte-
gration. We first multiply and divide the integral with the normaliza-
tion constant of the Euclidean normal distributionZ =

√
(2π)D |Σ|.

Then, the integral becomes an expectation estimation problem
C(µ,Σ) = Z · EN (0,Σ)[m(µ,v)], which can be estimated numer-
ically as

C(µ,Σ) ' Z
S

S∑

s=1

m(µ,vs), where vs ∼ N (0,Σ) (10)

and S is the number of samples on TµM. The computationally
expensive element is to evaluatem, which in turn requires evaluating
Expµ(v). This amounts to solving an IVP numerically, which is
fairly fast. Had we performed the integration directly on the manifold (8) we would have had to
evaluate the logarithm map, which is a much more expensive BVP. The tangent space integration,
thus, scales better.

3.3 Inferring Parameters

Assuming an independent and identically distributed dataset {xn}Nn=1, we can write their joint
distribution as pM(x1, . . . ,xN ) =

∏N
n=1 pM(xn |µ,Σ). We find parameters µ and Σ by maximum

likelihood, which we implement by minimizing the mean negative log-likelihood

{µ̂, Σ̂} = argmin
µ∈M

Σ∈SD++

φ (µ,Σ) = argmin
µ∈M

Σ∈SD++

1

2N

N∑

n=1

〈Logµ(xn),Σ
−1Logµ(xn)〉+ log (C(µ,Σ)) .

(11)

The first term of the objective function φ :M×SD++ is a data-fitting term, while the second can be
seen as a force that both pulls the mean closer to the high density areas and shrinks the covariance.
Specifically, when the mean is in low density areas, as well as when the covariance gives significant
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Algorithm 1 LAND maximum likelihood

Input: the data {xn}Nn=1, stepsizes αµ, αA

Output: the estimated µ̂, Σ̂, Ĉ(µ̂, Σ̂)
1: initialize µ0,Σ0 and t← 0
2: repeat
3: estimate C(µt,Σt) using Eq. 10
4: compute dµφ(µt,Σt) using Eq. 12
5: µt+1 ← Expµt(αµdµφ(µ

t,Σt))

6: estimate C(µt+1,Σt) using Eq. 10
7: compute∇Aφ(µ

t+1,Σt) using Eq. 13
8: At+1 ← At − αA∇Aφ(µ

t+1,Σt)
9: Σt+1 ← [(At+1)ᵀAt+1]−1

10: t← t+ 1

11: until
∥∥φ(µt+1,Σt+1)− φ(µt,Σt)

∥∥2
2
≤ ε

probability to those areas, the value of m(µ,v)
will by construction be large. Consequently,
C(µ,Σ) will increase and these solutions will be
penalized. In practice, we find that the maximum
likelihood LAND mean generally avoids low den-
sity regions, which is in contrast to the standard
intrinsic least squares mean (5), see Fig. 3.

In practice we optimize φ using block coordinate
descent: we optimize the mean keeping the co-
variance fixed and vice versa. Unfortunately, both
of the sub-problems are non-convex, and unlike
the linear normal distribution, they lack a closed-
form solution. Since the logarithm map is a dif-
ferentiable function, we can use gradient-based
techniques to infer µ and Σ. Below we give the
descent direction for µ and Σ and the correspond-
ing optimization scheme is given in Algorithm 1.
Initialization is discussed in the supplements.

Optimizing µ: the objective function is differentiable with respect to µ [6], and using that
∂
∂µ 〈Logµ(x),Σ

−1Logµ(x)〉 = −2Σ−1Logµ(x), we get the gradient

∇µφ(µ,Σ) = −Σ−1
[
1

N

N∑

n=1

Logµ(xn)−
Z

C(µ,Σ) · S
S∑

s=1

m(µ,vs)vs

]
. (12)

It is easy to see that this gradient is highly dependent on the condition number of Σ. We find that this,
at times, makes the gradient unstable, and choose to use the steepest descent direction instead of the
gradient direction. This is equal to dµφ(µ,Σ) = −Σ∇µφ(µ,Σ) (see supplements).

Optimizing Σ: since the covariance matrix by definition is constrained to be in the space SD++, a
common trick is to decompose the matrix as Σ−1 = AᵀA, and optimize the objective with respect
to A. The gradient of this factor is (see supplements for derivation)

∇Aφ(µ,Σ) = A

[
1

N

N∑

n=1

Logµ(xn)Logµ(xn)
ᵀ − Z
C(µ,Σ) · S

S∑

s=1

m(µ,vs)vsv
ᵀ
s

]
. (13)

Here the first term fits the given data by increasing the size of the covariance matrix, while the second
term regularizes the covariance towards a small matrix.

3.4 Mixture of LANDs

At this point we can find maximum likelihood estimates of the LAND model. We can easily extend
this to mixtures of LANDs: Following the derivation of the standard Gaussian mixture model [3], our
objective function for inferring the parameters of the LAND mixture model is formulated as follows

ψ(Θ) =

K∑

k=1

N∑

n=1

rnk

[
1

2
〈Logµk

(xn),Σ
−1
k Logµk(xn)〉+ log(C(µk,Σk))− log(πk)

]
, (14)

where Θ = {µk,Σk}Kk=1 , rnk = πkpM(xn | µk,Σk)∑K
l=1 πlpM(xn | µl,Σl)

is the probability that xn is generated by the

kth component, and
∑K
k=1 πk = 1, πk ≥ 0. The corresponding EM algorithm is in the supplements.

4 Experiments

In this section we present both synthetic and real experiments to demonstrate the advantages of the
LAND. We compare our model with both the Gaussian mixture model (GMM), and a mixture of
LANDs using least squares (LS) estimators (5, 6). Since the latter are not maximum likelihood
estimates we use a Riemannian K-means algorithm to find cluster centers. In all experiments we
use S = 3000 samples in the Monte Carlo integration. This choice is investigated empirically in the
supplements. Furthermore, we choose σ as small as possible, while ensuring that the manifold is
smooth enough that geodesics can be computed numerically.
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4.1 Synthetic Data Experiments
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Figure 4: The mean negative log-
likelihood experiment.

As a first experiment, we generate a nonlinear data-manifold
by sampling from a mixture of 20 Gaussians positioned along a
half-ellipsoidal curve (see left panel of Fig. 5). We generate 10
datasets with 300 points each, and fit for each dataset the three
models with K = 1, . . . , 4 number of components. Then, we
generate 10000 samples from each fitted model, and we com-
pute the mean negative log-likelihood of the true generative
distribution using these samples. Fig. 4 shows that the LAND
learns faster the underlying true distribution, than the GMM.
Moreover, the LAND perform better than the least squares esti-
mators, which overestimates the covariance. In the supplements
we show, using the standard AIC and BIC criteria, that the op-
timal LAND is achieved for K = 1, while for the least squares
estimators and the GMM, the optimal is achieved for K = 3
and K = 4 respectively.

In addition, in Fig. 5 we show the contours for the LAND and the GMM for K = 2. There, we
can observe that indeed, the LAND adapts locally to the data and reveals their underlying nonlinear
structure. This is particularly evident near the “boundaries” of the data-manifold.

Geodesics

Data

LAND means

Geodesics, cluster 1

Geodesics, cluster 2

LAND mixture model

LAND mean

Gaussian mixture model

GMM mean

Figure 5: Synthetic data and the fitted models. Left: the given data, the intensity of the geodesics
represent the responsibility of the point to the corresponding cluster. Center: the contours of the
LAND mixture model. Right: the contours of the Gaussian mixture model.

We extend this experiment to a clustering task (see left panel of Fig. 6 for data). The center and right
panels of Fig. 6 show the contours of the LAND and Gaussian mixtures, and it is evident that the
LAND is substantially better at capturing non-ellipsoidal clusters. Due to space limitations, we move
further illustrative experiments to the supplementary material and continue with real data.

4.2 Modeling Sleep Stages

We consider electro-encephalography (EEG) measurements of human sleep from 10 subjects, part of
the PhysioNet database [11, 7, 5]. For each subject we get EEG measurements during sleep from
two electrodes on the front and the back of the head, respectively. Measurements are sampled at
fs = 100Hz, and for each 30 second window a so-called sleep stage label is assigned from the set
{1, 2, 3, 4,REM, awake}. Rapid eye movement (REM) sleep is particularly interesting, characterized
by having EEG patterns similar to the awake state but with a complex physiological pattern, involving
e.g., reduced muscle tone, rolling eye movements and erection [16]. Recent evidence points to the
importance of REM sleep for memory consolidation [4]. Periods in which the sleeper is awake are
typically happening in or near REM intervals. Thus we here consider the characterization of sleep in
terms of three categories REM, awake, and non-REM, the latter a merger of sleep stages 1− 4.

We extract features from EEG measurements as follows: for each subject we subdivide the 30 second
windows to 10 seconds, and apply a short-time-Fourier-transform to the EEG signal of the frontal
electrode with 50% overlapping windows. From this we compute the log magnitude of the spectrum
log(1 + |f |) of each window. The resulting data matrix is decomposed using Non-Negative Matrix
Factorization (10 random starts) into five factors, and we use the coefficients as 5D features. In Fig. 7
we illustrate the nonlinear manifold structure based on a three factor analysis.
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Figure 6: The clustering problem for two synthetic datasets. Left: the given data, the intensity of the
geodesics represent the responsibility of the point to the corresponding cluster. Center: the LAND
mixture model. Right: the Gaussian mixture model.

1-4

R.E.M.

awake

Figure 7: The 3 leading factors for
subject “s151”.

We perform clustering on the data and evaluate the alignment
between cluster labels and sleep stages using the F-measure
[14]. The LAND depends on the parameter σ to construct the
metric tensor, and in this experiment it is less straightforward to
select σ because of significant intersubject variability. First, we
fixed σ = 1 for all the subjects. From the results in Table 1 we
observe that for σ = 1 the LAND(1) generally outperforms the
GMM and achieves much better alignment. To further illustrate
the effect of σ we fitted a LAND for σ = [0.5, 0.6, . . . , 1.5]
and present the best result achieved by the LAND. Selecting σ
this way leads indeed to higher degrees of alignment further un-
derlining that the conspicuous manifold structure and the rather
compact sleep stage distributions in Fig. 7 are both captured
better with the LAND representation than with a linear GMM.

Table 1: The F-measure result for 10 subjects (the closer to 1 the better).
s001 s011 s042 s062 s081 s141 s151 s161 s162 s191

LAND(1) 0.831 0.701 0.670 0.740 0.804 0.870 0.820 0.780 0.747 0.786
GMM 0.812 0.690 0.675 0.651 0.798 0.870 0.794 0.775 0.747 0.776

LAND 0.831 0.716 0.695 0.740 0.818 0.874 0.830 0.783 0.750 0.787

5 Related Work

We are not the first to consider Riemannian normal distributions, e.g. Pennec [15] gives a theoretical
analysis of the distribution, and Zhang and Fletcher [23] consider the Riemannian counterpart of
probabilistic PCA. Both consider the scenario where the manifold is known a priori. We adapt the
distribution to the “manifold learning” setting by constructing a Riemannian metric that adapts to the
data. This is our overarching contribution.

Traditionally, manifold learning is seen as an embedding problem where a low-dimensional rep-
resentation of the data is sought. This is useful for visualization [21, 17, 18, 1], clustering [13],
semi-supervised learning [2] and more. However, in embedding approaches, the relation between a
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new point and the embedded points are less well-defined, and consequently these approaches are less
suited for building generative models. In contrast, the Riemannian approach gives the ability to mea-
sure continuous geodesics that follow the structure of the data. This makes the learned Riemannian
manifold a suitable space for a generative model.

Simo-Serra et al. [19] consider mixtures of Riemannian normal distributions on manifolds that
are known a priori. Structurally, their EM algorithm is similar to ours, but they do not account
for the normalization constants for different mixture components. Consequently, their approach is
inconsistent with the probabilistic formulation. Straub et al. [20] consider data on spherical manifolds,
and further consider a Dirichlet process prior for determining the number of components. Such a
prior could also be incorporated in our model. The key difference to our work is that we consider
learned manifolds as well as the following complications.

6 Discussion

In this paper we have introduced a parametric locally adaptive normal distribution. The idea is to
replace the Euclidean distance in the ordinary normal distribution with a locally adaptive nonlinear
distance measure. In principle, we learn a non-parametric metric space, by constructing a smoothly
changing metric that induces a Riemannian manifold, where we build our model. As such, we propose
a parametric model over a non-parametric space.

The non-parametric space is constructed using a local metric that is the inverse of a local covariance
matrix. Here locality is defined via a Gaussian kernel, such that the manifold learning can be seen
as a form of kernel smoothing. This indicates that our scheme for learning a manifold might not
scale to high-dimensional input spaces. In these cases it may be more practical to learn the manifold
probabilistically [22] or as a mixture of metrics [9]. This is feasible as the LAND estimation procedure
is agnostic to the details of the learned manifold as long as exponential and logarithm maps can be
evaluated.

Once a manifold is learned, the LAND is simply a Riemannian normal distribution. This is a natural
model, but more intriguing, it is a theoretical interesting model since it is the maximum entropy
distribution for a fixed mean and covariance [15]. It is generally difficult to build locally adaptive
distributions with maximum entropy properties, yet the LAND does this in a fairly straight-forward
manner. This is, however, only a partial truth as the distribution depends on the non-parametric space.
The natural question, to which we currently do not have an answer, is whether a suitable maximum
entropy manifold exist?

Algorithmically, we have proposed a maximum likelihood estimation scheme for the LAND. This
combines a gradient-based optimization with a scalable Monte Carlo integration method. Once
exponential and logarithm maps are available, this procedure is surprisingly simple to implement. We
have demonstrated the algorithm on both real and synthetic data and results are encouraging. We
almost always improve upon a standard Gaussian mixture model as the LAND is better at capturing
the local properties of the data.

We note that both the manifold learning aspect and the algorithmic aspect of our work can be improved.
It would be of great value to learn the parameter σ used for smoothing the Riemannian metric, and in
general, more adaptive learning schemes are of interest. Computationally, the bottleneck of our work
is evaluating the logarithm maps. This may be improved by specialized solvers, e.g. probabilistic
solvers [10], or manifold-specific heuristics.

The ordinary normal distribution is a key element in many machine learning algorithms. We expect
that many fundamental generative models can be extended to the “manifold” setting simply by
replacing the normal distribution with a LAND. Examples of this idea include Naïve Bayes, Linear
Discriminant Analysis, Principal Component Analysis and more. Finally we note that standard
hypothesis tests also extend to Riemannian normal distributions [15] and hence also to the LAND.
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This document provides a list of issues for the paper “A Locally Adaptive Normal Distribution” [1].
Please contact Georgios Arvanitidis in case you find further mistakes.

In a Riemannian manifold the covariance matrix is related to the precision matrix as

Σ =

∫

M
Logµ(x)Logµ(x)

ᵀpM(x | µ, Γ)dM(x), (1)

where Γ is the precision matrix, under the normal distribution

pM(x | µ, Γ) =
1

C(µ,Γ) exp
(
−1

2
〈Logµ(x),Γ · Logµ(x)〉

)
. (2)

In the case of a flat manifold the Γ = Σ−1. So in the main paper, the term “covariance matrix”
related to the distribution pM(x | µ, Γ) should be instead considered as “precision matrix”.

The ODE which defines the geodesic curve is wrong, and the correct one is [2]

γ̈(t) = −1

2
M−1(γ(t))

[
2(Id ⊗ γ̇(t)ᵀ)

∂vec[M(γ(t))]

∂γ(t)
γ̇(t)− ∂vec[M(γ(t))]

∂γ(t)

ᵀ
(γ̇(t)⊗ γ̇(t))

]
.

(3)

However, in the diagonal Riemannian metric case the difference in the resulting logarithmic map is
negligible, especially, when the two points are close. An empirical example can be seen in Fig. 1.
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Figure 1: Comparison of the true vs the wrong ODE system.
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Notation: all points x ∈ RD are considered as column vectors, and they are denoted with bold
lowercase characters. SD++ represents the set of symmetric D ×D positive definite matrices. The
learned Riemannian manifold is denotedM, and its tangent space at point x ∈M is denoted TµM.

We present for convenience the domain and co-domain of the following often used terms. Note that
TµM is RD.

γ(t) : [0, 1]→M Expµ(v) :M×TxM→M
M(x) :M→ SD++ Logµ(x) :M×M→ TxM

1 Estimating the Normalization Constant

The locally adaptive normal distribution is defined as

pM(x | µ,Σ) =
1

C(µ,Σ)
exp

(
−1

2
〈Logµ(x),Σ

−1Logµ(x)〉
)
, x ∈M. (15)

Therefore, the normalization constant is equal to
∫

M
pM(x | µ,Σ)dM(x) = 1⇒ (16)

∫

M

1

C(µ,Σ)
exp

(
−1

2
〈Logµ(x),Σ

−1Logµ(x)〉
)
dM(x) = 1⇒ (17)

C(µ,Σ) =

∫

M
exp

(
−1

2
〈Logµ(x),Σ

−1Logµ(x)〉
)
dM(x) (18)

=

∫

D(µ)

√∣∣M(Expµ(v))
∣∣ exp

(
−1

2
〈Logµ(Expµ(v)),Σ

−1Logµ(Expµ(v))〉
)
dv (19)

=

∫

TµM
m(µ,v) exp

(
−1

2
〈v,Σ−1v〉

)
dv (20)

=

∫

TµM
m(µ,v)

Z
Z exp

(
−1

2
〈v,Σ−1v〉

)
dv (21)

=Z · EN (0,Σ)[m(µ,v)] ' Z
S

S∑

s=1

m(µ,vs), where vs ∼ N (0,Σ). (22)

To simplify notation we have defined the m(µ,v) =
√∣∣M(Expµ(v))

∣∣ and Z =
√

(2π)D |Σ|. The
integral is then estimated with a Monte-Carlo technique.
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2 Steepest Descent Direction for the Mean

The objective function is differentiable with respect to µ with
∂

∂µ
〈Logµ(xn),Σ

−1Logµ(xn)〉 = −2Σ−1Logµ(xn) (23)

Then the gradient of the objective function φ(µ,Σ) is equal to

∇µφ(µ,Σ) =
∂

∂µ

[
1

2N

N∑

n=1

〈Logµ(xn),Σ
−1Logµ(xn)〉+ log(C(µ,Σ))

]
(24)

= − 1

N
Σ−1

N∑

n=1

Logµ(xn) +
1

C(µ,Σ)

∫

M

∂

∂µ

[
exp

(
−1

2
〈Logµ(x),Σ

−1Logµ(x)〉
)]

dM(x)

(25)

= −Σ−1

N

N∑

n=1

Logµ(xn) +
Σ−1

C(µ,Σ)

∫

M
Logµ(x) exp

(
−1

2
〈Logµ(x),Σ

−1Logµ(x)〉
)
dM(x)

(26)

= − 1

N
Σ−1

N∑

n=1

Logµ(xn) +
Σ−1

C(µ,Σ)

∫

TµM
m(µ,v)v exp

(
−1

2
〈v,Σ−1v〉

)
dv (27)

= −Σ−1
[
1

N

N∑

n=1

Logµ(xn)−
Z

C(µ,Σ) · S
S∑

s=1

m(µ,vs)vs

]
. (28)

This gradient is highly dependent on the condition number of the covariance matrix Σ, which makes
the gradient unstable. We therefore consider the steepest descent direction.

We start by showing the general steepest descent direction.

d∗ = argmin
d∈RD

{〈∇µφ,d〉 | ‖d‖M = 1} 〈d,Md〉 = 1⇒M = AᵀA (29)

= A−1 argmin
x∈RD

{〈∇µφ,A
−1x〉 | ‖x‖2 = 1} 〈Ad, Ad〉 = 1⇒ x = Ad (30)

= A−1 argmin
x∈RD

{〈A−ᵀ∇µφ,x〉 | ‖x‖2 = 1}. 〈x,x〉 = 1 and d = A−1x (31)

(32)

Using the Cauchy-Schwarz inequality (−‖x‖2 ‖y‖2 ≤ 〈x,y〉) for the optimization problem (31),
we get that the minimizer is equal to

−
∥∥A−ᵀ∇µφ

∥∥
2
‖x‖2 ≤ 〈A−ᵀ∇µφ,x〉 ⇒ x∗ = − A−ᵀ∇µφ

‖A−ᵀ∇µφ‖2
, (33)

and thus, by plugging the result of (33) in to (31), we get that the steepest descent direction is

d∗ = − A−1A−ᵀ∇µφ

‖A−1A−ᵀ∇µφ‖2
= − (AᵀA)−1∇µφ√

〈A−ᵀ∇µφ, 〈A−ᵀ∇µφ, 〉〉
= − M−1∇µφ√

〈∇µφ,M−1∇µφ〉

⇒ d∗ = − M−1∇µφ

‖M−1∇µφ‖M
.

(34)

In our case, the M = Σ−1, and thus, we get that the steepest descent direction of the objective
function of the LAND model is

d∗ =
1

N

N∑

n=1

Logµ(xn)−
Z

C(µ,Σ) · S
S∑

s=1

m(µ,vs)vs, (35)

where we omit the denominator ‖∇µφ(µ,Σ)‖2, since this is just a scaling factor, which will be
captured by the stepsize. This avoid problems that appears due to large condition numbers of Σ.
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3 Gradient Direction for the Covariance

We decompose the Σ−1 = AᵀA. In addition, we rewrite the inner product as follows

〈Logµ(xn),A
ᵀALogµ(xn)〉 = tr(Logµ(xn)

ᵀAᵀALogµ(xn)) (36)

= tr(ALogµ(xn)Logµ(xn)
ᵀAᵀ) (37)

⇒ ∂

∂A
[tr(ALogµ(xn)Logµ(xn)

ᵀAᵀ)] = 2ALogµ(xn)Logµ(xn)
ᵀ, (38)

where tr(·) is the trace operator. Then the gradient of the objective with respect the matrix A is

∇Aφ(µ,Σ) =
∂

∂A

[
1

2N

N∑

n=1

〈Logµ(xn),A
ᵀALogµ(xn)〉+ log(C(µ,Σ))

]
(39)

=
1

2N
2A

N∑

n=1

Logµ(xn)Logµ(xn)
ᵀ (40)

+
1

C(µ,Σ)

∫

M

∂

∂A

[
exp

(
−1

2
〈Logµ(x),A

ᵀALogµ(x)〉
)]

dM(x) (41)

=
1

N
A

N∑

n=1

Logµ(xn)Logµ(xn)
ᵀ (42)

− A

C(µ,Σ)

∫

M
Logµ(x)Logµ(x)

ᵀ exp
(
−1

2
〈Logµ(x),A

ᵀALogµ(x)〉
)
dM(x)

(43)

=
1

N
A

N∑

n=1

Logµ(xn)Logµ(xn)
ᵀ (44)

− A

C(µ,Σ)

∫

TµM
m(µ,v)vvᵀ exp

(
−1

2
〈v,Σ−1v〉

)
dv. (45)

Finally, treating the integral as an expectation problem and using Monte Carlo integration, we get
that the gradient is

∇Aφ(µ,Σ) = A

[
1

N

N∑

n=1

Logµ(xn)Logµ(xn)
ᵀ − Z
C(µ,Σ) · S

S∑

s=1

m(µ,vs)vsv
ᵀ
s

]
. (46)

4 Gradients for the LAND Mixture Model

Similarly the LAND mixture model are

∇µkψ(Θ) = −Σ−1k

[
N∑

n=1

rnkLogµk
(xn)−

Z ·Rk
Ck(µk,Σk) · S

S∑

s=1

m(µk,vs)vs

]
(47)

∇Ak
ψ(Θ) = Ak

[
N∑

n=1

rnkLogµk
(xn)Logµk

(xn)
ᵀ − Z ·Rk
Ck(µk,Σk) · S

S∑

s=1

m(µk,vs)vsv
ᵀ
s

]
(48)

where Rk =
∑N
n=1 rnk, and the responsibilities rnk = πkpM(xn | µk,Σk)∑K

l=1 πlpM(xn | µl,Σl)
.
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5 Algorithms

In this section we present the algorithms for: 1) estimating the normalization constant C(µ,Σ), 2)
maximum likelihood estimation of the LAND, and 3) fitting the LAND mixture model.

Algorithm 1 The estimation of the normalization constant C(µ,Σ)

Input: the given data {xn}Nn=1, the µ, Σ, the number of samples S
Output: the estimated Ĉ(µ,Σ)

1: sample S tangent vectors vs ∼ N (0,Σ) on TµM
2: map the vs onM as xs = Expµ(vs), s = 1, . . . , S

3: compute the normalization constant Ĉ(µ,Σ) = Z
S

∑S
s=1

√
|M(xs)|

Algorithm 2 LAND maximum likelihood

Input: the data {xn}Nn=1, stepsize αµ, αA, tolerance ε
Output: the estimated µ̂, Σ̂, Ĉ(µ̂, Σ̂)

1: initialize µ0,Σ0 and t← 0
2: repeat
3: estimate C(µt,Σt) using Eq. 16
4: compute dµφ(µt,Σt) using Eq. 35
5: µt+1 ← Expµt(αµdµφ(µ

t,Σt))

6: estimate C(µt+1,Σt) using Eq. 16
7: compute∇Aφ(µ

t+1,Σt) using Eq. 46
8: At+1 ← A− αA∇Aφ(µ

t+1,Σt)
9: Σt+1 ← [(At+1)ᵀAt+1|−1

10: t← t+ 1

11: until
∥∥φ(µt+1,Σt+1)− φ(µt,Σt)

∥∥2
2
≤ ε

Algorithm 3 LAND mixture model

Input: the data {xn}Nn=1, {αµk , αAk
}Kk=1, tolerance ε

Output: the estimated {µ̂k, Σ̂k, Ĉk, π̂k}Kk=1

1: initialize the {µ0
k, Σ0

k, C0k, π0
k}Kk=1 and t← 0

2: repeat
3: Expectation step:
4: compute the responsibilities rnk = πkpM(xn | µk, Σk)∑K

t=1 πtpM(xn | µt, Σt)

5: Maximization step:
6: for k = 1, . . . ,K do
7: estimate Ck(µtk,Σt

k) using Eq. 16
8: compute from Eq. 47 the dµφ(µtk,Σ

t
k)

9: µt+1
k ← Expµtk

(αµkdµφ(µ
t
k,Σ

t
k))

10: estimate Ck(µtk,Σt
k) using Eq. 16

11: compute from Eq. 48 the∇Ak
φ(µt+1

k ,Σt
k)

12: At+1
k ← At

k − αAk
∇Aφ(µ

t+1
k ,Σt

k)

13: Σt+1
k ← [(At+1

k )ᵀAt+1
k ]−1

14: πk = 1
N

∑N
n=1 rnk

15: end for
16: t← t+ 1

17: until
∥∥ψ(Θt+1)− ψ(Θt)

∥∥2
2
≤ ε
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5.1 Stepsize Selection

The LAND objective is expensive to evaluate due to the dependency on Logµ(xn). This imply that
a line-search is infeasible for selecting a stepsize. Thus, we use the following common trick. Each
stepsize is given in the start of the algorithm. If the objective increased after an update, we reduce the
corresponding stepsize as α = 0.75 · α, and if the objective reduced, then α = 1.1 · α.

5.2 Initialization Issues

The initialization of the LAND is important, as well as for the mixture model. We discuss two
different initializations plus one specifically for the mixture model.

1. Random: we initialize the LAND mean with a random point on the manifold. The initial
covariance is the empirical covariance of the tangent vectors. This initialization can be used
also for the mixture model, with K random starting points. Then, we cluster the points and
the covariances are initialized using empirical estimators.

2. Least Squares: we initialize the LAND with the intrinsic least squares mean, and the
covariance with the empirical estimator. This initialization can be used also for the mixture
model, using the extension of the k-means on Riemannian manifolds, and then, the points
of each cluster for the empirical covariances.

3. GMM: we initialize the LAND mixture model centres with the result of the GMM. For the
empirical covariances, we use the points that belong to each cluster from the GMM solution.

5.3 Stopping criterion

Our objective function is non-convex, thus, as stopping criterion we use the change of the objective
value. In particular, we stop the optimization when

∥∥φ(µt+1,Σt+1)− φ(µt,Σt)
∥∥2
2
≤ ε, for some ε

given by the user. The same stopping criterion is used for the mixture model.

6 Experiments

In this section we provide additional illustrative experiments.

6.1 Estimating the Normalization Constant

In order to show the consistency of the normalization constant estimation with respect to the number of
samples, we conduct the following experiment. We used the data from the first synthetic experiment
of the paper. Then for a grid 100 × 100 on the TµM we computed the corresponding m(µ,v)
values. Thus, we computed the numerical integral on the tangent space using trapezoidal numerical
integration. Then we estimated the normalization constant using our approach for sample sizes
S = 100 : 100 : 3000 and for 10 different runs. From the result in Fig. 1 we observe that the
numerical scheme we provide, approximates well the normalization constant that we computed
numerically.

6.2 MNIST digit 1 data

In this experiment we used the digit 1 from the MNIST dataset. We sample 200 points and using
PCA we projected them onto the first 2 principal components. Then we fitted LAND, a least
squares model, and a normal distribution. From the result Fig. 2 we observe that the LAND model
approximates efficiently the underlying distribution of the data. Also, the least squares model has a
similar performance, since it takes under consideration the underlying manifold. However, is obvious
that it overfits the given data, and gives significant probability to low density areas. On the other
hand, the linear model has poor performance, due to the linear distance measure.
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Figure 1: The normalization constant estimation for different sample sizes S. The black line denotes
the trapezoidal numerical integral, and the dashed red line the mean value of the estimators using our
proposed method.
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Figure 2: The MNIST digit 1 projected onto the 2 first principal components experiment. Left:
the LAND model approximates efficiently the data distribution. Center: the least squares model
approximates the distribution, but it overfits the given data. Right: the normal distribution has poor
performance due to the linear distance measure.

6.3 The Sleep Stages Experiment

Here we present the feature extraction result for 3 factors. From the Fig. 3 we observe that actually,
the derived data have a manifold structure. Moreover, we see that the characteristics of the data i.e.,
the EEG measurement, varies a lot between the 3 subjects.
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Figure 3: Top row: The given data, after the feature extraction procedure for 3 factors for three
subjects. Bottom row: the F-measure for different values of σ (subject “s151”).
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6.4 The Clustering Problem for the Synthetic Data

Due to space limitations, we were not able to present the result of the least squares mixture model
for the clustering problem of the synthetic data, thus, we present here the result. From the Fig. 4
we observe that indeed the LAND can approximates efficiently the underlying distributions of the
clusters. Even thought the least squares mixture model takes under consideration the underlying
structure of the data, it fails to reveal precisely the distributions of the clusters. Thus, we argue that
our maximum likelihood estimates are better than the least squares estimates. On the other hand, the
GMM fails even to find the correct means of the distributions.

LAND mixture model

LAND mean

Least Squares mixture model

LS mean

Gaussian mixture model

GMM mean

LAND mixture model

LAND mean

Least Squares mixture model

LS mean

Gaussian mixture model

GMM mean

Figure 4: The clustering problem for two synthetic datasets. Left: the LAND mixture model
approximates efficiently the underlying distributions of the clusters. Center: the least squares fails to
reveal precisely the distributions of the clusters. Right: the GMM due to the linear distance measure
fails even to find the correct means of the distributions.

6.5 The Contour Plots for the Synthetic Data

Additionally to the results presented in the main paper, in Fig. 5 we present the contours of all
the fitted models and for all the numbers of components, where the advantages of the LAND are
obvious. Especially, when K = 1 we observe that the LAND approximates well the underlying
distribution, while even though the least squares estimator reveals the nonlinearity of the distribution,
as we discussed in the paper the covariance overfits the given data.

Furthermore, when K increases the LAND components locally become almost linear Gaussians,
since the geodesics will almost be straight lines. However, even in this case the LAND mixture model
is more flexible than the Gaussian mixture model, see the result for K = 4. Also, the LAND does
not overfit the given data, as the least squares mixture model does, since the probability mass is more
concentrated around the means, see the result for K = 2.

6.6 Motion Capture Data

We conducted an experiment using motion capture data from CMU Motion Capture Database1.
Specifically, we picked two movements motion: 16 from subject 22 (jumping jag), and the subject
9 (run). Each data point corresponds to a human pose. We projected the data onto the first 2 and 3
principal and we fitted a LAND mixture model and a Gaussian mixture model for K = 2. From the
results in Fig. 6 we see that the LAND means fall inside the data, while the GMM means are actually
outside of the manifold.

1http://mocap.cs.cmu.edu/
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Figure 5: Synthetic data and the fitted models. From top to bottom we present the results for
K = 1, 2, 3, 4, respectively. Left: the contours of the LAND mixture model. Center: the contours of
the least squares mixture model. Right: the contours of the Gaussian mixture model.
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6.7 Scalability of Geodesic Computations

A scalability concern is that the underlying ODEs are computationally more demanding in high
dimensions, and more specifically, we are interested in the logarithm map. We conducted a supple-
mentary experiment on the MNIST data, reporting the ODE solver running time as a function of
input dimensionality. In particular, we fix a point and we compute the running time of the logarithm
map between this point and 20 random chosen points, for a set of the dimensions of the feature space.
From the result in Fig. 7 we observe that the current implementation scales to approximately 50
dimensions, where it becomes impractical.

2  5  15 25 50 75 100 125 150

Dimensions

-50

0

50

100

150

200

250

300

T
im

e
 (

s
e

c
.)

Figure 7: Scalability experiment.

6.8 Model Selection

We used the standard AIC and BIC criteria,

BIC = −2 · ln(L) + ν · ln(N) (49)
AIC = −2 · ln(L) + 2 · ν (50)

where L ∈ R is the log-likelihood of the model, and ν ∈ R is the number of free parameters. The
optimal number of components K can then be chosen to minimize either criteria. Note that the
LAND and the GMM are not normalized under the same measure, so their likelihoods are not directly
comparable. However, we can select the optimal K for each method separately.

We used the synthetic data from the first experiment in the paper. From the results in Fig. 8 we observe
that the optimal LAND model is achieved for K = 1, while the for the least squares estimators and
the GMM, the optimal is achieved for K = 3 and K = 4 respectively. Thus, we argue that the less
complex LAND model with only one component, is able to reveal the underlying distribution, while
the other two methods need more components resulting to more complex models.
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ABSTRACT

Deep generative models provide a systematic way to learn nonlinear data distri-
butions through a set of latent variables and a nonlinear “generator” function that
maps latent points into the input space. The nonlinearity of the generator implies
that the latent space gives a distorted view of the input space. Under mild condi-
tions, we show that this distortion can be characterized by a stochastic Rieman-
nian metric, and we demonstrate that distances and interpolants are significantly
improved under this metric. This in turn improves probability distributions, sam-
pling algorithms and clustering in the latent space. Our geometric analysis further
reveals that current generators provide poor variance estimates and we propose a
new generator architecture with vastly improved variance estimates. Results are
demonstrated on convolutional and fully connected variational autoencoders, but
the formalism easily generalizes to other deep generative models.

1 INTRODUCTION

Deep generative models (Goodfellow et al., 2014; Kingma & Welling, 2014; Rezende et al., 2014)
model the data distribution of observations x ∈ X through corresponding latent variables z ∈ Z
and a stochastic generator function f : Z → X as

x = f(z). (1)

Using reasonably low-dimensional latent variables and highly flexible generator functions allows
these models to efficiently represent a useful distribution over the underlying data manifold. These
approaches have recently attracted a lot of attention, as deep neural networks are suitable generators
which lead to the impressive performance of current variational autoencoders (VAEs) (Kingma &
Welling, 2014) and generative adversarial networks (GANs) (Goodfellow et al., 2014).

Consider the left panel of Fig. 1, which shows the latent representations of digits 0 and 1 from
MNIST under a VAE. Three latent points are highlighted: one point (A) far away from the class
boundary, and two points (B, C) near the boundary, but on opposite sides. Points B and C near the
boundary seem to be very close to each other, while the third is far away from the others. Intuitively,
we would hope that points from the same class (A and B) are closer to each other than to members of
other classes (C), but this is seemingly not the case. In this paper, we argue this seemed conclusion
is incorrect and only due to a misinterpretation of the latent space — in fact points A and B are
closer to each other than to C in the latent representation. Correcting this misinterpretation not
only improves our understanding of generative models, but also improves interpolations, clusterings,
latent probability distributions, sampling algorithms, interpretability and more.

In general, latent space distances lack physical units (making them difficult to interpret) and are sen-
sitive to specifics of the underlying neural nets. It is therefore more robust to consider infinitesimal
distances along the data manifold in the input space. Let z be a latent point and let ∆z1 and ∆z2 be
infinitesimals, then we can compute the squared distance

‖f(z + ∆z1)− f(z + ∆z2)‖22 = (∆z1 −∆z2)ᵀ (Jᵀ
zJz) (∆z1 −∆z2), Jz =

∂f

∂z

∣∣∣∣
z=z

, (2)

using Taylor’s Theorem. This implies that the natural distance function in Z changes locally as
it is governed by the local Jacobian. Mathematically, the latent space should not then be seen
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Figure 1: Left: An example of how latent space distances do not reflect actual data distances. Right:
Shortest paths on the surface spanned by the generator do not correspond to straight lines in the
latent space, as is assumed by the Euclidean metric.

as a linear Euclidean space, but rather as a curved space. The right panel of Fig. 1 provides an
example of the implications of this curvature. The figure shows synthetic data from two classes,
and the corresponding latent representation of the data. The background color of the latent space
corresponds to

√
det(Jᵀ

zJz), which can be seen as a measure of the local distortion of the latent
space. We interpolate two points from the same class by walking along the connecting straight
line (red); in the right panel, we show points along this straight line which have been mapped by
the generator to the input space. Since the generator defines a surface in the input space, we can
alternatively seek the shortest curve along this surface that connects the two points; this is perhaps
the most natural choice of interpolant. We show this shortest curve in green. From the center panel
it is evident that the natural interpolant is rather different from the straight line. This is due to the
distortion of the latent space, which is the topic of the present paper.

Outline. In Sec. 2 we briefly present the VAE as a representative instance of generative models.
In Sec. 3 we connect generative models with their underlying geometry, and in Sec. 4 we argue that
a stochastic Riemannian metric is naturally induced in the latent space by the generator. This metric
enables us to compute length-minimizing curves and corresponding distances. This analysis, how-
ever, reveals that the traditional variance approximations in VAEs are rather poor and misleading;
we propose a solution in Sec. 4.1. In Sec. 5 we demonstrate how the resulting view of the latent
space improves latent interpolations, gives rise to more meaningful latent distributions, clusterings
and more. We discuss related work in Sec. 6 and conclude the paper with an outlook in Sec. 7.

2 THE VARIATIONAL AUTOENCODERS ACTING AS THE GENERATOR

The variational autoencoder (VAE) proposed by Kingma & Welling (2014) is a simple yet powerful
generative model which consists of two parts: (1) an inference network or recognition network
(encoder) learns the latent representation (codes) of the data in the input space X = RD; and (2) the
generator (decoder) learns how to reconstruct the data from these latent space codes in Z = Rd.

Formally, a prior distribution is defined for the latent representations p(z) = N (0, Id), and there
exists a mapping function µθ : Z → X that generates a surface in X . Moreover, we assume
that another function σθ : Z → RD+ captures the error (or uncertainty) between the actual data
observation x ∈ X and its reconstruction as x = µθ(z) + σθ � ε, where ε ∼ N (0, ID) and �
is the Hadamard (element-wise) product. Then the likelihood is naturally defined as pθ(x | z) =
N (x | µθ(z), IDσ2

θ(z)). The flexible functions µθ and σθ are usually deep neural networks with
parameters θ.

However, the corresponding posterior distribution pθ(z | x) is unknown, as the marginal likelihood
p(x) is intractable. Hence, the posterior is approximated using a variational distribution qφ(z | x) =
N (z | µφ(x), Idσ2

φ(x)), where the functions µφ : X → Z and σφ : X → Rd+ are again deep
neural networks with parameters φ. Since the generator (decoder) is a composition of linear maps
and activation functions, its smoothness is based solely on the chosen activation functions.
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The optimal parameters θ and φ are found by maximizing the evidence lower bound (ELBO) of the
marginal likelihood p(x) as

{θ∗, φ∗} = argmax
θ,φ

Eqφ(z|x)[log(pθ(x|z))]− KL(qφ(z|x)||p(z)), (3)

where the bound follows from Jensen’s inequality. The optimization is based on variations of gra-
dient descent using the reparametrization trick (Kingma & Welling, 2014; Rezende et al., 2014).
Further improvements have been proposed that provide more flexible posterior approximations
(Rezende & Mohamed, 2015; Kingma et al., 2016) or tighter lower bound (Burda et al., 2016).
In this paper, we consider the standard VAE for simplicity. The optimization problem in Eq. 3 is
difficult since poor reconstructions by µθ can be explained by increasing the corresponding variance
σ2
θ. A common trick, which we also follow, is to optimize µθ while keeping σ2

θ constant, and then
finally optimize for the variance σ2

θ.

3 SURFACES AS THE FOUNDATION OF GENERATIVE MODELS

Mathematically, a deterministic generative model x = f(z) can be seen as a surface model (Gauss,
1827) if the generator f is sufficiently smooth. Here, we briefly review the basic concepts on sur-
faces, as they form the mathematical foundation of this work.

Figure 2: The Jacobian J of a nonlinear
function f provides a local basis in the in-
put space, while

√
det(JᵀJ) measures the

volume of an infinitesimal region.

Intuitively, a surface is a smoothly-connected set of
points embedded in X . When we want to make
computations on a surface, it is often convenient to
parametrize the surface by a low-dimensional (latent)
variable z along with an appropriate function f : Z →
X . We let d = dim(Z) denote the intrinsic dimen-
sionality of the surface, while D = dim(X ) is the
dimensionality of the input space. If we consider a
smooth (latent) curve γt : [0, 1] → Z , then it has
length

∫ 1

0
‖γ̇t‖dt, where γ̇t = dγt/dt denotes the ve-

locity of the curve. In practice, the low-dimensional parametrization Z often lacks a principled
meaningful metric, so we measure lengths in input space by mapping the curve through f ,

Length[f(γt)] =

∫ 1

0

∥∥∥ḟ(γt)
∥∥∥
2

dt =

∫ 1

0

∥∥Jγt γ̇t
∥∥
2

dt, Jγt =
∂f

∂z

∣∣∣∣
z=γt

(4)

where the last step follows from the chain rule. This implies that the length of a curve γt along the
surface can be computed directly in the latent space using the (locally defined) norm

‖Jγ γ̇‖2 =
√

(Jγ γ̇)ᵀ(Jγ γ̇) =
√

γ̇ᵀ(Jᵀ
γJγ)γ̇ =

√
γ̇ᵀMγ γ̇. (5)

Here, Mγ = Jᵀ
γJγ is a symmetric positive definite matrix, which acts akin to a local Mahalanobis

distance measure. This gives rise to the definition of a Riemannian metric, which represents a
smoothly changing inner product structure.
Definition 1. A Riemannian metric M : Z → Rd×d is a smooth function that assigns a symmetric
positive definite matrix to any point in Z .

It should be clear that if the generator function f is sufficiently smooth, then Mγ in Eq. 5 is a
Riemannian metric.

When defining distances across a given surface, it is meaningful to seek the shortest curve connecting
two points. Then a distance can be defined as the length of this curve. The shortest curve connecting
points z0 and z1 is by (trivial) definition

γ(shortest)
t = argmin

γt

Length[f(γt)], γ0 = z0, γ1 = z1. (6)

A classic result of differential geometry (do Carmo, 1992) is that solutions to this optimization
problem satisfy the following system of ordinary differential equations (ODEs)

γ̈t = −1

2
M−1

γt

[
2(Id ⊗ γ̇ᵀ

t )
∂vec

[
Mγt

]

∂γt
γ̇t −

∂vec
[
Mγt

]

∂γt

ᵀ
(γ̇t ⊗ γ̇t)

]
, (7)
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where vec[·] stacks the columns of a matrix into a vector and ⊗ is the Kronecker product. For
completeness, we provide a derivation of this result in Appendix A. Shortest curves can then be
computed by solving the ODEs numerically; our implementation uses bvp5c from Matlab.

4 THE GEOMETRY OF STOCHASTIC GENERATORS

In the previous section, we considered deterministic generators f to provide relevant background
information. We now extend these results to the stochastic case; in particular we consider

f(z) = µ(z) + σ(z)� ε, µ : Z → X , σ : Z → RD+ , ε ∼ N (0, ID). (8)

This is the generator driving VAEs and related models. For our purposes, we will call µ(·) the mean
function and σ2(·) the variance function.

Following the discussion from the previous section, it is natural to consider the Riemannian metric
Mz = Jᵀ

zJz in the latent space. Since the generator is now stochastic, this metric also becomes
stochastic, which complicates analysis. The following results, however, simplify matters.

Theorem 1. If the stochastic generator in Eq. 8 has mean and variance functions that are at least
twice differentiable, then the expected metric equals

Mz = Ep(ε)[Mz] =
(
J(µ)

z

)ᵀ (
J(µ)

z

)
+
(
J(σ)

z

)ᵀ (
J(σ)

z

)
, (9)

where J
(µ)
z and J

(σ)
z are the Jacobian matrices of µ(·) and σ(·).

Proof. See Appendix B.

Remark 1. By Definition 1, the metric tensor must change smoothly, which implies that the Ja-
cobians must be smooth functions as well. This is easily ensured with activation functions for the
neural networks that are C2 differentiable, e.g. tanh(·), sigmoid(·), and softplus(·).

Theorem 2 (Due to Tosi et al. (2014)). The variance of the metric under the L2 measure vanishes
when the data dimension goes to infinity, i.e. limD→∞Var (Mz) = 0.

Figure 3: Example shortest
paths and distances.

Theorem 2 suggests that the (deterministic) expected metric Mz is
a good approximation to the underlying stochastic metric when the
data dimension is large. We make this approximation, which allows
us to apply the theory of deterministic generators.

This expected metric has a particularly appealing form, where the
two terms capture the distortion of the mean and the variance func-
tions respectively. In particular, the variance term (J

(σ)
z )ᵀ(J

(σ)
z )

will be large in regions of the latent space, where the generator has
large variance. This implies that induced distances will be large in
regions of the latent space where the generator is highly uncertain,
such that shortest paths will tend to avoid these regions. These paths
will then tend to follow the data in the latent space, c.f. Fig. 3. It is worth stressing, that no learning
is needed to compute this metric: it only consists of terms that can be derived directly from the
generator.

4.1 ENSURING PROPER GEOMETRY THROUGH MEANINGFUL VARIANCE FUNCTIONS

Theorem 1 informs us about how the geometry of the generative model depends on both the mean
and the variance of the generator. Assuming successful training of the generator, we can expect to
have good estimates of the geometry in regions near the data. But what happens in regions further
away from the data? In general, the mean function cannot be expected to give useful extrapolations
to such regions, so it is reasonable to require that the generator has high variance in regions that are
not near the data. In practice, the neural net used to represent the variance function is only trained
in regions where data is available, which implies that variance estimates are extrapolated to regions
with no data. As neural nets tend to extrapolate poorly, practical variance estimates tend to be
arbitrarily poor in regions without data.

4
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Figure 4: From left to right: training data in X , latent representations in Z , the standard deviation
log(

∑D
j=1 σj(z)) for the standard variance network, and the proposed solution.

Figure 4 illustrates this problem. The first two panels show the data and its corresponding latent
representations (here both input and latent dimensions are 2 to ease illustration). The third panel
shows the variance function under a standard architecture, deep multilayer perceptron with softplus
nonlinearity for the output layer. It is evident that variance estimates in regions without data are
not representative of either uncertainty or error of the generative process; sometimes variance is
high, sometimes it is low. From a probabilistic modeling point-of-view, this is disheartening. An
informal survey of publicly available VAE implementations also reveals that it is common to enforce
a constant unit variance everywhere; this is further disheartening.

For our purposes, we need well-behaved variance functions to ensure a well-behaved geometry,
but reasonable variance estimates are of general use. Here, as a general strategy, we propose to
model the inverse variance with a network that extrapolates towards zero. This at least ensures that
variances are large in regions without data. Specifically, we model the precision as βψ(z) = 1

σ2
ψ(z)

,
where all operations are element-wise. Then, we model this precision with a radial basis function
(RBF) neural network (Que & Belkin, 2016). Formally this is written

βψ(z) = Wv(z) + ζ, with vk(z) = exp
(
−λk ‖z− ck‖22

)
, k = 1, . . . ,K, (10)

where ψ are all parameters, W ∈ RD×K>0 are the positive weights of the network (positivity ensures
a positive precision), ck and λk are the centers and the bandwidth of the K radial basis functions,
and ζ → 0 is a vector of positive constants to prevent division by zero. It is easy to see that with
this approach the variance of the generator increases with the distance to the centers. The right-
most panel of Fig. 4 shows an estimated variance function, which indeed has the desired property
that variance is large outside the data support. Further, note the increased variance between the two
clusters, which captures that even interpolating between clusters comes with a level of uncertainty. In
Appendix C we also demonstrate that this simple variance model improves the marginal likelihood
p(x) on held-out data.

Figure 5: Comparison of (log)
measures of standard (top) and
proposed (bottom) variances.

Training the variance network amounts to fitting the RBF net-
work. Assuming we have already trained the inference network
(Sec. 2), we can encode the training data, and use k-means to
estimate the RBF centers. Then, an estimate for the bandwidths
of each kernel can be computed as

λk =
1

2


a 1

|Ck|
∑

zj∈Ck
‖zj − ck‖2



−2

(11)

where the hyper-parameter a ∈ R+ controls the curvature of
the Riemannian metric, i.e. how fast it changes based on the
uncertainty. Since the mean function of the generator is already
trained, the weights of the RBF can be found using projected
gradient descent to ensure positive weights.

One visualization of the distortion of the latent space relative to
the input space is the geometric volume measure

√
det(Mz),

which captures the volume of an infinitesimal area in the input
space. Figure 5 shows this volume measure for both standard
variance functions as well as our proposed RBF model. We see that the proposed model captures
the trend of the data, unlike the standard model.

5



Published as a conference paper at ICLR 2018

5 EMPIRICAL RESULTS

We demonstrate the usefulness of the geometric view of the latent space with several experiments.
Model and implementation details can be found in Appendix D. In all experiments we first train a
VAE and then use the induced Riemannian metric.

5.1 MEANINGFUL DISTANCES

Digits Linear Riemannian

{0, 1, 2} 77.57(±0.87)% 94.28(±1.14)%
{3, 4, 7} 77.80(±0.91)% 89.54(±1.61)%
{5, 6, 9} 64.93(±0.96)% 81.13(±2.52)%

Table 1: The F -measure results for k-means.

First we seek to quantify if the induced Rie-
mannian distance in the latent space is more
useful than the usual Euclidean distance.
For this we perform basic k-means cluster-
ing under the two metrics. We construct 3
sets of MNIST digits, using 1000 random
samples for each digit. We train a VAE for
each set, and then subdivide each into 10 sub-sets, and performed k-means clustering under both
distances. One example result is shown in Fig. 6. Here it is evident that, since the latent points
roughly follow a unit Gaussian, there is little structure to be discovered by the Euclidean k-means,
and consequently it performs poorly. The Riemannian clustering is remarkably accurate. Summary
statistics across all subsets are provided in Table 1, which shows the established F -measure for clus-
tering accuracy. Again, the Riemannian metric significantly improves clustering. This implies that
the underlying Riemannian distance is more useful than its Euclidean counterpart.

Figure 6: The result of k-means comparing the distance measures. For the decision boundaries we
used 7-NN classification.

5.2 INTERPOLATIONS

Next, we investigate whether the Riemannian metric gives more meaningful interpolations. First,
we train a VAE for the digits 0 and 1 from MNIST. The upper left panel of Fig. 7 shows the latent
space with the Riemannian measure as background color, together with two interpolations. Images
generated by both Riemannian and Euclidean interpolations are shown in the bottom of Fig. 7. The
Euclidean interpolations seem to have a very abrupt change when transitioning from one class to
another. The Riemannian interpolant gives smoother changes in the generated images. The top-
right panel of the figure shows the auto-correlation of images along the interpolants; again we see
a very abrupt change in the Euclidean interpolant, while the Riemannian is significantly smoother.
We also train a convolutional VAE on frames from a video. Figure 8 shows the corresponding latent
space and some sample interpolations. As before, we see more smooth changes in generated images
when we take the Riemannian metric into account.

5.3 LATENT PROBABILITY DISTRIBUTIONS

We have seen strong indications that the Riemannian metric gives a more meaningful view of the la-
tent space, which may also improve probability distributions in the latent space. A relevant candidate
distribution is the locally adaptive normal distribution (LAND) (Arvanitidis et al., 2016)

LAND(z | µ,Σ) ∝ exp

(
−1

2
dist2Σ(z,µ)

)
, (12)

6
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Figure 7: Left: the latent space with example interpolants. Right: auto-correlations of Riemannian
(top) and Euclidean (bottom) samples along the curves of the left panel. Bottom: decoded images
along Euclidean (top rows) and Riemannian (bottom rows) interpolants.

− 3 0 3

− 3

0

3

Figure 8: Left: the latent space and geodesic interpolants. Right: samples comparing Euclidean (top
row) with Riemannian (bottom row) interpolation. Corresponding videos can be found here.

where distΣ is the Riemannian extension of Mahalanobis distance. We fit a mixture of two LANDs
to the MNIST data from Sec. 5.2 alongside a mixture of Euclidean normal distributions. The first
column of Fig. 9 shows the density functions of the two mixture models. Only the Riemannian model
reveals the underlying clusters. We then sample 40 points from each component of these generative
models1 (center column of the figure). We see that the Riemannian model generates high-quality
samples, whereas the Euclidean model generates several samples in regions where the generator
is not trained and therefore produces blurry images. Finally, the right column of Fig. 9 shows all
pairwise distances between the latent points under both Riemannian and Euclidean distances. Again,
we see that the geometric view clearly reveals the underlying clusters.

5.4 RANDOM WALK ON THE DATA MANIFOLD

Finally, we consider random walks over the data manifold, which is a common tool for exploring la-
tent spaces. To avoid the walk drifting outside the data support, practical implementations artificially

1We do not follow common practice and sort samples by their likelihood, as this hides low-quality samples.
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Figure 9: From left to right: the mixture models, generated samples, and pairwise distances. Top
row corresponds to the Riemannian model and bottom row to the Euclidean model.
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Figure 10: Left: the measure in the latent space. Right: the random walks.

restrict the walk to stay inside the [−1, 1]d hypercube. Here, we consider unrestricted Brownian mo-
tion under both the Euclidean and Riemannian metric. We perform this random walk in the latent
space of the convolutional VAE from Sec. 5.2. Figure 10 shows example walks, while Fig. 11 shows
generated images (video here). While the Euclidean random walk moves freely, the Riemannian
walk stays within the support of the data. This is explained in the left panel of Fig. 10, which shows
that the variance term in the Riemannian metric creates a “wall” around the data, which the random
walk will only rarely cross. These “walls” also force shortest paths to follow the data.

Figure 11: The comparison of the random walks, at the steps 200, 300, 3000, 4000 and 5000.
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6 RELATED WORK

Generative models. This unsupervised learning category attracted a lot of attention, especially,
due to the advances on the deep neural networks. We have considered VAEs (Kingma & Welling,
2014; Rezende et al., 2014), but the ideas extend to similar related models. These include exten-
sions that provide more flexible approximate posteriors (Rezende & Mohamed, 2015; Kingma et al.,
2016). GANs (Goodfellow et al., 2014) also fall in this category, as these models have an explicit
generator. While the inference network is not a necessary component in the GAN model, it has been
shown that incorporating it improves overall performance (Donahue et al., 2017; Dumoulin et al.,
2017). The same thoughts hold for approaches that transform the latent space through a sequence of
bijective functions (Dinh et al., 2017)

Geometry in neural networks. Bengio et al. (2013) discuss the importance of geometry in neural
networks as a tool to understand local generalization. For instance, the Jacobian matrix is a measure
of smoothness for a function that interpolates a surface to the given data. This is exactly the implica-
tion in (Rifai et al., 2011), where the norm of the Jacobian acts as a regularizer for the deterministic
autoencoder. Recently, Kumar et al. (2017) used the Jacobian to inject invariances in a classifier.

Riemannian Geometry. Like the present paper, Tosi et al. (2014) derive a suitable Riemannian
metric in Gaussian process (GP) latent variable models (Lawrence, 2005), but the computational
complexity of GPs causes practical concerns. Unlike works that explicitly learn a Riemannian metric
(Hauberg et al., 2012; Peltonen et al., 2004), our metric is fully derived from the generator and
requires no extra learning once the generator is available.

7 DISCUSSION AND FURTHER EXTENSIONS

The geometric interpretation of representation learning is that the latent space is a compressed and
flattened version of the data manifold. We show that the actual geometry of the data manifold can
be more complex than it first appears.

Here we have initiated the study of proper geometries for generative models. We showed that the
latent space not only provides a low-dimensional representation of the data manifold, but at the same
time, can reveal the underlying geometrical structure. We proposed a new variance network for the
generator, which provides meaningful uncertainty estimates while regularizing the geometry. The
new detailed understanding of the geometry provides us with more relevant distance measures, as
demonstrated by the fact that a k-means clustering, on these distances, is better aligned with the
ground truth label structure than a clustering based on conventional Euclidean distances. We also
found that the new distance measure produces smoother interpolation, and when training Rieman-
nian “LAND” mixture models based on the new geometry, the components aligned much better with
the ground truth group structure. Finally, inspired by the recent interest in sequence generation by
random walks in latent space, we found that geometrically informed random walks stayed on the
manifold for much longer runs than sequences based on Euclidean random walks.

The presented analysis easily extends to sophisticated generative models, where the latent space will
be potentially endowed with more flexible nonlinear structures. This directly implies particularly
interesting geometrical models. An obvious question is: can the geometry of the latent space play
a role while we learn the generative model? Either way, we believe that this geometric perspective
provides a new way of thinking and further interpreting the generative models, while at the same
time it encourages development of new nonlinear models in the representation space.
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A THE DERIVATION OF THE GEODESIC DIFFERENTIAL EQUATION

The shortest path between two points x,y ∈M on a Riemannian manifoldM is found by optimiz-
ing the functional

γ
(shortest)
t = argmin

γt

∫ 1

0

√
〈γ̇t,Mγt γ̇t〉dt, γ(0) = x, γ(1) = y (13)

where γt : [0, 1] → M and γ̇t = ∂γt
∂t . The minima of this problem can be found instead by

optimizing the curve energy (do Carmo, 1992), so the functional becomes

γ
(shortest)
t = argmin

γt

∫ 1

0

〈γ̇t,Mγt γ̇t〉dt, γ(0) = x, γ(1) = y. (14)

The inner product can be written explicitly as

L(γt, γ̇t,Mγt) = 〈γ̇t,Mγt γ̇t〉 =

d∑

i=1

d∑

j=1

γ̇
(i)
t · γ̇(j)t ·M (ij)

γt
= (γ̇t ⊗ γ̇t)

ᵀvec
[
Mγt

]
(15)

where the index in the parenthesis represents the corresponding element in the vector or matrix. In
the derivation the ⊗ is the usual Kronecker product and the vec[·] stacks the column of a matrix into
a vector. We find the minimizers by the Euler-Lagrange equation

∂L

∂γt
=

∂

∂t

∂L

∂γ̇t
(16)

where

∂

∂t

∂L

∂γ̇t
=

∂

∂t

∂〈γ̇t,Mγt γ̇t〉
∂γ̇t

=
∂

∂t

(
2 ·Mγt γ̇t

)
= 2

[
∂Mγt

∂t
γ̇t + Mγt γ̈t

]
. (17)

Since the term

∂Mγt

∂t
=




∂M(11)
γt

∂t · · · ∂M(1D)
γt

∂t
∂M(21)

γt

∂t · · · ∂M(2D)
γt

∂t
...

. . .
...

∂M(D1)
γ

∂t · · · ∂M(DD)
γt

∂t




=




∂M(11)
γt

∂γt

ᵀ
γ̇t · · · ∂M(1D)

γt

∂γt

ᵀ
γ̇t

∂M(21)
γt

∂γt

ᵀ
γ̇t · · · ∂M(2D)

γ

∂γt

ᵀ
γ̇t

...
. . .

...
∂M(D1)

γt

∂γt

ᵀ
γ̇t · · ·

∂M(DD)
γt

∂γt

ᵀ
γ̇t




(18)

we can write the right hand side of the Eq. 16 as

∂

∂t

∂L

∂γ̇t
= 2

[
(Id ⊗ γ̇ᵀ

t )
∂vec

[
Mγt

]

∂γt
γ̇t + Mγt γ̈t

]
. (19)

The left hand side term of the Eq. 16 is equal to

∂L

∂γt
=

∂

∂γt

(
(γ̇t ⊗ γ̇t)

ᵀvec
[
Mγt

])
= (γ̇t ⊗ γ̇t)

ᵀ ∂vec
[
Mγt

]

∂γt
. (20)

The final system of 2nd order ordinary differential equations is

γ̈t = −1

2
M−1

γt

[
2 · (Id ⊗ γ̇ᵀ

t )
∂vec

[
Mγt

]

∂γt
γ̇t −

∂vec
[
Mγt

]

∂γt

ᵀ
(γ̇t ⊗ γ̇t)

]
. (21)

B THE DERIVATION OF THE RIEMANNIAN METRIC

The proof of Theorem 1.
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Proof. As we introduced in Eq. 8 the stochastic generator is

f(z) = µ(z) + σ(z)� ε, µ : Z → X , σ : Z → RD+ , ε ∼ N (0, ID). (22)

Thus, we can compute the corresponding Jacobian as follows

∂f(z)

∂z
= Jz =




∂f(1)
z

∂z1

∂f(1)
z

∂z2
· · · ∂f(1)

z

∂zd
∂f(2)

z

∂z1

∂f(2)
z

∂z2
· · · ∂f(2)

z

∂zd
...

...
. . .

...
∂f(D)

z

∂z1

∂f(D)
z

∂z2
· · · ∂f(D)

z

∂zd



D×d

(23)

=




∂µ(1)
z

∂z1

∂µ(1)
z

∂z2
· · · ∂µ(1)

z

∂zd
∂µ(2)

z

∂z1

∂µ(2)
z

∂z2
· · · ∂µ(2)

z

∂zd
...

...
. . .

...
∂µ(D)

z

∂z1

∂µ(D)
z

∂z2
· · · ∂µ(D)

z

∂zd



D×d︸ ︷︷ ︸

A

+ [S1ε, S2ε, · · · , Sdε]D×d︸ ︷︷ ︸
B

, (24)

where Si =




∂σ(1)
z

∂zi
0 · · · 0

0
∂σ(2)

z

∂zi
· · · 0

...
...

. . .
...

0 0 · · · ∂σ(D)
z

∂zi



D×D

, i = 1, . . . , d (25)

and the resulting “random” metric in the latent space is Mz = Jᵀ
zJz. The randomness is due to the

random variable ε, and thus, we can compute the expectation

Mz = Ep(ε)[Mz] = Ep(ε)[(A + B)ᵀ(A + B)] = Ep(ε)[AᵀA + AᵀB + BᵀA + BᵀB]. (26)

Using the linearity of expectation we get that

Ep(ε)[AᵀB] = Ep(ε) [Aᵀ[S1ε,S2ε, · · · ,Sdε]] = Aᵀ[S1���
�:0Ep(ε)[ε], . . . ,0] = 0 (27)

because Ep(ε)[ε] = 0. The other term

Ep(ε)[BᵀB] = Ep(ε)







εᵀS1

εᵀS2

...
εᵀSd




d×D

[S1ε,S2ε, · · · ,Sdε]


 (28)

= Ep(ε)







εᵀS1S1ε εᵀS1S2ε · · · εᵀS1Sdε
εᵀS2S1ε εᵀS2S2ε · · · εᵀS2Sdε

...
...

...
...

εᵀSdS1ε εᵀSdS2ε · · · εᵀSdSdε





 (29)

with Ep(ε) [εᵀSiSjε] = Ep(ε)




(
ε1
∂σ

(1)
z

∂zi
, ε2

∂σ
(2)
z

∂zi
, · · · , εD

∂σ
(D)
z

∂zi

)



ε1
∂σ(1)

z

∂zj

ε2
∂σ(2)

z

∂zj
...

εD
∂σ(D)

z

∂zj







(30)

= Ep(ε)

[
ε21

(
∂σ

(1)
z

∂zi

∂σ
(1)
z

∂zj

)
+ ε22

(
∂σ

(2)
z

∂zi

∂σ
(2)
z

∂zj

)
+ · · · ε2D

(
∂σ

(D)
z

∂zi

∂σ
(D)
z

∂zj

)]

(31)
= diag(Si)

ᵀdiag(Sj), (32)
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because Ep(ε)[ε2i ] = 1, ∀i = 1, . . . , D.

The matrix A = J
(µ)
z and for the variance network

J(σ)
z =




∂σ(1)
z

∂z1

∂σ(1)
z

∂z2
· · · ∂σ(1)

z

∂zd
∂σ(2)

z

∂z1

∂σ(2)
z

∂z2
· · · ∂σ(2)

z

∂zd
...

...
. . .

...
∂σ(D)

z

∂z1

∂σ(D)
z

∂z2
· · · ∂σ(D)

z

∂zd




(33)

it is easy to see that Ep(ε)[BᵀB] =
(
J
(σ)
z

)ᵀ
J
(σ)
z . So the expectation of the induced Riemannian

metric in the latent space by the generator is

M̄z =
(
J(µ)

z

)ᵀ
J(µ)

z +
(
J(σ)

z

)ᵀ
J(σ)

z (34)

which concludes the proof.

C INFLUENCE OF VARIANCE ON THE MARGINAL LIKELIHOOD

We trained a VAE on the digits 0 and 1 of the MNIST scaled to [−1, 1]. We randomly split the data
to 90% training and 10% test data, ensuring balanced classes. First, we only trained the encoder and
the mean function of the decoder. Then, keeping these fixed, we trained two variance functions: one
based on standard deep neural network architecture, and the other using our proposed RBF model.
Clearly, we have two generators with the same mean function, but different variance functions.
Below we present the architectures for the standard neural networks. For the RBF model we used
32 centers and a = 1.

Encoder/Decoder Layer 1 Layer 2 Layer 3
µφ 64, (softplus) 32, (softplus) d, (linear)
σφ 64, (softplus) 32, (softplus) d, (softplus)
µθ 32, (softplus) 64, (softplus) D, (tanh)
σθ 32, (softplus) 64, (softplus) D, (softplus)

The numbers corresponds to the layer size together with the activation function in parenthesis. Fur-
ther, the mean and the variance functions share the weights of the first layer. The input space
dimension is D = 784. Then, we computed the marginal likelihood p(x) of the test data using
Monte Carlo as:

p(x) =

∫

Z
p(x|z)p(z)dz ' 1

S

∑

s=1

p(x|zs), zs ∼ p(z) (35)

using S = 10000 samples. The generator with the standard variance function achieved -68.25 mean
log-marginal likelihood, while our proposed model -50.34, where the higher the better.

The reason why the proposed RBF model performs better can be easily analyzed. The marginal
likelihood under the Monte Carlo estimation is, essentially, a large Gaussian mixture model with
equal weights 1

S . Each mixture component is defined by the generator through the likelihood
p(x|z) = N

(
x | µθ(z), IDσ2

θ(z)
)
. Considering the variance term, the standard neural network

approach is trained on the given data points and the corresponding latent codes. Unfortunately,
its behavior is arbitrary in regions where there are not any encoded data. On the other hand our
proposed model assigns large variance to these regions, while on the regions where we have latent
codes its behavior will be approximately the same with the standard neural network. This implies
that the resulting marginal likelihood p(x) for the two models are highly similar in regions of high
data density, but significantly different elsewhere. The RBF variance model ensures that mixture
components in these regions have high variance, whereas the standard architecture assign arbitrary
variance. Consequently, the RBF-based p(x) assigns minimal density to regions with no data, and,
thus, attains higher marginal likelihood elsewhere.
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D IMPLEMENTATION DETAILS FOR THE EXPERIMENTS

Algorithm 1 The training of a VAE that ensures geometry

Output: the estimated parameters of the neural networks θ, φ, ψ
1: Train the µφ,σφ,µθ as in Kingma & Welling (2014), keeping σψ fixed.
2: Train the σψ as explained in Sec. 4.1.

Details for Experiments 5.1, 5.2 & 5.3. The pixel values of the images are scaled to the interval
[0, 1]. We use for the functions µφ,σφ,µθ multilayer perceptron (MLP) deep neural networks, and
for the βψ the proposed RBF model with 64 centers, so W ∈ RD×64 and the parameter a of Eq. 11
is set to 2. We used L2 regularization with parameter equal to 1e−5.

Encoder/Decoder Layer 1 Layer 2 Layer 3
µφ 64, (tanh) 32, (tanh) d, (linear)
σφ 64, (tanh) 32, (tanh) d, (softplus)
µθ 32, (tanh) 64, (tanh) D, (sigmoid)

The number corresponds to the size of the layer, and in the parenthesis the activation function.
For the encoder, the mean and the variance functions share the weights of the Layer 1. The input
space dimension D = 784. After the training, the geodesics can be computed by solving Eq. 7
numerically. The LAND mixture model is fitted as explained in (Arvanitidis et al., 2016).

Details for Experiments 5.4. In this experiment we used Convolutional Variational Auto-
Encoders. The pixel values of the images are scaled to the interval [0, 1]. For the βψ we used
the proposed RBF model with 64 centers and the parameter a of Eq. 11 is set to 2.

Considering the variance network during the decoding stage, the RBF generates an image, which
represents intuitively the total variance of each pixel for the decoded final image, but in an initial
sub-sampled version. Afterwards, this image is passed through a sequence of deconvolution layers,
and at the end will represent the variance of every pixel for each RGB channel. However, it is critical
that the weights of the filters must be clipped during the training to R+ to ensure positive variance.

Encoder Layer 1 (Conv) Layer 2 (Conv) Layer 3 (MLP) Layer 4 (MLP)
µφ 32, 3, 2, (tanh) 32, 3, 2, (tanh) 1024, (tanh) d, (linear)
σφ 32, 3, 2, (tanh) 32, 3, 2, (tanh) 1024, (tanh) d, (softplus)

For the convolutional and deconvolutional layers, the first number is the number of applied filters,
the second is the kernel size, and third is the stride. Also, for the encoder, the mean and the variance
functions share the convolutional layers. We used L2 regularization with parameter equal to 1e−5.

Decoder L. 1 (MLP) L. 2 (MLP) L. 3 (DE) L. 4 (DE) L. 5 (DE) L.6 (CO)
µθ 1024, (t) D/4, (t) 32, 3, 2, (t) 32, 3, 2, (t) 3, 3, 1, (t) 3, 3, 1, (s)

For the decoder, the acronyms (DE) = Deconvolution, (CO) = Convolution and (t), (s) stand for
tanh and sigmoid, respectively. Also, D = width × height × channels of the images, in our
case 64,64,3. For all the convolutions and deconvolutions, the padding is set to same. We used L2

regularization with parameter equal to 1e−5.

Decoder Layer 1 (RBF) Layer 2 (Deconv) Layer 3 (Conv)
βψ W ∈ R(D/2)×64 1, 3, 2 (linear) 3, 3, 1 (linear)

The Brownian motion over the Riemannian manifold in the latent space is presented in Alg. 2.
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Algorithm 2 Brownian motion on a Riemannian manifold

Input: the starting point z ∈ Rd×1, stepsize s, number of steps Ns, the metric tensor M(·).
Output: the random steps Z ∈ RNs×d.

1: for n = 0 to Ns do
2: L,U = eig (M(z)), (L: eigenvalues, U: eigenvectors)
3: v = UL−

1
2 ε, ε ∼ N (0, Id)

4: z = z + s · v
5: Z(n, :) = z
6: end for
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Abstract. Euclidean data often exhibit a nonlinear behavior, which
may be modeled by assuming the data is distributed near a nonlinear
submanifold in the data space. One approach to find such a manifold
is to estimate a Riemannian metric that locally models the given data.
Data distributions with respect to this metric will then tend to follow
the nonlinear structure of the data. In practice, the learned metric rely
on parameters that are hand-tuned for a given task. We propose to es-
timate such parameters by maximizing the data likelihood under the
assumed distribution. This is complicated by two issues: (1) a change
of parameters imply a change of measure such that different likelihoods
are incomparable; (2) some choice of parameters renders the numerical
calculation of distances and geodesics unstable such that likelihoods can-
not be evaluated. As a practical solution, we propose to (1) re-normalize
likelihoods with respect to the usual Lebesgue measure of the data space,
and (2) to bound the likelihood when its exact value is unattainable. We
provide practical algorithms for these ideas and illustrate their use on
synthetic data, images of digits and faces, as well as signals extracted
from EEG scalp measurements.

Keywords: manifold learning, metric learning, statistics on manifolds.

1 Introduction
The “manifold assumption” is often applied in machine learning research to
express that data is believed to lie near a (nonlinear) submanifold embedded
in the data space. Such an assumption finds uses e.g. in dynamical or periodic
systems, and in many problems with a smooth behavior. When the manifold
structure is known a priori it can be incorporated into the problem specification,
but unfortunately such structure is often not known. In these cases it is necessary
to estimate the manifold structure from the observed data, a process known as
manifold learning. In this work, we approach manifold learning geometrically
by estimating a Riemannian metric that captures local behavior of the data,
and probabilistically by estimating unknown parameters of the metric using
maximum likelihood. First we set the stage with background information on
manifold learning (Sec. 1.1) and geometry (Sec. 1.2), followed by an exposition
of our model (Sec. 2) and the proposed maximum likelihood scheme (Sec. 3).
Finally results are presented (Sec. 4) and discussed (Sec. 5).



1.1 Background and related work
Given observations x1:N = {x1, . . . ,xN} in RD, the key task in manifold learning
is to estimate a data representation that reflect the nonlinear structure of the
original data. The intuition behind most methods for this was phrased by Saul
& Roweis [18] as “Think Globally, Fit Locally”, practically meaning that locally
linear models are fitted to all points in data space and these then are merged to
a global representation (details depend on the method).

The Isomap method [20] famously replace Euclidean distances with geodesic
distances defined on a neighborhood graph and then embed the data in a lower
dimensional space where Euclidean distances approximate the geodesic coun-
terparts. While this approach is popular, its discrete nature only describes the
observed data points and consequently cannot be used to develop probabilistic
generative models. Similar comments hold for other graph-based methods [18,2].

As a smooth alternative, Lawrence [16] proposed a probabilistic extension of
standard surface models by assuming that each dimension of the data is described
as xd = fd(z), where z is a low-dimensional latent variable and fd is a Gaussian
process. The latent variables then provide a low-dimensional parametrization that
capture the manifold strucure. Tosi et al. [21] give this a geometric interpretation
by deriving the distribution of the induced Riemannian pull-back metric and
show how geodesics can be computed under this uncertain metric.

Often manifold learning is viewed as a form of dimensionality reduction,
but this need not be the case. Hauberg et al. [12] suggest to model the local
behavior of the data manifold via a locally-defined Riemannian metric, which is
constructed by interpolating a set of pre-trained metric tensors at a few select
points in data space. Once a Riemannian metric is available existing tools can
be used for dimensionality reduction [22,11,8], mixture modeling [1,19], tracking
[13,14], hypothesis testing [17], transfer learning [9] and more. Our approach
follow this line of work.

1.2 The basics of Riemannian geometry
For completeness we start with an informal review of Riemannian manifolds, but
refer the reader to standard text books [5] for a more detailed exposition.
Definition 1. A smooth manifold M together with a Riemannian metric M :
M → RD×D and M � 0 is called a Riemannian manifold. The Riemannian
metric M encodes a smoothly changing inner product 〈u,M(x)v〉 on the tangent
space u,v ∈ TxM of each point x ∈M.
Since the Riemannian metric M(x) acts on tangent vectors it may be interpreted
as a standard Mahalanobis metric restricted to an infinitesimal region around x.
This local inner product is a suitable model for capturing local behavior of data,
i.e. manifold learning. Shortest paths (geodesics) are then length-minimizing
curves connecting two points x,y ∈M, i.e.

γ̂ = argmin
γ

∫ 1

0

√
〈γ′(t),M(γ(t))γ′(t)〉dt, s.t. γ(0) = x, γ(1) = y. (1)



Here M(γ(t)) is the metric tensor at γ(t), and the tangent vector γ′ denotes the
derivative (velocity) of γ. The distance between x and y is defined as the length
of the geodesic. Geodesic can be found as the solution to a system of 2nd order
ordinary differential equations (ODEs):

γ′′(t) = −1
2M−1(γ(t))

[
∂vec[M(γ(t))]

∂γ(t)

]ᵀ
(γ′(t)⊗ γ′(t)) (2)

subject to γ(0) = x, γ(1) = y. Here vec[·] stacks the columns of a matrix into a
vector and ⊗ is the Kronecker product.

This differential equation allows us to define basic operations on the manifold.
The exponential map at a point x takes a tangent vector v ∈ TxM to y =
Expx(v) ∈ M such that the curve γ(t) = Expx(t · v) is a geodesic originating
at x with initial velocity v and length ‖v‖. The inverse mapping, which takes y
to TxM is known as the logarithm map and is denoted Logx(y). By definition
‖Logx(y)‖ corresponds to the geodesic distance from x to y. The exponential
and the logarithmic map can be computed by solving Eq. 2 numerically, as an
initial value problem or a boundary value problem respectively.

2 A locally adaptive normal distribution

We have previously provided a simple nonparametric manifold learning scheme
that conceptually mimics a local principal component analysis [1]. At each
point x ∈ RD a local covariance matrix is computed and its inverse then
specify a local metric. For computational efficiency and to prevent overfitting

Fig. 1: Example geodesics.

we restrict ourselves to diagonal covariances

Mdd(x) =
(

N∑

n=1
wn(x)(xnd − xd)2 + ρ

)−1

, (3)

wn(x) = exp
(
−‖xn − x‖2

2
2σ2

)
. (4)

Here the subscript d is the dimension, n corresponds
to the given data, and ρ is a regularization parameter
to avoid singular covariances. The weight-function wn(x) changes smoothly such
that the resulting metric is Riemannian. It is easy to see that if x is outside
of the support of the data, then the metric tensor is large. Thus, geodesics are
“pulled” towards the data where the metric is small (see Fig. 1).

The weight-function wn(x) depends on a parameter σ that effectively de-
termine the size of the neighborhood used to define the data manifold. Small
values of σ gives a manifold with high curvature, while a large σ gives an almost
flat manifold. The main contribution of this paper is a systematic approach to
determine this parameter.

For a given metric (and hence σ), we can estimate data distributions with re-
spect to this metric. We consider Riemannian normal distributions [17]



Fig. 2: Example of the
locally adaptive normal
distribution (LAND).

pM(x | µ,Σ) = 1
C exp

(
−1

2d
2
Σ(x,µ)

)
, x ∈M (5)

and mixtures thereof. HereM denote the manifold in-
duced by the learned metric, µ and Σ are the mean and
covariance, and d2

Σ(x,µ) = 〈Logµ(x),Σ−1Logµ(x)〉.
The normalization constant C is by definition

C(µ,Σ) =
∫

M
exp

(
−1

2d
2
Σ(x,µ)

)
dM(x), (6)

where dM(x) denotes the measure induced by the Riemannian metric. Note that
this measure depends in σ. Figure 2 show an example of the resulting distribution
under the proposed metric. As the distribution adapts locally to the data we coin
it a locally adaptive normal distribution (LAND).

Assuming that the data are generated from a distribution qM then commonly
the mean µ and covariance Σ are estimated with intrinsic least squares (ILS)

Intrinsic least
squares (ILS)

Maximum
likelihood (ML)

Fig. 3: ML and ILS means.

µ̂ = argmin
µ∈M

∫

M
d2(µ,x)qM(x)dM(x), (7)

Σ̂ =
∫

Tµ̂M
Logµ̂(x)Logµ̂(x)ᵀpM(x)dM(x), (8)

where d2(·, ·) denotes the squared geodesic dis-
tance. These parameter estimates naturally gen-
eralize their Euclidean counterparts, and they can be further shown to have
maximal likelihood when the manifold is also a symmetric space [7]. For more
general manifolds, like the ones under consideration in this paper, these estimates
do not attain maximal likelihood. Figure 3 show both the ILS estimate of µ and
the maximum likelihood (ML) estimate. Since the ILS estimate falls outside the
support of the data, a significantly larger covariance matrix is needed to explain
the data, which gives a poor likelihood. To find the maximum likelihood parame-
ters of µ and Σ we perform steepest descent directly on the data log-likelihood
using an efficient Monte Carlo estimator of the normalization constant C [1].

3 Maximum likelihood metric learning

Determining the optimal metric (parametrized by σ) is an open question. Since
the LAND is a parametric probabilistic model it is natural to perform this model
selection using maximum likelihood. The complete data log-likelihood is

L(σ) = −1
2

N∑

n=1
d2

Σ(xn,µ)−N log C(µ,Σ). (9)



It is tempting to evaluate L(σ) for several values of σ and pick the one with
maximal likelihood. This, however, is both theoretically and practically flawed.

The first issue is that the measure dM(·) used to define the LAND depends
on σ. This imply that L(σ) cannot be compared for different values of σ as they
do not rely on the same measure. The second issue is that Logµ(xn) must be
evaluated numerically, which can become unstable whenM has high curvature.
This imply that L(σ) can often not be fully evaluated when σ is small.

3.1 Likelihood bounds to cope with numerical instabilities
When numerical instabilities prevent us from evaluating L(σ) we instead rely
on an easy-to-evaluate lower bound L(σ). To derive this, let vn = Logµ(xn).
Then ‖vn‖ is the geodesic distance between µ and xn, while vn/‖vn‖ is the initial
direction of the connecting geodesic. It is easy to provide an upper bound on the
geodesic distance by taking the length of a non-geodesic connecting curve, here
chosen as the straight line connecting µ and xn. The bound then becomes

‖vn‖ ≤ d̃n =
∫ 1

0

√
〈(xn − µ),M(txn + (1− t)µ)(xn − µ)〉dt. (10)

The initial orientation vn/‖vn‖ influence the log-likelihood as the covariance Σ
is generally anisotropic. This is, however, easily bounded by picking the initial
direction as the eigenvector of Σ corresponding to the smallest eigenvalue λmin.
This then gives the final lower bound

L(σ) = −1
2

N∑

n=1

d̃2
n

λmin
−N log C(µ,Σ). (11)

In practice, we only use the bound for data points x where the logarithm map
cannot be evaluated, and otherwise use the correct log-likelihood.

3.2 Comparing likelihoods
Since the measure dM(·) changes with σ we cannot directly compare L(σ) across
inputs. In order to make this comparison feasible, we propose to re-normalize
the LAND with respect to the usual Lebesgue measure of the data space RD.
This amount to changing the applied measure in Eq. 6. As we lack closed-form
expressions, we perform this re-normalization using importance sampling [4]

C̃(µ,Σ) =
∫

RD

exp
(
−1

2d
2
Σ(µ,x)

)
dx =

∫

RD

exp
(
− 1

2d
2
Σ(µ,x)

)

q(x) q(x)dx (12)

≈ 1
S

S∑

s=1
ws exp

(
−1

2d
2
Σ(µ,xs)

)
, xs ∼ q(x), ws = 1

q(xs) , (13)

where q(x) is the proposal distribution from which we draw S samples. In our
experiments we choose q(x) = N (x|µ,Σ) with the linear mean and covariance
of the data. Thus, we ensure that the support of the proposal captures the data
manifold, but any other distribution with the desired properties can be used.



4 Results

Experimental setup: We evaluate the proposed method on both synthetic
and real data. The two-dimensional synthetic data is drawn from an arc-shaped
distribution (see Fig. 4c) [1]. We further consider features extracted from EEG
measurements during human sleep [1]; the digit “1” from MNIST; and the
“Frey faces”1. Both image modalities are projected onto their first two principal
components, and are separated into 10 and 5 folds respectively. To each data
modality, we fit a mixture of LANDs with K components.

(a) Data samples.
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(b) Importance sampling.
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(c) The impact of σ.
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(d) Synthetic data (K=1).
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(e) MNIST digit 1 (K=2).
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(f) EEG signal (K=3).
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(g) Frey faces (K=2). (h) Digit 1 density. (i) EEG sleep density.

Fig. 4: Experimental results on various data sets; see text for details.

Verification: First, we validate the importance sampling scheme in Fig. 4b
where we compare with an expensive numerical integration scheme on a predefined
grid. It is evident that importance sampling quickly gives a good approximation
to to the true normalization constant. However, choosing the correct proposal
1 http://www.cs.nyu.edu/~roweis/data.html



distribution is usually crucial for the success of the approximation [4]. Then,
in Fig. 4c we show the impact of σ on the geodesic solution. When σ is small
(0.01) the true geodesic cannot be computed numerically and a straight line is
used to bound the likelihood (Sec. 3). For larger values of σ the geodesic can
be computed. Note that the geodesic becomes increasingly “straight” for large
values of σ.

Model selection: Figures 4d-4g show the log-likelihood bound proposed
in Sec. 3 for all data sets. In particular, we can distinguish three different regions
for the σ parameter. (1) For small values of σ the manifold has high curvature
and some geodesics cannot be computed, such that the bound penalizes the data
log-likelihood. (2) There is a range of σ values where the construction of the
manifold captures the actual underlying data structure, and in those cases we
achieve the best log-likelihood. (3) For larger values of σ the manifold becomes
flat, and even if we are able compute all the geodesics the likelihood is reduced.
The reason is that when the manifolds becomes flat, significant probability mass
is assigned to regions outside of the data support, while in the other case all the
probability mass is concentrated near the data resulting to higher likelihood.

5 Discussion

Probability density estimation in non-linear spaces is essential in data analysis [6].
With the current work, we have proposed practical tools for model selection of
the metric underlying the locally adaptive normal distribution (LAND) [1]. The
basic idea amounts to picking the metric that maximize the data likelihood. A
theoretical concern is that different metrics gives different measures implying that
likelihoods are not comparable. We have proposed to solve this by re-normalizing
according to the Lebesgue measure associated with the data space. Practically our
idea face numerical challenges when the metric has high curvature as geodesics
then become unstable to compute. Here we have proposed an easy-to-compute
bound on the data likelihood, which has the added benefit that metrics giving
rise to numerical instabilities are penalized. Experimental results on diverse data
sets indicate that the approach is suitable for model selection.

In this paper we have considered maximum likelihood estimation on the
training data, which can potentially overfit [10]. While we did not observe such
behavior in our experiments it is still worth investigating model selection on a
held-out test set or to put a prior on σ and pick the value that maximize the
posterior probability. Both choices are straight-forward.

An interesting alternative to bounding the likelihood appears when considering
probabilistic solvers [15] for the geodesic equations (2). These represent the
numerical estimate of geodesics with a Gaussian process whose uncertainty
captures numerical approximation errors. Efficient algorithms then exist for
estimating the distribution of the geodesic arc length [3]. With these solvers,
hard-to-estimate geodesics will be associated with high variance, such that the
now-stochastic data log-likelihood also has high variance. Model selection should
then take this variance into account.



Acknowledgements. SH was supported by a research grant (15334) from
VILLUM FONDEN. LKH was supported by the Novo Nordisk Foundation
Interdisciplinary Synergy Program 2014, ’Biophysically adjusted state-informed
cortex stimulation (BASICS)’.

References
1. Arvanitidis, G., Hansen, L.K., Hauberg, S.: A locally adaptive normal distribution.

In: Advances in Neural Information Processing Systems (NIPS) (2016)
2. Belkin, M., Niyogi, P.: Laplacian eigenmaps for dimensionality reduction and data

representation. Neural computation 15(6), 1373–1396 (2003)
3. Bewsher, J., Tosi, A., Osborne, M., Roberts, S.: Distribution of Gaussian Process

Arc Lengths. In: AISTATS (2017)
4. Bishop, C.M.: Pattern Recognition and Machine Learning (Information Science

and Statistics). Springer-Verlag New York, Inc., Secaucus, NJ, USA (2006)
5. do Carmo, M.: Riemannian Geometry. Birkhäuser (1992)
6. Chevallier, E., Barbaresco, F., Angulo, J.: Probability Density Estimation on the

Hyperbolic Space Applied to Radar Processing. In: GSI. pp. 753–761 (2015)
7. Fletcher, P.T.: Geodesic regression and the theory of least squares on Riemannian

manifolds. IJCV 105(2), 171–185 (2013)
8. Fletcher, P.T., Lu, C., Pizer, S.M., Joshi, S.: Principal geodesic analysis for the

study of nonlinear statistics of shape. IEEE TMI 23(8), 995–1005 (2004)
9. Freifeld, O., Hauberg, S., Black, M.J.: Model transport: Towards scalable transfer

learning on manifolds. In: CVPR (2014)
10. Hansen, L.K., Larsen, J.: Unsupervised learning and generalization. In: Neural

Networks, 1996., IEEE International Conference on. vol. 1, pp. 25–30. IEEE (1996)
11. Hauberg, S.: Principal Curves on Riemannian Manifolds. IEEE Transactions on

Pattern Analysis and Machine Intelligence (TPAMI) (2016)
12. Hauberg, S., Freifeld, O., Black, M.J.: A Geometric Take on Metric Learning. In:

Advances in Neural Information Processing Systems (NIPS). pp. 2033–2041 (2012)
13. Hauberg, S., Lauze, F., Pedersen, K.S.: Unscented Kalman Filtering on Riemannian

manifolds. Journal of Mathematical Imaging and Vision 46(1), 103–120 (May 2013)
14. Hauberg, S., Pedersen, K.S.: Stick it! articulated tracking using spatial rigid object

priors. In: ACCV. LNCS, vol. 6494, pp. 758–769. Springer (2010)
15. Hennig, P., Hauberg, S.: Probabilistic Solutions to Differential Equations and their

Application to Riemannian Statistics. In: AISTATS. vol. 33 (2014)
16. Lawrence, N.: Probabilistic non-linear principal component analysis with Gaussian

process latent variable models. J. of Machine Learning Research 6, 1783–1816 (2005)
17. Pennec, X.: Intrinsic Statistics on Riemannian Manifolds: Basic Tools for Geometric

Measurements. Journal of Mathematical Imaging and Vision 25(1), 127–154 (2006)
18. Saul, L.K., Roweis, S.T.: Think globally, fit locally: unsupervised learning of low

dimensional manifolds. Journal of Machine Learning Research 4, 119–155 (2003)
19. Straub, J., Chang, J., Freifeld, O., Fisher III, J.W.: A Dirichlet Process Mixture

Model for Spherical Data. In: AISTATS (2015)
20. Tenenbaum, J.B., de Silva, V., Langford, J.C.: A Global Geometric Framework for

Nonlinear Dimensionality Reduction. Science 290(5500), 2319 (2000)
21. Tosi, A., Hauberg, S., Vellido, A., Lawrence, N.D.: Metrics for Probabilistic Ge-

ometries. In: The Conference on Uncertainty in Artificial Intelligence (UAI) (2014)
22. Zhang, M., Fletcher, P.T.: Probabilistic Principal Geodesic Analysis. In: Advances

in Neural Information Processing Systems (NIPS) 26. pp. 1178–1186 (2013)



132Maximum likelihood estimation of Riemannian metrics from Euclidean data



Fast and Robust Shortest
Paths on Manifolds Learned

from Data

"Fast and Robust Shortest Paths on Manifolds Learned from Data,
Georgios Arvanitidis, Søren Hauberg, Philipp Hennig and Michael Schober
International Conference on Artificial Intelligence and Statistics (AISTATS),
2019.



Fast and Robust Shortest Paths on Manifolds Learned from Data

Georgios Arvanitidis† Søren Hauberg† Philipp Hennig‡ Michael Schober?
†Technical University of Denmark, Lyngby, Denmark

‡University of Tübingen, Tübingen, Germany
‡Max Planck Institute for Intelligent Systems, Tübingen, Germany
?Bosch Center for Artificial Intelligence, Renningen, Germany

Abstract

We propose a fast, simple and robust algo-
rithm for computing shortest paths and dis-
tances on Riemannian manifolds learned from
data. This amounts to solving a system of
ordinary differential equations (ODEs) sub-
ject to boundary conditions. Here standard
solvers perform poorly because they require
well-behaved Jacobians of the ODE, and usu-
ally, manifolds learned from data imply un-
stable and ill-conditioned Jacobians. Instead,
we propose a fixed-point iteration scheme for
solving the ODE that avoids Jacobians. This
enhances the stability of the solver, while re-
duces the computational cost. In experiments
involving both Riemannian metric learning
and deep generative models we demonstrate
significant improvements in speed and stabil-
ity over both general-purpose state-of-the-art
solvers as well as over specialized solvers.

1 Introduction

A long-standing goal in machine learning is to build
models that are invariant to irrelevant transformations
of the data, as this can remove factors that are other-
wise arbitrarily determined. For instance, in nonlinear
latent variable models, the latent variables are gen-
erally unidentifiable as the latent space is by design
not invariant to reparametrizations. Enforcing a Rie-
mannian metric in the latent space that is invariant
to reparametrizations alleviate this identifiability issue,
which significantly boosts model performance and inter-
pretability (Arvanitidis et al., 2018; Tosi et al., 2014).
Irrelevant transformations of the data can alternatively

Proceedings of the 22nd International Conference on Ar-
tificial Intelligence and Statistics (AISTATS) 2019, Naha,
Okinawa, Japan. PMLR: Volume 89. Copyright 2019 by
the author(s).
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Figure 1: A data manifold and the log-condition num-
ber of the Jacobian with fixed velocity (background).
High condition numbers can cause failures to converge
for off-the-shelf solvers.

be factored out by only modeling local behavior of
the data; geometrically this can be viewed as having a
locally adaptive inner product structure, which can be
learned from data (Hauberg et al., 2012). In both ex-
amples, the data is studied under a Riemannian metric,
so that can be seen as living on a Riemannian manifold.

While this geometric view comes with strong math-
ematical support, it is not commonly adopted. The
primary concern is that the computational overhead of
Riemannian models often outweigh the induced bene-
fits. The main bottleneck herein are distance computa-
tions, which are often at the core of machine learning
algorithms. In Euclidean space, distance evaluations
require the computation of a norm. In kernel meth-
ods, distances are evaluated via the kernel trick, but
many interesting geometries cannot be captured with a
positive definite kernel (Feragen et al., 2015). In both
cases, distances can be computed with negligible effort.

The distance between two points x,y on a Rieman-
nian manifold is defined as the length of the shortest
path between x and y known as the geodesic. Com-
puting the geodesic requires the solution of a boundary
value problem (BVP). These types of ordinary differ-
ential equations (ODEs) require specialized numerical
methods for their solution, as—unlike initial value prob-
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lems (IVPs)—they cannot be solved via step-by-step
algorithms like Runge–Kutta methods, and thus their
solution is computationally taxing (Ascher et al., 1994).

Moreover, Riemannian manifolds learned from data
usually imply high curvature and an unstable Rieman-
nian metric. The reason is that the metric is estimated
only from finite data, so it changes irregularly fast.
As a consequence, the Jacobians of the ODE, which
are required in many off-the-shelf solvers, are often
ill-conditioned which causes additional problems and
effort (Ascher et al., 1994, §8.1.2). The example in
Fig. 1 shows that the Jacobian associated with a data
driven manifold is highly oscillatory. This implies that
standard ODE solvers easily break down. Thus, spe-
cialized BVP solvers for shortest path computations
are required to make distance evaluations on manifolds
learned from data as fast and robust as in other models.

In this paper, we propose a novel method for comput-
ing shortest paths on Riemannian manifolds learned
from data. Combining the theory of smoothing
splines/Gaussian process regression (Wahba, 1990; Ras-
mussen and Williams, 2006) with fixed-point iterations
(Mann, 1953; Johnson, 1972), we arrive at an algorithm
which is simple, fast and more reliable on challenging
geometries. This is achieved by not utilizing the Jaco-
bian which is computationally costly and ill-behaved.

Our work is a significant improvement of an earlier
algorithm by Hennig and Hauberg (2014). Their al-
gorithm is an early proof of concept for probabilistic
numerics (Hennig et al., 2015). We show below that
in the original form, it provably does not converge to
the true solution. However, their algorithmic struc-
ture is capable of converging to the true solution. We
demonstrate how their algorithm needs to be adopted
to improve solution quality and convergence speed, so
that the fixed-point algorithm can efficiently compute
the shortest path on Riemannian manifolds.

2 A Brief Recap of Riemannian
Geometry

We start by defining Riemannian manifolds (do Carmo,
1992). These are well-studied metric spaces, where
the inner product is only locally defined and changes
smoothly throughout space.

Definition 1 A Riemannian manifold is a smooth
manifoldM where each tangent space TxM is equipped
with an inner product (Riemannian metric) 〈a,b〉x =
a

ᵀ
M(x)b that changes smoothly across the manifold.

This inner product structure is sufficient for defining
the length of a smooth curve c : [0, 1] → M in the

Figure 2: A data manifold with a geodesic and its
tangent vector.

usual way as

Length(c) =

∫ 1

0

√
ċ(t)ᵀM(c(t))ċ(t)dt, (1)

where ċ = ∂tc denotes the curve velocity. The length
of the shortest path connecting two points then consti-
tutes the natural distance measure onM. The short-
est curve is known as the geodesic, and can be found
through the Euler-Lagrange equations to satisfy a sys-
tem of 2nd order ODEs (Arvanitidis et al., 2018),

c̈(t) =
−M(c(t))

−1

2

[
2(ID ⊗ ċ(t)

ᵀ
)
∂vec[M(c(t))]

∂c(t)
ċ(t)

−∂vec[M(c(t))]

∂c(t)

ᵀ

(ċ(t)⊗ ċ(t))

]
, (2)

where vec[·] stacks the columns of a matrix into a vector
and ⊗ is the Kronecker product.

Most numerical calculations on Riemannian manifolds
are performed in local tangent spaces as these are
Euclidean. Key operations are therefore mappings back
and forth between the manifold and its tangent spaces.
A point y ∈ M can be mapped to the tangent space
at x ∈M by computing the shortest connecting curve
and evaluating its velocity v at x. This is a tangent
vector at x with the property that its length equals
the length of the shortest path. By the Picard-Lindelöf
theorem (Picard, 1890), this process can be reversed
by solving Eq. 2 with initial conditions c(0) = x and
ċ(0) = v. Mapping from the manifold to a tangent
space, thus, requires solving a boundary value problem,
while the inverse mapping is an initial value problem.
Practically, the BVPs dominate the computational
budget of numerical calculations on manifolds.

In the context of this paper we will focus upon
Riemannian manifolds which are learned from the data,
and capture its underlying geometric structure. Thus,
we will consider for the smooth manifold the Euclidean
space as M = RD, and learn a Riemannian metric
M : RD → RD×D. To be clear, this simply changes
the way we measure distances, while respecting the
structure of the data. An illustrative example can be
seen in Fig. 2.
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3 A Fast Fixed-Point Method for
Shortest Paths

In order to apply Riemannian models to interesting
data sets, we require a fast and robust method to solve
the boundary value problem

c̈(t) = f(c(t), ċ(t)), c(0) = x, c(1) = y (3)

where f(c(t), ċ(t)) is the right-hand side of Eq. (2) and
x, y ∈ M. Numerical BVP solvers typically replace
the analytic solution c(t) by an approximant c(t) which
is required to fulfill the ODE c̈(tn) = f(c(tn), ċ(tn)) on
a discrete mesh ∆ = {t0 = 0, t1, . . . , tN−1 = 1} ⊂ [0, 1]
of evaluation knots tn. Together with the boundary
conditions (BC) c(0) = x, c(1) = y, this results in a
D(N +2)-dimensional nonlinear equation which can be
solved for rich enoughD(N+2)-dimensional parametric
models. If the approximant is represented by the poste-
rior mean µ(t) of a GP regressor GP(c̃(t);µ(t),k(t, s)),
then it can be proven that a solution with small ap-
proximation error exists (Wendland, 2004, §11) under
suitable conditions on the kernel (Micchelli et al., 2006;
Rasmussen and Williams, 2006). This means we have to
find a (artificial) data set D with (N+2) D-dimensional
data points such that the posterior mean fulfills the
BVP on the discretization mesh ∆ and the BC on the
curve boundary B = {0, 1}. The data set D should be
thought of as a parametrization for the solution curve.

One way to generate a solution is to define the auxiliary
function F (c) = c̈− f(c, ċ) and apply a variant of the
Newton-Raphson method (Deuflhard, 2011) to find a
root of F . For example, this type of algorithm is also
at the core of Matlab’s bvp5c, a state-of-the-art BVP
solver. The convergence of these algorithms depends
on the Jacobians ∇cf,∇ċf of f at the evaluation knots
tn. In particular, Jacobians with big condition number
may cause Newton’s method to fail to converge if no
precautions are taken (Ascher et al., 1994, §8.1.2). On
manifolds learned from data, this is a common problem.
Furthermore, in practice these Jacobians are computed
with a computationally taxing finite difference scheme.
Thus, a method not based on Newton’s method should
be more suitable for the computation of shortest paths.

3.1 Method Description

As mentioned above, we model the approximate so-
lution c(t) with the posterior mean µ(t) of a (multi-
output) Gaussian process

GP(c̃(t); µ(t),V ⊗ k(t, s)) (4)

with (spatial) kernel k and inter-dimensional covariance
matrix V ∈ RD×D. If the kernel k is sufficiently par-
tially differentiable, this implies a covariance between

derivatives of c̃ as well (Rasmussen and Williams, 2006,
§ 4.1.1), in particular

cov

(
dm

dtm
c̃i(t),

dn

dsn
c̃j(s)

)
= Vij

∂m+n

∂tm∂sn
k(t, s) (5)

for the covariance between output dimensions i and
j, derivatives m and n and spatial inputs t and s.
This (prior) model class is the same as in Hennig and
Hauberg (2014).

The boundary equations fix two parameters (0,x), (1,y)
of the parametrization. The remaining N parameters
(tn, z̈n) approximate the accelerations c̈(tn) of the true
solution c(tn) at knot tn, i.e., z̈n ≈ c̈(tn). The z̈n
are updated iteratively and we denote values at the
i-th iteration with the superscript (i), e.g., c(i)(t) for
the i-th approximation, z̈

(i)
n for the i-th value of the

parameter z̈n and so forth.

At iteration i, the approximation c(i)(t) is the predic-
tive posterior GP
P (c̃(i)(t)) = GP(c̃(i)(t); µ(i)(t),k(i)(t, s))

G = V ⊗
([

k(B,B) ∂2

∂s2 k(B,∆)
∂2

∂t2 k(∆,B) ∂4

∂t2∂s2 k(∆,∆)

]

+ diag(0, 0,Σ, . . . ,Σ)

)

ωᵀ =
(
V ⊗

[
k(t,B) ∂2

∂s2 k(t,∆)
])

G−1

µ(i)(t) = m(t) + ωᵀvec






x−m(0)
y −m(1)

z̈
(i)
∆ − m̈(∆)



ᵀ


k(i)(t, s) = V ⊗ k(t, s)− ωᵀ
(

V ⊗
[
k(B, s)
∂2

∂t2 (∆, s)

])
,

(6)

and similarly for the velocity ċ(t) by forming the G
and ω accordingly. In Eq. (6), z̈∆ ∈ RN×D represents
the accelerations, and k(B,∆) ∈ R2×N is the matrix of
kernel evaluations at boundary points and evaluation
knots and similar for k(B,B), k(∆,∆) and k(∆,B). Fi-
nally, Σ = εID is the identity matrix times a small
regularization parameter ε ≈ 10−10, so µ̈(i)(tn)→ z̈

(i)
n .

The rationale for its inclusion will be postponed to the
end of Sect. 3.2 as it will become more apparent in
contrast to the model of Hennig and Hauberg (2014).
Details for the components k(·, ·), m, ∆ in Appendix A.
Now, we proceed with the description of the algorithm.

Just like a root of the function F (c) = c̈ − f(c, ċ)
solves the ODE, so does a fixed point of the mapping
µ̈(i+1)(t) = f(µ(i)(t), µ̇(i)(t)). In particular, we can
evaluate this mapping on the discretization mesh ∆ to
map z̈

(i)
∆ to z̈

(i+1)
∆ . The big advantage of this combina-

tion of parametrization and update scheme is the sim-
plicity of obtaining closed-form iteration updates (Ras-
mussen and Williams, 2006, § 9.4). The vector field f is
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Figure 3: Step 1 : With the current estimates of z̈
(i)
∆ ( ) we generate using the GP model Eq. 6, the current

posterior curve µ(i) ( ) and velocities µ̇(i) ( ). Step 2 : Then, using the proposed fixed-point update scheme
Eq. 7, we get the updated parameters z̈

(i+1)
∆ ( ) . The algorithm iterates until ‖ − f( , )‖ small enough.

evaluated using the current iteration (µ(i), µ̇(i)) to yield
z̈

(i+1)
n = f(µ(i)(tn), µ̇(i)(tn)), and z̈

(i+1)
n ≈ µ̈(i+1)(tn)

because ε→ 0. Forming µ(i+1), µ̇(i+1) from z̈
(i+1)
n only

requires two matrix-vector products (see Eq. (6)). The
process is depicted in Fig. 3.

Algorithm 1 The proposed fixed-point method.

Require: BVP f(c(t), ċ(t)), hyper-parameters ∆, ε,
tolerance τ

1: # Compute µ(i)(t), µ̇(i)(t) using Eq. 6 and z̈
(i)
∆ .

2: Define: e(i)
n ,

∥∥∥z̈(i)
n − f(µ(i)(tn), µ̇(i)(tn))

∥∥∥
2

3: z̈
(0)
n ← 0, n = 0, . . . , N − 1

4: i← 0
5: while ∃n : e

(i)
n > τ do

6: z̈∗n ← f(µ(i)(tn), µ̇(i)(tn)), n = 0, . . . , N − 1
7: for j = 0, . . . , 3 do
8: αj = 3−j

9: z̈
(∗,j)
∆ ← αj z̈

∗
∆ + (1− αj)z̈(i)

∆

10: if
∑
n e

(∗,j)
n ≤∑n e

(i)
n then

11: break
12: end if
13: end for
14: z̈

(i+1)
∆ ← z̈

(∗,j)
∆

15: i← i+ 1
16: end while
17: return GP(c̃(t); µ(i),k(i))

Variants of this scheme have been repeatedly applied for
the creation of probabilistic differential equation solvers
(Hennig and Hauberg, 2014; Chkrebtii et al., 2016;
Schober et al., 2014; Cockayne et al., 2016; Kersting and
Hennig, 2016; Teymur et al., 2016; Schober et al., 2018;
Kersting et al., 2018). Of these papers, only Hennig and
Hauberg (2014) points out that this can be updated
multiple times, but even there the connection between a
fixed point of the mapping and an approximate solution

is not stated. Interpreting the iteration as a fixed point
search is the key insight of this paper.

We suggest to apply a Mann iteration (Mann, 1953;
Johnson, 1972) process for the solution of (2) given by

z̈∗n = f(µ(i)(tn), µ̇(i)(tn))

z̈(i+1)
n = αiz̈

∗
n + (1− αi)z̈(i)

n

(7)

with “step sizes” αi ∈ [0, 1]. The results of Mann (1953);
Johnson (1972) only apply if αi = (i+1)−1, however we
found a backtracking scheme to be effective in practice.

Algorithm 1 presents our method in pseudo-code where
z̈

(∗,j)
∆ denotes the tentative parametrization. Note how

the backtracking line search for αi (Lines 7-13) requires
half of the description.

Our method is similar to a recently proposed method
by Bello et al. (2017) that is based on the variational
iterative method1 by He (2000). Bello et al. (2017)
proposed to use this scheme symbolically requiring a
computer-algebra system for its execution, which makes
it inapplicable to practical tasks. More details to these
related works can be found in Jafari (2014); Khuri and
Sayfy (2014).

3.2 Comparison with Hennig and Hauberg
(2014)

The proposed method is inspired by the previous work
of Hennig and Hauberg (2014) and we make a direct
comparison here.

The algorithm of Hennig and Hauberg (2014) is a
proof-of-concept probabilistic numerical method (Hen-
nig et al., 2015) for solving boundary value problems. It
is structurally similar to other early probabilistic IVP
solvers of Chkrebtii et al. (2016) and Skilling (1991).
Since the publication of these early works, the field

1calculus of variations not variational inference.
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has matured significantly, providing algorithms with
novel functionality (Hauberg et al., 2015; Mahsereci
and Hennig, 2015; Oates et al., 2017; Xi et al., 2018)
and rigorous analysis (Briol et al., 2015; Chkrebtii et al.,
2016; Schober et al., 2018; Kersting et al., 2018).

Their main idea is to treat the vector-field evalua-
tions z̈n as noisy observations of the true, but un-
known, second derivative c̈(tn). For a concrete sug-
gestion, they propose a Gaussian likelihood P (z̈n) =
N (z̈n; c̈(tn),Λn). Together with a GP prior on c(tn),
they arrive at an inference algorithm. Heuristically,
they propose to add mesh observations sequentially,
refine them iteratively for a fixed number of steps, and
they repeat the overall process until they find a set of
hyper-parameters of the GP which maximizes the data
likelihood of the final approximation.

However, the algorithm of Hennig and Hauberg
(2014) cannot converge to the true solution in gen-
eral. A convergent method is required to satisfy
f(µ(i)(tn), µ̇(i)(tn)) → µ̈(i)(tn) as i → ∞. However,
as Σn 6= 0 in Hennig and Hauberg (2014), µ̈(i)(tn) is
not an interpolant of z̈

(i)
n (Kimeldorf and Wahba, 1970,

Thm. 3.2; Kanagawa et al., 2018, Prop. 3.6) implying
that the true accelerations c̈(tn) cannot be a parame-
terization in the model of Hennig and Hauberg (2014)
contradicting the fixed point requirement.

The same criticism could be applied to our model,
as we propose Σn = Σ = εID 6= 0. We have ex-
perimented with annealing schemes for this hyper-
parameter Σ(i) = i−1Σ, but the benefit of ε > 0 for the
stability of the Gram matrix G is bigger than induced
numerical inprecision, in particular when the tolerance
τ is considerably larger than ε.

Although the algorithm of Hennig and Hauberg (2014)
cannot converge, three insights and resulting modifica-
tions lead to our proposed method:

1. Hennig and Hauberg (2014) did not propose a
principled scheme to determine the number of re-
finements S, but treated it as a hyper-parameter
that must be provided by the user. However,
it can be easily checked whether the posterior
mean µ(i)(t) fulfills the differential equation at
any point t. This not only removes a hyper-
parameter, but can also gives more confidence
in the returned solution. In principle, the er-
ror e(i)

n =
∥∥∥µ̈(i)(tn)− f(µ(i)(tn), µ̇(i)(tn))

∥∥∥ could

even be used to construct adaptive meshes ∆(i)

(Mazzia and Trigiante, 2004).

2. Using an universal kernel (Micchelli et al., 2006)
and a fine enough mesh ∆∗, it is known that any
curve can be fitted. While sub-optimal kernel pa-

rameters θ might require an exponential bigger
mesh (Vaart and Zanten, 2011, Thm. 10), the
property of universality holds regardless of the
hyper-parameter θ used to find the approxima-
tion. As a consequence, tuning hyper-parameters
is purely optional and certainly does not require
restarts. This also improves runtime significantly
as the Gram matrix needs only be to inverted once.
In practice, we have observed negligible solution
improvements after type-II maximum likelihood
optimization after the end of the algorithm.

3. Currently, there is no analysis when or if
coordinate-wise updates offer improvements over
simultaneous updates for all parameters z̈

(i)
∆ .

There is, however, a strong argument for updating
simultaneously: runtime. All predictive posterior
parameters can be pre-computed and kept fixed
throughout the runtime of the algorithm, if the
mesh is not adapted throughout. In particular, the
regression weights ωᵀ can be kept fixed, so each
update requires only two vector-vector products.

Finally, while our derivation does not make use of its
probabilistic interpretation, further steps in this direc-
tion could potentially unlock novel functionality which
has repeatedly been the case with other probabilistic
numerical methods (Xi et al., 2018; Oates et al., 2017;
Hauberg et al., 2015).

4 Experiments

In this section we demonstrate the advantages of our
method compared to Matlab’s bvp5c, and the algo-
rithm in Hennig and Hauberg (2014) denoted in the
experiments as H&H. Since all the methods depend
on a set of parameters, we will come up with a de-
fault setting. For the proposed method, we will use
for the ∆ a uniform grid of N = 10 points includ-
ing the boundaries. The corresponding noise term of
the points z̈ will be kept fixed to Σ = 10−7ID. For
the GP we will use the Squared Exponential kernel
k(t, t′) = exp(−(2λ2)−1 |t− t′|2). We fix the ampli-
tude V in a Bayesian fashion as Hennig and Hauberg
(2014), and the length-scale λ2 ≈ 2−1 |tn+1 − tn| which
provides enough degrees-of-freedom while covering the
entire interval at the same time. The prior mean is set
to the straight line m(t) = c(0) + t · (c(1)− c(0)), and
the derivative accordingly. For the method of Hennig
and Hauberg (2014), we use the same parameters as
for our method. We set the bounds on the Jacobian to
U = U̇ = 10 and run the method with one refinement
iteration. We set the maximum mesh size for the bvp5c
to 1000, and use for the starting mesh uniformly 10
points on the straight line connecting the boundary
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Figure 4: Left : Generated data on a semi-circle, together with some challenging geodesics computed by our
method, and a point y. Middle: The curve lengths of the geodesics between the given data and the point y, on
the horizontal axis we have the point index, and the vertical lines represent the failures of the bvp5c to converge.
Right : The runtime for the corresponding geodesic problems.

points. For all the methods we consider the resulting
curve as correct if ‖c̈(tn)− f(c(tn), ċ(tn))‖22 ≤ 0.1, ∀n.

4.1 Experiments with a Non-parametric
Riemannian Metric

We first consider the case of Riemannian metric learning
as proposed by Arvanitidis et al. (2016). This can
be seen as a way to capture the local density of the
data, and thus to uncover the underlying geometric
structure. The metric at a given point is computed
in three steps: 1) use a kernel to assign weight to
given data, 2) compute the local diagonal covariance
matrix, and 3) use its inverse as the metric tensor.
More formally, the metric is

Mdd(x) =

(
N∑

n=1

wn(x)(xnd − xd)2 + ρ

)−1

, (8)

where wn(x) = exp

(
−‖xn − x‖22

2σ2
M

)
.

The parameter σM ∈ R controls the curvature of the
manifold, since it regulates the rate of the metric change
i.e. when the σM is small then the metric changes fast
so the curvature increases. The parameter ρ ∈ R>0 is
fixed such that to prevent zero diagonal elements.

We generated 200 data points along the upper semi-
circle and added Gaussian noise N (0, 0.01) as it is
shown in Fig. 4a. The ρ = 0.01 is kept fixed in all
the experiments. We set the parameter σM = 0.15,
and after fixing the point c(0) = y we compute the
geodesics to the given data. From the results (Fig. 4b)
we see that all three methods perform well when the
distance from the starting point is small. However,
when distances increase, we see that only our method
manages to find the correct curve, while bvp5c is not
able to solve the problem, and H&H finds too long

curves. Also, we see that the runtime of our method
(Fig. 4c) is increased only slightly for the difficult
problems, while bvp5c is always slower and especially
for the difficult problems increases the mesh size to the
maximum and fails to converge. The performance of
the H&H remains almost constant, since it is essentially
based on the converge of the model’s parameters and
not the difficulty of the problem.

Curly Two-moons Sphere-3D
0

0.2

0.4

0.6

0.8

1

F
ra

c
ti
o

n
 o

f 
fa

ile
d

 g
e

o
d

e
s
ic

s

Ours

H&H

bvp5c

Curly

Two-moons

Sphere

Figure 5: Failed geodesics.

Next, we generated three challenging datasets consist-
ing of 400 points each. For the first one we generate
a circle and we flip the lower half along the y axis, we
refer to it as Curly in the results. For the second we
move the lower half of the circle such that to get the
two moons. The third one is a 2-dimensional sphere
in R3. Finally, we add Gaussian noise N (0, 0.01), and
we standardize to zero mean and unit variance each di-
mension. We keep the same parameters for the metric.
Note that the resulting manifold implies high curva-
ture, so we increased the flexibility of the methods. For
the proposed model and H&H we used a grid of 50
points, and the maximum mesh size of bvp5c was set
to 5000. We pick randomly 40 points for each dataset,
and compute the pairwise distances. In Fig. 5 we see
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that our method manages to solve almost all of the
shortest path problems, while bvp5c fails in almost half
of them. H&H is expected to fail in many cases, since
it is not designed to converge to the correct solution.
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Figure 6: Scalability in higher dimensions and failures.

Furthermore, we tested the scalability of the methods
with respect to dimensionality. We generate 1000 points
on a semi-circle in 2 dimensions, and standardized to
zero mean and unit variance. We fix a point y and a
subset S of 100 points. Then, for everyD = [2, 5, 10, 20]
we construct an orthogonal basis to project the data
in RD, where we standardize the data again and add
Gaussian noise N (0, 0.01). Then, for each dimension D
we compute the geodesics between the y and the subset
S of the points. Keep in mind that the parameter σM =
0.25 is kept fixed, so as the dimensions increase the
sparsity of the data increase, and so does the curvature
of the manifold. In Fig. 6 we show the average runtime
for every dimensionality and the percentage of failures
for each method. Our method remains fast in higher
dimensions, even if the curvature of the manifold is
increased. On the other hand, we observe that bvp5c
fails more often, which causes the overhead in the
runtime. H&H remains fast, but, the resulting curves
cannot be trusted as the criterion of correct solution is
almost never met.
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Figure 7: LAND experiment.

Also, we fitted a mixture of LANDs (Arvanitidis et al.,
2016) using the three models, on the two moons dataset
generated by flipping and translating the data in Fig. 4a.
Note that we fix σM = 0.1 since we want our metric to
capture precisely the underlying structure of the data,
which implies that the curvature is increased. From the
results in Fig. 7 we see that the proposed solver faster
achieves higher log-likelihood. Additionally, in the
same time interval, it manages to run more iterations
(dots in the figure).

4.2 Experiments with a Riemannian Metric
of Deep Generative Models

The Variational Auto-Encoder (VAE) (Kingma and
Welling, 2014; Rezende et al., 2014), provides a sys-
tematic way to learn a low dimensional latent repre-
sentation of the data, together with a generator that
learns to interpolate the data manifold in the input
space. Usually, deep neural networks are used to model
the generator. These flexible models are able to com-
pensate for any reparametrization of the latent space,
which renders the latent space unidendifiable. Recently,
Arvanitidis et al. (2018) defined a Riemannian metric
in the latent space, which is induced by the generator
and is invariant to the parametrization of the latent
space. This resolves the identifiability issue and makes
computations in the latent space parametrization invari-
ant. More specifically, the VAEs utilizes a stochastic
generator that maps a point x from the latent space
X to a point y in the input space Y, and it consists
of two parts: the mean and the variance function as
y(x) = µ(x) + σ(x)� ε, where ε ∼ N (0, Idim(Y)) and
� is the pointwise multiplication. This stochastic map-
ping introduces a random Riemannian metric in the
latent space. However, as it is shown (Tosi et al., 2014)
we are able to use the expectation of the metric which
has the appealing form

M(x) = Jµ(x)
ᵀ
Jµ(x) + Jσ(x)

ᵀ
Jσ(x), (9)

where J stands for the Jacobian of the corresponding
functions. The interpretation of the metric is relatively
simple. It represents the distortions due to the mean
function and the uncertainty of the generator.

In this context, for the data in the input space we gen-
erated the upper half of a 2-dim sphere in R3, added
Gaussian noise N (0, 0.01) and scaled the data in the
interval [−1, 1]3. Then, we trained a VAE, using for
the generator a simple deep network consisted of two
hidden layers with 16 units per layer, the softplus
as activation functions, and tanh for the output layer.
We used a 2-dimensional latent space, and the encoded
data can be seen in Fig. 8a. There, we show the com-
puted geodesic for the 3 methods. Interestingly, we see
that the 3 resulting curves differ, and the estimated
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Figure 8: Left : The latent space together with the computed geodesics between two points. Middle: The curve
lengths, on the x axis we show the curve length of the proposed model. The results are sorted with respect to our
model. Right : The corresponding runtimes.

curve lengths are: proposed (2.52), bvp5c (3.65) and
H&H (3.30). Our model, manages to find the shortest
path, which is a particularly curved path but the sec-
ond derivative remains relatively smooth, while bvp5c
finds a simpler curve with larger length. This is not
surprising since bvp5c prefers solutions where the curve
is smoother, while our method prefers curves where
the second derivative is smoother. In order to further
analyse this behavior, we randomly pick 50 points and
compute all pairwise distances. The results in Fig. 8b
shows that the proposed method manages to find al-
ways the shortest path, while the other methods when
the distances increase, provide a suboptimal solution.
Comparing the runtimes (Fig. 8c) we see that our
method is faster in the simple problems, and has only
a small overhead in the difficult problems, however, it
manages always to find the shortest path.
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Figure 9: Runtime comparison

As a last experiment, we generated a 2-dimensional
sphere in R3 and moved the upper half by 1, and again
added Gaussian noise and scaled the data to [−1, 1]3.
Instead of softplus in the hidden layers, we used the
tanh activation functions which increases the curvature.
Here the latent space is 2-dimensional. We fix randomly
a point in the latent space and compute the geodesic to
100 randomly chosen points. As we observe from the

results in Fig. 9, as long as we compute the distance
between points of the same semi-sphere the runtimes
of our method and bvp5c are comparable. However,
when the points belong in different semi-spheres the
runtimes increase significantly. The reason is that
curvature increases dramatically when we cross parts
of the latent space where the generator is uncertain.
That is also the reason why many problems are not
solved (dots in the figure), but even in this challenging
setting our model is more robust.

5 Conclusions

We proposed a simple, fast and robust algorithm to com-
pute shortest paths on Riemannian manifolds learned
from data. Here, standard solvers often fail due to ill-
conditioned Jacobians of the associated BVP. Instead,
our method applies a Jacobian-free fixed-point iterative
scheme. The assumption is that the true path can be
approximated smoothly by the predictive GP poste-
rior. This solver makes the Riemannian methods more
feasible since robustly in reasonable time, complex sta-
tistical models (Arvanitidis et al., 2016) can be fitted,
as well as distances can be computed in challenging
deep metric scenarios (Arvanitidis et al., 2018).

This has been achieved by analyzing and extending
an existing probabilistic numerical solver (Hennig and
Hauberg, 2014), turning it from a proof-of-concept
into a principled algorithm. The presented method
thus contributes both to Riemannian methods and to
probabilistic numerics. Further improvements might
be achieved with more complex fixed-point iterations
(Ishikawa, 1974), advanced line searches (Mahsereci
and Hennig, 2015), adaptive mesh selection (Mazzia
and Trigiante, 2004), and improved model selection
(Vaart and Zanten, 2011).
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A Approximate Shortest Paths

The propose approximation to the shortest path is
the posterior mean of a Gaussian process, and is
parametrized by a set of second derivatives z̈n on a
discrete mesh ∆ = {t0 = 0, t1, . . . , tN−1 = 1} ⊂ [0, 1]
of evaluation knots tn. Therefore, the shortest path is

µ(t) = m(t) + ωᵀvec






x−m(0)
y −m(1)

z̈∆ − m̈(∆)



ᵀ


G = V ⊗
([

k(B,B) ∂2

∂s2 k(B,∆)
∂2

∂t2 k(∆,B) ∂4

∂t2∂s2 k(∆,∆)

]
(1)

+ diag(0, 0,Σ, . . . ,Σ)

)

ωᵀ =
(
V ⊗

[
k(t,B) ∂2

∂s2 k(t,∆)
])

G−1.

A fixed-point scheme to learn the parameters z̈∆ that
satisfy the ODE of the geodesic curve is presented
in Arvanitidis et al. (2019). Next we show how the
components of the GP can be chosen.

Mean function

The most natural choice regarding the mean function
of the prior is the straight line that connects the two
boundary points m(t) = c(0) · t+ (c(1)− c(0)) · (1− t).
This is the shortest path when the Riemannian manifold
is flat. Also, when the curvature of the manifold is low,
then the shortest path will be relatively close to the
straight line. Likewise, when two points are very close
on the manifold. Note that the mean function of the
prior is the initial guess of the BVP solution.

For instance, if for the kernel we chose the SE, then
implicitly the prior assumption is that the shortest
paths are smooth curves varying on a length scale of
λ along t. Also, the amplitude V = [(a − b)ᵀSx(a −
b)] · Sx ∈ RD×D, where Sx is the sample covariance of
the dataset x1:N as in Hennig and Hauberg (2014).

Kernel

The kernel type implies the smoothness of the approxi-
mated curve. Since shortest paths are expected to be
relatively smooth as two times differentiable parametric
functions, a reasonable choice for the kernel is to be
smooth, e.g. squared exponential (SE), Matern, etc.

Moreover, it is important to use stationary kernels,
since they treat the two boundary points equally. For
example, the non-stationary Wienner kernel is a com-
mon choice for IVPs. However, in a BVP such a kernel
is a poor fit, because if the time interval is inverted,
then the resulting curve will be different.

Mesh

The Reproducing Kernel Hilbert Space (RKHS) (Ras-
mussen and Williams, 2006) of the Gaussian process
is spanned by the basis functions {k(tn, t)}N−1

n=0 . The
predictive posterior µ(t) lies in the RKHS as a linear
combination of the basis functions k(tn, t). Therefore,
for our approximation to work, we need the true short-
est path to be approximated sufficiently well by the
RKHS. This, means that the µ(t) has to be a smooth
approximation to the true path.

In our case, the mesh ∆ specifies the locations, as well
as the number of the basis functions. Consequently,
by increasing the size of mesh, we essentially increase
the RKHS such that to be able to approximate more
complicated true shortest paths. However, knowing
in prior the correct number and the placements of
the knots is unrealistic. For that reason a reasonable
solution is to use a uniform grid for the interval [0, 1].
Moreover, ∆ can be seen as a common hyper-parameter
for every choice of kernel.

Hyper-parameters

The hyper-parameters of each kernel are kept fixed, be-
cause learning the hyper-parameters in parallel with the
artificial dataset z̈∆ may lead to degenerate solutions.



Running heading title breaks the line

N 5 10 15 25 50 100
#1 2.52(± 0.4693 ) 2.51(± 0.3296) 2.51(± 0.1562) 2.49(± 0.1476) 2.47(± 0.0043) 2.47(± 0.0004)
#2 2.36(± 0.4541 ) 2.33(± 0.1800) 2.34(± 0.2426) 2.32(± 0.1162) 2.32(± 0.0011) 2.32(± 0.0004)
#3 2.20(± 0.5315 ) 2.19(± 0.1653) 2.18(± 0.0742) 2.17(± 0.0559) 2.17(± 0.0017) 2.17(± 0.0004)
#4 2.17(± 0.5496 ) 2.16(± 0.1972) 2.15(± 0.1028) 2.15(± 0.0417) 2.14(± 0.0020) 2.14(± 0.0003)

Table 1: Example for constant speed curves.

B Scaling of the algorithm with
respect to mesh and dimensions

Figure 1: Example of a shortest path.

The curvature of the Riemannian manifoldM i.e., the
behavior of the learned metric, implies the complexity
of the shortest paths. As regards the iterations that
the algorithm needs in order to find the parameters
which solve the ODE, these are related to the ability
of the RKHS to approximate the true shortest path.
In other words, when the true shortest path can be
approximated easily by the RKHS, then the only few
fixed point iterations are utilized.

For instance, in Fig. 1 we show a challenging shortest
path for a non-parametric metric with σM = 0.1, which
means that the curvature is high. When N = 10 the
RKHS is not large enough to approximate easily the
true path, so 300 iterations are needed in order for the
algorithm to converge. When we increase the N = 50
the true path can be smoothly approximated easier
by the enlarged RKHS, so that only 80 fixed point
iterations are needed. When we increase the σM = 0.15
the curvature ofM reduces, so now 85 and 32 iterations
are needed, respectively.

For completeness, we test how the method scales to
higher dimensions as well. In this dataset, we fix a ran-
dom point as the base point, and a subset of 100 points.
We fix the σM = 0.25 and we chose the dimensions
[3, 5, 10, 25, 50] and the mesh sizes [5, 10, 25, 50, 100].
Then, we map the 2-dimensional dataset into each
dimension using an orthogonal map, we add noise
N (0, 0.01) and we compute all the shortest paths be-
tween the subset and the base point for different mesh
sizes. As we see in Fig. 2, the scaling is sublinear as
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Figure 2: Scaling of the algorithm.

regards the mesh size. Of course, as the dimension
increases the problem becomes more complex, so more
iterations are needed. Note that theM does not have
high curvature, which means that the true shortest path
can be approximated relatively easy by each RKHS.

C Constant Speed Curves

The exact definition of the geodesic is that, it is a locally
minimizing curve with constant speed. This means
that the geodesic might be not the global shortest path,
but any segment on the geodesic curve is minimizing
the length locally. However, it is important that the
geodesic has constant speed. Also, by definition a curve
that satisfies the ODE has constant speed.

Here we test how the mesh size N affects the speed of
the resulting curve. In Table 1 we show the mean and
the standard deviation of the speed for 4 curves in the
data manifold of Fig. 1. The results show that when
the mesh increases, the speed becomes more constant
since the standard deviation decreases. Instead, for
small N the curve satisfies the ODE only at the knots
tn, however, it does not have the exact dynamics of
the true curve. In other words, with only N points
we are not always capable to approximate exactly the
true curve. This means that our solution is a smooth
approximation of the true curve, but it is not able to
have constant speed. As we increase the N the RKHS
can approximate exactly the true curve, which satisfies
the ODE for every t, and thus, it has constant speed.
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D Robustness of the Solver

We conducted an experiment to test the robustness of
our solver. In particular, we computed a challenging
shortest path in the latent space of the deterministic
generator f(x, y) = [x, y, x2 + y2]. In Fig. 3 we show
the paths found by bvp5c, our method when initialized
with the straight line and when it is initialized by the
bvp5c’s solution. Obviously, the bvp5c converges to
a suboptimal solution, while our method manages to
find the true shortest path when initialized with the
straight line. Interestingly, due to its robustness our
solver manages to find a geodesic even by initializing it
with the suboptimal solution of bvp5c. Of course, this
is not the shortest path but it is a geodesic, because it
has constant speed as it satisfies the ODE ∀t, and also,
it is locally length minimizing.

Figure 3: Example of robustness.

E Downstream Tasks

We also compared the performance of our solver on
downstream tasks.

From the LAND experiment (Arvanitidis et al., 2019,
Sec. 4.1) we clustered the data using the trained mix-
ture models and a linear model, and we get the errors:
0% (ours), 15% (bvp5c), 21% (linear). We also numeri-
cally measure the KL divergence between the learned
distributions and the generating distribution, and ob-
serve that the proposed solver improves the fit: 0.35
(ours), 0.65 (bvp5c), 0.53 (linear).

Additionally, we performed k-means clustering on a
2-dimensional latent space of a VAE trained on MNIST
digits 0,1,2 and the resulting errors: 92(±5)% (ours,
1.6(±0.7) hours), 91(±5)% (bvp5c, 8(±4.5) hours),
83(±4)% (linear). The proposed model is, thus, both
faster and more accurate on downstream tasks.
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