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Abstract in English

When Your News and Labels are Unreliable

This thesis presents two different projects rooted in uncertainty in machine learning and online
news.

The first project concerns the prediction of reliability and bias in American news articles -
popularized as fake news detection. There are three associated papers on the topic. The first
paper presents a collected dataset, containing 700.000+ news articles from 194 sources, as well as
detailed labelling of the sources from multiple, independent authorities. Another paper analyses
copying patterns between news sources, concluding that there is heavy copying and that the
copying patterns reveal communities of sources publishing similar or even identical content. The
final paper presents a large robustness study of a known reliability and bias detection system.
The system is tested on unseen sources, tested for performance decrease over time, and tested
against three types of attacks aimed at the system.

The second project aims at simplifying common problems with labels in classification. We propose
a framework called decoupling, which uses probabilistic methods to handle

- Semi-supervised learning: only some of the training data have labels

- Positive-unlabelled learning: we only have labels on one of two classes

- Multi-positive-unlabelled learning: we have labels on all classes but one

- Noisy-label learning: labels are known to have errors

The system can also handle combinations of the above. We derive the needed approximations for
optimizing labels in the framework and empirically show that it can assist in solving the problems
above. The project is currently only available in preprint, but we expect to publish the work soon.

We end off the decoupling-project by showing an new interesting classification task, that we
have not seen elsewhere, which we call degenerate classification. We show a simple case in which
decoupling can be used to encode the necessary assumptions needed to learn 6 classes using only
4 labels.
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Abstract på Dansk

Når Dine Nyheder og Data er Usikre

Denne afhandling præsenterer to projekter, der omhandler usikkerhed i henholdsvis nyheder og
maskinlæring.

Første projekt drejer sig om automatisk estimering af hvorvidt nyhedsartikler om amerikansk
politik er pålidelige eller partiske, hvilket populært er blevet kendt som genkendelse af falske
nyheder. Der følger tre akademiske artikler med. Den første præsenterer et dataset med 700.000+
nyhedsartikler fra 194 kilder, sammen med en detaljeret samling af kvantitative vurderinger af
kilderne, baseret på flere, uafhængige ekspertgrupper. I en anden artikel analyseres hvordan
nyheder kopierer materiale fra hinanden. Det konkluderes at nyheder i høj grad kopierer store
mængder nyheder og at de mønstre de kopierer i afslører grupperinger af nyhedsmedier, som
publicerer tilsvarende eller endda identisk materiale. Den sidste artikel præsenterer en stor
robusthedsanalyse af tidligere systemer brugt til at estimerer pålidelighed og partiskhed. Systemet
blev tested på usete kilder, tested over tid, og tested mod tre typer af angreb man kan designe
imod sådan et system.

Det andet projekt forsøger at simplificerer håndteringen af hyppige problemer i automatisk
klassifikation. We foreslår et metode som vi kalder afkobling, der bruger sandsynligheds teori til
at håndterer

- Delvist superviseret læring: kun noget af træningsdata er annoteret af en ekspert

- Positiv-uannoteret læring: vi har kun annotering af en klasse (ud af to)

- Multi-positiv-uannoteret læring: vi har kun annotering af "positive" klasser (der er en
negativ)

- Annotering med støj: vi forventer at nogle annoteringer i datasættet er forkerte
Systemet kan tillige håndterer kombinationer af disse problemer. Vi udleder de nødvendige ap-
proksimationer for at optimerer sandsynligheder for klasser for alle datapunkter og viser empirisk
at systemet kan hjælpe med at løse de ovenstående problemer. Projektet findes i skrivende stund
kun som "preprint" (ikke-udgivet), men vi forventer at udgive arbejdet snart.

Vi afslutter afkoblingsprojektet med at vise et nyt interessant klassifikations problem, som vi
kalder degenereret klassifikation, og som vi ikke har set andre steder. Vi viser et simpelt eksempel,
hvor afkoblingsmetoden kan bruges til at inkorporerer de nødvendige antagelser, for at lærer 6
klasser med kun 4 annoterede typer.
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Section 1

Misinformation

1.1 Misinformation and Information Warfare

Information spreads faster than ever before in both a national and global sense. This is largely
due to the technological advances in information technology; i.e. the internet. Unfortunately the
systems that were made to bring humanity together turns out to bring a lot of challenges with
them. Social media and the ease of creating alternative news sites has made it easy for adversaries
to heavily influence the political debate, through what has become popularly known as "Fake
News".

Zannettou et al. [109] provides a useful typology of the information ecosystem with a focus of
false information in online social networks. In their description of the false information ecosystem,
they present a range of false information types, actors and motives. In this thesis we look at work
for analysing misinformation, which we define as any false information content, and which in
Zannettou’s topology encompasses fabricated, propaganda, conspiracy theories, hoaxes, biased
and one-sided information. We furthermore consider false information regardless of whether there
is intent to mislead or not. Sometimes disinformation is defined as misinformation where there is
intent to mislead.

Misinformation Environment

Misinformation spread effectively caused by the way modern culture interact online. Social media
has a tendency to create echo-chambers [3, 71], which polarizes communities. The vast quantity of
information available to individuals forces people to rely on simple navigation tools, such as social
cues, heuristics and personal affection in order to determine credibility [65, 57]. Furthermore
cognitive biases [65, 57] reduces people tendency to rationally change their mind. Determined
communities can use the internet to broadly spread damaging conspiracy theories [68]. Even
worse, they can distribute theories that are directly damaging to the people who themselves
accepts the theories, such as the case of the anti-vaccination movement [57] and the opposition to
climate change policies [101], and can influence voters decisions [23, 20]. The speed of information
distribution is accelerated by the rise of social bots [28], which are automated systems made for
producing information online. These bots can be designed to adhere to specific points of view, can
ensure distribution of certain messages, and can falsely create the illusion that large groups have
extreme opinions that may in fact not be widespread. Language models are becoming increasingly
effective as noted by Open AI which decided to not release their own model of the fear that it
may be used for malicious applications [85]. This prompted a lot of discussion about the safety of
AI systems and Zellers et al. [110] discus how to defend against neural fake news. Mounting bots
with these types of model can make their messages basically indistinguishable from people’s.

The extend of the misinformation problem is today well known1, although not necessarily well-

1 Barack Obama states that "if we can’t discriminate between serious arguments and propaganda, then we
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understood and Persily [80] even discuss how democracy can survive the internet.

Information Warfare

While the new technological environment of information is one side of the information problem,
another dimension is the big actors that are present today. Information Warfare is not a new term.
It used to refer to propaganda methods such as those of the Cold War, and later included cyber
attacks such as hacking, but has in recent history also started to include propaganda techniques
dedicated for cyberspace.

Jared Prier’s article [83] describes how information warfare was used by Russia and Islamic
State during the 2010s. The most prevalent methodology is to "tap into existing narratives and
amplifying the message with a network of bots". When propagating existing narratives, the
adversary creates news sites or profiles that resemble trustworthy ones and identifies with the
readers (essentially grey and black propaganda).

Another important methodology is to discredit any opposing narratives in the news landscape
(also in Priers article [83]). The mixture of hidden propaganda and discrediting in the USA has
created (or at least promoted) an environment with heavy distrust in media [30] as well as the
American government [22, 86].

Hellman and Wagnsson [39] discuss four strategies on how European states can respond to
(specifically Russian) information warfare. Two of the strategies (blocking misinformation and
confronting misinformation with counter-narratives) are highly engaging, and require monitoring
of the news landscape (journalists and democratic institutions need to know when fake news is
being spread in due time). This is the type of context where misinformation detection systems,
such as those of this thesis, could be asset for democratic nations.

1.2 Automated Assistance

A particularly interesting task for automation is to assist in detection and debunking misinforma-
tion online. There are many approaches to this and it remains an open problem. We will here
describe the two main approaches which we name fact checking and document classification, and
the latter will be the main theme of the contributions.

Fact checking is based on facts, which is atomic, informative statements within texts. In document
classification we consider entire documents that which is potentially composed of many facts (and
other text).

Fact Checking

Originally, fact checking referred to the journalistic task of determining whether all claims in
news were truthful before publishing [16]. Recently the term has come to also refer to the task of
verifying information posteriori; after someone else has already published the information.
Thorne and Vlachos [98] and Cazalens et al. [16] provide useful surveys of automated fact checking.

Fact checking can be roughly split into two tasks: detecting claims/statements and verifying those
claims/statements. The first task alone can heavily reduce editorial workloads in fact checking
[35], by searching intelligently for statements and claims that should then be fact-checked by
people. ClaimBuster [38] was designed to classify sentences as being "Non-Factual Sentence",
"Unimportant Factual Sentence" and "Check-worthy Factual Sentence" for fact checking purposes.

have problems", partly due to "active misinformation", as reported by The Guardian https://www.theguardian.
com/media/2016/nov/17/barack-obama-fake-news-facebook-social-media
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The next task in fact checking, after finding claims, is to determine the truthfulness of those
claims. Some use knowledge graphs with graph-based algorithms for determining the probability
of triplets to be true, for example by considering the distances of the triplet elements in the
knowledge graph [18]. Another approach is to automatically compare claims with statements from
other texts. Karadzhov et al. [50] uses an interesting such approach, where they automatically
generate a search query from a claim, which is then fed to Google or Bing for retrieving relevant
documents. They then encode a subset of the search results into an embedded vector which is
used to predict truthfulness. Popat et al. [81] also uses search engine but in a different way. They
search for claims using a search engine and then collect articles that refer to the claim. They
then analyse the language and meta-data of those articles to predict their credibility, and use
that credibility to judge the claim itself.

One of the problems with automated fact checking is available datasets, although there are some.
Wang [102] gathered a dataset of 12.8k short statements with labels from PolitiFact.com of how
correct the statements are. The dataset contains the statements together with a justification of
the verdict. The dataset does not provide the context of the statements (the texts). Ferreira and
Vlachos takes a different approach in their dataset [29], which includes claims with articles that
have been labelled to indicate whether their stance is for, against or observing the claims. This
provides a way of analysing the context together with claims for fact checking, but with fewer
samples (300 claims and 2,595 articles). Thorne et al. [99] takes a different approach to getting
larger quantities of claim-based data. They extract information from Wikipedia and had a large
crew create fact-checkable claims and mutations based on random sampled information they were
given from Wikipedia. This ensure that the claims should be verifiable using Wikipedia. This
process resulted in 185,445 claims!

Document Classification

An alternative approach to combatting misinformation is to classify on a broader scale. Here
we attempt to directly classify documents/articles/posts as being misinformative. A common
bisection of the problem is to estimate reliability and bias of documents.
Reliability refers to a source’s ability and intention of producing information that reliably informs
the receivers about the world. It is therefore expected to only produce material with truthful
information, to not fabricate any information, and to correctly adhere to journalistic standards of
referring to others sources and document their work.
Bias refers to a source’s ability and intention of producing information that fairly covers all
opinions on the reported topics. It is expected to report information from all sides, not cherry-pick
information that confirms their views, while also not selectively degrade or remove credibility
from some views.

As far as we know, most approaches to document classification are based on content rather than
metadata. Methods for predicting reliability and bias in texts include using NGRAM features [2],
using language models and their features [94], and using custom made features made for natural
language processing [84, 42, 82, 92, 87].

Finding ground truth for document classification can be problematic as evaluating reliability and
bias is a task which is difficult to define and perform, and will require professionals (journalists).
One approach is to use weak-labelling [42, 87, 92, 82, 94, 2]. For this method we label sources’
reliability and bias. We then apply those labels to all articles produced by the sources. This
changes the classification problem from estimating the probability of an article being reliable and
unbiased, to estimating the probability of an article being published by a reliable and unreliable
source. This probability is then used as a proxy for representing the reliability and bias of the
article itself.

Others label articles directly based on verdicts made by fact-checking [2] (or gossip-checking [84])
websites. Pérez-Rosas et al. [84] augment source-labelled data with additional articles created for

14



the paper using Amazon Mechanical Turk.

Some also attempt to classify even broader concepts such as a source’s reliability and bias [6]
based on multiple of their articles.
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Comparison of Approaches

The two approached to misinformation detection are quite different and we have attempted
summing up the most important differences, problems and advantages of the two approaches
below. The colouring represents the authors reflection on advantages (�) and disadvantages (�)
between the two approaches (� being somewhere in between).

Fact Checking Document Classification

Data
definition

�

Claims could be considered logical
triplets, sentences, subsentences
and other variants causing
discrepancy in the field.

�
Documents are fairly well defined
and including meta-data is relatively
straightforward.

Data
cleaning

�

Extracting claims from text is an
open problem and delimiting
sentences correctly can be difficult
to define.

�

Documents does require some
cleaning (removing HTML and
URLs from online data etc.) but not
too difficult.

Data
quantity

� Creation of data is difficult but
there are datasets out there.

�
Creation of data is relatively simple
- almost unlimited quantities if you
can label it.

Context �

The context of claims can be
important (the document it came
from, metadata etc.), which
shouldn’t be a problem but is not
always included in datasets.
Creating knowledge bases from
auxiliary data can be essential.

�

The context of documents are often
other documents and may thus more
often be available, although it may
also be necessary to augment with
knowledge bases etc.

Labelling � Labelling of claims is expensive
and requires experts.

�
Labelling of documents is expensive
and requires experts, but
weak-labelling can be used.

Weak
Labelling

� Not really used for claims. �
Can be used for documents but
changes the problem and isn’t really
what we want.

Human
Assis-
tance

�

Fact checking is closer to the
human approach and solving
subtask can be of big help for fact
checkers.

� The final product is useful, but not
the subtasks.

Learning
Problem

�
The learning problem of fact
checking is fairly clear; we want to
evaluate each claim

�

The learning problem of document
classification is not clear; we want to
evaluate various metrics over the
document, but they could even
change within the document.

Problem
Defini-
tion

�

The problem definition of fact
checking claims is exactly what we
want; we want to find the truth of
information.

�

The problem definition of document
classification is not really what we
want; we want to evaluate
information itself and not evaluate
aggregated versions.
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NELA

Horne et al. [42] collected a large dataset of news articles and used source-level labels to weak-label
articles as reliable/unreliable, biased/unbiased and unknown. With this labelling they trained
a system for predicting reliability and bias for news articles in general, and showcased it in an
online demo2. They use content-based features computed on articles’ texts and headlines. The
features are a large collection of previous works in NLP and is composed by
• Writing Style and Complexity Features

– Clickbait score from Abhijnan et al. [17]
– Statistics like lexical diversity, SMOG grade readability, Flesch-Kincaid readability,

average word length, # stop words, # quotations used, # punctuations of various
types, # all-capitalized words

– LIWC [97] lexicon relating to writing style

• Sentiment and Emotion Features

– VADER sentiment scores [49]
– Emotion related features from Recasens et al. [88]
– Happiness scores from Mitchell et al. [67]
– LIWC [97] lexicon relating to emotions

• Bias Features

– Selected features relating to bias from Recasens et al. [88]
– Probability of subjectivity and objectivity from Pang and Lee [78]
– Counts of opinion words from Mukherjee and Weikum [69]

• Other LIWC [97] lexicon counts

• Counts of basically all types of POS tags using the NLTK tagger [61, 74]

• Moral foundation features from Lin et al. [59]
More information about the features can be found in the paper, as well as on the NELA website
[43] where they list the features in detail.

Some of our contributions are about robustness testing this system.

1.3 Concept Drift

A worry for misinformation detection systems is that systems trained on current data may not
generalize to future data due to changes in political topics, social media culture etc. The problem
of operating with a target concept that changes over time has had quite a bit of attention in
the machine learning research community, and is known as concept drift. We can formally define
concept drift as situations where

∃x : pt0(x, y) 6= pt1(x, y). (1.1)

Here x is the input space, y is the target concept, and pt0(·) and pt1(·) are the joint distributions
at times t0 and t1 respectively. If pt0(x, y) 6= pt1(x, y) for some times and inputs, then we cannot
rely on our test-performance as evidence for generalization performance.

It is customary to distinguish concept drift into two types

pt0(y | x) 6= pt1(y | x) Real concept drift: the target changes over time. (1.2)
pt0(x) 6= pt1(x) Virtual drift: the input space distribution changes over time. (1.3)

In real concept drift, the concept that we are trying to learn is different from time to time. Say
we work for a server-platform and wish to detect malicious users on the servers. A malicious

2 http://nelatoolkit.science/
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user today may act very differently than a malicious user 10 years from now when computational
capacity and problems are completely different.
Virtual drift happens when the input distribution changes, but the concept remains the same. Say
you are building a system for classifying animals using images. If you train it in Denmark and then
move it to the United Kingdom, then the concepts are the same (the species of the world are still the
same species), but the system is presented with a completely different distribution of those species.
The animals that were common in Denmark (and thus a good guess) may not be common any more.

The simplest approach to handling concept drift is simply to retrain models every once in a while.
More advanced approaches use adaptive learning, which generally follows the steps [32]

1. Predict : Predict on new samples with current model

2. Diagnose: If receiving a sample with a true label, estimate the current models loss

3. Update: Update the current model with data with labels

Kolter and Maloof [51] introduced an ensemble method for handling concept drift, known as
Dynamic Weighted Majority (DWM). This method keeps an ensemble of base learners and
monitors their performance over time. When a base learner performs errors its weight is reduced.
If the weight becomes too small, the learner is removed. Furthermore, more learners are added
if the ensemble makes a lot of errors. This way the method keeps a dynamic number of base
learners, removes useless ones, and adapts when it encounters concept drift.

1.4 Security in Machine Learning

A rising concern about machine learning systems has been their security. This term can refer
to fairness and bias of machine learning systems, when used to make decisions sensitive to
peoples lives, or privacy of the data provided by people, or finally the robustness and trust in
the decisions made by machine learning systems [79]. Kumar et al. [52] surveys failure modes
in machine learning and considers unintentional and intentional failures, where the latter is
commonly referred to as adversarial attacks [7, 47]. It has been shown that we can use model
gradients to create specific attacks which can heavily degrade performance of machine learning al-
gorithms [48] and a lot of effort has gone into making systems that are resistant to such attacks [63].

The most famous adversarial attack uses gradients to make small, noisy-like changes to data,
which dramatically changes its predicted label by automated systems. We call an attack where
we artificially make a sample look like something else an evasion attack [11, 54].

Another type of attack is a poison attack [12, 53]. In a poison attack an adversarial has the
opportunity to inject data into the training data of machine learning algorithms. They can select
this data to best degrade the performance of the machine learning system for a successful attack.

The final attack we discuss is what we call a blocking attack. In this attack the adversary manages
to make its own data unavailable to the training algorithm for future training iterations. This can
be effective if the adversary was important for training due to large training size or prototypical
content. It can be even more impactful if the machine learning algorithm is attempting to deduce
concept drift, and is thus changing its model over time.

18



Section 2
Summary of Research

Contributions

2.1 NELA-GT-2018

Our contributions to the field of misinformation detection has been published in three papers.
Our first paper [76] presents a dataset for the field, called the NEws LAndscape, Ground Truth
2018 dataset; NELA-GT-2018. For this dataset, we collected 713,534 news articles from 194 news
outlets from the 1st of February 2018 to the 30th of November 2018. The articles are all from
news sites which produce information about American politics. For each article we provide the
date, source, title and raw text of the article.
This data is alone useful for various natural language processing tasks, but NELA-GT-2018
distinguish itself by its collection of labels on news sources. Assessment of news sources is a
difficult problem without general agreement between experts. Assessment vary in methodology
and focus, but also risk introducing additional bias into the news landscape from their own views.
In our opinion, the best way to reduce bias in assessment is to gather multiple assessments from
independent sites. This will also give researchers a more detailed view of the sources in question,
especially when the methodology of assessment sites vary. For example some may judge bias,
some may judge reliability and some may have a completely different way of labelling.
Combining such assessments is exactly the focus of the NELA-GT-2018 dataset. We identified 8
different sites that produce or has produced assessments of news sources

1. NewsGuard
2. Pew Research Center
3. Wikipedia
4. OpenSources
5. Media Bias/Fact Check (MBFC)
6. AllSides
7. BuzzFeed News
8. Politifact

We describe the methodology and focus of each assessment site in the paper. Some are crowd-
based, but most of the sites have experts somewhere in the assessment process.

The source labels are collected in a readable table in the paper and in computer-friendly format,
together with all article data, at Harvard Dataverse [75].

2.2 Robust Misinformation Detection Over Time and Attack

In [46] we test a misinformation detection system designed in [42], which will here be referred to
NELA2017. We test the robustness of this system in various ways.
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Features and Concept Drift

The motivation behind the features of NELA2017 was partly their previous usage in literature on
misinformation, but also because of their interpretability (as opposed to features created in modern
neural language models, which also have their advantages). We initiate the robustness study
by grouping the features into categories based on the works from which the features originate
from. We test the usefulness of each feature-group for the detection problem. Style-related
features proved to be the most important feature-group which generally agrees with the common
hypothesis that false information is written differently[41], in order to get attention, compete
with mainstream media, and increase potential of becoming viral[10]. Furthermore we measure
the tendency of the performance to degrade over time and find the concept drift to be significant
although slow considering the training requirements of current systems.

Testing on Unseen Sources

The common-practise in machine learning is to use cross-validation or dedicated test sets for
unbiased performance estimates - which is of cause respected in all our work. But in some previous
works [2, 42, 92, 94] we have seen cases where algorithms are trained and tested on distinct
articles, but not distinct sources. That is; articles from a source may appear in both training and
test set. This does raise the issue that the machine learning algorithm may overfit to the sources
of its training data and not generalize to new sources. To test this problem we gathered a set of
sources similar to those used for NELA2017, and use this as a test set with unseen sources. We
observe performance similar to the one reported in the simple training-test split case, but also
observer large variance depending on subsets for training and testing. The variance seems to be
caused by small sample sizes in each source and some sources being harder to classify than others.
We emphasize that unseen-source tests should be made for future systems. Also it may be useful
to rethink our evaluation metrics to better capture the problem of small and exotic sources.

Countering Concept Drift

Since we showed concept drift does indeed happen, we discuss two methods of handling the
problem. The first method is simply to retrain with suitable intervals - in our case every week.
One important design choice when retraining over time is how much data to use for training each
time. Using a lot of data will produce more stable models with more generalizable concepts, but
can will also be computationally costly and will include data that may no longer be relevant
into the training set, which introduces some unnecessary variance. Using less data will get rid of
irrelevant data and have low computational cost, but may not be enough to learn the underlying
concept. We investigate using 2, 4 and 8 weeks of memory for retraining the model, as well as
training with all previous data.
Dynamically Weighted Majority relies on ensemble models for dynamically handling concept drift.
Since the underlying model of NELA2017 is a random forest (which is an ensemble method), we
implemented a DWM-forest to see how well that model handles the concept drift.

Unsurprisingly, retraining does combat concept drift. Furthermore using more data was generally
better and using all previous data had best performance, although with only a small gap to
the model with 8 weeks of memory. The optimal balance between memory and computational
usage may thus be somewhere around the 8 weeks, and we have not reached a point where old
data introduces too much variance into the data. We do not though, know whether the needed
memory is somewhat constant and may change over periods of special activity in the news (for
example an election). Furthermore using DWM-forests had little advantage over simple retraining.
DWM-forests has more hyperparameters and we therefore recommend the simple, retraining
approach.

An important thing to note about this retaliation against concept drift is that it requires a
continuous stream of data. This is one of the arguments towards using weakly labelled data;
we can keep feeding data to the algorithms because the labelling methodology scales to large

20



quantities.

Attacks on Retraining System

As previously mentioned, if we design systems for detecting misinformation we should expect
attacks on such systems. These attacks can be hacking, public discrediting etc.
We can also expect attacks dedicated for machine learning systems, such as those discussed in
section 1.4. Using weak-labelling allows large quantities of data to be used for retraining, but
also allows for malicious sources to create poisoning attacks. We discuss three types of attacks,
as well as a practical strategy such attacks could be implemented, which we have simulated and
tested the affects of. We do assume that that the adversaries does NOT have access to models or
gradients (out-ruling gradient-based attacks [48]) and that only sources that commonly produce
misinformation has an interest in attacking the system (we assume main-stream news are not
interested in attacking).

In the evasion attack a malicious source attempts to hide its own content by making it similar to
other (mainstream) news. There is an interesting trade-off from the adversaries’ side. They want
the exposure of "successful fake news", which requires them to be significantly different from
mainstream news to people, in order to get attention. At the same time they want to be very
similar to mainstream news in the eyes of algorithms. One possible method for achieving this is
to "flood" their own information stream with content similar (or identical) to mainstream content.
Every time they post an article online, they can append copied content from mainstream media
to the bottom of their site (or even invisible/hidden text that the scraper picks up), which could
make their site indistinguishable from mainstream news.
We show how evasion attacks with copied content does indeed damage performance of static
system (without retraining). A bit more surprisingly, systems that retrain managed to regain
performance even for large amounts of copying. This indicates that the algorithm learns to detect
specific flags for malicious news, rather than relying on flags for mainstream news.

Poison attacks can be performed by sources who publish large quantities of data, as changing their
own behaviour will inject a lot of changed data into the training data. In practise this corresponds
to a malicious news site suddenly changing its own patterns and publishing large quantities of
proper news material (for example by copying). This may move the decision boundary of the
classifier into the distribution of mainstream content (as some mainstream content samples are
now labelled as malicious), which can cause misclassification of mainstream news. This attack
will thus be used to discredit the system or the unlucky mainstream news sites.
We test poison attacks and show that, while performance does initially seem to decrease, the
attack does not seem to damage performance on other actors than the malicious source. The
attack is therefore not very useful as making a poison attack is very expensive for the attacker,
because they have to abstain from publishing their usual content for a while.

Blocking attacks are the simplest in concept. In a blocking attack, malicious sites somehow
makes their content unreachable for the scraper. This makes important data unavailable for the
misinformation detection system during training. If we have no training data at all we obviously
can’t do much, and leaving us only with old data recreates the problem of concept drift.
We show that blocking attacks is a potential problem, especially because some sites are extremely
productive, making them "weak spots" in the sense that missing out on their data will heavily
decrease the training data size.

2.3 Different Spirals of Sameness

For this article I mainly wrote the plagiarism-software for detecting copying patterns in news-
articles, while my colleague Benjamin D. Horne performed most of the analysis. The article
illustrates some of the properties of the news landscape which has shaped the other articles.
Specifically we show that news-communities share similar stories within and different stories in
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between communities, which we refer to as different spirals of sameness.

We analysed copying patterns between 194 news sources relevant to American politics, and created
a network with sources as nodes and copied content as edges. We identify 5 communities, which
we through source-level labels of reliability, bias and country, label as
• Russian/conspiracy

• Right-wing/conspiracy

• U.S. mainstream news

• Left-wing blog

• U.K. mainstream

We have four primary findings by analysing these communities
0. A lot of content is copied between news sources.

1. The news-communities have echo chamber tendencies. Similar newsgroups copy a lot of
stories from each other producing the same content.

2. While communities mostly copy content within themselves, we see some specific content
mixing, which may reveal the intentions or interests of the communities. Specifically we see
that mainstream news from the U.K. and the U.S. share a lot of content. We also see that
the right-wing/conspiracy community copies a lot of content from both mainstream groups,
but more alarmingly ([83]) have heavy content sharing with Russian/conspiracy groups.

3. We find competing narratives between communities, where the same story is brought to
the readers, but with completely different points of view and therefore very little copying
between communities. We exemplify this with Dr. Christine Blasey Ford’s testimony about
sexual assault by Supreme Court nominee Brett Kavanaugh. The news-wires within the
mainstream communities brought the story after which very different narratives where
brought in the Russian/conspiracy and right-wing/conspiracy communities, some of which
were later fact-checked [45] as false (New York Times has brought (at least) two articles
debunking rumours about Brett Kavanaughs accusers [90, 91].

4. We also notice a pattern which we call counter-narratives, which involves attacking the
credibility of the mainstream media after a breach in journalistic standard. We exemplify the
concept with a story The Guardian brought alleging that Paul Manafort held a secret meeting
with Julian Assange. The story was criticised by the mainstream community for relying on
anonymous sources, not providing any verifiable details and being, in general, unbelievable
given the level of surveillance surrounding Julian Assange. The Russian/conspiracy and
right-wing/conspiracy communities repeatedly brought this story as an example of their
known narrative that "the mainstream media is fake media", created in attempt to discredit
mainstream institutions[83].

Especially the level of copying, the competing narratives and the counter-narratives illustrates
exactly the troublesome context which any misinformation detection system will be used in.
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Section 3

Discussion

Robustness and Attacks

We have proposed three possible attacks that could be made on misinformation systems in use.
We believe that poison attacks are fairly unlikely. They require knowledge about the training
procedure, can only be performed by impactful players and require large dedication from the
adversary site. The two other attacks are much more likely, and are probably already going on as
malicious sites have no interest in automated access and want to look like real news.

Blocking attacks simply come down to reducing access to sites by automated processes. This is
not necessarily too difficult and can be done in ways like
• Not having broadcasting services like RSS (these stories mostly spread on social media

anyway).

• Making contrived websites with poorly structured HTML but simple visual look. Humans
are extremely good at finding the information they want, but crawlers can find this difficult.

• Use different sites. Misinformation adversaries already use fake websites with very little
content, like the Denver Guardian1 which only existed to spread a single (fake) story. This
way there is no single location to find the stories from one adversary.

• Use different URLs. Similarly to using different websites you can confuse crawlers with
URLs.

• Use content that need additional resources to analyse like for example videos, images and
sound.

The easiest way to create evasion attacks it to bring content from other sites, which can largely
be done in two ways
• Mixed into the same webpage as the malicious articles, which waters down the information

from the malicious content in the analysis.

• Let copied content have their own webpages. This is basically plagiarising others news, which
happens a ton even between proper news-sites (though usually with correct referencing).
The method can bring false credibility to a malicious site as it appears to have proper
content.

These two attacks are effective against automated processes as well as human journalists trying to
get a sense of what stories are being brought to the public. This is why they are likely to already
be happening and to continue.

1 https://en.wikipedia.org/wiki/Denver_Guardian
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Using Misinformation Detection Systems

If we design systems for predicting the intentions of news outlets (or even social media accounts),
then we need to consider the context which these systems will be used in; potential information
warfare. As Jared Prier [83] notes, a powerful misinformation tool is to discredit opposing actors
and narratives. If we use a system to call out malicious actors, the first thing we should expect is
attempts at discrediting that system; we should suspect discrediting attacks.

A discrediting attack is most efficient if a malicious actor can point out errors, which has been
made in the past. While poison attacks could make such errors more likely, we find poison attacks
to be too much work. A much more viable approach is to simply wait for detection systems to
make inevitable errors. By applying machine learning we can create programs with complicated
concepts, but also with few guarantees. It is very likely that machine learning based approaches
will make some errors at some point, and if a set of errors are sensitive enough to the public, they
will become the center of discrediting attacks. This is important to consider when thinking of
use-cases for misinformation detection systems.

One use-case is to produce tools for news consumers to navigate information online. Horne et
al. [44] show that AI assistance does help news readers in rating reliability and bias of news.
NewsGuard2 is a service that attempts to make a business of vetting information online through
browser plugins. The backside of end-consumer access is that the system’s decisions will be
unvetted and all errors will be available to the public.

An alternative use-case is to make tools for professionals, such as journalists, politicians and
democratic servants. These tools will likely be used for searching for misinformation, rather
than actual vetting systems. The human actors can act on the misinformation with investigative
journalism, research, counter-narratives, and inform people affected by the misinformation. This
methodology makes the system part of an (at least) two-way approach, where humans will vet
the decisions from the automated system. After vetting, the content provided to the public will
be of higher quality and it will be harder for adversaries to find errors which can discredit the
system and the human journalists/fact checkers. It also creates a natural setting for improving
the system, as corrections in decisions are useful samples for future training. Finally it simplifies
some ethical dilemmas by not having artificial intelligence fact-check humans.

2 NewsGuard: https://www.newsguardtech.com/
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Part II
Decoupling
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Section 4

Classification

In machine learning we commonly need to learn some concept from a dataset D. In the unsu-
pervised setting we have access to n samples of inputs/features/descriptors x1,x2, ..,xn ∈ Rm of
dimensionality m. We attempt to learn the distribution p(x) of these variables. For the supervised
case we are also given a related set of outputs/targets/labels y1, y2, .., yn and we wish to learn the
conditional distribution p(y | x) or potentially the joint p(y,x). We commonly stack the inputs in
a matrix XD with samples as rows and the targets as a vector yD

XD =




x1

x2

...
xn


 ∈ Rn×m, yD =




y1
y2
...
yn


 ∈ Rn. (4.1)

When the targets are real-valued y ∈ R we have a regression-problem and when the targets are
discrete y ∈ Z we have a classification-problem, which is what this thesis will be working with.

In standard classification we assume the following
I Samples are independent and identically distributed (iid.)

II Each samples has a single class

III We have samples from all classes existing in the problem

IV We have a set of samples, each of which has an input-vector x and a label y
In many situations some of these assumptions are broken, which can make the classification task
considerably harder. In this thesis we attempt to create a method that can handle some of these
problems.

4.1 Non-Standard Classification

We use the term non-standard classification to describe the following learning problems.

4.1.1 Semi-Supervised Learning
Semi-supervised learning is the case where assumption IV is broken; we only have labels for some
of our samples. A common notation is to split the dataset into two. We have the labelled samples
with features XL and labels yL, as well as the unlabelled samples with features XU . We can of
cause train a classifier simply on the labelled dataset XL and yL, but in semi-supervised learning
we attempt to improve on these classifiers by utilizing the unlabelled set XU . We here provide a
short overview of the methodologies used for semi-supervised learning.

It is useful to dichotomize the methods into inductive and transductive semi-supervised learning
[115]. In transductive semi-supervised learning we attempt to find a function that expected to be
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a good predictor on the unlabelled dataset XU . We are thus less concerned with generalization
performance on new data. In inductive semi-supervised learning we try directly to learn functions
that can predict targets on future data. A common approach is to do transductive learning to
impute the classes on the unlabelled dataset, and then use all data for a final classifier with a low
(inductive) generalization error.

Self-Training

Self-training is a transductive method [115, 100]. Here we first train on the labelled dataset
(XL,yL) and use that classifier to estimate labels on the unlabelled dataset XU . We then use
some criteria to select samples from XU whose new labels we are fairly certain of, and add these
samples to an extra labelled dataset XL′ . We then train on XL ∪XL′ and repeat the process of
labelling and extending our labelled data [19, 1, 108].

The main concern with self-training methods is what criteria to use for selecting samples with low
uncertainty in their predicted labels. Say we have trained a classifier c and predicted Ŷ(cU) on
the unlabelled dataset so that

∀xi ∈ XU , Ŷ
(cU)
ij = p(y = j | xi, c). (4.2)

One strategy is to use the probabilities in Ŷ(cU) directly as a distribution of labels for the
next iteration [19]. We would then keep training and predicting on the unlabelled dataset until
convergence, while always keeping the original labels from yL. For this to work you need a
classifier that can handle training data with distributions over labels or need to resample the
training data accordingly.

In Yarowsky’s algorithm [108, 96] we include unlabelled samples to the labelled set, with the most
probable label from the classifier, if that probability is higher than some threshold. Not all samples
will thus be added and we can remove samples that become uncertain again if necessary. We still
always force the labels of the original labelled set. One alteration is to not let samples become
unlabelled, but only allowing them to change their label according to the classifiers decisions [1].
We can also improve the labels by first ranking the unlabelled samples according to how probable
their most probable class is according to the classifier [113]. We then select the top-k most certain
samples, add those to the labelled set and repeat, without allowing a labelled sample to again
become unlabelled. Wang et al. [103] uses a graph based approach (nearest neighbour rule) to
label unlabelled samples. SETRED [58] is a method which uses both a classifier and graph-based
methodologies to infer labels in the unlabelled set.

A related method is co-training where two (or more) classifiers are trained to predict on the same
samples, but with different features spaces [14]. Versions of co-training where the feature space is
not necessarily distinct are also used [33].

Other Methods

Expectation maximization (EM) is a useful algorithm for optimizing models with latent variables
on the samples [21]. When using it for semi-supervised learning we optimize the model parameters
θ with respect to the likelihood of the labelled data p(y, x |θ) as well as the unlabelled data p(x |θ).
Thus the model is forced to both be able to predict classes, but also predict the distribution
across the input space with the same model.

The EM algorithm is, in a semi-supervised learning context, used to optimize generative models
using both labelled and unlabelled data [66, 72]. We maximize the probability of generating
the whole dataset under the generative model, while also optimizing the labels of the unlabelled
dataset. In the binary case Amini and Gallinari [4] has showed how to also consider label noise.

For discriminative models Grandvalet and Bengio [34] have showed that entropy minimization
can be used to make models reduce uncertainty on unlabelled data, without knowing their labels,

27



and using the labelled data for making decision boundaries.

One very intuitive approach to semi-supervised learning is graph-based methods. Label propaga-
tion [114] computes kernels on the datapoints and propagate labels from labelled instances onto
unlabelled instances with high kernel values. The labels keeps propagating until convergence. A
min-cut algorithm [13] we construct a graph with all samples as nodes and edges are weighted with
some kernel. We include two additional nodes v+, v− which have edges with infinite weight to all
originally labelled samples. We then decide on a min-cut between the two special nodes and use
that to classify the unlabelled samples. Wu et al. [104] combined a classifier and a distance metric
to push labels out onto the unlabelled set, in a way that starts from regions with high class densities.

Finally some models are specifically designed for semi-supervised learning. The semi-supervised
support vector machine (S3VM) is an SVM designed to utilize both labelled and unlabelled data
[9]. Lawrence and Jordan [55] creates a Gaussian Process for learning with both labelled and
unlabelled data and also models the probability of being unlabelled.

SemiBoost [64] is an ensemble method that iteratively updates the belief of each sample’s label
by iteratively boosting samples and training classifiers.

4.1.2 Positive-Unlabelled Learning

Positive-unlabelled (PU) learning is the first setting which breaks assumption III. In this setting
we have a positive samples XP all with the same label yP = 1. We also have a set of unlabelled
samples XU , some of which are expected to be positive (y = 1) and some are expected to be
negative (y = 0 or y = −1). We want to make classifier that can find positive samples, well
knowing that it may see other classes that we are not interested in.

Elkan and Noto [26] set the theoretical foundation for why PU works and how one can approach
the problem from a probabilistic point of view. For their method it is important to estimate the
class priors, which they have some solutions for, while an additional analysis of the class-prior-
estimation problem is given by Du Plessis et al. [25]. Du Plessis et al. [24] shows that PU-learning
can be framed as a cost-sensitive learning problem and Niu et al. [73] shows that PU-learning
can (under some conditions) outperform positive-negative learning (normal classification) given
infinite unlabelled data.

Bekker and Davis [8] provide a fairly recent survey on PU-learning.

The extension of positive-unlabelled learning is multi-positive-unlabelled learning. In this setting
we have several positive classes, so that yP does not all have the same label. We still have a
dataset XP with related labels, as well as a set of unlabelled samples XU . There has not been
a lot of work on multi-positive-unlabelled learning and we only know of Xu et al. [107], who
expressions a generic loss-function and algorithm for optimizing classifiers for the problem.

Note that in both the positive-unlabelled and multi-positive-unlabelled case there could potentially
be multi underlying negative classes. Since we can not partition the negative classes using labels,
we simply consider them all to be the same; one big negative class.

4.1.3 Noisy-Label Learning

It is generally assumed that there can be noise in labels in training data, but in noisy-label we
explicitly design methods for handling this problem. The goal can be to reduce the noise’s effect
on the model or to learn about the noise-distribution itself. Now we have samples XD and yD, but
some process has corrupted yD so that some of the labels are wrong [31]. It is common terminol-
ogy to call the true values of y the classes and calling the corrupted values the labels of the dataset.
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Some methods are designed specifically to handle noisy labels, like Robust Multi-class Gaussian
Process Classifiers [40], robust deep neural networks like the one designed by Ma et al [62]. Reed
et al. [89] makes deep learning models train with a cross entropy loss with entropy regularization
(which was previously studied by Grandvalet and Bengio [34]). This makes the model balance
itself between believing the labels of the dataset and making consistent models (trusting its own
verdict). Liu and Tao [60] handle noisy classification by importance reweighting, where the risk
for minimization is manipulated to reflect label noise.

Instead of making robust model we can attempt to curate the training data in a similar fashion
to self-training for semi-supervised learning. Brodley and Friedl [15] uses ensembles of classifiers
to identify noisy samples, which they then remove from the training data. Fefilatyev et al. [27]
shows that support vectors in SVM’s almost always contain the noisy-label samples, and can
be used to detect these for humans/experts to correct. Sheng et al. [93] uses multiple labellers
(experts) for better labelling data, shows how noisy the dataset can be expected to be for multiple
labellers with some noise level, and discuss the trade-off between good labels and cost of labelling.
Han et al. [36] designs a setup where two learning models are trained for the same task. They
each decide what data the other network should train on for each batch, by deciding what data
they believe to be most likely clean. Han et al [37] trains a deep model for predicting labels,
while allowing a correction system to correct the label. The correction system uses to internal
features of the deep model as input space, creates prototypes for the different classes, and use
those prototypes to correct labels.

While most consider a homogeneous probability of noisy labels, Natarajan et al. [70] studies the
problem of class-conditional label noise, for the binary classification problem. Xiao et al. [106]
trains a full noise-model, similar to the transition matrix model, on a small validation set with
noisy and non-noisy labels. They show how to train deep learning models using this noise-model.
Sukhbaatar and Fergus [95] also makes a noise-model between all classes, which they show can be
used as a layer in deep learning models. They show two ways of training the noise-model; either
with an extra dataset of clean labels and noisy labels, or by optimizing parameters of the model
during training on the noisy dataset, while using a specific regularization on the noise-model
parameters.

4.1.4 The Generic Case
The above problems are non-exclusive and can be combined. The generic case is the multi-positive-
unlabelled, class-conditional noisy-label, learning problem, which is one of the problems we will
handle in this thesis.

4.2 Multi-Label Classification

We note that there is an important variation of classification which we will not work with in
this thesis; the multi-label classification problem. In this setting each sample is represented by
a single descriptor x, but with a set of labels Y [112, 111]. Thus a sample can have multiple
labels, and possibly even multiple of the same label. The multi-label classification problem is
quite challenging and can not be trivially approached with the methods of this thesis.
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Section 5
Summary of Research

Contributions

5.1 Decoupling of Labels in Classification

5.1.1 Decoupling
We have worked on a principled, probabilistic, unified framework to non-standard classification,
which we call decoupling. This approach allows relaxation of assumptions IV and III of the
classic classification problem; we can handle unlabelled data and negative (unseen) classes, as
well as modelling of noisy labels. We will here explain the basic idea and how we use the concept
to infer classes of samples.

The decoupling model assumes there exists some underlying concept governed by the joint distri-
bution p(x, y), where x are the features and y are the classes. Conceptually we could get samples
pairs (xi, yi) from the joint distribution and use those for training machine learning models, but
unfortunately the true classes are not available. Instead we can get sample pairs (xi, si), where si
are labels that are somewhat related to the classes but not identical.

The most important further assumption for decoupling is that the sampling of labels is random
within each class, so that s is independent of x conditioned on y

p(s | x, y) = p(s | y), (5.1)

but we otherwise do not limit what these distributions may be.
The decoupling model is illustrated in figure 1.

Sampling Labelling

Data space

Figure 1: Illustration of the decoupling model. The samples have descriptors
and true classes sampled from the joint distribution p(x, y). The labels are
then created from the true classes through p(s | y), before given to the user.
In this illustration the colours red-orange, blue-purple and green-turquoise
correspond to highly correlated class-label pairs, while the grey label is an
"unlabelled"-label.

The new assumptions of the decoupled classification problem is therefore
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I Samples are independent and identically distributed (iid.)

II Each sample have a single class

III Labels are independent of the features when conditioned on the classes: p(s | y,x) = p(s | y).

If we have a dataset of features and labels, we can gather those labels in a one-hot-encoded
selection matrix (similar terminology to PU-learning [26])

SD ∈ {0, 1}n×ms , SD1 = 1, (5.2)

where ms is the number of possible labels.

Using classical machine learning techniques we can train models on the features and SD to
estimate the selection-label distribution in the input space; p(s | x). The goal of our analysis is
the class-distributions and not the label-distributions, but for a moment we store the selection
probabilities in a matrix

S ∈ [0, 1]n×ms , 0 ≤ Sis = p(s | xi), S1 = 1. (5.3)

For each point in space x there is some true distribution of classes p(y | x), since a single point in
the feature space can be occupied by multiple classes in some mixture. Let the following matrix
hold the true (unknown) class distributions for each sample location

Y ∈ [0, 1]n×my , 0 ≤ Yiy = p(y | xi), Y1 = 1, (5.4)

where my is the number of classes.

With assumption III we can write

p(s | x) =
∑

y

p(s | y,x) p(y | x) =
∑

y

p(s | y) p(y | x)., (5.5)

which in matrix notation becomes

S = YT, (5.6)

where we call T the transition matrix (similar terminology as in noisy-label learning). This way
we can decouple the labels from the classes through the transition matrix and define the decoupled
problem as

We wish to infer the class distributions p(y | x) from the transition
distributions p(s | y) and the label distributions p(s | x).

Non-Standard Classification as Transitions

y=1

y=2

y=0

y=3

y=4

s=1 s=2s=0 s=3 s=4

T =

unlabelled

negative class

Figure 2: Illustration of the expres-
siveness of the transition matrix.

We can describe a lot of problems as decoupled clas-
sification. First of all, the transition matrix can
represent noisy-labels, by containing the probabili-
ties of each label being corrupted to another la-
bel (which they already do in noisy-label literature).
Furthermore it allows noise-structures that are class-
conditional.

We can also represent unlabelled data by creating an
additional label for that set; an unlabelled-label. The
transition from all classes to this label will usually be
very probable, as the unlabelled dataset is usually very
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big.

Finally we can represent negative classes, by letting the transition matrix have a row/class which
mainly transitions to the unlabelled-label (with perhaps some noise).

Figure 2 illustrates and exemplifies a T-matrix for the generic case and with 4 positive classes.
The green diagonal are the probabilities of being correctly labelled, while the orange elements
are the probabilities of class-conditional, incorrect labels (noise). The blue elements contain
probabilities of being unlabelled. The top, shaded row is the negative class; a class we are not
interested in, but is contained in our unlabelled dataset. The purple elements are the probabilities
of the negative class being labelled as any of the positive classes (also noise).

5.1.2 Full Probabilistic Noise Model

A fundamental property of noisy-label learning and semi-supervised
learning is uncertainty about the labels of the samples, as well
as the transitions which we rarely know. We therefore create
a probabilistic model where we assume prior distributions on
transition-probabilities T as well as over the prior distribution of
classes p(y).

The following generative processes realizes the proposed model for
samples, classes and labels

1. Draw a class prior: γ ∼ DirP(λ, η).

2. Draw transition distributions for classes: Ty: ∼ Dir(Ay:).

3. For each sample i

(a) Draw a class distribution: y ∼ Dir(γ).
(b) Draw a class: yi ∼ Categorical(y).
(c) Draw features xi from some underlying generative

distribution p(x | y).
(d) Draw a selection distribution: si ∼ Dir(Tyi:).

Where Dir is the Dirichlet distribution, DirP is a prior on
the Dirichlet distribution [5], and Categorical is a categorical
distribution.

Figure 3: Graphical
model of sampling
process. Used in [77].

The process is illustrated by the graphical model in figure 3. The grey nodes are observations,
the nodes with dashed lines are priors, and the rest are unobserved.

For optimization purposes we use variational distributions which are Dirichlet distributions for
the rows of T and the rows of Y

q(Ty:) = Dir(γ |Θ), q(γ) = Dir(γ |Π) (5.7)

with parameters Θ and Π. Our goal is therefore to optimize these distributions to best fit the
data. The distributions can then tell us the most probable classes for the samples, as well as their
uncertainty, and the observed distribution of the transitions.

Ideally we also want a variational distribution for the class-prior parameter γ, but we show that
this distribution is difficult to determine (next section).
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5.1.3 Inference and Optimization

Ideally we would optimize the distributions of the transitions, class prior and class distributions
by maximizing the joint distribution

argmax
Θ,Π

=

∫∫∫

q4
p(S |Y,T) p(Y | γ) p(T) p(γ) dT dY dγ (5.8)

=

∫∫∫

q4

∏

iys

(YT)Sis
is Yγy

iy T
Ays
ys e−λyγy dT dY dγ,

which is not tractable.

Instead we attempt to optimize the Evidence Lower BOund (ELBO) given by

ELBO(q) = Eq[ln p(z,x)]− Eq[ln q(z)] = Eq[ln p(x | z)]︸ ︷︷ ︸
Likelihood term

+Eq[ln p(z)]︸ ︷︷ ︸
Prior term

− Eq[ln q(z)]︸ ︷︷ ︸
Entropy term

. (5.9)

where q is the variational distribution and p is the true distribution.

For our problem the ELBO is

ELBO = Eq[ln p(S |Y,T)] + Eq[ln p(Y | γ) p(T) p(γ)]− Eq[ln q(Y) q(T) q(γ)] (5.10)

=
∑

is

Sis
∫

q4
ln
(∑

y

YiyTys
)
dT dY

}
Likelihood, Problematic

+
∑

iy

(
Eq[γy]− 1

)
Eq
[
lnYiy

] }
Priors

+
∑

ys

(Ays − 1)Eq
[
lnTys

]
−
∑

y

λy Eq
[
γy
] }

Priors

−
∑

i

HDir(Yi:)−
∑

y

HDir(Ty:)

}
Entropy, Analytic Solution

−Hq(γ)− Eq[lnB(γ)]

}
Class Prior, Unknown

− lnB(A)− ln
(
Z(η,λ)B(λ)η

)
,

}
Constants

This ELBO is intractable due to two things; the likelihood and the unknown variational distribu-
tion for γ. Fortunately we propose a method for approximating the likelihood term, allowing for
optimizing the approximate ELBO.

The second last line shows why we have not yet selected a suitable distribution for γ; we need
a distribution for which we can compute Eq[lnB(γ)] (as well as some other properties), which
may be difficult. We leave the selection of this distribution for future work and assume that γ is
known for our experiments (corresponding to a known prior and certainty on the classes).
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5.1.4 Simulated Example
We have tested inferring classes for samples by optimizing the ELBO on a simulated dataset,
which is shown in figure 4.

At first we create four 2D normal distributions, let three of them be positive classes and one be
the negative class (figure 4a). We train a small neural network to model the label-distributions
whose densities are shown in figure 4b together with the samples used for training. This neural
network is used to predict label-distributions on the samples as shown in figure 4c, with the most
likely classes in the input space. Finally we optimize the class-distributions to find the predictions
in figure 4d. Here we see high certainty within the classes and uncertainty where the samples mix
between classes. Overall the system does a good job at inferring the classes of the training samples.

When optimizing the ELBO it is useful to plot its components for analysing the optimization
process. We see in figure 4e that the likelihood-term of the ELBO is optimized, but only for a
short while, after which it flattens out. In figure 4f we see the ELBO with all its components. It is
clear that the majority of the optimization is a struggle between the entropy and the prior. The
entropy attempts to make the class-distributions as peaked as possible advocating for a single
prediction for each sample. The prior dampens this effect by advocating for more conservative
estimates. The likelihood is the controller which determines what classes the entropy can focus
on and how much.

5.1.5 Experiments on Fashion MNIST
Fashion MNIST [105] is a dataset created in an attempt to create a better benchmark dataset
that the more classical MNIST dataset [56], with the concern that the classical dataset was too
easy for modern systems, overused and not representative of contemporary tasks. The dataset
was created at Zalando Research and contains images of same dimensions as the MNIST dataset,
but depicts clothing items instead of digits. There are 10 classes of clothing items in the 60.000
training samples and 10.000 test samples.

We use the Fashion MNIST dataset to simulate a semi-supervised, a positive-unlabelled, a multi-
positive-unlabelled and three noisy-label tasks. For each task we have labelled and unlabelled
data (making them all in turn semi-supervised or generalizations of semi-supervised learning).
We show that we can optimize class-distributions for samples from the label-distributions.

We show how the framework provides an automatic way of combining class-distributions with
labels from training data, to best infer classes of training data in transductive semi-supervised
learning. For noisy-label learning we can also use the training labels in a consistent manner to
optimize class-distributions for training data, although at very high noise-levels the labels become
useless.

For positive-unlabelled learning and multi-positive-unlabelled learning we show how the system is
able to infer class-distributions with high performance, even though the underlying model finds it
difficult to model the label-distributions with only positive and fairly scarce labels.

Finally we use the decoupling system to assist SETRED in handling the positive-unlabelled and
multi-positive-unlabelled learning problems (which SETRED is not originally intended for). We
show that initializing SETRED with decoupling inference can greatly improve its performance on
these problems.
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True Class Densities

(a) True distributions are four normals, here shown
with decision boundaries. White is negative class.

Model Class Densities

(b) Sampled dataset with class densities from
trained neural network. Stars are correctly labelled,
squares are noisy (incorrect) labels and white cir-
cles are unlabelled.

Model Decisions

(c) Decision boundaries and samples predictions by
the same neural network. Most regions are classi-
fied as "unlabelled", which is the most probable
label.

Optimized sample labels

(d) The optimized class-probabilities of samples.
Many samples are correctly labelled and "mixed"
regions have uncertainty in their labels.
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(e) The likelihood component. This component is
first increased and then flattens out. The likelihood
will sometimes decrease to give way to the entropy
component.
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(f) ELBO components during optimization (mean
of each curve is subtracted for readability). The
prior-component is decreased while the entropy-
component is increased.

Figure 4: Test on simulated dataset. These figures where used in [77].
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Section 6

Discussion

Future Work on Decoupling

This study introduces a generic framework, decoupling, for handling non-standard classification.
We believe the methodology can be hugely important for future machine learning systems, and
show that it works well on some tasks, but also note the difficulties and current limitations of the
methods.

We find the most important challenges to be
1. Handling the distribution over the class prior parameters γ ∈ Rmy

+ .
For this distribution we need to be able to compute the expectation of an element E[γy],
the entropy E[ln p(γ)] and the expected, log, multivariate, binomial-coefficient E[lnB(γ)].
The last condition is tricky, but we note that the vector γ is small. Thus a plausible solution
is to chose a distribution which comply with the other requirements, and then simply sample
E[lnB(γ)] (which will hardly be noticeable relative to the other required computations).
There are several candidate distributions available for this solution.

2. Testing full inference.
So far we have only showed that the system can infer class distributions for samples. We do
this because we want to justify the approximation of the likelihood term of the ELBO in a
controlled manner, and because we want to compare the method to other methodologies
which do not necessarily infer transitions and class priors. We therefore hope to show full
inference of transitions and class priors in future work.

3. End-to-End training.
We would like to see if the system can propagate gradients directly to other learning
models, in a deep-learning like manner. This would allow for simultaneous training of
both the transitions, class prior, class distributions and the underlying classifier, and avoid
fourth-and-back iterations like those used in SETRED.

Degenerate Classification

We have found an additional interesting case for decoupling, which we currently call degenerate
classification. We have included an example here to broaden the perspectives of what decoupling
can be used for.

Say you have 6 classes in a 2D space. Furthermore you have 4 labels. We now relate each class
with a distinct pair of labels, so that each class has their samples distributed 50/50 between
two labels, but no class shares both their labels. In this way each label is distributed to three
classes. We can implement these assumptions in a transition matrix and attempt to infer the
original classes. Figure 1 shows an example of this experiment where we have selected 6 normal
distributions and labelled them with 4 labels. The inference system is capable of correctly inferring
the original 6 classes. While merely being a simulated example it shows the interesting possibilities
of decoupling.
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(a) True distributions for underlying classes
(6 different normals) shown with mean and
the first 3 standard deviations.

(b) Samples generated from the 6 normals
and given 4 different labels.

(c) The label-predictions from a neural net-
work represented with mixed colours.

(d) The optimized class-predictions from
optimizing the approximated ELBO, again
represented with mixed colours.

(e) The most likely classes after optimization.
The inference is able to (somewhat) determine
the 6 classes.

Figure 1: Degenerate Classification
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Abstract
In this paper, we present a dataset of 713k articles collected
between 02/2018-11/2018. These articles are collected di-
rectly from 194 news and media outlets including main-
stream, hyper-partisan, and conspiracy sources. We incor-
porate ground truth ratings of the sources from 8 differ-
ent assessment sites covering multiple dimensions of ve-
racity, including reliability, bias, transparency, adherence to
journalistic standards, and consumer trust. The NELA-GT-
2018 dataset can be found at https://doi.org/10.7910/DVN/
ULHLCB.

1 Introduction
One of the main gaps in the study of misinformation is find-
ing broad labelled datasets, which this data set aims to fill.
There are a number of published misinformation datasets
with ground truth, but they are often small, event specific,
engagement specific, or incomplete. As a result, they are not
sufficient for answering a wide-range of research questions.

First, for many studies, particularly those involving ma-
chine learning methods, a large dataset with ground truth la-
bels is necessary. Article-level ground truth (i.e. true/false)
for such datasets can be infeasible, as fact-checking requires
experts conducting a slow and labor-intensive process. Fur-
thermore, the slow speed of fact-checking makes datasets
quickly out-of-date. One solution that has been proposed to
mitigate problems with article level labels is to use higher
level labels, such as source reliability over an extended pe-
riod of time (Horne et al. 2018; Baly et al. 2018).

Secondly, fact-checkers tend to concentrate their efforts
on articles that receive a lot of attention, making datasets
with fact-checked labels engagement-driven. Engagement-
driven news datasets (for example those based on social me-
dia mentions), are very useful in engagement-driven studies,
but may not provide a complete picture of attention to mali-
cious news sources. For example, The Drudge Report, a site
known for spreading mixed-veracity information, is 41st in
United States in terms of the amount of Internet traffic, mak-
ing it a highly influential source. Readers spend a long time
on the site, averaging 25 minutes with about 11 clicks pages
per visit. However, readers only reach the site using social-
media links 4% of the time, while 83% of the time they reach

Copyright c© 2019, Association for the Advancement of Artificial
Intelligence (www.aaai.org). All rights reserved.

it through direct links1. As a result, we argue that there is a
need for datasets collected independent of social media in
order to understand the full impact of and tactics used by
misleading and hyper-partisan news producers.

Lastly, news, particularly state-sponsored propaganda,
can misinform through methods other than explicitly fabri-
cated claims (Zannettou et al. 2018). Hence, fact-checking
labels may not capture all types of misinformation. This
leads to labeling mechanisms that account for other fac-
tors, such as whether the sources have bias in their reporting
or how much they adhere to journalistic standards. There-
fore, we argue that datasets should contain multiple types of
ground truth at the source-level in order to perform complete
studies of misinformation.

The dataset presented in this paper is and engagement-
independent collection of news articles with multiple
types of source-level ground truths. Our dataset contains
713,534 articles from 194 news outlets collected between
01/02/2018-30/11/2018. These articles are collected directly
from each news producers’ websites, independent of social
media. We corroborate ground truth labels from eight differ-
ent assessment sites covering multiple dimensions of verac-
ity, including reliability, bias, transparency, and consumer
trust. The dataset sources are from both mainstream media
and alternative media across multiple countries. The dataset
can be found at https://doi.org/10.7910/DVN/ULHLCB. In
this paper, we outline dataset collection, ground-truth cor-
roboration, and provide a few use cases.

2 Related Work
There are many recent news datasets focused on misinfor-
mation, each with different focus in labelling. Labels include
various dimensions of reliability and various dimensions of
bias. BuzzfeedNews2 is a small dataset of news articles that
had high Facebook engagement during the 2016 U.S. Presi-
dential Election. The dataset contains 1627 articles that are
fact-checked by 5 Buzzfeed journalists. The dataset labels
include if the article is false or true, along with the political
leaning of the source that produced the article. FakeNews-
Corpus3 is a dataset containing nearly 10M articles labeled

1source: similarweb.com, consulted on 13/01/2019
2github.com/BuzzFeedNews/2016-10-facebook-fact-check
3github.com/several27/FakeNewsCorpus
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using opensources.co. OpenSources is a list of sources la-
beled by experts. These labels include 13 different labels
related to the reliability of the source. FakeNewsNet is a
collection of datasets containing news articles and tweets.
The dataset includes rich metadata including social features
and spatiotemporal information (Shu et al. 2018). While this
dataset is described in a paper on arxiv.com, to the best of
our knowledge, the data has not been completely released to
the public at this time 4.

Many other misinformation datasets have focused on in-
dividual claims rather than complete news articles. While
claims can be extracted from news articles, most of these
datasets use claims made on social media or by political fig-
ures in speeches. LIAR is a fake claim benchmark dataset
that has 12.8K fact-check short statements from politifact.
com (Wang 2017). The claims in the dataset are from social
media posts and political speeches.CREDBANK is a dataset
of 60M tweets between 2015 and 2016. Each tweet is associ-
ated to a news event and is labeled with credibility by Ama-
zon Mechanical Turkers (Mitra and Gilbert 2015). Again,
this dataset only contains claims/tweets, not complete news
articles. PHEME is a dataset of 330 tweet threads anno-
tated by journalist. Each tweet is associated with a news
story (Zubiaga et al. 2016). FacebookHoax is a dataset con-
taining 15K Facebook posts about science news. The posts
are labeled as “hoax” or “non-hoax” and come from 32 dif-
ferent Facebook pages (Tacchini et al. 2017). These datasets
are highly related to the smaller tweet credibility datasets
created in the last decade (Castillo, Mendoza, and Poblete
2011).

There are also several recent unlabelled news datasets,
which are much larger than most of the labeled datasets.
NELA2017 is a political news article dataset that contains
136K articles from 92 media sources in 2017 (Horne, Khedr,
and Adalı 2018). The dataset includes sources from main-
stream, hyper-partisan, conspiracy, and satire media sources.
Along with the news articles, the dataset includes a rich set
of natural language features on each news article, and the
corresponding Facebook engagement statistics. The dataset
contains nearly all of the articles published by the 92 sources
during the 7 month period. GDELT is an open database of
event-based news articles with temporal and location fea-
tures. It is said to be one of the most comprehensive event-
based news datasets. However, GDELT does not explicitly
contain maliciously fake or hyper-partisan news sources,
needed for misinformation studies.

While all of these datasets are useful, there are several
limitations we address with the dataset presented int his pa-
per:

1. Small number of sources and articles - With the excep-
tion of FakeNewsCorpus and the NELA2017 dataset, the
current publicly available datasets are either small in the
number of media sources they contain, small in the num-
ber of articles, or both. Furthermore, many of the larger
datasets do not contain multiple types of sources. In com-
parison to FakeNewsCorpus, our dataset covers a wider
range of news, in particular more mainstream news. In

4github.com/KaiDMML/FakeNewsNet

addition, our dataset is collected over a longer and more
consistent period of time, where as the many of alterna-
tive news sources in FakeNewsCorpus no longer exists
and the time frame of FakeNewsCorpus is unknown.

2. Engagement-driven - The majority of the current
datasets, both for news articles and claims, contain only
data has been highly engaged with on social media or
has received attention from fact-checking organizations.
While understanding the engagement of misinformation
is an important task, engagement driven news datasets
fail to show the complete picture of misinforming news.
Both malicious fake news producers and hyper-partisan
media produce hundreds, sometimes thousands of articles
in a year, most of which are never seen on social media
or fact-checkers. Questions about when fake news tactics
work or do not work remain unanswered.

3. Lack of ground truth labels - All of the current large-
scale news article datasets do not have any form of label-
ing for misinformation research, with exception of Fak-
eNewsCorpus. While some contain a mix of reliable and
unreliable sources, it is not necessarily clear to what ex-
tent each source is reliable or what dimensions of cred-
ibility should be used to assess the sources. For exam-
ple, a news article can spread misinformation (or disin-
formation) in many ways other than false statements. A
news article may use partially false information, decon-
textualized information, or information misrepresented
by hyper-partisan language. For both machine learning
and comparative studies, having well defined labels about
multiple dimensions of veracity is important in under-
stand what signals a machine learning model is learning
or why discovered patterns exist in news data.
Thus, our goal with the NELA-GT-2018 dataset is to cre-

ate a large, veracity-labeled news article dataset that in inde-
pendent of social media engagement and specific events.

3 Dataset Creation
We created this dataset, with the following steps:
1. We gathered a wide variety of news sources from vary-

ing levels of veracity, including many well-studied mis-
informing sources and other less well-known sources.

2. We scraped article data from the gathered sources’ RSS
feeds twice a day for 10 months in 2018.

3. We combine and corroborated source-level veracity la-
bels from 8 independent assessments, some of which are
used in the misinformation literature, others that are not.
These labels provide multiple and complementary ground
truth allowing for many different ways to characterize the
sources.
Through this process, we provide 713,534 articles from

194 news and media producers. Along with these arti-
cles, we provide multiple labels from 8 independent as-
sessments for each source. The final set of article data is ar-
ranged in an sqlite data, with date, source, title, and cleaned
text content for each article. The labels are provided in CSV
format, with rows being sources and columns being each la-
bel gathered from all the assessment sites. The set of labels
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can also be found in Table 3 and Table 4. Specifics on the
file-formats can be found in the documentation given with
the dataset. We describe the collection process and ground
truth in detail below.

News Article Data
To collect our dataset, we scraped the RSS feeds of each
source twice a day starting on 02/02/2018 using the Python
libraries feedparser and goose. Our starting point for source
selection was mainstream outlets and alternative sources that
are mentioned in other studies or high profile cases of false
news coverage. An initial subset of 92 sources was avail-
able in NELA2017 dataset (Horne, Khedr, and Adalı 2018),
which already covered a wide array of media types. We then
continued to expand this source set using the same criteria,
as well as by automated Google searches to find other outlets
that published similar articles as those already in our dataset.
Specifically, we queried the Google Search API with the ti-
tles of the news articles that were previously collected. If
a news source that was not in our source collection list ap-
peared in the top 10 pages of the Google search, we added it
to our source collection list. Note, we do not include small
local news sources or sources that did not have operational
RSS feeds, which significantly reduces the size of the ex-
pected source set. Furthermore, this Google expansion pro-
cess was ran in July 2018, which caused a large increase in
unlabeled news sources, as shown in Figure 1.

By the end of the collection process (30/11/2018) we had
713K articles from 194 news and media producers. These
sources come from a variety of countries, but are all articles
are in English. In Tables 3, 4, and 5 we write the date of the
first scraped article from each source. After these dates, we
have near complete data from the respective sources RSS-
feeds. In Figure 1 we show the number of articles collected
over time.

Ground Truth Data
A number of organizations and platforms have developed
methods for assessing reliability and bias of news sources.
These organizations come from both the research commu-
nity and from practitioner communities. While each of these
organizations and platforms provide useful assessments on
their own, each uses different criteria and methods to make
their assessments, and most of these assessments cover rel-
atively few sources. Thus, in order to create a large, central-
ized set of veracity labels, we collected ground truth (GT)
data from eight different sites, which all attempt to assess
the reliability and/or the bias of news.

These assessment sites are:
1. NewsGuard
2. Pew Research Center
3. Wikipedia
4. OpenSources
5. Media Bias/Fact Check (MBFC)
6. AllSides
7. BuzzFeed News
8. Politifact

We gather data from all these sites, using html-scraping
and GUI-automation, and combine their labels to create a

centralized set of veracity ground truth labels. Of the 194
sources in our data set, 154 sources have GT labels from
at least one of the assessment sites, while the remaining 40
sources remain unlabelled. Tables 3 and 4 show the com-
bined labels, while Table 5 lists the sources where no label
information was found. Table 2 provide a detailed described
of each assessment and Table 1 lists urls for the assessment
sites.

NewsGuard uses a group of trained journalists to assess
credibility and transparency of news websites. They empha-
sizes the use of trained people rather than algorithms to de-
termine credibility of sources. They allows respective news
outlets comment on their verdict before publishing it. They
provide extensions for major browsers to inform users of the
credibility of the sites they visit. They also display icons on
search results in search engines like Google and Duck Duck
Go. Their analysis produces 9 granular, binary labels for
each site, with assigned point scores that sums to 100. Based
on the sum of points the sites get an overall label for credibil-
ity - green for good score, red for bad score. Three additional
overall labels exist for satire, user-produced content and sites
with unfinished analysis. Table 2 describes the granular la-
bels. NewsGuard is transparent about their methodology and
publish a policy for ethics and conflicts of interest. Their full
staff is listed with names online and their ratings are free.

Pew Research Center published an article entitled ”Polit-
ical Polarization & Media Habits” which analysed trust in
specific news sources by liberals and conservatives. This
analysis used 5 groups of people, ranging from liberals to
conservatives, and each group provided a rating of how
much they trust each source. The ratings are aggregated to
show whether readers with different political leanings pre-
dominantly trust or distrust a specific source. We provide
this trust label for each source and political leaning, as a la-
bel for congruency between bias a readership (rather than a
fact-checking label).

Wikipedia published a list of fake news websites, which
they define as sites that ”intentionally, but not necessarily
solely, publish hoaxes and disinformation for purposes other
than news satire”. The page has more than 500 edits, 162
cited references and has been in existence since 18/11/2016.
There is no information on how the sites were selected, but
for each source there are references to other sites which has
reported their bad behaviour. We provide a fake-news tag for
sources on the list.

Open Sources describes itself as a ”curated resource for as-
sessing online information sources, available for public use”
and its analysis are done by its own team of experts. The
criteria is published online in detail. This list has also been
used in several academic studies (Horne and Adali 2017;
Horne et al. 2018; Baly et al. 2018). Unfortunately, last
repository commit was 2 years ago and many of the labeled
sources no longer exist. The site provides a list of sources
with 1-3 tags per source (See Table 2).

Media Bias/Fact Check is a platform that analyzes news
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Figure 1: Number of articles in the dataset over time. For each source, we compute an aggregated reliability and bias rating,
and label all articles in the source with this rating for illustration purposes. The two stack-plots contain the same datapoints,
but dissected with these two distinct aggregated labels. If the aggregated label is uncertain we label the articles with gray.
Grey-shaded vertical regions are marks where unusually little data were collected due to some problem with data-scraping or
potentially low activity. The increase in the number of data points around the 01/08/2018 is caused by the addition of new
sources to the collection.

NewsGuard newsguardtech.com
Pew Research Center journalism.org/2014/10/21/political-polarization-media-habits
Wikipedia en.wikipedia.org/wiki/List of fake news websites
Open Sources opensources.co
Media Bias/Fact Check mediabiasfactcheck.com
Allsides allsides.com
PolitiFact politifact.com
BuzzFeed News buzzfeednews.com/article/craigsilverman/inside-the-partisan-fight-for-your-news-feed
Alexa Analysis top sites s3.amazonaws.com/alexa-static/top-1m.csv.zip

Table 1: Links for online resources.

sources to determine their credibility, as well as to ”edu-
cate the public on media bias and deceptive news practices”.
The site publishes the names of its editorial team and only
accepts outside information from individuals who have ac-
cepted International Fact-Checking Network’s code of prin-
ciples. According to its published methodology, the site nu-
merically evaluates each news outlet in 4 categories; biased
wording/headlines, factual/sourcing, story choices and po-
litical affiliation, and uses the mean of these for a final ver-
dict. As of January 2019, we were unfortunately not able
to find the numerical categories for the sources. We were
able to find a factual reporting label, which is derived from
the previously mentioned scores. Many sources also had de-
scriptive labels, some of which were related to reliability and
some of which were related to bias. All these labels are de-
scribed in Table 2.

Allsides takes a very idealistic approach to assessing bias of
sites and is mainly data-driven. They emphasize that news
are inherently biased, that a mixed news ”diet” is the true
goal for newsreaders and that bias can be hidden and un-
conscious. This site creates data through a set of methods,
each of which are noted for the sources. It conducts blind

surveys on material in the public as well as in an editorial
board, use third party data and assessment, conducts inter-
nal research on sources if needed, and also has a community
feedback function for all bias assessments. In the commu-
nity feedback, users can vote to agree or disagree with All-
sides assessment of a source. They note that the community
feedback is not normalized with respect to bias, and should
more be used as a flag for their own use on whether their
assessments are off and needs updating. We include their
bias label and feedback numbers (votes agreeing and votes
disagreeing) for each source. The feedback number are not
shown in the paper, but can be found in the dataset.

BuzzFeed News published an article ”Inside The Partisan
Fight For Your News Feed” on 08/08/2017 which describes
a study conducted by them on how partisan websites and
Facebook pages have been created in increasing numbers.
They publish an associated dataset with news sources and
their political leaning (left and right), which we include.

PolitiFact is a well-known fact-checking organization
which investigates claims and evaluates the truthfulness of
those claims. The statements can be from any public per-
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son or simply rumours that gain enough attention. Politi-
Fact’s data is very different from the rest of our labelling
sites, as their assessment is on article/statement level and not
source level. They also aggregate the statements and their la-
bels for the sources that published the statements. We have
counted the types of statements coming from each source,
which could be used to indicate their truthfulness. However
the data is not well normalized, as some sites have many
noted statements, while some have none, due to the origin of
the statements and the amount of attention each source has.

Amazon’s Alexa provides a ranking of nearly all websites
based on frequency of visits, to which they provide free ac-
cess to the top 1M. We include the position of the sources
in this rating in the dataset based on our access to Alexa on
13th of January 2019. Note, this data comes from the free
portion of Alexa’s data, not the paid portion. Furthermore,
these rankings will change over time.

4 Use Cases
There are many threads of misinformation research that this
dataset can benefit. We argue that our dataset can especially
benefit automated news veracity methods, which need large
labelled datasets, and qualitative studies that focus on the
tactics used by malicious and hyper-partisan news produc-
ers. We discuss a few examples below.

Distant Supervised Learning
Much research in news has been focused on automated
methods for detecting misinformation (Kumar and Shah
2018). For machine learning systems, this analysis gener-
ally requires article-level labelling (i.e. false/bias labels of
individual articles). One problem with this approach is that
labelling individual articles requires a lot of resources and
is often times not possible. For many machine learning al-
gorithms the minimum requirement of labelled samples is
in the thousands. Furthermore, verifying articles will com-
monly require considerable time from an expert. A second
problem is that the verification of statements in articles can
require a lot of time. This can make available labelled ar-
ticles outdated for analyzing contemporary articles, due to
shifts in topics and news cycle.

An alternative approach to creating labels is through dis-
tant supervision (or weak supervision), where labels are cre-
ated at the source-level and used as proxies for article-level
labels. One advantage of the approach is that it reduces the
workload of labelling. Additionally, labels are known instan-
taneously for articles from known sources allowing real time
update of parameters and analysis of news. This approach
has been shown promising in recent misinformation detec-
tion work (Horne et al. 2018; Baly et al. 2018). The NELA-
GT-2018 dataset can be used out-of-the-box for this type of
machine learning study.

Semi-Supervised Learning
Another commonly debated issue in misinformation re-
search is handling new articles from mixed-veracity (par-
tial truths, benign or malicious) sources or handling articles

from newly emerging sources during events (such as elec-
tions). One potential way to address these problems is us-
ing semi-supervised learning, in which these uncertain ve-
racity news sources are included as unlabelled data. This
approach can improve stability and increase the working
domain for automated systems. In fact, it has been shown
that, with some assumptions, semi-supervised approaches
can improve performance over fully supervised approaches,
where unlabelled samples enables classifiers to reduce risk
exponentially with the number of labelled samples (Castelli
and Cover 1996). Depending on the problem, this dataset
provides consistent labels of 100+ sources, verified by mul-
tiple assessment sites. Remaining sources are either com-
pletely unknown, or are sparsely labelled, but can be utilized
with semi-supervised methods.

Mixed-Method Studies
There are unanswered research questions about the tactics
used by news producers publishing false, misleading, or pro-
paganda news. These questions cannot be answered through
machine learning studies, but rather require mix-method as-
sessments in order to be answered. For example, recent
work has focused on content sharing by alternative media
sources (Starbird et al. 2018). This work sheds light on the
tactics employed by state-sponsored news to create alterna-
tive narratives around an event, but can continue to be im-
proved with data that is more complete and independent of
social media. Other question include: how do false news pro-
ducers change with events? Do they keep consistent ideolo-
gies? or do they adapt with the given event? Many of these
potential tactics are unknown. This dataset provides news
over many major events, which can be easily extracted for
specific studies. For qualitative researchers, the data can pro-
vide a “head-start” on exploring the data, as the veracity of
each source is known.

5 Conclusion
In this paper, we present a labelled news dataset for the study
of misinformation. We argue that the research community
lacks large labelled datasets for use in both mixed-method
and machine learning studies. To address this need, we pro-
vide a large dataset of news articles (713K articles), col-
lected over many sources (194), over a long period of time
02/2018-11/2018. The articles are independent of engage-
ment from online communities, and reflect the publish pat-
terns of the news producers. We have furthermore gathered
labels for these sources from 8 different assessment sites,
each of which seeks to assess the reliability and bias of
sources and claims. Combined they provide a detailed and
near-complete labelling of sources, which can be used for
predictive analysis and qualitative studies of the news land-
scape.

A Appendix

634

A.6



Section Description (NewsGuard points) Coloring
NewsGuard 1. Does not repeatedly publish false content (22.0)

2. Gathers and presents information responsibly (18.0)
3. Regularly corrects or clarifies errors (12.5)
4. Handles the difference between news and opinion responsibly (12.5)
5. Avoids deceptive headlines (10.0)
6. Website discloses ownership and financing (7.5)
7. Clearly labels advertising (7.5)
8. Reveals who’s in charge, including any possible conflicts of interest (5.0)
9. Provides information about content creators (5.0)

10. Aggregated score computed from 1-9 -
11. Column 10 thresholded at 60 points

Pew Research Center 12. Trust from consistently-liberals
13. Trust from mostly-liberals
14. Trust from mixed groups
15. Trust from mostly-conservatives
16. Trust from consistently-conservatives
17. Aggregated trust from 12-16

Wikipedia 18. Existence of source on Wikipedia’s list of fake news sources
Open Sources 19. Marked reliable

20. Marked blog
21. Marked clickbait
22. Marked rumor
23. Marked fake
24. Marked unreliable
25. Marked biased
26. Marked conspiracy
27. Marked hate speech
28. Marked junk science
29. Marked political
30. Marked satire
31. Marked state news

Media Bias / Fact Check 32. Factual reporting from 5 (good) down to 1 (bad)
33. Special label; conspiracy, pseudoscience or questionable source (purple), and

satire (orange)
34. Political leaning / bias from left to right.

Allsides 35. Political leaning / bias
BuzzFeed 36. Political leaning / bias, but only left and right
PolitiFact 37. Has brought story labelled as ”pants on Fire!”

38. Has brought story labelled as false
39. Has brought story labelled as mostly false
40. Has brought story labelled as half-true
41. Has brought story labelled as mostly true
42. Has brought story labelled as true

Alexa Ranking The Alexa ranking of the source. Numerical
# Articles The number of articles collected from the source. Numerical
First Observed The date of first articles collected from the source. dd-mm-yyyy

Table 1: Details of the information for sources found in tables 2, 3 and 4. We generally use green-to-purple for good-
to-poor reliability/credibility, with grey as inconclusive. For bias we use blue-to-red for left-to-right bias, with grey
as unbiased. Orange is used for special cases. In NewsGuard data it represents missing information, in Open Sources
it marks auxiliary labels and for Media Bias / Fact Check it marks satire.

Table 2: Details of the information for sources found in Tables 3, 4 and 5. We generally use green-to-purple for good-to-poor
reliability/credibility, with grey as inconclusive. For bias we use blue-to-red for left-to-right bias, with grey as unbiased. Orange
is used for special cases. In NewsGuard data it represents missing information, in Open Sources it marks auxiliary labels and
for Media Bias / Fact Check it marks satire.
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37 38 39 40 41 42
21stCenturyWire

ABC News
Activist Post

Addicting Info
Al Jazeera

Alternet
AMERICAblog News

BBC
Bearing Arms

Bipartisan Report
Birmingham Mail

Breitbart
Business Insider

Buzzfeed
CBS News

Chicago Sun-Times
CNBC

CNN
CNS News

Counter Current News
Crooks and Liars

Daily Beast
Daily Kos
Daily Mail

Daily Signal
Daily Stormer

DC Gazette
Democracy 21
Drudge Report

Evening Standard
Faking News

Feministing Blog
FiveThirtyEight
Foreign Policy

Fortune
Forward Progessives

Fox News
France24

Freedom Daily
Freedom Outpost

FrontPage Magazine
FT Westminster Blog

Fusion
GlobalResearch

Glossy News
Hot Air

HumansAreFree
Humor Times

Infowars
Instapundit

Intellectual Conservative
Intellihub

Interpreter Mag
Investors Business Daily

iPolitics
LewRockwell

Live Action
Media Matters for America

Mercury News
MotherJones

MSNBC
National Review

Natural News
New York Daily News

New York Post
New Yorker

News Biscuit
News Busters

Newsweek
NODISINFO

NPR
oann

Observer
Palmer Report

Pamela Geller Report
PBS

Pink News UK
Politico

Politics UK
Politicus USA

Powerline Blog
Pravada Report

Prison Planet
Raw Story

Real Clear Politics
Real News Right Now

RedState
Reuters

RightWingWatch
RT

Russia-Insider
Salon

ScrappleFace
Shadow Proof

Shareblue
SkyNewsPolitics

NewsGuard         Pew Research Open Sources Media Bias.. PolitiFact Alexa

186254
1106

43808
614357

3594
17464

94
91113

23331
323
387
291

1224

780
116

40324

33864
2358
3187

198
33249

815
6162

270680

1903
22817

4945

275
4993

127732
78101

52145

14455
126151

4123
14733

253500

21030
152948

41631
130580

36858
10919
13902

2356
7985

10159
3827

969
1680

240347
31060

1375

843
45704
21487
14618
85934

1879
17076

1038
571310

10991
31674

163614
73821

6692
6215

25729
861

173633
273

23104
4853

365356
92290

# Articles

322
2808
1797

429
4522
4816

42
16416

1193
4060
9243
1877

445
1661
5397
2113
2426
8202
5263

23
2465
6634

994
3596

310
1378

185
24

18885
17638

220
23

556
702

7630
142

3106
1732

36
321
892

10
141

30
61

4642
426
282

2518
15584

379
334

28
730

4253
1278
1054
2316
4828
1128
6604
5129
4187
2042

25407
265

1666
3240
9411

29
5515

14267
541

3539
410

1113
1645

629
137

4018
894
601

2253
3719
7247

13
4808
3929
1118
4286
1030
1702

61
260

2134
826

First Observed

16-07-2018
14-06-2018
03-02-2018
01-02-2018
31-07-2018
28-03-2018
23-07-2018
01-02-2018
08-02-2018
06-02-2018
31-07-2018
05-02-2018
01-02-2018
13-02-2018
03-02-2018
30-07-2018
05-02-2018
05-02-2018
06-02-2018
02-02-2018
12-02-2018
06-02-2018
01-02-2018
06-02-2018
01-02-2018
19-09-2018
01-02-2018
04-09-2018
06-02-2018
20-07-2018
04-02-2018
30-07-2018
01-02-2018
19-07-2018
21-03-2018
08-02-2018
23-02-2018
17-07-2018
12-04-2018
01-02-2018
01-02-2018
29-10-2018
01-02-2018
29-11-2018
01-02-2018
10-02-2018
12-07-2018
01-02-2018
01-02-2018
11-02-2018
01-02-2018
01-02-2018
22-05-2018
01-02-2018
12-02-2018
19-07-2018
16-02-2018
03-02-2018
31-07-2018
11-06-2018
21-03-2018
06-02-2018
06-02-2018
06-02-2018
06-02-2018
05-11-2018
06-02-2018
04-02-2018
19-07-2018
15-02-2018
06-02-2018
21-03-2018
01-02-2018
03-02-2018
20-03-2018
11-06-2018
30-07-2018
01-02-2018
20-07-2018
03-02-2018
31-07-2018
17-07-2018
09-08-2018
12-02-2018
12-02-2018
02-02-2018
06-02-2018
09-02-2018
09-02-2018
01-02-2018
19-07-2018
02-02-2018
22-06-2018
05-02-2018
06-02-2018
31-07-2018

Table 3: Labelling of first part of sources.
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36, B
uzzF

eed

37 38 39 40 41 42
SkyNewsUS

Slate
sott.net
Spiegel
Sputnik

Talking Points Memo
Tass

Telesur TV
The American Conservative

The Atlantic
The Beaverton

The Borowitz Report
The Chaser

The Conservative Tree House
The D.C. Clothesline

The Daily Caller
The Daily Express

The Daily Mirror
The Daily Record

The Daily Star
The Denver Post

The Duran
The Fiscal Times

The Gateway Pundit
The Guardian

The Hill
The Huffington Post

The Independent
The Intercept

The Irish Times
The Michelle Malkin Blog

The Moscow Times
The New York Times

The Onion
The Poke

The Political Insider
The Right Scoop

The Shovel
The Spoof

The Sun
The Telegraph

The Verge
The Washington Examiner

TheAntiMedia
TheBlaze

ThinkProgress
True Activist
True Pundit
USA Today

Veterans Today
Vox

Waking Times
Washington Monthly

Washington Post
Western Journal

Wings Over Scotland
WSJ Washington Wire

Yahoo News

NewsGuard         Pew Research Open Sources Media Bias.. PolitiFact Alexa

2676
20944

530
553

9837
40473
19225
28970

1636
209578

1680

20423
81913

923
837

1347
20381

3095
13135
97928

264746
9863

150
1199

415
1078
9890
4407

418849
84361

110
6513

40252
96311
64313

432212
874461

1370
580

1131
7581

84870
7519

25033
420811

47881
546

51520
996

77084
47712

290
409

202315

9

# Articles

995
514

9319
4171

30372
5846
6160

860
439

1757
854
123
132

2120
654

11550
1585

13202
6981

219
4503

959
461

5667
2195
1968
5586

19799
1268
3827

53
1137
5471
1094
1313
2680
2697

223
696

43613
33763

5951
469
666

5287
4819

370
13660

5968
2624
4288

447
551

1252
4729

147
79

1666

First Observed

06-08-2018
01-02-2018
19-07-2018
19-07-2018
11-02-2018
06-02-2018
07-08-2018
07-08-2018
01-02-2018
01-02-2018
03-02-2018
02-02-2018
01-02-2018
05-02-2018
03-09-2018
06-02-2018
31-07-2018
31-07-2018
31-07-2018
20-07-2018
31-07-2018
06-06-2018
06-06-2018
05-02-2018
01-02-2018
13-03-2018
05-02-2018
20-07-2018
08-02-2018
31-07-2018
05-02-2018
13-07-2018
06-02-2018
28-07-2018
30-07-2018
01-02-2018
06-02-2018
01-02-2018
02-02-2018
31-07-2018
19-07-2018
12-02-2018
01-02-2018
18-07-2018
06-02-2018
06-02-2018
01-05-2018
01-02-2018
05-02-2018
01-02-2018
06-02-2018
02-02-2018
29-07-2018
11-06-2018
10-02-2018
26-07-2018
20-07-2018
01-02-2018

Table 4: Labelling of second part of sources.

Source Alexa # Articles First Observed
Anonymous Conservative     616 09-02-2018
BBC UK    5504 30-07-2018
Channel 4 UK 2817     888 30-07-2018
Common Dreams      27 21-03-2018
Conservative Home 304146    2248 11-02-2018
Conservative Tribune    2353 06-02-2018
Crikey 827664     391 27-07-2018
Delaware Liberal    1132 09-02-2018
Dick Morris Blog 157827     400 07-02-2018
Fort Russ 75353    1090 18-07-2018
Freedom-Bunker    2229 18-07-2018
Hit and Run    3441 09-02-2018
Hullabaloo Blog 126769     958 28-07-2018
Informnapalm 281115      32 20-07-2018
JewWorldOrder    1521 19-07-2018
LabourList 221981     430 30-07-2018
Liberal Democrat Voice 206720     573 26-07-2018
Losercom      10 02-10-2018
Mail 1383    8461 19-07-2018
Mint Press News    1707 09-02-2018

Source Alexa # Articles First Observed
Newsnet Scotland      35 22-07-2018
Newswars 68363    4275 13-08-2018
OSCE 136945     636 06-06-2018
Politicalite     737 30-07-2018
Politicscouk     341 01-02-2018
Prepare For Change 121860      11 28-11-2018
Slugger OToole 309300     303 26-07-2018
The Daily Blog     457 01-02-2018
The Daily Echo 55841    3329 30-07-2018
The Guardian UK   16947 20-07-2018
The Huffington Post UK 11216    5855 31-07-2018
The Inquisitr    2467 02-02-2018
The Manchester Evening News 7335    8447 31-07-2018
The Week UK 33604    2207 31-07-2018
Trump Times      86 21-09-2018
Unian 10908    3312 18-07-2018
Window on Eurasia Blog 495303     840 15-07-2018
Wizbang      58 05-08-2018
rferl 31069    2318 19-07-2018
theRussophileorg   31842 06-08-2018

Table 5: Sources with no labels found.
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Robust Fake News Detection Over Time and Attack
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SIBEL ADALI, Rensselaer Polytechnic Institute, USA

In this study, we examine the impact of time on state-of-the-art news veracity classifiers. We show that, as
time progresses, classification performance for both unreliable and hyper-partisan news classification slowly
degrade. While this degradation does happen, it happens slower than expected, illustrating that hand-crafted,
content-based features, such as style of writing, are fairly robust to changes in the news cycle. We show that
this small degradation can be mitigated using online learning. Last, we examine the impact of adversarial con-
tent manipulation by malicious news producers. Specifically, we test three types of attack based on changes
in the input space and data availability. We show that static models are susceptible to content manipulation
attacks, but online models can recover from such attacks.

CCS Concepts: • Information systems → World Wide Web; • Computer systems organization →
Maintainability and maintenance; Reliability;

Additional Key Words and Phrases: Fake news, biased news, misleading news, fake news detection, misin-
formation, disinformation, concept drift, robust machine learning, adversarial machine learning
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1 INTRODUCTION
Preventing the spread of false and misleading news has become a top priority for researchers and
practitioners. This rise in relevance is due to the alarmingly high societal cost of misinforma-
tion [37, 39] and the scale at which it spreads on social media platforms [2, 56]. As Lewandowsky
et al. stated in their seminal paper, Misinformation and Its Correction, “democracy relies on a well-
informed populace [37].” If even a fraction of the population is misinformed, then sociopolitical
decisions can be made that are contrary to what is best for the public. A clear example of this is
the rise of preventable diseases due to false claims that vaccinations lead to autism [37] or the
increasing opposition to policies that address climate change despite little to no benefit to mem-
bers of society [53]. This cost has become even more prevalent with the popularity of social net-
works, where news can spread without the information being vetted by a trained journalist [2, 39].
Information on social media is often consumed passively, hence mental shortcuts are often used
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7:2 B. D. Horne et al.

to assess information, making this unchecked information spread even more dangerous. Fur-
ther, users can be trapped in like-minded “echo chambers,” where both hyper-partisan news and
conspiracy-based news can be normalized [30, 39]. If these isolated social groups are not enough
for malicious news producers, then bots can be introduced to spread news to the general public
and make information appear more widely believed than it really is [18].

Due to these concerns, many methods have been proposed to automatically detect or approxi-
mate the veracity of news. These methods are based on various signals including article content,
source meta-data, external fact-checkers, and crowd sharing behavior. In experimental settings,
content-based methods have been shown to be highly accurate in detecting various types of news,
including hyper-partisan news [4, 10, 21, 28] and unreliable news [4, 25, 44, 45, 49]. Specifically,
Horne et al. [28] achieved near 0.90 ROC AUC on a large weakly labeled set of news articles that
come from unreliable and biased news sources using only content-based features. These features
are not dependent on the topic of an article, making them fairly robust. Similarly, Baly et al. [4] ob-
tained high performance in detecting articles that come from unreliable and biased news sources
using features from Wikipedia, Twitter, and article content. Popat et al. [44] achieved 0.80 ROC
AUC using both content and source level features on textual claims. These studies and more lead
us to conclude that news sources that produce biased, misleading, or false claims generate content
that is easily distinguished from well-established mainstream news sources. Given the strength of
these methods, the main question we ask in this article is the following:

“Do the content-based differences between mainstream, unreliable, and hyper-partisan sources
change over time?”

The likely answer to this is “Yes,” given the highly dynamic nature of the news cycle and the
changing attention of news consumers. News topics change dramatically over time due to fast pace
of external events. In addition, the need for engagement (often called the attention economy [7])
impacts which stories are prioritized and how they are covered by media sources. These exter-
nalities likely lead to a steady drift of the style in which news is reported. This notion could be
considered a“natural” drift with the content in news cycle.

In addition to this natural drift, there may be a more “artifical” drift due to the adversarial envi-
ronment in which sources spreading misinformation and biased information operate. Such sources
have two competing objectives: to increase the effectiveness of their message while avoiding de-
tection of any algorithmic solutions in place to detect their existence. In essence, it is possible
for such sources to produce content that is indistinguishable from mainstream news in terms of
writing style and language. However, this content change is likely a costly task in multiple ways.
Such a task requires these sources to hire news editors or develop algorithms designed to explicitly
evade classification methods. A second cost to such evasion methods is the loss in the effective-
ness of the underlying message. Past research shows us that highly engaging, viral social-media
content and conspiracy theories have similar properties: They are written with simpler language,
are more negative in tone [25, 57], and introduce novel ideas [54]. As a result, we expect certain
features of misinformation to change very little.

Given that any misinformation detection method needs to operate in such a complex environ-
ment, where potentially both natural and artificial changes in the news can take place, it is not
clear how such methods should be designed and maintained over time. It is likely that both natural
and artificial changes in the news can shift the input data distribution, causing previously trained
models to perform sub-optimally. This notion is generally referred to as concept drift in machine-
learning literature. In this article, we begin to fill this important gap in the literature. Specifically,
we ask the following research questions:

Q1 Does concept drift impact the performance of state-of-the-art classifiers?
Q2 If concept drift does impact these classifiers, then can we reduce that impact?
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Q3 How generalizable are distant labeled models on sources that have not been seen in
training?

Q4 How do attacks from malicious news producers impact the learning algorithm over time?

We first examine the effectiveness of state-of-the-art, distant labeled (or weakly labeled) clas-
sifiers over a time period of 10 months with multiple types of sources. We identify to which de-
gree the effectiveness of classifiers diminish across different feature groups. Then, we examine
how well this drift can be remedied with different types of retraining methods. To the best of
of our knowledge, this work is the first explore the impact of concept drift on “fake news” clas-
sifiers. We find that the performance of content-based models does decrease over time, but this
decrease is considerably slower than hypothesized. While individual feature groups, such as the
style of writing or the affect of writing, can be inconsistent over time, the combination of many
content features is relatively stable. These models become even more stable over time when us-
ing an online learning method, taking advantage of the weak labeling used in the state-of-the-art
models.

We then consider how well distant labeled models generalize by testing each model on unseen
news sources over time, simulating a real-life scenario where newly founded sources may emerge.
We find that, on average, classifiers trained on one set of sources and tested on another have a
slight decrease in performance compared to those tested on a traditional article test set. However,
this decrease is minimal and the average performance is consistent over time.

Last, we consider an adversarial setting where the sources providing unreliable content are
explicitly manipulating their content to evade classification. We consider methods that are easily
implementable by such sources and discuss their effectiveness in evasion. We also discuss the
potential cost of each attack in terms of the potential loss of engagement in the content. To the
best of of our knowledge, this work is the first to simulate adversarial attacks on classifiers by
malicious news producers. Surprisingly, we find that content-based methods are fairly robust to
attacks on the input space if an online or incremental model is used. Yet, we also find that if access
to malicious news data is blocked, the performance of each classifier suffers greatly, demonstrating
the need for continually collected data from a broad variety of alternative news sources.

We then conclude the article with suggestions for the design of automated misinformation clas-
sification methods in the light of our findings. Overall, we find that content-based methods are
robust to both natural and artificial changes in the news cycle when online or incremental learn-
ing is used. Saliently, these online learning methods require source-level labels to work in a timely
manner. While many researchers have been focused on finding article-level granularity in labeled
data, we show that articles from extreme sources (extremely unreliable or extremely biased) can
be robustly detected using a much less costly labeling method.

2 RELATED WORK
Just as many of the previous works have done [4, 28], we focus on two dimensions of veracity:
the reliability of news and the bias in news. While both concepts can be highly related, they rep-
resent two distinct ways the news can misinform consumers. A reliable source tends to report
factually correct and properly vetted information, while a biased source tends to report unbal-
anced or unnecessarily partisan information. For example, an unreliable article may contain fab-
ricated information or partially false information, typically in a malicious manner. In contrast, a
biased (hyper-partisan or extremely biased) article may contain true information that is presented
partially, in a misleading way, or decontextualized by subjective opinions [16, 17, 19]. The two
concepts are often mixed in news articles, as one may motivate the other (e.g., political partisan
motivating a false claim) [39, 45].
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Automated methods have been designed to detect both concepts in news. Horne et al. focused
on detecting reliability and bias in news articles using features based on writing style and language
use [28]. Baly et al. provided a similar analysis of automatic classification of reliability and bias,
but focused on source-level rather than article-level classification [4]. Several other works have
focused on more granular ground truth, such as fact-checked news articles or claims. Horne and
Adalı explored the content feature space of fact-checked fake and real articles, as well as satire [25].
Likewise, Ahmed et al. built fake news classifiers using n-gram features on the article content [1],
and Potthast et al. employed a meta-learning approach on fact-checked fake news articles pro-
duced by hyper-partisan news sources [45]. Focusing on claims rather than articles, Popat et al.
used fact-check claims as ground truth for distant supervised credibility detection using both con-
tent features and source features [44]. Singhania et al. [49] obtained 96% accuracy detecting fake
news articles using a deep learning model based on words, sentences, and the news headline. The
experimental setting used fact-checked fake and real articles from politifact.com rather than using
weak labeling. Similarly, Wang explored claim-based classification using deep learning on labeled
claims from politifact.com [55]. These labels included varying levels of veracity: pants-fire, false,
barely true, half-true, mostly true, and true. In addition to these machine learning methods, there
have been several works that utilize knowledge graphs to automatically fact-check claims [11, 14,
23]. While fact-checking-based methods, knowledge graphs, or learning from fact-checked arti-
cles offer effective solutions, they do not scale well to methods needing continuous retraining, do
not capture novel information well, and do not capture the article bias properly. In all of these
studies, no matter the labeling granularity, the most successful method for news classification has
been supervised machine learning models using features extracted from the article content, with
accuracy ranging from 70% to well over 90% in each lab setting.

Despite the recent success in automated news veracity classification, there has been no work
on how robust these methods are over time. If these automated methods were placed in a real-
life setting, then they would need to be resilient to various changes in the news cycle as well as
adversarial efforts to evade classification.

This concern of algorithm performance over time is not unique to the context of news veracity.
There are many general works in machine learning that focus on the learned target changing in
unforeseen ways as time progresses. This notion is commonly referred to as concept drift [48].
Mathematically, concept drift can be defined as follows [20]:

Let pt (x ,y) be the joint distribution of target variable y and input space x , for a given time t .
Concept drift between times t0 and t1 can be formally defined as a change in this joint distribution:

∃x : pt0 (x ,y) � pt1 (x ,y). (1)
By expressing the joint distribution as pt (x ,y) = pt (y | x )pt (x ), concept drift can be distinguished
into two types:

pt0 (y | x ) � pt1 (y | x ) Real concept drift, the target changes over time. (2)

pt0 (x ) � pt1 (x ) Virtual drift, the input space changes over time. (3)
It is likely that both types of drift happen at the same time [20], and that these changes are

unpredictable. In content-based news classification, virtual drift1 is more likely to happen than
real drift, as changes in topic, entities, or writing style will change the input space. However, real
concept drift in news would mean malicious news producers begin producing proper news articles
or vice versa.

1We use the terminology from Reference [20], but this has also been referred to as covariate shift, sampling shift, and
temporary drift.
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There are some commonly studied methods to reduce concept drift. In general, concept drift
can be combated through retraining the machine learning algorithm as time progresses. However,
depending on the speed and intensity of the drift, how often retraining should occur and how
much of previous data should be remembered or forgotten can change [20]. Another commonly
proposed technique for handling concept drift is online ensemble learning, where multiple deci-
sion makers vote for the classification. Minku et al. proposed online bagging for ensemble machine
learning algorithms to handle concept drift [41], illustrating the usefulness of ensemble diversity
in handling sudden target changes. Kolter and Maloof introduced an intelligent ensemble method
for handling concept drift called Dynamic Weighted Majority (DWM) [34]. This method monitors
the performance of each base classifier in an ensemble and adjusts their weights depending on
their performance. When a base learner’s weight decreases to below a given threshold the learner
is removed. Likewise new base learners are created when the ensemble overall makes incorrect
classifications. Thus the DWM has a dynamic number of learners in the ensemble. Several other re-
searchers propose algorithm specific ways to handle concept drift, including using Support Vector
Machines (SVM) [33] and application-specific case-based systems [15].

These methodological works illustrated viable ways to handle concept drift on synthetic data
sets but do not address the higher uncertainty of drift in many real-life problems. In particular,
there is no work that investigates concept-drift in the misinformation detection problem and ex-
amines the effectiveness of methods in the presence of adversarial manipulation of content. This
is the topic of this article.

3 DATA
To understand news classifiers’ performance over time, we use the NELA-GT-20182 dataset, which
is a political news article data covering 10 months in 2018 [42]. The dataset contains 194 sources in
both mainstream and alternative media from multiple countries. In this study, we only use sources
that cover U.S. political news, removing the potentially confounding variable of writing styles
across countries.

Just as previous studies have done [4, 25, 28, 44], we utilize distant labeling (or weak labeling)
for our machine learning classifiers by labeling articles based on the sources that published them.
Hence, we start our data extraction by identifying sources that fall into three categories: unreliable
(UR), biased (B), and mainstream (M). We identify these sources using two sets of labels provided
in Reference [42], namely, NewsGuard3 and Open Sources.4 NewsGuard uses a group of trained
and experienced journalists to assess credibility and transparency of news sources based on a
strictly developed rating process. NewsGuard is transparent about who is rating news sources, the
process of rating news sources, and funding. Open Sources ratings are similarly done by a group
of experts and the criteria for source labels is clearly available. Both have been used in previous
studies [4, 5, 28, 30, 31]. For more information on how NewsGuard and Open Sources label media
sources, we ask that you refer to information provided in Reference [42].

In this study, the mainstream category contains sources that have a credibility score above
90 according to NewsGuard, meaning they do not repeatedly publish false content, gather and
present information responsibly, and handle the difference between news and opinion responsi-
bly. The unreliable category contains sources were marked as repeatedly publishing false content
by NewsGuard or marked as unreliable/conspiracy/fake by Open Sources. Last, the biased cate-
gory contains sources that were marked as not handling the difference between news and opinion

2https://dataverse.harvard.edu/dataverse/nela.
3www.newsguardtech.com.
4opensources.co.
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Table 1. Sources Used in Data Set Construction

(M) Mainstream sources (UR) Unreliable sources (B) Biased sources
Reuters True Pundit News Busters

NPR Natural News Bipartisan Report
USA Today Infowars Crooks and Liars

CNN Veterans Today Shareblue
The New York Times Activist Post Conservative Tribune

CBS News Mint Press News The Conservative Tree House
PBS Waking Times Delaware Liberal

The Hill Intellihub Daily Kos
CNBC NODISINFO FrontPage Magazine

Washington Examiner 21st Century News Wire Freedom Outpost
Mercury News The Political Insider The Right Scoop
The Guardian Newswars CNS News

Politico Prison Planet Palmer Report
The Denver Post The Gateway Pundit Western Journal

BBC The Daily Stormer Bearing Arms
Chicago Sun-Times LewRockwell RedState

Note: while BBC is a British news source, we only extract articles from their U.S. news feed, not the U.K. news
feed.

responsibly by NewsGuard or marked as biased by Open Sources. Once sources with these crite-
ria are extracted, we randomly select 16 sources in each of the three categories, for a total of 48
sources. Sources that fall into each category can be found in Table 1.

Note, while we create disjoint categories of unreliable and biased news sources, this does not
necessarily mean the bias of an article and the reliability of an article are always mutually ex-
clusive. An article can be both unreliable and biased. However, our goal in creating ground truth
sources is to capture the “extreme ends” of each of these two dimensions. For example, according to
NewsGuard, Daily Kos is a strongly left-leaning blog that may report information in a misleading
way due to their hyper-partisan viewpoints, but they are unlikely to report eccentric conspiracy
theories like Infowars. One “repeatedly reports completely false information” (Infowars),5 while the
other “does not present information and opinion responsibly” (Daily Kos).6 This subtle, but impor-
tant difference is one we want our classifiers to learn. Furthermore, these distinctions have been
used in previous automated news veracity studies [4, 28], allowing us to provide some comparison
to the literature.

Once each of our source sets is created, we extract every article by each source for a total of
40 weeks between February 1 and November 6 of 2018 from the NELA-GT-2018 dataset. This
dataset captures nearly every article published by each source during this time period, as it was
collected using live RSS feed scraping. In total our extracted data set contains over 158.5K articles
from 48 media sources.

We hypothesize that in addition to natural concept drift in the news cycle, large events may
change the separation between reliable news and unreliable news. This hypothesis is supported
by the literature that showed an increase in false news spread during the 2016 U.S. Presidential
Election [2, 36], illustrating a change in news reporting behavior during an event. Thus, we ensure

5https://bit.ly/2sZl0vy.
6https://bit.ly/2RuFJBs.
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Fig. 1. Above is a stacked histogram of the article counts for the three classes each day (M class on the
bottom, UR class in the middle, and B class on the top). There are two conclusions to draw from this graph:
(1) The amounts of data are fairly consistent over time, with a slight increase in data toward the end of
the timeline. (2) A few regions have very low amount of data, likely due to problems with article scraping.
These “low-data” regions have been marked by grey shading in the back ground. These regions will be shown
throughout figures in the article to indicate when performance metrics may be influenced by the low data
in those regions.

this extracted data set covers time with major events, such as the 2018 U.S. Midterm Elections and
the Kavanaugh Hearings.7

The number of articles published and scraped each day can vary quite a bit as a result of the
news cycle itself and due to occasional problems encountered in the collection of the NELA-GT-
2018 dataset, such as changes in a news sources’ RSS feed. Figure 1 shows the number of articles
extracted from the three classes, M, UR, and B, for each day in the time period. As expected, there is
a noticeable fluctuation on a weekly basis due to the news cycle, and there are some regions where
only a very small amount of data was collected, likely due to challenges with the news scraper. To
show these regions, we have fitted a truncated normal distribution over the number of publications
each day for each class and marked out the regions where the number of publications for any class
is less than the second percentile. These regions have very little data and can therefore create
artificial fluctuations in the performance metrics. In particular, the region 06/21–06/28 may inflate
or deflate our performance metrics, as there are eight low-data days in a row, and the training and
testing are done on a weekly basis. Keep in mind, our metric of “low data” here does not mean zero
data, just significantly less data than expected. As these low data periods are small in number and
total length (less than 10% of total time period), we have high confidence in the general trends we
report in this article.

4 FEATURES
Using this data set, we extract natural language features from each article. Specifically, we compute
the following feature groups from each article’s content and title independently:

(1) Style—This feature group captures the style and structure of the article. It includes POS
(part of speech) tags and simple linguistic features such as number of quotes, punctuation,
and all capitalized words. In total this group contains 55 features.

(2) Complexity—This feature group captures how complex the writing in the article is. It
includes lexical diversity (type-token ratio), reading difficulty, length of words, and length
of sentences. In total this group contains 6 features.

7https://en.wikipedia.org/wiki/Brett_Kavanaugh_Supreme_Court_nomination.
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(3) Bias—This feature group captures the overall bias and subjectivity in the writing. This
feature group is strongly based on Recasens et al. work [46] on detecting bias language.
It includes number of hedges, factives, assertives, implicatives, and opinion words. It also
include number of biased words according to the biased word lexicon in Reference [46]
and how subjective the text is according to the subjectivity classifiers used in Reference
[28]. In total this group contains 13 features.

(4) Affect—This feature group captures sentiment and emotion used in the text. It includes
LIWC emotion features such as anger, anxiety, affect, and swear words [52]. It also includes
positive and negative sentiment measures using VADER sentiment [32]. In total this group
contains 12 features.

(5) Moral—This feature group is based on Moral Foundation Theory [22] and lexicons used
in [38]. While this feature group has been used in previous studies, it has not been shown
to perform well in the news setting or capture much meaningful signal. We include
this group for completeness in our feature group analysis. In total this group contains
11 features.

(6) Event—This feature group captures two concepts: time and location. Specifically, we ex-
pect trained journalists to state both the time and location of the event being reported on.
Since we assume many bloggers and malicious news producers have little to no formal
training or are reporting on unverifiable events on purpose, they may not report the time
and location of the event. In total this group contains 2 features: the number of locations
in the article and the number of dates or times in the article.

(7) Wiki—This feature is was introduced in Reference [4]. Specifically, Baly et al. suggest
that if a news source does not have a Wikipedia page, it may not be as credible as one that
does. They showed some ability to separate unreliable news from proper news using this
feature. In total this group contains 1 binary feature.

In total, we compute 99 features on the content of the article, 97 features on the title of the
article, and 1 feature on the source of the article.

These same feature groups, with the exception of the event feature group, have been used in
several previous “fake news” studies and have been tested on various granularity of labels, in-
cluding source-level (distant labels) and document-level (fact-checked article labels) [4, 25, 28, 44].
At both levels, these features have been shown to provide strong signal in news veracity tasks.
Further, many of these features have been well-studied in other contexts [32, 38, 43, 46, 52]. The
reason for their effectiveness is likely due to many different factors as discussed below.

The Wiki feature captures how well established a source is. For example, many unreliable
sources are not well-established enough to have a Wikipedia page. Even though sites can cre-
ate a page themselves, the length of their Wikipedia history can also be used as a stand-in for this
feature. The Event features capture the nature of false claims, which are often vague by default
and do not report any verifiable time or location to support the claim. The Affect features have
been used to detect viral content on social-media, specifically it has been shown that content that
contains high emotion (typically negative emotion) also receives high engagement [27, 47]. Liter-
ature on misinformation also shows that many viral conspiracy theories tend to be more negative
overall [6, 8, 57]. The Complexity features are based on research in cognition that shows that indi-
viduals tend to find information more credible if it is easier to read. The Style features make up the
largest group of features in our study. In general, they capture the writing style of a news article,
including the use of capitalization to draw attention, the use of exclamation points to express emo-
tionally charged content, and use of quotes. Journalistic venues tend to quote information from
outside sources while unreliable sources rarely attribute information to a source. Also the use of

ACM Transactions on Intelligent Systems and Technology, Vol. 11, No. 1, Article 7. Publication date: December 2019.

A.18



Robust Fake News Detection Over Time and Attack 7:9

specific pronouns and use of tenses tend to differ significantly among the categories of sources we
study, as well as claims structure captured by noun phrases and verb phrases [25]. Most of these
differences are due to the nature of the articles: mainstream news articles are targeted toward giv-
ing information while unreliable/biased articles tend to personalize the stories, attach emotional
overtones, and calls for action to them.

Our past work shows that the differences between reliable and unreliable sources are even more
significant when we compare the titles of the articles [25]. Journalistic venues tend to use titles as a
way to get consumers to read the articles. They are shorter and do not make complete statements.
In contrast, many unreliable article titles are long and make claims about individuals and events.
They likely operate on the assumption that many individuals will not read the articles and try
to simply convey information through the titles. It is likely that opinions will be formed through
passive, repeated exposure to these claims over time.

Similar features have been used to detect clickbait articles as well [12]. Contrary to common
perception [13], we find that unreliable or biased articles are not necessarily clickbait articles as
some are written with the explicit purpose of disseminating false or misleading information, not
getting revenue through clicks. In short, many of these hand-crafted features capture intentional
differences between mainstream, unreliable, and biased articles. If these differences diminish, then
it may hinder the dissemination of certain claims that rely on cognitive shortcuts to form opinions
instead of factual claims and well-formed arguments.

5 DOES CONCEPT DRIFT IMPACT THE PERFORMANCE OF STATE-OF-THE-ART
CLASSIFIERS?

5.1 Testing on Different Feature Groups
Using these previously studied features, we first want to understand how well each feature group

works in the classification of different classes of articles and how this performance changes over
time. To do this, we trained a model on two weeks of data (first two weeks of February) using
each feature group and computed the predictive performance of each model in each week moving
forward (from the third week of February to the first week of November). Each week that we test,
we compute the average ROC AUC over 20 samples of 20% of the test set. When testing on the
same time frame in which the classifier was trained, we test on a random 20% of the data and train
on a random 80%.

Each model is built using a Random Forest (RF) classifier with hyper-parameters tuned us-
ing 20-fold cross-validation. We choose to use a Decision Tree-based model for several reasons:
(1) Decision Trees, specifically Random Forest, have been used successfully in previous news ve-
racity studies [28]. (2) We have found that these hand-crafted features provide the best separation
when they are not scaled. Tree-based methods do not require scaling. In smaller studies, distant-
based algorithms that require scaling, such as Support Vector Machines (SVM), have provided
some signal on similar hand-crafted features [25], but in general, we do not find this to be the case.
(3) Enemble methods, like Random Forest, have been shown to handle concept drift better than
single classification models [40]. We want our starting baseline to be the best stationary models
for handling concept drift.

As previously mentioned, we use distant labeling to train our classifiers. Thus, for example, if
an article comes from a source that is deemed unreliable, we label that article as unreliable. Since
our goal is to understand the changes in this signal over time due to both natural and artificial
concept changes, we also test our classifiers on these distant labels.

Style of writing feature group has the best overall performance. In Figure 2, we show the ROC AUC
score for each model over time. Out of each individual feature group, the style features computed
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Fig. 2. In panels (a) and (b), we show a comparison of the ROC AUC performance of each feature groups
using a RF classifier. Each feature group uses a different color and features computed on the title use dotted
lines. Again, the shaded areas represent time periods with unusually low data. In panels (c) and (d), we show
performance of all feature combined while leaving one group out, commonly known as an ablation study.
The core conclusions to draw from panels (c) and (d) is not which feature combinations are performing best
but which feature combinations perform worse, as most feature combinations perform the same.

on the content of the articles works best overall, performing between 0.94 ROC AUC and 0.74
ROC AUC for classifying M versus UR and between 0.83 and 0.78 for classifying M versus B.
This performance is significantly better than other individual feature groups. In Figures 2(c) and
2(d), we see that while each feature group adds some signal to the models, the most important
feature groups are the style feature group and the wiki feature group. While this is true for both
the unreliable classification task and the bias classification task, the decrease in performance over
time is much larger when classifying M versus UR, with a drop of 20 ROC AUC over the 10 months.
This drop is much smaller when classifying M versus B, only dropping 5 ROC AUC. This difference
in performance over time is likely due to the type of articles being written by UR sources and B
sources. For example, the sources in our UR category “break news” often, while the sources in our
B category write opinion or discussion pieces on news often. In general, the higher performance
from the style feature group for both tasks may not only be caused by the features themselves but
also the higher dimensionality of the feature group.

While the style feature group performs best, other feature groups provide a more consistent sig-
nal. For both classifiers, we find the complexity of the title and bias in the title provide a consistent
signal over time, each only decreasing small amounts over time. When classifying M versus B,
we find the affect feature group performs consistently over time. When classifying M versus UR,
we find the Wikipedia feature to work well, but very inconsistently over time. Overall, we find
that combining all feature groups provides the best performance for both tasks, boosting both the
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initial ROC AUC for both classifiers, as well as provide a more consistent signal over time. We will
use this combined feature group throughout the rest of the article.

Natural concept drift happens slowly. Just as previous studies [28], at best our classifiers perform
close to 0.90 ROC AUC for classifying both unreliable news versus mainstream and for classifying
biased news versus mainstream news. Note, this best performance happens when testing in the
same time frame in which the classifier was trained. As we test the classifier on each week after
the training period, we see a slight degradation in performance. Specifically, after 38 weeks have
passed, we see a drop from 0.94 ROC AUC to 0.87 ROC AUC when classifying M versus UR and
a drop from 0.87 ROC AUC to 0.83 ROC AUC when classifying M versus B (using all features
combined). Surprisingly, when using all features this drop in performance is a fairly smooth trend,
with very few major dips or spikes in performance. However, other feature models, particularly
those with fewer dimensions, have some major dips and spikes in performance over time. For the
most part, these fluctuations coincide with the portions of our data that are smaller (specifically
between 06/21 and 06/28). However, there are other large fluctuations in performance that may be
caused by the news cycle itself. Overall, concept drift is impacting these models, but the change in
performance happens slowly over time, illustrating the robustness of these simple content-based
features. This drift happens slower for biased news sources than it does for unreliable news sources.

5.2 Testing on Unseen Sources
To better understand what each model is learning, we perform a secondary test. Specifically,

we test each model on news sources the training algorithm has never seen. One concern with
high dimensional models is that they may overfitting to the training data. In our case, the models
could be overfitting to the specific set of sources we train on rather than the higher level concept
that we want to learn: whether an article comes from an unreliable, biased, or mainstream news
source. Having more sources represented in training set should mitigate this concern, but in a
real-life setting, the algorithm will have a large variety of “out-of-sample” media sources as input,
including newly established sources. In fact, new fake news sources often emerge during events
of large public interest [51]. If automatic news classification is to be used confidently in a real life
system, then it is important to understand how robust our models are when predicting on news
sources it has never seen.

To test how well our models work on such never seen sources, we randomly select 10 sources to
leave out of training. These 10 sources are then used for testing in each time slice moving forward.
Again, we only train on data from the first 2 weeks of February, but only the remaining 22 sources
(32 total sources for each classifier M versus UR and M versus B) are used. We perform this leave-
10-sources-out scheme for 50 trials and show the mean performance with 2 standard deviations in
Figure 3.

On average, the models work well on never seen sources. For both classifiers, we find that the initial
mean performance drops from the initial performance when testing on sources the classifier has
seen, but this drop is not drastic. When classifying M versus UR, our ROC AUC when testing on
seen sources is 0.94 and when testing on not-seen sources is 0.86. When classifying M versus B,
our ROC AUC when testing on seen sources is 0.87 and when testing on not-seen sources is 0.81.
Interestingly, we see that the drift from the initial performance for both classifiers is actually less
than the drift of performance when we have seen all news sources. So, while we have a slightly
worse performance overall, that performance is more stable over time. However, we do notice a
large range in performance depending on the random sources left out. Looking at the standard
deviation in Figure 3, for both classifiers, the lowest performance around 0.40 ROC AUC, while
the highest performance is at 1.0 ROC AUC.
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Fig. 3. Cross evaluation of each model on unseen sources. For each trial, we leave out 10 randomly selected
test sources and use the remaining sources used for training. Again, we only train on the first 2 weeks of data,
and test on each week moving forward. We ran 50 trials and show the mean performance with 2 standard
deviations. Note that the high variation is also caused by smaller numbers of articles among some randomly
selected sources.

These results illustrate several things. First, on average, each model is learning a more general
concept about these sources, rather than the sources themselves, which is precisely what the task
requires. Furthermore, these results show that our hand-crafted, content-based features are cap-
turing a higher level behavior across the sources. However, there may be some initial over-fitting
to the sources trained on, as we do see a slight drop in overall performance. Second, somewhat
unsurprisingly, there is some variation in performance based on the sources left out. A few factors
may cause this high variance. First, since each source publishes a different number of articles each
week, which can range very widely, each random trial may have a very different number of articles
to test on. Some of the highest variance weeks align with our low data dates. Second, the random
source selection of each trial may be imbalanced, selecting many more of one class over the other.
This imbalance in a single trial may cause a very low performance, as the initial training model
may be imbalanced. For example, it may be the case that 1 trial selects 1 M sources and 9 UR source
for testing, leaving 15 M sources and 7 UR sources for training. Third, this high variance demon-
strates some diversity among the articles written by each source, even within a single class, but not
so much diversity as to make the average performance on never-seen sources drastically worse.

6 CAN WE REDUCE THE IMPACT OF CONCEPT DRIFT?
Overall, changes in the news over time showed only a small impact on the classifiers’ accuracy.
In addition, we are confident the concept we are learning is not simply related to the sources we
trained on, but the higher level concept of unreliable and biased news sources. Despite this positive
result, as time moves further from the point of training, there is a degrade in performance, albeit a
small degrade. We expect as time moves even further from the training point the performance to
continue this downward trend. Since we use distant labeling (i.e., source reliability or bias) rather
than article level labeling (i.e., fact-checked articles), finding new and timely training data is not
very costly. Hence, we can easily utilize online learning methods to reduce this concept drift. We
test two general methods:

(1) Online machine learning with varying memory,
(2) Dynamic Weighted Majority with varying memory.

First, we test online learning using Random Forest. We initially trained on 2 weeks of data, but
then retrained every week using a memory of past samples for retraining. We vary the memory
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Fig. 4. Comparison of models performance over time. The static forest models are shown in shades of green,
the simple retrained forest models are shown in shades of blue, and the dynamically weighted forests (DWM)
are shown in shades of red. Notice the gap between the green lines and the other lines. This illustrates an
improvement in performance over time by all of the online/retraining models.

from 2, 4, and 8 weeks to a model that uses all known past samples (infinite memory). For example,
in the 4 week memory model, we only train the model on a 4-week window. As that window slides,
the model forgets examples from over 4 weeks ago and adds the new weeks’ examples in training.
The interval of retraining and the length of the memory can be used to make the method adapt
faster or slower, while also changing the robustness and computational load of the method.

Second, we test a simple variation of Dynamic Weighted Majority (DWM), introduced by Ref-
erence [34]. DWM monitors the performance of each base classifier in an ensemble and adjusts
their weights depending on their performance. When a base learner’s weight decreases to below
a given threshold the learner is removed and a new learner is introduced. The goal of DWM is to
exploit the traits of ensemble models to gradually keep up with a change in the target concept.
While Kolter and Maloof introduced this algorithm using Naive Bayes as the base learner [34],
we choose to use Decision Trees as the base classifier. This choice will create an easy comparison
to our other RF models. In this variation of DWM, every week the performance of each tree is
evaluated and its weight reduced if it has a low performance. If a tree’s performance is below a
threshold, then the tree is removed. At each iteration, we fill the ensemble with new trees until we
reach the initial number of trees. The new trees are trained using a past memory of data, which
is boosted to favor samples that were incorrectly classified in the past, according to the distant
labeled data. Thus, trees are only trained once and not updated along the way. Again, we vary the
memory for training new trees to be 2, 4, and 8 weeks.

In addition to testing these online learning methods, we also test varying initial training times
for our original RF algorithm with no retraining. Specifically, we tested the model with an initial
data set of 2, 4, and 8 weeks. For all models, we will resume the training and testing using all
sources (as we did in Section 5.1) rather than source folds (as we did in Section 5.2).

Retraining improves performance and combats concept drift. In Figure 4, we show each models’
performance over the 40 weeks using all feature groups combined, as chosen by our ablation study
in Section 5.1. In Figure 4, it is clear that the retrained random forests show improvement over the
once-trained random forests, showing at most a 0.08 increase in ROC AUC 38 weeks after the
initial training for M versus UR and at most a 0.07 increase in ROC AUC for M versus B (e.g., the
green lines versus the blue and red lines). While all of the retraining models improve upon the
non-retraining models, there are some slight differences between each. Interestingly the model
with 8 weeks of retraining has nearly the same performance as the model using infinite memory
data. The DWM forests perform close to the simple retraining forest, but they are slightly slower
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at learning the new concept than the simple retraining forest. DWM does require considerably
less computational power, as it does not need retraining at every step and only retrain a subset
of models at every step. However, these models have multiple hyperparameters to initially tune,
unlike the simple online learning methods. Both the sliding window models and the DWM models
create a more consistent performance over time than the non-retraining models.

In general, these results suggest that simply retraining the RF model every so often is enough
to keep up with changes in the news. While continuously learning and remembering all previous
examples does well, it is not necessary to achieve high performance.

7 HOW DO ATTACKS FROM MALICIOUS NEWS PRODUCERS IMPACT THE
LEARNING ALGORITHM OVER TIME?

So far, we have explored how natural concept drift caused by changes in the news cycle impacts
our news veracity algorithms. Our findings show that with retraining, it is easy to compensate for
these more gradual changes. However, it is possible that changes may occur much more suddenly
in real-life systems. This could be caused by unreliable sources changing their tactics significantly.
There could be many reasons behind this, such as a desire to fool automated methods, to reach
new readers, or to employ new information spreading tactics. For example, it has been argued that
some sources may mix real and fake information to create confusion and appear like a legitimate
news source [26, 31]. In this section, we simulate such purposeful changes and show their potential
impact on our classification methods. We then discuss in the next section the implications of our
findings.

We have identified three feasible methods that could be used to counter automatic evaluation
systems of news sources:

(1) Evasion attacks,
(2) Poison attacks,
(3) Blocking attacks.

7.1 Evasion
Evasion attacks are actions performed by a source to hide questionable content, making it more
similar to real news. In these attacks, the source does not change the content it is providing but
copies additional content from mainstream sources to appear more similar to these sources. In
fact, a form of this tactic has already been discovered in previous research [26, 31, 50], illustrating
conspiracy-based news sources copying proper news to gain credibility (e.g., Infowars copying
news articles from The Associated Press). While, previous work has only discovered this tactic in
full article form (copying a mainstream article verbatim and placing it next to a conspiracy article
on a web page), it is easy to imagine a situation where the content would be mixed together in
one article. From the perspective of concept drift, as malicious news change their content toward
mainstream news, they shift p (x ) toward potentially unknown regions of the feature space, cre-
ating a forced virtual concept drift. They also cause real concept drift by changing the decision
boundary p (y |x ) itself, as some mixed features can no longer discriminate the classes. Ultimately,
this type of attack has only limited utility, as it directs the attention of readers away from the main
messages or the stories the source is trying to push.

Another possible scenario is that the malicious news producers copy proper news articles, but
hide the proper information from the consumer, not the data scraper. This attack could be done
simply by placing real news text at the bottom of a fake news article and making the font color of
the real text blend into the background. This version of the evasion attack could feasibly be done
automatically and would not distract readers from the unreliable message being pushed.
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Fig. 5. Evasion attacks’ impact on RF model with no retraining. The initial model is trained on 2 weeks
of data starting in February and the attack starts on April 1 (indicated by the horizontal dashed, green line).
Each row represents a different number of sources coordinating the attack.

To simulate this type of attack, we choose y unreliable (or biased) sources and mix content
from randomly selected mainstream articles in the same week time frame. We randomly mix in n
sentences from the randomly selected mainstream article, where n is equal to x% of the number of
sentences in the unreliable (or biased) article. Then features are recomputed for the newly mixed
articles and replace the previously non-mixed articles.

In Figures 5 and 6, we display the ROC AUC scores over time for an evasion attack starting
on April 1st. We show this attack across several parameters. Specifically, we show the attack for
varying numbers of attackers and varying amounts of content mixing. For example, in 10% evasion,
if an unreliable article is 10 sentences long, we add 1 sentence to the article from a randomly
selected mainstream article. This simulates partial copying from real news. In 150% evasion, if an
unreliable article is 10 sentences long, we add 15 sentences to the article from a randomly selected
mainstream article. This simulates hidden copying of real news. Last, the number of attackers
simulates varying levels of collaboration among the malicious news sources. Figure 5 shows these
attacks when we do not retrain the RF model and Figure 6 shows these attacks when we retrain
the RF model using 8 weeks memory.

Online training models are robust to evasion attacks, static models are not. Not surprisingly the
classifiers’ performance is degraded as the amount of copying and number of sources copying
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Fig. 6. Evasion attacks’ impact on online RF model with retraining every week based on 8 weeks of data.
The attack starts on April 1 (indicated by the horizontal dashed, green line). Performance is measured by
ROC AUC score each week. Each row represents a different number of sources coordinating the attack.

increases. The instances of the unreliable (or biased) class are pushed toward the original classifi-
cation boundary, making it difficult to tell them apart from mainstream articles. However, when
the attack happens to the retraining algorithm, the result is very different. When the attack is
initiated the performance makes a clear drop, but within weeks the classifier recovers to original
performance. The classifier manages to learn a tighter classification boundary, which continues to
correctly classify malicious articles, despite even large amounts of content copying. This indicates
that the presence of specific features in the unreliable (or biased) news articles may be more impor-
tant than the presence of specific features in mainstream news articles. For example, the presence
of highly emotional writing may be a more important signal than the lack of it.

7.2 Poison
Poison attacks are attempts at deteriorating the classifiers’ performance by injecting samples that
the malicious source knows will be used to train the classifier [9, 35]. Traditionally, poison attacks
are attempts at hiding malicious behavior (i.e., hiding in a security setting on a server). This attack
is done by injecting large quantities of samples that appear in the outer region of what is considered
good behavior. If enough samples are injected, then these new data points can shift the mass of
good behavior until malicious behavior can no longer be separated from good behavior. In our
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Fig. 7. Effect of poison attacks on Online RF with 8 weeks of memory. The top row shows a single source
poisoning their articles for 1, 2, 4, and 8 weeks, and the bottom row shows five sources in a coordinated attack
for the same time period. The horizontal dashed, green line represents the start of the attack.

case, malicious news sources may be interested in causing the miss-classification of proper news
articles to deteriorate the reputation of mainstream news sources (and in a sense weaponizing the
classifier).

If for some period of time a malicious news sources behaves like proper news, whether through
simply behaving better or copying proper news verbatim, then they influence the classification
boundary p (y |x ) of the online learning algorithm. In other words, the attack forces real concept
drift where the decision boundary should momentarily be different, because some mainstream
news articles are distributed from a malicious source. The attack is also related to the more classical
machine learning problem of mislabelled instances in the training set, as the poisoned samples
from a practical point of view are mislabelled mainstream news articles. Of course, this attack
does come at a cost to the attacker. First, it would require a unreliable (or biased) news source to
understand how the online training algorithm works. Second, the malicious news produced could
not produce their normal content for their readers for some period of time.

To simulate this type of attack, we randomly replace the feature vectors of y unreliable (or
biased) sources with mainstream source feature vectors from the same week time frame. After
random mainstream vectors are chosen to be used as replacements, they are removed from the
mainstream data set. This removal is to simulate “bad actors behaving well” rather than copying
mainstream news. The attack will happen for a set time t .

In Figure 7, we display the ROC AUC scores over time, with the poison attack starting on April
1st. We display this attack with several parameters: varying the length of the poison attack and
the number of attackers. We again use the online RF algorithm with 8 weeks of memory.

Poison attacks harm the attacker more than the victim. Again unsurprisingly, a major decrease in
performance is observed when the attacks begin and is maintained throughout the attack. After the
attack time frame is over, the algorithm almost immediately recovers to its original performance.
However, it is important to note what type of errors the algorithm is making. Remember, the
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Fig. 8. False positives and false negatives during poison attacks of 8 weeks. The dashed lines are False Nega-
tives (FN) while the solid lines are False Positives (FP). The horizontal dashed, green line represents the start
of the attack. Overall attack impact on the model can be found in Figure 7.

intention of the poison attack is to decrease the performance of the system on other sources than
itself—in this case to make the system classify mainstream sources as unreliable (or biased) and
thus cast doubt on the system or cause uncertainty about the mis-classified mainstream sources.
To explore this, we display the specific types of errors made by the classifier in Figure 8. We only
show this for the 8 week poison attack. Notice in Figure 8 the steep increase in false negatives
(poisoned articles are classified as mainstream) when the attack starts rather than false positives
(mainstream articles classified as unreliable or biased). While there is some small amount of false
positives, particularly at the end of the attack time for M versus UR, it is likely not enough to
make the attack worth while. However, the poison attack may be more effective if it happens for
significantly longer than the memory of the algorithm. But the longer a malicious source poisons,
the longer they do not spread false or misleading news, defeating its own goals.

7.3 Blocking
Blocking attacks are when the malicious news producers make their data impossible for the classi-
fier to scrape, hence leaving only positive samples for the supervised algorithm. The attack leaves
the decision boundary untouched but causes a virtual concept drift as the sampling distribution in
the input space p (x ) is not the same for the training and test sets. To simulate this type of attack,
we simply remove some sources from the data set at some specified start time t . Blocking sources
will make it harder for the classifier to predict the target of those specific sources, and can also
affect its overall performance if the size of the training data is too heavily diminished. In Figure 9,
we show the impact of this attack with 1, 5, and 10 attackers. Again, we use the online RF algorithm
with 8 weeks of memory.

Blocking attacks are effective. After the blockade, the model no longer receives training-data
from the blocked sources, but it is still tested using these sources (just as a real system would still
be getting unreliable (or biased) articles from users or social network feeds). While the model has
no degrade in performance for the first 8 weeks, once it forgets old examples of the unreliable
(or biased) class it’s performance dramatically decreases. Some simple solutions to this decrease
in performance is to increase the memory size of the algorithm or to substitute blocked sources
with other weakly labeled sources. Obviously, with more sources attacking, the performance hit
is worse. More surprising is the large hit the algorithm takes when only 1 source is blocking. In
this case, the source that is blocking (for both M versus UR and M versus B) is the source that
publishes the most data (True Pundit and News Busters, respectively), which may cause the larger
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Fig. 9. Effect of blocking attacks on Online RF with 8 weeks of memory. Attack starts on April 1 (indicated
by the horizontal dashed, green line).

than expected performance decrease. There also may be some slight decay due to the testing on
never seen sources, but as demonstrated in Section 5.2, this out-of-sample decay should be small.

8 DISCUSSION AND CONCLUSION
In this article, we presented a method using content analysis to classify news articles as coming
from reliable, unreliable, or biased sources. Many such methods have been proposed in the litera-
ture [4, 5, 10, 24, 28, 44, 45, 49, 56]. Our work is the first study that tests all commonly used feature
sets on a large amount of data over time. We show that these methods can work well over time,
but they require periodic retraining. Even if sources mix content from mainstream sources, these
methods can also work surprisingly well. The worst type of attack on these classifiers appears
to be those that hinder access to unreliable (or biased) article data. In fact, these classifiers are
very sensitive to the amount of data available. This finding suggests that these methods should
detect such changes in data collection and stop retraining during times of low data or expand their
memory to fall back to old training examples.

These findings support the use of source-level distant labeling, which can provide large quan-
tities of training data quickly with little cost compared to methods based on fact-checked articles.
Source-level distant labeling has been used widely in the news veracity literature. This article sup-
ports those works [4, 5, 28, 44]. These findings also indicate that our models rely on presence of
features in unreliable articles (e.g., presence of personal pronouns and exclamation points) instead
of lack of features present in mainstream news sources. As a result, it becomes difficult to learn
an accurate classification model based on mainstream news sources alone. Hence, it is crucial that
research efforts concentrate on collecting comprehensive data sets of unreliable articles that are
broad-based, not for a specific event or topic. Moreover, we need to continue developing strategies
to locate unreliable sources and collect data from them. This can be a challenge given unreliable
sources may appear and disappear quickly. In addition, future research should explore single-class
learning methods, such as positive unlabeled learning, to be robust against these potential blocking
attacks.

We have shown that many simple and easy-to-compute features are effective in this classifica-
tion task. The code for computing these features is available to the research community [29], as
well as the data used in this study [42]. Despite the effectiveness of the features, there are many
ways to improve them, and future study should continue to explore both their manipulation and
generalization on never seen sources. We found that on average the models can predict consis-
tently well on articles from news sources it has never seen, but the variance in performance of any
one fold of sources can range widely.
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By using features that are not topic specific, we are able to capture differences between news
types that do not change drastically over time. Despite this, we do see a more significant drop in
the performance of these features without retraining near the end of our timeline. This drop could
be due to the major event in our data set (the U.S. midterm elections) or simply the regular content
drift over time. Future work will explore the changes after large events. Further, the frequency of
retraining may need to be adjusted given what is happening in the news cycle. We need to further
analyze the nature of the changes in these classes and how they relate to actual events happening
in the real world.

Inline with previous work [25], we show that titles provide strong signal. As many readers
won’t read past the title, the titles of unreliable articles are engineered to make statements. Hence,
a potential improvement to these features could be to give more weight to appearance of a fea-
ture earlier in the article, as statements made earlier are more likely to receive attention [25].
Such features may be even more robust against manipulation. Another way these models can be
strengthened is by adding more orthogonal features to the set, such as the expert labeling. The
Wikipedia feature showed strong signal, but it is easily manipulated over time. A stronger, less
noisy, version of this feature could simply be an expert/journalist curated list of unreliable and
reliable sources, of which many have already been made. In a machine learning study this type of
feature could be considered a “cheat” feature, as these expert lists are used as ground truth, but in a
real life setting these types of list should augment the classifiers. In fact, there may be many other
more complex source-level features that improve both overall the classification accuracy and the
stability of static models over time.

From a methods perspective, it is important to explore other methods for news classification
and how well those methods generalize over time and attack. This exploration includes the type
of features used and the algorithms used. For example, features based on the behavior of the news
organization or the publishing patterns of a media source may drift less over time than content-
based features. Also unexplored are features such as word embedding features or content rep-
resentations created by deep learning models. Similarly, other learning algorithms, such as deep
learning methods, may be more robust to attack due to the obscurity of the algorithm choices,
but they may sacrifice explainablity/transparency to end-users or learn topic-specific features that
hurt generalizability. These questions are important, but left for future work.

Our article has used specific examples of misinformation and bias from the most common and
highly shared news sites. It is also likely that misinformation can be presented in ways that are
completely different than anything we have seen in these sources. We currently do not have any
image- or video-based features. Text can be embedded in images to make it harder to apply methods
like ours. The introduction of deep fakes provides many novel challenges as manipulated images
can be especially effective. However, text content is still needed to draw attention to these images
and video. We expect our methods will still provide useful signal to such methods. What if a source
produces content that reads very much like one produced by a mainstream source? Our methods
cannot distinguish between a well-written lie and truth. We note that there is a cost to malicious
news sources by doing this, both in terms of employing staff and also reduced engagement as such
articles are not as attention grabbing anymore.

We recognize that many different methods are needed to help the misinformation problem,
including manual and institutional efforts. Our methods are especially useful for sources that use
the “fire-hose model”: produce lots of content quickly with sensationalist writing style, then copy
and disseminate information to many other sources [26, 31, 50] to make information more widely
available. Recent work has also shown that the truth of claims is not always the main concern of
malicious news producers, but instead the goal is to create confusion and increase polarization [3].
Such efforts tend to target information with opposite points of view to specific groups [3]. As such

ACM Transactions on Intelligent Systems and Technology, Vol. 11, No. 1, Article 7. Publication date: December 2019.

A.30



Robust Fake News Detection Over Time and Attack 7:21

targeting methods focus on high engagement, our models can work well in these cases. There
are many sources that lie between the extremes we study in this article. Understanding how the
extreme sources are related to “in-between” sources and to what level they disseminate true and
false information is part of ongoing work.

Even though our methods work well, the true cost of exposure to misinformation is hard to
assess. Even a single incorrect story can have dire consequences for individuals or populations.
However, as opinions are formed over time, it is important to find methods to inform readers about
the sources they get information from quickly and effectively. Content-based approaches like ours
are the first step in helping such efforts.

REFERENCES
[1] Hadeer Ahmed, Issa Traore, and Sherif Saad. 2017. Detection of online fake news using N-gram analysis and machine

learning techniques. In Proceedings of the International Conference on Intelligent, Secure, and Dependable Systems in
Distributed and Cloud Environments. Springer, 127–138.

[2] Hunt Allcott and Matthew Gentzkow. 2017. Social media and fake news in the 2016 election. J. Econ. Perspect. 31, 2
(2017), 211–36.

[3] Ahmer Arif, Leo Graiden Stewart, and Kate Starbird. 2018. Acting the part: Examining information operations within#
BlackLivesMatter discourse. Proceedings ACM Hum.-Comput. Interact. 2 (2018), 20.

[4] Ramy Baly, Georgi Karadzhov, Dimitar Alexandrov, James Glass, and Preslav Nakov. 2018. Predicting factuality of
reporting and bias of news media sources. In Proceedings of the Conference on Empirical Methods in Natural Language
Processing (EMNLP’18).

[5] Ramy Baly, Georgi Karadzhov, Abdelrhman Saleh, James Glass, and Preslav Nakov. 2019. Multi-task ordinal re-
gression for jointly predicting the trustworthiness and the leading political ideology of news media. arXiv preprint
arXiv:1904.00542 (2019).

[6] Alessandro Bessi, Mauro Coletto, George Alexandru Davidescu, Antonio Scala, Guido Caldarelli, and Walter Quattro-
ciocchi. 2015. Science vs. Conspiracy: Collective narratives in the age of misinformation. PLoS ONE 10, 2 (Feb. 2015),
e0118093–17.

[7] Alessandro Bessi, Antonio Scala, Luca Rossi, Qian Zhang, and Walter Quattrociocchi. 2014. The economy of attention
in the age of (mis)information. J. Trust Manage. 1, 1 (Dec. 2014), 105–13.

[8] Alessandro Bessi, Fabiana Zollo, Michela Del Vicario, Antonio Scala, Guido Caldarelli, and Walter Quattrociocchi.
2015. Trend of narratives in the age of misinformation. PLoS ONE 10, 8 (Aug. 2015), e0134641–16.

[9] Battista Biggio, Blaine Nelson, and Pavel Laskov. 2012. Poisoning attacks against support vector machines. Proceedings
of the 29th International Conference on Machine Learning (ICML’12), vol. 2, 1807–1814.

[10] Ceren Budak, Sharad Goel, and Justin M. Rao. 2016. Fair and balanced? quantifying media bias through crowdsourced
content analysis. Public Opin. Quart. 80, S1 (2016), 250–271.

[11] Sylvie Cazalens, Philippe Lamarre, Julien Leblay, Ioana Manolescu, and Xavier Tannier. 2018. A content management
perspective on fact-checking. In Proceedings of the Web Conference.

[12] Abhijnan Chakraborty, Bhargavi Paranjape, Sourya Kakarla, and Niloy Ganguly. 2016. Stop clickbait: Detecting and
preventing clickbaits in online news media. In Proceedings of the IEEE/ACM International Conference on Advances in
Social Networks Analysis and Mining (ASONAM’16). IEEE, 9–16.

[13] Yimin Chen, Niall J. Conroy, and Victoria L. Rubin. 2015. Misleading online content: Recognizing clickbait as false
news. In Proceedings of the ACM on Workshop on Multimodal Deception Detection. ACM, 15–19.

[14] Giovanni Luca Ciampaglia, Prashant Shiralkar, Luis M Rocha, Johan Bollen, Filippo Menczer, and Alessandro Flam-
mini. 2015. Computational fact checking from knowledge networks. PloS One 10, 6 (2015), e0128193.

[15] Sarah Jane Delany, Pádraig Cunningham, Alexey Tsymbal, and Lorcan Coyle. 2005. A case-based technique for track-
ing concept drift in spam filtering. In Applications and Innovations in Intelligent Systems XII. Springer, 3–16.

[16] Stefano DellaVigna and Ethan Kaplan. 2007. The fox news effect: Media bias and voting. Quart. J. Econ. 122, 3 (2007),
1187–1234.

[17] James N. Druckman and Michael Parkin. 2005. The impact of media bias: How editorial slant affects voters. J. Politics
67, 4 (2005), 1030–1049.

[18] Emilio Ferrara, Onur Varol, Clayton Davis, Filippo Menczer, and Alessandro Flammini. 2016. The rise of social bots.
Commun. ACM 59, 7 (2016), 96–104.

[19] Frederick Fico, John D. Richardson, and Steven M. Edwards. 2004. Influence of story structure on perceived story bias
and news organization credibility. Mass Communication & Society 7, 3 (2004), 301–318.

ACM Transactions on Intelligent Systems and Technology, Vol. 11, No. 1, Article 7. Publication date: December 2019.

A.31



7:22 B. D. Horne et al.
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Abstract

In this paper, we analyze content sharing between news
sources in the alternative and mainstream media using a
dataset of 713K articles and 194 sources. We find that content
sharing happens in tightly formed communities, and these
communities represent relatively homogeneous portions of
the media landscape. Through a mix-method analysis, we
find several primary content sharing behaviors. First, we find
that the vast majority of shared articles are only shared with
similar news sources (i.e. same community). Second, we find
that despite these echo-chambers of sharing, specific sources,
such as The Drudge Report, mix content from both main-
stream and conspiracy communities. Third, we show that
while these differing communities do not always share news
articles, they do report on the same events, but often with
competing and counter-narratives. Overall, we find that the
news is homogeneous within communities and diverse in be-
tween, creating different spirals of sameness.

1 Introduction
Researchers in Communications have studied content shar-
ing in journalism for quite some time (Boczkowski 2010;
Graber 1971; Noelle-Neumann and Mathes 1987; Shoe-
maker and Reese 2013). This long line of research has
shown that news organizations often imitate each other in
order to be competitive and meet demand. Various reasons
for this behavior have been discussed, such as the popular-
ity of the Internet (Mitchelstein and Boczkowski 2010) and
changes in the news demand structure (Boczkowski 2010).
This behavior was even discussed as early as the 1950’s,
where it was said that “many newspapers feature the same
news stories atop their front pages (Boczkowski 2010; Breed
1955).” It has been argued that because of this increased con-
tent copying, the news has become homogeneous and sig-
nificantly less diverse (Boczkowski 2010; Klinenberg 2005;
Glasser 1992).

However, today this homogenized view of the news has
been complicated by the rise of “alternative” media. Specifi-
cally, the rise of false, hyper-partisan, and propagandist news
producers has created a media landscape where there are
competing narratives around the same event (Starbird 2017)
and no gatekeepers to curate quality information (Reese,

Copyright c© 2019, Association for the Advancement of Artificial
Intelligence (www.aaai.org). All rights reserved.

Vos, and Shoemaker 2009; Allcott and Gentzkow 2017;
Mele et al. 2017). Thus, we may have a more diverse set of
news to read than in years past, but the standards of quality
have wavered, creating a new set of concerns.

This rise in low-quality and potentially malicious news
producers has been the focus of many recent studies such
as those focusing on detecting false content (Potthast et al.
2017; Popat et al. 2016; Singhania, Fernandez, and Rao
2017; Horne et al. 2018; Baly et al. 2018). Some other stud-
ies have focused on the tactics used to spread low-quality
news, such as the use of social bots (Shao et al. 2017)
and the structures of headlines to get higher attention and
clicks (Horne and Adalı 2017; Chakraborty et al. 2016). One
lesser studied area of the alternative media universe is con-
tent sharing (or content republishing, imitation, replication).
While in the past content sharing in the mainstream media
was used to meet demand, be timely, and keep up with com-
peting news agencies, it may be used more maliciously in
today’s news environment. For example, just as bot-driven
misinformation in social networks, content sharing can be
used to make particular stories or narratives seem more im-
portant, more widely reported, and thus, more credible.

In this paper, we begin to explore this behavior. Specifi-
cally, we analyze content sharing on a large dataset (713K
articles and 194 sources) across both the mainstream and
alternative landscapes, with news sources of varying verac-
ity. We show that, when formulated as a network, news pro-
ducers share content in tightly connected communities. Fur-
thermore, these communities represent distinct parts of the
media ecosystem, such as U.S. mainstream media, left-wing
blogs, and right-wing conspiracy media. With this commu-
nity framework, we employ mix-methods analysis to bet-
ter understand what types of content sharing behavior ex-
ist within and between these communities. We observe four
primary practices in this data. First, news content is often
replicated in echo-chambers, where the copied content is
only published by other producers within the community.
This may mean a high quality investigative piece of re-
porting or a wild conspiracy theory may be equally copied
within the network that originated it. Second, despite the
tight community structure of the content sharing network,
specific sources mix content from both mainstream news
and conspiracy news. This behavior illustrates a dangerous
practice, which can falsely elevate the perceived credibil-
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ity of conspiracy-spreading sources. Third, many news arti-
cles are not shared across communities, but the broad topics
and events featured in the articles can be very similar, many
times in the form of competing contemporaneous narratives.
Lastly, we observe a more unique behavior in which the con-
spiracy media reacts to a mistake in the mainstream media,
ultimately providing a reason to distrust the mainstream me-
dia.

Overall, we find that the homogeneous view of news (or
to borrow a term from (Boczkowski 2010): “spiral of same-
ness”) still exist, but those “spirals of sameness” are, for the
most part, different in each distinct parts of the news ecosys-
tem. Within the same community, multiple processes work
simultaneously to amplify certain narratives around current
events as well as to undermine the credibility of some high
quality news outlets. In essence, this ”spiral of sameness”
now also actively works to create a type of otherness that
feeds the creation of more divisive news and an overall con-
fusing information environment.

2 Related Work
There are two recent studies that have focused on content
sharing in today’s media ecosystem. The first study on con-
tent sharing in alternative media focuses on a specific topic
in 2016: the Syrian Civil Defense (Starbird et al. 2018). This
study uses mix-methods to analyze the content replication
practices by alternative news sites reporting on various as-
pects of the Syrian Civil Defense. The authors used Twit-
ter as a the starting point of the data collection, and ex-
tended to the websites cited in the Twitter data. With this
data, the authors demonstrated the spread of competing nar-
ratives through content sharing. They found that the alterna-
tive news sources had both news-wire as well as news ag-
gregator type services. Additionally, they found that a small
number of authors generate content that is spread widely
in the alternative news. They also found that government-
funded media were prevalent in the production these anti-
White Helmet narratives.

The second study approaches content republishing from a
more general setting (Horne and Adalı 2018). Specifically,
the authors collected news data from 92 news sources, that
included both mainstream and alternative news. The articles
collected were not focused on any specific topic as was done
in the study discussed above (Starbird 2017). Horne and
Adalı collected this data live from each news source, and
thus, were able to gather timestamps with each article. With
this data, they created directed networks of news sources,
where each edge represents some number of nearly identical
articles. They found that despite many articles being copied
verbatim, the headlines of the articles often changed. These
headline changes differed between the alternative media and
the mainstream media, where the alternative media often
changed emotional tone and the mainstream media often
change structural features. Furthermore, the authors found
that most alternative content is written by very few authors,
just as was found in (Starbird 2017).

In contrast to the two previous works, our work uses a
much larger dataset that covers a long period of time and a

large number of topics/events. Additionally, our analysis in-
corporates both exact and partial matching algorithms, pro-
viding a more extended look at content sharing than the
previous two studies. Lastly, we utilize external credibility
and bias assessments to better characterize the sources who
are sharing content, which allows us to conduct extensive
new case studies that have not been shown in the literature.
We hope that this work, in combination with these previous
works, can be a strong building-block in developing theory
about content sharing as a disinformation tactic.

3 Methods
Data
We collected articles from a broad spectrum of sources. We
scraped the RSS feeds of each news source twice a day start-
ing on 02/02/2018 using the Python libraries feedparser and
goose. For source selection, we start with mainstream outlets
(from both the U.S. and the U.K.) and alternative sources
that are mentioned in other misinformation studies (Starbird
2017; Horne and Adalı 2018; Baly et al. 2018). We then
use the Google Search API to expand the number of sources
in the collection. Specifically, we query Google with the ti-
tles of the previously collected articles and add any source
that appears in the top 10 pages of Google and is not al-
ready in our collection list. This process is repeated until we
have a large sample of sources from both mainstream and
alternative news. In addition to scraping article content, we
capture the UTC timestamp of when the article was pub-
lished. Note, we do not include small local news sources or
sources that did not have operational RSS feeds, which sig-
nificantly reduces the size of the expected source set. Our
final dataset contains 194 sources with over 713K articles
between 02/02/2018 and 11/30/2018. Since this collection
process happens multiple times a day, we have nearly every
article published by a source after it is added to the collec-
tion.

Building Content Sharing Networks
Once our data collection is complete, we construct a ver-

batim content sharing network. We take a similar, but more
refined, approach to (Horne and Adalı 2018).

We employ a three step method to build the network:

1. We build a Term Frequency Inverse Document Frequency
(TFIDF) matrix for each 5 day period in the dataset. For
each pair of article vectors, we compute the cosine simi-
larity between them. Following the same process in (Star-
bird et al. 2018) and (Horne and Adalı 2018), we choose
article pairs with cosine similarity of 0.85 or above. These
extracted article pairs are nearly identical, excluding po-
tentially different interpretations of the same story. The 5
day window is used for computational reasons, to reduce
the size of pairwise comparison matrix.

2. For each pair, we order them by the UTC timestamp, as
to create directed edges from the original article to the
copied article.

3. Each article that is a copy, can only copy from one original
article, but an article being copied can be copied by mul-
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tiple other news sources. Thus, if multiple pairs were ex-
tracted (i.e. 4 verbatim articles would create 12 unordered
pairs, 6 ordered pairs after timestamp ordering), we match
a copying article to an older article with highest cosine
similarity. If there are ties, we pick the oldest article as
the original article.
After this process, we perform some manual verification

of pairs, as some UTC timestamps are slightly off due to
a news source updating or republishing an article. Once we
are confident in the article pairs, we build a directed network,
where nodes are news sources and edges are articles copied
between the sources. Each edge is weighted by the num-
ber of articles copied and is directed from original source to
the source that copied. We find that 160 sources out of the
194 sources in the dataset copied an article or had an article
copied from them at least once during the 10 month period.

Finding Communities
Next, we use the modularity maximization algorithm de-
signed specifically for directed networks (Leicht and New-
man 2008) to determine communities in the network. This
algorithm uses simple network statistics to compute prob-
abilities of edges between a set of nodes. The modularity
score is a measurement of how improbable the distribution
of edges within a set of communities are, compared to the
distribution based on the simple statistics. By maximizing
the modularity, we find communities which have a surpris-
ingly high number of internal edges when compared to the
expectation. The python implementation we used1 deter-
mines both the number of communities as well as the com-
munities themselves. The network can be found in Figure 1
and is colored with the detected communities.

Credible Not Credible Unknown

O 3 (8%) 2 (5%) 34 (87%)
Y 9 (27%) 5 (15%) 19 (57%)
G 26 (74%) 2 (6%) 7 (20%)
M 8 (47%) 0 (0%) 9 (53%)
C 5 (14%) 0 (0%) 30 (86%)

Table 1: Number of sources in each community within
the three main labels of NewsGuard. Unknown means the
source has not been labeled by NewsGuard, this does not
necessarily mean they are unreliable sources.

O 6 (15%) 5 (13%) 4 (10%) 24 (62%)
Y 4 (12%) 1 (3%) 23 (70%) 5 (15%)
G 14 (40%) 12 (34%) 5 (14%) 4 (11%)
M 10 (59%) 1 (6%) 0 (0%) 6 (35%)
C 7 (20%) 11 (31%) 4 (11%) 13 (37%)

Table 2: Counts of political leaning of sources in each com-
munity, based on data from Media Bias / Fact Check. The
leanings are left, center, right and unknown.

1zhiyzuo.github.io/python-modularity-maximization/

O 21 (54%) 0 (0%) 8 (21%) 7 (18%) 3 (8%)
Y 31 (94%) 0 (0%) 0 (0%) 2 (6%) 0 (0%)
G 31 (89%) 2 (6%) 0 (0%) 0 (0%) 2 (6%)
M 16 (94%) 1 (6%) 0 (0%) 0 (0%) 0 (0%)
C 7 (20%) 22 (63%) 2 (6%) 1 (3%) 3 (9%)

Table 3: Counts of countries of origin for sources in each
community. The countries are USA, Russia,
United Kingdom, unknown country and other coun-
tries (Canada, Cyprus, France, Germany, New Zealand,
Qatar, Ukraine or Venezuela)

Characterizing Communities
In order to better understand what types of sources exist
in each community, we utilize source-level analyses done
by several platforms: NewsGuard2, Media Bias Fact Check3

(MBFC), Allsides4, and an article published by BuzzFeed5.
NewsGuard uses a large team of trained journalists to re-
view news outlets, in order to inform readers about the sites,
as well as organizations who work with or publish ads on
the news sites. NewsGuard assesses nine journalistic criteria
which are combined into a green (good) or a red label (bad).
MBFC is a platform that analyzes news sources to deter-
mine their credibility using trained team. We combine their
factual-reporting score with NewsGuard’s credibility label,
for a final label of source reliability. We aggregate by nor-
malizing both scores from -1 to 1 and adding them. Sources
with a score less than -0.6 we label ”Not Credible”, sources
with scores above 0.6 we label ”Credible”, and sources in
between are labelled ”Unknown”. The threshold of 0.6 is in-
spired from NewsGuards methodology. Table 1 shows the
aggregation of these credibility ratings within each of the
communities.

In addition to credibility ratings, MBFC provides a de-
scriptive label for sites, which often includes the source’s
political bias across the political spectrum from left to right
(using 5 levels). Allsides is another expert-based assessment
site, which similarly labels sources with one of 5 levels of
bias across the political spectrum from left to right. Finally,
BuzzFeed has published a dataset with political leaning of
sources, using binary label of either left or right. Using these
three political bias assessments, we aggregate a bias score
for each source by normalizing each rating from -1 (left) to
1 (right) and adding them. We threshold the scores so that
score ≤ −1 is considered left-leaning, −1 < score < 1 is
considered center and 1 ≤ score is considered right-leaning.
Table 2 shows the aggregation the the bias ratings.

4 Network Analysis Results
Using our constructed network, we assess the community

structure and the traits of the sources within each com-
munity to better understand content-sharing. In Figure 1,

2newsguardtech.com
3mediabiasfactcheck.com
4allsides.com
5https://bit.ly/2OoYztU
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Figure 1: Network of news sources, where colors indicated the community membership, size represents outdegree, and arrow
direction indicates information flow (e.g. node n’s out-degree means how many copy from n). The node layout is constructed
using Force-Atlas 2 and expansion in Gephi (gephi.org).

Orange Yellow Green Magenta Cyan

N 39 33 35 17 35
Highest Eigenvector Centrality The Russophile Drudge Report New York Post Alternet The Independent
Most External Outgoing Edges Newswars Infowars AP The Daily Beast Reuters
Most External Incoming Edges Newswars Drudge Report The Guardian Raw Story The Guardian UK
Most Internal Outgoing Edges Tass Conservative Tribune AP Alternet Reuters
Most Internal Incoming Edges The Russophile Western Journal Talking Points Memo Alternet OANN

Table 4: Metadata about each community, where “Most External Outgoing Edges” shows the node who has the highest number
of out directed edges going to nodes in another community, “Most Internal Outgoing Edges” shows the node who has the
highest number of out directed edges going to nodes in the same community, etc.

260

A.37



Orange Yellow Green Magenta Cyan

LewRockwell Infowars AP Salon The Sun
Prison Planet Western Journal PBS Raw Story Huffington Post UK

TheAntiMedia True Pundit CBS Hullabaloo Blog The Daily Echo
Newswars CNS News Daily Mail The Daily Beast The Independent

Russia-Insider News Busters The Huffington Post Crooks and Liars Birmingham Mail
sottnet Real Clear Politics The Guardian Media Matters The Daily Record

Mint Press News Drudge Report Chicago Sun-Times Alternet Evening Standard
The Duran National Review The Denver Post The Daily Mirror

The Russophile The Political Insider ABC Manchester Evening News
Activist Post Investors Business Daily New York Post BBC UK

Freedom-Bunker Instapundit USA Today The Guardian UK
The Daily Caller Fox News

Daily Signal Talking Points Memo
The Gateway Pundit Mercury News

Table 5: Members of the k-core of each community, where the k-core is a maximal subgraph that contains nodes of degree k or
more. In this case, we compute the “main-core” which is the core with the largest degree.

we show the network of content sharing, where each
color represents a community. In Table 4, we show some
basic statistics about each community in the network. Our
primary results are discussed below.

Content sharing communities represent distinct parts
of the media. In Table 1, we show the breakdown of
credibility in each community, in Table 2, we show the
breakdown of source political leaning, and in Table 3, we
show the breakdown of source country in each community.
Using these three tables, we can see some clear differences
between each community. The green (G) community is
89% U.S. based and 74% of its sources are credible.
This community contains many recognizable mainstream
sources, such as AP News, USA Today, NPR, and PBS.
The cyan (C) community contains 63% U.K. based sources
and contains many recognizable mainstream sources such
as Reuters, The Independent, and BBC. The magenta (M)
community contains 94% U.S. based sources that are mostly
left leaning. Several of these sources are self-proclaimed
liberal blogs, such as Crooks and Liars, RightWingWatch,
and Daily Kos. The yellow (Y) community is 94% U.S.
based and 70% right leaning. It contains several well-known
conspiracy sources, such as Infowars and The Gateway
Pundit, as well as many hyper-partisan sources that have
published false information in the past, such as The Drudge
Report and Breitbart. Lastly, and maybe most interesting,
the orange (O) community contains 21% Russian and 54%
U.S. biased sources. It contains 5% sources that are marked
as not credible and 87% unknown credibility. Many of the
sources are recognizable Russian state-sponsored sources,
such as RT and Sputnik, while others are anti-semitic media
sources, such as Daily Stormer and JewWorldOrder. In ad-
dition to this, there are several right-wing conspiracy sites,
such as The D.C. Clothesline, The American Conservative,
Natural News, Prison Planet, and Newswars.

In the following discussion, we will refer to the commu-
nities as:

O Russian/conspiracy community
Y Right-wing/conspiracy community
G U.S. mainstream community
M Left-wing blog community
C U.K. mainstream community

Note, there are a few unexpected nodes in the U.S.
mainstream community and the right-wing/conspiracy
community. Namely, Trump Times in the U.S. mainstream
community and The Atlantic, MSNBC, and The New York
Times in the right-wing/conspiracy community. There are
a few reasons this happens in the network. First, Trump
Times, a fairly new right-wing blog, only copies articles
from Fox News, which is a right-leaning mainstream news
source. Second, unexpectedly, The Atlantic, MSNBC, and
The New York Times are all copied multiple times by
right-wing sources in the right-wing/conspiracy community.
These sources include The Drudge Report, Red State, and
Hot Air. The subjects of these articles copied are mostly
President Donald Trump’s speeches and data privacy. These
sources are also heavily copied by members of the green
community and members of the magenta community (as
expected), but not as much as they are copied by members
of the right-wing/conspiracy community. The Atlantic,
MSNBC, and The New York Times do not copy from
any members of the right-wing/conspiracy community.
To further show these sources are peripheral nodes in the
network, we compute the k-core of each community, shown
in Table 5. The k-core is the maximal subgraph that contains
nodes of degree k or more, which should indicate what
sources are most tightly connected in each community. We
see that all 4 of these sources do not fall into the k-core of
their given communities.

News-wire services and news aggregators come in
all flavors. For the most part, each community has its
own news-wire-like services, just as was found in (Star-
bird et al. 2018). The U.S. mainstream community has AP
News, the U.K. mainstream community has Reuters, and
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the Russian/conspiracy community has Tass. In the right-
wing/conspiracy community, there is not a formal news-wire
service as in the other communities, but it seems that West-
ern Journal and Conservative Tribune (which are owned by
the same parent company) act as news-wires to much of the
community. However, it is also the case that they aggregate
many things from both U.S. mainstream media and hyper-
partisan right sources.

Similarly, we see that each community has one or
more news aggregators. The U.S. mainstream community
has Yahoo News and Mail (www.mail.com), the right-
wing/conspiracy community has The Drudge Report and
True Pundit, and the Russian/conspiracy community has
The Russophile (a self-proclaimed alternative news aggre-
gator) and sott.net (the self-proclaimed “leading alternative
news site”).

Hyper-partisan right sources share content more than
hyper-partisan left sources. It is clear that the right-
wing/conspiracy community is much larger than the left-
wing blog community (33 sources vs. 17 sources). How-
ever, there is a much more balanced set of left and right
sources in the full dataset. This finding could be due to con-
spiracy sources in our dataset being right-wing focused or
it could be due to different content sharing behavior among
the two groups. When taking a qualitative look at each group
of sources, it does seem clear that the left-wing sources
write many more long and unique opinion pieces rather than
“breaking news.” Whereas the right-wing/conspiracy com-
munity participates in more breaking news stories, rather
than opinion pieces.

5 Extending to Partial Content Sharing
Now that we have a community framework built using

verbatim content sharing and understand its basic charac-
teristics, we extend to partial content sharing by utilizing
methods from plagiarism detection. Schleimer et al. creates
a method called “winnowing”, which is a clever combina-
tion of hashing and windowing to create fingerprints for
text (Schleimer, Wilkerson, and Aiken 2003). These finger-
prints refer to a small set of values which can be used to
identify pieces of text. The method computes the sequence
of hashes of all k-grams of characters over a text, for some
decided value of k. It then runs a window of length t over
the hashes and creates a much shorter sequence of minimum
hash-values in the windows. This sequence of hash values is
the fingerprint used to represent the document. If one com-
pares fingerprints of two documents, the overlapping hashes
will (with very high probability) be identical sequences of
text. The algorithm can also provide positions of the over-
laps in the documents. The authors prove that any sequence
of text of length t or more will be detected by the algo-
rithm. Any string of less than k will not be detected. We
used t = 25 and k = 10.

After computing fingerprints of all articles, we can very
efficiently compare documents and detect overlaps. After
detecting overlaps between two documents will analyze the
positions of the overlaps and expand to longest ranges of
identical text. We combine ranges of matched text that are

close to each other (for example, if one article has inserted an
additional word into a copied sentence). Finally we perform
two thresholds. We only keep segments of copying which
are longer than 170 characters and only consider pairs of
articles that share segments of a combined size of at least
350 characters. This process leaves us with pairs of articles
which share a considerable amount of text. The use of this
method in our analysis is describe below.

6 Mix-Method Case Studies
Using the community framework built in Section 3 and the
partial content sharing method described in Section 5, we
perform a mix-method analysis of content sharing behav-
ior in the network. Specifically, we categorize the prevalent
types of article copying that happen in the previously created
network. We first look at pairs of articles in the verbatim net-
work to characterize the copying behavior in and out of the
communities. Once we have discovered these main types of
verbatim copying, we run our partial content matching algo-
rithm to find what other articles, not in the network, spread
the given information. We continue to use the community
framework described in Section 4 to describe these findings.

We find four primary behaviors in the data:

1. Echo chambers

2. Context mixing

3. Competing narratives

4. Counter-narratives

Echo Chambers
The most common occurrence in the data were stories that
only spread in their given community. This seems fairly
clear given our first result in Section 4. In Figure 2, we
show the community-level network of our original content
sharing network, where each node represents a community,
and edges represent content sharing between the commu-
nities (or within, in the case of self-loops). In Table 6, we
show the weighted adjacency matrix of this network. For the
majority of the communities, the number of articles shared
within the community (as illustrated by the self-loop weight)
is much higher than articles copied from or copied to out-
side communities. This result should be fairly obvious as
the community detection algorithm is looking for the num-
ber of links in and between subgraphs. Most of the sto-
ries spreading only within a single community are clearly
aimed towards the given audience of each community, and
are started by a news-wire (or news-wire-like) source such
as AP, Reuters, or Tass. Typically, these articles are either
location specific (U.S., Russia, Europe, etc.) or political ide-
ology specific (Conservative, Liberal).

Below we show some representative example stories that
stayed within their origin community.

• Tass - Russian fighter jet armed with Kinzhal hypersonic
missiles to hold demonstration flights - copied verbatim
by The Russophile.

262

A.39



Figure 2: Community level graph where each node is 1 com-
munity. The colors correspond to the original community
colors, the size of the nodes corresponds to the number of
sources in the community, and the size of the edge arrows is
the number of copied articles between the communities.

O Y G M C
O 13395 1762 484 102 334

Y 2133 2477 225 872

G 5405 66 1480

M 266 323

C 7448

Table 6: Adjacency matrix where each element
in the matrix is the number of article pairs be-
tween (or within) each community. Both direc-
tions of pairs are counted.

• AP - Nevada could elect first-ever female-majority state-
house - copied verbatim by Talking Points Memo, Mail,
and CBS News - copied partially by The Guardian and
USA Today.

• France24 - France to set penalties on non-recycled plastic
next year - copied verbatim by Telesur TV

• The Gateway Pundit - What is She Wearing Hillary
Clinton Looks Like Hell at OzyFest in New York - copied
verbatim by The Drudge Report.

• Alternet - Conservatives have gone fully fact-free So how
the heck do we even talk to them - copied verbatim by
Raw Story.

Content Mixing
The second behavior we find in the data is exactly the op-
posite of echo chambers, namely content mixing. Looking
at Figure 2, we can see the yellow (right-wing/conspiracy)
community copies many articles from all other communi-
ties, particularly the green community (U.S. mainstream).
We also see strong connections between the orange (Rus-
sian/conspiracy) and yellow (right-wing/conspiracy) com-
munities and between the cyan (U.K. mainstream) and green
(U.S. mainstream) communities.

When further examining the connection between the
green and yellow communities, we find that 2038 of the
2477 articles copied from the green community to the yel-
low community are by The Drudge Report and 160 of
these articles are copied by Western Journal. This subtrac-
tion leaves us with only 279 article copies by the other
sources in the yellow community. Most of the 279 excess
articles copied from the mainstream community to the right-
wing/conspiracy community are speeches by Donald Trump
or reporting about something Donald Trump said, which is
ultimately copied verbatim.

While this content mixing between mainstream and right-
wing/conspiracy is not as wide-spread as it initially seems,
the content mixing that does happen is salient. According to
SimilarWeb6, The Drudge Report had 138.34M visits in De-
cember 2018 and Western Journal had 31.77M visits in De-
cember 2018, both with over 90% of that traffic coming from
the United States. According to Alexa7, both sites were in
the top 150 sites visited in the United States. This high read-
ership means that many people are seeing legitimate news
articles next to false conspiracy theory articles, potentially
creating a warped-view of current events. Furthermore, the
employment of so many well-sourced articles may boost the
sites’ apparent credibility, potentially helping them spread
false or misleading information to new readers.

Content mixing between the right-wing/conspiracy and
Russian/conspiracy is much more diverse. Specifically, we
see several strong connections between the communities.
First, Infowars, Prison Planet, and Newswars form a strongly
connected triad that crosses the two communities (with In-
fowars in right-wing/conspiracy and the other two in Rus-
sian/conspiracy). As it turns out, all three sites are ran by
the famous conspiracy theorist Alex Jones. More interest-
ingly, all three sources are important in news production
in their communities, as all 3 sources show up in the k-
core of their communities. Furthermore, all three copy from
Russian state-sponsored media such as RT and Sputnik and
are copied from by U.S. right-wing sources such as The
Gateway Pundit. There are several others sources that cross
between the communities, including The D.C. Clothesline,
Natural News, The Russophile, and sottnet. The connection
between these two communities will be made more even
more clear in our next case study.

We see a similar level of diverse content mixing between
the U.K. mainstream and U.S. mainstream communities, but

6www.similarweb.com(accessed1/12/2019)
7www.alexa.com (accessed 1/12/2019)
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this is to be expected as both are almost completely well-
known mainstream sources and content sharing in main-
stream media has been studied in depth (Boczkowski 2010).

Competing Narratives
Another common finding in the data is competing narratives.
Specifically, we often see that news articles are not shared
(verbatim or partial) across communities, but the event or
topic often is. In other words, completely different articles
are written based on the same event and are published in sev-
eral different news communities, ultimately creating various
narratives around a broad event. These competing narratives
are often repeatedly shared in the alternative news commu-
nities, sometimes multiple times by the same source. This
behavior is very similar to the competing narrative behav-
ior surrounding the role of the Syria Civil Defence (White
Helmets) shown in (Starbird et al. 2018).

A prime example of this in our data is during the Ka-
vanaugh Hearings 8. On September 22nd, it was announced
by Dr. Christine Blasey Ford’s lawyers that she would testify
in front of the U.S. Senate about accused sexual assault by
Supreme Court nominee Brett Kavanaugh. This event had
widespread media attention as Kavanaugh’s nomination had
heavily partisan support and opposition, to which the sexual
assault allegations added to.

In our data set, we can see that this event was not only
reported widely, but had many different narratives spreading
outside the mainstream media. To illustrate this, we provide
some examples of stories spreading around the time of
Dr. Ford agreeing to testify. Below we list the articles
announcing this event and what news producers either
partially or fully used the content. Again, we highlight each
source with the community they belong to in Figure 1.

• Reuters - Kavanaugh accuser agrees to testify in Senate
hearing - verbatim copied by OANN. - partially copied by
NPR, CBS News, USA Today, Fortune, Mother Jones,
Politicus USA, and The Russophile.

• AP - Kavanaugh accuser commits to hearing - copied ver-
batim by Mail, Drudge Report - copied partially by PBS,
The Denver Post, ABC News, Mercury News, and The
Independent.

Immediately after this event was announced, many com-
peting narratives were spread at the same time in different
communities, many of which were fact-checked as false by
Politifact9 and Snopes10. We list examples of these below:

• Natural News - BOMBSHELL Christine Blasey Fords
letter to Sen Dianne Feinstein revealed to be a total FAKE
- copied verbatim by The D.C. Clothesline and The Rus-
sophile

8en.wikipedia.org/wiki/Brett Kavanaugh Supreme Court nom
ination#Sexual assault allegations

9www.politifact.com
10www.snopes.com

• Natural News - Kavanaugh accuser Christine Blasey
Ford ran mass hypnotic inductions of psychiatric subjects
- copied verbatim by The Russophile - copied partially
by HumansAreFree.

• The Gateway Pundit - Christine Blasey Fords High
School Yearbook Was Scrubbed to Hide Culture of
Racism Binge Drinking - copied partially by Natural
News, The Right Scoop, True Pundit, The Russophile,
and Sign of the Times (sottnet).

• Hot Air - Hmmm Ford hires former Clinton Biden ad-
viser as potential hearing sherpa as attorneys bargain for -
copied partially by The Gateway Pundit and Sign of the
Times (sottnet)

• The Gateway Pundit - Far Left Activist and Kavanaugh
Accuser Christine Blasey Ford Spotted at Anti-Trump
March in LA VID - copied partially by The Political In-
sider and True Pundit.

• The Gateway Pundit - Christine Blasey Fords Complete
List of Lies and Misrepresentations Related to Judge Ka-
vanaugh - copied partially by LewRockwell, The Rus-
sophile.

• The Gateway Pundit - Women Support Judge Brett Ka-
vanaugh Criticize Accuser Dr Christine Blasey Ford -
copied partially by Prison Planet and The Daily Caller.

Several of these stories where later fact-checked as false.
This example illustrates not only the speed of false/hyper-
partisan story creation, but the amplification of these stories
through content sharing. In this small example, we see 7 dif-
ferent narratives discrediting Dr. Ford before she could even
testify. These 7 narratives were all copied multiple times
through out both the conspiracy communities.

We found similar behavior before this event, when the
Washington Post revealed Christine Blasey Ford was the ac-
cuser. In addition there were many smaller examples of this
behavior in the data.

Counter-narratives
Lastly, we see a more unique case in our data, which we
will call (for lack of a better term) counter-narratives. On
November 27th, 2018, The Guardian published a story al-
leging that Paul Manafort, former campaign manager to
President Donald Trump, held a secret meeting with Ju-
lian Assange, the founder of Wikileaks, inside the Ecuado-
rian embassy. This story, if true, was considered potentially
the biggest story of the year11 due to its far reaching im-
plications. However, the story was criticized by other well-
reputed sources for relying on anonymous sources, not pro-
viding any verifiable details, and being, in general, unbe-
lievable given the high level of surveillance in the area sur-
rounding the embassy12. The report has been denied by both

11vanityfair.com/news/2018/11/the-guardian-paul-manafort-jul
ian-assange

12fair.org/home/misreporting-manafort-a-case-study-in-journal
istic-malpractice/
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Manafort and Assange. Additionally, the story was edited
by The Guardian multiple times within five hours, weaken-
ing the language surrounding the claims. Five weeks after
its publication, Glenn Greenwald, a renowned investigative
journalist has reported that the story remains unverified13.
Yet, The Guardian has not retracted the article or demon-
strated any further investigation to verify the report.

This story spread widely in the news ecosystem, spanning
all communities. Specifically, we find the following links in
our data:

• The Guardian - Manafort held secret talks with As-
sange in Ecuadorian embassy sources say - copied ver-
batim by Drudge Report and The Russophile - copied
partially by Alternet, Daily Kos, Crooks and Liars,
Raw Story, CNN, The Huffington Post, Yahoo News,
Mother Jones, Chicago Sun-Times, The Hill, USA To-
day, Mail The Independent, Politicus USA, Hot Air,
and MSNBC.

This story was also reported by several other mainstream
sources, but they did not show up in our partial copy analy-
sis. Our dataset contains verbatim copying of both the origi-
nal and modified versions of this article.

While the wide spread of a still unconfirmed story is
alarming, as it breaks strongly-held journalist standards, the
bigger concern is the aftermath. In the following days, the
heavily conspiracy-based communities published and spread
the following articles:

• LewRockwell - The Assange-Manafort Fabricated Story
- copied verbatim by The Russophile and Sign of The
Times (sott.net).

• Natural News - WOW The Guardian reporters of bo-
gus Manafort-Assange meetings accused of faking stories
about WikiL - copied partially by Mint Press News,

• Natural News - The Guardian caught publishing com-
pletely fake news - copied partially by The Duran

• The Gateway Pundit - Guardian Stealth Edits Junk Re-
port to Save Their Ass After Assange-Manafort Fic-
tion Crumbles - copied verbatim by Prison Planet and
Newswars.

• The Gateway Pundit - IT WAS A HOAX Guardian Re-
port Blows Up Manafort Passport Shows NO UK TRIPS
Never Met with Assange

• Russia-Insider - Greenwald Goes Ballistic on Politi-
cos Theory That Guardians Assange-Manafort Story Was
Planted - copied verbatim by Mint Press News, The Rus-
sophile, Sign of The Times (sott.net)

• 21stCenturyWire - Wikileaks Rips Guardians Manafort-
Assange Report by Serial Fabricator Offers Million Dol-
lar Challenge - copied verbatim by The Russophile

• Sputnik - As Guardians Manafort-Assange Story Ex-
posed as Fake Ex-CIA Agent Blames Russia

13theintercept.com/2019/01/02/five-weeks-after-the-guardians
-viral-blockbuster-assangemanafort-scoop-no-evidence-has-eme
rged-just-stonewalling/

• True Pundit - The Guardian Faceplants As Manaforts
Passport Stamps Dont Match Fabricated Assange Story

• Daily Stormer - Manafort DID NOT Visit Julian Assange
The Guardian Made it All Up

At the surface level, these articles seem to be pushing the
standard conspiracy narrative that “the mainstream media is
the fake media,” but in this case their narrative seems to be
justified, as the mainstream media is still debating the relia-
bility of The Guardian article. This example illustrates how
a small breach of journalistic standards can cause increased
uncertainty of what news sources to trust, which ultimately
takes power away from the proper news and gives power to
conspiracy theorist. Due to the limited attention and infor-
mation overload of consumers (Qiu et al. 2017), this small
shift in power may be enough to erode trust.

7 Conclusions
In conclusion, we find that content sharing happens in tightly
formed communities, and these communities represent rel-
atively homogeneous portions of the media landscape. We
characterize these communities using expert labeling from
four independent assessment sites as well as the country
the source is based in. We find many of the same behav-
iors described in previous studies (Starbird 2017; Horne and
Adalı 2018). Specifically, we find that both news-wire-like
services and news aggregation services exist in both alter-
native and mainstream news communities. We find that al-
ternative news sources repeatedly share content about com-
peting contemporaneous narratives, which can erode trust in
the mainstream media as well as cause uncertain surround
current events. We also discover mainstream and conspiracy
content mixing by several highly read sources in the right-
wing community, which can create a false sense of credibil-
ity for otherwise not credible sources. In general, our results
show that the news is homogeneous within communities and
diverse in-between, creating different spirals of sameness.
These different spirals have multiple sources working si-
multaneously to amplify alternative narratives about current
events as well as to undermine the credibility of some high
quality news outlets.

8 Limitations and Future Work
Our goal in this paper was to explore a large-scale view of
the news ecosystem, but we recognize our data only covers
the English speaking world, and certainly may be incom-
plete. We do not include local news papers in this study,
which also contribute to this environment. Furthermore, we
do not fully understand the motives behind much of the con-
tent sharing. While some of it may be meant for malicious
amplification of fake news, some of it also may be cause by
“useful idiots (Zannettou et al. 2018).” These motivations
may be hard if not impossible to assess from the outside
of these organizations. In addition, the sources used to la-
bel sources in the network are incomplete, leaving a lot of
data unlabeled, particularly sources from outside the United
States. A better understanding of the credibility of these un-
labeled sources may help in future analysis.
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In this paper, we did not fully explore the paths created
by partial content sharing. For future work, we would like to
refine the partial content matching algorithm and continue
analysis using it. While the partial sharing cases described
in this study were fairly straight-forward, there are many in-
teresting and under-studied cases of real news content being
mixed with fake news content. These types of partial copies
were not addressed in this paper.

Lastly, we recognize that the operationalization of shar-
ing may conflate different copying behaviors, such as large
quote copying. We attempt to limit this potential conflation
by using only verbatim copying in the network construc-
tion, which means only fully quote articles, like Presidential
speeches, are included in the network. Despite this fix, we
would like to find a more sophisticated solution to disam-
biguating this in future work.

References
Allcott, H., and Gentzkow, M. 2017. Social media and fake news
in the 2016 election. J. of Economic Perspectives 31(2):211–36.
Baly, R.; Karadzhov, G.; Alexandrov, D.; Glass, J.; and Nakov, P.
2018. Predicting factuality of reporting and bias of news media
sources. arXiv preprint arXiv:1810.01765.
Boczkowski, P. J. 2010. News at work: Imitation in an age of
information abundance. University of Chicago Press.
Breed, W. 1955. Newspaper ‘opinion leaders’ and processes of
standardization. Journalism Quarterly 32(3):277–328.
Chakraborty, A.; Paranjape, B.; Kakarla, S.; and Ganguly, N. 2016.
Stop clickbait: Detecting and preventing clickbaits in online news
media. In ASONAM, 9–16. IEEE.
Glasser, T. L. 1992. Professionalism and the derision of diversity:
The case of the education of journalists. Journal of communication
42(2):131–140.
Graber, D. 1971. The press as opinion resource during the 1968
presidential campaign. Public opinion quarterly 35(2):168–182.
Horne, B. D., and Adalı, S. 2017. This just in: Fake news packs
a lot in title, uses simpler, repetitive content in text body, more
similar to satire than real news. In ICWSM NECO Workshop.
Horne, B. D., and Adalı, S. 2018. An exploration of ver-
batim content republishing by news producers. arXiv preprint
arXiv:1805.05939.
Horne, B. D.; Dron, W.; Khedr, S.; and Adalı, S. 2018. Assess-
ing the news landscape: A multi-module toolkit for evaluating the
credibility of news. In WWW Companion.
Klinenberg, E. 2005. Convergence: News production in a digital
age. The Annals of the American Academy of Political and Social
Science 597(1):48–64.
Leicht, E. A., and Newman, M. E. J. 2008. Community structure
in directed networks. Physical Review Letters 100(11):118703.
Mele, N.; Lazer, D.; Baum, M.; Grinberg, N.; Friedland, L.; Joseph,
K.; Hobbs, W.; and Mattsson, C. 2017. Combating fake news: An
agenda for research and action.
Mitchelstein, E., and Boczkowski, P. J. 2010. Online news con-
sumption research: An assessment of past work and an agenda for
the future. New Media & Society 12(7):1085–1102.
Noelle-Neumann, E., and Mathes, R. 1987. Theevent as event’and
theevent as news’: The significance ofconsonance’for media effects
research. European Journal of Communication 2(4):391–414.

Popat, K.; Mukherjee, S.; Strötgen, J.; and Weikum, G. 2016. Cred-
ibility assessment of textual claims on the web. In CIKM, 2173–
2178. ACM.
Potthast, M.; Kiesel, J.; Reinartz, K.; Bevendorff, J.; and Stein,
B. 2017. A stylometric inquiry into hyperpartisan and fake news.
arXiv preprint arXiv:1702.05638.
Qiu, X.; Oliveira, D. F.; Shirazi, A. S.; Flammini, A.; and Menczer,
F. 2017. Limited individual attention and online virality of low-
quality information. Nature Human Behaviour 1(7):0132.
Reese, S. D.; Vos, T. P.; and Shoemaker, P. J. 2009. Journalists
as gatekeepers. In The handbook of journalism studies. Routledge.
93–107.
Schleimer, S.; Wilkerson, D. S.; and Aiken, A. 2003. Winnowing:
local algorithms for document fingerprinting. In Proceedings of the
2003 ACM SIGMOD international conference on Management of
data, 76–85. ACM.
Shao, C.; Ciampaglia, G. L.; Varol, O.; Flammini, A.; and Menczer,
F. 2017. The spread of fake news by social bots. arXiv preprint
arXiv:1707.07592.
Shoemaker, P. J., and Reese, S. D. 2013. Mediating the message in
the 21st century: A media sociology perspective. Routledge.
Singhania, S.; Fernandez, N.; and Rao, S. 2017. 3han: A deep neu-
ral network for fake news detection. In International Conference
on Neural Information Processing, 572–581. Springer.
Starbird, K.; Arif, A.; Wilson, T.; Van Koevering, K.; Yefimova, K.;
and Scarnecchia, D. 2018. Ecosystem or echo-system? exploring
content sharing across alternative media domains.
Starbird, K. 2017. Examining the alternative media ecosystem
through the production of alternative narratives of mass shooting
events on twitter. In ICWSM, 230–239.
Zannettou, S.; Sirivianos, M.; Blackburn, J.; and Kourtellis, N.
2018. The web of false information: Rumors, fake news,
hoaxes, clickbait, and various other shenanigans. arXiv preprint
arXiv:1804.03461.

266

A.43



Probabilistic Decoupling of Labels in Classification

Jeppe Nørregaard 1 2 Lars Kai Hansen 1

Abstract
In this paper we develop a principled, proba-
bilistic, unified approach to non-standard clas-
sification tasks, such as semi-supervised, positive-
unlabelled, multi-positive-unlabelled and noisy-
label learning. We train a classifier on the given
labels to predict the label-distribution. We then
infer the underlying class-distributions by varia-
tionally optimizing a model of label-class transi-
tions.

1 Introduction
Label uncertainty and availability are crucial aspects of
supervised classification, and has led to a range of non-
standard classification problems such as semi-supervised,
noisy-label, positive-unlabelled and multi-positive-
unlabelled learning. Semi-supervised learning has acquired
enormous attention, but noisy-label learning, and especially
positive-unlabelled and multi-positive-unlabelled learning,
have made less progress. While some methodologies have
been applied to both semi-supervised and noisy-label
learning, there have been limited attempts at universal
methods for these non-standard classification settings.
Furthermore many methodologies are architectural and
heuristic, and lack theoretical foundation.

In this paper we propose a principled, unified approach to
non-standard classification in general. It allows for encoding
of prior knowledge, possible inference and updates for these
priors, and generalizes the theoretical foundation of positive-
unlabelled learning laid out by Elkan and Noto (Elkan &
Noto, 2008).

2 Related Works
Semi-supervised learning refers to classification problems
where some of the training samples are labelled and others

1DTU Compute, Technical University of Denmark, Denmark
2github.com/NorthGuard/. Correspondence to: Jeppe Nør-
regaard <jepno@dtu.dk>.

Preliminary work. Under review by the International Conference
on Machine Learning (ICML). Do not distribute.

are not. In this setting we hope to utilize the unlabelled
data to improve performance compared to only using the
labelled part. A common approach, called transductive
semi-supervised learning (Zhu & Goldberg, 2009; Triguero
et al., 2015), is to attempt to predict labels on the unlabelled
dataset and then use the combined dataset to train final
models. One transductive method is self-training in which
a model switches between training and relabelling its
own training data. In Yarowsky’s algorithm (Yarowsky,
1995; Tanha et al., 2017) we include all samples with the
probability of a class over some threshold. Alternative
approaches rank samples according to probability of their
most probable classes, and select top-k samples for the
classes (Zhang et al., 2016), while possibly maintaining
class-balance. SETRED (Li & Zhou, 2005) is a model
that combines any classifier with graph-based method
and use the combined prediction to ensure good labels.
SETRED has since publication been shown to work really
well (Triguero et al., 2015). The method is similar to
co-training methods, in which two (or more) views of
the same data (same samples but different features) are
used to train two (or more) models, and the combined
performance is then used (Blum & Mitchell, 1998; Goldman
& Zhou, 2009). MixMatch (Berthelot et al., 2019) is a
method that uses a model to predict labels on unlabelled
data (which is improved using data augmentation and
sharpening of labels), and uses MixUp (Zhang et al., 2018)
to encourage convex behaviour between samples (MixUp
simulates examples as linear combinations of samples).
Alternative approaches to semi-supervised learning include
EM-approaches (Miller & Uyar, 1997; Nigam et al., 2006),
where the true labels of unlabelled data are considered
latent variables to be optimized, graph-based methods
such as label-propagation (Zhu & Ghahramani, 2009)
and nearest neighbour methods (Wang et al., 2010), and
some dedicated semi-supervised models such as the S3VM
(Bennett & Demiriz, 1999), Gaussian processes (Lawrence
& Jordan, 2005) and deep learning models trained with
entropy regularization (Grandvalet & Bengio, 2013).

Positive-unlabelled learning is a variant of semi-supervised
learning in which we attempt to predict two classes, but
only have labels for one of them (the positive class), as well
as unlabelled data. Elkan and Noto (Elkan & Noto, 2008)
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created the theoretical foundation for positive-unlabelled
learning (which we generalize). Their method requires
estimating the class prior which has since then been
improved by Du Plessis (Du Plessis & Sugiyama, 2014).
Positive-unlabelled can also be framed as a cost-sensitive
learning problem (Du Plessis et al., 2014). Under some
conditions it has been showed that positive-unlabelled
learning can outperform positive-negative learning if
the unlabelled set is large enough (Niu et al., 2016).
Multi-positive-unlabelled learning is a generalization of
positive-unlabelled learning, in which there are multiple
positive classes. There has been limited work in this area,
but (Xu et al., 2017) proposes a generic loss-function and
optimizes a linear classifier for this problem.

In noisy-label learning we explicitly assume that some train-
ing labels may be incorrect (noisy). Learning the underlying
concepts thus requires robust models like Robust Multi-
class Gaussian Process Classifiers (Hernández-Lobato et al.,
2011) or robust deep neural network (Ma et al., 2018). A
transductive approach is to relabel training samples accord-
ing to the belief of the available model(s). Ensemble meth-
ods can be used to predict probabilities of being correct
and identify noisy samples (Brodley & Friedl, 1999). Deep
models can also be used to create parallel correction sys-
tems for correcting labels (Han et al., 2019). Most work
considers constant noise, but some handle class-conditional
noise (Natarajan et al., 2013; Xiao et al., 2015; Sukhbaatar
& Fergus, 2014). DivideMix (Li et al., 2020) combines Mix-
Match and co-dividing (two models are trained to predict
labels for each other) to transfer the methodologies from
semi-supervised learning to noisy-label learning.

3 Decoupling
Consider a dataset with n samples. Each sample has one
label and these labels are gathered in a one-hot encoded
matrix

SD ∈ {0, 1}n×ms , SD1 = 1,

where ms is the number of possible selection labels and
the 1’s are vectors of ones (of suitable dimensionality). All
samples have exactly one label and we will therefore have a
dedicated label for "unlabelled samples" if needed.

Using machine learning techniques we can train a model
to predict the label-distribution p(s | x). If this model is
good we can use it to approximate the following matrix
containing the selection probabilities of the samples (or new
samples)

S ∈ [0, 1]n×ms , 0 ≤ Sis = p(s | xi), S1 = 1. (1)

While the selection probabilities may relate somewhat to
the classes, they are not what we are searching for. We wish

to determine the class probabilities, which will here gather
in the (unknown) matrix

Y ∈ [0, 1]n×my , 0 ≤ Yiy = p(y | xi), Y1 = 1, (2)

where my is the number of classes.

We assume random sampling of selection labels within the
classes, so x and s are conditionally independent given y:

p(s | y,x) = p(s | y).

Note that in general the opposite assumption does not hold:
p(y | s,x) 6= p(y | s). The probability of a selection s for a
sample becomes

p(s | x) =
∑

y

p(s | y,x) p(y | x) =
∑

y

p(s | y) p(y | x).

For a set of samples this can be expressed as a set of linear
equations by

S = YT, (3)

where we call T the transition matrix, as is customary in
noisy-label learning and for similar variables in for example
Markov processes. T is defined by

T ∈ [0, 1]my×ms , 0 ≤ Tys = p(s | y), T1 = 1.

We can now define the decoupling problem as

Inferring the class distributions p(y | x) from the
transition distributions p(s | y) and the label

distributions p(s | x).

That is, we want to infer Y from our S and T, while
considering any uncertainty about S and T.

While it may be tempting to isolate Y using the inverse
or pseudo-inverse of T, for most situations this is not a
suitable approach and will usually results in negative and
unscaled values (for the probabilities). Furthermore we may
not know T exactly. Instead we use a variational inference
method for optimizing our belief about Y and T.

In the classical positive-unlabelled case, the probability for
the negative class being labelled as positive is zero. Thus
T is square and has three non-zero values. If one applies
the inverse of T we arrive at the method of Elkan and Noto
(Elkan & Noto, 2008), which we have shown in supplemen-
tary section A, Positive-Unlabelled Learning. The decou-
pling problem is therefore a generalization of the positive
unlabelled learning problem in earlier works.
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Figure 1: Graphical model of sampling process. The white,
solid nodes are observations, the nodes with dashed lines
are priors, and the rest are unobserved.

4 Generative Process

4.1 Assumed Distributions

In order to work with the decoupling problem, we assume
useful distributions on each of the involved variables.

We assume the transition probabilities follow a Dirichlet
distribution for each class/row.

p(T) =
∏

y

Diry(Ty:) =
1

B(A)

∏

ys

TAys−1
ys , (4)

using (S.87) for normalization.
We similarly assume a Dirichlet distribution for each sam-
ple’s class-distribution

p(Y | γ) =
1

B(γ)

∏

iy

Yγy−1
iy , (5)

with parameters γ.
We may have some uncertainty on γ and thus employ a
conjugate prior of the Dirichlet distribution (Andreoli, 2018)

p(γ) =
1

Z(η,λ)B(λ)η
e−

∑
y λyγy , (6)

where η and λ are parameters.
The probability of a selection matrix conditioned on classes
and transitions is

p(S |Y,T) =
∏

is

(YT)Sis
is , (7)

and becomes the likelihood of our problem.
The joint distribution takes the form

p(S,Y,T,γ) = p(S |Y,T) p(Y | γ) p(T) p(γ) (8)

=
1

B(γ)B(A)Z(η,λ)B(λ)η
×

∏

iys

(YT)Sis
is Yγy−1

iy TAys−1
ys e−λyγy .

4.2 Process

The following generative processes describes the assump-
tions on the system and is illustrated by the graphical model
in figure 1.

1. Draw a class prior: γ ∼ DirP(λ, η).

2. Draw transition distributions for classes:
Ty: ∼ Dir(Ay:).

3. For each sample i

(a) Draw a class distribution: y ∼ Dir(γ).
(b) Draw a class: yi ∼ Categorical(y).
(c) Draw xi from some underlying generative

distribution p(x | y).
(d) Draw a selection distribution: si ∼ Dir(Tyi:).

4.3 Prior on Class Distributions

In the generative process before, consider the (prior) proba-
bility of each class

p(y | γ) =

∫
πy ·

1

B(γ)

∏

ij

π
γj−1
j dπ (9)

= EDir,γ[πy],

where πy = p(y). This is the expectation under the Dirich-
let distribution given by the parameters γ. Thus γ acts like a
prior on classes, but also controls the shape of the Dirichlet
distribution on classes. The Dirichlet distribution parame-
terized by γ will have most of its mass at the edge-points
(where most probability is for a single class) if

∑
i γi < 1,

and will have most of its mass towards its expectation if∑
i γi > 1. The parameters in γ therefore also control how

much the classes are expected to overlap. Choosing small
values for γ will make the class-distributions more sparse,
and put more mass on the most probable classes. Choosing
large values for γ will make the system more conservative
and keep a bit of probability for all classes for most samples.

5 Variational Distributions
We create a variational distribution for Y and T, with pa-
rameters to be learned. We choose a Dirichlet distribution
on each row of T and on each row of Y. We use the respec-
tive parameters Θ and Π of appropriate sizes. We discuss
variational distributions for γ later.

q(Ty:) =
1

B(Θ)

∏

s

TΘys−1
ys , (10)

q(Yi:) =
1

B(Π)

∏

y

YΠiy−1
iy . (11)
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5.1 Optimal Model

The optimal models are ideally determined by the Kullback-
Leibler divergence

arg max
Θ,Π,p(γ)

KLp[q(S,Y,T,γ), p(S,Y,T,γ)], (12)

which is unfortunately not tractable with these distributions
using known methods.

5.2 Evidence Lower Bound (ELBO)

We optimize our model by maximizing the Evidence Lower
BOund (ELBO), which for our problem is (detailed in sup-
plementary material B, Evidence Lower Bound (ELBO))

ELBO = Eq[ln p(S |Y,T)] + Eq[ln p(Y | γ) p(T) p(γ)]

− Eq[ln q(Y) q(T) q(γ)] (13)

=
∑

is

Sis

∫

q4
ln
(∑

y

YiyTys
)

dT dY

}
(L)

+
∑

iy

(
Eq[γy]− 1

)
Eq
[

ln Yiy
] }

(P)

+
∑

ys

(Ays − 1)Eq
[

ln Tys
]
−
∑

y

λy Eq
[
γy
]}

(P)

−
∑

i

HDir(Yi:)−
∑

y

HDir(Ty:)

}
(E)

−Hq(γ)− Eq[lnB(γ)]

}
(Cl)

− lnB(A)− ln
(
Z(η,λ)B(λ)η

)
,

}
(Co)

(L) Likelihood which is problematic

(P) Priors with analytic solutions

(E) Entropies with analytic solutions

(Cl) Class prior, unknown

(Co) Constants

There is a few things to note about the ELBO. First of all
the last line contains constants and can be disregarded for
optimization. Secondly the likelihood is problematic to
compute, but we show a method for approximating this
quantity in the following section.

Finally (Cl) contains elements regarding the distribution
of the class prior (γ also appear in one of the prior terms).
This line shows a peculiar property which we need for the
variational distribution on γ; we need to be able to compute
the expectation of the logarithm of the multivariate binomial
coefficient of the elements. For now we do not suggest a

variational distribution on γ, but we do note that in future
work this quantity can be sampled, as it only scales linearly
in the number of classes O(my). For the tests in this pa-
per we instead assume γ to be known (ELBO in this case
can be seen in supplementary material B.6, ELBO Without
Distribution on gamma).

6 Approximation Methods for Decoupling
The ELBO is difficult to compute due to the likelihood-
term, which has an expectation over a logarithm of a sum of
stochastic variables. We have found one way to approximate
this quantity. Our approximation scheme is quite lengthy
and most of the details are found in the supplementary ma-
terial.
The main points are

I. One approximation of the expectation of the natural
logarithm, based on the Taylor expansion around the
mean, is

E[ln(X)] = ln(µ) +
K∑

p=1

(−1)p−1 1

p · µp µp, (14)

where µp = E
[
(X−E[X])n

]
is the p’th moment ofX

and µ is the expectation. The details are in supplemen-
tary material C, Expected Logarithm Approximation.

II. The above approximation will be applied to a sum of
variables. Each approximation-term will be thus ex-
panded to a sum of many products of variables, due to
the exponent of the moments. We define the following
function

ξ(x, p) =

( K∑

k

xk

)p
(15)

which we analyse and conclude scales by not quite
Kp but remains exponential (it scales by the number
of term combinations as outlined in supplementary
material D.1, Power of Sum). For our problem it is
possible to compute all these quantities.

III. We define the following tensor

S ∈ Rn×ms×my , Sisy = YiyTys, (16)
∑

y

YiyTys = 1>Sis:.

We can express the expected value of the exponentiated
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sum over Y-T-products as

E

[(∑

y

YiyTys

)p]
= E

[
ξ
(
Sis:, p

)]
(17)

=
∑

β∈B(K,n)

(
n

β

)
Eq
[∏

y

Y
βy

iy

]
Eq
[∏

y

T
βy
ys

]
.

We refer to section D.1, Power of Sum for details on
ξ(·) and the set B(K,n).

Using the above approximation and notations we can
express an approximation of the expected logarithm of
the sum over Y-T-products as

E
[

ln
(∑

y

YiyTys
)]

(18)

≈ ln
(∑

y

E
[
YiyTys

])
−

K∑

p=1

1

p

+

K∑

j=1

τj

(∑

y

E
[
YiyTys

])−j
E
[
ξ
(
Sis:, j

)]
,

where the coefficients are

τj = (−1)j−1
K∑

p=1

1

p

(
p

j

)
. (19)

The derivations of the above are found in supple-
mentary material E, Expected Logarithm for ELBO
Likelihood Term.

We call Eq
[
ξ(Sis:, n)

]
the agreement term of order

n. The agreement terms represents how well each
sample’s class-distribution "agrees" with a given se-
lection. We investigate this and show some examples
in supplementary material G, Analysis of Agreement
Terms. Furthermore we can straightforward compute
the derivatives of these approximations for optimiza-
tion.

IV. We can now approximate the ELBO likelihood in time
complexity O(n×ms ×mK

y ), where K is the order
of the approximating Taylor series.

V. We furthermore arrange and approximate the label-
conditional class probabilities in the following matrix.
Details can be found in F, Label-Conditional Class-
Probabilities.

W ∈ [0, 1]n×my , W1 = 1, (20)

0 ≤Wiy = p(y | si,xi) ≈
Eq[Tysi ]Eq[Yiy]∑
y′ Eq[Ty′si ]Eq[Yiy′ ]

.

7 Simulated Example
Figures 2-7 show how inferring class distributions for sam-
ples works on simulated data. We simulate a multi-positive-
unlabelled, noisy-label classification problem, with unla-
belled probability p(unlabel) = 0.7, noise between positive
labels p(noise) = 0.05 and noise between negative label and
positive labels p(neg-noise) = 0.0025. The figure-captions
outline the experiment.

True Class Densities

Figure 2: True distributions are four normals, here shown
with decision boundaries. White is negative class.

Model Class Densities

Figure 3: Sampled dataset with class densities from trained
neural network. Stars are correctly labelled, squares are
noisy (incorrect) labels and circles are unlabelled.
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Model Decisions

Figure 4: Decision boundaries and predictions on samples
by the same neural network. Most regions are classified as
"unlabelled", which is the most probable label.

Optimized sample labels

Figure 5: The optimized class-probabilities of samples.
Many samples are correctly labelled and "mixed" regions
have uncertainty in their labels.
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Figure 6: ELBO components during optimization (mean
of each curve is subtracted for readability). The prior-
component is decreased while the entropy-component is
increased.
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Figure 7: A zoom of the likelihood component. This compo-
nent is first increased and then flattens out. The likelihood
will sometimes decrease to give way to the entropy compo-
nent.

8 Decoupling on Real Dataset
For testing out the inference of class probabilities, we
use the Fashion MNIST dataset1 (Xiao et al., 2017).
We use the dataset to simulate 6 tasks, and provide
labelled and unlabelled samples for each task (all tasks
are semi-supervised). The tasks are; semi-supervised (use
dataset as is), positive-unlabelled (class 1 is positive, the
rest are negative), 7-positive-unlabelled (classes 1-3 are
positive, the rest are negative), noisy-label learning with
noise-rate 20% and 50%, and class-conditional noisy-label
learning. In the class-conditional noisy-label learning we
make all classes have a 22% chance of having their label
flipped to a class with lower class number (class 3 can be
flipped to classes 1 or 2 etc.). Since the first class has no
noise the average noise-rate becomes around 20%. We vary
the number of per-class labelled samples for each task to be
100, 200, 400, 800, 1.000, 1.600, 2.400, 3.200 and 5950
(there are 6.000 samples per dataset class). We use the
F1-score to measure performance (Section I.3, F-scores), as
it is useful for unbalanced datasets with varying number of
classes, making the tasks comparable.

For each task we train a simple neural network (1 convolu-
tional layer with pooling followed by a single dense layer,
trained with a bit of regularization) to predict the label distri-
bution. As we are attempting to infer class-probabilities on
the training data itself, it is crucial to use a well-regularized
model which can not easily overfit the training data. This
motivates the use of this fairly simple neural network. We
optimize the previously mentioned ELBO in order to infer
the class distributions from the predicted label distributions.
The plots are shown with three standard deviations based on

1 A commonly used benchmark dataset, containing 60.000
training set samples and 10.000 test samples. Each sample is a
28x28 grayscale image, with an associated label from 10 classes.
The label represents a type of clothing depicted in the image.
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10 runs, although the curves are very stable except for when
there are very few samples.

Figure 8a shows how the training performance of semi-
supervised task follows the performance of the label-
classifier, which we can show will generally be the case
for this simple problem (see supplementary section H, Su-
pervised and Semi-Supervised Learning for details about
how decoupling handles semi-supervised learning). The
test performance is a bit lower as it tends to happen with
machine learning models. More interestingly we see that
the label-conditional performance can be used to impute
labels to the unlabelled set, in a well-defined way. We do
not tell the model to only impute labels on the unlabelled
data, but due to the uncertainty in the transitions of this
label the model does this automatically. For noisy-label
learning we see a similar phenomenon with 20% noise rate
(figure 8b), although the label-conditional performance is a
bit lower due to the noise on those labels. Again we can use
the label-conditional method to impute labels on unlabelled
data and even correct noisy labels. With 50% noise (figure
8c), the labels are so bad that they no longer help and the
performance simply becomes that of the underlying model.
In the class-conditional noise case (figure 8d) we see a result
similar to that of 20% noise rate. We are able to encode the
noise-structure and impute some labels.
For positive-unlabelled and multi-positive-unlabelled learn-
ing the inference system is able to heavily improve perfor-
mance of the model for both training and test data. For both
situations there is a region where using the labels can further
improve performance, but for the 7-multi-positive case, us-
ing labels decreases performance around 2000 labels, likely
due to small confidence in positive labels.

9 Self-Training
SETRED (Li & Zhou, 2005) is a self-training approach
which combines a classifier with graph-based methods
for predicting labels on unlabelled data. We test using
this model in the positive-unlabelled and multi-positive-
unlabelled setting. It was not made for these problems,
but we hypothesise that decoupling can help the model.
For computing edges for the graph in SETRED we use the
internal representation of the images, by the classifying
neural network. The reasoning for using SETRED is that
we can somewhat easily modify it into other non-standard
classification tasks than semi-supervised learning, and
because it scored as one of the best performing systems
in the survey by Triguero et al. (Triguero et al., 2015).
Another self-training method that also scored high in that
survey is on by Wang et al. (Wang et al., 2010), but this
method relies directly on a distance-measure between
samples, which can be tricky for image data.

In the following we use the term relabelled samples to refer
to unlabelled samples that have been given a label by the
model. We are here only concerned with the performance
on the relabelled samples to reflect the transductive
performance of the systems. For all experiments we
use 1000 labelled samples from each class, expect for
positive-unlabelled learning where we use 3000 (this
problem was a bit harder), and use the same neural network
as the previous experiments.

In figure 9a we plot the number of relabelled samples
(dashed) as well as the F1-score (solid) of the relabelled
samples, when using SETRED on the semi-supervised
problem. SETRED can clearly solve this kind of problem
with high performance. In figure 9b we run SETRED
on the positive-unlabelled problem, with two different
settings. The blue curve is SETRED running out of the
box, attempting to predict both positive classes and the
negative class. The first iteration selects more samples from
the negative class to counter the initial label-imbalance.
SETRED has a hard time converging to a consistent
model and does not manage to relabel many samples. The
green curve starts out by optimizing the initial decoupling
problem which allows the model to start off better. The rest
of the curve is normal SETRED which keeps performance
around 0.80 F1-score and manages to label all unlabelled
samples accordingly. In figure 9c we run the same
experiment, but on the multi-positive-unlabelled problem.
The vanilla version of SETRED has a tough time correctly
labelling the unlabelled set and remains in some local
minima. Using decoupling to initialize SETRED makes
the performance increase greatly and SETRED takes
it from there keeping a relatively high performance (it
does though only manage to label about half of the samples).

10 Conclusion
We present a principled, unified approach to non-standard
classification, which we call decoupling. The framework
allows inferring class-distributions p(y |x) from label distri-
butions p(s | x), which can be learning by machine learning
models. We derive the approximations needed for the op-
timization of the framework and show how it operates on
simulated data and on the Fashion MNIST dataset. We
show how the framework assists the semi-supervised learn-
ing method SETRED in operating on positive-unlabelled
and multi-positive-unlabelled learning problems.
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F1-score from labels (training)
prediction F1 (training)
inference F1 (training)
inference F1 (test)
label-conditioned F1 (training)
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(a) Semi-supervised.
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(b) Noisy-labelling - 20%.
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(c) Noisy-labelling - 50%.
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(d) Noisy-labelling - conditional 20%.
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(e) Positive-unlabelled.
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(f) 7-positive-unlabelled.

Figure 8: Performance on Fashion MNIST dataset. Notice
that the y-axis of the positive-unlabelled and 7-positive-
unlabelled graphs are from 0.0 to 1.0, while the rest are
from 0.5 to 1.0.
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(a) Semi-supervised.
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(b) Positive-unlabelled.
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(c) Multi-positive-unlabelled.

Figure 9: SETRED with and without decoupled start.
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Supplementary Material

A Positive-Unlabelled Learning

A.1 Elkan and Noto 2008

In (Elkan & Noto, 2008) they prove the following lemma
and proof. Say we have a positive class and a negative class,
and that the probability of incorrectly selecting a negative
as a positive is 0.
The probability of a selection is

p(s = 1 | x) = p(s = 1 | y = 1)p(y = 1 | x)

+ p(s = 1 | y = 0)p(y = 0 | x)

= p(s = 1 | y = 1)p(y = 1 | x)

+ 0 · p(y = 0 | x)

= p(s = 1 | y = 1)p(y = 1 | x)

So therefore

p(y = 1 | x) =
p(s = 1 | x)

ρ
(S.1)

ρ = p(s = 1 | y = 1)

(Elkan & Noto, 2008) further concludes that

p(s = 1 | x) ≤ ρ (S.2)

in order for the probabilities to remain well behaved after
scaling.

A.2 Positive-Unlabelled Learning with Decoupling

Say we want to solve the decoupling problem for positive
unlabelled learning

S = YT, (S.3)

by using the inverse of T.

In the decoupling framework the positive-unlabelled transi-
tion matrix T is (example in figure 10)

T =

[
1.0 0.0

1− ρ ρ

]
ρ = p(s = 1 | y = 1).

1.0 0.0

0.9 0.1

s=0 s=1

y=0

y=1

T =

Figure 10: Example of a transition matrix for positive-
unlabelled learning.

The inverse for a 2-by-2 matrix is

A =

[
a b
c d

]
A−1 =

1

ad− bc

[
d −b
−c a

]
.

Therefore the inverse of T is

1

ad− bc =
1

1 · ρ− 0 · (1− ρ)
=

1

ρ

[
d −b
−c a

]
=

[
ρ 0

ρ− 1 1

]

T−1 =
1

ρ

[
ρ 0

ρ− 1 1

]
=

[
1 0
ρ−1
ρ

1
ρ

]

The distribution across classes for a sample x is (transposed
for ease of reading)

Y> =
(
ST−1

)>

=

([
p(s = 0 | x) p(s = 1 | x)

] [ 1 0
ρ−1
ρ

1
ρ

])>

=

[
p(s = 0 | x) + p(s = 1 | x) · ρ−1

ρ

p(s = 1 | x) · 1
ρ

]

=

[
p(y = 0 | x)
p(y = 1 | x)

]
.

We see that the probability of y = 1 is 1
ρ · p(s = 1 | x)

like in Elkan and Noto’s result in S.1. The constraint
of S.2 comes naturally from this result, but can also be
showed from p(y = 0 | x) together with the corresponding
constraint on p(s = 0 | x) by

0 ≤ p(y = 0 | x)

0 ≤ p(s = 0 | x) + p(s = 1 | x) · ρ− 1

ρ

0 ≤ 1− p(s = 1 | x) + p(s = 1 | x) · ρ− 1

ρ

0 ≤ p(s = 1 | x) ·
(
ρ− 1

ρ
− ρ

ρ

)
+ 1

−1 ≤ −1

ρ
p(s = 1 | x)

1 ≥ 1

ρ
p(s = 1 | x)

ρ ≥ p(s = 1 | x)

p(s = 1 | y = 1) ≥ p(s = 1 | x).
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Or alternatively

0 ≤ p(y = 0 | x)

0 ≤ (1− p(s = 0 | x)) · ρ− 1

ρ
+ p(s = 0 | x)

0 ≤ ρ− 1

ρ
− ρ− 1

ρ
p(s = 0 | x) + p(s = 0 | x)

0 ≤ ρ− 1

ρ
+

(
ρ

ρ
− ρ− 1

ρ

)
p(s = 0 | x)

0 ≤ ρ− 1

ρ
+

1

ρ
p(s = 0 | x)

1− ρ ≤ p(s = 0 | x)

p(s = 0 | y = 1) ≤ p(s = 0 | x).

B Evidence Lower Bound (ELBO)
One approach to variational inference is to optimize the
evidence lower bound - ELBO, given by

ELBO(q) = Eq[ln p(z,x)]− Eq[ln q(z)] (S.4)
= Eq[ln p(x | z)]︸ ︷︷ ︸

Likelihood term

+Eq[ln p(z)]︸ ︷︷ ︸
Prior term

−Eq[ln q(z)]︸ ︷︷ ︸
Entropy term

.

where q is the variational distribution and p is the true
distribution.

For our problem this becomes

ELBO = Eq[ln p(S |Y,T)] + Eq[ln p(Y | γ) p(T) p(γ)]

− Eq[ln q(Y) q(T) q(γ)]. (S.5)

B.1 Likelihood term

Consider the first expectation of the ELBO (S.5)

Eq[ln p(S |Y,T)] =

∫

q4
ln p(S |Y,T) dT dY (S.6)

=

∫

q4
ln

(∏

is

(YT)Sis
is

)
dT dY

=

∫

q4

∑

is

Sis ln
(
(YT)is

)
dT dY

=
∑

is

Sis

∫

q4
ln
(∑

y

YiyTys
)

dT dY,

where the integrals are over the simplex according to the q-
distributions. We will show how to approximate this integral
in section E.

B.2 Prior term

The second expectation of the ELBO (S.5) is

Eq[ln p(Y | γ) p(T) p(γ)] = Eq[ln p(Y | γ)] (S.7)

+ Eq[ln p(T)] + Eq[ln p(γ)].

We handle each of these expectations separately, starting
with the expectation of ln p(Y | γ)

Eq
[

ln p(Y | γ)
]

= Eq

[
ln

(
1

B(γ)

∏

iy

Yγy−1
iy

)]

= Eq
[∑

iy

(γy − 1) ln Yiy

]
− Eq[lnB(γ)] (S.8)

=
∑

iy

(
Eq[γy]− 1

)
Eq
[

ln Yiy
]
− Eq[lnB(γ)].

Expectation of ln p(T)

Eq[ln p(T)] = Eq

[
ln

(
1

B(A)

∏

ys

TAys−1
ys

)]
(S.9)

= Eq
[∑

ys

(Ays − 1) ln Tys

]
− lnB(A)

=
∑

ys

(Ays − 1)Eq
[

ln Tys
]
− lnB(A).

Expectation of ln p(γ)

Eq[ ln p(γ)] = Eq

[
ln

(
1

Z(η,λ)B(λ)η
e−

∑
y λyγy

)]

= −Eq
[∑

y

λyγy

]
− ln

(
Z(η,λ)B(λ)η

)

= −
∑

y

λy Eq
[
γy
]
− ln

(
Z(η,λ)B(λ)η

)
. (S.10)

Thus (S.7) becomes

Eq[ ln p(Y | γ) p(T) p(γ)] (S.11)

=
∑

iy

(
Eq[γy]− 1

)
Eq
[

ln Yiy
]
− Eq[lnB(γ)]

+
∑

ys

(Ays − 1)Eq
[

ln Tys
]
− lnB(A)

−
∑

y

λy Eq
[
γy
]
− ln

(
Z(η,λ)B(λ)η

)

=
∑

y

(∑

i

(
Eq[γy]− 1

)
Eq
[

ln Yiy
]

+
∑

s

(Ays − 1)Eq
[

ln Tys
]
− λy Eq

[
γy
])

− Eq[lnB(γ)]− lnB(A)− ln
(
Z(η,λ)B(λ)η

)
.

The weighted sum of expected elements from a Dirichlet
distribution can be found in (S.93), with its derivative in
(S.94). The weighted sum of expected log-elements from
a Dirichlet distribution can be found in (S.96), with its
derivative in (S.97).
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B.3 Entropy term

The third expectation of the ELBO (S.5) is

Eq[ ln q(Y) q(T) q(γ)] (S.12)

= Eq[ln q(Y)] + Eq[ln q(T)] + Eq[ln q(γ)]

=
∑

i

Eq[ln q(Yi:)] +
∑

y

Eq[ln q(Ty:)] + Eq[ln q(γ)]

=
∑

i

HDir(Yi:) +
∑

y

HDir(Ty:) +H(γ),

which is a sum of the entropies of each variational distribu-
tion. The entropies of the Dirichlet distributions are known
analytically (S.89), with its derivative in (S.91).

B.4 ELBO Components

Finally the ELBO becomes

ELBO = Eq[ln p(S |Y,T)] + Eq[ln p(Y | γ) p(T) p(γ)]

− Eq[ln q(Y) q(T) q(γ)] (S.13)

=
∑

is

Sis

∫

q4
ln
(∑

y

YiyTys
)

dT dY

}
(L)

+
∑

iy

(
Eq[γy]− 1

)
Eq
[

ln Yiy
] }

(P)

+
∑

ys

(Ays − 1)Eq
[

ln Tys
]
−
∑

y

λy Eq
[
γy
]}

(P)

−
∑

i

HDir(Yi:)−
∑

y

HDir(Ty:)

}
(E)

−Hq(γ)− Eq[lnB(γ)]

}
(Cl)

− lnB(A)− ln
(
Z(η,λ)B(λ)η

)
,

}
(Co)

(L) Likelihood which is problematic

(P) Priors with analytic solutions

(E) Entropies with analytic solutions

(Cl) Class prior, unknown

(Co) Constants

where the constants can be omitted for optimization pur-
poses.

B.5 Variational Distribution of γ

The ELBO in (S.13) illustrated the required properties for
the variational distribution needed for γ. It needs to be in
the domain of [0,∞] and we must be able to compute the
following

• The expectation of one element: Eq[γy]

• The Entropy of the distribution: Eq[ln p(γ)]

• The expectation logarithm of the multivariate binomial
coefficient: Eq[lnB(γ)]

While the domain and the first two quantities are quite
common and should be easy to find, the last one is more
troublesome.

We leave it for future work to find a suitable variational
distribution for γ. We do note though that if we find a
distribution which satisfy the first requirements (several dis-
tributions are available), then we could sample Eq[lnB(γ)],
which is a fairly cheap operation.

B.6 ELBO Without Distribution on γ

If we instead let γ (corresponding to known class prior with
known certainty) be a constant, the ELBO becomes

ELBO = Eq[ln p(S |Y,T)] + Eq[ln p(Y | γ) p(T) p(γ)]

− Eq[ln q(Y) q(T) q(γ)] (S.14)

=
∑

is

Sis

∫

q4
ln
(∑

y

YiyTys
)

dT dY

}
(L)

+
∑

iy

(γy − 1)Eq
[

ln Yiy
] }

(P)

+
∑

ys

(Ays − 1)Eq
[

ln Tys
] }

(P)

−
∑

i

HDir(Yi:)−
∑

y

HDir(Ty:)

}
(E)

− lnB(γ)−
∑

y

λyγy

}
(Co)

− lnB(A)− ln
(
Z(η,λ)B(λ)η

)
.

}
(Co)

C Expected Logarithm Approximation
The Taylor series of a function f(x) is around a point x = a

f(x) ≈ f(a) +
K∑

p=1

f (p)(a)

p!
(x− a)p (S.15)
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The derivative of the logarithm is

dp

dxp
ln(x) = (−1)p−1 1

xp
(p− 1)! (S.16)

The Taylor series of the natural logarithm therefore becomes

around x = a (S.17)

ln(x) ≈ ln(a) +

K∑

p=1

(−1)p−1 1

ap
(p− 1)!

︸ ︷︷ ︸
dp

dxp ln(x)
∣∣
x=a

1

p!
(x− a)p

= ln(a) +

K∑

p=1

(−1)p−1 1

p · ap (x− a)p

We now assume that x is a stochastic variable (X) and set
the approximation point to be equal to X’s expectation:
a = E[X] = µ

around x = µ (S.18)

ln(X) ≈ ln(E[X]) +
K∑

p=1

(−1)p−1 1

p · E[X]p
(X − E[X])p

= ln(µ) +
K∑

p=1

(−1)p−1 1

p · µp (X − µ)p.

The expectation of this approximation becomes

E[ln(X)] = ln(µ) +
K∑

p=1

(−1)p−1 1

p · µp E
[
(X − µ)p

]

= ln(µ) +
K∑

p=1

(−1)p−1 1

p · µp µp, (S.19)

where µp is the p’th moment of X (section I.4).

D Expansions of Sums
For the following approximation we use the notion of the
following set

B(n,k) =
{
β ∈

(
N ∪ {0}

)n
: 1>β = k

}
, (S.20)

which for given natural numbers k ∈ N and n ∈ N is the set
of non-negative, integer-valued vectors of length n, which
sums to k. It is useful for specifying all polynomial terms
of order k, with variables from a vector x of length n, as

∑

β∈B(n,k)

n∏

i

xβi
i . (S.21)

This corresponds to the sum of the k-th Cartesian product
of the vector onto itself.

We will furthermore use the following rearranging of sums
(i0 ≤ j0 ≤ n)

n∑

i=i0

i∑

j=j0

Xij =
n∑

j=j0

n∑

i=
max(i0,j)

Xij . (S.22)

D.1 Power of Sum

Consider the p’th power of a sum

( K∑

k

xk

)p
. (S.23)

If we expand this parenthesis it will produce Kp terms, but
due to the commutative property of multiplication many
of these terms will be identical. All of the terms will be
composed by exactly p factors. The number of distinct terms
is equal to the number of combinations of the x-elements,
with replacement

Nc =
Γ(K + p)

Γ(p+ 1)Γ(K)
. (S.24)

This term is smaller than Kp as illustrated in figure 11.

We can write any of these terms as
∏

i

xβi
i , β ∈ B(K,p). (S.25)

The number of terms described by a exponent-vector β is
the number of ways we can select those exponents from p
products. We can thus write the power of the sum as

( K∑

k

xk

)p
=
∑

β∈B(K,p)

(
p

β

)∏

i

xβi
i = ξ(x, p). (S.26)

We will use ξ(x, p) to express the sum of all products of
order p of elements from x. Note that

ξ(x, 0) = 1 (S.27)

as there is one β-vector with sum zero, which will set all
elements to the power of zero and product a product of ones.

D.2 Series Expansion of Function of Sum

Consider a situation where we have a function f(x), which
is either intractable, not integrable, not differentiable or
otherwise somehow problematic. Assume this function is
applied to a sum

∑K
k xk of element which we also cannot
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Figure 11: Comparison of complexities.

directly compute; for example because we wish to integrate
over the function with respect to the variables of the sum.
Finally assume that we have the following series approxi-
mation

f(x) ≈
P∑

p=1

cpxp, (S.28)

with known coefficients cp.

We approximate the function of the sum by

f

( K∑

k

xk

)
≈

P∑

p=1

cp

( K∑

k

xk

)p
. (S.29)

By using (S.26) we get

f

( K∑

k

xk

)
≈

P∑

p=1

cpξ(x, p). (S.30)

Consider the case where x0 is for some reason special. We
split the sum over beta-vectors to bring out this element

(using (S.22))

f

( K∑

k=1

xk + x0

)
≈

P∑

p=1

cpξ
(
x ∪ {x0}, p

)
(S.31)

=

P∑

p=1

cp
p∑

`=0

xp−`0

(
p

`

)
ξ(x, `)

=
P∑

`=0

P∑

p=
max(`,1)

cpxp−`0

(
p

`

)
ξ(x, `),

where x is the vector without element x0, and cpxp−`0

(
p
`

)

can be considered a new coefficient.

E Expected Logarithm for ELBO
Likelihood Term

E.1 Uncentered Moments

We wish to estimate
∫

q4
ln
(∑

y

YiyTys
)

dY dT = E
[

ln
(∑

y

YiyTys
)]
.

For simplifying expressions, we first define the following
tensor

S ∈ Rn×ms×my , Sisy = YiyTys, (S.32)

so that
∑

y

YiyTys = 1>Sis: (S.33)

We can expand the power of the sum of Y and T to
(∑

y

YiyTys

)p
=

(∑

y

Sisy

)p
(S.34)

=
∑

β∈B(K,n)

(
n

β

)∏

y

S
βy

isy = ξ
(
Sis:, p

)
.

We can compute the expectation of this expression by

E

[(∑

y

YiyTys

)p]
= E

[
ξ
(
Sis:, p

)]
(S.35)

=
∑

β∈B(K,n)

(
n

β

)
Eq
[∏

y

S
βy

isy

]

=
∑

β∈B(K,n)

(
n

β

)
Eq
[∏

y

Y
βy

iy

]
Eq
[∏

y

T
βy
ys

]
.
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We can now express the expectation and the uncetered mo-
ments as

µ = E[X] = E
[∑

y

YiyTys

]
=
∑

y

E
[
YiyTys

]
(S.36)

E[Xp] = E

[(∑

y

YiyTys

)p]
= E

[
ξ
(
Sis:, p

)]
.

E.2 Central Moments

The k’th central moment is (section I.4, Moments)

µk = E
[
(X − µ)k

]
(S.37)

=
k∑

j=0

(
k

j

)
(−1)k−j E[Xj ]µk−j

=
k∑

j=0

(
k

j

)
(−1)k−j E

[
ξ
(
Sis:, j

)]

︸ ︷︷ ︸
E[Xj ]

(∑

y

E
[
YiyTys

]

︸ ︷︷ ︸
µ=E[X]

)k−j

E.3 Final Approximation

By inserting the central moments into the approximation of
the natural logarithm (section C) we find

E
[

ln
(∑

y

YiyTys
)]

(S.38)

= ln
(∑

y

E
[
YiyTys

])
+

K∑

p=1

(−1)p−1

p ·
(∑

y E
[
YiyTys

])p

p∑

j=0

(
p

j

)
(−1)p−j E

[
ξ
(
Sis:, j

)](∑

y

E
[
YiyTys

])p−j

= ln
(∑

y

E
[
YiyTys

])
+

K∑

p=1

p∑

j=0

1

p

(
p

j

)
(−1)j−1

E
[
ξ
(
Sis:, j

)](∑

y

E
[
YiyTys

])p−j−p

= ln
(∑

y

E
[
YiyTys

])
+

K∑

p=1

1

p

(
p

0

)
(−1)0−1

E
[
ξ
(
Sis:, 0

)](∑

y

E
[
YiyTys

])−0

+
K∑

j=1

K∑

p=j

1

p

(
p

j

)
(−1)j−1

E
[
ξ
(
Sis:, j

)](∑

y

E
[
YiyTys

])−j

= ln
(∑

y

E
[
YiyTys

])
−

K∑

p=1

1

p

+

K∑

j=1

(−1)j−1
K∑

p=j

1

p

(
p

j

)

(∑

y

E
[
YiyTys

])−j
E
[
ξ
(
Sis:, j

)]

= ln
(∑

y

E
[
YiyTys

])
−

K∑

p=1

1

p

+
K∑

j=1

τj

(∑

y

E
[
YiyTys

])−j
E
[
ξ
(
Sis:, j

)]

τj = (−1)j−1
K∑

p=1

1

p

(
p

j

)
.

F Label-Conditional Class-Probabilities
Say we get some label-probabilities s from an expert. These
labels may not uniquely identify the true class, but will
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probably be very correlated with the correct class. Let’s use
that to compute the unnormalized posterior

p(y | si,Xi:) ∝∼
∫∫

q4
p(si | y,T) · p(y |Xi:) dY dT

=

∫∫

q4
TysiYiy dY dT = Eq[Tysi ]Eq[Yiy]. (S.39)

By normalizing we get a simple approximation for the label-
conditional class probabilities

p(y | si,Xi:) ≈
Eq[Tysi ]Eq[Yiy]∑
y′ Eq[Ty′si ]Eq[Yiy′ ]

. (S.40)

We arrange the label-conditional class-probabilities in a
matrix as follows

W ∈ [0, 1]n×my , 0 ≤Wiy = p(y | si,xi), (S.41)

W1 = 1, Wiy ≈
Eq[Tysi ]Eq[Yiy]∑
y′ Eq[Ty′si ]Eq[Yiy′ ]

.

G Analysis of Agreement Terms

G.1 Interpretation of β-Vectors

Consider the set (as before)

B(n,k) =
{
β ∈

(
N ∪ {0}

)n
: 1>β = k

}
. (S.42)

This set represents all vectors of length n ∈ N which sums
to k ∈ N and only contains natural numbers (and zero).
We use it to represent all possible products of a certain order,
but we can also interpret it as samples. A beta vector like

βex =




0
1
2
0


 , (S.43)

represents a sample of size 3, where one of the samples is
of class 2 and the two of the samples are of class 3, out of
the total 4 classes.

Figure 12 illustrates three examples of B-sets, all with 3
classes but with 1, 2 and 3 samples, where a sample’s class
is represented by a coin.

When computing the sum over all β-vectors from a B-set,
we can consider it a sum over all possible samples of a spe-
cific samples size. The series approximates the expectation
by considering all possible samples of a certain size. This
makes a approximation methodology reside somewhere be-
tween analytical approximations and sampling methods.

Figure 12: Three examples of B(n,k) sets.

G.2 Agreement

Let’s revisit the agreements of samples and selections; the
expectations of ξ(Sis:, n). We rewrite them with class-
probabilities and transition probabilities

Eq
[
ξ
(
Sis:, n

)]
(S.44)

=
∑

β∈B(K,n)

(
n

β

)
Eq
[∏

y

Y
βy

iy

]
Eq
[∏

y

T
βy
ys

]

=
∑

β∈B(K,n)

(
n

β

)
Eq
[
p(yi = β |X = 1xi)

]

Eq
[
p(s = s× 1 | yi = β)

]
.

We use p(yi = β |X = 1xi) to denote the probability of a
dataset of size n, all having the same feature vector xi (we
use the outer product) and having their classes as denoted
in β. p(s = s · 1 | yi = β) are the transition probabilities
from the classes in β to the selection s.
We compute the expected probabilities across our vari-
ational distributions q(·) and sum them up for all Kn

possible terms.

The expectation of ξ(Sis:, n) thus represents the expected
agreement between the class-distribution of xi and the
selection s, for a dataset of n repeated instances of xi.
Intuitively this seems like a reasonable measure of how
well the class-distribution of xi agrees with the selection s,
which leads to their name.

G.3 Example of Agreement

For investigating how the agreements operate we provide an
example. Table 1a contains the parameters of the selection
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distributions for two hypothetical classes. The distributions
are Dirichlets, so their parameters are positive values,
whose sums signifies how peaked the distribution is around
its mean (for parameters larger than 1) - how sure we are of
the transitions probabilities. One class mostly transitions
to selection 1, while the other class transitions to the two
selections with equal probability.

Table 1: Parameters for example.

(a) Θ̇: parameters for the selections distribu-
tions of the classes.

Selection 1 Selection 2

Class 1 10 1
Class 2 4 4

(b) Π̇: parameters for the class distributions of
the samples.

Class 1 Class 2

Sample 1 10.00 1.00
Sample 2 1.00 10.00
Uniform 1.00 1.00
Centred 4.00 4.00
Centred Narrow 25.00 25.00
Multimodal 0.35 0.35

Table 1b contains the parameters for the class distributions
of some hypothetical samples. There are six samples which
have all been named as follows

Sample 1 A sample that agrees with high probability of
class 1.

Sample 2 A sample that agrees with high probability of
class 2.

Uniform A sample with uniform distribution.

Centred A sample which is believed to be between the two
classes with some certainty.

Centred Narrow A sample which is believed to be be-
tween the two classes with a lot of certainty (a narrow
distribution).

Multimodel A sample which is believed to be one of the
classes with equal probability, but isnot believed to be
between the classes.

We first look at the class-distribution for each sample. For
each sample there is some underlying probability mass for
each class. Due to uncertainty we don’t know these probabil-
ity masses. Instead we here have a Dirichlet distribution for
each sample indicating the probability density of each proba-
bility mass distribution. In Figure 13 we plot the probability

density of the probability fo class 1, for each sample.
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Figure 13: Probability density of the probability of class 1.

We see that sample 1 has most of its probability mass close
to class 1 and sample 2 has most of its probability mass
close to class 2 - as expected. The uniform sample has
equal probability density for all distributions between the
classes. The centred sample has most of its mass in the
center, indicating that this is likely a sample with probability
for both classes (intuitively in between the classes). The
centred narrow distribution has the same characteristic, but
with more certainty for being in between the classes. The
multimodal distribution has most of its probability mass
close to either of the two classes. This indicates that we
believe it has only one class, but we do not know which.

Let’s now look at the agreement term between each sample
and class 1. These terms have been plotted in Figure 14 for
varying orders. We first note that in general there is high
agreement between sample 1 and class 1, and low agreement
between sample 2 and class 1, which is again expected. Of
the other four samples we see that the multimodal sample
has the second highest agreement. This samples agree well
with any class, because it is likely to be any of them. The
uniform sample is next in line. This sample also agrees
well with all classes, but also has some probability of being
shared between classes. The centred and centred narrow
samples have lower agreement again, because they are
expected to not be dedicated to any class, but rather be a mix.

The next important thing to note is that the agreement
decreases with order. This makes mathematical sense,
as larger sample sizes will have lower probability of all
agreeing with one class.

The most important thing is though, that the curves of
all four samples with unknown class belongingness have
the same agreement for order 1, but are different for all
other orders. This is crucial, because it shows why we
cannot use a first order approximation - basically we cannot
use Jensen’s inequality directly on the expectation of the
natural logarithm. The first order term cannot capture the
differences in certainty of the distributions.

A.61



Probabilistic Decoupling of Labels in Classification

We also notice that higher orders separate the agreements
more, making them better for determining class belonging-
ness.
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Figure 14: Agreement between each named sample and
class 1, for varying order.

H Supervised and Semi-Supervised
Learning

H.1 Supervised Learning

Let us consider how the decoupling problem handles super-
vised learning. In supervised learning we have a one-to-one
relationship between labels and classes. Each class will
always be labelled with their own label and never anything
else. The transition matrix for such a problem is a diagonal
matrix with ones in the diagonal and zeroes everywhere
else. The distribution of the transition matrix will also be
a diagonal matrix, where each diagonal element is infinity,
corresponding to absolute certainty of class-label transitions
(see figure 15).
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Figure 15: Figure with T’s and A’s for supervised learning
- binary and multiclass.

Using the inference system for this problem is quite exces-
sive, but consider the ELBO likelihood term for the super-

vised setting

Eq[ ln p(S |Y,T)] (S.45)

=
∑

is

Sis

∫

q4
ln
(∑

y

YiyTys
)

dT dY

=
∑

is

Sis

∫

q4
ln Yis dY =

∑

is

Sis E[ln Yis],

where we use that the distribution over T is a delta-function
and that there is a one-to-one correspondence between y’s
ans s’s. Since the class distributions for each sample are
independent we can consider a single one in isolation

Eq[ln p(Si: |Yi:,T)] =
∑

s

Sis E[ln Yis]. (S.46)

We can select the maximum likelihood solution by solving
the following constrained optimization problem

arg max
x

∑

s

Sis ln(xs) = arg max
x

Si: ln(x), (S.47)

1>x = 1, x = Yi:.

We make the following Lagrangian with derivatives

L = Si: ln(x) + λ(1>x− 1), (S.48)
d

dλ
L = 1>x− 1, ∇L = Si:

1

x
+ λ.

Setting the last line to zero we find

Si:
1

x
+ λ = 0 ⇔ x =

1

λ
Si:. (S.49)

Since the sum of each side of the equation sign has to be
equal to 1, we find that

λ = 1>Si: = 1, (S.50)

because the probabilities of selection labels also sum to 1.
The optimal solution for the class distributions are therefore
simply the label probabilities

Y∗i: = Si:. (S.51)

The inference problem therefore degrades for supervised
learning, so that the maximum likelihood solution are simple
the label probabilities and the maximum posterior solution
will balance this with some term from the class prior.

H.2 Semi-Supervised Learning

Here we expand to the semi-supervised learning problem.
In this problem each class will either transition to its own
dedicated label or to the unlabelled-label. The transition
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matrix will now have a diagonal-matrix part, which maps
classes to their dedicated labels, as well as a column
specifying the transition of being unlabelled from each class
(see figure 16). The distribution over transition matrices
will be made to indicate our belief in how much of the
respective classes that has been labelled.
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Figure 16: Figure with T’s and A’s for semi-supervised
learning - binary and multiclass.

Let’s consider the likelihood term of a single sample from
the ELBO

Eq[ ln p(Si: |Yi:,T)] (S.52)

=
∑

s

Sis

∫

q4
ln
(∑

y

YiyTys
)

dT dY.

The integral becomes different depending on what selection
we are considering. We let s = 0 be the unlabelled-label,
while s ∈ N are the labels that correspond to the classes
which use the same indexes. The likelihood term becomes

Eq[ ln p(Si: |Yi:,T)] =

ms∑

s=1

Sis E
[

ln(YisTss)
]

(S.53)

+ Si0 E
[

ln
(∑

y

YiyTy0

)]
.

H.2.1 EQUAL PROBABILITY FOR BEING UNLABELLED

Sometimes it may be valid to assume that the probability of
a sample being unlabelled is equal for all classes. That is

∀(i, j) ∈ N,Ti0 = Tj0 = p(u) (S.54)
∀(i, j) ∈ N,Tii = Tjj = 1− Ti0 = 1− Tj0 = p(`),

where we have introduced a shorthand notation for these
probabilities.

In this case we can evaluate the integral above

Eq[ ln p(Si: |Yi:,T)] (S.55)

=

ms∑

s=1

Sis E
[

ln(Yisp(`))
]

+ Si0 E
[

ln
(
p(u)

∑

y

Yiy
)]

=

ms∑

s=1

Sis
(
E
[

ln p(`)
]

+ E
[

ln Yis
])

+ Si0
(
E
[

ln p(u)
]

+ E
[

ln
(
1>Yi:

)])

= E
[

ln p(`)
]
(1− Si0) +

ms∑

s=1

Sis E
[

ln Yis
]

+ Si0 E
[

ln p(u)
]
.

In a similar manner to that of the supervised case we can
find the maximum-likelihood solution by

arg max
x

ms∑

s=1

Sis ln(xs) = arg max
x

s> ln(x), (S.56)

1>x < 1, x =




Yi1
...

Yims


 , s =




Si1
...

Sims


 .

The optimal point for this problem is clearly where 1>x =
1. The Lagrangian becomes

L = s> ln(x) + λ(1>x− 1), (S.57)
d

dλ
L = 1>x− 1,

d
dxs

L = s
1

xi
+ λ.

Setting the last line to zero we find

s
1

x
+ λ = 0 ⇔ x =

1

λ
s. (S.58)

As we want x to sum to one we find that

λ = 1>s = 1− Si0. (S.59)

The optimal choice for the class probabilities therefore be-
comes the renormalized label-probabilities

Y∗i: =
1

1− Si0




Si1
...

Sims


 . (S.60)

This is as expected, since the best guess for the classes must
necessarily be the labels. As the unlabelled probability Si0
increases we expect the distribution of the class probabil-
ities to widen and become less certain, while keeping its
expectation around the point Y∗i:.
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I Mathematics

I.1 Gamma Function

The gamma function is defined by the factorial

Γ(x) = (x− 1)!, (S.61)

usually interpreted with integers.

An alternative definition which does not require integers is

Γ(x) =

∫ ∞

0

zx−1 e−z dz, (S.62)

which is defined for all complex numbers.

I.2 Polygamma Functions

We define the digamma function as the following auxiliary
function for the derivative of the gamma function

ψ(x) =
d

dx
ln Γ(x) =

Γ′(x)

Γ(x)
. (S.63)

The digamma function alternatively has an integral defini-
tion of

ψ(x) =

∫ ∞

0

(e−t

t
− e−xt

1− e−t

)
dt. (S.64)

The general definition for poly-gamma functions is

ψ(m)(x) =
dm

dxm
ψ(x) =

dm+1

dxm+1
ln Γ(x), (S.65)

so that the 0’th poly-gamma function is the digamma func-
tion

ψ(0)(x) = ψ(x). (S.66)

I.3 F-scores

F-scores (or F-measures) are measures of a test’s perfor-
mance. It is generally defined as

Fβ = (1 + β2)
Pr · R

β2 · Pr + R
(S.67)

=
(1 + β2) · TP

(1 + β2) · TP + β2 · FN + FP
.

where

Pr = precision (S.68)
R = Recall (S.69)

TP = True positives (S.70)
FP = False positives (S.71)
FN = False negatives (S.72)

The most well-known F-score is the F1-score

F1 =
2 · TP

2 · TP + FN + FP
. (S.73)

We use the macro-strategy2 for averaging the F1-score in
multi-class problems, where we average the F1-score on
each positive class

F1avg =
1

|P|
∑

y∈P
F1(Y:y). (S.74)

I.4 Moments

The expectation µ = E[X] of a random variable X is given
by

µ =

∫ ∞

−∞
x · p(x) dx. (S.75)

The nth central moment is given by

µn = E
[(
X − E[X]

)n]
. (S.76)

The first few central moments are

µ0 = E
[(
X − E[X]

)0]
= 1 (S.77)

µ1 = E
[(
X − E[X]

)]
= 0 (S.78)

µ2 = E
[(
X − E[X]

)2]
= var[x] (S.79)

µ3 = E
[(
X − E[X]

)3]
= skewness(x) (S.80)

µ4 = E
[(
X − E[X]

)4]
= kurtosis(x). (S.81)

A recursive formula for central moments is

µk = E
[
(X − µ)k

]
=

k∑

j=0

(
k

j

)
(−1)k−j E[Xj ]µk−j .

(S.82)

J Dirichlet Distribution
A Dirichlet distribution Dir(α) with parameters α is

α ∈ [0,∞]K , X ∼ Dir(α), (S.83)

x ∈ [0, 1]K , p(x) =
1

B(α)

K∏

k

xak−1
k , (S.84)

2 F1-score in sklearn with averaging strategies at:
https://scikit-learn.org/stable/modules/
generated/sklearn.metrics.f1_score
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where B(·) is the beta function used for normalizing the
distribution.

The parameters for the Dirichlet distribution is α and the
sum of the parameters is

α0 =
K∑

j=1

αj . (S.85)

J.1 Normalization Constant

The normalization constant (also known as the beta-
function) for the Dirichlet distribution is

B(α) =

∏K
j=1 Γ(αj)

Γ(α0)
=

∏K
j=1 Γ(αj)

Γ
(∑K

j=1 αj

) (S.86)

lnB(α) =
K∑

j=1

ln Γ(αj)− ln Γ(α0),

with its logarithm.

We will be using the product of normalization constants
for normalizing the product of distributions. We define the
product of normalization constants as the product of the
beta-function on the rows of a matrix

B(A) =
∏

i

B(Ai:). (S.87)

The derivative of the log-normalization constant is

d
dαi

lnB(α) =
d

dαi
ln Γ(αi)−

d
dαi

ln Γ(α0) (S.88)

= ψ(αi)− ψ(α0),

using the digamma function (section I.2).

J.2 Entropy

The entropy of the Dirichlet distribution is

H(α) = lnB(α) + (α0 −K)ψ(α0) (S.89)

−
K∑

j=1

(αj − 1)ψ(αj).

The partial derivative of the entropy if

d
dαi

H(α) (S.90)

=
d

dαi
lnB(α)

︸ ︷︷ ︸
1

+
d

dαi
(α0 −K)ψ(α0)

︸ ︷︷ ︸
2

(S.91)

− d
dαi

(αi − 1)ψ(αi)

︸ ︷︷ ︸
3

= ψ(αi)− ψ(α0)︸ ︷︷ ︸
1

+ ψ(α0) + (α0 −K)
d

dαi
ψ(α0)

︸ ︷︷ ︸
2

−
(
ψ(αi) + (αi − 1)

d
dαi

ψ(αi)

︸ ︷︷ ︸
3

)

= (α0 −K)ψ1(α0)− (αi − 1)ψ1(αi),

where the trigamma function ψ1(·) is the derivative of the
digamma function ψ(·) (section I.2).

J.3 Expectation

The expectation of a Dirichlet variables is

E[Xj ] =
αj

α0
. (S.92)

The weighted sum of expected elements across a Dirichlet
distribution is

K∑

j=0

wj E[Xj ] =
K∑

j=0

wj
αj

α0
=

1

α0

K∑

j=0

wjαj . (S.93)

The partial derivative of the weighted sum of expected ele-
ments is

d
dαi

K∑

j=0

wj E[Xj ] =
1

α0

d
dαi

K∑

j=0

wjαj (S.94)

=
wi
α0

d
dαi

αi =
wi
α0
.

J.4 Expected Log

The expectation of the log of Dirichlet variables is

E[lnXj ] = ψ(αj)− ψ(α0). (S.95)

The weighted sum of expected logs across a Dirichlet distri-
bution is
K∑

j=0

wj E[lnXj ] =
K∑

j=0

wjψ(αj)− ψ(α0)
∑

j

wj . (S.96)
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The partial derivative of the weighted sum of expected logs

d
dαi

K∑

j=0

wj E[lnXj ] (S.97)

=
d

dαi
ψ(αi)wi −

d
dαi

ψ(α0)
∑

j

wj

= ψ1(αi)wi − ψ1(α0)
∑

j

wj .

J.5 Generic Moments

Consider the generic moment of the Dirichlet distribution

E
[ K∏

i

x
βi
i

]
, (S.98)

which is a product of any number of the Dirichlet variables
to some power.

The integral of the expectation is

∫

Dir,α

K∏

i

x
βi
i dx (S.99)

=

∫

∆

1

B(α)

K∏

k

xak−1
k

K∏

i

x
βi
i dx

=
1

B(α)

∫

∆

K∏

k

xak+βk−1
k dx

=
B(α + β)

B(α)

=

∏K
j=1 Γ(αj + βj)

Γ(α0 + β0)

(∏K
j=1 Γ(αj)

Γ(α0)

)−1

=

∏K
j=1 Γ(αj + βj)

Γ(α0 + β0)

Γ(α0)
∏K
j=1 Γ(αj)

=
Γ(α0)

Γ(α0 + β0)

∏K
j=1 Γ(αj + βj)
∏K
j=1 Γ(αj)

=
Γ
(∑K

i αi

)

Γ
(∑K

i (αi + βi)
)

K∏

i

Γ(αi + βi)

Γ(αi)
.

Thus the generic moments of the Dirichlet is

E
[ K∏

i

x
βi
i

]
=

Γ
(∑K

i αi

)

Γ
(∑K

i (αi + βi)
)

K∏

i

Γ(αi + βi)

Γ(αi)
,

β ∈
(
R+ ∪ {0}

)K
. (S.100)

K Other Distributions

K.1 Categorical Distribution

A categorical distribution Categorical(p) (or single-trial
multinomial distribution) with parameters p is defined by

p ∈ [0, 1]K ,

K∑

k

pk = 1, X ∼ Categorical(p),

x ∈
{

v ∈ {0, 1}K : 1>v = 1
}
,

K∏

k

pxk
k . (S.101)

K.2 Dirichlet Conjugate Prior Distribution

The conjugate prior DirP(r, η) for the Dirichlet distribution
is described by (Andreoli, 2018), with parameters r and η
defined by

r ∈ RK , η ∈ [−1,∞], (S.102)

X ∼ DirP(r, η), x ∈ [0,∞]K ,

p(x) =
1

Z(η, r)B(x)η
e−

∑K
k rkxk ,

where B(·) is the beta function and Z(·) is a normalizing
constant dedicated to this distribution. Z(·) is not easily
computed, so for optimization we will often simply work
with the unnormalized distribution

p(x) ∝ p(x) =
1

B(x)η
e−

∑K
k rkxk (S.103)

ln p(x) = −
K∑

k

rkxk − η ln(B(x)). (S.104)

Andreoli (Andreoli, 2018) suggest numerical methods for
computing Z(·).
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