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English summary

Metagenomics is the research field pertaining to the analysis of genetic material
taken directly from an environment as opposed to the tissue of a single organ-
ism. Metagenomics have a plethora of use cases: Analysis of the human gut
microbiome is a metagenomic task, and is getting an increasing amount of at-
tention these years. Medical- and biotech-companies do metagenomic analysis
of environments to discover microorganisms with industrially relevant genes.
At the time of writing, the global 2020 coronavirus pandemic is raging, caused
by a virus whose origin seem to have been uncovered by a metagenomic study.

As in many other sprawling fields, a great number of analytical tools are
available for metagenomic researchers. One of these tools is metagenomic bin-
ning, a process by which genetic sequences from an environment is grouped,
or binned, such that each resulting bin is presumed to correspond to a genome
from a single organism in the environment. Binning has been used in a num-
ber of high-profile articles the last years. Despite the quick pace of progress
within the field, binning remains an error-prone process whose results leave
much room for improvement.

The work presented in this thesis is about method development within
metagenomics, and in particular metagenomic binning. This thesis is composed
primarily of two articles written during my Ph.D scholarship, each describing
a specific contribution to the metagenomic toolkit. Besides the articles, the
thesis consists of introduction and discussion sections which puts the articles
in context, and which contains relevant results that could not be included in
the articles due to space concerns. The contributions of this thesis can be
summarized in brief:

1. In the first article we present Vamb, a new method for binning, as well as
the software implementing the method. Vamb uses variational autoen-
coders to represent metagenomic sequences before the representation is
clustered using a novel homemade algorithm. We use Vamb to group
a collection of synthetic metagenomes and thus demonstrate that Vamb
creates more accurate bins than comparable software. By binning a large
natural dataset with 1,000 human feces samples and almost 6 million
contigs, we show that Vamb can handle larger datasets than other bin-

vi



vii

ners. We also show that Vamb can recreate bacterial strains with high
phylogenetic resolution.

2. The second article is a comparison between the domain-specific language
Seq and BioJulia, a package for bioinformatic data analysis. The compar-
ison refutes central claims in an article published in 2019 by reproducing
the results from the original article and shows how these results do not
support claims in the article. This article illustrates the possibilities of
BioJulia, a package I have contributed to the development of.

The tools behind these articles are meant for different parts of a complete
metagenomic workflow. Vamb is a specific tool for one single part of the work-
flow, and may directly subsitute other binning tools. In contrast, BioJulia
is of a more general nature, and creates a solid foundation for metagenomic
tool development. Together, these articles represent a small contribution to
metagenomic methods.



Dansk resumé

Metagenomik er det forskningsfelt, der omfatter analyse af arvemateriale taget
direkte fra et miljø i modsætning til væv fra en enkelt organisme. Metagenomik
har en væld af anvendelser: Analyse af menneskers mikrobiom er en metagenomisk
problemstilling som f̊ar tiltagende opmærksomhed i disse år. Medicinal- og
biotek-virksomheder udfører metagenomiske undersøgelser af miljøer for at
opdage mikroorganismer med gener af industriel interesse. I skrivende stund
raser den verdensomspændende 2020-coronavirusepidemi, for̊arsaget af et virus
hvis oprindelse lader til at være blevet afdækket i en metagenomisk undersøgelse.

Som i mange voksende felter er der et stort antal analyseværktøjer til
r̊adighed for forskere. Ét af disse værktøjer er s̊akaldt metagenomisk binning,
hvilket kan oversættes til gruppering. Ved denne metode grupperes genetiske
sekvenser fra et miljø i grupper, der hver formodes at repræsentere et genom
fra en enkelt organisme i miljøet. Gruppering har været brugt i en række
anerkendte artikler de seneste år. Trods hastig udvikling inden for feltet, er
gruppering stadig en fejlhæftet proces, hvis resultater lader meget tilbage at
ønske.

Det arbejde, der præsenteres i denne afhandling omhandler metodeud-
vikling inden for metagenomik og i særdeleshed metagenomisk gruppering.
Afhandlingen best̊ar først og fremmest af to artikler skrevet i løbet af mit Ph.D-
stipendiums forløb, der hver beskriver et specifikt bidrag til den metagenomiske
værktøjskasse. Udover artiklerne best̊ar afhandlingen af en kappe, der sætter
artiklerne i kontekst, og som indeholder relevante resultater. der ikke kunne
medtages i artiklerne grundet pladsmangel. Bidragene i denne afhandling kan
opsummeres kort:

1. I første artikel præsenteres Vamb, en ny metode til gruppering, og det
tilhørende software, der implementerer metoden. Vamb bruger vari-
ational autoencoders til at repræsentere metagenomiske sekvenser, før
repræsentationen splittes til klynger med en nyopfunden hjemmelavet al-
goritme. Vi bruger Vamb til at gruppere en række syntetiske metagenomer
og demonstrerer s̊aledes, at Vamb danner mere nøjagtige grupper end an-
dre tilsvarende grupperingsprogrammer. Ved at gruppere et stort naturligt
datasæt med 1000 menneskeafføringsprøver og knap 6 millioner DNA-
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sekvenser viser vi, at Vamb kan h̊andtere større datamængder end andre
programmer. Vi viser ogs̊a, at Vamb kan genskabe bakteriestammer med
høj fylogenetisk opløsning.

2. Anden artikel er en sammenligning af det domænespecifikke program-
meringssprog Seq med BioJulia, en pakke til bioinformatisk dataanalyse.
Sammenligningen tilbageviser centrale p̊astande i artikel bragt i 2019,
ved at genskabe forskningsresultaterne fra den oprindelige artikel og vise,
hvordan resultaterne ikke undersøtter tesen i artiklen. Denne artikel er
inkluderet i afhandlingen fordi den illustrerer mulighederne med BioJulia,
en pakke som jeg har bidraget med udviklingen af.

Værktøjene beskrevet i disse artikler er tiltænkt forskellige dele af en hel
metagenomisk analyse. Vamb er et specifikt værktøj for én enkelt del af analy-
sen, og kan direkte erstatte andre grupperingsværktøj. I modsætning til det er
BioJulia af en mere generel art, der danner solidt fundament for metagenomiske
programmer. Tilsammen udgør artiklerne et lille fremskridt for metoderne in-
denfor metagenomisk analyse.
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Research objectives

The central theme of my work during my Ph.D. has been the development of
methods for metagenomic binning. In particular, the development of a state-
of-the-art reference-free binning program, Vamb. The research objective of this
thesis can be shortly summarized as:

Can we create a scalable, reference-free binner that employs the lessons learned
from previous binners to achieve state-of-the-art performance?

To understand why this research questions is relevant, and how my approach
to solving it came to be, it is necessary to briefly introduce the field of metage-
nomic binning, some of the previous work done in the field, and the other
puzzle pieces needed to make sense of my proposed solution.
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2 CHAPTER 1. INTRODUCTION

1.1 The omics revolution

1.1.1 DNA as digital data

The study of genetic material, DNA, is today done in silicio, as we commonly
say in the field, meaning by computer analysis of representations of DNA.
Computers are, of course, used in all research fields today. Nonetheless, DNA
lends itself particularly well for computer analysis, compared to most other
complex systems studied. Many scientists, and almost all lay people I would
imagine, never stop to think why DNA has this immensely useful property.

The surprising answer is that DNA itself is digital. That is: Physically, DNA is
a long, one-dimensional chain of four molecules called nucleotides: Adenosine
(A), cytidine (C), guanosine (G) and thymidine (T). There is no continuous
spectrum between nucleotides, and nucleotides of the same kind are identical
and completely interchangeable - the information in a piece of DNA comes
solely from the order of its four nucleotides.1 A piece of DNA can therefore be
perfectly represented by a string of text, or an array of binary digits (bits) in
a computer. So, for example, the DNA double helix on the next page can be
represented losslessly by a text string of 22 letters, or a by 44 bits in computer
memory. This way, the entire human genome can be written to a file only 800
MiB in size, about the size of one high-fidelity music album.2

The amenability of DNA to computer analysis has created the foundation
for the field of bioinformatics, which loosely can be defined as the discipline of
analyzing biological data, particularly biological sequences, using computers.3

In this thesis, I will be focusing entirely on the analysis of DNA sequences, ne-
glecting other important areas of bioinformatics such as RNA research, protein
research and systems biology.

1This is not entirely true: Nucleotides in the body can be chemically modified in a way
that carries relevant information. Furthermore, the physical organization of DNA in the
cell is also of importance to its function. The field of epigenetics concerns itself with these
properties; however, current understanding of epigenetics suggests that they are usually not
inherited and therefore not subject to the creative force of evolution, see e.g. [11] for a review.
It is therefore most appropriately seen as emergent properties of the inherent signal in DNA’s
four nucleotides.

2Back when music was still stored on plastic disks, a typical consumer CD contained
about 700 MiB of data.

3Wikipedia currently (2019-11-10) defines it as ”an interdisciplinary field that develops
methods and software tools for understanding biological data”.
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TTGCGTGACATTCCGTAGACAA
 48e5f12e6f

Figure 1.1. A double helix of DNA (top) can be represented
losslessly by a text string (middle), or by a sequence of bits (written
in hexadecimal, bottom).

1.1.2 DNA sequencing technology

Bioinformatics have exploded in popularity and usage in the past 20-ish years,
causing the field to rapidly develop and mature. Intuitively, one might expect
that this stems from the general advancement of computer science and increase
in processing power over the last few decades. But the acceleration of bioinfor-
matics came long after the ubiquitousness of powerful computers. Instead, the
proximal cause was the advent of massively parallel DNA sequencing machines.
In 2003, when the Human Genome Project was declared finished, the state-of-
the-art DNA sequencing technology was Sanger sequencing4. The large amount
of money invested in the Human Genome Project spurred inventive scientists
to optimize Sanger sequencing technology, with private companies aggressively
competing to offer the lowest cost per nucleotide. At the zenith of Sanger
sequencing in 2004, machines were able to read about 1.6 million base pairs
(Mbp) per day. This changed in 2005, when the first massively parallel DNA
sequencing machine based on pyrosequencing technology was released by the
company 454 Life Sciencies, who boasted a throughput of 25 Mbp in four hours.
While pyrosequencing technology is now obsolete5, I would argue that almost
all following DNA sequencing techniques make use of the same basic principles

4For an overview of sequencing technologies around year 2005, and sources for this section,
see [57] and [53]

5454 Life Sciences was shut down in 2013, and no pyrosequencing platform is currently
supported by any vendor.
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pioneered by 454 Life Sciences6:

1. Microarray/microcell polymerase chain reaction (PCR) is used to amplify
single DNA strands to a cluster of identical strands in order to create a
strong enough signal for step 3,

2. One more round of polymerase-based DNA replication, in a system that
causes light to be emitted by the DNA molecules every time a nucleotide
is incorporated into the growing strand, and

3. A camera to detect the light from each location on the microarray or
microcell. The DNA sequences are encoded in the light signals.

Machines built on this operating principle are in principle infinitely scalable,
and 454 Life Sciencies’ machine therefore kicked off a stunning explosion in
sequencing capacity: Fifteen years after its initial 2005 launch, the cost of
sequencing per Mbp dropped by a factor of 10 000, and a current Illumina
NovaSeq 6000 machine can produce 6 Tbp in 2 days, yielding 20 000 times
more throughput than the original 454 Life Sciences’ machine.[62]

This principle has drawbacks, though. For example, in step 2, in order to give
a clear signal to the camera, the clusters of amplified molecules from step 1
have to be replicated synchronously, one nucleotide at a time. In practise, this
synchronization breaks down after approximately 150 nucleotides.7 This limits
the length of the DNA strands that can be sequenced. The part of a single
DNA strand that is sequenced is termed a ”read”. To cover whole genomes
that may contain single DNA strands of 100 million nucleotides, the DNA is
broken down to small pieces which are sequenced in parallel, producing millions
of reads.

Modern DNA sequencing machines, or ”sequencers”, are largely automated.
After loading in the prepared samples, they will automatically run the above
steps 1 through 3. They automatically map the light signals to DNA nucleotides

6This is debatable, of course. Ion Torrent machines uses an electronic circuit to de-
tect hydrogen ions released by the DNA instead of detecting light using a camera. Pacific
Biosciences machines can dispense with the first PCR step, SOLID machines used ligation
instead of replication in step 2 with the same effect, etc. In my opinion, these differences
are details, except for the machines produced by Oxford Nanopore, which really do use a
radically different principle.

7In modern Illumina machines, that is. For other platforms it may break down sooner
or later. For still other platforms, this synchronized DNA extension is not the first thing to
break down.
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in a process called ”base calling”, and they quantify the ”quality” of each
nucleotide, measured as certainty of a correct call. This information is stored
in a sequencer-specific file format, e.g. BCL8 for Illumina-machines. The digital
nature of DNA coupled with the per-nucleotide quality estimates means that
raw sequencing data can be succinctly represented by simple text:

1 @M_M01168 :61:000000000 - C7YB7 :1:1101:14365:1934 1:N:0

2 GTCGGGGCTGGCTTAACTATGCGGCATCAGAGCAGATTGTACTGAGAGTGCACCAT

3 +

4 JJJJJJJJJJJDJJJJJJCJJJJJJJJJJJJEEJJJJJJJFJJFJJJJJJJJJJEJ

5 @M_M01168 :61:000000000 - C7YB7 :1:1101:14673:1959 1:N:0

6 GTCGGGGCTGGCTTAACTATGCGGCATCAGAGCAGATTGTACTGAGAGTGCACCAT

7 +

8 JJJJJJJJJJJJJJJJJJJJJJJDJJJJJJJJEJJJJJJJJJJJFJEJJJJJJJE #

Listing 1.1. Two small reads represented in the ubiquitous
FASTQ format, which is a simple ASCII-encoded text file.

1.1.3 Genome assembly

A maximum read length of 150 nucleotides is deeply disappointing considering
that a bacterial genome is approximately 20,000 times larger with roughly 3
million basepairs. 150 nucleotides is shorter than even a typical gene.9 Clearly,
given only such short DNA sequences, many basic kinds of analysis are not
possible, such as comparing genes between samples.

We can use the short reads to infer the longer sequences they must have come
from. For example, if you see two reads with the following DNA:

1 CAGCTCAGCTGGATCACGAACTTCATACCGGCACCCATTCACCACTAGCG

2 ACGAACTTCATACCGGCACCCATTCACCACTAGCGTTGACCGGTACTATC

We can arrange them like below to make it apparent that they have a substan-
tial overlap:

1 CAGCTCAGCTGGATCACGAACTTCATACCGGCACCCATTCACCACTAGCG

2 ACGAACTTCATACCGGCACCCATTCACCACTAGCGTTGACCGGTACTATC

8Binary base CalL https://www.illumina.com/informatics/

sequencing-data-analysis/sequence-file-formats.html
9According to the annotation of Escherichia coli K12 genome, (Genbank accession

U00096.3) one of the most well-studied genomes, only 112 of its 4357 coding sequences
are below 150 basepairs in length.
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Depending on the particular dataset, we may find it very unlikely that two se-
quences would have an identical overlap of 35 nucleotides by chance. Therefore,
we conclude that these two reads must have originated from a single, longer
piece of DNA like so:

1 CAGCTCAGCTGGATCACGAACTTCATACCGGCACCCATTCACCACTAGCGTTGACCGGTACTATC

Many reads can be assembled in this way, as long as they form one unbroken
segment of DNA with substantial overlaps at each read’s edges. We call such
assembled, long pieces of contiguous DNA a contig. When sequencing only a
single, simple genome such as one clonal colony of a bacterium, we obtain so
many reads from the genome that every single nucleotide in the genome can be
found in multiple reads, and the entire genome can often be assembled into one
single contig. With more complicated samples containing DNA from multiple
organisms, this is not feasible. Instead, after assembling a FASTQ file with
millions of reads, we are typically left with tens of thousands of contigs of a
substantial size (say, over 1000 bp), and many more consisting of only a few
reads.

The actual assembly process itself is complicated and difficult, so naturally
huge amounts of effort have gone into building good assemblers.10 Assembly
is a fascinating topic, but, I must press on to matters more relevant for this
thesis.

1.1.4 Omics

Over the course of a few days, a biologist may take a sample, extract the DNA,
prepare it for sequencing, and obtain a FASTQ file containing tens of millions of
reads with billions of nucleotides from their sample. This possibility, which was
not present 20 years ago, have shaped the ways biologists do research, which,
in turn, have changed the biological questions we pose. Instead of studying a
single gene, it is now feasible to study all the genes in an organism. Instead
of studying how a gene is copied to RNA and expressed in a cell11, we can
study all expressed genes in multiple cells at once. This has created a shift in
focus from the single object to the whole system, and enabled disciplines like
systems biology.

In biology, we call the totality of a system the -ome. The mass of all genes,
inherited as a whole during reproduction, is the genome, all proteins expressed

10To make it brief, I will just cite my favorite metagenomic assemblers here: [10, 46, 63]
11A process called transcription, which we need not concern ourselves with in detail here.
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in a single self-contained cell or organism the proteome, and all biological en-
tities in a system the biome. The advent of massively parallel DNA and RNA
sequencers opened the door to study the -omes as such, and the displines ge-
nomics and transcriptomics were born, both examples of omics disciplines.12

To give an example of the shift in scientific capability, suppose a biologist
wishes to characterize the life in a polluted lake. Twenty years ago, they
might sieve algeae out of the water and identify them using a microscope.
They might (futilely) attempt to grow the bacteria of the water on agar plates
for identification. They would have to dig up the sediment to find benthic
invertebrates, pluck leaves off macroalgeae, and to find the larger animals,
reach for a fishing pole. Today, they could simply take a handful of mililitre-
sized samples from the water and sediment, mix it together and sequence the
DNA. By matching the DNA to a database of known organisms, they could
find all organisms, microscopic or otherwise.

1.1.5 Metagenomics

In the example above, the biologist is not studying a single gene, doing genetics,
nor even the totality of an organism’s genes, doing genomics. Instead, they are
studying the totality of genomes in the lake. While it certainly would have been
amusing to call this discipline ”genomicsomics”, the study of genetic material
from multiple genomes, taken directly from the environment is instead termed
metagenomics.

Metagenomics as a field has become much more popular the recent years13[1],
which I attribute to its perceived usefulness: As it is becoming increasingly clear
that the human microbiome is correlated with health[90] - and perhaps even
plays a causal role[99] - researchers increasingly reach into the metagenomic
toolbox to characterize the microbiome. Metagenomics is also used as a tool
of health surveillance: At this moment, researchers at Technical University of
Denmark is building a large scale infrastructure to survey sewage in Denmark
and other countries for traces of dangerous pathogens[2, 33]. At the time of
writing, a new virus called ”severe acute respiratory syndrome coronavirus 2”,

12A similar revolution in mass spectrometry technology over the same period gave birth
to proteomics. Now, it seems, people are attaching the -ome and -omics suffixes to the
most nebulous concepts, with some even saying the word exposomics with a straight face,
for example http://exposomics-project.eu/

13The number of yearly publications found by ncbi.nlm.nih.gov/pubmed/ found with the
search term ”metagenomics” increased from 291 in 2010 to 1609 in 2019, an exponential
increase of 20% per year.
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or SARS-CoV-2 is threatening to overwhelm the world’s healthcare sectors[8,
15]. The origins of this virus may have already been uncovered by a metage-
nomic surveillance study, tracing it to pangolins at least as a so-called bridge
species[50, 96]. Perhaps if we had been more vigilant, the discovery that SARS-
like viruses are abundant in pangolins may have prevented the pandemic14. In
a less dramatic tone, metagenomics can be used to discover natural enzymes
and microorganisms of interest to Danish industry[98]15.

Since ”metagenomics” is defined by the object of study, and not its methodol-
ogy, it is hard to make sweeping generalizations about the typical metagenomic
workflow. Some researchers may scan for genes encoding antibiotic-producing
enzymes. Others might want to roughly estimate the composition of species
in the environment. Still others may be routinely scanning DNA in sewage
against a database of known, deadly micro-organisms.

If we are to make generalizations, the most common goal is to quantify
which organisms are present in the sample, and/or in what abundance. For
the sake of this introduction, I will classify typical metagenomics workflows in
three main groups:16

1. Marker gene alignment: In this workflow, one or a select few genes
that are conserved by evolution are picked to be sequenced. The resulting
sequences are then used as stand-ins for their host organisms. By query-
ing each sequence against a database of these marker genes, the number
and kind of organisms can be counted.

2. Whole genome alignment: Instead of sequencing single genes, the
entire genome is indiscriminately sequenced. Similar to above, the se-
quences are compared to a database of known genomes, but unlike above,
there is no one-to-one correspondence between one sequence and one
genome.

3. Metagenomic binning: The whole genome is sequenced, and the se-
quences are then grouped by their organism of origin to reconstruct the
original source genomes.

14The unfolding scenario of a SARS coronavirus outbreak caused by eating wild animals
in China was eerily predicted by multiple Chinese research teams[27, 18].

15Perhaps the most well-known example of industrial use of natural enzymes is the en-
zymes found in many kinds of laundry detergent, see e.g. https://new.novozymes.com/

products
16Peabody et al.[72] lists these three, but also includes other methods. Sharpton[85]

decides to cut the pie differently. I think it is clear that there is no right or wrong answer
here.
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The first two methods both make use of alignment - the nucleotide-by-nucleotide
matching between one or more sequences. Though it is a fascinating subject,
we need not delve deeply into alignment here. The reader can simply imagine
that aligning a sequence to a database is similar to using a search engine like
Google, except that the algorithm used is specialized for biological sequences,
and will also find evolutionarily similar sequences.

Using alignment has particular advantages: One is that it is a highly sen-
sitive technique. Alignment is able to detect even faintly similar sequences,
often so distinct from the query sequence that a human may not recognize
the similarity. When a match is found by an alignment algorithm, it will give
an estimate of the evolutionary distance, that can then be used for phyloge-
netic analysis. Furthermore, alignment is reliable: If a subject sequence in the
database really is similar to the query sequence, you can be confident that the
subject will be returned.

It might seem, then, that alignment is the end-all be-all of metagenomic
analysis. And perhaps it would be, if it not for its most significant drawback:
Not all organisms are in databases. If you sequence a previously unknown
organism and attempt to align its sequences to a database, those sequences
that are evolutionarily conserved will align to its relatives, and those that are
not will not align to anything. Not only will this mean that the correct organism
has not been identified, but if the researcher is not careful, the spurious hits may
be interpreted as the presence of the wrong organism in the wrong abundance.

If you think about it, even if a particular species is in a database, the partic-
ular genome you are sequencing is not. For example, even though thousands
of humans have been sequenced, I in particular have not. If metagenomic
DNA from my genome was aligned to a database, no doubt whatever other
human genome was in the database would be returned as a hit instead. For
some applications, this would be good enough - for example if the researcher
is only interested in which species are present. However, in some cases, subtle
variations between similar genomes are of importance: An outbreak of deadly
food-borne illness in Germany that took 53 human lives in 2011 was caused
by a virulent strain of Escherichia coli [55], the same species of bacteria whose
harmless strains are used in laboratories all over the world.

Aligning sequences of the deadly E. coli to databases of the time would
almost certainly have confirmed that it was indeed an E. coli, but not tell the
researcher what mutations made the bacterium dangerous. This could only be
achieved by reconstructing the genome from its observed sequences, as they
did in [55].

These limitations to alignment based methods makes research into align-
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ment free and database free methods worthwhile. In my classification of
metagenomic methods, marker gene alignment and whole genome alignment
necessarily involves alignment. To circumvent the limits of alignment, one
must resort to metagenomic binning.
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1.2 Metagenomic binning

The term itself simply refers to the grouping of metagenomic sequences to
form genomes, regardless of the technique used[85]. This may include aligning
sequences to a database and grouping sequences with similar alignment results
together.17. Because of the limitations of alignment based methods mentioned
in the last section, we will not concern ourselves with alignment based binning
further in this thesis, and I will use the term ”binning” to refer to alignment
free metagenomic binning.

Without the assistance of a database, binning is simply a clustering task.
The goal is to accurately cluster the input sequences such that sequences from
the same genomes are clustered together. How is it even possible to gauge
whether two sequences come from the same genome, if we are not to use
databases of actual existing genomes? There are two currently used techniques
for this[72, 85]:

1.2.1 Composition-based binning

Typically, when we talk about the composition of a sequence, we talk about an
enumeration of the subsequences that it is made of. For example, for the 7 bp
sequence TCCAGTC, we can break it into its single nucleotide (nt) composition:
1 A, 3 Cs, 1 G and 2 Ts. We can also consider all the six 2 nt subsequences that
we can obtain by sliding a 2 nt window across the sequence: TC appears twice,
while CC, CA, AG and GT all appear once. In fact, we can generalize from a 1 or
2 nt sliding window to a sliding window of length k. The subsequences we get
from a sliding window of size k is typically called kmers. In order to compare
the kmer composition between sequences of different length, we can use the
frequency instead of the count of each kmer and obtain kmer spectra.

It has been known since the 1980’s that closely related organisms tend to have
similar kmer spectra[64]. Although there have been several studies on why[40,
71, 16], to my knowledge no-one has provided a complete explanation of the
phenomenon. Whatever the underlying mechanism, the implication is that
we can compare kmer spectra of different sequences and group sequences with
similar spectra together. For some reason, there has been a strong precedent
to use kmers of size k = 4, also known as 4mers or tetranucleotides, for this

17For example, the MEGAN software[35] does this, and Kaiju[56] does something concep-
tually similar.



12 CHAPTER 1. INTRODUCTION

purpose [88, 79, 39, 95]18. Kmer spectra using k = 4 are also sometimes called
tetranucleotide frequencies or TNF.

With four different nucleotides, there are 44 different 4mers, such that TNF
can be stored in a vector of length 44. Binning software using composition-
based binning usually measure the ”TNF distance” between observed contigs
using the euclidean distance between the two TNF vectors a and b of the
contigs:

DTNF (a,b) =
√∑

(ai − bi)2

1.2.2 Co-abundance based binning

A completely orthologous method for metagenomic binning is using co-abundance.
The abundance of a sequence, i.e. how much DNA of the sequence that is in a
sample, is usually approximated by aligning reads from the sample to your se-
quences and counting the number of reads that aligns to any given position.19

In this thesis, I will be using ”abundance” and the related concept ”depth”
interchangeably, without considering the subtle differences.20

Consider a biological sample with some genome. From this genome, two se-
quences are recovered by the sequencer. Because each sequence is present once
in the same genome, the abundance of both should be the same as the genome’s
abundance. Therefore, two sequences with the same estimated abundance is
more likely to belong to the same genome than two sequences with different
abundances. If both sequences are recovered from multiple biological samples,
their abundance ought to be the same in all samples, which is highly unlikely
to happen by sheer chance if the two sequences are from distinct genomes.

Conceptually, this is very simple. When co-abundance binning in the real
world, however, one faces a broad selection of annoying problems: Genetic
sequences can be duplicated, throwing abundance estimates off. Abundance is
estimated by measuring the depth of aligned reads, which can lead to biases.

18As far as I can tell, the motivation for k = 4 comes from a desire to balance signal
specificity (favoring larger k) with signal strength (favoring smaller k).

19Even though alignment is often used to gauge depth, no database is used. Hence it is
still database-free.

20There is substantial conflation between the terms ”depth”, ”coverage”, ”breadth” and
”breadth of coverage” in my field, to my great annoyance. I attempt to mitigate this by
striving to avoid the ambiguous term ”coverage” all together.
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Conserved sequences appear over-abundant because they appear in different
species. Observed depth varies greatly across a genome[19, 49].

An important issue that in my view is too often neglected is what exactly it
means for a sequence to have a depth across multiple samples. Any particular
sequence originates from only one sample21, so it only really has an abundance
in that single sample, and zero abundance in the others. What, then, do we
mean by ”abundance” in a different sample? This question is not unimportant:
Different definitions naturally leads to different approximations.

I think the only reasonable and coherent answer is that a sequence A is
present in a sample S if we have observed a sequence B in S that is so similar
to A that the only reasonable explanation is that sequences A and B are so
closely related they can be considered interchangeable. In other words, we do
not approximate the abundance of A in sample S by counting how often we are
observing it. Instead, we count all sufficiently similar sequences observed in
S. This is what is done in actual metagenomic workflows that use abundance
estimates, such as [60, 68, 6].

1.2.3 Leveraging composition and co-abundance measures

Recall that binning is simply the clustering of metagenomic sequences. In order
to cluster, we need a way to calculate the distance between two contigs. And
if we want our clusters to reflect the underlying genomes, our distance metric
should correspond to the probability that two contigs originate from the same
genome.

A necessary step then, is to device the most informative possible metric, the
one that most accurately estimates the probability. You would think then, that
the metagenomic binning literature is packed to the brim with careful studies
of the probability distributions of TNFs and contig abundances, and binning
tools use advanced statistical models that attempt to mirror these probabilities
as closely as possible.

Not so. Clustering any reasonably sized dataset is a computationally in-
tensive task because the possible number of clusters is essentially infinite, and
even computing the distances scales quadratically with the number of points.
As binning typically involves hundreds of thousands of contigs, it is simply
not feasible to use a computationally intensive statistical model to compute

21Sometimes, the existence of some sequences can be inferred from data from multiple
samples, as happens when you assemble reads from multiple samples together. In that case,
the notion is more well-defined.
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the distance between clusters. For example, applying kmeans with k=500 to a
datasets with 200,000 contigs would require 100 million distance calculations
per iteration until convergence.

Instead, binning programs must use simple distance measures that hopefully
approximate the desired probability at least somewhat. Let’s take a look at a
few existing binning tools and see how they approach the problem:

1.2.4 MetaBAT: Heuristics galore

MetaBAT[39] is an excellent binner published by Dongwan Kang in 2015. It
has the distinction of being the most accurate binner developed by another
group according to my own tests. It has also been the binner of choice for
some high profile articles[68, 6, 86]. How does it work?

In the MetaBAT paper, they do study the empirical distributions of TNF
and abundance. To estimate the TNF probability distribution, they simulated
1 billion contigs from known genomes and calculated the intra- and interspecies
TNF distance. From these distributions they estimated the posterior proba-
bility of a contig pair coming from different genomes. For computational con-
venience, they modelled that likelihood with a logistic function, despite this
being somewhat a simplification of their observed data.22 Figure 2B in the
paper shows that the parameters for the logistic function varies with contig
length. Remarkably, the source code of the program[12] reveals that the pa-
rameters for the logistic function are calculated using two polynomials with
18 parameters. To this day, I’m amazed that their huge polynomials do not
appear to cause MetaBAT to perform poorly across a varied range of datasets.

Based on empirical measurements, the authors decided to approximate the
abundance of a sequence with a Gaussian distribution23. They then defined
the ”abundance distance” between contigs C1 and C2 with per-nucleotide mean
depths µ1 and µ2 and variances σ1 and σ2 as the relative fraction of their
Gaussian curves’ area not shared:

1

2

∫ ∞
−∞

∣∣N (µ1, σ1)−N (µ2, σ2)
∣∣

where |x| represents the absolute value of x. I am not quite sure what the
motivation for this definition of distance is, as it does not appear to follow from
the assumption that abundance is Gaussian. To calculate the joint probability,

22You can clearly see from their figure 2A and 2B[39] that it’s not really logistic.
23It actually follows something close to a negative binomial distribution[19, 49, 39].
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they use an entirely heuristic scheme weighting abundance distance vs TNF
distance proportional to

S · log(S + 1)

where S is the number of samples. This weighting scheme also appears
heuristic to me and not motivated by statistical calculations.

In short, MetaBAT empirically measures TNF and abundance distributions,
but then derives entirely heuristic distance metrics from these observations.
Most remarkably, despite its hand-wavey approach, MetaBAT works really
well on a wide range of data.

1.2.5 MaxBin: Maximizing likelihood

MaxBin[95] came out in 2014, and, similarly to MetaBAT, also combines in-
formation from TNF and abundance. MaxBin was the best performing fully
automatic binner in the CAMI challenge[83]. Its name comes from its goal of
maximizing the likelihood of a contig belonging to a given bin. Thus, unlike
MetaBAT, MaxBin attempts to approximate actual likelihood values.

The MaxBin authors measure empirical TNF distances the same way as
MetaBAT, except not taking the contig lengths into account, and find results
similar to the MetaBAT authors. MaxBin, however, approximates the intra-
and interspecies TNF distance using two Gaussian distributions with an ac-
knowledgement that this approximation is inaccurate and somewhat unsuit-
able.24

Claiming that sequencing depth of a given nucleotide position is approxi-
mately Poisson distributed25, the MaxBin authors assume the probability of
contigs C1 and C2 with true abundances G1 and G2 and observed depths O1

and O2 being sampled from the same genome is the probability mass function
(PMF) of a Poisson distribution with λ = O2 at O1, i.e.

P (C1 ∈ G(C2)) = Pois(O1|λ = O2)

If I have correctly understood the MaxBin model as described in their paper,
this model has bizarre implications. To see this, consider what we expect would
happen as contigs gets larger. O1 and O2 must converge to G1 and G2, respec-
tively, and so for any nonzero difference in observed depths, the probability

24See the fourth paragraph in the discussion of their paper[95]
25It absolutely isn’t, see the footnote 23.
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must converge to zero. In other words, as contigs gets larger, there is less un-
certainty in the observed depth. This does not happen in MaxBin’s model.26

Also, consider a pair of contigs with very high depth. The corresponding Pois-
son PMF will be very flat, meaning that MaxBin’s model will return a low
probability regardless of the similarity in depth. For example, MaxBin consid-
ers two contigs with depths (1.0, 2.0) to be more similar than two contigs with
depths (5000.0, 5000.0)!

Conveniently, since they measure TNF and abundance distances in likeli-
hoods, the combined distance is simply the joint likelihood, i.e. the product of
TNF likelihood and abundance likelihood. MaxBin then proceeds to bin the
contigs using a k-means like algorithm, where k is initialized based on marker
gene analysis of the metagenome.

1.2.6 Lessons learned

There are many other database-free binners, such as Canopy[60], Likelybin[42],
MetaWatt[87], CONCOCT[7] and 2tbinning[79]. In my opinion, while some of
these may use interesting tricks, they do not push the envelope of binning
far beyond MetaBAT and MaxBin, so in the interest of brevity, I will focus
this thesis on the latter two. What, then, can we learn from MetaBAT and
MaxBin?

First, we need not despair if we can’t figure out how to make clustering based
on a rigorous statistical model computationally feasible, because no-one else
is able to do so, either. In fact, based on my own positive experiences with
MetaBAT27, one can achieve good results by skipping rigor entirely and use
heuristics instead!

”Good”, it must said, is meant in relative terms. Independent validation of
metagenomic binners[83]28 shows that in absolute terms, even the best binners
fail to reconstruct all but a small fraction of the total number of genomes
present in synthetic data. This is important to keep in mind: We celebrate
when we push the limits of the possible and reconstruct, say, 20% of genomes
in a sample where we could reconstruct 15% before.

26At least as their model is described in their paper.
27For example in the first paper of this thesis.
28These awful results match well with our own benchmarks presented in paper 1, where

about 66%-90% of genomes are not recovered in high quality, even for our supposedly ”state-
of-the-art” binner.
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Second, TNFs follow a distribution not based on simple mathematical prin-
ciples, which is therefore not easily approximated29 Even worse, the distribu-
tion depends on the lengths of the sampled contigs in a way that is not obvious.
Ideally, we could either find a way to describe TNF distributions simply, or else
simply transform the input TNFs to follow a known distribution.

Existing binners jump through hoops to simplify the distance calculation
because clustering algorithms require calculating this measure an enormous
amount of times. And we have too many sequences to pre-calculate the dis-
tances in a distance matrix. Just like for the TNF problem, it would be prefer-
able to transform the sequences into a space where their distance in that space
depends on the probability that they come from the same genome. If that is
possible, we could use ordinary clustering algorithms to cluster.

In the work presented in the first paper of this theis, I present a new bin-
ning method that takes these three lessons to heart: Its likelihood function is
not rigorous, but uses reasonable approximations. We normalize the inputs
to follow certain distributions that make the likelihood functions more accu-
rate. Maybe most importantly, we use a statistical method that transforms
the sequences into a space where we can cluster them with ordinary clustering
algorithms: A variational autoencoder.

To see how this works, you must first understand variational autoencoders.
And this in turn necessitates a brief introduction to machine learning, deep
learning and autoencoders.

29I go into more detail about this in the ”future perspectives” chapter.
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1.3 Artificial intelligence and machine learning

Today, barely a week go by without a newspaper article or tech guru proclaim-
ing that some amazing technological achievement is happening, or is just about
to happen thanks to ”artificial intelligence” (AI) or ”machine learning” (ML).
Similarly, as we slowly open our eyes to the influence tech-giants like Google
and Facebook wield over society, we are being told that the social fabric is be-
ing manipulated by sinister ”algorithms”. What is really behind these words?
A basic understanding of their meaning and history is important in order to
understand how they are used by modern biological sciences, and in the work
presented by this thesis.

”AI” is a term loosely defined as ”intelligence exhibited by machines”[9], ty-
ing its meaning to that of ”intelligence”, which as far as I can tell, there is
no agreed-upon definition of.30 ”Intelligence” seems conveniently defined as
”whatever machines don’t do yet”[4]. While certainly a useful phrase when
wanting to maximize the chance of obtaining a grant from a funding body, I
believe this word is best kept reserved for researchers who directly attempt to
tackle the problem of creating ”intelligent” machines, and I will not discuss it
further here.

In contrast, ”algorithm” is a basic concept in computer science. An algorithm
is a sequence of well-defined, unambiguous steps that, once completed, will
have solved a complicated task.[5] Every-day examples of algorithms include
cooking recipes and driving directions. If a person correctly follows the step-
by-step instructions of a well-written cake recipe, the result will be a cake.
In computer science, algorithms are used as high-level descriptions of how a
computer program ideally functions, as opposed to a concrete implementation
in any particular system. Examples include Euclid’s 2,300 year old31 algorithm
for computing the greatest common divisor of two numbers, or Tim Peter’s
TimSort[74].

It is important to distinguish between software driven by algorithms and that
driven by modern machine learning. A dry dictionary definition of ”machine
learning” may go something like ”A program learns a task if it improves accord-
ing to some metric as it gets experience”[58]. We may note that, if ”experience”

30Alan Turing famously struggled with the definition, eventually giving up and offering
the Turing test as an alternative[92].

31Ancient algorithms illustrate that the concept of an algorithm is rather simple and not
tied to computers per se. Indeed the word ”algorithm” comes from al-Khwarizmi, an ancient
Persian mathematician who was also the namesake of ”algebra”.
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is interpreted to mean ”data”, as it usually is, machine learning need be no
more than the simple linear regression as taught in school32: A program using
linear regression usually improves its prediction of yet-unseen data as more
data is included in its model.

1.3.1 Bias-variance tradeoff

In fact, polynomial regression is a classic example to illustrate a core concept
in machine learning: The bias-variance tradeoff. Any mathematical model of
a system implies some assumptions about how the system works, and these
assumptions are baked into the model itself. For example, when using a linear
regression, it is simply assumed that the dependent variable changes linearly
with the independent variable. The model is perfectly stubborn in this regard:
It will not be persuaded to become non-linear, no matter the number of coun-
terexamples it experiences. We say that the model has high bias towards a
particular kind of output (namely, linear with the input). If this assumption
is wrong for the data, it will make bad predictions, and the model will suffer
from bias error.

However, models are not stubborn in all regards, they must contain parameters
can can be changed with data.33 Changing these parameters to better describe
a given dataset is called fitting the model. In a linear regression, the slope and
intersect parameter can be any pair of real numbers, and depend solely on the
seen input data. Since the model is free to vary in that regard with respect
to the data, we call this the variance of the model. We can illustrate the
bias-variance tradeoff with a cliché figure:

32As the joke goes: When you apply for funding, it’s ”AI”, when you hire, it’s ”machine
learning”, and when you do the work, it’s logistic regression.

33Okay, not literally all models. f(x) = 0 has zero variance, but these trivial cases are
not relevant.
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Figure 1.2. On simulated data (black dots), a linear regression
(blue line) has high bias, but low variance. A 6th degree polynomial
regression (orange line) has lower bias, but high variance. Left:
With few data points, the high-variance model suffers from high
variance error. Right: With many data points, the high-variance
model does fine, at least in the interval [0, 10] where we have data.

In figure 1.2, I have randomly generated a number of data points using the
formula y = 13

10x + ε, where ε ∼ N (0, 2). In the left panel, the blue (linear)
model suffers from bias error, because it does not account for the ε noise term.
In contrast, the orange (6th degree polynomial) model fits the dots better
because its larger variance allows modelling some of ε. This occurs at the
cost of variance error : Because the model is sensitive to noise, small changes
in the input data may change the model radically. Hence, if you apply it
to general datasets of this kind, the variance between the datasets will cause
misprediction. In this case, it gives a proposterous prediction for x = 6. The
linear model actually also has a little bit of variance error, because the fitting
of its parameters is sensitive to noise, so its parameters are not exactly [ 1310 , 0].
All models have some propensity to model noise, and when noise has too much
influence on the model’s predictions, we call it overfitting. A model with more
variance is, by definition, more sensitive to overfitting.34

Note that these definitions all depend on the semantic meaning of noise.

34Bias-variance tradeoff and overfitting are familiar concepts in human epistemological
reasoning, too: Occam’s razor may be rephrased as: ”Reduce variance for your mental
models as much as possible, until they begin to suffer from bias error”. The concept is also
embodied in David Deutch’s definition of ”knowledge” as ’explanations that are hard to vary’
as covered in his book The Beginning of Infinity.[23]
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It is often not clear what is noise and what is signal. Noise can usually be
distinguished by two mechanisms:

1. An understanding of the underlying process of the data and a value judge-
ment as to what is relevant or not. For example, in figure 1.2, because
you just read that ε is created by a random number generator, you pre-
sumably deem it irrelevant to the ”truly linear” function y(x). We often
classify error that we don’t care about reducing as irreducible error in-
stead of bias error.

2. More data. In figure 1.2, the orange model does much better in the right
plot. Even a single observation at x = 6 would reveal that the fit in the
left panel of figure 1.2 was awful. To estimate the variance error of a
model, we might fit it on only a subset of the data and consider the error
on the remaining data, a process called cross validation.

In other words, a deeper understanding of the modelled system allows you to
choose accurate low-variance models without paying the cost of a high bias
error. Alternatively, more data can be used to ”pin down” the parameters of
a high-variance model, and thus mitigates the risk of overfitting when using
high-variance models. In the age of ubiquitous Internet, human understanding
remains as scarce a resource as ever, but we now have easy access to enormous
datasets that have made it practical to use models with an extreme amount of
variance. These models in turn, may have low bias, making few assumptions
about the structure of the data, and seeming able to learn anything. Popular
models today can have millions of parameters.35 The term ”machine learning”
is in practise used mostly to describe the use of large, variant models.

In their most basic sense, algorithms and machine learning are antonyms. Al-
gorithms are consciously crafted instruction by instruction by human beings
using abstract reasoning about what a program ought to do. Machine learn-
ing models are usually automatically generated by machines using big datasets
and do not reflect an understanding of the structure of the underlying prob-
lem. For science, a relevant implication is that under common epistemological
frameworks, machine learning does not even constitute knowledge36, much less

35For example, ResNet101[32] has 1.7 million parameters according to their paper, al-
though it uses batch normalization[37], meaning that the number of free parameters is some-
what lower.

36I’m certain some epistemological framework can be constructed where ML constitutes
knowledge - but it seems to me that to the ”justified true belief” crowd, those following the
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science. I believe that these considerations are not merely philosophical nitpick-
ing, but has important consequences for how we ought to understand scientific
works employing complex ML systems, such as this thesis. For example, be-
cause no-one seems to be able to understand how a complex, fitted machine
learning model really works, it is hard to imagine how such a model could ever
be the foundation of new human knowledge. Therefore such work must be
considered applied rather than basic science.37 This, of course, does not apply
to the computer scientists who study ML directly with the explicit intent of
actually understanding it.

view of Gettier[31], and those who subscribe to ”knowledge as explanations”[23] must reject
this idea.

37I can’t resist quoting mathematician Alexander Dewdney’s scathing critique of blind
application of neural networks: ”[They have a] something-for-nothing quality, one that im-
parts a peculiar aura of laziness and a distinct lack of curiosity about just how good these
computing systems are. No human [...] intervenes; solutions are found as if by magic; and
no one, it seems, has learned anything.”[24]
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1.3.2 Artificial neural networks

Deep learning refers to machine learning methods that chain multiple transfor-
mations of the data together to discover useful representations of the data[45].
The most common of these ”chains of transformations” are deep neural net-
works. Neural networks were invented between the late 50’s and the late 60’s
by researchers working on artificial intelligence[78, 80]. They used the human
brain as inspiration to create the artificial neuron, a simple simulation of a bi-
ological neuron38 The artificial neuron is a mathematical function. In modern
deep learning software, an artificial neuron n typically computes39:

n(x) = f(b+ x ·w)

Here, x represents the input vector of length L and w and b parameters of the
neuron. f represents some non-linear function, it doesn’t matter much which
function exactly.[34]

A vector n containing N aritifial neurons is typically called a layer. Ap-
plying a layer to the data x allows you to express the computations of all the
neurons in the layer in simple matrix algebra terms40:

n(x) = f(Wn + b)

Where f is applied to each element of its input. In this case, W is now an
N × L matrix, and b a length N vector. M number of layers can be chained
together:

A(x) = n1(n2(...nM (x)...))

38Don’t let the name mislead you: While the researchers invented artificial neurons with
the goal of achieving human-like intelligence, real neurons and brains are significantly dif-
ferent from artificial neurons or neural networks. Neural networks are best thought of as a
complicated mathematical functions, not as brains in bottles.

39Modern software do not implement single neurons, only layers of neurons. They also
separate the function f into its own layer so the user can pick whatever function they want.
This is not too relevant here, and I only mention it so I can cite the software as a reference
for my equations. So here: [91, 59]

40For some people, reading about the algebra of neural networks is supremely unhelpful.
To you guys: Look up ”TensorFlow playground” for an interactive visualization of a neural
network in action.
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Such a chain of layers41 is called an artificial neural network, or ANN. The
word ”deep” in ”deep neural networks” simply refers to networks with many
layers.42

Artificial neural networks may be poor models of brains, but they did turn out
to have a very desirable quality: They are able to approximate any continuous
function to arbitrary precision[21]. In other words: They constitute a class
of particuarly extreme models in the modern machine learning paradigm that
seeks out models with ever greater variance and smaller bias. This property
makes them eminently suitable for modelling in a world of large datasets. In
2012, Alex Krizhevsky submitted an artificial neural network called AlexNet to
the ImageNet challenge on computer vision.[43] It managed to fit the dataset
far better than any competitors, and its impressive performance kickstarted
the 2010’s revolution in deep learning.

Tech companies quickly began using neural networks extensively to solve pre-
viously unsolvable problems. Suddenly, artificial neural networks was powering
your smartphone keyboard, automatic mail sorting systems, and delivery truck
routes. When Google moved first in deciding to open the source code of its
deep learning infrastructure called TensorFlow, it became possible for any am-
ateur with an Internet connection to build working models of huge complexity.
As the technology spread, it started a scramble to apply deep learning to new
domains in the hope of achieving what was previously impossible.43 The the-
sis you are reading is an example of attempting to push the envelope of the
possible by apply deep learning to a novel domain.

1.3.3 Autoencoders

Let’s create a simpler notation for writing down ANNs. I will simply write
an ANN A with layers a, b, c with the number of neurons m,n, k, respectively,
taking an input vector x of length L as:

41People can, and have, come up with endless variations of the mathematical structure of
a layer and way in which they are chained together, creating a bestiary of ANN types. Only
the variant called a variational autoencoder is relevant in this thesis. What I have described
in this paragraph is the simplest type, known as a feed forward network. For an overview of
common layer types, see [91]

42Since each layer creates a representation of the data, the use of the term is equivalent
to its use in ”deep learning”.

43Although we will keep seeing new applications of deep learning, we are probably at the
tail end of the tide wave of mindless hype about the technology, thank God.
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A(x) = xL → am → bn → ck

Now consider what happens if we make an ANN with the following architech-
ture:

A(x) = x128 → a256 → b256 → z16 → d256 → e256 → y128

The relevant part here is that the length of x equals that of the last layer y,
and there is a middle layer z with smaller length. Now, suppose we fit A to
minimize the difference between the values of x and y, and suppose further that
we succeed in getting a low difference between x and y (meaning it recreates
its own input), and also that we somehow could be confident the network is
not overfitted. What would that imply?

Notice that the value of any layer, e.g. y, only depends on its input, which is
the value of the previous layer e. So, indirectly, y in the network A is calculated
from z (via d and e), which depends only on the input to our network, x. If
the network succeeds in calculating y, a recreation of x from z, it means z
must contain all information necessary to recreate x. Since z is smaller than
x, our network A has been fitted to compress the information of x to a smaller
vector, z. In other words, it has automatically learned a way to efficiently
encode x. Therefore, we call such a network an autoencoder. The z layer is
an unobserved, mathematical construct from which we can deduce x using the
decoder. In statistical parlance, this makes z a latent variable, and so we call
z the latent layer.

The layers in A which lie before z (layers a and b) themselves constitute
a chain of layers, i.e. an ANN, and so do the layers in A that lie after (d, e
and y). The former is often called the encoder, E, because it compresses, or
encodes, the input x to a smaller vector z, and the latter called the decoder, D,
because it tries to decompress, or decode, z, recreating x. So we can simplify
our notation of our autoencoder to:

z = E(x)

y = D(z)

With the implicit understanding that E and D are ANNs, and z is a vector
shorter than x, which is the same length as y. I might add that the models E
and D do not need to be ANNs, any variant model will do.
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1.4 Variational autoencoders

An understanding of variational autoencoders (VAEs) is critical to get an un-
derstanding of this thesis beyond ”magic machine learning produces results”.
Unfortunately, I, at least, found VAEs to be quite a bit more difficult and
unintuitive to comprehend than autoencoders. Therefore, I offer not just one
explanation of VAEs, but two: First I will describe them from a pragmatic
point of view as they concern the particular problem in this thesis. Immedi-
ately after, in section 1.4.2, I will explain them as Bayesian models in a more
rigorous way.

1.4.1 VAEs as regularized autoencoders

Recall from the introduction that we would like to encode the TNF and abun-
dance of a metagenome x to a representation z that allows use of generic
clustering algorithm to obtain clusters of x. Let’s look at why this won’t work
very well if we use an ordinary autoencoder.

Like other neural networks (and complex models in general), autoencoders
are vulnerable to overfitting. How can they overfit if their only task is to encode
dataset x and do not need to generalize? Consider that the two encoder/de-
coder ANNs E and D are only constrained by:

1. Their inherent bias as models. However, as discussed, ANNs are universal
functions[22], which we use precisely because they have extremely low
bias and high variance. So this doesn’t pose much of a constraint at all.

2. The fact that D must be able to decode the output of E and recreate x.

Point 2 only means that D and E must in some sense be the inverse of each
other, but they could be any pair of mutually inverse functions. In the most
extreme example, consider an autoencoder with arbitrarily flexible E and D,
and a z with only a single neuron. For any finite dataset, E is then able to map
any data point, no matter its dimensionality, to an arbitrarily small segment
of the real number line z, and D will be able to accurately decode it.44 If
you think about it, even for an infinite dataset, this absurd level of overfitting
could occur if the dataset is clustered tightly in a finite set of clusters.

In other words, the latent space z has potentially infinite extent (the autoen-
coder can encode data to a vector of any real numbers), and infinite resolution

44Again, they can do this because ANNs are universal approximators.
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(it is able to decode two points in latent space that are arbitrarily close to
distinct outputs). This means that the value of z may be meaningless in the
sense that its actual value can be arbitrarily decided by the encoder-decoder
pair.

How on Earth is one supposed to cluster z if z is a completely arbitrary
mapping of x, essentially equivalent to a randomized lookup table?45 To cluster
z, it must be structured such that points close in input space x must be close
in latent space z. To make z clusterable, we need to constrain the mapping
from x to z. In this view, a VAE is simply an autoencoder where we constrain
z in a very specific way to be clusterable. Instead of the ordinary structure of
an autoencoder, we structure it thus:

z = E(x) = N (µ, σ)

x ∼ D(z)
(1.1)

Where N (µ, σ) denotes a Gaussian distribution with mean µ and standard
deviation σ. So instead of the latent layer z being just a vector, it is now a
distribution. In practise, the output of E are the vectors µ and σ, and we just
interpret it as a Gaussian with that mean and variance. We then draw from
the latent layer z = N (µ, σ) to obtain a sample zi before decoding zi. The
notation x ∼ D(z) means that when sampling zi from z, D(zi) will approach
the value of x as we take more samples.

Now we know how z is structured: By definition it is some Gaussian dis-
tribution. But having it follow any Gaussian distribution does not help us at
all: Notice that σ is the amount of noise in our sampling process x ∼ D(z),
so σ always increases the error of the model. When we fit the model, σ will
be set to zero, and the network will be equivalent to an ordinary autoencoder,
and we are back where we started.

So any Gaussian is not good enough. We need to constrain the parameters
of the Gaussian model using a regularizing term. As regularization term ER,
we will pick the Kullback-Leibler divergence between our Guassian and a unit
Gaussian:

ER = DKL(z||p) = −1

2

∑
(σi + µ2

i − log(σi)− 1) (1.2)

Kullback-Leibler divergence (KLD) is a general measure of distance between
two probability distributions. In this pragmatic view, there is no real reason

45In practice, E and D cannot be infinitely flexible, so the mapping won’t be completely
arbitrary.
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we have picked a Gaussian distribution,46 or that we contrain it to precisely
the unit Gaussian, or that we use KLD as regularization term. It just turns
out to be easy to compute.

We then fit the VAE, it will try to minimize both the difference between
the output and input (called the reconstruction loss) and the regularization
loss ER. When we do, our VAE gains a valuable property: It is no longer
able to learn to encode dissimilar inputs to similar latent values. It must place
distinct inputs separately in latent space. If it attempts to encode different
inputs to similar µ values, the random noise of σ would cause them to have
large overlap in latent space, which would incur reconstruction error. And it’s
not able to cheat by scaling µ or σ such that the noise is insignificant, because
the regularization error forces µ to be close to 0 and σ to be close to 1.

In other words, the latent space goes from being infinite in extent and
infinite in resolution, to being limited in extent (because µ must be close to 0)
and limited in resolution (because σ must be close to 1). With limited latent
space and without the possibility to place dissimilar inputs together, it is clear
that it must place similar inputs together instead. We say that its latent space
has continuity.

1.4.2 VAEs as generative models

Take a step back and forget about autoencoders for a moment. In this section,
I will explain VAEs in much more general terms that has little to do with
autoencoders or even ANNs.

Our goal is to create a model that describes how some data is generated.
For the purposes of this thesis, we would like a model that describes how
contigs with a given TNF and depths are sampled from some metagenome.
This allows us to put likelihoods on a range of possible TNFs and depths for
sampled contigs to gauge whether two contigs originate from the same genome
and should be binned together. For any given contig x, it is sampled from
some underlying genome G: x ∼ G. G is able to produce a continuum of
different contigs, so G is therefore some probability distribution. We have no
idea what G is, and its distribution is probably very complicated, so we can’t
sample from it to estimate likelihood. However, for any continuous distribution
G, there exists some function F that transforms any Gaussian to G.[26] Let

46Remember, ANNs are universal functions, so they can learn a mapping from any com-
putable continuous function to any other, see [26]
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Figure 1.3. Panel a: In an ordinary (deterministic) autoencoder,
the inputs (hand-written letters on the left) can be encoded by the
encoder E to arbitrary points in the latent space z. When the
autoencoder overfits, the decoder D learns to reverse the encoding
and create outputs that are near exact copies of the inputs (letters
to the right). Panel b: With a variational autoencoder (VAE),
the encoder E encodes each input to a Gaussian distribution over
z. The decoder D samples a random point zi of these distributions
in z. Because the sampled value zi is noisy, it cannot exactly
reproduce the inputs, but creates similar outputs (here, letters in
slightly different style). To minimize error, the VAE places the
distributions of similar inputs together in z, such that sampling
the ”wrong” value leads to lower reconstruction loss.
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us define D to be a function that approximates F . Then we can refactor the
contig sampling process to

x ∼ D(z|x)

Where z|x is a (multivariate) Gaussian distribution representing our genome
G that we can sample from and pass through D in order to sample contigs
from G. The actual value of z|x is not important, only that sampling from it
and passing it through D is equivalent to sampling from G. Even though we
don’t know much about our underlying genome G, we have some prior beliefs
about it. For example, we would be highly surprised if we sampled a one billion
basepair long contig composed only of the nucleotide adenine. Remember that
we can pick F to transform any Gaussian to G, so we can just make things
simple and say that our prior on G, whatever it is, means that our prior on z
is N (0, I), the unit Gaussian.

If we already have D at our disposal, to get a model of how a contig x is
sampled, we simply need to learn the distribution of the corresponding z, i.e.
p(z|x) because, remember, D(z|x) approximates G. To obtain p(z|x), we can
use Bayes’ theorem:

p(z|x) =
p(x|z)p(z)
p(x)

(1.3)

We already have p(z), that was just our prior N (0, I). And G = p(x|z) was
approximated by D(z|x). So, what is p(x)? Basic probability theory says that
this is:

p(x) =

∫
p(x|z)p(z)dz (1.4)

This is typically Bayesian: We get an integral with no possible way of solving
it. There is no closed-form solution, so to compute it, we would have to iterate
over all (infinite) possible values of z. However, as is also typically Bayesian,
we can use tricky shenanigans to approximate it.

Suppose we have a function E(x) that produces a Gaussian distribution
that approximates p(z|x) to any degree of accuracy, i.e. literally any function
that produces a Gaussian. If we could quantify how accurate E(x) is, we can fit
E to maximize the accuracy and obtain an E that approximates p(z|x). How
would we quantify the accuracy of E? In general, we can quantify the distance
between two probability distributions with the Kullback-Leibler divergence:
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DKL(p(z|x)||E(x) = EE [log(E(x))]− EE [log(p(z, x))] + log(p(x)) (1.5)

Where EE [x] is the expected value of x, marginalized over E.47. This changes
nothing, because p(x) is still in equation 1.5, and we can’t compute p(x) so we
still can’t solve it. However, if we have the following helper function ELBO(x)

ELBO(x) = EE [log(p(z, x))]− EE [log(E(x))] (1.6)

Then we can arrange equation 1.5 and equation 1.6 to:

log(p(x)) = ELBO(x) +DKL(p(z|x)||E(x)) (1.7)

Note that p(x) is fixed for our dataset x and does not depend on z (because z is
marginalized out in the equation 1.4) or E. That means maximizing ELBO(x)
necessarily minimizes DKL(p(z|x)||E(x)), which means improving the accuracy
of E.48

Using basic rules of probability, we can refactor the definition in equation
1.6 to

ELBO(x) = EE [log(p(x|z))]−DKL(E(x)||p(z)) (1.8)

Look at equation 1.8 closely and see that we can easily compute every term:
E(x) ≈ p(z|x) can be evaluated directly. We can get an unbiased approxima-
tion of the expectation E by sampling from z|x = E(x) and passing it through
D.[26]49 That means to compute the left hand side, we need to do the following
computation:

z ≈ E(x) = N (µ, σ)

zi ∼ z
x ≈ D(zi)

(1.9)

Which is equivalent to the definition of the VAE (equation 1.1) I gave in the
previous section. So now we know where that came from. The second term

47For a derivation of this chain of equations including the following ones, see [26]
48p(x) is sometimes called the model evidence. Because DKL(p(z|x)||E(x)) is always

postitive, ELBO(x) is a lower bound on p(x). Hence its name: Evidence Lower BOund.
49This is not different from how we can get an unbiased estimate of a Gaussian distribution

just from seeing one single sample of it.
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of equation 1.8 may look daunting, but lo and behold: Because we defined
our prior p(z) to be the unit Gaussian, and we chose E to output a Gaussian,
the entire second term just becomes equation 1.2. Note further that we can
compute equation 1.8 for any given E and D, no matter how bad they are at
approximating p(z|x) and p(x|z), respectively.

This explanation involved a little dark magic here and there. For instance, I
just assumed D(z) ≈ p(x|z). How does all this work in practise?

First, we pick arbitrary functions as D and E - as long as they are variable
enough, we can fit their parameters to approximate what they need to. In
Vamb, we pick ANNs. We arrange D and E in the setup described in equation
1.9. We then feed in our dataset and fitD and E to simply maximize ELBO(x).
Because a high ELBO(x) means E(x) must approximate p(z|x) and D(z) must
approximate p(x|z), we can fit both D and E simultaneously.50

This setup misses one important thing though: We assumed D(N (0, I)) ≈
p(z). However, in this framework, we have no feasible way of picking D for
that to be true. By just maximizing ELBO(x), we are instead implicitly
choosing p(z) so ELBO(x) is maximal for our given dataset. That means it
will minimize DKL(E(x)||p(z)), which means it will put p(z) to be near the
maximal likelihood of p(z|x) of the dataset as a whole. In order words: With a
VAE, we cannot specify our prior p(z), the prior must be that all observations
come from the same distribution.

What have we done, in brief? Given a dataset x with contigs C, we have
created a model that infers a latent representation of the genome zi for specific
contigs Ci. In doing so, it attempts to strike a balance between one the one
hand a high likelihood p(xi|zi), which pushes the model towards assigning a
specific genome to Ci that ”looks like Ci”, and on the other hand a high prior
probability p(zi), which pushes the model towards assigning a generic, average
genome that looks like the whole dataset x to Ci.

It should be clear that a statistical model that automatically infers the
genome from a contig is really useful for metagenomic binning. In the following
paper, we have employed a VAE for exactly this purpose.

50This requires that equation 1.8 is not just computable, but also autodifferentiable. If you
simply ask autodifferentiation software to differentiate equation 1.8 in the setup of equation
1.9, it will attempt to differentiate the random number generator you used to sample zi ∼ z,
which will not end well. You just need to rephrase the sampling process as zi ∼ µ+σN (0, I),
then the software can figure it out. This is known as the reparameterization trick [41].
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Despite recent advances in metagenomic binning1, reconstruction of microbial species from 24 

metagenomics data2 remains a challenging task3. Here we use recent advances in deep 25 

learning to develop Variational Autoencoders for Metagenomic Binning (VAMB), a program 26 

that uses deep variational autoencoders to encode sequence co-abundance and k-mer 27 

distribution information prior to clustering. We show that a variational autoencoder is able to 28 

integrate these two distinct data types without any prior knowledge of the datasets. VAMB 29 

outperforms existing state-of-the-art binners on contig datasets, reconstructing 31–84% more 30 

near complete draft genomes. We employed VAMB in a novel multi-split workflow, that 31 

enables assembly of 17–81% more strains compared to using VAMB with the commonly used 32 

single sample binning strategy, and also enables direct high-resolution taxonomic profiling 33 

across samples. Finally, to demonstrate the scalability of our method, we bin a human gut 34 

microbiome dataset with 1,000 samples. We reconstruct 30% more near-complete bins 35 

compared to state-of-the-art methods, while consuming fewer computational resources. 36 

Furthermore, high resolution taxonomic analysis of clusters corresponding to Bacteroides 37 

vulgatus and Akkermansia municiphila show only little or no correlation with geography. 38 

VAMB can be run on standard hardware and is freely available at 39 

https://github.com/RasmussenLab/vamb. 40 

 41 

Metagenomic binning is the process of grouping metagenomic sequences by their organism of 42 

origin. In metagenomic studies, binning allows the reconstruction of known and unknown genomes 43 

from the environment, enabling a broad description of the community and creating a starting point 44 

for further analysis of the organisms. By reducing the data complexity from often millions of 45 

contigs to hundreds or a few thousand microbial species4, binning can enable association analysis 46 

between microbes, clinical data and cohort data5. Earlier work on metagenomics binning has mainly 47 
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relied on clustering sequences based on their co-abundance and k-mer composition4–11. Several 48 

large-scale attempts have been made at reconstructing thousands of microbial species from massive 49 

metagenomics datasets12–14, independently assembling and binning each sample into genomes. 50 

These simple workflows inherently allow for parallel analysis of thousands of samples, but do not 51 

leverage co-abundance information. For more common datasets with fewer samples, using co-52 

abundance data is practically feasible, and could potentially greatly improve microbial genome 53 

reconstruction. However, typical workflows using co-abundance deal with sequence redundancy by 54 

either co-assembling distinct samples, or deduplicate sequences before binning. This leads to inter-55 

sample chimeric genomes not present in any of the samples, which is especially problematic when 56 

strain level variation can have important biological implications15. 57 

 58 

None of the existing methods leverage deep learning - a field in massive expansion with great 59 

successes in image and speech recognition, natural language understanding, computational biology 60 

and artificial intelligence for games16,17. A variational autoencoder (VAE)18,19 is a type of deep 61 

neural network, which is trained to lossily encode a long input vector to a smaller vector called the 62 

latent representation, thus compressing it. We hypothesized that a VAE could learn to integrate the 63 

different data types of sequence co-abundance and k-mer composition to its latent representation, 64 

that the limited capacity of the latent representation would cause it to selectively remove noise from 65 

the inputs, and that binning sequences by their latent representation would therefore lead to high 66 

quality genomes. 67 

  68 

We therefore developed Variational Autencoders for Metagenomics Binning (VAMB), a binning 69 

tool that uses a VAE to encode co-abundance and k-mer composition data from de novo assemblies 70 

of metagenomics samples, and a novel clustering algorithm to bin the latent representation. The 71 
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VAE was able to integrate co-abundance and k-mer information effectively, and we were able to 72 

bin multiple samples with co-abundance information while avoiding the problem of inter-sample 73 

chimeras. When applied to simulated datasets with multiple samples, we found our method to 74 

reconstruct 31–84% more highly precise and complete genomes compared to other binners. We 75 

show that multi-sample binning is superior to binning the samples individually with an increase of 76 

17–81% of highly precise and complete genomes and effectively identifies strains of the same 77 

species assembled from multiple individual samples without any alignment or subsequent 78 

downstream analysis. Finally, we demonstrate the scalability of our approach by encoding and 79 

clustering 1,000 human gut microbiome samples, reconstructing 30% more near-complete bins 80 

compared to MetaBAT2. Our study demonstrates the power of variational autoencoders to integrate 81 

heteromorphic data and the ability of VAMB to enable high resolution taxonomic profiling for 82 

microbiome research. 83 

 84 

Results 85 

 86 

The main difference between VAMB and other sequence binning methods, which also use k-mer 87 

composition and abundance as input, is that VAMB utilizes a variational autoencoder. Additionally, 88 

our approach uses the combined contig dataset from all samples without any pre-clustering or 89 

homology reduction and applies a strategy for splitting genome clusters into sample-wise pure 90 

genome bins (Supplementary Figure 1-3). This is important because it avoids the problem of 91 

creating chimeric assemblies or genome bins between strains from different samples, while still 92 

leveraging co-abundance information for improved binning. To demonstrate the performance of 93 

VAMB compared to other binners, we benchmarked VAMB, Canopy4, MetaBAT211 and MaxBin9 94 

using default settings on five synthetic datasets from Critical Assessment of Metagenomic 95 
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Interpretation (CAMI) and one semi-synthetic dataset created for the binner MetaBAT2 from 96 

MetaHIT20 samples. We assessed the binning performance by counting the number of near-97 

complete (NC, >90% recall and >95% precision) genomes reconstructed as done in previous 98 

work14,21 (see Methods for details on datasets and benchmark). VAMB reconstructed 31–84% more 99 

precise and complete strains compared to any of the other three binners (Figure 1a, Supplementary 100 

Table 1). Interestingly, the increased performance of VAMB correlated (Pearson correlation 101 

coefficient 0.87) with the difficulty of the CAMI2 datasets, which we measured as the average 102 

entropy of the individual samples (Figure 1b). Furthermore, the increased probability of correctly 103 

binning a genome using VAMB compared to MetaBAT2 was not associated with the difficulty of 104 

particular genomes (see Methods), instead we found that VAMB reconstructed more genomes than 105 

MetaBAT2 at all difficulties (Supplementary Figure 4).  106 

 107 

To show that the superior performance of VAMB on strains was due to better binning, and not 108 

merely that VAMB defaults to a precision-recall tradeoff that happens to fit strain level binning in 109 

our datasets, we tested VAMB’s performance at the species and genus levels. We repeated the 110 

benchmark, counting the number of genomes reconstructed that was precise and complete on a 111 

species- and genus-level instead of strain-level. Even when not requiring resolution at the strain 112 

level, VAMB on average reconstructed 15% more species and 13% more genera than the second 113 

best binner, MetaBAT2, which outperformed VAMB on only the CAMI2 Skin dataset at species 114 

level, and the CAMI2 Skin and Urogenital datasets at genus level. (Supplementary Figure 5, 115 

Supplementary Table 2-3).  116 

 117 

To test our hypothesis that the performance of VAMB stemmed in part from the VAE integrating 118 

information from both co-abundance and k-mer composition, we compared the number of complete 119 

CHAPTER 2. PAPER 1 38



 6 

and precise bins produced by clustering the raw co-abundance data, raw k-mer composition, or both 120 

raw datasets concatenated. Further, we compared these to the bins produced by clustering the VAE 121 

latent spaces of the three combinations. For five of the six datasets, clustering the concatenation did 122 

not yield better results than the abundance or k-mer composition. However, for all datasets, the 123 

encoding of the concatenation gave the best results of all six input combinations, yielding 37% and 124 

76% more near complete genomes for our two validation datasets (see Methods) compared to the 125 

second-best combinations (Figure 2). Integrating the two data types with the VAE therefore results 126 

in a latent representation that is more informative than either of the inputs alone, and more 127 

amenable to clustering than the simple concatenation of the two data types. To test the importance 128 

of the probabilistic VAE encodings in VAMB, we tested a version of VAMB with the VAE 129 

replaced by a deterministic autoencoder (AE). Here we found worse performance (Supplementary 130 

Figure 6) for five of the six datasets, with the number of precise and complete genomes from our 131 

two validation datasets dropping 31% and 29%, respectively. We visualized the input space and the 132 

latent encodings using either a VAE or an AE of 10 randomly picked strains from the CAMI2 Skin 133 

validation dataset using PCA and UMAP (Supplementary Figures 7, 8). In line with our hypothesis 134 

and a previous study using VAE to enhance clustering22, the VAE encoding appeared better with 135 

genomes more clearly separated than for the AE encoding. 136 

 137 

Single-sample binning workflows are popular because they are trivial to parallelize and inherently 138 

prevents inter-sample chimeras. We therefore tested VAMBs performance on single samples of the 139 

CAMI datasets compared to MetaBAT2 and MaxBin. While VAMB reconstructed the most 140 

genomes on average (Supplementary Figure 9), the differences were not significant (p > 0.05, 141 

Wilcoxon signed rank test, two-tailed) since there was a large variance between the different 142 

samples.  143 
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VAMB avoids inter-sample chimeras by using a workflow where each sample is assembled 144 

individually, clustered together leveraging co-abundance, and the clusters of sequences are then 145 

split by their sample of origin to sample-wise pure bins (Supplementary Figure 3). With this “multi-146 

split” approach, we both preserve strain-level variation between samples and exploit co-abundance 147 

information. For example, two sample-specific strains of Lactococcus garvieae in the CAMI2 Oral 148 

dataset were clustered together by VAMB but were recovered as pure strains after splitting 149 

(Supplementary Figure 10).  150 

 151 

We compared the performance of the single sample and the multi-split approach on our datasets. 152 

Here, we found for all datasets that multi-split was superior, as the number of recovered near 153 

complete genomes rose from 1 to 27 for the MetaHIT dataset (2,600%) and increased with 17–81% 154 

for the five CAMI2 datasets (Supplementary Figure 11). Importantly, using the multi-split strategy 155 

was statistically significantly better when measured across all datasets for as few as 6 samples 156 

(Wilcoxon signed rank test, two-tailed), Supplementary Data 1, Supplementary Table 4). It is 157 

possible the gain of multi-splitting simply comes from the splitting process producing smaller 158 

clusters, thereby correcting a potential over-clustering bias in VAMB. To test this, we benchmarked 159 

after discarding all bins with fewer than 5 contigs. If the gain from multi-splitting was due to 160 

reconstruction of strains with only a few contigs, the gain should disappear. Surprisingly, the gain 161 

from multi-split was even more pronounced (77-221%, Supplementary Figure 12), indicating that 162 

the advantage of multi-split does not come from the correction of a potential bad clustering 163 

precision–recall tradeoff by VAMB. We also compared multi-split to using multiple samples 164 

without splitting and found multi-split to greatly increase the number of precise and complete 165 

strain-level genomes reconstructed, even for other binners than VAMB (Supplementary Figure 13). 166 

As most metagenomics studies compare multiple samples of similar microbial communities with 167 

CHAPTER 2. PAPER 1 40



 8 

highly fragmented genomes, we expect much higher quality genomes can be recovered by using the 168 

multi-split approach. 169 

 170 

We have shown that single-sample binning workflows to give inferior results. These workflows, 171 

however, have the advantage of being inherently parallel, allowing the binning of big datasets as 172 

has been done in previous work12–14. To test the scalability of VAMB, we ran it on the entire 173 

benchmark dataset of Almeida and co-workers14 consisting of 1,000 randomly selected gut 174 

microbiome samples and a total of 5.9 million contigs above 2kbp in length. We used a single 175 

graphical processing unit (GPU) to run the encoding and clustering in approximately 67 hours, and 176 

39 hours, respectively (Supplementary Table 5). To compare the quality of the resulting bins to 177 

those obtained by Almeida et al. using MetaBAT2, we likewise used CheckM23 and counted the 178 

number of near-complete (NC) bins. Using VAMB, we got 4,525 NC bins compared to the 3,467 of 179 

MetaBAT2, an increase of 1,058 NC bins (30%). Because of the high number of samples, we 180 

emphasized co-abundance over k-mer composition by changing VAMB’s parameter alpha from the 181 

default to 0.01. However, even with default parameters, 4,266 NC bins were reconstructed, 23% 182 

more than MetaBAT2. Because VAMB’s multi-split leads to sample-wise pure bins, we compared 183 

the number of NC bins VAMB created for each sample compared to MetaBAT2 and found that 184 

VAMB created significantly more (Wilcoxon signed-rank test, two-tailed), p = 1.7E-30, 185 

Supplementary Figure 14). Importantly, while VAMB is clearly better than MetaBAT2 here, 186 

Almeida et al. found no difference in performance between using MetaBAT2 in single-sample 187 

mode, in multi-sample co-assembly mode, or using the information from three different binners 188 

(MetaBAT2, MetaBAT1 and MaxBin2) combined with MetaWRAP24. We believe that the sample-189 

wise purity and high quality of VAMBs bins, even on large datasets, shows that our multi-split 190 

approach is better than single-sample approaches. 191 
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 192 

Another advantage of the multi-split approach is that clusters can contain multiple bins, informing 193 

that those bins likely are closely related. To test the phylogenetic consistency of clusters, we used 194 

40 bacterial marker genes from all 4,525 NC bins to create a phylogeny of them (Figure 3a). Here 195 

we found that 79.5% of clusters split to multiple bins were monophyletic, for 97.3% of bins from 196 

the same cluster, all leaves were extremely close (branch distance < 0.02, ≈99% amino acid 197 

identity) to the cluster’s central leaf, and close (branch distance < 0.1) in all but 2 of the 4,525 bins. 198 

Furthermore, for 60 of the 98 multi-bin clusters that were not monophyletic, all descendants of its 199 

most recent common ancestor were assigned to the same species when using majority vote of 200 

BLAST hits against NCBI’s nt database (Supplementary Data 2). This implies that bins split from 201 

the same cluster are very closely related, and in most cases strains of the same species. Zooming in 202 

on microdiversity, we analysed the largest cluster, cluster 93694. This cluster contained 137 NC, 203 

192 medium quality (MQ) and 99 low quality (LQ) bins, see Methods for definitions of MQ and 204 

LQ. We annotated these using standard alignment based methods and found high taxonomic 205 

consistency, as on average 88% of all contigs in each of the 428 bins were assigned as B. vulgatus 206 

and less than 5% of contigs in bins were assigned to another Bacteroides species. These bins 207 

therefore represent 329 (NC and MQ) different individually de novo reconstructed B. vulgatus 208 

genomes in 329 human gut microbiomes.  209 

 210 

We further used nucleotide alignments of 99 core protein families identified across the bins to 211 

reconstruct a detailed phylogeny of all bins in cluster 93694 larger than 3 Mbp (n=247). This 212 

phylogeny therefore represents the phylogenetic diversity of 247 B. vulgatus strains of the human 213 

microbiome (Figure 3B, Supplementary Figure 15). We could validate this phylogeny by 214 

considering whether samples originating from multiple sequencing runs of the same stool sample 215 
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were placed together in the tree. We found this to be the case for 19 of 21 of the stool samples 216 

(Figure 3B). When comparing the phylogenetic placement of the sample-wise B. vulgatus strains to 217 

the recorded metadata, we found the phylogenetic placement to be significantly associated 218 

(PERMANOVA, p < 0.001, R2 = 0.30, F = 2.7, DF = 35) with the study from which the samples 219 

were selected. Similarly, the phylogenetic placements were significantly associated with the 220 

geographical location of the sample (PERMANOVA, p < 0.001, F = 6.2, DF = 2), however only 221 

with a small effect (R2 = 0.04). For instance, European and North American samples did not cluster 222 

exclusively, and Asian B. vulgatus strains were interspersed in the entire tree. To investigate 223 

whether this trend was the case for other members of the human gut microbiome, we reconstructed 224 

the phylogeny based on 65 core protein families of five NC clusters that were assigned to 225 

Akkermansia muciniphila based on majority voting of BLAST hits of genes to reference genomes 226 

(Figure 3C). Here we included two clusters that were clearly assigned to A. muciniphila as well as 227 

three others that were assigned to A. muciniphila, but with only a few hits. Again, we found no 228 

association between geographical location and phylogenetic placement (PERMANOVA, p = 0.71, 229 

F = 0.49, DF = 2). However, the five clusters formed distinct clades with the two well annotated A. 230 

muciniphila clusters (68920, n=17 and 78261, n=48) separating out together. Despite the mean 231 

nucleotide identity of between-cluster sequence pairs in these two clusters being 98.3%, both 232 

clusters were monophyletic except for one leaf. This shows that VAMB can correctly group 233 

organisms at a fine taxonomic level, and thereby discover potential new clades, as is the case for the 234 

three other potential Akkermansia represented by the monophyletic clusters 416, 974 and 13246. 235 

 236 

Here, we provide the first attempt at combining metagenomics binning with unsupervised deep 237 

learning and show improvements compared to state-of-the-art methods across datasets of different 238 

types and sizes. We show the superior performance of VAMB is achieved in part by the VAE 239 
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selectively encoding phylogenetic signal over noise, easing the clustering process. Additionally, we 240 

show that the VAE automatically learns how to integrate two distinct data types, here co-abundance 241 

and k-mer composition, and that the resulting latent representation clusters better than either of the 242 

inputs. This is in principle not limited to only two input data types and it is possible to add 243 

additional data as input to the VAE. Using VAEs for clustering sequences into distinct genomes is 244 

somewhat analogous to clustering single-cell RNA data to distinct cell populations, as has been 245 

done previously25. Here more complex models such as e.g. Gaussian Mixture VAEs (GM-VAE), 246 

where the clusters are an output of the model itself, has been applied26,27. However, when the 247 

number of clusters for the GM-VAE reaches hundreds or thousands, the typical number of genomes 248 

in a microbial community, this approach becomes computationally infeasible. In contrast, we 249 

designed our method to be feasible for standard users and could process the 6 smaller datasets in 250 

less than 4 hours and 1 GB RAM each, and could process the Almeida dataset using one GPU, 29 251 

GB RAM and less than 5 days. Furthermore, our method is able to produce strain-resolved 252 

taxonomic genome bins across samples. This is important, because it automatically groups 253 

members of the same organism across all samples in the dataset which allows high resolution strain 254 

taxonomic profiling. Additionally, we show that for at least the two species we investigated, 255 

geography is not strongly associated with the presence of particular strains. This finding is in 256 

contrast to other studies showing clear association between geography and community structure 257 

(i.e. the presence and abundance of particular species in a community)13,28–30. High resolution 258 

taxonomic profiling of strains and their associated metabolic capabilities could be important for 259 

determination of strain persistence during e.g. fecal microbiome transplantation or for designing 260 

strains of medical importance31. For instance, A. muciniphila has been negatively correlated with 261 

metabolic diseases and recently shown in a clinical trial to improve metabolic health with regard to 262 

liver dysfunction and inflammation32. The phylogenetic profile of such strains could be important 263 
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determinants of strain persistence, inflammation and tolerance33,34. Finally, we believe that the 264 

importance of our findings is not limited to the field of microbiome and metagenomics, as data 265 

integration is a central process in many fields of life science research. Future discoveries within 266 

precision medicine will be greatly enhanced by data integration across several omics datasets as 267 

well as clinical information. To achieve this, deep learning methods, such as VAEs or other models, 268 

are promising approaches. 269 

 270 

  271 

Online Methods 272 

 273 

Overview of VAMB 274 

The input to the VAMB pipeline is 1) a catalogue of metagenomic sequences to be binned and 2) 275 

their abundances. The VAMB pipeline consists of three major steps (Supplementary Figure 1). 276 

First, for each sequence in the catalogue, the per-sequence Tetra-Nucleotide Frequencies (TNF) for 277 

all possible canonical 4-mers are calculated and the abundance of each sequence is estimated based 278 

on read mappings. In the second step, these tables are concatenated and used to train a VAE tabula 279 

rasa (Supplementary Figure 2). After training, the DNA sequences and co-abundance information 280 

of the sequence catalogue are encoded to the mean of their latent distributions. This latent 281 

representation is then clustered through an online iterative medoid clustering algorithm that 282 

dynamically estimates clustering threshold in cosine distance space. VAMB can be run in three 283 

different workflows: Single sample approach where each sample is binned independently, a multi-284 

sample approach on a co-assembly or a multi-split approach (Supplementary Figure 3). For the 285 

single-sample approach normalized abundances are used whereas inter-sample abundance-ratios 286 
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(co-abundance) are used for the multi-sample approaches. Finally, in the multi-split approach each 287 

cluster is split into sample-specific bins of the particular organism. 288 

 289 

Computation of abundance and tetranucleotide frequencies 290 

For each sequence, the frequencies of each 4-mer not containing ambiguous bases were calculated 291 

to obtain TNFs. Because the coding strand was unknown, the TNFs were grouped with their reverse 292 

complement, resulting in 136 canonical TNFs. Thus, for n sequences, the output was a n × 136 293 

table. To determine abundance, we counted the number of individual reads mapped to each 294 

sequence. If a read was mapped to N sequences, it counted 1/N towards each. The read counts were 295 

normalized by sequence length and total number of mapped reads, such that abundance was given 296 

in reads per kilobase sequence per million mapped reads (RPKM). With s samples and n sequences, 297 

the abundance output was a n × s table. Abundance values were normalized across samples to sum 298 

to one in order to mimic a probability distribution that was reconstructed from the final VAE by 299 

applying softmax to the abundance output neurons. Finally, TNFs was normalized by z-scaling each 300 

tetranucleotide across the sequences in order to increase the relative inter-sequence variance. 301 

  302 

Architecture of the variational autoencoder 303 

Each sequence was input to the VAE as an abundance vector Ain of length s and a TNF vector Tin of 304 

length 136 (see also Supplementary Figure 2). These were concatenated to a vector of length s + 305 

136, before being passed through the hidden encoding layers consisting of two fully-connected 306 

layers, each using batch normalization35 and dropout36 (p = 0.2). The output of the last layer was 307 

passed to two different fully connected layers of length NL, termed the µ and the σ layer. The latent 308 

layer, l is a vector of length NL obtained by sampling the Gaussian distribution: li ~ N(µi, σi) for 309 

each neuron i = 1..NL. The sampled latent representation was then passed through the hidden 310 
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decoding layers, identical in size to the hidden encoding layers, except arranged in reversed order. 311 

Finally, the last hidden decoding layer was connected to a s + 136 fully connected layer, which was 312 

split into two output vectors Aout and Tout of length s and 136, respectively. After training, the input 313 

sequences were encoded by passing it through the VAE and extracting the values of the µ layer. 314 

The VAE models were trained using the Adam optimizer37 and using one Monte Carlo sample of 315 

the Gaussian latent representation. The VAE was implemented using PyTorch38 (v.1.2.0) and when 316 

using a GPU running CUDA (v.9.0.176). 317 

  318 

Loss function 319 

When training the VAE with s samples and NL hidden neurons, the failure to reconstruct the input 320 

was penalized by the reconstruction error, consisting of an abundance error (Eab) and a TNF error 321 

(ETNF), defined as 322 

𝐸"# =%ln(𝐴*+, + 1001) 𝐴34 ,							𝐸789 =%(𝑇𝑁𝐹*+, − 𝑇𝑁𝐹34)> 323 

i.e. using cross entropy (CE) and sum of squared errors (SSE), respectively. When running on a 324 

single sample, Eab was defined using SSE, as CE on a single normalized value trivially is zero. To 325 

regularize the model, the distribution given by the µ and σ layers was constrained by a prior N(0,I) 326 

by penalizing the deviance from this distribution with the Kullback-Leibler divergence 327 

𝐷@A(𝑙𝑎𝑡𝑒𝑛𝑡|𝑝𝑟𝑖𝑜𝑟) = 	−%
1
2 (1 + ln

(𝜎) − 𝜇> − 𝜎) 328 

Finally, the combined model loss was then: 329 

𝐿 = 	𝑤"#𝐸"# + 𝐸789𝐸789 + 𝑤@AQ𝐷@A 330 

where the weighting terms are defined as wab = (1 – α) ln(s)-1, wTNF = α/136 and wKLD = (NLβ)-1. The 331 

parameters α and β were set to 0.15 and 200, respectively. For values of loss, Eab, ETNF and DKL for 332 

the six benchmark datasets, see Supplementary Figure 16. 333 

47 CHAPTER 2. PAPER 1



 15 

 334 

Clustering  335 

Clustering of the latent space was done using a novel iterative medoid clustering algorithm inspired 336 

by Nielsen et al4 based on cosine distances between encodings. In our clustering algorithm, an 337 

arbitrary sequence is proposed as the medoid of a cluster. Nearby sequences are proposed as 338 

medoids and accepted if the distances to its closest neighbors are smaller. When the medoid settles, 339 

it is proposed as the seed of a cluster. The distribution of distances to all other sequences is 340 

checked, and if the distribution consists of a small group of close sequences separated from the rest 341 

according to certain criteria, the close sequences are removed as a cluster. If not, a new medoid is 342 

proposed until all sequences have been clustered out. The algorithm keeps track of how many 343 

medoids were accepted as a cluster center and relaxes its criteria if too few medoids are being 344 

accepted. The method was implemented for both CPU and GPU usage. For a complete description 345 

of the algorithm, see the VAMB software documentation. 346 

 347 

Benchmarking datasets 348 

We used four training and two holdout datasets. One training dataset was the MetaHIT “error-free” 349 

dataset (n=264) originally created by Kang and co-workers8. The other three were datasets from the 350 

Critical Assessment of Metagenome Interpretation (CAMI)39, where we used the sample-specific 351 

assemblies from three of the five CAMI2 “toy” human short-read datasets: CAMI2 Airways (n=10), 352 

CAMI2 Oral (n=10) and CAMI2 Urogenital (n=9). Our holdout datasets were the other two, 353 

CAMI2 Skin (n=10) and CAMI2 Gastrointestinal (n=10). We originally also tested VAMB on the 354 

CAMI High dataset (n=5), but due to an unrealistic contig size distribution (Supplementary Figure 355 

17) influencing both abundance and TNF estimates, we discarded the dataset. See Supplementary 356 

Table 6 for an overview of the datasets. For all datasets we only used contigs longer than 2,000 bp 357 

CHAPTER 2. PAPER 1 48



 16 

as input to VAMB. For the MetaHIT error-free dataset we used the abundance table supplied from 358 

Kang and co-workers (originally created using jgi_summarize_bam_contig_depths script from 359 

MetaBAT2) and the contigs as input to VAMB with default parameters. For each of the CAMI2 360 

datasets we aligned the synthetic short paired end reads from each sample using bwa-mem 361 

(v.0.7.15) to the concatenation of per-sample contigs from the particular dataset. Hereafter, BAM-362 

files were input to VAMB together with the contig sequences and run using default parameters and 363 

with bin-splitting enabled. 364 

  365 

Benchmarking and hyperparameter search 366 

When benchmarking a set of bins against a set of genomes, we matched each bin with each genome 367 

and defined the number of nucleotides in the genome covered by any contig from the bin as true 368 

positives. The total number of covered nucleotides of other genomes from contigs in that bin was 369 

the false positives, and number of nucleotides in the genome that were covered by any contig in the 370 

dataset, but not any contig in the bin was the false negatives. A genome was considered recovered 371 

at a particular recall/precision threshold pair if any bin matched with the genome reached or 372 

exceeded that precision and recall thresholds. When comparing the performance of VAMB with 373 

other binners, we used Canopy from the original published version in 2014 and ran it with default 374 

parameters. MetaBAT2 (v.2.10.2)11 was run with default parameters, except setting --375 

minClsSize=1, in order for it to not discard small but accurate bins. MaxBin (v.2.2.4)9 was run with 376 

default parameters. For all runs we used default parameters of VAMB as determined in the 377 

hyperparameter searches. To identify the best hyperparameters of the VAE, we developed the VAE 378 

using four training datasets (MetaHIT, CAMI2 Oral, CAMI2 Airways and CAMI2 Urogenital), and 379 

used two other datasets (CAMI2 Skin and CAMI2 Gastrointestinal) as held out test sets. We first 380 

varied each hyperparameter while keeping the other fixed and assessed the resulting bins. In the 381 
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second round of optimization, we tested various hyperparameter combinations to pick the final, best 382 

performing, values (Supplementary Figures 18-21, Supplementary Data 3). For single-sample 383 

analyses we used 256 neurons in 2 hidden layers with 32 latent neurons, no dropout, mini batch size 384 

of 64 and doubling after 25, 75, 150 and 300 epochs to a final of 1024, a learning rate of 10-3 and 385 

trained for 500 epochs. For the multi-sample approaches we similarly used default parameters 386 

which were 512 neurons in 2 hidden layers with 32 latent neurons, 0.2 dropout, mini batch-size of 387 

64 that doubled after 25, 75, 150 and 300 epochs to a final of 1024, a learning rate of 10-3 and 388 

trained for 500 epochs. For the effect of number of epochs, see Supplementary Figure 22.  389 

 390 

Calculation of dataset entropy and genome difficulty 391 

We determined entropy of the datasets by calculating Shannon diversity (SD) of individual samples 392 

in each of the CAMI2 datasets. Here SD was calculated based on the number of contigs per strain in 393 

a sample. We defined the entropy of a dataset as the mean SD across all its samples. MetaHIT was 394 

excluded because no per sample annotation was available (co-assembly data). Genome difficulty 395 

was determined as the minimum number of contigs needed to reconstruct the genome at 90% 396 

recall.  397 

 398 

Binning a large dataset of the human gut microbiome 399 

We obtained de novo assemblies of 1,000 human gut microbiome samples from Almeida et al.14. 400 

These samples had been randomly selected across datasets in the European Nucleotide Archive 401 

(ENA) and we obtained the exact assemblies that were used in the particular work. The assemblies 402 

had been created using SPAdes (v.3.10.0) with the --meta flag. Similar to their approach we only 403 

used contigs larger than 2,000 bp and only accepted bins with a size of 200 kbp or more. We 404 

downloaded the reads from each sample from ENA and verified that we had the exact same amount 405 
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of reads as reported for each sample in Almeida et al. Hereafter we used Minimap2 (v.2.15r905)40 406 

to map reads from each sample to the pooled set of contigs from all samples and sorted the 407 

alignments using samtools (v.1.7)41. Then we calculated abundances of each sample with 408 

jgi_summarize_bam_contig_depths from MetaBAT2 (v.2.10.2)11 and combined the abundance 409 

information to one file. This abundance information was used as input to VAMB together with the 410 

combined fasta of the contigs and ran with default settings except setting starting mini batch to 256, 411 

number of epochs to 750. Additionally, because of the many samples, we set alpha to 0.01 to 412 

emphasize the co-abundance information compared to TNF. Training and clustering were done on a 413 

NVIDIA Tesla K40c GPU. We used CheckM (v.1.0.18) 23 to estimate completeness and 414 

contamination of each bin and compared to the results of Almeida et al., (Supplementary Data 4). 415 

For comparison we used the definition of near complete (NC) bins from their work as >0.9 416 

completeness and <0.05 contamination, medium quality (MQ) as >0.5 completeness, <0.1 417 

contamination, and we defined low-quality (LQ) bins as bins not passing NC or MQ criteria. 418 

Annotation of cluster 93694 was done using ncbi-blastn (v.2.8.1)42 against the non-redundant 419 

nucleotide database (nt) and filtered for 99% identity and 1,000 nt alignment length. Abundance of 420 

each cluster was determined from the jgi_summarize_bam_contig_depths calculated above from the 421 

alignments. First the weighted average was determined for each bin in a cluster weighting the read 422 

abundance with contig lengths. Hereafter, the abundance of the clusters was determined as the sum 423 

of each bin in the particular cluster. The abundance matrix, CheckM results and bins in fasta for all 424 

clusters are available for download (see data availability). 425 

 426 

Phylogeny 427 

For the provisional taxonomic assignment of Almeida dataset clusters, contigs were aligned with 428 

ncbi-blastn (v. 2.8.1) against non-redundant nt_v5, retaining for each contig the best hit with > 90% 429 
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nucleotide identity over 500 nucleotides. Hits to sequences from unknown species were discarded. 430 

For clusters with 5 hits or more, the cluster was assigned the species with most hits. 431 

For the tree of cluster 93694 (B. vulgatus) as well as clusters 416, 974, 13246, 68920, 78261 (A. 432 

muciniphila) we ran Prodigal (v.2.6.3)43 to infer genes, then InterProScan (v.5.36)44 on the genes to 433 

annotate protein domains. Nucleotide genes predicted by Prodigal were clustered using CD-HIT-434 

EST (v.4.8.1)45 with 80% nt identity over 80% of sequence length. Genes with the same annotated 435 

protein domains in same order clustered together were considered orthologous, and the core 436 

genome calculated for that. For cluster 93694, we chose genes present in 225 bins or more - for the 437 

others, we took genes present in all bins. Multiple alignment for each gene was done using 438 

MUSCLE (v.3.8.31)46. Finally, RAxML (v.8.2.11)47 was used with the GTRGAMMA model and 439 

one partition per codon position per gene to build the tree. For the marker gene tree, we 440 

concatenated the core gene amino acid alignments created by CheckM and ran RAxML with the 441 

PROTGAMMAAUTO model and one partition per gene. Trees were visualized using ITOL 442 

(v.5.2)48. Association between the phylogenetic placement and metadata (location and study) was 443 

done for the subset of samples with B. vulgatus bins (n=247) using PERMANOVA implemented in 444 

the R-package vegan (v.2.5-6)49 using the function adonis2. Leaf distances were extracted from the 445 

phylogenetic tree using the R-package ape (v.5.3)50 with the function ‘cophenetic.phylo’ and the 446 

model used for adonis2 was ‘d ~ Location + Study’ where d is the phylogenetic distance, Location 447 

is Asia (n=27), North America (n=107) and Europe (n=113), and Study given in Supplementary 448 

Table 1 from Almeida et al.  449 
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Figure legends 588 

 589 

Figure 1. Performance of VAMB. a) Number of distinct, near-complete (NC) strains recovered 590 

from the 6 benchmark datasets for VAMB (blue), MetaBAT2 (orange), MaxBin2.0 (green) and 591 

Canopy (red). b) Number of NC strains recovered by VAMB relative to MetaBAT2 as a function of 592 

mean sample entropy per dataset. Sample entropy was calculated as the Shannon entropy with each 593 

contig an observation and each strain a class and used as a proxy for dataset complexity.  594 

 595 
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Figure 2. Performance of clustering different inputs. VAMB can effectively integrate co-596 

abundance and k-mer information (blue solid lines) to a clusterable representation that yields more 597 

reconstructed genomes than any other combination of the data or using the raw compared to the 598 

encoded data. a) MetaHIT dataset, b) CAMI2 Oral dataset, c) CAMI2 Airways dataset, d) CAMI2 599 

Skin dataset, e) CAMI2 Urogenital dataset, f) CAMI2 Gastrointestinal dataset. Red: k-mer 600 

frequency, orange: co-abundance, blue: concatenation of k-mer and co-abundance. Dashed lines: 601 

Raw data input, solid lines: Latent representation from the Variational Autoencoder in VAMB. Y-602 

axis: The number of distinct strains recovered at precision > 0.95, x-axis: Increasing recall threshold 603 

of the genomes. The co-abundance only run for the MetaHIT dataset could not be encoded due to a 604 

numerical instability of the Variational Autoencoder that only took co-abundance as input. 605 

 606 

Figure 3. Phylogeny of bins across 1000 human gut microbiome samples. a) Amino-acid level 607 

bacterial marker gene maximum likelihood tree for all 4,525 near-complete bins. Despite VAMB 608 

having no phylogenetic information, by far most bins are monophyletic and misplaced bins are 609 

generally very similar to the neighboring clades. Green: leaf is in a monophyletic or extremely 610 

closely related bin (branch distance < 0.02, approx. 99% aa identity), white: leaf is in a bin with one 611 

or more outliers, red: leaf is an outlier with a branch distance of 0.02 or more from the medoid of 612 

the bin. b) Maximum likelihood phylogenetic tree based on core gene families for Cluster 93694 613 

containing 247 bins of Bacteroides vulgatus larger than 3 Mbp. Rings from inner to outer: 1: Paired 614 

samples are monophyletic (green), non-monophyletic (red), 2: Age group, infant (beige) or 615 

adolescent/adult (blue), 3: Individual used antibiotics (pink) or not (green), 4: Individual has a 616 

disease (green) or healthy (red), 5: Sample study of origin (multiple colors), 6: Geographical origin: 617 

Europe (orange), Asia/Oceania (turquoise), Americas (teal). White (no color) indicates missing 618 

data. c) Maximum likelihood phylogenetic tree based on core gene families for bins larger than 2.5 619 
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Mbp from clusters annotated to Akkermansia muciniphila. Rings from inner to outer: 1: Cluster of 620 

origin, cluster 416 (green, n=21), cluster 974 (turquoise, n=2), cluster 13246 (light green, n=1), 621 

cluster 78261 (grey, n=48), cluster 68920 (brown, n=17), 2: Geographical origin, Europe (orange), 622 

Asia/Oceania (turquoise), Americas (teal), 3: Fraction of annotated genes in cluster annotated to A. 623 

muciniphila, from darkest to lightest: 66%, 33%, 25% <1%. White (no color) indicates missing 624 

data. 625 
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2.1 Further discussion

The limited length of journal articles is convenient for the reader, but less so
for the writer. We had to cut several points regarding Vamb from our paper
in the interest of brevity. Fortunately, in this thesis, I have no such constrains,
and so will expound to my heart contend.

2.1.1 What makes a good binner?

During the development of Vamb, the single hardest issue to grapple with has
been how to measure how well a set of contigs have been binned. Having
a sensible answer to this question is hugely consequential when developing a
binning tool. It should be obvious that without knowing what constitute a
good set of bins, making and optimizing a good binner is impossible. But it
is not sufficient to have an answer to this question. If people who develops
binning tools choose very different metrics, they may each produce a tool that
is superior by their own metric only. In that case, it would be almost impossible
to compare tools developed by different researchers, and so it would be difficult
to tell if the field of metagenomic binning was even making progress.

We decided early on to benchmark our method with synthetic benchmark
datasets rather than real datasets. The advantage of synthetic datasets is that
the source of each contig is known beforehand. This means that the correctness
of a binning can be directly calculated relative to the known truth rather than
relative to annotation of a tool such as CheckM[67]. The disadvantage is that
synthetic datasets may lack some qualities of real datasets, such that a binner
performing well may not work so well on real data.

The decision then comes down to whether one believes that the differences
between synthetic and real datasets causes more or less bias in our models than
the difference between actual genome identity and annotation. I can’t prove
this in any way1, but it seems clear to me that the problem of creating realistic
synthetic datasets is much easier than inferring correctness of bins.

However, even with a known ground truth it is not clear how to compare two
proposed binnings to decide which is best. Consider the following choices:

1Consider the annoying catch-22: The accuracy of synthetic datasets can only be mea-
sured by comparing them to biological datasets annotated with annotator tools, and the
accuracy of annotation tools can only be estimated by applying them to synthetic datasets.
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1. Is it better to strive for complete genomes with more contamination or
pure genomes that are less complete?

2. Is it better to output low quality bins, leading to a more complete binning,
but where many of the bins can’t be trusted, or to not output them
leading to fewer high quality bins?

3. How different should the source genome of two contigs be before the
genome is ”a different genome”? Bacterial genotypes are fluent and do
not naturally separate into well-defined species or strains. Is it contami-
nation if two contigs from different strains of the same species are binned
together?

4. Are non-genomic DNA such as plasmids, or transient genomic DNA such
as prophages part of the genome proper? Should we count it as an in-
complete bin if they are missing?

5. If binning multiple assemblies, a single genome may be present multiple
times. Is it important that all copies of a genome is present in the same
bin, or is it enough that at least one bin corresponding to the whole
genome is produced?

6. Suppose a genome G is split equally into three bins with the fragments
being the minority of the DNA in each of the three bins. Has the genome
been reconstructed at 0% completeness because none of the bins will be
assigned ”G” by majority vote, or is it rather at 33% in each bin?

7. Is it permitted to put a contig in multiple bins? If so, can a binner not
just resolve any possible ambiguity by outputting all likely bins?

Some of these dilemmas are generally faced when comparing two clusterings.
In this case, the adjusted Rand index[77] is often used, and we could resort
to that. Unfortunately, for other dilemmas, the reasonable choice depends on
the exact downstream analysis and tolerance to false negatives versus false
positives.

We are, of course, not alone in considering how to gauge a binning. The
Critical Assesment of Metagenomics Interpretation (CAMI)[83] is an attempt
to provide common ground where metagenomic tools can be compared. To
compare binnings, they use three criteria: Mean bin precision and recall based
on the most abundant genome in the bin, adjusted Rand index plotted against
the fraction of input base pairs assigned, and the number of recovered genomes
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at specific levels of precision and recall. We wanted a single measure so we could
not selectively pick and choose metrics depending on the situation. CAMI’s
first criteria is vulnerable to manipulation by outputting only the most cer-
tain bins. The second criteria is two-dimensional meaning that it’s not easy
to order two binnings, and it also punishes binning tools that produce many
bad bins, even if they are trivial to filter out. We therefore chose the last
criteria: The number of recovered genomes at specific levels of precision and
recall. We decided to follow the Genomic Standards Consortium ”Minimum
Information about a Metagenome-Assembled Genome”[14] standards, which is
≤ 0.05 contamination and ≥ 0.9 completion.

2.1.2 Understanding Vamb’s loss function

We did not have space to elaborate on Vamb’s loss function in our manuscript.
That is unfortunate, because understanding the loss function is central to un-
derstanding why Vamb’s VAE is able to cluster genomes accurately. As men-
tioned, Vamb’s VAE functions like an model that infers the source genome
likely to have generated input contigs. Accurate binning therefore depends on
nailing the likelihood model implicit in the VAE. In all honesty, we discovered
Vamb’s loss function empirically with little understanding of why it works.
Only later have we found out why is makes sense, and how it could still be
improved.

Recall from section 1.4.2 that VAEs are fitted only by maximizing ELBO(x),
and that the definition of ELBO was:

ELBO(x) = EE [log(p(x|z))]−DKL(E(x)||p(z)) (2.1)

How is this implemented in Vamb? In deep learning software, one has to define
a loss function which the network then minimizes. Hence, the job is to define a
loss function such that we believe that minimizing it is the same as maximizing
ELBO(x). In the code of Vamb, the loss function L for encoding data from S
samples to a latent space of N neurons is:



CHAPTER 2. PAPER 1 66

ET =
∑

(Ti − To)2

EA = −
∑

log(Do + 10−9)Di

DKL = −1

2

∑
1 + log(σ)− µ2 − σ

L =
α

136
ET +

1− α
log(S)

EA +
1

Nβ
DKL

(2.2)

DKL is most straight forward: The equation for it in equation 2.2 is the exact
definition of DKL(E(x)||p(z)) given in section 1.4.2. In the definition of L,
the sign of DKL is flipped relative to the definition of ELBO(x) because L
has to be minimized, whereas ELBO(x) has to be maximized. We have also
scaled DKL by 1

Nβ in L. The scaling with 1
N is simply to make its magnitude

independent of the number of dimensions of E(x) and the prior p(z). In the
VAE framework, our prior on z is N (0, I), which makes any latent encoding’s
log likelihood proportional to the number of dimensions. But we don’t care
about the dimensionality - it’s purely an implementation detail. The term β is
used to control the relative weight of the expected log-likelihood and the prior.
In other words, this controls how much we will allow the dataset to change our
beliefs about the prior. Increasing β is equivalent to relaxing our prior, except
easier to compute.

The real interesting part of the loss functions are the other terms, ET and EA.
Since we have already covered the DKL term of ELBO(x), you can probably
deduce that ET and EA are supposed to be the equivalent of EE [log(p(x|z))]
that is, the expected log-likelihood function of the reconstructed output given
the encoding. Again, we are flipping the sign to maximize ELBO by minimizing
the loss.

ET is supposed to be the negative log-likelihood of observing the TNF of a
given contig; Ti is the input (observed) TNF and To the output (reconstructed)
TNF of the VAE. By using a sum of square error, we are implicitly assuming
that each tetranucleotide’s frequency is distributed according to a Gaussian
distribution. We can show the equivalency thus2:

A Gaussian is defined as having the probability density function (PDF) of

N (x|µ, σ) =
1√
στ
e−(x−µ)

2/(2σ) (2.3)

2Thanks to Casper Kaae Sønderby for providing me with the proof.



67 CHAPTER 2. PAPER 1

Where τ = 2π. The log of that is:

log(N (x|µ, σ)) =
−log(στ)

2
− (x− µ)2

2σ
(2.4)

Remember, we are only trying to maximize the ELBO, which means maximiz-
ing the log-likelihood of the observed TNFs. So it doesn’t matter if we get the
absolute value of the log-likelihood correct, only the gradient. And because we
want to scale the loss from TNF versus abundance information with a scaling
parameter α, we scale the gradient, too. So in fact, the particular value of the
gradient does not matter either, it just has to be linearly dependent on the
log-likelihood.

Anyway, we assume the frequency of each tetranucleotide is Gaussian with a
fixed variance σ.3 Since σ is fixed, equation 2.4 is linearly dependent on on
(x − µ)2. Further, we assume independence between individual tetramers4,
which means the total negative log-likelihood is linearly dependent on the sum
of squared errors; hence the definition of ET

EA is the negative log-likelihood of the reconstructed abundance. The justi-
fication for the definition of EA is actually rather straightforward: Suppose
we transform the abundances of a contig so they reflect a probability distribu-
tion across the samples: ”When observing a read from this contig, what is the
probability of having the read come from sample S?”.

The definition of EA is the cross entropy of the output distribution Do

relative to the input Di. The small constant 10−9 is added for numerical
stability in the software5 and may be ignored in the theoretical discussion.
Di and Do are discrete probability distributions - there are only S samples, a
natural number. If a model’s estimated probability of an event across classes is
q and the empirical probability of these classes is p, the likelihood of the event
is proportional to ∏

i

qpii (2.5)

So the log-likelihood is proportional to

3This turns out to be not very accurate, more on that later.
4That’s a bad assumption, too. More on that later, too.
5Because log(0) is undefined. Theoretically, we would never assign exactly zero probabil-

ity to any sample (or any possible outcome, really), and our neural network is theoretically
designed to prevent this. But due to float rounding error, this may happen anyway.
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∑
i

pilog(qi) (2.6)

Which, disregarding the small constant, is the negative of EA. So minimizing
EA maximizes the log-likelihood of seeing the ”abundance distribution” Di.

The only thing left is to explain the scaling factors of ET and EA in L. α is a
parameter we can adjust to tune the relative importance of TNF likelihood and
abundance likelihood in our model. The factor 136 is included to convert the
sum of square errors to mean square error, as there is 136 individual canonical
tetranucleotides. log(S) is the maximal entropy of Di (or equivalently, Do),
which is how we expect the cross entropy to scale with the number of samples.
We scale with the inverse of this to make the loss function insensitive to the
number of samples.

Finally, α and β have been empirically estimated.

2.1.3 Understanding Vamb’s clustering algorithm

Binning is fundamentally a clustering problem, and Vamb includes its own,
home-made clustering algorithm. But why? Lots of work has been done on clus-
tering in the past, and there are tonnes of clustering algorithms out there[81].
Why didn’t we simply pick an existing algorithm instead of re-inventing the
wheel?

First, because of performance problems. Vamb needs an algorithm that can
scale to potentially millions of sequences, and we would prefer one that can
be accelerated with a graphical processing unit (GPU). Efficient clustering of
millions of data points is just not feasible for most clustering algorithms. The
exceptions I know of are mini-batch kmeans[82] and HDBSCAN[17]. However,
both come with drawbacks: To my knowledge, there are no available imple-
mentations that allows arbitrary distance metrics such as the cosine metric we
found to be best, see below. Clusters of Mini-batch kmeans often remarkably
poor. In tests, mini-batch kmeans consistently performed worse than the Vamb
clustering algorithm, see figure 2.1.
Even in a high-performance implementation[89], HDBSCAN is quite slow com-
pared to Vamb’s clustering. In a small test using the CAMI2 Oral dataset
containing ≈ 200000 contigs, HDBSCAN took 28.3 minutes to finish, whereas
Vamb’s clustering was approximately 20 times faster at 1.4 minutes. HDB-
SCAN performed better than mini-batch kmeans, but still worse than Vamb’s
clustering across all recall thresholds (data not shown).
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Figure 2.1. Number of precise (precision ≥ 0.95) genomes recon-
structed from Vamb’s latent space using Vamb’s clustering (blue
dots) and sklearn’s[73] mini-batch kmeans (orange dots). Data
has been L2-normalized for improvements.

Besides issues of performance, creating a new clustering algorithm allows us to
tailor-fit it to our problem of hand. For example, because VAEs tend to place
points in lobes of a ball shape around zero in the latent space6, we decided on
using cosine distance as our clustering metric. To empirically check that this
metric was suitable, we sampled hundreds of thousands of contigs from bench-
mark datasets and calculated the within-species and between-species distance
distributions. We calculated the overlap between the distributions, and in
these tests, cosine distance showed smaller overlaps than 1-norm (Manhattan),
2-norm (Euclidean) and Pearson distance. Our clustering algorithm, described

6This follows from the KLD loss which pushes points towards zero and from the recon-
struction which forces clusters to not overlap. I could find no hard reference for this, but see
[51] where they illustrate it in a 2-D latent space
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Figure 2.2. Visual illustration of Vamb clustering algorithm. See
text for details.

below, requires that distances are scaled to a fixed interval, which is the case
for Pearson and cosine distance, but not some other distance measures. There-
fore, we implemented both Pearson and cosine distance, and again found cosine
distance to perform the best (data not shown).

Step one: Finding the medoid
The Vamb clustering algorithm is a three step process. See figure 2.2: In
the first step, a random point is chosen to be the medoid (dark red point in
figure 2.2). All points within a small radius of 0.05 of a point is considered
its neighbors (blue dots, panel a). Vamb randomly samples points from the
medoid’s neighbors, and if any point has more neighbors than the medoid, it
is chosen as the new medoid (panel b). When Vamb has sampled 25 neighbors
in a row without changing medoid or tried all neighbors, the medoid is settled,
and the algorithm moves to step 2.

The purpose of step one is to find the center of a cluster. Our somewhat naive
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assumptions about the clusters are that they have increasing density towards
the centre. Therefore, by moving the medoid towards higher density, it will
eventually settle near the centre of a cluster.

Step two: Finding the cluster radius
Here, the distances from the medoid to all other points are calculated (panel c)
and a histogram of distances from the medoid is created (panel d). A heuristic
function checks if the histogram is composed of a “near” peak of close points
and a “far” peak of further points separated by a deep valley in the histogram
corresponding to a lack of points in intermediate distance from the medoid.
Whether the valley is deep is initially defined as the valley minimum being
smaller than 0.1 times the small peak’s maximum:

1. If a deep valley is found (point marked with r in panel d), the radius
is defined as the distance where the valley is at a minimum, and Vamb
proceeds to step 3.

2. If no deep valley was found, Vamb checks for how many recent medoids a
deep valley has been found. If fewer times than 15 of the last 200 settled
medoids, the definition of “deep” is relaxed by increasing it by 0.1. If
“deep” is already 0.6, Vamb will instead default to a radius of 0.09 and
proceed to step 3.

3. If no radius was found and Vamb did not default to 0.09, the medoid is
ignored, and Vamb goes back to step 1.

The idea here is that a good cluster is an area of high density surrounded by an
area of low density. Besides finding the radius of the cluster, the purpose of this
step is to determine whether the medoid chosen in step 1 is actually the centre
of a well-defined cluster. In experiments, I found that quite often, the medoid
settled on a point in the periphery of an otherwise good cluster. I was not able
tweak the parameters to consistently get a good medoid in step one. Therefore,
I decided to have an option for the algorithm to decide the medoid was bad and
try again. However, some clusters are just poorly defined and would never be
clustered out if they were always skipped. Hence, Vamb lowers its standards
over time as fewer and fewer clusters are deemed good. Hopefully the effect is
that only well-defined clusters are removed in the beginning when the criteria
are strict, such that poor clusters do not interfere with the clustering of good
clusters.
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Step three: Returning a cluster
In this final step, all points within the radius found in step 2 of the medoid
(panel e) are removed and returned as a cluster. Vamb goes back to step 1
unless all points have been removed (panel f).

For an even more detailed description of the algorithm including pseu-
docode, see the Vamb software documentation.

2.1.4 Vamb’s input normalization really matters

As mentioned in the previous section, the sum of squares reconstruction error
for TNF is correct if the frequencies of individual tetramers are independent
and Gaussian with a fixed variance. Is this true? Have a look at Figure 2.3,
left pane, which shows the frequencies of the 136 different canonical tetramer
frequencies.

That looks awful. They are clearly neither Gaussian, nor with a fixed
variance. However, if we scale each tetramer frequency to have zero mean and
unit variance (Figure 2.3, right pane), it might not look completely Gaussian,
but at least it looks more Gaussian, and the distributions are closer to having
the same variance.

Not only does this make our model fit the data better in theory. In practise,
this normalization is critical for Vamb to be able to accurately exploit the TNF
information.

Similar to TNF loss, equation 2.6 in section 2.1.2 only correctly describes the
log-likelihood of abundance if the abundance looks like a probability distribution.
It would simply not work with raw abundance measures. Instead, we must scale
it so all values lie between 0 and 1, and they sum to 1. This, too, is necessary
for Vamb to function.

2.1.5 Vamb probably does not create better clusters

I think our manuscript argues convincingly that Vamb creates better bins than
any other database-free binner we are aware of. However, it might not be clear
why that is. I would argue that, at least with the current implementation
of Vamb, the reason is not that Vamb creates superior clusters compared to
MetaBAT. Consider figure 2.4, also included in our supplementary material to
the paper. The blue bars represent the number of reconstructed genomes from
the raw, unsplit clusters, and the orange bars the number from our split bins.
Note that when comparing MetaBAT’s blue bars to Vamb’s blue, or orange to
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Figure 2.3. These plots show the distribution of frequencies of
each of the 136 canonical tetranucleotides. Left: Before so-called z-
score normalization of tetranucleotides. They look to follow some-
thing that looks like a Poisson distribution. That makes sense when
you think about tetramers as occuring with a low, fixed probability
in a DNA string. Hence the variance varies a lot. Right: Normal-
ized distribution of tetramers. Multiple tetramers are still nowhere
near Gaussian with unit variance, but it looks better this time.
The hockey stick lines are the scaled frequencies of rare tetramers.

orange, Vamb is only slightly better on some datasets, and only substantially
better on two of the five7 datasets.

It appears that the deciding factor in the observed superior performance of
Vamb is really the binsplitting, and not the VAE. We note in our manuscript
that binsplitting could be included in other binners like MetaBAT, too.

2.1.6 So why pick Vamb?

Even if we assume that all of the performance gains of Vamb comes from
binsplitting, which could be implemented for MetaBAT, I still think there are
multiple good reasons to choose Vamb:

7The MetaHiT dataset is omitted because it is co-assembled, so binsplitting is not pos-
sible.
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Figure 2.4. Binsplitting leads to markedly better performance on
strain level for both Vamb and MetaBAT. Notably, when MetaBAT
does binsplitting, Vamb only performs better on some datasets and
the improvement over MetaBAT is less impressive.

1. Practically, I don’t think I would be able to convince the MetaBAT au-
thors to add binsplitting to MetaBAT. If we had written an article simply
showing that binsplitting produces superior results, no-one would read
the article and our discovery would be forgotten. Even if people some-
how learned about binsplitting, it is an extra, manual post-processing
step in your binning workflow. Realistically, researchers would just not
do it, because it is inconvenient. So in practise, even if people could run
MetaBAT with binsplitting, they wouldn’t.

2. Vamb scales better than MetaBAT with large datasets. We demonstrate
this in our paper by binning 1000 samples and almost 6 million contigs in
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a single run. This is not feasible with any other binner, except perhaps
Canopy[60]. In the worst case, the lack of scalability means that people
resort to single-sample binning. If we were not sufficiently clear in our
manuscript: Single-sample binning is a bad idea and produces worse
results than multi-sample binning. Unfortunately, people keep doing it,
even in very high profile papers.[68, 6, 69]. This means that in practise,
better scalability leads to better workflows which creates better bins.

3. Vamb is modular and extensible. Its concrete implementation is not tied
to any particular generative model such as a VAE. If someone figures out
how to use Gaussian mixture VAEs or adversarial autoencoders, you can
plug it into the Vamb package directly. For example, Yu et al.[97] claims
that codon usage provides a signal not included in TNF. Vamb can be
easily modified to exploit codon usage in a manner than MetaBAT can’t.

2.1.7 Vamb does not overfit - on typical datasets

At a conference in fall 2018, I presented an early version of Vamb. At least
one colleague was deeply sceptical. His argument went like this: How is Vamb
not just another uncritical application of deep learning to a new domain? Deep
learning always overfits. Overfitting is detected and prevented using cross vali-
dation. But since Vamb is wholly unsupervised, cross validation is not possible
and overfitting inevitable.

To address this question, let’s first approach the underlying assumption: Deep
learning models always overfit. I would argue that this is not exactly right: All
models overfit when their degrees of freedom gets within the same magnitude
as the effective number of data points. The claim that deep learning always
overfits is usually true only because they tend to have a huge number of degrees
of freedom.

Let us assume that Vamb’s encoder and decoder have so many degrees of
freedom that they would overfit on any conceivable dataset.8 Even if that is
the case, the VAE as a whole is constrained by the regularization error. The
relative weight between reconstruction and regularization error determines its

8That’s probably true. Each have about 350 000 parameters with default settings. I
don’t know how much batch normalization impacts its degrees of freedom, though.
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Figure 2.5. Performance of Vamb according to our benchmark on
our six benchmark datasets as a function of the number of trained
epochs. By default, Vamb trains 500 epochs, but even when train-
ing 3 000 epochs, performance does not change significantly. Blue:
CAMI2 Urogenital, orange: CAMI2 Skin, green: CAMI2 Airways,
red: CAMI2 Oral, purple: Metahit, brown: CAMI2 Gastrointesti-
nal.

effective degrees of freedom. Given arbitrarily high regularization error, it is
literally impossible to overfit even a dataset of two contigs.9

More importantly, we have done experiments to determine the vulnerability of
Vamb to overfitting, see figure 2.5. It doesn’t overfit even after 3 000 epochs, 6
times as long as Vamb runs with default settings. In fact, given that binsplitting
improves bins so markedly (figure 2.4), Vamb probably clumps contigs together
too much, erring on the side of underfitting.

It is important to note that both the theoretical considerations and the
empirical measurements above only apply to fairly large datasets with, say, 100
000 contigs or more. For small datasets, the regularization error of the VAE
must be weighed relatively higher to reduce the network’s degrees of freedom

9Infinite regularization error means the encoder always produces the prior, and so the
decoder simply samples from the prior distribution which makes it impossible to distinguish
between contigs.
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correspondingly. This can be done by the -b option in the Vamb software,
which sets the β parameter, the weight between the reconstruction error and
regularization error, i.e. first and second term of equation 1.8.

Let’s be realistic though: No user would ever read the documentation of
Vamb carefully enough to begin tweaking β parameter of Vamb. We have not
run any tests to figure out how few contigs you would need for Vamb to begin
overfitting with default parameters. When choosing the default value of β, we
decided to err on the side of underfitting, even for our smallest dataset with
58 000 contigs.

Another potential worry is what I would call manual overfitting, also known as
researcher degrees of freedom. Vamb’s VAE contains a number of hyperparam-
eters, and Vamb’s clustering a set of parameters, too. When developing Vamb,
we often checked that every new approach we tried worked on real data. How
can we know that we did not unintentionally make choices that just happens
to work well on precisely the datasets we were testing on, but not on other
datasets? The effect of manual overfitting may appear subtle, but it can have
serious effects on the assesment of the accuracy of a model.[29]

In some sense, this is impossible to avoid. Of course we must test Vamb on some
data, and we must make assumptions about the structure of the input data,
assumptions we hardly can guarantee is true across all datasets. However, when
developing Vamb, we have made a real effort to keep one or more validation
datasets that we did not train hyperparameters with. Initially, we chose CAMI
High[83] as such a validation dataset. When it became clear we were over-
optimizing for the MetaHiT dataset in particular, we included CAMI High in
our training datasets and switched to CAMI Airways as validation datasets.
Later still, we included CAMI Airways in our training data and used CAMI
Skin and CAMI GI as validation datasets. In the results presented in our
paper, we have good performance on these two datasets as well as the Almeida
benchmark dataset[6], despite Vamb never having encountered these datasets
before.

2.1.8 Question and answers

Why pick a hybrid composition/co-abundance method?
With Vamb, there is no reason not to. Co-abundance and composition each
provide information useful for binning, so picking either instead of both leaves
good information on the table. The ususal problem is that the information is
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hard to integrate in an efficient manner. We are using a VAE, so we get the
information integration for free.

Why not include alignment to assist your binning?
We could assist binning by aligning to a database of known organisms and use
any hits to triangulate the phylogeny of input sequences, then bin closely re-
lated contigs together, as done by e.g. Kaiju[56]10 or MEGAN-LR.[36]. Align-
ment is much more sensitive than kmer composition or co-abundance, and
therefore has the potential for very high-resolution binning. Unknown organ-
isms, however, are not detectable using alignment based methods.

More importantly, because alignment-based method are orthogonal to co-
abundance and composition methods, they can act as independent quality con-
trol and bin refinement as done in [68]. I think reference free binning followed
by taxonomic quality control is the better workflow.

Why are the results in the Vamb paper so different from the ones
on bioRxiv?
In December 2018, we uploaded an earlier version of the Vamb manuscript to
bioRxiv[61]. If you read the manuscript, you will notice that the performance
bar plots between that version and the included version of the Vamb paper are
quite different. The difference is not only from changes to Vamb, but also from
changes to the way we benchmark the performance of Vamb.

Suppose you have a genome present in two samples that are assembled
individually, such that its complete genome is present twice in the contig set.
What, then, constitutes binning the genome with 100% recall? In the earlier
verison of Vamb, we said that all contigs of the genome must be in a bin to have
100% recall. In the current version, we simply say that 100% of the genome
must be covered with contigs from the bin. This is a more useful definition for
researchers.

The former definition gave Vamb an unfair advantage, because it pushed
the bar for a good recall unreasonably high, so other binners that made a more
reasonable recall/precision tradeoff were punished.

Why did you not include MetaWatt in your comparison to Vamb?
It’s the best binner according to CAMI
First and foremost, because MetaWatt[87] and Vamb are incomparable. Vamb
is reference free and MetaWatt isn’t. Hence, reference-based quality control
can be used to independently improve Vamb’s bins, but that information has
already been used to create MetaWatt’s. A fair comparison would compare

10Kaiju uses kmer lookup, not alignment, but the principle is the same.
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Figure 2.6. Cumulative size of all contigs in assembly (Y axis)
as a function of the minimum contig size included (X axis). A
typical metagenomic assembly appears similar to our metaSPAdes
assembly of CAMI High data (dashed line). The majority of the
assembly is in small contigs. In contrast, the provided CAMI as-
sembly (solid line) is far superior to any realistically achievable
metagenomic assembly.

quality-controlled Vamb bins with quality-controlled MetaWatt bins. I believe
the binning step and the quality control steps should be kept separate.

Second, I think the rankings of binners in the CAMI paper are suitable
for comparison only in very specific circumstances. Their results are based on
the ability to bin a ”gold standard” assembly, which is much higher quality
than what can be realistically obtained (see figure 2.6). This gives a relative
advantage to binners that deal poorly with noise, but do well on good data.
For example, compare the performance of MaxBin to MetaBAT in the CAMI
article[83] and in our Vamb paper.
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Introduction

In Proceedings of the ACM on Programming Languages 2019 vol 3, Shajii et
al. introduced Seq, a domain-specific language (DSL) for bioinformatics (Shajii
et al. 2019). The authors presented a series of benchmarking results in which
they claim the performance of Seq code is higher than equivalent code written in
other languages, including C++ and Julia. They claim that this performance is
due in part to domain-specific optimizations made in Seq which is not possible
to implement as a library in a high-level language like Julia (Bezanson et al.
2012), and which is troublesome to implement in a low-level language like C++.
As developers of BioJulia, a package ecosystem created with the explicit purpose
of achieving high performance bioinformatics in a dynamic, high-level general
purpose language (GPL)1, we disagree that it is impossible. In this article, we
first reproduce the findings of the Seq authors, analyse why they find the results
they do, and last demonstrate how the GPL of Julia is easily capable of matching
and even exceeding the performance of Seq in the very same benchmarks despite
Seq’s domain-specific optimizations.

Results

Why Seq was faster than BioJulia in benchmarks

In the Seq paper, the authors compare BioJulia and Seq using three bioinfor-
matic benchmark tasks on a large number of short (76 nt) DNA sequences:

1. ”16-mer”, where all 16 mers of the sequences as well as all palindromic
16-mers are counted,

2. ”CpG”, in which all occurences of CpG repeats in the sequences and well
as their minimum and maximum lengths is tabulated, and

1See https://biojulia.net/ for webpage.
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Figure 1: Fraction of time BioJulia benchmarking code was spending
doing various sub-tasks. IO = input/output, Sym = checking kmers for
symmetry, CpG = checking nucleotides for being CpG, Ind = indexing into
sequence to get nucleotides, RC = reverse complementing. The remaining time
to 1.0 is spent doing miscellaneous small tasks like adding integers together.

3. ”RC”, the task of outputting the input file with all sequences reverse-
complemented.

Because of the laudable effort of the Seq authors to allow easy replication
of their results, we could simply download the virtual machine (VM) provided
by the authors to reproduce the findings. The BioJulia code was missing from
the VM, but was provided by the authors upon request. For availability of the
VM, code, and details on how we ran the benchmarks, see Methods. We were
happy to see we could recreate their results, seeing nearly exactly the same
performance difference found by Shajii et al. (see figure 2). Inspection of the
Seq author’s BioJulia code revealed that BioJulia was indeed correctly used and
therefore that the observed performance difference was due to a difference in
performance between BioJulia and Seq, not merely poor use in a single concrete
implementation.

To find out why BioJulia was relatively slower, we decided to profile the time
spent by BioJulia in these three tasks using Julia’s built-in Profile tool. The
results can be seen in figure 1.

Surprisingly, figure 1 reveals that only a small fraction of the time is spent do-
ing what the benchmark nominally measures. For example, the RC benchmark
presumably should benchmark reverse-complementation (RC’ing) of sequences,
but BioJulia spent less than 10% of the time actually RC’ing. Likewise, check-
ing kmer symmetry and kmer iteration took up only a minor part of the time
spent on the 16-mer benchmark. We implemented Seq’s algorithm for RC’ing
kmers as described in the Seq paper, but found no difference in performance to
BioJulia’s approach, even when benchmarking only the time spent RC’ing.

Importantly, figure 1 shows that for all benchmarks, most of the time is

2
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spent encoding the sequences, i.e building instances of the BioSequence type
that BioJulia uses to represent long DNA, RNA and amino acid sequences. To
find the source of the performance difference between Seq and BioJulia, then,
it is necessary to take a small detour into the internals of BioJulia and Seq.

In BioJulia, DNA is stored in a compact format, where nucleotides are en-
coded to 2 or 4-bit encodings in an integer array, depending on whether IUPAC
ambiguous nucleotides needs to be representable. This representation comes
with a few advantages over storing the sequence as a string-like object:

1. The encoding and decoding step validates that the input data is mean-
ingful DNA data instead of some random string. Therefore, when given a
BioSequence, the user can be confident that the underlying data actually
represents valid DNA.

2. Encoded sequences consume 4x or 2x less memory. Speed is important in
bioinformatics precisely because of our large datasets, and this also puts
a premium on memory, making these savings worthwhile.

3. Memory efficiency translates to performance (Drepper 2007): A smaller
memory footprint results in fewer cache misses, and allows BioJulia to
more efficiently exploits the ”single instruction, multiple data”-instructions
of modern microprocessors.

4. The encoded representation of DNA makes some biological operations
easier and more efficient. Complementation of a 2-bit DNA sequence, for
example, consists only of inverting the encoded bits. Converting between
DNA and RNA includes only changing the metadata.

The encoding/decoding also comes with disadvantages, first because the process
itself takes time, but also because accessing an encoded nucleotide requires
shifting and masking the integer it is stored in, unlike accessing a byte from
a byte array, which can be done in a single movb CPU instruction. As the
benchmarks here consist of very simple, fast operations on many small sequences
that are read in as text, encoding time dominates.

In contrast to BioJulia, Seq represents DNA sequences as a byte array with
the underlying data simply being the bytes of the input string. Constructing
this type is obviously much faster than a BioSequence since Seq can directly
copy the data of the input string to an array, but the RAM consumption is 2
or 4 times higher. Remarkably, Seq appears to do no input validation at all,
as we confirmed by re-running the benchmarks with corrupted data. BioJulia
immediately crashed with an informative error message, whereas Seq happily
produced the wrong answer with no warnings.

Achieving Seq’s performance with BioJulia

To figure out if the observed performance difference between Seq and BioJulia
was due to the simpler, non-validated sequence type implementation of Seq its

3
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language-specific optimizations, we decided to mimic Seq in Julia by implement-
ing DNA sequence and kmer types in Julia with the same data representation
Seq uses. The resulting Julia module, “SeqJL” turned out to be simple to
write, taking less than 100 lines of code and using no external Julia packages.
See Methods for a link to the code.

Figure 2 shows the performance of our SeqJL code (red bars), where it is
significantly faster than Seq (orange bars), except in the RC benchmark. We
found that even further speed improvements could be found by buffering input
and output using generic Julia buffering packages, but we did not use that in
the benchmarks.

While the performance of SeqJL convincingly shows that the GPL Julia can
outperform Seq with a library of <100 lines of code despite Seq’s domain-specific
optimizations, it was still the case that Seq outperformed BioJulia. In absolute
terms, BioJulia spent less than 3 microseconds reading, processing and writ-
ing each DNA sequence, including precompilation overhead. Because we had
considered it improbable that such a small input/output (IO) overhead would
cause any measurable slowdown in a realistic workload, we had not previously
put a lot of effort in optimizing IO when implementing BioJulia. However, the
unflattering comparison with Seq prompted us to subject BioJulia to a perfor-
mance review. After optimizing a dozen sections in BioJulia, the performance
was greatly improved, as can be seen in figure 2 (purple bars). The performance
was now on par with Seq in the 16-mer and CpG benchmark. The performance
gap for the RC benchmark was lowered, but BioJulia were still slower than Seq
because this particular benchmark required both encoding and decoding the se-
quences, although the total time spent was about 600 nanoseconds per sequence.
The optimized BioJulia code retained its input validation and memory savings
that comes from DNA sequence encoding.

Discussion

We applaud Seq’s authors for their efforts in providing reproducible results by
creating and sharing the VM containing the code and environment, allowing us
to do these analyses. We have shown that Seq does not have a speed advantage
over Julia despite being a DSL optimized for DNA sequence processing.

The Seq authors claim that “Unlike libraries, the Seq compiler can perform
optimizations such as operator fusion and pipeline transformations”, and also
mention prefetching and parallelism as contributor’s to Seq’s speed. (Shajii
et al. 2019) However, we note that Julia’s Base library, written in pure Julia,
implements generic pipeline operators and operator fusion (Johnson 2017), and
that parallelization and prefetching would be possible to write as Julia libraries.
It seems to us that the availability of these tricks in Seq but not e.g. Python or
R packages does not come from Seq being a DSL, but from Seq being a modern
LLVM-compiled language, a property that does not put it apart from GPLs such
as Julia. While we see no advantage of using DSLs over a domain-specific library
in a GPL, we do see drawbacks: First, we find it unlikely that smaller DSLs

4
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Figure 2: Time spent on the three benchmarks. Bars show mean +/-
stddev time of 5 consecutive runs. For each benchmark, four software pack-
ages were compared, from left to right: BioJulia v. 1.0.3 (blue), Seq (orange),
BioJulia v. 2.1 (purple) and our SeqJL Julia module (red).

5
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have the manpower to achieve the support, stability and platform availability of
a large GPL. Second, almost by definition a DSL must be less integrated in the
general scientific ecosystem: Julia has plotting, statistics, machine learning and
data science packages allowing most of a bioinformatician’s workflow to be done
in one environment, whereas DSLs must interface with other languages, with
all the workflow brittleness interfacing causes. Third, the use of DSLs places a
burden on the bioinformatician who, apart from having to learn biology and at
least one GPL, must now also learn the syntax and idiosyncrasies of the DSLs
they use.

In conclusion, even though we, as developers of BioJulia, wholeheartedly
agree with the Seq authors about the transformative potential of bringing a
dynamic, performant language to the masses, we see no reason to re-invent a
domain-specific wheel in order to do this.

Methods

Equivalence of benchmark test results
The results of our benchmark code disagreed with Seq on several counts, which
we attribute to oversights in the provided Seq source code: First, Seq did not
skip kmers containing ambiguous nucleotides during iteration. Second, the mid-
dle base was not complemented during reverse-complementation of odd-length
sequences. Third, all ambiguous nucleotides were complemented to N, instead
of their true complement. Fourth, we can make little sense of what the re-
sult returned by their CpG benchmarking code actually means. However, we
judge that these small blemishes in the Seq source code could easily be fixed by
the Seq authors with little or no performance penalty, so they are not of great
importance to our results.

Benchmarking environment and code availability
We ran the code in the Vagrant virtual machine (VM) provided by the authors.
In the virtual machine, all software needed to reproduce the benchmarks was
there, except the Seq author’s BioJulia code, which was provided upon request.
The code was run on a 2018 MacBook pro using Julia v 1.0.3 and BioSequences
v 1.1.0. We could not determine the version of Seq used in the VM.
VM can be found at https://zenodo.org/record/3374036.
Seq author’s BioJulia code can be found at https://github.com/seq-lang/

benchmarks/tree/master/paper/idiomatic.
All code benchmarked in this paper and written by us can be found at https:
//github.com/jakobnissen/SeqLangBenchmarks.

Benchmarking method
Due to a small virtual disk size in the VM, the whole dataset could not be
downloaded, so we generated input data instead by taking the provided small
test dataset HG00123 small.txt, and concatenating it to itself 16 times for
a total of 224 sequences, 1.3 GiB. To benchmark, we ran each script 5 times

6
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consecutively. For Seq, we used the idiomatic Seq code “seq-id”, and did not
include compilation time. For Julia, we included JIT compilation (which we
estimated to be 2 seconds for BioJulia benchmarks, and less than one second
for SeqJL benchmarks), but not package precompilation time. Note that unlike
the Seq authors, we ran Julia with default settings, i.e. optimization level 2 and
bounds checks enabled.
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3.1 Further discussion

While paper 2 is a simple response to a paper in ACM on Programming Lan-
guages, I think some context is necessary to understand why I consider it not
just a programming turf war in an obscure scientific journal, but a small part
of necessary work for bioinformatics software infrastructure.

3.1.1 The problem

Bioinformatic workflows are often a hodgepodge of distinct data processing
tasks that are tailored specifically to the question the researcher is attempt-
ing to answer.1 For example, a bioinformatician working with human DNA
sequencing data in the form of FASTQ files could face the following tasks:

1. Quality control the FASTQ files

2. Trim and cut the low quality parts of the FASTQ files

3. Align the reads to a human reference genome to produce a Binary Align-
ment Map (BAM) file

4. Remove any PCR duplicates by looking for exact duplicates in the BAM
file

5. Do local multiple realignment on segments of the genome

6. Do base quality recalibration using data from the BAM files

7. Call single-nucleotide polymorphisms (SNPs) with variant calling soft-
ware to produce a Variant Call Format file

8. Do statistics on called SNPs and plot data in an interactive workflow

Each of these tasks requires a specialized software tool, which are created and
published by researchers in the field, usually other bioinformaticians. The de-
mand for multiple specalized software tools results in conflicting requirements
for bioinformatics software: Bioinformaticians are a highly skilled labour force
whose time is expensive. There is therefore an incentive to choose software
frameworks which places an emphasis on programmer productivity as opposed

1For reference, you may refer to nearly all the high-profile articles referenced in this
thesis, and take a look at their methods section
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to computational efficiency. While the incentive to choose high-productivity
frameworks is present for any highly specialized software, like say, the software
in a car, it is even more pronounced in bioinformatics: First, because many
bioinformaticians are often not professional software developers but rather bi-
ologists, and second because bioinformatics software has much fewer users than
e.g. the software in cars.

For this reason, I believe, first Perl and later Python (and to a smaller
extent, R) rose to prominence as the programming languages of choice for
bioinformaticians. These languages, in particular Python, put heavy emphasis
on productivity, expressiveness and ease of reading.

However, bioinformaticians often deal with large datasets, e.g. the millions
of contigs processed by Vamb in the other paper of this thesis. These large
datasets necessitates the use of computationally efficient languages.2 For tech-
nical reasons, there has historically been a tradeoff between easy program-
ming languages like Python and Perl, and efficient languages like C and FOR-
TRAN[66]. For the past 30 years or so, the preferred solution has been to
implement performance-critical sections of code in an efficient language, and
wrap this code in an easy language, as explained in e.g.3[93]

However, the problems caused by this ”Ousterhout’s dichotomy”[66] be-
tween expressive and efficient languages is not entirely mitigated by the two-
tiered approach[13]. Instead, the two-tiered approach causes the aptly-named
”two language problem”:

1. It requires the developer to learn two programming languages rather than
learning one, which consumes time they could instead have spent learning
statistics or biology instead.

2. The user, who typically only knows the ”easy” interface-facing program-
ming language, is barred from understanding the low-level implemen-
tation of the software they are using, and is as such discouraged from
improving or extending the software.

2For example, the binners we test Vamb against are MetaBAT[39], Canopy[60] and
MaxBin[95], all written in C++. In the Vamb pipeline, we use SPAdes[63] or MEGAHIT[46]
for assembly (both C++, though SPAdes is wrapped in Python), and minimap2[47] for
mapping, which is in C.

3Examples of this include PyTorch[70], TensorFlow[3], Numpy, Scipy[93] and Pandas[54],
and arguably even the implementation of the high-level languages themselves.
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3. It wastes effort, since parts of the codebase typically has to be imple-
mented twice: First in the easy language while the software is prototyped,
and later in the fast language before the software is finished.

4. Having two languages that needs to inter-operate causes issues with de-
ployment, and causes stability issues due to having more points of failure.
This, in turn, may cause issues with scientific reproducibility, as argued
in [84].

Bioinformatics software development is faced with other important conflicting
requirements, including the need for robust and error-free, yet flexible parsers
for bioinformatics file formats, and the requirement for software that both ab-
stracts away its implementation details, and which remains open for researchers
to tinker with. While these two dilemmas have also affected the design of Bio-
Julia, they do not pertain to the paper in this thesis, and so I will table them
here.

3.1.2 The solution

The good news is that this tradeoff is not necessary: As demonstrated by both
Seq and BioJulia, modern compiler technology does it fact make it possible to
have your cake and eat it, too. The comparison between Seq and BioJulia done
in paper 2 and in the original Seq paper[84] is relevant here because both Seq
and BioJulia exists for the explicit reason of solving the tradeoff between easy
code and fast code.

The solutions used by BioJulia and Seq are similar on some fundamental
level: Both code bases are fast because the code that is actually running is
native code compiled by LLVM with all types inferred at compile time [84,
13]. Ease of writing is in both cases obtained by careful syntax design, and by
the compiler inferring correct types for either untyped or parametrically typed
source code.4

However, the two code bases also differ in ways that have important impli-
cations for bioinformaticians:

1. Seq is particularly convenient for DNA sequence analysis due to features
of the language, whereas BioJulia is convenient due to features of the

4There have been put enormous effort into solving the two-language problem using this
kind of solution. Beside Seq and Julia, notable projects include Numba[44] and PyPy[76]
and several others.
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package. That means that to become convenient for a new domain, e.g.
analysis of mass spectrometry data relevant for proteomics, Seq would
have to implement language changes, whereas BioJulia only needs to
implement changes in the package, a much easier task.

2. Where Seq is ahead-of-time (AOT) compiled, BioJulia, being a Julia
package, is just-in-time (JIT) compiled. That means it behaves similar
to an interpreted, dynamic language and allows exploratory analysis. In
contrast, all Seq code needs a separate compilation step before running,
which makes exploratory work a non-starter.

3. Unlike Seq, a large part of Julia’s internals are implemented in Julia,
such that Julia code is represented as an object in the language that can
be manipulated from within the language itself. The consequence is that
Julia has powerful metaprogramming capabilities, i.e. computer gener-
ation of code. This is leveraged by BioJulia to produce autogenerated
parsers. While highly relevant for the field of bioinformatics, I will not
go into detail with approaches to file parsing here.

3.2 Contributions of this paper

The main contribution of paper 2 is not just the minor analyses presented in
the paper, but also the improvements to BioJulia I implemented based on the
comparison to Seq and the analysis of BioJulia performance:

3.2.1 ASCII sequence trait and string/sequence conver-
sion

The major performance bottleneck in the benchmarks was the conversion from
String to LongSequence and vice versa. This issue is complicated by the the
fact that BioJulia supports sequences of arbitrary alphabets for e.g. work on
modified RNA or the like. By specifying the biological alphabet as a type
parameter, BioJulia allows the run-time dispatch to specialized code for e.g.
encoding DNA alphabets to be known at compile time. BioJulia already did
this before my contribution. But how do we guarantee that BioJulia remains
highly optimized for any future alphabet?

To solve this, we exploited the fact that all popular biological sequence
notation uses ASCII characters that consists of a single byte. This means a
256-byte lookup-table from input bytes to the encoded data could be used to
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convert from String to LongSequence with high efficiency. I then implemented
an efficient version of all String/LongSequence operations that made use of
this shortcut. For a user-defined alphabet to reap these benefits, all the user
has define is that their new alphabet is an ASCIIAlphabet, and define the func-
tion stringbyte on their type, which should implement efficient conversions
between the bytes of a String and the biological sequence element.

Further, I also implemented fast sequence to string conversions for all types.
The bottleneck here was that sequences were converted one Unicode character
at a time and printed to an IO-buffer. After this change, the String is allo-
cated in a buffer beforehand and for ASCIIAlphabets, a one-to-one mapping
of biological alphabets and the String’s underlying bytes fills the allocated
string.

3.2.2 SIMD vectorization of reverse-complement and copy-
ing

The benchmark where BioJulia were relatively slowest compared to Seq was
the RC benchmark. Efficient reverse-complementation is harder to achieve for
encoded data, because when multiple biological symbols is stored per integer,
the bits in each storing integer should be reversed and shifted. Similarly, when
copying or overwriting encoded sequences, bits within an integer has to be
shifted efficiently. We were able to implement copying, complementation and
reversion using single instruction, multiple data (SIMD) operations. In con-
temporary CPUs with 256-bit registrers, this allows up to 128 nucleotides to
be processed for each CPU instruction.

Besides these larger improvements, I also implemented a few smaller optimiza-
tions in kmer reverse-comlpementing, sequence resizing, sequence length cal-
culation, improvements to sequence copy-on-write mechanism, a new interface
for efficient sequence copying, improvement to kmer composition calculation
performance, and efficient kmer MinHash sketching.

3.2.3 Case studies: Vamb and Mash in Julia

The main motivation for both Seq and BioJulia is the transformative power of a
high-level yet efficient framework for software development[94, 84]. It may not
be entirely obvious how this combination could be transformative for scientific
software development, or even what scientifically relevant consequences this
has. So let us compare how scientific software development looks under a
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framework of the ”two language problem” versus how it looks under BioJulia,
by imagining the re-implementation of two metagenomics tools using BioJulia.
I hope to make it clear that inefficient software development leads both to
wasted manpower, which ultimately means wasted money, and to potentially
inaccurate results.

The two-language problem and Vamb
The Vamb software is implemented in Python and consists of four main mod-
ules: Calculation of TNFs, calculation of abundances, encoding and clustering.
For the latter two modules, I was fortunate to be able to lean on already-
implemented high-performance packages written for deep learning and simple
numerical operations5. Therefore, only the two first steps are relevant here.

For the calculation of TNFs, I had to implement my own FASTA parser.
Despite FASTA being perhaps the most commonly used file format in bioin-
formatics, BioPython[20] does not provide validation of input data, which I
consider crucial for trustworthy results in science. Further, the counting of
kmers is particularly inefficient high-level languages like Python, where it is
more than 100x slower than a high-performance language. To sidestep this
issue, I implemented kmer counting in Cython. Beside increased development
time, the result is that the end user is left with a relatively untested FASTA
parser in Vamb, and can experience infuriating installation issues due to ob-
scure issues with the Cython compilation process.

In contrast, BioJulia provides safe, efficient, and well-tested FASTA pars-
ing, and optimized the kmer iteration. The use of this library would have
freed up time for more interesting scientific questions than how to count kmers
effectively in Python.

As described in the methods section of the Vamb paper, we used the depth
(i.e. abundance) estimation program of MetaBAT2. We found MetaBAT2’s
depth estimation to give better results than Vamb’s depth estimation. As both
MetaBAT2[12] and Vamb uses htslib[48] to read BAM files, why did we not
simply emulate MetaBAT2’s method for depth estimation? Because the only
availble Python interface to htslib, pysam, is so slow that base-by-base BAM
parsing becomes infeasible for large datasets. On the other side of the two-
language gap, a short inspection of the massive MetaBAT2 source code[12]
serves to illustrate the effort needed to implement this efficiently in a low-level
language such as C++.

5That is, PyTorch[70] and Numpy. Note that this is not a counterexample to my argu-
ment, it just means someone else has already wasted time implementing them in two different
languages (or in the case of PyTorch specifically, four languages)
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Had Vamb been implemented using BioJulia, I could have used BioJulia’s
ultra-efficient and native BAM parsing package. In this case, the end result of
the two-language problem is not just wasted developer time, but worse analyt-
ical results for the end user.

Minhashing in C++ and BioJulia
The MinHash algorithm has seen extensive use in bioinformatics, most notably
in the program Mash[65], but also others, e.g.[75]. Mash has been used in a
recent large-scale metagenomic study published in Cell[69], is a recommended
preprocessing step in Vamb for some datasets, and has over 500 citations6. For
speed, Mash is implemented in C++. The source code of Mash[52] include
copies of MurmurHash3, Bloom filters and FASTA parser. Mash is used as a
callable binary accessed from command line. Thus, it cannot serve as a library
for other MinHash-related work. On my laptop, Mash 2.2 computes a 10,000
long minhash sketch of 51,000 sequences with a total length of 330 Mbp in 15.2
seconds.

I implemented kmer minhashing based on the BioJulia infrastructure using
a fraction of the lines of code needed for Mash[38]. It uses already-existing
packages for hashing and parsing FASTA files such that only code specific for
minhashing is included, reducing the points of failure. It is usable as a package
in Julia, which allows other software to use its functionality directly from the
programming language. And it completes the same task as Mash in 2.6 seconds.

6According to pubmed.org, data retrieved 2020-03-14.
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4 Future work

Let’s take a step back and review Vamb from the outside, in the same critical
manner in which I would review other binners. Unfortunately, when viewed at
a distance, quite a few problems with Vamb’s approach come into view:

1. It is simply assumed that the decoder is flexible enough to transform a
Gaussian z to something similar to the true distribution of x. With prac-
tical considerations on the complexity of the decoder1, this is probably
not true.

2. How should we interpret the prior? VAEs use a single prior N (0, I)
for all contigs. In the context of Vamb, this means that we assume a
priori that all contigs are drawn from the same distribution. In other
words, we would be least surprised if our metagenome consisted of only
a single species. Clearly, this is absurd. We don’t have one single ”prior
genome”, but rather a prior on distribution of genomes. So really, instead
of a normal VAE, we ought to pick a model that allows us to state more
reasonable priors.2

3. There is always a price to pay for high-variance models - namely the
variance error. With hundreds of thousands of contigs, the variance error
may be tolerable. But if assembly methods gets better and we have
fewer contigs, or we study less complex microbial ecosystems with fewer
genomes, this issue gets bad. At this moment we actually don’t know
under which conditions Vamb overfits. In any case, if a simpler model
describes a dataset just as well as a complex model, the simpler model is
preferrable.

4. We accidentally implemented the σ layer defined by the encoder Eσ in
Vamb as

1In the current implementation of Vamb, the decoder is a simple densely connected feed
forward network with two hidden layers with 512 neurons and batch normalization

2We did experiment with Gaussian mixture VAEs[25] to address this problem, but our
implementation of them took prohobitively long to fit. A colleague of mine, Pau Piera, is
currently experimenting with using adversarial autoencoders[51] in Vamb with promising
results. But these are slow too, and difficult to fit.
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log(σi) =
eEσ(x)i∑
i e
Eσ(x)i

i.e. as the softmax transformation of the encoder’s σ output. The impli-
cation is that log(σi) is bounded to (0,∞), meaning that σi is bounded to
(1,∞). Recall that reconstruction error pushes σ towards 0, whereas reg-
ularization error pushes it towards 1. So for any dataset, σ gets pinned to
1. Not only does this cause a nasty numerical instability in the software3,
it means that σ is totally insensitive to the likelihood of our data and
is fixed to our prior. Oops. Vamb’s optimizer can (and does) somewhat
mitigate this by increasing the value of the µ layer, but it’s not exactly
a pretty solution.

5. Vamb assumes that tetranucleotide frequencies are Gaussian, indepen-
dent and with the same variance. See section 2.1.2. That is so very
wrong - read on to see why.

Besides point 4, which is just a silly implementation error, these problems
are baked deep into Vamb. In this section, I will describe the problems more
carefully and show how future work may improve on Vamb.

4.1 How are tetranucleotides actually distributed?

4.1.1 Orthonormal transformation of TNF

First, let’s look at Vamb’s assumption that the frequencies of individual TNFs
are independent. Trivially, this is untrue. For example, imagine we observe a
sequence where all frequencies of tetranucleotides beginning with G are zero.
This implies there are no G’s at any position in the contig except possibly the
last three. What then, can we infer about the frequency of TGGG? Clearly there
can be at most one of such tetranucleotide, which means its frequency must be
zero or near-zero. Hence, the frequency of TGGG is dependent on the frequency

3In the Vamb software, first the encoder computes a value y, and then a softmax layer
is applied to y to obtain log(σ). By the definition of the softmax function, no matter the
value of y, σ will be above 1. The value of y is then pushed towards −∞, which can cause
numerical underflow in the softmax layer. It looks like Vamb is only saved by the fact that
its optimizer handles the diminishing gradient of y poorly, so y never actually gets much
below 0.
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of e.g. GGGT. In fact, as I will show in a bit later, many of the inter-TNF
dependencies are linear.

Unfortunately, most binning tools[87, 39, 95, 7], including mine, do not pay
sufficient attention to TNF dependencies in their likelihood models. This has
a few adverse effects:

1. If the tool’s likelihood model assumes independence among TNFs when
they are not, the estimated likelihood will be too low. Consider the
likelihood of an outcome of two perfectly correlated variables x = z given
a model M that assumes independence between x and z. In the model,
the likelihood p(x, z|M) would be calculated as p(x|M)p(z|M) whereas
in reality4, the likelihood would be p(x|M).

2. It can make numerical fitting of the model more difficult, because one
variable cannot be fitted without it having an effect on the dependent
variables. Whether this is an issue or not depends on the particular
optimizer. For example, in the closed-form analytical solution of linear
regression, this is not an issue, whereas Gibbs samplers famously struggle
with this[30]. In either case, it is annoying for the researcher to have to
think about this potential problem when choosing the optimizer.

3. It wastes the computer’s memory. If a variable is perfectly predicted from
other variables, it does not need to be stored in memory.

It should be said that most of the mentioned binning tools, including Vamb,
take into account some, but not all linear dependencies in TNF. I know of
only two tools that effectively circumvents this problem: 2tbinning[79] uses
principal component analysis (PCA) to project the TNF down to only three
dimensions, claiming that the resulting resolution is sufficient. However, on a
simple test dataset, CAMI2 Oral, less than 60% of the variation in TNF was
explained using three components. Furthermore, the variance of the result-
ing components would by the very nature of PCA be quite different. If this
technique were to be used by a binner with an ordinary likelihood model, the
large difference in variances could potentially be an even worse violation of the
model’s assumptions than the dependence of the variables. I tested a version of
Vamb using PCA projected TNFs, and found worse VAE reconstruction error
precisely due to this heteroscedacity.

4Yes, I know, the likelihood of an observation is meaningless without specifying the
model. But you know very well what I mean.
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In contrast, LikelyBin[42] uses a far more elegant approach: It notices that
all the dependencies are in fact linear, and can be described succinctly:

1. Since TNF are frequencies, they necessarily sum to 1.

2. Since DNA is double stranded there are tetranucleotides on both strands,
even if only one strand is observed. That means the frequency of a kmer
and its reverse complement must be identical.

3. Whenever a TNF with the four nucleotides XABC is observed, it must be
followed by ABCY. Hence, for each of the 64 trimers XXX, the following
equation is true:

AXXX + CXXX +GXXX + TXXX =

XXXA+XXXC +XXXG+XXXT
(4.1)

This is not true only for the last kmer for which there is no ”next” kmer.
Kislyuk et al[42] achieves exact results by counting a range of kmers down
to k = 1, but I believe the minor inaccuracy caused by the last missing
kmer is insignificant compared sampling noise.

An orthonormal basis for this set of linear equations can easily be found to
accuracy within machine float precision, with the TNF projected down to the
resulting 103 dimensions. Doing a PCA on raw TNFs confirms that all variance
is explained at exactly 103 components, which leads credence to the belief that
Kislyuk et al. have not missed any linear relationships.

I can think of no downsides to using this 103-component basis to transform
the TNF to fewer, less dependent variables. Beside the advantages mentioned
above, this transformation is so fast it actually saves computation because any
downstream analysis has to work on fewer features. It is remarkable that, to
my knowledge, no other binner since Kislyuk’s LikelyBin from 2009 has used
this trick. In preliminary tests, using thus orthonormally transformed TNF in
Vamb gave lower reconstruction error, even when the TNF reconstruction was
scaled by the number of variables.

4.1.2 We must study tetranucleotide distances empiri-
cally

Of course, having an orthonormal basis TNF with 103 dimensions does guaran-
tee that all TNFs in an actual dataset are independent. For example, it is well



99 CHAPTER 4. FUTURE WORK

0 50 100 150 200 250
Sum of squared TNF distance within genome

2 kbp sequences
20 kbp sequences

Figure 4.1. Empirically measured sum-of-squares TNF distance
between contigs from the same genome with contig sizes 2 kbp
(blue line) and 20 kbp (orange line). Distances are clearly far from
Gaussian shaped.

known that some organisms have a GC-bias, i.e. a preference for or aversion
against the nucleotides G or C over A or T[88]. This implies that A and T-rich
kmers are correlated beyond what the linear equations above state.

But remember, the very reason to use TNFs for binning is because they are
differently distributed in different species, and contain a strong biological signal
that depends on the phylogeny. So we should not choose likelihood models that
presuppose each tetramer frequency is independent. Instead, we take take a
lesson from MetaBAT and MaxBin and empirically the distribution of TNF
distance between and within genomes, for some distance measure. Based on
these empirical observations, we can formulate a likelihood model.

To do this, I sampled 1,000 contigs of either length 2,000 or length 20,000
from each of 111 randomly chosen genomes from the CAMI2 Oral dataset.
For each set of 1,000 contigs, I sampled 9,900 contig pairs and calculated the
sum-of-squares difference between their TNF. The result can be seen in figure
4.1.

First, notice that the curves are far from Gaussian, but instead are heavily
left-skewed. If each tetranucleotide was independent and approximately Gaus-
sian following N (µ, σ), what would we expect? In that case, the difference
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N (µ, σ)−N (µ, σ) would be distributed according to N (0, 2σ). By the defini-
tion of the χ2 distribution, we would have the sum of squared TNF distance:

d∑
i=1

N (0, 2σ) = σ2χ2
d

Where d is the number dimensions, i.e. TNFs. With 136 TNF dimensions used
by Vamb, a χ2

136 distribution would be very close to a Gaussian. Relative to a
Gaussian model, the long tail of the observed distribution means that observing
a contig with a quite dissimilar TNF happens more frequently in reality. This
again means that the reconstruction loss in our VAE loss function ought to be
significantly lower for dissimilar contigs than it is.

Second, see in figure 4.1 that the distances between 2 kbp contigs, represented
by the blue curve, are much higher and with more variance than the distances
between 20 kbp contigs, represented by the orange curve. Intuitively, this
is unsurprising: Observing individual tetramers is a stochastic process, and
with shorter contigs, we have fewer observations and therefore more uncer-
tainty. The difference is remarkable: The likelihood of two contigs with a sum
of squared difference of 100 is high, almost maximal, for 2 kbp contig pairs,
whereas it is unlikely for 20 kbp contig pairs.

Given a realistic range of contig sizes in a metagenomic dataset, how much
does the difference between short and long contigs matter? If we pick a realistic
dataset, such as CAMI2 Oral’s short-read dataset[83], we can measure the sum
of squares error (SSE) from a contig to their source genome as a function of
the contig length, for all contigs down to 2,000 bp. The result is in figure 4.2,
blue dots. Although there is quite a bit of variance, the median TNF SSE of
contigs span a factor of 100!

The current SSE loss for Vamb, then, both underestimates the likelihood of
observing highly distinct TNF, and does not take contig length into account.
The solution must be to find a new loss term for TNF that takes these two above
points to heart. Unfortunately, at the time of writing, I have no suggestion for
such a function.
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Figure 4.2. The sum-of-squares TNF distance between a contig
and its source genome depends on length. Blue dots: Contigs that
are less than half the size of the source genome. Orange dots: Con-
tigs more than half the size. Black line: Median of TNF distance
for each vertical percentile of blue dots. Obviously, if the contig
comprises the majority of the genome, the distance must be smaller
than a generative model can predict - because in that case, the un-
derlying distribution is the drawn data. Data from the synthetic
CAMI2 Oral short-read dataset.



CHAPTER 4. FUTURE WORK 102

4.2 We probably cannot use a rigorous model
for clustering

I argued above that there may not be a simple, accurate mathematical distri-
bution to describe TNF because there is a biological signal that is not easily
modelled. Unfortunately, even if such a distribution existed, we would not be
able to do rigorous clustering. Two things prevents us: The lack of a rigorous
model for abundances, and the difficulty of implementing a good model for
clustering.

4.2.1 Probably no simple model for abundances

It is well known that the number of reads sampled from an area of a genome is
well modelled by a negative binomial distribution[19, 49], and does not follow a
Poisson distribution[39]. For sufficiently long contigs, a negative binomial can
be approximated by a Gaussian distribution, as MetaBAT does.

Unfortunately, I do not see this observation easily translate to an accurate
likelihood model for observed abundance in a metagenomic sample. First of all,
we almost certainly can’t assume i.i.d (independent and identical distributions)
between the samples for most datasets: If the samples vary in community com-
plexity or sequencing depth, the means of the Gaussians would differ. Further,
the samples are often not independent, for example they may be similar envi-
ronmental samples or time series data. One also have to consider the effect of
the mapping step used to estimate abundance: Different areas of a contig may
have different levels of cross mapping which affects estimated depth.

There is potential for a study of the distribution of empirically estimated
abundances. With more knowledge in this area, we can possibly create a better
statistical likelihood model of abundances. Until then, Vamb’s approach of
normalizing abundances across samples and regarding the abundances as a
discrete probability distribution is a working solution, though probably not
the best solution.

4.2.2 No feasible algorithm for rigorous clustering

Suppose we were to redesign a binner from first principles, and that we somehow
already have an accurate likelihood model for TNF and abundances. How
would such a model look, and how would genomes be produced using this
model? Here’s one way to do it:
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We choose some priors p(θ) on the number of genomes in our metagenome
and their sizes. Initialize the program by putting each contig C in its own set
S of contigs stemming from some genome G. We then consider each observed
contig C to be drawn from the distribution of G, i.e. C ∼ G with likelihood
p(C|G). When each set S only contains one contig, this is, of course, the same
as P (S|G). We can assign a value of the likelihood p(C) by marginalizing over
all possible genomes5:

p(C) = P (S) =

∫
p(C|G)dG

The best maximum likelihood of G is, necessarily, that which contains only C.
Our initial likelihood of drawing the observed contigs from the genomes if every
genome only consists of one contig may be maximal, but having hundreds of
thousands of single-contig genomes is very improbable by all our priors, so the
posterior p(C|G)p(G|θ) is low.

Now we can iteratively merge sets of contigs. For two sets of contigs S1 and
S2, calculate the likelihood of the union p(S1 ∪S2). I think we can assume the
contigs are sampled independently, so again we do this by marginalizing over
all possible genomes this union may be drawn from:

p(S1 ∪ S2) =

∫
p(S1|G)p(S2|G)dG

This likelihood is certainly smaller than p(S1)p(S2), but at least in the begin-
ning, the prior will be higher. If the posterior is higher for the merged genomes,
merge them. Continue doing this until no more genomes can be merged.

This algorithm, while simple in theory, is likely computationally infeasible.
If the most likely merges are to happen first, the iterative merging algorithm
scales O(N2) with the number of contigs, and at each iteration, a marginal
probability must be calculated for each pair. I suspect many computational
shortcuts could be made in the algorithm presented here, but will leave that to
future investigators to find out whether these shortcuts ends up making worse
simplifying assumptions than existing binners.

The infeasibility of clustering using a rigorous model makes me believe that
effort is best spent polishing the less-than-ideal approaches we have instead.
Besides orthonormal transformation of TNF, and potentially more accurate
likelihood models, there is one more improvement that can be made:

5Marginalizing is a typical task in statistics, and often unsolvable. I believe a rough
approximation would be good enough,



CHAPTER 4. FUTURE WORK 104

4.3 Switch to a better deep learning model

Besides issues fundamental to deep learning models, such as a propensity to
overfit, our use of VAE has one major weakness, namely VAE’s assumptions
on the prior.

From a theoretical point of view, a VAE’s single shared prior N (0, I) for
all contigs is deeply unsatisfying. Our prior belief is not that all contigs come
from the same underlying genome!

From a practical perspective, consider what happens to the latent repre-
sentation as the networks attempts to increase the probability of the prior (i.e
minimize the KLD-loss): The µ values of encoded contigs will all move towards
zero in latent space. All the contigs hugging the same point is exactly the oppo-
site of ”well-defined clusters” - which of course, makes sense, considering that
the prior is that contigs come from one genome. To balance reconstruction loss
and loss from the prior, the only solution for the VAE is to place similar inputs
in lobes in latent space extending from zero, outwards[51], see also discussion
in [25].

This has been discussed in the literature [51, 25, 28]6. Fortunately, it is
not a given that we must choose the VAE’s single Gaussian prior. The three
papers just mentioned each propose a new type of autoencoder which circum-
vent this problem: Dilokthanakul et al. [25] uses a mixture of Gaussians as a
prior instead of a single Gaussian. More elegantly, Ge et al.[28] and Makhzani
et al.[51] keeps the single Gaussian prior, but also encodes the inputs with a
class label. In other words, the prior is just that contigs come from the same
distribution within a single genome. Much more reasonable. This allows the
network to simultaneously have high prior probability and cluster effectively.
Unsurprisingly, the authors find their methods to be able to cluster the in-
puts excellently, with Ge’s dual adversarial autoencoder (DAAE) significantly
outperforming Makhzani’s adversarial autoencoder.

Choosing a DAAE for Vamb instead of a VAE would also come with some prac-
tical advantages. First, the clustering step of Vamb can be entirely elimited,
since the cluster identity is contained in the class vector.

Second, as demonstrated in the paper[28], hard-to-cluster data can be easily
identified by inspecting the class vector, and these points may be removed. For

6Within the last 5 years and in particular the last few years the literature on VAE-like
generative deep models have exploded. The papers mentioned here are only some of those
which explicitly touch on generative deep models used for clustering.
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Vamb, this would mean removing hard-to-bin contigs, so that they could be
added later in a more accurate bin refinement step.

Last, the loss function of the DAAE is explicitly constructed for clustering
and takes into account properties like class balance7, class assignment certainty,
and the amount of information encoded in the class label alone. Presumably
then, the loss is a better measure for clustering performance than it is in a
VAE, which would make it much easier to troubleshoot problems when binning
specific datasets.

7We have no reason to believe our classes are balanced when binning, but this loss is just
to prevent a ”mode collapse” where the DAAE consistently classifies all points to the same
label[28].
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