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Summary (English)

Near infrared spectroscopic instruments are used in various industries for quality
assessment and process control. Near infrared spectroscopic data are known to be a
mixture of sample related chemical and physical effects combined with instrument and
environment specific effects [Lod07]. This means that expert knowledge is required
when deploying, maintaining and monitoring these instruments. Due to an increasing
demand for utilizing these instruments, automation of these tasks are in high demand.
This thesis focusses on three topics related to the automation of these tasks: Domain
learning, domain adaptation and monitoring.

Near infrared spectroscopic data are assumed to obey Lambert Beer’s law. How-
ever, due to various scattering effects, this assumption is rarely satisfied for the raw
measurements. Therefore, prior to fitting any model to this type of data, a careful
choice of pre-processing strategy has to be made. Due to the high cost of chemical
analyses, chemometric experts often work with small and fat data sets, limiting the
choice of calibration method to linear models. Convolutional neural networks have
been demonstrated to automatically learn appropriate pre-processing of near infrared
spectroscopic data [CF18], but are limited by their demand of large amounts of data.
Due to a lack of standards with respect to the number of wavelengths and which wave-
lengths to collect data at, merging of multiple data sets is not straightforward. We
propose a novel method called Weight Share, which enables learning of deep convolu-
tional neural networks by co-training on multiple data sets with different input sizes.
The method is shown to perform significantly better than various transfer learning
strategies.

Changes in production environment, recipes and raw materials all affect the mea-
sured spectrum. Effects that are either larger than previously or never observed
before are mathematically known as covariate shifts. These are challenging for both
linear and non-linear models necessitating the need for maintenance of calibration
models in the form of domain adaptation. We proposed a novel method named the
Extended Joint Trained framework for performing domain adaptation of linear mod-
els in a semi-supervised manner. Contrary to labelled data, unlabelled data are often
available at low costs, and are therefore preferable as they provide information about
the current production domain. The method is demonstrated on both simulated and
real data sets, and is shown to perform significantly better than other frameworks for



ii Summary (English)

semi-supervised domain adaptation.
In order to know whether maintenance of a calibration model is necessary, a

suitable monitoring strategy has to be implemented. We propose an online adaptation
of an offline model based method for detection of outliers in univariate time series
data. Based on an ARMA model, the method uses a model of the one-step prediction
errors after the impact of an exogenous disturbance in the form of a mean shift. The
proposed method is shown to perform similar to state-of-the-art methods for the
detecting of mean shifts, while being easier to tune.



Summary (Danish)

Instrumenter til nær infrarød spektroskopi bliver benyttet i en lang række industrier
til kvalitetstjek og proceskontrol. Nær infrarød spektroskopidata er kendt for at
være en blanding af prøvespecifikke kemiske og fysiske signaler samt instrument- og
miljørelaterede signaler [Lod07]. Ekspertviden er derfor nødvendig, når man skal
implementere, vedligeholde og overvåge disse instrumenter. På grund af en øget
efterspørgsel på at disse instrumenter, er automatisering af disse opgaver er højt
efterspurgt. Denne afhandling fokuserer på 3 emner relateret til automatiseringen af
disse opgaver: Domæne læring, domæne tilpasning og overvågning.

Nær infrarød spektroskopidata antages at følge Lambert Beer’s lov. På grund
af diverse spredningseffekter, er denne antagelse sjældent opfyldt for de rå målinger.
Af denne grund, skal der forud for ethvert model fit til denne type data, fortages
et omhyggeligt valg af præprocesseringsstrategi. På grund af høje omkostninger til
kemiske analyser, arbejder kemometriske eksperter ofte med små og fede datasæt, der
begrænser valget kalibreringsmetode til lineære modeller. Det er påvist at foldede
neurale netværk er i stand til automatisk at lære en passende præprocessering af
nær infrarød spektroskopidata [CF18], men er begrænsede af deres behov for store
mængder af træningsdata. På grund af manglende standarder for hvor mange og
hvilke bølgelængder data måles ved, er sammenlægning af mange datasæts er ikke
ligetil. Vi foreslår en ny metode kaldet Weight Share, der muliggør læring af dybe
foldede neural netværk ved hjælp af fælles træning på mange datasæt med forskellig
input størrelse. Det bliver påvist at denne metode er signifikant bedre end forskellige
strategier til transfer learning.

Forandringer i produktionsmiljø, opskrifter, råmaterialer eller lignende kan påvirke
det målte spektrum. Ændringer der enten er større end tidligere eller aldrig er ob-
serveret før, er matematisk kendt som kovariatskifter. Disse er udfordrende for både
lineære og ikke-lineære modeller, hvilket gør at kalibreringsmodeller kræver vedlige-
holdelse i form af domæne tilpasning. Vi foreslår en ny metode kaldet Extended
Joint Trained framework til semi-superviseret domæne tilpasning af lineære modeller.
I modsætning til data med referenceværdier, så er data uden referenceværdier ofte
billige og let tilgængelige, og er derfor at foretrække, da de bidrager med information
om det nuværende produktionsdomæne. Metoden demonstreres på både simulerede
og rigtige datasæt, og påvises at være signifikant bedre end andre metoder til semi-
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superviseret domæne tilpasning.
For at kunne detektere om vedligeholdelse af en kalibreringsmodel er nødvendig,

skal en passende overvågningsstrategi implementeres. Vi foreslår derfor en online
tilpasning af en offline modelbaseret metode til detektering af outliers i univariate
tidsrækker. Baseret på en ARMA model, benytter metoden en model af et-skridts
prædiktionsfejl efter påvirkningen af en eksogen forstyrrelse i form af et middel skifte.
Den foreslåede model påvises at præstere lige så godt som en state-of-the-art metode
til detektion af et middel skifte, samtidig med at den er lettere at tune.
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CHAPTER 1
Introduction

Almost 300 years ago in 1729 when Bouguer [Bou29] and later Lambert [Lam60] first
discovered the relation between path length and absorption of light a development
towards modern days spectroscopy started. Beer extended the relation by discover-
ing the proportionality between the absorption and concentration of the attenuat-
ing species [Bee52]. In combination these contributions are known as the Bouguer–
Lambert law, Beer’s law, the Beer Lambert law or Lambert-Beer’s law [Lod07].

A lot has happened since Bourger, Lambert and Beer walked the earth, and
spectroscopic technologies based on Lambert-Beer’s law are now utilized in various
industries and applications, such as the quantification of individual fatty acids and
amino acids in bovine milk [Esk+14; Esk+16], predicting the Degree of Esterifica-
tion (DE) in pectins [EN96], on-line monitoring of ammonia in Low Methoxylated
Amidated pectin production [Zac+05], determination of acidity and peroxide index in
edible oils [AGG07], prediction of Brix and Pol in multistage sugar production by NIR
[Tan+15] etc. One of these technologies is near infrared (NIR) spectroscopy. NIR
spectroscopy has many advantages such as being applicable in various modes (reflec-
tion, transmission, in-line etc.), and is, through a calibration model, able to provide
insights into a production. These insights can be used to optimize a production, and
thereby increase the profitability. However, the flexibility of NIR spectroscopy comes
at the price of high demands of both maintenance and monitoring, for which, in
many cases, expert knownledge is needed. This thesis will work towards automizing
the maintenance and monitoring of NIR systems.

1.1 Motivating example
Consider the thought experiment depicted in Figures 1.1a-1.1e. A company special-
ized in producing blue balls from blue boxes has difficulties in producing balls of the
same blue color (Figure 1.1a). Investments are made in NIR spectroscopic technology,
and an expert is hired for the deployment. The expert succeeds in controlling the
production output (Figure 1.1b). However, after changing the supplier of boxes, the
uniformity of the raw materials decreases (Figure 1.1c). The expert collects samples
from the production, updates the calibration model, and is again able to control the
production output (Figure 1.1d). For unknown reasons, the expert leaves his/her job.
Subsequently, the supplier of boxes starts delivering red boxes, and due to the lack
of an expert, the output now includes undesired red balls (Figure 1.1e).
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a

b

c

d

e

Figure 1.1: (a) Example of a production line, that initially is not producing satisfying
products. (b) After the installation of NIR technology, the production can now be
controlled to a satisfying quality. (c) As the quality of raw materials changes, the
NIR technology is no longer able to control the production. (d) Using new samples,
the NIR instrument is maintained, and is now able to control the production again.
(e) After some time, the expert has left his/her job. The company has lost import
knowledge, and it is not able to maintain the NIR instrument properly.
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Although the above example is a caricatured version of reality, it may not be as
far fetched as one might think, as it depicts the four typical stages of owning a NIR
system

1 Calibration

2 Production

3 Re-calibration

4 Re-calibration - without the expert

In the calibration stage, the current production environment is learned by a model
using samples from the production. In the production stage, a number of changes
can happen, that shifts the production outside the learned domain. Using a properly
designed monitoring strategy this shift can be detected. In the re-calibration stage,
the model has to be adapted to the new domain using new samples. Apart from often
being expensive in salary, the knowledge experts possess and take with them when
leaving their job, is an added expense in terms of time-delays to replace. This means
that, when the second re-calibration stage is reached, the losses are greater.

To understand when a model should be re-calibrated, consider the three domains
illustrated in Figure 1.2. The Calibration domain is the domain from which the
calibration model has seen samples from. The Operation domain is the domain in
which the calibration model is operating. Whenever a production shifts outside the
intersection between the Calibration and Operation domains, the calibration model is
extrapolating, and a re-calibration is needed. The reason why the Operation domain
is not identical to the Calibration domain is that, the instance one stops collecting new
calibration samples from a process and providing them with a label, the non-labelled
samples are no longer occurring at random [RC15]. Finally, the Design domain is the
domain of all possible sources of variation in the production environment.

1.2 Domain Learning
Domain Learning is an integrated part of working with NIR spectroscopic data, as
multivariate calibration models are needed for providing the desired insights. How-
ever, the high cost of chemical analyses usually means that chemometric experts often
work with small and fat data sets. This means that the choice of calibration model
is limited to linear methods combined with standard pre-processing techniques. The
availability of more samples would enable usage of end-to-end trained models, that
are able to learn the optimal pre-processing for a given problem as shown in [CF18].
In other fields, this challenge has been tackled by merging multiple data sets. How-
ever, this is a challenging task in NIR Spectroscopy, as there are no standards with
respect to the number of or which wavelengths to use.
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Design Operation Calibration

Figure 1.2: Illustration of how the Calibration, Operation and Design domains inter-
sect.

1.3 Domain Adaptation
Tools for Domain Adaptation are widely used by chemometric experts, as NIR cali-
bration models are highly sensitive to changes in the production environment. This
can be changes in the raw material, recipe etc. that collectively constitutes, what is
mathematically known, as a covariate shift in the independent variable. Covariate
shifts constitute a problem for calibration models as predictions made under such
conditions are effectively extrapolations [RC15]. Covariate shifts are therefore chal-
lenging for both linear and non-linear models as these are designed for interpolation.
Techniques for adaptation of a calibration model to a new domain are discussed in
[WR15] and include affine transformation of the prediction, augmentation of new
labelled samples and standardization procedures. While new labelled data can be
expensive to acquire, unlabelled data are often available for free, or at a very low
cost. Unlabelled samples can be used in a semi-supervised setting, by augmenting
the original samples used to train the calibration model. Semi-supervised techniques
for adaptation of calibration models to new domains are explored in [AKG18].

1.4 Monitoring
Monitoring is essential in order to ensure high performance of a calibration model,
as it is the primary tool for detection of domain changes. This means that the per-
formance of a calibration model is only as high as the monitoring strategy allows
it. The standard tools for monitoring of NIR calibration models are from the field of
Statistical Process Control (SPC), and include multivariate techniques for monitoring
the acquired spectra and univariate techniques for monitoring of the prediction errors
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on validation samples and monitoring of changes in the prediction on standardized
samples. In this way, the monitoring strategy is able to detect if the production
environment has shifted too far into the Operation domain.

The overall objective of this thesis is to maximize performance when owning a NIR
spectroscopic instrument. This is done through new methodologies for Monitoring,
Domain Learning and Domain Adaptation.

1.5 Overview of the Thesis
The thesis consists of 8 chapters as well as three journal papers (A, C, D) and one
conference paper (B).

Chapter 2 gives a brief introduction to NIR Spectroscopy and the underlying physical
explanation of absorbance spectra.

Chapter 3 provides a brief introduction to the data sets used in this thesis and related
performance metrics.

Chapter 4 provides a description of methods used for analysing and modelling of near
infrared data.

Chapter 5 summarises the contributions in Papers A and B together with a walk-
through of a demonstration of the proposed method.

Chapter 6 presents the proposed method in Paper C together with a condensed anal-
ysis of the results. The proposed method is illustrated and motivated using two
examples.

Chapter 7 summarises the contributions in Paper D. The usage of the proposed
method is illustrated via an example.

Finally, Chapter 8 concludes the thesis with key findings and ideas for future work.

Papers A and B are included in Appendix A and B respectively. Paper A is entitled
”Deep learning for Chemometric and non-translational data” and is a draft published
on arXiv and Paper B is a condensed version submitted to the International Con-
ference on Acoustics, Speech, and Signal Processing (ICASSP) 2020. The papers
presents the Weight Share method for training of deep convolutional neural networks
using multiple data sets of different input sizes.

Paper C is included in Appendix C. The paper is entitled ”Semi-Supervised Covariate
Shift modelling of Spectroscopic Data” and is submitted to Journal of Chemomet-
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rics. The paper gives a detailed description of the Extented Joint Trained framework
together with a combined test and correction step. Combined this enables semi-
supervised modelling in the presence of a covariate shift.

Paper D is included in Appendix D. The paper is entitled ”Model based Level Shift
Detection is Autocorrelated Data Stream using a moving window” and is a draft in-
tended for a statistics journal. The paper presents a method for detection of level
shifts in time series data modelled via an ARMA model. Furthermore, two algorithms
are presented that combined estimates the critical value for the test statistic in an
efficient manner.

Together the four research papers addresses the three areas ”Domain Learning”, ”Do-
main Adaptattion” and ”Monitoring” all related to NIR Spectroscopy as illustrated
in Figure 1.3.

Paper C Paper D

Paper A+B

NIR Spectroscopy

Domain Adaptation Monitoring

Domain Learning

Figure 1.3: The three topics of NIR spectroscopy covered in this thesis and how
papers fit in each topic.



CHAPTER 2
Near Infrared
Spectroscopy

The history of Near Infrared Spectroscopy dates back to Sir William Herschels dis-
covery of what he called ”radiant heat” in 1800 [Her00a; Her00b]. At that time there
were no concept of the electromagnetic spectrum, therefore Herschel erroneously con-
cluded that his discovery was different from light in nature. This error was corrected
by Ampere in 1835, as he showed that visible and near infrared light had the same
optical properties, and thereby introduced the idea of an extended spectrum [Lod07].
Later, the works by James Clerk Maxwell and Max Planck laid the foundation of un-
derstanding the electromagnetic spectrum shown in Figure 2.1. From this it is clear
that the infrared (IR) region is a subset of the electromagnetic spectrum, consisting
of waves with wavelengths ranging from 0.8− 1000µm.

0.0 0.2 0.4 0.6 0.8 1.0
0.0

0.2

0.4

0.6

0.8

1.0

10 10 10 8 10 6 10 4 10 2 100 102 104 106 108 1010 1012 1014

 rays X rays UV IR Microwave Radio waves

( m)

Hz1024 1022 1020 1018 1016 1014 1012 1010 108 106 104 102 100

100 101 102 103

Wavelength in m

NIR MIR FIR

Figure 2.1: The electromagnetic spectrum with the infrared region highlighted and
divided into near infrared (NIR), mid infrared (MIR) and far infrared (FIR).
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2.1 The infrared region
While the interaction between infrared radiation and molecules occur in the entire
infrared region, the region has different properties depending on which range of wave-
lengths one consider. For this reason the IR region is further divided into the three
subregions: near infrared (NIR), mid infrared (MIR) and far infrared (FIR) as shown
in Table 2.1. One property that distinguished NIR from e.g. MIR is that MIR is
dominated by narrow fundamental absorption bands while NIR primarily contain
broad absorption bands stemming from overtones. Another and more practical issue
related to using spectroscopy is the radiations ability to pass through the sample
of interest. For NIR the radiation can pass through several cm of material, while
for MIR and FIR the sample thickness is measured in µm, severely complicating the
sample preparation [Lod07].

Region Wavelength (µm) Wavenumber (cm−1)
IR 0.8− 1000 12500− 10

NIR 0.8− 2.5 12500− 4000
MIR 2.5− 50 4000− 200
FIR 50− 1000 200− 10

Table 2.1: The division of the infrared region of the electromagnetic spectrum into
near infrared (NIR), mid infrared (MIR) and far infrared (FIR) and the corresponding
wavelengths and wavenumbers

The wavenumber shown in Table 2.1 is an alternative (and sometimes more rel-
evant) unit to represent a given wavelength. It describes how many oscillations a
wave makes per unit of length - in spectroscopy the convention is to use the unit
cm−1 but any unit of length is applicable. The advantage of using the wavenumber
is that many phenomena in spectroscopy are linearly separated in terms of wavenum-
ber. The conversion from frequency or wavelength is given in Eq. (2.1), where ṽ is
the wavenumber, vs is the frequency in Hertz, c is the speed of light and λ is the
wavelength [Lod07].

ṽ = vs

c
= 1

λ
(2.1)

2.2 The birth of NIR spectroscopy
The first near infrared spectrum was recorded in 1881 of organic liquids by Abney
and Festing [AF81]. A more elaborate study was conducted by Coblentz around 1905
where he measured the spectra of hundreds of compounds in the 1−15µm wavelength
region [Cob05; Lod07]. From this study he discovered that though each compound
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where different, related compounds had similar fingerprints. E.g. all compounds with
OH groups tended to absorb at wavelengths around 2.7µm.

2.3 The physics of NIR spectroscopy
In order to understand these discoveries, one has to resort to a quantum mechanic
interpretation of molecules. First consider the water molecule, as illustrated in Figure
2.2. The water molecule can exhibit symmetric and asymmetric vibrations and/or
bending in its molecular dipole moment. Interaction between infrared radiation and
the molecule can only occur if the frequency of the infrared radiation and that of the
molecular dipole moment matches [Lod07].

a Symmetric vibrating/bending. b Asymmetric vibrating.

Figure 2.2: Illustration of symmetric and asymmetric vibration/bending of a water
molecule. Source Q-Interline.

An approximation of a molecule consisting of two atoms is a system consisting
of two masses, m1 and m2, connected by a spring. This model is known as the
harmonic diatomic oscillator model. In this model, the fundamental frequency, v0,
can be calculated using Eq. (2.2), where k is the force constant of the bond/spring
and m = (m1m2)/(m1 + m2) is the reduced mass of the atoms [Lod07].

v0 = 1
2π

√
k

m
(2.2)

Furthermore, the energy required for a transition to a higher excitation level of
the molecule can be calculated by Eq. (2.3), where h is Planck’s constant and n is the
integer vibrational quantum number [Lod07]. The result of the harmonic oscillator
model is that energy levels are equidistant and only transitions to adjacent energy
levels are allowed.
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En = hv0

(
n + 1

2

)
(2.3)

However, as the harmonic oscillator model is not applicable at larger excitation
levels, as e.g. the bond will simply break [Kud13], the anharmonic oscillator model is
used instead. This model states that the higher excitation levels are given by Eq. (2.4),
where χ is the anharmonicity constant. Contrary to the harmonic oscillator model,
the anharmonic oscillator model allows transitions to higher excitation levels than
the neighbouring levels. These levels correspond to the first, second, etc. overtones
over the fundamental vibration.

En = hv0

(
n + 1

2

)
− χhv0

(
n + 1

2

)2

(2.4)

A linear polyatomic molecule consisting of N atom has 3N −5 degrees of freedom
while a non-linear polyatomic molecule has 3N − 6 degrees of freedom, resulting in
broad absorption bands. In the mid infrared region the primary transitions are the so-
called fundamental transitions corresponding to transitions between n = 0 to n = 1,
that absorb a large amount of energy. Therefore the broad absorption bands are
not observed here as they absorb much less energy. However, as near infrared region
is dominated by overtones (∆n > 1) that require much less energy, the absorption
bands observed in this region are broad and overlapping as illustrated in Figure 2.3.

Figure 2.3: Overview of overtones of different bonds in the near infrared region.
Source Q-Interline.
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2.4 Lambert Beer’s law
When analysing NIR spectroscopy data, one utilizes the transferring of energy from
the radiation to the molecule in terms absorption of photons. However, this absorp-
tion is only observed indirectly. The reason is that only the intensity of the radiation
after interacting with the sample is recorded. In order to convert the recorded in-
tensity spectrum into an absorption spectrum, Lambert-Beer’s law, as shown in Eq.
(2.5), is used [Bou29; Lam60; Bee52]. The law states that for a sample made up of
several constituents, the absorption at the wavelength λ, A(λ), is proportional to the
effective path length, l(λ), the concentration of the i’th constituent, ci, and the mo-
lar absorptivity of the i’th constituent, α

(λ)
i . Further, I(λ) is the measured intensity

spectrum and I
(λ)
0 is a representative background spectrum.

A(λ) = −log10

(
I(λ)

I
(λ)
0

)
= l(λ)

∑
i

α
(λ)
i ci (2.5)

When analysing multiple samples, this yields a non-linear system, as the effective
path length can change from sample to sample. Therefore, in order to achieve a linear
system, the effective path length is often assumed to be the same for all samples.
Furthermore, as the law is only valid for systems without scatter and instrumental
effects[RBE09], scatter correcting methods must be utilized prior to modelling - see
Section 2.6 for a discussion of artefacts and undesirable sources of variation and
Section 4.1 for a discussion of pre-processing techniques.

2.5 Acquisition of NIR spectra
There are several different technologies that can be used to acquire a near infrared
spectrum. These include filter based, diode array, dispersive, Fourier transform and
others. Common for these are that they consist of a near infrared source, a monochro-
mator (or interferometer), some equipment to fixate the sample and a detector. How-
ever, the instrument configuration can differ a lot. For instance, the Fourier transform
based solution require an accurately controlled moving mirror, while the filter based
solutions require a filter to be placed in between the source and the sample.

Most modern instruments can be used in two different modes: Reflection and
Transmittance. In Reflection mode, the source sends near infrared radiation towards
the surface of the sample and the detector records the intensity of the reflection.
This reflection can be both specular or diffuse, where the recorded reflectance follows
Lambert’s Cosine law[Lod07]. In Transmittance mode, the near infrared radiation is
transmitted through the sample and the detector records what is left on the other
side of the sample. Examples of the two modes are seen in Figures 2.4a and 2.4b
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a A Fourier Transform instrument in re-
flectance mode.

b A Fourier Transform instrument in
transmittance mode

Figure 2.4: Instrumental setup of Reflectance and Transmittance modes. Source
Q-Interline

The two mode have different pros and cons. For instance, transmission is often
infeasible in the case of pure solids as the radiation cannot pass all the way through,
while the opposite is the case for many fluids, where no reflection occurs. Furthermore,
the effective path length is difficult to control in reflection mode, as it depend on the
particle distribution, while this is generally not an issue in transmission mode.

2.6 Challengens in NIR spectroscopy
The near infrared region has long been known to be a battle ground of a multitude
of chemical and physical effects. These include wide overlapping absorption bands,
scatter and other effects. The result was that for a long time the technology was
ignored as it seemed infeasible to be used in practice. However, since the development
of CPU’s in the second half of the 20’th century, solving these problems was now
feasible as multivariate models and advanced pre-processing techniques could be used.

The challenges when analysing or calibrating regression models based on near
infrared data, can very crudely be divided into the three categories listed below, each
requiring specific attention when dealing with near infrared spectroscopic data:

1 Nature of NIR absorption bands

2 Sample related effects

3 Instrumental effects

This section is not meant to be an exhaustive review of all the challenges related
to NIR spectroscopy, but rather give an overview over the types of challenges faced
when dealing with NIR spectroscopy.
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2.6.1 Nature of NIR absorption bands
The challenges related to the absorption bands in the near infrared region include (but
are not limited to) the broad absorptions bands and the overlapping of these bands.
The result of the broad absorption bands is a high degree of correlation between
adjacent wavelengths. Mathematically this is known as multicollinearity and is a
challenge for Ordinary Least Squares based methods. However, regularized methods
like Ridge Regression and Partial Least Squares are able to handle this challenge.

The overlapping bands, as seen in Figure 2.3, are generally not a problem for these
calibration methods if all constituents are present in the training data. However, as
shown by Wise and Roginski, if a new constituent is introduced to the environment
in which the calibration model is used (e.g. by changing the production recipy), this
will cause problems for the calibration model. In order to avoid this, several strategies
can be utilized. The more popular is variable selection, either manually by hand or
in an automated or semi-automated manner. The manual variable selection often
result in a robust calibration as demonstrated by Zachariassen et al. in [Zac+05].
However, it require a knowledge of the environment in which the calibration model
is put. Semi-automated methods include the Variable Importance for Projection
VIP[WJC93], Selectivity Ratio (SR) [Raj+09] and other. These methods score each
wavelength according to their importance for predicting the response, and either a
threshold is set or an iterative elimination process is conducted in order to select the
most important wavelengths to include in the model [AB10]. The automated methods
include Lasso based methods such as Elastic Net and Sparse Partial Least Squares,
Interval Partial Least Squares and similar. Common for these are that the variable
selection is performed based on the setting of one or more tuning parameters.

Another strategy is manifold regularization techniques such as the Linear Joint
Trained framework by Ryan and Culp or Null Sample Augmentation by Andries,
Kalivas, and Gurung. These utilize unlabelled samples from the production in order
to correct for the effect of adding a new constituent. For a more elaborate discussion
of these see Section 4.4.1

2.6.2 Sample related effects
As the near infrared radiation travels through a sample, it not only collect information
about the chemical composition, it also collect information about the physical state of
the sample (e.g. micro structure or temperature). Figure 2.5 illustrates what happens
to NIR reflectance spectra obtained from samples of sucrose with different particle
sizes. It is clear that the spectra caries information related to the particle size in the
form of scattering. In general, the physical condition of the sample presented to the
spectrometer, can cause different phenomena that collectively are known as scattering.
These include baseline shift, multiplicative effects, trend- and curvature-effects and
many others. As demonstrated in [RBE09] many of these effects can often be (almost)
eliminated by a proper choice of pre-processing strategy.
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Figure 2.5: Near infrared reflectance spectra of sucrose samples of different particle
sizes. The samples are colored from turquoise (large particles) to pink (small parti-
cles). The black spectrum is an example of specular reflectance. Source [RBE09].

Figure 2.6 illustrates the effect on the measured spectra, when changing the tem-
perature of wine samples in terms of a translation of the peak. The reason for this is
that temperature changes vibration frequency of the molecules, thereby changing the
frequencies at which the molecules absorb photons. This phenomenon is primarily
dominant for polar molecules as well as molecules containing aromatic bonds.

Another pre-dominant effect is, if the assumption of constant effective path length
is violated. This can e.g. be in the form of extreme changes in temperature and
pressure in oil reservoirs as studied in the IDRC 2014 shootout [Ign+15], or a change
of sample preparation equipment can also cause this problem [MNE03]. The effect
here is a scaling the absorbance spectrum by a factor corresponding to the change in
path length.

Finally, a challenge that is seldom handled in the literature, but is often a struggle
in the industry, is how representative the recorded spectrum is for a given sample.
The reason is that the radiation is only interacting with a small part of the sample.
Assuming that a sample is perfectly homogeneous, then, regardless of the positioning
of the sample, the spectrum will be the same. However, this is seldom the case. Con-
sider for instance a mixture of different powders with different particle distributions,
here the sample is likely to be segregated, and the recorded spectrum is therefore
highly dependent on the positioning of the sample.
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Figure 2.6: Near infrared spectra of red wines scanned at six different temperatures.
The arrow indicate the direction of change when the temperature is increased. Source
[Coz+07].

2.6.3 Instrumental effects
The instrument used to measure a near infrared spectrum can also cause artefacts
and scatter effects in the measured spectrum. Figure 2.7 shows the instrument to
instrument artefact when measuring the same tablets on two different instruments.
A significant difference between the mean spectra (red and blue lines) is present in
the regions 600-700nm and 1650-1750nm. This effect can e.g. be caused by the
light having different angle of incidence for different instruments, differences in the
detectors, instability of the optics or a non-representative background spectrum I0.
The background spectrum can be affected by several external effects. For instance,
bending of the fiber can change the intensity profile as the internal reflection angles
changes. Aging of the radiation source can also affect the background spectrum, as
the aging can affect the intensity of the radiation.

Furthermore, the setup of the instrument can also result in different artefacts in
the spectrum. An example of this was seen in Figure 2.5, where the black line was
the result of specular reflectance. This can happen if the angle of incidence is too
small. Smaller effects like the instrument to instrument difference seen if Figure 2.7
can happen after a technician has performed service on an instrument.
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Figure 2.7: The spectra from the two instruments in the IDRC 2002 data set [Hop03].
The gray lines are the individual spectra, the blue and red lines are the mean spectrum
from instruments 1 and 2 respectively. In the ranges 600-700nm and 1650-1750nm
there is a clear difference between the mean spectra purely due to differences in the
instruments



CHAPTER 3
Performance metrics
and data examples

To assess the performance of the proposed methods for domain learning and adapta-
tion, data sets and performance metrics are needed. This chapter briefly covers the
performance metrics and data sets used in this thesis.

3.1 Model evaluation
In order to asses the performance of calibration models, different performance metrics
can be used as they provide different insights. Below, the performance metrics used
in this thesis are described.

Root mean squared error (RMSE) This metric allows easy evaluation of the
performance of a calibration model. The metric assumes Gaussian data, and is there-
fore sensitive to outliers. The root mean squared error is defined in Eq. (3.1), with
y being the reference values and ŷ being the predictions.

RMSE (y, ŷ) =

√√√√ 1
N

N∑
i=1

(yi − ŷi)2 (3.1)

The metric does not address whether the prediction errors is due to the calibration
model having low accuracy or low precision. For this, the mean bias or standard error
of prediction should be used - see below for definitions.

Mean bias (Bias) This metric gives insight into the accuracy of a calibration
model, as is measures if it tend over- or underestimate the response of interest. This is
of interest in systems that regulate a process based on the insights from the calibration
model, as these often assume unbiased predictions. The mean bias is defined in Eq.
(3.2).
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Bias (y, ŷ) = 1
N

N∑
i=1

yi − ŷi (3.2)

Standard error of prediction (Sep) This metric gives insight into the precision
of a calibration model, as it measures the standard deviation of the prediction errors.
This is of interest when developing or maintaining a calibration model, as it provides
guidelines for the necessary actions. The standard error of prediction is defined in Eq.
(3.3) with ri = yi − ŷi being the i’th prediction residual, r being the column vector
of prediction residuals and r̄ being the mean prediction residual.

Sep(r) =

√√√√ 1
N − 1

N∑
i=1

(ri − r̄)2 (3.3)

Mean absolute error (MAE) This metric is a robust alternative to RMSE as it
does not include the squared error, and in this way is less sensitive to outliers. The
mean absolute error is defined in Eq. (3.4).

MAE (y, ŷ) = 1
N

N∑
i=1
|yi − ŷi| (3.4)

Weighted root mean squared error (WRMSE) This metric allow a combined
evaluation of calibration models with NP roperties tasks. The metric is defined in Eq.
(3.5) with w(k) > 0 being the weight put on the k’th task.

WRMSE (y, ŷ) = 1
NP roperties

NP roperties∑
k=1

w(k)RMSE(y(k), ŷ(k)) (3.5)

Median absolution deviation (MAD) This metric is a robust estimate of Sep,
and therefore less influenced by outliers. For Gaussian data it can be shown that
MAD(r) = 1.4826 · Sep(r) [RC93]. The median absolute deviation is defined in
Equation (3.6) for N prediction residuals.

MAD(r) = median
i∈{1,...,N}

(
|ri − median

j∈{1,...,N}
(rj)|

)
(3.6)

Coefficient of determination (R2) While metrics like RMSE are influenced by
the scale of the data, R2 is not. Furthermore, opposed to most other performance
metrics, maximization of R2 is desired. The R2 is defined in Eq. (3.7), from which it
is seen that R2 is bounded above by 1 and is not bounded below.
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R2 (y, ŷ) = 1− SSres

SStotal

= 1−
∑N

i=1 (yi − ŷi)2∑N
i=1 (yi − ȳ)2

(3.7)

As an example of its usage, consider the reference measurements distributed on a
narrow interval. Then performing constant predictions (the mean value ȳ) would yield
a small RMSE, Bias and Sep, while R2 would be 0. In this way, R2 provides means
to measure whether a calibration model is able describe any variation of interest.
However, one has to be careful when interpreting R2. For instance, a value of 0.5 is
not necessarily a sign of a bad model, as it is bounded by the noise level relative to
the range of the data.

3.2 Data sets
In this thesis six real data sets are used for analyses of the proposed methods in
Chapters 5 and 6. The data sets are summarized in Table 3.1, where it is seen that
the number of variables, p, and the total number of samples, N , are varying from
data set to data set.

Data set p N NT rain NV al NT est NP roperties

Wheat 100 523 415 - 108 1
IDRC 2002 650 655 155 460 40 1

Chimiometrie 2018 680 4337 3908 - 429 1
Chimiometrie 2019 550 7515 6915 - 600 3

SWRI 401 784 784 - - 7
MILK 1060 890 890 - - 40

Table 3.1: Summary of data sets considered in this thesis.

In order to illustrate the properties of the data sets, each spectrum is colored by a
variable related to the data set, e.g. a response variable. For this purpose, the color
map show in Figure 3.1 will be used in this chapter.

Low High

Figure 3.1: Color map used to color according to ordinal variables.
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3.2.1 Conference challenges
Many conferences dedicated to NIR spectroscopy and/or chemometrics organizes chal-
lenges, where the objective is to built a calibration model for a given data set. Typ-
ically these data sets hold very specific challenges, which the participants have to
discover and tackle. In this thesis, three such data sets are used, and they are de-
scribed below.

IDRC 2002 The 2002 International Diffuse Reflectance Conference (IDRC) pre-
sented this data set for the challenge [Hop03; NR08]. It consists of measurements
of pharmaceutical tablets measured on two different instruments. The objective was
to build a calibration model for the mass percentage of active ingredient based on
measurements from Instrument 1 and transfer the calibration to Instrument 2. Spec-
tra from both instruments are shown in Figure 3.2, where they are colored by mass
percentage of active ingredient. As seen, the spectra from both instrument exhibit a
large amount of scatter and for wavelengths > 1750nm the spectra are dominated by
instrument noise. Furthermore, as seen in Figure 2.7 on page 16 there are instrument
related differences in the ranges 600-700nm and 1650-1750nm. This means that either
a careful variable selection should be performed, or other specialized methods should
be employed in order to make the transfer between instruments.
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Figure 3.2: IDRC 2002 data colored by API (mass %).

Chimiometrie 2018 The 2018 Chimiometrie conference presented this data set
for the conference challenge [Chia]. The data set consists of measurements of silages
at unknown wavelengths (though being NIR data) and the objective was to predict
the protein content in the test data set. The training data are shown in Figure 3.3,
from which it is clear that a large amount of scattering is present. Furthermore, the
data consist of measurements of 10 different types of silages, each with individual
characteristics. However, the data set does not contain information about the silage
types, and a calibration model must therefore automatically detect this. Finally, 57
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samples were present in both the training and the test set. However, this feature is
not utilized is this thesis.
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Figure 3.3: Chimiometrie 2018 data colored by protein content (mass %)

Chimiometrie 2019 This data set was made available as the Chimiometrie 2019
challenge data set, and consists of measurement of different mixtures of oils - soy,
lucerne and barley - the spectra were recorded using NIR, but the specific wavelength
are unknown [Chib]. There are several challenging elements present in the data set.
First of all, as seen in the histograms in Figure 3.4 there are many zeros for all three
targets, making the distribution of the target variables highly skewed. Secondly,
as seen in Figure 3.5, a lot of scatter is apparently present as the turquoises lines
(corresponding to 0 barley) has large variation for all wavelength. However, this
variation is partly due to the variation induced by the other two targets, and one
should therefore be careful when selecting pre-processing method - see Section 4.1
for more details on these. Finally a third challenge is present in the test set, namely
a translation of the spectra of 0.5nm, due to the test samples being measured on
another instrument.

Due to the multi task objective, the conference used the Weighted Root Mean
Squared Error (WRMSE) as described in Section 3.1. They used the weights w(k) =
1/ ¯y(k) with ¯y(k) being the mean of the k’th response. These weights will also be used
in this thesis.
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Figure 3.4: Histogram of reference values for the Chimiometrie 2019 data set
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Figure 3.5: Chimiometrie 2019 data colored by barley content (mass %)

3.2.2 Other data sets

Wheat This data set was presented together with the Extended Inverted Signal
Correction (EISC) pre-processing technique [Ped+02; NPM03], and is as such an
example of much scattering. This is evident in Figure 3.6, where the spectra are
shown. The data set consists of measurements of wheat kernels and corresponding
protein content. The data set is available at KU FOOD Section for Spectroscopy &
Chemometrics homepage [Uni].
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Figure 3.6: Wheat data colored by protein content (mass %).

SWRI The SouthWest Research Institute (SWRI) produced this data set of differ-
ent diesel fuels with the purpose of enabling evaluation of diesel fuels in the combat
field. 7 different properties of the samples are provided, however, there are several
missing values, hence dividing the data set into individual properties yields data sets
with up to 395 samples. The data is shown in Figure 3.7 where the spectra are colored
by total aromatics (mass %). The data set is a good example of how scattering affect
the samples. Here it is seen as a mixing of the colors as both baseline shift, trending
and multiplicative scattering are present. The data set is available at Eigenvectors
homepage [Inc].
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Figure 3.7: SWRI data colored by total aromatics (mass %).

MILK IR This data set was first published in [Esk+14] and consists of mid infrared
measurements of milk samples from two different cow breeds - Holstein and Jersey.
The data set was originally used to study whether calibration models learned causal-
ities or correlations. This was possible as the correlation between minor constituents
(such as individual fatty acids) and major constituents (such as total amount of fat)
was different in the two breeds. The spectra are shown in Figure 3.8 where it is
seen that the unit of the spectra is not the usual Absorbance but ∆Absorbance. The
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reason is that a water spectrum has been subtracted as a pre-processing step in order
to amplify the signal of interest. A downside of this was that large regions of the
spectra became noisy due to a saturated water signal. For this reason, Eskildsen et al.
selected the regions of interest, which was provided with the data set.
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Figure 3.8: MILK IR data colored by Fat (g/100mL milk)

Another property of the data set is the composition of major constituents as
shown in Figure 3.9. Here it is seen that large mean shifts of both fat and protein
have occurred, while the shift for lactose is not as large. This means that, even though
the data set is not measured using NIR, it is still of interest, as these shifts constitutes
a covariate shift, which is studied in Chapter 6.
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Figure 3.9: Histograms of Fat, Lactose and Protein in the Milk IR data set colored
by breed.



CHAPTER 4
Analysing NIR data

In this chapter methods and tools necessary for modelling, analysing and subsequent
monitoring of spectroscopic data will be reviewed. In Section 4.1 methods for pre-
processing and removal of undesirable artefacts from the spectra are covered. Sec-
tion 4.2 covers unsupervised methods for data exploration. Supervised methods for
building calibration models are covered in Section 4.3, this is extended to the semi-
supervised case in Section 4.4. Section 4.5 covers modelling of time series data. Meth-
ods for monitoring of calibration models are covered in Section 4.6. Finally Section
4.7 covers methods for comparison of methods applied to multiple data sets.

The following notation will be used throughout the chapter: lower cased letters
are scalars, lower cased and bold faced letters are columns vectors while capital bold
faced letters are matrices. For instance the set of n observation pairs {xi, yi}n

i=1 are
collected in rows of the n× p matrix X of observations and the n× 1 column vector
y of responses. In the case of semi-supervised learning in Section 4.4 the set of nL

labelled observation pairs
{

x
(L)
i , y

(L)
i

}nL

i=1
are collected in the rows of the nL × p

matrix XL and the nL× 1 vector yL, while the set of unlabelled data
{

x
(U)
i

}nU

i=1
are

collected in the rows of the nU ×p matrix XU . Matrices of observations are generally
assumed to have column means 0, and it will be stated when this is not the case.

4.1 Pre-processing

Due to presence of light-scattering and other unwanted variations in the spectral
data, pre-processing of the data is often a mandatory part of the modelling process
in order to extract any useful information from the spectra. However, choosing the
right level of pre-processing is essential, as applying the wrong type or a too severe
pre-processing can remove valueable information [RBE09]. Several methods exist and
can in general be divided into two groups: scatter-corrective methods and spectral
derivatives [RBE09].
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4.1.1 Scatter-corrective methods
Scatter-corrective methods are designed to reduce the scatter induced physical vari-
ability between samples and adjusting for baseline shifts [RBE09]. The correction is
performed as in Eq. (4.1), where xorg is the original spectrum, xcorr is the corrected
spectrum and a0 and a1 are the correction parameters that are estimated on a per
spectrum basis.

xcorr = xorg − a0

a1
(4.1)

The strategy used to estimate a0 and a1 is what defines the different methods.

4.1.1.1 Multiplicative Scatter Correction

The Multiplicative Scatter Correction (MSC) proposed by Martens, Jensen, and
Geladi [MJG83] and elaborated on by Geladi, MacDougall, and Martens [GMM85]
regress the observed spectrum on a reference spectrum, xref , as shown in Eq. (4.2),
in order to estimate a0 and a1.

â0, â1 = arg min
a0,a1

∥xorg − (a0 + a1xref ) ∥2
2 (4.2)

The main challenge when using MSC is to choose the reference spectrum. Often,
the mean spectrum is used, however, if outliers are not removed from the data set, this
can have an undesired effect. Furthermore, MSC can generate spectra that appear
to be outliers. This happens for spectra that has little correlation with the reference
spectrum, in this case a1 is close to zero, causing the inverse correction (4.1) to
produce large numbers [Fea+09].

MSC has the advantage that the method is not only able to correct for linear
effects compared to the reference spectrum, it can also correct for e.g. wavelength
dependent variations . Furthermore, any basis expansion of the sources of variation
can in general be used. This form the basis for what is generally known as Extended
Multivariate Scatter Correction (EMSC) defined in Eq. (4.3), where λ is the vector
of wavelengths.

xorg =
[
1 xref x2

ref . . . λ λ2 . . .
]

a + e (4.3)

The downside is that the linear system (4.3) quickly becomes ill-conditioned if too
many sources are included [RBE09].

4.1.1.2 Standard Normal Variate

The Standard Normal Variate (SNV) uses the mean and standard deviation of the
spectrum as estimates of a0 and a1 respectively [BDL89]. The main advantage com-
pared to MSC and related methods, is that there is no need for a reference spectrum.
However, this also means that SNV is sensitive to noisy entries in the spectrum
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[RBE09]. As a result Guo, Wu, and Massart proposed to use robust estimates of the
mean and standard deviation instead, calling it the Robust Normal Variate [GWM99].

Whenever using the SNV, one should be aware that it tend to generate circular
structures in the data. Fearn et al. described that this is due to SNV being a projection
of the data onto a p− 1 dimensional hypersphere [Fea+09].

4.1.2 Spectral derivatives

Spectral derivatives are a class of more computationally heavy methods. They are
motivated by derivatives of a function are able to remove both additive and trend
effects. However, due to noisy measurements, it is not recommended to use the finite
difference method, as this will inflate the noise, making any subsequent analyses
impossible. Instead spectral derivatives include a smoothing step before computing
the derivative.

4.1.2.1 Savitzky-Golay

Savitzky-Golay filtering [SG64] is a method for computing spectral derivatives. It
is a moving window strategy with window size m. For each window, a q’th order
polynomial is fitted and the d’th derivative at the center point is computed. Since
the derivative is calculated at the center point, data points in each end of the spectrum
are lost. Therefore, if one is only measuring at few wavelengths, this method is not
optimal [RBE09].

4.1.3 Pre-processing - an example

Figure 4.1 illustrates the difference between performing four different pre-processings
of the SWRI data set [Inc]. In all sub-figures, the spectra are colored according to
the total aromatics (mass %), from turquoise (low) to pink (high). Figure 4.1a is the
original data. It is clear that the different artefacts are hiding the signal of interest.
In Figures 4.1b and 4.1c the pre-processing is done using SNV and MSC respectively.
Clearly, these two techniques produce similar results, only with minor differences
around 1050nm (besides a difference in the scale of the spectra). However, each of
them are seemingly able to remove undesirable effects, such that the signal of interest
is clearly visible. Figures 4.1d and 4.1e shows the Savitzky-Golay filtering with a first
and second order differencing respectively. Both of these methods have removed all
variation in the intervals 800-950nm and 1350-1450nm. Depending on the method
used for calibrating the model, this may be an advantage or disadvantage.
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Figure 4.1: Four different pre-processing techniques applied to the SWRI data set
and the original data. The spectra are colored according to the total aromatics (mass
%), from turquoise (low) to pink (high).
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4.2 Unsupervised methods
In order to conduct an explorative analysis of the spectra, unsupervised methods
can be utilized to provide distributional information about the data. As the spectra
are assumed to obey Lambert-Beer’s law (after appropriate pre-processing) bilinear
methods are the appropriate class of methods for this task.

The bilinear model, given in Eq. (4.4a), assumes that the data are generated in a
K dimensional subspace. Here S is the n ×K matrix holding true subspace coordi-
nates (scores), L is the p×K matrix holding the true observed signals (loadings) and
E is the matrix of measurement noise. This section covers two different formulations
of the bilinear model, that seeks a solution to the optimization problem (4.4b), with
∥ · ∥2

F being the squared Frobenius norm, augmented by different constraints.

X = SLT + E

=
K∑

k=1

sklT
k + E

(4.4a)

Ŝ, L̂ = arg min
S̃,L̃

∥X − S̃L̃T ∥2
F (4.4b)

4.2.1 Principal Component Analysis
The Principal Component Analysis (PCA) is an exploratory method developed inde-
pendently by Pearson in 1901 and Hotelling in 1933 [Pea01; Hot33]. PCA seeks to
reconstruct the data matrix X as in Eq. (4.4a), naming the columns of S the prin-
cipal components (PC) and the columns of L the principal axes. The first principal
axis maximizes the variance of the first PC, the second principal axis maximizes the
variance of the second PC constrained to being orthogonal to the first principal axis
etc. Consequently, in order to determine the m’th principal axis lm, the optimization
problem given in Eq. (4.5) is solved [HTF09].

max
α

V ar (Xα)

subject to∥α∥2
2 = 1, αT ll = 0, l = 1, . . . , m− 1

(4.5)

It is easy to show that this is equivalent to solving the eigenvalue problem of the
covariance matrix of X. However, in the case of p >> N it may not be feasible to
store the covariance matrix in memory, and a Singular Value Decomposition (SVD)
of X = UΣV T is therefore preferred. In this case we have L̂ = V and Ŝ = UΣ.

PCA has several advantages: It is unique and easy to calculate, it is the only linear
transformation with independent loading vectors and uncorrelated scores and it gives
the best linear compression in terms of the Frobenius norm (4.4b). Despite of this,
PCA is often not the appropriate modelling technique, as the orthogonality constraint
of the loadings often produce non-desired artefacts, but is often a reasonable starting
point.



30 4 Analysing NIR data

4.2.2 Multivariate Curve Resolution
Another widely used technique for modelling of spectroscopic data is the Multivariate
Curve Resolution (MCR) [LS71; SLM74]. MCR seeks to find a constraint solution of
the minimization of the Frobenius norm (4.4b). Popular choices for constraints are
closure of the columns of S, unimodality of the columns of either S and/or L and
non-negativity of the columns of S and/or L (in this case it is more widely known as
Non-Negative Matrix Factorization [PT94; LS99]). By using such constraint, a more
interpretable solution is often achieved. However, this comes at the price of non-
uniqueness, partly due to rotational ambiguity and permutation of the columns. In
order to determine S and L Alternating Least Squares is often utilized. Furthermore,
opposed to PCA, MCR doesn’t assume centered data. This enables direct modelling of
effects such as baseline shift and using different constraint such as e.g. non-negativity.

4.3 Supervised methods
In order to extract the desired information from a spectrum, supervised methods are
applied for applied for building a calibration model. Below five linear methods and
the non-linear framework of neural networks are reviewed. Common for the linear
methods is that they assume centred data. Furthermore, the regularized methods
(Ridge Regression, Lasso and Elastic Net) assume standardized data. The subspace
methods (Principal Component Regression and Partial Least Squares) do not assume
standardized data. However, if some variables are known to naturally be on a dif-
ferent scale than the others, then it is recommended to either perform a suitable
transformation of these variables, or to standardize all variables.

4.3.1 Linear
In many situations it is assumed that the signal of interest is linear. This is due
to Lambert-Beer’s law with the additional assumption that the path length, l(λ), is
constant, thus resulting in a linear system. This results in the linear regression model

y = Xβ + ϵ (4.6)

In many applications involving spectral data the number of variables/wavelength,
p, is larger than the number of calibration samples, n. Furthermore, due to the nature
of spectral data, either reducing the number of variables or increasing the number of
samples, is not sufficient as the resulting data matrix X will still not be of full rank.
Thus the Ordinary Least Squares (4.7) is not applicable as XT X will be singular.
Therefore, regularized or subspace techniques should be applied instead, in order to
estimate the regression vector β̂.
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β̂OLS = arg min
β

∥y −Xβ∥2
2

=
(
XT X

)−1
XT y

=
p∑

i=1

uT
i y

σi
vi

(4.7)

For many statistical methods, an estimated regression vector β̂ is computed by
minimizing the L2-norm of the prediction error, e.g. the Ordinary Least Squares
(OLS), added some regularization. In many cases, the regression vector found with a
L2-norm based regression technique can be written in terms of so-called filter factors
ϕi, an SVD of X and the response vector y as shown in Eq. (4.8). The filter factors
are method dependent, for instance it is clear that for OLS we have ϕi = 1, which
causes numerical instability for large i, as σi becomes close to 0.

β̂L2 =
p∑

i=1
ϕk

uT
i y

σi
vi (4.8)

4.3.1.1 Ridge

In order to overcome the problem of XT X being singular, Hoerl and Kennard pro-
posed to add a small constant, λ, to the diagonal of XT X, resulting in the regular-
ization technique known as Ridge Regression [HK70]. Effectively this corresponds to
penalizing the squared L2-norm of the regression coefficients as shown in Eq. (4.9).

β̂ridge = arg min
β

∥y −Xβ∥2
2 + λ∥β∥2

2

=
(
XT X + λI

)−1
XT y, λ ≥ 0

=
p∑

i=1

σ2
i

σ2
i + λ

uT
i y

σi
vi

(4.9)

Besides producing a solvable linear system, Ridge Regression also handles co-
linearity. In the case of OLS, multi collinearity would often result in a pair (or more)
of large parameter estimates with opposite sign. By penalizing the squared parameter
estimates, this situation is avoided.

As seen from Eq. (4.8), the filter factors for Ridge Regression are ϕi = σ2
i /(σ2

i +λ).
This means that whenever σ2

i >> λ we have that ϕi ≈ 1, hence directions related
to large amounts of variation in X are only being slightly shrunk. However when
σ2

i << λ we have ϕi ≈ 0, hence directions in X that are approximately singular are
highly shrunk.
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4.3.1.2 Lasso

A slightly different regularization technique than Ridge Regression is the Lasso [Tib96].
Instead of penalizing the squared L2-norm of the parameter estimates, Lasso penal-
izes the L1-norm of the parameter estimates as shown in Eq. (4.10). This has the
advantage of automated variable selection, as the smallest parameter estimates are
driven to 0.

β̂lasso = arg min
β

∥y −Xβ∥2
2 + λ∥β∥1, λ ≥ 0 (4.10)

Due to the L1 regularization, the Lasso does not have a closed form solution,
instead the Lasso can be solved by any gradient descent or coordinate descent algo-
rithm. Further, it can be solved using the Least Angle Regression Selection (LARS)
algorithm [Efr+04]. LARS has the advantage that it solves the Lasso for the rele-
vant values of λ as opposed to a gradient descent based algorithm. In general the
Lasso doesn’t handle multi collinearity very well as it randomly will pick one of the
variables.

4.3.1.3 Elastic Net

In order to overcome the issue of handling multi collinearity of the Lasso while keeping
the ability of automated variable selection, Zou and Hastie proposed the Elastic Net
(EN) [ZH05]. This is done by combining the L2 regularization of Ridge Regression
with the L1 regularization of the Lasso. This results in the two equivalent formulations
in Eq. (4.11). As the Elastic Net includes an L2 regularization term, it handles multi
collinearity well. If more than one of the correlated variables are included into the
model, the effect will be averaged over these variables. This effect is known as the
grouping effect.

β̂EN = arg min
β

∥y −Xβ∥2
2 + λ1∥β∥1 + λ2∥β∥2

2, λ1, λ2 ≥ 0 (4.11a)

= arg min
β

∥y −Xβ∥2
2 + λ

[
α∥β∥2

2 + (1− α)∥β∥1
]

, λ ≥ 0, 1 ≥ α ≥ 0 (4.11b)

Depending on the formulation used, the Elastic Net can be solved by different
algorithms. E.g. (4.11a) can be solved using LARS for fixed λ2 or a gradient based
method, whereas (4.11b) cannot be solved directly by LARS, necessitating a compre-
hensive search of the best combination of α and λ.

4.3.1.4 Principal Component Regression

Principal Component Regression or PCR is essentially a Principal Component Anal-
ysis model with K components with a regression model built on top. As seen in
Eq. (4.12), PCR relates the principal components, SK , to the response of interest by
solving the least squares formulation.
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β̃P CR = arg min
β

∥y − SKβ∥2
2

=
(
ST

KSK

)−1
ST

Ky

= Σ−2
K ST

Ky =
K∑

i=1

uT
i y

σi

(4.12)

The estimated regression vector β̃P CR is (K × 1). In order to avoid calculating
the principal components before performing a prediction, the corresponding regression
vector in the original X-domain is achieved via the reverse mapping by the loading
vectors from the PCA, as seen in Eq. (4.13).

β̂P CR = LT
K β̃P CR

=
K∑

i=1

uT
i y

σi
vi

(4.13)

From this is it clear that the filter factors from Eq. (4.8) are ϕi = 1 for i = 1, . . . , K
and ϕi = 0 for i > K. Hence PCR has a similar shrinking effect as Ridge Regression.
In many spectroscopic applications, PCR can achieve the same performance as the
more popular Partial Least Squares. However, as more components are needed than
with Partial Least Squares [WM03], the latter is often preferred.

4.3.1.5 Partial Least Squares

As opposed to PCR, Partial Least Squares (PLS) seeks a latent subspace of X that
captures a high degree of variation in X while having high correlation with y. For-
mally, the m’th direction of PLS, rm, solves the optimization problem stated in Eq.
(4.14), with S being the sample covariance matrix [HTF09].

max
α

Corr2 (y, Xα) V ar (Xα)

subject to∥α∥ = 1, αT Srl = 0, l = 1, . . . , m− 1
(4.14)

A PLS algorithm with K components decomposes X and y into two sets of
scores (T̂ and Û) and loadings (P̂ and Q̂) together with the collection of search
direction r1, . . . , rK collected in the rotation matrix R̂, as shown in Eq. (4.15).
Several algorithms for solving PLS exist, some of the most popular are NIPALS
[Wol66], SIMPLS [Jon93] or the fast kernel algorithm [DM97].

X̂ = T̂ P̂ T , ŷ = ÛQ̂T

T̂ = XR̂
(4.15)
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Given these matrices, the resulting regression vector β̂P LS can be calculated as
shown in Eq. (4.16) [DM97].

β̂P LS = R̂Q̂T (4.16)
As with OLS, Ridge Regression and PCR, PLS can also be written on the form

(4.8). However, instead of having predetermined filter factors ϕi, these depend on
the number of PLS components included in the model. I.e. the notation is in this
case changed to ϕ

(K)
i . Phatak and De Hoog described the link between PLS and Con-

jugated Gradient for Least Squares (CGLS) via the use of Krylov subspaces [PD02].
The use of this subspace has the advantage that it is dependent of information from
both X and y. This means that, the filter factors ϕ

(K)
i are also based on information

in both X and y. Effectively, ϕ
(K)
i is close to 1 for directions in X correlated to

y and close to 0 for other directions (note that when increasing K, all filter factors
gradually converge to 1). This explains why PLS usually needs fewer components
than PCR, as it captures the relevant directions first while shrinking low variance
directions.

However, a downside of PLS is that it has a tendency of inflating high variance
directions [HTF09] as the variance term in (4.14) tends to dominate. For this reason,
many derived variants of PLS exists, that all tries to minimize this downside. E.g
Sparse PLS [CK10] solves PLS in an Elastic Net manner. O-PLS [Wol+98] remove
all variation in X orthogonal to y after each iteration of NIPALS. iPLS [Nør+00]
splits the wavelengths into a number of intervals, and then finds an optimal subset
of these intervals which are then used as input to PLS. iPLS is designed for being
applied to spectral data, but should do well for other types of data that has a high
degree of local correlations.

4.3.2 Non-linear
In many situations the assumption of linearity is violated. This could e.g. be if the
path length in Lambert Beer’s law is not constant, or if the scattering cannot be
removed without removing the signal of interest as well. In such situations, the more
general regression model (4.17) is used. Here f(·) is any linear or non-linear function
that maps the observations X to the response y.

y = f(X) + ϵ (4.17)

4.3.2.1 Neural Networks

One of the more popular non-linear function estimators is the Artificial Neural Net-
work. These were initially popularized through the universal approximation theorem
[HSW89], but due to e.g. convergence issues and computational costs, other methods
initially became more popular. In recent years, neural networks have become popu-
lar, both in research and the industry. This popularity is driven by breakthroughs
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in areas like computer vision, speech recognition etc. where better than human per-
ception has been achieved in several cases. These breakthroughs are driven by many
factors, two of theses are the development of powerful GPU’s used for training of the
neural networks and the switch from networks with few but wide hidden layers to
deep neural nets with many hidden layers.

Neural networks are hierarchical stacked non-linear models, enabling the networks
to learn higher order representations of data [Ben12]. Compared to other hierarchical
models, neural networks are trained in an end-to-end fashion through back propaga-
tion of the loss function. This makes neural networks highly flexible, enabling them
to solve difficult tasks.

The hierarchical structure of a neural network with K hidden layers is outlined in
Eq. (4.18). Here h(i) is the i’th non-linear activation function, such as the Rectified
Linear Unit (ReLU) [KSH12], sigmoid or similar. x(i−1) is the output of the (i−1)’th
layer, with the 0’th layer being the input layer, and f (i)(·) is a (linear) parametric
function operating on x(i−1). The parameters of f (i)(·) are learned from data. Finally
ŷ is the output layer.

x(i) = h(i)
(

f (i)
(

x(i−1)
))

ŷ = h(K+1)
(

f (K+1)
(

x(K)
)) (4.18)

In general, the architecture of the neural net (the depth, the choice of function,
f (i)(·) etc.) is what distinguishes neural networks from each other. One important
choice, when designing the architecture, is which functions, f (i)(·), to use and the
ordering of these. Two popular choices of f (i)(·) are fully connected layers and con-
volutional layers. The fully connected layer is a matrix-vector operation as shown in
(4.19), with W (i) being a matrix of weights and b(i) being a column vector of biases.
Stacking several fully connected layers can learn interactions between different input
variables.

f (i)(x(i−1)) = W (i)x(i−1) + b(i) (4.19)

A downside of fully connected layers is that they are not spatially invariant. This
made e.g. computer vision tasks difficult, as the network was unable to handle trans-
lations of an object. A solution to this is the convolution layer shown in (4.20). Here
θ

(i)
j is the filter and b

(i)
j is a column vector of biases. The subscript j marks that

at each layer, multiple different filters can be used. Furthermore, these filters are
not constraint to be the same size, this is for instance used in the Inception module
[Sze+15]. When stacking convolutional layers, the bottom layers will typical learn
low level features of the data, e.g. edges in images, while the upper layers will learn
combinations of these features [LBH15].

f
(i)
j (x(i−1)) =

(
x(i) ∗ θ

(i)
j

)
+ b

(i)
j (4.20)
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A standard architecture of a Convolutional Neural Network (CNN) is first a num-
ber of convolutional layers followed by a number of fully connected layers. However,
as the output of the convolutional layers will be positioned in the same location as
in the original input, this did not solve the issue of fully connected layers not being
spatially invariant. For this reason, convolutional layers are often associated with
a pooling operation. A pooling operation (e.g. max-pooling, average-pooling etc.)
consists of local non-parametric operations on f

(i)
j (·). For instance, in Eq. (4.21)

the 2 × 2 max-pooling operation is illustrated with a stride of 2. The max-pooling
initially consider the upper left 2×2 window of the matrix on the left, and return the
maximum value (22). The stride is how far the window is moved before performing
the next pooling operation. In this case, the window is either moved 2 columns to
the right or 2 rows down, and continue for the entire matrix. In this example, the
pooling operation works as a downsampling of a 4 × 4 matrix into a 2 × 2 matrix.
When many convolutional layers and corresponding pooling layers are stacked, this
more or less makes the final output translational invariant to the input.

12 22 15 0
9 5 7 9
2 6 17 2
65 4 1 0

→ [
22 15
65 17

]
(4.21)

The high flexibility of neural networks comes at the price of high risk of overfitting.
For this reason, large amounts of data are typically required in order to train the
networks. An easy way to get more data is via data augmentation. The specific
data augmentation strategy is highly domain specific, but consist of creating multiple
copies of the original data, where different artefacts are added to the new data. For
images this could be translations, rotations etc. and in spectroscopy this could be
different sorts of scattering as shown in [BGS17]. In this way, the decision surface
is forced to be smooth in the neighbourhood of the original data points. Other
strategies for achieving this is Adversarial Training [GSS14] or Virtual Adversarial
Training [Miy+18].

A feature of neural networks, especially CNN’s, is the higher order representation
of data that generalize well, if the network is trained properly. This higher order
representation of data can be used for transfer learning, where the weights of an
existing network are transferred to a new network with a different task. This technique
is widely used in computer vision, text and speech processing [Ben12] but have also
attracted some attention within spectroscopy [LJB18; PMM19].
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4.4 Semi-supervised methods
In situations with limited amounts of labelled data, one can often gain from using
unlabelled data in order to stabilize the estimated model. The inclusion of unlabelled
data is known as semi-supervised learning and has successfully been applied in numer-
ous domains for both linear and non-linear regression and classification algorithms.
Semi-supervised learning methods makes one major assumption: The labelled data,
sampled from the source domain, and the unlabelled data, sampled from the target
domain, are generated by the same underlying distribution [CSZ06].

Semi-supervised learning has in several studies been applied to spectroscopic data.
Thomas proposed to include the unlabelled data into a PCR model, where the PCA
is computed on both the labelled and unlabelled data [Tho95]. Gujral et al. extended
this idea into PCAPLS, where PLS is used, instead of OLS, to relate the principal
components of the labelled data to the response. They further studied what happened
if the assumption of the unlabelled and labelled data being generated by the same
distribution is violated. They did this in terms of a random baseline shift of the
spectra, concluding that it severely deteriorated the performance of the resulting
model.

4.4.1 Covariate shift
The case when the source and target domains are no longer overlapping is mathemati-
cally known as a covariate shift. In this case, one should avoid performing predictions,
as the model shifts from performing interpolation between points, to perform extrap-
olation. This means that, the generalization estimates based on e.g. Cross Validation
are no longer valid. Furthermore, due to the curse of dimensionality, it is practically
impossible to collect a representative set of labelled samples when the dimension p is
large. In such case, any prediction performed on new data are effectively extrapola-
tions [HTF09].

4.4.1.1 Null Augmented Regression

Andries, Kalivas, and Gurung (2018) studied the inclusion of unlabelled data in spec-
troscopic calibration models in situations where a covariate shift is expected. This
was done using the family of methods called Null Augmented Regression (NAR) given
in Eq. (4.22) that varied in the definition of R [AKG18].

min
β
∥y −Xβ∥2

2 + τ2∥Rβ∥2
2 (4.22)

They concluded that defining R to be the difference between the mean spectrum
of the labelled and unlabelled data yielded the best results.
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4.4.1.2 The Linear Joint Trained framework

Culp (2013) proposed the Linear Joint Trained framework as a method for including
unlabelled data into the Elastic Net, where the unlabelled data guides the decor-
relation and variable selection of the Elastic Net [Cul13]. Ryan and Culp (2015)
re-parametrized the Linear Joint Trained framework and studied how it performed
when the unlabelled data exhibited a covariate shift compared to the labelled data
[RC15]. The Linear Joint Trained framework is given in Eq. (4.23a)-(4.23d). Here
OU DU OT

U is an eigendecomposition of the outer product XU XT
U . Note that the

unlabelled data XU is centered with respect to the labelled data matrix XL.

β̂γ = arg min
β

∥yL −XLβ∥2
2 + γ1∥X(γ2)

U β∥2
2, λ1, λ2 ≥ 0 (4.23a)

= arg min
β

∥y −X(γ1,γ2)β∥2
2 (4.23b)

X(γ1,γ2) =
(

XL√
γ1X(γ2)

U

)
, y =

(
yL

0nU

)
(4.23c)

X
(γ2)
U = √γ2 (DU + γ2I)− 1

2 OT
U XU (4.23d)

The Linear Joint Trained framework is clearly related to Ridge Regression (replace
X

(γ2)
U with I in (4.23a)), hence the Linear Joint Trained framework has a regulariz-

ing effect. However, instead of regularizing all directions equally much, the Linear
Joint Trained framework regularize with respect to the manifold of the unlabelled
data. Ryan and Culp developed a framework for analysis of how the addition of unla-
belled data would regularize the model. This is done by calculating the extrapolation
directions of the unlabelled data. Consider the linear mapping from the OLS esti-
mate to the Linear Joint Trained estimate in Eq. (4.24). Then using an eigenbasis{

(w(γ2)
i , τ

(γ2)
i )

}
of M (γ2) with the property ∥XLw

(γ2)
i ∥ = 1 the i’th extrapolation

direction is given by span
(

X(γ2)T

X(γ2)w
(γ2)
i

)
and the extent of the regularization

is given by ∥X(γ2)T

U X
(γ2)
U wi/

√
τ

(γ2)
i + I{i>rank(XU )}∥2, with I being the indicator

function.

β̂(JT ) =
(

XT
L XL + γ1X

(γ2)T

U X
(γ2)
U

)−1
XT

L XLβ̂(OLS)

=
(

I + γ1M (γ2)
)−1

β̂(OLS)

M (γ2) =
(
XT

L XL

)−1
X

(γ2)T

U X
(γ2)
U

(4.24)

Though Ryan and Culp primarily discussed solving the Linear Joint Trained frame-
work using the Elastic Net, methods like PCR or PLS can also be used.
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4.5 Time dependent data

Due to the development and increased usage of sensors, much data is sampled with
high frequency. The result of this is time dependent data, or time series data, which
is data with a temporal correlation structure. This structure can be investigate using
the sample autocorrelation function and the sample partial autocorrelation defined
in Eq. (4.25a) and (4.25b) for stationary data xt [Mad07].

ρx(k) = Cov(xt, xt+k)
Var(xt)

(4.25a)

ϕkk = Cor(xt, xt+k|xt+1, . . . , xt+k−1) (4.25b)

A standard method to model (univariate) time series data is the AutoRegressive
Integrated Moving Average (ARIMA). The ARIMA is based on the AutoRegressive
Moving Average (ARMA) model given in Eq. (4.26a) and (4.26b). Here Φ(B) and
Θ(B) are polynomials in the lag operator B of order p and q respectively, xt are the
observed data, assumed to have mean 0, and at are the innovations, that are assumed
to be normally N

(
0, σ2

a

)
distributed. Assuming Φ(B) and Θ(B) are invertible, the

ARMA model can also be represented in pure AR form (4.26c), or in pure MA form
(4.26d) with Π(B) = Φ(B)/Θ(B) and Ψ(B) = Θ(B)/Φ(B). The ARIMA model is
given in Eq. (4.26e) where an extra d’th order polynomial in the lag operator has
been added. This polynomial performs a d’th order differencing of the time series in
order to ensure stationary data [Mad07].

xt −
p∑

i=1
ϕixt−i = at +

q∑
i=1

θiat−i (4.26a)

Φ(B)xt = Θ(B)at (4.26b)
Π(B)xt = at (4.26c)

xt = Ψ(B)at (4.26d)
Φ(B)(1−B)dxt = Θ(B)at (4.26e)

Considering the case with d = q = 0, the model is then xt =
∑p

i=1 ϕixt−i + at, i.e.
only the AR part of ARIMA is considered. This can also be written in vector form
xt = xT

t−1ϕ + at where xT
t−1 =

[
xt−1 . . . xt−p

]
is the vector of lagged values. This

representation comes in handy when modelling time series as it is not restricted to
univariate data, but can also handle multivariate data.
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In general, the true innovations, at, are not available. Instead these are estimated
using the one-step prediction errors, et, given in Eq. (4.27b), with x̂t being the
one-step prediction (4.27a) made at time t− 1.

x̂t =
p∑

i=1
ϕixt−i +

q∑
j=1

θjet−j (4.27a)

et = x̂t − xt (4.27b)

4.6 Monitoring
When a model is put into production, a monitoring strategy is usually employed in
order to ensure that the performance is kept at the desired level. These strategies
are collectively known as Statistical Process Control (SPC) that aim at detecting
abnormalities in a process, typically in terms of an external disturbance. The ability
to detect such disturbances is usually a trade-off with the frequency of type I errors
one can accept, also known as the in-control average run length or ARL0. A standard
value of ARL0 is 370, as this correspond to the probability of observing a data point
more than three standard deviations from the mean of a normal distribution [MON12].

Monitoring the performance of a NIR instrument requires both univariate and
multivariate techniques. The reason is that the spectra can be monitored using multi-
variate techniques, described in Section 4.6.2, while monitoring of the prediction error
of validation samples drawn from the production, requires a univariate technique, de-
scribed in Section 4.6.1

The methods covered in this Section all assume normally and independently dis-
tributed data, except for the methods covered in Section 4.6.3, where time dependent
observations are assumed.

4.6.1 Univariate
The simplest control charts the Shewhart Charts, named after the father of SPC
Walter A. Shewhart, are used to track a statistic over time. These charts consist of
three components: A center line, a lower control limit (LCL) and an upper control
limit (UCL). If an observation is outside the control limits, an out-of-control alarm
is signalled, and further investigation should be conformed in order to determine the
source of the disturbance. If for instance the statistic is assumed to be t-distributed,
the center line is the sample mean, µ̂, and the control limits are µ̂±Lσ̂ with σ̂ being
the estimated standard deviation of the statistic. A typical value of L is around 3, as
this correspond to an ARL0 of 370 [MON12].

In many applications, the purpose is typically to detect the occurrence of a level
shift in the mean of a statistic. However, Shewhart Charts do not perform well if
only a small level shift has occurred, as they are only using the information in the



4.6 Monitoring 41

latest sample. One approach to solve this is the Western Electric rules [MON12] for
detecting non-random patterns on control charts. Another approach is time weighted
charts such as the Cumulative Sum (CUSUM) [Pag54] or the Exponentially Weighted
Moving Average (EWMA) [Rob59] charts. The CUSUM chart is a cumulative sum
of the statistic, and consist of a positive and a negative part as shown in Eq. (4.28).
Here xi is the i’th statistic and K is a slack value, that determines the properties
of the chart. The level shift of interest is often defined in terms of multiples of the
standard deviation, and K is typically set to half this size. E.g. using a value of
K = 1

2 σ̂ the goal is to detect if a level shift of σ̂ has occurred. If either C+
i or C−

i

crosses the critical value, H, the chart will signal an out-of-control alarm. H can
be set in terms of multiples of the standard deviation, or be directly determined by
solving the set of integral equations defined by slack value and the ARL0 [Van86]. In
the case of an out-of-control signal, CUSUM enables estimation of the change point.
If for instance C+

i∗ > H, and i′ is the latest instance of C+
i = 0, then the change point

is estimated to be at i′.

C+
i = max

[
0, xi − (µ̂ + K) + C+

i−1
]

(4.28a)
C−

i = max
[
0, (µ̂−K)− xi + C+

i−1
]

(4.28b)
C+

0 = C−
0 = 0 (4.28c)

The EWMA chart is an exponentially weighted moving average of the observations,
as given in Eq. (4.29). Here, zi is the weighted statistic and λ ∈ [0, 1] is the weight
parameter, that controls the influence of the latest observation xi. As with CUSUM,
λ is selected based on what size of level shift in xi one wants to detect. If the desire
is to detect a small level shift, then a small λ should be used, while the opposite is
the case for a large shift.

zi = λxi + (1− λ)zi−1

z0 = µ̂
(4.29)

The upper and lower critical limits for the EWMA chart are given in Eq. (4.30).
Note that these changes with the observation number i. However, they possess an
asymptotic behaviour as

√
λ

2−λ [1− (1− λ)2i] converges to
√

λ
2−λ when i get suffi-

ciently large. In order to select a proper value of L one can either resort to the table
provided in [LS90] or resort to numerical simulations.

UCL = µ̂ + Lσ̂

√
λ

2− λ
[1− (1− λ)2i] (4.30a)

LCL = µ̂− Lσ̂

√
λ

2− λ
[1− (1− λ)2i] (4.30b)
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Both CUSUM and EWMA have exceptional capabilities to detect small level
shifts when compared to Shewhart Charts. However, they suffer from being slow
at detecting large level shifts [MON12].

4.6.2 Multivariate
In the case of multivariate data, the Hotelling T 2 statistic [Hot31] in Eq. (4.31) can
be monitored using the critical limits in (4.32) - note that it is only the upper limit
of the F-distribution which is used [MON12]. Here µ̂ is the p× 1 vector of estimated
column means and Σ̂ is the p× p covariance matrix estimate.

T 2 = (x− µ̂)T Σ̂−1 (x− µ̂) (4.31)

UCL = p(n− 1)
n− p

Fp,n−p(α)

LCL = 0
(4.32)

A difficulty of monitoring multivariate signals is the interpretation of an out-of-
control signal. One solution to this is to use the indicator in Eq. (4.33), where T 2

is the current test statistic and T 2
(i) is the test statistic if the i’th entry is set to its

mean value [RAM96], and it is recommended to focus on large values of di [MON12].

di = T 2 − T 2
(i) (4.33)

As with standard univariate Shewhart-type charts, the T 2 chart does not perform
well in the case of a small mean shift. In this case, a time weighted chart like the
Multivariate EWMA (MEWMA) [Low+92] should be used. The MEWMA statistic,
zi, is defined in (4.34) with λ ∈ [0, 1] being the weight parameter. If it is desirable to
detect small mean shifts, λ should be set small, and vice versa for large shifts.

zi = λxi + (1− λ)zi−1

z0 = µ̂
(4.34)

The MEWMA test statistic is defined in (4.35), and an out-of-control signal is
given if T 2

i > H. H can be tuned according to a desired ARL0 using either a Markov
chain approach [PR97] or by solving a set of integral equations [Kno17a].

T 2
i = (zi − µ̂)T Σ−1

Zi
(zi − µ̂)

ΣZi
= λ

2− λ

[
1− (1− λ)2]Σ

(4.35)

Equivalently, the CUSUM has also been generalized to the multivariate setting
[MON12].
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4.6.2.1 Latent structure methods

In many situations it is infeasible to use the Hotelling T 2 statistic as either p > n
or because the main variations in the data lies on a low dimensional manifold. In
this case one can monitor the principal components and the residual from a PCA or
PLS model with K components of the data as shown in Eq. (4.36). Here t is the
K × 1 vector of principal components, L is the p×K matrix of loadings and e is the
residual.

x = Lt + e (4.36)
This is done by applying a Hotelling T 2 chart to the principal components using

the critical values in Eq. (4.37) and monitor the sum of squares of the residual in a Q-
chart. A large value of the two charts have different interpretations. A large T 2 means
that a sample lie far away in the directions modelled by the latent structure method.
A large Q-statistic, on the other hand, means that a new (unmodelled) source of
variation is present. Wise and Roginski showed that when monitoring multivariate
calibrations such as PLS, one should be more concerned with large Q-statistic than
large T 2-statistic, as large Q-statistics often are proxies for large prediction errors
[WR15].

UCL = k(n2 − 1)
n(n− k)

Fk,N−k(α)

LCL = 0
(4.37)

As opposed to the Hotelling T 2 chart, there is no unified way of setting the
limits of the Q-chart. [Box54; JM79] proposed limits based on the scaled chi-squared
distribution g1χ2

g2
, where g1 and g2 is estimated based on the K +1, . . . , p eigenvalues,

however, this assumes that these are accurately estimated which is seldom the case
when p > n. Nomikos and MacGregor instead proposed to use the method of moments
to estimate g1 and g2 [NM95].

4.6.3 Time dependent monitoring
In the case of time dependent monitoring one has to take special care when designing
the control chart. Below, methods for performing both online and offline monitoring
are discussed. The challenges related to these are fundamentally different, in the
sense that offline monitoring is often post analysis of data, where one suspect that a
disturbance is present. While in online monitoring, the task is to detect a disturbance
as soon as possible after it impacts.

4.6.3.1 Online monitoring

When monitoring systems with serial correlation, one has to take this into account,
as it can deteriorate the performance of the control charts [MON12]. For this reason,
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several methods exists in order to perform SPC in the presence of serial correlation.
These can generally be divided into three categories: 1) Model based methods, 2)
Corrective methods and 3) Adaptive methods. The model based methods include
monitoring the one-step prediction errors from an ARIMA model using a Shewhart
Chart. Another method is the Autoregressive T 2 proposed by Apley and Tsung
(2002), where a moving window of length p is monitored using a Hotelling T 2 strat-
egy [AT02]. In the multivariate setting similar methods exists like the Dynamic PCA,
which perform a PCA of a lagged data matrix and monitor using T 2 and Q-charts
[KSG95]. The corrective methods are different strategies for correcting the control
limits in order to achieve a desired ARL0. Johnson and Bagshaw proposed to cor-
rect the limits of a CUSUM chart when monitoring AR(1) processes [JB74], while
Osei-Aning, Abbasi, and Riaz proposed an optimization scheme for more general
ARMA processes [OAR17]. Similar approaches exist for EWMA, one of them being
the EWMAST [Zha98]. The adaptive methods are mostly used in the multivariate
setting, as the model based approaches often result in models with a large number
of parameters [DHS15]. Instead recursive methods like the Recursive PCA [Wol94;
Gal+97; Li+00] can be used. However, they suffer from the ability to adapt to an
out-of-control situation if the parameters haven’t been tuned carefully [DHS15].

4.6.3.2 Offline monitoring

Besides detecting outliers in an online manner, this is also an important task in any
offline application. This could e.g. be when updating the parameters of a model,
where outliers in the data can influence the parameter estimates in an undesirable
manner.

In the context of univariate time series, Tsay considered a general framework
for detection of exogenous disturbances [Tsa88]. This was done by utilizing that
a certain structure of the fitted one-step prediction errors will appear before and
after the impact of a disturbance. He considered the general model for an exogenous
disturbance, It∗

t , impacting a univariate times series as given in Eq. (4.38). Here τ is
the size of the exogenous disturbance and It∗

t is an indicator variable being 1 at the
impact time of the exogenous disturbance, t∗, and 0 otherwise.

xt = ft + Ψ(B)at (4.38a)

ft = τ
ω(B)
δ(B)

It∗

t (4.38b)
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Tsay considered several different types of exogenous disturbances. One being the
Level Change where ω(B)/δ(B) = 1/(1−B) as proposed in [CT86]. Assuming such
a disturbance, (4.38a) can be converted in the AR-form in Eq. (4.39a).

Π(B)xt = τ
Π(B)
1−B

It∗

t + at (4.39a)

= τH(B)It∗

t + at (4.39b)

H(B) = 1 + η1B + η2B2 + · · · =
∞∑

i=0
ηiB

i (4.39c)

The role of the H(B) polynomial is made clear when analysing the one-step predic-
tion errors in the presence of an exogenous disturbance. Using p∗ terms of the H(B)
polynomial, the one-step prediction at time t is expanded in Eq. (4.40a)-(4.40c).

et = x̂t − xt (4.40a)

≈

 p∗∑
i=1

πixt−i + τH(B)It∗

t + at

− p∗∑
i=1

πixt−i (4.40b)

= τH(B)It∗

t + at (4.40c)

From (4.40c) it is seen that the expected value of the one-step prediction errors
are as given in Eq. (4.41). For instance, in the case of an AR(1) process, this means
that as ηi = η1 for i > 1, with η1 = 1 − ϕ1, the one-step prediction errors are no
longer mean zero.

E(et) =

{
0, t < t∗

τηi, t = t∗ + i, i ≥ 0
(4.41)

Using this, an unbiased estimate of a level shift at time d given observations until
time T ≥ d is given in Eq. (4.42a) with ρ2

d,T =
(

1 +
∑T −d

i=1 η2
i

)−1
. Under the null

hypothesis it can be shown that τ̂d,T ∼ N (0, ρ2
d,T σ2

a), hence the corresponding Wald
test statistic of a test for a level shift at time d given observations up to time T is as
given in Eq. (4.42b). Tsay considered the test significant if max1≤d≤T |λd,T | > h for
a suitable critical value h. In case of a significant test, the level is estimated to have
occurred at D = arg max1≤d≤T |λd,T |.

τ̂d,T = ρ2
d,T

(
ed +

T −d∑
i=1

ηied+i

)
(4.42a)

λd,T = τ̂d,T

ρd,T σa
(4.42b)
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4.7 Comparison of methods
In order to statistically compare the performance of two or more methods applied to
multiple data sets one could use a paired t-test. However, as covered in [Dem06] this
is not an optimal method, as the test require normal distributed data and outliers
can affect the test and thus reducing its power. Instead non-parametric tests should
be used. In this thesis two types of non-parametric tests are used: The Wilcoxon
signed-rank test and the Friedman rank test, which will be described below.

4.7.1 Wilcoxon signed-rank test
This method can be used for comparing two methods across multiple data sets [Wil45].
Given a performance metric and N data sets, this is done by first computing the
pairwise differences di of the performance metric, and then the statistics R+ and R−

as shown in (4.43). Note that in case of ties (di = 0), the ranks are split evenly among
R+ and R−, and if there is an odd number of them, then one is discarded.

R+ =
∑
di>0

rank(di) + 1
2
∑
di=0

rank(di)

R− =
∑
di<0

rank(di) + 1
2
∑
di=0

rank(di)
(4.43)

Let T = min(R+, R−), then the statistic (4.44) is approximately normally dis-
tributed [Dem06], with N being sufficiently large (≥ 25).

z =
T − 1

4 N(N + 1)√
1

24 N(N + 1)(2N + 1)
(4.44)

4.7.1.1 Friedman rank test

In the case of multiple methods, a pairwise comparison using the Wilcoxon signed-
rank test, does not make much sense. The reason for this is that given k methods, this
produces

(
k
2
)

pairwise tests, which increases the risk of Type I errors. A preferable
test is therefore the Friedman test [Fri37; Fri39], which is a non-parametric version
of the repeated-measures ANOVA. The test uses the average ranks Rj = 1

N

∑
i rj

i

as the effect sizes, with Rj being the average rank for the j’th method and rj
i being

the rank of the j’th method on the i’th data set. The test statistic χ2
F , as shown in

(4.45a), is distributed according to a χ2 distribution with k − 1 degrees of freedom
- when N and k are large enough. However, Iman and Davenport showed that this
test statistic was too conservative and proposed their improved statistic FF shown
in (4.45b) [ID80], which is distributed according to the F-distribution with k− 1 and
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(k − 1)(N − 1) degrees of freedom. For both tests, the null hypothesis is that the
average ranks Rj are equal.

χ2
F = 12N

k(k + 1)

∑
j

R2
j −

k(k + 1)2

4

 (4.45a)

FF = (N − 1)χ2
F

N(k − 1)− χ2
F

(4.45b)

4.7.1.2 Post hoc analysis

If the null hypothesis is rejected, this means that at least one rank, Rj , is different
from the others. In order to detect which several different tests can be used [Dem06;
Gar+09; Gar+10; Gar+12]. In this thesis the Nemenyi test [Nem63] is used, as it
perform a pairwise comparison of all considered methods. The Nemenyi test uses
the critical difference CD given in (4.46), with qα given in Table 4.1. The critical
difference is then used to divide the considered methods into homogeneous groups,
and these groups are then ranked according to each other.

CD = qα

√
k(k + 1)

6N
(4.46)

#methods 2 3 4 5 6 7 8 9 10
q0.05 1.960 2.343 2.569 2.728 2.850 2.949 3.031 3.102 3.164
q0.10 1.645 2.052 2.291 2.459 2.589 2.693 2.780 2.855 2.920

Table 4.1: Critical values for the Nemenyi test. Source [Dem06].
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CHAPTER 5
Domain Learning in

NIR Spectroscopy

In many fields of signal processing, the use of deep learning has pushed the limits with
respect to performance. This process has also started within NIR spectroscopy, and
we believe that due to deep learning’s ability to learn complex representations of data
[Ben12], this process will push the limits here as well. However, the process is, in our
experience, quite slow. One of the limiting factors can be the public availability of
large NIR data sets. For this reason we started looking into collecting many smaller
data sets with the purpose of building our own large data set. However, as there is no
standard with respect to 1) the number of wavelengths, or 2) which wavelengths data
sets are collected at, this wasn’t as straightforward as we had hoped. To illustrate
this, a non-exhaustive list of publicly available NIR data sets is shown in Table 5.1
together with the number of measured wavelengths, p. As seen, none of the data sets
share the number of wavelengths. Furthermore, though all the data sets are measured
at wavelengths in the NIR region of the electromagnetic spectrum, the wavelengths
are 1) not always provided, and 2) rarely the same.

Data set Source p

Wheat [Ped+02; NPM03] 100
IDRC 2002 [Hop03] 650
IDRC 2012 [Ign+12] 407
IDRC 2014 [Ign+15] 5678
IDRC 2016 [Ign+17] 741

Chimiometrie 2018 [Chia] 680
Chimiometrie 2019 [Chib] 550

SWRI [Inc] 401

Table 5.1: Examples of number of wavelengths in different data sets collected during
the project.
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Within deep learning for image data, a common strategy when merging multiple
small data sets is to resize the images to the same input dimensions. This is done
by either downscaling via interpolation or upscaling by padding the edges. However,
there are two reasons why this strategy is likely to fail for NIR data:

1) The features of a NIR spectrum represent an underlying continuous process,
that is likely to be distorted if the spectrum is resized.

2) NIR data is position specific.

The result of these problems are of different nature. In the first the distortion es-
sentially adds a noise component to the spectrum, which will result in reducing the
performance of a model. The second is of higher concern, as the interpretation of a
spectrum is not invariant to translations, which is contrary to image data, where for
instance the number 5 should be classified as a 5 irrespective of its positioning in the
image and/or rotation.

5.1 Weight Sharing
In Papers A and B we propose a deep convolutional neural network architecture that
resolve these issues. First, consider the (discrete) convolution of the signal x of length
p, with the filter θ of length 2h + 1, given in Eq. (5.1a) (with a suitable padding
strategy at the end points). Mathematically, there is no reason why the same filter
cannot be applied to another signal x∗ of length p∗ as shown in Eq. (5.1b).

(x ∗ θ)i =
2h∑

j=0
xi+h−jθj+1, i ∈ [1, p] (5.1a)

(x∗ ∗ θ)i =
2h∑

j=0
x∗

i+h−jθj+1, i ∈ [1, p∗] (5.1b)

This means that multiple data sets with different numbers of input variables can
be used to learn the weights of the convolutional layers through Weight Sharing. On
top of the convolutional layers, the proposed architecture adds individual fully con-
nected layers. This is done for two reasons: 1) The output dimensions of the final
convolutional layer will be different for two data sets if the input dimensions are
different. 2) Even though max-pooling has been used, the output of convolutional
layers is not invariant to translations of the input signal [CW14; LV15]. The archi-
tecture is illustrated in Figure 5.1 where two spectra x and x∗ are passed through
convolutional layers with shared weights followed by individual fully connected layers.
The architecture is particularly useful for applications where only a small data set is
available as it enables co-training with a larger data set. However, if a large data set
is unavailable, the architecture also enables co-training using several small data sets.
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Figure 5.1: Illustration of the general architecture of Weight Sharing. Two spectra,
x and x∗ of different lengths, are passed through the network, first the convolutional
layers with shared weights, next the individual fully connected layers.

The benefit from training on many data sets is that the learned weights of the
convolutional layers have to generalize to the different data sets. In this way, the
different data sets work in a regularizing manner. For instance, when using a small
and large data set, the net is prevented from overfitting the small data set, as this
would not generalize to the large data set. Furthermore, there may be artefacts in
the small data set, that are not present in the large data set, which the net has to
learn. This mean, that all data sets contribute to the learned representation.

5.1.1 Application to transfer learning
In many applications, a data set large enough to train a deep CNN is not easily
accessible. However, if instead a pre-trained net is available, one can perform transfer
learning. Typically, this require resizing of the small dataset such that it matches
that of the pre-trained net. By using that a convolution is invariant to the length of
the input signal, resizing is not needed.

5.1.2 Sparse and decoupled weights
In Papers A and B we propose a regularization of the output weights of the fully con-
nected layers in a multi task neural net. The regularization aims at achieving sparse
and decoupled the weights, such that the predictions are independent conditioned on
the last hidden layer. Consider a deep neural net with k hidden layers and multiple
outputs. Let then the k’th and (k + 1)’th (output) layers have p(k) and p(k+1) units
with θ(k) = [θ1,k, θ2,k, . . . ] be the weight matrix associated with the output layer.
Achieving sparse and decoupled weights corresponds to only one value in each row of
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θ(k) being non-zero. This is achieved by minimizing the regularization term Ω(Θ; λ)
in Eq. (5.2), where Θ is the collection of all weights of the neural net. If only one
non-zero value is present for the l’th row, then |θi,k

l θi′,k
l | = 0 for all i and i′, hence

Ω(Θ; λ) = 0 and the minimum is achieved.

Ω(Θ; λ) = λ

p(k)∑
l=1

p(k+1)−1∑
i=1

p(k+1)∑
i′=i

|θi,k
l θi′,k

l | (5.2)

This regularization term can be an advantage if one has the prior knowledge that
the individual tasks are independent. One example of this is the Chimiometrie 2019
data set, where the three targets are uncorrelated. By experience, the most important
consideration when choosing λ is that it shouldn’t be too large, as it limits the initial
training.

5.1.3 Example
An example of using Weight Sharing is provided through the demonstration available
in the GitHub repository1. In the example, the performance on a smaller data set is
investigated. The two following data sets are used: The Chimiometrie 2019 (C.2019)
data set is used as the larger data set, and the SouthWest Research Institue (SWRI)
diesel fuel data set is used as the smaller data set. The C.2019 data set is split
into training (70%) and validation (30%) sets, while the SWRI data set is split into
training (50%), validation (25%) and test (25%) sets. For both data sets, the training
and validation data sets are scaled up 10 times using the data augmentation strategy
described in [BGS17]. The cost function for the two data sets are shown in Eq. (5.3),
with Ω (Θ; λ) being the regularization function (5.2) with λ = 0.1.

dC.2019 (y, ŷ, Θ) = WRMSE(y, ŷ) + Ω (Θ; λ) (5.3a)
dSW RI (y, ŷ) = RMSE(y, ŷ) (5.3b)

The Weight Share architecture is trained for 50, 000 updates and the update that
minimizes the sum of the validation costs of the two data sets is kept. For comparison
the transfer learning strategy described in Section 5.1.1 is trained as well with a pre-
trained network learned on the C.2019 data set. Two versions of the transfer learning
strategy are shown, one which has been updated for 5, 000 iterations (TL5000) and
one that run for 10, 000 iterations (TL10000), again the nets that minimized the
validation cost are kept. Scatter plots of the predicted values vs. reference values
are shown in Figure 5.2. Clearly the three strategies perform similar. However,
there are some important differences, which are highlighted when looking at the
performance metrics in Table 5.2. It is seen that for all statistics TL5000 performs

1https://github.com/DTUComputeStatisticsAndDataAnalysis

https://github.com/DTUComputeStatisticsAndDataAnalysis
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worse on both the training and validation data than the other two strategies. Further,
comparing Weight Share with TL10000, TL10000 has better performance statistics
for the training and validation data but worse for the test data. Actually, TL10000
performs even worse than TL5000 on the test data even though both the training
and validation metrics were better. This indicate that TL10000 has overfitted the
training and the validation data. Weight Share, on the other hand, performs similar
on the validation and test data. This difference in performance between Weight
Share and TL10000 is primary due to their ability to predict the four extreme values
marked with red circles. For these points, Weight Share has a mean absolute error
(MAE) of 1.96, while TL10000 has a MAE of 2.54.
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Figure 5.2: Scatter plots of the reference values against the predicted values for the
three strategies considered in the example. The dashed gray line is the identity line
and the points marked with red circles are four difficult test points, where the models
are extrapolating.

RMSE MAE R2 Sep Bias
Weight Share Training 0.491 0.389 0.995 0.491 0.034

Validation 0.686 0.522 0.989 0.689 -0.012
Test 0.685 0.490 0.990 0.686 -0.055

TL5000 Training 0.658 0.534 0.991 0.659 -0.017
Validation 0.825 0.676 0.984 0.828 -0.047
Test 0.841 0.625 0.985 0.836 -0.123

TL10000 Training 0.476 0.375 0.995 0.477 0.006
Validation 0.646 0.486 0.990 0.649 -0.002
Test 0.860 0.563 0.984 0.863 -0.058

Table 5.2: Performance metrics of the three strategies considered in the example.
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5.2 Experiments
In Papers A and B we applied Weight Sharing in two different setups. In the first
setup we co-trained on two medium sized data sets (Paper A) while in the second
setup we co-trained on a medium sized data set together with a small data set (Paper
A and B) and compared the results with suitable baselines. As medium sized data
sets we used the Chimiometrie 2018 (C.2018) and the Chimiometrie 2019 (C.2019)
challenge data sets, and as small data sets we used the 2002 International Diffuse
Reflectance Conference (IDRC) challenge data set [Hop03; NR08], the Wheat kernel
(Wheat) data set [Ped+02; NPM03] and the SouthWest Research Institute (SWRI)
diesel fuel data set. In our experiments we randomly sub-sampled the data sets into
training, validation and hold-out sets as shown in Table 5.3. Further, as the SWRI
doesn’t come with a dedicated test set, a random test set was also sampled for each
repetition. Each experiment was repeated 40 times with different sub-samplings in
each repetition. In order to gain a set of paired experiments, the sub-sampling was
synchronized between the Weight Share experiment and the corresponding baseline.

In all the experiments we scaled up the training and validation data sets 11 times.
This was done by creating new samples added artificial scattering. We used the cost
functions listed in Eq. (5.4) for each of the data sets when training, validating and
performing model selection.

dC.2018 (y, ŷ) = RMSE(y, ŷ)
dC.2019 (y, ŷ, Θ) = WRMSE(y, ŷ) + Ω (Θ; λ)

dIDRC (y, ŷ) = RMSE(y, ŷ)
dW heat (y, ŷ) = RMSE(y, ŷ)
dSW RI (y, ŷ) = RMSE(y, ŷ)

(5.4)

We incorporated an early stopping strategy. This was done by evaluating the
validation samples with suitable intervals, and selecting the model update that mini-
mized the validation cost. For Weight Share, the validation cost was the sum of costs

p Training Validation Hold out Test
Chimiometrie 2018 680 2813 704 391 429
Chimiometrie 2019 550 4978 1245 692 600

IDRC 650 140 35 20 460
Wheat 100 298 75 42 108
SWRI 401 276 70 39 10

Table 5.3: Number of wavelengths (p) and number of samples in each data split. All
data sets but SWRI are provided with a dedicated test set. For the SWRI data set,
a new test set was sampled for each repetition.
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for the two data sets. Furthermore, in all experiments we considered two candidate
nets - see details in Sections 5.2.1 and 5.2.2. After the training of both nets were
done, we chose the net that performed best on the hold out sets.

5.2.1 Experiment 1
In this experiment deep CNN’s for the C.2018 and C.2019 data sets were co-trained
using Weight Share. As a baseline for comparison, the same CNN’s were trained
individually on each data set. We considered two different architectures of CNN’s,
where the difference was the length of the filters. For both baseline and Weight
Share, the nets were trained for 50, 000 updates using the Adam optimizer [KB14],
and model selection was performed as described above.

For the final model evaluation we used the performance metrics MAD and RMSE
for the C.2018 data set, while we used WRMSE and Bias of the three target re-
sponses for the C.2019 data set. Evaluating the final models on the test sets yield
the performance metrics illustrated in Figure 5.3 using kernel density estimates of
the distributions. It is seen that the estimated distributions are quite similar for
the baseline and Weight Share strategies. However, some differences appear, most
notably for RMSE, WRMSE and Bias Soy.
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0.7 0.8 0.9
RMSE

0.4 0.6
WRMSE

Baseline Weight Share

0.0 0.1 0.2
Bias Soy

1 0
Bias Lucerne

2 0 2
Bias Barley

Figure 5.3: Kernel density estimates of the distribution of performance metrics from
Experiment 1.

Utilizing that the experiments were paired, further analysis was performed using
the Wilcoxon signed-rank test - when comparing biases, we compared absolute values.
The results of this analysis are shown in Table 5.4, where it is seen that Weight Share
performs significantly better on the C.2018 data set in terms of RMSE, while the
baseline performs significantly better on the C.2019 data set in terms of WRMSE
and Bias Soy.

5.2.2 Experiment 2
In this experiment we co-trained a small data set together with the C.2019 data
set, in order to train deep CNN’s using Weights Share. We considered two different
architectures, with different lengths of the filters in the convolutional layers. As
baseline we used transfer learning, where we used the best performing individual
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Dataset z p value R+ R−

MAD 2018 -1.841 0.066 547 273
RMSE 2018 -2.621 0.009 605 215
WRMSE 2019 -4.355 0.000 86 734
Bias Soy oil 2019 -4.274 0.000 92 728
Bias Lucerne 2019 -0.470 0.638 375 445
Bias Barley 2019 -1.532 0.125 296 524

Table 5.4: Test statistics (z), p-values and effect sizes for the Wilcoxon signed-rank
test with significant tests in bold. R+(R−) is the sum of the ranks for which the
Weight Share(baseline) strategy perform better.

trained nets from Experiment 1 (the best net for the C.2018 and C.2019 data sets
respectively). In all cases we transferred the learned parameters of the convolutional
layers and subsequently trained the network on the smaller data set. We considered
four different transfer learning strategies: TL WS Full) We used the transfer learning
strategy described in Section 5.1.1. TL WS Stop) Same strategy as TL WS Full,
except we only updated the weights of the fully connected layers. TL Full) We
resized the smaller data set using either cubic splines for downscaling or padding on
both sides for upscaling. TL Stop) Same strategy as TL Full, except we only updated
the weights of the fully connected layers.

The Weight Share architectures were trained for 50, 000 updates while the transfer
learning strategies were trained for 200 epochs. In both cases we used the Adam
optimizer [KB14], and model selection was performed as described in Section 5.2.

For final model evaluation on the test sets we used the performance metrics RMSE,
Sep, R2 and Bias. Figure 5.4 shows kernel density estimates of the distributions of
the performance metrics for the five strategies. For the IDRC data set, Weight Share
is separated (though still over lapping) from the other strategies for RMSE, Sep and
R2, while for Bias both Weight Share and TL Full have modes close to 0. For the
Wheat data set, TL WS Full and TL Full have modes better than Weight Share,
though they are highly overlapping. Finally for the SWRI data set, Weight Share
and TL WS Full are highly overlapping, with Weigth Share having a slightly better
mode of the distributions.

Utilizing that the experiments were paired, we performed a Friedman rank test
using the improved test statistic, FF , by Iman and Davenport [ID80]. The average
rankings are shown in Table 5.5 together with test statistics and p-values - as in
Experiment 1 we compared absolute biases. In all cases the tests were significant,
which lead to the post hoc analysis. We used a significance level of 5% corresponding
to a critical difference of 0.557. Using this, we determined the homogeneous groups
and ranked the groups accordingly. The ranks are shown as superscripts with the best
group for each metric marked with boldfaced numbers. It is seen that Weight Share
is the best performing strategy for all metrics, except for Bias, where the position is
shared with TL Full.
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Figure 5.4: Kernel density estimates of the distribution of performance metrics for
each of the five strategies and three data sets analysed in Experiment 2.

RMSE Sep R2 Bias
Weight Share 1.7921 1.8671 1.7921 2.3081

TL Full 2.3502 2.4582 2.3502 2.6581,2

TL WS Full 2.6172 2.5172 2.6172 2.8672

TL Stop 3.9503 3.6753 3.9503 4.0003

TL WS Stop 4.2923 4.4834 4.2923 3.1672

FF 101.39 96.09 101.39 23.36
p-value 0.000 0.000 0.000 0.000

Table 5.5: Average rankings, test statistics and p-values for the 5 strategies evaluated
on the three data sets. The superscripts are the ranking of homogeneous groups using
a critical difference of 0.557, with boldfaced numbers marking the best ranked group.

5.3 Concluding remarks
In Paper A and B we presented a deep convolutional neural net architecture that
enables co-training on multiple data sets, with different input sizes, through Weight
Sharing. We showed that by co-training on a small and a medium sized data set,
this significantly improved the performance of the net trained on the smaller data set,
compared to several transfer learning based strategies. Furthermore, we showed that
by combining two medium sized data sets, the performance of the net trained on the
smaller of the two significantly improved, compared to individual training.

The proposed architecture is the first step in an end-to-end framework for NIR
spectroscopy. The main downside of the architecture is that it doesn’t allow multiple
data sets with the same objective to train the fully connected layers if either the input
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sizes are different or the inputs are not aligned. Promising methods such as Attention
or Spatial Transformer Networks [Jad+15] can potentially solve these issues.



CHAPTER 6
Domain Adaptation in

NIR Spectroscopy

Due to the many difficulties related to changes regarding raw materials, recipes etc.,
mathematically known as Covariate Shifts, it is in practice impossible to cover all
sources of variation when collecting calibration data. For this reason, techniques
from Statistical Process Control are used to detect when new sources of variation are
present. This could e.g. be the use of a Q-chart as described by Wise and Roginski in
[WR15]. However, once the covariate shift is detected, the model should be adapted in
order to function in the new environment. Several methods exist for performing this
correction [AKG18; RC15]. However, using two toy problems, it will be illustrated
in Section 6.1 that these methods are either too simple or too general in order to
perform well in NIR spectroscopy. Therefore, we believe that current methods for
linear domain adaptation are not sufficient. Although it would be natural to extend
the work in Chapter 5, we chose to address the problem of domain adaptation of
linear models instead.

One of the main goals of this project was therefore to develop a method that
was able to tackle these types of problems in a flexible yet intuitive way. Further-
more, as a lot of unlabelled data are often freely available, this lead to investigating
the opportunities of semi-supervised learning. However, as one of the main assump-
tions of semi-supervised learning is that the labelled and unlabelled data originate
from the same generating distribution, generic semi-supervised methods as described
in [CSZ06] aren’t directly applicable. Ryan and Culp investigated the Linear Joint
Trained framework, that utilizes a re-parametrization of the unlabelled data in a
least squares setting, and described how this can be used in a covariate shifted do-
main [RC15]. Andries, Kalivas, and Gurung proposed to use the Null Augmented
Regression (NAR) family of methods. Of the considered methods especially NARE,
that uses regularization with respect to the mean value of the unlabelled data, showed
a lot of potential.
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6.1 Extended Joint Trained framework
In Paper C we proposed the Extended Joint Trained framework (ExtJT), which is a
hybrid between the Linear Joint Trained framework and NARE, that uses both the
mean value and a re-parametrization of the covariance matrix of unlabelled data to
guide the estimated regression vector. The formulation of the Extended Joint Trained
framework is shown in Eq. (6.1).

βExtJT = arg min
β

∥yL −XLβ∥2
2 + γ1∥X̃(γ2)

U β∥2
2 + γ3

(
µT

U β
)2

X̃
(γ2)
U = √γ2UU (SU + γ2I)−1/2

UT
U

(
XU − 1nU

µT
U

) (6.1)

Here UU SU UT
U is an eigendecomposition of

(
XU − 1nU

µT
U

) (
XU − 1nU

µT
U

)T and
µU is a vector holding the column means of XU . XL is assumed to have column
means 0 and yL is assumed to have mean 0. The method is further extended to work
in a hyper dimensional setting, where it is infeasible to calculate and/or store the
entire covariance matrix of the unlabelled data. Instead, this is approximated using
a Probabilistic PCA [TB99]. This methods is named PpcaJT.

To illustrate the need for ExtJT, consider the two toy problems shown in Figure
6.1. Both problems illustrate labelled data sampled from a latent space process (black
points) and a covariate shift in terms of the presence of a new source of variation in the
unlabelled data (gray points). The red arrow marks the true direction of interest and
the orange arrow marks the direction of an estimated regression vector. In Problem
1, the new source of variation is only varying on one side of the labelled data. This
increases the variation orthogonal to the red arrow, and effectively shifts the entire
process in this direction. In Problem 2, the added variation is varying on both sides
of the labelled data, increasing the variation in this direction. Both situations are
similar as to what one would expect from a real data set. Adding a new constituent to
a process will have a similar effect to the system as illustrated by Problem 1. While,
increasing the variation of a constituent will have a similar effect as in Problem 2.
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Figure 6.1: Two toy problems. In both figures, the black dots are the labelled data
and the gray point are the unlabelled data. The red arrow marks the true direction of
interest and the orange arrow marks the direction of an estimated regression vector.
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The estimated regression vector from a calibration model should, for both prob-
lems, ideally be in the direction of the red arrow. However, due to noise, the regression
vector might be slightly off to either of the sides, here illustrated by the orange arrow.
This is not an issue as long as the model interpolates. However, as the model has
to extrapolate in order to predict the response value of the covariate shifted samples,
the prediction errors will be large.

In order to get a better understanding of the three methods JT, NARE and
ExtJT, their behaviour on the two problems are analysed. This is done using the
extrapolation directions, described by Ryan and Culp and covered in Section 4.4.1,
of the different parametrizations of the unlabelled data. These directions correspond
to the regularization directions of the different methods. In this way, it is possible
to visualize the differences between the methods, and the higher degree of flexibility
offered by ExtJT.
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Figure 6.2: Illustration of the regularization direction of NARE when applied to the
two toy problems. The arrows mark the regularization direction and the length is
proportional to the amount of regularization. The arrows are scaled such that the
regularization direction for τ2 = 1 has length 3, while the regularization directions
for decreasing τ are scaled proportionally. The red dots mark the effective position
of the mean of the unlabelled data.
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In Figure 6.2 the regularization directions of NARE is shown when applied to
the two problems. For problem 1, the regularization direction is directly orthogonal
to the primary axis of the labelled data. However, for Problem 2, the regularization
direction is in a more or less arbitrary direction, as the mean values of the labelled
and unlabelled data are so close to each other.

In Figure 6.3 JT is applied to both problems. For both problems JT has a
regularization direction orthogonal to the primary axis of the labelled data. However
for Problem 1, contrary to NARE, JT also has a regularization direction parallel to
the primary axis of the labelled data.

Figure 6.4 illustrates the regularization directions when applying ExtJT to the
two problems. It is seen that for both problems ExtJT is able to achieve the same
desirable solution as NARE and JT achieved for Problem 1 and 2 respectively.
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Figure 6.3: Illustration of the different regularization directions of JT when applied to
the two toy problems. The arrows mark the regularization directions and the lengths
are proportional to the amount of regularization. The arrows are scaled such that
the longest arrow in each plot has length 3, while the others are scaled proportionally.
The red ellipsoids are the 95% confidence ellipsoids of X(γ2).
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Figure 6.4: Illustration of the different regularization directions of ExtJT when
applied to the two toy problems. The arrows mark the regularization directions
and the lengths are propotional to the amount of regularization. The arrows are
scaled such that the longest in each plot has length 3, while the others are scaled
proportionally. The red ellipsoids are the 95% confidence ellipsoids of X(γ2,γ3). In
both figures the top row has γ3 fixed at 1 while in the bottom row γ2 is fixed at 103.
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As illustrated, the added flexibility of ExtJT enables it to handle both types of
challenges in a satisfactory manner, while NARE and JT each handled one of the
challenges.

6.2 Semi-supervised Domain Adaptation in practice
Common for JT, NARE and ExtJT is that they assume that the mean value of the
target response, is the same for the labelled and unlabelled data. If this assumption
is violated, all three methods will potentially regularize the direction of the response
of interest, which is generally undesirable. In order to avoid this, a procedure is
proposed in Paper C, that aims at first detecting and subsequently correcting this.
The procedure consist of a test and, if the test is significant, a correction step. The
test is divided into two parts: 1) Test if the shift in mean value is significant. 2)
Detect if the mean shift is in the direction of the response of interest. The first part
is done using the sequential t-test given in Eq. (6.2a), with ŝi being the sample
standard deviation of the i’th wavelength on the labelled data. The significance level
of the test is corrected using Bonferroni corrections [Bon36]. The second part of the
test aims to detect if the mean shift is in the direction of the response. However,
as the true direction of the response is generally unknown, this is instead done by
measuring the angle between the mean shift and the vector p as shown in Eq. (6.2b).

Ti = µUi

ŝi/
√

nU
Tmax = max

i=1,...,p
|Ti| (6.2a)

p = XT
L yL

∥XT
L yL∥2

θ = cos−1
(

pT µU

∥p∥2∥µU∥2

)
(6.2b)

If both parts of the above test are significant, the correction step is performed.
The correction step consists of removing the mean effect of p in the unlabelled data.
As p is a unit vector, this correction is defined for the i’th unlabelled sample in Eq.
(6.3a). The corrected mean value of the unlabelled data is given in Eq. (6.3b).

x
(i)⊥

U = x
(i)
U − ppT µU , i = 1, . . . , nU (6.3a)

µ⊥
U =

(
I − ppT

)
µU (6.3b)

The situation is illustrated in Figure 6.5, where the mean shift, µU , is partially in
the direction of p. The correction is the projection of the unlabelled data indicated by
the green arrow from the original mean value, µU , to the corrected mean value, µ⊥

U .
The corrected unlabelled data can then be used when applying either JT, NARE or
ExtJT.
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Figure 6.5: Illustration of the correction step in situations with a mean shift partially
in the direction of the response, shown in (a). The correction step defines the projec-
tion of the mean of the unlabelled data, µU , into the corrected mean, µ⊥

U , marked by
the green arrow in (b). This projection is then applied to all unlabelled data yielding
the pre-processed unlabelled data (gray) in (b).

6.3 Experiments
In the paper we applied ExtJT to both simulated and real data and compare the
performance to NARE, JT and PLS. For all data sets there were a natural split
of the data set into a source and a target domain, that constituted a covariate shift.
When conducting our experiments we randomly sampled training and validation data
from the source domain, and unlabelled and test data from the target domain. The
experiment was then conducted with an increasing amount of unlabelled data. To
determine whether to perform the correction (6.3a) we used a significance level of
α = 0.05 in our test for the presence of a mean shift (6.2a) and critical values of
±
√

1/2 for cos(θ) in our test of the shift being in the direction of p (6.2b). Each
experiment was repeated 1000 times.

The results are analysed using the Friedman Test [Fri37; Fri39] with the improved
test statistic, FF , by Iman and Davenport [ID80] and RMSE and absolute Bias as
performance metrics. These metrics are used as they in combination address the
accuracy and precision of the fitted models. As a post hoc analysis, the Nemenyi
test [Nem63] is used to measure if two rankings are significantly different. Using this
procedure we can divide the methods into homogeneous groups, that subsequently
can be ranked according to each other. The analysis is carried out based on results
acquired using the largest amount of unlabelled data. In the paper we showed, that
it is infeasible to use validation data from the source domain for model selection.
Therefore, oracle solutions (the best performing model on the test set) are analysed
instead.
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6.3.1 Simulated data
In order to simulate realistic data, we adopted the formulation used in [Guj+11] for
generating spectra consisting of three components. The observed absorbance at a
given frequency, f , is given by Eq. (6.4), with zi being the i’th mixture component,
Si(f) being the i’th component specific absorptivity and v(f) being zero mean iid.
Gaussian measurement noise.

x(f) = z1S1(f) + z2S2(f) + z3S3(f) + v(f) (6.4)

We considered y = z2 + ϵ to be the response of interest, with ϵ being zero mean
iid. Gaussian noise. The component specific absorptivities are shown in Figure 6.6,
it is seen that, though the signals are overlapping each other, the individual peaks
are separated.
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Figure 6.6: Component specific absorptivities of the three component simulated sys-
tem.

Using this system we conducted four different experiments, where we synthesised
different covariate shifts between the source and target domains. In all experiments
except Experiment 4, the test data and the unlabelled data are drawn from the target
domain. In Experiment 4, a covariate shift was present between the source and target
domains in terms of a new overlapping signal. Furthermore, to test the performance
of the proposed correction step, we defined an additional covariate shift between
the unlabelled and test data in terms of a shift in the direction of the response.
In all experiments the covariate shift is parameterized by δ ≥ 0 with δ = 0 being
no covariate shift. For Experiment 4, we parameterize the difference between the
unlabelled and test data. The sampling distributions of the mixture components are
summarized in Table 6.1.

The average rankings of the methods applied to the simulated data are shown
in Table 6.2. The average rankings are calculated based on the results using 500
unlabelled data samples and δ = 0.2, 0.5, 0.8. Furthermore, the results for both with
and without the correction step, described in Section 6.2, are presented separately.
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Source Target δ

Experiment 1
z1 ∼ U (3, 6) z1 ∼ U (3, 6)

[0, 1]z2 ∼ U (3, 6) z2 ∼ U (3, 6)
z3 = 3 z3 ∼ U (3, 3 + 3δ)

Experiment 2
z1 ∼ U (3, 6) z1 ∼ U (3, 6)

[0, 1]z2 ∼ U (3, 6) z2 ∼ U (3 + 5δ, 6 + 5δ)
z3 ∼ U (3, 6) z3 ∼ U (3, 6)

Experiment 3
z1 ∼ U (3, 6) z1 ∼ U (3, 6)

[0, 1]z2 ∼ U (3, 6) z2 ∼ U (3, 6)
z3 ∼ U(3, 6) z3 ∼ U(3 + 5δ, 6 + 5δ)

Experiment 4

z1 ∼ U (3, 6) zT est
1 ∼ U (3, 6)

[0, 1]

zU
1 ∼ U (3, 6)

z2 ∼ U (3, 6) zT est
2 ∼ U (3, 6)

zU
2 ∼ U (3 + 5δ, 6 + 5δ)

z3 = 3 zT est
3 ∼ U (3, 4.5)

zU
3 ∼ U (3, 4.5)

Table 6.1: Sampling distributions of the mixture components in the simulation study.

Note, that for all repetitions in Experiments 2 and 4, both of the tests for a shift
in the direction of the response (6.2), were significant. This mean, that in these
experiments, the projected versions (with a ”P-” added to the abbreviations) would
have been used in practice. For all experiments, the test statistic, FF , is significant.
At a 5% significance level, the critical difference is 0.219. Using this, the methods can
be grouped into homogeneous groups for each experiment and metric. The boldfaced
numbers mark the best grouping for each metric/experiment. In Experiments 1,
ExtJT and PpcaJT constitute the best group in terms of both Bias and RMSE.
This is also the case for P-ExtJT and P-PpcaJT in Experiment 2. In Experiment
3 NARE performs best in terms of Bias, while for RMSE it is ExtJT and PpcaJT
that perform best. For Experiment 4, the picture is not so clear. For Bias both
ExtJT, PpcaJT, P-ExtJT, P-PpcaJT and P-JT share the first place, while for
RMSE the best group is P-ExtJT, P-PpcaJT and P-JT.

6.3.2 Real data
We considered two different real data sets, where covariate shifts are naturally present
in the data sets. The first data set is the 2002 IDRC challenge data set [Hop03; NR08],
where pharmaceutical tablets are measured on two different instruments. We left out
wavelengths larger than 1750nm, as these were dominated by noise. The data set is
shown in Figures 2.7 and 3.2 on pages 16 and 20 respectively. In the experiments
Instrument 1 is used as source domain and Instrument 2 is the target domain. Table
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1 2 3 4
|Bias| RMSE |Bias| RMSE |Bias| RMSE |Bias| RMSE

ExtJT 3.7951 2.8921 4.7312,3 4.5852 4.0672 3.4741 3.8201 3.71942

PpcaJT 3.7031 2.6911 4.9023 4.8083 4.0992,3 3.5381,2 3.7821 3.57642

JT 4.9824 6.4815 6.5844 6.8415 6.4775 6.4275 4.2612 5.2583

NARE 4.4453 3.4232 4.8823 5.0194 3.8271 3.7342 6.5143 7.6285

P-ExtJT 4.4413 4.6974 4.0581 3.8081 4.2883,4 4.3553 3.7721 3.3041

P-PpcaJT 4.4953 4.7144 4.1801 3.9621 4.4654 4.5013 3.8161 3.3221

P-JT 4.0712 4.3493 4.5762 4.5302 7.0286 7.0686 3.7531 3.1451

P-NARE 6.7495 6.8786 4.6082 4.4212 4.4014 4.8194 6.8554 6.3034

PLS 8.3196 8.8767 6.4794 7.0266 6.3495 7.0846 8.4265 8.7456

FF 1384.5 3817.1 376.0 655.4 775.0 1227.1 2195.2 4344.6
p value 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000

Table 6.2: Average rankings, test- and p-values of the Friedman test on the simulated
data using RMSE and absolute Bias. Methods using the proposed correction step of
the unlabelled data have a ”P-” added to the abbreviation. The superscripts mark
the grouping using a critical difference of 0.219 at 5% significance level, with the best
group marked in boldfaced numbers.

6.3 shows the average rankings of the methods applied to the IDRC data set. The
average rankings are based on 470 unlabelled data samples. The proposed correction
step was performed, if the test was significant. The test statistic, FF , is significant
for both metrics. At a 5% significance level, the critical difference for the post hoc
analysis is 0.193. Using this we can divide the methods into homogeneous groups.
The boldfaced numbers mark the methods of the best ranked group. For Bias, both
of the proposed methods constitute the best ranked group, while for RMSE ExtJT
is significantly better than all the other methods.

|Bias| RMSE

ExtJT 2.5281 1.5831

JT 2.7422 2.5242

PpcaJT 2.4481 2.6562

NARE 2.9242 3.3553

PLS 4.3583 4.8834

FF 323.1 1512.5
p-value 0.000 0.000

Table 6.3: Average rankings, test statistics and p-values of the Friedman test on the
IDRC data. The superscripts mark the grouping using a critical difference at a 5%
significance level of 0.193, with the best group is marked in boldfaced numbers.
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The second data set was the MILK IR data set [Esk+14], where milk samples from
two different cow breeds (Jersey and Holstein) are measured using MIR spectroscopy.
Milk from Jersey cows is considered the source domain, and milk from Holstein cows is
considered the target domain. For each sample, the quantities of several constituents
of the milk were provided with the data set. In the paper, only the results for fat
were considered, though lactose and protein content were also analysed. The results
for lactose and protein will therefore be presented here as well. In Table 6.4 the
mean and standard deviations of the main constituents of the Jersey and Holstein
samples in the MILK IR data set are shown. When comparing the samples from the
two breeds, the shift in fat and protein are both larger than two standard deviations,
while the shift in lactose is less than one standard deviation.

Fat Protein Lactose
Jersey 5.99(0.86) 4.30(0.32) 4.62(0.15)

Holstein 4.02(0.82) 3.44(0.26) 4.78(0.15)

Table 6.4: Mean (standard deviation) in g/100mL milk of Fat, Protein and Lactose
in the Jersey and Holstein samples from the MILK IR data set.

The performance of the methods are measured using RMSE and Bias. When
comparing the Bias of different methods, the absolute Bias is compared. Table 6.5
shows the average rankings of the considered methods applied to the MILK IR data
set for each of the three constituents. The FF statistic is significant in all cases,
leading to the post hoc analysis where the critical difference is 0.193. Using this, the
methods are grouped into homogeneous groups marked by the superscripts, and the
best ranked group is marked in boldfaced numbers. For fat and protein, ExtJT and
PpcaJT performed best in terms of Bias, while in terms of RMSE ExtJT is best
for Fat and PpcaJT is best for Protein. For lactose, the method of choice is JT as
it performs best on both metrics.

Fat Lactose Protein
|Bias| RMSE |Bias| RMSE |Bias| RMSE

ExtJT 2.2171 1.5731 2.4572 2.0172 2.3661 2.0552

PpcaJT 2.1351 1.8782 3.9005 3.9194 2.3581 1.8281

JT 2.4732 2.5983 1.9531 1.4271 2.8782 2.9913

NARE 4.0753 4.3874 3.0743 3.6513 3.5133 3.9694

PLS 4.1003 4.5654 3.6174 3.9874 3.8854 4.1584

FF 667.3 3598.0 348.5 1314.3 230.6 832.2
p-value 0.000 0.000 0.000 0.000 0.000 0.000

Table 6.5: Average rankings, test statistics and p-values of the Friedman test on the
MILK IR data for the three constituents. Using a 5% significance level the critical
difference is 0.193, which is used to determine the grouping of the methods marked
with superscripts. The best grouping of methods are marked in boldfaced numbers.



70 6 Domain Adaptation in NIR Spectroscopy

Analysing the results from the IDRC and MILK IR experiments simultaneously
using a Friedman test yields the average rankings and test statistics shown in Table
6.6. As the FF statistic is significant for both metrics, a post hoc analysis is per-
formed using a critical difference of 0.096. This produces the ranking marked with
superscripts, and as seen, each method constitute its own group. For both metrics,
ExtJT perform significantly better than the other methods.

|Bias| RMSE
ExtJT 2.3921 1.80701

JT 2.5112 2.3852

PPCAJT 2.7103 2.5703

NARE 3.3964 3.8404

PLS 3.9905 4.3985

FF 895.3 3469.4
p-value 0.000 0.000

Table 6.6: Average rankings, test statistics and p-values by performing a Friedman
test on both the IDRC and MILK IR data sets simultaneously. Using a 5% significance
level, the critical difference is 0.096, and as marked by the superscripts, this separates
all methods into individual groups.

6.4 Concluding remarks
In Paper C we presented the Extented Joint Trained framework (ExtJT)for semi-
supervised modelling in the presence of a covariate shift. We also presented a com-
bined test and pre-processing step, that is able to both detect and correct for a mean
shift in the direction of the response of interest. Through simulated data we showed
that using this as a pre-processing step, we were able to improve the performance of
the considered frameworks in such situations. Furthermore, using two real data sets,
we showed that the ExtJT in combination with the combined test and pre-processing
step, performed significantly better than competing frameworks. This should there-
fore be the preferred tool for semi-supervised modelling in the presence of a covariate
shift.



CHAPTER 7
Monitoring

autocorrelated data
streams

As outlined in Section 4.6.3, several methods exist for monitoring serially dependent
data. However, none of these exploit the structure of the one-step prediction errors
after the occurrence of an exogenous disturbance covered in Section 4.6.3.2. When
monitoring NIR calibration models, one key assumption is that the predictions are
unbiased. This means that, the ability to detect a disturbance in the form of a level
shift is often of high interest. However, as the measurements are often taken at short
intervals, the data is expected to be serially correlated. This impacts the system in
two ways, which makes detection difficult.

• The presence of serial correlation can hide the disturbance.

• The presence of positive serial correlation result in an increased false alarm
frequency.

7.1 Model based level shift detection
In Paper D we convert the offline framework by Tsay, described in Section 4.6.3.2,
for the detection of a Level Change into an online framework. Based on the one-
step prediction errors, Tsay estimated the size of the level shift at timepoint d with
observations up to time T as (7.1a), and defined the corresponding pointwise test
statistic (7.1b).
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τ̂d,T = ρ2
d,T

(
ed +

T −d∑
i=1

ηied+i

)
(7.1a)

λd,T = τ̂d,T

ρd,T σa
(7.1b)

By changing the (possibly) infinite window of Tsay of pointwise test statistics
(7.1a) into a finite moving window of width K, a framework for online monitoring
is achieved. The moving window consist at time T of observations in the interval
T − K + 1 ≤ d ≤ T . Compared to the offline framework, this is advantageous in
terms of computational requirements, memory and as we consider a fixed number of
time-points at a time, a constant critical value is appropriate.

The pointwise test value λd,T +1 can be updated provided the old test value λd,T

and the one-step prediction error eT +1 as shown in Eq. (7.2a)-(7.2c), providing a fast
means of updating the test values within the moving window. Finally as ρd,T only
depends on T − d, these can be precomputed.

λd,T +1 = τ̂d,T +1

ρd,T +1σa
(7.2a)

=
ρd,T +1

(
ed +

∑T +1−d
i=1 ηied+i

)
σa

(7.2b)

= ρd,T +1

ρd,T
λd,T + ρd,T +1ηT +1−d

σa
eT +1 (7.2c)

By collecting the one-step predictions in the vector eT and the test values in the
vector ΛT the test values can be updated as the linear system (7.3c). Here B is a
square matrix with values on the super diagonal, c is a column vector and eT +1 is
the new one-step prediction.

eT =
[
eT −K+1 . . . eT

]T (7.3a)

ΛT =
[
λT −K+1,T . . . λT,T

]T (7.3b)
ΛT +1 = BΛT + ceT +1 (7.3c)

Using this formulation of the system of pointwise test statistics, according to Tsay,
the appropriate test statistic for a level shift within the window is given in Eq. (7.4).
The test is considered significant if Λ > h for an appropriate choice of h.

Λ = ∥ΛT ∥∞ (7.4)
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7.1.1 Setting the critical value
Setting the critical value, h, is a crucial task in order to set the in-control average
run-length of any monitoring scheme. In order to do so, the distributional properties
of the in-control point-wise test statistics have to be described. Using the notation
from Eq. (7.3a) and (7.3b), then the mapping from eT to ΛT is linear and defined in
(7.5a), where A is an upper triangular matrix. Correspondingly the in-control test
statistics are distributed as in Eq. (7.5b), from which it is clear that the test statistics
are correlated. Hence (7.4) does not correspond to a sequential hypothesis test, and
the critical value should not be estimated using correction methods like Bonferroni
[Bon36] or similar.

ΛT = AeT (7.5a)
ΛT ∼ N

(
0, AAT

)
(7.5b)

In Paper D, we determined the in-control average run-length for a candidate crit-
ical value h, by repeating the simulation given in Algorithm 1 a suitable number of
times. This is done using the matrix A from Eq. (7.5a) and the parameters, ηi, of
the H(B) polynomial. In line 1, one could initialize ΛT as 0, however this would
underestimate h, as this would condition the estimated in-control average run length
on ΛT = 0, which is an unlikely scenario.

Algorithm 1 provides the means to determine the in-control average run length
for a set of critical value candidates given a desired width of the moving window, K.
However, performing the update (7.3c) is computationally expensive for wide windows.
Furthermore, as shown in Paper D, the conditional variance V

(
λT −(K+1),T |λT −K,T ,

. . . , λT,T ) is larger than zero. This means that, when increasing the window size,
one has to increase the critical limit as well, in order to achieve the same in-control
average run length. This property is utilized in Algorithm 2, that determines the
critical value for a given window size. Here 2·N ·ARL(h

(k)
test)

χ2
1−β/2(2N) is the lower bound of the

Algorithm 1
Precondition: h, A, H(B)

1: Draw ΛT from N (0, AAT ) s.t. ∥ΛT ∥∞ < h
2: i ← 0
3: while ∥ΛT +i∥∞ < h do
4: i ← i+1
5: eT +i ∼ N (0, σ2

a)
6: Update λd,T +i, T −K + 1 + i ≤ d ≤ T + i according to (7.2)
7: end while
8: return i
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Algorithm 2
Precondition: Target ARL0, Window size K, Number of repeti-

tions N , Significance level β

1: h
(2)
test ← -Φ−1

(
1

2ARL0

)
2: for k ← 2 to K do
3: ARL ← mean of N repetitions of Algorithm 1
4: while ARL0 >

2·N ·ARL(h
(k)
test)

χ2
1−β/2(2N) do

5: Increase h
(k)
test

6: ARL(h(k)
test) ← mean of N repetitions of Algorithm 1

7: end while
8: if any 2·N ·ARL(h

(k)
test)

χ2
β/2(2N) < ARL0 then

9: h
(k+1)
test ← largest h

(k)
test satisfying 2·N ·ARL(h

(k)
test)

χ2
β/2(2N) < ARL0

10: else
11: h

(k+1)
test ← min h

(k)
test

12: end if
13: end for
14: hopt ← candidate value minimizing |ARL0 −ARL(h(K)

test)|
15: return hopt

1 − β confidence interval of the estimated in-control average run length ARL(h(k)
test)

with 2·N ·ARL(h
(k)
test)

χ2
β/2(2N) being the upper bound and χ2

β/2(2N) being the upper β/2 quantile
of a χ2 distribution with 2N degrees of freedom.

Applying Algorithm 2 to AR(1) processes for ϕ1 ∈ [−0.95, 0.95] yields the critical
values shown in Figure 7.1 using a target in-control average run length of 370. It is
seen that increasing ϕ1 from −0.95 also increases the critical value, while when ϕ1
approaches 0.95, the critical value drops. It is expected that as ϕ1 further approaches
1, then the critical value will drop towards 3. The reason is that in this situation η1
approaches 0, hence the chart approaches a standard Shewhart residuals chart.
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Figure 7.1: Critical values when monitoring AR(1) processes with ϕ1 ∈ [−0.95, 0.95]
for different window sizes K

7.2 Example
The proposed method is demonstrated in this section on a multivariate problem, even
though it is designed for univariate processes.

Consider the latent state system described in Section 6.3.1 on page 66. Let the
latent variables at time T be collected in the column vector zT = [z1,T z2,T z3,T ]T .
The observed absorbance at the frequency f is given by Eq. (7.6) with v(f) being zero
mean iid. Gaussian measurement noise and Si(f) being the i’th component specific
absorptivity.

xT (f) = z1,T S1(f) + z2,T S2(f) + z3,T S3(f) + v(f) (7.6)

Let the latent space follow the multivariate AR(1) process (7.7) with ϵ following
the multivariate N

(
0, σ2

ϵ I
)

distribution, µZ being the in-control mean of the latent
space and the parameters as given in (7.8) with σv being the standard deviation of
the measurement noise.

zT = Φ1zT −1 + ϵ (7.7)

Φ1 = ϕ1I ϕ1 = 0.25 µZ =
[
0.0 0.0 0.0

]T
σZ = 0.1 σϵ =

√
(1− ϕ2

1)σ2
Z σv = 0.1

(7.8)

Consider, as an example, a process operator that monitor this process using a
regular Hotelling’s T 2 chart based on the 3 principal components from a PCA model.
The PCA is based on measurements, that have been sampled such that no serial
correlation between the samples were present. However, he has a feeling that this
is no longer the case, due to the increased monitoring frequency compared to when
the samples were collected. He therefore conducts a phase 1 study, where 1, 000 new
samples are collected from the process, as shown in Figure 7.2. An analysis shows that
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Figure 7.2: The three estimated principal components from the phase 1 study.

the principal components are serially independent of each others and that modelling
using individual AR(1) models is sufficient.

Two different strategies are employed to monitor the one-step prediction errors
for the three models: 1) A Multivariate Exponentially Weighted Moving Average
(MEWMA) applied to all three one-step prediction errors combined, and 2) the pro-
posed method applied to individual one-step prediction errors. As all the principal
components showed positive autocorrelation, the operator expects that a mean shift
results in a small signal in the one-step prediction errors. He therefore chooses a small
λ for MEWMA (λ = 0.01) and chooses a large window size for the individual charts
(K = 100).

In Figure 7.3 the resulting control charts are shown, with the first three being the
proposed method applied to the individual one-step prediction errors, and T 2 being
MEWMA. Here the vertical dashed gray lines mark the end of the phase 1 study, and
the vertical red dashed lines mark the impact time of an exogenous disturbance in
the form of a level shift in the latent space at time T = 1500. The horizontal red
lines are the critical values. For the proposed method, the critical values are chosen
based on the data illustrated in Figure 7.1, while for MEWMA the critical value is
calculated using the function xcusum.crit from the R-package spc [Kno17b] with a
target in-control average run length of 370. The mean shift is such that the mean of
the true latent space changes from [0.0 0.0 0.0]T to [0.05 0.05 0.05]T , this corresponds
to a shift of

√
0.75σZ . During the phase 1 study, the three individual charts have a

combined false alarm rate of 0.33% and MEWMA has a false alarm rate of 0.30%,
which in both cases are acceptable.

As seen, both types of charts capture the shift in process mean. However, MEWMA
first signals at T = 1538, while ∥Λ(1)

T ∥∞ signals at time T = 1523. Furthermore, com-
bined the three individual charts have a false alarm rate in the period between the
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Figure 7.3: The first three charts are the proposed method with window size K = 100
applied to the individual one-step prediction errors and bottom chart is MEWMA
applied to all the one-step prediction errors combined with λ = 0.01. The dashed
gray lines mark the end of the phase 1 study, the dashed red lines mark a mean shift
in the process and the solid red lines are the critical values.

phase 1 study and the disturbance of 0.60%, while MEWMA has a false alarm rate
of 13.20% in the same period. For further comparison, a Hotelling’s T 2 chart applied
to the one-step predictions provides two out of control signals after the shift, the first
at time T = 1605 and the second at time T = 1898, which could easily be confused
with the expected out of control rate.

7.3 Simulations
In Paper D we compare the performance of the proposed method to that of CUSUM.
This was done using simulated one-step prediction errors from AR(1) processes for
ϕ1 ∈ [−0.95, 0.95]. We simulated an exogenous disturbance in the form of a level shift
in the observed data, which propagates to the one-step predictions as in (7.9a). The
size of the exogenous disturbance, τ , was parameterized as shown in Eq. (7.9b) with
δ ∈ [0.0, 2.0]. For CUSUM we investigated slack variables in the range [0.05η1, 1.5η1],
and the critical value was set using the function xcusum.crit from the R-package
spc [Kno17b].
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E(et) =

{
0, t < t∗

τηi, t = t∗ + i, i ≥ 0
(7.9a)

τ = δ
σa√

1− ϕ2
1

(7.9b)

The experiments were repeated 20, 000 times, and for each repetition the time until
signal was recorded together with the estimated change point. For each method the
average run length, ARL1 was calculated over the repetitions, and for each δ the best
hyperparameter was chosen (slack value for CUSUM and window size for the proposed
method). In Figure 7.4 the ratio (ARLCUSUM

1 − ARL1)/ARLCUSUM
1 is shown. It

is clear, that in most of the cases, the two methods have similar performance, with
CUSUM being better for small shifts and the proposed method being better for large
positive values of ϕ1. Note that large positive values of ϕ1 correspond to a small value
of η1 as η1 = 1− ϕ1, which means that the propagated effect in one-step predictions
is small and therefore difficult to catch.
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Figure 7.4: (ARLCUSUM
1 − ARL1)/ARLCUSUM

1 for oracle choice of slack value and
window size.

Besides analysing the run length, the ability to detect the correct signal was
investigated. An estimated change point was considered correct if it was within
the range ±10 time steps of the true change point. Furthermore, the methods had to
signal within 100 time steps after the true change point. Figure 7.5 shows the fraction
of times these criteria were met by the two methods for two different values of δ. As
seen in Figure 7.5a, setting a long horizon enables the proposed method to detect the
correct signal. As seen in Figure 7.5b, this is not as simple a task for CUSUM. For
a moderate serial correlation (ϕ1 ∈ [−0.7, 0.7]) and a small shift (δ = 0.5), the slack
variable has to be tuned in a narrow range, in order to catch the true signal. For
a larger shift (δ = 1.0) a wider range of slack variables can be used for negative ϕ1,
while for positive ϕ1 the optimal range is still narrow.



7.4 Concluding remarks 79

-0.95 0.0 0.95
1

1

25

50

75

100

K
= 0.5

-0.95 0.0 0.95
1

= 1

0.0

0.2

0.4

0.6

0.8

1.0

a Probability of estimating the correct change point for the proposed method

-0.95 0.0 0.95
1

0.5

1.0

1.5

s/
1

= 0.5

-0.95 0.0 0.95
1

= 1

0.0

0.2

0.4

0.6

0.8

1.0

b Probability of estimating the correct change point for CUSUM

Figure 7.5: Fraction of times the two methods were able to correctly determine the
change point.

7.4 Concluding remarks
In Paper D we proposed an adaptation of an offline procedure for level shift detection
into an online procedure for monitoring of serial correlated signal modelled via an
ARMA(p,q) model. This was done by considering a moving window of pointwise test
statistics. Furthermore, two algorithms for setting the appropriate critical limits were
proposed. In order to optimize the computational cost of this search, the algorithms
utilized the statistical properties of the proposed method, such that only relevant
candidates were investigated for computational heavy tasks.

The proposed method was compared to CUSUM, and showed similar performance
in terms of out-of-control time to signal. At the same time, the method was easier
to tune, as the ability to detect the correct signal was only limited by setting the
window size too small.

The method was demonstrated in a multivariate setting, where principal compo-
nents from a PCA model were individually monitored using the proposed method.
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Furthermore, the one-step prediction errors were monitored using a Multivariate
EWMA (MEWMA) chart. Both strategies were able to detect the disturbance with
similar performance. However, MEWMA had 22 times more false alarms while the
system was in control. This demonstrated that generalizing the proposed method
into a multivariate setting worth investigating further.



CHAPTER 8
Conclusion

This thesis was motivated by the need for automating the learning, maintaining and
monitoring of NIR systems. Methods are developed within Domain Learning, Domain
Adaptation and Monitoring and are inspired by challenges faced during the project.

In Papers A and B we proposed the novel method Weight Share. The method
enables training of deep convolutional neural networks using multiple data sets with
different input sizes. This is advantageous for NIR spectroscopic data, as the common
practice of resizing, is not a well suited strategy for this type of data. Furthermore,
as the method enables co-training of a large and a small data set, this is an efficient
way to deploy deep convolutional neural networks in new applications. We showed
that by co-training on two medium sized data sets, the performance was improved
on the smaller of the two and worsened on the larger data set, when compared to
individual training. Furthermore, we showed that using the proposed method for
co-training of a medium sized data set with a small data set, we were able to achieve
significantly better performance on the small data set compared to various transfer
learning strategies. The performance on the medium sized data set was not investi-
gated further, as the primary objective was to develop a method that enabled training
of deep convolutional neural networks on small data sets.

Even though the use of Weight Share enables domain learning from multiple data
sets with different input sizes, at least three issues need to be addressed: 1) The out-
put sizes of the convolutional layers are still different if the input sizes are different.
2) The use of different ranges of wavelengths results in a translation of the signals.
3) The use of different intervals between wavelengths result in either a stretching or
a compression of the signals.

In Paper C we proposed the Extended Joint Trained framework (ExtJT) for semi-
supervised domain adaptation of linear calibration models. The method is a hybrid of
the Linear Joint Trained framework [Cul13; RC15] and NARE [AKG18]. By means
of two toy problems we were able to explain the advantages of ExtJT compared to
other frameworks for semi-supervised domain adaptation. Furthermore, we proposed
a combined test and correction step, that is able to detect and correct for a mean shift
in the direction of the response of interest. We showed that, when combined, this
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constituted a framework, that was significantly better than competing frameworks for
semi-supervised domain adaptation. This was done through the use of both simulated
and real data. Semi-supervised domain adaptation is an advantage when maintaining
NIR systems, as the acquisition of new labelled data is often expensive. Using semi-
supervised learning, new labelled data are still necessary, albeit in a smaller number
as they are only necessary for model selection.

The use the Extended Joint Trained framework enables semi-supervised domain
adaptation of calibration models. However, the use is limited to linear regression
models. Furthermore, the presence of outliers in the unlabelled data were not ad-
dressed, but can potentially harm the fitted model.

In Paper D we proposed to adapt the offline model based method for level shift
detection in univariate time series data by Tsay into an online method. Furthermore,
we propose two algorithms, that combined are able to determine the critical value
corresponding to a specified in-control average run length in an computational effi-
cient manner. Through a simulation study, we showed that this method has similar
performance as to that of CUSUM for the detection of a level shift, but is easier to
tune. The proposed method was demonstrated for a multivariate problem and com-
pared to MEWMA. This was done by monitoring individual principal components,
while MEWMA monitored the principal components in a multivariate manner. The
methods showed similar performance when detecting the disturbance, but MEWMA
had more false alarms while the system was in control.

The topics of multivariate monitoring and outlier explanation were not addressed
in Paper D, but will be essential in order to built a robust fully automated learning
system. As demonstrated in this thesis, the proposed method shows a potential in
this regards.

Overall, the methods proposed in this thesis each contributes towards fully auto-
mated learning, maintaining and monitoring in NIR systems, as each contribute to
one of the three topics Domain Learning, Domain Adaptation and Monitoring.

8.1 Future work
In this thesis the proposed Weight Share strategy is demonstrated using two data sets
at the time, where at least one of the data sets was large enough to enable individual
training. The next step is therefore to demonstrate the method using multiple data
sets, and preferably, data sets so small that individual training is infeasible. A draw-
back of the method is the need for individual fully connected layers, even though
the individual data sets have the same objective. We believe that techniques like
Attention and Spatial Transformer Networks [Jad+15], placed in between the convo-
lutional and fully connected layers, will be able to solve this.
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The Extended Joint Trained framework perform manifold regularization with re-
spect to the unlabelled data using the L2-norm. A natural extension is therefore to
include a L1-norm regularization of the unlabelled manifold. We believe that this will
introduce sparsity much like the Elastic Net, but with the important distinction that
sparseness is achieved in terms of the unlabelled manifold used to regularize the solu-
tion. Furthermore, as the Extended Joint Trained framework was only demonstrated
in a linear least squares setting, it would be interesting to extent it to Generalized
Linear Models and non-linear models like neural networks.

We demonstrated that the proposed model based monitoring strategy have com-
parable performance with state of the art methods for detection of mean shifts. A
natural extension is therefore to extent the method to the multivariate setting. Fur-
thermore, developing similar strategies for other disturbance types would enable au-
tomated fault diagnostics. This is essential in order to automate maintenance of
calibration models as it is not desirable to adapt all new domains, such as e.g. a
broken light source or other out-of-control situations.
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ABSTRACT

We propose a novel method to train deep convolutional neural networks which learn from multiple
data sets of varying input sizes through weight sharing. This is an advantage in chemometrics where
individual measurements represent exact chemical compounds and thus signals cannot be translated
or resized without disturbing their interpretation. Our approach show superior performance com-
pared to transfer learning when a medium sized and a small data set are trained together. While we
observe a small improvement compared to individual training when two medium sized data sets are
trained together, in particular through a reduction in the variance.

Keywords Deep Learning, Weight Sharing, Co-training, Transfer Learning, Spectroscopic data

1 Introduction

Spectral data consist of spectroscopic measurements which contain chemical information about the composition of
the sample. Spectral data are in large based on underlying continuous processes, much as is the case for image data,
and thus we expect deep learning to work well for applications on spectral data such as e.g. Near Infra Red (NIR)
data. Deep learning has thus also successfully been applied to spectroscopic data within a variety of fields. E.g.
Risum and Bro (2019) used a deep convolutional neural network (CNN) to detect different types of peaks in gas-
chromatography. Liu et al. (2017) used a deep CNN to classify different chemical substances based on Raman spectra.
Transfer learning for spectroscopic data has been attempted in specialized cases. Liu et al. (2018) applied transfer
learning to hyperspectral data of soil. They used data from spectral libraries (the data were acquired under laboratory
conditions) to pre-train a model, which was then transferred to field data. Padarian et al. (2019) used transfer learning
to convert a global soil clay model to a locally calibrated model. Common for both Liu et al. (2018) and Padarian et al.
(2019) is that the original and new data sets hold the same wavelengths at the same positions. This is contrary to e.g.
image data, where two images can hold the same scene, and thereby the same label, but still have e.g. different zoom
levels, translations or rotations.

Often, chemometricians work with data of few samples and large amounts of input variables, which may be one of the
reasons deep learning has not gained a broad use in the field yet. A well known strategy to easily gain more samples
is by data augmentation, where different artefacts are added to each sample. Typical techniques for image data apply
rotation and translation. For spectroscopy data, Bjerrum et al. (2017) proposed to add different types of scattering to
the spectra. This strategy was used to train a deep neural net on the 2002 IDRC Challenge Data (Norris and Ritchie,
2008; Hopkins, 2003). However, data augmentation cannot fully compensate for the lack of original training samples,
as it only enables the neural net to compensate for the artefacts one add to the original samples.

Another strategy is to merge multiple data sets. Ma et al. (2015) showed that by merging multiple small QSAR data
sets, they were able to learn a much better Deep Neural Net (DNN) with multiple tasks than if the same DNN was
trained on the individual data sets. They also found that the gain of merging multiple data sets is larger for many small
data sets than e.g. two large data sets.

∗Corresponding author
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A third strategy is to use transfer learning, which deep learning has proven useful at due to its focus on learning
representations of data (Bengio, 2012). Applications using images, text and speech have particularly benefited from
the use of deep learning and transfer learning (LeCun et al., 2015). Well known, pre-trained networks such as AlexNet
(Krizhevsky et al., 2012), GoogleNet (Szegedy et al., 2015), etc. are available as off the shelf solutions to quickly and
without large amounts of data get started on your own image based deep learning applications.

The lack of consistency in the number of wavelengths used when spectral data sets are constructed makes it difficult
to merge these data sets into one. Common practice within image analysis is to resize the images. However, due to
the continuous nature of the spectra, this is likely to introduce noise, and thereby reduce the final performance of the
model. We therefore propose a new strategy, that makes it possible to merge the information from multiple data sets
without resizing them. This is done by assigning a deep neural net to each data set, with the restriction that the weights
in the convolutional layers are shared among the nets. We note that this strategy has similarities to transfer learning.
However, our strategy differ in one key aspect. In transfer learning, the learned representation is transferred from one
data set to another. In our approach, all data sets contribute to learning the optimal representation.

This paper is structured as follows: In Section 2 we describe the proposed method for co-training a deep CNN on
multiple data sets with different input sizes. In Section 3 we describe the data sets used in this study. Our experimental
setup is described in Section 4, the results are presented and discussed in Section 5 and Section 6 concludes the paper.

All analyses have been performed in Python version 3.6 (Python Software Foundation, https://www.python.org/),
and Neural Nets have been implemented using TensorFlow version 1.12 (GoogleResearch, 2015). Examples of imple-
menting similar Neural Nets using TensorFlow are available at the GitHub repository
https://github.com/DTUComputeStatisticsAndDataAnalysis.

2 Method

In this section we describe our proposed method for training deep convolutional neural nets on multiple data sets with
varying input sizes through Weight Sharing. Subsequently, we present a regularization cost for achieving sparse and
decoupled weights.

2.1 Weight Sharing

Consider the 1d convolution between a signal x of length p and a filter of length 2h + 1 given by the parameters θ
in Eq. (1) (with a suitable padding strategy at the endpoints). Realizing that the length of the input signal is not the
limiting factor, a convolution could also be performed on another signal x∗ of length p∗ using the same filter.

(x ∗ θ)i =
2h∑
j=0

xi+h−jθj+1, i ∈ [1, p] (1)

Based on this, we propose to create multiple neural nets with the same overall architecture, but with varying numbers
of input variables, where the weights of the convolutional layers are shared. In this way, one can learn higher level
representations that generalize to multiple data sets regardless of the data sets having different input sizes. The strategy
is illustrated in Fig. 1, where samples of different input sizes pass through the same convolutional layers. After the
convolutional layers, the net is split into two, with separate fully connected layers.

When training the nets, the k’th net has its own cost function dk(Xk,yk; Θk), with (Xk,yk) being the k’th data set
and Θk being the parameters related to the k’th net. One could combine the cost functions into one by the weighted
sum d((X1,y1), (X2,y2), . . . ; Θ1,Θ2, . . . ) =

∑K
k=1 αidk(Xk,yk; Θk). However, this would require tuning of

the weight parameters αi, as a non-optimal choice would result in one cost function dominating the sum. Instead, we
propose to use an alternating approach, where we alternate between updating each individual net (and shared weights).
Besides avoiding the need to tune α, in our experience, this also helps in avoiding local minima.

2.2 Sparse and decoupled weights

In the case of multi-task learning, it can be of interest to enforce independence of the weight vectors for each output
if the individual outputs are independent. Let the k’th layer have p(k) units, the (k + 1)’th layer have p(k+1) units and
θ(k) = [θ1,k, θ2,k, . . . ] be the p(k) × p(k+1) weight matrix associated with with the k’th layer. For each row of θ(k)
we only want one non-zero value. This can be achieved by using the regularization cost given in Eq. (2), where λ ≥ 0
is the regularization parameter. In our experience the main issue regarding tuning λ is that it is not set too high, such
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Figure 1: Illustration of the proposed architecture and how two spectra x and x∗ of different input sizes is passed
through the network.

that the regularization cost dominates the cost function in the beginning of training, which limits the initial learning
by forcing the parameters towards zero.
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′,k
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3 Data

This section describes the data sets used in this paper. They consist of NIR measurements from silage, a mixture of
food substances (soya oil, lucerne and barley), pharmaceutical tablets, wheat kernels and diesel fuels, respectively. All
data sets are measured at different numbers of wavelengths, but all in the NIR region of the electromagnetic spectrum.

3.1 Chimiometrie 2018

This data set was first published as challenge data at the Chimiometrie 2018 conference in Paris and is available at
the conference homepage2. The data set consists of NIR measurements from 10 different types of silage measured
at 680 (unknown) wavelengths. The target was to predict the protein content, as the silage type was not provided for
each measurement. A calibration set consisting of 3908 unique spectra and corresponding target values were provided.
Furthermore, 429 test spectra were provided without the target values. Out of the 429 test spectra, 57 spectra were
also present in the training data. However, the participants were not informed of this.

3.1.1 Benchmarks

At the challenge, the winning calibration was judged by its median absolute deviance (MAD). However, as this is
invariant to an additive constant, we will also use the root mean squared error (RMSE) of prediction to evaluate the
the models.

In Table 1, the MAD and RMSE of both the winner of the challenge (Winner) and the data providers’ own solution
(CRA-W) are shown. The winner of the challenge has the best performance and used Gaussian Process Regression and
pre-processed the data using a Standard Normal Variate (SNV) transformation on top of a first order Savitzky-Golay
derivative.

2https://chemom2018.sciencesconf.org/resource/page/id/5
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RMSE MAD

CRA-W 0.69 0.385
Winner 0.687 0.365

Table 1: Benchmarks of the Chimiometrie 2018 data set.

3.2 Chimiometrie 2019

This data set was published as the challenge at the Chimiometrie 2019 conference held in Montpellier and is available
at the conference homepage3. The data consist of 6915 training spectra and 600 test spectra measured at 550 (unknown)
wavelengths. The target was the amount of soy oil (0− 5.5%), lucerne (0− 40%) and barley (0− 52%) in a mixture.
The test set was measured using a different instrument, resulting in a shift in the test spectra of 0.5nm, making the
challenge harder.

3.2.1 Benchmarks

At the challenge, the objective was to minimize the Weighted RMSE (WRMSE) given in Eq. (3), with ȳsoya oil,
ȳlucerne and ȳbarley being the average amount of soy oil, lucerne and barley in the training samples.

WRMSE =
1

3

(
RMSEsoya oil

ȳsoy oil
+
RMSElucerne

ȳlucerne
+
RMSEbarley

ȳbarley

)
(3)

In Table 2, the WRMSE of both the data providers (UCO4) and the winner of the challenge (Winner) are shown.
The data provider has the best performance and used a combination of Standard Normal Variate (SNV) and 1st order
Savitzky Golay filtering as pre-processing of the data. They then used LOCAL (Shenk et al., 1997) as the calibration
method.

WRMSE

UCO 0.64
Winner 0.70

Table 2: Benchmarks of the Chimiometrie 2019 data set.

3.3 IDRC 2002

This data set was first introduced at the 2002 International Diffuse Reflectance Conference (IDRC) as a challenge.
However, as the homepage is no longer available, we collected the data at Eigenvector’s homepage5. The data consist
of NIR measurements of a total of 655 pharmaceutical tablets each measured on two different instruments at 650
wavelengths with the objective to predict the amount of active ingredient (API). For each tablet the weight of both the
tablet and the total amount of API are provided. The data set is divided into a training set consisting of 155 tablets, a
validation set of 460 tablets and a test set of 40 samples. Further details of the data are described in Hopkins (2003).
We note that in this study, we only use data from instrument 1. Furthermore, we use the 460 validation samples as our
test set, and combine the original training set and test set into one training set of 195 samples.

3.4 Wheat

This data set was published together with the papers Pedersen et al. (2002); Nielsen et al. (2003) and is available at the
KU FOOD Quality and Technology homepage6. The data consist of NIR spectra samples of wheat kernels collected
from different locations measured at 100 wavelengths. The data set is divided into a training set of 415 samples and a
test set of 108 samples.

3https://chemom2019.sciencesconf.org/resource/page/id/13
4University of Cordoba, Prof. Ana Garrido
5https://eigenvector.com/resources/data-sets/
6http://models.life.ku.dk/wheat_kernels
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3.4.1 Benchmarks

This data set has been used in several studies. In Table 3 the RMSE of both the data providers and the current
benchmarks for linear and non-linear methods are shown. It is clear that not much is gained from changing into a
non-linear method like CNN, we therefore suspect that the signal of interest is linear.

Method RMSE

Pedersen et al.; Nielsen et al. PLS 0.48
Cui and Fearn PLS 0.425
Cui and Fearn CNN 0.420

Table 3: Benchmarks for the Wheat data set.

3.5 SWRI

This data set was built by the Southwest Research Institute (SWRI) in order to evaluate fuel on the battle fields,
however we collected the data at Eigenvectors homepage5. The data set consist of 784 raw spectra of different diesel
fuels. For each sample several properties have been measures such as boiling point, total aromatics mass in % etc.
However, not all properties has been measured for all samples, i.e. there are a lot of missing values. We have chosen
to predict the total aromatics mass in %, for which there are 395 samples. The data set does not come with a dedicated
test set on the raw spectra.

4 Experimental Setup

In this section we describe the setup of the experiments conducted in this study, the training strategy used and how we
will evaluate and compare the final performance. For all studies we consider two architectures of the neural nets, where
the difference lies in the filter length of the shared part. Furthermore, we add two fully connected layers separated
by a batch normalization layer on top of the shared part. The parameters of the fully connected layers are not shared
among the nets. For details on the architecture see Tables 9 and 10 in Appendix A.

4.1 Experiment 1: Weight sharing for two medium sized data sets

We train on the Chimiometrie 2018 and 2019 data sets with shared weights among the convolutional layers. The nets
are updated 50, 000 times with a batch size of 128 samples from each data set and an initial learning rate of 10−3,
which is dropped by a factor of 2 when there hasn’t been an improvement in the validation error for 10 epochs - this is
done until a minimum learning rate of 3 · 10−5 is reached.

To asses the performance of Weight Sharing, as baseline we perform the same experiments with individual training
instead of co-training.

The performance is evaluated using RMSE and MAD on the Chimiometrie 2018 data set and WRMSE and biases of
the three targets on the Chimiometrie 2019 data set.

4.2 Experiment 2: Weight sharing for a small and a medium sized data set

We train on the Chimiometrie 2019 data set and a smaller data set and share the weights among the convolutional
layers. We use the same training strategy as outlined in Section 4.1.

Besides being used in a co-training setting, the proposed method can also be used for transfer learning, even though
the pre-trained net doesn’t have the same number of input variables as the smaller data set. We do this by picking the
two best performing nets from the medium sized data sets in Section 4.1 trained individually. We then transfer the
parameters of the convolutional layers and subsequently train the network with the smaller data set. We employ two
strategies for updating the parameters. 1. TL WS Stop Gradient: We only update the fully connected layers with the
smaller data set. 2. TL WS Full Gradient: We update the entire net using the smaller data set. We update the nets for
200 epochs using a batch size of 128 and an initial learning rate of 10−3, which is dropped by a factor of 2 when there
hasn’t been any improvement for 50 epochs, until a minimum learning rate of 3 · 10−5 is been reached.

5
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As a baseline, we perform traditional transfer learning, where we either pad the spectra on both sides or interpolate
using cubic splines, such that the input size matches that of the pre-trained net. We employ the two training strategies
as described above, naming them 1. TL Stop Gradient and 2. TL Full Gradient.

We evaluate the performance of the strategies using RMSE, Standard Error of Prediction (SEP), R2 and Bias.

4.3 Data splits

For each experiment, we perform 40 repetitions in order to assess the statistical properties of the strategies. For each
repetition of the experiments we sub-sample our training data into three data sets: training data used to train the
models, validation data used during training to decide at which iteration to store the model and a hold out data set used
after training to select the architecture. Recall that in all cases, except for the SWRI data set, the test set is fixed and
used to evaluate the performance of the opposing strategies for each experiment. The number of samples in each data
set is given in Table 4. We note that for the SWRI data set the test data are not overlapping between repetitions. Given
a repetition number, we use the same sub-sampled data set for each of the strategies, this produce paired experiments,
which will be utilized in the analysis of the results.

Data set Input size Training data Validation data Hold out data Test data

IDRC 2002 650 140 35 20 460
Wheat 100 298 75 42 108
SWRI 401 276 70 39 10
Chimiometrie 2018 680 2813 704 391 429
Chimiometrie 2019 550 4978 1245 692 600

Table 4: Input sizes and number of samples in each data split

Prior to training we scale up the training and validation data by a factor of 10 using the data augmentation strategy
described in (Bjerrum et al., 2017) and append it to the original data. However, we do not augment the hold out data
used to select between the architectures.

4.4 Optimization strategy

For all our experiments we use the Adam optimizer (Kingma and Ba, 2014). During training we keep track of an
exponential moving average smoothing of our parameters as shown in Eq. (4) with a decay rate of γ = 0.99. The
exponential moving averaged parameters are used to evaluate the validation samples, and we store parameters mini-
mizing the sum of the validation error of each of the neural nets. We use the exponentially smoothed parameters to
achieve a more stable estimate of the parameters. We note that the exponentially smoothed model is similar to the
Teacher model proposed by Tarvainen and Valpola (2017), where the difference is that we do not penalize the dif-
ference in the prediction between the student and teacher models. Finally, we choose among the opposing strategies
using a held out data set, as described in Section 4.3. For all the trained neural nets we use the Rectified Linear Unit
(ReLU) (Jarrett et al., 2009; Nair and Hinton, 2010) as activation function.

Θ̃t = γΘ̃t−1 + (1− γ)Θt (4)

In many spectroscopic applications, it is common to pre-process the spectra. However, as shown by Cui and Fearn
(2018), a CNN is able to automatically learn an appropriate pre-processing of the spectra. Therefore, we do not
perform any pre-processing.

4.5 Cost function

For the IDRC 2002, Wheat, SWRI and Chimiometrie 2018 data sets we use RMSE as the training and validation cost
functions. For the Chimiometrie 2019 data set we use the WRMSE added the regularization cost in Eq. (2), with
λ = 0.1, for both training and validation cost functions.

4.6 Pairwise comparisons

In Experiment 1 we perform a pairwise comparison of the two training strategies based on MAD, RMSE, WRMSE
and Bias. For this we use the Wilcoxon signed-ranks test (Wilcoxon, 1945). Note than when comparing biases, we
compare the absolute values, with the smaller the better.

6
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4.7 Multiple comparison of strategies

In Experiment 2 we are comparing five strategies simultaneously, for this we use the Friedman Test (Friedman, 1937,
1939) with the improved statistic by Iman and Davenport (1980). This is done on the measures RMSE, SEP, R2 and
Bias.

As a post hoc analysis we use the Nemenyi test (Nemenyi, 1963) to measure if two rankings are significantly different.

5 Results

This section presents the results from the two experiments. Besides the results presented here, summary statistics of
the experiments are given in Tables 11, 12 and 13 in Appendix B.

5.1 Experiment 1

Figure 2 illustrates a pairs plot and kernel density estimates of the performance metrics for the baseline (individually
trained models) and the Weight Sharing strategy for the 40 repetitions. For RMSE 2018 it is seen that the mode is
shifted to the left for the weight sharing strategy, i.e. to smaller values, while the opposite is the case for WRMSE
2019. It is clear that the reason is that the baseline models have a smaller bias when predicting the amount soy oil (Bias
2019 Soy). Furthermore, we see that for the baseline models, MAD 2018 has a plateau like mode while the Weight
Share model has a sharp peak. Finally, in 37 cases the Weight Sharing strategy had a WRMSE on the Chimiometrie
2019 data set which was smaller than the benchmark, while this was the case for all 40 cases for the baseline. For the
Chimiometrie 2018 data set, none of the strategies were able to beat either the MAD or RMSE benchmarks.

We perform a Wilcoxon signed-rank test on MAD and RMSE for the Chimiometrie 2018 data set and WRMSE and the
absolute bias for the three targets for the Chimiometrie 2019 data set. The test values and p-values are shown in Table
5. It is seen that the Weight Share strategy is significantly better in terms of RMSE on the Chimiometrie 2018 data set,
while the baseline is better in terms of WRMSE and bias when predicting the amount of soy oil for the Chimiometrie
2019 data set. The reason for this is that there is a large noise component in the 2019 test data set, as the test data is
measured using a different instrument, which caused a shift of 0.5nm of the spectra.

Performing an F-test for a change in variance of all the considered performance metrics produces the test statistics and
corresponding p-values presented in Table 6. It is seen that in neither case there is a significant change in variance of
the performance metrics between the two strategies.

5.2 Experiment 2

A pairs plot of the performance metrics for the IDRC 2002 data set is shown in Figure 3. For all metrics the mode for
Weight Sharing is better than all four transfer learning strategies. Further, it is clear that the transfer learning strategies
produce distributions with long tails of large statistics.

Figure 4 illustrates a pairs plot of the performance metrics for the Wheat data set. First it is noted that the both Stop
Gradient strategies are clearly separated from the other three strategies. Further, the two Full Gradient strategies are
overlapping, with modes sligtly better than that of Weight Share. We also note that for none of the strategies the modes
are close to the benchmark. This is expected as we, contrary to the reported benchmarks, are using a subset of the
already limited amount of training data to train our models (although in 1 case for TL WS Full Gradient and 4 cases
for TL Full Gradient the performance is actually better than the benchmarks).

Figure 5 illustrates the performance metrics for the SWRI data set in a pairs plot. It is seen that, for all metrics, the
Weight Share and TL WS Full Gradient strategies are overlapping, with the mode of Weight Share being slightly better
in all cases. Furthermore, it is seen that the other transfer learning strategies produce distributions with long tails of
large statistics.

The test statistics and p-values when testing for a change in variance of the performance metrics is given in Table 7. It
is clear that for the IDRC and SWRI data sets, a significant decrease of variance has occurred in most cases. For the
Wheat data set, an increase of the variance is observed in most cases - 11 out 16 being statistically significant. Here
we note that, as seen in Figure 4, the two Stop Gradient strategies are consequently performing worse than the three
other strategies.
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Figure 2: Pairs plot of the performance measures for 40 repetitions of individual training (baseline) and co-training
(Weight Share) for the Chimiometrie 2018 and 2019 data sets.

Dataset Test val p value R+ R−

MAD 2018 -1.841 0.066 547 273
RMSE 2018 -2.621 0.009 605 215
WRMSE 2019 -4.355 0.000 86 734
Bias Soy oil 2019 -4.274 0.000 92 728
Bias Lucerne 2019 -0.470 0.638 375 445
Bias Barley 2019 -1.532 0.125 296 524

Table 5:

Test statistic, p-value and effect sizes for the
Wilcoxon signed-rank test with significant tests
in bold. R+(R−) is the sum of ranks for which
the Weight Share(baseline) strategy perform bet-
ter.

Metric Data set Test Value p-value

MAD 2018 1.585 0.155
RMSE 2018 1.457 0.245
WRMSE 2019 1.027 0.934
Bias Soy oil 2019 1.464 0.238
Bias Lucerne 2019 1.631 0.131
Bias Barley 2019 0.729 0.327

Table 6:

Test statistics and p-values for F test on
change in variance of performance met-
rics. Significant tests are highlighted
with bold faced numbers. The test is
performed such that a test value larger
than 1 corresponds to a variance reduc-
tion from the baseline to the Weight
Share strategy.
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Figure 3: Pairwise plots of the performance metrics for the different transfer learning strategies and the proposed
Weight Sharing strategy on the IDRC 2002 data set.
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Figure 4: Pairwise plots of the performance metrics for the different transfer learning strategies and the proposed
Weight Sharing strategy on the Wheat data set.
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Figure 5: Pairwise plots of the performance metrics for the different transfer learning strategies and the proposed
Weight Sharing strategy on the SWRI data set.

IDRC Wheat SWRI
Metric Baseline Test Value p-value Test Value p-value Test Value p-value

RMSE TL WS Stop Grad. 3.384 0.000 0.116 0.000 3.057 0.001
TL WS Full Grad. 2.215 0.015 0.530 0.051 11.245 0.000

TL Stop Grad. 2.379 0.008 0.351 0.002 2.060 0.026
TL Full Grad. 2.397 0.008 0.398 0.005 7.011 0.000

SEP TL WS Stop Grad. 3.394 0.000 0.091 0.000 3.640 0.000
TL WS Full Grad. 2.040 0.029 0.127 0.000 13.041 0.000

TL Stop Grad. 2.022 0.031 0.186 0.000 2.009 0.032
TL Full Grad. 1.804 0.069 0.217 0.000 8.013 0.000

R2 TL WSStop Grad. 4.567 0.000 0.514 0.041 1.323 0.386
TL WSFull Grad. 2.832 0.002 0.404 0.006 5.199 0.000

TL Stop Grad. 3.034 0.001 1.438 0.261 1.506 0.205
TL Full Grad. 2.990 0.001 0.268 0.000 86.583 0.000

BIAS TL WS Stop Grad. 1.946 0.041 0.193 0.000 2.662 0.003
TL WS Full Grad. 1.499 0.211 0.851 0.617 1.488 0.219

TL Stop Grad. 5.394 0.000 0.641 0.169 3.216 0.000
TL Full Grad. 3.806 0.000 0.861 0.642 6.910 0.000

Table 7:

Test statistics and p-values for F test on change in variance of performance metrics. Significant
tests are highlighted with bold faced numbers. The test is performed such that a test value larger
than 1 corresponds to a variance reduction from the baseline to the Weight Share strategy, and
vice verca for a test value less than 1.

The average rankings of the five strategies in terms of the performance metrics RMSE, Sep, R2 and (absolute) bias are
shown in Table 8a. For all metrics the ranking is 1) Weights Share 2) TL Full Gradient 3) TL WS Full Gradient. Based
on these, a Friedman rank test is performed with the test statistics and p-values shown in Table 8b. It is clear that all the
tests are significant, meaning that there is a significant grouping for all performance metrics. For the post hoc analysis
of the rankings we calculate the critical value for pairwise differences as CD = 2.728 ·

√
5 · (5 + 1)/(6 · 40 · 3) =
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RMSE SEP R2 Bias
Strategy

Weight Share 1.7917 1.8667 1.7917 2.3083
TL Full Grad. 2.3500 2.4583 2.3500 2.6583
TL WS Full Grad. 2.6167 2.5167 2.6167 2.8667
TL Stop Grad. 3.9500 3.6750 3.9500 4.0000
TL WS Stop Grad. 4.2917 4.4833 4.2917 3.1667

(a) Average ranking of the 5 strategies evaluated over the three data
sets

Test value p-value

RMSE 101.387 0.000
SEP 96.087 0.000
R2 101.387 0.000
BIAS 23.356 0.000

(b) Test statistic and p-value

Table 8: Average ranking, test- and p-values from the Friedman rank test. Significant results are highlighted in bold.

0.5569. From this it is clear that for RMSE, SEP and R2, Weight Share is ranked 1, the two Full Gradient strategies are
ranked 2 and the two Stop Gradient Strategies takes the last spots. For the Bias, Weight Share and TL Full Gradient
are tied for number 1, TL WS Full Gradient and TL WS Stop Gradient are ranked 2 and TL Stop Gradient is ranked 3.

6 Conclusion

We have proposed a novel method for training deep convolutional neural networks that learn from multiple data sets
containing different numbers of variables using weight sharing. We demonstrated this in two experiments. In the first
experiment we combined two medium sized data sets and compared the performance to that of neural nets trained
individually on each data set. In the second experiment we combined a medium sized and a small data set, and
compared the performance to that of transfer learning from a pre-trained network.

We have showed that when combining two medium sized data sets, this reduces the variance of the produced networks
of most of our performance metrics. Furthermore, the proposed strategy produced a significantly smaller prediction
error on test samples with the same distribution as the validation set, while for test samples with a different distribution
than the validation set (a small shift in wavelengths), the individual trained net performed better.

The proposed method enables training of deep convolutional neural nets though only having few training samples
available by co-training with a medium sized data set. Furthermore, it also enables transfer learning without resizing
the smaller data set. We showed, that for a small number of training samples, the proposed co-training procedure
outperformed both types of transfer learning strategy.
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A Architecture

Layer Parameters of architecture 1 Parameters of architecture 2

Input x̃ x̃
Convolution 8 filters, 1× 11strides = 1 8 filters, 1× 11strides = 1
Max-pooling pool size = 2, strides = 2 pool size = 2, strides = 2
Batch Normalization - -
Convolution 8 filters, 1× 11strides = 1 8 filters, 1× 11strides = 1
Max-pooling pool size = 2, strides = 2 pool size = 2, strides = 2
Dropout 1D Spatial, pkeep = 0.95 1D Spatial, pkeep = 0.95
Batch Normalization - -
Convolution 16 filters, 1× 11strides = 1 16 filters, 1× 8strides = 1
Max-pooling pool size = 2, strides = 2 pool size = 2, strides = 2
Batch Normalization - -
Convolution 16 filters, 1× 11strides = 1 16 filters, 1× 8strides = 1
Max-pooling pool size = 2, strides = 2 pool size = 2, strides = 2
Dropout 1D Spatial, pkeep = 0.95 1D Spatial, pkeep = 0.95
Batch Normalization - -
Convolution 24 filters, 1× 6, strides = 1 24 filters, 1× 6, strides = 1
Max-pooling pool size = 2, strides = 2 pool size = 2, strides = 2
Batch Normalization - -
Convolution 24 filters, 1× 6, strides = 1 24 filters, 1× 6, strides = 1
Max-pooling pool size = 2, strides = 2 pool size = 2, strides = 2
Dropout 1D Spatial, pkeep = 0.95 1D Spatial, pkeep = 0.95
Flatten - -
Batch Normalization - -

Table 9: Shared CNN architectures.

Data set FC1 FC2

Chimiometrie 2018 10 units 1 unit
Chimiometrie 2019 30 units 3 units
Small data sets 10 units 1 unit

Table 10: Number of hidden units in each of the fully connected layers.
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B Additional Results

B.1 Experiment 1

MAD 2018 RMSE 2018 WRMSE 2019
Baseline Weight Share Baseline Weight Share Baseline Weight Share

mean 0.433 0.426 0.789 0.771 0.539 0.583
std 0.021 0.017 0.039 0.032 0.037 0.036
min 0.380 0.393 0.714 0.703 0.459 0.517
25% 0.421 0.415 0.760 0.747 0.512 0.552
50% 0.432 0.425 0.782 0.767 0.536 0.576
75% 0.453 0.436 0.814 0.786 0.569 0.610
max 0.464 0.458 0.880 0.863 0.632 0.672

Bias 2019 - 1 Bias 2019 - 2 Bias 2019 -3
Baseline Weight Share Baseline Weight Share Baseline Weight Share

mean 0.089 0.118 -0.169 -0.220 -0.165 -0.555
std 0.029 0.024 0.284 0.222 0.676 0.792
min 0.004 0.058 -0.708 -0.624 -1.814 -2.185
25% 0.074 0.099 -0.330 -0.387 -0.446 -0.893
50% 0.094 0.121 -0.140 -0.213 -0.110 -0.505
75% 0.107 0.134 0.005 -0.120 0.303 -0.015
max 0.149 0.163 0.298 0.373 1.150 1.281

Table 11: Summary statistics for weight sharing. Bold faced numbers mark the best performance of the two strategies.
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B.2 Experiment 2

RMSE
Weight Share TL WS Full Gradient TL WS Stop Gradient TL Full Gradient TL Stop Gradient

mean 3.923 4.448 4.635 4.417 4.356
std 0.218 0.324 0.401 0.337 0.336
min 3.602 3.860 3.973 3.824 3.864
25% 3.778 4.215 4.270 4.125 4.134
50% 3.869 4.436 4.564 4.428 4.287
75% 4.009 4.633 4.950 4.624 4.558
max 4.503 5.395 5.365 5.213 5.192

SEP
Weight Share TL WS Full Gradient TL WS Stop Gradient TL Full Gradient TL Stop Gradient

mean 3.904 4.391 4.554 4.329 4.161
std 0.219 0.313 0.403 0.294 0.311
min 3.568 3.858 3.897 3.754 3.748
25% 3.753 4.160 4.224 4.071 3.958
50% 3.854 4.379 4.499 4.313 4.057
75% 3.996 4.575 4.877 4.560 4.206
max 4.501 5.243 5.364 4.940 5.186

R2

Weight Share TL WS Full Gradient TL WS Stop Gradient TL Full Gradient TL Stop Gradient

mean 0.938 0.920 0.913 0.921 0.923
std 0.007 0.012 0.015 0.012 0.012
min 0.918 0.883 0.884 0.890 0.891
25% 0.935 0.913 0.901 0.914 0.916
50% 0.940 0.921 0.916 0.921 0.926
75% 0.942 0.928 0.926 0.931 0.931
max 0.948 0.940 0.936 0.941 0.940

Bias
Weight Share TL WS Full Gradient TL WS Stop Gradient TL Full Gradient TL Stop Gradient

mean 0.104 0.558 0.690 0.519 0.961
std 0.377 0.462 0.526 0.736 0.876
min -0.877 -0.155 -0.739 -1.049 -0.646
25% -0.077 0.220 0.350 0.038 0.315
50% 0.128 0.539 0.707 0.370 1.044
75% 0.339 0.743 1.039 1.073 1.360
max 0.740 1.770 1.801 2.573 3.365

Table 12: Summary statistics for transfer learning for the IDRC 2002 data set. Bold faced numbers are the per line
best performance.
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RMSE
Weight Share TL WS Full Gradient TL WS Stop Gradient TL Full Gradient TL Stop Gradient

mean 0.632 0.538 1.303 0.495 1.292
std 0.097 0.071 0.033 0.061 0.058
min 0.454 0.390 1.267 0.399 1.179
25% 0.569 0.487 1.283 0.459 1.249
50% 0.625 0.519 1.295 0.492 1.289
75% 0.688 0.582 1.313 0.517 1.327
max 0.830 0.732 1.453 0.692 1.445

SEP
Weight Share TL WS Full Gradient TL WS Stop Gradient TL Full Gradient TL Stop Gradient

mean 0.595 0.480 1.297 0.466 1.140
std 0.093 0.033 0.028 0.043 0.040
min 0.428 0.390 1.264 0.372 1.071
25% 0.535 0.462 1.280 0.440 1.115
50% 0.597 0.477 1.292 0.463 1.133
75% 0.655 0.501 1.307 0.493 1.160
max 0.805 0.562 1.409 0.569 1.246

R2

Weight Share TL WS Full Gradient TL WS Stop Gradient TL Full Gradient TL Stop Gradient

mean 0.865 0.903 0.440 0.918 0.448
std 0.041 0.026 0.029 0.021 0.049
min 0.773 0.823 0.304 0.842 0.311
25% 0.844 0.888 0.431 0.912 0.419
50% 0.871 0.911 0.446 0.920 0.451
75% 0.893 0.922 0.457 0.930 0.485
max 0.932 0.950 0.470 0.948 0.541

Bias
Weight Share TL WS Full Gradient TL WS Stop Gradient TL Full Gradient TL Stop Gradient

mean 0.133 -0.196 -0.095 0.069 -0.593
std 0.172 0.159 0.076 0.160 0.138
min -0.349 -0.521 -0.354 -0.258 -0.864
25% 0.049 -0.319 -0.139 -0.013 -0.683
50% 0.127 -0.193 -0.103 0.062 -0.619
75% 0.207 -0.102 -0.054 0.164 -0.530
max 0.565 0.208 0.072 0.451 -0.287

Table 13: Summary statistics for transfer learning for the Wheat data set. Bold faced numbers are the per line best
performance.
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RMSE
Weight Share TL WS Full Gradient TL WS Stop Gradient TL Full Gradient TL Stop Gradient

mean 0.635 0.855 1.480 2.187 1.442
std 0.245 0.821 0.428 0.648 0.351
min 0.271 0.363 0.832 1.115 0.837
25% 0.459 0.592 1.196 1.870 1.192
50% 0.621 0.703 1.484 2.107 1.388
75% 0.749 0.830 1.614 2.423 1.640
max 1.600 5.635 3.492 3.932 2.620

SEP
Weight Share TL WS Full Gradient TL WS Stop Gradient TL Full Gradient TL Stop Gradient

mean 0.577 0.798 1.298 2.067 1.312
std 0.223 0.807 0.426 0.632 0.317
min 0.264 0.283 0.549 0.655 0.752
25% 0.416 0.553 1.058 1.767 1.128
50% 0.575 0.635 1.208 2.017 1.284
75% 0.677 0.788 1.491 2.286 1.584
max 1.563 5.464 3.333 3.826 2.228

R2

Weight Share TL WS Full Gradient TL WS Stop Gradient TL Full Gradient TL Stop Gradient

mean 0.981 0.961 0.927 0.429 0.928
std 0.045 0.102 0.051 0.414 0.055
min 0.713 0.484 0.758 -1.311 0.745
25% 0.983 0.981 0.907 0.312 0.903
50% 0.989 0.986 0.936 0.515 0.944
75% 0.994 0.991 0.965 0.684 0.966
max 0.998 0.997 0.983 0.935 0.985

Bias
Weight Share TL WS Full Gradient TL WS Stop Gradient TL Full Gradient TL Stop Gradient

mean 0.051 0.048 -0.549 0.049 -0.366
std 0.280 0.342 0.457 0.736 0.502
min -0.724 -1.379 -1.354 -1.436 -1.377
25% -0.089 -0.095 -0.838 -0.566 -0.710
50% 0.015 0.066 -0.558 0.068 -0.277
75% 0.247 0.230 -0.209 0.601 -0.027
max 0.598 0.697 0.547 1.578 0.731

Table 14: Summary statistics for transfer learning for the SWRI data set. Bold faced numbers are the per line best
performance.
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ABSTRACT

We propose a novel method to co-train deep convolutional
neural networks for data sets of differing position specific
data. This is an advantage in chemometrics where individ-
ual measurements represent exact chemical compounds, e.g.
for given wavelengths, and thus signals cannot be translated
or resized without disturbing their interpretation. Our ap-
proach outperforms transfer learning for three small data sets
co-trained with a medium sized data set.

Index Terms— Deep Learning, Weight Sharing, Co-
training, Transfer Learning, Spectroscopic data

1. INTRODUCTION

Spectral data such as Near Infra Red (NIR) absorbance spec-
tra are in large based on underlying continuous processes,
much as is the case for image data, and thus we expect deep
learning to work well in these applications. Deep learning
has thus also successfully been applied to spectroscopic data
within a variety of fields. E.g. [1] used a deep convolutional
neural network (CNN) to detect different types of peaks in
gas-chromatography. [2] used a deep CNN to classify differ-
ent chemical substances based on Raman spectra. Transfer
learning for spectroscopic data has been attempted in special-
ized cases. [3] applied transfer learning to hyperspectral data
of soil. They used data from spectral libraries to pre-train
a model, which was then transferred to field data. [4] used
transfer learning to convert a global soil clay model to a lo-
cally calibrated model. Common for both [3] and [4] is that
the original and new data sets hold the same wavelengths at
the same positions. In constrast, images can hold the same
scene but still have different zoom levels, translations or rota-
tions.

Often, NIR data sets contain many input wavelengths, but
relatively few observations as the reference measurements are
costly to require. A well known strategy to easily gain more
samples is data augmentation, where different artefacts are
added to each sample. Typical techniques for image data ap-
ply rotation and translation. For spectroscopy data, [5] pro-

The research is partially funded by BIOPRO (www.biopro.nu) which
is financed by the European Regional Development Fund (ERDF), Region
Zealand (Denmark) and BIOPRO partners.

posed to add scattering in the form of baseline shift, slope,
and multiplicative scaling to the spectra. However, data aug-
mentation cannot fully compensate for the lack of original
training samples, as it only enables the neural net to compen-
sate for the artefacts one add to the original samples.

Another strategy is to merge multiple data sets. [6]
showed that by merging multiple small QSAR data sets,
they were able to learn a much better DNN with multiple
tasks than if the same DNN was trained on the individual data
sets. They found that the gain of merging multiple data sets is
larger for many small data sets than e.g. two large data sets.
The lack of consistency in the number of as well as specific
wavelengths used when spectral data sets are constructed
makes it difficult to merge these data sets into one.

A third strategy is to use transfer learning, where deep
learning excel due to its focus on learning representations of
data [7]. Applications using images, text and speech have par-
ticularly benefited from the use of deep learning and transfer
learning [8]. Common practice within image analysis is to re-
size the images. However, due to the continuous nature of the
spectra, this is likely to introduce noise, and thereby reduce
the final performance of the model.

We therefore propose a new method, that makes it possi-
ble to merge the information from multiple data sets without
resizing them. This is done by assigning a deep neural net
to each data set, with the restriction that the weights in the
convolutional layers are shared among the nets. This method
share similarities with transfer learning with one key differ-
ence. In transfer learning, the learned representation is trans-
ferred from one data set to another. In our approach, all data
sets contribute to learning the optimal representation.

This paper is structured as follows: In Section 2 we de-
scribe the proposed method for co-training a deep CNN on
multiple data sets with different input sizes. The data used in
this study and our experimental setup is described in Section
3, the results are presented and discussed in Section 4 and
Section 5 concludes the paper.

All analyses have been performed in Python version 3.6
and TensorFlow version 1.12 [9]. Examples are available at
the GitHub repository1.

1github.com/DTUComputeStatisticsAndDataAnalysis
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Fig. 1: Illustration of the proposed architecture and how two spectra x and x∗ of different input sizes is passed through the
network.

2. METHOD

This section describes our proposed Weight Sharing method
for training deep CNN’s on multiple data sets with varying
input sizes.

2.1. Weight Sharing

Consider the 1d convolution between a signal x of length p
and a filter of length 2h+ 1 given by the parameters θ in Eq.
(1) (with a suitable padding strategy at the endpoints). Realiz-
ing that the length of the input signal is not the limiting factor,
a convolution could also be performed on another signal x∗

of length p∗ using the same filter.

(x ∗ θ)i =

2h∑
j=0

xi+h−jθj+1, i ∈ [1, p] (1)

Based on this, we propose to create multiple neural nets with
the same overall architecture, but with varying numbers of in-
put variables, where the weights of the convolutional layers
are shared. In this way, one can learn higher level represen-
tations that generalize to multiple data sets regardless of the
data sets having different input sizes. The method is illus-
trated in Fig. 1, where samples of different input sizes pass
through the same convolutional layers. After the convolu-
tional layers, the fully connected layers are trained separately.

When training the nets, the k’th net has its own cost func-
tion dk(Xk,yk; Θk), with (Xk,yk) being the k’th data set
and Θk being the parameters related to the k’th net. One
could combine the cost functions into one by the weighted
sum d((X1,y1), . . . ; Θ1, . . . ) =

∑K
k=1 αidk(Xk,yk; Θk).

However, this would require tuning of the weight parameters

αi, as a non-optimal choice would result in one cost function
dominating the sum. Instead, we propose to use an alternating
approach, where we alternate between updating each individ-
ual net (and shared weights). Besides avoiding the need to
tune α, in our experience, this also helps in avoiding local
minima.

3. EXPERIMENTAL SETUP

In this section we describe the data used in this paper, how
the experiments are conducted, the optimization strategy and
how we will evaluate and compare the final performance. For
all studies we consider two architectures of the neural nets,
where the difference lies in the filter length of the shared part.
Furthermore, we add two fully connected layers separated by
a batch normalization layer on top of the shared part. The
general architecture is illustrated in Figure 1, and for further
details we refer to the full version of this article [10].

3.1. Data

In this study we use two medium sized data sets and three
small data sets. The medium sized data sets are the Chimiome-
trie 2018 (C.2018) and Chimiometrie 2019 (C.2019) confer-
ence challenge data sets [11, 12]. As the Chimiometrie
2019 data set has 3 response variables, the Weigthed Root
Mean Squared Error (WRMSE), defined as WRMSE =
1/3

∑3
i=1RMSEi/ȳi, was used to judge to participants.

The small data sets are the 2002 International Diffuse Re-
flectance Conference (IDRC) challenge data set [13], the
Wheat data set [14] and the SouthWest Research Institute
(SWRI) diesel fuel data set [15]. Common for these data sets
are that they consist of spectra measured in the NIR region of
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IDRC Wheat SWRI C.2018 C.2019

Input size 650 100 401 680 550
Training 140 298 276 2813 4978
Validation 35 75 70 704 1245
Hold out 20 42 39 391 692
Test 460 108 10 429 600

Table 1: Input sizes (number of wavelengths) and number of
samples in each data split.

the electromagnetic spectrum, although at different numbers
of wavelengths. The data sizes are summarized in Table 1.

3.2. Weight sharing

We train on the Chimiometrie 2019 data set and a smaller
data set and share the weights among the convolutional lay-
ers. The nets are updated 50, 000 times with a batch size of
128 samples from each data set and an initial learning rate of
10−3, which is dropped by a factor of 2 when there hasn’t
been an improvement in the validation error for 10 epochs,
until a minimum learning rate of 3 · 10−5 is reached.

The proposed method can also be used for transfer learn-
ing. We do this by pre-training two nets on the Chimiometrie
2018 and 2019 data sets. We then transfer the parameters of
the convolutional layers and subsequently train the network
with the smaller data set. We employ two strategies for up-
dating the parameters. 1. TL WS Stop: We only update the
fully connected layers. 2. TL WS Full: We update the entire
net. We update the nets for 200 epochs using a batch size of
128 and an initial learning rate of 10−3, which is dropped by
a factor of 2 when there hasn’t been any improvement for 50
epochs.

As a baseline, we perform traditional transfer learning,
where we either pad the spectra on both sides or interpolate
using cubic splines, such that the input size matches that of
the pre-trained net. We employ the two training strategies as
described above, naming them 1. TL Stop and 2. TL Full.

3.3. Data splits

For each experiment, we perform 40 repetitions. For each
repetition of the experiments we sub-sample our training data
into three data sets: training data, validation data to be eval-
uated during training and a hold out data set. The number of
samples in each data set is given in Table 1. For the SWRI
data set the test data are not overlapping between repetitions.
We synchronize the sub-sampling such that we achieve paired
experiments, which will be utilized in the analysis of the re-
sults.

We scale up the training and validation data by a factor of
10 using the data augmentation strategy described in [5] and

append it to the original data. However, we do not augment
the hold out data used to select between the architectures.

3.4. Optimization strategy

For all our experiments we use the Adam optimizer [16]. Dur-
ing training we keep track of an exponential moving average
smoothing of our parameters, Θ̃t = γΘ̃t−1+(1−γ)Θt, with a
decay rate of γ = 0.99. These parameters are used to evaluate
the validation samples, and we store parameters minimizing
the sum of the validation error of co-trained neural nets. We
use the exponentially smoothed parameters to achieve a more
stable estimate of the parameters. This setup is similar to the
Student/Teacher setup proposed in [17]. However, we do not
penalize the difference in the prediction between the student
and teacher models. Finally, we choose among the opposing
strategies using the held out data set described in Section 3.3.
For all the trained neural nets we use the Rectified Linear Unit
(ReLU) [18, 19] as activation function.

In many spectroscopic applications, it is common to pre-
process the spectra. However, as shown by [20], CNN’s are
able to automatically learn an appropriate pre-processing of
the spectra. Therefore, we do not perform any pre-processing.

3.5. Cost function

For the IDRC, Wheat and SWRI data sets we use RMSE as
the cost function. For the Chimiometrie 2019 data set we
use the WRMSE added the regularization cost for achieving
sparse and decoupled weights, described in [10], with λ =
0.1, as cost function.

3.6. Multiple comparison of strategies

We are comparing five strategies simultaneously, for this we
use the Friedman Test [21, 22] with the improved statistic by
[23]. This is done on the measures RMSE, SEP, R2 and Bias
on the small data set. As a post hoc analysis we use the Ne-
menyi test [24] to measure if two rankings are significantly
different.

4. RESULTS

This section presents the results from our experiment. Besides
the results presented here, an additional experiment using two
medium sized data set and summary statistics of the experi-
ments are available in the full version of this article [10].

4.1. Weight Sharing

Figure 2 shows kernel density estimates of the distribution
of performance evaluation metrics of the conducted experi-
ments colored by strategy. For the IDRC data set, the pro-
posed Weight Share strategy is clearly better than the others,
while for the SWRI data set it is closely followed by TL WS
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Fig. 2: Kernel density plots of the considered metrics for the three data sets colored by strategy.

Full. For the Wheat data set, both TL Full and TL WS Full are
slightly better than Weight Share, with a larger margin down
to TL Stop and TL WS Stop. Further, we note that in most
cases, it is clear that the transfer learning strategies produce
distributions with long tails of large statistics.

The average rankings of the five strategies in terms of the
performance metrics RMSE, Sep, R2 and (absolute) bias are
shown in Table 2. The test- and p-values are the improved
statistic of a Friedman rank test based on the average rank-
ings. It is clear, that all tests are significant. Performing a post
hoc analysis with the appropriate critical difference yields the
final ranking indicated by the superscripts. It is clear that for
RMSE, SEP andR2 Weight Share is ranked 1 followed by TL
Full and TL WS Full. For bias the first spot is shared among
Weight Share and TL Full.

5. CONCLUSION AND DISCUSSION

We have proposed a novel method for training deep convolu-
tional neural networks that learn from multiple data sets con-
taining different numbers of variables using weight sharing.
We demonstrated this in an experiment with three different
data sets. In the experiment we combined the medium sized
data set and one of the small data sets, and compared the per-
formance to that of transfer learning from a pre-trained net-
work.

The proposed method enables training of deep convolu-
tional neural nets though only having few training samples
available by co-training with a medium sized data set. Fur-
thermore, it also enables transfer learning without resizing
the smaller data set. We showed, that for a small number of

RMSE SEP R2 Bias
Strategy

Weight Share 1.7921 1.8671 1.7921 2.3081

TL Full 2.3502 2.4582 2.3502 2.6581,2

TL WS Full 2.6172 2.5172 2.6172 2.8672

TL Stop 3.9503 3.6753 3.9503 4.0003

TL WS Stop 4.2923 4.4834 4.2923 3.1672

Test value 101.39 96.09 101.39 23.36
p-value 0.000 0.000 0.000 0.000

Table 2:

Average ranking, test statistic and p-value of the 5
strategies evaluated over the three data sets. The
superscripts are the rankings after performing the
post hoc analysis using a critical difference of
0.5569.

training samples, the proposed co-training procedure outper-
formed transfer learning strategies.
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Abstract

Utilizing the full potential of spectroscopic calibrations in changing environments typically

requires large amounts of maintenance and/or model updates as the presence of new sources of

variation makes the calibration insufficient. In this paper we propose to use unlabelled data in

order to automize such maintenance. We extend the Linear Joint Trained Framework by Ryan

and Culp, such that the shifts in mean value and covariance structure are modelled explicitly.

The extension yields a more flexible framework, and thus we are able to regularize the final

calibration in a more desirable manner. The proposed framework is tested on a simulated

dataset where we simulate three different realistic scenarios that either are challenging for

classic multivariate calibrations or challenging when adding unlabelled data. Furthermore,

we test our framework on two real datasets across multiple data splits. We find that our

framework not only achieves the same (and in some instances lower) error levels as that of

the baseline model (NARE) [1], it also yields better calibration models than the Linear Joint

Trained Framework.

Keywords: Covariate Shift, Semi-Supervised Learning, Transfer Learning, Multivariate Cali-

bration, Spectroscopic data
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1 Introduction

Fast spectroscopic methods are increasingly deployed in diverse applications across the life-science

spectrum of industries. From early adapters in pharma and biotech to new adapters in the agro,

food and dairy industry motivated by a desire to harvest the upsides associated with Industry 4.0.

The increasing use of multivariate sensors in industrial applications requires advanced calibrations

that are able to accurately model and describe critical chemical and physical attributes in the

process. These models should ideally be easy to implement and at the same time robust to new

sources of variance. Present state-of-the-art methods are build from three very different initial

states. a) A descriptive model needs building from scratch, b) A pre-calibrated model of some

known or unknown state needs adaption to the new installation and c) A robust global model

needs transfer and validation on a new slave instrument. The first and to some degree the second

state requires a large amount of samples such that all possible sources of variance are represented.

However, this is in the short term often infeasible as it 1) requires a large (and often costly)

experimental setup, and 2) possible sources of variation may not be available in the period where

the samples are being made (e.g. seasonal sources, a change in raw material or changing recipes).

Therefore, many use a limited period of time to extract samples from their production and use these

to build their initial calibration model. Afterwards they rely on techniques from Statistical Process

Control to detect when new sources of variation are present, making their calibration insufficient,

meaning an update is required. This work may take a year to complete and is contradictive to the

promise of spectroscopy as a fast method. The preferred initial states are b) or c), as the extent of

updating is far less than for a). The concept in this article is a proposal for efficient updating of

mature models more than an easy fix when starting from scratch. In the situation where a model is

trained on data from one domain and used in another, these domains are typically named primary

and secondary domain (or master and slave instrument), while in machine learning they are known

as source and target domain. In this article we will adapt the machine learning terminology.

Many techniques for updating a calibration model exist under the framework of calibration

transfer [23], where the typical target is to transfer a calibration model from one instrument to

another. However, the majority of the techniques require either a new set of labelled data acquired

from the new environment or a set of standardization samples measured on both instruments.

Furthermore, accounting for the change in mean value is effective when transferring a model [18–20],

however, this procedure doesn’t take changes in covariance structure into account. As the instru-

ments develop and the computational power increases, much research has been put into utilizing

freely available unlabelled data to both improve the calibration model, but also to counter the

3
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effect of new sources of variation. Thomas [21] proposed the use of unlabelled data to stabilize

the latent subspace in a joint Principal Component Regression (PCR) model of the labelled and

unlabelled data. Gujral et al. [7] further extended this idea into what they called PCAPLS, which

uses a Partial Least Squares (PLS) regression model on the principal components, they concluded

that this procedure yields a better prediction model than PCR. They also studied how a baseline

drift in the spectral measurements would affect the resulting model and found that the regression

vector would adapt to this drift. However they did not make the distinction that this is effectively a

covariate shift, and should be handled specifically. Frumosu and Kulahci [6] studied how PCAPLS

performs compared to regular PLS when gradually decreasing the number of available labelled

samples. They found that much fewer labelled samples were necessary to achieve the same perfor-

mance as regular PLS when the unlabelled data were used to stabilize the latent subspace. The

method by Thomas and PCAPLS belong to the class of semi-supervised learning regression meth-

ods. In semi-supervised learning, one of the underlying assumptions is that the labelled samples

from source and unlabelled samples from target are drawn from the same distribution. However,

as described above, this assumption is often violated as the sampling procedure is not conducted

completely at random. The result is that the marginal distributions of the labelled data and unla-

belled data differ. This situation is mathematically known as a covariate shift [13]. This change is

typically characterized by either a change in mean value, covariance matrix or both. Inspired by

the S3VM framework [15] Culp [4] proposed the Linear Joint Trained Framework, where unlabelled

data are used for manifold regularization. This has the advantage that the shape and location of

the unlabelled data are used to regularize the solution as opposed to Ridge Regression [9] where

regularization is performed uniformly in all directions. Ryan and Culp [17] further extended the

mathematical framework to include unlabelled data under a covariate shift by using the fact that

predictions made by a supervised learner in a covariate shifted domain are extrapolations. Al-

though they provided mathematical proof of performance bounds when compared to a supervised

learning model, the interpretation of their tuning parameters is not intuitive and the model is

therefore difficult to tune. Andries et al. [1] proposed several methods for handling covariate shifts,

however most of them used additional labelled observations from the target domain. They consid-

ered 3 methods that only utilized unlabelled data, but concluded that they did not have enough

unlabelled samples to illustrate the full potential of using unlabelled samples. They named these

methods Null Sample Augmentation (NAR), as they all aimed at finding a suitable transformation

of the unlabelled data, to create a null space where they would search for a regression vector. One

of their transformations, called NARE, was using the mean value of the unlabelled data. We show

that this is a special case of our method. Even though, they did not have enough data to explore

4
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this model properly, they did note that it performs well.

In this article we extend the framework proposed by Ryan and Culp, such that the change

in mean value is incorporated explicitly into the manifold regularization. This results in more

interpretable tuning parameters and, though we increase the number of tuning parameters by 1,

we do not have to increase the number of experiments in order to find the optimal set of tuning

parameters. Furthermore, we provide an extensive analysis of how unlabelled data from the target

domain can be used for updating calibration models for spectroscopic data, which to the best of

our knowledge hasn’t previously been done.

The article is organized as follows: In Section 2.1 we briefly describe the framework by Ryan

and Culp. In Section 2.2.1 we describe the mathematical formulation of our extended framework,

and we further propose to include a Probabilistic Principal Component Analysis (PPCA) model

of the covariance matrix in Section 2.2.2. Our data and experimental setup is described in Section

3 and the results are presented in Section 4. The results are discussed in Section 5, and Section 6

concludes the paper.

All the analyses in this paper have been performed in Python version 3.6 (Python Software

Foundation, https://www.python.org/), and the code is available at the GitHub repository

https://github.com/DTUComputeStatisticsAndDataAnalysis.

1.1 Notation

Let the set of nL labelled data pairs collected from the source domain be
{

x
(L)
i , y

(L)
i

}nL

i=1
and the

set of nU unlabelled observations collected from the target domain be
{

x
(U)
i

}nU

i=1
. The labelled

spectra x
(L)
i are collected in the rows of the nL × p matrix XL, the corresponding labels y

(L)
i are

collected in the rows of the column vector yL and the unlabelled spectra x
(U)
i are collected in the

rows of the nU × p matrix XU . Both labelled and unlabelled spectra (x
(L)
i and x

(U)
i respectively)

are column vectors of size p × 1. In this paper we assume that the column means of XL and yL

have column means 0, and that XU is centred with respect to XL.

2 Method

In this section we will first present the Linear Joint Trained Framework [17], next we will present

our proposed modifications and finally we will present the Null Sample Augmentation framework [1]

which we will use as a baseline model during the study. All three frameworks use unlabelled data

from the target domain in order to correct for a covariate shift between the source and target

domains. Consequently, all three frameworks assumes that it is possible to sample unlabelled data
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from the target domain. This assumption is usually fulfilled as it corresponds to e.g. using a new

instrument on samples without performing a chemical analysis of said samples.

2.1 Linear Joint Trained Framework

Culp [4] proposed a model under the joint training optimization framework (Olivier et al. [15]) called

the Linear Joint Trained Framework. This model works as a manifold regularization utilizing

unlabelled data to improve linear regression models in an semi-supervised manner. While Culp

focused on the Elastic Net [24] the framework is also applicable to other linear regression models.

Ryan and Culp [17] later extended the framework to include problems with covariate shifts. They

gave a geometrical interpretation of the manifold regularization, and proved several performance

bounds when comparing to Ordinary Least Squares (OLS). In the remainder of this section we will

introduce the Linear Joint Trained Framework. Let the Joint Trained Elastic Net be defined in

Equation (1), where γ2 parametrizes a transformation of the unlabelled data manifold, γ1 controls

the amount of regularization performed with respect to the unlabelled data manifold, λ1 and λ2

are the regularization parameters of the Elastic Net.

(
α̂γ,λ, β̂γ,λ

)
= arg min

α,β
‖yL −XLβ‖22 + γ1‖XU (α− β)‖22 + γ1γ2‖α‖22 + λ1‖β‖1 + λ2‖β‖22 (1)

Ryan and Culp [17] proposed to use the parametrization in Equation (2a) of the unlabelled data,

with OUDUOT
U being the eigendecomposition of the outer product XUXT

U .

X
(γ2)
U =

√
γ2(DU + γ2I)−1/2OT

UXU (2a)

X(γ1,γ2) =

 XL

√
γ1X

(γ2)
U

 , y =

yL

0

 (2b)

Furthermore, instead of optimizing (1) directly, they instead defined the reduced problem in

Equation (3b), which they showed is equivalent to solving (1).

β̂γ,λ = arg min
β

‖y −X(γ1,γ2)β‖22 + λ1‖β‖1 + λ2‖β‖22 (3a)

= arg min
β

‖yL −XLβ‖22 + γ1‖X(γ2)
U β‖22 + λ1‖β‖1 + λ2‖β‖22 (3b)

Note that in terms of the optimization problem (3b) an equivalent definition of X
(γ2)
U is OUX

(γ2)
U

6
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as the inner product X
(γ2)T
U OT

UOUX
(γ2)
U = X

(γ2)T
U X

(γ2)
U in unchanged as OU has orthonormal

columns. Furthermore, the expression ‖y −X(γ1,γ2)β‖22 can be solved using any model for linear

regression (e.g. OLS, PLS, Ridge Regression, Lasso, Elastic Net etc.). Therefore, in the rest of

the paper we will only be concerned with the least squares objective (4) without any additional

regularization of β.

β̂γ = arg min
β

‖y −X(γ1,γ2)β‖22 (4)

As a final note, in problems where a standardization of the variables is necessary, this is also

possible under the Linear Joint Trained Framework. The procedure for this is not covered here,

but the reader is referred to the original paper [17].

2.1.1 Interpretation of the Linear Joint Trained Framework

Ryan and Culp [17] showed that β̂γ is related to the regression coefficient from Ordinary Least

Squares (OLS) as illustrated in Equation (5).

β̂γ =
(
XT
LXL + γ1X

(γ2)
T

U X
(γ2)
U

)−1
XT
LyL

=
(
XT
LXL + γ1X

(γ2)
T

U X
(γ2)
U

)−1
XT
LXL

(
XT
LXL

)−1
XT
LyL

=
(
XT
LXL + γ1X

(γ2)
T

U X
(γ2)
U

)−1
XT
LXLβ̂

(OLS)

=
(
I + γ1M

(γ2)
)−1

β̂(OLS), M(γ2) := (XT
LXL)−1X

(γ2)
T

U X
(γ2)
U

(5)

Letting M(γ2) be as defined in Equation (5), then
{(

w
(γ2)
i , τ

(γ2)
i

)}p
i=1

is an eigen basis of

M(γ2) such that ‖XLw
(γ2)
i ‖22 = 1 and X(γ2) = X(1,γ2). The direction given by X(γ2)

T

X(γ2)w
(γ2)
i

is then the ith extrapolation direction. The Linear Joint Trained Framework effectively performs

shrinkage in these directions proportional to ‖X(γ2)
T

U X
(γ2)
U wi‖2 for the ith direction.

In Figure 1, an example of a covariate shift is given together with its parametrization as a

function of γ2. The labelled data (black) and the unlabelled data (gray) are distributed as shown

in Equation (6).

XL ∼ N


0

0

 ,
1 0

0 1


 , XU ∼ N


4

8

 ,
1 0

0 22


 (6)

The blue arrows are the extrapolation directions described above and the red ellipsoids indicate

the 95% confidence ellipsoid of X
(γ2)
U . First we note that limγ2→∞X

(γ2)
U = OT

UXU . Hence increas-

ing γ2, when it is already large, will not change the parametrization much. Secondly it is seen
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that when γ2 is decreased from a large value, the largest effect is on the direction of the smallest

extrapolation direction where less shrinkage is performed. However, the change in extrapolation

directions is non-trivial functions of γ2, as the shift in mean value and covariance is affected simul-

taneously. This might be undesirable if one is interested in shrinking with respect to one but not

the other.

−5 0 5 10
x1

0

5

10

x 2

γ2=1000.000

−5 0 5 10
x1

γ2=10.000

−5 0 5 10
x1

γ2=0.100

−5 0 5 10
x1

γ2=0.001

Figure 1: Parametrization of Linear Joint Trained Framework by γ2. The black and gray points
are respectively labelled and unlabelled data. The red ellipsoids are the 95% confidence ellipsoids
of X(γ2) and the blue arrows are the extrapolation directions.

2.2 Extending the Linear Joint Trained Framework

In the following our changes to the Linear Joint Trained Framework are described. In Section 2.2.1

the overall idea is presented and in Section 2.2.2 the idea is simplified.

2.2.1 Separation into changes in mean value and covariance change

As pointed out by Ryan and Culp, one major shortcoming of the Linear Joint Trained Framework

is that if a mean shift has occurred in the direction of the true signal of interest, then the Joint

Trained Framework should (at least theoretically) default to the supervised solution, i.e. setting

γ2 = 0. However, if a change in covariance structure, e.g. the presence of a new overlapping

signal, is present at the same time, this will not be utilized. With this motivation we propose

that instead of using the parametrization (2a) we split the covariate shift into a mean shift and

change of covariance matrix. Let µU be the vector of column means of XU and UUSUVT
U be a

singular value decomposition of the matrix XU −1µTU . Now consider the parametrization given in

Equation (7a) and the design matrix X(γ1,γ2,γ3) in Equation (7c). With µ =

√
γ3nU

nL + nU
µU holding

the column means of X(γ1,γ2,γ3).

8
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X
(γ1,γ2,γ3)
U =

√
γ1γ2UU (S2

U + γ2I)−1/2UT
U

(
XU − 1nU

µTU
)

+
√
γ31nU

µTU (7a)

=
√
γ1γ2UU (S2

U + γ2I)−1/2SUVT
U +
√
γ31nU

µTU (7b)

X(γ1,γ2,γ3) =

 XL

X
(γ1,γ2,γ3)
U

 (7c)

y =

 yL

0nU

 (7d)

βγ = arg min
β

‖y −
(
X(γ1,γ2,γ3) − 1µT

)
β‖22 (7e)

Next, by writing out the optimization problem (7e) it is seen that it is equivalent to the

optimization problem (8) where the problem formulation is decomposed into its three components:

1) The Labelled data 2) The scatter matrix of the unlabelled data and 3) The shift in mean between

the labelled and unlabelled data.

min
β
‖yL −XLβ‖22 + γ1γ2‖(S2

U + γ2I)−1/2SUVT
Uβ‖22 + γ3

nLnU
nU + nL

‖µTUβ‖22 (8)

Similar to the Linear Joint Trained Framework, the Extended Linear Joint Trained Framework

should default to a certain parametrization when a mean shift has occurred in the direction to the

true signal. However, instead of defaulting to the supervised solution, the Extended Linear Joint

Trained Framework should instead set γ3 = 0, and thus still be able to learn from the covariance

structure of the unlabelled data.

2.2.2 Using Probabilistic PCA as covariance model

In hyper-dimensional settings it is often infeasible to store and/or compute the full singular value

decomposition of XU − 1µTU . Instead one can use the Randomized SVD by Halko et al. [8] to

compute the first k singular components. In the following we will describe how to utilize the

Extended Linear Joint Trained Framework in a hyper-dimensional setting.

Writing out and simplifying Equation (8) we get that the objective function for the Extended

Linear Joint Trained Framework is, as given in Equation (9), composed of two parts, one depending

on the labelled data and the latter depending on the parametrization of the unlabelled data with

Γ(γ2) = γ2VUSU
(
S2
U + γ2I

)−1
SUVT

U .

9
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L(β; γ1, γ2, γ3) = yTLyL − 2yTXLβ + βTXT
LXLβ + βT

(
γ1Γ

(γ2) + γ3
nLnU
nL + nU

µUµ
T
U

)
β (9)

In many cases only a few k < p latent directions will be enough to capture the significant variation

in the scatter matrix Γ = XT
UXU . Therefore we use a Probabilistic PCA (PPCA) [22] to model

this. The scatter matrix is approximated as given in Equation (10) with LUΛULTU being an

eigendecomposition of Γ, k the number of eigenvectors used in the approximation and λi the i’th

diagonal element of ΛU .

Γ ≈ Γ
(k)
U = WU

(k)WU
(k)T + σ2

UIp = L
(k)
U (Λ

(k)
U − σ

2
UIk)L

(k)T

U + σ2
UIp, σ2

U =
1

p− k

p∑
i=k+1

λi (10)

Equivalently, Γ(γ2) is approximated by Γ(k,γ2) as given in Equation (11).

Γ(γ2) ≈ Γ(k,γ2) = γ2

(
L
(k)
U

(
Λ

(k)
U − σ

2
UIk

)(
Λ

(k)
U − σ

2
UIk + γ2Ik

)−1
L
(k)T

U +
σ2
U

σ2
U + γ2

Ip

)
(11)

By substituting Γ(k,γ2) for Γ(γ2) in (9), one obtains the easier computable formula (12) as an

approximation to (9).

L(β; k, γ1, γ2, γ3) = yTLyL− 2yTXLβ +βTXT
LXLβ +βT

(
γ1Γ

(k,γ2) + γ3
nLnU
nL + nU

µUµ
T
U

)
β (12)

2.2.3 Interpretation of the Extended Linear Joint Training Framework

Using the extrapolation directions described in Section 2.1.1 and reusing the example, we can in this

context interpret what happens when we change γ2 and γ3. In Figure 2 the 95% confidence ellipsoid

for the covariance matrix of the transformed data together with the extrapolation directions. It

is seen that the change of the extrapolation directions are much more intuitive when either γ2 or

γ3 is changed, as they only effect either the shift in mean value or the covariance matrix of the

unlabelled data.
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Figure 2: Parametrization of Extended Linear Joint Trained Framework by γ2 and γ3. The black
and gray points are repectively labelled and unlabelled data, the blue arrows are the extrapolation
directions and the red ellipsoids are the 95% confidence ellipsoids of X(γ2,γ3). In the first row we
have fixed γ3 = 1 and the second row we have fixed γ2 = 103.

2.3 The Extended Linear Joint Training Framework in practice

In cases where the mean shift is close to parallel to the true response direction, β, the assumption

that E(yL) = E(yU ) is not satisfied. In such cases, the optimal value of γ2 or γ3 in the Linear Joint

Trained Framework or Extended Linear Joint Trained Framework, respectively, is 0 as previously

described. However, by doing so, the part of the mean shift orthogonal to β is not utilized to

improve the calibration. A strategy to handle this, would be to remove the effect in XU in the

direction of β prior to modelling using the Linear Joint Trained Framework or Extended Linear

Joint Trained Framework. As β is generally unknown, we instead propose to use the direction p

defined in Equation (13a). The mean effect in XU due to p is given by the projection ppTµU ,

the corrected mean value is therefore given by the projection onto the orthogonal complement of

p given in Equation (13b).

p =
XT
LyL

‖XT
LyL‖2

(13a)

µ⊥U =
(
I− ppT

)
µU (13b)

As the vector p should be considered a realization of a stochastic variable, this projection

should only be performed if the shift in the direction of p is of a certain size. We will measure the

size of this shift using the angle between p and µ given in Equation (14).
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θ = cos−1
(

pTµU
‖p‖2‖µU‖2

)
(14)

However, if ‖µU‖ is small, the estimate (14) is sensitive to noise, thus there is a risk that the

projection is performed due to chance. In order to avoid this, we only perform the projection

if the mean shift is statistically significant. The covariance matrix of XU might be singular due

to at least two reasons: 1) We might have nU < p or 2) The observations effectively lie on a

low dimensional manifold. Thus, we instead assume that the wavelengths are independent and

perform the sequential test in Equation (15b). Here we assume that the deviation of µU from 0

is normal distributed at all wavelengths. The individual test statistics Ti in Eq. (15a) are there-

fore t-distributed with nU − 1 degrees of freedom, as ŝi is the sample standard deviation of the

i’th wavelength. In order to avoid false positives we correct the significance level using Bonferroni

corrections [3]. This constitutes a conservative test, thus ensuring that the Type I error is kept

low. An alternative approach for determining whether a shift in the mean value is significant is the

Mean shift spectral clustering by Ozertem et al. [16]. However, this has the downside of choosing

an appropriate kernel.

Ti =
µUi

ŝi/
√
nU
∼ tnU−1, i = 1, . . . , p (15a)

Tmax = max
i=1,...,p

|Ti| (15b)

2.4 Null Sample Augmentation

Andries et al. [1] proposed to incorporate spectral information from unlabelled samples using the

formulation in Equation (16a), where τ is a tuning parameter and R is a suitable transformation

of the unlabelled spectra. By defining R to be the difference between the mean values of the

labelled and unlabelled data, µU , (recall that the column means of XL are 0), they arrive at the

model (16b) which they denote NARE. We note that setting γ1 = 0 and γ3 = τ2(nU +nL)/(nUnL)

in Equation (8) we arrive at the same formulation as NARE, i.e. NARE is a special case of the

Extended Linear Joint Trained Framework.

arg min
β

‖XLβ − yL‖22 + τ2‖Rβ‖22 (16a)

arg min
β

‖XLβ − yL‖22 + τ2‖µTUβ‖22 (16b)
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3 Experiments

In the following, we first describe the three datasets used in this paper, and afterwards we describe

our experimental setup including our performance metrics, selection of tuning parameters and

subsampling strategy. Note that from here on we will use the following abbreviations, The Linear

Joint Trained Framework by Ryan and Culp: JT, our Extended Linear Joint Trained Framework:

ExtJT and when a PPCA model is used as covariance model: PpcaJT. Furthermore, whenever a

projection is performed, this is marked by adding a P to the abbreviation, e.g. P-ExtJT.

3.1 Data

3.1.1 Simulated Data

A simulation study is performed to illustrate the advantages of ExtJT and PpcaJT compared to

JT. We simulate a 3 component mixture as given in Equation (17) with z1, z2 and z3 being the

mixture components and S1(f), S2(f) and S3(f) are the observed signals. The formulation of the

model is inspired from Gujral et al. [7]. The frequencies are in the interval 0 < f ≤ 100 with a total

of p = 100 frequencies, the resonance frequencies are f1 = 40, f2 = 50 and f3 = 60 respectively

and the relative damping is ξ = 0.05. In all simulations z1 is uniformly distributed as z1 ∼ U(3, 6),

while the distributions of z2 and z3 depend on the type of covariate shift - see Table 1. The

variance of the measurement noise, v(f), follows a normal N (0, σ2
f ) distribution with σf = 0.1.

Noise is added to the response, z2, as y = z2 + ε where ε follows a normal N (0, σ2
ε ) distribution

with σ2
ε = 0.1. The input data are given by the following expression:

x(f) = z1
f1f√

(f21 − f2)2 + (2ξf1f)2︸ ︷︷ ︸
S1(f)

+z2
f2f√

(f22 − f2)2 + (2ξf2f)2︸ ︷︷ ︸
S2(f)

+ z3
f3f√

(f23 − f2)2 + (2ξf3f)2︸ ︷︷ ︸
S3(f)

+v(f)

(17)

To test the performance of our modification compared to both NARE and JT, we perform four

different experiments with 4 different types of covariate shifts simulated from (17). The experi-

ments either challenge the different methods or show their potential by changing the distribution

of the spectra or changing both the distribution of the (unknown) labels and the distribution of the

spectra. The experiments are as follows: 1) A new Overlapping signal; this should be a challenge

for standard techniques, such as PLS, as it hasn’t seen this signal before and is therefore not able

to compensate for it. 2) A mean shift in z2, as illustrated in Figure 3, which is also a change
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in the distribution of the (unknown) labels as we keep the relation y = z2 + ε; this should be a

challenge for both NARE, JT, ExtJT and PpcaJT as JT should default to the supervised model

while ExtJT and PpcaJT should set γ3 = 0. 3) A mean shift in z3; although S3 is not orthogonal to

S2, this enables both NARE, JT, ExtJT and PpcaJT to learn more robust regression vectors. 4) A

difference in distribution between the response of interest for unlabelled data and the response of

interest for the target domain while a new overlapping signal is present. This experiment challenges

our assumption that we are able to sample from the target domain, by introducing a difference

of distribution between the unlabelled and target data. The different parametrizations of the four

covariate shifts are given in Table 1.

Table 1: Sampling distributions in simulation study.

Experiment Source Target δ

Experiment 1
z2 ∼ U (3, 6) z2 ∼ U (3, 6)

[0, 1]
z3 = 3 z3 ∼ U (3, 3 + 3δ)

Experiment 2
z2 ∼ U (3, 6) z2 ∼ U (3 + 5δ, 6 + 5δ)

[0, 1]
z3 ∼ U (3, 6) z3 ∼ U (3, 6)

Experiment 3
z3 ∼ U(3, 6) z3 ∼ U(3 + 5δ, 6 + 5δ)

[0, 1]
z2 ∼ U (3, 6) z2 ∼ U (3, 6)

Experiment 4

z2 ∼ U (3, 6) zTest2 ∼ U (3, 6)

[0, 1]
zU2 ∼ U (3 + 5δ, 6 + 5δ)

z3 = 3 zTest3 ∼ U (3, 4.5)

zU3 ∼ U (3, 4.5)
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Figure 3: Illustration of how the distribution of z2 and correspondingly y changes from source to
target for Experiment 2. It is clear that for δ > 0.6 the distributions are no longer overlapping.

3.1.2 IDRC Shootout

This dataset was made available as the Shootout competition at the International Diffuse Re-

flectance Conference (IDRC) in 2002 on its homepage1. However, as this no longer is running

we collected the data at Eigenvectors homepage2. The dataset consists of 655 Pharmaceutical

tablets each recorded at two similar instruments (Foss/NIRSystems Multitab Spectrometers). The

response of interest is the weight in percentage of the active ingredient. For more details on the

data see Hopkins [10], Marbach [12], Norris and Ritchie [14]. A very distinct difference between the

instruments is observed in the regions 600-700nm and 1700-1800nm. This means that one cannot

directly transfer a model trained on instrument 1 to instrument 2.

3.1.3 MILK IR

This dataset consists of a total number of 890 milk samples from two different cow breeds (435

samples from Jersey and 455 from Holstein) measured using a MilkoScan FT2 (Foss Analytical

A/S, Hillerød, Denmark). The dataset is fully described in Eskildsen et al. [5]. Several constituents

were measured analytically (fat, protein, lactose and several individual fatty acids). However, in

this paper we will only present calibrations on fat. A clear level shift in the mean spectrum is

present between the samples from Jersey and Holstein samples for most of the wavelengths. A

large part of this shift is due to different compositions of the main constituents as seen in Table 2.

1http://www.idrc-chambersburg.org/shootout_2002.htm
2http://www.eigenvector.com/data/tablets/
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Table 2: Mean(standard deviation) in g/100ml milk of the main constituents in the MILK IR
samples.

Jersey Holstein

Fat 5.99(0.86) 4.02(0.82)

Protein 4.30(0.32) 3.44(0.26)

Lactose 4.62(0.15) 4.78(0.15)

3.2 Experimental setup

When fitting our models we are not scaling our data XL and XU .Furthermore, for the IDRC

Shootout and MILK IR data, if the mean shift is significant due to our test described in Section 2.3

and the angle between p = XT
LyL and µU is less than 45◦ or larger than 135◦, i.e. | cos(θ)| >

√
0.5,

we perform a projection of the mean value of the unlabelled data µU prior to the model fitting.

3.2.1 Performance metrics

When running our experiments we use the NARE formulation (16b) solved using PLS as a baseline

model. We then use PLS to solve for the regression vector in JT (4), ExtJT (7e) and PpcaJT (12).

When evaluating our experiments we use the RMSE, bias and ∆RMSE given in Equation (18).

Note that, as we evaluate ∆RMSE compared to NARE, the subscript j is either JT, ExtJT or

PpcaJT.

Bias =
1

nTest

nTest∑
i=1

(y
(test)
i − ŷ(test)i )

RMSE =

√√√√ 1

nTest

nTest∑
i=1

(y
(test)
i − ŷ(test)i )2

∆RMSE = RMSENARE −RMSEj

(18)

3.2.2 Tuning parameters

When tuning our frameworks we have to select several tuning parameters. We search for an optimal

manifold regularization, parametrized by γ, using a randomized strategy as this was previously

proven to outperform a grid-search [2]. We randomly sample γ1 from [10−3, 100], γ2 from [10−3, 103]

and γ3 from [10−10, 100], all are sampled uniformly on a log scale. γ3 is further transformed by

γ3 = (γ3(nU + nL)/nU )
2
, such that we span the line between 0 and µU . Note that we try to cover

a larger volume of tuning parameters for ExtJT and PpcaJT than for JT using the same number of

random settings of tuning parameters. As we will show in the results in Section 4 this is generally

16

C Paper C 141



not an issue. For each combination of γ1, γ2 and γ3 we try from 0 to 20 PLS components and

based on the criteria described in Section 3.2.3 we report the best performing model. To select the

number of significant components in PpcaJT we use Horns method [11].

3.2.3 Data splits

We randomly draw nL and nV al samples from our source domain, nTest samples from both our

source and target domains and the remaining available samples from the target domain are used

as unlabelled samples. We note that the sampling is performed without replacement such that

a sample is only present as either a labelled (source), unlabelled (target), validation (source) or

test (source and target) sample. We gradually increase the number of unlabelled samples, nU , to

investigate how this influences the models. Each experiment is repeated 1000 times with different

initializations. The sampling numbers are summarized in Table 3 together with the respective

source and target domain.

Table 3: Summary of experimental setup.

nL nU nV al nTest Source Target

Simulated data 40 [50, 500] 20 100 - -

IDRC Shootout 65 [47, 470] 20 100 Instrument 1 Instrument 2

MILK IR 65 [35, 355] 20 100 Jersey Holstein

We present results for two different strategies for model selection. 1) The model is selected

using a validation dataset drawn from the same distribution as the labelled data. These models

are denoted ”Validated”. 2) The model is selected based on the performance on the covariate

shifted test set. These models are denoted ”Oracle” and have the purpose of showing the full

potential of using unlabelled data under covariate shift.

4 Results

In the following we first present the results on the simulated data, next the results on the IDRC

Shootout dataset are presented and afterwards the results on the MILK IK dataset are presented.

For the simulated data we also present the results when using a standard PLS model trained on

the source training data and predicting the covariate shifted target data. For the simulated data,

we show selected results in this section, while all results are reported in Figures 11-14 in Appendix

A.
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4.1 Simulated Data

In the first row of Figure 4 the cosine of the angle between p and µU is shown and in the second

row the test statistic (15b) is shown. In all sub figures dark colors correspond to low values of

δ (covariate shift) while light colors correspond to high values of δ and red dashed lines are the

thresholds. It is seen that while all covariate shifts a some point trigger our test for a shift in mean

value (when enough unlabelled samples are included and/or δ is large enough) only a shift in the

direction of z2 (Experiment 2 and 4) produces a significant angle.
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Figure 4: Test statistics for the simulated data. The gray lines are the test statistics with dark
colors corresponding to a small δ and light colors to a large δ. The dashed red lines are the
thresholds.

In Figure 5 the RMSE and bias for PLS is shown for the 3 different types of covariate shift. We

see that especially adding a new overlapping signal in Experiment 1 deteriorates the performance

of PLS. Furthermore, it is clear that the oracle models are not able to recover fully to an RMSE

of 0.1 for either of the covariate shifts. We see that especially adding a new overlapping signal in

Experiment 1 introduces an increasing bias. Interestingly, this bias decreases for the oracle models

when δ gets big. The reason for this is that when δ gets large enough the optimal number of PLS

components is 0, i.e. making constant predictions. Next we see that the other covariate shifts do

not influence the median bias, though the confidence intervals become wider when δ increases.
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Figure 5: Median performance metrics on simulated data for PLS for Experiment 1, 2 and 3. The
dashed lines correspond to the 2.5% and 97.5% quantiles.

Investigating the performance metrics for Experiments 1, 2 and 3, it is seen that the validated

models for the four frameworks perform similarly. However, in Experiment 1 and 3 it is seen that

the oracle JT models are not able to achieve the same median RMSE as NARE or ExtJT. Further,

Figures 6 and 7 illustrate that performing an unnecessary projection in Experiment 1 or failing to

do so in Experiment 2 both results in biased predictions.
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Figure 6: Bias for NARE, JT, ExtJT and PpcaJT in Experiment 1. The dashed lines correspond
to the 2.5% and 97.5% quantiles.
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Figure 7: Bias for NARE, JT, ExtJT and PpcaJT in Experiment 2. The dashed lines correspond
to the 2.5% and 97.5% quantiles.

Figure 8 illustrates that, besides the RMSE for ExtJT and PpcaJT, the validated models from

Experiment 4 generally perform similarly. While for the oracle models, especially NARE is sensi-

tive to this difference between the distributions of the unlabelled and target data when failing to

project the unlabelled data before modelling. Thus, both JT, ExtJT and PpcaJT have significantly

better RMSE than NARE. When our proposed projection of the unlabelled is performed prior to

modelling, it is seen from ∆RMSE that P-JT, P-ExtJT and P-PpcaJT are performing better than

NARE, though not significant.
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Figure 8: RMSE and ∆RMSE for NARE, JT, ExtJT and PpcaJT in Experiment 4. The dashed
lines correspond to the 2.5% and 97.5% quantiles.

4.2 IDRC shootout

Performing our test described in Section 2.3 showed that for all repetitions and all increments

of unlabelled data, the test for shift in mean value was significant. However, only in 16 cases,

all with 47-141 unlabelled samples, the angle between p and µU was significant and a projection

was performed. In all other case we did not perform a projection of the unlabelled data prior to

calibration.

In Figure 9 our performance metrics are shown for each method on both instruments. It is seen

that the validated models have similar performance, both in terms of median RMSE and the upper

and lower quantiles. Further we see the same trend for the oracle models, though the RMSE on

instrument 2 i similar to that on instrument 1. From the ∆RMSE we see that when comparing the

validated JT, ExtJT and PpcaJT to NARE, the individual models perform similar with a symmetric
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distribution around 0. However, for the oracle models, we see that when comparing the individual

ExtJT and PpcaJT models to the individual NARE models, the distributions are positively skewed.

Investigating the bias we see that for the validated models, JT is slightly biased when applied to

Instrument 2, while NARE, ExtJT and PpcaJT are unbiased. All the oracle models are unbiased.
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Figure 9: Performance metrics of NARE, JT, ExtJT and PpcaJT on IDRC Shootout data. The
dashed lines are the corresponding 2.5% and 97.5% quantiles.

4.3 MILK IR

When running the experiment, we found that in all cases both a significant shift in mean value

had occurred and the angle between p and µU was significant, i.e. we performed a projection of

the unlabelled data prior to calibration in all cases.

In Figure 10 our performance metrics are shown for both Jersey (source) and Holstein (target)

samples. It is seen that the validated models have lower median RMSE when applied to Jersey

samples compared to NARE, while the opposite is the case for oracle models. However, neither the
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validated or oracle models are significant better or worse when comparing the individually fitted

models in terms of ∆RMSE for Jersey samples. When investigating the performance regarding

Holstein samples, we see the same picture for the validated models as we did for the Jersey samples.

Finally we see that both oracle JT, ExtJT and PpcaJT decreases the RMSE compared to NARE on

Holstein samples. Comparing individual models in terms of ∆RMSE we see that both JT, ExtJT

and PpcaJT perform significantly better than NARE. Much of this performance gain seem to be

due to a lower bias for the three frameworks compared to NARE.
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Figure 10: Performance metrics of NARE, JT, ExtJT and PpcaJT on MILK IR data. The dashed
lines are the corresponding 2.5% and 97.5% quantiles.

We have also made a similar experiment where we calibrated on protein, which should be more

challenging as the net analytic signal is smaller compared to that of fat and lactose. We saw that

when including unlabelled samples into ExtJT, the oracle models had similar RMSE for Jersey

samples as NARE, while the RMSE on Holstein samples was significantly lower. We also observed

that JT was able to achieve a similar performance level when few unlabelled samples were used.
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However, when more unlabelled samples were added, the RMSE increased.

5 Discussion

For most of the studied datasets a large gap between the RMSE of the validated models and the

oracle models was observed. This is not surprising as the model selection was based on samples

that weren’t influenced by the covariate shift. When including the extra information from the

covariance matrix, shrinkage is also performed in the direction of the signal of interest. This may

not be advantageous on the source data as it might hurt the predictions too much, and a fully

supervised, or less regularized, model might be preferred. Selecting the optimal values of γ1 and

γ2 in JT and γ1, γ2 and γ3 in ExtJT therefore requires an intelligent strategy. We have seen that

in a number of cases, using the same number of random settings of tuning parameters, we are able

to achieve a better performance with ExtJT than with JT. This is especially the case when the

covariate shift is a mean shift that overlaps with the signal of interest. While, when a level shift

has occurred, parallel to the signal of interest, both frameworks work equally well.

5.1 Simulation study

The studied covariate shifts represented some of the challenges when deploying a calibration model

in a production environment. We saw that both ExtJT and PpcaJT were able to handle the presence

of a new constituent or an increased amount of a known constituent better than JT and comparable

to NARE.

The proposed pre-processing of the unlabelled data by a projection in the direction of p =

XT
LyL, enabled the models to learn better prediction directions. The reason for this is that the

addition of unlabelled data now works in a stabilizing manner, as also shown by [6,7,21]. However,

when the shift was in another direction, this projection hurt the performance of the calibration

model. This is due to the vector p being influenced by noise. Hence, the observed change in the

direction is due to random effects rather than an underlying structure, and an incorrect mean

correction is therefore performed.

By handling the shift in mean value explicitly, we were able to determine better settings of

the tuning parameters with the same number of random settings of tuning parameters. The main

reason for this is that the dynamics between the regularization and the tuning parameters is simpler

with ExtJT than JT, thus making it less sensitive to changes in tuning parameters. This separation

also enabled ExtJT to handle situations where a more complex covariate shift occurs as seen in

Experiment 4. As opposed to Experiment 1, where an effective solution is to solely correct for the
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change in mean value, the solution in Experiment 4 is to ignore the change in mean value and

correct for the change in covariance matrix.

5.2 IDRC Shootout

The studied frameworks is able to transfer a model from one instrument to another without the use

of standardization or extra labelled samples. The proposed framework ExtJT performed better than

the baseline, with an increasing margin as the number of unlabelled samples increased. Further, the

difference in performance on the two instruments decreased when adding more unlabelled samples

to ExtJT, while this was not observed for any of the other frameworks. The reason for this is that

ExtJT models the shift in mean value and covariance structure separately, while none of the others

do so. For instance, if JT should perform shrinkage in the direction of the change in mean value,

this would mean that shrinkage would be performed in all directions spanned by the data, and

therefore also in the direction of the signal of interest, thus producing predictions with a too small

variance.

5.3 MILK IR

We saw that with JT, ExtJR and PpcaJT we were able to calibrate a model with slightly smaller

RMSE than NARE on both Jersey (source) and Holstein (target) samples by performing model

selection based on Jersey samples, though the observed difference was not significant in either

case. However, for the oracle models we saw that both with JT, ExtJT and PpcaJT we were able to

calibrate models with a significantly lower RMSE on Holstein samples than that of NARE. This

means that only accounting for the change in mean value is not enough in order to improve the

model.

We observed that when we calibrated for protein the RMSE for JT increased when more unla-

belled data were made available. This can be explained be considering the size of the eigenvalues

of the outer product matrix XUXT
U . When a large shift in mean value has occurred and only a

few observations are available, the dominant eigenvalue will be related to the mean shift and the

other eigenvalues will be close to zero. As more samples are made available, these eigenvalues will

increase. However, as the signal from protein is small compared to the other constituents, the

eigenvalue(s) related to protein will still be small. This mean that shrinkage is performed in other

directions than the response related to protein and a better calibration is achieved. When a lot of

unlabelled samples are available, the eigenvalue(s) related to the variance induced by protein has

increased, and shrinkage is performed in that direction as well, thereby increasing the RMSE.
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6 Conclusion

In this paper we have investigated frameworks for transfer of multivariate calibration models be-

tween a source and a target domain where a covariate shift has occurred between the two domains.

Our focus was doing this in a semi-supervised manner, i.e. without labelled information from the

target domain and without using standardization samples. We extended the Linear Joint Trained

Framework (JT) into the Extended Linear Joint Trained Framework (ExtJT), such that a more

intuitive parametrization of the covariate shift is achieved. In a number of situations we saw

that ExtJT performs better than both JT and the baseline (NARE) and rarely worse and at the

same time being more robust to a covariate shift between the unlablled and the test data (violat-

ing our assumption of no change within the target domain). We further proposed an approximate

framework called PpcaJT where a Probabilistic Principal Component Analysis model of the scatter

matrix is used, thus enabling our framework to be applied in a hyper-dimensional setting without

loosing much performance. Though we added a new tuning parameter, we showed that this did

not harm the complexity of choosing the correct setting, as we were able to achieve the same or

better performance with the same number of random settings of tuning parameters. As pointed

out in earlier works [17], utilizing unlabelled data in covariate shifted domains is challenging if a

mean shift has occurred in the direction of interest. Therefore, we proposed a test accompanied

by a pre-processing technique in terms of a projection of the unlabelled data. We showed that the

test was able to detect such challenging covariate shifts, while not signalling when it wasn’t nec-

essary. Furthermore, our proposed pre-processing enables both JT, ExtJT and PpcaJT to improve

their performance when such a mean shift has occurred. We also saw that naively performing this

projection, would hurt the performance of all the frameworks.

Using simulated data we showed that the frameworks are able to handle, and learn from,

challenges related to deploying a multivariate calibration model in a production environment, like

the addition of a new constituent and mean shift in other constituents. The frameworks were

applied to two real world datasets. In the first dataset, we were able to transfer a calibration

model from one instrument to another without loosing performance in terms of RMSE and bias.

In the second dataset, we transferred a calibration model on fat in milk samples from one cow

breed to another. The transferred calibration model was able to predict the amount of fat in the

samples from the second breed with a lower RMSE than in the first breed.
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A Additional results
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Figure 11: Performance metrics for NARE, JT, ExtJT and PpcaJT in Experiment 1. The dashed
lines correspond to the 2.5% and 97.5% quantiles.
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Figure 12: Performance metrics for NARE, JT, ExtJT and PpcaJT in Experiment 2. The dashed
lines correspond to the 2.5% and 97.5% quantiles.
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Figure 13: Performance metrics for NARE, JT, ExtJT and PpcaJT in Experiment 3. The dashed
lines correspond to the 2.5% and 97.5% quantiles.
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Figure 14: Performance metrics for NARE, JT, ExtJT and PpcaJT in Experiment 4. The dashed
lines correspond to the 2.5% and 97.5% quantiles.
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ABSTRACT

Standard Control Chart techniques to detect level shift in data streams assume independence between
observations. As data today is collected with high frequency, this assumption is seldom valid. To
overcome this, we propose to adapt the off-line test procedure for detection of outliers based on
one-step prediction errors proposed by Tsay (1988) into an on-line framework by considering a
moving window. Further, we present two algorithms, that in combination, estimate an appropriate
test value for our control chart. We test our method on AR(1) processes exposed to level shifts of
different sizes and compare it to CUSUM applied to one-step prediction errors. We find that, even
though both methods perform comparable when tuned correctly, our method has higher probability
of identifying the correct change point of the process. Furthermore, for more complicated processes
our method is easier to tune, as the range of window size to be tested is independent of the process.

Keywords Statistical Process Control · Mean Shift detection · ARMA process · Control Chart · Change Point
Detection · Time Series

1 Introduction

Process surveillance is essential in monitoring the performance of a process over time and discovering special causes
that generate more than an expected amount of variation. Process control charts are the main tools in this pursuit of
determining whether a process is in-control. The classical univariate control charts, also known as Shewhart control
charts, are for example based on the assumption of a constant process only exhibiting random variation due to time
independent noise, which renders the observations also independent in time. Any deviation from this assumption in
the form of a permanent change in the mean (level shift), a spike or a decay (e.g., deterioration due to wear and tear)
is expected to be caught by the control chart. Time independence of the observations has long been questioned as data
collected in time is expected to exhibit serial dependence, which occurs due to interplay between process dynamics
and sampling frequency (Bisgaard and Kulahci, 2009). The former reveals the speed with which a process absorbs
a disturbance. If sampling is performed faster than the impact of the disturbance on the system is eliminated, the
successive observations become correlated as they are affected by the same disturbance that was yet to be eliminated.
With the prevalence of automated data gathering systems and advances in sensor technologies, sampling frequency
can be made almost arbitrarily high inevitably yielding serially dependent (autocorrelated) observations.

There are usually two approaches proposed to alleviate the impact of autocorrelation in the performance of a control
chart: (1) model the dynamics out and have a control chart for the leftover, i.e., the residuals, and (2) obtain more accu-
rate estimates of the parameters by taking into account the autocorrelation in the estimation. For the former, the class
of autoregressive moving average (ARMA) models is usually employed (Box et al., 2008; Montgomery et al., 2015).
The control chart is then constructed for the residuals as they are expected to be uncorrelated if an appropriate model is
used and estimated (Alwan, 1992; Alwan and Roberts, 1988; Montgomery and Friedman, 1989). The first concern in
this approach is that the interpretability of the control chart will be negatively affected, as residuals of a model will not
convey the same meaning as the original data when plotted on a control chart. But more importantly, it is shown that
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when residuals of a time series model, such as AR(1) with positive autocorrelation are used for constructing the control
chart, the probability of catching a shift in the level is high on the first observation after the shift happens but goes
down right after that as the calculations to obtain the residuals adopt to the change in the level (Longnecker and Ryan,
1990; Zhang, 1997). The second approach also requires fitting a time series model to account for the autocorrelation
in the data. Once this is done, then more accurate estimates of the parameters are used to construct the control chart
upon which the original data is plotted and monitored. Even if the model fitting were performed successfully, the next
concern is that the performance measures of the control chart will be affected when the autocorrelated data is used.
The average run length (ARL) is the most commonly used performance measure and refers to the expected number of
observations before an out-of-control signal is seen. For an in-control process, ARL is calculated as the inverse of the
probability of wrongly labelling a process out-of-control for a given observation. For an out-of-control process, it is
defined as the inverse of the probability of correctly declaring an alarm indicating an out-of-control process for a given
observation. Both calculations assume independence of the observations. Therefore when data is autocorrelated, the
interpretation of the ARL calculated through standard approaches will not be correct. Johnson and Bagshaw (1974)
consider Cumulative Sum (CUSUM) charts, which perform better in detecting small shifts in the mean compared to
a Shewhart chart (Harris and Ross, 1991). They propose a formula for adjusting the expected ARL of an in-control
AR(1) process. As this method is not suitable for more general ARMA-processes, Osei-Aning et al. (2017) propose
an optimization scheme, that chooses the optimal parameter settings of either CUSUM or Exponentially Weighted
Moving Average (EWMA) charts, given an ARMA model and a specified range of interest for the size of a level shift.
Zhang (1998) proposes the method EWMAST, which uses the autocorrelation function up to M steps to estimate the
variation of the EWMA test statistic, and thus correcting the critical value. Apley and Tsung (2002) proposed the
Autoregressive T 2 Chart, which is a Hotelling T 2 chart applied to a moving window of observations from an autocor-
related data series. In order to build the covariance matrix they use the sample autocorrelation function. They conclude
that their method works better for a wide range of level shifts and parameter settings of ARMA(1,1) processes than
both residual based Shewhart and CUSUM charts. Though, for small level shifts CUSUM is superior, they conclude
that the Autoregressive T 2 Chart with a fixed window size is suitable for a wide range of level shifts, while CUSUM
is very specialized to mean size of interest. Dawod et al. (2017) studied the performance of Shewhart X, EWMA and
CUSUM Charts when applied to AR(1), MA(1) and ARMA(1,1) processes. They concluded that the best choice of
monitoring chart is dependent on the process under consideration. The best choice for AR(1) was CUSUM, for MA(1)
it was EWMA and for ARMA(1,1) it was Shewhart X-Chart. Munoz et al. (2017) used an Artificial Neural Network
to model an AR(1) process and compared the performance of Shewhart X, EWMA and CUSUM Charts when applied
to the one step predictions. They concluded that CUSUM was best fitted for this task.

In statistics, outlier detection is used to identify and eliminate the impact of unusual observation in modelling efforts.
This is an off-line analysis of data and can be used in Phase I studies in SPC when data analysis is performed for the
estimation of the control chart parameters. For real time monitoring (i.e., Phase II), outlier analysis is not suitable
without making further adjustments. Based on our literature study we have found that although several specialized
methods exists, only the Autoregressive T2 chart by Apley and Tsung (2002) consider the problem as being an online
outlier detection problem. We believe this is a very promising approach particularly in cases such as in autocorrelated
data. We expect the univariate approach we propose in this paper will have further implications in multivariate settings.

In this article we consider detecting a shift in the level (mean) of serially dependent data. Our approach is based on
the outlier detection scheme for time series data proposed by Tsay (1988), which utilizes the structure of the one-
step prediction errors to detect level shifts. We adapt this method into a moving window approach, and present two
algorithms, that in combination, is efficient at estimating an appropriate critical value for the control chart. The article
is organized as follows: In Section 2 we describe our proposed method and algorithms, in Section 3 we describe our
test setup. The main results are presented in Section 4 followed by a discussion in Section 5. Finally in Section 6 we
present our main conclusions.

2 Method

We consider the Autoregressive Moving Average (ARMA) model by Box and Jenkins (1970) as stated in Eq. (1a).
Here Φ(B) = 1−

∑p
i=1 φiB

i and Θ(B) = 1+
∑q
i=1 θiB

i withB being the backward operator such thatBxt = xt−1.
We also consider the Autoregressive representation (1b) and the Moving Average representation (1c) of the process
with Π(B) = Θ−1(B)Φ(B) = 1 −

∑p∗

i=1 πiB
i and Ψ(B) = Φ−1(B)Θ(B) = 1 +

∑p∗

i=1 ψiB
i. We assume that the

model parameters are known and that the process is stationary and invertible.

Φ(B)xt = Θ(B)at (1a)
Π(B)xt = at (1b)

xt = Ψ(B)at (1c)

2
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For an AR representation up to degree p∗, the optimal prediction of xt at time t − 1 is (2a), with the corresponding
one-step prediction error defined as (2b).

x̂t =

p∗∑
i=1

πixt−i (2a)

et = xt − x̂t (2b)

We define σa to be the standard deviation of the innovations. Matrices are denoted using uppercased boldfaced letters,
e.g. A, vectors as lowercased boldfaced letters, e.g. a. B is the backward operator and polynomials in B are denoted
using capital Greek letters, e.g. Π(B), with parameters denoted as small indexed Greek letters, e.g. π1.

2.1 Phase I procedure

Tsay (1988) considered a general model where an exogenous disturbance It
∗

t impacts as in (3a)-(3b) in univariate time
series. Here It

∗

t = 1 if t = t∗ and 0 otherwise, is the indicator variable for an exogenous disturbance, ft occurring at
time t∗, and τ being the size of the disturbance.

xt = ft + Ψ(B)at (3a)

ft = τ
ω(B)

δ(B)
It

∗

t (3b)

This paper is restricted to consider exogenous disturbances resulting in a shift in the mean value of xt. Chen and Tiao
(1986) proposed to model this disturbance by setting ω(B)/δ(B) = 1/(1 − B), i.e. in combination with It

∗

t this
produces the step function St

∗

t = 1 if t ≥ t∗ and 0 otherwise. Assuming that a disturbance takes the form of a level
shift, we can convert (3a) into AR-form (4a), and arrive at a model for the behaviour of the one-step prediction error
et, described by the H(B) polynomial.

Π(B)xt = τ
Π(B)

1−B
It

∗

t + at (4a)

= τH(B)It
∗

t + at (4b)

H(B) = 1 + η1B + η2B
2 + · · · =

∞∑
i=0

ηiB
i (4c)

Analysing the one-step prediction error in the case of an unobserved level shift, we find the structure outlined in Eq.
(5a)-(5c).

et = xt − x̂t (5a)

≈

 p∗∑
i=1

πixt−i + τH(B)It
∗

t + at

− p∗∑
i=1

πixt−i (5b)

= τH(B)It
∗

t + at (5c)

Note that the expected value of et changes according to H(B) after a level shift has occurred

E(et) =

{
0, t < t∗

τ ηi, t = t∗ + i, i ≥ 0
(6)

The parameters of H(B) are given by the Cauchy product Π(B) ∗ (1/(1−B)). For instance, this means that for an
AR(1) process we arrive at ηi = η1 for i > 1, i.e. the first one-step predictions after a level shift will have expected
value τ while the subsequent ones will have a constant expected value at η1τ . Based on the model (6), and assuming
that the parameters of H(B) are known, an unbiased estimate of τ at time d given observations up to time T is given

by Eq. (7) with ρ2
d,T =

(
1 +

∑T−d
i=1 η2

i

)−1

.

τ̂d,T = ρ2
d,T

(
ed +

T−d∑
i=1

ηied+i

)
(7)

3
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Assuming that no level shift has occurred, we have that τ̂d,T ∼ N (0, ρ2
d,Tσ

2
a). Tsay then uses the corresponding

pointwise Wald test statistics given in (8), and a level shift is considered detected if max1≤d≤T |λd,T | ≥ h, with h
being a suitable critical value.

λd,T =
τ̂d,T
ρd,Tσa

(8)

Tsay does not go into further detail about how to choose the critical value, but states that values of 3.0, 3.5 or 4.0 have
provided satisfactory results. As we will show later, the critical value is dependent on both the number of samples and
the underlying ARMA model.

2.2 Phase II procedure

Applying the above procedure in an on-line monitoring scheme would require all pointwise test statistics to be updated
when a new observation is available. Thus, as time goes, the computational burden and memory requirements increase.
Furthermore, as the number of pointwise test statistics increases, a fixed critical value is not appropriate, as the in-
control false alarm rate will not be constant. For these two reasons, Tsays method is not directly applicable in an
on-line setting. In the following we describe how we have adapted the method, such that it is usable when monitoring
a process.

To convert the method by Tsay into an on-line application, we only consider a moving window of observations. The
width of the window is denoted K, i.e. we test for level shifts at time points T −K + 1 ≤ d ≤ T . This is done as a
necessity, as a too wide window would have at least the following two downsides: 1) The computational burden may
get too big, and 2) The ability to investigate and respond to an event may have vanished if too long time has passed
since it occurred. It is obvious that by setting the window size to 1 the proposed method is equivalent to monitoring
the one-step prediction errors using a standardized residuals chart. In the case of autocorrelation close to or equal to
0 this method has high power towards detecting large level shifts but low power towards detecting small level shifts
(Zhang, 1997). When increasing the window size, more information about the process is included into the test, and a
higher power against detecting small level shifts is achieved. However, this extra power does not come for free, as one
has to increase the critical values, thus increasing the response time for larger level shifts. When choosing the window
size, one should therefore consider this trade-off and not choose a larger window size than needed to detect the level
shift of interest.

Consider now the pointwise test statistics given in Eq. (8). Given a new observation xT+1 and corresponding one-step
prediction error eT+1 we can update the test statistics iteratively according to (9) (note that λT−K+1,T is discarded, as
this falls outside the window considered).

λd,T+1 =
τ̂d,T+1

ρd,T+1σa

=
ρd,T+1

(
ed +

∑T+1−d
i=1 ηied+i

)
σa

=
ρd,T+1

ρd,T
λd,T +

ρd,T+1ηT+1−d

σa
eT+1

(9)

This provides a fast means of computing test values when a new observation is available, as one only needs to update
the test values. Furthermore, as ρd,T as it only depends on T − d it is clear that ρd,T = ρd+1,T+1 and therefore only
needs to be computed once for each d. Hence, by letting eT in Eq. (10a) be the moving window of one-step prediction
errors and ΛT in Eq. (10b) be the corresponding pointwise test statistics, one can update the test values as the linear
system in Eq. (10c).

eT = [eT−K+1, . . . , eT ]
T (10a)

ΛT = [λT−K+1,T , . . . , λT,T ]
T (10b)

ΛT+1 = BΛT + ceT+1 (10c)

Using this notation an appropriate test statistic to test for a level shift is then the maximum norm of the pointwise test
statistics within the current window as given in Eq. (11).

Λ = ‖ΛT ‖∞ (11)

4
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2.3 Choosing the critical value

Setting the critical value is essential in order to achieve a desired false alarm rate while still being able to detect a
certain level shift in the process. We will here outline a procedure to select the critical value for a given window size.

Using Eq. (10a) and (10b), then from (7) and (8) we can write the test values as the linear system (12a) which
consequently is distributed as (12b).

ΛT = AeT (12a)

ΛT ∼ N
(
0,AAT

)
(12b)

Therefore, as the test values are correlated, a set of ΛT does not correspond to a sequential hypothesis test, hence one
cannot do corrections like Bonferoni or Dunn-Sidak (Bonferroni, 1936; Sidak, 1967). Instead a critical value should
be chosen such that for a predefined in-control error rate α, the critical values satisfies the following

1− α = P (‖ΛT ‖∞ < h) =
1√

(2π)K |AAT |

∫
[−h, h]K

exp

(
−1

2
xT
(
AAT

)−1
x

)
dx (13)

Solving this using numerical integration will be feasible for small values of K, but as the number of nodes needed
develops exponentially with the window size K, this procedure is infeasible for large values of K.

We propose to utilize the statistical properties of the run length distribution, thus enabling us to determine the critical
values using simulation. Given a critical value candidate, h, we can estimate the corresponding in-control average run
length (ARL0 = 1/α) by performing n repetitions of Algorithm 1.

Assuming that the false alarms are independent, the number of false alarms of a control chart is binomial distributed
and the waiting times between events are geometrically distributed. A Maximum Likelihood estimate ofARL0 is then
the sample mean. Letting x̄ being the mean of N waiting times, a 1 − β confidence interval of the true ARL0 will
then be (14).

2Nx̄

χ2
1−β/2(2N)

< ARL0 <
2Nx̄

χ2
β/2(2N)

(14)

One procedure to select the critical value could be the following:

Given an ARMA(p,q) model estimated from in-control data and a window size K, pick a range for candidate values
for the critical value and doN simulations for each candidate value hcand in this range. Finally pick the critical value
yielding an average run length closest to the desired ARL0.

This procedure has 2 drawbacks. 1: There is the risk of potentially trying a much to wide range of values. 2: For a
large window size, it is computationally expensive to do the simulation compared to a small window size. Instead we
propose to start with a small window size (e.g. K = 2), and then sequentially progress for an increasing window size
as described in Algorithm 2, with Φ(h) being the cumulative distribution of the standard normal distribution. Note
that, since having a window size of 1 corresponds to monitoring the standardized one-step prediction errors, one can
analytically determine the critical value and thereby have a lower bound on the test value for K = 2. One thereby
avoids performing an a grid search on (h,K) pairs as the statistical properties of one window size is exploited when
a larger window size is investigated. Furthermore, the algorithm also utilizes that, as shown in the paragraph below,
any two pointwise test statistics will be non-identical, as the correlation between them is less than 1. This means that
the conditional variance V

(
λT−(K+1),T |λT−K,T , . . . , λT,T

)
is larger than zero. Hence, when increasing the window

Algorithm 1
Precondition: h, A, H(B)

1: Draw ΛT from N (0,AAT ) s.t. ‖ΛT ‖∞ < h
2: i← 0
3: while ‖ΛT+i‖∞ < h do
4: i← i+1
5: eT+i ∼ N (0, σ2

a)
6: Update λd,T+i, T −K + 1 + i ≤ d ≤ T + i according to (9)
7: end while
8: return i

5
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Algorithm 2
Precondition: Target ARL0, Window size K, Number of repetitions N , Signifi-

cance level β

1: h(2)
test← -Φ−1

(
1

2ARL0

)
2: for k ← 2 to K do
3: ARL← mean of N repetitions of Algorithm 1

4: while ARL0 >
2·N ·ARL(h

(k)
test)

χ2
1−β/2(2N)

do

5: Increase h(k)
test

6: ARL(h
(k)
test)← mean of N repetitions of Algorithm 1

7: end while
8: if any 2·N ·ARL(h

(k)
test)

χ2
β/2

(2N)
< ARL0 then

9: h
(k+1)
test ← largest h(k)

test satisfying 2·N ·ARL(h
(k)
test)

χ2
β/2

(2N)
< ARL0

10: else
11: h

(k+1)
test ← minh

(k)
test

12: end if
13: end for
14: hopt← candidate value minimizing |ARL0 − ARL(h

(K)
test)|

15: return hopt

size from K to K + 1, one has to increase the limits of the integral on the right hand side in (13) in order to satisfy the
identity.

Correlation structure of test statistics when process is in control Given a set of test statistics ΛT and a correspond-
ing window size K, then the correlation between the test statistics λd,T and λd+t,T for T −K + 1 ≤ d, d+ t ≤ T is
derived in (15) with I(·, ·) being the indicator function. From this it is clear that if t > 0 then |C(λd,T , λd+t,T )| < 1
since η0 = 1.

C(λd,T , λd+t,T ) = C

(
τ̂d,T
ρd,Tσa

,
τ̂d+t,T

ρd+t,Tσa

)
(15a)

=
1

σ2
a

C

ρd,T
ed +

T−d∑
j=1

ηjed+j

 , ρd+t,T

ed+t +

T−(d+t)∑
j=1

ηjed+t+j

 (15b)

=
1

σ2
a

ρd,T ρd+t,TC

ed +

T−d∑
j=1

ηjed+j , ed+t +

T−(d+t)∑
j=1

ηjed+t+j

 (15c)

=
1

σ2
a

ρd,T ρd+t,T

T−d∑
i=0

T−(d+t)∑
j=0

σ2
aηiηjI (i, t+ j) (15d)

= ρd,T ρd+t,T

T−(d+t)∑
j=0

ηt+jηj (15e)

=

∑T−(d+t)
j=0 ηt+jηj√(∑T−d

i=0 η2
i

)(∑T−(d+t)
i=0 η2

i

) < 1 (15f)

6
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3 Test setup

To evaluate our method, we test it on simulated data. To assess how the performance is relative to standard methods,
we have chosen to compare it to the two-sided Cumulative Sum (CUSUM) chart. Below we describe how we have
chosen to initialize our charts, how we simulate our data, how we have chosen the the critical value for each window
size and how we set up the CUSUM chart.

3.1 Initialization of charts

To ensure that our simulations are as true to a real situation as possible, we are not just initializing our test statistics
as 0, but close to the true distribution. For our method, the pointwise test statistics are initialized at time t̄ according
to Eq. (12b) such that ‖Λt̄‖∞ < h. For CUSUM we have implemented a restart procedure. This procedure sets the
CUSUM statistics to 0 at time t = −50 and update the statistics with simulated in-control one-step prediction errors.
If the CUSUM statistics cross the critical value before time t̄, the statistics are reset to 0.

3.2 Simulation studies

We perform two sets of simulation studies, both of AR(1) processes with φ1 ∈ [−0.95, 0.95] and σa = 1 and repeated
20,000 times; The first simulation evaluates the out-of-control average run length ARL1 for each value of φ1. Both
our method and the CUSUM chart uses t̄ = 0. The second simulation utilizes that both charts are able to estimate the
time point where the level shift occurred. We evaluate the fraction of times the charts signal at t∗± 10, where t∗ is the
time point where the level shift occurs. Here both charts uses t̄ = 0. For both simulations a level shift is added at time
t∗ = 1, hence one-step prediction errors are simulated with mean value given by Eq. (6). The size of the exogenous
disturbance τ is parametrized by τ = δσa/

√
1− φ2

1 with δ ∈ [0, 2.0]. The one-step prediction error is simulated and
the pointwise test statistics for our method are updated according to Eq. (9) until a signal is detected and the time point
is recorded, while we use the update formulas for the two-sided CUSUM chart given in Equations (9.2) and (9.3) p.
418 in (Montgomery, 2012).

3.3 Design of our method

For our method we consider window sizes, K, up to 100. For each pair of φ1 and K the critical value is selected
according to Algorithm 2 with β = 0.05, N = 21512 and a target ARL0 of 370.4 corresponding to the usual ±3
standard deviations of a Shewhart X-chart or residuals chart. We choose the number of repetitions such that the largest
margin of the confidence interval (14) is 5, hence a 95% confidence interval for an estimated ARL0 = 370.4 is
[365.5 375.4].

3.4 Design of the CUSUM chart

To evaluate the performance our method we use a CUSUM chart as a reference method. When designing a CUSUM
chart, one is typically setting the slack variable with the objective to search for a level shift change of a certain size.
However, as one-step predictions for AR(1) processes will change mean value according to Eq. (6) one has to make
a design choice, which balances this behaviour. We have chosen two different settings: Setting 1) tune according to
the stable level (i.e. setting the slack variable, s, to τη1/2) and Setting 2) based on simulations, pick the optimal slack
variable. We test slack variables in the range [0.05η1, 1.5η1]. The critical value for CUSUM given a slack variable is
determined by solving the related integral equations using the function xcusum.crit from the R-package spc version
0.5.4 (Knoth, 2017).

7
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4 Results

In this section the main results are presented when testing our method and CUSUM on the data described in Section
3.2. First we will present the results on each method individually, secondly we will compare our method to CUSUM
applied to the one-step predictions with the two settings described in Section 3.4.

4.1 Applying our method and CUSUM to AR(1)-processes

Figure 1 shows the estimated critical values using Algorithm 2 for window sizes up to 100 and φ1 ∈ [−0.95 0.95].
We see that as φ1 increases from −0.95, the critical value increases as well, but when φ1 approaches 0.95, the critical
value drops towards 3.

1

25

50

75

100

−0.95 0.00 0.95
φ1

K

3.0

3.1

3.2

3.3

3.4

Figure 1: Critical values for different window sizes and values of φ1

The ARL1 for our method for 3 different values of δ and window size up to 100 is shown in Figure 2. It is seen that
as δ increases, the ARL1 drops as expected. Furthermore, for δ = 0.5 and δ = 1.0 we see that the ARL1 increases as
φ1 gets big. For δ = 1.5 ARL1 first increases when φ1 is increased from −0.95. However, when φ1 gets big ARL1

drops.

Figure 3 shows the ARL1 for CUSUM applied to the one-step prediction errors for 3 different values of δ and different
values of the slack variable. First we note that in both cases, as φ1 increases from−0.95, then ARL1 increases as well.
Further we see that for each pair of φ1 and δ, if the slack variable is either too large or too small, then ARL1 increases.
I.e. in each case there is an optimal value for the slack variable.

Figure 4 shows the fraction of times our chart signalled a level shift at time t∗ ± 10 for three different values of δ. It
is seen that when the horizon is increased, the fraction of times the chart signalled at the right time point increases.
Figure 5 shows the fraction of times the CUSUM chart signalled a level shift at time t∗ ± 10 for three different values
of δ. It is seen that for small level shifts, the ability to detect the correct change point is sensitive to the choice of slack
variable.

4.2 Comparing our method and CUSUM

A comparison of our method with CUSUM is conducted. As the two methods have different parametrizations, we
pick the setting of our method yielding the lowest ARL1 for each pair of δ and φ1. These are compared with the two
settings for CUSUM described in Section 3.4 in terms of the ratio ARLCUSUM

1 /ARLFILTER
1 .

Figure 6 shows the comparison for both settings. First we note, that there is not much difference between the two
settings. The biggest difference is present for δ > 1 and large negative values of φ1. We see that most of the area is
covered by ratios close to 1. Furthermore, for φ1 ≥ 0 our method is generally better than CUSUM for δ > 1, while
CUSUM is better for δ < 1. For φ1 < 0 this threshold decreases as φ1 becomes more negative.

To investigate the robustness towards level shifts of different sizes, we fix the tuning parameters - window size and
slack variable - for a level shift of a certain size and analyse how the performance is when either a level shift of half
the size or double the size has occurred. The results are shown in Figures 7 and 8, where δ indicates the level shift the
charts has been tuned for, while the actual level shift is either twice as big or half the size. In Figure 7 the performance
of CUSUM and our method are compared when the simulated level shift is twice as large as what the methods are
tuned for. As above, there is not much difference between the two settings of CUSUM when compared to our method.
It is primarily for large δ and large negative values of φ1 there is a difference between the two settings. Furthermore,
the threshold for which values of δ our method performs better than CUSUM has been decreased for all values of φ1
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Figure 2: ARL1 for our method for three different values of δ.
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Figure 3: ARL1 for CUSUM for three different values of δ.
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Figure 4: Probability of signal at t∗ ± 10 for our method for three different values of δ.
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Figure 5: Probability of signal at t∗ ± 10 for CUSUM for three different values of δ.
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Figure 8 shows the situation where the simulated level shift is half the size of what the methods are tuned for. First
we note that it is primarily for either large negative or large positive values of φ1 there is a difference between the two
settings of CUSUM when compared to our method. Here, Setting 1 performs better than our method for all values of
δ. For midrange values of φ1 it is only for small values of δ that CUSUM performs better than our method. For Setting
2 we can almost draw a straight line from the lower left corner to the upper right corner, where CUSUM will perform
better below this line. Above the line, our method generally performs better, however not as uniformly as in Figure 6.

Table 1 summarizes the results by providing the largest, smallest and median relative differences between our method
and CUSUM under both settings and the three different conditions. First it is noted that the ranges do not change
between the two settings. However, the median reveals that setting 2 of CUSUM overall performs slightly better than
setting 1. Furthermore, there is not much change of the ranges when a level shift of twice the size of the design size is
considered.

5 Discussion

5.1 Applying our method and CUSUM to AR(1)-processes

The critical values increase as expected when the window size is increased. Further, as φ1 increases from −1, then η1

will decrease from 2. This means that the correlation between the test values will decrease. Hence, we will expect that
the critical value will increase together with φ1. Finally as φ1 approaches 1, a new observed one-step prediction error
has decreasing effect when updating the test values as η1 = 1 − φ1. Hence, at some point this effect will dominate,
the method approaches a standardized residuals chart, and a critical value just above 3 is therefore expected when φ1

approaches 1.

Our method is seen to have longer ARL1 when sequential observations are positively correlated. This is expected, as
the change in mean value of the one-step predictions (i > 0 in Eq. 6) is small. When approaching non-stationary
models τη0 is large, thus increasing the chance to catch the level shift at the first observation. Furthermore, we note
that as the standardized residual chart corresponds to a windoe size of 1, and increasing the window size decreases the
ARL1, our method overall performs better than the standardized residual chart.

CUSUM also shows difficulty detecting level shifts when positive serial correlation is present. Further we observe
a sensitivity to correct specification of the slack value. This is expected as CUSUM is known to spend more time
catching a large level shift (Harris and Ross, 1991), this corresponding to a slack variable being set too small. Further,
a slack variable being set too high decreases the chance that an observation will be larger, therefore increasing the time
to signal.

For our method it is seen that the probability of detecting the correct change point is an increasing function of the
length of the horizon. The reason for this is that we simultaneously test all time points within our horizon. Naturally,
as the correct change point is therefore more likely to be within the horizon when this is increased. CUSUM, on the
other hand, is seen to have a range of the slack variable, where it is most likely to detect the correct change point. This
range depend both on the underlying process and on the size of the level shift.

5.2 Comparing our method and CUSUM

When comparing our method to CUSUM we see that in the chosen range of δ, our method, as seen in Table 1 overall
performs 39% better than setting 1 of CUSUM, while comparable to setting 2 of CUSUM. We can divide the images
in Figure 6 into two regions, namely for δ < 1 and δ > 1. For δ < 1 we see that CUSUM has an ARL1 up to 33%
lower than our method. For δ > 1 we see that our method performs better than CUSUM. When we consider models
with large positive φ1 our method is up to 48 times better than CUSUM. The reason for this is the behaviour in the
expected value of the one-step predictions, as the first will be of the size δη0 = δ and the subsequent of size δη1, which

Setting Optimal Half Double

1
Low 0.57 0.62 0.57

Median 0.96 0.85 1.06
High 34.44 1.23 37.46

2 Low 0.57 0.60 0.57
Median 0.96 0.89 1.06

High 29.64 1.22 27.99

Table 1: Summary of comparison between our method and CUSUM
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Figure 6: Comparison of CUSUM and our method for the optimal parameter setting.
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Figure 7: Comparison of CUSUM Setting and our method where the level shift is twice the
size as optimal.
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Figure 8: Comparison of CUSUM Setting and our method where the level shift is half the size
as optimal.
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will be small. This behaviour is directly modelled by our method while setting 1 of CUSUM will be searching for the
permanent (small) level shift. For setting 2, the optimal slack value in this region is set to 1.5η1 (not shown), i.e. the
top end of the tested range. This indicates that the optimal strategy in this region will be to search for the first one-step
prediction. This will essentially reduce the CUSUM chart to a residuals chart.

When investigating the ability to catch a larger level shift than what the control charts have been tuned to. This
effectively means that a too small slack variable has been used for the CUSUM and a too large window size has been
used for our method. This means that CUSUM was expected to be affected in terms of a larger ARL1. In Figure 2
we saw that our method was not affected much if the window size was too large. Hence, in this case we would expect
to see a relative improvement for our method compared to CUSUM. For setting 2 of CUSUM we overall saw that
this was the case, while only the largest relative difference between setting 1 and our method increased. Overall our
method still performed better than CUSUM setting 1 as the median was larger than 1.

When the level shift is smaller than what the charts have been tuned to detect, this corresponds to a too large slack
variable or a too small window size for CUSUM and our method respectively. In Figure 2 we saw that our method
was sensitive to choosing a too small window size. Which is why we see a relative improvement of both settings of
CUSUM compared to our method. However, it is often not the concern to catch a smaller level shift than specification,
as one could just have decreased the specification prior to tuning.

5.3 Method performance in the presence of MA-terms

As we have only investigated AR(1) processes, we have not fully exploited the advances of our method compared to
CUSUM. For instance, it is not difficult to find an ARMA(p,q) process where the change in mean value of the one-step
prediction errors will behave in a strange way. For instance the first one-step prediction errors after a level shift has
occured of the ARMA(2,1) process xt − 0.4xt−1 − 0.4xt−2 = at + 0.8at−1 will show a damped oscillation around a
constant close to zero. In this case p∗ is chosen such that the AR representation fit sufficiently and the horizon is tuned
with respect to desired performance in terms of expected ARL1, probability of signalling the correct change point and
constraints such as memory. CUSUM, on the other hand, will be more difficult to tune, as some time will go before
the expected value of the one-step prediction errors will stop changing sign. We thus expect that studies of our method
for more general ARMA processes will unveil significant advantages in terms of parsimony.

6 Conclusion

In this paper we have proposed to adapt a Phase I procedure for detecting level shifts in ARMA(p,q) time series into
an Phase II procedure by considering a moving window, where the size controls the power of the test. Furthermore,
based on statistical properties of the method we have outlined two algorithms, that combined, selects the critical value
given a specified in-control average run length.

We applied both our method and CUSUM to the one-step predictions of stationary AR(1) processes, exposed to level
shifts of different sizes. The performance of the two methods was measured using the out-of-control average run
length (ARL1) and the fraction of times the chart signalled a level shift within±10 time steps from the correct change
point. We saw that CUSUM was more sensitive to a correct parameter selection, as both a too large or too small slack
value both increased the ARL1 but also decreased the probability of CUSUM detecting the correct change point of
the process, while only a too small window size affected our method significantly.

When comparing the ARL1 of the two methods directly, the two methods performed comparably. Both under optimal
conditions, but also when a level shift of a different size than the design specification had to be detected. However, we
saw that especially for large φ1 our method performed much better than CUSUM, while never having an ARL1 more
than 50% larger than that of CUSUM. We saw that it was difficult to design a CUSUM chart to monitor the one-step
prediction errors for an AR(1) process. For more complicated process models, this will be even more difficult. Our
method does not suffer from this, as the range of the window size to be tested is independent of the process, and thus
easier to tune. Further we expect that studies of our method applied to more general ARMA processes will unveil
several advantages compared to other methods.

We recommend that future work should investigate the extension to multivariate time series.
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nomiche e commerciali di Firenze. Libreria internazionale Seeber, 1936. URL http://www.jstor.org/stable/23229706.

Zbynek Sidak. Rectangular confidence regions for the means of multivariate normal distributions. Journal of the American Statis-
tical Association, 62(318):626–633, June 1967. doi: 10.2307/2283989.

Douglas C. Montgomery. Statistical Quality Control - A Modern Introduction. John Wiley & Sons Inc, 2012. ISBN
9781118322574.

Sven Knoth. spc: Statistical Process Control – Collection of Some Useful Functions, 2017. URL https://CRAN.R-project.
org/package=spc. R package version 0.5.4.

14

D Paper D 173



174






	Summary (English)
	Summary (Danish)
	Preface
	List of contributions
	Acknowledgements
	1 Introduction
	1.1 Motivating example
	1.2 Domain Learning
	1.3 Domain Adaptation
	1.4 Monitoring
	1.5 Overview of the Thesis

	2 Near Infrared Spectroscopy
	2.1 The infrared region
	2.2 The birth of NIR spectroscopy
	2.3 The physics of NIR spectroscopy
	2.4 Lambert Beer's law
	2.5 Acquisition of NIR spectra
	2.6 Challengens in NIR spectroscopy

	3 Performance metrics and data examples
	3.1 Model evaluation
	3.2 Data sets

	4 Analysing NIR data
	4.1 Pre-processing
	4.2 Unsupervised methods
	4.3 Supervised methods
	4.4 Semi-supervised methods
	4.5 Time dependent data
	4.6 Monitoring
	4.7 Comparison of methods

	5 Domain Learning in NIR Spectroscopy
	5.1 Weight Sharing
	5.2 Experiments
	5.3 Concluding remarks

	6 Domain Adaptation in NIR Spectroscopy
	6.1 Extended Joint Trained framework
	6.2 Semi-supervised Domain Adaptation in practice
	6.3 Experiments
	6.4 Concluding remarks

	7 Monitoring autocorrelated data streams
	7.1 Model based level shift detection
	7.2 Example
	7.3 Simulations
	7.4 Concluding remarks

	8 Conclusion
	8.1 Future work

	Bibliography
	A Paper A
	B Paper B
	C Paper C
	D Paper D

