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Summary

The fourth industrial revolution, sometimes known as Industry 4.0 is bringing
a new focus on digitalization and data collection in different manufacturing
industries. These changes are also observed in the area of plastic products

manufacturing usually performed using an injection moulding process. In the plas-
tic injection moulding industry, there is a continuous focus on improving product
quality. The hope is that the newly collected data, mostly from sensors, will bring
new possibilities in the area of product quality. The goal of this Ph.D. project is to
make use of the available data for process understanding as well as product quality
improvement. The Ph.D. project has been carried out in close collaboration with an
industrial partner coming from the plastic injection moulding industry. Thus, all the
contributions presented in the Ph.D. thesis are based on real problems.

The Ph.D. thesis begins with an introduction chapter where the context of the
Ph.D. project is addressed along with the contributions. A short introduction to
injection moulding of plastics is presented in a separate chapter. The chapter empha-
sizes the complexity of plastic products manufacturing using injection moulding and
also presents the most common plastic defects.

Contributions wise, the Ph.D. thesis is mostly focusing on predictive manufactur-
ing, in other words how to use available process data for product quality prediction.
All the contributions are presented as separate chapters in the Ph.D. thesis. In order
to understand the complexity of product quality assessment, one chapter is dedicated
fully to an exploratory data analysis of a metrology data set within tolerance products.
Some of the analysis results are further used for creating a prediction environment.
Due to the complexity of the industrial setting, a simulation study was preferred.
The injection moulding process runs at high frequencies while the rate of acquiring
quality measures is slow. This creates an abundance of process data with very few
quality measures (responses). To build a model between process variables and quality
measures, the focus has been on the incorporation of all available data. For this, a
semi-supervised approach, where all available data is used, has been checked against
benchmark latent methods which were built only on data with responses. If the data
without responses contains outliers, then a semi-supervised model can perform badly
in terms of prediction. In order to solve this problem, an iterative strategy using
a combined statistic has been proposed. The problem of product quality prediction
can also be seen as a classification problem with two classes where one of the classes
contains good products, while the other faulty products. This results into a imbal-
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anced problem since the number of faulty products is very low. In order to tackle
this problem, a cost-sensitive learning strategy has been proposed and applied on
data coming from the electronics manufacturing industry. It is important to mention
that the strategy has not been applied on injection moulding data. The product
quality can also be affected if the moulds are worn-out. Different types of data like
mould characteristics, pre-chosen running settings, production and maintenance data
have been used to predict mould worn-out with the help of clustering and survival
analysis. Moreover, a dashboard containing an early warning system has also been
implemented. Lastly, the final contribution is given in the form of lessons learned
from the current Ph.D. project with a focus set on Big Data matters.



Resumé (Danish)

Den fjerde industrielle revolution, også kendt som Industry 4.0, sætter et nyt
fokus på digitalisering og dataindsamling i forskellige industrier. Dette gælder
også indenfor fremstillingen af plastprodukter der produceres ved brug af en

sprøjtestøbning. Indenfor sprøjtestøbning af plast er der et kontinuerligt fokus på
at forbedre produktkvaliteten. Håbet er at indsamling af sensordata vil bringe nye
muligheder på produktkvalitetsområdet. Målet med denne Ph.d.-afhandling er at
udnytte den tilgængelige data til at forstå processen såvel som at øge produktk-
valiteten. Ph.d.-projektet er blevet til i samarbejde med en erhvervspartner indenfor
sprøjtestøbning af plast. Derfor bygger alle de bidrag, der er præsenteret i Ph.d.-
afhandlingen, på reelle problemstillinger.

Ph.d.-afhandlingen begynder med et introducerende kapitel hvor konteksten af
Ph.d.-projektet præsenteres sammen med bidragene. I et separat kapitel gives en
kort introduktion til sprøjtestøbning. I kapitlet lægges der vægt på kompleksiteten
ved fremstilling af plastprodukter ved brug af sprøjtestøbning, og de hyppigste de-
fekter præsenteres.

Fra et bidragmæssigt perspektiv fokuserer Ph.d.-afhandlingen først og fremmest
på prædikativ fremstilling. Sagt med andre ord sætter man fokus på brugen af pro-
cesdata. Alle bidrag præsenteres som separate kapitler i Ph.d.-afhandlingen. For
at forstå kompleksiteten ved vurdering af produktkvalitet er et kapitel udelukkende
dedikeret til eksplorativ dataanalyse af et metrologisk datasæt, der inkluderer pro-
dukter inden for specifikationsgrænserne. Desuden bliver nogle af analyse resultaterne
brugt til at skabe et miljø til forudsigelse. På grund af strenge krav til industrielle
set-ups kompleksitet blev et simuleringsforsøgt anvendt. Sprøjtestøbning køre med
høj frekvens, mens hyppigheden hvorved man udtager kvalitetsprøver er langsom.
Dette skaber en overflod af procesdata med meget få kvalitetsmål (responser). Til
at opstille en model mellem procesvariabler og den opnåede kvalitet har fokus været
på at inkorporere alt tilgængeligt data. For at gøre dette blev en semi-supervised
metode, hvor alt tilgængeligt data blev brugt, sammenlignet med latent benchmark
metoder, som udelukkende er bygget på data med responser. Hvis data uden re-
sponser indeholder outliers så kan en semi-supervised model give dårlige prædikative
resultater. For at løse problemet benyttes der en iterativ strategi med en kombineret
statistik. Problemet med at prædiktere produktkvaliteten kan også ses som et klas-
sificeringsproblem med to klasser, hvor en af klasserne indeholde de gode produkter
mens den anden indeholder defekte produkter. Dette resulterer i et ubalanceret prob-
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lem, da antallet af defekte produkter er meget lavt. For at håndtere dette problem
er en cost-sensitive learning strategi blevet foreslået og anvendt på data fra elektron-
ikfremstillingsindustrien. Det er vigtigt at nævne at strategien ikke er blevet anvendt
på sprøjtestøbedata. Produktkvaliteten kan også blive påvirket hvis støbeformerne
er slidte. Forskellige typer data såsom formkarakteristika, forudvalgte kørselsindstill-
inger, produktions- og vedligeholdelsesdata, er blevet benyttet til at prædiktere om
støbeformerne er slidte. Her er der anvendt klynge- og overlevelsesanalyse. Desuden
er der udviklet et dashboard, der indeholder et system til tidlig varsling også imple-
menteret. Endelig gives det sidste bidrag i form af erfaringer fra det nuværende Ph.d.
projekt med fokus på Big Data-spørgsmål.



Preface
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CHAPTER 1
Introduction

Over time, the manufacturing industry has experienced several technological
revolutions which changed drastically the way the industry was driven. The
journey started with the mechanization of the industrial production through

the use of steam and water power which is denoted as Industry 1.0 or the first rev-
olution. The implementation of these changes were slow and they were carried out
mostly in the beginning of the 19th century.

The second industrial revolution, Industry 2.0 is also known as the technological
revolution and it was powered by the introduction of electricity in the production
lines. These changes facilitated an increase in productivity which also created a pe-
riod of great economic growth. It occurred towards the end of the 19th century and
the beginning of the 20th century.

The third industrial revolution, Industry 3.0 occurred in the late 20th century
and is also known as a digital revolution. It took effect after the two world wars,
which was a period of stagnation in terms of technological advances. This revolution
is characterized by the extensive use of computers and communication technologies
on the production lines.

Currently, the manufacturing industry is experiencing a fast transition in terms
of digitalization, mainly, due to an increasing focus for automation, utilization of
sensors and data acquisition and is seen as a fourth industrial revolution. The trend,
commonly referred as Industry 4.0 [1] has emerged in the German-speaking region of
Europe and slowly reached global coverage. The goal behind this umbrella term is
to transform factories into smart factories where everything is equipped with sensors,
and performed by autonomous systems. Naturally, all these transformations require
data manipulation and communicating devices which are currently pursued through
the Internet of Things (IoT) domain. Other important technologies involved in the
Industry 4.0 are 3D printing, augmented reality (AR), cloud computing as well as
advanced data analytics focused on Big Data.

Danish manufacturing companies are not falling behind when it comes to Industry
4.0. and currently, there is a strong focus in this area as presented in the next section.
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1.1 Danish manufacturing consortium

Manufacturing Academy of Denmark (MADE) was launched in 2014 in order to
strengthen the Danish manufacturing industry using innovation, new technologies,
education and cutting-edge industrial research.

Figure 1.1: MADE SPIR structure, https://en.made.dk/spir/

MADE consists of various Danish manufacturing companies, research institutions,
industrial associations as well as private funds.

The current Ph.D. project is conducted under the MADE SPIR (Strategic Plat-
form for Innovation and Research) platform. MADE SPIR deals with nine working
packages with different focus areas that are highly relevant for the Industry 4.0 con-
cept, see Figure 1.1.

The Ph.D. project is in Work Package 9, namely, ”Sensors and Quality Control”
and has been conducted in close collaboration with an industrial partner. The pri-
mary focus in Work Package 9, as the title suggests, is research for both the field of
sensor technology as well as methods for quality control. The aim of this working
package is to help the manufacturing industry to develop products of high quality
with low resource usage and minimal production loss. For achieving this, existing
sensors or newly developed sensors could be used for better quality monitoring. The
research is also expected to generate new quality control systems. The sensors and
quality control systems should be adaptable to new products, and also intuitive for
the operating staff. Since the sensors are generating an extensive amount of data,
this data should also be explored for its full potential for achieving better product
quality.

https://en.made.dk/spir/
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1.2 Motivation and project objectives
In line with the specifications of Working Package 9, the current Ph.D. project ad-
dresses the thematic of sensors and quality monitoring in the industrial context of
plastic injection moulding.

Injection moulding manufacturing is relatively mature but there are still various
production challenges that are faced by it. One of the key elements is to ensure raw
material (plastic pallets) consistency as well as keeping a constant ambient temper-
ature and humidity. These matters have been a priority for the industry, and even
under controlled conditions, small variations can influence considerably the quality
of the end product. The source of variation does not come only from raw material
inconsistencies or environmental conditions. Different materials are also playing an
important factor. The variation due to changes in materials is a pressing matter since
there is a new focus for the sustainability agenda, which implies that more eco-friendly
materials are tried now as an alternative to traditional plastics.

Injection moulding machines have been designed to deal with these variations
through parameter tuning. However, downtime is expected when the machine needs
to be re-tuned. At the moment, the tuning is performed manually using the op-
erator’s experience and it is known that decisions taken by different operators can
vary substantially. Thus, there is a strong need for process understanding and online
monitoring tools, which can assist operators in their daily routines.

From a data analysis perspective, there are challenges at both data acquisition
and analysis levels. The injection moulding process is similar to a batch process in
the chemical and pharmaceutical industry. The difference lies in the duration. The
injection moulding process is extremely fast, a matter of seconds, whereas a batch
process can take days. Another difference, is given by the high dimensional output
of the injection moulding process which is usually univariate or of lower dimensions
in the case of batch processes. The high dimensional output usually comes in the
form of quality measures which can consist of width, length, etc. of the final product.
The quality measures are often performed offline and there are huge portions of time
when the output is not measured. This brings forward a new problem where there is
an abundance of process data but very scarce outputs.

All these challenges lead to an interesting research project with the following goals:

• The main goal of the current Ph.D. project is to develop data analysis methods
using production data within injection moulding. The data analysis methods
are meant for real life problems faced by the industrial partner, and aim at
process understanding and prediction.

• The ultimate goal of the current Ph.D. project is to develop an early warning
system. The mission of this system is to provide operators a real-time overview
of the running moulds based on historical data.

The main goal of the Ph.D. project has been fulfilled through research related to
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product quality prediction. In the case of the industrial partner, most of the produc-
tion data is supposed to have come from the injection moulding machines which have
built-in sensors. The scenario of setting-up new sensors has not been investigated in
the current work.

Since the research focuses on product quality, the first investigation has been
performed on a data set containing only within tolerance products along with the
production data. The outcomes of the investigation have been used further for prod-
uct quality prediction.

As mentioned above, in the current industrial context, the process data is abun-
dant yet the outputs are scarce. For this, the prediction of production quality has
been studied using semi-supervised learning where the purpose was to use all avail-
able data. The data is labeled if there exists a corresponding output otherwise, it is
unlabeled. As previous research indicates, if the unlabeled data contains outliers or a
drift, then the semi-supervised learning model can predict worse than a model built
only using labeled data. In order to solve this potential problem an iterative strategy
for outlier detection has been investigated.

If only labeled data is used for model prediction and the output is binary then
the problem resumes to an imbalanced classification one. This scenario has been in-
vestigated in the current work.

The product quality is also related to the wearing of the moulds. If the mould is
worn out then the product quality is affected. The product quality prediction from
the perspective of mould worn-out has been investigated using available data. An
early warning system for real-time monitoring has been proposed which means that
the ultimate goal of the Ph.D. is also fulfilled.

Furthermore, the findings from the Ph.D. work have been documented into a
discussion article regarding experiences with Big Data.

1.3 Contributions
In terms of scientific contributions, the current Ph.D. project has generated five re-
search articles, from which two are published, one is accepted and the other two are
in review. Moreover, additional research work was performed in connection with the
Ph.D. project and has been presented at a conference in the form of a poster.

The overall research is described as separate chapters of the current Ph.D. thesis.
As a starting point, a preliminary data analysis of the historical data using methods
like MPCA (Multi-Way Principal Components Analysis) and PARAFAC (Parallel
Factor Analysis) is performed. The data consists of quality measures acquired at dif-
ferent time points. Additionally, for the same time points, process variables recorded
from built-in sensors within the injection moulding machines have also been provided.
The quality measurements are in the shape of a tensor, since in one injection shot
more than one plastic product is produced (the mould has different cavities), and
there is more than one quality measurement of the final product, like width, length,
etc. Furthermore, it is important to mention that all quality measures are within
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tolerance.
The analysis aims at answering: ”Are the products produced by different cavities

consistent and is the same quality obtained?” and ”Can some of the quality measures
be removed from future data collections as there is an abundant number of these
measures?”.

The results of this analysis indicate that products obtained from different cavi-
ties are mostly consistent. The same conclusions have been drawn using PARAFAC
and MPCA. In terms of quality measures, some groupings can be observed, which
indicates that some of these measures can be dropped in the future. The detailed
analysis is presented in Chapter 3.

As presented above, the data set also contains process variables recorded by the
internal sensors from the injection moulding machine at the same time points. One
natural question is ”Can the quality measures be predicted using the injection mould-
ing machines process variables?” Since, the data set contains only good products and
if the problem is seen as a classification one, then a one-class classifier is an option,
however, this aspect was not pursued further for this data set.

Due to the complexity of the industrial process, it was decided to simplify and
simulate the industrial set-up and to build a model suitable for continuous outputs.
Since in the industrial set-up the output is extremely scarce and there is an abun-
dance of process data, a semi-supervised learning approach was used. The motivation
behind this choice is that all available data should be used for prediction. The simu-
lation study is presented in Paper A.

The simulation study assumes that the unlabeled data is free of outliers and drift.
If a semi-supervised learning model is built using labeled and unlabeled data that
contains outliers or a drift then the model can predict worse than a model built on
labeled data alone. In order to solve this potential problem, an iterative strategy for
outliers detection based on a combined statistic is proposed in the same industrial
context. The strategy is presented in Paper B.

In this industrial set-up, for simplicity, if one product is obtained per shot then
the problem at hand can be seen as a classification problem, where the bad product
is flagged as one and the good product is flagged as zero. There is a high imbalance
between the two classes as more good products are produced. Thus, the problem is
to predict bad products based on a classification model trained using historical data.
In machine-learning terms this is called an imbalanced classification problem and it
is present in many areas not only in manufacturing. Due to the industrial collabora-
tions within MADE SPIR, a joint work has been carried out with data coming from
the electronics manufacturing industry. The article is presented as Paper C, and has
been carried out mostly in the external period stay. The article deals with a modified
classification strategy which can incorporate cost and quality as parameters. The
article has been written hoping that this work can also be applied for the current
industrial case as there are many similarities between the two industrial cases.

The problem of product quality can also be linked to wearing of moulds. If a
mould is worn-out then the product quality gets worse. Changing moulds too early
involves larger costs for the company as more moulds would need to be used for the
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same amount of products. The moulds are getting regular and corrective mainte-
nance. The goal is, however, to establish a predictive maintenance strategy using the
available data. This problem is in fact associated with the ultimate goal of the Ph.D.
project where an early warning system based on collected data from the industrial
process is designed. In this case, the system is flagging when the mould is not behav-
ing as previous worn-out moulds. The data to be used for this system is unstructured
and complex, and consists of mould characteristics, maintenance reports, reparation
costs, man-hours, production data, environmental reports as well as process data and
quality measures. Due to some restrictions in data acquisition, the analysis has been
carried out only using some of the presented types of data, while hoping that on the
long run all the available information can be incorporated. One part of the analysis
consists of mould clustering using mixed data. However, at the time of the analysis
not all the moulds were worn-out. This information was still incorporated in the
analysis with the help of survival analysis. A case study article has been written and
is further denoted as Paper D in the Ph.D. thesis.

Ultimately, the final contribution comes in the form of a discussion article where
some of the lessons learnt from this project are presented. This article is presented
as Paper E.

1.4 Thesis outline
The thesis aims to give a short introduction on injection moulding processes as well as
a good understanding of the scientific contributions of the Ph.D. project. The Ph.D.
thesis is organized as follows:

• A brief introduction to the field of injection moulding is presented in Chapter
2. The chapter describes details regarding the injection moulding process, type
of quality problems found in plastic products as well as common approaches of
dealing with these problems.

• The preliminary data analysis using the metrology (quality measures) data set
is presented in Chapter 3. It includes details regarding multi-way analysis and
the theory behind PCA and PARAFAC. It also presents the industrial data set
in a detailed manner.

• The semi-supervised learning application for the simplified industrial set-up
research is presented in Chapter 4. This research resulted in Paper A and is
presented at the end of the chapter. The proposed iterative strategy for outlier
detection is described in Chapter 5 with the mention that Paper B is attached
at the end of the chapter.

• The imbalance classification strategy is presented in Chapter 6. The chapter
concludes with an article which is presented at the end of the chapter as Paper
C.
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• The work carried out in the area of predictive maintenance (predicting when
the moulds are going to be worn-out) is presented in Chapter 7. The Chapter
also presents a dashboard for real-time implementation described in Paper D.

• The lessons learnt from the Ph.D. project are presented in Chapter 8. The work
is presented as Paper E which is attached at the end of the chapter.

• The final discussion on the results obtained in the Ph.D. project and a future
outlook on possible improvements of the work are given in Chapter 9.
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CHAPTER 2
Injection moulding of plastics

Injection moulding is one of the most common techniques used in the manufacturing
of plastic products. The idea of plastic injection moulding was adopted from
the injection of metal castings and was introduced by the Hyatt brothers in

the middle of the 19th century when they started to manufacture billiard balls out
of plastics [2]. This was a major breakthrough since plastic could be used as a
substitute for ivory when producing billiard balls. The production of plastic products
has advanced a great deal since then and the main reason for this advancement is
the industrial requirement for tighter tolerances. This technique of producing plastic
products is mostly used due to its production efficiency, design flexibility, and also for
the precision of creating products with fine details even at small scales. Recently, there
has been a focus on 3D printing as a replacement for injection moulding, however, at
a mass production level, injection moulding is still a preferred technique due to the
high production output at relatively small costs. The details regarding the injection
moulding process are presented in the next section.

2.1 Injection moulding process
In order to explain how the injection moulding process functions, a brief introduction
to the components of an injection moulding machine are given in this section.

Depending on the direction of plastic injection, the injection moulding machines
can be classified into two types. The plastic can be injected vertically or horizontally,
where the most common way is to inject the plastic horizontally. In this thesis, we
are considering only the horizontal case.

Some injection moulding machines are also capable to mould parts that are com-
prised of different materials. A common example is the toothbrush which is made
of different types of plastic [2]. These machines are called multi-shot ones and they
usually contain two or more injection barrels. This thesis only addresses the case of
injecting one type of material.

Various manufacturers produce injection moulding machines. Some of the bigger
manufacturers are Engel Austria GmbH (Austria), Arburg GmbH (Germany) and
Wittmann Battenfeld GmbH (Austria).

In general, an injection moulding machine has two main units: the injection unit
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and the clamping unit. The essential parts of the injection unit consist of the injection
cylinder for screw-ram, the hopper, the screw, the barrel, the nozzle and the heater
bands. The essential parts of the clamping unit consist of the stationary platen,
the mould, the tie rod, the movable platen, the mould clamping cylinder and the
hydraulic cylinder. A visual representation of these parts is given in Figure 2.1.

Figure 2.1: Schematic of a typical injection moulding machine, https://de.
kisspng.com/png-vivtn5/preview.html

The injection moulding process can be summarized into four essentials steps as
presented in Figure 2.2.

(a) Step 1 - Feeding Plastic Pellets (b) Step 2 - Melting

(c) Step 3 - Injection (d) Step 4 - Cooling and Ejection

Figure 2.2: Step by step process. The images have been taken from
https://injectionmouldingworld.com/3-basic-steps-of-the-
injection-molding-process/

The injection moulding process starts with the feeding of plastic pellets in the
hopper and barrel, Figure 2.2a. The plastic pellets in the barrel start to melt due to

https://de.kisspng.com/png-vivtn5/preview.html
https://de.kisspng.com/png-vivtn5/preview.html
https://injectionmouldingworld.com/3-basic-steps-of-the-injection-molding-process/
https://injectionmouldingworld.com/3-basic-steps-of-the-injection-molding-process/
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the shear heat generated by the rotation of the screw and the external heat provided
by the heater bands wrapped around the barrel, Figure 2.2b. In the next step, as the
screw rotates, the molten plastic is pushed forward to the nozzle and further to the
mould via gates and hot runners as illustrated in Figure 2.2c. The plastic product is
cooled using cooling channels inside the mould and after it solidifies the product is
ejected from the opened mould, Figure 2.2d.

Even though the process of injection moulding seems rather simple, there are
pressures, temperatures, speeds that need to be controlled for producing high quality
products. The optimization of these parameters’ settings is vital for running an
efficient and successful moulding process. Furthermore, it is common for moulds
to have several cavities. In this thesis, we try to find a connection between these
parameters and the product quality.

The next section describes some of the defects found in the manufacturing of
plastic products. The objective behind the next section is to outline the complexity
of the injection moulding process and to show how the machine parameters and mould
design are affecting the end product quality.

2.2 Plastic product defects
The defects found in plastic products can be caused by different reasons in the in-
jection moulding process. The root cause of most moulding defects can be traced to
problems associated with machine parameters, mould, material and/or the machine
operator. Most of the defects are caused by adjustments of the machine parameters
[2]:

• Temperature, e.g.,

– mould, melting and cooling temperatures;

• Pressure, e.g.,

– injection, packing, back, holding and ejection pressures;

• Times, e.g.,

– cooling time;

• Speeds, e.g.,

– injection and screw speeds.

Some of the other problems relate to shot-to-shot inconsistency, amount of in-
jected material, the venting and gating systems in the mould, trapped air bubbles,
humidity as well as material properties which can lead to different shrinking rates.
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The defects can range from simple cosmetic ones to defects that affect the prod-
uct’s structure. A visual overview for some of the defects is provided in Figure 2.3.

Figure 2.3: Typical defects found in plastic injection moulding,
https://www.eirmed-devices.com/overcoming-common-medical-
injection-molding-challenges/

The defects in Figure 2.3 are briefly described below:

• Splay is described by silver/white streaks on the products surface and is caused
by moisture present in the plastic material before performing the moulding
process.

• Flow lines are usually lines or patterns that appear on the surface of a product.
This is caused by inconsistent solidification.

• Weld lines appear when two flow fronts meet and they cause structural prob-
lems as the connection part is weakened. Usually, these are caused by material
and/or mould temperatures which are set too low.

• Flash consists of hardened thin plastic layers from molten plastic which escaped
from the mould cavity. Usually, this defect happens when the mould halves are
not clamped together with enough force.

• Jetting comes in the shape of a wavy/buckled stream. This is caused by a low
melt temperature and due to this, the viscosity of the molten plastic becomes
higher.

https://www.eirmed-devices.com/overcoming-common-medical-injection-molding-challenges/
https://www.eirmed-devices.com/overcoming-common-medical-injection-molding-challenges/


2.2 Plastic product defects 13

• Sink marks appear in the form of depressions or small craters. This is caused
usually, by shrinkage in the material.

• Vacuum void consists of air bubbles within a product and the cause behind
it is differential shrinking or trapped air.

• Short shots happen when there is not enough material to shot into the mould.
This is fairly common in the first shots.

• Warping is a deformation defect which results from the uneven shrinkage of
plastic. The cause behind warping is usually due to non-uniform cooling of the
mould material.

• Burn marks usually appear in the shape of burn spots on the final product.
This usually happens due to poor venting or extreme heating in the mould.

• Surface delamination appears in the shape of thin layers and usually these
can be peeled off. The cause behind this defect is the presence of foreign material
that find their way into the molten plastic.

For further details, the reader is advised to read Chapter 10 from Kulkarni [2]
which is orientated towards troubleshooting of moulding defects.
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CHAPTER 3
Multi-way models for

investigation of quality
measures

This chapter describes a preliminary analysis carried out for a data set provided
by the industrial partner. The data consists of quality measures for a mould
with multiple cavities measured at different time points. It is important to

mention that the data comes from products within tolerance. One particularity of
this data is that it has a three-way structure.

Furthermore, this chapter is providing a short introduction of multi-way data and
three of the models used for the analysis of the provided data set. The chapter also
contains the analysis and conclusions. The following work has been presented as a
poster at the Industry Day conference (October 2018) held in Cambridge, United
Kingdom.

3.1 Multi-way data
Multi-way data is a generalization of vectors and matrices to arrays that have higher
orders [3], see Figure 3.1.

x X X
Vector

first-order tensor
Matrix

second-order tensor
Three-way array

third-order tensor
𝑥𝑖 𝑥𝑖,𝑗 𝑥𝑖,𝑗,𝑘

Figure 3.1: Graphical representation of a vector, matrix and a three-way array
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As can be visualized in Figure 3.1, a vector has a first order, a matrix has a second
order and so on. The order of the data can vary from problem to problem, however,
the most common order is three which is mostly due to a time direction. The same
is valid also in this case, and in order to simplify the theoretical aspects the entire
chapter is dedicated to the order three case (three-way array).

It is common to use the following notation for a three-way array, Figure 3.1:

xi,j,k for i = 1, ..., I, j = 1, ..., J and k = 1, ..., K (3.1)

When referring to a matrix, there are rows and columns that define it. Similarly,
a three-way array is defined by rows and columns with the only difference being that
on the third dimension a vector is called a tube. Each direction from a three-way
array is called a way either a mode. In this thesis, the term mode is preferred. A
matrix formed from fixing the third mode index is called a slice [4].

3.2 Unfolding three-way data
The terminology of unfolding is of extreme importance in the multi-way data analysis
context. It consists of rearranging the three-way structure into a matrix [4]. Depend-
ing on the slicing, see Figure 3.2, the unfolding can be carried out by concatenating
matrices in three different ways. As it can be visualized in Figure 3.2, the number of
columns of the newly created matrix becomes large.

X
I

J

K

I

J x K

X
I

J

K

J

K x I

X
I

J

K

K

J x I

X

X

X

I

J

K

I

J

K

I

J

K

Figure 3.2: Examples of unfolding
If the three-way array data is unfolded then more analysis methods are available

for this newly transformed 2D data. As specified by Bro [4], modelling unfolded
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multi-way data can lead to models that are less interpretable, with less predictive
power, and most importantly less robust and nonparsimonious. One common model
using unfolding is Multi-way PCA and a description of this model is provided in the
next section.

3.3 Multi-way Principal Component Analysis (MPCA)
MPCA [5] is equivalent to performing an ordinary PCA on the two-dimensional matrix
generated by unfolding the three-way array [6]. PCA is a common analysis tool,
which is described briefly in this section. For more information on PCA, please refer
to Principal Component Analysis by Jolliffe [7].

PCA is essentially decomposing a matrix X, e.g. unfolded three-way array into
the product of a score matrix T times a loading matrix P plus a residual matrix E
[5]. This is represented mathematically as:

X = TP′ + E (3.2)

The decomposition has many advantages in terms of informative plots. The loading
and score plots provide insight knowledge with regards to the systematic structure of
X. From the three-way array unfolding perspective, one obvious disadvantage is the
increased number of parameters in the model.

One important aspect that needs to be mentioned when dealing with PCA is the
estimation of the number of principal components. In essence, the purpose behind the
decomposition is to find the minimum number of principal components to reproduce
X. The number of principal components can be estimated by using simple cross-
validation or from the visual inspection of the eigenvalues’ scree plot (“elbow” shape
bending). If too many principal components are retained then most of the variation
in X is explained. However, the explained variation can also come from noise, which,
naturally, can affect the interpretation. Computationally, usually, the decomposition
is achieved by using NIPALS (Nonlinear Iterative Partial Least Squares) or SVD
(Singular Value Decomposition).

In the multi-way literature, PCA is also referred as a bilinear model [8].

3.4 Tucker3
For the analysis of three-way data, Tucker3 is a common method and is a natural
extension of the PCA model for three-way data. The method initially originated in
psychometrics [9], [10]. Nonetheless, there have been successful applications [3] also
in bioinformatics, computer vision, web mining, etc.

The number three from Tucker3 stems from the type of decomposition, as it can
be observed in Figure 3.3, the multi-way array can be decomposed using A, B and
C. If the decomposition is performed only using A and B then the model is called
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Tucker2 or Extended Core Array [4]. On the other hand, if the decomposition is
performed only using A, then the decomposition is referred to as Tucker1 which is in
fact the same as PCA applied on the unfolded X.

=

A

BX + EG

(a) Tucker3(3,3,3) model

=

A

X + EG B

(b) Tucker3(2,4,3) model

Figure 3.3: Examples of Tucker3 models

Following the visual representation of the Tucker3 decomposition, mathematically,
Tucker3 can be expressed in different ways [3]:

X(1) = AG(1)(C ⊗ B)′ + E (3.3)
X(2) = BG(2)(C ⊗ A)′ + E (3.4)
X(3) = CG(3)(B ⊗ A)′ + E (3.5)

where (n) represents the n-mode matricizing and ⊗ is the Kronecker product oper-
ation. Tucker3 is a trilinear model. One important property of Tucker is the non-
uniqueness property. Moreover, any three-way data can be fitted using a Tucker3
decomposition.

Computationally, the Tucker3 model is estimated using ALS (Alternating Least
Squares) which reduces to a number of matrix factorization problems [3]. Another
way to estimate the Tucker3 model is through Higher-Order Singular Value Decom-
position (HOSVD) [3].

3.5 Parallel Factor Analysis (PARAFAC)
The PARAFAC model also referred as Canonical Decomposition (CANDECOMP) is
a natural extension of the PCA model for three-array data as Tucker3. As in the case
of Tucker3, the method also originated in psychometrics [8]. PARAFAC has been
also applied to other fields like chemistry, neuroscience, etc. [3]

The mathematical representation is the same as in the case of Tucker3, with
the difference that the core array G has zeros except in the superdiagonal. Thus,
PARAFAC is also a trilinear model. A visual representation of PARAFAC is provided
in Figure 3.4.
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=

A

BX + E

Figure 3.4: PARAFAC model

The PARAFAC decomposition is unique if a condition set by Kruskal is fulfilled
[4]. This condition reads as follows:

kA + kB + kC ≥ 2D + 2 (3.6)

where, k-rank of a matrix A, kA or the Kruskal rank is the maximum number r with
the property that any set of r columns of matrix A is linearly independent. This
implies that, kA ≤ rank(A) ≤ D where D is the number of components [3]. Unique-
ness has to do mostly with the rotation of the final decomposition. For example, in
the case of PCA, the solution can be rotated in order to get a much better interpre-
tation of the model. However, as specified by Bro [4], for rotation purposes, some
of the methods can be arbitrary or their properties are ill-defined. For PARAFAC,
the uniqueness property translates to the model ”being uniquely identified from the
structure” [4]. In other words, this means that no more post-processing is necessary
since the best model is already achieved. However, uniqueness can come at a cost,
since degenerate solutions sometimes occur, which makes the PARAFAC estimation
converging slowly, unstable and difficult to interpret [3].

For assessing the number of components of a PARAFAC model, the core consis-
tency diagnostic (CCD) is usually used [4] which can also be used for any other model
with the shape of a restricted Tucker3 model.

Another important property of the PARAFAC model is the reduced number of
parameters when compared to PCA and Tucker3 models [8]. For example, if the
PCA solution of an I x JK matrix (I x J x K array unfolded) has F-components
then the model will consist of F(I+JK) parameters coming from score and loading
elements. A corresponding PARAFAC model will only have F(I+J+K) parameters
whereas a Tucker3 model with equal number of components in each mode will have
F(I+J+K)+F3 parameters. This means that a PARAFAC model will generally have
fewer number of parameters and is the ”most simple and restricted model” [8], while
PCA can be considered as the ”most complex and flexible model” [8].
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3.6 Description of the Data
The data set originates from an injection moulding process, which produces more
than one product per shot. In this specific data set, there are 48 cavities in the
mould which means there are 48 products produced per shot. The quality measures
of the injection moulding process are often given by the geometric measurements of
the products. In this case, 43 quality measures are used. There are 24 different time
points (or observations) at which the data has been acquired. It is important to
mention that the time points are collected far apart and therefore, serial dependence
is not considered in this case. All the output products are within tolerance. In
addition, the corresponding process variables of the time points are also available,
however, it is beyond the scope of this chapter to present and analyze this data set.

From the description of the data, the data is a three-way array of dimensions I =
24, J = 43, K = 48, i.e., 24 x 43 x 48, which is represented visually in Figure 3.5.

Furthermore, for the purpose of this analysis, the data has been standardized, i.e.
centralized and scaled with a standard deviation of one. The standardization has
been performed on the quality measures direction. This means that any slice from
the 43 quality measures variables has a mean of zero and a standard deviation of one.

Y24 time points

43 quality measures

48 cavities

Figure 3.5: Industrial data set represented as a three-way array

3.7 Purpose of analysis
Given the industrial data set, two major questions are inspected with the help of
multi-way models. These questions are set for an exploratory data analysis.

1. Are the products produced by different cavities consistent and is the same qual-
ity obtained?

2. Can some of the quality measures be removed in future data collections?
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The idea behind these questions is to check the consistency between the shots
with respect to time and cavities. The aspiration is to reduce the dimensionality of
the output space by making use of the multi-way models. The analysis is presented
in the following sections.

3.8 Descriptive quality measure plots
We start with the descriptive plots of the data. Even though the data is complex,
this approach can still provide some insights. For this, the three-way array in Figure
3.5 has been decomposed into slices and plotted.

In Figure 3.6, the quality measures have been denoted by Q1, Q2, etc. and are
plotted separately. The y-axis represents the registered values of the quality measures,
while the x-axis denotes the cavities. Since there are 24 different time acquisition
points, there are 24 time stamp lines in each plot. The behaviour of each quality
measure for the different cavities is represented by these lines.
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Figure 3.6: Overview of the quality measures. In each subplot, the x-axis is repre-
senting the cavities while the y-axis denotes the registered value of the
corresponding quality measure

Since all products are within tolerance, only small variations between the 24 time
stamp lines are expected. Yet, this is not happening as it can be depicted in Figure
3.6. For instance, in Figure 3.6a, more specifically, the plots from Q1 to Q5 show a
time stamp line (light blue line, 13th line) which behaves differently than the other
time stamp lines. This behaviour is either less apparent or not apparent at all in
other quality measures. A similar behaviour is also observed in Figure 3.6b in the
plots Q26 to Q29 where a purple time stamp (11th line) is shifted towards the top
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part of the plots. Furthermore, in the plots Q36 to Q43, Figure 3.6b, there is an
increasing/decreasing trend over the cavities. Naturally, the next step in the analysis
would be to try to explain some of the observed variation from the plots in Figure
3.6.

3.9 Results of MPCA
First, the data is unfolded such that the 24 different time points are the row-mode
and the quality measures times the cavities are the column-mode. This implies that
the dimensions of the newly formed matrix are 24 x 2064 (= 48 x 43). Each cavity
is treated independently by unfolding the data in this way. By arranging the data in
this manner, the PCA model from equation 3.2 can support investigating the time
points.

After running the PCA model, 3 components explain 80.9 % of the total variation.
These components account for 46.4 %, 24.02 %, and respectively 10.48 % of the total
variation. Since in this case the main purpose of PCA is interpretability, more specific
for checking which time points are behaving differently from each other, a biplot of
the first two scores is considered and presented in Figure 3.7.

-34 -32 -30 -28 -26 -24 -22 -20 -18 -16

Score one

-100

-80

-60

-40

-20

0

20

40

S
co

re
 tw

o

 1

 2

 3

 4

 5  6

 7

 8
 9

10

11

12

13

141516 17

18
1920212223

24

(a) Score one versus Score two

5 10 15 20
Sample

-100

-80

-60

-40

-20

0

20

40

S
co

re
s 

on
 P

C
 1

 (
46

.4
0%

),
 S

co
re

s 
on

 P
C

 2
 (

24
.0

2%
)

X: 13
Y: -82.33

(b) Scores versus the time points (Sample)

Figure 3.7: Score plot represented in two different manners

In Figure 3.7, the 13th time point seems to be an outlier. The other time points
seem to behave similarly, with maybe the exception of time point 1, 2, 3 and 11.
These results are not surprising given the plots from Figure 3.6 where the time points
13 and 11 were performing unusually. Hence, both from the visual inspection and the
PCA analysis on unfolded data it can be concluded that there are five time points
that do not behave in the same manner in terms of cavities and quality measures.

By unfolding the three-way array differently, another question can be answered.
Namely, we are interested in the behaviour of the cavities. For the unfolding, the
same procedure as above is followed with the difference that the cavities are the row-
mode. This means that the unfolded data is of dimensions 48 x 1032.
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Given the results of the first analysis, one normally, would remove from the anal-
ysis the time points that are considered outliers (1, 2, 3, 11 and 13). In this case,
however, as the analysis is focused on understanding the differences between the
cavities when the products are within tolerance, the entire data set is used for this
analysis.

When running the PCA model for this unfolded data, the first three components
each explain 38.74 %, 10.85 %, and 9.08 % of the total variation. Thus, the variance
explained by the first three principal components is 58.66 %. The other principal
components explain much less of the total variation and therefore, have not been
considered. For the purpose of this analysis, we consider the biplot of score one
versus score two which is given in Figure 3.8. The biplot of score one versus score
three has also been investigated and the same conclusions as in Figure 3.8 have been
obtained, and hence is not presented in the thesis.
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Figure 3.8: Score plot of unfolding the data in a different manner (Cavity as a
row-mode)

By investigating Figure 3.8, it can be observed that cavities 2, 39 and 45 are
behaving differently. Technically, there can be various causes for this behaviour. For
example, one reason could be related to the position of the cavities with respect to the
cooling channels in the mould. This is a common problem since plastic is sensitive to
temperature and the cooling temperature can affect the shrinkage of the final product.
There can also be wax deposits in the cavities that affect the dimensions of the final
product.

Another way to analyze the results obtained from the PCA on the unfolded data is
to try to find the variables that influence the scores. From the theory, it is known that
the scores are in fact a linear combination of the loadings and the original observations.
By examining the loadings, one could investigate which variables are influencing the
scores the most. If the loadings have high values (both positive and negative), then
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they will have a high influence on the output. Naturally, if the loadings are zero then
they will not influence the scores.

Figure 3.9 presents the loading one versus loading two, where the first component
explains 38.74 % of the variance while the second component explains 10.85 %.
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Figure 3.9: Loading plot of unfolding the data in a different manner (Cavity as a
row-mode)

As visualized in Figure 3.9, it is difficult to understand which loadings are im-
portant for the scores due to the high number of loadings (1032). Another alterna-
tive method for this type of analysis could be SPCA, (Sparse Principal Components
Analysis [11]) which can penalize the loadings to zero. However, even when using
this method, the interpretation would be difficult due to the time dependence of the
quality measures.

Lastly, the data is unfolded such that the row-mode is given by the quality mea-
sures. In this way, another question initially addressed can be answered. Namely,
”Can we find similarities between the quality measures such that some of the quality
measures can be dropped in future data collection processes?”

As before, the data is unfolded with the row-mode as the quality measures and,
PCA is performed on the unfolded data. For this case, the dimensions of the unfolded
data are 43 x 1152. In terms of PCA modelling, the first four components explain
60.18 % of the total variation. These four principal components account for 25.46 %,
14.40 %, 12.30 %, and 8.02 % of the total variation.

In order to check if some groupings (clusters) of the quality measures are formed,
the score one versus score two are plotted in Figure 3.10. Other score biplot config-
urations have been investigated without extra conclusions, and are not presented in
the thesis.

As visualized in Figure 3.10, there are two noticeable clusters (groups). Each one
of the groups contains four quality measures which are {40, 41, 42, 43} and {36, 37, 38, 39}.
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One could argue that other quality measures can be dropped from future data col-
lections, however, this might need a future analysis.

-35 -30 -25 -20 -15 -10 -5 0 5 10

Score one

-40

-30

-20

-10

0

10

20

30
S

co
re

 tw
o

 1 2
 3

 4

 5

 6  7 8

 9

10

11
1213

14
1516

17
18

1920

21

22 2324

25

2627
28

29
30

31
32
33

34
35

36
37

38
39

40
4142

43

Figure 3.10: Loading plot of unfolding the data in a different manner (Quality mea-
sures as a row-mode)

In this section the analysis has been performed using a bilinear method, namely
MPCA. One can ask if a better overview can be achieved using trilinear methods like
PARAFAC or Tucker3. Consequently, the next section investigates trilinear methods
with the main purpose of confirming the analysis presented above but also to check
if other insights on the same data set can be obtained.

3.10 Results of PARAFAC and Tucker3
As presented in the theory section, PARAFAC has some advantages over the Tucker3
model and is often the first model choice when it comes to modelling three-way
array data. PARAFAC needs less parameters than Tucker3 and also has an unique-
ness property. For this reason, the first part of the analysis is dedicated to fitting
PARAFAC. In fact using Tucker3 for exploratory data analysis is quite common since
for this type of analysis it is not important to have unique axes. Also, Tucker3 mostly
converges faster than PARAFAC and therefore, it is computationally cheaper than
PARAFAC. In consequence, if PARAFAC cannot be fitted on the data, Tucker3 offers
a good alternative.

As specified in section 3.6 the data has the following dimensions 24 x 43 x 48.
Hence, the first mode is given by the time stamp direction.

As in the case of PCA, the number of components needs to be chosen for PARAFAC.
One is usually guided by the core consistency when choosing the number of compo-
nents but this is not the only diagnostic to consider. Other indicators are given by the
fitting time, appearance of the loadings, the residual variation of the model as well
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as the normality of the residuals. After fitting the model with several components
it is decided that 3 components are enough to model the data well. A summary of
the diagnostics for the PARAFAC model with 3 components is presented in Figure
3.11. As it can be observed, the model has a core consistency of 94 % which can
be interpreted as a ”very trilinear” model. There are no visible patterns among the
residuals which is also indicating that the model is fitting the data well. Regarding
the residuals, one concern can be given by the fact that they seem to fail the nor-
mality assumption. Nonetheless, for the purpose of this analysis this aspect is not
considered problematic.

Figure 3.11: PARAFAC fitting results

The PARAFAC model can give a quick overview over the three modes by plotting
the so-called biplots of the loadings. The loadings plots for each of the modes are
presented in Figure 3.12. Given the PARAFAC decomposition, the loadings of the
first mode, in this case the time stamps, are the same as for the scores.

From Figure 3.12a, it is clear that the 13th and the 11th time points are outliers
compared to the other time points. This result matches also the conclusion given
by just looking at the unfolded data visually in Figure 3.6. What is interesting to
mention is that MPCA also catches the 13th and 11th time points, however, it also
presents other time points as outliers which can lead to dropping meaningful data for
a future analysis.
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Figure 3.12: PARAFAC loading plots

The loadings biplot of the quality measures is presented in Figure 3.12b where
there is a visible number of groupings. These groupings are difficult to be deciphered
in the figure, so an offline inspection has been carried out. It turns out that two of the
groups are the same as the ones caught by MPCA. There are also other three visible
groups which are formed with around four quality measures in each of the groups.
Without going into too much detail, this result shows again that some of the quality
measures can be dropped.

Finally, the loadings biplot of the cavities is presented in Figure 3.12c. After a
visual inspection of the figure, it can be concluded that again cavities 2, 39 and 45
are behaving differently than the rest of the cavities. This result matches also the
MPCA one.

A Tucker3 model was fitted on the same data. In terms of diagnostics, the Tucker3
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model looks similarly to PARAFAC. As in the case of PARAFAC, the residuals also
seem to fail the normality assumption. Hence, it was decided that a Tucker3 model
will not bring extra insights to the analysis and will repeat the conclusions provided
by MPCA and PARAFAC, and was not pursued further.

3.11 Conclusion
This chapter focuses on investigating in detail a data set provided by the industrial
partner. The work has been presented through the means of a poster at a one day
conference.

The data set describes the output products and consists of time points, cavities
and quality measures which can be arranged as a three-way array data set. The
products are all within tolerance.

The results of this analysis indicates that at two different time points, the process
was behaving differently. Although, the products are still within tolerance, it might
still be useful to understand the underlying changes in the process that lead to these
differences. For this reason, these two time points need to be investigated closely
from an injection moulding process point of view. The process variables for these two
time points are only indicating an abnormal behaviour for one of them (this analysis
is briefly mentioned in Appendix A). Some probable causes can be due to environ-
mental or material changes.

Furthermore, as indicated by the analysis, there are three different cavities which
behave different from the rest of the cavities. Thus, a careful physical investigation
of the mould can provide some answers to this behaviour.

Lastly, the analysis also concludes that some of the quality measures can be
dropped for future data collections. Naturally, a more into depth analysis should
be performed, when new/more data sets are available.

This type of analysis can be performed in advance before a mould is send out for
production. In this way, the operator will already have an indication on what cav-
ities, quality measures should be monitored carefully in production for that mould.
Therefore, the results of this type of analysis can also be used for monitoring not only
offline investigation.



CHAPTER 4
Semi-supervised Learning for

prediction of quality measures

The aim of this chapter is to present insights related to output prediction for
the current industrial setting. As seen in the previous chapter, the injection
moulding process is a complicated process with noticeable variation even when

the products are within tolerance. The analysis performed in the previous chapter
also showed that the output can be simplified and some of the quality measures can be
dropped from future data collections. Furthermore, the injection moulding machines
are equipped with sensors and the question is how to incorporate all this information
for the purpose of output prediction. The following chapter presents one way to
predict the output under these circumstances. In this case, the industrial setting has
been simulated using insights from analyzing real data sets. Since the problem at
hand is already complex, the output is assumed to be univariate.

The matters presented above are discussed in detail in the current chapter. This
work resulted into a published manuscript by Quality and Reliability Engineering
International which is referred as Paper A and is further attached at the end of this
chapter.

4.1 Process variables data set
As mentioned in the previous chapter, the corresponding process variables of the
output data set have also been collected. The aim of this section is to analyze the
particularities of this data set and use them in the simulation study mentioned in the
short introduction of this chapter. Since all the products are within tolerance and
the aim is prediction, the data set has been briefly analyzed.

A number of 159 machine saved variables have been collected for the 24 different
time points. Hence, the data set consists of 24 observations and 159 process variables
(features). The data has been standardized with mean zero and a standard deviation
of one. The number of 159 process variables is not the same for all injection moulding
machines as they are manufactured by different companies. Depending on the man-
ufacturer, more or less machine variables are saved by the machine. Usually, there
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are some standard process variables that are always saved by all the machines using
built-in sensors.

In order to underline the relationship between the data set and the three-way
array output a schematic representation is presented in Figure 4.1.

X Y24 time points

159 process variables

24 time points

43 quality measurements

48 cavities

Input Output

Figure 4.1: Overview of the industrial data set

Given the high number of process variables and also given the fact that most of
the injection machine built-in sensors are placed close to each other, there is a strong
indication that some of these variables are correlated. The correlation matrix is given
in Figure 4.2.
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Figure 4.2: Representation for the correlation matrix of the process variables

As depicted in Figure 4.2, there is a high number of positively correlated process
variables which are represented by blue blocks around the diagonal. There is also a
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number of process variables that are negatively correlated and as illustrated in the
figure, the number of these is much fewer than of the positively correlated ones.

4.2 Motivation behind research
One particularity of the current industrial setting is given by the fast production time
(the shots last a matter of seconds). In the same industrial context, the monitoring of
the injection moulding process variables is possible by making use of built-in sensors
from the injection moulding machines while quality measures (product characteristics)
are collected more scarcely.

From a data perspective, this information translates to an abundance of process
variables data with very scarce outputs. The reason behind the scarcity is given by
the extra time needed for obtaining the quality measures. This makes only some of
the process data labeled. As seen in the previous section, another characteristic of
the data is given by highly correlated process variables which is probably due to the
sensors’ physical proximity to each other.

Using this information, the goal of the research is to predict the quality measures
by making use of all available process data. This research problem translates to a
regression one since the outputs are continuous. Moreover, for simplicity, the output
is assumed univariate as specified before. Furthermore, this research problem is often
called soft sensor modelling [12], where usually easily acquirable sensors’ data is used
to predict outputs which are hard to measure as it is the case also for this industrial
problem where the output is subject to measurement delays. In the next section, the
proposed methodology from Paper A is described briefly.

4.3 Paper A methodology
Since there is an abundance of process data, the challenge is how to model this in-
dustrial setting such that all the observations without an output are incorporated
into the model and used further for prediction purposes. The naïve approach would
discard all the data without a corresponding output to build the model. However,
this will mean that important knowledge regarding the process can be lost.

For tackling this prediction problem, inspiration came from an area in machine
learning called semi-supervised learning where the features with a corresponding out-
put (labeled data) are used in connection with features without an output (unlabeled)
for prediction purposes. In general, the methods for semi-supervised learning are most
suitable for classification tasks, however, regression problems have also been proposed
[13].

Due to the high correlation among the process variables and the continuous out-
put, latent methods haven been considered. The attention was drawn in particular to
PCR and PLS models due to their relative inclination for practical implementation.
In terms of predictive ability there are no significant differences among the two as
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specified by Wentzell and Montoto [14], with the mention that PLS usually requires
fewer latent components than PCR. The two methods are described in Paper A.

In Paper A, PCR is modified using also the unlabeled data and is denoted as
SS-PCR (semi-supervised PCR). The idea of modifying PCR with unlabeled data for
better prediction is not new, since Thomas [15] as well as Isaksson and Næs [16] al-
ready introduced it. However, the novelty of Paper A is given by the industrial setting
that the method is applied on and the extensive comparison between SS-PCR with
PCR and PLS which are trained only on labeled data. Furthermore, the manuscript
also introduces the concept of Correlation Measure (CM) in order to quantify the
underlying correlation structure of the predictors’ data.

Two studies have been carried out; a simulation study that describes the current
industrial setting and a study using benchmark data. The industrial setting is a
simplified one, where the output is considered univariate and the number of process
variables is varied in three sub-studies. For simplicity, the data in the first study is
assumed to be serially independent. The benchmark data is in the shape of spectra
which is a classical type of data to apply PCR or PLS.

The idea behind the two studies is to show that in the case of scarce outputs and
an abundance of unlabeled data SS-PCR is performing better in terms of prediction
instead of PCR or PLS applied only on labeled data. The reasoning behind this
statement is that SS-PCR will take advantage of the extra information found in the
unlabeled data.

The results of Paper A, show that it is beneficial to use SS-PCR over PCR or
PLS applied only on labeled data under the assumption that the unlabeled data
comes from the same distribution as the labeled data. From an industrial perspective
where simplicity is paramount, SS-PCR is easy to implement as the method relies on
standard PCA. Paper A is presented in the next section.
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Abstract

The expanding availability of complex data structures requires development of

new analysis methods for process understanding and monitoring. In

manufacturing, this is primarily due to high‐frequency and high‐dimensional

data available through automated data collection schemes and sensors.

However, particularly for fast production rate situations, data on the quality

characteristics of the process output tend to be scarcer than the available pro-

cess data. There has been a considerable effort in incorporating latent struc-

ture–based methods in the context of complex data. The research question

addressed in this paper is to make use of latent structure–based methods in

the pursuit of better predictions using all available data including the process

data for which there are no corresponding output measurements, ie, unlabeled

data. Inspiration for the research question comes from an industrial setting

where there is a need for prediction with extremely low tolerances. A

semi‐supervised principal component regression method is compared against

benchmark latent structure–based methods, principal components regression,

and partial least squares, on simulated and experimental data. In the analysis,

we show the circumstances in which it becomes more advantageous to use the

semi‐supervised principal component regression over these competing methods.
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1 | INTRODUCTION

Since the start of industrialization, technological
advances have led to paradigm shifts, which today are
recognized as “industrial revolutions.” The so‐called first
industrial revolution started in the field of mechanization
through steam power, the second one continued with the
intensive use of electricity, while the third one incorpo-
rated information technology and robots into the indus-
tries. Industry 4.0, the term for the fourth industrial
revolution, was first coined in 2010 by the Federal
Ministry of Education and Research in Germany and
has become a high‐tech strategy for Horizon 2020.1 The
vision of the fourth industrial revolution is that based
on the advanced digitalization within industries, the

combination of internet of things, “smart objects” all
powered by sensors and internet networks, will result in
another paradigm shift (Figure 1).

This will in fact result into modular and efficient
manufacturing systems with the ultimate goal that prod-
ucts control their own manufacturing process.1 Actually,
this will require that manufacturing machines will know
their own history and predict the future events making
the manufacturing process smarter.2 All these changes
result in the abundance of data, usually referred as big
data, which can potentially be used in the optimization
of the manufacturing processes.

In data analysis, these advances have led to an envi-
ronment with an abundant amount of production data,
which is often characterized as multidimensional and
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highly correlated. This has been possible through auto-
mated data collection schemes and sensorics, which col-
lected process data such as temperature and pressure at
a great frequency. On the response side, eg, product qual-
ity characteristics, however, the progress has been slower.
Particularly for processes that operate at high production
rates, such output data are still scarce. This results in 2
types of process data: labeled (a.k.a. supervised) for which
there is a corresponding output data and unlabeled (a.k.a.
unsupervised) for which there is no output data. The
research question in this work is the effective combina-
tion of these 2 types of data to improve prediction of the
output. That is, the goal is to investigate ways in which
the unlabeled data offer added value in predicting the
output in the case of scarce labeled data.

As a tool for analysis, multiple regressions with high‐
dimensional input data have proven to be inefficient
when the number of observations is very low and also
when multicollinearity is present. Multicollinearities are
frequently indicated by large correlations within subsets
of the variables and can lead to large variances of the esti-
mated regression coefficients, which make the regression
estimates unstable and potentially misleading.3 There-
fore, multiple regression cannot be used in the above
mentioned scenario. To overcome these issues, methods
based on latent structures such as principal component
regression (PCR) and partial least squares (PLS) regres-
sion have been traditionally used. These methods have
been studied intensively in the field of chemometrics.4-6

As indicated by Frank and Friedman,6 PLS is often rec-
ommended over PCR even though both methods are doc-
umented in various articles with industrial applications,
which state that both methods perform similar in terms
of prediction.7 The difference lays in the number of com-
ponents as usually PLS needs fewer latent variables than
PCR to obtain the same amount of prediction error.7

Dimensionality reduction does not necessarily ensure
a better prediction when there are fewer observations for
the response variable(s). This type of problem, namely,
having more observations for the inputs than for the
response variable(s), can be found in the literature under

semi‐supervised (SS) learning. This term was first intro-
duced for classification problems where there were fewer
labeled data (predictors/label pairs) than unlabeled data
(predictors without responses). By incorporating unla-
beled data into the supervised model or directly training
the model from both labeled and unlabeled datasets, SS
models are reported to perform better than the classical
methods.8-12 Traditional SS learning methods include
self‐training–based methods, co‐training methods, proba-
bilistic generative model–based methods, and graph‐
based methods.11 In the literature, more focus has been
put on classification problems rather than regression
problems.

This paper is motivated by the pursuit of obtaining
better predictions for production data by incorporating
the unlabeled data into model training. The naïve
approach is to discard the unlabeled data and make pre-
dictions solely based on the labeled data. With the help
of SS methods, we show that the predictions can be
improved by simultaneously dealing with dimensionality
reduction and scarce observations for the response(s).
The argument is that by introducing unlabeled data, we
get a better understanding of the overall variation in the
inputs (predictors), which ultimately leads to a better
prediction.

2 | METHODS

In this section, a short introduction to PCR and PLS is
given along with the SS‐PCR method.

2.1 | Principal component regression

In multiple linear regression, the model is

y ¼ Xβþ ε; (1)

where y is the response variable with n observations, the
predictors matrix X is of size n × p, while β is a column
vector of p regression coefficients. The error terms are
represented by ε, and they are usually assumed for

FIGURE 1 Industry revolutions

through time [Colour figure can be viewed

at wileyonlinelibrary.com]
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inference purposes to be independently and identically
distributed with a normal distribution with mean 0 and
constant variance, σ2.

In the case of high correlation among the predictors,
the principal components of the predictors can be
obtained from

Z ¼ XA; (2)

where Z is the matrix representing the principal compo-
nents, a.k.a. scores, and A is the loading matrix and has
a dimension of (p x p) whose kth column is the kth eigen-
vector of X′X corresponding to its kth largest eigenvalue.
The principal components can be seen as the linear com-
binations of the original variables obtained in such a way
that the first linear combination explains the most varia-
tion in the data, the second linear combination explains
the second largest variation in the data and uncorrelated
with the first linear combination, and so on.

Because of the orthonormality of A, ie, AA′ = I as
eigenvectors are orthogonal and of unit length, Xβ can
be rewritten as XAA′β = Zγ, where γ = A′β. The PCR
equation can thus be written as

y ¼ Zγþ ε; (3)

which has the predictor variables replaced by their PC's
in the regression model. Furthermore, it is conventional
in the PCR as well as other chemometric methods to
standardize the predictor variables such that X′X is
proportional to the correlation matrix of the predictor
variables. This convention is also followed in this paper.

From an optimization perspective, PCR seeks direc-
tions that have high variance, and mathematically, the
kth principal component direction ak

13 is obtained from

maxαVar Xαð Þ
subject to αk k ¼ 1; αTSaj ¼ 0; j¼1;…;k‐1;

(4)

where S is defined as the sample covariance matrix of X.
To ensure that zk = Xα is uncorrelated with the previous
linear combinations zj = Xaj, the condition αTSaj = 0
needs to be satisfied. The number of components chosen
for Z can be determined by using different methods. This
will be considered in section 2.3.2. For further details we
refer to Chapter 6 of Jolliffe.3

2.2 | Partial least squares

As in the case of PCR, PLS also builds a set of linear com-
binations of the inputs for regression.13 However, unlike
PCR, it uses the correlation between the response(s) and
the predictors in finding the linear of combinations of
the inputs that not only explain the most variation in

the input variables but also have the most predictive
power to explain the response(s). This can be formulated
as an optimization problem for univariate y, where the
kth PLS direction bφk solves13:

maxαCorr2 y;Xαð ÞVar Xαð Þ
subject to αk k ¼ 1; αTSφ_j ¼ 0; j¼1;…;k‐1:

(5)

The traditional PLS regression algorithm is based on
the nonlinear iterative partial least squares.4,14,15 The
idea in nonlinear iterative partial least squares is to com-
pute the components in a partial fashion, ie, one at a
time, until all the variance in the data is explained. The
algorithm is iterative, and in each step, residuals are com-
puted from the information explained by the last compo-
nent subtracted from X and y.15 Other implementations
for PLS are available in the literature such as SIMPLS16

or the kernel algorithm for PLS.15 For further details on
PLS, we refer to Wold et al4 and Höskuldsson.17

2.3 | Semi‐supervised principal component
regression

2.3.1 | Methodology

In the context of manufacturing industry, process data
from sensors tend to be abundant while the responses,
ie, product quality measures, are very scarce due to
sampling and inspection costs. The underlying idea is to
make use of unlabeled data, which may otherwise be
ignored for prediction purposes. By introducing unla-
beled data, we will get a better understanding of the over-
all predictors' variation that will ultimately lead to a
better prediction. One straightforward approach is to
modify PCR such that all available data are used for com-
puting the loadings rather than using just the labeled
data. This idea has been proposed before when this
approach is used to calibrate the model with all available
data and compared with standard PCR.29,30 We follow a
slightly modified approach where the goal is to predict
the outcome of the new data that was not used in model
building. Furthermore, we also provide a comparison of
this approach with the commonly used supervised learn-
ing method, PLS, and show the circumstances in which
PLS is outperformed by the modified PCR approach. For
a quick overview of the naïve approach versus the pro-
posed methodology used for prediction, see Figure 2.

One common particularity of industrial systems is
that because of the high‐frequency nature of the data,
the predictors' data collected in time are serially depen-
dent (autocorrelated). This phenomenon can lead to
various problems in modelling.18-20 In the case of labeled
data, autocorrelation should not pose a problem since
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the data are collected at distant time intervals, usually
because of a high cost of sampling and inspection. Auto-
correlation can be a problem in the case of unlabeled data
as the data are sampled at a high frequency. Because of
the abundance of unlabeled data, a skipping strategy or

any other strategy21,22 can be used to avoid this issue. In
our simulations, we did not impose any serial depen-
dence, and hence, our results reflect that particular case.

The mathematical formulation for both SS‐PCR
methods coincides and is derived below. Let the data for

(A) (B)

FIGURE 2 Comparison between the naïve approach and the proposed methodology semi‐supervised principal component regression

(SS‐PCR) [Colour figure can be viewed at wileyonlinelibrary.com]

(A)

(C) (D)

(B)

FIGURE 3 First simulation study (10 predictors with 3 latent components): Correlation structures among input variables. Each block

contains the same random value generated from the block correlation interval. In the case of 0.99, all the blocks have the same value

namely 0.99 [Colour figure can be viewed at wileyonlinelibrary.com]
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predictors X (n × p) be split into X1 (n1 × p) and X2

(n2 × p), hence n1 + n2 = n. The response y is of dimen-
sion n1 × 1 and together with X1 defines the labeled data
set, while X2 is further defined as the unlabeled data set.

Given the relationships from (1) and (2) and because
of the orthonormality of A (the loading matrix A is com-
puted from the entire predictors data, X), X1β can be
rewritten as X1AA

′β = Z1γ, where γ = A′β. The SS‐PCR
equation can thus be written as

y ¼ Z1γþ ε; (6)

which has the predictor variables X1 replaced by the Z1;
the X1 scores using the loadings from the entire X in
the regression model. It is assumed that both labeled
and unlabeled data come from the same distribution. It
has been proven through simulations that a drift in the
unlabeled data can result in an increased prediction error
compared with a model based solely on labeled data.23

Since there is only a methodology change between the
existing and proposed SS‐PCR, both are referred under
the name SS‐PCR. Semi‐supervised principal component
regression was treated from both a linear and nonlinear
perspective in other published work.11,12 The methods
proposed in the papers written by Ge Z et al11,12 consider
the SS‐PCR from a probabilistic perspective using a gen-
erative model structure. In this approach, the SS‐PCR
model is built from a data projection perspective. The
advantage of this method is the simplicity in which it

can be easily applied in industrial cases. Also, no addi-
tional coding is needed beyond the standard PCR coding.

2.3.2 | The number of SS‐PCR components

An important research question is to determine how the
number of latent components is selected for the SS‐PCR
method. For PCR and PLS, there are several suggestions
in the literature on how to deal with estimating the num-
ber of latent components, eg, Chapter 6 of Jolliffe3 and
Wold et al.4 One very common approach as stated in Chun
and Keleş24 is to use cross validation. Coster et al25 intro-
duced cross validation to find the number of dimensions
that minimized the prediction error. All of these tech-
niques can be combined under the measure, root‐mean‐
square error of prediction (RMSEP) performed with cross
validation. As indicated in Mevik and Cederkvist,26

leave‐one‐out cross validation is preferable when one can
afford the computational burden, although adjusted 5‐fold
or 10‐fold cross validation are also viable candidates. For
illustration purposes, RMSEP is presented with a K‐fold
cross validation where the data are randomly divided into
K segments of approximately equal size, Lk,

27

RMSEPcv:K ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1
n

∑
K

k¼1
∑
i∈Lk

yi−byiÞ2�s
(7)

where byi is the vector of predicted values for the sample i
and n is the number of total samples. This statistic is also

(A) (B)

(D)(C)

FIGURE 4 First simulation study (10 predictors with 3 latent components): MSE/MSE0 curves averaged over 50 runs (solid green, blue,

and purple lines) for supervised partial least squares (PLS), principal component regression (PCR), and semi‐supervised PCR. Missing

observations are created in steps of 10 from the original 1000 observations [Colour figure can be viewed at wileyonlinelibrary.com]
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denoted as root‐mean‐squared error of cross validation.26

The number of latent components is chosen for which
RMSEP is minimized. In this way, the optimal number
of latent components is based on the predictive power. In
our case, we compute the RMSEP on the X1 scores com-
puted by using the loadings from the entire input data, X.

2.3.3 | Correlation measure

It is conjectured that the contribution of unsupervised data
will be related to the amount of supervised data as well as
the underlying correlation structure of the input data.
Hence, it is of high relevance in this context to define a
measure for the correlation among input variables. Given
that the number of latent components h is retained using
the RMSEP procedure as discussed in the previous section,
we define the correlation measure (CM) as

CM ¼ ∑h
i¼1λi

∑p
i¼1λi

(8)

where p is the initial dimension and λs are the eigenvalues
of the correlation matrix of X. The CM is between h/p (no
correlation among variables) and 1.

3 | SIMULATION STUDY

Three simulation studies have been conducted to com-
pare the SS‐PCR method with the benchmark methods
PCR and PLS. All studies are based on 1000 observations,
and each simulation study contains different number of
predictors and latent components. For a fair comparison,
the latent components have been artificially imposed by
building blocks in the structure of the correlation matrix
of the predictors, X which is normally distributed with
zero mean. Each block contains the same random num-
ber generated from an interval as it can be observed in
Figures 3, 5, and 7. Though not visible in these figures,
5, 25, and 50 values between 0 and 0.05 for each study
are also spread randomly for the “off‐diagonal” entries
with the only exception of the case of high correlation

(C)

(A) (B)

(D)

FIGURE 5 Second simulation study (100 predictors with 10 latent components): Correlation structures among input variables. Each block

contains the same random value generated from the block correlation interval. In the case of 0.99, all the blocks have the same value namely

0.99 [Colour figure can be viewed at wileyonlinelibrary.com]
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(0.99). Since the “true” latent structure is assumed to be
fixed and known, the methodology proposed in section
2.3.2 is not followed in the simulation studies. However,
in an industrial setting, this is highly recommended if
no prior information regarding latent structures is
available.

The first 2 simulation studies are based on 10 predic-
tors and 3 latent components, and 100 predictors and 10
latent components, respectively. For the third simulation,
the data structure is inspired from an industrial injection
molding process for which process data using molding
machine sensors are collected at a rapid rate, while the
quality measures are very scarce. To simulate this sce-
nario, data are generated with 300 process variables and
20 latent components.

For all 3 simulation studies, the y are generated using

y ¼ Xβþ ε;

where β and ε are distributed uniformly and normally, ie,
β∼U 0; 1ð Þ and ε∼N 0; 0:12ð Þ, respectively. At first, y
contains 1000 observations. For creating the SS scenario,
y is then systematically reduced by removing observa-
tions in increments of 10, which is further denoted as
y1. The removed observations are later used for comput-
ing the prediction mean squared error (MSE), which is
then scaled with MSE0 computed from the PCR model

on the entire X and y. All the data have been zero cen-
tered but not scaled since the data have the same order
of magnitude.

The MSE/MSE0 curves from applying supervised PLS
and PCR on X1 and y1, SS‐PCR on X and y1 are presented
in Figures 4, 5, and 6 with predictions averaged over 50
runs.

3.1 | First simulation study

As specified above, the correlation structure for the first
simulation study with 10 predictors and 3 latent compo-
nents is illustrated in Figure 3.

The comparison between SS‐PCR(X, y1), PCR(X1, y1),
and PLS(X1, y1) is illustrated in Figure 4.

As it can be observed in Figure 4, PLS outperforms SS‐
PCR and PCR in 3 of the 4 cases by having the lowest
MSE/MSE0 ratio. When correlation is very high among
predictors as in Figure 4D, SS‐PCR, PCR, and PLS per-
form similarly. As the results indicate, SS‐PCR starts to
take advantage of the added unlabeled data in the case
when the response is scarce and more importantly when
PLS coefficient estimates start to become unstable. For
this case, as the CM starts to increase, the PLS coefficient
estimates start to become unstable, and this is reflected in
the prediction.

(A) (B)

(D)(C)

FIGURE 6 Second simulation study (100 predictors with 10 latent components): MSE/MSE0curves averaged over 50 runs (solid green,

blue, and purple lines) for supervised partial least squares (PLS), principal component regression (PCR), and semi‐supervised PCR. Missing

observations are created in steps of 10 from the original 1000 observations [Colour figure can be viewed at wileyonlinelibrary.com]
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3.2 | Second simulation study

The correlation structure for this data set with 100 predic-
tors and 10 latent components is illustrated in Figure 5.

The comparison between SS‐PCR(X, y1), PCR(X1, y1),
and PLS(X1, y1) is illustrated in Figure 6.

As opposed to the results obtained for the first study,
SS‐PCR starts making use of the available unlabeled data
earlier for prediction when the response is scarce. This
result is valid for all 4 cases; however, the difference lies
in the CM, which dictates that a better performance of
SS‐PCR is obtained when the CM is lower as opposed to
the first simulation. What is interesting to note is that even
though the blocks of the correlation matrix contain the
same intervals for randomly generating the correlations,
the CM is very different. This result is consistent with
Jolliffe's statement,3 which indicates that as the number
of dimensions increases, a fixed number of retained latent
components will explain less variation in the data.

3.3 | Third simulation study

The correlation structure for this data set with 300 predic-
tors and 20 latent components is illustrated in Figure 7.

The comparison between SS‐PCR(X, y1), PCR(X1, y1),
and PLS(X1, y1) is illustrated in Figure 8.

As it can be depicted from Figure 8, in all 4 cases, PLS
performs remarkably well compared with PCR. However,
when the size of unsupervised data gets large, SS‐PCR
starts to outperform PLS. As stated before, what is inter-
esting to observe is that SS‐PCR outperforms PLS depend-
ing on the CM present in the original X. As the CM gets
larger, it is more difficult for SS‐PCR to outperform PLS
as observed in the second study. This is because of the
fact that with high correlation, the estimation of the
covariance matrix of X does not require as many observa-
tions as in the case of low correlation among the inputs.
In that sense, the contribution of the unsupervised data
gets attenuated with high correlation among inputs.

(A)

(C) (D)

(B)

FIGURE 7 Third simulation study (300 predictors with 20 latent components): Correlation structures among input variables. Each block

contains the same random value generated from the block correlation interval. In the case of 0.99, all the blocks have the same value namely

0.99 [Colour figure can be viewed at wileyonlinelibrary.com]
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4 | EXPERIMENTAL DATA

Most of the comparisons between PCR and PLS involve
chemometric applications, and therefore, we use a near‐
infrared (NIR) spectroscopy benchmark data set for
applying the SS‐PCR methodology.

The data set consists of NIR spectra as predictors and
octane numbers as responses of 60 gasoline samples. The
NIR spectra were measured by using diffuse reflectance
as log(1/R) from 900 to 1700 nm in 2 nm intervals, giving
401 wavelengths (Figures 9 and 10).28

To mimic the SS scenario as before, y is systematically
reduced by removing observations in increments of 1.
The number of labeled observations spans between 6

and 57. The data have been mean centered when apply-
ing the PCR, PLS, and SS‐PCR methods.

For choosing the number of components, since the
data set is small, RMSEP along with the leave‐one‐out
cross validation have been used. For PLS, 3 or 4 compo-
nents seem to be optimal, while for PCR and SS‐PCR, 4
components are used. The CM for this data set is 0.98.

The comparison between SS‐PCR, PCR, and PLS are
illustrated in Figure 11. For a fair comparison, the origi-
nal data have been sampled without replacement 50
times. In other words, each individual run consists of

(A) (B)

(D)(C)

FIGURE 8 Third simulation study (300 predictors with 20 latent components): MSE/MSE0curves averaged over 50 runs (solid green, blue

and purple lines) for supervised partial least squares (PLS), principal component regression (PCR), and semi‐supervised PCR. Missing

observations are created in steps of 10 from the original 1000 observations [Colour figure can be viewed at wileyonlinelibrary.com]

FIGURE 9 Gasoline near‐infrared spectra [Colour figure can be

viewed at wileyonlinelibrary.com]

FIGURE 10 Correlation matrix of the gasoline near‐infrared

spectra [Colour figure can be viewed at wileyonlinelibrary.com]
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randomly sampled labeled and unlabeled data sets from
the original data set.

Semi‐supervised principal component regression
method performs better than PCR and PLS in the case
of scarce outputs. When the number of components is 3
for PLS, SS‐PCR starts to outperform PLS already after
20 missing observations, whereas for 4 components, SS‐
PCR outperforms PLS after 30 missing observations. This
result confirms once more that unlabeled data can pro-
vide information to achieve a better prediction for scarce
outputs scenarios.

5 | FINAL DISCUSSION

With the new data collection schemes in automated
manufacturing, abundant production data are widely
available, and consequently, benchmark data analysis
methods need to be updated to take care of the newly
created challenges. This paper investigates a SS‐PCR
method,29,30 which uses both labeled and unlabeled data
for prediction. Four test cases where PLS, PCR, and SS‐
PCR are compared have been performed on simulated
data of varying dimensionality. A comparison between
these 3 methods is also performed on a NIR spectroscopy
benchmark data set.

As indicated already in the literature, PCR and PLS
performs well in supervised learning applications. How-
ever, as we show in this paper, PCR and PLS are nega-
tively affected when the response data are scarce or the
CM is low for high‐dimensional predictor data. In many
current industrial settings where input data are abundant
but the response data are extremely scarce, SS methods
are recommended. By using the entire input data includ-
ing both labeled and unlabeled data, a better representa-
tion of the covariance of the input variables is obtained.
In addition, when the correlation among the input

variables is relatively low yet still requiring dimension
deduction methods in regression, the addition of unla-
beled data improves the estimation of the overall correla-
tion of the input variables. On the other hand for low‐
dimensional data, SS‐PCR seems to outperform the
benchmark methods when the response data are really
scarce. However, since the implementation of the pro-
posed methodology is relatively simple and does not
require any additional software or coding compared with
standard PCR, the use of SS‐PCR for prediction purposes
is highly recommended when abundant unlabeled pro-
cess data is available.
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CHAPTER 5
Outlier detection in the context

of semi-supervised learning

This chapter is built on the work carried out in the previous chapter. In Paper
A, the implicit assumption was that both the labeled and unlabeled data
were free from outliers and the unlabeled data follows the same distribution

as the labeled one. In the current chapter, a more realistic situation is addressed
where unlabeled data might have outliers. From a prediction perspective this case
is interesting to study since the outliers in the unlabeled space can have a negative
influence over a semi-supervised model where the model can perform worse than a
model trained only on labeled data.

Using the same framework as in the previous chapter, an iterative procedure for
finding outliers in the unlabeled space using labeled data is proposed. This work has
been published in Quality and Reliability Engineering International and is attached
at the end of this chapter.

5.1 Motivation behind research
Including unlabeled data into a model can be advantageous for prediction purposes
[13]. However, this is not always the case. Depending on the information content of
the unlabeled data, the model can end up easily on an erroneous route in terms of
prediction [13]. For both classification and regression problems, unlabeled data which
deviates from the labeled data should be treated with care. One common example are
outliers found in the unlabeled data [13]. Another example, which involves also time
dependence is given by the presence of drift in the unlabeled data and as specified
by Gujral et al. [17], by using unlabeled data, an increase in prediction error can be
observed when compared with a model built solely based on labeled data.

Given the complexity of the injection moulding process both outlier and drift
situations can arise. Reasons behind this can include sensor problems, changes in the
material as well as environmental changes. Hence, both the labeled and unlabeled
data need to be checked for outliers or drift before used for prediction purposes. The
drift is challenging to study since it leads to serial dependence (autocorrelation) and
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for this reason, in order to simplify the scenario, the research question in this chapter
is only addressed for the outlier case. If outliers are present both in the labeled
and unlabeled data, robust methods for outlier detection can be used. One example
is given by robust PCA, e.g. ROBPCA [18]. If these methods are applied on the
unlabeled data, then they will not take into account the information present in the
labeled data information. For this, in Paper B an iterative strategy is proposed to
take into account the information from the labeled data and to use it further for
outlier detection.

5.2 Paper B methodology
Paper B is meant to be used in connection to the methodology proposed in Paper A.
The idea is to use the iterative strategy from Paper B for removing outliers from the
unlabeled space using the information from the labeled space and further use SS-PCR
from Paper A for model prediction.

The concept behind the iterative strategy is to add one or more observations at a
time from the unlabeled data set to the labeled one using a control limit. As seen in
the previous chapter, the labeled data set is very scarce to start with. For adding the
unlabeled observations to the labeled data set, a combined statistic of Hotelling’s T2

and Q statistics from a PCA model is used. These statistics are a common choice for
industrial process monitoring and are discussed in Paper B. The iterative strategy is
applied until the control limit shows all observations as out of control for a certain
significance level. The observations that are out of control are the outliers and these
are removed.

The iterative strategy has been applied on two data sets. First, the same type of
simplified industrial setting as described in the previous chapter has been used. This
is reasonable, since the goal is to use the current work for this process. Second, an
industrial data set coming from a real debutanizer plant is used. For the first data
set, the outliers have been generated using all features (predictors) with a mean shift.
In the second data set, the outliers have been extracted using PCA and introduced
in the unlabeled data set. In both cases, the labeled data set is very scarce. For
illustration purposes, also SS-PCR has been applied on these data sets. This was
done in order to show that also the proposed strategy can be used in the context of
Paper A.

The proposed strategy manages to remove the outliers in the data sets with suc-
cess. Due to the chosen significance level, some of the observations coming from the
labeled space are also removed. This is not surprising since there is a fine line between
outliers and extreme points. In the current context, this aspect is not problematic
since the ultimate goal is to use the data set for the SS-PCR model. The discarded
observations coming from the labeled data set distribution will not change the results
drastically. Paper B is attached in the next section.
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Abstract

As a direct consequence of production systems' digitalization, high‐frequency

and high‐dimensional data has become more easily available. In terms of data

analysis, latent structures‐based methods are often employed when analyzing

multivariate and complex data. However, these methods are designed for

supervised learning problems when sufficient labeled data are available. Partic-

ularly for fast production rates, quality characteristics data tend to be scarcer

than available process data generated through multiple sensors and automated

data collection schemes. One way to overcome the problem of scarce outputs is

to employ semi‐supervised learning methods, which use both labeled and unla-

beled data. It has been shown that it is advantageous to use a semi‐supervised

approach in case of labeled data and unlabeled data coming from the same dis-

tribution. In real applications, there is a chance that unlabeled data contain

outliers or even a drift in the process, which will affect the performance of

the semi‐supervised methods. The research question addressed in this work

is how to detect outliers in the unlabeled data set using the scarce labeled data

set. An iterative strategy is proposed using a combined Hotelling's T2 and Q

statistics and applied using a semi‐supervised principal component regression

(SS‐PCR) approach on both simulated and real data sets.

KEYWORDS

Industry 4.0, iterative strategy, latent structures methods, production statistics, semi‐supervised

learning

1 | INTRODUCTION

The recent trend of digitalization in manufacturing industry has led to a paradigm shift commonly referred to as
Industry 4.0.1 This umbrella term encompasses other fields, for example sensors, internet of things, networks that
should enable the digitalization process. From a data analysis perspective, all these changes result in abundance of data,
aka. Big Data, which can potentially help optimizing manufacturing processes.

The data from modern production processes are often characterized as high frequency, complex and highly dimen-
sional, which is usually collected through sensors and automated data collection schemes. Due to the fast production
rates, quality characteristics data are usually scarcer than process data, eg, pressure, temperature, etc. The reason
behind the scarcity is that the time required to complete quality inspection procedures tends to be long and quality mea-
surements are sometimes expensive to acquire. In terms of data structures, this results in two types of process data:
labeled for which there is a corresponding output, ie, measurements for quality characteristics and unlabeled for which
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there is no output. This type of data is commonly referred as multirate2-6 data in chemical and process engineering. In
the current work, it is assumed that inputs and outputs are collected at different frequencies and inputs are samples at
the same frequency.

When modeling, a naïve approach is to discard the unlabeled data and make predictions just using labeled data.
However, this approach is not necessarily optimal, as information from unlabeled data is not used. Missing data
under an uncertainty‐based framework7-12 is another way to deal with data that have different acquisition rates.
The idea is to replace missing records by estimates and to incorporate the associated uncertainty in the analysis.
In the current industrial context, the output values are very scarce, and under these conditions, it is difficult to assess
the uncertainty and the estimates are not reliable. Moreover, in the same context, it is also difficult to quantify
uncertainty coming from the measurement system, and thus, these approaches are not very helpful in this particular
situation.

The effective combination of the labeled and unlabeled data for improving prediction error is often done through
semi‐supervised learning.13-15 Traditionally, this is done for classification, but regression problems have also been
studied, and it has been shown that unlabeled data adds value in predicting the output in both cases.13

The scarcity of the output data is not the only challenge that these types of data sets pose in fitting prediction
models. Due to the complexity of the data, multicollinearity is often present which makes multiple regression esti-
mates unstable and potentially misleading.16 In order to overcome this problem, latent structures methods such as
principal components regression (PCR) and partial least squares regression (PLS) have been proposed for prediction.
Usually, PLS is often recommended over PCR even though both methods perform similar in terms of prediction.17

Commonly, PLS needs fewer latent variables than PCR to obtain the same amount of prediction error17 and thus
making it more robust.

The combination of labeled with unlabeled data has proven to be an interesting research question also when
multicollinearity is present, and it has been shown that unlabeled data can improve the prediction error.18,19 However,
it has also been shown18 that unlabeled data cannot always be successfully used for a lower prediction error. In the pres-
ence of drift, the use of unlabeled data can result in an increase in prediction error compared with that obtained with a
model solely based on labeled data.18 From a manufacturing process perspective, the scenarios of outliers or process
drift are realistic and need to be taken into account when building prediction models. Therefore, a valid research prob-
lem is to study how outliers or drift situations can be identified in the unlabeled data sets for the case of semi‐supervised
learning problems. For simplicity, we decided to focus in this work on outliers rather than drift situations. The problem
of outlier detection is a classical research problem in itself. Different definitions of outliers have been proposed, eg,
Hawkins,20 Barnett and Lewis.21 In this study, we consider outliers as the observations that come from a different dis-
tribution than of the labeled data. For the univariate case, methods for outlier detection include methods using location
and scale estimation, or quantiles of data.22 In that case, the task of finding outliers is also supported by graphs as in
QQ‐plots, scatterplots, or stem‐and‐leaf plots.22 For the multivariate case, there is no simple procedure to order the
data,22 and also the task of visually confirming the outliers becomes cumbersome with increasing dimensions. In deal-
ing with outliers, some of the more common approaches include methods based on Mahalanobis distance, robust
methods, projection pursuit techniques, as well as formal tests.22

The inspiration for this work comes from a manufacturing setting where, in the case of scarce labeled data and
abundance of unlabeled data, there is a need for prediction with high precision.

In the case of really scarce outputs, it has been shown that using a semi‐supervised PCR (SS‐PCR)19,23 approach
seems to outperform benchmark methods like PCR and PLS applied only on labeled data.24 Thus, the SS‐PCR approach
deals with problems that require dimensionality reduction and have scarce samples for the response(s). One advantage
of the SS‐PCR implementation is that it does not require any additional software or coding other than algorithms com-
pared with standard PCR, which makes it ideal for industrial applications.

For determining outliers in the unlabeled data, we propose an iterative strategy, which is based on a combination
of Hotelling's T2 and Q statistics from a PCA model that are commonly used in industrial process monitoring.25 The
main idea behind the strategy is to add iteratively to the labeled data set a number of unlabeled data that is close to
the labeled data set. In this manner, the unlabeled data that are “far away” from the labeled data are not selected.
The algorithm stops when all the unlabeled data statistics are larger than an upper control limit, at a chosen significance
level. The argument behind this strategy is that by introducing unlabeled data iteratively, we get a better understanding
of the overall variation in the inputs (predictors), which ultimately leads to a model with a lower prediction error. After
the procedure stops, a semi‐supervised learning model, in this case a SS‐PCR model, is built with the selected data and
used for prediction.
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2 | METHODS

In this section, a short description of PCR, PLS, and SS‐PCR is given along with the proposed iterative strategy based on
a statistic, which is a combination of Hotelling's T2 and Q chart statistics.

2.1 | Principal component regression

For a multiple linear regression (MLR), the model can be expressed as

y ¼ Xβþ ε; (1)

where, y is the response variable with n samples, X is the predictors matrix of size n × p, β is a column vector of p
regression coefficients, and ε is the error term usually assumed independent and identically distributed with a normal
distribution with mean 0 and constant variance, σ2.

The principal components of the predictors can be obtained from

Z ¼ XA; (2)

where, Z is the scores matrix of size n × p, A is the loading matrix with a dimension of p × p, and the kth column cor-
responds to the kth largest eigenvalue and kth eigenvector of X′X.

The principal components are expressed as linear combinations of the original variables. Most variation in the data
is explained by the first linear combination, the second largest variation in the data is explained by the second linear
combination uncorrelated with the first linear combination, and so on.

A property of A is that it is orthonormal, ie, AA′ = I. Thus, Xβ can be formulated as XAA′β = Zγ, where γ = A′β.
The principal component regression equation can be expressed as

y ¼ Zγþ ε; (3)

where the predictor variables are replaced by their PCs in the regression model. One commonly used convention is to
standardize the predictor variables such that X′X is proportional to the correlation matrix of the predictor variables. This
convention is also followed in this paper.

PCA can be formulated as an optimization problem, which seeks directions with high variance. The kth principal
component direction ak

26 is obtained from

maxα Var Xαð Þ
subject to αk k ¼ 1; αTSaj ¼ 0; j ¼ 1; …; k − 1

(4)

where S is the sample covariance matrix of X. The condition αTSaj = 0 needs to be satisfied to ensure that zk = Xα is
uncorrelated with zj = Xaj. Using the formulation of PCA, PCR can be constructed as indicated above in Equation (3).
For further details regarding PCR including different methods for choosing the number of components for Z, we refer to
Chapter 6 of Jolliffe.16

2.2 | Partial least squares

As in the case of PCR, PLS is based on a set of linear combinations of the inputs for regression.26 The difference lies in
the fact that PLS uses the correlation between the response(s) and the predictors in finding the linear combinations of
the inputs. PLS aims to maximize the covariance between the predictors' latent vectors and response(s)' latent vectors,
which makes PLS scale dependent.

The most variation in the input variables is explained by these linear combinations, which also have the most pre-
dictive power to explain the response(s).
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For univariate y, PLS can be formulated as an optimization problem, where the kth PLS direction bφk solves27

maxα Corr2 y;Xαð ÞVar Xαð Þ
subject to αk k ¼ 1; αTSφ

^

j ¼ 0; j ¼ 1; …; k − 1
(5)

The classical way to solve the PLS optimization problem is based on the algorithm, nonlinear iterative partial least
squares (NIPALS).27 Other algorithms have been proposed such as SIMPLS28 or the kernel algorithm for PLS.29 We refer
to Wold et al27 for further details on PLS including the estimation of latent components.

2.3 | Semi‐supervised principal component regression

2.3.1 | Methodology

All available data, ie, both labeled and unlabeled can be incorporated into a PCR model in a simple manner. The idea in
the SS‐PCR formulation is to compute the loadings from all the available data rather than just the labeled data.19,23 With
the introduction of unlabeled data, a better understanding of the covariance structure of the predictors can be obtained
which will lead to a better prediction. However, this is not always the case because a drift in the unlabeled data can
result in an increased prediction error compared with a model based on labeled data.18

The same result should also be valid for outliers (not only drift scenarios), as PCA is highly susceptible to outliers25

and SS‐PCR is built on PCA.
Mathematically, the SS‐PCR formulation can be described in the following manner:
Let the predictors X (n x p), be split into X1 (n1 × p) and X2 (n2 × p), with n1 + n2 = n.
The response y has the dimension n1 × 1 and together with X1 defines the labeled data set, while X2 is the unlabeled

data set.
From Equations (1) and (2) and due to the fact that A is orthonormal (A is computed using the entire predictors data,

X), X1β can be expressed as X1AA
′β = Z1γ, where γ = A′β.

Thus, SS‐PCR can be expressed as

y ¼ Z1γþ ε; (6)

where the predictor variables X1 from PCR are replaced by Z1 and the scores are built using the loadings from the entire
space X.

Other formulations of SS‐PCR both from a linear and nonlinear perspective are previously proposed.30,31 However,
the aforementioned SS‐PCR is preferred due to the simplicity of the implementation because no additional coding is
required beyond the one for the standard PCR.

2.3.2 | The number of SS‐PCR components

In the case of PCR and PLS, the estimation of latent components is an important aspect of the modeling process. The
same is valid for SS‐PCR, and in this case, root mean square error of prediction (RMSEP) with cross validation is used.24

The same statistic is also denoted as root mean squared error of cross‐validation (RMSECV).32

The RMSEP formulation for a K‐fold cross‐validation is presented below:

RMSEPcv:K ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1
n
∑
K

j¼1
∑

i ∈ Lj

yi−byið Þ2
s

(7)

where the labeled data are randomly divided into K segments of approximately equal size, Lj,
33 byi is the univariate

vector of predicted values for sample i, and n is the number of total samples. For each K‐fold in the cross‐validation,
the SS‐PCR model is built using the corresponding K‐fold labeled data along with the entire initial unlabeled data, as
it is not related to the responses.

FRUMOSU AND KULAHCI 1411



The optimal number of latent components is chosen when RMSEP is minimized, and in this way the choice of the
latent components is based on the predictive power. Leave‐one‐out cross‐validation32 may be preferable when it is com-
putationally feasible; however, 5‐fold or 10‐fold cross‐validation are more common for large datasets.

2.4 | Iterative strategy methodology

In this section, a proposed iterative strategy for determining outliers in the unlabeled data space using the information
from the labeled data is presented. Once a PCA model is established for the predictors' space X, this space can then be
divided into two subspaces, ie, a principal component subspace based on the retained principal components and a resid-
ual subspace.34 For each of these subspaces, a control chart is constructed to monitor the process based on the
Hotelling's T2 statistic for the principal component subspace and Q‐statistic or squared prediction error (SPE) for
the residual space.

2.4.1 | Hotelling's T2 statistic

The Hotelling's T2 statistic is the Mahalanobis distance of x ∈ X in the PCA model space,25 and following the same nota-
tion of the PCA model in Equation (2), it can be formulated as

T2 ¼ x−xð Þ′AkΛ−1
k A′

k x − xð Þ (8)

where x¼ 1=nð ÞX′1n is the mean, 1n = (1,1, … ,1)′, and Λk = diag (λ1,λ2, … ,λk) is the diagonal matrix with the largest
k < p components usually selected by the methods presented in Jolliffe.16 In this case, because the ultimate purpose of
the iterative strategy is prediction, it seems more natural to use the method presented in Section 2.3.2. Thus, also the
response is used for determining the optimal latent space.

An 100(1 − α)% upper control limit can be defined for real‐time monitoring of the Hotelling's T2 with the assumption
of temporal independence and multivariate normality of the scores as

T2
α ¼ k n2 − 1ð Þ

n n − kð ÞFk;n−k αð Þ (9)

where n denotes the number of samples, the Fk,n‐k(α) is the (1 − α) percentile of the F‐distribution with k and n‐k
degrees of freedom.

2.4.2 | Q‐statistic

The Q‐statistic is the quadratic orthogonal distance to the PCA space25 and can be formulated as

Q ¼ x−xð Þ′ I − AkA′

k

� �
x − xð Þ: (10)

For the Q‐statistic, several upper control limits corresponding to the (1 α) percentile are proposed in the literature.
Here, temporal independence and multivariate normality of the scores is assumed.

A common choice is the one proposed by Jackson and Mudholkar35:

QJM
α ¼ θ1

zα
ffiffiffiffiffiffiffiffiffiffiffiffi
2θ2h2

0

q
θ1

þ 1þ θ2h0 1−h0ð Þ
θ21

0@ 1A2

(11)

where, θi ¼ ∑p
j¼kþ1λ

i
j for i = 1, 2, 3 and h0 ¼ 1 −

2θ1θ3
3θ22

, zα is the (1 − α) percentile of the standard normal distribution.

Another popular limit for the Q‐statistic is the representation based on the weighted χ2 distribution and introduced
by Box.36
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QBox
α ¼ g χ2h;α (12)

where, θi ¼ ∑p
j¼kþ1λ

i
j for i = 1, 2; g ¼ θ2

θ1
; and h ¼ θ21

θ2
.

Nomikos and MacGregor37 propose another limit based on a weighted χ2 distribution:

QNM
α ¼ g χ2h;α (13)

where g¼ ν
2m

and h¼2m2

υ
and m and υ are the estimated mean and variance of Q at a particular interval.

The Q‐statistic limit proposed by Nomikos and MacGregor37 is relatively fast to compute; however, it is susceptible to
error when outliers are present in the data or if the number of observations is small. Because in this case the Q‐statistic
is based on a scarcely labeled data set, this limit is not an optimal choice. On the other hand, the popular limit given by
Jackson and Mudholkar35 assumes that residual eigenvalues are small, which is not always true.38,39 Hence, the limit
proposed by Box is considered in this case, which is also the preferred limit in other works aimed for industrial
applications.38,39

2.4.3 | Combining Hotelling's T2 statistic and Q‐statistic

If the process is not subjected to unusual disturbances, ie, operating under normal operating conditions, both the
Hotelling's T2 statistics and Q‐statistics will have low values. Correspondingly, relatively large values of these statistics
can be associated with outliers in the data.

As the purpose behind this work is outlier detection in the unlabeled data space, a combined statistic seems like a
natural choice. Also, because one statistic is easier to handle than two, this approach seems convenient also from an
industrial perspective where simplicity is preferred. Ze34 proposed a combined unlabeled data sample evaluation index,
which spans between 0 and 1 and includes both statistics and limits. For the purpose of this work, the evaluation index
is slightly modified and is defined as follows:

QBox
u ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
e−T

2
α=T

2
p

þ
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
e−Q

Box
α =Q

p
2

: (14)

It can be shown thatQBox
u statistic spans between 0 and 1 as in the case of the proposed combined statistics by Ze.34 The

limit in this case can be derived when the limits and statistics are equal; thus,

Qlim
u ¼

ffiffiffiffiffiffiffi
e−1

p þ ffiffiffiffiffiffiffi
e−1

p

2
¼ 0:6065: (15)

If theQBox
u statistic approaches 1, then the point is far away from the PCA model indicating a possible outlier. One ben-

efit of this approach is that by having a finite range of 0 to 1, it is much easier to explain, identify, and show graphically
where the outliers are positioned with respect to the normal process data.

2.4.4 | Iterative strategy

The underlying idea behind this strategy is to start with a PCA model built on the labeled data and to add iteratively a
number of observations from the unlabeled data set close to the labeled data. In this manner, the latent space is changed
such that it includes observations close to the initial PCA model. It is assumed that the labeled data are following a nor-
mal process and the data are free of outliers. If this is not the case in real life applications, then a robust PCA
model25,40,41 can be applied to clean the labeled data of outliers.

In many industrial processes, production data are now collected at a high frequency, which results in violation of
serial independence required by many analytics methods. Serial dependence (autocorrelation) is then observed among
consecutive measurements of the predictors, and this phenomenon can lead to modeling problems.38,42,43 For the cur-
rent industrial setting, autocorrelation should not pose a problem for labeled data as the data collection is performed at
distant intervals, mostly due to a high cost of sampling and inspection. In the case of unlabeled data, autocorrelation can
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become a problem due to the high‐frequency sampling. However, autocorrelation can be somewhat avoided using var-
ious strategies such as skipping or binning.44,45 In this work, we did not impose any serial dependence in our
simulations.

In summary, the procedure can be described as the following:

Input: labeled dataset {X1, y1}, unlabeled dataset {X2}. Build a PCR model from {X1, y1}. Establish number of
components, k using RMSEP. Initialize X1′ ← X1, X2′ ← X2.

Step 1: For each unlabeled data sample, x2 ∈ X2′, calculate its T2 and Q statistics based on X1′.
Step 2: Compute the value ofQBox

u for each unlabeled data samples and re‐arrange the values in a descend order.
Step 3: Select the first/w data samples with the smallest QBox

u value to form the updating dataset {Xw}.
Step 4: Update the labeled dataset X1′ ← {X1′ + Xw} and unlabeled dataset X2′ ← {X2′ − Xw}. The plus and

minus signs represent adding/subtracting rows and not matrix operations in this case.
Step 5: Repeat steps 1 to 4 until the combined control limit Qlim

u sets all values as out of control. k can also be
re‐estimated in this strategy as more data are gathered.

Output: Updated X1′.

The procedure is simple to understand and as well easy to implement in an industrial context. The advantage of this
strategy is that it can also incorporate changes of the process if these changes are close to the initial PCA model.

Furthermore, the output from the iterative strategy, namely the updated X1′ (both labeled and unlabeled samples)
can be used further for predictive purposes by building a SS‐PCR model.

3 | SIMULATION STUDY

In this section, the iterative strategy is applied using simulated data. For a comparison, PLS, PCR, and SS‐PCR are also
applied. Because the results are based on a simulation and the predictions do not have a physical representation, the
prediction results, ie, the prediction root mean squared error (RMSE) have been scaled with RMSE0. This value is
obtained by fitting PCR on the entire available normal process data X and y. RMSE is defined below, with n as the num-
ber of observations and with yi and byi as the real and estimated response values:

(A) (B)

FIGURE 1 Correlation structures among input variables for normal process data and outliers. Each block contains the same random value

generated from the block correlation interval. A, Depicts the normal process correlation matrix of 300 predictors with 20 latent components;

B, depicts the outlier correlation matrix of 300 predictors with 40 latent components. Although not visible 50 values between 0 and 0.05 are

spread randomly for the “off‐diagonal” entries [Colour figure can be viewed at wileyonlinelibrary.com]
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RMSE ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
1
n
∑
n

i¼1
yi−byið Þ2

s
: (16)

The process for simulating the data is based on the work by Frumosu and Kulahci24 and mimics process data coming
from an injection molding process. The study is based on 1000 observations which are divided in 900 observations for
normal process data and 100 observations for outliers. The number of latent components has been artificially imposed
by building blocks in the structure of the predictors' correlation matrix. The number of latent components for the nor-
mal process data is 20, while the number of predictors is 300.

In real‐case scenarios, outliers would usually occur in a subset of the predictor variables. Because we simulate a
process with 300 predictors, considering all the possible scenarios of groups or single predictor variables having a shift
would lead to an unmanageable amount of simulations. For the sake of illustration, we simplified the simulated sce-
nario, and we picked a general scenario including all the predictors with a mean shift.

The 1000 observations are multivariate normally distributed, and each correlation block contains the same random
number generated in the interval [0.7, 0.9] as depicted in Figure 1. Although not visible in the figure, 50 values between
0 and 0.05 for the study are spread randomly for the “off‐diagonal” entries for a more realistic scenario. The “true”
latent structure is assumed to be fixed and known; thus, the methodology proposed in Section 2.3.2 is not followed
in the simulation study. However, in an industrial setting, the methodology is highly recommended to be followed if
no prior information regarding latent structures is available.

For the simulation study, the y's are generated using

y ¼ Xβþ ε;

where β and ε are distributed uniformly and normally with β ∼ U 0; 1ð Þ and ε ∼ N 0; 0:12ð Þ, respectively.
For applying the iterative strategy, the 900 normal process observations are divided into 25 observations for X1 and

875 observations for X2. The outliers, namely the 100 observations are placed randomly in X2. The normal process is
centered around zero while the outliers have the mean of μ¼μX1

þδ, δ¼d·σX1 with d = 1, 1.5 or 5. The values μX1

and σX1 represent the column wise estimated mean and standard deviation of X1. By progressively increasing the d
value, the outliers are getting further away from the normal process.

The prediction results for all models are computed on the 875 responses (corresponding to the X2 predictors without
outliers). When applying PLS, PCR, and SS‐PCR, the data have been centered but not scaled as the data have the same
order of magnitude. The strategy is applied with w = 1; however, in industrial applications, it is recommended to
increase this value for a faster computational time.

The results from one realization are presented in the section below for the three different values of d with the men-
tion that similar results have been obtained when applying the strategy on different realizations. The purpose of the
work is to show that the proposed iterative strategy identifies the outliers, and the prediction results are mostly pre-
sented as a guidance. For the decision boundary, the chosen significance level is α = 0.05.

3.1 | Case study with d = 1, 1.5, and 5

For d = 1, the iterative strategy is applied, and four different relevant iterations are displayed in Figure 2. As it can be
seen, the first iteration gives poor results in discriminating the outliers from the normal process. In fact, if this decision
boundary is used, many of the normal process observations are going to be thrown away. With the increase of the iter-
ation number, the decision boundary is getting better at identifying the outliers; also, less normal process data are
thrown away. Hence, a benefit from adding normal process data to the estimation of the decision boundary is noted.
In the last stages, it can be observed that some outliers are kept as normal process data, and the iteration stops with
most of the outliers correctly identified. A small number of normal process data is also removed at the end of the iter-
ation process.

In Figure 3, a similar behavior of separation is observed when compared with Figure 2; however, in this case, a
clearer separation is observed between the normal process data and the outliers as d is increased to d = 1.5. In this case,
as the process iteration stops, all the outliers are correctly determined, and just a small number of normal process obser-
vations are discarded.
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(A) (B)

(C) (D)

FIGURE 3 Different iterations of the iterative strategy applied for d = 1.5. The last iteration is with the stopping criterion [Colour figure

can be viewed at wileyonlinelibrary.com]

(A) (B)

(C) (D)

FIGURE 2 Different iterations of the iterative strategy applied for d = 1. The last iteration is with the stopping criterion [Colour figure can

be viewed at wileyonlinelibrary.com]
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When d = 5, a greater distance between the normal process data and the outliers can be observed in Figure 4. The
iteration strategy performs again similarly when compared with d = 1 and d = 1.5.

The obtained prediction results are displayed in Table 1. As it can be observed, the SS‐PCR without outliers is
performing better than PCR and PLS. This indicates that in this case, it is advantageous to include unlabeled observa-
tions when building the latent space. A slight increase in the RMSE/RMSE0 is observed for the SS‐PCR with outliers as d
increases. This is somewhat expected as the outliers are placed further away from the normal process data and, thus, by
including them in the model the latent space is modified.

(A) (B)

(C) (D)

FIGURE 4 Different iterations of the iterative strategy applied for d = 5. The last iteration is with the stopping criterion [Colour figure can

be viewed at wileyonlinelibrary.com]

TABLE 1 The prediction results (stopping criterion is highlighted in bold) when d = 1, 1.5, and 5. The iteration strategy is applied with

w = 1

Model RMSE/RMSE0

PLS{X1,y1} 4.2381

PCR{X1,y1} 4.8274

SS‐PCR{XNormalProcess,y1, ie, without outliers} 1.9658

SS‐PCR{X,y1, ie, with outliers} for d = 1 2.1334

SS‐PCR{X,y1, ie, with outliers} for d = 1.5 2.1671

SS‐PCR{X,y1, ie, with outliers} for d = 5 2.2127

SS‐PCR{X1′,y1—stopped after first iteration} for d = 1 2.0687

SS‐PCR{X1′,y1—stopped after first iteration} for d = 1.5 2.1216

SS‐PCR{X1′,y1—stopped after first iteration} for d = 5 2.1534

SS‐PCR{X1′,y1—stopped with stopping criterion} for d = 1 1.9871

SS‐PCR{X1′,y1—stopped with stopping criterion} for d = 1.5 2.0105

SS‐PCR{X1′,y1—stopped with stopping criterion} for d = 5 2.0105
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When applying the iteration strategy, if the iteration is stopped at the first iteration, then a great deal of normal
process data and a few (d = 1) or none (d = 1.5, 5) outliers are discarded. This results in a lower RMSE/RMSE0 when
compared with the SS‐PCR with outlier cases; however, the RMSE/RMSE0 has a higher value when compared with the
SS‐PCR without outliers case. When the iteration strategy is stopped using the aforementioned stopping criterion,
the RMSE/RMSE0 results drop further down as more normal process data are included in the model and a better rep-
resentation of the latent space is obtained. Because in this case some of the normal process data are discarded and some
outliers for (d = 1) are included in the model, the RMSE/RMSE0 results are not lower than the SS‐PCR without outliers
case. However, as the RMSE/RMSE0 results indicate the obtained results are very close to the SS‐PCR without outliers
case, indicating that an improvement in the RMSE/RMSE0 results are obtained when using the iterative strategy.

4 | REAL DATA STUDY—DEBUTANIZER COLUMN

The data used for this study are extracted from a real debutanizer plant. More specifically, it originates from a
debutanizer column, which is part of a desulfuring and naphtha splitter plant.46 In order to improve the quality control
of the debutanizer column, real‐time estimation of the butane concentration is of interest. A number of sensors are
placed in the debutanizer column, which measure certain process variables. These variables can be further used in
predicting the butane concentration on the debutanizer column.

For the study, there are seven continuous input variables which are further marked with gray in Figure 5 and
explained in detail in Table 2. The number of observations is 2393 for the predictors as well as for the univariate butane
concentration responses.

4.1 | Exploratory data analysis and data selection

In order to apply the iterative strategy, the real data are going to be divided into normal process data and outliers. A
straightway of doing this division is to check the PCA biplot of the data. As it can be noticed in Figure 6, a group of
observations namely marked with blue can be considered as outliers because they are placed further away from the rest
of the data. Because the other data points are relatively compact, these observations can be considered as normal
process data. Again, the goal of the proposed method is not necessarily to find the “outliers” of the unlabeled data in
the X‐space, which indeed can be done through other methods, but to separate the part of the unlabeled data for which
predictors behave similarly to those in the labeled data.

For creating the semi‐supervised learning environment, several responses are going to be removed and further used
for computing the RMSE value. Because the interest lies in a problem with scarce responses, only seven observations are
chosen at random from the normal process data to be labeled. From our experience in manufacturing, this is not far
from reality in the context of fast production rates. The chosen observations are presented in Figure 7 with green. Also,
as it can be depicted in Figure 7, the percentage of the explained variance increases as the outliers groups are removed,
meaning that now the first two directions explain more of the variance present in the data.

FIGURE 5 Flow chart of the debutanizer column. Input variables, described in detail in Table 2, are shown in gray circles along with the

corresponding names. The open circles are variables measured by instrumentation used in the refinery but not used in the study. More details

regarding the study are given in Section A.3 Debutanizer Column, Appendix A46
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For applying the iterative strategy, 1000 observations have been chosen at random. The results are consistent with
other random choices; thus, one representation is chosen for illustration purposes.

The labeled data consist of the seven points from Figure 7, while the rest of the data is the unlabeled data, which is
furthermore divided in outliers, and normal process data. The remaining data are kept for testing and computing the
RMSE values. For the decision boundary, the chosen significance level is α = 0.05.

TABLE 2 Description of the input variables in the debutanizer column46

Input Variables Description

u1 Top temperature

u2 Top pressure

u3 Reflux flow

u4 Flow to next process

u5 Sixth tray temperature

u6 Bottom temperature

u7 Bottom temperature

FIGURE 6 PCA biplot of all the data. The data considered as normal process is marked with black while the outliers are marked with blue

[Colour figure can be viewed at wileyonlinelibrary.com]

FIGURE 7 PCA biplot of the normal process data. Seven labeled observations chosen at random are marked with green, while the rest of

the data in gray are unlabeled data coming from the normal process [Colour figure can be viewed at wileyonlinelibrary.com]
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4.2 | Iterative strategy applied on the debutanizer column data

The iterative strategy with w = 1 has been applied on the data described in Section 4.1. A number of four relevant iter-
ations are presented in Figure 8 using four latent components. The data have been centered but not scaled as the data
have the same order of magnitude. The outliers data has been randomly placed in the unlabeled data set for a better
visualization. As it can be depicted, in the first iteration, all the considered outliers are discarded including a number
of normal process data as well. This observation is consistent with the results from the simulation study. As the number
of iterations increases, more and more normal process data are incorporated in the estimation of the decision boundary,
and a better discrimination is obtained. At the end of the iteration strategy, only one outlier point is included in the

(A) (B)

(C) (D)

FIGURE 8 Different iterations of the iterative strategy applied for the debutanizer column data. The last iteration is with the stopping

criterion [Colour figure can be viewed at wileyonlinelibrary.com]

TABLE 3 The prediction results (stopping criterion is highlighted in bold) for the debutanizer column data

Model RMSE

PLS{X1,y1} with three components 0.1865

PLS{X1,y1} with four components 0.1861

PCR{X1,y1} with three components 0.1866

PCR{X1,y1} with four components 0.1842

SS‐PCR{XNormalProcess,y1, ie, without outliers} with three components 0.1854

SS‐PCR{XNormalProcess,y1, ie, without outliers} with four components 0.1837

SS‐PCR{X,y1, ie, with outliers} with three components 0.3060

SS‐PCR{X,y1, ie, with outliers} with four components 0.3126

SS‐PCR{X1′,y1—stopped after first iteration} with three components 0.1875

SS‐PCR{X1′,y1—stopped after first iteration} with four components 0.1843

SS‐PCR{X1′,y1—stopped with stopping criterion} with three components 0.1852

SS‐PCR{X1′,y1—stopped with stopping criterion} with four components 0.1837
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model, and three normal process data points are discarded. This final result is not surprising after investigating Figure 6,
because the extremities in the outliers data placed close to the normal process data can be considered normal process
data and vice‐versa. Thus, the iterative strategy, in this case, is successful at detecting the outliers in the unlabeled space.

For illustration purposes, the prediction results are presented in Table 3. Based on the RMSEP results as described
in Section 2.3.2, three or four components can be used and are both displayed in Table 3. As the results indicate, the
SS‐PCR without outliers RMSE are lower than of PLS and PCR, indicating once more that the unlabeled data adds value
in terms of prediction.

As it can be noted, the iterative strategy results are close to the results obtained by the SS‐PCR without outliers.
Hence, the iterative strategy is producing satisfactory results as also supported by Figure 8. Also in this case, if the iter-
ation strategy is stopped after the first iteration, higher RMSE values are obtained when comparing to the RMSE values
when using the stopping criterion.

5 | CONCLUSION

Recent advances in the manufacturing industry generate abundant and high‐frequency production data. This requires
development of new or updated benchmark data analysis methods for process surveillance. In this paper, the challenges
are presented by the incorporation of labeled and unlabeled data into a model used for prediction, which has a scarce
number of labeled data as well as outliers in the unlabeled space. The focus of this paper is to identify the outliers from
the unlabeled space, which if kept in the dataset during model building can give worse prediction results compared with
that obtained with a model solely based on labeled data.18

The paper proposes an iterative strategy using a combined Hotelling's T2 and Q statistic from a PCA model and
applied using a SS‐PCR approach on both simulated and real data sets. The simulated data is trying to mimic data from
the injectionmolding industry while the real data set comes from a debutanizer column. The simulated data contains three
types of outliers that are generated artificially. For the real data set, the data is re‐arranged such that it can be applied for a
semi‐supervised learning problem. In this case, the outliers are extracted from all available data using a PCA biplot.

The iterative strategy is applied on the data sets, and as the results indicate, the outliers are successfully identified
and taken out for modeling. If the iteration is stopped at the first iteration step, many of the normal process data are
going to be discarded, and in some cases not all outliers will be correctly identified. The idea of the method is to add
observations progressively for estimating the decision boundary such that a better discrimination is obtained. The
results are also reinforced by prediction results which indicate that the outliers are removed from the model and better
prediction results are obtained when the procedure is applied.

One advantage of this approach is that the combined statistic ranges between 0 and 1, and takes into consideration
both statistics making it more robust. In this way, the iterative strategy is more suitable for industrial applications where
simplicity is paramount. Thus, as the implementation of the proposed iterative strategy is relatively simple, this strategy
is highly recommended in an industrial context where a large number of unlabeled process data is available and the
responses are scarce.
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CHAPTER 6
Prediction of faulty products

using class-imbalanced data

This chapter focuses on a cost-sensitive learning classification strategy meant
for imbalanced data sets. The industrial application is coming from the elec-
tronics manufacturing sector and targets the prediction of last-stage product

failures. This problem comes from a collaboration within Work Package 9 of the
MADE SPIR platform. Most of the work has been carried out in the external re-
search period held at the Institute for Manufacturing (IfM), University of Cambridge,
United Kingdom.

The research behind the cost-sensitive learning strategy is also relevant in the con-
text of injection moulding processes since class imbalance in the data is also found in
this area. The regression problem set out in the previous chapters can be reformu-
lated as classification and thus, the proposed cost-sensitive learning strategy can be
applied.

The work behind this research is captured into a manuscript denoted as Paper
C which has been submitted to Expert Systems with Applications and is further
attached at the end of this chapter.

6.1 Motivation behind research
In manufacturing, as a result of the recent technological advances, there is a lack
of faulty data when compared to the number of good data. In general, faulty data
is defined as products out of tolerance whereas good data refers to products within
tolerance. For the injection moulding process this situation translates to the number
of faulty products being very small when compared to the number of good products.
This creates a so-called binary class-imbalanced data set which is found in many
domains not only manufacturing. Given the process data, it is possible to create
classification models that can predict if a product is faulty or not. Most models have
problems predicting the minority class [19] due to the imbalance in the data. As re-
search has demonstrated over the years, it is not only the imbalance [20] that causes
problems for classification models but also small disjuncts [21], [22], class overlapping



66 6 Prediction of faulty products using class-imbalanced data

[19] as well as noise present in the data. All of these characteristics have been found in
a data set coming from the electronic manufacturing industry through MADE SPIR
platform in Work Package 9. It is believed that some of these characteristics are also
found in injection moulding data sets due to the complexity of the process and how
the data is acquired. In order to formulate the injection moulding problem presented
in the previous two chapters as a classification one, the products within tolerance are
labeled as good products, whereas the faulty products are the products outside the
tolerance limits. The main difference in this scenario is that only the labeled data
is used for model building. The problem can also be extended as a semi-supervised
learning case, however, this direction has not been pursued further the reason being
the already complex problem setting due to the misclassification cost and imbalance.
If the faulty products class is missing altogether then a so-called one class classifier
[23] can be applied. For the time being, we assume that there are also some faulty
products present in the data, which is a more likely scenario and is the case for the
data set coming from the electronic manufacturing industry.

In this context, if a classification model is built and applied on the binary class-
imbalanced data for prediction, then the misclassification cost is assumed higher for
the False Negatives (Type II error). In other words, it is more costly if the faulty
products are sent to the customer than caught in-house (internally). There are a
number of costs associated to this scenario, for example some costs can be related
to the company’s reputation and customer service among others. In the injection
moulding industry, if the faulty products are caught in-house then the products can
be scraped into plastic pallets and used again in connection with other plastic pal-
lets for new products. In the electronic manufacturing industry, the faulty products
caught in-house can be repaired. Furthermore, in both industries it is beneficial to
know what is the quality delivered to the customer which can be expressed in terms
of the number of potentially faulty products sent externally.

In order to include the requirements for cost and quality into the model, a clas-
sification strategy has been modified such that a trade-off between cost and quality
can be included when using the strategy for prediction purposes. The cost-sensitive
learning strategy is presented in Paper C and is built such that it can benefit both the
injection moulding and the electronic manufacturing industries. The cost-sensitive
learning strategy has been applied to the electronic manufacturing data set with good
results. The methodology behind Paper C is presented in the next section.

6.2 Paper C methodology
The main focus in Paper C is given by the modified cost-sensitive learning strategy
(VoronoiGA) which is further applied on an industrial application in the electronics
manufacturing sector. As explained in the previous section, the cost-sensitive learn-
ing strategy can also be applied to other problems, including the studied injection
moulding process addressed in this Ph.D. thesis.

To start with, Paper C presents a literature review with focus on the manufactur-
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ing industry and also some related challenges in the field of imbalanced classification.
Further, the industrial setting is explained in detail including the challenges from a
data analysis perspective. The cost-sensitive learning strategy is based on the work
carried out by Khan et al. [24] and is presented in detail in the manuscript. Briefly,
the idea behind the cost-sensitive learning strategy consists of dividing the data space
into a number of tiles using Voronoi diagrams and a class is assigned to each tile with
the help of a genetic algorithm (GA). The trade-off between the cost and quality is
implemented in the fitness/objective function of GA.

For applying the cost-sensitive learning strategy, the initial data set coming from
the electronics industry has been processed using feature engineering and the initial
feature space has been reduced to two dimensions. In order to check how the method
is comparing with other classifiers for class-imbalanced data, the cost-sensitive learn-
ing strategy has been applied along with other base classifiers. As the results indicate,
the cost-sensitive learning strategy is more flexible than the other compared classi-
fiers. From the business perspective, this is advantageous as different scenarios can
be studied when different qualities and costs are involved.

In order to underline the flexibility of the cost-sensitive learning strategy and to
show that it can be applied to other domains and not only to manufacturing, 25 real-
world data sets have been selected from the KEEL repository [25]. Since these data
sets are coming from different domains, the cost was not available and therefore, the
fitness/objective function has been changed to a commonly used measure for imbal-
anced data. The same base classifiers as the ones used for the industrial application
have been used for the comparison. The obtained results show that the cost-sensitive
learning strategy can be used with success for other type of problems and data sets.

For further details regarding the implementation and the comparison studies, Pa-
per C is attached in the next section.
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In the current era of Industry 4.0, sensor data used in connection with machine learning algorithms can help 

manufacturing industries to reduce costs and to predict failures in advance. This paper addresses a binary 

classification problem found in manufacturing engineering, which focuses on how to ensure product quality 

delivery and at the same time to reduce production costs. The aim behind this problem is to predict the 

number of faulty products, which in this case is extremely low. As a result of this characteristic, the problem 

is reduced to an imbalanced binary classification problem. The authors contribute to imbalanced classification 

research in three important ways. First, the industrial application coming from the electronic manufacturing 

industry is presented in detail, along with its data and modelling challenges. Second, a modified cost-sensitive 

classification strategy based on a combination of Voronoi diagrams and genetic algorithm is applied to tackle 

this problem and is compared to several base classifiers. The results obtained are promising for this specific 

application. Third, in order to evaluate the flexibility of the strategy, and to demonstrate its wide range of 

applicability, 25 real-world data sets are selected from the KEEL repository with different imbalance ratios 

and number of features. The strategy, in this case implemented without a predefined cost, is compared with 

the same base classifiers as those used for the industrial problem. The findings of this study demonstrate that 

the proposed strategy can be flexible for different application domains, not just the manufacturing industry. 
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1. Introduction 

   As a result of technological developments and globalization of the world’s economy, the manufacturing industry is currently going through a digital 

transformation phase at a fast pace. The concepts of the Industry 4.0 revolution (Lasi et al., 2014) and the Industrial Internet of Things (IIOT) (Atzori, Iera, 

& Morabito, 2010) are leading to a faster digitalization of manufacturing (Xiong, & Yin, 2006) and consequently are attracting significant attention from 

the industry. The main thread running through these concepts is not only the idea of machine-to-machine (M2M) communication, but also the deployment 

of smart machines in manufacturing (Lee, Lapira, Bagheri, & Kao, 2013); or, in other words, machines capable of making informed, automated and smarter 

decisions. From a data perspective, this can be achieved through a strategy of handling the sensor data and generating insightful analysis of this data. On the 

one hand, these analytical capabilities will provide extra insights into the hidden characteristics of the manufacturing process; and, on the other hand, they 

will facilitate optimization of the production process through more informed and timely decision-making.  

   The emerging concept of predictive manufacturing is influenced by all these concepts. In a very broad sense, predictive manufacturing refers to intelligent 

handling of sensor streams and the extraction of actionable insights from these heterogeneous data streams (Lee, Lapira, Yang, & Kao, 2013; Krumeich, 

Jacobi, Werth, & Loos, 2014), with the ultimate goal of using these insights for optimization of the production line.  

   High volumes of data are commonly collected in manufacturing, and the quality control (QC) stages are one of the key contributors to these 

information-heavy and heterogeneous data sets. First, heterogeneity in production data is a result of diversity in operations; for example, the quality control 

stages are normally designed to examine a diverse set of characteristics of the product (Taguchi, 1986). In other words, it is quite possible that in a single 

process, one QC stage tests product functionality by comparing standard limits (for a particular product), and in the next QC stage, images are analyzed to 

examine their physical appearance. Second, the existence of missing information can be due to customized production, or any other reason such as data-

collection policy or malfunctions, among others. These are just some of the challenges imposed by the production data, which naturally make it more 

difficult to analyze. Due to the complexity, traditional statistical methods or other data-driven approaches also fail in this context. This research contributes 

to resolving some of the analytical challenges related to binary data classification problems. We used a large stream of unstructured production data from a 

world-leading manufacturer of frequency inverter drives. There are different types of challenge associated with this problem, from both the data 

characteristics and the classifiers’ perspective. The industrial data is high dimensional and is severely imbalanced, as in the last quality stage the number of 

faulty products is extremely low. The first step in our analysis is to perform feature engineering in order to avoid the curse of dimensionality. The resulting 

data from the feature engineering process is then used for failure prediction using a modified classification strategy based on the work carried out by Khan, 

Schiøler, Zaki, and Kulahci (2018). From an industrial perspective, we are interested in obtaining a decision rule for going through or skipping elements of 

the last QC stage (unit test). For this, we create the problem as a trade-off between cost and quality, where our industrial partner specifies the cost 

associated with a faulty product sent to the client. To assess how well the modified strategy performs on the industrial data set, 10 other classifiers are 

selected for a comparison study. 

Since the industrial problem is defined as a cost problem where the cost is specified in advance, we also want to show that the modified strategy is flexible 

enough for problems when the cost is not available. In this case, we select 25 real-world KEEL data sets with different imbalance ratios to assess how the 

modified strategy performs.  

      Contribution wise, the current article extends the work of Khan, Schiøler, Zaki, and Kulahci (2018) in terms of methodology and data applicability, 

with the mention that the main goal of the entire work is industrial applicability. 

The article is arranged as follows. The next section, Section 2, is devoted to related work, while the industrial problem is presented in detail in Section 

3. The proposed classification strategy is discussed in Section 4. The solution of the addressed industrial problem is discussed from both a methodological 

perspective and also from a results-wise perspective in Section 5. A comparison study using 25 KEEL data sets is performed and discussed in Section 6. 

We conclude the article with a conclusion and final remarks, which are presented in Section 7. 
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2. Related Work 

   The following section provides a general overview of the previous work carried out in the manufacturing industry, with a focus on quality control, as 

well as previous work from the area of imbalanced data classification.  

 

2.1. Previous work in the area of manufacturing industry 

 

   Failure prediction at system level is a relatively well-developed and well-researched area in manufacturing, with different titles and tags such as 

reliability analysis and reliability prediction. Different data-driven methods such as support vector machines (SVM) (das Chagas Moura, Zio, Lins, & 

Droguett, 2011), rough set theory (Kusiak, 2001), sensitivity analysis (Iannuzzelli, 1991), and many others, as presented in Denson (1998), O'Connor and 

Kleyner (2011), and Blischke, and Murthy (2011), form a part of the reliability literature. Historically, the main focus of research at product level has been 

failure/fault detection. Notable work has also been done in this domain. As an example (Harding, Shahbaz, & Kusiak, 2006), Lee, and Park (2001) used 

self-organizing maps (SOM), Sebzalli, and Wang (2001) applied a fuzzy clustering approach and Fountain, Dietterich, and Sudyka (2003) proposed Naïve 

Bayes classifiers for the purpose of fault detection. The use of resampling methods was also used in the work done by Cateni, Colla, and Vannucci (2014), 

which dealt with the study of two industry problems in the metal sector. 

   The natural development of failure detection is failure prediction at product level, which is also the focus of this article. Previous research in the direction 

of failure prediction at product level exists: Kusiak, and Kurasek (2001), Chen, Lee, Deng, and Liu (2007), Kim, Oh, Jung, and Kim (2018), Khan, 

Schiøler, Knudsen, and Kulahci (2015) and Khan, Schiøler, Kulahci, and Knudsen (2017). Moreover, Köksal, Batmaz, and Testik (2011) provide a detailed 

review of the use of data-mining methodologies in different segments of manufacturing.   

 

2.2. Previous work in the area of imbalanced data classification 

 

   The area of imbalanced data classification has been extensively explored over the years and is evidenced by He and Ma (2013), the review work carried 

out by Sun, Wong, and Kamel (2009), and Haixiang et al. (2017). In the manufacturing industry, the imbalance comes from the underrepresentation of faulty 

product data, which is not surprising, as the industry is subject to constant technological advancement. 

   Several basic strategies have been proposed to deal with imbalanced data classification, which can be divided into three main categories: 

 

 Data-level strategies (external) 

These strategies tackle the imbalance problem using data pre-processing techniques, which can be feature engineering or resampling methods. 

Feature selection and extraction can alleviate the imbalance problem since, in some cases, the minority class samples can be discarded as noise.  

If the dimensionality is reduced and irrelevant features are removed, the risk of discarding minority class samples is reduced (Haixiang et al., 

2017). 

Resampling methods can be over-sampling, under-sampling or of a hybrid nature. The idea behind these methods is to balance the two classes 

before applying the classifiers. One of the most popular methods in this category is the so-called Synthetic Minority Over-sampling Technique, 

or SMOTE (Domingos, 1999). 

 

 Algorithm-level strategies (internal) 

These strategies mostly focus on balancing the data in the learning process or, in some cases, the methods tend to bias the learning process 

towards the minority class samples. Over the years, various ensemble methods and algorithmic modifications of traditional classifiers have been 

proposed (Haixiang et al., 2017). Boosting and bagging algorithms have proven popular in this case. 

 

 Cost-sensitive learning  

This approach relies on the idea of assuming higher costs for the misclassification of minority class samples, and it can be incorporated at both 

the data level, for example, MetaCost (Domingos, 1999), or the algorithmic level (Haixiang et al., 2017). The basic idea is to define a cost 

matrix, as specified by Elkan (2001), and to modify the learning process by accepting costs. The cost matrix can be determined using process 

knowledge, or from data stream scenarios (Haixiang et al., 2017). Most of the time, the misclassification cost is unknown from the data or 

cannot be specified by an expert, and for this reason this type of learning is not particularly popular in the literature, as stated by Haixiang et al. 

(2017). 

 

   The problem lies not only in the small sample size of the minority class. Other specific data problems (Napierała, & Stefanowski, 2012) might arise when 

dealing with imbalanced classification. Some of these issues, as specified by various research, can be classified into: 

 

 Small disjuncts 

This problem arises when the minority class samples are decomposed into many sub-concepts with very few examples (Napierała, & 

Stefanowski, 2012; Japkowicz, 2003; Jo, & Japkowicz, 2004). This scenario produces difficulties in the learning process as a result of the lack 

of uniformity of the minority class and, especially, of the low number of samples in each sub-concept. 

 

 Class overlapping 

In the case of class overlapping, which can also be considered class noise, there is a feature space region where the samples of the minority and 

majority classes contain a similar number of samples from each class (Lee, & Kim, 2018). In the case of a significant class overlap, the learning 

process from imbalanced data becomes a challenging problem (García, Mollineda, & Sánchez, 2008). 

 

 Noise 

The noise present in the imbalanced data can come from different dimensions of data quality aspects, e.g. class noise (overlap), labelling errors, 

missing values or even attribute noise (Van Hulse, & Khoshgoftaar, 2009). For the manufacturing industry, besides the data quality aspects, the 

noise can come, for example, from sensors malfunctioning or other process-related problems. As in the case of class overlapping, the noise 

problem combined with the imbalanced data becomes a challenging problem to study (Van Hulse, & Khoshgoftaar, 2009; Napierała, Stefanowski, 

& Wilk, 2010). 

 

This paper extends the work proposed by Khan, Schiøler, Zaki, and Kulahci (2018) and tries to alleviate some of the problems discussed, with a focus on 

the manufacturing industry. Our approach could also be applied in different sectors. 
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3. Industrial problem 

   This section aims to describe the industrial process in detail, as well as the data characteristics and problems associated with it.  

 
3.1. General formulation of the industrial problem 

 

   In its very general form, a multi-stage process can be seen as a combination of subsequent production stages/operations connected together to fabricate the 

final product (as presented in Fig. 1). The horizontal axis in Fig. 1 represents different stages of production, where the depth of the process (vertical axis) 

represents the task designation inside the production process. Fig. 1 is a generic illustration of a typical multi-stage (or sequential) process in which different 

production/assembly lines (under one roof or multiple roofs) are used to fabricate the final product. Let us consider a multi-stage manufacturing process, as 

presented in Fig. 1, with a finite number (F) of production stages, where Si with i = 1, … , F represents the outcome of the ith production stage. By the 

definition of multi-stage manufacturing processing, it is quite straightforward to conclude that the outcomes, Si , may depend on the outcomes of the 

subsequent stages (Si−1, Si−2, … , Si−(F−1)). This implies that:   

 

 

                        P (⋂ Si
F
i=1 )  ≠  ∏ P(Si)

F
i=1     (1) 

 

 

   For the data analysis purpose, consider Si as the data-generation step, which can be used further on to predict the outcome of the last stage, SF, i.e. the final 

product, which is in fact the general formulation of the industrial problem.  

 

 

Fig. 1 Multi-stage manufacturing process 

3.2. Description of the industrial set-up  

 

   The real-life problem deals with the production of frequency inverter drives. The manufacturing process for a frequency inverter drive is a multi-stage 

manufacturing process, Fig. 1, where the end product is a combination of multiple parts and sub-assemblies produced and assembled in different production 

stages (in-house and outsourced). A frequency inverter drive comprises electronic components and software, to control and regulate the speed of electric 

motors. As hinted above, the process under consideration is electronics manufacturing. A primary production task is the production of PCBAs (printed 

circuit-board assemblies), and the end product typically comprises a combination of two to three PCBAs, depending on customer requirements, such as 

power, application area and connectivity.  

In a broad sense, we can divide this manufacturing process into two phases: 1) the PCBA manufacturing; and 2) the unit assembly, as presented in Fig. 2. 

In the first phase of the manufacturing, some of the basic operations for PCBA manufacturing (such as screen printing, SMT (surface-mounted technology) 

and THT (through-hole technology) population and soldering processes) are carried out according to the specific design of the product, whereas the second 

phase is focused on the assembly-related tasks and installation of the required software. 

An important feature of this process is the number of quality control tests after each major modification in the product, as highlighted by the yellow boxes 

in Fig. 2. Each yellow box represents a quality control stage, where each may contain up to 5,000 quality control tests (or steps) to test different aspects of 

the product. In the process presented in Fig. 2 there are four quality control stages, named AOI (automated optical inspection), FT (function test), hi-pot test 

(insulation test) and unit test (the final quality control test). Next, we will briefly discuss these four quality control stages and the general purpose of these 

stages, as this will facilitate an understanding of the structure, as well as type, of the data used for the analysis.  
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Fig. 2 Pictorial illustration of the manufacturing process 

3.3. Industrial data set 

 
   The product selected for the purpose of this analysis contains two sub-assemblies (printed circuit-board assemblies – or PCBAs), as presented in Fig. 3 

(control card and power card). The first quality control step for each PCBA, regardless of its composition, is the AOI stage. At this stage of the process, we 

collect image data, as well as the categorical output about the status of the product (as presented by branches 1.a and 2.a in Fig. 3). After passing the AOI 

stage(s), the product is submitted to the FT stage. FT is a combination of standard, as well as especially designed, test steps to examine the functionality of 

the PCBAs. As shown in 1.b and 2.b in Fig. 3, it produces a bulk of categorical and continuous outputs. After passing quality control tests at the PCBA 

manufacturing phase, the completed PCBAs move to the unit assembly phase. The first quality control after unit assembly is the hi-pot test, which tests that 

the product is electrically safe to use and compliant with the applicable safety standards. Like the function test stage, the hi-pot test contains information in 

both categorical and continuous formats. The unit test is the last and final quality-assurance test in the manufacturing process; after passing the unit test, the 

product is ready for delivery. 

 

 

 
Fig. 3 Production test data structure 

   For our analysis, we use the information from all three previous stages (hi-pot, function and AOI) for the two sub-assemblies, with the exception of the 

image data (highlighted red in Fig. 3) to predict last-stage failures (unit test outcome). The data characteristics of the test stages are presented in detail in 

Table 1. 
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Table 1 

Characteristics of the data set (per one sub-assembly) 

Test stage Type Dimensions 

AOI Binary 1 

Function test Continuous, Binary Up to 5,000 

High voltage Continuous, Binary Up to 10 

Unit Binary 1 

 

   The final data set used for the analysis is composed of two data sets, namely, Sub Assembly 1 (control card) data, which has 67,148 samples (products) x 

5,021 features, and data from Sub Assembly 2 (power card), which has 67,148 samples (products) x 5,072 features. It is important to mention that the sub-

assembly data has a high number of missing values, which is another important characteristic of the data. Without going into a detailed discussion of the 

root causes, sometimes missing observations inherit some knowledge about the process dynamics. As an example, a missing value in the production data 

can be due to a special production strategy or quality control strategy. In particular, in the case of quality control testing data, skipping one test may have a 

significant impact on the quality of the end product. 

   The final testing status from merging the control and power card is also given as a binary vector of length 67,148, from which 922 are faulty products and 

66,226 are good ones. This means that the classes are distributed as 1% (faulty) / 99% (good), or in other words there is an imbalance ratio of 66,226/922 = 

71.83 in the received data set. 

 

4. Proposed classification strategy  

   In this section, we formulate the industrial problem from a machine learning perspective and, thus, we argue the choice behind the cost-sensitive learning 

strategy. Furthermore, we present the proposed classification strategy in detail.  

 

4.1. Problem motivation 

 

   This paper addresses an industrial problem where the manufacturing process is highly optimized. For analysis purposes, historical quality control data with 

pass and fail labels is used. Furthermore, the data that is received is highly imbalanced, with approximately 99% of the data belonging to the pass class, while 

the remaining 1% belongs to the fail class.  

   The business case lies in predicting the fail class, which in fact are faulty products and potentially can be sent to the client. Several costs can be associated 

with this unwanted scenario, e.g. warranty, customer service, travel, reputation costs, and the list goes on; here, we make a tacit assumption that all internal 

costs are manageable. One way to avoid this scenario is manually taking each product/item and checking it individually, which will ensure that most (if not 

all) of the faulty products will be caught in advance before they are sent to the client. Evidently, this entire process is extremely costly if there is a high 

number of products/items to check.  

   Misclassification of faulty products is costly for the big manufacturing facility and thus, this study aims to find a flexible classification method that can 

consider both the associated cost and the “quality” that should be sent to customers. In this context, the “quality” is measured as the percentage/number of 

faulty products that are sent to the customer. As in many cases, there is a trade-off between the associated costs and quality sent to a customer, and usually 

we expect that a high cost is an indicator of good “quality”. 

   As discussed by Haixiang et al. (2017), there are hundreds of algorithms dealing with imbalanced data classification. Naturally, all of the methods have 

their strengths and weaknesses, depending on the application and context. In our work, we chose a cost-sensitive learning strategy, since we can incorporate 

the cost into the analysis, as this is an important aspect for industrial manufacturing firms. The binary classification problem is also highly imbalanced with 

class overlap and, thus, we decided to resort to the strategy proposed by Khan, Schiøler, Zaki, and Kulahci (2018), which takes into consideration both the 

imbalance and the overlap (noise) and is flexible enough to include the cost. The strategy relies on a non-parametric discretization of the feature space and 

subsequent combinatorial optimization using a designed separation statistic, which can be used as a quality measure for assessing the separation between the 

classes. Furthermore, as a result of the property of feature space discretization, the strategy is also helpful in cases where small disjuncts are found. 

 

4.2. Classification strategy based on Voronoi diagram and genetic algorithm 

 

   The idea behind the classification strategy proposed by Khan, Schiøler, Zaki, and Kulahci (2018) is simple and consists of dividing the space into a number 

of pre-selected tiles, in which the tiles are assigned a class that is optimized using a stochastic optimization algorithm. Mathematically, this can be expressed 

as follows.  

   The feature space, X, is divided or tessellated into a pre-selected M number of tiles {T1, … , TM} where Tj  ⊆ X,  and these tiles are then grouped into two 

groups that define a binary partition, ℬ = {Bpass, Bfail} of the X feature space. ℬ is obtained by maximization/minimization of an appropriately designed 

fitness/objective function. As a result of the combinatorial nature of finding ℬ, stochastic optimization methods are appropriate for this task. 

   Practically, in the work carried out by Khan, Schiøler, Zaki, and Kulahci (2018), the above-mentioned steps are solved in the following way: 

 The division of the feature space is done via Voronoi diagram (Lee, & Schachter, 1980), which requires seeds to be specified in advance.  

 For the seed selection, the learning vector quantization (LVQ) (Kohonen, 1990; Nova, & Estévez, 2014) is used.  

 The optimization is done using genetic algorithm (GA) (Goldberg, & Holland, 1988). The fitness/function used is described in detail below. 

 

   The fitness/objective function presented in Khan, Schiøler, Zaki, and Kulahci (2018) is built on the maximization of a ratio based on the difference between 

two confidence bounds.  

For i ∈ {pass, fail}, let Ui  and Li  be the upper and lower Clopper-Pearson confidence bounds (Clopper, & Pearson, 1934) of P̂(fail|Bfail) =  
Xfail,Bfail

X.,Bfail

 and 

P̂(fail|Bpass) =  
Xfail,Bpass

X.,Bpass

,  then I statistic is defined as: 

I =  
Lfail−Upass

(Upass−Lpass)+ (Ufail−Lfail)
  (2) 
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   This I statistic is built such that it renders statistically significant results by avoiding Bpass or Bfail being too small (Khan, Schiøler, Zaki, & Kulahci, 2018). 

Furthermore, the lower and upper confidence bounds are calculated using the beta transformation of the binomial distribution (Agresti, & Coull, 1998), which 

is built on the assumption that Xfail,Bfail
 and Xfail,Bpass  are conditional binomials given X.,Bpass  and X.,Bfail

. 

 

4.3. Modified classification strategy as a cost-sensitive learning problem (VoronoiGA) 

 

   To solve the industrial problem, as mentioned above, we resorted to using the classification strategy from Section 4.2 with a few modifications that we 

considered appropriate for tackling the industrial problem and higher dimensional ones. We denote the modified classification strategy problem as 

VoronoiGA further on in this article.  

   In terms of modifications, the method has been updated as follows: 

 We changed the method of selecting the seed; LVQ is a supervised learning method and is impacted by highly imbalanced data, as stated by 

Grbovic, and Vucetic (2009). Even under these conditions, Nova, and Estévez (2014) mention that LVQ can still be trained without labels for 

clustering purposes, which is ultimately our purpose, as we are interested in finding the seeds that best represent the feature space. However, the 

industrial data received is also noisy, and it is known that LVQ algorithms are not robust for this kind of data, since sometimes the prototypes 

are trapped in positions where they are more harmful than helpful (Grbovic, & Vucetic, 2009). We therefore, decided to use k-means (Hartigan, 

& Wong, 1979) for the fail and pass data separately, thus having two different numbers of seeds to tune instead of one. We decided on the two 

parameters (pos.nr for fail data and neg.nr for pass data), as we did not want to miss important information regarding the distribution of the fail 

data points. Moreover, although k-means has some disadvantages, solely in terms of choosing the seeds we decided that this method would be 

sufficient.  

 

 We made sure that the classification strategy would also be easy to implement for high dimensional data. Generating Voronoi diagram 

boundaries in high dimensions can become extremely computationally expensive as a result of the exponentially increased number of borders.  

There is a classic result, which links the Voronoi diagram with the k-nearest neighbor (k-NN), as specified by Mitchell (1997). Given the seeds, 

the Voronoi diagram is the same as the regions given by 1-NN, which makes this problem easily applicable in high dimensions. It is known 

that, as the number of dimensions increases, k-NN is subject to the curse of dimensionality (Pestov, 2013) and thus approximate methods can 

be used if necessary in order to avoid this possible problem (Indyk, & Motwani, 1998). Distance-wise, we decided to keep the Euclidean 

distance. 

 

 We propose a new fitness/objective function for the GA algorithm that takes into consideration both the cost and the “quality”. To do this, we 

first need to define what these measures are from a mathematical point of view and how they are connected to the industrial problem.  The link 

along with the fitness/objective function is described into detail, below, in the remaining part of this section. 

 

We start by defining that the fail class is the positive and the minority class, while the pass class is the negative and the majority class. The same 

convention is used in other studies, such as (Haixiang et al., 2017; Van Hulse, & Khoshgoftaar, 2009), with the confusion matrix defined as in Table 2 

below. 

 

Table 2 

 Confusion matrix 

  Predicted 

class (status) 

 

 
 

Positive (fail) Negative (pass) Total 

A
ct

u
al

  

cl
as

s 
(s

ta
tu

s)
 

 

Positive (fail) True Positive (TP) 

Xfail,Bfail
 

 

 

False Negative (FN) 

Xfail,Bpass  

Type II error 

Xfail,. 

 

Negative (pass) False Positive (FP) 

Xpass,Bfail  

Type I error 

True Negative (TN)  

Xpass,Bpass  

 

Xpass,. 

 

 Total X.,Bfail  X.,Bpass
 X.,. 

 

We are interested in detecting the FN (the faulty products sent to customers); in other words, the Type II error is more costly for the industrial manufacturing 

firm. The TP (faulty products classified as faulty) and FP (good products classified as faulty) also have associated costs; however, since they are detected 

and repaired internally, we decided not to include them as problematic quantities.  

   We define the cost from the industrial partner’s perspective as the cost of checking all the products (cost of 1 per check), which in essence means that we 

classify everything as faulty products, namely, the quantity TP + FN + FP + TN. When a classifier is imposed, then the cost is reduced to C x FN + FP + TP, 

where C is a constant, which gives how much more expensive an FN is compared to FP and TP. We can then define the per unit cost as the ratio between the 

two quantities, as follows: 

 

        Cost =  
C x FN + FP + TP

TP + FN + FP + TN
  (3) 

 

For the measure of “quality”, we consider it to be 1 – Sensitivity, where Sensitivity is defined as the ratio between the TP and the total number of 

positive samples, namely: 

 

Sensitivity =  
TP

TP + FN 
 (4) 

 

  The 1 – Sensitivity is a good “quality” measure for the industrial partner, as it can provide a quick overview of how many faulty products are potentially 

sent to the client in terms of percentage. 
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   For imbalanced classification problems, there are other measures that can be used to see how well the classifier is performing. According to Haixiang et 

al. (2017), AUC/ROC, Accuracy, the Geometric Mean (GM) score and the F-score are some of the most popular methods to evaluate the performance of 

classifiers. It should be noted that even though AUC/ROC is extremely popular, it has been questioned by Hand (2009). ROC is dependent on the cut-offs 

produced by the model, and these cut-offs are related to misclassification costs only when optimal thresholds are considered, thus making ROC an incoherent 

model (Haixiang et al., 2017). Counter-arguments regarding this interpretation also exist; see Ferri, Hernández-Orallo, and Flach (2011). Furthermore, 

Accuracy is biased towards the majority class, and thus it is not appropriate for imbalanced data; however, even in this case it is still used, as it is general 

and intuitive for classification.  

   Keeping the above arguments in mind, we decided to present the GM score and F-score, which in our view do not have any obvious disadvantages for the 

imbalanced data cases:  

 

                    GM score =  √Sensitivity ∙ Specificity   (5) 

 

   where Specificity is defined as TN/(TN + FP)) and the Sensitivity is defined above in (4). The GM score puts equal weight on both positive and negative 

classes. 

 

                   F-score = (1 + 𝛽2) ∙  
Precision ∙Recall

(β2∙Precision)+Recall 
  (6) 

 

   Precision is defined as TP/(TP + FP)) and Recall is in fact Sensitivity, as defined in (4). For the F-score, it does not take into consideration the TN quantity 

and, thus, it focuses on the detection of the performance of the positive class. In most of the applications 𝛽 = 1 and then the score is called the F1 score. 

   To define the objective/fitness function for the GA algorithm, we decided to come up with a trade-off between cost (3) and Sensitivity (4). The trade-off is 

given by a user-defined parameter α and we write the problem as a minimization problem: 

 

                   Fitness function(s, α) = α ∙ Cost + (1 −  α) ∙ (1 − Sensitivity)   (7) 

 

   Cost and Sensitivity are changed at each learning step based on the sub-selections (s) chosen by the GA algorithm. The trade-off methodology using the 

parameter α is a common way to deal with two measures, as, for example, in García, Triguero, Carmona, and Herrera (2012), which also deals with the 

problem of imbalanced classification. 

 
5. Industrial problem framework 

   The following section is divided into two sub-sections that describe all the details behind solving the task proposed by our industrial partner. The first sub-

section explains the chosen methodology, while the second sub-section contains the results (including the discussion and running time) obtained using the 

VoronoiGA strategy and other base classifiers on the problem. 

 

5.1. Methodology for the industrial problem 

 

   Our proposed methodology is built on the assumption that an interdependence exists between subsequent stages of the manufacturing process. This 

assumption provides a reason to analyze collected data during earlier production stages to predict the final stage. The framework presented in Fig. 4 can be 

seen as a two-step learning strategy, where the first step deals with data-preparation matters such as feature engineering (including feature selection and 

extraction), and the second step is devoted to construction of the prediction model.  

 
Fig. 4  Proposed two-step methodology 

   The idea of introducing a feature engineering step before building the final prediction model is a natural choice since the problem is high-dimensional and 

the classification methods are usually affected by the curse of dimensionality. For imbalanced learning problems, it is also a recommended step, as specified 

by Haixiang et al. (2017). The remainder of this section presents the details of how the two-step methodology was implemented in practice. 

 

5.1.1. Programming language and running environment  

The chosen programming language is R and all the code was run on the DTU HPC Cluster. 

 

5.1.2. Data pre-processing and feature selection  

   The first step was to make sure that the data did not contain any categorical data. We used one-hot-encoding to convert the categorical (assumed unordered) 

columns to multiple binary columns, where each column is made up of 1s and 0s indicating if the factor of the original column is present or not.  

   Given the industrial knowledge regarding the process, we created six new variables, which are mostly based on missing values, as presented in Table 3. 

These variables mainly expound the characteristics of each record in the data, such as when the first “NA” value occurred in the history of a particular record 

or the total number of missing values “NA” for a specific record. The next step we performed was to center and scale the data column-wise. 

   For the purpose of feature selection, we used a stochastic gradient boosting (Friedman, 2002) type of algorithm. The algorithm used was extreme gradient-
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boosting (XGBoost) (Chen & Guestrin, 2016), which is a tree-based supervised learning algorithm based on the principle of ensemble learning. We chose 

XGBoost to perform the feature selection based on its flexibility, because it can deal with missing data, as well as with highly imbalanced data using the 

scale_pos_weight parameter, (XGBoost Parameters, 2019). Furthermore, the implementation in R also offers the possibility to change the evaluation metric, 

which for this step was chosen as AUC (area under the curve). 

   Based on the industrial interpretation, we decided to run XGBoost twice, one time using as input the Sub Assembly 1 data with the final testing status 

as output data, and the other time in the same manner but using the Sub Assembly 2 data. We had two purposes in mind when doing this procedure: one for 

dimensionality reduction and the other for feature selection.  

The obtained gain percentages for each sub-assembly case were then used to obtain a space projection to a 2D space. Although extreme, we decided to 

project everything to a 2D space as a result of the industrial interpretation of the problem, namely, one axis for each sub-assembly. The projection was 

obtained by carrying out a linear combination between the feature data and the gain percentages for each feature. The samples containing “NA” were changed 

to 0s such that they were not influencing the final result. In other words, each sub-assembly data set was projected to a 1D with the help of XGBoost, Table 

3.  

 

Table 3 

Feature engineering overview 

Feature engineering procedure 

Input: Data stream from sub-assemblies 

Output: Important features   

Merge data streams by ID; 

For each sub-assembly row do  
  fst ←   column # with first NA; 

   lst ←   column # with last NA;  
  mx ←   maximum value of row;  
  mn ←   minimum value of row;  
  uniq ←   # of unique values of row;  
  Naf ←   # NA columns; 

End 
 

XGBoost (updated data for Sub Assembly 1) 

XGBoost (updated data for Sub Assembly 2) 

 

   The data obtained from the feature engineering procedure was then used to assess the performance of the VoronoiGA strategy, along with other benchmark 

classifiers, in order to make a comparison.  

 

5.1.3. Classification models  

   The modified strategy is a cost-sensitive learning strategy, and it is therefore important to define the cost. In the current industrial setting, a previous 

analysis revealed that the cost of a false negative (FN) is approximately 20 times higher than the cost of a false positive (FP), which means that C = 20 in 

equation (3). Since the cost depends on many factors, we also decided to consider a sensitivity analysis and to examine when the value of C is considerably 

higher, C = 100.  For the α parameter from equation (7), we decided to investigate three different cases, meaning that we considered the values of alpha = 

0.1, 0.5 and 0.9.  

   To assess the generalization performance of the VoronoiGA strategy under different parameter values of C and α, we decided to use a nested cross-

validation procedure. We preferred a nested cross-validation procedure, as opposed to standard cross-validation, since the test data for each of the outer cross-

validation loops had not been used to optimize the model performance before. If standard cross-validation is used, the general impression is that the results 

are too optimistic (biased) for the generalization performance. This is mentioned by other research, for example, Cawley, and Talbot (2010), Krstajic, 

Buturovic, Leahy, and Thomas (2014) or, more recently, Wainer, and Cawley (2018). The downside of the nested cross-validation procedure is the added 

computational cost, which is higher than in the case of standard cross-validation. For our work, we used 5 folds for the outer loop and 5 folds for the inner 

loop to fine-tune the hyperparameters. To assess the uncertainty, we repeated the nested cross-validation procedure randomly 50 times. The mean and 

standard deviation of the results were computed and presented in the form of mean ± standard deviation, for which we also presented the running time. In 

this case, by running time, we mean the average running time over the 50 randomly repeated nested cross-validations. 

   There are different ways to tune the hyperparameters. The most common approaches are grid search, random search and Bayesian optimization. We decided 

to use Bayesian optimization (Snoek, Larochelle, & Adams, 2012; Frazier, 2018). In our work, we used Bayesian optimization on the inner loop of the nested 

cross-validation using the trade-off measure (equation (7)) average over the inner folds. To find the optimal hyperparameters, Bayesian optimization needs 

a user-defined number of runs. Each run searches the space in an optimized manner, with the final purpose of finding the maximum trade-off measure 

average. It should be noted that, as the number of hyperparameters increases, an exponential number of runs should be considered to span the same space. 

We opted for 20 runs, in order to make sure that we have enough runs to span the hyperparameter space for all the considered classifiers. Furthermore, we 

fine-tuned the hyperparameter intervals in advance before running the Bayesian optimization.  

    VoronoiGA was compared with different base classifiers in order to evaluate the strengths and weaknesses of the strategy when applied to the industrial 

problem. There is a high number of proposed algorithms in the imbalanced learning literature, and therefore we decided to compare the strategy with the 

most common base classifiers from previous studies, as provided by Haixiang et al. (2017). Since the problem is highly imbalanced, most of the classifiers 

were also run with a common data resampling strategy, which was chosen as SMOTE (Haixiang et al., 2017). We also decided to run k-NN without a data 

resampling strategy since the VoronoiGA strategy is based on the 1-NN classifier. According to Haixiang et al. (2017), SVM is the most popular base 

classifier, while previous work showed that SVM is more robust to imbalanced data than other classifiers (Yu et al., 2015). Hence, we ran SVM with different 

sampling strategies, as presented in Table 4. Another obvious choice of algorithm is XGBoost, since we used it for feature selection because of its flexibility 

to class imbalance. Since the implementation in R also permits us to change the evaluation metric, we used the default AUC and also the one based on the 

trade-off measure (equation (7)) in order to see how sensitive XGBoost is to different evaluation metrics.  

   We decided to run VoronoiGA with the two types of fitness/objective function (equations (2) and (7)) to check if the strategy performs differently in these 

cases. All classifiers that were used, along with the parameters, are presented in Table 4. 
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Table 4  

Parameters used for the algorithms, along with the corresponding abbreviations 

Algorithm/Classifier Abbreviation 

Algorithm/Classifier 

Parameters 

Voronoi with Genetic Algorithm  VoronoiGA GA fitness function uses the trade-off between cost and Sensitivity, i.e. it 

is minimizing the cost and maximizing the Sensitivity and 

pos.nr = [80, 105], neg.nr = [45, 60] 

Voronoi with Genetic Algorithm  VoronoiGAIstat GA fitness function uses the I statistic function and 

pos.nr = [80, 105], neg.nr = [45, 60] 

Extreme Gradient Boosting (Chen & Guestrin, 2016) 

 

XGBoost eval.metric of XGBoost uses the trade-off between cost and Sensitivity function, i.e. it 

is minimizing the cost and maximizing the Sensitivity 

max.depth = [3, 10], min_child_weight = [1, 40],  subsample = [0.6, 0.9], scale_pos_weight = 72, 

eta=[0.1, 0.3], gamma = [0, 0.2], colsample_bytree = [0.5, 0.8], max_delta_step=[1, 10]  

Extreme Gradient Boosting (Chen & Guestrin, 2016) XGBoostAuc eval.metric is maximizing the accuracy, 

max.depth = [3, 10], min_child_weight = [1, 40],  subsample = [0.6, 0.9], scale_pos_weight = 72, 

eta=[0.1,0.3], gamma = [0, 0.2], colsample_bytree = [0.5, 0.8], max_delta_step=[1, 10]  

Support Vector Machine (Vapnik, 1998) with Under-

sampling 

svmUNDER Radial basis function kernel, gamma = [2-2, 210], cost = [2-2, 210] and 

N (sample size) = 2 times number of positive classes 

Support Vector Machine (Vapnik, 1998) with  

Synthetic Minority Over-sampling Technique 

svmSMOTE Radial basis function kernel, gamma = [2-2, 210], cost = [2-2, 210] and  

SMOTE k = 5, percentage over = 100, percentage under=200 (this creates 50% - 50% distribution among classes) 

Support Vector Machine (Vapnik, 1998) with  

Under-sampling and Over-sampling 

svmBOTH Radial basis function kernel, gamma = [2-2, 210], cost = [2-2, 210] and 

p = 0.5 (probability of resampling from the positive class) and N (sample size) = 2 times number of positive classes  

Random Forest (Friedman, Hastie, & Tibshirani, 2001) 

with  Synthetic Minority Over-sampling Technique 

rfSMOTE nr.trees = [100, 500] and  

SMOTE k = 5, percentage over = 100, percentage under=200 (this creates 50% - 50% distribution among classes) 

Artificial Neural Networks (Mitchell, 1997) with  

Synthetic Minority Over-sampling Technique 

nnSMOTE One single layer with neurons = [1, 5] and 

SMOTE k = 5, percentage over = 100, percentage under=200 (this creates 50% - 50% distribution among classes) 

Naive Bayes (Mitchell, 1997)  with  

Synthetic Minority Over-sampling Technique 

nbSMOTE No parameters to tune and  

SMOTE k = 5, percentage over = 100, percentage under=200 (this creates 50% - 50% distribution among classes) 

Logistic regression (Friedman, Hastie, & Tibshirani, 

2001) with Synthetic Minority Over-sampling 

Technique 

logregSMOTE No parameters to tune and  

SMOTE k = 5, percentage over = 100, percentage under=200 (this creates 50% - 50% distribution among classes) 

k-Nearest Neighbors (Mitchell, 1997) with  

Synthetic Minority Over-sampling Technique 

knnSMOTE k = [1, 20] and  

SMOTE k = 5, percentage over = 100, percentage under=200 (this creates 50%, 50% distribution among classes) 

k-Nearest Neighbors (Mitchell, 1997) kNN k = [1, 20] 

 

   From an industrial point of view, when comparing the classifiers, individual ranking of cost and Sensitivity are not meaningful, since the industrial partner 

is interested in finding the classifier that gives the minimum cost with the maximum Sensitivity. Thus, we are interested in ranking the pair of the two 

measures, which we believe is cumbersome to check from a statistical point of view. However, from a research comparison perspective, it is important to 

check if the results obtained among the different classifiers are statistically different. Therefore, to assess the generalization performance of the chosen 

classifiers, we want to make sure that there is a significant difference among the groups in terms of cost and Sensitivity separately. For this, we employ a 

non-parametric test for multiple comparisons, namely, the Friedman test (García, Fernández, Luengo, & Herrera, 2009; García, Fernández, Luengo, & 

Herrera, 2010), which tests whether the average ranks of the classifiers over different scenarios are significantly different. In other words, we are checking 

these two hypotheses: 

H0 : There is no difference in the mean of the classifiers’ average ranks over all the scenarios. 

H1 : There is a difference in the mean of the classifiers’ average ranks over all the scenarios. 

 

   The ranking is achieved by assigning a position to each classifier depending on the performance for each scenario. The classifier that achieves the best 

cost/Sensitivity on a specific scenario gets the first ranking (as 1); then, the classifier with the second-best cost/Sensitivity is assigned the second ranking 

(as 2), and so on. This procedure is carried out for all the existing scenarios and classifiers and, finally, the average ranking is returned as the mean of all 

rankings (García, Triguero, Carmona, & Herrera, 2012). It is also common in the machine learning literature to find which classifiers are distinctive among 

the comparisons. For this, the Holm post hoc test (García, Fernández, Luengo, & Herrera, 2010) is usually used. By computing the adjusted p-value (APV) 

associated with each comparison, the post hoc procedure tests if a means comparison hypothesis can be rejected at a specified level of significance. 

Furthermore, the computed APV for each comparison represents the lowest significance level that results in a hypothesis rejection. For the purpose of this 

article, we consider that a significance level of 0.05 is sufficient for both tests. 

   Since our ultimate goal for the industrial problem is not necessarily the comparison between VoronoiGA and the other classifiers in terms of separate 

cost/Sensitivity ranking, we decided not to employ the Holm post hoc test but only the Friedman test. For a fairer comparison of the VoronoiGA strategy 

with the base classifiers, we used benchmark data sets with other measures rather than the industrial problem. 

 

5.2. Results and comparison study for the industrial problem 

 

   The results obtained following the methodology presented above are presented in this section. The results are divided into two sub-sections, with one 

presenting the feature engineering results and the other presenting the VoronoiGA results, along with the base classifier comparison. 

 

5.2.1. Results for feature engineering and data presentation 

   We first applied the XGBoost algorithm for dimensionality reduction and feature selection. In Table 5 the number of selected features is displayed after 

applying XGBoost using as input the Sub Assembly 1 and 2 data sets and as output the final testing status. We can observe that XGBoost decreases the 

feature space considerably, and therefore it is more accessible to work with the data in this form. 
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Table 5 

Characteristics of sub-assembly lines 

 Initial dimensions  Selected features 

Sub Assembly 1 

(control card) 

5,021 71 

Sub Assembly 2  

(power card) 

5,072 37   

 

   In Fig. 5, the gains obtained for both cases are plotted using the first 10 selected features from Table 5. As can be observed, for the case (a) of Sub Assembly 

1, the first four features, which account for most of the gain percentages, come from the six newly engineered variables. The rest of the features are specific 

process features, which are not interesting for the reader and, thus, will not be explained in detail. The number of unique values in a row account for most of 

the gain percentage of approximately 37% in this case. For the case (b) of Sub Assembly 2, we can observe that again the number of unique row values 

accounts for the highest gain percentage, namely, 24 %. The remaining features are also in this case process-specific features and will not be explained in 

detail.  

 

 
 

(a) 

 
 

(b) 

 

Fig. 5 Gain for the features of Sub Assembly 1 and 2 

   The resulting 2D space from the feature engineering final step (the linear combination between the samples and the gains) is presented in Fig. 6. As can be 

deducted from the figure, the data is multi-modal, noisy and the classes overlap considerably. Furthermore, there is a space region where the two classes are 

separated and thus the classifiers can benefit from it. 

 

 
 

Fig. 6 Sub Assembly 1 versus Sub Assembly 2 processed data 
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   In order to obtain a better overview of the class separation possibilities, we also decided to present the densities on both axes. As can be seen in Fig. 7, 

there is a class separation on both axes, which classifiers can benefit from. On the Sub Assembly 1 axis, case (a) of Fig. 7, there are three different modes 

and one mode yields a better separation. The same cannot be said for the Sub Assembly 2 axis, case (b) of Fig. 7, where the two classes overlap. 

 

 
 

(a) 

 
 

(b) 

 

Fig. 7 Densities of Sub Assembly 1 and 2. 

5.2.2. Results and comparison study for the industrial problem 

   This section presents the results that were obtained for the VoronoiGA strategy, as well as the comparison with the base classifiers discussed in the 

methodology section.  

   Since the resulting problem is in a 2D space, it is easy to show how the VoronoiGA is performing visually. We chose, for illustration purposes, an 

example of pos.nr = 100 and neg.nr = 100 for α = 0.1 and C = 20, in order to obtain a good overview of how k-means selects the seeds and also how the 

classification is performed. In sub-figure (a) Fig. 8, we can see the class distribution based on where the original seed was selected and, as can be observed, 

the tiles are smaller in the overlapping region since both seeds were extracted from the same region. In sub-figure (b) Fig. 8, it can be observed that 

VoronoiGA is correctly identifying the negative and positive regions when the regions are separable, whereas the overlapping regions are mostly classified 

as positive. 
 

 
 

(a) 

 
 

(b) 

 

Fig. 8 Division of the Sub Assembly 1 versus Sub Assembly 2 space using pos.nr = 100 and neg.nr = 100; sub-figure (a) represents the initial colouring,  

          namely, the colour (class) of the initial seed, while sub-figure (b) is coloured using the algorithm VoronoiGA with α = 0.1 and C = 20 

   The cost and Sensitivity results from running all the classifiers on all the possible scenarios are displayed in Table 6. We represented in bold and underlined 

the minimum of cost and the maximum of Sensitivity. 

   As shown in Table 6, we can observe visually that the cost and Sensitivity results vary for different classifiers. When employing the Friedman test for the 

cost results, we obtained a value of 25.45 for the statistic with a p-value of 0.013, which tells us there is a difference among the mean of the classifiers’ 

average ranks at a significance level of 0.05. For the Sensitivity results, we obtained a value of 64.02 for the statistic with an associated p-value of 4.13 · 

10-9, which is also significant at the level of 0.05. In both cases, there are 12 degrees of freedom for the test statistic’s approximate chi-squared distribution, 

since there are 13 different classifiers in Table 6. This leads to the conclusion that the average ranks of cost and Sensitivity are statistically different at a 

level of 0.05 for the compared classifiers using the six different scenarios. 
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Table 6  

Cost and Sensitivity results for the industrial data set; the minimum of cost and maximum of Sensitivity are displayed in bold and underlined 

 

   Before discussing the results, we will present what we expect to see from the classification naïve models in terms of cost and Sensitivity for both cases of 

C = 20 and C = 100. There are three different naïve model scenarios: 1) when the model is classifying everything as positive; 2) when the model is 

classifying everything as negative; and 3) when the model is not misclassifying any observations. 

 

1) If the model is classifying everything as positive, then FN = 0 and TN = 0, which means that Sensitivity = 1 and cost = 1 for both C = 20 and C 

= 100. This is in fact the scenario where all the products are checked one by one. 

 

2) If the model is classifying everything as negative, then FP = 0 and TP = 0, which means that Sensitivity = 0 and cost = 0.27 for C = 20 and 

Sensitivity = 0 and cost = 1.37 for C = 100.  

 

3) If the model is not misclassifying observations then FN = 0 and FP = 0, which means that the Sensitivity = 1 and cost = 0.014 for both C = 20 and 

C = 100. 

 

   In the best-case scenario, that is, no observations are misclassified by the classifier, a reduction in cost of 98.6% can be obtained, with no bad products sent 

to the customer (Sensitivity = 1). This means that this is the minimum cost threshold, which can be obtained using any classifier. On the other hand, if the 

model is classifying everything as negative (good products) then a reduction of 73% (C = 20) can still be obtained at the expense of all faulty products being 

sent to the client. However, this is not the case, if C = 100 and if faulty products sent to the client are penalized more. In this case, it is best to check all the 

products one by one, as the cost will be smaller, with possibly no bad products sent to the customer. In general, there is a trade-off between cost and Sensitivity 

and it is the responsibility of the industrial partner to choose this optimal business trade-off.  

   Returning to the results from Table 6, as it can be observed, the results are different for the cases of C = 20 and C =100 for most of the classifiers; thus we 

will discuss them in detail separately.  

   For the C = 20 case, we can observe that VoronoiGA implemented with the trade-off function is highly sensitive to the parameter α, as opposed to 

VoronoiGA implemented with the I statistic, where the results are still varying but not to the same extent. This result indicates that the chosen fitness/objective 

is highly important for the strategy and also shows flexibility. The same cannot be said for XGBoost, where we also changed the evaluation metric and the 

obtained results are very similar. As a general rule, most of the classifiers are sensitive to the parameter α, as a result of the hyperparameter tunning in the 

inner loop of the nested cross-validation, though none of the classifiers is flexible enough to get to high values of Sensitivity. From the industrial perspective, 

the VoronoiGA strategy has a clear advantage over the other classifiers, as the industrial partner can fine-tune the method at the desired level of cost and 

Sensitivity. For example, using the VoronoiGA strategy, a Sensitivity of 98% will lead to a cost reduction of 25% from the base case where all the products 

are checked one by one.   

   In the case of C = 100, the results obtained for all classifiers are not sensitive to the α parameter, as in the case of C = 20. The reason behind this is the 

extra weight given by the C parameter in the trade-off function, which affects the final cost. Even under these conditions, we can still observe that the 

VoronoiGA strategy implemented with the trade-off function is still reacting the most of all the classifiers to the α parameter in terms of Sensitivity. In this 

case, it is easy to observe that VoronoiGA performs the best, since it obtains the minimum cost with the highest Sensitivity. Since C is high, some classifiers 

even exceed the cost of 100%, as in the case of naïve Bayes with SMOTE, logistic regression with SMOTE and k-NN. 

The remarkable result for the VoronoiGA strategy is that, even in this case, when C is much higher, a similar result to the case of C = 20 can be obtained. 

The reduction of cost from the same base case is decreased by 2%, namely, 23%, and Sensitivity is still at the 98% level. 

   Finally, we present in Table 7 the running times for all the classifiers using the HPC cluster. We have underlined and presented in bold the fastest-running 

classifiers. Since the naïve Bayes and logistic regression algorithms do not have parameters to tune, it is obvious that they are performing the fastest of all 

the classifiers. 

   In terms of computational cost, it is expected for the VoronoiGA strategy to have a higher computational cost because of the combinatorial nature of the 

strategy. Even in these circumstances, it can be observed that the strategy implemented with the trade-off measure runs faster than XGBoost and is comparable 

in terms of running time with the artificial neural networks model. The fitness/objective function of the VoronoiGA strategy is important for the running 

time, as seen in Table 7, since the GA algorithm is evaluating the function multiple times until convergence.  

   For the industrial set-up, the running time is not necessarily important, as the classifier is built offline and only the final model is deemed to be used online 

when predicting the status of the products sent to the client. 

 

 

 

 

 

 

 

 

 

Score Type VoronoiGA VoronoiGAIstat XGBoost XGBoostAuc svmUNDER svmSMOTE svmBOTH rfSMOTE nnSMOTE nbSMOTE logregSMOTE knnSMOTE kNN 

  C=20, α=0.1 .7531 ± .0054 .7220 ± .0239 .3393 ± .0032 .3391 ± .0025 .4716 ± .0228 .3850 ± .0152 .3676 ± .0176 .3890 ± .0043 .4120 ± .0375 .5264 ± .0388 .5694 ± .0017 .4335 ± .0046 .2153 ± .0012 

Cost C=20, α=0.5 .5081 ± .0079 .7108 ± .0304 .3375 ± .0038 .3370 ± .0039 .4018 ± .0257 .3830 ± .0129 .3287 ± .0159 .3903 ± .0043 .4032 ± .0190 .5179 ± .0373 .5697 ± .0027 .4334 ± .0044 .2151 ± .0007 

  C=20, α=0.9 .2187 ± .0017 .7051 ± .0358 .2130 ± .0013 .2127 ± .0010 .3802 ± .0207 .3842 ± .0133 .2910 ± .0147 .3889 ± .0046 .2994 ± .0590 .5310 ± .0459 .5704 ± .0029 .4192 ± .0075 .2151 ± .0007 
 

C=20, α=0.1 .9822 ± .0049 .9519 ± .0234 .5566 ± .0083 .5570 ± .0093 .6296 ± .0359 .5948 ± .0156 .5295 ± .0217 .5886 ± .0135 .6506 ± .0466 .5444 ± .0347 .5786 ± .0048 .6390 ± .0127 .2318 ± .0024 

Sensitivity C=20, α=0.5 .7438 ± .0149 .9407 ± .0315 .5494 ± .0111 .5473 ± .0122 .6092 ± .0212 .5929 ± .0230 .5056 ± .0227 .5854 ± .0128 .6651 ± .0290 .5369 ± .0371 .5788 ± .0045 .6409 ± .0114 .2315 ± .0027 

  C=20, α=0.9 .2906 ± .0072 .9390 ± .0346 .2829 ± .0049 .2818 ± .0041 .5824 ± .0283 .4730 ± .0427 .1694 ± .0943 .5895 ± .0141 .3794 ± .0747 .5450 ± .0454 .5788 ± .0054 .5979 ± .0205 .2315 ± .0028 

  C=100, α=0.1 .7737 ± .0060 .7743 ± .0141 .8275 ± .0136 .8314 ± .0119 .8849 ± .0275 .8287 ± .0178 .8868 ± .0236 .8452 ± .0175 .7945 ± .0326 1.0271 ± .0117 1.0330 ± .0043 .8270 ± .0154 1.0591 ± .0038 

Cost C=100, α=0.5 .7580 ± .0128 .7720 ± .0131 .8322 ± .0117 .8319 ± .0102 .8617 ± .0208 .8301 ± .0165 .8759 ± .0220 .8434 ± .0169 .7831 ± .0251 1.0282 ± .0117 1.0336 ± .0053 .8290 ± .0151 1.0605 ± .0049 

  C=100, α=0.9 .7763 ± .0147 .7723 ± .0132 .8284 ± .0121 .8331 ± .0105 .8381 ± .0170 .8293 ± .0200 .8660 ± .0177 .8412 ± .0164 .7795 ± .0215 1.0292 ± .0129 1.0329 ± .0051 .8309 ± .0167 1.0593 ± .0039 
 

C=100, α=0.1 .9831 ± .0040 .9449 ± .0329 .5565 ± .0105 .5530 ± .0096 .6180 ± .0321 .5958 ± .0166 .5203 ± .0248 .5858 ± .0132 .6383 ± .0572 .5463 ± .0350 .5784 ± .0036 .6414 ± .0124 .2317 ± .0027 

Sensitivity C=100, α=0.5 .9158 ± .0118 .9375 ± .0338 .5517 ± .0090 .5519 ± .0081 .6207 ± .0239 .5962 ± .0163 .5177 ± .0274 .5867 ± .0130 .6604 ± .0428 .5392 ± .0390 .5780 ± .0041 .6404 ± .0127 .2307 ± .0034 

  C=100, α=0.9 .8045 ± .0148 .9425 ± .0287 .5539 ± .0089 .5493 ± .0092 .6063 ± .0239 .5915 ± .0172 .5156 ± .0240 .5887 ± .0126 .6579 ± .0356 .5424 ± .0340 .5787 ± .0042 .6378 ± .0131 .2316 ± .0028 
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Table 7  

Running time in seconds for all the classifiers; the fastest-running classifiers for each scenario are presented in bold and underlined  

Type VoronoiGA VoronoiGAIstat XGBoost XGBoostAuc svmUNDER svmSMOTE svmBOTH rfSMOTE nnSMOTE nbSMOTE logregSMOTE knnSMOTE kNN 

C=20, α=0.1 3653 ± 557 7304 ± 283 9277 ± 690 5183 ± 229 648 ± 52 1551 ± 67 594 ± 48 549 ± 42 3229 ± 344 14.02 ± .48 2.29 ± .24 400 ± 29 3509 ± 87 

C=20, α=0.5 3943 ± 346 8047 ± 927 9128 ± 586 5138 ± 148 632 ± 55 1273 ± 64 643 ± 51 555 ± 54 3223 ± 302 11.29 ± 1.75 2.38 ± .28 391 ± 24 3489 ± 59 

C=20, α=0.9 3871 ± 429 7409 ± 223 9843 ± 408 5619 ± 153 541 ± 22 1068 ± 41 522 ± 42 559 ± 55 1926 ± 230 1.35 ± .41 2.26 ± .20 369 ± 20 3354 ± 50 

C=100, α=0.1 3235 ± 84 7416 ± 102 9833 ± 618 5061 ± 109 558 ± 28 1295 ± 106 619 ± 48 563 ± 40 2821 ± 278 1.61 ± 1.14 2.30 ± .22 404 ± 26 3086 ± 161 

C=100, α=0.5 3582 ± 476 7311 ± 136 9782 ± 709 4781 ± 135 570 ± 41 1390 ± 151 604 ± 57 561 ± 35 2799 ± 221 11.66 ± 1.89 2.34 ± .26 402 ± 25 3395 ± 152 

C=100, α=0.9 3094 ± 76 7311 ± 148 9327 ± 649 5099 ± 430 674 ± 45 1549 ± 88 609 ± 62 560 ± 58 2765 ± 180 14.32 ± .08 2.35 ± .24 398 ± 25 3445 ± 86 

 

6. Experimental framework 

   We wanted to demonstrate that the modified VoronoiGA strategy can also be applied for imbalanced data in cases when the cost is not available, as this is 

one of the downsides of the cost-sensitive learning methods (Haixiang et al., 2017). For this study, we chose 25 real-world data sets, Table 9, with different 

imbalance ratios from the KEEL repository (Alcalá-Fdez et al., 2011). In terms of the VoronoiGA strategy, a different fitness/objective function was used to 

account for the missing cost. Furthermore, in order to assess the performance of the VoronoiGA strategy, we also performed a comparison study with the 

same base classifiers as those used for the industrial set-up but modified accordingly.  

   This section contains all the details regarding the comparison study and is divided into two sub-sections. The first sub-section talks about the applied 

methodology details, while the other sub-section presents the results and discusses them.  

 
6.1. Methodology for the benchmark study 

 

   The methodology for the comparison study on the benchmark data is very similar to the one followed for the industrial problem set-up, Section 5.1.3. There 

are a few changes in terms of the classifiers’ parameters, which are displayed in Table 8. The changes are mostly in the hyperparameter space used by the 

Bayesian optimization since we kept the 20 runs. We also decided to change the resampling parameters where we considered it necessary.  

 

Table 8  

Parameters used for the classifiers, along with the corresponding abbreviations 

Abbreviation 

Algorithm/Classifier 

Parameters 

VoronoiGA GA fitness/objective function is maximizing the GM score, 

poss.nr and neg.nr have been adjusted differently for each data set (25 entries in every vector), i.e.  

pos.nr.min = [1, 2, 15, 5, 1, 1, 1, 1, 1, 2, 1, 1, 5, 1, 1, 10, 1, 1, 1, 5, 5, 10, 1, 1, 1] 

pos.nr.max = [25, 10, 25, 15, 10, 3, 2, 25, 25, 3, 25, 25, 10, 5, 3, 25, 5, 5, 3, 20, 10, 25, 25, 25, 25] 

neg.nr.min = [1, 20, 20, 15, 15, 30, 30, 10, 25, 30, 25, 1, 5, 1, 1, 20, 90, 1, 20, 10, 1, 8, 25, 10, 25] 

neg.nr.max = [5, 30, 50, 20, 40, 35, 40, 50, 100, 40, 100, 100, 10, 10, 6, 50, 120, 5, 35, 40, 10, 100, 100, 40, 100] 

XGBoost the eval.metric of XGBoost is maximizing the GM score, 

max.depth = [3, 10], min_child_weight = [1, 40],  subsample = [0.6, 0.9], scale_pos_weight = 72, 

eta=[0.1, 0.3], gamma = [0, 0.2], colsample_bytree = [0.5, 0.8], max_delta_step=[1, 10]  

svmUNDER Radial basis function kernel, gamma = [2-10, 23], cost = [2-10, 23] and 

N (sample size) = 2 times number of positive classes 

svmSMOTE Radial basis function kernel, gamma = [2-10, 23], cost = [2-10, 23] and  

SMOTE k = 5, percentage over = 500, percentage under=100  

svmBOTH Radial basis function kernel, gamma = [2-10, 23], cost = [2-10, 23] and 

p = 0.8 (probability of resampling from the positive class) and N (sample size) = 2 times number of positive classes  

rfSMOTE nr.trees = [100, 500] and  

SMOTE k = 5, percentage over = 500, percentage under = 100  

nnSMOTE One single layer with neurons = [1, 5] and 

SMOTE k = 5, percentage over = 500, percentage under = 100 

nbSMOTE No parameters to tune and  

SMOTE k = 5, percentage over = 500, percentage under = 100 

logregSMOTE No parameters to tune and  

SMOTE k = 5, percentage over = 500, percentage under = 100 

knnSMOTE k = [1, 20] and  

SMOTE k = 5, percentage over = 500, percentage under = 100  

kNN k = [1, 20] 

 

  Another notable change is in the nested cross-validation procedure, as we opted to use 3 inner folds as opposed to 5 inner folds. We made this change in 

order to ensure that we had enough positive and negative classes in the validation data set. The results are again presented in the form of mean ± standard 

deviation for 50 randomly nested cross-validations, along with the running time, computed in the same manner as in Section 5.1.3.  

  However, the major change comes from assessing the performance of the methods. In this case, since it is an imbalanced classification problem, we used a 

different metric to see how the classifiers are performing. In Section 4.3, we present the GM and F1 scores and, since GM takes into consideration both the 

TP and TN, we decided to focus on GM. Thus, we decided to maximize GM when tuning the hyperparameters in the nested cross-validation and also to 

maximize the GM score for the VoronoiGA and XGBoost algorithms. For a fair comparison, we also decided to report the F1 scores that were obtained, in 

order to see how all the methods were performing in this case too. For the comparison, we again used the Friedman test and, in this case, we also reported 

the adjusted p-values with the help of the Holm post hoc test. In addition, also in this case, we considered that a significance level of 0.05 is sufficient for 

both tests. 

   The selected 25 KEEL data sets are presented in ascending order of the imbalance ratio, as can be seen in Table 9. For the abalone data sets, we also 

performed a one-hot-encoding to make sure that the data sets do not contain nominal data. We did not center or standardize the data. 
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Table 9  

Description of the KEEL real-world data sets 

Data sets  Number of features Number of observations in 

the positive class 

Number of observations in the 

negative class 

Total number of 

observations 

Imbalance ratio Attributes 

(Real/Integer/Nominal) 

wisconsin 9 239 444 683 1.86 (0/9/0) 

haberman 3 81 225 306 2.78 (0/3/0) 

new-thyroid1 5 35 180 215 5.14 (4/1/0) 

glass6 9 29 185 214 6.38 (9/0/0) 

ecoli-0-4-6_vs_5 6 20 183 203 9.15 (6/0/0) 

glass-0-1-6_vs_2 9 17 175 192 10.29 (9/0/0) 

glass2 9 17 197 214 11.59 (9/0/0) 

shuttle-c0-vs-c4 9 123 1706 1829 13.87 (0/9/0) 

glass4 9 13 201 214 15.46 (9/0/0) 

glass-0-1-6_vs_5 9 9 175 184 19.44 (9/0/0) 

shuttle-c2-vs-c4 9 6 123 129 20.5 (0/9/0) 

shuttle-6_vs_2-3 9 10 220 230 22 (0/9/0) 

yeast-2_vs_8 8 20 462 482 23.1 (8/0/0) 

yeast4 8 51 1433 1484 28.1 (8/0/0) 

yeast-1-2-8-9_vs_7 8 30 917 947 30.57 (8/0/0) 

yeast5 8 44 1440 1484 32.73 (8/0/0) 

ecoli-0-1-3-7_vs_2-6 7 7 274 281 39.14 (7/0/0) 

yeast6 8 35 1449 1484 41.4 (8/0/0) 

winequality-white-3_vs_7 11 20 880 900 44 (11/0/0) 

abalone-19_vs_10-11-12-13 8 32 1590 1622 49.69 (7/0/1) 

winequality-white-3-9_vs_5 11 25 1457 1482 58.28 (11/0/0) 

shuttle-2_vs_5 9 49 3267 3316 66.67 (0/9/0) 

abalone-20_vs_8-9-10 8 26 1890 1916 72.69 (7/0/1) 

poker-8-9_vs_5 10 25 2050 2075 82 (0/10/0) 

abalone19 8 32 4142 4174 129.44 (7/0/1) 

 

6.2. Results for the benchmark study 

 

   In this section we present the results obtained when applying the classifiers on the KEEL data sets.  

   The GM scores obtained are presented in Table 10. As can be observed, the classifiers perform differently on the data sets. When applying k-NN on some 

data sets, the classifier was only predicting as the negative class, which made the GM score zero. In order to see if the results are statistically different in 

terms of ranking, we applied the Friedman test. For the GM scores, the degrees of freedom are 10 and we obtained a value of 83.38 for the statistic, with a 

p-value of 1.09 · 10-13, which indicates that there is a difference among the mean of the classifiers’ average ranks at a significance level of 0.05.  

 

Table 10  

GM score for the selected KEEL data sets; the maximum GM scores for each data set are displayed in bold and underlined 

 

The F1 scores obtained are presented in Table 11. When applying k-NN on some data sets, the classifier was only predicting as the negative class, which 

made the F1 score as “NA”, and we decided to report it as zero in the results table. Also in this case, as can be observed, the classifiers are performing 

differently on the data sets. Again, to check that the results are different in terms of ranking, we applied the Friedman test. As in the case of the GM scores, 

the degrees of freedom are 10 and for this case we obtained a value of 106.54 for the statistic, with a p-value of 2.20 · 10-16. The results obtained indicate 

that also in this case there is a difference among the mean of the classifiers’ average ranks at the chosen significance level of 0.05. 

Data sets VoronoiGA XGBoost svmUNDER svmSMOTE svmBOTH rfSMOTE nnSMOTE nbSMOTE logregSMOTE knnSMOTE kNN 

wisconsin .9739 ± .0036 .9723 ± .0033 .9732 ± .0025 .9725 ± .0034 .9759 ± .0021 .9711 ± .0035 .9178 ± .0793 .9659 ± .0022 .9662 ± .0040 .9732 ± .0041 .9657 ± .0035 

haberman .6003 ± .0317 .6263 ± .0209 .6116 ± .0213 .6359 ± .0242 .4310 ± .0381 .5910 ± .0288 .4410 ± .1229 .5841 ± .0194 .6403 ± .0244 .6090 ± .0210 .5233 ± .0418 

new-thyroid1 .9628 ± .0220 .9639 ± .0199 .9339 ± .0412 .9853 ± .0055 .8409 ± .0895 .9673 ± .0163 .7315 ± .2134 .9678 ± .0038 .9600 ± .0283 .9692 ± .0149 .9477 ± .0256 

glass6 .9092 ± .0223 .9201 ± .0143 .8722 ± .0280 .8958 ± .0222 .8121 ± .0235 .9271 ± .0115 .6395 ± .1894 .8848 ± .0216 .8813 ± .0260 .8856 ± .0193 .8664 ± .0128 

ecoli-0-4-6_vs_5 .8887 ± .0213 .8824 ± .0240 .7119 ± .1487 .8784 ± .0379 .8330 ± .0288 .9091 ± .0277 .7128 ± .1167 .8694 ± .0311 .8634 ± .0248 .8865 ± .0142 .8793 ± .0265 

glass-0-1-6_vs_2 .7317 ± .0419 .5820 ± .0455 .6950 ± .0501 .7274 ± .0472 .6328 ± .0614 .6511 ± .0513 .5384 ± .0879 .5179 ± .0182 .7627 ± .0455 .6962 ± .0397 .5922 ± .0407 

glass2 .7433 ± .0577 .5816 ± .0425 .7185 ± .0498 .7424 ± .0493 .5973 ± .0514 .6638 ± .0588 .5213 ± .0836 .5780 ± .0167 .7755 ± .0308 .7203 ± .0382 .6001 ± .0382 

shuttle-c0-vs-c4 .9959 ± .0006 1 ± 0 .9850 ± .0110 .9915 ± .0230 .7424 ± .1712 1 ± 0 .9547 ± .0945 .9993 ± .0013 .9950 ± .0036 .9972 ± .0021 .9953 ± .0015 

glass4 .9093 ± .0375 .8846 ± .0361 .8925 ± .0391 .8934 ± .0420 .8658 ± .0229 .9143 ± .0326 .8137 ± .1120 .7908 ± .0514 .8272 ± .0586 .9162 ± .0209 .9191 ± .0375 

glass-0-1-6_vs_5 .8628 ± .0462 .8851 ± .0467 .8892 ± .0345 .8603 ± .0450 .7723 ± .0587 .9618 ± .0273 .9514 ± .0494 .7656 ± .0465 .9328 ± .0319 .9304 ± .0331 .8281 ± .0356 

shuttle-c2-vs-c4 .9915 ± .0204 .9918 ± .0205 .7213 ± .1164 .8659 ± .1441 .5636 ± .1572 .9930 ± .0192 .9660 ± .0444 .9824 ± .0206 .9635 ± .0319 .9662 ± .0366 .9859 ± .0253 

shuttle-6_vs_2-3 1 ± 0 1 ± 0 .6364 ± .1082 .6706 ± .1787 .4659 ± .1061 1 ± 0 .9681 ± .0441 .9048 ± .0412 .9333 ± .0229 1 ± 0 .9801 ± .0280 

yeast-2_vs_8 .7551 ± .0332 .6453 ± .0559 .7381 ± .0224 .7274 ± .0173 .4998 ± .0360 .7362 ± .0262 .7371 ± .0411 .6704 ± .0439 .7479 ± .0352 .7266 ± .0289 .7158 ± .0200 

yeast4 .8225 ± .0181 .7673 ± .0235 .8204 ± .0171 .8183 ± .0205 .7314 ± .0223 .8015 ± .0198 .7957 ± .0311 .6528 ± .0456 .8160 ± .0174 .8303 ± .0164 .5354 ± .0411 

yeast-1-2-8-9_vs_7 .6782 ± .0378 .5495 ± .0444 .6568 ± .0344 .6901 ± .0295 .5405 ± .0306 .6473 ± .0449 .6751 ± .0378 .4238 ± .0486 .7150 ± .0311 .6665 ± .0299 .4640 ± .0461 

yeast5 .9642 ± .0163 .9437 ± .0153 .9563 ± .0078 .9553 ± .0121 .9420 ± .0094 .9534 ± .0119 .9455 ± .0172 .9257 ± .0096 .9524 ± .0172 .9604 ± .0103 .7932 ± .0338 

ecoli-0-1-3-7_vs_2-6 .8673 ± .0052 .8475 ± .0114 .7702 ± .0573 .8311 ± .0612 .6722 ± .0804 .8724 ± .0208 .7875 ± .0948 .8913 ± .0254 .8637 ± .0463 .8561 ± .0356 .8793 ± .0023 

yeast6 .8599 ± .0160 .8259 ± .0187 .8807 ± .0116 .8719 ± .0178 .7725 ± .0294 .8475 ± .0189 .8362 ± .0226 .7746 ± .0279 .8576 ± .0128 .8508 ± .0142 .6995 ± .0281 

winequality-white-3_vs_7 .6758 ± .0509 .6370 ± .0551 .5950 ± .1050 .6836 ± .0539 .6143 ± .0900 .6693 ± .0491 .5154 ± .1400 .7570 ± .0342 .6451 ± .0541 .6935 ± .0478 .5319 ± .0177 

abalone-19_vs_10-11-12-13 .5784 ± .0415 .4894 ± .0350 .6080 ± .0325 .6361 ± .0384 .4826 ± .0328 .6082 ± .0481 .6112 ± .0985 .5354 ± .0164 .6934 ± .0281 .6338 ± .0374 0 ± 0 

winequality-white-3-9_vs_5 .5369 ± .0454 .5299 ± .0435 .4918 ± .0674 .5229 ± .0498 .4499 ± .0451 .5876 ± .0481 .5272 ± .0890 .7336 ± .0266 .6432 ± .0480 .5289 ± .0544 0 ± 0 

shuttle-2_vs_5 .9993 ± .0030 1 ± 0 .9809 ± .0100 .9884 ± .0039 .9143 ± .0594 1 ± 0 .9925 ± .0141 .9303 ± .0192 .9964 ± .0017 .9970 ± .0029 .9987 ± .0046 

abalone-20_vs_8-9-10 .6669 ± .0588 .7395 ± .0395 .7618 ± .0409 .8198 ± .0290 .5847 ± .0508 .8156 ± .0336 .8474 ± .0334 .6912 ± .0119 .8539 ± .0269 .7764 ± .0386 .4776 ± .0289 

poker-8-9_vs_5 .7763 ± .0560 .6074 ± .0492 .6160 ± .0879 .5447 ± .1050 .2369 ± .0847 .5217 ± .0501 .6039 ± .0490 .4681 ± .0455 .5002 ± .0386 .7515 ± .0409 .4482 ± .0089 

abalone19 .6047 ± .0478 .4235 ± .0287 .6725 ± .0343 .7110 ± .0350 .5296 ± .0373 .6700 ± .0354 .6311 ± .0994 .6680 ± .0184 .7280 ± .0265 .6955 ± .0370 0 ± 0 
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Table 11  

F1 score for the selected KEEL data sets; the maximum F1 scores for each data set are displayed in bold and underlined 

 

   In Table 12 the average rankings, along with the adjusted p-values, are displayed, which also facilitates analysis of the results obtained in Table 10 and 

Table 11. As can be observed from Table 12, the VoronoiGA strategy has a rankingGM of 3.78 and a rankingF1 of 4.90 when compared with the other 10 

classifiers. This places the VoronoiGA strategy relative to the other classifiers in first place for the GM average Friedman rankings, and in fourth place for 

the F1 average Friedman rankings. Since we maximized the GM scores when performing the learning process we expected to get better results for the GM 

scores than the F1 scores. Even in this case, the position for the F1 average Friedman rankings is fourth, which indicates that the VoronoiGA strategy finds 

the positive class (as F1 score focuses on the TP) comparable to the other classifiers. In Table 11 the VoronoiGA strategy gets the rank of 1 for the shuttle-

6_vs_2-3 data set. 

   If we analyze carefully the GM score results obtained in Table 10, we can observe that VoronoiGA has a rank of 1 for 4 data sets, namely, shuttle-6_vs_2-

3, yeast-2_vs_8, yeast5 and poker-8-9_vs_5, where all these data sets have an imbalance ratio larger than 20. The classifier with the second-best rankingGM is 

k-NN with SMOTE (knnSMOTE), and for this classifier there are only 2 data sets where the rank is 1 and from which 1 is equal to the GM score obtained 

by VoronoiGA (shuttle-6_vs_2-3).  

   In terms of APVGM, the null hypothesis of means equality is rejected at a significance level of 0.05 when comparing VoronoiGA with the other four 

classifiers, namely, svmBOTH, nnSMOTE, nbSMOTE and kNN. There are two classifiers for APVF1, namely, svmBOTH and nbSMOTE, that reject the 

means equality null hypothesis at the same level of significance 0.05. 

   A final observation drawn from Table 12 is that for some classifiers the positions of rankingGM and rankingF1 are changed between the two measures. A 

good example of a sudden change is k-NN, where it is clear that it is much better at detecting the positives than the negatives, since F1 scores focus on TP. 

A similar behaviour can also be observed for XGBoost. 

 

Table 12  

Average Friedman rankings, positions and adjusted p-values (APVs) of the selected algorithms using Holm’s procedure for the GM and F1 scores;  

the APVs at a significance level of 0.05 are highlighted 

 

 

To facilitate a better overview of the rankings obtained we decided to plot the GM score versus the F1 score average rankings in Fig. 9. As can also be 

seen in the figure, the VoronoiGA has the highest rank on the average ranking GM score axis, while on the average ranking F1 score there are three other 

classifiers that perform better. These results indicate, in our opinion, that VoronoiGA can indeed also be used for problems without an attached cost. 

 

Data sets VoronoiGA XGBoost svmUNDER svmSMOTE svmBOTH rfSMOTE nnSMOTE nbSMOTE logregSMOTE knnSMOTE kNN 

wisconsin .9597 ± .0043 .9600 ± .0036 .9608 ± .0028 .9592 ± .0039 .9607 ± .0030 .9585 ± .0039 .9256 ± .0353 .9477 ± .0027 .9546 ± .0046 .9602 ± .0047 .9558 ± .0041 

haberman .4438 ± .0361 .4723 ± .0237 .4714 ± .0236 .4857 ± .0273 .4327 ± .0155 .4388 ± .0342 .4552 ± .0286 .4404 ± .0227 .4928 ± .0260 .4538 ± .0237 .3739 ± .0467 

new-thyroid1 .9319 ± .0284 .9400 ± .0288 .8544 ± .0491 .9396 ± .0144 .6640 ± .0845 .9473 ± .0204 .7804 ± .1474 .8667 ± .0130 .9261 ± .0367 .8941 ± .0336 .9364 ± .0290 

glass6 .8341 ± .0409 .8479 ± .0311 .7273 ± .0465 .7979 ± .0315 .5125 ± .0340 .8696 ± .0225 .6236 ± .1256 .7928 ± .0270 .7648 ± .0376 .7807 ± .0359 .8179 ± .0251 

ecoli-0-4-6_vs_5 .7958 ± .0528 .7415 ± .0392 .5256 ± .1171 .8077 ± .0388 .4733 ± .0366 .7817 ± .0415 .5113 ± .0894 .7243 ± .0554 .6532 ± .0438 .7077 ± .0347 .8324 ± .0395 

glass-0-1-6_vs_2 .3477 ± .0406 .2792 ± .0604 .3082 ± .0427 .3702 ± .0382 .2524 ± .0343 .3447 ± .0480 .2138 ± .0369 .1809 ± .0101 .4045 ± .0456 .2994 ± .0322 .3802 ± .0503 

glass2 .3417 ± .0486 .2749 ± .0439 .3023 ± .0394 .3711 ± .0437 .2133 ± .0256 .3491 ± .0561 .1979 ± .0316 .1879 ± .0076 .4141 ± .0376 .3002 ± .0313 .3935 ± .0481 

shuttle-c0-vs-c4 .9951 ± .0023 1 ± 0 .8948 ± .0680 .9535 ± .0234 .6920 ± .1623 1 ± 0 .9533 ± .0847 .9921 ± .0059 .9939 ± .0046 .9971 ± .0022 .9953 ± .0015 

glass4 .7566 ± .0740 .6386 ± .0496 .4924 ± .0665 .6563 ± .0825 .3637 ± .0390 .7222 ± .0545 .5716 ± .0977 .4408 ± .0719 .5419 ± .0803 .6151 ± .0497 .8040 ± .0549 

glass-0-1-6_vs_5 .6497 ± .0634 .5304 ± .0639 .4457 ± .0469 .5821 ± .0855 .2211 ± .0209 .7367 ± .0762 .7818 ± .0820 .2384 ± .0469 .5540 ± .0764 .5327 ± .0765 .6836 ± .0600 

shuttle-c2-vs-c4 .9877 ± .0252 .9907 ± .0234 .3404 ± .1385 .8215 ± .1377 .2634 ± .1132 .9920 ± .0219 .8987 ± .0900 .8593 ± .0805 .8932 ± .0822 .8810 ± .1155 .9840 ± .0288 

shuttle-6_vs_2-3 1 ± 0 1 ± 0 .1922 ± .0509 .4019 ± .1400 .1137 ± .0105 1 ± 0 .9319 ± .0586 .8233 ± .0597 .8659 ± .0533 1 ± 0 .9773 ± .0319 

yeast-2_vs_8 .2565 ± .0310 .4304 ± .0830 .5663 ± .0539 .6018 ± .0617 .0951 ± .0082 .5351 ± .0498 .4044 ± .0617 .3896 ± .1295 .4124 ± .0648 .3125 ± .0455 .6269 ± .0369 

yeast4 .2921 ± .0172 .3186 ± .0166 .2688 ± .0164 .2874 ± .0150 .1405 ± .0089 .3175 ± .0160 .2630 ± .0178 .1336 ± .0272 .2686 ± .0146 .2650 ± .0146 .3183 ± .0404 

yeast-1-2-8-9_vs_7 .1379 ± .0159 .1515 ± .0236 .1347 ± .0164 .1369 ± .0119 .0812 ± .0048 .1648 ± .0226 .1402 ± .0144 .0714 ± .0058 .1493 ± .0143 .1141 ± .0101 .2423 ± .0475 

yeast5 .6142 ± .0264 .5747 ± .0185 .4556 ± .0174 .5157 ± .0190 .3761 ± .0240 .6641 ± .0254 .5806 ± .0282 .3570 ± .0230 .5626 ± .0192 .5003 ± .0198 .6561 ± .0440 

ecoli-0-1-3-7_vs_2-6 .5461 ± .0661 .4201 ± .0769 .3205 ± .1094 .4955 ± .0937 .2424 ± .0624 .5173 ± .0819 .2885 ± .0645 .7380 ± .0844 .3085 ± .0764 .2958 ± .0708 .7656 ± .0604 

yeast6 .2954 ± .0272 .3591 ± .0219 .3023 ± .0187 .2945 ± .0173 .1270 ± .0198 .3454 ± .0211 .2506 ± .0176 .1394 ± .0240 .2438 ± .0173 .2106 ± .0135 .5085 ± .0341 

winequality-white-3_vs_7 .1055 ± .0144 .2871 ± .0529 .0991 ± .0236 .1051 ± .0140 .0780 ± .0094 .1693 ± .0260 .1181 ± .0353 .1884 ± .0236 .0946 ± .0138 .1059 ± .0138 .3687 ± .0283 

abalone-19_vs_10-11-12-13 .0645 ± .0091 .1087 ± .0177 .0590 ± .0061 .0767 ± .0086 .0450 ± .0033 .0923 ± .0139 .0877 ± .0141 .0463 ± .0025 .0954 ± .0072 .0705 ± .0077 0 ± 0 

winequality-white-3-9_vs_5 .0454 ± .0077 .1778 ± .0289 .0450 ± .0065 .0418 ± .0069 .0357 ± .0042 .0941 ± .0181 .0600 ± .0135 .1045 ± .0090 .0664 ± .0089 .0402 ± .0080 0 ± 0 

shuttle-2_vs_5 .9859 ± .0154 1 ± 0 .7872 ± .0742 .9679 ± .0410 .4113 ± .1255 1 ± 0 .7964 ± .0411 .2776 ± .0748 .8259 ± .0359 .8789 ± .0238 .9983 ± .0054 

abalone-20_vs_8-9-10 .1007 ± .0217 .2630 ± .0250 .0957 ± .0199 .1862 ± .0199 .0397 ± .0049 .1826 ± .0190 .2340 ± .0209 .0531 ± .0018 .2373 ± .0179 .1177 ± .0145 .2801 ± .0313 

poker-8-9_vs_5 .1325 ± .0207 .2275 ± .0331 .0522 ± .0149 .0610 ± .0220 .0259 ± .0022 .0740 ± .0140 .0489 ± .0083 .0222 ± .0040 .0247 ± .0034 .0709 ± .0087 .2534 ± .0184 

abalone19 .0291 ± .0041 .0892 ± .0187 .0299 ± .0033 .0404 ± .0042 .0201 ± .0016 .0464 ± .0043 .0430 ± .0064 .0271 ± .0014 .0462 ± .0032 .0358 ± .0039 0 ± 0 

Algorithms Position 

rankingGM 

rankingGM APVGM Position 

rankingF1 

rankingF1 APVF1 

VoronoiGA 1 3.78 - 4 4.90 - 

XGBoost 6 5.98 .590 2 3.34 1.000 

svmUNDER 7 6.30 .238 9 7.40 .231 

svmSMOTE 5 4.84 1.000 5 5.32 1.000 

svmBOTH 11 9.40 1.147 · 10-7 11 10.08 1.744· 10-6 

rfSMOTE 3 4.14 1.000 1 3.26 1.000 

nnSMOTE 9 7.60 .002 8 6.96 .759 

nbSMOTE 8 7.40 .005 10 8.44 6.596· 10-3 

logregSMOTE 4 4.60 1.000 6 5.80 1.000 

knnSMOTE 2 3.88 1.000 7 6.66 1.000 

kNN 10 8.08 2.283· 10-4 3 3.84 1.000 
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Fig. 9 Average ranking of GM score versus average ranking of F1 score 

   In Table 13 the running times for all the classifiers using the HPC cluster are displayed. We underlined and presented in bold the fastest-running classifiers. 

As in the industrial problem, since the naïve Bayes and logistic regression algorithms do not have parameters to tune, it is obvious that they are performing 

the fastest of all the classifiers.  

   Some data sets have a higher running time, since it was more difficult to find results where the classifier was not only predicting as the negative class. This 

was the case where the number of positive samples was very small. For k-NN, since the classifier was always classifying the observations as negative, we 

decided to report the running time as “Inf”. 

   Similar to the industrial data set results, the Voronoi strategy runs faster than XGBoost and for some data sets it is also faster than the artificial neural 

networks model. There are also two cases of data sets where the support vector machine is running slower than VoronoiGA, namely, ecoli-0-1-3-7_vs_2-6 

(svmSMOTE) and yeast6 (svmBOTH).  

 

Table 13  

Running time in seconds of the KEEL real-world data sets; the fastest-running classifiers for each data set are presented in bold and underlined 

Data sets VoronoiGA XGBoost svmUNDER svmSMOTE svmBOTH rfSMOTE nnSMOTE nbSMOTE logregSMOTE knnSMOTE kNN 

wisconsin 303 ± 10 1946 ± 64 212 ± 20 273 ± 10 220 ± 20 179 ± 22 254 ± 14 .97 ± .03 .89 ± .02 105 ± 5 97 ± 4 

haberman 475 ± 10 2133 ± 55 242 ± 30 223 ± 12 171 ± 15 128 ± 23 16870 ± 2661 .48 ± .02 .47 ± .02 85 ± 5 98 ± 6 

new-thyroid1 680 ± 16 2166 ± 68 226 ± 21 240 ± 37 208 ± 10 93 ± 8 117 ± 5 .42 ± .01 .44 ± .01 92 ± 5 100 ± 9 

glass6 421 ± 10 2121 ± 71 223 ± 16 229 ± 13 218 ± 18 111 ± 22 330 ± 87 .45 ± .01 .46 ± .02 86 ± 4 91 ± 4 

ecoli-0-4-6_vs_5 493 ± 13 2185 ± 77 234 ± 23 236 ± 15 334 ± 34 111 ± 23 138 ± 14 .43 ± .02 .41 ± .01 80 ± 5 110 ± 3 

glass-0-1-6_vs_2 514 ± 12 3214 ± 945 210 ± 11 222 ± 49 209 ± 21 96 ± 11 2182 ± 287 .46 ± .16 .42 ± .03 93 ± 11 140 ± 38 

glass2 527 ± 13 2855 ± 707 238 ± 55 218 ± 33 193 ± 21 124 ± 40 2740 ± 722 .43 ± .02 .46 ± .07 89 ± 4 127 ± 23 

shuttle-c0-vs-c4 619 ± 15 10221 ± 2810 228 ± 26 232 ± 19 166 ± 9 2 ± 0 128 ± 9 1.08 ± .03 .73 ± .05 100 ± 8 100 ± 8 

glass4 875 ± 31 2187 ± 55 227 ± 7 250 ± 148 235 ± 21 88 ± 9 143 ± 26 .43 ± .02 .44 ± .04 90 ± 4 86 ± 4 

glass-0-1-6_vs_5 539 ± 44 2337 ± 140 231 ± 19 196 ± 14 227 ± 25 121 ± 75 125 ± 12 .48 ± .23 .44 ± .05 88 ± 3 102 ± 15 

shuttle-c2-vs-c4 680 ± 79 2342 ± 715 216 ± 11 517 ± 175 203 ± 13 115 ± 16 129 ± 16 .40 ± .02 .40 ± .02 99 ± 7 101 ± 14 

shuttle-6_vs_2-3 844 ± 159 2062 ± 98 228 ± 17 174 ± 20 206 ± 22 182 ± 59 117 ± 7 .43 ± .04 .42 ± .03 155 ± 46 104 ± 7 

yeast-2_vs_8 311 ± 15 2149 ± 211 190 ± 11 195 ± 18 212 ± 7 139 ± 112 334 ± 137 .46 ± .06 .41 ± .03 90 ± 5 107 ± 4 

yeast4 255 ± 18 2214 ± 76 187 ± 14 209 ± 21 222 ± 8 119 ± 19 820 ± 171 .77 ± .03 .46 ± .02 91 ± 6 133 ± 89 

yeast-1-2-8-9_vs_7 225 ± 13 2268 ± 170 196 ± 11 181 ± 30 206 ± 19 114 ± 23 641 ± 66 .67 ± .04 .43 ± .04 83 ± 6 173 ± 68 

yeast5 699 ± 14 2018 ± 76 173 ± 10 210 ± 24 228 ± 19 115 ± 20 202 ± 13 .84 ± .04 .44 ± .02 91 ± 5 107 ± 3 

ecoli-0-1-3-7_vs_2-6 972 ± 45 2216 ± 420 216 ± 23 1083 ± 516 270 ± 60 96 ± 17 286 ± 209 1.04 ± .90 .39 ± .03 107 ± 23 109 ± 8 

yeast6 222 ± 15 2109 ± 78 194 ± 13 197 ± 26 232 ± 13 104 ± 12 329 ± 41 .79 ± .04 .47 ± .03 90 ± 6 111 ± 9 

winequality-white-3_vs_7 482 ± 50 2236 ± 437 221 ± 19 191 ± 16 186 ± 32 126 ± 63 260 ± 38 .72 ± .03 .43 ± .03 82 ± 5 167 ± 133 

abalone-19_vs_10-11-12-13 557 ± 38 2701 ± 1049 210 ± 7 177 ± 28 212 ± 14 122 ± 25 1907 ± 227 .88 ± .05 .49 ± .06 90 ± 6 Inf 

winequality-white-3-9_vs_5 299 ± 29 2617 ± 551 224 ± 25 200 ± 34 196 ± 17 110 ± 16 791 ± 223 .87 ± .04 .46 ± .03 88 ± 10 Inf 

shuttle-2_vs_5 969 ± 22 2096 ± 402 206 ± 21 227 ± 11 165 ± 15 548 ± 121 141 ± 9 1.35 ± .02 .69 ± .08 96 ± 5 140 ± 22 

abalone-20_vs_8-9-10 892 ± 22 2209 ± 117 207 ± 10 190 ± 22 216 ± 19 104 ± 20 207 ± 20 .96 ± .04 .47 ± .05 92 ± 4 137 ± 34 

poker-8-9_vs_5 494 ± 12 2359 ± 502 218 ± 21 273 ± 85 231 ± 22 129 ± 24 672 ± 232 1.07 ± .12 .44 ± .04 102 ± 6 297 ± 113 

abalone19 883 ± 17 4269 ± 1675 209 ± 10 176 ± 34 212 ± 15 115 ± 23 1197 ± 249 1.60 ± .02 .43 ± .02 90 ± 7 Inf 

 

7. Conclusion and final remarks  

   In this article the main focus has been on solving a real-life industrial problem that deals with the production of frequency inverter drives, which is a 

multi-stage manufacturing process. The product selected for the analysis contains two sub-assemblies (control card and power card), which are combined 

and tested by a unit test, which is the final quality assurance test in the manufacturing process. The problem is a predictive maintenance one, where we 

would like to predict the final quality of the product before it is sent to the client given the historical quality data. 
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For this, we first performed a feature engineering step where we added six newly engineered features, which are based on process knowledge and 

information hidden in terms of “NA”. Next, we used XGBoost to lower the high-dimensional space to a two-dimensional one, where each axis represents a 

projection in terms of process sub-assemblies. The projection was obtained by carrying out a linear combination between the feature data and the gain 

percentages for each feature computed using XGBoost. For the feature selection process, it is important to mention that the number of unique values in a 

row is the feature with the highest gain percentage, which is in fact a newly engineered feature.  

The data coming from the feature engineering process was further used in order to see how well the good and faulty products can be predicted. For this 

particular data set, the faulty product data represents 1%, while the good product data represents 99%, which means that the problem is a highly 

imbalanced one. From the industrial perspective, the current problem is formulated as a cost problem, where the cost of a faulty product sent to the client is 

approximately 20 times higher than the cost of a good product and where the industrial partner is also interested in the “quality” (number of faulty products 

sent to the client). 
In order to incorporate the cost, “quality” and the imbalance into the prediction model, we modified an imbalanced learning strategy proposed by Khan, 

Schiøler, Zaki, and Kulahci (2018), which takes into consideration the imbalance, small disjuncts and overlap (noise) and is flexible enough to include the 

cost. The strategy is based on Voronoi diagrams combined with a genetic algorithm. For the actual implementation of the method, we created a 

fitness/objective function that is tuned by a chosen parameter, α, which spans between cost (in terms of checked products) and “quality” (1 – Sensitivity).  

    The modified strategy (VoronoiGA) was then compared with the other 10 base classifiers, most of which are run with a resampling strategy on the data. 

The obtained results indicate that VoronoiGA is flexible and performs much better than the other classifiers.  

    Since the industrial problem is formulated as a cost problem, we also wanted to show that VoronoiGA is flexible enough to perform in cases where no 

cost is specified. Therefore, we used 25 real-world data sets with different imbalance ratios from the KEEL repository, and for comparison we used the 

same classifiers as in the case of the industrial problem. As a performance measure, we focused on the Geometric Mean score, as it is a good imbalance 

measure and it also focuses on the negative and positive classes in the same degree. We also decided to report the F1 score, which focuses mostly on the 

positive class, and it is also a common measure in the imbalance research literature. When compared with the other classifiers, the results of the analysis 

show that VoronoiGA ranks first for GM score average rankings and fourth for F1 score average rankings. This is a good indicator that the proposed 

modified strategy is also flexible enough to be used in problems where the cost is not specified. 

   To conclude, given the results obtained, we believe that the proposed strategy can be used successfully for imbalanced classification problems that are 

affected by small disjuncts, overlapping and noise. 
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CHAPTER 7
Mould worn-out prediction

The present chapter focuses on the worn-out state of the moulds. This problem is
important from the product quality perspective since it can also be influenced
by the mould condition. Data on worn-out and running moulds have been

analyzed for predicting the worn-out state of the moulds. The analysis results are
meant for a real-time application and in this regard, a dashboard has been created
which is also presented in the chapter. The dashboard contains an overview over the
worn-out of moulds in terms of survival curves, as well as a conditional survival curve
for running moulds along with an early warning system.

The research has been presented in the form of a case study manuscript denoted
as Paper D. The manuscript was submitted to Quality Engineering and is attached
at the end of the chapter.

7.1 Motivation behind research
After several discussions with the industrial partner, it is decided on another use of
existing data, namely investigating the moulds’ condition. In this case, the worn-out
state is defined by parameters selected by the industrial partner.

In the Ph.D. project there is a focus on product quality using injection moulding
production data. If the mould is in a worn-out state then the product quality is af-
fected. Hence, it is beneficial to know in advance when the moulds are going to wear
out. Moreover, this could also help to achieve a better planning when ordering new
moulds which can lead to cost reduction. In terms of data, the received data can be
either time dependent or independent. In order to provide a more accurate picture
of the mould’s life, the time is translated in number of shots as the mould can be out
of production for maintenance or other reasons.

The research carried out is divided in two parts. The first part focuses on how to
cluster the time independent data which consists of mould characteristics and pre-
chosen running settings. This approach has been suggested by the industrial partner
which would like to have an overview of similar moulds particularly in terms of their
wearing mechanism. By using the clustering results, new moulds can be labeled and
then analyzed based on the obtained clustering. The second part focuses on incor-
porating the clustering results into mould worn-out prediction utilizing all available
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data which also includes time dependent data. Another important aspect of the re-
search consists of real-time monitoring for the running moulds. In this regard, we are
interested in how the running moulds are behaving in relation to previous worn-out
moulds in terms of worn-out number of shots and other characteristics like mainte-
nance history and production. Since the ultimate goal of the research is industrial
application, an early warning system presented as a dashboard was developed. The
methodology behind this research is presented in the next section.

7.2 Paper D methodology
The main purpose of Paper D is given by mould worn-out prediction research using
available data with a focus on interpretation and visualization as the results of the
manuscript are meant for industrial use.

As a background, the manuscript provides a small description of the injection
moulding process along with relevant literature. Since the manuscript is written in the
shape of a case study, the theoretical insights relevant for the case study are presented
and described briefly when considered necessary. The novelty of the manuscript is
given by the proposal of the early warning system where the methodology behind the
system is described in detail.

For the case study, several data sets were provided by the industrial partner
which consist of mould characteristics, pre-chosen running settings as well as rele-
vant production and maintenance data. For performing the first step of the analysis,
namely the clustering of the time independent data, the results in terms of ”proxim-
ities” from an unsupervised random forest [26] have been used as a distance measure
among moulds. Using the results of unsupervised random forest in terms of ”prox-
imities” along with variable importance (based on the mean decrease of Gini index)
and 2D visualization plots obtained using t-SNE [27], a particular feature has been
observed to cluster the moulds well. This feature has been used for further analysis
with the mention that some of the categories of this feature have been merged. The
existing data consists of worn-out moulds which is roughly 10 % of the moulds, while
the rest are running moulds. Following the terminology from survival analysis, the
running moulds were considered as right-censored data while the worn-out moulds
as uncensored data. Using the Kaplan-Meier estimator [28] and the clustering re-
sults, the survival curves have been plotted and differences among the categories in
terms of worn-out number of shots have been observed. Furthermore, the survival
curves estimated on the worn-out moulds have been also checked against a random
survival forest [29] trained on the worn-out moulds and using production and main-
tenance features. As the survival curves were similar, a short term solution using
the Kaplan-Meier estimates for mould worn-out prediction has been considered rea-
sonable. Therefore, for a running mould the results are presented in the form of a
conditional survival curve based on Kaplan-Meier estimates with the associated con-
fidence interval [30].

Another important contribution of the manuscript is the early warning system
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designed for a running mould. In the long run, more and more moulds are going
to be worn-out and the databases are going to be updated with the information of
these moulds. First, a percentage indicating the proportion of historical worn-out
moulds, in the same category as the running mould which were still running at the
number of shots of the running mould is computed. This percentage will give a quick
overview over the behaviour of the running mould in comparison with the worn-out
moulds. Second, in order to check the behaviour of the running mould against histor-
ical data in terms of production or maintenance features (these were provided in the
data sets), a monitoring procedure based on the Hotelling T2 statistic (as described in
Montgomery [31]) has been proposed. The data used for monitoring comprises of the
feature averages until the number of shots of the running mould for both the historical
worn-out moulds data and the running mould. The feature average of the worn-out
moulds is used for building a decision threshold TUL at each number of shots. In
order to get an insight of the features, the contributions based on the Hotelling T2

statistic are also computed. The early warning system has been implemented using
Shiny in R, and in order to make the interpretation of results easier, a color coding
has been also added and is presented in the manuscript.

With regard to future work, the first improvement is to incorporate more data like
products’ metrology or injection moulding machine sensors data into the estimate of
the conditional survival curve through the means of a random survival forest model
instead of the Kaplan-Meier estimate. In this way, a better survival curve prediction
could be obtained as this model takes in consideration more aspects regarding the
process of mould worn-out. For the early warning system, more features can be in-
cluded for monitoring and a PCA approach can be implemented. Other future work
could include research in the domain of data storage, connectivity aspects as well as
model building in an online set-up. Paper D is attached in the next section.
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ABSTRACT 
The current work addresses an industrial problem in injection moulding 
manufacturing. The study aim is mould wear prediction. The industry partner uses 
a multitude of moulds in its production. The analysis starts with clustering of the 
moulds based on their characteristics. The mould worn-out for each cluster is 
modelled using Kaplan-Meier survival curves. Furthermore, a random survival 
forest model is fitted for comparison. This analysis is meant for a real-time 
implementation and the results are presented in terms of conditional survival 
curves with a proposed early warning system. For visualization and industrial 
implementation, a R Shiny dashboard is developed.  
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Introduction 

The plastic injection moulding industry as many other industries is currently going through changes under 

the so-called Industry 4.0 (Lasi et al. (2014)), which aims for higher degree of automation and digitalization. 

With increasing availability of sensors and decreasing cost of data storage, this transformation often results 

in abundance of process data for both offline and online data analytics. For the latter, one specific area of 

application is in Condition-Based-Maintenance (CBM) (Peng et al. (2010)). This is a significant departure from 

corrective maintenance (CM) in which the maintenance is performed after the failure happens or preventive 

maintenance where the maintenance is performed on regularly scheduled intervals irrespective of the 

condition of the production equipment (Ahmad and Kamaruddin (2012)). 

   The case study addressed in this article is from the plastic injection moulding industry with the ultimate 

aim of mould worn-out prediction. In that regard, this is related to a study of Remaining Useful Life (RUL) of 

an asset or system. RUL can be defined as the time between the current time until the end of the useful life, 

Si et al. (2011) where the emphasis is set on statistical methods for RUL estimation based on both directly 

and indirectly observed state processes. RUL estimation is one of the key issues in CBM as shown in Jardine 

et al. (2006),  Peng et al. (2010) as well as Ahmad and Kamaruddin (2012). 

   With the increasing availability of production data that also includes maintenance data, there is currently 

more focus on data driven approaches to maintenance planning and scheduling. Bukkapatnam et al. (2019) 

proposes Manufacturing System-wide Balanced Random Survival Forest (MBRSF), a nonparametric machine 

learning approach for long-term prognosis for breakdowns of production equipment. Alsina et al. (2018) 

compares machine learning methods for predicting component reliability. Ragab et al. (2016) presents a 
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prognostic methodology based on Kaplan – Meier estimation for the remaining useful life. 

    The case study is based on several data sets provided by the industrial partner. The data that is subject to 

changes in time is denoted as time dependent and data that remains the same in time is denoted as time 

independent. Mould characteristics and pre-chosen running settings can be seen as time independent data 

whereas production and maintenance data as time dependent. In this work, the mould pre-chosen running 

settings are defined as settings selected by the operator prior to the use of the mould in production. 

Furthermore, it is assumed that these settings are not changed during production. 

   The mould worn-out prediction is the main goal as it has a direct impact on product quality. Moreover, 

understanding the deterioration mechanisms of moulds is expected to allow for more effective maintenance 

planning and hence, reduce the cost of maintenance. The available data contains information on a limited 

amount of worn-out moulds. The proposed solution and choice of model reflect this specific characteristic of 

the data. However, we also provide a data intensive modeling approach that can be implemented as more 

data on worn-out moulds becomes available.  

   The first part of the study focuses on the dimensionality reduction of the time independent data so that it 

is easier for practitioners to interpret and monitor the results. The second part of the study focuses on the 

prediction of the mould wear and tear. Product quality and more sensor data will only be available in the 

future however, a prediction model using this additional data is also discussed. Throughout the study a 

special emphasis is put on visualization and interpretation. As the final product meant for industrial usage, 

the results are presented in the shape of a R Shiny (2019) dashboard. The article finalizes with a conclusion 

and future directions for research and application. It should be noted that due to confidentiality reasons, the 

data and the results have been masked when considered necessary.  

      

Industrial context 

In this section, we provide the technical background for the injection moulding process in general as well as 

the description of various data sets used in this study.  

Injection moulding process 

The basic mechanism of an injection moulding machine is presented in Figure 1.  

 

Figure 1.  Injection moulding machine with major components. The image has been adapted from  
                  https://injectionmouldingworld.com/3-basic-steps-of-the-injection-molding-process/. 

The injection moulding production is discussed in terms of “shots” during which the moulding of a product 

(or a group of products depending on the mould characteristics) is performed. First, plastic pellets are fed 

into the hopper and the barrel. The plastic pellets in the barrel start to gradually melt due to the rotation of 

the screw that generates shear heat and due to external heat that is provided by the heater bands wrapped 
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around the barrel. Next, as the screw rotates, the molten plastic is pushed into the nozzle which further 

sends the molten plastic to the mould. Usually, moulds have more than one cavity which means that more 

products are manufactured per shot. The plastic products from the mould are cooled while the mould 

remains closed via cooling channels placed inside the mould. After the plastic products solidify, the mould is 

opened and the plastic products are ejected from the mould, Figure 1.  

    The injection moulding process is a complex process during which various pressure, temperature and 

speed readings are collected and used for controlling the process through engineering control. Furthermore, 

the optimal settings of these variables are set by the operator based on prior experience. Hence, the process 

is controlled through both automated and manual interventions. The condition of the mould is defined 

internally by the industrial partner considering, for example, visual inspections. However, for confidentiality 

reasons, the exact definition is not presented in the article.  

Data description 

Different type of data sets are provided by the industrial partner. The description of these data sets is 

provided in Table 1. The table also contains information about data sets that will become available in the 

future and can potentially have impact in determining the condition of the mould. Available data sets 

sometimes contain categorical data along with numerical data hence labeled as mixed data. Furthermore, 

some data sets as in the mould characteristics and running settings data sets, there are missing observations. 

Table 1.  Description of data sets 

Data set Time dependence Number Features Data Type Current status 

Mould status (worn-out or running) Dependent 2 numeric Available 
Mould characteristics Independent Around 20 mixed Available 
Mould pre-chosen running settings Independent Around 180 mixed Available 
Maintenance  Dependent Around 10 mixed Available 
Production Dependent Around 15 numeric Available 
Environmental conditions Dependent N/A N/A Missing 
Injection moulding machine sensors Dependent N/A N/A Missing 
Metrology for products Dependent N/A N/A Missing 

 

When determining the time for reaching a worn-out status, the number of shots is used as the index 

because the number of shots provides a more realistic picture about the life of a mould compared to 

calendar time, as there are moments during the mould is idle due to, for example, maintenance work. 

Following the terminology from survival analysis (Wang et al. (2019)), the moulds that are currently still in 

use generate so-called right-censored data whereas the worn-out moulds generate uncensored.  A depiction 

of the data is presented in Figure 2.  

 

Figure 2.  A depiction of worn-out versus running moulds. 
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Industrial problem 

The primary goal of the case study is to assess the condition of the mould and predict when it will be worn-

out. Another goal is to provide visual tools for the real time surveillance of the mould condition in 

production for the operators. What is important to mention is that the mould data does not come only from 

a single supplier or a single production site. Therefore, it is also crucial for the industrial partner to have an 

overview over the moulds performance at a global level, where consistency is key. Hence, the first step in 

the analysis is the empirical clustering of the moulds expecting the clusters to be formed by different 

characteristics and pre-chosen production settings of the moulds. This is followed by the modeling of the 

moulds’ condition for each cluster.   

Theoretical background 

Cluster analysis 

Clustering is an unsupervised learning method which is used to group observations into clusters which are 

“similar” within the groups and “dissimilar” between groups (Ahmad et al. (2019) and Foss et al. (2019)). In 

our case, the data sets regarding the mould characteristics contain mixed data, which makes clustering 

challenging since applying direct mathematical operations such as summation or averaging used in obtaining 

similarity measures is not possible (Ahmad et al. (2019)). The mixed data is becoming more ubiquitous as 

modern production data often comes from increasingly heterogeneous sources (Foss et al. (2019)). 

   In general, clustering is performed using distance measures which quantify “(dis)similarity” between 

observations in the feature space (Foss et al. (2019)). For mixed data, a common distance measure is the so-

called Gower distance (Gower (1971)). After the distances between observations are computed through 

Gower or any other distance measure, clustering algorithms like k-means or hierarchical clustering (Hastie et 

al. (2013)) can be applied. 

   In this study, we used unsupervised random forest (Shi and Horvath (2006)) for obtaining the distances 

between observations, which are called “proximities” (Breiman and Cutler (2019)). The main advantages are 

that unsupervised random forest can deal with mixed data but can also compute the variable importance, 

which can be of great value for interpreting the model outcome. In unsupervised random forest, for a given 

data set of N observations, the joint distribution of the variables is obtained and a synthetic data is 

generated using this joint distribution. Often, the number of observations is kept the same for both the 

original and synthetic data sets. Each data set is labeled separately as for example 1 and 2, and this label is 

used as the response for the random forest model. Based on this model, an N x N similarity matrix is 

obtained through the frequency of any two observations, i and j, that are placed in the same terminal node.  

The variable importance can be computed using the Gini index decrease, i.e., the decrease in node impurity 

(Hastie et al. (2013)). Each time a node split is made on a feature m, the Gini index for two descendant nodes 

becomes less than of the parent node (Breiman and Cutler (2019)). By adding up the Gini index decreases for 

each individual feature over all trees, the variable importance can be computed for each feature. 

   For assessing the number of clusters, we resort to Partition Around Medoids (PAM) (Kaufman and 

Rousseeuw (1987)) along with the average silhouette width (Rousseeuw (1987)). The PAM algorithm is very 

similar to K-means since they are both partitional algorithms. The main difference is that K-means works 

with centroids while PAM works with medoids, which have the property that the average dissimilarity to all 

of the observations in the cluster is minimized.  Every cluster can be represented by a silhouette (Rousseeuw 

(1987)) that is built on the comparison of the clusters’ tightness and separation. The average silhouette 

width can be then used to select a suitable number of clusters, with a high average silhouette width 

indicating a good clustering. Also, it is important to mention that there are different methods to assess the 

right number of clusters, however, for the purpose of the case study this approach is considered sufficient. 

  For clustering, we could just use the results of PAM, however, we are also interested in a visual 
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interpretation and for this we decided to use t-distributed Stochastic Neighbor Embedding (t-SNE) (Van Der 

Maaten  and Hinton (2008)). In t-SNE, the emphasis is put on modelling the dissimilar observations by large 

pairwise distances, while the similar observations are modelled by small pairwise distances. We are using 

this approach as it provides a projection of the high-dimensional data into a two or three-dimensional map 

and thus, can be visualized in a plot. For the case study, we use a two-dimensional map. 

Survival analysis 

The results of the cluster analysis can be further used to check the worn-out and running moulds survival 

functions.  As it was described in the Data description section and in Figure 2, the worn-out moulds can be 

regarded as uncensored data and the running moulds as right-censored data. Given this description, the life 

of the moulds can be presented in terms of a survival function (or curve) also called the reliability function. 

For the current article, the term survival curve is preferred. 

  If 𝑇(≥ 0) is the number of shots until the mould reaches the worn-out state, then the survival function can 

be expressed as: 

𝑆(𝑡) = 𝑃(𝑇 < 𝑡) [1] 
 

where, 𝑆(𝑡) is the probability that the mould is not worn-out by 𝑡 number of shots. 

   Using the historical data, there are different ways of estimating the survival function in Eq. [1]. We use the 

Kaplan-Meier estimator (Kaplan and Meier (1958)): 

�̂�(𝑡) = ∏ (1 −
𝑑𝑖

𝑛𝑖
)

𝑡𝑖≤𝑡

 

 

  [2] 

where 𝑡𝑖  is a number of shots when at least one event happened, 𝑑𝑖 is the total number of worn-out events 

at 𝑡 number of shots and 𝑛𝑖 is the total number of moulds at risk at 𝑡 number of shots.  

   Using the Kaplan-Meier estimator, the survival curve for each of the clusters (categories) from the cluster 

analysis can be estimated. For testing if there is a statistical significant difference between two or more 

survival curves, we use the 𝐺𝜌 family of tests with 𝜌 = 0 which is the log-rank or Mantel-Haenszel test 

(Harrington and Fleming (1982)). 

    For a running mould belonging to a certain cluster, the survival curve can be displayed as a conditional 

survival curve (Zabor et al. (2013), Hieke et al. (2015)). This is more intuitive than displaying the entire 

survival curve from zero number of shots. The confidence intervals can also be displayed. For this, the same 

approach as in Zabor et al. (2013) has been used for the case study. 

   As discussed earlier, the available data sets also contain production and maintenance information 

associated with the worn-out and running moulds. For building a model using this information as well, a 

random survival forest (Ishwaran et al. (2008)) can be used for the case study. A random survival forest 

model is an ensemble learner based on the averaging of a tree base learner (Ishwaran et al. (2011)). For the 

survival setting, the base-learner is formed from a binary survival tree and the ensemble is formed from a 

cumulative hazard function by averaging the Nelson-Aalen’s cumulative hazard function for each tree 

(Ishwaran et al. (2011)). 

   There are several advantages associated with a random survival forest model. As specified by Boström et 

al. (2018), a random survival forest model is robust for high-dimensional data and can accommodate high-

level interactions between features. Other benefits inherited from random forests include the performance 

estimation using the Out-of-Bag (OOB) predictions, which can easily be implemented in parallel as well as 

variable importance. Furthermore, for survival analysis problems, random survival forest models do not 

require model assumptions such as proportional hazards, Ishwaran et al. (2008). In terms of the 

performance measure, we decided to use c-index (also called as concordance or Harrell’s index) (Harell et al. 



6   FLAVIA D. FRUMOSU, GEORG Ø. RØNSCH, AND MURAT KULAHCI 

(1982)). The c-index ranges from 0 to 1 and computes the proportion of concordant pair of observations 

among all pairs of observations in terms of survival time (Harrell et al. (1996)).  

Early warning system 

Once the moulds are clustered, the next step in the case study is to provide an early warning system 

regarding the running mould status from cluster c at a given shot t (𝑆𝑡
(𝑐)

) compared to historical data of the 

moulds from the same cluster.  For this, we propose monitoring a percentage that is composed from the 

ratio of the worn-out moulds, which were still running at 𝑆𝑡
(𝑐)

 divided by the total number of worn-out 

moulds from that specific cluster. In this way, the operator can have a quick overview on how the running 

mould is behaving in relationship with previous moulds that were worn-out from the same cluster. If we 

define 𝑆𝑖
(𝑐)

 as the number of shots at which the moulds in a certain cluster 𝑐 were worn-out and taken off 

production, for 𝑖 = 1, … , 𝑛𝑐,  then that percentage can be expressed as: 

𝑝𝑎𝑐𝑡𝑖𝑣𝑒 =
∑ 𝛿𝑖

𝑛𝑐
𝑖=1

𝑛𝑐
 

 

[3] 

where,  𝛿𝑖 = {
1, 𝑆𝑖

(𝑐)
≥ 𝑆𝑡

(𝑐)

0, 𝑆𝑖
(𝑐)

< 𝑆𝑡
(𝑐)

 

     Next steps involve the development of an early warning system using the maintenance and production 

data sets. The idea is that at 𝑆𝑡
(𝑐)

 the running mould should behave similarly in terms of maintenance and 

production with the worn-out moulds at 𝑆𝑡
(𝑐)

 that belong to the same category as the running mould. 

    For the online tracking, we propose a method for monitoring based on a Hotelling T2 statistic 

(Montgomery (2012)). For this purpose, at 𝑆𝑡
(𝑐)

, we calculate the average measurements for features of 

production and maintenance data of the worn-out moulds from first shot to 𝑆𝑡
(𝑐)

. This forms the basis to 

compare the running moulds at 𝑆𝑡
(𝑐)

.  We denote this data as 𝑊, which has the number of observations 

𝑚 = ∑ 𝛿𝑖
𝑛𝑐
𝑖=1  and p features. We use the average since different features are collected at varying sampling 

frequencies. We perform the same calculations for a mould in use and we denote the vector of size 1 x p as 

𝑟. We then calculate the Hotelling T2 statistic as: 

 

𝑇2 =  (𝑥 − �̅�)′𝐾−1(𝑥 − �̅�) 
 

[4] 

 

where, �̅� is the sample mean vector and 𝐾 is the covariance matrix obtained from 𝑊. This statistics gives the 

“scaled distance” of the current mould to the cluster it belongs in terms of its production and maintenance 

data. We then set a threshold, TUL beyond which the current mould may no longer be considered belonging 

to that particular cluster depicted in 𝑊. The threshold is calculated using:  

    

𝑇𝑈𝐿 =
𝑝(𝑚 + 1)(𝑚 − 1)

𝑚2 − 𝑚𝑝
𝐹𝛼,𝑝,𝑚−𝑝 

 

[5] 

   This limit is obtained following the commonly used upper control limit of Hotelling’s T2 control chart. 

Furthermore, we can also calculate the contribution of each feature to the T2 statistic using: 

 

𝑑𝑗 = 𝑇2 − 𝑇(𝑗)
2  

 
[6] 
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where, T2 is the current value of the statistic while T2
(j) is the value of the statistic using all the features 

except for the jth feature. 

   One potential problem is that there may not be enough data at 𝑆𝑡
(𝑐)

 to estimate the mean vector and 

covariance matrix in Eq. [5]. However, more data from each category is expected to be collected in the 

future and also if there are not enough data points for computing the Hotelling T2 statistic then this means 

that not many worn-out moulds passed the 𝑆𝑡
(𝑐)

 number of shots. 

 

Data analysis  

Data processing 

The first part of the analysis focuses on the cluster analysis and for this, the mould characteristics and pre-

chosen running settings data sets are used. A particularity of these data sets is the abundance of missing 

values (NAs). Based on our discussions with the industrial partner, it was concluded that the missing 

observations was due to the specific characteristics of a mould and not due to measurement errors. For this, 

we decided to encode the columns with NAs using a binary categorical variable with the categories, 

“missing” and “recorded”.  

   The next step of the analysis involves the production and maintenance data sets. The challenge is on 

merging two data sets coming from different sources and recorded at different frequencies. In order to 

overcome this problem, we compute the average over the time intervals that will ensure the same sampling 

frequency for all features. 

Clustering results 

When the data sets on mould characteristics and pre-chosen running settings are merged, there are roughly 

900 observations and more than 200 features. Using the unsupervised random forest model, the variable 

importance can be computed in terms of mean decrease Gini index. The first thirty features are presented in 

Figure 3 with “Mould Characteristic or Setting 182 #” being the most important feature. 

 

Figure 3.  First thirty features given by the mean decrease in the Gini index. 

The dissimilarity matrix for the moulds is obtained from the unsupervised random forest model. In Figure 4, 

using the dissimilarity matrix, the average silhouette width based on PAM is computed along with the t-SNE 

clustering using four clusters. 
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(a) 

 
(b) 

 
Figure 4.  (a) Average silhouette width and (b) t-SNE clustering using four clusters. 

Based on the average silhouette width in Figure 4a, it seems that the observations can be grouped in 5 

clusters. Since the number of clusters of 2, 3 and 4 have average silhouette values close to the case with 5 

clusters, we use the t-SNE plots and found that 4 clusters may be preferred.  

    To simplify the interpretation of the clustering algorithm, we consider solely the “Mould Characteristic or 

Setting 182 #” feature as it has the highest importance value in the random forest model. In fact, this feature 

is further confirmed by the industrial partner as an important feature in production. As it can be seen in 

Figure 5a, the feature alone separates the data very well with the exception of certain categories. Therefore, 

due to the practical interpretation and simplicity, for the next step of the analysis we settled for the 

clustering given by the “Mould Characteristic or Setting 182 #” feature with the 5 categories as in Figure 5b. 

 
(a) 

 
(b) 

 
Figure 5.  (a) t-SNE clustering using all categories and (b) t-SNE clustering using five selected categories. 

Survival curves using the Kaplan-Meier estimator and random survival forest  

In the available data set, only 10 % of the moulds are worn-out while the rest are still in use. Initially, we 

estimated survival curves using the Kaplan-Meier estimator. Figure 6a shows a difference between the 

survival curves from different categories. The same conclusion is also reached after running the log rank test 

at a significance level of 𝛼 = 0.05. In Figure 6b, after adding also the running moulds data, there are small 

differences in the survival curves that were based only on the worn-out data. It can be observed that more 

data is needed for the “Merged Categories” and “Category 7” for getting a better estimate of the survival 
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curves. The most important conclusion based on Figure 6 is that the clustering categories are beneficial for 

getting an overview of the mould’s lifetime and can be used in production for getting an overview of the 

mould’s state during production. 

 
(a) 

 
(b) 

 
Figure 6.  (a) Kaplan-Meier survival curve estimates using only worn-out data and (b) Kaplan-Meier survival curve  
                  estimates using worn-out and running data (censored data is marked with crosses).  

What is important to mention at this stage is that during part production, a mould can be taken out for 

repair based on certain information that is unfortunately missing in the current case study. One example is 

given by the visual inspection of product quality, which is a good indicator when a mould is worn-out. 

However, this data set will only be available in the future, which means that a model using this information 

is plausible and needs to be considered. At the moment, the production and maintenance data sets are 

available and thus, we are incorporating only this data into a random survival forest model, mostly for 

illustration purposes. Basically, we are interested in comparing the random survival forest model with the 

Kaplan-Meier estimated survival curves. We used 10000 trees for fitting the random forest model and the 

worn-out data for training. After the model was trained, we obtained an OOB c-index of 0.85, which 

indicates that the model is performing better than random. In Figure 7, the Kaplan-Meier survival curves are 

compared with the random survival forest survival curves from the worn-out data.  

 

Figure 7.  Comparison between Kaplan-Meier survival curve estimates and random survival forest on worn-out data.  

What we can observe in Figure 7 is that for “Category 3” and “Category 4”, the curves are behaving similarly 

with a small difference towards the end of the life of “Category 3”. For other categories however, the 
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differences are more pronounced. On the other hand, the data in these categories is taking full advantage of 

the random survival forest model. We therefore, decided as a short term solution to use the Kaplan-Meier 

estimate of the survival curve and for the future, when more data is available, to use a random survival 

forest model. In terms of practical implementation for production we are proposing a solution in terms of a 

dashboard using R Shiny (2019) which is described in details in the next section. 

R Shiny dashboard 

The results presented above are incorporated into a dashboard such that it is easy for the industrial partner 

to monitor the status of the moulds. The R Shiny implementation is advantageous since it can easily be used 

on cloud or other data management platforms. We focus on two different aspects of the dashboard. First, 

we present the Kaplan-Meier survival curves based on the historical data as well as using the running moulds 

data. Second, we propose a way to monitor the running moulds in terms of conditional survival curves based 

on Kaplan-Meier estimates. Furthermore, we also present the early warning system for a running mould. 

Historical data 

 

Figure 8.  Snapshot from the Kaplan-Meier survival curve estimates for worn-out data.  

In Figure 8, on the left panel in black, there are two options as a choice, namely “Historical Data” and “Mould 

Life Prediction”. In Figure 8, the “Historical Data” option is highlighted which further contains two tabs, i.e. 

“Worn-Out Moulds” and “Worn-Out and Running Moulds”. The “Worn-Out and Running Moulds” contains 

the exact same plot as “Worn-Out Moulds” with the exception that the survival curves are built using all the 

available data, i.e., worn-out and running moulds data. The “Worn-Out Moulds” tab contains only the 

survival curves built on the worn-out moulds data. The “Variable: ” field contains three different choices. The 

first choice is given by the 5 categories of “Mould Characteristic or Setting 182 #” which provides a quick 

overview over the historical worn-out moulds. Furthermore, since the industrial partner has different 

production sites, we also decided to provide survival curves computed using the Kaplan-Meier estimate for 

different countries. The same is valid for different mould suppliers. In this way, the industrial partner can 

have a quick global overview over the worn-out moulds. What is important to mention is that the curves can 

be updated in real-time. Thus, each time a new worn-out mould is stored in the database, the survival curves 

estimates can be updated instantaneously. Deciding when to update the database is also an important 

question but it is also beyond the scope of this study. We decided to also present the survival curves using 

the running moulds data, as the industrial partner can also check if the running moulds are changing in some 

way the behavior of the survival curves in different regions.  
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Mould life prediction 

In Figure 9, the “Mould Life Prediction” choice is highlighted. There are two tabs associated with this choice. 

The first tab “Using Worn-Out Moulds Data”, contains the conditional survival curve (with the confidence 

interval) based on the category of the running mould using only the worn-out data. Moreover, this tab also 

contains the early warning system for the running mould. The second tab, “Using Worn-Out and Running 

Moulds Data” contains the conditional survival curve based on all the data which means worn-out and 

running data without the early warning system.  

 

Figure 9.  Snapshot from the early warning system along with the conditional survival curve for a running mould  
                  based on the Kaplan-Meier estimate. 

In Figure 9, the conditional survival curve can be visualized along with the 95 % confidence interval for a 

running mould in “Category 4” at the corresponding running shot number. Furthermore, on the right side, 

two different boxes are presented. The first box presents the percentage of the active moulds from the 

worn-out moulds at that shot number. As it can be depicted, there are 71.1 % of the worn-out moulds still 

running at this number of shots. We decided to color the boxes according to the “risk” associated with the 

percentage of available historical worn-out moulds. For example, if the percentage lies between 0 and 20 % 

then a red color is used, whereas if the percentage lies between 20 and 80 % then the color becomes 

orange. If the percentage lies between 80 and 100 % then the box is colored green. Using the color coding, 

the industrial partner can have a quick overview of the status. The second box (in red) presents the Hotelling 

T2 statistic along with the TUL limit. Also, this box is color coded dynamically based on the results. If the box is 

green, the Hotelling T2 statistic is within the limit whereas if the box is red, then the statistic lies outside the 

limit or the statistic cannot be estimated. In addition, the contributions for three features are also 

presented. These features were chosen based on some discussions with the industrial partner.  The early 

warning system, can immediately point out if the running mould is behaving similarly in terms of production 

and maintenance with the historical data as the statistic is built on the average at that number of shots of 

the worn-out mould data. 

   As an upgrade for the “Mould Life Prediction” choice, one could use a random forest model instead of the 

Kaplan-Meier survival curves estimates, thus, incorporating also other production data. In terms of the early 

warning system, one could use a combined Hotelling T2 statistic along with a Q chart with the corresponding 

contributions.  
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Conclusion and future outlook 

In the this article, a case study using industrial data from the plastic injection moulding industry is presented. 

The tackled problem in the case study is the prediction of worn-out moulds with a focus on visualization and 

presentation in real-time through the means of an R Shiny dashboard. The analysis is divided into two parts. 

First, we focus on clustering using mixed data and then on worn-out mould prediction. Using the results of 

the cluster analysis, the worn-out moulds is presented in terms of survival curves using the Kaplan-Meier 

estimator. The cluster analysis shows that one feature in particular can characterize the moulds very well. 

Moreover, a comparison between the survival curves using the Kaplan-Meier estimate and a random survival 

forest model is presented.  

   In terms of real-time monitoring of the running moulds, an R Shiny dashboard has been implemented. One 

tab of the dashboard shows the survival curves estimates via the Kaplan-Meier estimator using both worn-

out moulds as well as all available data including the data on the running moulds. The other tab focuses on 

presenting the conditional survival curve estimates for a running mould including an early warning system. 

This system is based on a percentage that indicates the proportion of the running worn-out moulds at that 

number of shots and a Hotelling T2 statistics along with the production or maintenance feature 

contributions. To the best of our knowledge the early warning system has not been implemented for this 

type of problem before and also not in this manner. 

   As future work, the aim is to incorporate all available data into a random forest model for getting a better 

survival curve prediction. The data in this case study was unfortunately missing product metrology data, 

which we consider important for assessing the mould wear and tear. Other matters that will be interesting 

to investigate are data management related issues. For example, if a model is built how often should the 

training data be updated, as well as how much data should the model be built on. In terms of the early 

warning system, if the p features are highly correlated, then the Hotelling T2 and Q statistics (De Ketelaere et 

al. (2015)) using Principal Components Analysis (PCA, Hastie et al. (2013)) can be used. The contributions can 

also be computed for this case as presented in the work of Miller et al. (1998) and De Ketelaere et al. (2015). 

Moreover, a combined statistic based on Hotelling T2 and Q statistics (e.g. Frumosu and Kulahci (2019)) could 

be used instead of just a Hotelling T2 statistic such that more features could be used for monitoring along 

with the corresponding contributions presented as a bar chart. 
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CHAPTER 8
Experiences with Big Data

This chapter focuses on how to deal with Big Data in production analytics. The
chapter is built on lessons learned from working with the industry, which at
the moment is on a digitalization path mostly triggered by Industry 4.0 [1].

The lessons learned addressed in this chapter do not come only from the current Ph.D.
project, but from several collaborations with companies from different industries in
recent years. The chapter especially emphasises Big Data applications for production
analytics and presents the current state and challenges of dealing with data coming
from production.

The collection of industry related experiences has resulted into a manuscript de-
noted as Paper E which has been submitted to Quality Engineering and has been
accepted for publication. Paper E is further attached at the end of this chapter.

8.1 Motivation behind research
The manufacturing industry is currently going through an industrial revolution, called
Industry 4.0. This usually generates an abundance of data which is generally collected
through automated data collection schemes. Recently, there is a need for implement-
ing Industry 4.0 principles in the industry and the work performed in this chapter
might provide some inspiration.

For the manufacturing industry, the aspiration is that the acquired data, often
collected in large amounts, can be used for process improvement and cost reduc-
tion. In most cases, the problems are complex and multi-disciplinary and it is not a
straightforward route to achieve the goals set up by the industry. This brings a new
set of challenges for the data scientists/statisticians which in this context need to be
open to new fields, new tools as well as understanding the needs of the industry. For
this, it is important to learn also from the experiences of others since maybe some
mistakes from the learning process can be avoided in the future. This was the main
reason for carrying out the work in this chapter. By exposing some of the experiences
from industry collaborations, some of the common challenges are revealed with the
hope that others might contribute to solving these challenges in the future.

The lessons learned from working with the different industries are presented in
Paper E. The next section addresses the manuscript methodology in more detail.
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8.2 Paper E methodology
In Paper E, experiences from working with industry partners on several projects are
addressed. The focus on all the projects has been on the analysis of production data.
More specifically, throughout Paper E, the attention is restricted towards production
data analytics in manufacturing which is summarizing efforts for product improve-
ment and development as well as process improvement, monitoring, optimization and
control. The main goal in Paper E is to share lessons learned and experiences from
dealing with data related to matters like data acquisition, management and also an-
alytics.

A section describing the expectations of industry and academia are presented.
The focus is set on how the expectations from both sides can be matched. The trend,
as observed and presented in the manuscript, is that many companies embarked on
a route towards digitalization and are collecting massive amounts of data from their
processes thinking that it contains all the necessary information for achieving their
goals. In many projects it has been observed that the data collection process is not
done in a structured fashion. This is why it is crucial that a relationship between
academia and industry is maintained since both parts can learn from each other.

Data related issues are presented in detail in three different sections focusing on
management, content and analysis related issues. These include aspects such as data
accessing, traceability, historical data, lack of speciality data, large data processing
as well as a look on new opportunities among others. Practical matters on how to
deal with data security as well as how to use new tools like cloud services etc. are also
included. The manuscript concludes with a concept of data utilization maturity or
digitalization readiness as it was perceived from the interactions with the industrial
partners.

The main learning from the work carried out in different projects is that available
data is often not enough for process understanding, improvement or optimization.
While some helpful insights can be gathered from the historical data, the analysis
reveals that in most cases new data has to be collected. In that respect, future Big
Data actions should be done in a forward-looking manner and in a systematic way.
The overall aim should not be just data collection but this process should be ac-
complished with a predefined production problem in mind. In this way, by using
suitable sampling strategies, the data collection can be done in an optimized manner
and the data stored efficiently. It must be stressed out that in order to achieve this,
the industry should show patience and commitment as it is not trivial to develop
the right expertise and skills in a short amount of time. Data scientists/statisticians
should also show openness and willingness to communicate as most of the problems
are multi-disciplinary which means that it becomes very difficult to come with a
solution alone. Paper E is presented in the next section.
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Abstract 

 

Manufacturing has been rejuvenated by automation and digitalization. This has 

brought forth the new industrial era also called Industry 4.0. During the last few years 

we have collaborated with companies from various industries that have all been going 

through this transformation. Through these collaborations, we have collected 

numerous examples of (sometimes troublesome) experiences with Big Data 

applications of production analytics. These experiences reflect the current state of 

production data and the challenges it poses. Our goal in this paper is to share those 

experiences and lessons learned in dealing with practical issues from data acquisition 

to data management and finally to data analytics.  
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1. Introduction  

A new industrial revolution is upon us. Aptly named Industry 4.0 (Lasi et al. (2014)), 

this fourth revolution is mainly driven by automation and information exchange with 

heavy reliance on digitalization, see Figure 1. Accordingly, many companies from 

various industries are all going through this transformation where the goal is to 

digitalize the information content in production and hence enhance knowledge about 

their processes. Usually, the expectation is that the abundant production data should 

contain information that can be used to further the goals of the company (e.g., reduce 

operating costs and/or increase profits). Moreover, the edge some companies have 

obtained through past movements such as Lean Production and Six Sigma may be 

winding down resulting in a search for new approaches.  

 

 

Figure 1.     Industrial revolutions from the 18th century until the present 

 

 In their pursuit towards digitalization, many companies from a wide range of 

industries are now frantically scrambling to collect “more data” from their processes 

under the wishful thinking that it contains the “necessary information.” It has however 

been our unfortunate and yet repeated observation that this is done in a frenzy with 

little consideration to key questions such as:  

 What kind of problems do we actually want to solve?  

 What kind of data is in fact needed and how can we collect such data 

efficiently? 

  How can we handle such data properly and how can we make sure the 

extracted information is used most effectively?  
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 Instead, this haste in data collection often generates more problems than it 

solves. As a response, academics and practitioners alike rush into yet another frenzy 

of dealing with these problems, which could very well be simple artifacts of poor 

planning in data collection or in problem solving.  Over the years, we have had the 

privilege of working on many projects in collaboration with industry partners where 

the analysis of (big) production data has been the focus. These projects involved 

various industries ranging from high volume parts manufacturing as in injection 

molding and electronics as well as batch process manufacturing in food, 

pharmaceuticals and bio-based production. Granted our collaborations may not 

constitute a “big enough” sample for overreaching generalizations, but the small 

amount of variation in the common hurdles we needed to overcome leads us to 

believe that at least some of these issues are quite widespread. It should also be noted 

that throughout the paper, we restrict our attention to data analytics in manufacturing 

and hence use the term production analytics to summarize our efforts in product 

development and improvement as well as in process improvement, optimization, 

monitoring and control.  Some of our current work in predictive maintenance as 

presented in Section 5.4, New Opportunities, would also fall under this umbrella. 

Since the experiences cited in this paper are mainly in manufacturing, we encourage 

readers from other fields of data analytics applications to draw their own parallels to 

our conclusions with caution and as they see fit.  

In the rest of the paper, we present our observations regarding general expectations in 

the Big Data movement followed by a discussion of issues related to data 

management, content and analysis. We conclude our paper with the concept of 

digitalization readiness, as we have perceived it through our interactions with our 

industrial partners.  

 

2. A pre-requisite: Matching expectations 

Many of our production analytics collaborations involve two distinct parties: problem 

owner (industry) and problem solver (consultant/academia). Needless to say, both of 

these parties need to work together for a successful completion of any production 

analytics project. However, the increased complexity of production challenges has 

resulted in an ever-widening gap between academic output and industrial needs. The 

examples included in textbooks remain too sterile and new theoretical solutions 

developed by the academic research tend to get buried in journals that are not on the 
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industry radar. Moreover, as in any other relationship, the success in a production 

analytics collaboration is closely tied to matching the respective expectations. That is, 

while close collaboration and commitment are preliminary conditions, we need to go 

further and establish early on a realistic mutual understanding of what is to be 

achieved.   

 The current inclination in industry, as they face an increasing pressure in 

highly competitive markets, is whenever possible to simply hand over the production 

data to the data analyst for the discovery of any hidden information. Another 

expectation from the industry is to obtain a fast and simple solution. We should at this 

point re-emphasize that this paper refers to our collaboration with industry as an 

external agent. There are companies with expanding in-house data science teams 

established towards achieving similar goals. Yet their journey may be plagued by 

problems that would be different from the ones we have encountered and therefore we 

refrain from elaborating on them further.  

 The seemingly insurmountable amount of production data and increased 

complexity of the problems combined with the reassuring promises from software 

companies and academics to deliver “the” answer through empirical evidence may 

lead the industry to assume a rather passive role. This should however, not be taken as 

a criticism since it is a natural reaction to ever evolving targets and the progression of 

digitalization and Internet of Things (IoT) by the production engineers who are not 

necessarily trained to address these new challenges. When we couple this with the 

increasing concerns of upper management believing that their competitors have a 

much better handle on digitalization, it is no wonder that we often hear companies 

proclaiming “We need AI!”. This however is seldom accompanied with a clear vision  

of its ultimate use and purpose. In our limited view, we may certainly be overlooking 

a potential “If you build it, he will come!” moment as in the movie “Field of Dreams” 

but we do nonetheless strongly believe that there are still plenty of opportunities for 

the use of real intelligence when it comes to manufacturing. This however, requires 

the industry to actively participate in data analytics efforts and not simply remain as 

an outside spectator expecting a data machinery to spit out an outcome that will 

alleviate all their problems. This includes not only providing useful input and 

feedback based on their process knowledge but also understanding and appreciating 

the capabilities and more importantly the shortcomings of the methods used therein.  
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 The data analysts, on the other hand, tend to have little to no knowledge about 

the processes they work on. Yet they are usually conditioned to start any data analysis 

with defining the problem. This should not come as a surprise as most data analysts, 

similar to engineers, are trained in the basic scientific method in which setting up the 

hypothesis constitutes a crucial step. In the past, data analysts would often rely on the 

industry partner’s expertise to help with this important juncture. As challenging as 

this may be at times, most engineers would have a reasonable handle on their process 

and could readily come up with suggestions. In case of predictive modeling, for 

example, it would not be too far-fetched to think that the engineers could provide a 

list of output(s) and potential inputs based on past experience and process knowledge. 

This would often be possible as that list would have usually consisted of a relatively 

limited number of process variables which were deemed important enough to collect 

the data for in the first place. In modern production however, the list of potential 

inputs and outputs has for almost any process expanded with the advances in sensor, 

data acquisition and storage technologies. It should be noted that this expansion has 

not necessarily been a direct result of a well thought out process in data gathering but 

rather a side-effect of a haste in collecting, often indiscriminately, everything we can 

get from the process. Unfortunately this results in stretching the process knowledge of 

the industry partners beyond their comfort zone and often prevents them from 

offering more concrete help in defining the problem to tackle. Hence to avoid an 

impasse, the data analysts have to adjust their expectations about the help they would 

traditionally require in defining the problem and seek to be part of that process based 

on empirical evidence. For example, if historical data is available, a preliminary 

analysis involving all potential variables, both as outputs and inputs, should be 

performed and observed correlations should be examined with the process experts for 

relevance and practicality. That in turn would help to define the problem and lead to a 

more focused study. In that sense, historical data can serve in setting up hypotheses. 

However, if the historical data does not reveal relevant information due to the many 

reasons we will discuss in the following sections, this initial study would still serve as 

the basis for what to do next in terms of what type of data is needed and how to 

collect it. In the next sections, we discuss many data related issues we have faced and 

provide, when possible, solutions we have adopted to overcome these issues.  
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3. Data Management 

The promise of Big Data is one of the main characteristics of digitalization of modern 

production. Yet it often comes at a price. Before indulging in the content and the 

analysis of data, one has to deal with data management issues. Below, we discuss 

some of those issues. In many ways, our experiences and conclusions presented in this 

and subsequent sections follow the same path of data readiness levels suggested by 

Lawrence (2017), where the author proposes three data readiness levels concerning 

data accessibility, cleanliness and relevance.  

 

3.1 Accessing the Data 

Until recently, access to data would be achieved primarily through floppy disks, 

compact disks (CD’s), memory sticks and attachments to emails. The sheer volume of 

production data from modern manufacturing processes renders these data transfer 

media inadequate. Nowadays, we often resort to accessing the data directly at its 

source or at the very least at a virtual data warehouse, e.g., cloud. This however has 

proven to be quite challenging as well. Connection to cloud storage or to various 

databases with varying protocols requires different expertise than most data analysts 

have been trained for. Furthermore, the collaboration with industry is usually 

established through engineers and operators who themselves have varying levels of 

understanding of data acquisition systems. Therefore, a close collaboration with IT 

support in these companies becomes crucial for the success of the project. As IT 

departments often have other priorities, such as maintaining the security of production 

data, granting access to an external user usually creates more concerns on their part. 

Therefore, rather than granting full access to the data, the data analyst is given the 

data on a need-to-have basis. In this case, the engineer in the collaboration plays the 

role of an intermediary in providing access to the data. Hence, in a typical transaction, 

the data analyst would need to go through the engineer to receive the data.  

 This two-step process often delays the data analysis greatly due to 

communication issues and prioritization mismatches. Ultimately, to avoid delays in 

data retrieval and analysis, the data analyst has to take the initiative to gain direct 

access to data. This brings back the original obstacle of the data analyst lacking the 

necessary background to cope with modern database systems and protocols for data 

transfer. Even in the case of a data analyst being well versed in these fields, security 
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concerns remain an issue, especially when handling sensitive production data. These 

concerns are also valid in the use of cloud applications or setting up remote access for 

the data analyst. Establishing a proper and convenient data access protocol is a must 

before any serious attempt at data analysis.  

 In our applications so far, the most reliable option has been gaining access by 

Virtual Private Network (VPN) to the company’s database through a portable 

computer, which is specifically configured by the company’s IT support. This brings 

additional challenges such as the speed in data processing and security of the device. 

Yet it still remains to be the preferred solution in many circumstances.   

  It should also be noted that the IT department and the engineers have different 

expectations from production data as they have different aims and priorities. 

Engineers would like to make the best use of the data to achieve important production 

goals. The IT department, on the other hand, is mainly concerned with data 

management, which includes acquisition, transfer, storage, security and access. In that 

regard, what is convenient for one does not necessarily provide the same convenience 

for the other. One inadvertent outcome of rapid digitalization in most companies has 

been that the IT department has become the owner of the data with the above-

mentioned priorities. Hence, engineers much like data analysts will need to adapt to 

this new situation by making the utmost effort in learning more about data 

management to establish a common language with the IT department. 

 As for data analysts working with production data, the days of sitting in front 

of the computer waiting for the data to arrive are over. The distinction has been made 

between data analyst and data scientist in that the latter is expected to be more 

computer savvy and knowledgeable in data management. This transition needs to be 

made to remain a relevant player in production analytics efforts.  

 

3.2  Merging Databases 

 As engineers and data analysts working with processes, we tend to focus on 

process and product data with little to no focus on more managerial issues such as 

operational and planning concerns. Hence, we often see our work as limited to 

making sense of production data. As relevant as this is, other types of data are also 

available and should be used in conjunction with process data to provide relevant and 

timely information for decision makers. A complete dataset consists of information 

from the company’s Enterprise Resource Planning (ERP) system (Meer (2005)), 
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Manufacturing Execution System (MES) (Meyer et al. (2009)) and historians 

containing process data (plant data), see Figure 2 (Liu et al. (2002)). These IT systems 

are often used as separate tools (and therefore not necessarily linked) and in many 

cases not designed for extraction of large amounts of data, which is mainly the case 

for ERP and MES. This makes it even more challenging to construct complete 

datasets encompassing all these systems. This is because of the current limited 

capacity for data extraction but also because the level of aggregation often differs in 

these systems. We may retract back to our old modus operandi and isolate our efforts 

to production. But our prospective solution as great as it may very well be, will most 

likely fall on deaf ears if it cannot be planned for properly or is not implementable at 

all.  

 

 

Figure 2.     Illustration of a typical data hierarchy within a manufacturing company 

 

Furthermore, besides the main data platforms described above, companies often use 

specialized systems for lab and quality measurements (e.g., Lab Information 

Management System (LIMS)) and local systems in R&D functions. This makes it 

even more challenging to construct the needed dataset. Therefore, with all its 

challenges, the urgency of connecting various datasets reflecting different 

components of daily operations is becoming more and more relevant. 
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3.3 Traceability  

 Many processes consist of several stages where raw material goes through a 

series of unit operations before the final product is obtained. When the aim is a 

comprehensive data analysis solution, which considers all these unit operations at 

once, traceability becomes a crucial issue. However, true cradle to grave traceability is 

hard to obtain, particularly in chemical processes. Often different production streams 

are combined and/or split to make the traceability almost impossible.  

 In one of our projects, the raw material was going through a series of 

operations in batches before the final product is packaged and shipped.  

Each of these operations is very tightly monitored and controlled through a series of 

sensors and controllers. This naturally gave the impression of the existence of 

traceability and availability of abundant process data. Upon further analysis, we 

realized that we actually had data for only a few batches from the beginning to the 

end. This was not because the data was not available. The data for all batches was 

simply collected locally for each operation without necessarily considering the 

preceding or following operations. The batches were tagged accordingly and it 

required an intimate knowledge of the process to match these tags for different 

operations. The data analyst working remotely lacked this knowledge and hence 

ended up with a significantly low number of batches with traceability, which clearly 

did not represent the reality. This problem was resolved in an accelerated manner by a 

second data analyst who was more familiar with the process and had direct access to 

key process engineers and IT personnel.  

 Another example we have encountered involved a company producing high 

precision metal parts in a milling process. The metal part undergoes several steps in 

different milling machines using different milling tools. The goal of the analysis was 

to develop a model for predicting tool wear and when tools should be changed. The 

dataset consisted of part information extracted from CAD, task information (type of 

tool, milling steps, duration, speed, etc.), machine tool measurements (length and 

diameter), and tool wear evaluations. When the first obstacles with data extraction 

were overcome, including consolidation of data from different local databases and the 

analysis started, it became clear that there were some major issues with traceability. 

The final evaluation of the tool wear was only done on a subset of the tools reducing 

the dataset dramatically. Also there were no ID numbers on the individual tools, 

making it impossible to link the results back to the tool usage. The key learning from 
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the project was that there were missing tags to combine different data sources, key 

process variables were often not collected and the data structure was not suitable for 

the required analysis.  

 Traceability is of essence if the overall process is to be scrutinized. While 

many companies make great strides towards achieving it, the impression is that in 

many cases we are still a long way from tracking down a single product all the way 

back to the raw material. When starting a new project involving the entire production 

steps, we highly recommend establishing a flow diagram indicating each process step 

and availability of the data therein. Then the next step is to understand and establish 

(if none existing) the connections among these local data sources for assuring 

traceability. As self-evident as this recommendation may be, it has been our 

experience that this was overlooked in the mist of talks of Big Data, cloud computing, 

and newfangled data analytics methods.  

 

4. Data Content 

4.1 Historical Data 

It is not uncommon to hear in our early meetings with the companies that they have a 

vast amount of historical production data. 

However, in many cases this claim can be quite misleading. First of all, operating 

conditions in any unit operation let alone in the entire production can drastically 

change over time to make parts of the historical data incompatible with the rest. It 

should be noted that what we mean with drastic changes are changes beyond the 

unavoidable regime changes that processes usually go through,  for example, a recent 

renovation of the plant, getting brand-new production equipment or permanently 

changing raw material with completely different characteristics as in the case of eco-

friendly products. This may very well render previously obtained data using for 

instance the old production equipment incompatible with data obtained after the 

renovation.  

 Data collection schemes and measurement systems are also prime examples of 

such changes. In a particular study on railways, the geometric measurements of the 

tracks were regularly collected by a so-called measuring car. These measurements 

were then used to quantify the wear and tear that the tracks were experiencing in time 

and a degradation model was to be constructed for better scheduling of maintenance 

activities such as tamping of the tracks. These measurements would sometimes be 
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taken by subcontractors that may change the measuring system in time. Furthermore, 

different subcontractors from different countries may have used different equipment 

with varying tolerances. This can once again render different parts of the historical 

data being incompatible for further analysis.  

 Even in the rare circumstances when the above-mentioned changes do not 

occur, there could still be issues rendering parts of the historical data irreconcilable.  

Historical data was often collected for documentation and control purposes, and not 

necessarily for analysis toward better understanding of the process or for its 

optimization. That is, old data may simply be used for example in case of a recall or 

to identify and isolate potential batches of products affected by a production problem. 

Since the process improvement would not necessarily be the primary goal in the 

collection and storage of historical data, it may correspondingly not contain valuable 

information to address serious production questions of today. This should by no 

means be a deterrent from the use of historical data but it should simply be taken as a 

word of caution when it comes to claims of “plenty of historical data” being available 

at the start of a project.  

 

4.2 Multiple Production Sites  

Over the last few years, one of the main activities of the IT departments has been 

building data historians. These are practically data warehouses where data from 

different unit operations and production sites is gathered, see Figure 3. The goal has 

been not only to provide easy access to data collected in multiple production sites but 

also to potentially generate opportunities for real time applications such as process 

surveillance and predictive maintenance. However, often those production sites are 

subjected to different operating conditions that may severely impair the possibility of 

combining data from different sites.  

 In one particular application, we worked on a fermentation process from three 

production sites. The idea was to combine the data to see the differences in key 

performance indicators, identify the causes for these differences and also perform 

process surveillance. However, these processes were tightly controlled with 

engineering control schemes, which differ from site to site; analogue and digital 

control schemes. Since the former is considered to be an old technology, we were then 

asked to focus only on the sites for which the digital controller is used.  Furthermore, 

for one of the remaining two sites, it was deemed that the local crew was acting too 
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differently from the main production site when it came to day-to-day operations and 

hence the large variation in key performance indicators could simply be attributed to 

this “cultural” difference. Considering the fact that the fermentation process was 

exposed to not only engineering control but also to manual control performed at the 

discretion of the skilled operators to avoid wasting any batch, it made more sense to 

initially focus on a single site with more relevant and somewhat more stable 

production characteristics.  

 In this case, one site was using a soon to be obsolete technology and it did not 

make sense to include the data coming from that process. For another, manual 

interference that was hard to predict with the available data limited our focus to 

production from one site only. In fact, manual control of the operations by 

experienced operators is not an uncommon occurrence even in modern production 

processes. The true digitalization should aim to minimize this and incorporate that 

knowledge gained based on years of experience through automated systems. 

Ultimately though, site-to-site differences are of course extremely valuable to extract 

in order to eventually minimize these differences and learn the impact of different 

operating conditions on the final product. In that regard, merging the datasets from 

different production sites will indeed be of importance but needs to be done with care.  

 

 

 

 Figure 3.     Establishing data historians (Computer clip arts are obtained  

                    from http://clipart-library.com/cloud-server-cliparts.html) 
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4.3 Multi-stage Processes 

In many industrial processes consisting of multiple stages, the focus has historically 

been on unit operations sometimes taken care of by different, semi-autonomous 

groups within production. Each group would be responsible for its own unit operation 

and optimization would be performed locally with data collected and labeled 

accordingly. As a result, the data collection is seldom standardized, and connecting all 

these data becomes extremely challenging. This is also related to the traceability issue 

we discussed earlier. Another concern is that optimized individual unit operations do 

not necessarily translate into an optimized overall production. In the same vein, we 

have seen great interest from industry to pursue a general approach to data analysis 

and consider all stages of production at once. The aim in such a study is usually to 

discover the relationship of process variables from different stages of production with 

a final key performance indicator such as product quality. This could be achieved 

through observational or experimental data. The former often requires methods 

beyond standard statistical methods due to characteristics of data discussed below. 

However, it should be noted that the observational data could be used to obtain 

predictive models as in the case of machine learning methods (Hastie et al. (2009)). 

These can in turn be used for risk management, i.e., if you can predict accurately what 

is going to happen, you can take actions to hedge the risk in anticipation accordingly. 

However, if the goal is to inflict a desired change in key performance indicators 

through adjustments to the process variables, we need to uncover causal relationships. 

The time-tested approach to achieve this is through controlled experiments. The 

design and analysis of experiments for multi-stage processes can be elaborate and we 

currently need more methodological and applied work in this field (Tyssedal et al. 

(2011), Tyssedal and Kulahci (2015), Kulahci and Tyssedal (2016)).  

 Another concern related to considering all production stages at once is that the 

data collected in these different stages comes in great variety; numerical, categorical, 

text, etc. This so-called mixed data represents a significant hurdle for many analysis 

methods to overcome.  

 A somewhat similar circumstance happens when production occurs in multiple 

parallel lines with varying production equipment. We have had experience with 

processes involving injection molding where tens if not hundreds of molding 

machines in one production site is used on a continuous basis. The need to combine 

data from all these machines could for example, compensate for the scarcity of rare 
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events that are to be predicted. We have been encountering this issue more and more 

frequently with the proliferation of Six Sigma processes for example, where low 

defect rates create unintended consequences in modeling as in classification (Khan et 

al. (2017a, 2017b), Khan et al. (2018)) as well as in statistical process control (Agresti 

and Coull (1998), Montgomery (2013), Wang (2009)). We will discuss this issue 

further in Section 5.2.   

 

4.4  Data Transformation 

From the time, data is measured by the sensors in production to the time that it 

reaches the data analyst, it would usually undergo several transformations. Firstly, the 

sensor itself will transform its input signals, depending on the sensor configuration, to 

produce the initial measurement, which may be taken by the sensor at unevenly 

spaced time intervals. Measurements from the sensor may be further manipulated 

upon storage in a data historian. Typically, the data is compressed in order to save 

storage space and increase retrieval speed (Thornhill et al. (2004)). A common 

compression method used by data historians is to only retain those measurements 

from a sensor that differ by some minimum amount compared to the previously stored 

measurement from that sensor. Finally, upon retrieval of data from the data historian, 

further manipulation can be made where the data historian itself can often by default 

fill in the previously discarded measurements according to the method selected by the 

user, and provide the data in a convenient format. This final manipulation is perhaps 

the most insidious, as interpolated data can be mistaken for actual observations 

measured during production. As a result, of these transformations, the data takes on an 

ephemeral quality and it can be a challenge for the data analyst to know what version 

of the data has been acquired. 

 We have found that the best approach in these situations is to insist on 

obtaining data from as close to the source as possible – which usually is in the form in 

which it is stored in the data historian. As tempting as it may be, it is misguided to 

rely on the retrieval modes of the data historian to provide a ready-to-use dataset, as 

important features of the data may be masked. For example, we have experienced 

cases where one variable was stored at the rate of less than 10 observations per hour, 

whilst another variable was stored at the rate of several thousand observations per 

hour. If we had not insisted on the data in its rawest format, but relied on the data 

historian’s reconstructed version of the data where all variables were evenly spaced in 
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time, we would have been unaware of this huge difference in sampling frequency, and 

unable to advise the company to reexamine the data storage parameters. Many 

analysis approaches to serially dependent data assume regularly spaced sampling and 

cannot handle irregular sampling frequencies, so some interpolation/imputation is 

required. By insisting on acquiring the raw data, the data analyst has at least a chance 

of understanding what is truly being measured, and has control over the interpolation 

method being used. Some multiresolution/multi-granularity methods have been 

proposed with the aim of dealing directly with data containing different granularities 

(Li et al. (2001), Reis (2019)) but the problem has otherwise been somewhat 

overlooked. 

 One of our projects involved injection molding of plastic components. These 

processes often operate at high production rates in a matter of a few seconds per 

“shot.” They also show characteristics of batch processes for which each injection 

molding shot is a batch and process variables such as temperature and pressure in the 

mold follow expected profiles during the batch. However, due to physical constraints 

(e.g., difficulty of mounting sensors in the injection molding machine) and the high 

production rate, these profiles are seldom available. Instead, pre-determined features 

of the profiles as in maximum or steady state values may be available. Sometimes, the 

profiles are shown for each shot for the operator’s instantaneous review but never to 

be stored afterwards. It was our first instinct to inquire about those profiles and ask to 

have access to that data accordingly. The company uses different equipment suppliers 

for the same product and only some allowed access to that data. Even then, a lot of IT 

work was needed to actually access those profiles. In the end, insisting in obtaining 

the entire profile data for the overall production or generating solutions based on the 

assumption of easy access to those profiles would ultimately require replacement 

and/or adjustment of production equipment. Hence, before venturing down that road, 

we needed to properly investigate the features that were readily accessible. Even if 

these features did not contain the right information, the costly adjustment of 

production equipment needed to be justified against the potential benefit of full access 

to production data. For this, we would like to once again refer back to the question we 

started with: how much and what type of data do we actually need? The systematic 

collection of data as we have advocated would suggest to tone down our inhibitions 

about the amount of data or lack thereof for that matter, gradually work with what is 
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available and determine the next steps.   

 

5. Data Analysis 

5.1. Combining Process and Product Data 

One of the key issues in process understanding, optimization and control is to connect 

process data with product characteristics. The process data is usually collected with 

the help of sensors and through automated data collection schemes. When companies 

claim to possess large amounts of data, they often refer to process data. Such data can 

be used in process monitoring, for example. Modeling of such data is done through 

so-called unsupervised learning methods where no response, e.g., product 

characteristics, is available.  

 Except for the case of 100% inspection, which has been an exception rather 

than the norm in quality assurance, product quality data is often more scarcely 

collected.  This is due to issues such as cost of inspection, physical constraints and 

production rate. Fast production rates make it particularly difficult to obtain product 

quality for each product. When that happens, only a fraction of process data has the 

corresponding product quality characteristics. Depending on the magnitude of that 

fraction, this can result in cases where a majority of process data cannot be used for 

modeling the product characteristics, see Figure 4. In this case, semi-supervised 

methods where supervised and unsupervised data are combined in the same modeling 

approach can provide some relief (Frumosu and Kulahci (2018, 2019)). In these 

methods, the goal is to make use of unlabeled (unsupervised) data for which no output 

is available to improve, for example, the predictive model, which will otherwise be 

based solely on the labeled (supervised) data. In real life applications, the main 

concern is the similarity of the unlabeled and labeled process data to allow for 

merging these two for predictive modeling. Also, for fast production rates, the issue 

of serial dependence (autocorrelation) in process data becomes more evident and 

needs to be taken into consideration in many production analytics applications 

(Bisgaard and Kulahci (2011), De Ketelaere et al. (2015), Vanhatalo and Kulahci 

(2015a, 2015b), Vanhatalo et al. (2017)).  

 Eventually, we can aim for all labeled data, i.e., an established, direct 

connection between the product characteristics and corresponding process data. More 

sensorics applications are certainly needed to accomplish that. The advances in 

barcodes and QR codes for example will allow for tracing each product throughout 
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production and even beyond. These codes can provide dynamic information, i.e., 

product specific information at the time of production or static information, e.g., 

ingredients in all pills with the same contents in tablet production in pharmaceutical 

industry. If the traceable product with encoded dynamic information can then be 

inspected automatically through for example, image analysis, the connection between 

the process data and the product characteristics can be established. We should once 

again emphasize that this will require a multi-disciplinary approach where engineers 

and IT personnel will work towards developing the hardware and software for tags 

based on the physical limitations of the process and products, sensorics experts will 

develop the right inspection scheme of an individual product and finally the data 

analyst will not only analyze the data but also support the efforts to encode the needed 

process information in the tags. In that sense, it is of utmost importance for the data 

analyst to be involved early in these efforts to avoid delays further down the line. 

 

 

 

Figure 4.     Semi-supervised learning where the original data (X) is split into 

                    supervised (X1) and unsupervised (X2) components, and a predictive 

                    model is established using both.  

 

5.2 Lack of Specialty Data 

Often the data available to the data analyst originates from routine production, where 

the quality characteristics of the end product must lie within narrow specification 

limits. Many manufacturing companies have gone through quality management 

schemes like Six Sigma and Lean Production and therefore, they are usually capable 

in producing products with desired specifications. Consequently, it is quite common 
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to end up with a dataset containing very little variation in the measured production 

settings and quality characteristics. It has been on the other hand noted by data 

analysts that more interesting discoveries can be made when things go wrongly 

(Borne, 2014), so a lack of process and/or product failures can be an obstacle to new 

insights.  

 Similarly, a common starting goal in many projects is to develop a model that 

can predict end-product quality based on the measured production conditions at some 

point earlier in the process. A lack of variation in the observed product quality in the 

available data poses a major challenge in the identification of the factors that lead to 

good or bad quality. This challenge cannot necessarily be addressed by acquiring 

more data, if the new data is just “more of the same”.  One approach to consider is to 

revise the goal and look for features in the data that do display promising variation. 

For example, in one project we ended up focusing on the production duration of each 

product as the variable to be predicted, after our prior attempts to predict product 

quality were unsuccessful due to lack of variation. Of course, it is vital to discuss the 

revision of goals with the industry partners to ensure the new goal is one that will 

provide value to the company. 

 Even in the case when enough variation is found, there can still be a lack of 

“bad processes” due to very tight control of the process particularly in industries such 

as in pharmaceutical and biomedical industries, where batch processes are being 

extensively used (Croughan et al. (2015)). Each batch may involve a huge volume of 

raw material and take hours or even days to complete. It is, therefore, extremely 

costly to have a “bad” batch. Hence, these processes are very carefully controlled 

through both automatic control schemes and manual interventions by the operators. If 

in a process surveillance study the aim is not only to detect an out-of-control situation 

but also diagnose of the root cause, data capturing various fault scenarios is needed.   

 In terms of modeling, this translates into a highly imbalanced division 

between “bad process” versus “good process” classes. Several methods have been 

proposed to alleviate the imbalance problem at both data and algorithm level 

(Haixiang et al. (2017)). At the data level, data sampling methods such as Synthetic 

Minority Over-sampling Technique (SMOTE) (Chawla et al. (2002)), under-sampling 

and over-sampling have been used with some success. For algorithms, ensemble 

methods, or algorithm modifications of traditional classifiers have been suggested 

(Haixiang et al. (2017)). Also, cost-sensitive learning methods have been proposed, 
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which usually assume higher costs for the misclassification of the “bad process” 

samples (Haixiang et al. (2017)).  

 

5.3 Large Data Processing 

With increased accumulation of production data, one of the biggest challenges has 

become the allocation of enough computational resources to process it. Although new 

technologies, such as parallel computing and quantum computing, have 

revolutionized the whole field, memory capabilities are still limited. Most of the well-

known data analytics methods worked on the principal of in-memory processing. 

Computing frameworks such as Hadoop and Spark (Zaharia et al. (2010)) enable in-

memory computation of large data streams and provide solutions to the problems 

prompted by the continuous streams of data (Agneeswaran (2014)). In terms of data 

storage, there is currently a transition towards NoSQL (“non SQL” or “non-

relational”) databases (Leavitt (2010)) as opposed to the traditionally structured 

relational databases. One of the key advantages of NoSQL databases is that they can 

handle large unstructured data efficiently. 

 This issue certainly ventures into the domain of IT folks whilst data analysts 

(or even data scientists) will most likely not be well-versed in this issue. But, the 

voracious appetite of digitalization is not likely to be satiated anytime soon and data 

management (or data wrangling for analytics purposes) will only get more 

complicated in time. “Not my problem” attitude to data management could no longer 

be a response for the data analyst/scientist. We should strive to be part of the solution 

for the reasons we discussed earlier. This requires at the very least being able to 

communicate with the IT folks and establish a common language early on in the 

process. Otherwise, we will risk falling out of the loop of data management process 

altogether.  

 

5.4 New Opportunities 

In some industries, such as in electronic component manufacturing and aerospace 

industry, inspection of each product is a legal requirement. But, now due to the 

affordable sensor technologies, it is becoming more common in other industries as 

well to inspect and report the quality characteristics of each product as we mentioned 

in Section 5.1. This information along with process data reinvigorates the possibilities 

to investigate new opportunities to optimize the production processes. In process 



 

 20 

monitoring, for example, the focus may shift to product characteristics as they contain 

process information anyway. This may simplify the monitoring schemes significantly. 

The process data and its connection to product characteristics can then be used for 

predictive purposes or when possible, to create a desired change in the process as in 

optimization and robustness studies. Furthermore, the reaction time to a fault can be 

significantly improved when we shift from sampling to 100% inspection.  

 As we mentioned in the previous section, it has been our experience that 

despite all efforts in automation, manual interventions by the operators are alarmingly 

high. This is generally accepted as good practice relying on the years of experience of 

these operators. In modern manufacturing, this process knowledge needs to be 

digitalized and fed back to the process when needed. This will prevent unintended 

variation and lead to more standardized operations. Currently, not all these 

interventions are recorded making them impossible to digitalize. Action needs to be 

taken for proper collection of these manual interventions so that empirical models can 

be trained and put to use with this enhanced process understanding.  

 Another emerging field for using Big Data is in predictive maintenance 

(Alaswad and Xiang (2017), Peng et al. (2010), Wang (2002)). There have been 

primarily two approaches to maintenance employed by the companies: Time-based 

preventive maintenance and corrective maintenance. The former is very intuitive and 

often effective as planning and scheduling of the maintenance activities can be done 

on a regular basis. Yet the downside of it is that this may cause unnecessary or 

delayed maintenance if the scheduling does not reflect the actual wear and tear in the 

equipment/system. Similarly for the corrective maintenance, the damage would be 

done by the time maintenance is performed. In predictive maintenance (sometimes 

also referred to as condition based maintenance), maintenance is performed when 

deemed necessary by a predictive model reflecting the condition of the production 

equipment. While this is expected to reduce the maintenance cost, it also brings more 

challenges due to uncertainties in planning and scheduling of maintenance activities 

caused by prediction. We are currently involved in multiple projects both on 

delivering predictive models but also on planning and scheduling of maintenance 

activities. Production companies see tremendous value in predictive maintenance, 

particularly in cases where high throughput is the main goal and stoppages are of 

major concern. Similarly many engineering companies that produce the production 

equipment are interested in selling not only the equipment but also a service contract 
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to provide the maintenance. The use of production data is the key in all of these 

efforts.  

 Advances in computer technology also had a very encouraging effect on 

obtaining simulation models of the production processes. These could be the key in 

one of the very important concerns in data analysis: correlation vs. causality. As we 

mentioned earlier, controlled experiments are the classical tool for unearthing causal 

relationships. We also indicated that there are many challenges when experimental 

work is to be performed on the process as a whole. But if a simulation model of the 

process exists, experiments can be run at a relatively lower cost without any 

disruption to the actual process. Once the crucial relationships are uncovered or the 

right settings of the process variables are established using the simulation model, 

confirmatory experiments can be run on the actual process. It should however be 

noted that simulation experiments differ in characteristics from their physical 

counterparts (Santner et al. (2003), Dehlendorff et al. (2011)). Nonetheless, the 

simulation models of the processes offer a great platform for process understanding 

and improvement.  

 

6. Data Utilization Maturity – Digitalization Readiness 

We have observed that many companies were not at the required level of maturity 

when it came to utilizing data within the manufacturing environment whereas the 

same companies were fairly good at utilizing data in other parts of the business, e.g., 

finance, marketing and R&D functions. There have been different illustrations and 

descriptions of data maturity, which have inspired the development of our 

interpretation of data maturity within a manufacturing environment as depicted in 

Figure 5.  
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Figure 5.     Evolution in Data Maturity and Data Utilization. The flags illustrate an 

                    estimated time of incubation and implementation.     

Our assessment is that the jump many companies are trying to make from unexplored 

terrain, e.g., from using Business Intelligence techniques in manufacturing, to 

advanced analytics as in AI is considerably bigger than any company initially 

anticipates. In this attempt, there will be lessons to be learned related to data 

connectivity, data accessibility, data management, traceability, etc. In the worst case, 

these lessons will be so costly that they will hinder future data related activities. Our 

recommendation is, therefore, to follow a sequential approach as in the Data Maturity 

Road illustrated in Figure 5.  

 A natural first step is to connect to the manufacturing equipment and initiate 

data collection. Some of this data can be transformed into valuable information by 

just visualizing the data, e.g., in the form of simple time series plots for the relevant 

users (operators, line managers, specialists). This will also help to confirm the pre-

existing understanding of the process to a large extent. A natural next step is to 

establish the variation in the process through process monitoring. If this exceeds the 
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expected level of variation, changes to the process are in order. This will be done 

through the relationships between process variables and key performance indicators 

such as product characteristics. Predictive models based on correlations can be 

initially obtained for further experimental work to discover/confirm causal 

relationships through which desired changes to the process will be made.  

 It is important to acknowledge that going further on the data utilization 

journey will require establishing new competencies within the company. As one 

moves further on the data utilization road and starts relying on empirical models for 

insights, a new set of challenges will arise. Many companies immediately pursue AI 

for being able to optimize production. Often this seems more appealing than going for 

a sequential approach starting with understanding the process and hence 

understanding what the real needs are. However, we should always keep in mind that 

data and data analytics are simply means to an end and not the end itself. Therefore a 

sequential approach to digitalization and use of data will most likely be more fruitful.   

 

7. Conclusion 

With the proliferation of automated data collection schemes, the amount of 

production data that is being generated is going to increase at an accelerated pace. 

However, currently available data often lacks the necessary information to 

understand, improve and optimize production. While some useful information can be 

obtained from historical data, its analysis usually reveals that new data should be 

collected. In that sense, Big Data activities should be forward looking and performed 

in a sequential manner. Moreover, the aim should not necessarily be to collect as 

much data as possible from production but rather to collect the data systematically 

through appropriate sampling strategies. These efforts can then be targeted towards 

solving specific production problems. We should reiterate that this could be a 

treacherous journey with plenty of deterrents along the way. Industry should have the 

patience and commitment to go through the processes while acquiring and developing 

the right skills and expertise. Data analyst/scientists should be open to new challenges 

and learning opportunities, and expand on their communication skills as today’s 

problems are truly multi-disciplinary and isolation will easily translate into 

irrelevance.  
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CHAPTER 9
Conclusion and future outlook

The main motivation behind the current Ph.D. project was to use the gener-
ated data from the injection mould industry for process understanding and
improvement. The main goal of the Ph.D. project is related to product qual-

ity prediction. The work in the current Ph.D. project has been carried out in close
connection with an industrial partner coming from the plastic injection moulding in-
dustry. The problems and challenges addressed in the current Ph.D. thesis had as a
basis real case studies dictated by the needs of the industrial partner.

The first study addressed consisted of an exploratory data analysis for examining
the variation found in a metrology data set. All the measured products from the data
set were within tolerance. The data set was arranged as a three-way array where the
modes consisted of time points, quality measures and cavities. The data has been
analyzed using two different multi-way methods, i.e. MPCA and PARAFAC. The
carried out analysis indicated that at two different time points the process behaved
in a different manner. Even though the products are within tolerance, as a future
study, it is interesting to understand what lead to the differences, mostly for process
understanding. In other words, the two time points can be investigated closely in
order to understand the underlying changes from the process. In a brief analysis (see
Appendix A), the process variables only indicated an abnormal behaviour for one of
the two time points. It is believed that the differences are caused by environmental
or material changes. Another analysis in the same study, indicated that there are
three cavities which behave in a different way from the rest of the cavities. This
leads to the conclusion that a careful physical investigation of the mould might give
some answers with regards to this behaviour. In the last part of the first study, one
important conclusion was drawn from analyzing the quality measures. The analysis
showed that some of the quality measures can be dropped in future data collection
efforts. Since this analysis was based only on one data set, it is recommended to
analyze also other data sets in order to assess which ones need to be removed. This
type of analysis can also be performed in advance before a mould is send out for pro-
duction. The results of the analysis can be help the operator to have an indication
on what cavities, quality measures should be monitored carefully in production for
that particular mould.

A major focus of the Ph.D. thesis was to show how to make use of the sensor data
for prediction purposes. In the current industrial setting, abundant production data
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is available through built-in sensors from the injection moulding machine. Due to the
complexity of the industrial injection moulding environment, the industrial setting
has been simulated based on insights from real data.

The second study investigates a SS-PCR method [15], [16] which makes use of
both labeled and unlabeled data for predicting an univariate quality measure. When
the output is scarce, the idea is that by using all the available data for model building
a better prediction can be obtained than using only labeled data. Four test cases have
compared PLS, PCR and SS-PCR using simulation data of varying dimensionality.
Furthermore, these three methods have also been compared using a benchmark data
set from NIR spectroscopy. When there is enough labeled data, PCR and PLS per-
form well as indicated by many studies in the literature [14]. However, this study
has showed that both PCR and PLS are affected negatively when the labeled data is
scarce or when the introduced Correlation Measure (CM) has a low value for predictor
data with high dimensions. In the current industrial setting, since the output is re-
ally scarce, SS-PCR is a recommend method supported by the results obtained in this
study. Furthermore, since the implementation of SS-PCR relies on PCA, the method
is also easy to apply in an industrial context. One way to extended the current work
is to address serial dependence (autocorrelation). At the moment, since there is an
abundance of unlabeled data a skipping strategy or other strategies could be applied
in order to avoid issues related to autocorrelation. However, this situation is realistic
and a method dealing with it would benefit the industry. Another extension of the
study could be an investigation on how much unlabeled data should one introduce
into the model building phase.

The next study was built using the same industrial setting as in the previous
study, thus, the number of labeled data was assumed very scarce. The difference in
this study was that outliers were assumed to be present in the unlabeled data. The
focus was to identify the outliers from the unlabeled data. In the study, an itera-
tive strategy based on a combined Hotelling’s T2 and Q statistic is proposed. The
idea behind the strategy is to add observations in the labeled data in a progressive
manner from the unlabeled data. In this way, the decision boundary is estimated
on more data and a better discrimination is obtained in the end. After the iterative
strategy was applied, SS-PCR was also checked against PCR and PLS on simulated
and real data sets. As in the previous study, the simulated data was generated to
mimic the industrial setting while the real data set came from a debutanizer column.
The simulated data contained three types of outliers generated artificially whereas
in the case of the debutanizer column data, the outliers were extracted using a PCA
biplot from all available data. For both data sets, the data is re-arranged in such
a way that a semi‐supervised learning method can be applied. After the iterative
strategy was applied on the data sets, the outliers were identified and extracted from
the data along also with few normal process data. Since there is a fine line between
extreme points and outliers, due to the chosen significance level, it was expected that
some normal data points could be labeled as outliers. This aspect is not considered
problematic since the strategy is meant for semi-supervised learning. After the first
iteration most of the normal process data were discarded and in some cases not all
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outliers were correctly identified. Better prediction was obtained with this strategy.
The combined statistic ranges between 0 and 1, which means that from an industrial
perspective it is much easier to monitor the outlier detection process than looking at
two different charts. Another advantage of the strategy, from an industrial point of
view, is that operators can check offline the outliers and also use the information for
process understanding. In terms of future work, the study can also be extended for
the case when a drift is present in the unlabeled data.

The problem in the first study can be also thought of as a classification problem
with binary classes. The classes come from the labelling of the products where the
products out of tolerance are labeled as faulty products and products within toler-
ance are labeled as good products. Furthermore, since good products outnumber
faulty products greatly this becomes an imbalanced classification problem with bi-
nary classes. This study came from another case in Work Package 9 of the MADE
SPIR platform. The focus of this study was on an industrial problem which dealt
with a multi-stage manufacturing process meant for the frequency inverter drives
production. The product selected for the analysis consisted of two cards (control and
power), which were combined and tested by a unit test. The data set was highly
imbalanced where only 1 % of the products were faulty. For this, a cost-sensitive
learning strategy has been built based on a previous work carried out by Khan et
al. [24]. In the current Ph.D. thesis, the objective can be formulated in the same
manner and thus, the same strategy can be applied. The first step in this study was
to perform a feature engineering step, where additional six new features were added
based on process knowledge. The space has been reduced to two dimensions using
XGBoost where each axis was a projection coming from the two cards. The projec-
tion was accomplished using a linear combination between the features data and the
gain percentages obtained through XGBoost. The feature engineered data was used
further for model building and also for checking how well the model can predict the
two classes, i.e. good and faulty products (using nested stratified cross-validation).
For the industrial problem, the cost-sensitive learning strategy (VoronoiGA) has been
formulated as a trade-off between cost and quality. The idea behind VoronoiGA is
to divide the space into tiles using Voronoi diagrams and to classify the tiles into the
two classes using a genetic algorithm (GA). The trade-off has been implemented in
the fitness/objective function of GA. On the featured engineered industrial data set,
VoronoiGA has been compared to 10 other classifiers and the results indicated that
the strategy is flexibile and performed better than the other classifiers. Originally,
the industrial problem has been formulated as a problem where the cost is specified.
VoronoiGA has been modified also to be applied for problems where the cost is not
specified in advance. For this, 25 data sets from the KEEL repository [25] were se-
lected and the same base classifiers have been used in comparison with VoronoiGA.
All of the obtained results indicate that VoronoiGA is a flexible strategy and can
be applied with success on different problems. In terms of future work, VoronoiGA
can be extended for semi-supervised learning problems. Also, the VoronoiGA can be
applied and adjusted for the needs of the injection moulding industry.

The quality of the products can also be influenced if the mould is worn-out. An-
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other study has been carried out in order to predict when a mould is going to be
worn-out. The data came from worn-out moulds and moulds that were still running
in production. Several data sets were available in this study, namely, mould charac-
teristics and pre-running settings as well as production and maintenance data. The
first step was to investigate if the mould characteristics and pre-running settings data
can be used for mould clustering. For this purpose, a unsupervised random forest
[26] has been built and the ”proximities” as well as the variable importance based
on the mean decrease of Gini index have been extracted. Using the ”proximities”
and T-distributed Stochastic Neighbor Embedding (t-SNE) [27] results for cluster-
ing, there were four predominant clusters groups based on a visual inspection. These
results could have been used for classifying new moulds, by building a new model on
the clustered data and after using it for class prediction of a new mould. However,
this approach seemed complicated when seen from an industrial perspective. After
a further analysis, it turn-out that the most important feature based on the variable
importance clustered the data very well and for this reason the clustering has been
based on this feature and used in the second step of the analysis. Since the data
set contains worn-out and running moulds, the problem has been formulated using
survival analysis, where the ultimate objective is worn-out prediction. Using survival
analysis terminology, the running moulds were treated as right-censored observations
while the worn-out moulds as uncensored observations. The survival curves using the
categories of the features with some of the categories merged have been computed
using the Kaplan-Meier estimator [28] based on the worn-out and running moulds
data and solely worn-out moulds data. Moreover, a random survival forest model
[29] has been built on the worn-out data using features also from the production and
maintenance data. The survival curves based on the worn-out data were compared
to the survival curves estimated by the Kaplan-Meier estimator and small differences
were observed. As a short term solution for industrial application, conditional sur-
vival curve [30] estimates based on Kaplan-Meier estimates have been considered for
worn-out mould prediction. Moreover, an early warning system has been proposed
to monitor a running mould in real-time based on a percentage that indicates the
proportion of still running worn-out moulds at the number of shots of the running
mould and a Hotelling T2 statistic (as defined in Montgomery [31]). The early warn-
ing system was proposed in order to monitor the behaviour of a running mould against
historical data both in terms of survival number of shots as well as production and
maintenance features. Since the results of this analysis are meant for an industrial
application, a dashboard using Shiny in R has been implemented based on ”Histori-
cal Data” and ”Mould Life Prediction”. The former contains a Kaplan-Meier survival
curve estimate based on historical data from both worn-out and running moulds. The
latter contains for a selected running mould, the conditional survival curve estimated
using the Kaplan-Meier estimator and the early warning system using color coding
for easier interpretation. In terms of future work, it can be investigated if a better
estimate of the survival curve can be found by building a model incorporating also
other data like product metrology or injection moulding machine sensors. In terms
of the early warning system, additional features could be included for monitoring.
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Other future work might include research in data storage and accessing, connectivity
aspects as well as model building in an online set-up.

The last contribution of this current Ph.D. thesis is given in industrial applications
for Big Data as a lessons learned manuscript. These come from different manufac-
turing industries which have the same goal, namely digitalization and learning from
Big Data. As pointed out in the manuscript, at the moment the data is collected
in an unstructured manner. From the experience gathered when working with dif-
ferent projects, more data needs to be acquired to get insights in the manufacturing
process. Therefore, the data should be collected in a systematic manner based on
sampling strategies. As a concluding remark, the manuscript is pointing out that
both industries and data scientists should be patient and committed for developing
the right expertise and skills in order to achieve their goals. Furthermore, data scien-
tists should be opened for communication with the industry and other partners since
the current and future problems are multi-disciplinary.

The contributions from the present Ph.D. thesis are emphasizing that the road
towards digitalization and ultimately to smart factories is not an easy one. The hope
is that some of the carried out research can be implemented and used in an industrial
context for obtaining better product quality and can also help academicians to un-
derstand the problems in manufacturing. It needs to be once more underlined that
the answer does not only lie in data but in collecting data intelligently and analyzing
it carefully with appropriate methods.
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APPENDIX A
In Chapter 3, emphasis has been put only on the analysis of metrology data. How-

ever, since process data has also been acquired, a small analysis has been carried
out on the process data in order to see if the results from Chapter 3 match up

with the process variables behaviour. This is the case for time points 13 and 11 which
are behaving differently from the rest of the time points as indicated by MPCA and
PARAFAC.

The process variables data set consists of 159 machine saved variables which are
collected for the exact same 24 time points as in the metrology data set. This data
set has been standardized with a mean of zero and a standard deviation of one.

In order to have a feel of the behaviour of the time points, a PCA is built on this
data and the scores are plotted in Figure A.1. The first three components explain
53.20 % of the total variance.
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Figure A.1: Score biplot of the first two components
As it can be observed in Figure A.1, the 13th time point is showing a different

behaviour only in the third score. The 11th time point is not showing a visible pattern
in the scores plot. This result probably means that the changes in these time points
are due to environmental or material changes.
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