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Tórur Biskopstø Strøm

Kongens Lyngby 2019
PhD



Technical University of Denmark
Department of Applied Mathematics and Computer Science
Richard Petersens Plads, Building 324,
2800 Kongens Lyngby, Denmark
Phone +45 4525 3351
compute@compute.dtu.dk
www.compute.dtu.dk
PhD-2019
ISSN: 0909-3192



Abstract (English)

When multiple cores share data, they must synchronize access to it, as it might
otherwise become corrupt. Although this is also a problem on single core systems
with multiple processes and/or threads, it is more prominent on multicore
systems, as the cores operate truly concurrently.

Synchronization adds processing overhead, which is why systems try to keep
synchronization to a minimum. Most implementations are optimized for the
average case, ensuring that, on average, the overhead of accessing shared data is
kept minimal. However, for real-time system, and especially for hard real-time
systems, the worst-case execution time is more important than the average case.

This thesis investigates synchronization on multicore real-time systems. In
particular, the thesis explores on-chip hardware solutions that ensure that
the synchronization overhead is minimal, especially in the worst-case. This
potentially allows a multicore real-time system to support more tasks, improving
utilization. Additionally, the solutions ensure that every operation is bounded,
thereby preventing any task from never being serviced, i.e., the solutions are
starvation free.

As a first effort, a hardware locking unit for a Java processor is presented
that reduces the synchronization overhead compared to the existing locking
solutions on that processor. This solution is then used to compare a preferred
locking protocol for real-time systems with simple, non-preemptive critical section.
Improving on this solution, the Hardlock is presented as a general real-time
hardware locking solution. The Hardlock is not processor specific, and the
overhead of acquiring and releasing locks is minimized. Finally, a real-time



ii

transactional memory unit is presented as an alternative to locks. The presented
unit is built upon an existing Java unit but improves the existing unit by not
being Java specific and allowing increased concurrency. The unit is compared
with locks built upon compare-and-swap, a typical atomic primitive.

All solutions are tested using synthetic benchmarks that try to maximize the
congestion. Additionally, the Java solution is tested using a 3D printer use
case. Although the Java solution performs better than the existing solutions,
the Hardlock has the best lock performance, with a worst-case uncontended lock
acquisition of 2 clock cycles, and 1 clock cycle lock release. Overall, using fast
locks for short, non-preemptive critical sections yields the best performance,
whereas for long critical sections the performance of lock acquisition and release
is insignificant. Finally, the transactional memory unit is shown to perform
comparably with the compare-and-swap locks under high congestion, whereas at
lower congestion the transactional memory performs significantly better.



Resumé (Dansk)

N̊ar flere processorkerner deles om data er det nødvendigt at synkronisere
adgangen til dataene, da de ellers kan blive beskadiget. Dette er ogs̊a et problem
p̊a enkelt kerne processorer med flere processer og/eller tr̊ade, men det er mere
fremtrædende p̊a flerkerne systemer, da kernerne arbejder samtidigt.

De fleste systemer minimerer synkroniseringen, da synkronisering forøger tiden
det tager at udføre en opgave. De fleste implementeringer er optimeret med
henblik p̊a gennemsnits tiden, som garanterer at tiden det tager at bearbejde
delt data er, i gennemsnit, minimal. For realtids systemer, og specielt for h̊arde
realtids systemer, s̊a er den længste udførelsestid vigtigere end gennemsnits
tiden.

Denne afhandling undersøger synkronisering p̊a flerkerne realtids systemer. Mere
specifikt, s̊a undersøger denne afhandling on-chip hardware løsninger som garan-
terer en minimal synkroniseringstid, specielt i det værste tilfælde. Dette tillader
potentielt flerkerne realtids systemer at understøtte flere tr̊ade/processer, og
derved forbedre udnyttelsen af hardwaren. Udover det, s̊a sikrer løsningerne at
alle operationerne er tids afgrænset s̊adan at alle tr̊ade/processer eventuelt bliver
serviceret, dvs. at ingen tr̊ad/proces sulter.

Som et første forsøg, s̊a præsenteres der en hardware l̊asnings enhed til en Java
processor som reducerer synkroniseringstiden sammenlignet med de eksisterende
l̊asningsløsninger p̊a processoren. Enheden er sidenhen brugt til at sammenligne
en foretrukken l̊asnings protokol til realtids systemer med simple, ikke afbrydelige
kritiske sektioner. Hardlock er en udbyggelse af denne løsning til generelle realtids
systemer. Hardlock er ikke processor specifik, og tiden det tager at tage og frigive



iv

en l̊as er minimeret. Til sidst, s̊a præsenteres der en realtids transaktionsbaseret
hukommelses enhed som et alternativ til l̊ase. Enheden bygger p̊a en eksisterende
Java baseret enhed, men udbygges s̊adan at den ikke er Java specifik, og forbedrer
muligheden for samtidigt brug. Enheden bliver sammenlignet med l̊ase bygget
p̊a compare-and-swap, en typisk atomar operation.

Alle løsningerne er testet ved brug af syntetiske benchmarks som forsøger at
maksimere overbelastningen. Udover det, s̊a er Java løsningen testet med en
3D printer controller. Selv om Java løsningen yder mere end de eksisterende
løsninger p̊a Java processoren, s̊a yder Hardlock mest, hvor en l̊as i værste fald
kan tages p̊a 2 klokke cykler, og frigives p̊a 1. Generelt, s̊a yder hurtige l̊ase bedst
til korte, ikke afbrydelige kritiske sektioner, hvorimod ved lange kritiske sektioner,
s̊a betyder tiden til at tage og frigive en l̊as mindre. Til sidst, s̊a p̊avises det at
den transaktionsbaserede hukommelses enhed har en ydelse sammenlignelig med
compare-and-swap l̊asene ved høj belastning, hvorimod ved lav belastning yder
enheden væsentligt bedre.
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[C2] Tórur Biskopstø Strøm, Wolfgang Puffitsch, and Martin Schoeberl. “Chip-
Multiprocessor Hardware Locks for Safety-Critical Java”. In: Proceedings
of the 11th International Workshop on Java Technologies for Real-time
and Embedded Systems. ACM. 2013, pp. 38–46.

[C3] Martin Schoeberl, Andreas Engelbredt Dalsgaard, René Rydhof Hansen,
Stephan E Korsholm, Anders P Ravn, Juan Ricardo Rios Rivas, Tórur
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Chapter 1

Introduction

Ever since processors were first developed, researcher and engineers have pushed
their computing power. This development has usually been in the form of
increased parallel capabilities and/or higher clock rates.

Whilst mainframes and high-performance computers adopted multiple processors/
processing-cores early on, this trend didn’t take hold in personal computers until
the late 90’s early 00’s, when the issues of ever-increasing clock rates became
too prominent.

Today, most personal computers, laptops and smartphones have at least 2 cores,
with some even containing 8 or more cores. This progress is understandable, as
the theoretical performance increase when going from 1 to n cores is n. However,
this is rarely the case, and part of the problem lies in synchronization.

When 2 or more cores share some resource, they must coordinate their access
to it so that it does not become corrupt. To this end processors employ some
synchronization mechanism that controls how, and when, the cores access the
resource. The resource is comparable to a meeting, with attendees being cores
and the synchronization mechanism being moderator. If attendees speak at the
same time, information is half heard or lost. It is the moderator’s job to ensure
that this does not happen and that all information is properly conveyed.



2 Introduction

The use of synchronization mechanisms adds overhead to the resource manipula-
tion. For 2 cores, this overhead is typically small, but as the number of cores
increases, the overhead increases as well. The aim of this thesis is to reduce
the synchronization overhead by creating synchronization mechanisms that are
designed for multicore processors, with emphasis on hard real-time systems.

1.1 Hard Real-Time Systems

Real-time systems are notable, in that their correctness depends not only on
their functional aspects but also their temporal, i.e., it is not only important the
results are correct, but also that the results are produced on time [8]. Several
classifications exist that concern the importance of late or missing results, e.g.,
in a soft real-time system, it is acceptable that the occasional result is either
late or not computed at all, such as a streaming application that momentarily
stops playing as it fills up the buffer. This thesis does not cover the different
types of real-time systems, but focuses on solutions for hard real-time system,
which are also applicable for other real-time systems, although they might not
be optimal. In hard real-time systems, no result may be late or missing, as this
may result in significant financial loss, casualty, and even fatality. Examples
of hard real-time systems are flight control systems, power plant monitoring
systems, and controllers for self-driving vehicle.

Hard real-time systems consist of one or more executing entities, named tasks [14].
A task may be a thread, or, in the case of a system without an operating system
(OS) or scheduler, simply the only executing entity on a processor, i.e., executing
‘bare metal’. All tasks have a deadline that they must adhere to. Whenever a
task is activated, it must finish its execution before the deadline. It is therefore
necessary to analyze how long a task might execute. As a task might execute
differently depending on the input and state, it is necessary to find the worst-case
execution time (WCET) of the task, i.e., the longest execution path for the task.

Tasks are classified as follows:

Periodic Have a period and are activated once every period, usually triggered
by a timer.

Aperiodic Have no period and are activated by some event, such as an interrupt
from a sensor.

Sporadic Are like aperiodic tasks, but have some minimal interarrival time,
i.e., they might be activated at any point in time but cannot be activated
again until some time has passed.
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If the system uses a scheduler, either as part of an OS or by itself, the execution
of tasks is controlled by the scheduler. There exist several classes of schedulers,
each with their own benefits and drawbacks. Schedules can be static, meaning
tasks execute according to a pre-determined order, or dynamic, meaning the order
that tasks execute is determined whilst the system is running, and may change.
The activation of tasks may be concurrent and/or overlapping. To determine
which task should execute at which time, each task is assigned a priority. Like
the schedules, priorities can be pre-determined, e.g., by a programmer or based
on the task’s period, or dynamically, e.g., the task with the earliest deadline has
the highest priority.

When a task executes and a higher priority task is activated, the higher priority
task preempts the lower priority task, i.e., the scheduler suspends the lower
priority task by saving its state and stopping its execution, after which it starts
execution of the higher priority task. It is also possible that a higher priority
task is already executing when the lower priority task is activated, in which case
the lower priority task is blocked until the higher priority task has finished its
execution. For both situations, the lower priority task’s deadline must still be
respected, even though it does not execute, i.e., at some point it should execute
again and finish its execution before its deadline. It is therefore not always
enough to know a task’s WCET. Instead, the WCET is combined with the
maximum time that the task is potentially blocked by others tasks, resulting
in the worst-case response time (WCRT), which must also be shorter than the
deadline.

On a single core processor, it is necessary to use a scheduler or other task
coordination to execute more than a single task on the system. These systems
are well understood. However, this is not necessarily so with multicore systems.
Tasks may execute on different cores for different activations, and even for the
same activation, but can also be limited to a subset of the cores. This is named
clustered scheduling, and can range from a single global schedule, where all tasks
may execute on all cores, to fully partitioned scheduling, where each task executes
exclusively on a core. Clustering also affects the number of schedulers, with
a global schedule only using a single scheduler, and a fully partitioned system
using one scheduler per core. This added dimension complicates scheduling. If
the number of cores is high enough, it is also possible to allocate one core per
task, meaning no schedulers are needed. Therefore, using multicores can also
somewhat simplify a system.

The work presented in this thesis mainly concerns synchronization, particularly
reducing the synchronization overhead, and not scheduling issues. As such, some
simplifications have been used in the presented papers, such as only executing
one task per core. Although this is not a requirement of the presented solutions,
it simplifies schedulability analysis. The presented papers therefore do not use



4 Introduction

WCRT, but instead the WCET together with any potential synchronization
overhead.

1.2 Synchronization

If 2 or more tasks share some resource, they must coordinate the access to it.
Otherwise, the resource may become corrupt. A simple example is a shared
counter to track progress. When a task tries to increment the counter, it must
perform 3 operations:

1. Read the counter value from memory

2. Increment the read value

3. Write the new value back to memory

If other tasks read the counter value before the new value is written, they end
up writing the same value to memory, meaning the progress is no longer correct.
The 3 operations must be performed as if they are a single atomic operation. To
this end, there exist several synchronization mechanisms.

Generally, a system supports one or more hardware synchronization primitives.
These are typically used to implement more advanced synchronization mecha-
nisms but can also be used directly. However, as they are platform specific, it is
more common to use a synchronization mechanism from a library or language,
which in turn uses the primitives. Examples of hardware primitives are:

CAS Used to compare a memory value with a given expected value and, if
equal, replace it with a given new value. The old value, or a boolean, is
returned, permitting a task to check whether the value was updated or
not. The expected value is typically based on a previous read. If the value
is changed by another task and then reverted before the CAS operation,
the CAS will execute as if the value never changed.

Load-link (LL)/store-conditional (SC) A pair of instructions, where LL
reads a memory value, and SC writes back a new value, but only if the
memory value has not been written to after LL read it. Does not have the
issue that CAS has, as the SC will always fail if the memory value changed
in between the two operations.
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Fetch-and-add (FAA) Increments a memory value by a given value and re-
turns the original value.

All of these primitives can solve the problem presented above, e.g., the 3rd
operation can be replaced with CAS and all 3 operations wrapped in a loop
that repeats the operations until the CAS succeeds. All 3 operations can also
be replaced with a single FAA. However, this is only possible as the example is
simple. There are situations where multiple data structures must be modified
and several input-output (IO) operations performed, all as if they execute as a
single atomic operation.

A lock, also named mutex from mutual exclusion, is a commonly used synchro-
nization mechanism [1]. It protects a resource, and only an owner of the lock may
access the resource. In its simplest form, a lock has up to 1 owner, 2 states, either
free or owned, and protects a region of code that manipulates a resource. Before
entering the region, a task tries to acquire ownership of the lock. If the lock is
owned, the task waits until the lock becomes free. If the lock is free, the task
becomes the owner and continues executing the code region. After executing the
region, the task releases the lock, freeing it. Typically, locks are only advisory,
meaning code that does not acquire a lock is free to access the resource that the
lock protects, potentially corrupting the resource. It is therefore important to
always acquire the lock that protects the shared resource before manipulating it.

The shared counter above can be protected by a lock. Tasks must acquire the
lock before the 1st operation, execute the 3 operations, and release the lock after
the 3rd operation. The point at which a task acquires a lock and until it releases
it is named the critical section. As the same lock can be used to protect different
resources, the critical sections may vary depending on the task, state, code point
where the lock is acquired, etc.

Locks are a part of several programming languages and libraries, and depending
on the implementation, may behave differently. Some examples of lock properties
are as follows:

Reentrant lock A reentrant lock can be acquired multiple times by the current
owner. The lock tracks how many times the lock is acquired and released.
When the number of acquisitions and releases is equal, the lock is freed.
This is how the locks provided by the Java and C# programming languages
behave.

Suspend, spin, or busy-wait When a lock is owned, a task that tries to
acquire it must wait for the lock to become free. During this time, the task
can spin non-preemptively. Until it acquires the lock, the task will either
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stop executing or continuously check if it has acquired the lock, during
which it cannot be preempted. Busy-waiting is similar, except the task
can be preempted. Finally, suspending means the task will immediately
be replaced with another task that is ready to execute. Suspending and
preemption only apply if the tasks are not executing ‘bare metal’, and only
if more than one task can execute on the core.

Queues When a lock becomes available, the order in which waiting tasks acquire
the lock can be managed. In the simplest case, the order is whichever task
happens to acquire the lock first. However, this may lead to starvation,
meaning a task never acquires the lock because other tasks always acquire
it first. If a lock supports queueing, and the lock is owned, tasks that
try to acquire the lock are put into the queue. When the lock becomes
available, the next owner is the next task in the queue. Although the queue
is commonly in first in, first out (FIFO) order, it may have any order, but
not all orderings are starvation free.

Reader-writer lock Reading data does not change the state of it, meaning
multiple tasks can concurrently read the same data without corrupting it.
Using a simple lock for many readers may therefore reduce concurrency
and slow the system down. A reader-writer lock distinguishes between
readers and writers of the data. Like the other locks, the lock is acquired
before the critical section and released after. A task may acquire read
access to the lock if no task has write access, and it may acquire write
access if no tasks have either read or write access. This allows multiple
tasks to concurrently read the data, but if a task has write access, no other
tasks have any access.

There are several potential issues when using locks, some depending on the
properties of the locks and others on the system. The following are some of the
issues that are to be minimized or avoided:

Deadlock A state in which the tasks are waiting for each other [2]. Given a
system with 2 tasks and 2 locks, where each task tries to acquire both
locks, but in opposite order, there is the potential that both manage to
acquire the first lock, but then both are waiting for the other to release the
other lock. The tasks are in a stalemate. A deadlock may also be formed
by larger chains of tasks and locks, making detection hard.

Priority inversion A state in a system with tasks that have priorities, where
a higher priority task is blocked by an unrelated lower priority task. Given
3 tasks with increasing priorities, τ1, τ2, and τ3, and a lock shared by τ1
and τ3, τ1 executes and acquires the lock. τ3 is activated, preempts τ1, and
tries to acquire the lock. As the lock is taken, τ3 suspends and τ1 continues
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execution. τ2 is then activated and preempts τ1. τ2 is now blocking τ3,
even though it has a lower priority.

Suboptimal lock granularity The granularity of a lock refers to how many
resources are protected by the lock and/or the duration of the critical
sections. Essentially, the more resources a lock protects and the longer
the critical sections are/the more code executes in the critical sections,
the coarser the granularity of a lock is, and vice versa. If the resources
protected by the lock and instructions executed within a critical section are
necessary and result in the lowest overall blocking time, the granularity is
optimal. However, if the lock protects too many resources, the granularity
is too coarse, e.g., if a task uses a lock that protects 2 resource, but
it only ever accesses one of them, it is potentially blocking/blocked by
tasks that only ever access the other. The tasks could be executing
their critical sections concurrently, but instead must wait for each other.
Similarly, the granularity is too coarse if a task performs a lot of operations
within the critical section that could have been performed outside it,
potentially blocking other tasks unnecessarily long. On the other hand,
if the granularity is too fine, the locks only protect the resources that
are strictly necessary, potentially resulting in more locks. The overhead
of acquiring and releasing multiple fine-grained locks may be larger than
using fewer coarse locks.

On a single core system, there exist several solutions for deadlocks and priority
inversion. The simplest solution is to turn off interrupts when acquiring a lock,
thereby executing all critical section non-preemptively. However, if the critical
section is large this may result in an unrelated higher priority task missing its
deadline. Another solution is the priority ceiling emulation (PCE) protocol [19].
With PCE a task’s priority is raised to that of the highest priority task that
might acquire the lock. Essentially, the task runs non-preemptively with regards
to all tasks that might acquire the lock, but an unrelated higher priority task
may still preempt it, solving the issue with disabling interrupts.

Neither solution is adequate for multicore systems. If there is more than 1 core
within a partition, it is possible for 2 tasks to execute concurrently and acquire
locks in reverse, potentially resulting in a deadlock. Additionally, priorities of
tasks do not have a meaning across partitions, as they do not execute on the same
cores, and therefore cannot preempt each other. However, resources might still
be shared across partitions, so tasks on other partitions may therefore indirectly
block a high priority task through a low priority task in its critical section on
the same partition.

One way to avoid deadlocks that works for both single core and multicore systems
is always acquiring locks in the same order. However, this may lead to coarser
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locks, e.g., if two tasks acquire 2 locks in reverse order, and the second lock is
not acquired until later, one of the tasks must instead reverse the order and
essentially acquire both locks immediately after one another. Also, this rule
reduces composability of the locks, e.g., a lock might be used exclusively within
a component method. To reverse the order, it is necessary to expose the lock to
external code.

Some synchronization alternatives to locks are as follows:

Semaphore Semaphores protect a set of resources and tasks may request access
to one or more of them. If resources are available, tasks are granted
access to them, and whenever a task is finished with the resource, the
resource is marked as available in the semaphore. In its most basic form,
a semaphore is simply a counter initialized to the number of resources
available. Whenever a task requests a resource, it checks if the counter is
greater than zero, and if so, decrements it. When the task is finished with
the resource, the counter is incremented. Requesting multiple resources is
done by checking if enough resources are available and decrementing the
counter accordingly. If the counter is initialized to 1, the semaphore is a
binary semaphore. This is like a lock, in that only one task is ever granted
access.

Lock-free algorithms Instead of protecting a data structure with a lock, it is
possible to access the structure using a lock-free algorithm [6]. In general,
lock-free algorithms operate on unshared data, such as creating or modifying
a local element, and then trying to update the shared data structure using
a single atomic operation, such as using CAS to insert the element. If the
CAS operation fails, all the previous operations are either rolled back or, if
they have no effect, ignored, and the whole routine restarted. In contrast
to locks, this is an optimistic approach to synchronization, as all tasks
operate as if there is no contention. The benefit of lock-free algorithms is
that they are deadlock free, as tasks can execute preemptively and never
block each other, either on the same partition, or on separate partitions.
For the same reasons, the algorithms are free from priority inversion. The
drawback of lock-free algorithms is that they are not necessarily starvation
free. During contention, one task is guaranteed to succeed with its atomic
operation, meaning an overall progress is guaranteed. However, a task
may potentially fail its atomic operation continuously, resulting in the task
starving. Additional steps are necessary to ensure that lock-free algorithms
are also starvation free, and these steps reduce the performance.

Transactional memory (TM) Like lock-free algorithms, TM [11] is an opti-
mistic approach to synchronization. A task starts a transaction, and all
memory operations within the transaction are tracked. At the end of the
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transaction, the task commits the transaction. If there are no conflicts, the
commit is successful and all memory operations are propagated to memory.
Otherwise, the operations are rolled back. Conflict detection can either be
early, in which case transactions are rolled back as soon as the TM detects
a conflict, or late, in which case a transaction is not rolled back until
the commit. TM can be implemented in software, supported by atomic
operators available on the system, or in hardware, using specialized TM
components that handle the transactions and track the memory operations,
or as a hybrid system, with some of the TM implemented in hardware
and the rest in software. Like lock-free algorithms, TM is also free from
deadlocks and priority inversion, as tasks do not block each other and can
be preemptible. Additionally, TM may be easier to use than creating a
lock-free synchronization section. However, there already exist libraries
of lock-free data structures for several languages, which are ready to use.
Furthermore, TM may also lead to starvation, and whereas software TM
may be slow, hardware TM requires specialized components.

As mentioned in Section 1.1, the work presented in this thesis makes some
simplifications. With regards to synchronization, all presented solutions assume
non-preemptive critical sections. The benefit is that synchronization hardware
can behave as if it simply interacts with a core, even though each core may
run multiple tasks. The hardware does not need to track which task initiated a
request. Additionally, WCET analysis is simplified, as tasks are only blocked by
tasks that run on other cores, and only during their critical sections.

1.3 Motivation

Determining whether a hard real-time system is viable requires, among other
things, timing analysis of the system as a whole. This includes analyzing the
WCET of all tasks, including any potential time that the tasks might be blocked
due to synchronization, such as waiting for a lock held by another task. Figure 1.1
shows 2 identical tasks, τ1 and τ2, running on two cores. Both are activated at
the same time and have the same deadline. Both execute identically until they
both try to acquire the lock L. τ1 acquires the lock first, so τ2 is blocked until τ1
releases the lock. τ2 then acquires the lock and finishes its execution. However,
the duration of τ1’s critical section is long enough that τ2 misses its deadline.

Reducing the critical section of a task is not necessarily straightforward. One
solution is to improve the processor or memory, resulting in faster code or
memory operations. However, this is not always possible. Another solution is
to reduce the critical section by improving the code executing whilst the task
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τ1

τ2

L

L

Figure 1.1: Two identical tasks executing on 2 cores, acquiring the same lock
L. The black sections indicate the time to acquire and release a
lock, and together with the time holding the lock, form the critical
section. τ2 misses its deadline because it is blocked too long by τ1.

τ1

τ2

L

L

Figure 1.2: The same setup as in Figure 1.1, but the time to acquire and
release a lock is halved, resulting in both tasks finishing execution
before their deadlines.

holds the lock. This is not always possible, and more importantly, the code
is task specific, meaning the solution would depend on the program running
on the platform. A third solution is to reduce the time necessary to acquire
or release a lock. Tasks’ critical sections include the time that they hold the
lock, but also the time it takes for them to acquire and release the lock, shown
as black sections in Figure 1.1. Reducing the lock acquisition and release time
can therefore reduce the critical sections of all tasks, regardless of the program
running on the platform.

As an example, if the acquisition and release time in Figure 1.1 is halved, the
timing changes, as shown in Figure 1.2. τ1’s critical section is reduced, which
in turn reduces the time that τ2 is blocked. Furthermore, τ2’s critical section is
also reduced, resulting in τ2 finishing execution before its deadline.

The goal of this thesis is to provide real-time synchronization solutions that
reduce the synchronization overhead, potentially allowing a system to support
more tasks. The solutions are aimed at hard real-time systems and should
therefore reduce the synchronization WCET. Additionally, the solutions should
avoid potential real-time issues, such as starvation.



1.4 Contributions 11

1.4 Contributions

This thesis includes 4 papers. In this section, each paper and its contributions
are briefly described.

1.4.1 Hardware Locks for a Real-Time Java Chip Multi-
processor

The aim of this paper is to improve the locking time for real-time Java multicore
processors. The processor used already includes a single global hardware lock.
The hardware lock uses round-robin arbitration to find the next owner, and
owners are cores. Threads disable interrupts before acquiring the lock, i.e.,
critical sections execute non-preemptibly. The processor also includes software
locks built on top of the hardware lock, meaning some management of the
software locks is handled whilst holding the hardware lock. However, waiting or
holding a software lock is done without holding the global lock, allowing threads
to hold a lock preemptibly. Additionally, the software locks support queues of
waiting threads.

The software locks are slow, particularly for short critical sections, which is why
the paper presents a solution that combines parts of both the hardware lock and
the software locks. The solution uses non-preemptive critical sections. However,
benchmarks show that the new locking solution performs, at worst, as well as
the hardware lock, and better for longer critical sections, and always better than
the software locks. Therefore, the benefit of preemptive critical sections is lost
due to memory arbitration when handling queues.

1.4.2 Multiprocessor Priority Ceiling Emulation for Safety-
Critical Java

This paper investigates the impact of using PCE in a real-time multicore setting
compared to non-preemptive locking. On a single core processor, PCE has
beneficial properties, such as preventing priority inversion and being deadlock free.
However, in a multicore setting, PCE does not prevent deadlocks. Furthermore,
as each lock has a ceiling priority, and a thread acquiring a lock is assigned the
lock’s priority, the order in which a thread acquires and releases the locks must
be tracked, so the priorities are assigned in the correct order.
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The paper shows that the complexity of supporting PCE increases the lock
acquisition time by a factor of 15 compared to non-preemptive locking. Therefore,
critical sections should be longer than for non-preemptive locking before gaining
a benefit from preemptive critical sections. Additionally, when only executing
one task per core, PCE only adds overhead.

1.4.3 Hardlock: Real-time Multicore Locking

This paper presents a hardware locking unit (Hardlock) with minimal lock
acquisition and release time for real-time multicore systems. The WCET of
uncontended lock acquisition and release is 2 and 1 clock cycles, respectively.
Additionally, the Hardlock is starvation free, as it uses round-robin arbitration.
Ownership is core based, so critical sections are non-preemptive. The locking
unit is compared to simple locks built with CAS, as well as an asynchronous
locking unit built with asynchronous 2-input mutexes in a tree structure. The
hardlock uses the least amount of hardware resources and is also the fastest.
However, if the critical sections are more than 100 clock cycles, the difference
is minimal. The CAS unit uses almost the same amount of resources as the
Hardlock, and CAS locks support preemption, but are slower. Additionally, the
CAS locks are not starvation free. The asynchronous locks perform almost as
well as the Hardlock and are also starvation free. Furthermore, they can be
connected to processors using different clocks, but do not support preemption.

1.4.4 Hardware Transactional Memory for Real-Time Sys-
tems

The aim of this paper is to improve upon an existing hardware transactional
memory for real-time systems. A region of code is marked as an atomic region,
and within a region the unit tracks memory operations. Writes are kept core local
and not propagated to the shared memory until a transaction commit, which
is also when conflict detection occurs, i.e., late conflict detection. Late conflict
detection simplifies the implementation and the WCET is no worse than early
detection. If there is a conflict, all changes are ignored, and the entire atomic
region must be executed again. Like CAS, there is no inherent upper limit on how
often an atomic region may fail, which can result in starvation. Therefore, the
number of times an atomic region may be restarted is bounded, and a minimum
time before a task can be activated again is also defined. Adhering to these
limitations results in a starvation free real-time transactional memory.



1.4 Contributions 13

The new solution provides several improvements. Instead of being bound to a
Java processor it can be used with any processor. It also supports concurrent
writes and buffered reads, even during commits, which potentially reduces the
WCET. Additionally, the unit does not impose a limit on the number of atomic
regions that each task can have, and only writes after reads result in conflicts,
which potentially reduces the number of conflicts.

This paper is not published yet but has been submitted to Springer’s Real-Time
Systems journal.
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Chapter 2
Hardware Locks for a
Real-Time Java Chip

Multiprocessor

By Tórur Biskopstø Strøm, Wolfgang Puffitsch, and
Martin Schoeberl [J2]

Abstract
A software locking mechanism commonly protects shared resources
for multi-threaded applications. This mechanism can, especially
in chip-multiprocessor systems, result in a large synchronization
overhead. For real-time systems in particular, this overhead increases
the worst-case execution time and may void a task set’s schedulability.
This paper presents two hardware locking mechanisms to reduce
the worst-case time required to acquire and release synchronization
locks. These solutions are implemented for the chip-multiprocessor
version of the Java Optimized Processor. The two hardware locking
mechanisms are compared with a software locking solution as well as
the original locking system of the processor. The hardware cost and
performance are evaluated for all presented locking mechanisms. The
performance of the better performing hardware locks is comparable
to the original single global lock when contending for the same lock.
When several non-contending locks are used, the hardware locks
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enable true concurrency for critical sections. Benchmarks show that
using the hardware locks yields performance ranging from no worse
than the original locks to more than twice their best performance.
This improvement can allow a larger number of real-time tasks to be
reliably scheduled on a multiprocessor real-time platform.

2.1 Introduction

The Java model of computation can be summarized as multithreading with
shared data on a heap. Locks enforce mutually exclusive access to the shared
data. In Java each object (including class objects) can serve as a lock. Protecting
critical sections with a lock on a uniprocessor system is relatively straightforward.
For real-time systems, priority inversion avoidance protocols are well established.
The priority ceiling emulation protocol is especially simple to implement, limits
blocking time, and avoids deadlocks.

However, on chip-multiprocessor (CMP) systems with true concurrency more
options exist for the locking protocol and a best solution is not (yet) established.
Locks have different properties: (1) they can be used only locally on one core or
be used globally; (2) they can protect short or long critical sections; (3) they
can have a priority assigned. The question is, does the user have to know about
these properties and set them for the locks, or can one default behavior be found
that fits most situations?

This paper examines options for CMP locking in the context of safety-critical Java
(SCJ) [69]. SCJ itself is based on the real-time specification of Java (RTSJ) [18].
Therefore, it inherits many concepts of the RTSJ. SCJ defines some of the
properties for locking (e.g., priority ceiling protocol on uniprocessors), but leaves
details for CMP systems unspecified. In this paper we examine possible solutions
and conclude that executing at maximum priority while waiting for a lock and
holding a lock leads to a reasonable solution for CMP locking.

This paper presents hardware support for the Java programming language on
CMPs. For the implementation we start with an existing locking mechanism
on the Java optimized processor (JOP) [36], which uses a single global lock in
hardware. This global lock is simple and efficient on a single core processor.
However, this single lock negates the possibility of true concurrency on a CMP
platform.

We extend this locking in three ways: (1) software locks, (2) hardware support
for locks, and (3) hardware support for queues of threads waiting for locks.
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The software implementation provides a standard lock implementation and uses
the global lock to synchronize access to the locking data structures. As the
worst-case timing for acquiring a lock is on the order of thousands of cycles for
an 8-way CMP, we developed hardware support to improve the locking time. As
a first step a content-addressable memory is introduced that maps objects to
locks. The access to this unit is still protected by the single hardware lock. We
further improve the locking unit, reducing the number of memory accesses, by
merging the locking unit with the global lock and adding queues in hardware for
the blocked threads.

The benefits and drawbacks of each lock type are also explored. We found that
our first effort in hardware locks did not yield any noticeable benefits in the
benchmarks. However, our improved locking units perform at their worst as
well as the original locks whilst also enabling non-contending locks. For some
benchmarks the performance is more than twice that of the original locks.

This paper is an extended version of a paper presented at JTRES 2014 [C2].
The new contributions of this paper are twofold. First, we present an improved
version of the hardware locking unit that has far better performance than the
previous unit. Second, this paper includes a more detailed evaluation of the
hardware implementation and locking performance.

The paper is organized as follows. The next section presents background and
related work on synchronization, safety-critical Java, and the Java processor
JOP. Section 3 describes our three CMP lock implementations: a software only
version and two versions with hardware support. We evaluate all three designs
with respect to hardware consumption (for an FPGA-based implementation) and
performance in Section 4. The evaluation section also describes a use case, the
RepRap controller, to explore the lock implementation. In Section 5 we discuss
our findings and some aspects of the SCJ definitions related to locks. Section 6
concludes.

2.2 Background and Related Work

Our work is in the context of shared memory systems with locks to provide mutual
exclusion for critical sections. We are especially interested in CMP systems
in the context of safety-critical Java. In this section we provide background
information on those topics, including references to related work.
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2.2.1 Uniprocessor Synchronization

When a resource is shared between two or more threads, it may be necessary to
serialize access in order to prevent corruption of the data/state. A commonly
used mechanism is locking, where a thread acquires a lock before accessing the
shared resource. The code segment accessing the shared data and protected by
a lock is also called critical section.

Other threads that wish to acquire the lock and access the resource have to
wait until the current owner has released the lock. While locking mechanisms
guarantee mutual exclusion, the more detailed behavior varies greatly depending
on the environment and implementation.

One problem with locking is that, depending on the usage and implementation,
priority inversion can occur, as described by Lampson and Redell [4]. An example
of the problem is as follows: given three threads L, M, and H with low, medium,
and high priorities and a lock shared between L and H. Priority inversion may
arise when L acquires the lock and H has to wait for it. Since M has a higher
priority than L and does not try to acquire the lock, it can preempt L, thereby
delaying H further.

This problem can be solved by priority inversion avoidance protocols [9]. With
priority inheritance the lock-holding thread inherits the priority of a higher
priority thread when that thread tries to acquire the lock. Another protocol,
called the priority ceiling protocol, assigns a priority to the lock that must be
higher or equal than the priority of each thread that might acquire the lock.
A simplified version of this protocol is the priority ceiling emulation (PCE)
protocol [19], also called the immediate ceiling priority protocol. In PCE a
thread taking a lock is immediately assigned the priority of the lock. When the
thread releases the lock its priority is reset to the original priority. If threads are
prohibited from self-suspending, PCE ensures that the blocking is bounded and
that deadlocks do not occur on uniprocessor systems.

These PCE properties also apply to CMP systems when threads are pinned
to processors and when locks are not shared by threads executing on different
processors. However, if locks are shared over processor boundaries, deadlocks
can occur. Individual priorities need to be set carefully in order to keep blocking
bounded.
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2.2.2 Multiprocessor Synchronization

While the impact of locking on real-time systems is well understood for unipro-
cessors, the multiprocessor case raises new issues. Several decisions need to be
made when designing a multiprocessor locking protocol. Should blocked threads
be suspended or should they spin-wait? Should the queue for entering the critical
section be ordered according to priorities or a FIFO policy? Can threads be
preempted while holding a lock? These decisions influence the system behavior
with regard to blocking times and schedulability.

Spinning seems to be beneficial for schedulability according to an evaluation by
Brandenburg et al. [33], but of course wastes processor cycles that could be used
for computations. Whether priority queuing or FIFO queuing performs better
depends on the properties of the thread set [63].

Rajkumar et al. [7] propose the multiprocessor priority ceiling protocol (MPCP),
which is a “distributed” locking protocol. In such a protocol, shared critical
sections are executed on a dedicated synchronization processor, i.e., tasks migrate
to the synchronization processor while executing a critical section. Depending on
the task set properties, distributed locking protocols can outperform protocols
where critical sections execute on the same processor as regular code [63]. How-
ever, frequent task migrations are likely to reduce the (average-case) performance
of distributed locking protocols.

Gai et al. [20] propose the multiprocessor stack resource policy (MSRP), which
extends the stack resource policy (SRP) proposed by Baker [10]. The protocol
distinguishes local and global critical sections. Local critical sections are used
when threads that share a lock execute on the same core. These critical sections
follow the SRP and are not directly relevant to the work presented in this paper.
Global critical sections are used when threads that share a lock execute on
different cores. When executing a global critical section on a processor, the
priority is raised to the maximum priority on that processor. Global critical
sections are therefore non-preemptible. Tasks wait for global resources by
spinning non-preemptively and are granted access according to a FIFO policy.

Burns and Wellings [64] present a variation of MSRP that reduces the impact of
resource sharing on schedulability. Unlike MSRP, they allow preemption of tasks
that wait for or hold a lock. The key feature of this protocol is that waiting tasks
can execute requests of preempted tasks that are ahead of them in the FIFO
queue. Therefore, processing time that would otherwise be wasted for spinning
can be used for actual computations.
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The flexible multiprocessor locking protocol (FMLP) [32] provides the possibility
to adapt to the application’s characteristics by distinguishing “long” and “short”
resource requests. While short requests use spin-waiting, long requests suspend
waiting tasks. Both short and long requests use FIFO ordering for waiting tasks.

The SCJ specification does not require a particular locking protocol for multipro-
cessors. On the one hand, this solomonic non-decision is understandable, given
that there does not seem to be a “best” solution. On the other hand, different
SCJ implementers may choose different protocols, leading to incompatibilities
between the respective SCJ execution environments.

An overview of different approaches of locking on multicore versions of RTSJ and
SCJ systems is given by Wellings et al. [51]. They find that to bound blocking
and prevent deadlocks, threads holding global locks should be non-preemptible
on both fully partitioned and clustered systems, corresponding to a SCJ level 1
and level 2 implementation, respectively. All nested locking should be refactored
to follow FMLP or some other protocol that ensures access ordering. Wellings et
al. [51] note that FMLP introduces group locks, which have the side effect of
reducing parallelism. Any application developer wishing to use RTSJ or SCJ for
predictability must identify global locks and set the locks’ ceiling higher than
all threads on all processors where the shared lock is reachable. Threads should
spin non-preemptively in a FIFO queue and should not self-suspend.

2.2.3 Hardware Support for Multiprocessor Locking

While hardware support for multiprocessor synchronization is not uncommon,
few of the proposed hardware mechanisms take into account the needs of real-
time systems. An example of such a hardware unit is US Patent 5,276,886 [13].
It provides atomic access to single-bit locking flags, but does not provide any
support for more sophisticated locking protocols.

Carter et al. compared the performance of software and hardware locking mech-
anisms on multiprocessors [15]. They found that hardware locking mechanisms
perform significantly better under heavy contention than software mechanisms.

Altera provides a “mutex core” [45], which implements atomic test-and-set
functionality on a register with fields for an owner and a value. However, that
unit does not provide support for enqueuing tasks. Therefore, guaranteeing a
particular ordering of tasks entering the critical section (according to priorities
of a FIFO policy) has to be done in software.
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US Patent 8,321,872 [54] describes a hardware unit that provides multiple mutex
registers with additional “waiters” flags. The hardware unit can trigger interrupts
when locking or unlocking, such that an operating system can adapt scheduling
appropriately. The actual handling of the wait queue is done by the operating
system.

The hardware unit described in US Patent 7,062,583 [30] uses semaphores instead
of mutexes, i.e., more than one task can gain access to a shared resource. The
hardware unit supports both spin-locking and suspension; in the latter case,
the hardware unit triggers an interrupt when the semaphore becomes available.
Again, queue handling has to be done in software. US Patent Application
11/116,972 [31] builds on that patent, but notably extends it with the possibility
to allocate semaphores dynamically.

US Patent Application 10/764,967 [28] proposes hardware queues for resource
management. These queues are however not used for ordering accesses to a
shared resource. Rather, a queue implements a pool of resources, from which
processors can acquire a resource when needed.

2.2.4 Java Locks

In Java each object can serve as a lock. There are two mechanisms to acquire this
object lock: (1) executing a synchronized method, where the object is implicitly
the receiving object; or (2) executing a synchronized code block, where the object
serving as lock is stated explicitly.

As each object can serve as a lock, a straightforward solution is to reserve a
field in the object header of an object for a pointer to a lock data structure. In
practice only a very small percentage of objects will be used as locks. Therefore,
general purpose JVMs perform optimizations to avoid this space overhead.

Bacon et al. [16] improve an existing Java locking mechanism by making use
of compare-and-swap instructions and encoding the locking information in an
existing object header field, thereby avoiding a size increase for every object.
Having the locking information in an object’s header field means no time is spent
searching for the information. However, reusing existing header fields is not
always an option, which means an increase in size for every object.

Another option to reduce the object header overhead is to use a hash map
to look up a lock object. According to [23], an early version of Sun’s JVM
implementation used a hash map. However, looking up a lock in the hash table
was too slow in practice. For hard real-time systems, using hash maps would be
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problematic due to their poor worst-case performance. Our proposed hardware
support for locks is similar to a hash table, but avoids the performance overhead.
Furthermore, as our hardware uses a fully associative table, there is no conflict
for a slot between two different locks and access is performed in constant time.

2.2.5 Safety-Critical Java

This paper considers a safety-critical Java (SCJ) [37, 69] compliant Java virtual
machine (JVM) as the target platform. SCJ is intended for systems that can be
certified for the highest criticality levels. SCJ introduces the notion of missions.
A mission is a collection of periodic and aperiodic handlers1 and a specific
memory area, the mission memory. Each mission consists of three phases: a
non-time-critical initialization phase, an execution phase, and a shutdown phase.
In the initialization phase, handlers are created and ceilings for locks are set.
During the mission no new handlers can be created or lock ceilings manipulated.
An application might contain a sequence of missions. This sequence can be used
to restart a mission or serve as a simple form of mode switching in the real-time
application.

SCJ defines three compliance levels: Level 0 as cyclic executive, Level 1 with a
static set of threads in a mission, and Level 2 with nested mission to support
more dynamic systems.

Level 0 applications use a single threaded cyclic executive. Within single threaded
execution no resource contention can happen. Therefore, no lock implementation
needs to be in place. A level 0 application may omit synchronization for accesses
to data structures that are shared between handlers. However, it is recommended
to have synchronization in place to allow execution of the level 0 application
on a level 1 SCJ implementation. Level 0 is defined for a uniprocessor only. If
a multiprocessor version of a cyclic executive would be allowed, locking would
need to be introduced or the static schedule would have to consider resource
sharing. It has been shown that SCJ level 0 is a flexible but still deterministic
execution platform [57].

Level 1 is characterized by a static application with a single current mission that
executes a static set of threads. SCJ Level 1 is very similar to the Ravenscar
tasking profile [17] and the first proposal of high integrity real-time Java [21].
Our hardware support for locking targets SCJ level 1.

1A SCJ level 2 implementation also includes threads.
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Level 2 allows for more dynamism in the system with nested missions that can
be started and stopped while outer missions continue to execute. Furthermore,
Level 2 allows suspension when holding a lock with wait() and notify().

The single most important aspect of SCJ is the unique memory model that allows
some form of dynamic memory allocation in Java without requiring a garbage
collector. SCJ bases its memory system on the concept of RTSJ memory areas
such as immortal and scoped memory.

SCJ supports immortal memory for objects living as long as the JVM executes.
Each mission has a memory area called mission memory. All data that is
shared between handlers and local to a mission may be stored here. This
data is discarded at the end of the mission and the next mission gets a “new”
mission memory. This memory area is similar to an RTSJ-style scoped memory
with mission lifetime. Handlers use this memory area for communication. For
dynamic allocation of temporary data structures during the release of handlers,
SCJ supports private memory areas. An initial and empty private memory is
provided at each release and is cleaned up after finishing the current release.
Nested private memories can be entered by the handler to allow more dynamic
memory handling during a release.

For objects that do not escape a thread’s context, synchronization is not required
to ensure mutual exclusion. Synchronization on such objects becomes a “no-op”
and thus can be optimized away. In general, this optimization (also known as
lock elision) requires an escape analysis. In SCJ, objects allocated in private
memory, by definition, cannot be shared between handlers. Consequently, lock
elision can be applied for such objects without further analysis.

2.2.6 Scheduling in Safety-Critical Java

In SCJ, scheduling is performed within scheduling allocation domains. A domain
encompasses one or more processors, depending on the implementation level. All
domains are mutually exclusive. The number of domains also varies according to
the levels. At level 0 only a single domain and processor is allowed. The domain
uses cyclic executive scheduling. At level 1 multiple domains are allowed, however
only a single processor is allowed per domain. This is in fact a fully partitioned
system. Level 2 allows more than one processor per domain and scheduling
is global within each domain. Both level 1 and 2 domains use fixed-priority
preemptive scheduling.
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The PCE protocol is mandatory in SCJ. No approach is specified for threads
waiting for a lock, so implementors are free to use, e.g., FIFO queues, priority
queues. However, it is required that the implemented approach be documented.

2.2.7 The Java Processor JOP

For hard real-time systems the worst-case execution time (WCET) needs to
be known. The WCET is the input for schedulability analysis that can prove
statically that all deadlines can be met. Many off-the-shelf processors are too
complex for WCET analysis and are not supported by standard WCET tools
such as aiT from AbsInt [89]. Furthermore, aiT analyzes binary programs and
the analysis of Java programs compiled to binaries (e.g., with an ahead-of-time
compiler) leads to programs that cannot be analyzed because it is not always
possible to reconstruct the control flow from that binary [34].

The problem of WCET analysis of Java programs becomes manageable when
performed directly at bytecode level, the instruction set of the Java virtual
machine. At this level control flow can easily be extracted from the program
and the class hierarchy reconstructed.

To allow WCET analysis at bytecode level we need to use an execution platform
where WCET numbers for individual bytecodes are statically known. The Java
processor JOP [36] provides such an execution platform and even provides the
WCET analysis tools WCA [44]. To the best of our knowledge JOP is the
only execution platform that provides WCET analysis for Java programs and
furthermore for Java programs executing on a CMP. Therefore, we have chosen
JOP to explore the hardware support for multiprocessor locking.

Furthermore, JOP is open source and relatively easy to extend. The run-time of
JOP also includes a first prototype of SCJ level 0 and level 1 [58]. Additionally,
a CMP version of JOP is available [39]. It shall be noted that the hardware
support for locks is not JOP-specific and might even be used in non-Java CMP
systems.

JOP implements the Java virtual machine in hardware and is therefore a Java
processor. The JVM defines a stack machine including object oriented operations
in the instruction set. Reflecting this architecture, JOP includes slightly different
caches than a standard processor. For instructions, JOP contains a method
cache [27]. The method cache caches whole methods. Therefore, a cache miss
can only happen on a call or a return instruction, all other instructions are
guaranteed hits.
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As a stack machine accesses the stack at each operation, often with two read
and one write operation, JOP contains a special stack cache that allows single
cycle stack operations [29]. For objects allocated on the heap (or in scopes) JOP
contains an object cache [48].

The stack cache and the method cache are core local and do not need any
cache coherency protocol. The object cache is core local and needs to be cache
coherent. Cache coherency for the object cache is implemented by using a write
through cache and by invalidating the object cache on a montorenter, call of a
synchronized method, and on access to a volatile variable.

Figure 2.1 shows the original JOP CMP configuration. Several JOP cores are
connected to the shared memory via a memory arbiter. The arbiter can be
configured to use round-robin arbitration or time division multiplexing (TDM)
arbitration. To enable WCET analysis [44] of threads running on a CMP version
of JOP, we use the TDM-based arbitration. Method code, class structures, and
objects are allocated in main memory. Therefore, a cache miss for the method
cache (the instructions), access to class information, and object field access go
through this arbitration. Access to the stack (pop and push of values) and
local variables is covered by the core-local stack cache. This stack cache is only
exchanged with main memory on a thread switch.

In addition to the arbiter there is a synchronization unit, called global lock in the
figure. This unit represents a single, global lock. This global lock is acquired by
a write operation to a device mapped into the I/O space. If the lock is already
held by another core, the write operation blocks and the core automatically
performs a spinning wait in hardware. Requesting the global lock has very low
overhead and can be used for short critical sections. The global lock can be used
directly for locking or can serve as a base primitive operation to implement a
more flexible lock implementation.

2.2.8 Original Lock Implementation in JOP

For the uniprocessor version of JOP, locks were implemented by disabling
interrupts and using a single, JVM-local monitor enter/exit counter. On a JVM
monitorenter the interrupts are disabled and the monitor counter is incremented.
On a JVM monitorexit the counter is decremented. When the counter reaches
0, interrupts are enabled again.

This form of lock implementation can be seen as a degraded form of priority
ceiling emulation: all lock objects are set to the maximum priority and there is
no possibility to reduce the priority. This protocol is also called the interrupt-
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Figure 2.1: A JOP Chip-Multiprocessor system with a single global lock

masking protocol (IMP) [12]. This locking protocol has two benefits: (1) similar
to PCE it is guaranteed to be deadlock-free; and (2) it is simple to implement
and also fast to execute. This protocol is ideal for short critical sections where
regular locks would introduce considerable overhead. However, this protocol
has two drawbacks: (1) All locks are mapped to a single one. Therefore, even
different, uncontended locks may result in blocking. (2) Even threads that are
not accessing a lock, but have a higher priority than the thread holding the lock,
are blocked by the lock-holding thread.

The IMP does not work in CMP systems where there is true concurrency. For
the CMP version of JOP [39] we have introduced a synchronization unit that
serves as a single, global lock. To avoid artificially increasing the blocking time
by an interrupting thread, the core that tries to obtain the global lock turns off
interrupts. When the global lock is obtained, a thread that tries to access the
global lock blocks in that operation, implicitly implementing spinning wait at top
priority. To avoid the possible starvation of a core (thread), the cores blocking
on the lock are unblocked in round robin order. We call this implementation the
multiprocessor global lock (MGL).

While MGL is correct in the sense that it ensures mutual exclusion, it does
have some limitations. The single lock essentially serializes all critical sections,
even if they do not synchronize on the same object. This severely limits the
achievable performance in the presence of synchronized methods. Additionally,
it is impossible to preempt a thread that waits for the lock. Interrupts and other
high-priority events cannot be served until the thread is eventually granted the
lock and subsequently releases it again.
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2.3 Chip-Multiprocessor Hardware Locks

The purpose of the locks presented here is to improve upon JOP’s original
CMP implementation of locking. We first describe the behavior and imple-
mentation details that apply to all of our implementations, after which each
lock implementation is described in its respective subsection. We present three
locking implementations: (1) software locks, (2) hardware support with a content-
addressable memory, and (3) a locking unit with hardware support for queues of
blocked threads.

We have chosen not to implement compare-and-swap (CAS). Supporting CAS
on JOP requires, at minimum, changes to the memory arbiter implementation
and WCET tool. Even so, CAS requires additional measures to be as time
predictable as our solutions. In this paper we focus mainly on time predictability
with regards to schedulability. However, we acknowledge that CAS is one of the
most common hardware primitives used to implement locking routines, and a
comparison of WCET, and even average-case performance, between CAS and
our solutions is lacking.

Another addition could be implementing separate “user” and “executive” modes,
such that interrupt handling is not turned off during “user” critical sections.
However, the only interrupt used in our benchmarks and use-case is the timer
interrupt, which drives the scheduler. Enabling this interrupt would make
critical sections preemptible and alternative measures would have to be taken
to ensure correctness, such as raising a thread’s priority to the top priority. A
potential optimization could disable interrupts selectively, while restricting the
programming idioms allowed in interrupt handlers to avoid consistency issues.
However, in the absence of other interrupts, we do not see a benefit in doing so,
and consequently, in distinguishing “user” and “executive” modes.

Like many Java processors, JOP does not implement all bytecodes in hardware.
The more advanced instructions are implemented either in microcode or in
Java methods. This applies for monitorenter and monitorexit. Although
synchronized methods are called in the same manner as normal methods in
Java, the JOP implementation adds monitorenter and monitorexit to them.
Locking can therefore be handled almost entirely within the two monitor routines,
even in the context of SCJ where the use of the synchronized statement is
prohibited and all mutual exclusion is achieved through synchronized methods.

All of our lock implementations share the following behavior:

• Threads spin-wait until they acquire a lock
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• The queue to acquire a lock is organized in FIFO order

• The priority of a thread is raised to top priority as soon as it tries to
acquire a lock (i.e., before starting to spin-wait)

• Threads remain at top priority until they release all locks again

• There is a limited number of locks

• If an application exceeds this number the system throws an “out of locks”
exception

The rationale of the SCJ scheduling section states:

The ceiling of every synchronized object that is accessible by more
than one processor has to be set so that its synchronized methods
execute in a non-preemptive manner. [69, p. 143]

By raising the priority of a thread to top priority our implementations similarly
execute in a non-preemptive manner. However, we do this for all locks and
do not differentiate between local and global locks. Therefore, the local lock
handling is more restrictive. We consider this difference to be acceptable, as
threads are not allowed to self-suspend, so the local locks are only bounded by
the time a thread holds the lock.

Throwing an exception when running out of lock objects is conceptually the
same as throwing an exception when running out of memory. In safety-critical
systems, both types of exceptions are unacceptable. To determine whether the
number of lock objects is sufficient, we have to bound the maximum number of
objects that may be used for synchronization. This could be done when statically
analyzing the memory consumption of an application.

2.3.1 Java Chip-Multiprocessor Software Locks

In the course of implementing real-time garbage collection on the CMP version
of JOP [55], the limitations of using the global lock alone became too restrictive.
For example, the garbage collection thread notifies other cores via an interrupt
to scan their local stack, but a thread that is blocked waiting for the global
lock cannot respond to interrupts. Consequently, a software solution on top of
the MGL was implemented. We call this implementation Java multiprocessor
software locks (JMSL).
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The object header is expanded to accommodate a reference to an internal lock
object. Each object therefore has a field that indicates whether it acts as a lock
and, if so, points to an internal lock object that contains further details.

In order to avoid the allocation of lock objects during monitorenter, the software
lock implementation uses a pool of lock objects. Lock objects are taken from
the pool when needed and returned to the pool after all threads have exited
the synchronized methods guarded by the lock. As the lock objects are shared
across all the cores, MGL is used to synchronize access.

Furthermore, all fields in the lock objects are treated as if they were integer
values and converted via a system intern method to pointers as needed. This
avoids triggering write barriers when manipulating the waiting queue. These
write barriers are used for scope checks in SCJ or for the garbage collector when
JOP is used in a non-SCJ mode.

Figure 2.2 illustrates a lock object and an associated queue. The lock object
includes a pointer to the current lock holder and pointers to the head and the
tail of the waiting queue. As a thread2 can be waiting for at most one lock, a
single field in the thread object is sufficient to build up the queue. The pointers
to the head and the tail of the waiting queue enable efficient enqueuing and
dequeuing.

Both the lock and the thread object contain a level field. The level field in
the lock object is used to handle the case of multiple acquisitions of the same
lock by the one thread. It is incremented every time a thread acquires the lock
and decremented when it releases the lock again. Only when this counter drops
to zero has the thread released the lock completely and the next thread can enter
the critical section. The level field in the thread object is used to record if the
thread is inside a critical section. It is incremented/decremented whenever the
thread enters/exits a critical section. When the value of this field is non-zero, the
thread executes at top priority; when the field is zero, the thread has released
all locks and executes at its regular priority.

An earlier evaluation showed that the worst-case timing for acquiring a lock
(excluding time spent for spinning) is approximately thousands of cycles for an
8-way CMP [55]. It should be noted that this slow acquisition is not caused by
accessing an object’s lock field, but is instead caused by maintaining the software
FIFO queue. The queue is merely a linked list, and therefore not inherently slow.
However, as described in Section 2.4, increasing the number of cores slows down
all non-cached memory accesses, as the TDM memory arbiter becomes a point

2SCJ level 0 and 1 provides handlers and not threads for the application. The mentioned
threads (RtThread) are JOP internal classes that are used to implement SCJ handlers.
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Figure 2.2: Lock object with current lock holder and two enqueued threads

of contention. This large overhead motivated the development of the hardware
locks presented in the section that follows.

2.3.2 Content-addressable Memory Locks for Java

The main issue with JMSL is the large number of memory operations (see
Section 2.4). To reduce the number of memory operations, we implemented a
content-addressable memory (CAM), shown in Figure 2.3, to map objects to
locks.

The CAM consists of a number of entries, each containing an address field and an
empty flag. If the empty flag is not set, the address field contains the address of
the object that is locked on, with the entry index corresponding to a preallocated
lock object in a software array. The lock objects are similar to the data structures
for the software lock implementation, i.e., they point to a queue of threads and
contain the current owner’s number of requests. The empty flag specifies whether
the entry is empty and usable.

When using the CAM, the address of a synchronized object is supplied and com-
pared to the content of all entries simultaneously. The result of the comparison is
sent to the Match Encoder that supplies the index of the matching entry (there
can be at most one). The empty flags are connected to the Empty Encoder (a
priority encoder) that supplies a single index for a free entry that is to be filled
with the next, new address. If there are no matching entries, the entry specified
by the Empty Encoder will automatically be filled with the supplied address.

The CAM returns a word containing the result of the lookup. The highest bit
specifies whether the address already existed in the CAM or whether it was
added. The rest of the bits represent the index of either the existing lock or the
index of the new lock.
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Figure 2.3: CAM unit containing M entries and connected to N cores

The CAM is connected to all JOP cores, as shown in Figure 2.4, and is accessed
from software as a “hardware object” [49]. Using the CAM from software is a
two-step operation: in the first step the address of the lock is written to the CAM
and in the second step the result is retrieved. Note that the latency of the CAM
itself is only 2 cycles for a whole operation. When there are no threads waiting
for a lock, the corresponding entry in the CAM can be cleared in a single step.
It should be noted that like JMSL, these hardware locks are only manipulated
after acquiring the MGL. Since the CAM is only accessed within the context
of the MGL, there is no need for an arbiter or other access synchronization to
the CAM unit. This also means that all the inputs can be reduced to a single
input by first AND’ing an input with its corresponding write signal (masking)
and then OR’ing all the inputs (OR combined input). The write signal will be
low for all other cores waiting for the MGL.

At system startup one immortal lock object is created for each CAM entry.
The results returned by the CAM are used to update the lock objects. Each
lock object can therefore represent many different locks during an application’s
runtime. However, the number of CAM entries/lock objects is fixed, so there
is a limit to the number of simultaneously active locks that the locking system
can handle. If the lock limit is exceeded the system throws an exception. The
upside to this limit is that no space needs to be reserved for lock information in
object headers, potentially saving space for every object. Note that this is only a
potential side benefit to the CAM and not the primary motivation. Furthermore,
this only applies if there is no available space in the object header. In a system
where there is space in the header to encode a reference to the lock object,
without expanding the header, the CAM will not save any memory.
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Figure 2.4: JOP chip-multiprocessor system with MGL and CAM

The fixed size of the CAM restricts the number of active locks. However, we
assume that the number of different locks acquired by a single thread is low (at
least in carefully written safety-critical applications). For example, when using a
32 entry table on a 8 core system, 4 concurrently active locks per processor core
are supported. As the threads run at top priority when they own a lock, only a
single thread per core might use entries in the CAM.

A conservative estimate for the number of objects used for synchronization is
the maximum number of allocated objects. Analyses to bound the maximum
memory consumption as presented by Puffitsch et al. [40] and Andersen et al. [62]
(the latter targets in particular SCJ) can be reused to compute such a bound.
When allowing only synchronized methods, only objects of types that implement
such methods can be used for synchronization.3 We expect that taking this into
account in the analysis considerably reduces pessimism. Adapting the analyses
mentioned above appropriately is straightforward, but outside the context of
this paper.

2.3.3 Java Locking Unit

Whilst the addition of the CAM reduces the number of memory operations,
thereby improving locking performance, the performance of this system is still
much lower than the MGL (see Section 2.4). The next step is to keep queues in
hardware. However, the queues have to be shared among the cores, so access to

3We would like to thank Kelvin Nilsen for sharing this observation with us.
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Figure 2.5: JLU with M entries and connected to N cores

the unit has to be synchronized. Instead of just trying the next step and adding
the hardware queues, we decided to go further and merge the CAM, MGL, and
the queues into a single Java locking unit (JLU), shown in Figure 2.5.

The Input Register allows the cores to access the JLU concurrently by storing
each core’s request, although requests are not processed concurrently. Instead
the processing state machine (PSM) iterates over the requests in round-robin
order, thereby ensuring that all requests are eventually processed. Similar to the
CAM locking unit, a lock request consists of the synchronized object’s address
which is checked against all non-empty entries. If there is no match the address is
stored in the index specified by the Empty Encoder. If there is a match, another
core already owns the lock and the PSM blocks the core, as well as enqueuing it.
The queues are implemented in local on-chip memory. When the owner of a lock
releases it, the head is dequeued (if the queue is non empty) and the thread is
unblocked. Requesting a lock in the JLU is a multicycle process handled by the
PSM, so when a core requests a lock the core is immediately blocked.

In the JMSL or CAM configuration, most of the lock handling is done in Java
within monitorenter and monitorexit. Moving the queues to hardware has
reduced these software operations. This also allowed us to further improve
performance by implementing monitorenter and monitorexit in microcode,
similarly to the MGL. This also means that the JLU is not accessed through
hardware objects.
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Figure 2.6: JOP CMP system with the JLU replacing the MGL and CAM

We have created two JLU configurations, where cores in the first configuration
have to handle interrupt enabling/disabling in microcode when locking (JLU-M)
and the second configuration does this in hardware (JLU-P).

For the JLU-M the microcode implementation first disables a core’s interrupts,
after which the synchronized object’s address is sent to the JLU. The JLU delays
the core until the request has been processed. The microcode then reads the
response from the JLU which indicates whether a lock was successfully acquired
or an exception occurred, such as the JLU being out of entries. Although the
JLU keeps track of how many times each lock was entered, the microcode keeps
track of the number of lock acquisitions the respective core currently has done.
When the core has released all locks, interrupts are re-enabled by the microcode.

In the JLU-P the JLU keeps track of the number of lock acquisitions for each core.
As soon as a core requests its first lock, the JLU disables the core’s interrupts
on the hardware level, and only enables them when the core has released all
locks. This means that the microcode implementation for the JLU-P only sends
lock requests and checks for exceptions, thereby reducing the number of software
steps even further.
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2.4 Evaluation

We compare all different locking solutions (MGL, JMSL, CAM, and JLU) as
follows:

• Hardware comparison between all locking configurations and locking units

• WCET comparison of lock acquisitions and releases for all locking units

• Benchmarks for all locking configurations

We differentiate between locking configurations and locking units, with a config-
uration being a whole JOP system with a particular locking unit. We also use
the shorthand CAM 8 to mean the CAM unit with 8 locks or the configuration
with the corresponding unit.

We use JOP’s WCET tool for all WCET analyses, except where stated other-
wise. We use the tool with the memory option WCET OPTIONS=--jop.jop-rws X
--jop.jop-wws X, where X = 3 ∗n+ 2 and n is the number of cores. This option
sets the WCET for the memory accesses, such that read and write operations in
a 4 core system take 3 ∗ 4 + 2 = 14 cycles. This reflects the actual WCET for a
memory operation using JOP’s TDM memory arbiter. This also makes it clear
that increasing the number of cores will increase the WCET for most software
operations, unless the data can be fetched from the cache or the operation does
not access memory.

All locks are tested on an Altera DE2-70 board, which among other things
includes a Cyclone-II FPGA with around 70k logic elements (LEs), and 2 MB of
synchronous SRAM. Furthermore, all tests use the de2-70cmp.vhd top level and
only differ in the locking components and their connections. In this configuration
JOP runs at 60 MHz.

2.4.1 Hardware Comparison

Table 2.1 shows the JOP hardware cost comparison between all the locking
configurations. The cost reflects the number of logic elements required by a
particular configuration. The table includes all hardware resources (including
the processor cores, the shared memory arbiter, and the locking hardware). The
table includes results for 8-,16- and 32-entry hardware units. JOP is compiled
with the number of cores specified in the Cores column.
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Table 2.1: The total number of logic elements for different processor and locking
unit configurations

Cores
1 2 4 8 12

MGL 5, 612 10, 773 20, 843 41, 067 60, 988
JMSL 5, 605 10, 785 20, 589 41, 139 61, 031
CAM 8 6, 255 11, 408 21, 668 42, 382 61, 892
CAM 16 6, 612 11, 888 21, 962 42, 298 62, 274
CAM 32 7, 343 12, 642 22, 666 43, 449 62, 973
JLU-M 8 6, 098 11, 515 21, 844 42, 673 63, 366
JLU-M 16 6, 539 12, 049 21, 913 43, 160 63, 645
JLU-M 32 7, 376 12, 957 22, 985 44, 141 64, 374
JLU-P 8 6, 123 11, 518 21, 539 42, 674 63, 416
JLU-P 16 6, 545 12, 070 22, 239 43, 220 63, 908
JLU-P 32 7, 409 12, 950 23, 320 44, 326 64, 436

Table 2.2 shows a similar hardware comparison as Table 2.1 but reflects only the
locking unit cost in the corresponding system. Note that the MGL is also used
in the JMSL and CAM configurations, but has roughly the same size. We have
therefore truncated the different costs into a single row and show the cost range.

Table 2.3 shows the number of memory bits used by a locking unit in the
respective configuration. We only show the JLU, as the other units do not
use any memory. The JLU is described such that some of the registers can be
inferred as memory instead, potentially saving logic elements.. If an entry has 0
memory bits the potential savings for the configuration is too low to instantiate
memory.

From the hardware costs we can conclude that the cost of incorporating a
hardware locking unit (other than the MGL) is comparatively high for a single-
and dual-core JOP system, but becomes more acceptable as the number of cores
increases. The JLU grows with the number of entries and cores, but not as much
as the overall system. The CAM’s size is almost independent of the number of
cores, which is a results of it’s connection where all inputs are merged, since
access to the unit is synchronized by the MGL. The MGL is very small compared
to the other units, showing that incorporating multiple locks and queues in
hardware does come with a price.
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Table 2.2: The number of logic elements for different locking units

Cores
1 2 4 8 12

MGL 2 8 24 54− 55 89− 91
CAM 8 401 396 397 396 395
CAM 16 778 776 757 767 772
CAM 32 1, 472 1, 438 1, 439 1, 440 1, 459
JLU-M 8 489 661 858 941 1182
JLU-M 16 924 1, 175 1, 245 1, 471 1, 732
JLU-M 32 1, 775 2, 084 2, 308 2, 567 2, 866
JLU-P 8 492 680 878 1, 002 1, 240
JLU-P 16 925 1, 183 1, 264 1, 523 1, 822
JLU-P 32 1, 784 2, 102 2, 324 2, 656 2, 973

Table 2.3: The number of memory bits for different locking units

Cores
1 2 4 8 12

JLU-M 8 0 0 0 192 384
JLU-M 16 0 0 128 384 768
JLU-M 32 0 64 256 768 1, 536
JLU-P 8 0 0 0 192 384
JLU-P 16 0 0 128 384 768
JLU-P 32 0 64 256 768 1, 536
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2.4.2 Locking Performance

Table 2.4 shows the WCET analysis of the two synchronization instructions for
all the locks. The WCET is independent of the number of hardware lock entries.
We used JOP’s WCET tool to analyze JMSL and CAM locks. The MGL and
JLU cannot be analyzed by the tool as the routines are only implemented in
microcode and hardware, so we used manual analysis.

All the entries show the WCET for acquiring a non-contending lock, as well as
releasing a lock. We only show the values for non-contending locks as the values
for contending locks are application dependent. Note that the values for the
MGL, JMSL and CAM locks show the WCET for acquiring a lock under the
assumption that no other core is currently trying to acquire a lock. For the
MGL this is necessary as all simultaneous locks are contending and therefore
application dependent. For JMSL and the CAM this is a simplification which
does not change the conclusion, i.e. the WCET will increase further so both
will retain the worst performance. The JLU entries show the WCET under the
assumption that all cores simultaneously try to acquire non-contending locks
and the current core is the last in line, i.e., the proper worst case values.

The MGL has constant access time, as it uses a circular priority encoder, so if a
core tries to acquire the lock, the priority encoder switches to the core within a
single cycle. Note that this only applies under the previous assumption that no
other core is simultaneously trying to acquire, or already holds, the lock. The
JMSL and CAM locks are very slow compared to the MGL and only get slower
as the number of cores increases, despite the number of software steps being
constant. This is caused by memory arbitration, where the memory controller
becomes a point of contention. Note that the CAM hardware access is only
2 cycles, so the issue is not with the hardware itself. The JLU locks actually
perform on par with the MGL, although performance does depend on the number
of cores so this only applies for a small number of cores. The JLU-P has slightly
fewer microcode steps compared to the JLU-M, as the interrupt disabling and
enabling is performed in hardware.

2.4.3 Benchmarks

For benchmarking we use the multiprocessor JemBench benchmarks [43]. Jem-
Bench automatically increases the computational requirements of a benchmark
if it is solved too quickly, so the results reflect the difficulty of a benchmark
divided by the time taken, i.e., a higher value indicates better performance. We
have only included the benchmarks which actually use synchronization.
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Table 2.4: WCET in clock cycles for locking routines

Cores
1 2 4 8 12

monitorenter

MGL 19 19 19 19 19
JMSL 1349 1733 2501 4037 5573
CAM 1089 1398 2016 3252 4488
JLU-M 33 38 48 68 88
JLU-P 18 23 33 53 73
monitorexit

MGL 20 20 20 20 20
JMSL 789 1005 1437 2301 3165
CAM 1042 1360 1996 3268 4540
JLU-M 27 32 42 62 82
JLU-P 10 15 25 45 65

Table 2.5 shows the results of running Nqueens for each configuration. This test
clearly scales with the number of cores up to 8. The test has a large synchronized
block but it is evident that only a single shared lock is used, as the MGL scales
well and only the JLU can keep up with it in performance. The JMSL and CAM
locks do not perform too poorly, which indicates that lock acquisition/release is
not the performance bottleneck of the benchmark.

Table 2.6 shows the results for the AES benchmark. This test scales only to two
cores after which performance gets worse. We investigated the benchmark and
found an issue with the data generation thread that uses the standard random
function. That function uses long operations, which are slow on 32-bit machines.
In that case a single library function dominates the benchmarks execution time.
We think embedded benchmarks should be self contained and not depend on a
system library. We reported this issues to the benchmark maintainers and this
issue should be fixed with an update of JemBench. Configuration performance
is similar to the Nqueens test in that locking does not have a large impact on
performance. Interestingly, the test uses 4 different locks; however, these locks
are used for short critical sections compared with the rest of the code.

We found that the two available benchmarks did not adequately represent non-
contending locks, so we added our own Increment benchmark to JemBench.
Increment consists of 48 runnables which are distributed evenly among the cores.
Each runnable iterates through the list of runnables and in turn locks on a
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Table 2.5: Benchmark results for Nqueens N=9, L=3

Cores
1 2 4 8 12

MGL 29.43 56.73 103 143 109
JMSL 27.94 53.78 97.33 127 93.56
CAM 8 27.94 53.78 97.26 127 93.7
CAM 16 27.94 53.78 97.26 127 93.7
CAM 32 27.94 53.78 97.26 127 93.7
JLU-M 8 29.33 56.43 102 143 109
JLU-M 16 29.30 56.48 102 143 109
JLU-M 32 29.30 56.43 102 143 109
JLU-P 8 29.49 56.83 103 144 109
JLU-P 16 29.49 56.83 103 144 109
JLU-P 32 29.49 56.78 103 144 109

Table 2.6: Benchmark results for AES

Cores
1 2 4 8 12

MGL 86.66 140 127 88.76 71.03
JMSL 85.9 139 126 88.21 70.56
CAM 8 85.96 139 126 88.15 70.52
CAM 16 85.9 139 126 88.21 70.52
CAM 32 85.9 138 126 88.15 70.52
JLU-M 8 86.60 139 127 88.76 70.99
JLU-M 16 86.54 139 127 88.82 70.99
JLU-M 32 86.54 139 127 88.76 70.99
JLU-P 8 86.66 140 127 88.82 71.03
JLU-P 16 86.6 140 127 88.76 71.03
JLU-P 32 86.6 140 127 88.76 71.03
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Table 2.7: Benchmark results for Increment L=1

Cores
1 2 4 8 12

MGL 34.46 27.63 28.72 15.84 11.23
JMSL 26.4 22.19 23.97 13.73 9.84
CAM 8 26.38 22.19 23.95 13.72 n/a
CAM 16 26.38 22.17 23.97 13.72 9.83
CAM 32 26.38 22.17 23.97 13.73 9.84
JLU-M 8 33.54 31.12 51.73 66.08 n/a
JLU-M 16 33.54 31.12 51.77 66.08 74.24
JLU-M 32 33.54 31.12 51.77 66.11 74.24
JLU-P 8 34.74 32.27 53.06 67.29 n/a
JLU-P 16 34.76 32.29 53.06 67.29 74.98
JLU-P 32 34.76 32.27 53.02 67.29 74.98

runnable and increments its counter L times. Increment is therefore a test with
an abundance of locking and, depending on L, either long or short locks.

Table 2.7 shows the results of running Increment on all configurations with
L=1. The first thing to notice is that this is a test where there is a significant
difference between the MGL and JLU. The MGL performance scales according to
a negative logarithm, whereas the JLU scales according to a positive logarithm.
The performance of single core locking is roughly the same, which is expected
since there is no contention. Surprisingly the JMSL and CAM scale similarly
to the MGL, even with a lot of non-contending locks. It seems that memory
arbitration has such a large impact that the benefits of enabling non-contending
locks is lost. Note that the values for the 12-core, 8-entry hardware locks do not
exist as there are too many simultaneously active locks.

Table 2.8 shows the results of running Increment on all configurations with
L=100. In this test the amount of work being done within a synchronized
block is scaled roughly by a factor of 100. This is evident in the lower numbers.
The results are similar to L=1, with the MGL, JMSL and CAM locks scaling
according to a negative logarithm, and the JLU scaling according to a positive
logarithm.

From all the benchmarks we can conclude that the JLU’s performance is, at
its worst, equivalent to the MGL, and when using multiple processors, possibly
more than twice as fast as the MGL’s best performance. The JMSL and CAM
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Table 2.8: Benchmark results for Increment L=100

Cores
1 2 4 8 12

MGL 0.79 0.48 0.35 0.22 0.15
JMSL 0.78 0.48 0.41 0.22 0.15
CAM 8 0.78 0.48 0.41 0.22 n/a
CAM 16 0.78 0.48 0.41 0.22 0.15
CAM 32 0.78 0.48 0.41 0.22 0.15
JLU-M 8 0.79 0.72 1.22 1.52 n/a
JLU-M 16 0.79 0.72 1.22 1.52 1.71
JLU-M 32 0.79 0.72 1.22 1.52 1.71
JLU-P 8 0.79 0.72 1.22 1.53 n/a
JLU-P 16 0.79 0.72 1.22 1.53 1.71
JLU-P 32 0.79 0.72 1.22 1.52 1.71

locks have the worst performance, even for non-contending locks. The MGL
actually performs very well as long as the locks are contending or the number of
cores is low.

2.4.4 Use Case

In our previous locking paper [C2] we included the SCJ RepRap use case [C1]
and argued that the CAM locking unit allowed us to expand the system to 4
cores and improve performance. However, the predicted performance numbers
presented in our locking paper [C2] were not correct, as we ignored the delay
due to memory arbitration for a CMP system. What follows is the updated use
case explanation, analysis, and conclusion.

The SCJ RepRap applications controls a RepRap 3D printer and consists of 4
periodic event handlers: RepRapController, HostController, CommandController
and CommandParser. A host computer takes a 3D drawing and generates
textual printer instructions (G-codes). The HostController manages the serial
communication between the printer and the host, receiving the instructions from
the host. The CommandParser receives the instruction from the HostController
and parses it. If the characters represent a valid instruction a command object is
set up and enqueued in the CommandController, which executes the commands
in FIFO order. Finally the RepRap controller controls the printer itself and
receives parameters from the CommandController.
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Table 2.9 contains the periods for the event handlers. The HostController and
RepRapController have necessarily short periods dictated by the communication
and hardware respectively. The other two event handlers do not have such
strict timing requirements and therefore operate at longer periods. All four
event handlers are constructed as a pipeline for processing printing instructions,
meaning that between each stage a lock is shared to synchronize data. Addi-
tionally, there is cyclic synchronization between three of the handlers. The SCJ
RepRap application therefore presents a case where having multiple processors
is desirable and just using the MGL should be detrimental to performance.

The SCJ RepRap paper [C2] tests schedulability of the 4 periodic event handlers
on a single JOP core. In our test we configure JOP with 4 cores and run each
handler on a separate core. However, due to the large memory arbitration
overhead with 4 cores and unnecessarily large critical sections when writing
to the host, the use case is still not schedulable. We have therefore removed
unnecessarily coarse grained synchronizations, such as holding a lock while
writing each part of a message to the host when the application construction
prevents the message from being interleaved with other messages. Overall the
changes are minor.

The new WCETs can be seen in Table 2.9. We did not include an analysis with
the CAM, as preliminary analysis showed that the software steps involving the
CAMS’s locking queue were severely hampered by the memory arbitration, so
the use case with the CAM would not be schedulable. It is worth noting that
when analyzing the blocking times in a CMP environment, an event handler can
be blocked several times by event handlers on other cores acquiring the same
lock(s), as priorities have no meaning across cores. The total maximum potential
blocked time is shown in the table.

Our analysis from [C2] differs in that blocking times do not propagate down
the priority chain, as there are no real priorities. Our schedulability analysis is
thereby simplified to W + B < T , where W, B and T are the event handler’s
WCET, maximum blocked time and period, respectively. The HostController
is not schedulable using the MGL, as its WCET and maximum blocked time is
higher than its period of 1. The HostController is schedulable using the JLU-M,
as each event handler’s WCET and blocked time is shorter than the respective
period.

The main issue with the MGL reducing all locks to a single shared lock is quite
evident in Table 2.9, in that the WCETs are almost equal, whereas the MGL’s
blocking times are up to 17 times longer than the JLU-M’s.
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Table 2.9: WCET for the updated PeriodicEventHandlers using the MGL and
JLU-M

WCET (ms) Max. potential blocking time (ms)
PEH Period (ms) MGL JLU-M MGL JLU-M
RepRapController 1 0.256 0.253 0.951 0.054
HostController 1 0.729 0.717 0.951 0.270
CommandController 20 2.433 2.423 1.901 1.242
CommandParser 20 12.043 12.039 1.188 0.723

2.5 Discussion

Our exploration of CMP locking led to some open questions with respect to the
SCJ specification, which we will discuss in the following.

2.5.1 Specification

In [C2] we pointed out that the statement of feasibility analysis ignores blocking
times on CMP systems. As a reaction to that paper the specification was
updated.

2.5.2 Multiprocessor Locking in SCJ

The current SCJ specification [69] is silent in the normative part on the correct
locking protocol for multiprocessors and the priority inversion avoidance protocol.
Only the rationale gives some indication of what versions could be implemented:

If schedulable objects on separate processors are sharing objects
and they do not self-suspend while holding the monitor lock, then
blocking can be bounded but the absence of deadlock cannot be
assured by the PCE protocol alone.
The usual approach to waiting for a lock that is held by a schedulable
object on a different processor is to spin (busy-wait). There are dif-
ferent approaches that can be used by an implementation such as, for
example, maintaining a FIFO/Priority queue of spinning processors,
and ensuring that the processors spin non-preemptively. SCJ does
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not mandate any particular approach but requires an implementation
to document its approach (i.e., implementation-defined). [69, p. 143]

This indicates that our implementation of spinning wait at top priority and a
FIFO queue is a possible implementation. Leaving the details of the multiproces-
sor locking open and implementation defined will result in different scheduling
behavior of the same SCJ application on different SCJ implementations.

To avoid unbounded priority inversion, it is necessary to carefully set
the ceiling values. [69, p. 143]

This hint is for the application developer. However, with our implementation
we simplify the priority ceiling implementation by having the ceiling always at
top priority. The top ceilings allow less concurrency, but a simpler (and faster)
locking implementation.

On a level 1 system, the schedulable objects are fully partitioned
among the processors using the scheduling allocation domain concept.
The ceiling of every synchronized object that is accessible by more
than one processor has to be set so that its synchronized methods
execute in a non-preemptive manner. This is because there is no
relationship between the priorities in one allocation domain and those
in another. [69, p. 143]

This is the suggestion for the application developer to set the ceiling of shared
locks to top priority. It is not specified if violating this suggestion is legal. With
our simplified implementation of the ceilings, execution of synchronized methods
is always non-preemptive. Therefore, our implementation introduces additional
blocking on locks used only within an allocation domain.

The JMSL on JOP uses spinning at top priority plus FIFO queues. Evidence that
spinning works better than suspending can be found in a study by Brandenburg
at al. [33].

2.5.3 Locks in Private Memory

Objects that are allocated in private memory are guaranteed not to be accessible
by other threads. Therefore, locks for these objects never require a ceiling above
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the current thread’s priority. In fact, the aspect of mutual exclusion vanishes, and
monitorenter/monitorexit could be eliminated through lock elision. However,
these objects can have a ceiling above the thread’s priority. By default, an
object’s ceiling is maximum priority, and threads are raised to that priority even
when they synchronize on an object allocated in private memory. In our opinion,
a useful optimization would be to avoid any changes to a task’s priority when
synchronizing on a local object.

Another observation with regard to ceiling values is that threads can allocate
objects with different ceilings and then can change their priority at will by
synchronizing on a suitable object. Abuse of this feature introduces dynamic
priorities in a programming model that otherwise assumes fixed priorities.

Related to this observation is the fact that third-party libraries might lead to
unintended priority changes of a handler. One does not always know if locks are
used within library functions; and internal locks might not be accessible. In that
case there is no way to avoid the priority boosting to the top priority.

We examined all method signatures specified in the SCJ library and found that
the library is practically lock free. Only the InterruptHandler class has a
synchronized method, but that is purposeful as locks are also used to provide
mutual exclusion between Java threads and interrupt handlers written in Java.

2.5.4 Future Work

The locking units have been motivated by the locking mechanism of Java and
SCJ. However, they might also be useful in a non-Java context. We may consider
exploring hardware locking units within the T-CREST CMP architecture [75],
which is built out of VLIW RISC processors [50]. In this context we might not
need variable entries and instead use fixed locks, possibly reducing the locking
unit size and improving performance.

Related to this, we may consider a locking unit which reduces, or altogether
avoids, access serialization. This would improve performance for unrelated lock
requests.

Given the increase in popularity of mixed-criticality systems, we may also con-
sider further exploring the interaction between cache architectures and locking
mechanism performance to reduce both the worst-case and average-case perfor-
mance. Tighter worst-case bounds allow more/longer tasks to be safely scheduled,
but also allow more time for non-critical tasks to be scheduled. The latter also
applies when improving the average-case performance.
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2.6 Conclusion

While there is a well-established best practice for locking protocols on uniprocessor
real-time systems, this is not the case for chip-multiprocessor systems. True
concurrency can increase the blocking time. To bound this blocking time, threads
need to actively wait (spinning wait) for locks. In this paper we presented
hardware locks for a Java chip-multiprocessor. The hardware locks support
the common locking protocol for real-time chip-multiprocessors to spin wait at
highest priority when waiting for a lock on a different processor core.

Our performance analysis shows that merely moving the tracking of locks to
hardware does not yield any performance benefits, and is actually slower than
a single global lock, even though it enables concurrency for non-contending
locks. This is caused by memory arbitration when maintaining queues of threads
waiting for locks in software, and only gets worse as the number of cores increases.
Moving the queues to hardware as well provides the best overall performance,
with performance ranging from at least as fast the global lock, to more than
twice the global lock’s best performance. This does come at a hardware price
which is significant with a low core count, but becomes negligible as the number
of cores increases.

Acknowledgments

We would like to thank Benedikt Huber for his support with the WCET analysis
tool WCA for JOP. This work is part of the project “Certifiable Java for
Embedded Systems” (CJ4ES) and has received partial funding from the Danish
Research Council for Technology and Production Sciences under contract 10-
083159.

Source Access

Our work is published under the GNU open source license and can be downloaded
freely. The main repository for JOP is at https://github.com/jop-devel/jop. The
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the default locking tool for JOP. It therefore exists in both repositories on the
main branch.



Chapter 3
Multiprocessor Priority Ceiling

Emulation for Safety-Critical
Java

By Tórur Biskopstø Strøm and Martin Schoeberl [C5]

Abstract
Priority ceiling emulation has preferable properties on uniprocessor
systems, such as avoiding priority inversion and being deadlock free.
This has made it a popular locking protocol. According to the safety-
critical Java specification, priority ceiling emulation is a requirement
for implementations. However, implementing the protocol for multi-
processor systems is more complex so implementations might perform
worse than non-preemptive implementations.
In this paper we compare two multiprocessor lock implementa-
tions with hardware support for the Java optimized processor: non-
preemptive locking and priority ceiling emulation. For the evaluation
we analyze the worst-case execution time of the locking routines. We
also analyze a safety-critical use case with each implementation.
We find that the additional software steps necessary for managing
priorities in priority ceiling emulation increase the number of locking
cycles by at least a factor 15, mainly due to memory contention
in a multiprocessor system. This overhead results in the use case
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being unschedulable using priority ceiling emulation. Any benefits of
priority ceiling emulation are also lost when the tasks are completely
distributed among the processor. Therefore, given distributed tasks
with short critical sections, non-preemptive locking is preferred.

3.1 Introduction

Locks in real-time systems need a way to avoid priority inversion. Two approaches
are common as priority avoidance protocol: priority inheritance and priority
ceiling emulation (PCE). PCE is preferable in safety-critical systems as its
implementation is simpler than a priority inheritance protocol. Furthermore,
on uniprocessor systems PCE also prevents deadlocks. The safety-critical Java
specification requires that all implementations support PCE. However, the
protocol is more complex on multiprocessor systems, so the theoretical benefits
of the protocol might not be viable in practice.

On a multiprocessor system locking is usually implemented with the help of a
compare-and-set instruction that operates atomically. However, supporting this
instruction in a time-predictable way for shared memory becomes expensive; the
worst-case execution time (WCET) for this instruction will be high. Therefore,
direct on-chip hardware support for locking avoids the high execution time of
external memory access.

We explored hardware support for locking in a multiprocessor version [39] of the
Java processor JOP [36]. We presented a locking unit in parallel to the single
global lock in [C2]. From that starting point we integrated those two components
into the Java locking unit (JLU).1

This paper extends the JLU to support PCE. Our implementation is twofold:
(1) we add functionality to the JLU that allows the unit to support preemption
and (2) we add software routines to manage priorities, such as reading the
ceiling priority of a lock and updating a thread’s priority accordingly. Our
implementation is time-predictable and all functions are WCET analyzable.

The evaluation shows how the practical performance of PCE can result in
unschedulable task sets. First we present a typical theoretical example where the
thread set is not schedulable without preemption of critical sections, but when
using PCE the set is schedulable. We then update the locking times of the thread

1A journal article, currently under revision, describes this integration. For reference for
the JTRES review process we have put this unpublished article on a web server for access:
http://www.jopdesign.com/doc/jophwlocks.pdf.

http://www.jopdesign.com/doc/jophwlocks.pdf
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set with the WCET results from our analysis. This reveals the opposite result,
i.e., the thread set is not schedulable with PCE, but is with non-preemptive locks.
This analysis shows that practical implementations of PCE on a multiprocessor
shared memory system might be less efficient than executing critical sections at
top priority, i.e., without preemption.

We have briefly presented the PCE implementation in [C4]. In this paper we
extend the work by (1) providing a more detailed description of our implementa-
tion, (2) extending the performance analysis by adding a safety-critical use case,
and (3) discuss PCE viability based on the results.

The paper is organized in 8 sections. Section 3.2 gives background information on
locking, safety-critical Java, and a Java chip-multiprocessor. Section 3.3 presents
the Java locking unit. Section 3.4 describes our implementation of priority ceiling
emulation. Section 3.5 analyses the WCET of the PCE and non-preemptive
(JOP’s default locks) implementation and performs the utility analysis of the
SCJ RepRap use case [C1] using the two locking routines. Section 3.6 discusses
the results from the evaluation. Section 3.7 presents related work. Section 3.8
concludes the paper.

3.2 Background

In the following section we provide background on locking, PCE, safety-critical
Java, and the Java processor JOP.

3.2.1 Locking

When two or more computing routines share a stateful resource, and modification
of the state is not implicitly atomic, it is necessary to ensure atomicity by other
means. There are multiple ways to achieve this, e.g., the timing of two real-time
threads is such that they finish modifying the state before the other thread
accesses the resource. However, one of the most common methods is to use locks.

A lock has the notion of an owner and until the current owner has released the
lock no other thread shall access the resource(s), ensuring atomicity. Locks are
not without their own issues though, and two of the main ones are deadlocks
and priority inversion [4].
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Deadlocks can occur in settings with 2 or more locks where threads do not
acquire the locks in the same order, e.g. threads τ1, τ2 execute and both try to
acquire locks L1 and L2:

1. τ1 obtains L1.

2. τ2 preempts τ1 and obtains L2.

3. τ2 tries to obtain L1, but cannot and suspends.

4. τ1 tries to obtain L2 and suspends, making both threads suspend indefi-
nitely.

Priority inversion happens when a middle priority thread preempts a lower
priority thread that holds a lock on which a high priority thread is waiting,
even though the middle priority thread might not share a lock with the other
two threads. E.g., threads τ1, τ2 and τ3, with increasing priorities 1, 2 and, 3
respectively, execute:

1. τ1 obtains lock L1, after which τ3 preempts it.

2. τ3 tries to grab L1 and suspends while waiting for τ1 to release it.

3. τ1 continues executing, but is then preempted by τ2.

Thus τ2 delays the execution of τ3, even though τ2 has a lower priority than τ3
and does not share a resource with τ3.

3.2.2 Priority Ceiling Emulation

There exist several protocols to alleviate the problems of deadlocks and priority
inversion. Lui Sha et al. [9] describe the original priority ceiling protocol, which
aims to prevent priority inversion and deadlocks. Under this protocol each lock
has a priority assigned that is at least as high as the highest priority of any
thread accessing it. If a thread owns a lock and another thread tries to acquire
the same lock, the owning thread’s priority is temporarily raised to that of the
lock, preventing the other thread from executing until the owner has released
the lock.

A simpler and, at least in our experience with uniprocessor systems, more
common variation of this protocol is priority ceiling emulation [19] (PCE). With
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PCE a system raises a thread’s priority to the lock’s ceiling priority as soon as
the thread acquires the lock, instead of waiting until there is contention. Other
threads on the same processor that would acquire the same lock are thereby
prevented from executing until the owning thread has released the lock.

Applying PCE to the deadlocking example in Section 3.2.1 proceeds as follows:

1. τ1 obtains L1 and its priority raises to at least that of τ2.

2. τ2 cannot preempt τ1, allowing τ1 to obtain L2.

Applying PCE to the priority inversion example in Section 3.2.1 proceeds as
follows:

1. τ1 obtains L1 and its priority raises to at least 3.

2. Neither τ2 nor τ3 can preempt τ1, allowing τ1 to execute until it releases
L1.

Although locking is well understood on uniprocessor systems, this is not the case
for multiprocessor systems, which schedule threads according to partitions. A
single global partition allows all threads to execute on all processor, whereas
a fully partitioned system fixes threads to specific processors. There also exist
systems that mix the two partitioning methods.

Some of the benefits that locking protocols can provide on uniprocessor systems
disappear when using multiprocessors. Modifying the deadlocking example so
that the threads execute on their own processor (2 partitions):

1. τ1 executes on processor C1.

2. τ2 executes concurrently on processor C2.

3. τ1 obtains L1 and its priority raises to at least that of τ2.

4. τ1’s new priority makes no difference to τ2, as it runs on its own processor
(and partition), so τ2 continues executing and obtains L2.

5. τ1 tries to acquire L2, but either busy waits or suspends until L2 becomes
available.

6. τ2 tries to acquire L1 but either busy waits or suspends until L1 becomes
available, resulting in a deadlock.
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Note that PCE still prevents priority inversion on multiprocessor systems. Shar-
ing locks across partitions does not enable lower priority threads within the same
processor(s) from preempting a higher priority thread.

3.2.3 Safety-Critical Java

The authors of safety-critical Java (SCJ) [69] envision SCJ as a future runtime
system for safety-critical systems that need certification. They develop the SCJ
specification within the Java community process under specification request
number JSR 302. To allow certification of Java programs, the authors only
define a very restricted subset of Java. SCJ bases itself on the RTSJ [18]. It is a
subset of RTSJ with some additional classes. It shall be possible to provide the
reference implementation of SCJ on top of a standard RTSJ implementation.

SCJ defines three different levels with increasing expressive power for the ap-
plication programmer, but also increasing complexity of implementation and
certification. A level 0 application consists of periodic handlers under the control
of a single-threaded cyclic executive. The intention of this level is to be a
stepping-stone for developers that are using cyclic executives, programmed in
C or Ada. The concurrency model stays the same, only the language changes.
Level 1 introduces a preemptive scheduler, very similar to the Ada Ravenscar
tasking profile [17]. Level 2 introduces nested missions and an adapted version
of RTSJ’s NoHeapRealtimeThread and wait/notify.

All three levels support the notion of missions, a sequence of sub-applications
with a mission memory and a set of periodic handlers. Level 2 introduces nested
missions. The nested missions of level 2 allow more dynamic systems, where
applications can start and stop threads, while an outer mission continues to
execute.

With respect to memory areas, all three levels support the memory model with
three layers: immortal memory, mission memory, and handler or thread private
scopes. The only difference between the levels is that all handlers in level 0 can
use the same backing store for their private memories.

SCJ represents concurrency as handlers, similar to RTSJ style event handlers.
In fact the SCJ handlers are a subclass of RTSJ’s BoundAsyncEventHandler.
These handlers are either periodic or event triggered.
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3.2.3.1 Missions and Scheduling

SCJ defines the concept of a mission. A mission consists of a set of handlers
(schedulable objects) and a mission memory. The notion of managed handlers
and threads means that the start and termination of those entities is under the
control of the SCJ implementation. The SCJ application creates handlers within
a mission during mission initialization and the number of handlers is constant
for a mission. Handlers come in two flavors: a periodic event handler released
by a time-trigger and an aperiodic handler released by an event. The event
to release an aperiodic handler can be a software event or an interrupt. The
handlers and threads are also called schedulable objects. An application may
have several missions.

A mission consists of three phases: initialization, execution, and cleanup. At
the initialization phase the SCJ implementation creates the mission memory.
The system enters the mission memory and creates the handlers and threads
within the mission memory. Furthermore, the application must allocate all data
structures needed for the handlers to communicate in mission memory (or in
immortal memory). Only immortal and mission memory is shared between
threads.

On the transition to the execution phase the system starts all handlers. During
the execution phase the application cannot register or start any new handlers.
In the execution phase the system allocates temporary objects in handler private
memory. Allocation in mission memory or immortal memory is not prohibited.
After the cleanup phase, the system clears the mission memory and a new mission
may start in a new, possible differently sized, mission memory.

A class that implements Safelet, and at least one class that extends Mission,
together represent an SCJ application. Simple programs, consisting of a single
mission, can use one class that extends Mission and implements Safelet. How
developers specify this main class as the SCJ application is vendor specific.

3.2.3.2 Memory Model

SCJ defines three memory areas: immortal memory, mission memory, and
anonymous private scope memories. Immortal memory is like in the RTSJ for
objects that live for the whole application, which might consist of several missions.
Mission memory represents a scoped memory that exists for the lifetime of a
mission and is the main memory for data exchange between handlers. Each
handler has an initial private scope, which the infrastructure enters on release
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and cleans up at the end of the release. The handler can enter nested private
scopes. The private scopes are anonymous, as the application code has no access
to a ScopedMemory object that might represent this private memory.

The SCJ specification restricts the usage of scoped memory and defines the
maximum size of backing store for each thread (handler). Therefore, systems
can manage the backing store without memory fragmentation.

3.2.3.3 Locking

Similar to standard Java, all objects can serve as locks. However, SCJ does not
allow synchronized blocks, meaning that the specification restricts the use of the
synchronized keyword to methods.

Unlike standard Java, which has no specification on priority inversion avoidance,
the SCJ specification requires that all implementations support PCE. Addition-
ally, for level 1 all handlers are fully partitioned, i.e., handlers only ever execute
on a dedicated processor. Level 2 allows scheduling partitions that contain more
than one processor. However, JOP only supports full partitioning and therefor
not SCJ level 2. This limits our PCE implementation to SCJ level 1. As level 0 is
a single-threaded cyclic executive, no protection of resources is needed. Although,
it is recommended to protect resources by using synchronized methods for easier
migration of a level 0 application to a level 1 or level 2 SCJ implementation.

The current draft of the SCJ specification [69] (p. 143) specifies that locks shared
between threads running on different processors need to have a priority so that
synchronized methods execute non-preemptively.

3.2.4 The Java Chip-Multiprocessor

For the implementation of the locking unit we use the multiprocessor version [39]
of the Java processor JOP [36]. The choice is motivated by two reasons: (1)
the JOP distribution includes a prototype implementation of SCJ [58] and (2)
JOP is the only time-predictable Java platform that includes a WCET analysis
tool [44].

The multiprocessor version of JOP includes a time-division multiplexing (TDM)
arbiter for the shared main memory. TDM arbitration enables WCET analysis
of memory operations. Furthermore, TDM guarantees independent timing of
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tasks executing on different processors. The timing of a task is not disturbed by
other tasks.

The drawback of TDM arbitration is that each memory access might have a
maximum waiting time of a full TDM round. Therefore, worst-case memory
access time increases considerable with the number of processors. We will see
this cost in the implementation of PCE where access to data structures allocated
in the shared memory is part of the monitorenter and monitorexit operations.

The JVM specification describes two different methods of marking a monitor:
(1) as an attribute of a method and (2) with monitorenter and monitorexit
bytecodes. To simplify the implementation on JOP we support only the bytecode
version of monitor control. All synchronized methods are modified at link time to
start with a monitorenter bytecode and have a monitorexit bytecode before
each return.

Threads are scheduled using fully partitioned, fixed-priority scheduling. Each
core runs its own scheduler. When the scheduler executes, it iterates through
a list of the core’s threads in descending priority order. As soon as a thread is
found that has been released, it is set as the currently executing thread. If no
thread is found the main/idle thread is scheduled until the next thread release.

3.3 The Java Locking Unit

In this Section we describe JOP’s default multiprocessor Java locking unit (JLU).
Note that the unit is not JOP specific and possibly even usable in non-Java
multiprocessor systems.

The JLU is based on the work done in [C2], where a content adressable memory
(CAM) tracks the locks, a global lock manages access to the CAM, and the
queues of threads waiting for locks are handled in software. The JLU improves
this by merging all of these entities into a single hardware unit.

Figure 3.1 shows our hardware configuration with the JLU. Several JOP proces-
sors connect to the shared memory via an arbiter. To enable WCET analysis [44]
of threads running on the multiprocessor version of JOP, we use the TDM based
arbitration.

Similar to the arbiter, the JLU is connected to all processors. Figure 3.2 shows
an overview of the JLU’s structure. The JLU maps into the I/O space for each
processor. To modify a lock, i.e., either acquire or release a lock, a thread writes
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the request, as well as the lock’s address to the input register. This simple write
operation either performs the acquire or release or blocks an acquire until the
lock is free.

The state machine that manages the locks switches between requests in the input
selector in round-robin style, completing each request before moving to the next
request. If a processor has no outstanding request the state machine moves to
the next processor in the next clock cycle.

The JLU contains a set of registers that represent lock “entries”. Each entry
consists of a flag indicating whether the entry is empty, a field with the current
owner (processor number), a word (32-bit in the case of JOP) with a lock’s
address, and a counter to track the number of times the current owner has
acquired the lock. The counter is necessary for Java-like systems where a lock
can be acquired multiple times and has to be released an equal number of times.

When requesting a lock, the unit checks if the lock’s address already exists in the
entries. If so, and another processor already owns the lock, the JLU enqueues the
current processor in a FIFO residing in a local on-chip memory. Otherwise the
JLU registers the lock in an empty entry and registers the requesting processor
as the owner. If the requested lock is already owned by the thread the JLU just
increments the counter.

Before requesting a lock, a thread disables its processor’s interrupts. In addition,
during the JLU’s processing of either an acquisition or release, the JLU blocks the
processor’s write request on the interconnect. This stalls the processor until the
request is complete and the processor has acquired/released the lock, effectively
making the thread spin-wait at top priority. If the processor releases its final
lock the thread enables interrupts.

Threads can read the result of a request by reading from the same IO address.
The result indicates whether the thread now has acquired/released the lock or
whether there are no lock entries left so the system throws an exception. Note
that a read does not stall the processor like the requests.

Mapping the JLU in IO space and using the interconnect to stall a processor
means that the JLU is not JOP specific and is usable on other processors that
have interconnects with similar support.

Requesting a lock in the JLU has a low overhead. While waiting for a lock,
a thread non-preemptively spin-waits. While owning a lock, a thread non-
preemptively executes the critical section. The JLU locking can therefore be
considered a degenerated form of PCE, hereafter referred to as DPCE. The main
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difference between PCE and DPCE is that PCE allows preemption when there
are locks with ceiling priorities that are lower than some thread priorities.

According to the SCJ specification, critical sections, protected by locks that are
shared between processors, have to run at top priority, as priorities between
scheduling partitions have no meaning. This means that DPCE behaves like
PCE except when a lock is not shared between processors and has a ceiling
priority that is lower than at least one other thread on the processor that does
not access the lock.

The current draft of the SCJ specification [69] (p. 143) specifies that locks shared
between threads running on different processors need to have a priority so that
synchronized methods execute non-preemptively:

On a Level 1 system, the schedulable objects are fully partitioned
among the processors using the scheduling allocation domain concept.
The ceiling of every synchronized object that is accessible by more
than one processor has to be set so that its synchronized methods
execute in a non-preemptive manner. This is because there is no
relationship between the priorities in one allocation domain and those
in another.

On a Level 2 system, within a scheduling allocation domain, the
value of the ceiling priorities must be higher than all the schedulable
objects on all the processors in that scheduling allocation domain
that can access the shared object. For monitors shared between
scheduling allocation domains, the monitor methods must run in a
non-preemptive manner.

3.4 PCE Implementation

Although JOP already implements a degenerated form of PCE there are quite a
few changes necessary to implement proper PCE.

As in standard Java, SCJ allows each object to serve as a lock. In addition,
SCJ allows the ceiling priority of each lock to be configurable. It is therefore
necessary to register and remember the priority of object’s throughout their
lifetime. However, SCJ requires that each lock priority not explicitly set uses a
system default priority, so PCE implementations need only register an object’s
priority when that priority is other than the default.
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There are multiple options to maintain a object/priority mapping, e.g., a hash
map, a table, the object header, etc. As a quick and efficient solution we found
unused space in JOP’s object header alongside the scope levels. This header
field is 32 bits long, which we split into two 16 bit words, with one maintaining
scope levels and the other maintaining an object’s (potential) ceiling priority.
This limits both the scopes and the priorities to 65536 levels. However, we find
this to be more than adequate for most, if not all, solutions. If the priority field
is zero, the ceiling of the object is not set, so if a thread uses the object as a
lock, the ceiling will be the system default.

The JLU implements DPCE, meaning that threads always spin wait at top
priority. It is therefore necessary to make some changes to the JLU before it
supports proper PCE.

The JLU only maintains queues of processors waiting for locks and therefore
doesn’t distinguish between threads on each processor. It is therefore an issue if
two threads on the same processor try to request the same lock, as the JLU would
only enqueue the processor once. However, from PCE we know that threads
requesting the same lock should not have a priority higher than the ceiling of
the lock. Therefore, other threads on the same processor trying to acquire the
same lock will not be scheduled as long as one of the threads is holding the lock.

To support preemption, we have modified the JLU’s locking procedure. Instead
of disabling interrupts until a processor releases all its locks, interrupts are only
disabled for the duration of a request, i.e., the processor immediately owns the
lock, the JLU has enqueued the processor or the processor released the lock.
Furthermore, we add a request port to the JLU that returns the state of a lock,
i.e., whether the current processor is the owner or not. A thread can thereby
spin in software (preemptively) while checking if it has become the owner.

One of the issues with PCE is the necessity to track priorities as a thread acquires
different locks, so that the thread gets the priorities in reverse order as it releases
the locks. In the following example thread τ1, and locks L1 and L2, have the
corresponding priorities 1,2 and 3, with 3 being the highest:

1. τ1 executes at priority 1.

2. τ1 requests L1 and its priority changes to 2.

3. τ1 requests L2 and its priority changes to 3.

4. τ1 requests L1 again, but its priority remains at 3.

5. τ1 releases L1 with no priority change.
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6. τ1 releases L2 and its priority reverts to 2.

7. τ1 releases L1 and its priority reverts to 1.

To support this functionality we implemented priority “bread crumbs” (PBC).
Each thread contains an array index as well as a priority array and a lock count
array, both with length k+2, where k is the number of locks with a priority other
than the default. k is found by registering all ceiling modifications and counting
the number of different priorities.

In SCJ priority modifications are only allowed during mission initialization. This
means that the system can determine the PCB array sizes at the end of mission
initialization without degrading the performance of the mission itself. The system
uses the PBCs as follows:

Locking

1. Read object’s priority (P1).

2. Read thread’s current priority (P2).

3. If P1 > P2 increment PBC index, add P1 at new index and set thread’s
priority to P1.

4. Increment PBC lock count at current index.

Unlocking

1. Decrement PBC lock count at current index.

2. If lock count is 0, decrement PBC index and set thread’s priority to the
priority at the new index.

All of the operations only modify variables related to the currently executing
thread, which means no synchronization is necessary. As such the locking proce-
dures become as follows:

monitorenter

1. Update thread’s priority
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2. Request lock in JLU

3. Spin while waiting for the lock

monitorexit

1. Release lock in JLU

2. Update thread’s priority

In addition to these modifications, we also update the scheduler on JOP. Al-
though the priority of a thread can change during lock acquisition/release, we
do not actually modify the thread queue. Instead, we modify the scheduler such
that it iterates through the entire thread queue every time and finds the highest
priority thread which is also released. Although this makes the WCET of a
core’s scheduler O(t), where t is the number of threads on the core, this is not an
issue for our tests, as the number of threads per core are low (1 for the use case).
The benefit of this is that we do not have to manipulate the scheduler’s priority
queue during lock acquisition/release, thereby avoiding O(t) WCET overhead
during locking.

3.5 Evaluation

In this section we compare the WCET of the lock implementations of DPCE
and PCE. We use the Altera DE2-70 board with JOP’s alde2-70cmp top-level
file for our analysis.

The number of lock entries in the JLU is configurable, but we use the default
configuration with 32 entries. Previous tests have shown that the number of
entries negligibly affects the performance and mainly affects the size of the
hardware.

3.5.1 WCET of Locking Operations

Table 3.1 shows the WCET analysis results for the locking routines for DPCE and
PCE on different number of processor configurations. For DPCE we manually
count the number of microcode steps for monitorenter and monitorexit in
asm/src/jvm.asm. We also count the number of hardware cycles used by
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Table 3.1: WCET in clock cycles for each lock implementation.

processors
1 2 4 8 12

monitorenter

DPCE 33 38 48 68 88
PCE 606 1081 1362 1663 1964
monitorexit

DPCE 27 32 42 62 82
PCE 505 890 1128 1376 1624

the JLU by analyzing vhdl/scio/ihlu.vhd. For PCE we have to analyze
jopsys lck req, jopsys lck rel and jopsys lck stat in asm/src/jvm.asm,
as well as counting cycles in vhdl/scio/ihlu.vhd. Additionally, we have to
analyze the two software routines, f monitorenter and f monitorexit, that
read, track, and update the priorities. We do this using JOP’s WCET analysis
tool with the options --jop.jop-rws=3n+2 and --jop.jop-wws=3n+2, where n
is the number of processors. These options ensure that the worst-case memory
access latency is used in the analysis that corresponds to the latency experienced
in the hardware with the corresponding number of processors.

The results show that the additional complexity of PCE negatively impacts the
locking/unlocking performance by at least a factor 15. As both implementa-
tions use the same JLU with only minor hardware modifications, the negative
impact of PCE can be attributed to the necessary software steps responsible for
tracking/modifying priorities.

The WCET increase relative to the processor count is understandable, as some
of the software steps have to access data structures in the shared memory. This
access goes through the TDM arbiter and the memory access time increases with
the number of processors.

3.5.2 The RepRap Use Case

In this section we show that the problems present before propagate to the
application level, affecting the schedulability of the SCJ RepRap use case [C1].

The SCJ RepRap application is the controller in a RepRap 3D printer setup. A
host computer takes a 3D drawing and generates textual printing instructions
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(G-codes). The host then sends these instructions to the controller, which acts
accordingly, such as moving the printing head and extruding the melted plastic.

The controller is implemented as an SCJ application consisting of 4 periodic
event handlers: RepRapController, HostController, CommandController, and
CommandParser. The HostController manages the serial communication between
the printer and the host. The CommandParser parses the received textual
instructions. If the received text represent a valid instruction, a command object
is set up and enqueued in the CommandController, which executes the received
commands in FIFO order. Finally the RepRap controller controls the printer
itself according to the executed command objects.

Table 3.2 shows the event handler periods. The HostController and RepRap-
Controller have short periods, as this is necessary for the host communication
and RepRap hardware. The other two event handlers do not have such strict
timing requirements and therefore operate at longer periods. The four event
handlers are constructed as a pipeline for processing printing instructions. A
lock is shared between each stage to synchronize data. Additionally, there is
cyclic synchronization between three of the handlers. We therefore find that
the SCJ RepRap application functions as a reasonable use case for testing hard
real-time locking performance.

The SCJ RepRap paper [C1] uses a uniprocessor version of JOP. In our test we
configure JOP with 4 processors and run each handler on a separate processor.
We also optimize the application for 4 processors, removing unnecessarily coarse
grained synchronizations, such as holding a lock while writing each part of a
message to the host when the application construction prevents the message
from being interleaved with other messages. Overall the changes are minor.

We use JOP’s WCET tool to analyze the even handlers. JOP is configured with
either DPCE or PCE, after which we analyze the WCET of the application.
Table 3.2 contains the WCET of each handler using the respective locks. We also
include the total time an event handler can be blocked. In a CMP environment
both DPCE and PCE allow event handlers to be blocked multiple times by event
handlers on other processors acquiring the same lock(s), as priorities have no
meaning across processors.

Our use of only a single event handler per processor simplifies the utilization
test, as blocking times do not propagate down any priority chain. Our utilization
test is therefore W +B < T for each event handler, where W, B and T are the
event handler’s WCET, maximum blocked time and period, respectively.

For DPCE the inequalities are:
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Table 3.2: Periods and WCET for the periodic event handlers when using
DPCE and PCE

WCET (ms) Max. potential blocking time (ms)
PEH Period (ms) DPCE PCE DPCE PCE
RepRapController 1 0.253 0.419 0.054 0.256
HostController 1 0.717 1.454 0.270 0.432
CommandController 20 2.423 3.765 1.242 1.886
CommandParser 20 12.039 12.458 0.723 0.973

RepRapController: 0.253 + 0.054 < 1
HostController: 0.717 + 0.270 < 1

CommandController: 2.423 + 1.242 < 20
CommandParser: 12.039 + 0.723 < 20

Each inequality is satisfied, meaning the set of event handlers is schedulable.

For PCE the inequalities are:

RepRapController: 0.419 + 0.256 < 1
HostController: 1.454 + 0.432 < 1

CommandController: 3.765 + 1.886 < 20
CommandParser: 12.458 + 0.973 < 20

PCE’s overhead results in an overall reduction in event handler performance,
resulting in an unschedulable event handler set.

3.6 Discussion

As mentioned, PCE has qualities that make it preferred in many real-time
contexts, as evidenced by the SCJ specification. However, as seen in Sections 3.5,
the implementation complexity has an impact on performance, and any benefits
of PCE are lost if the task set is completely distributed. In this section we
generalize our results by presenting a typical argument for PCE, after which we
apply the WCETs in Table 3.1 and show in more details why the argument does
not necessarily hold when practical issues affect it.
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: Thread is executing

: Thread is blocked/preempted by higher priority thread

: Thread is holding lock

: Thread is waiting for lock

: Thread has violated deadline

: Core separator

: Thread is waiting for lock and preempted

Figure 3.3: The Legend for the schedulability examples

Table 3.3: Thread set for the initial example

Thread WCET Period Deadline Critical Section
τ0 800 1600 1600 400
τ1 400 1600 1600 N/A
τ2 400 1600 1600 200
τ3 400 1000 400 N/A

Throughout the examples we use the conventions as shown in Figure 3.3. All
WCETs, locking times, etc. are in clock cycles. For the critical section we
assume a lock acquisition/release time of 180 cycles, which is included. Note
that the critical section is also included in the WCET.

3.6.1 Initial Example

The first example shows a thread set that is not schedulable with DPCE, but is
with the PCE. We use the thread set in Table 3.3 for this example and list the
threads in increasing priority order, such that τ0 has the lowest priority and τ3
the highest priority. All threads start at time 0. Additionally we distribute them
between 2 processors such that τ0 and τ1 execute on one processor, and τ2 and
τ3 on the other. The example only contains a single lock shared by τ0 and τ2.
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Figure 3.4: The initial DPCE schedule
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Figure 3.5: The initial PCE schedule

Figure 3.4 shows the DPCE schedule for the thread set. From the start τ1 and
τ3 block τ0 and τ2 respectively. τ2 is then blocked by τ0 holding the lock. When
τ3 is to be released again, τ2 is still in its critical section. As all critical sections
in DPCE are non-preemptable, τ2 delays τ3 so that τ3 misses its deadline.

Figure 3.5 shows the PCE schedule for the same thread set. The ceiling of the
lock is not higher than the highest locking thread, so τ3 preempts τ2, allowing
τ3 to reach its deadline, after which τ2 runs to completion.

3.6.2 WCET Updated Example

From the WCET analysis in Table 3.1 we see that DPCE only uses 70 cycles
for lock acquisition/release. We can therefore reduce the critical section (and
thereby WCET) by 180 − 70 ≈ 100 cycles. Table 3.4 shows the new DPCE
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Table 3.4: Thread set updated with the DPCE locking times

Thread WCET Period Deadline Critical Section
τ0 700 1600 1600 300
τ1 400 1600 1600 N/A
τ2 300 1600 1600 100
τ3 400 1000 400 N/A

T0

T1

T2

T3

Figure 3.6: The WCET updated DPCE schedule

thread set. The schedule then becomes as shown in Figure 3.6. We see that τ0’s
reduced locking time means that τ2 is not blocked for as long and manages to
finish before τ3 executes again. Using DPCE is therefore not an issue here.

Table 3.1 shows that PCE uses at least 1600 cycles for lock acquisition/release.
For the sake of argument and the figures, we only add 200 cycles to the PCE
critical sections. The updated thread set is shown in Table 3.5 and the new
schedule in Figure 3.7. We see that the 200 cycle increase expands τ0’s critical
section to the point where τ3 blocks τ2. When τ2 is finally able to execute, it
hits its deadline, meaning the PCE task set is not schedulable.

Table 3.5: Thread set updated with the PCE locking times

Thread WCET Period Deadline Critical Section
τ0 1000 1600 1600 600
τ1 400 1600 1600 N/A
τ2 600 1600 1600 400
τ3 400 1000 400 N/A
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T0

T1

T2

T3

Figure 3.7: The WCET updated PCE schedule

We acknowledge that the examples are still theoretical and that in many cases
our argument will not apply, such as if many tasks run on a few processors,
and the critical sections are long. However, we find the examples still illustrate
the issues with choosing PCE as a requirement in SCJ based on its theoretical
benefits on uniprocessor systems.

3.7 Related Work

We are not the first to implement PCE for SCJ. The Hardware near Virtual
Machine [59] is a uniprocessor platform that implements SCJ and PCE. When an
application sets the priority of an object, the system creates a monitor object and
sets a reference to it in the lock object’s header. The monitor object contains the
specified priority and a field for the acquiring handler’s priority. When a handler
acquires the lock the system saves its priority in the monitor and the handler
gets the monitor’s priority (if it is higher). When the handler releases the lock,
the handler regains its old priority. This means that a handler can acquire locks
with different priorities, but when releasing a higher priority lock it will regain
the priority of the last lock. We have the same support in our implementation,
although our solution differs somewhat, as explained in Section 3.4. In the future
we might choose to implement the monitor object solution, as this is more elegant.
However, this is not enough on multiprocessor systems, where the system needs
to maintain a queue for threads on other processors waiting for the same lock.

Yodaiken [24] argues against priority inheritance on the grounds that it adds
complexity and is inefficient. This is similar to our issue with PCE, although we
admit that the issues can be far more prominent in priority inheritance than in
PCE.
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Yodaiken also argues that instead of using priority inheritance to solve the issue
of priority inversion, the solution is either to: (1) Make the resource related
operations atomic and fast, or (2) remove the contention or (3) priority schedule
the operations. With regards to (1) the author argues that RTLinux programmers
use the pthread spin lock operation to disabled interrupts and, in the case of
multiprocessor systems, let threads spin while waiting for a lock. This solution
is equivalent to the DPCE behavior of non-preemptive spinning.

Brandenburg et al. [33] extend the LInux Testbed for MUltiprocessor Scheduling
in Real-Time systems (LITMUSRT) with resource sharing and then empiri-
cally evaluate lock-free execution, wait-free execution, spin-based locking, and
suspension-based locking. They do this under the Flexible Multiprocessor Lock-
ing Protocol (FMLP). They conclude that systems should avoid suspension when
threads share resources across partitions. This supports the SCJ specification,
which requires that all locks shared across partitions should lock non-preemptively.
However, they also conclude that suspending is never preferable to spinning, and
this will most likely always be the case unless a system spends at least 20% of
its time in critical sections. In our paper we analyze DPCE and PCE, used for
spinning and suspending respectively. We similarly argue that the simplicity of
DPCE can render the theoretical benefits of PCE void when one adds the actual
locking overhead to the analysis.

Lin et al. [66] evaluate the current resource allocation policies and analyze their
applicability in Ada and RTSJ. They find that the lack of standardization in
resource control protocols has resulted in priority inheritance becoming a de facto
standard. They find this unfortunate as the protocol is not optimal or efficient
in all application scenarios. Instead they argue that languages and operating
systems should provide facilities that allow the programmers to provide their
own protocol. We similarly argue that PCE is not optimal or efficient with all
applications, and use the RepRap use-case as an example of this. However, if
no policy requirement is specified in SCJ, a SCJ application running on one
platform might not run another with a different locking policy, thus increasing
portability issues.

Burns et al. present in [64] the multiprocessor resource sharing protocol (MrsP).
MrsP is similar to PCE, with the main addition that if a task holding a resource
is preempted, it either migrates to another cores that executes a task spin-
waiting for the same resource, finishing its critical section there, or another
task waiting for the resource will execute the holding task’s critical section
(specific for that resource), after which it will execute its own critical section.
Although this can provide better processor utilization, MrsP should have at least
the same performance issues as we have found for PCE, if not more given the
more advanced behavior. However, the lack of WCET analysis for the MrsP
implementation means we cannot conclusively state this.
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3.8 Conclusion

We have described our implementation of priority ceiling emulation with hardware
support. The added complexity of supporting priority modifications on locking
increases the number of cycles by at least a factor 15, compared to only using
non-preemptive locking. The performance degradation is a result of the software
steps involved in modifying priorities when acquiring and releasing locks. As
shown, a theoretically schedulable task set can therefore be practically un-
schedulable with priority ceiling emulation. Any benefits of PCE are also lost if
the tasks are completely distributed among the processor. We therefore do not
find the choice that all multiprocessor safety-critical Java implementations are
required to use priority ceiling emulation, based on its uniprocessor-capabilities,
as straightforward.

Source Access

Our implementation of PCE is open source and available at https://github.com/
torurstrom/jop.git on the pce branch.
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Chapter 4

Hardlock:
Real-Time Multicore Locking

By Tórur Biskopstø Strøm, Jens Sparsø, and
Martin Schoeberl [J3]

Abstract

Multiple threads executing on a multicore processor often communi-
cate via shared objects, allocated in main memory, and protected by
locks. A lock itself is often implemented with the compare-and-swap
operation. However, this operation is retried when the operation fails
and the number of retries is unbounded. For hard real-time systems
we need to be able to provide worst-case execution time bounds for
all operations.

The paper presents a time-predictable solution for locking on a
multicore processor. Hardlock is an on-chip locking unit that supports
concurrent locking without the need to get off-chip. Acquisition of a
lock takes 2 clock cycles and release of a lock 1 clock cycle.
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4.1 Introduction

Multithreaded programs often communicate over shared data allocated on the
heap. To coordinate the access to these shared data structures we use locks. A
lock protects a data structure such that only a single thread that is owning the
lock can read or write to that data structure. Other threads trying to acquire
the lock block until the lock is released by the current lock owner.

To implement a lock, we need some operations that execute atomically, usually
a load, a compare, and a conditional store. On a single-core processor, the
processor can enforce atomicity by simply turning of interrupts. However, on a
multicore processors further hardware support is typically available in the form
of compare-and-set (CAS) or load linked and store conditional operations.

CAS operates on a single memory word and has as input two values: an expected
old value and a new value. The processor reads the memory location, compares
it with the expected old value, and when the read value is identical with the
expected value, updates the memory word with the new value. The processor
executes this combination of operations atomically. The instruction returns the
read value to indicate success or failure. On a failure the CAS operation is
simply repeated.

CAS can be used to implement locks, which works efficiently in the common case.
However, locks built upon CAS suffer from the potential issue that one thread
may starve. When two or more tasks contend for the same memory location, i.e.,
try to update the value of the same memory location, there is a small possibility
that one or more of the tasks will suffer from starvation. This happens if a task
tries to swap the value with its own, but with every attempt another task has
already swapped it, resulting in the initial task never being able to swap the
value and therefore never acquiring the lock. This possible unbounded starvation
is not acceptable for real-time systems. We need a system where the worst-case
execution time (WCET) of each operation needs to be bounded.

This paper presents and evaluates Hardlock, a hardware unit that provides truly
concurrent locks for real-time multicore processors. The acquisition of a free lock
is bounded and takes in the worst-case 2 clock cycles. The release of a lock takes
1 clock cycle. Two different locks can be requested concurrently by two different
cores. Furthermore, the Hardlock implements a queue in hardware so that every
core that requests a lock will be served in the worst-case after all other cores
that requested the lock. No unbounded starvation is possible.

To support manycore processors, and for comparison, we also implemented an
asynchronous locking unit where cores in different clock domains can access
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the locking unit. Furthermore, for the evaluation we also implemented a CAS
based locking unit for a multicore processor. We integrated all locking units
with the T-CREST multicore processor [75, 87]. The comparison of the three
locking implementations shows that the Hardlock provides the shortest time for
locking and unlocking, and is also the only unit that properly bounds this time.
Furthermore, for the number of locks used in this paper, it is also the smallest
hardware unit.

This paper is an extension of [C6], where we presented an initial version of
Hardlock. The additional contributions of this paper are: (1) an implementation
of CAS on a shared scratchpad memory for comparison, (2) an implementation
of an asynchronous lock for comparison, (3) integration of the three locking units
with the pthread library.

This paper is organized in 7 sections. Section 4.2 presents related work. Sec-
tion 4.3 provides background on the T-CREST multicore platform, which is
used for the implementation and evaluation of the locking units. Section 4.4
describes our designs and implementations. Section 4.5 analyses the perfor-
mance of our implementations whereas Section 4.6 measures the performance
our implementations on an FPGA. Section 4.7 concludes the paper.

4.2 Related Work

The classical issue of priority inversion that can occur on real-time systems when
tasks use locks was solved a long time ago for single-core systems with the priority
ceiling protocol [9]. Additionally, the protocol also prevents deadlocks. However,
no such definite solution has been found for multicore system. Many solutions
have been proposed, all with their own benefits and drawbacks. Our work focuses
on the hardware acceleration of acquiring and releasing locks to generically reduce
the locking overhead, and not any specific protocol, although these protocols can
be built on top of our locking unit. We find it easiest to analyze programs that
use our hardware locking units if critical sections execute non-preemptively and
a global ordering of lock acquisitions is used to prevent deadlocks. Additionally,
critical sections should be kept short to reduce the impact of threads’ critical
sections on each other, as well as gaining the proportionally greatest benefit of
the low lock acquisition overhead of the locking units.

Carter et al. [15] compare 6 lock implementations, 2 of which are software
implementations with CAS or similar atomic operation support, and 4 hardware
implementations. Their findings show that hardware implementations can reduce
the lock acquisition and release time by 25-94% compared to well-tuned software
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locks. Using their own benchmark with heavy contention, the hardware locks
outperform the software locks by up to 75%, whilst on a SPLASH-2 benchmark
suite, the hardware locks perform 3-6% better.

Patel et al. [82] describe a hardware implementation of MCAS, a multi-word CAS
operation for multi-core systems. They find that on average, their implementation
is up to 13.8 times faster than locks with critical sections spanning from 40 to 345
cycles. The locks are POSIX mutexes built on Tejas, a Java based architectural
simulator, where the lock overhead is not specified. The MCAS operation itself
is guaranteed to be atomic and starvation free. However, like CAS, a thread can
potentially starve unless additional operations are added to prevent this.

Afshar et al. [67] propose a synchronization unit connected to all cores, like
the Hardlock. It also contains a field for each core to register synchronization
participation. However, they designed the unit for low-power systems in a
producer/consumer relationship, thus only the power consumption, and not
the performance, is tested. Additionally, the unit has a shared counter field,
meaning that some arbitration, which is not described, must be done to update
the counter.

Milik and Hrynkiewicz [78] present a complete distributed control system, that
also includes hardware memory semaphores. The semaphore allows consumers
to be notified as soon as data is ready, or the producer to be notified when it
can update data. The semaphores are not centralized. Instead, each consumer
has its own semaphore that notifies, or is notified, when data is consumed, or
available, respectively. There can only be one producer per semaphore. It is
not clear if the same semaphore allows multiple producers, and if so, how the
semaphore handles arbitration.

Braojos et al. [79] investigate pre-emptive global resource sharing protocols.
They also present their own protocol that features an increased schedulability
ratio of task sets and strong task progress guarantees. The Hardlock operates at
the core level and therefore does not make any guarantees about the behaviour
of threads on the same core pre-empting each other. This is not an issue in this
paper, as the T-CREST platform that we integrate the Hardlock with is not
configured for more than one thread per core. However, the platform can easily
support pre-emptive global resource sharing protocols by utilizing the Hardlock
as a global lock and then managing queues and priorities in software.

Altera provides a “mutex core” [45], which implements atomic test-and-set
functionality on a register with fields for an owner and a value. However, that
unit does not provide support for enqueuing tasks. Therefore, guaranteeing an
ordering of tasks entering the critical section must be done in software.
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US Patent 8,321,872 [54] describes a hardware unit that provides multiple mutex
registers with additional “waiters” flags. The hardware unit can trigger interrupts
when locking or unlocking, such that an operating system can adapt appropriate
scheduling. The operating system carries out the actual handling of the wait
queue.

The hardware unit described in US Patent 7,062,583 [30] uses semaphores instead
of mutexes, i.e., more than one task can gain access to a shared resource. The
hardware unit supports both spin-locking and suspension; in the latter case,
the hardware unit triggers an interrupt when the semaphore becomes avail-
able. Again, queue handling must be done in software. US Patent Application
11/116,972 [31] builds on that patent, but notably extends it with the possibility
to allocate semaphores dynamically.

US Patent Application 10/764,967 [28] proposes hardware queues for resource
management. These queues are, however, not used for ordering accesses to a
shared resource; instead a queue implements a pool of resources, from which
processors can acquire a resource when needed.

The hardware-accelerated queue, HAQu [47], is used to improve the performance
of software queues by adding a single instruction for enqueueing and dequeueing,
whilst keeping the queue data in the application’s address space. Hardware
locks might not provide the same performance benefits to queues as dedicated
queueing units. However, locks have more use-cases than just queues, giving
hardware locking units a wider application potential.

Besides using a CAS operation on a shared, external main memory, an on-
chip shared scratchpad memory can support synchronization[80]. The shared
scratchpad memory is arbitrated in a time-division multiplexing manner for
normal read or write operations providing a time-predictable memory for shared
data structures. The arbitration scheme is extended, allowing larger access slots
where two memory operations, a read and a write, can be performed by a single
core. With those two operations executed atomically, locks can be implemented.
However, this extension of time slots also leads to higher worst-case access
time for normal read and write operations. A variation, with one dedicated
synchronization slot, leads to a smaller increase of the worst-case memory access
time at the cost of longer lock acquisition times. In contrast, our approach avoids
mixing normal access to shared memory and a locking protocol by providing a
dedicated locking unit. We envision also using on-chip shared memory for shared
data structures protected by a lock from our locking unit.

In our previous work [J2] we implement hardware locks for a Java processor
that support queues of waiting tasks. The locks support 3 types of atomic
operations: requesting a lock, checking ownership, and releasing a lock. Using
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varying number of processors, we compare the hardware implementation to a
software implementation. In all cases the hardware routines are significantly
faster than the software routines. This also applies for the benchmarks with a
high lock use. The difference between the Java locking unit and the proposed
locking unit in this paper, is that the Java locking unit tracks locked memory
locations using a content-addressable-memory and has a FIFO queue for each
lock. This requires arbitration of requests. The unit in this paper does not rely
on FIFO queues and can therefore be without the request arbitration, i.e., cores
can concurrently issue requests that the unit processes concurrently, although in
the case of contention only one core receives the lock.

An alternative to locks are lock- and wait-free data structures. Instead of
acquiring a lock and then updating the data structure, threads manipulate the
structure with the help of CAS, or similar atomic primitive, without preventing
other threads from concurrently accessing the structure. Lock-free data structures
are not starvation free on their own. However, wait-free data structures provide
the same guarantees whilst being starvation free. Kogan and Petrank [46] present
a wait-free queue with performance comparable to that of a lock-free queue.
This approach is also generalized [72] to allow any lock-free data structure to
become wait-free. Compared to our locks, the presented algorithms require
several additional steps to ensure the correct behavior when manipulating the
data structures. Additionally, it is not clear whether the presented algorithms
are WCET analyzable, as they contain while-loops and they do not present
a WCET analysis. Conversely, the Hardlock is fully analyzable and highly
deterministic. However, we acknowledge that a proper comparison requires the
wait-free data structures to be implemented on the same platform as ours, and
the same benchmarks executed for both.

4.3 The T-CREST Platform

The locking unit can be used in any multicore processor. For the evaluation
we used the open-source T-CREST platform [75, 87]. Figure 4.1 shows the T-
CREST platform, consisting of several processor cores called Patmos [50, 88]. All
processor cores are connected to a shared memory via memory network-on-chip
(NoC) [71]. For message passing communication between cores, all cores are
connected to the Argo NoC [77]. Finally, all cores are connected to the presented
locking unit. The implementation of the locking unit is part of the Patmos
source repository.

Patmos is a RISC style processor optimized for WCET analysis. Patmos contains
special cache types to simplify WCET analysis: a method cache [68] that caches
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Figure 4.1: The T-CREST multicore architecture with several processor cores
connected three multicore devices: (1) one NoC for core-to-core
message passing, (2) one for access to the shared, external memory,
and (3) the Hardlock device.

full functions and a stack cache [60] for stack allocated data. Patmos is supported
by a compiler that optimizes for WCET [56], based on the LLVM framework [26].
The compiler provides flow facts for the aiT [89] WCET analysis tool from
AbsInt and also incorporates WCET path information for aiT. Furthermore, an
open-source WCET analysis tool, platin [73], is available for Patmos.

The Argo NoC [77] provides message passing between processing cores via virtual
point-to-point channels. Data is pushed from one core’s local scratchpad memory
to a destination scratchpad memory. To be time predictable, the Argo NoC uses
static time-division multiplexing for access control to router and link resources.
The network interface between the processor and the Argo NoC is synchronized
with the time-division multiplexing schedule. This results in a NoC structure
without flow control and no additional buffering.

The Argo NoC has also been used to implement synchronization primitives [76].
Furthermore, the original T-CREST platform supports locks in shared memory
with a software-based implementation. It works as follows: to provide a coherent
view of the main memory the write-through data cache is invalidated [70] and then
Lamport’s bakery algorithm [3] is used to implement locks. This implementation
of locks is inefficient, so the proposed locking unit replaces it.
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4.4 Implementation Overview

We have implemented 3 locking units: (1) the synchronous Hardlock, (2) CAS
on a shared scratchpad memory, and (3) an asynchronous lock. Furthermore, we
have adapted the library to use those units for the pthread mutex.

4.4.1 Hardlock

The main goal of the Hardlock is to minimize the WCET when acquiring and
releasing locks, thereby potentially reducing critical sections. To achieve this, it
is important that requests to one lock are unrelated to requests to a different lock,
i.e., cores can request locks concurrently without going through some arbiter.
The secondary goal is to be starvation free, which is an important property
for real-time systems. Although this can be achieved without direct support
from the hardware, having locks that are inherently starvation free alleviates the
burden of users.

Figure 4.2 shows an overview of the Hardlock. n cores connect to the Hardlock
through their respective input and output signals, and can issue requests to any
of the m locks. There are two types of requests:

• Acquisitions, where a core requests ownership of a lock

• Releases, where a core releases ownership of a lock

Table 4.1 lists the Hardlock interface. In our integration with Patmos we adapt
the signals to the T-CREST open core protocol [61] interface.

The blck signal indicates whether a core has an outstanding request, i.e., whether
the core is awaiting ownership. If a core’s blck signal is set, the core stalls
its pipeline. Therefore, although a core can own multiple locks, it can only
have one outstanding request at any time, potentially increasing the WCET of
unrelated threads on the stalled core. Stalling is not a requirement dictated by
the Hardlock, as cores might also poll or register an interrupt when a lock is
available, but stalling simplifies analysis and the implementation. Additionally,
we are not running any scheduler on the T-CREST platform, so each core only
executes one thread. However, at the cost of a few more clock cycles the locking
unit can be extended to support multiple threads for each core. As we focus on
minimizing the WCET we will not expound this.
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Figure 4.2: An overview of the Hardlock showing n cores connected to m locks
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Figure 4.3: Composition of a lock from Figure 4.2 showing n cores connected
to their respective queue register bits in the lock. A round-robin
arbiter updates the current register based on the queue register,
and blocking signals are generated from the two registers
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Table 4.1: The io interface of the Hardlock

Name Size Direction Description
en 1 Input Request activation
op 1 Input Request type, i.e., acquisition or release
sel log2(m) Input Lock ID
blck 1 Output Core blocked status

Figure 4.2 shows how the input signals connect to each lock. The sel signal
determines which lock a core’s request is routed to. Each lock produces one blck
per core. These are or’ed together with respect to the core number, producing a
single blck signal per core.

Figure 4.3 depicts the composition of a single lock. Each lock consists of a queue
register and a current owner register. The queue consists of n bits, with each bit
belonging to one core. A core’s en and op signals connect to the bit. A set bit
indicates that the respective core has issued an acquisition request for the lock.
Set bits in the queue therefore indicate that the respective core either owns the
lock or is waiting for it. Cleared bits indicate a release request, or simply the
absence of a request. The current owner register consists of log2(n) bits that
specify the identity of the core currently owning the lock. The current owner
is set by round-robin arbitration of the queue register. Starting from the last
owner, or 0 if there is no previous owner, the arbiter searches through the queue
register, looping around at the end, until it encounters a set bit, as shown in
Figure 4.4. When the owner clears its queue bit, the arbiter starts the process
again from that position in the queue. The process of finding the next set bit in
the queue is done within a single clock cycle.

If there is no contention for a lock, the Hardlock processes acquisition requests
in 3 steps:

1. Receive the acquisition request and update the respective queue bit

2. Update the current owner register

3. Notify the core and stop stalling it

Those three steps are executed in 2 clock cycles. Note that the 3rd step does
not count towards the acquisition time, as the core executes the next instruction
in that clock cycle.

The benefits of iterating round-robin style are twofold:
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Figure 4.4: Current register updated to the next lock owner in a single cycle
by a round-robin arbiter

1. The queue is simpler than, e.g., FIFO, as the order of the requests are
irrelevant, so there is no additional hardware for this. Cores only access
their own queue bit. This allows cores to truly concurrently issue requests.
Additionally, release requests only need to clear the request bit.

2. In contrast with, e.g., compare-and-swap, if no core indefinitely holds a lock,
the unit is guaranteed to process all requests in bounded time, preventing
starvation.

4.4.2 Compare-And-Swap

CAS is one of the most commonly supported synchronization primitives. Com-
paring the Hardlock to CAS will therefore show how a specialized solution
compares to the common solution. However, as Patmos does not support CAS,
we implement it as described in this section.

CAS is commonly implemented as a specialized instruction that is supplied with
3 values: The address of the value to be swapped, the expected old value at
that address, and the new value to be written at that address if the value at the
address and the supplied old value is equal. The address used for CAS can be
any memory address in the processor’s memory space.

We extend a scratchpad memory (SPM) with the necessary logic to perform
CAS operations. Instead of supporting CAS on the full memory space, as might
be the general case for commercial processors, we restrict the operation to the
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memory space of the shared SPM. This significantly simplifies implementation,
as:

1. there is no need for adding a specific CAS operation to the instruction set,
as explained below

2. we do not have to consider cache coherency issues

The CAS unit contains two registers specific to each core: one containing the
expected value at the address to be swapped, and one containing the new value.
Each is set by a core issuing a store to them in the CAS unit. These are the
only stores that the CAS unit supports. To issue a CAS operation, a core first
sets the two registers, after which it issues a load from the address that should
be swapped. The CAS unit reads the value from the SPM and compares it to
the expected value register. If the values are equal, the value from the new value
register is written to the SPM. Regardless of whether the expected value and the
read value are equal, the read value is returned to the core. The core can then
check the success of the CAS operation by similarly comparing the expected
value with the returned value.

A benefit of storing the expected and new values in core specific registers, is that
in the case that the CAS operation fails, the core does not have to re-supply the
two values. Instead it can continuously issue loads until the operation succeeds.

Access to the SPM is arbitrated with time-division multiplexing, ensuring time-
bounded access. The CAS unit needs one clock cycle to issue a load to the
SPM, one clock cycle to receive the value and compare it and one clock cycle to
potentially issue a store. The time-division multiplexing slot size is therefore set
to 3 clock cycles.

As the expected and new value registers are core specific, and not a part of the
SPM, they can be written at any time by a core and are not subjected to the
arbitration. Multiple threads running on the same core must not issue multiple
interleaved CAS operations, as this would corrupt the registers. Given that the
CAS operation is time bounded we can simply disable interrupts for the core
instead of having to support register sets for each thread.

There are many solutions to implementing locks on top of CAS, depending on
whether the locks support queueing, pre-emption, etc. However, these all add
additional overhead in the form of software steps. To keep the locks simple and
fast, each CAS unit address corresponds to a lock. Lock acquisition is then as
follows:



4.4 Implementation Overview 85

expected_value = 0;
new_value = 1;
while (cas( lockid ) != 0) { }

and lock release as follows:

expected_value = 1;
new_value = 0;
// Should succeed on first try
while (cas( lockid ) != 1) { }

4.4.3 Asynchronous Lock

The previous solutions require both the processors and the synchronization
mechanisms to be in the same clock domain. For very large chips with hundreds
and even thousands of processor cores this becomes infeasible. These systems
typically use a globally-asynchronous, locally-synchronous timing organization
where each processor resides in its own clock domain, and where some form of
asynchronous communication protocol is used for communication between clock
domains. In such a system, a locking unit could reside in its own clock domain as
well. For reliable operation, the locking unit must synchronize incoming request
signals (using for example a pair of flip-flops), and the individual processors
must synchronize the incoming grant-signals.

A simpler and more elegant solution can be built using a tree of asynchronous
arbiters. Figure 4.5(a) shows the interface between a processor and the arbiter
tree and Figure 4.5(b) shows an arbiter tree for a system with eight processors.
The arbiter tree implements one lock and must be copied if more locks are needed.
The request-grant interface used on all arbiter ports (inputs as well as outputs)
use a 4-phase handshaking protocol and the meaning of the four events of a full
handshake are: (1) Request the resource, (2) the resource has been granted, (3)
release the resource, and (4) the resource has been released.

The arbiter is a standard textbook design [22][Section 5.8]. The mutual exclusion
element that forms the heart of the arbiter requires a non-digital metastability
filter circuit. For our FPGA implementation we use a standard gate implementa-
tion proposed by Ran Ginosar1. Compared to a synchronous locking unit, where
synchronizers would have to be used for both signals going to the unit, as well

1http://images.slideplayer.com/16/4906671/slides/slide 13.jpg

http://images.slideplayer.com/16/4906671/slides/slide_13.jpg
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Figure 4.5: (a) The request-grant interface between a processor node and the
arbiter tree. (b) The asynchronous arbiter tree implementing a
single lock for a system with eight processors.
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as signals coming from the unit, only the grant-signals into the processors need
to be synchronized for the arbiter tree. Furthermore, the arbiter tree itself is
very fast, as it is self-timed and signals will traverse the tree as fast as possible,
regardless of the clock(s) in the rest of the system. The arbiter tree does not
guarantee that processors will get the lock in the same order as they request it,
but it does guarantee the same worst-case behavior as the locks discussed in the
previous sections: In the worst-case a processor requesting a lock will be granted
access to the lock after all the other n− 1 processors have been granted access
once.

In the general case n is not a power of two and in this case one or more leaf
nodes are omitted from the arbiter tree. This results in an unbalanced tree, and
processors with a shorter distance to the root may obtain the lock two times
where other processors obtain it only once. In any case a processor in a system
with n processors will wait for at most n′ − 1 other processors to access the lock,
where n′ is computed as follows (the number of processors rounded up to the
nearest power of two):

n′ = 2dlog2(n)e (4.1)

4.4.4 Pthread Mutex

In the next section we show how our analyzed values correspond to our measured
values. To this end we use optimized locking procedures, such as pre-calculating
the lock id, as any additional operation, other than requesting the lock, adds to
the overhead. However, these procedures are not practical for programmers. We
therefore build the standard pthread mutex on top of our locks, allowing our
locks to be used in “normal” C programs.

We do this by implementing the types pthread mutex attribute and pthread mutex t,
as well as the following methods

1. pthread mutex initialize: Initializes a mutex by mapping it to an available
hardware lock

2. pthread mutex destroy: Deallocates the mutex by marking the mapped
hardware lock as available

3. pthread mutex lock: Attempts to acquire the mutex. This method maps
almost directly to the hardware lock

4. pthread mutex unlock: Releases the mutex. As above, this method maps
almost directly to the hardware lock
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Table 4.2: Uncontended lock performance in clock cycles

Acquisition Release
Hardlock 2 1
CAS 3n+ 8 3n+ 8
Asynchronous Lock ≈ 3 ≈ 3

We track available hardware locks by having an array of the same length as the
number of hardware locks. One of the hardware locks is reserved for synchronizing
access to this structure. During mutex initialization, an available hardware lock
is found, marked as reserved, and its id written in the mutex. When the mutex
is destroyed the hardware lock is marked available.

Acquiring and releasing the mutex does not incur the above overhead, as these
methods map to a hardware lock. The implementation limits the number of
mutexes that can be active to the number of hardware locks. However, the
number of concurrently active locks is usually low, so this is not necessarily an
issue. Additionally, users do not have to consider which specific hardware locks
to use, which makes the pthread mutex easier to use than the hardware locks in
their “raw” form.

4.5 Timing Analysis

In this section we analyze the behavior and limitations of each lock. Table 4.2
and Table 4.3 present the derived WCETs. n is the number of cores, ci is the
WCET of another core’s critical section and n′ is the variable from equation 4.1.

None of the locking units dictate how long cores hold the locks, as this is
application dependent. Also, the units do not prevent deadlocks. The software
must handle these issues, e.g., always acquire locks in the same order, no infinite
loops while holding locks, etc.

Another apparent issue with the units is the limited number of locks. Whilst
this is configurable during hardware generation, it does not have the benefit of
normal CAS where every memory address is a potential lock, i.e., practically
infinite locks. However, we find that most applications use a very limited amount
of locks.
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Table 4.3: Contended lock acquisition performance in clock cycles

Hardlock 2n+
∑n−1

i=1 ci

CAS 3n+ 8 +
∑∞

1
∑n−1

i=1 (6n+ 1 + ci)

Asynchronous Lock ≈ 6n′ − 3 +
∑n′−1

i=1 ci

4.5.1 Hardlock

When a core requests an uncontended lock, 1 clock cycle is spent updating the
queue register. The round-robin arbiter spends another clock cycle updating
the current owner register. In the 3rd clock cycle the core is notified of the
ownership, and as it continues execution in the same clock cycle, the 3rd clock
cycle does not count towards the lock request, i.e., 2 clock cycles total. A lock
release is done by updating the queue register, after which the core can continue
execution, i.e., 1 clock cycle total.

When a lock is contended, we assume that all other cores acquire the lock first and
must release it. However, this requires the other cores to be enqueued, meaning
the first acquisition clock cycle for all other cores does not count towards the
total waiting time. We also include other cores’ critical sections. We therefore
have

WCETacquisition = 2 +
n−1∑
i=1

(1 + 1 + ci)

= 2 + 2(n− 1) +
n−1∑
i=1

ci

= 2n+
n−1∑
i=1

ci

(4.2)

4.5.2 CAS

The CAS unit uses 3 clock cycle TDM slots and one slot for each core, i.e., n
slots. However, for the WCET the core misses its own slot’s first clock cycle, so
it must wait 2 clock cycles plus 3 clock cycles for each TDM slot. Additionally,
software steps take 6 clock cycles: 2 clock cycles for writing the expected and
new value to the unit, and 4 cycles for branching the while loop. If the lock is
uncontended, we know that the CAS operation will succeed. The WCET for
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acquiring an uncontended lock is therefore 3n+ 2 + 6 = 3n+ 8 clock cycles. This
also applies for a release.

When the lock is contended, we assume that other cores come first, similarly to
the Hardlock. However, although a CAS operation is guaranteed to be executed
in bounded time, i.e., 3n+ 8 clock cycles, the number of times other cores can
acquire the lock is not. We can therefore state what the overhead of another
core acquiring the lock first will be, but not the number of these acquisitions.
The WCET is therefore technically unbounded, represented by the infinite sum.

If another core acquires the lock first, we assume it has the last TDM slot, so
3(n− 1) + 2 clock cycles. That core then executes its critical section, ci, after
which it releases the lock, but not before missing its TDM slot, i.e., another
3n+2 clock cycles. We also add 3n+8 clock cycles for the current core acquiring
the lock, but just missing its TDM slot. The WCET is therefore

WCETacquisition = 3n+ 8 +
∞∑
1

n−1∑
i=1

(3(n− 1) + 2 + 3n+ 2 + ci)

= 3n+ 8 +
∞∑
1

n−1∑
i=1

(6n+ 1 + ci)
(4.3)

4.5.3 Asynchronous Lock

The asynchronous lock involves both synchronous and asynchronous parts. On
the synchronous side the lock has one flip-flop per core to maintain the command
that the core issued, and two flip-flops to synchronize the answer (grant) from
the locking unit. On the asynchronous side the WCET depends on the number
of connected cores, i.e., the depth of the arbiter tree. With n processors, the
depth of the arbiter tree can be expressed as follows: d = dlog2(n)e.

The depth does not affect the clock frequency of the synchronous side, but as
our analysis measures time in clock cycles, the latency of going up and down
the arbiter tree must be converted into clock cycles. The critical path in each
arbiter stage consists of 4 LUTs down towards the root and 1 LUT upwards. The
critical path for the tree is therefore d∗5 LUTs. Translating this into a number of
clock cycles, k, depends on many factors such as FPGA technology used, layout,
routing, etc., and must be rounded up to an integer number of clock cycles. As
Patmos is clocked at 80 MHz, k = 1 even for a very large number of processors.

Both uncontended acquisition and release require 1 clock cycle for the command,
1 clock cycle for the synchronization register, and k clock cycles for the arbiter
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tree, in total 2 + k. With k = 1, this corresponds to 3 clock cycles. For a
contended lock the worst-case number of processors that may be served before a
processor is granted the lock is given by equation 4.1. We therefore have:

WCETacquisition = 2 + k +
n′−1∑
i=1

(2 + k + 2 + k + ci)

= 2 + k +
n′−1∑
i=1

(2k + 4 + ci)

= 2 + k + (n′ − 1)(2k + 4) +
n′−1∑
i=1

ci

≈ 6n′ − 3 +
n′−1∑
i=1

ci

(4.4)

4.6 Evaluation

In this section we evaluate the locking units. First, we compare the resource usage
when synthesizing the units on an FPGA. We then compare the performance
of the units for both uncontended and contended locks. We also compare the
performance of the pthread mutex on top of each locking unit. Finally, we
compare the Hardlock to a lock-free implementation.

Throughout the section, n represent the number of cores and m the number of
locks.

4.6.1 Resource Consumption

We use Quartus II Web Edition version 15.0 [81] and the Altera DE2-115
development board with the Cyclone IV FPGA for the evaluation. Table 4.4
contains the hardware resource usage of the 3 locking units when synthesized
with different number of locks and connected to different number of Patmos
cores. The resources are specified as logic cells, registers and memory bits. A
logic cell on Cyclone IV contains a 4-bit lookup table. To put the numbers
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Table 4.4: Hardware resource usage for each locking unit

Lock type Cores Locks Logic Cells Registers Memory Bits
Hardlock 8 16 807 184 0
CAS 8 16 850 629 512
Asynchronous Lock 8 16 1452 392 0

in relation to the resource usage of a processor, a simple RISC style processor
requires about 3000 logic cells and Patmos consumes about 9000 logic cells.

Overall, the Hardlock has the lowest hardware usage. The number of registers
corresponds to the number of queues and current owner registers, one for each
lock, i.e., m× (n+ log2(n)) + n. The cell count corresponds to the number of
locks and connected cores. When the number of cores increases, the queue and
current registers grow, which results in the round-robin arbiter growing. When
the lock count increases, the unit grow almost proportionally with the count.
Only when both increasing the number of cores and locks does the unit grow
significantly.

The CAS unit has the highest register usage, as it must store all the data of a
request, such as address, expected value, new value, etc. Additionally, the CAS
unit is the only one that consumes memory bits, corresponding to the number
and width of the SPM fields, i.e., m× 32 bits. Increasing the number of locks
almost only increases the number of memory bits, which is cheaper than the
other resources. Therefore, the CAS unit has the best scalability with regards
to the number of locks.

Like the CAS unit, the asynchronous lock must also store more request data
than the Hardlock, resulting in a higher register usage. However, the cell count
is almost twice that of the other units. This is caused by forcing the synthesis
tools to keep separate parts of the mutex and arbiter in their own cells. If the
unit were to be implemented on an ASIC, the resource usage would be more
comparable to, and possibly even lower than, that of the other units.

4.6.2 Uncontended Performance

We have created a small test program to measure the performance of uncontended
locks when running on the FPGA. Each core has its own lock to ensure that no
core experiences contention. The program executes on all cores and loops 1024
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Table 4.5: Measured uncontended lock performance in clock cycles

Acquisition Release
Lock type Avg. Min. Max. Avg. Min. Max.
Hardlock 1.9 1 2 1 1 1
CAS 18 11 32 23 23 23
Asynchronous Lock 3 3 3 3 3 3
Pthread Mutex
Hardlock 1.9 1 2 1 1 1
CAS 18 11 32 23 23 23
Asynchronous Lock 3 3 3 3 3 3

times, each time measuring the time before and after acquiring a lock, as well as
the time before and after releasing a lock:

time1 = read_time ();
lock(id);
time2 = read_time ();
unlock (id);
time3 = read_time ();

Table 4.5 contains the results of running the program on 8 cores using 16 locks.
The tables contain the average, minimum, and maximum time in clock cycles
for both operations on all lock types. When using the locking units directly,
the measured WCET is exactly equal to our analyzed WCET from Table 4.2,
which shows the Hardlock and asynchronous lock having the best performance,
although only the Hardlock can guarantee its performance.

Using the pthread mutex on top of each locking unit has absolutely no impact on
the performance, compared to using the locking units by themselves. Although
this might seem unexpected, the test is optimized to have no overhead in
addition to the locking itself. The compiler is therefore able to inline the
pthread mutex lock and pthread mutex unlock functions, which in turn merely
call the raw locking routines. The contended performance test achieves a more
accurate view.
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4.6.3 Contended Performance

We have also created a small test program to measure the performance of
contended locks when running on the FPGA. The program runs on 8 Patmos
cores. Each core executes a loop where it takes a lock, stalls for a given number
of clock cycles and then releases the lock, as shown in the following excerpt:

int lckid = 0;
for(int i = 0; i < cnt; i++)
{

lock( lckid );
timer_setup ( wait_cycles )
timer_wait ()
unlock ( lckid );
if (++ lckid >= lckcnt )

lckid = 0;
}

The loop executed 1000 times, and for each iteration, each core tries to acquire
a different lock than in the previous iteration. The number of locks used in the
loop affects the contention experienced by the cores, i.e., when the lock count is
1, there is full contention, whereas when then lock count is 8, there should be
little to no contention. The time a core stalls corresponds to its critical section.
All cores have the same critical section length. The time is measured from when
the first core starts executing the loop until all cores have finished.

Figure 4.6 contains the results of executing the program with critical sections
of 10 to 10000 clock cycles, using each locking unit with and without pthread
mutex. The y-axis represents the execution time in clock cycles and the x-axis
represents the number of locks used.

The results show that Hardlock generally performs the best, with the asyn-
chronous lock performing close to the Hardlock, and the CAS being the slowest.
However, we mainly observe this difference with shorter critical sections. As the
critical sections grow larger, the difference in performance becomes negligible,
e.g., when the critical section is 1000 or 10000 clock cycles. We also observe
the overhead of the pthread mutexes for the lower critical sections, particularly
for CAS. However, this overhead also becomes negligible as the critical sections
increase. Using pthread mutexes therefore does not infer a much larger overhead.
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Figure 4.6: Contended lock performance of the different locking units with
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Figure 4.7: Performance comparison of the implementation of a stack data
structure with the Hardlock or a lock-free algorithm stack. The
number of iterations indicates how many times each core will
execute two pops and two pushes, in that order

4.6.4 Comparison with a Lock-Free Algorithm

An alternative to using locks when accessing a data structure, is to use a
lock-free implementation of the access to that structure. We have created two
implementations of a stack, one using the Hardlock to synchronize access, and
the other using CAS for a lock-free access. For both implementations, the stack
consists of a top pointer that points to the top element of the stack, and elements
that contain a value and a next element pointer, i.e., a single linked list.

The lock-free implementation uses CAS, although only for manipulating the
top. The top is therefore located in the CAS unit, whereas all the elements are
locate in main memory. To ensure a fair comparison, this is also done for the
Hardlock implementation. Some lock-free implementations rely on double-word
CAS to avoid the ABA-problem by swapping not only the top pointer, but also a
element version counter, which ensures that a pop knows whether other threads
popped and pushed the element before the pop finalizes the swap. Our CAS unit
is only single-word, so we reserve the 8 most significant bits of the top pointer
for the version, and add a version counter to each element. Before pushing an
element onto the stack, a thread increments the element’s version counter, and
then combines this value with the address of the element to create the new top
pointer.
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We created a program to test the performance of the two stack implementations.
The main core starts by generating 2 elements per core and pushing them all
on the stack, after which it takes a time stamp, and starts all the cores. Each
core then pops two elements and pushes them in reverse order. Each core does
this for a number of iterations specified by an iteration constant. When all cores
finish, the main core takes the end time stamp.

Figure 4.7 shows the result of running the program on 8 cores. The x-axis
specifies the number of iterations that each core popped and pushed 2 elements,
and the y-axis specifies the number of cycles it took for all the cores to finish.
Note, that both scales are logarithmic, so the differences look far less than on
a linear scale. For a single iteration, the lock-free implementation executes for
roughly 19% more cycles. Most likely, the cores spend most of the time on setup
overhead and not on modifying the stack. However, as the number of iterations
increases, the difference becomes 57%, increasing towards 72%, showing that the
lock-free stack has some additional overhead at high congestion.

Source Access

The T-CREST project is an open-source project and therefore we also provide
the locking units and the evaluation benchmarks as open source. Our work is
available at [84]. A README explaining how to run the tests and reproduce
the results is available at [85] and we provide an Ubuntu virtual machine [86]
containing all the build tools.

4.7 Conclusion

Performance improvements are currently achieved by building multicore pro-
cessors. Tasks split into several threads need to communicate and coordinate
their work, which is commonly done with shared data structures protected by
locks. Therefore, the performance of locking is an important aspect of the overall
performance.

In this paper we presented 3 dedicated locking units in hardware: the Hardlock,
an asynchronous locking unit and compare-and-swap on a shared scratch-pad
memory. The Hardlock bounds uncontended lock acquisition to 2 clock cycles
and releases to 1. Neither the asynchronous lock nor compare-and-swap properly
bound acquisition. However, the measured performances show that the asyn-
chronous lock performs nearly as well as the Hardlock, and for critical sections of
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1000 cycles or higher, the performance difference between the locks is negligible.
Additionally, building pthread mutexes on top of the locking units does not
incur a large overhead, particularly for locking routines. Comparing a stack
implementation using the Hardlock to a lock-free implementation shows that the
lock-free implementation incurs an overhead of 19-72

Generally, we find that for normal systems, which of the locking units one might
use does not significantly impact the performance. However, for time-predictable
computer architectures, the starvation free behavior of both the Hardlock and the
asynchronous lock is a benefit. Additionally, the predictable and low worst-case
execution time of the Hardlock gives it a benefit over both other two locking
units. We therefore find that the Hardlock is the best fit for time-predictable
systems.
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Chapter 5

Hardware Transactional
Memory for Real-Time

Systems

By Tórur Biskopstø Strøm and Martin Schoeberl [J4]

Abstract

When processor cores communicate via shared memory, they need to
synchronize the access, as this might otherwise lead to data corruption.
One synchronization solution is transactional memory, where memory
operations are part of a transaction that is either committed as a
single atomic operation, or rolled back in the case of a conflict.
Additionally, compared to locks, transactions are optimistic, in the
sense that cores can concurrently operate on the same data, although
this can result in a conflict. Transactional memory is deadlock free,
and simplifies the implementation of lock-free data structures. This
makes transactional memory an interesting alternative to locks. In
this paper, we provide a hardware transactional memory unit for
real-time systems. Our solution is time predictable and, compared
to an existing solution, does not limit the number of atomic regions
per task, and has potentially less conflicts and a lower worst-case
execution time.
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5.1 Introduction

To increase performance on current microprocessors, applications need to be
split into communicating threads that execute on different cores of a multicore
processor. Communication is usually performed on shared objects in memory.
These shared objects are protected by locks. However, locks are conservative
protections of data structures. For example, a producer filling a linked list from
one side and a consumer draining the list from the other side will never conflict
on a non-empty linked list. The protection is needed only in the special case of
the list being empty. Another issue with locking is to decide at which granularity
data structures are protected: (1) fine grained protection can easily go wrong
and if two threads acquire locks in a different order it can lead to a deadlock;
(2) coarse grain protection is easier to get right, but limits true concurrency.
All these problems are well known and may happen even in multithreaded
applications executing on a single core. However, with the true concurrency of
multicore processors these issues are amplified.

TM is an approach to support optimistic concurrency. Access to shared data
structures are protected by an atomic region. Within this region a thread reads
and writes to the shared data structure. At the end of the atomic region the
thread tries to commit. If there are no conflicts with other threads updating the
data structure, the commit is successful, and the thread can proceed. If there is
a conflict with another thread in an atomic region, the commit fails, and the
atomic action must execute again. This is like a compare-and-set operation, but
works on multiple words in memory. For the above example of the non-empty
linked list, the producer and consumer will never conflict and can operate truly
concurrently.

This paper presents a hardware transactional memory designed for real-time
systems, which we call real-time transactional memory (RTTM). We provide
the easy use of atomic blocks for concurrent real-time systems, but avoid the
unpredictable number of retries by enforcing some spacing between atomic
regions. Furthermore, the RTTM is designed to avoid any false positives of
conflicts by marking address accesses at 32-bit word granularity.

Each processor core contains a local transaction buffer, which is used during
the transaction. Reads from the shared memory are written to the buffer, as
well as being returned to the core. Writes to the memory are written only to
the buffer. On commit, a core acquires exclusive access to the shared memory.
When the exclusive access is granted, the RTTM buffer bursts all written data
in the buffer to the shared memory and the transaction succeeds. All other cores
with an active transaction snoop the write addresses. If any write address of the
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committing core conflicts with a read address of a snooping core, the transaction
of the snooping core is aborted.

Write accesses from different transactions do not conflict, as the commits are
atomic actions and the write order does not matter. Any conflicts need a read
from the same address.

The contribution of this paper is a hardware transactional memory unit for real-
time systems that supports concurrent writes and buffered reads, even during
commits, which potentially reduces the WCET of atomic regions. Additionally,
the unit does not impose a limit on the number of atomic regions that each
task can have, and only writes after reads result in conflicts, which potentially
reduces the number of conflicts.

This paper is organized in 6 sections: The following section presents related work.
Section 5.3 describes the principles and design of the RTTM, whilst Section 5.4
presents our implementation of the RTTM. Section 5.5 evaluates the RTTM
and Section 5.6 concludes the paper.

5.2 Related Work

The term transactional memory was coined by [11]. They found that only a minor
modification of the available cache coherence protocol is needed to implement
transactional memory.

Even earlier, [5] proposed hardware support for transactions for mostly functional
languages. The key elements are two fully associative caches: the depends cache
implements the dependency list (besides acting as normal data read cache) and
the confirm cache acts as local cache for uncommitted writes.

[65] define a formal specification for TMs. They define four correctness conditions
for a TM: (1) no transaction may see partial effects of another transaction, (2)
the effects of transactions are seen as if the transactions did not interleave, (3)
no transaction may see effects which could not occur in a serial execution, and
(4) a transaction started after a previously committed or aborted transaction
will only see the effect of a successful transaction, or no effect at all. The RTTM
keeps writes core local until transaction commit. Additionally, commits are
serialized, so that all changes of one successful transaction are propagate to
memory before the changes of the next committing transaction. Finally, the
RTTM only supports one active transaction per core, and this transaction must
either be committed or aborted before the next transaction can begin. This



102 Hardware Transactional Memory for Real-Time Systems

means that the RTTM satisfies conditions (1), (2), and (4). The RTTM does
not satisfy condition (3), which can happen if a transaction reads a value at an
address, another transaction commits, where it updates both that address and
a second address, and the first transaction now reads the value at the second
address. The first transaction is marked as failed, but it is not aborted until it
tries to commit, during which the two incompatible values can be used together
by the failed transaction. Transaction abort is delayed until commit, as this
simplifies hardware and analysis, however, future work could explore how the
RTTM could be starvation free whilst detecting conflicts on commits and reads.

Intel extended their instruction set architecture with transactional instruc-
tions [53]. Some processors in the Skylake family support these instructions.
This shows that hardware transactional memory has reached mainstream imple-
mentations. However, Intel’s hardware transactional memory does not guarantee
any time-predictable behavior, which is the focus of our implementation.

The transactional memory coherence and consistency (TCC) model aims to
simplify the shared memory model by forcing all instructions to be part of a
transaction [25]. Conventional cache coherence protocols are substituted with
the TCC hardware that broadcasts all writes during the commit phase. This
means that all writes are kept local until committing the transaction, which
transfers addresses, and possibly data, to the other cores, which update their
local cache and transaction state accordingly. No shared cache is used. The TCC
model relies on cache lines, which means that it potentially suffers from false
positives, i.e., two different addresses map to the same cache line. Additionally,
the solution is not designed for real-time systems.

[83] present a HTM with adaptive version management. During runtime, the
HTM will monitor the number of successful and aborted transactions, and
depending on this, change between eager and lazy conflict management. The
HTM contains a fully associative buffer, similar to a content-addressable memory
(CAM), that is shared between all cores. Compared to giving each core its
own buffer, sharing the buffer and arbitrating requests can reduce the hardware
overhead, if cores mostly write to the same addresses. However, if cores mostly
write to different addresses, the buffer must be large enough to accommodate all
the addresses, in which case, smaller individual buffers can be better. Additionally,
individual buffers allow cores to work concurrently without arbitrating every
request. This can reduce the WCET of requests. Finally, transaction retries
are not bounded, potentially starving some tasks. The solution is therefore not
appropriate for hard real-time systems.

The first attempt at TM for real-time systems was preemptible atomic regions
(PARs). With PARs, a code region is annotated to mark it as a PAR. If a thread
is preempted whilst executing within a PAR, all its changes are reverted. If the
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PAR is small, reverting the changes is cheap and the PAR will perform better
than conventional locks. However, if the critical section is large, conventional
locks perform better. Additionally, PARs are only designed for single core
systems, limiting their usability on modern processors.

[74] present a transactional memory architecture that uses a time-triggered
network-on-chip (NoC) to isolate cores executing at mixed criticality. All cores
are connected to a transaction controller, which in turn is connected to external
memory. The NoC ensures that lower priority cores do not interfere with the
memory communication of higher priority cores. Additionally, the transaction
controller ensures that lower priority cores cannot trigger a conflict in the
transaction of a higher priority core. This is done by using eager conflict
detection. It is not evident at which granularity memory operations are tracked.
Also, the use of a hash-table to track transaction implies that a clash of entries
is possible, which means that it is not clear how the WCET is bounded. Finally,
even though the WCET of transactions is considered, a higher priority task
can be scheduled multiple times, potentially conflicting with a lower priority
task multiple times, resulting in a potentially unbounded WCET for the lower
priority task.

The first hardware RTTM was presented in [41] and an initial implementation
of the RTTM in [42], targeting a multicore Java processor [36]. Instead of using
caches for the TM, a CAM is used as a local buffer, tracking all core local reads
and writes. If a core is committing its atomic region, all other cores’ CAMs
compare the written data to their content. In the case of a conflict in a core’s
CAM, the core’s transaction is marked as failed and it must retry the atomic
region. The number of times a task must retry an atomic region is bounded,
thereby bounding the WCET of each task. However, the RTTM is tied to the
Java language, and when a core is committing its transaction, all other cores
cannot read or write to the RTTM. Additionally, each task is limited to a single
atomic region, which limits its usability. Compared to that implementation, we
provide several hardware improvements, such as reducing the number of conflicts,
and allowing writes and buffered reads concurrently with commits, which can
reduce the WCET when accessing the RTTM. In the initial implementation,
when a core commits, all RTTM accesses for all other cores are blocked until
the commit completes. This means that for unrelated transactions, every read
or write to the RTTM is possibly blocked by a commit. In our solution, only
unbuffered reads have this issue. Additionally, whereas the initial implementation
is strongly tied to Java, we provide an implementation in a RISC multicore
processor setup that is language agnostic, using C in the evaluation. Furthermore,
the Java based version is tied into the main memory arbitration of the Java
multicore processor, whereas our RTTM is a standalone component that can be
used by any multicore processor, including the used T-CREST platform. Finally,
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we modify the conflict resolution time such that all tasks can have any number
of atomic regions, instead of limiting each task to a single atomic region.

5.3 Real-Time Transactional Memory

In this section we describe both the architectural and software model of the
RTTM.

5.3.1 A Time-predictable Multicore

For the schedulability analysis of (hard) real-time systems the WCET of all tasks
and atomic sections needs to be known. To enable WCET analysis we need a
time-predictable processor architecture [38]. Simpler processor pipelines are an
easier target for WCET analysis. Therefore, we build on top of the open-source
processor Patmos [88], which is optimized for real-time systems and includes a
WCET analysis tool [73].

For higher performance we use the multicore version of Patmos, as it is provided
by the T-CREST project [75]. The T-CREST multicore implements time-division
multiplexing (TDM) scheduled memory access. The WCET of memory accessing
instructions can be computed when the TDM schedule is known [35].

Fig. 5.1 shows our multicore setup with processing cores C0 to Cn−1 that are
connected to a shared main memory and to the RTTM unit, which includes
its own shared (on-chip) memory. The cores may also be connected to other
communication channels, such as the Argo NoC [77], in the T-CREST platform.
However, these communication structures are independent from our presented
RTTM.

5.3.2 Task Model

We assume a real-time system consisting of m τ0 . . . τm−1 periodic or sporadic
tasks partitioned any way on the n cores. Each task has a period or, in the
case of sporadic tasks, minimum inter-arrival time, T , and a WCET tc. A task
contains l atomic regions, and each region has a WCET ta. At the start of
an atomic region, a transaction is started, and at the end of the region, the
transaction is committed. The RTTM tracks all reads and writes to it throughout
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Main Memory

Memory ControllerRTTM

…

……

Figure 5.1: n cores connected to the RTTM and a memory controller. The
connections to the two devices are independent.

a transaction, and, in the case of a conflict, marks the transaction as failed. The
task can thereafter retry the transaction by executing the atomic region again,
redoing all operations. As explained further in Section 5.3.5, the maximum
number of times a task must execute an atomic region within one T is r. The
WCET of executing an atomic region r times is tr, named the conflict resolution
time. The true WCET of task is therefore both the base WCET tc plus the sum
of all the conflict resolution times, i.e.,

twcet = tc +
l−1∑

0
trj

(5.1)

A task’s period or inter-arrival time T must not be lower than twcet, which means
a task cannot be activated again until all other potentially conflicting tasks have
had time to sucessfully commit their transaction. Therefore, even though some
transactions may fail, one of the conflicting transactions is guaranteed to succeed,
so there is always a guaranteed progress.
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5.3.3 Atomic Regions

Atomic regions are sections of code that modify the system state, and which
start a transaction such that they fully execute, or, in the case of a conflict,
are reverted, such that the system state is what it was before executing the
atomic region. The RTTM is used to handle the transactions started by the
atomic regions. When a transaction is started in the RTTM, it tracks memory
operations related to the memory that it encapsulates/protects. At commit,
all the tracked memory operations are propagated to the memory, or, in the
case of a conflict, discarded. An atomic region can either be explicit, using
annotations that mark it and which compiler/tools can use to add the necessary
state tracking code, or implicit, where the programmer explicitly uses the RTTM
by reading/writing to its memory, requesting a commit at the end and, in the
case of a conflict, reverting state not maintained by the RTTM, e.g., registers,
other memories, etc.

5.3.4 Late Conflict Detection

There are two options on failure: immediate failure or delayed failure on commit.
An immediate failure would need an interrupt and provides only an average case
performance improvement. However, the worst case is to conflict just at the end
of a transaction, before committing it. As we are interested in real-time systems
optimized for the WCET, we implement a late conflict detection. When the
RTTM detects a conflict, it marks the conflicted transaction(s) as failed. When
a task tries to commit a failed transaction, it is notified that the transaction
has failed. This late conflict detection is, in the worst case, more efficient than
the interrupt-based early conflict detection. This is another example how to
optimize computer architecture for time-predictable execution of hard real-time
tasks [38].

5.3.5 Bounding Atomic Regions

An atomic region can conflict several times with other tasks executing other (or
the same) atomic regions. However, to be usable in real-time systems, we need
an upper bound r on the retries of atomic regions. We can use the analysis from
[41], but modify it slightly. Instead of limiting the number of atomic regions to
one per task, each task can have any number l of atomic regions. All atomic
regions that are related, i.e., that can potentially conflict, across all tasks are
grouped together. Additionally, we consider each time a task enters the same
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atomic region within a period as an individual atomic region, e.g., if a task
potentially enters the same atomic region 3 times throughout its period, this
counts as 3 individual atomic regions.

Each time tasks execute conflicting atomic regions, at least one succeeds. This
means that the total number of related atomic regions corresponds to the number
of times a task must maximally retry a region, i.e., r. We then calculate the
conflict resolution time tr by finding the largest WCET ta of the group’s atomic
regions and multiplying it with the number of atomic regions in the group:

tr = r ·max(ta0 . . . tar−1) (5.2)

The conflict resolution time tr replaces the WCET ta of each atomic region in
the group when finding the twcet of a task, e.g., if a task contains two atomic
regions, and both are related, the calculated conflict resolution time replaces
the individual ta of the atomic regions and therefore counts twice towards the
twcet of the task. If we then ensure that the period T of each task is longer
than its twcet, the number of times an atomic region might have to be retried is
limited, as each round of retrying ensures that another atomic region successfully
commits.

As an example, we have 2 periodic tasks τ0 and τ1. τ0 has T = 7 ms and tc = 2 ms,
as well as 2 related atomic regions with ta0 = 0.5 ms and ta1 = 0.6 ms. τ1 has
T = 4 ms and tc = 1.5 ms, and 1 atomic region related to τ0’s atomic regions,
with ta2 = 0.7 ms. The conflict resolution time is:

tr = r ·max(ta0 , ta1 , ta2)
= 3 ·max(0.5 ms, 0.6 ms, 0.7 ms)
= 3 · 0.7 ms
= 2.1 ms

(5.3)
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The WCETs then become

twcet0 = tc +
l−1∑

0
trj

= 2 ms +
2−1∑

0
trj

= 2 ms + 2.1 ms + 2.1 ms
= 6.2 ms

twcet1 = tc +
l−1∑

0
trj

= 1.5 ms +
1−1∑

0
trj

= 1.5 ms + 2.1 ms
= 3.6 ms

(5.4)

We therefore have:
T0 > twcet0 ⇒ 7 ms > 6.2 ms
T1 > twcet1 ⇒ 4 ms > 3.6 ms

(5.5)

so both tasks have enough time to retry their atomic regions up to 3 times, if
necessary, guaranteeing that all atomic regions will succeed within the periods.

We want to emphasize, that this does not force tasks into lock step execution, nor
does it prevent tasks from having different periods. The conflict resolution time
merely ensures that there is a lower bound on each task’s period that prevents
atomic regions from conflicting across periods.

5.3.6 Scheduling and State

Transactions belong to cores, i.e., the RTTM does not distinguish between
transactions belonging to different tasks on the same core. We therefore assume
that transactions execute non-preemptively. This can be enforced by a task
disabling interrupts before starting a transaction and enabling them right after a
commit. Note, that the interrupts should be enabled after a transaction, whether
the transaction succeeds or not, allowing the task to be preempted between
retries.

Whilst the RTTM tracks memory operations related to it, it does not maintain a
core’s state, such as register content. Therefore, before starting a transaction, a
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task must save all local data, such as stack and registers, that is modified during
the transaction, so that in the case of a failed transaction it can roll-back all
changes. Additionally, the RTTM does not track nested transactions. However,
like some lock solutions, the nesting level can be traced in software using a
counter, especially as only one transaction can be active on a core at a time, and
the transaction executes non-preemptively.

Remembering to maintain the local state, disabling interrupts, and tracking the
nesting level adds complexity to transactions and should therefore not be left to
the programmer. Instead, with compiler/tool support, the atomic region could
be annotated and the compiler would add the necessary code for non-preemptive
execution and state maintenance. However, we have not yet implemented this
compiler support for atomic sections. Therefore, for our evaluation we manually
maintain the state, and as we only execute a single task on each core without
nesting transactions, disabling interrupts and tracking the nesting level is not
necessary.

5.3.7 Avoiding False Positives

A classic hardware transactional memory uses cache lines as buffers for the
transactions. Marking protected data at cache line granularity can lead to false
positives when two threads access different words in the same cache line. This
might not be so uncommon when read and write pointers are in the same data
structure. Furthermore, when a direct mapped or set-associative cache is used as
a transaction buffer, two unrelated data structures may map to the same cache
line, resulting again in a false positive.

We want to avoid these false positives and keep our system analyzable. Therefore,
our buffers are fully associative and organized in single word protected units. It
is therefore not recommended to put all the data into the unit. We assume that
the use of the RTTM is in protecting pointers, which are word sized, e.g., when
implementing a queue, only the read/write pointers need to be in the RTTM,
whereas the rest of the data can be in main memory. Our RTTM implementation
protects data at the granularity of 32-bit words. We do not assume that threads
interleave access at the byte level.
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5.3.8 Conflicts

Some of the behavior of TMs is generally agreed upon, e.g., commits are treated
as atomic operations, and in the case of a conflict, the transactions are undone.
However, other aspects are not as clear, e.g., what constitutes a conflict?

We find that transactions only conflict, if the result of running them concurrently
is not the same as running them one after the other, e.g., if we have 2 transactions
Tx1 and Tx2, and Tx2 is started during Tx1, then Tx2 does not conflict if we
would get the same result from starting Tx2 after Tx1 has committed. Essentially,
this means that only committing a write after an uncommitted read results in
a conflict. A read after a read does not change any state, and the result of
committing a read after an uncommitted write, as well as a write after a write,
does not depend on whether the transactions are interleaved.

For our RTTM implementation we take this simplification a step further, and
mark only a committing write after an uncommitted read as a conflict, if the
transaction that reads does not issue a write first. If a transaction writes first,
it does not consider the existing value, and starting it during, or after, another
transaction, does not change its result. This potentially reduces the number of
conflicts.

5.4 Implementation

We have implemented the RTTM in the Chisel [52] hardware description language,
and connected it, as shown in Fig. 5.1, to the Patmos processor described in
Section 5.3.1. We can therefore use our RTTM from programs running on
multiple Patmos processor cores on an FPGA.

Our RTTM implementation includes one buffer for each connected core and an
(on-chip) shared memory arbitrated by a TDM arbiter, as shown in Fig. 5.2.
The size of the buffers and of the shared memory are configurable. Each core is
assigned 1 TDM slot, and each slot is a single clock cycle, allowing each core to
make a single read from the shared memory in one TDM round. However, during
a commit, a core must write its entire buffer to the shared memory before another
core may read from it. Cores can therefore request exclusive access to the shared
memory, essentially exchanging a single clock cycle read slot with a commit slot,
whose duration is up to m clock cycles, where m is the size of the buffer. It is
therefore possible for a core to wait (n− 1) ·m clock cycles before it can access
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Figure 5.2: The composition of the RTTM unit from Fig. 5.1. It consists of n
buffers connected through an arbiter to the shared memory. Each
core is connected to its respective buffer.

the shared memory. However, as Section 5.5.2 shows, adding this number of
cycles to each expected shared memory access would be an overestimation.

The composition of a buffer is shown in Fig. 5.3. It consists of a CAM for the
address entries, block ram for the data entries, and read and write flag registers
for each entry. On a read or write operation the CAM checks whether the
operation targets an address that is already buffered. On a read, if the address
already exists, the core reads the corresponding data. Otherwise, it waits for
read access to the shared memory, reads the data, adds it together with the
address as a new buffer entry and sets the read flag. On a write, the write flag
of the entry is set. If the address already exists, the core writes the data to the
corresponding address. Otherwise, it adds it as a new entry. The CAM is also
used to compare the existing entries with those being committed by another
core, and can do this concurrently whilst checking the addresses of local reads
and writes.

Cores do not explicitly start transactions in the RTTM. When a core tries to
read from or write to the shared memory, the data is stored in the core’s buffer,
thereby implicitly starting a transaction. The buffered data is not transferred to
the shared memory until a core explicitly requests a commit. Therefore, it is
not possible to read from or write to the shared memory without successfully
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Figure 5.3: The composition of a buffer from Fig. 5.2. It consists of a CAM for
the addresses, SRAM for the data, and registers for the read and
write flags. The size of the CAM and SRAM, as well as the number
of read and write flags, correspond to the maximum number of
entries in the buffer, i.e., m.
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completing a transaction. This simplifies the hardware, but also makes it easier
to reason about the content of the shared memory.

A core commits the transaction by reading from a control register. If the
transaction is already marked as failed, the buffer is cleared and the core notified.
Otherwise, the core waits for exclusive access to the shared memory. The
transaction is again checked for failure when the access is granted, and if so,
the buffer is cleared and the core notified. This second check is necessary, as
another core might have committed changes that conflict with the current core’s
transaction. If there is no conflict, the RTTM writes the core’s buffer content to
the shared memory. Only modified entries are written to the shared memory.
Each written entry’s address is also compared with the addresses in the buffers of
the other cores. If it matches a read entry by another core, that core’s transaction
is marked as failed.

During the commit of a transaction, other cores are free to read and write to
existing entries, and to write new ones. This simplifies the WCET analysis of
writes and buffered reads, as these will never create, nor experience, temporal
interference from other cores. However, as the shared memory is busy, if an
entry does not exist for a read, the core must wait for its turn to gain access to
the shared memory.

As the buffers have a finite size, we assume that our RTTM is used with this
limitation in mind. However, in the case of a buffer overrun, reads and writes
that do not map to buffered values are ignored and the transaction is marked
as failed. Whilst it would be possible to acquire exclusive access to the shared
memory and then propagate any further changes directly to it, this not only
increases the hardware complexity, but also breaks the temporal isolation that
the cores currently have. If exclusive access is granted, the WCET of the other
cores depends on the number of reads and writes of the misbehaving core. With
our current implementation, a commit is limited to the buffer size. This bounds
the WCET of all reads and commits, regardless of misbehaving cores. Note, that
this does not prevent misbehaving cores from committing more than once per
period, and from modifying shared data to incorrect values.

The RTTM encapsulates or protects a memory that it has exclusive access to.
As an alternative implementation, the RTTM unit could be connected to main
memory. However, transaction reads and commits would then interfere with
main memory accesses by caches, and vice versa, even though the reads and
writes are unrelated. This would complicate the WCET analysis and potentially
increase the WCET of the tasks. Using a separate shared memory therefore
simplifies the system and avoids the WCET overhead.
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5.5 Evaluation

Our evaluation is threefold: Hardware resource comparison, showing the size
of the RTTM with varying parameters, an analytical approach, showing the
potential worst case performance, and a measurement-based approach, showing
the general performance. In the last case, we compare the RTTM unit with a
simple software lock implemented using a CAS operation.

Our RTTM is integrated with the Patmos processor described in Section 5.3.1.
Additionally, we execute the entire system on an Altera DE2-115 FPGA board
at 80 MHz. Except for the resource comparison, we configure the RTTM with
16 buffer entries, 2048 byte shared memory and connect 8 Patmos cores.

5.5.1 Resource Usage

The RTTM can be configured with 3 main parameters: number of connected
cores, shared memory size and number of buffer entries for each core. We have
synthesized the system whilst varying these parameters. The results are shown
in Tables 5.1, 5.2, and 5.3. In each table, we have only changed one parameter,
and as shown, each parameter affects the number of logic cells, registers and
memory bits. For comparison, a Patmos core uses roughly 9k logic cells, 4k
registers and 180k memory bits.

The memory bits correspond to the size of the shared memory and each core’s
data SRAM, and can be calculated as follows:

Memory Bits = B + n ·m · 32 (5.6)

where B is the number of shared memory bits, n is the number of cores, and m
is the number of buffer entries. As each data entry is 32 bits, we multiply by
this.

The number of registers mainly depends on the number of cores and buffer
entries. Apart from some shared registers, all registers are replicated for each
buffer, meaning there is a linear relationship between the number of cores, and
thereby buffers, and the number of registers. Most registers are used in the
buffers for the addresses, and read and write flags, so the relationship between
the buffer size and number of registers is roughly linear. To a lesser effect, the
number of registers is also affected by the size of the shared memory, which
dictates the size of each address entry in the buffers.
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Table 5.1: RTTM hardware resource usage when using 16 buffer entries, 2048
bytes of shared memory, and varying the number of cores.

Cores Logic Cells Registers Memory Bits
2 1782 698 17408
4 3461 1345 18432
8 7441 2638 20480

Table 5.2: RTTM hardware resource usage when connecting 4 cores, using 16
buffer entries, and varying the shared memory size.

Shared Memory Logic Cells Registers Memory Bits
256 bytes 2855 1135 4096
512 bytes 3083 1205 6144

1024 bytes 3235 1275 10240
2048 bytes 3461 1345 18432

The number of logic cells is similarly affected, with the number of cores and
buffer size having a roughly linear relationship with the number logic cells, and
the shared memory size having a lesser effect.

Generally, we expect that users will mostly modify the number of cores and the
shared memory size, which keeps the resource usage within that of a core, or,
in the case of connecting more than 8 cores, the RTTM small relative to the
whole system. A buffer entry count of 16 allows up to 16 pointers/counters to
be modified in a single transaction, and for our tests we only use up to 3, which
includes putting both pointers and data into the RTTM. We therefore find the
number of buffer entries to be more than adequate.

Table 5.3: RTTM hardware resource usage when connecting 4 cores, using 2048
bytes of shared memory, and varying the number of buffer entries.

Buffer Entries Logic Cells Registers Memory Bits
16 3461 1345 18432
32 5887 2065 20480
64 10173 3489 24576

128 20670 6321 32768
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Table 5.4: WCET of RTTM operations. n is the number of cores and m is the
number of buffer entries.

Access Type WCET (Clock cycles)
Write 2
Buffered read 3
Unbuffered read 4 + (n− 1) ·m
Optimized unbuffered read 4 + (n− 1)
Commit 2 +m+ (n− 1) ·m

5.5.2 Analysis

All access to the RTTM is time predictable. Table 5.4 shows the WCET when
using the RTTM. n is the number of cores connected to the RTTM, and m is
the buffer size in words. For a commit, the core might have to wait for all other
cores to commit. The time for the commit itself corresponds to the number
of words that have to be written to the shared memory, and in the worst case,
the buffers of all cores are filled. Likewise, an unbuffered read might have to
wait for all other cores to commit before it can read from the shared memory.
The optimized unbuffered read can be used when each task’s period is greater
than the sum of its conflict resolution times. In this case, an atomic region can
only experience the commit of all other cores once, meaning we can move the
interference to the commit, so reads only experience other reads. Note, that this
does not apply for unrelated atomic regions, in which case we assume that cores
working on those can commit at any given time, resulting in the WCET of an
unbuffered read.

The solution presented in [41] also has the same issue. Additionally, unrelated
atomic regions also block buffered reads and all writes. This means that all
reads and writes must assume that cores working on unrelated atomic regions
can commit at any time, essentially increasing the WCET of all operations to
that of a commit. Our solution does not have the same issue, as all writes and
buffered reads can execute concurrently and are guaranteed to finish within the
WCET presented in Table 5.4, potentially reducing the WCET of a task.

If the WCET analysis is aware of how many cores use the RTTM, the bounds
can be tightened further, as each core that is connected to the RTTM, but does
not use it, only adds a single clock cycle to the TDM round. Additionally, if
less than m buffer words are used by the cores, this can be used in the analysis
instead of m to tighten the bounds.
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To show how to use the RTTM in a real-time setting, and how to analyze the
maximum retries, we provide the following example setup: Two periodic tasks
τ0 and τ1 exchange data via the queue described in the Section 5.5.3. Task
τ0 has a period T0 = 30 µs, where it enqueues one element each period. Task
τ1 has a period T1 = 50 µs, where it dequeues two elements each period. We
analyze the functions using the Platin [73] WCET analysis tool, which gives us
33 and 37 clock cycles, respectively. However, as the tool does not understand
the behavior of the RTTM, we manually add the read, write and commit times
from Table 5.4. We use a 8 core processor and 16 word RTTM buffers, which
results in the following WCETs:

enqueue =33 + 3 ·Write + 1 ·Unbuffered read
+ Commit

=33 + 3 · (2) + 1 · (4 + (8− 1) · 16)
+ 2 + 16 + (8− 1) · 16

=285 clock cycles
dequeue =2 · (37 + 2 ·Write + 2 ·Unbuffered read

+ Commit)
=2 · (37 + 2 · (2) + 2 · (4 + (8− 1) · 16)

+ 2 + 16 + (8− 1) · 16)
=806 clock cycles

(5.7)

Note, that we assume that other cores might work on unrelated atomic regions,
so we use the unbuffered read. From Section 5.3.5, the conflict resolution time is
therefore:

tr = r · max(ta0 , ta1)
= 2 · max(enqueue, dequeue)
= 2 · max(285 clock cycles, 806 clock cycles)
= 2 · 806 clock cycles
= 1612 clock cycles

(5.8)

We run the processor at 80 MHz, so tr = 1612 clock cycles
80 MHz = 20.15 µs. If the tasks

do nothing else, i.e., tc = 0, therefore, twcet = 20.15 µs and

T0 > twcet0 ⇒ 30 µs > 20.15 µs
T1 > twcet1 ⇒ 50 µs > 20.15 µs

(5.9)

As the periods are longer than the WCETs, the number of retries are bounded
and both tasks are guaranteed to succeed with their commits within their periods.
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5.5.3 Measurements

For our measurement-based evaluation we compare the RTTM with a lock,
implemented with CAS, that protects access to a shared data structure. To
acquire the lock, a core tries to set a memory word to 1 with CAS. The core
that succeeds to sets the word to 1 owns the lock until it releases it by setting
the word back to 0.

Some data, such as pointers, are stored in the RTTM’s memory. When using
the CAS lock we store this data in a TDM arbitrated shared scratchpad memory
(SSPM) [C7], as the main memory is too slow for a fair comparison.

We have created two test programs: A reader/writer queue, and a stack. The
queue consists of two pointers, one to the first element and one to the last, as well
as several elements that each contain a value and a pointer to the next element.
The code for enqueing/dequeueing is shown in Fig. 5.4. When using the RTTM,
the functions are wrapped in a do/while loop that tries to commit the result,
and in the case of a conflict, retries the function. When using the CAS lock,
the lock is acquired before calling the function and released afterwards. When
enqueueing an element, the next element pointer of the first element is set to the
new element. It is therefore necessary to keep all next element pointers in the
RTTM memory. The value of each element could be located elsewhere, however,
as the values are the same size as a pointer, they are just kept alongside the
next element pointers. Therefore, the first and last element pointers, as well as
all the elements, are in the RTTM. When using the CAS lock, the two pointers
and all the elements are kept in the SSPM.

For the test, the cores are split into an equal number of readers and writers.
Writers try to enqueue a given number of elements whereas the readers try
to dequeue an equal number of elements. We measure the number of clock
cycles from when all readers and writers are ready to start, until the queue
is empty. The results of the test are shown in Fig. 5.5. Overall, the RTTM
outperforms the CAS lock when the number of elements and readers/writers are
equal. We expected to see the greatest benefit with the RTTM when using a
single reader/writer, as we assumed the number of conflicts would be minimal.
However, the number of concurrent readers/writers is not high enough compared
to the number of operations that the cores experience enough conflicts, using as
low as 45% of the clock cycles that the lock uses.

The stack consists of a top pointer and several elements that each point to the
next element on the stack. All elements are in the main memory. When using the
RTTM, the top pointer is in the RTTM, whereas for the CAS, the top pointer
is in the SSPM. The code for pushing/popping is shown in Fig. 5.6. During test
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inline void _enqueue ( queue_t * queue_ptr , element_t * element_ptr )
{

element_ptr -> next_ptr = NULL;
element_t * first_ptr = queue_ptr -> first_ptr ;
if( first_ptr )

first_ptr -> next_ptr = element_ptr ;
else

queue_ptr -> last_ptr = element_ptr ;
queue_ptr -> first_ptr = element_ptr ;

}

inline element_t * _dequeue ( queue_t * queue_ptr )
{

element_t * last_ptr = queue_ptr -> last_ptr ;
if( last_ptr ) {

element_t * next_ptr = last_ptr -> next_ptr ;
if (! next_ptr )

queue_ptr -> first_ptr = NULL;
queue_ptr -> last_ptr = next_ptr ;

}
return last_ptr ;

}

Figure 5.4: The enqueue and dequeue functions of the queue test.
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Figure 5.5: The results of running the queue test using the RTTM and the
CAS lock. The x-axis indicates the number of elements that were
enqueued/dequeued and the y-axis indicates the number of clock
cycles it took. The number accompanying the synchronization type
indicates the number of readers/writers used.
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inline void _push ( stack_t * stack_ptr , element_t * element_ptr )
{

element_ptr -> next_ptr = stack_ptr -> top_ptr ;
stack_ptr -> top_ptr = element_ptr ;

}

inline element_t * _pop( stack_t * stack_ptr )
{

element_t * element_ptr = stack_ptr -> top_ptr ;
if( element_ptr )

stack_ptr -> top_ptr = element_ptr -> next_ptr ;
return element_ptr ;

}

Figure 5.6: The push and pop functions of the stack test.

initialization, all elements are added to the stack, after which, all cores try to
pop and push a given number of elements over several iterations. We measure
the number of cycles from when all cores are ready to start until the last core
has finished.

The results of the stack test are shown in Fig. 5.7. The stack has only a single
point of congestion, the top pointer. Therefore, it is expected that a lock will
outperform the RTTM. As expected, there are situations where the CAS lock
outperforms the RTTM. Unexpectedly, this happens at lower congestion, such
as when using 2 and 4 cores. When using 8 cores, the RTTM outperforms the
CAS lock in all cases. As the lock is implemented using CAS, which guarantees
some progress, but not any ordering, like the RTTM, the overhead of retrying
to acquire the lock can accumulate. This is not an issue when using a hardware
locking unit that guarantees some ordering [J3].

5.5.4 Source Access

Our work is provided as open source. As the review process is double blinded,
we will provide the link to the source access in the final version of the paper.
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Figure 5.7: The results of running the stack test using the RTTM and the lock.
The x-axis indicates the number of iterations that each core tries
to pop and push 2 elements on the stack. The y-axis indicates the
number of clock cycles the test took. The number accompanying
the synchronization type indicates the number of cores used.
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5.6 Conclusion

Communication via shared memory requires synchronized access. Otherwise,
this might result in data corruption. To this end, there are several solutions.
We present a transactional memory solution for real-time systems, as this can
simplify the implementation of lock-free data structures, and be deadlock-free.
It is also time predictable, and we give an upper bound on the number of
retries necesssary to successfully commit a transaction, thereby proving that
the solution is starvation free. Finally, we give an example on how to analyze
its usage in a multicore setting. Our solution allows writes, and buffered reads,
concurrently with commits, which limits the WCET of these to 2 and 3 clock
cycles, respectively. Compared to an existing solution, ours does not limit the
number of atomic regions that a task can have, and potentially provides a lower
WCET as well as fewer conflicts. The measurement-based evaluation shows that
our solution can use as little as 45% of the clock cycles that a compare-and-swap
software lock requires.
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