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Abstract

With a growing amount of available data, the approach we take in working
with and investigating this data is of paramount importance. While the
scientific method is underlying for data science as well, a modern approach
to solving data-based problems should be more iterative since the issue of
having too much data is becoming as common as having too little data. In
this work we describe an agile approach to data science called lean data
science and give examples of how to approach problems this way. We then
describe our work on two specific problems, namely inferring other data
sources from WiFi data and effectively scaffolding educational peer review.

From The Copenhagen Network Study [Stopczynski et al., 2014] we have
been able to work with a dataset collected using more than 1,000 smart-
phones from students over multiple years. Using this dataset we look at
how well WiFi scans are able to replace other data sources such as Blue-
tooth and GPS. We show that WiFi data can accurately detect so-called
stop-locations of the same quality as state-of-the-art GPS-based methods
and that WiFi data can mirror Bluetooth data for the purpose of detecting
face-to-face interactions between people.

Peergrade is a web-based system for facilitating educational peer review
built by us. Conceptually the idea of having students review work by
other students serves many purposes, including a potential for saving time
on grading for teachers and a way to train taxonomically complex skills
for students. Because peer review is a complex process (many people
reviewing many people) and requires things such as anonymity, evaluation
criteria and the ability for instructors to moderate, it is best facilitated
using a digital tool. We first describe Peergrade and some of the features it
offers to educators. We then describe different research projects around
Peergrade that attempts to help quantify the quality of reviews, allocate
reviewers in an optimal way and automatically flag problematic feedback
for moderation.

Dansk Resumé Med en stigende mængde tilgængelig data er vores til-
gang til at arbejde med og undersøge denne data vigtigere end nogensinde.
Imens den videnskabelige metode er fundamentet for data-videnskab, bør
en moderne tilgang til at løse data-baserede problemer være mere iterativ
eftersom det ligeså ofte er et problem at have for meget data som for lidt. I
denne afhandling beskriver vi en agil tilgang til data-videnskab kaldet lean
data science og giver eksempler på hvordan man kan tilgå problemer på
denne måde. Derefter beskriver vi to forskellige problemer, først hvordan
man infererer andre datakilder fra WiFi-data og hvordan man effektivt
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stilladserer peer review i undervisning.

Igennem The Copenhagen Network Study [Stopczynski et al., 2014] har
vi haft mulighed for at arbejde med et datasæt samlet fra mere end 1.000
smartphones der tilhørte studerende over flere år. Med dette datasæt kigger
vi på hvor godt WiFi-scanninger er i stand til at erstatte andre datakilder
som Bluetooth og GPS. Vi viser at WiFi-data kan bestemme stop-locations
af samme kvalitet som moderne GPS-baserede metoder og at WiFi-data kan
erstatte Bluetooth-data når opgaven er at detektere fysiske møder mellem
mennesker.

Peergrade er et web-baseret system bygget af os til at facilitere undervis-
ningsmæssig peer review. Konceptuelt er ideen med at have studerende
til at rette hinandens arbejde spændende af flere grunde, både på grund
af potentialet for at spare tid på rettearbejde for undervisere og som en
måde at træne taksonomisk komplicerede evner hos studerende. Fordi
peer review er en kompleks process (mange studerende retter opgaver for
mange studerende) og kræver ting som anonymitet, evalueringskriterier
og muligheden for undervisere til at moderere er denne process bedst
faciliteret med et digitalt værktøj. Vi beskriver først Peergrade og nogle
af de features det tilbyder til undervisere. Derefter beskriver vi forskel-
lige forskningsprojekter omkring Peergrade der forsøger at kvantificere
kvaliteten af reviews, allokere reviewers til afleveringer på en optimal
måde og automatisk at markere problematisk feedback til moderering af
en underviser.
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Chapter 1

Introduction

Every year the amount of data collected, indexed and analysed is growing
rapidly. [Fan and Bifet, 2013] states that “The web pages indexed by Google
were around one million in 1998, but quickly reached 1 billion in 2000 and have
already exceeded 1 trillion in 2008”. The concept “Big Data” appeared in 1998
and is used increasingly to describe data sets that have not only large volume,
but also comes at high velocity and is highly varied. With a growing amount
of increasingly complex data ([Gandomi and Haider, 2015] states that this big
data is “noisy, highly interrelated, and unreliable”), it is becoming increasingly
common to have too much data instead of having too little data. Some of the
challenges with having too much data, is that working with the data becomes
slower and more cumbersome, and that a large number of variables can lead to
random effects and correlations. When data becomes hard to work with and
hard to reason about, then there is not only a higher chance of finding poor
solutions to relevant problems, but also a higher chance of posing problems that
are not relevant.

1.1 Algorithmic Modelling

In the paper “Statistical Modeling : The Two Cultures”, Leo Breiman describes
two approaches to statistical modeling, the data modeling culture and the algo-
rithmic modeling culture [Breiman, 2001b]. Conceptually the data modeling
culture tries to infer nature’s true model whereas the algorithmic modeling
culture does not care about the explainability of the model, but only considers
its performance. Performance here is the model’s ability to make predictions on
unknown data. In the data modeling culture the validity of a model is based on
explainability and of measures such as goodness-of-fit and by looking at how

1
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well it models the underlying dataset (the training set in algorithmic modeling).

To exemplify the difference, consider a simple regression problem. It might be
“correct” to model the problem using a quadratic regression model based on the
knowledge of the underlying dynamics, but in some cases a higher order poly-
nomial might still outperform the simpler quadratic model. The data modeling
approach would pick the quadratic model since it appears to be more in line
with the truth, whereas the algorithmic modeling approach would be to take
the model which performs best. Generally one would expect that using a model
which is true to nature should also lead to the best results, but often this is not
the case. The main reason for why complex, inexplainable models outperform
“true” models, is that the data collected is almost never perfect. Surveying
data analysis competitions on platforms like Kaggle shows that the strategy
of ensembling models together almost always outperforms individual models
– and from a data modeling viewpoint it is hard to justify that ensembling of
models is how nature really works [Wind and Winther, 2014].

One of the most intuitive reasons for preferring the algorithmic modeling ap-
proach is that predictive accuracy is easy to understand and argue for. If you are
trying to predict whether a patient has a tumor, the patient probably does not
care about whether your model is nature’s true model, just whether it classifies
them correctly.

Finally, a compelling reason for preferring algorithmic modeling is that the
concept of a clearly defined and measureable performance of the model allows
faster iteration in the modeling process. The ability to increase the speed of
iteration allows us to take a different and more lean approach to data modeling.

1.2 Lean Data Science

In the books [Blank, 2013] and [Ries, 2011], Steve Blank and Eric Ries formu-
lated and popularized the idea of the lean startup. Conceptually the idea that
the books put forward is that building a company should happen in an iterative
fashion and that making long-term plans and assumptions and sticking to them
almost always leads astray.

[Ries, 2011] proposes a model for product development known as “Build, mea-
sure, learn”. The classical product development strategy was to first make a
business plan based on market analysis, then write specifications for a product,
build a fully functioning product according to those specifications and finally
try to sell the product. The lean movement argues that most assumptions about
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the market are wrong, and that the only real way to learn anything about the
usefulness of a product in the market is to launch the product and put it in the
market for real.

Another concept made famous by these books is the concept of the Minimum
Viable Product. The thesis is that instead of trying to build a perfect fully fledged
product from the beginning, one should instead build the smallest possible
version of the product that can prove (or disprove) assumptions about the
product and the market. A classical way to visualize this idea is as in Figure 1.1.

Figure 1.1: The normal way to develop a product is to decide on the final product
specifications immediately, and then build the entire product before launch-
ing it. In the lean startup school, it is instead recommended to start with
a simpler product that delivers similar value. By getting feedback from
users on this initial idea, it is possible to iterate towards the final version,
learning and improving along the way. The illustration is from [Kniberg,
2016].

The illustration in Figure 1.1 tries to exemplify a traditional versus a lean
approach to product development. In this case one could imagine that the



4 CHAPTER 1. INTRODUCTION

problem was to build the best mode of transportation for a potential customer.
The first row of the figure shows a product development process where the
product developers initially spec out the whole idea of the perfect solution to
the problem, then build it step by step and finally deliver a car that the customer
is satisfied with. Along the way, the customer is not able to test the car and
validate or invalidate whether it solves the original problem. In the second row,
an alternative approach is shown. Here the product developer initially builds a
skateboard since this is a minimum viable product that solves the problem of
transporting the customer. Based on this, feedback is collected (for example that
the skateboard is too hard to steer). Based on this feedback a new prototype is
developed (a scooter). The customer agrees that it is better, but now feedback
is that the scooter is not fast enough. A third version of the product is a bike,
which is much faster than then scooter, but the customer is still not satisfied
with the speed. The fourth version is a motorcycle, and this is much better
than the bike. Now one could imagine that the customer realizes that they
feel cool while driving the motorcycle, but that they would need to bring their
kids along sometimes. Based on this feedback, the final version of the product
is developed, a sports car which is both cool and convenient. The argument
here, is that without the lean approach we would never have learned that the
customer wanted to look cool while driving, reminding of the classical quote:
“If I had asked people what they wanted, they would have said faster horses”,
commonly attributed to Henry Ford.

1.2.1 The Minimum Viable Model

The thoughts laid out in [Blank, 2013, Ries, 2011] completely changed the way
that companies today innovate. The lean approach to product development
enables the validation of ideas with the least amount of required investment
of time and money, and can lead to better final products through continuous
feedback from users. Since its formulation, the lean approach to product devel-
opment has been applied to other fields such as user experience design [Gothelf,
2013], analytics [Croll and Yoskovitz, 2013] and branding [Busche, 2014].

Similarly, the lean approach can be applied to how we approach problems in
data science and machine learning. First of all, the idea of “build, measure,
learn” is already conceptually how most complex machine learning works on a
micro level. We train a statistical model (build), measure how it predicts com-
pared to a ground truth (measure) and update the model accordingly (learn).
But the idea of iteration and “build, measure, learn” can also be applied on a
macro level when modeling data science problems.
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When surveying data science professionals [Wind and Winther, 2014] the idea
of starting with a simple model is quickly brought up. This is in some way
analogous to the minimum viable product, and can be referred to as a minimum
viable model. The minimum viable model is the simplest model that can solve
some simplified version of our problem. It is chosen, not for its final predictive
accuracy, but for its ability to quickly teach us something about the problem we
are trying to solve. A classical quote in computer science is “The real problem is
that programmers have spent far too much time worrying about efficiency in
the wrong places and at the wrong times; premature optimization is the root
of all evil (or at least most of it) in programming.” [Knuth, 2007]. Premature
optimization in data science is the attempt to model the problem “perfectly”
from the beginning.

A normal way for data scientists to approach modeling of a complex problem is:

1. Understand and define the problem.

2. Choose the right features to use and the best model.

3. Choose the right error function.

4. Train and evaluate the model.

5. Deploy the model in practise and report on the results.

We argue for a slightly varied approach:

1. Understand the fundamentals of the problem.

2. Simplify the problem and make assumptions.

3. Choose a meaningful error function.

4. Choose minimum viable features and a minimum viable model.

5. Train and evaluate the model.

6. Investigate the results.

7. Iterate on problem, features, models, assumptions and simplifications
until satisfactory.

8. Deploy the model in practise and report on the results.
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The two approaches both start with getting a fundamental understanding of the
problem. This includes investigating what we are trying to achieve and looking
at the data through summary statistics and plots. The classical approach spends
a lot of time in this step in order to make a more detailed formulation.

In the lean modeling approach we start by making assumptions and simplifying
the problem. Examples of simplifications and assumptions can be to remove
90% of the data in order to make model training faster, modeling a regression
problem as a classification problem (or the other way around) or swapping the
target variable for something that is easier to work with. When we simplify the
problem and introduce assumptions we will often need to choose a non-perfect
(but still viable) error function.

For model selection, the lean approach dictates to choose the simplest model we
can get away with (including the simplest feature set). The best initial models
are fast to train (in order to increase the speed of iteration) and interpretable
(in order to increase how much we can learn). Good examples of minimum
viable models are linear/logistic regression and decision trees. Both models are
fast to train and evaluate, and we are able to investigate the importance of each
feature in the trained model.

After choosing a model, the next step is to train and evaluate the model. This al-
lows us to get an idea of the performance. Since the classical approach assumes
that we picked the right error function and model initially, we are done and can
report on our findings and start deploying the model in practise.

In the lean approach, we knowingly made simplifications and assumptions in
the beginning. The final steps are to investigate the results and to revisit our
assumptions and simplifications. Because our minimum viable model is simple
and explainable, we are able to investigate it easily. To learn what we can
improve, we can look at the data samples where the model is making its biggest
mistakes and we can look at the importance of different features to understand
what the model is learning (or not learning). Instead of immediately going for
the complex model, we squeeze everything out of the minimum viable model
before choosing a more complex one (in order to keep iteration speed high). In
each iteration we should reconsider our assumptions, simplifications, chosen
features, the model we use and if we are even solving the right problem!

We keep iterating like this until we have removed simplifications and assump-
tions and can not improve accuracy any further. The idea of starting with a
simple model, iterating quickly and slowly removing assumptions is somewhat
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analogous to optimization with gradient descent where we decrease the learning
rate over time.

1.2.2 Examples of Lean Data Science

To exemplify a lean approach to modeling a complex problem we will use the
problem investigated in detail in Section 3.4. Essentially the problem is to
allocate peer reviewers to submissions in such a way that each submission
receives as high quality feedback as possible.

The first challenge with this problem is how to define good feedback. In the data
set we work with in Section 3.4, most reviews have a quality-property which
is the perceived quality of the review as indicated by the receiver. It would be
natural to use this as a measure of how good a review is. Based on this, we can
define the total feedback quality for a submission as the sum of quality of the
reviews given to that submission. We also need to decide how we measure how
good an allocation of reviewers is in total. One idea is to minimize the variance
of total feedback quality over the submissions. Another is a max-min approach
where we maximize the total feedback quality for the submission which receives
the lowest total feedback quality (make it best possible for the submission that
has it worst).

Next we need to take into account various constraints on the problem.

• Generally reviewers are not allowed to review their own submission, but
in some cases, reviewers are required to review their own submission.

• Reviewers are not allowed to review the same submission twice.

• Sometimes submissions are made by groups of people, but reviews are
made by individuals.

• Sometimes reviewers are only allowed to review a certain subset of sub-
missions.

The first step of the lean data science approach is to simplify the problem and
make some assumptions. These are some of the initial assumptions we can
make:

Text length instead of perceived quality Since the perceived quality of a re-
view as evaluated by the receiver is rather noisy and since many reviews
do not have such a quality property, one idea is to use a different metric
of quality. The text length of a review correlates well with its perceived
quality [Kotturi et al., 2017], so we can use the text length instead.
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Ignore sessions with few reviews In some sessions the number of reviews is
less than the number of submissions. In this case no allocation algorithm
will be able to perform well, so we can ignore these to begin with in order
to simplify the problem slightly.

Ignore complicated sessions Initially we can ignore all sessions where sub-
missions are made in groups, where reviewers are required to review their
own work and where reviewers are only allowed to review a certain subset
of submissions. These cases can be dealt with later.

Assume independence of submission and text length In order to evaluate
the performance of an allocation algorithm we want to simulate how it
would allocate reviews to submissions. In reality the length of a review
(and quality) is dependent on which submission is reviewed, but assuming
independence between these two variables will allow us to test allocation
algorithms in a simpler way.

With these decisions, assumptions and simplifications we are now ready to
formulate a minimum viable model for allocating reviews. To start with, we
can take the simplest possible allocation scheme which just allocates reviewers
to a random submission (under the required constraints). When evaluating
this scheme we will quickly be able to see if there are any problems in our
implementation (are we for example violating some fundamental constraints),
and we will get a benchmark performance (lower bound) to measure against
for the next iteration.

The next allocation model we can try is “the perfect oracle” – one that cheats
by seeing into the future (it can perfectly predict the length of a review before
allocating it). The oracle model will give us an upper bound for the allocation
quality we can hope to achieve. By investigating the way the oracle model
works we are able to build an allocation algorithm that works perfectly under
the – very strong – assumption that we can predict the future perfectly. This
solves the allocation part of the problem and reduces it to a prediction problem
(predicting the length of a future review), and additionally it is a way for us
to validate whether or not we have any chance of improving on the random
benchmark.

At this point there are multiple ways to proceed. We can either remove a simpli-
fication or assumption – for example including sessions with group submissions
or removing the independence assumption of reviews and submissions – or we
can try to improve the accuracy of the model which predicts the length of a
future review. For improving the model accuracy, we can again approach it step
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by step, initially making a very simple model, for example one that predicts that
the next review has the same length as the previous review by the same reviewer.

Step by step we can remove the different assumptions and increase the perfor-
mance of the prediction model by including more features and by using more
complex statistical models. The advantage of starting as simple as possible
is that we will easily be able to manually sanity check if our model predicts
something meaningful early on. This allows us to fix general problems before
the complexity becomes too high for us to reason about the results.

1.2.3 Lean data science in this thesis

This thesis deals with various problems such as inferring stop-locations and
face-to-face interactions from WiFi data, allocating reviewers to submissions
in peer review and spotting problematic feedback for moderation by teachers.
Consistently the modeling of these problems introduced the same challenges of
defining the right problem to solve, finding a meaningful measure of success
and introducing the right simplifications and assumptions in order to produce
a solution. By approaching the problems in a lean fashion we have not just
produced solutions to problems, but useful and practical solutions to relevant
problems.

1.3 Thesis Outline

In Chapter 2 we will talk about the abundance of connected data and specifically
using WiFi data as a data source for inferring other properties about subjects
with smartphones. We will then describe the papers “Inferring Stop-Locations
from WiFi” (included as Appendix A) and “Inferring Person-to-person Proximity
Using WiFi Signals” (included as Appendix B). In Chapter 3 we will comment
on our vision for the future of education through peer-to-peer interactions.
We will then describe the papers “Peer Feedback with Peergrade” (included as
Appendix C), “Quantifying Feedback - Insights Into Peer Assessment Data” (in-
cluded as Appendix D) and “Optimal Allocation of Reviewers for Peer Feedback”
(included as Appendix E). We will then describe some unpublished work related
to Peergrade. Finally in Chapter 4 we will conclude with some final remarks.





Chapter 2

Inference on Networked WiFi Data

2.1 Introduction

Today we collect more and more data about ourselves through our digital de-
vices. This data includes our physical location, our relationships, what we like,
what we are doing, what we are buying and what we are saying and writing.
Individually each of these data sources is already extremely rich in information,
but when combining them it becomes even harder to foresee what can be said
about a tracked individual.

One of the insights when studying data about connected individuals, is that
information about one person improves the knowledge you have about other
people (and even people that are not supposed to be part of your studied
population) and that knowledge of some property of an individual gives you
information about other properties. This is especially prevalent when combining
multiple sources of data from individuals. Once you know enough about a per-
son and the people they interact with, it becomes possible to infer information
about them (and in some cases predict their future behaviour) based only on
the information provided by people they are connected to (there are multiple
examples of this in literature [Jurgens, 2013, Yamaguchi et al., 2014]).

We are dealing with two types of correlations; intra-person source to source
correlation (for example when knowing the WiFi data of a person enables us to
infer their physical location) and inter-person source correlation (for example
when we can predict the location of one person based on the locations of their
friends). When we combine these two types of correlation we open up possibili-
ties for transitively inferring non-intuitive things from different data sources.
As an example, imagine that we have extracted friendship networks of your

11
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friends from a platform such as Facebook, and that we have access to WiFi data
about some of them as well. Then we might be able to infer locations of your
friends (from the WiFi data), and consequently give a relatively accurate esti-
mate of your location (based on the location of your friends). Today some large
platforms (Facebook, Google etc) have access to both location, WiFi, friendship
networks and various other data sources from billions of connected individuals.
By combining the user statistics of Facebook with released information about
their computing infrastructure (as done by [Wang, 2017]) it is possible to
estimate that Facebook has at least 500MB of data (on average) about their
currently more than 2 billion users [Constine, 2017].

Through the Copenhagen Network Study [Stopczynski et al., 2014] we have
been able to study the possibilities that arise when collecting deep and detailed
feedback on a large population of people. Most datasets available either contain
a low amount of data about a large population or deep and rich data about
fewer individuals. In this dataset however we have very deep and rich data
about a large population. The study is designed to measure human interactions
across multiple channels of communication, with high temporal resolution and
spanning multiple years. The dataset contains information about face-to-face in-
teractions (through Bluetooth), the social network of the participants (through
Facebook), background information (personality tests, demographics, health,
political information), location (through GPS), WiFi data, message and call logs
and other datapoints. The population is densely connected (all participants are
students at The Technical University) and spans 1,000 individuals.

In this chapter we specifically investigate how WiFi data is a “tell-tale” data
source and can lead us to infer other non-intuitive sources of data such as
physical location and person-to-person proximity.

2.2 Inferring Stop-Locations from WiFi

The following section is based on the article Inferring Stop-Locations from WiFi
in Appendix A. We will summarize the main results of the article here.

When studying human behavior, a series of latitude and longitude coordinates
is not the way that humans think of locations. A more natural way for humans
to think about where we are, is a seqeunce of so-called stop-locations. Stop-
locations could for example be represented as:

16:50 - 08:10: Home
08:14 - 08:23: Coffee shop
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08:26 - 16:10: Work
16:30 - 07:40: Home

In this paper we were interested in determining if it is possible to infer a series
of meaningful stop-locations from WiFi data alone (here WiFi data is a collection
of WiFi scans made by the device and the results of the scans). We collected
a dataset from a single individual that runs over a period of 60 days between
September 9th, 2014 and November 8th, 2014. The dataset contains 41,441
WiFi scans (approximately one every second minute), and registers a total of
5,982 unique WiFi devices. Simultaneously other data was collected, including
a total of 25,161 GPS samples (about one every 3–4 minutes) and a manual log
of which state the individual was in (stand, train, car, bus, bike, walk or run)
during the 60 days.

Methods To investigate the possibilities of using WiFi data as a source for
inferring stop-locations, we compare three different methods: One benchmark
method based on GPS data and two WiFi based methods. The methods are:

GPS Stop-locations inferred using GPS-data, using a state-of-the-art method by
[Cuttone et al., 2014], based on a combination of distance grouping and
the Density Based SCAN (DBSCAN) algorithm [Ester et al., 1996].

Greedy Router Selection We bin the timestamps of WiFi samples into 5 minute
bins. We then sort the list of routers by the number of unique time bins
they appear in. We select the most frequently occurring router and define
the set of time bins it occurs in as covered time bins. Next we look through
the list of sorted routers and take the router which does not have the
majority of its time bins already covered, and where the the union between
its timebins and the covered time bins is maximal (this router will increase
the covered time bins most). We now select this router and update the
set of covered time bins to include the ones covered by this new router.
We continue adding new routers in this way until no more routers qualify
to be added. To obtain stop-locations we label all scans where one of the
selected routers is present as a stop and all others as moving states. We
finally post-process the dataset to discard stop locations with duration
lower than 15 minutes and all moving states of duration lower than 15
minutes if their adjacent stop locations correspond to the same important
router.

Density Based Clustering of Time Samples In order to combat the potential
problems with the greedy selection we propose a more thorough approach
to clustering WiFi samples into stop-locations. Conceptually, the idea is to
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use multiple routers as “finger prints” of stop-locations. This will allow
the algorithm to be more robust in the case where some routers suddenly
appear or dissapear (this can be caused for example by a router on a
bus or fluctuations in the scans). We build a matrix X where each row
corresponds to an observed router, and each column corresponds to a time
stamp for which we have a WiFi-sample. The cells of this matrix are 0 if
the specific router was not observed at the time stamp, and 1 if it was. We
merge columns of this matrix into 5-minute bins by taking the union of
the merged columns. Then we merge rows (routers) which are a subset of
another row (router) into the row that is a superset. When merging rows,
we introduce so-called importance weights for each router (row) depending
on how many routers a single router completely ”covers” (this is done
because one router might be covering many routers, and consequently
is a more stable indicator and we want to keep this information). This
merging process is illustrated in Figure 2.1. We cluster the columns of this
processed matrix X ′ using DBSCAN where distance between columns is
the weighted Jaccard-distance. Finally we post-process this clustering by
merging consecutive occurences of the same cluster if the gap between
them is small enough (15 minutes).



STATISTICAL MODELS FOR WIFI DATA AND EDUCATIONAL PEER REVIEW 15

Figure 2.1: An illustration from [Wind et al., 2016] of how the merging of routers/rows
work. This is done in order to reduce the size of the dataset. Here, merging
is shown for one day of data. The result is a reduction from 357 to 29
routers. The first stop-location on this day is reduced to a single router
since that router was present at all times and consequently covers the other
routers completely.
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Measuring accuracy When we want to compare the different approaches to
inferring stop-locations there are two things to assess. The first is detecting
when the subject is stationary (this is equivalent to the reverse problem of
detecting transitions between stop-locations). Another challenge is to infer
in which stop-location the subject is located (when stationary). To address
both, we run two tests, the first measuring how well the methods predict start
and end-times of the stops recorded in the ground truth data, and the other
measuring how well the inferred stop-locations match the true stops in regards
to their geographical location.

To quantify the accuracy of start-and stop times we calcuate the amount of
overlap between the stop-locations that each method finds and the ground-truth
stop-locations. Because the ground truth is without labels (we don’t know which
stop-location it is), we treat it as a binary classification problem where the task
is to detect if the subject is stationary at a given time. We time-bin the data in 1
minute intervals, and count the overlap between predictions and ground truth.
We compare the methods with a baseline (Always 1) always predicting that the
subject is in a stop-location (since approximately 96% of the time is spent in a
stop-location). Table 2.1 shows the results.

GPS DBSCAN Top router Always 1
MCC 0.497 0.737 0.723 0.000
Classification error 0.060 0.020 0.019 0.040
Precision 0.989 0.988 0.985 0.960
Recall 0.950 0.992 0.995 1.000
F1 0.969 0.990 0.990 0.979

Table 2.1: Results when evaluating the ability to detect stationarity. For each of the
four methods, we calculate 5 different measures of error. The DBSCAN-
method (on WiFi) achieves the best result on MCC. One of the reasons that
the GPS-based method outperforms on precision is that mobile routers (for
example a router in a bus) are inferred as stop-locations with a WiFi-based
method, but are not reported as such in the ground truth data.

Matthew’s Correlation Coefficient (MCC) is a measure of the quality of a binary
classification, and can be used for classification problems with large class im-
balance (the case here, since people are almost always stationary). Even for
cases with an extreme fraction of time-bins where subjects are stationary, simple
models that always predict stationarity will receive a MCC of 0 (which we also
see here).
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We are not immediately able to determine if our inferred stop-locations are
meaningful (correspond to physical locations of interest) since the ground truth
data does not contain labels. By using the GPS-samples that have been collected
along with WiFi data, we instead consider if the stop-locations (clusters of
time-bins) found by the different methods are geographically similar/close
to the GPS-samples collected while present at stops recorded in the ground
truth. We compare the geographical median of each inferred stop-location to
the geographical median of GPS-samples in the ground truth. For the three
methods, the median of the distance between the median position of the stops
found using GPS-traces and the true stop position is 28.86 meters. For DBSCAN
on WiFi, the median error is 29.17 meters and for the Greedy router selection,
the median error is 29.26 meters.

Results For the classification problem of detecting start and stop-times for
stop-locations, WiFi based methods perform better than GPS-based methods.
Part of this is due to the higher sampling rate for WiFi compared to GPS. When
looking at the ability to infer clusters of meaningful geographical location, all
the methods report similar errors. Generally, our results show that it is possible
to infer meaningful and accurate stop-locations using WiFi. Additionally, the
fact that two different approaches to inferring stop-locations with WiFi (greedy
router selection and DBSCAN) both work well, indicates that WiFi is a robust
data source for this application.

2.3 Inferring Person-to-person Proximity Using WiFi Signals

The following section is based on the article Inferring Person-to-person Proximity
Using WiFi Signals in Appendix B. We will summarize the main results of the
article here.

In the previous section we studied how WiFi data is able to tell us about the
physical location of a person (consequently removing the need for GPS-data).
Physical mobility and location is one of the very important aspects of human
behavior, but if we are to understand complex social dynamics we need to not
just study movement of individuals, but also their interactions. In this paper we
show how WiFi-data also allows us to infer person-to-person proximity.

Data We use a longitudinal dataset consisting of WiFi and Bluetooth scan
results obtained from hundreds of participants (university students), gathered
over a year as part of the Copenhagen Network Study [Stopczynski et al., 2014].
By using Bluetooth as a ground-truth signal for physical proximity, we train a
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machine learning model (a Gradient Boosted Classifier) to predict whether two
individuals are in close physical proximity using the results of WiFi scans from
their two devices. We process the data before extracting features for our model.
The following steps were taken

1. Binning of the time information of WiFi scans into 10 minute bins.

2. Sorting the list of routers (descending) by the number of timebins in
which they appear.

3. The router appearing in most timebins is assumed to be the home router.

4. We select only data where the person saw or was seen at least once (on
Bluetooth) during the last hour.

The last step is performed since Bluetooth data is not always available, and
actually makes the prediction harder since we remove the long stretches of time
where people are alone (for example in the night). To train the model we need
negative samples of non-proximity. To obtain this we pick possible interactions
between people who did not see each other on Bluetooth but have at least one
overlapping router. This gives a dataset with 31% positive and 69% negative
samples. Summary statistics for the dataset can be seen in Table 2.2.

training test
total observations 0.5M 115.5M
unique users 812 820
% positive 31% 31%
mean number of access points per observation 11.3 11.3
median number of access points per observation 7.0 7.0

Table 2.2: Summary statistics of the dataset used to infer proximity events.

Methods of comparison For comparing the similarity of two lists of observed
access points, we use a number of different measures (described in detail in
Appendix B):

Access point (AP) presence overlap (raw count of overlapping routers), non-
overlap (raw count of non-overlapping routers), union (size of the union),
jaccard (ratio between overlap and union)

Received Signal Strength (RSSI) for overlapping routers we compute: spear-
man correlation coefficient of RSSI, pearson correlation coefficient of RSSI,
manhattan distance of RSSI, euclidean distance of RSSI
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AP presence + RSSI top AP (do the scans have the same strongest router), top
AP ± 6dB (is there an overlapping router in the scans within 6dB of the
top router)

Timing hour of week (number between 0 and 7× 24− 1 = 167)

Popularity min popularity (how many participants scanned the least popu-
lar router in the scan within 5 minutes of the meeting), max popular-
ity (similarly for the most popular router), Adamic-Adar-like measure
(aa(u1, u2) =

∑
i

1
log(popularity(APi)

for overlapping routers)

Location at home (is the person at their home router), at DTU (is one of the
routers broadcasting the ssid dtu)

Pearson and Spearman correlations (of RSSI) are not always possible to calculate
– for example when there are fewer than three routers available for comparison
and if at least one person reads all signal strengths at the same level. To ensure
that we train the model in the cases where only few routers are avaialble we
impute missing values by using the mean value of the feature (averaged over
all non-missing training examples) when encountering a missing value. In
Figure 2.2 the importance of the different features in the model is visualized.
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Figure 2.2: Our Gradient Boosted Classifier reports the relative importance of each
feature. The most important feature (after 30 rounds of training) is Jaccard
similarity, followed by “overlap among the strongest routers (top AP±6dB)”,
Adamic-Adar, and Pearson correlation between vectors of signal strengths.

Results Using the area under the Receiver Operating Characteristic curve
(AUC ROC) as the metric of performance we compare how well we can infer
proximity using individual features. The single best feature is found to be the
Jaccard similarity giving a 0.84 AUC on the test set. When combining the differ-
ent features together and training a Gradient Boosting Classifier (parameters
obtained through grid search with 5-fold cross validation) we obtain a total
AUC score of 0.89. A slightly simpler model that does not include any features
that are specific to our dataset (such as “at dtu”) has the same performance of
0.89 AUC.



Chapter 3

Scaling Pedagogy with Technology

3.1 Introduction

Over the last decade, general technological development had led to many things
becoming an order of magnitude cheaper, faster or better (and sometimes multi-
ple of these have happened at the same time). In 2001 the cost of sequencing a
human genome was $100,000,000 and in 2017 that price had already dropped
to around $1,000 [Sheridan, 2014]. In 1900 more than 36% of children died
before the age of 5, whereas in 2015 the child mortality has almost reached 4%
[Roser and Mispy, 2017].

While technological development has impacted most of society in incredible
ways, education can seem to have been left behind. Comparing education
today to education 20 years ago, we find that the price of a college degree has
increased 200% (Figure 3.1 illustrates the development of the cost of different
consumer goods and services). In the same time period, the time to complete
a degree in higher education has not become shorter and it is hard to find
concrete evidence indicating that the general quality of education has improved
significantly.

21
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Figure 3.1: Figure from [Perry, 2018] showing percentage changes in prices of selected
consumer goods and services, along with the increase in average hourly
earnings and the overall inflation as a benchmark.
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One of the positive developments related to education is that an increasing share
of the world’s population is getting access to education as shown in Figure 3.2
and that the overall literacy world-wide is increased as an effect. The trends
indicate that in the future we are going to have an even higher number of
students requiring education, and it will become increasingly important to make
education more economical and effective. One recent advance towards making
education “scale” is Massive Online Open Courses (MOOCs) which let hundreds
of thousands of students take a course online together, taught by some of the
most prestigious educators in the world. While this approach seems fruitful,
one of the biggest challenges with MOOCs is that the dropout rates are higher
than in classical educational institutions [Daniel, 2012, Clow, 2013] and that
knowledge retention is generally found to be lower when acquiring skills at
such a high pace through non-interactive media such as watching videos of
lectures [Clow, 2013, Bjork et al., 2013].

Figure 3.2: The development and projection of the “rate of no education” in selected
parts of the world from 1970 to 2050. As seen from just the historical data,
there has been a dramatic movement towards education for all, and the
projections indicate that in the future, many more students will partake in
education.



24 CHAPTER 3. SCALING PEDAGOGY WITH TECHNOLOGY

Numerous studies indicate an increase in the automation of existing jobs [Frey
and Osborne, 2017, Forrester, 2017, McKinsey, 2017]. There are generally two
perspectives on the effect of this: One is that humans will become obsolete and
that robots will put them out of a job (for better or worse). The alternative
perspective is that humans will have to leverage some cognitive advantage
over machines to take on higher level tasks (thus leaving the simpler tasks to
computers). The concept of so-called “21st century skills” can include things
such as creatitivy, collaboration, communication, giving feedback and critical
thinking [Dede, 2010]. If we expect that most simple tasks will be automated in
the near future, training humans in 21st century skills becomes more important
than ever. Combining the need for scaling our approach to education with a re-
quirement for teaching 21st century skills leads us to one of the most important
challenges of the future of education: How do we effectively train 21st century
skills at scale?

Bloom’s taxonomy [Bloom, 1956] is a set of hierarchical models used to classify
educational learning objectives. The fundamental concept of Bloom’s taxonomy
is an ordering of learning objectives from low complexity to high complex-
ity: Remembering, comprehending, applying, analyzing, creating, evaluating.
One way to understand this, is that evaluating something requires a deeper
unsterstanding than simply remembering it. Most courses in higher education
combine two types of activities: Taxonomically simple knowledge acquisition
(usually through lectures and reading) and taxonomically complex analysis
and creation (usually in the form of problem solving and homework). With
the introduction of technology in education, the concept of so-called blended
learning has become popular in most educational institutions. The idea is to
combine online digital media and activities with traditional classroom meth-
ods. This allows educators to let computers take care of taxonomically simple
tasks (knowledge acquisition) and consequently free up time for the teacher to
support students in the taxonomically complex challenges (analysis, evaluation
and creation) where most learning happens. Research like [Nicol et al., 2014]
indicates that when students engage in taxonomically complex tasks like evalua-
tion, they train super-curricular skills such as critical thinking and self-reflection.

While the concept of blended learning frees time by removing the teacher from
simple knowledge acquisition, it still requires a significant time investment from
teachers in facilitating the teaching of complex skills. MOOCs succeed on the
challenge of scaling, but still face challenges with supporting the training of
higher taxonomical levels of understanding and development of 21st century
skills.
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In order to increase the learning outcomes of teaching, the use of peer tutoring
(students teaching other students) is one of the most effective strategies (there
are numerous studies showing that the act of teaching others is one of the
most effective ways to learn something [Koh et al., 2018, Fiorella and Mayer,
2013, Cohen et al., 1982]). In the ideal world, students would be doing all the
teaching. Besides watching lectures, students should also give lectures. Besides
solving problems, students should pose problems. Besides receiving feedback,
students should be giving feedback. With a peer-led educational model, the
need for teachers is partly eliminated (solving the scalability problem) and
through teaching, assessing and creating, students are constantly trained on a
high taxonomical level and in mastering 21st century skills. By reducing the
need for teachers (and potentially for physical buildings), a digital peer-led
university does not necessarily have any significant financial costs.

Having a class full of students (or a whole university) teaching each other can
easily become a complex and chaotic process, but by scaffolding this process
with technology it becomes possible to run an entirely peer-based university
that is fair, efficient and in a way that maximizes learning for each student. The
basic components of such a digital peer-led university are:

• Lectures taught by students (and peers watching them).

• Problems created by students (and peers solving them).

• Feedback given by students (on assignments by peers).

• Other learning activities organized by students (for their peers).

and the shared challenge in each of these is to allow a student to produce
a piece of work (a lecture, a problem set, a solution to a problem set or an
assignment, etc.) and have other students evaluate and give feedback to that
piece of work. The goal is to create a self-regulating and self-sustaining educa-
tional system where students are incentivized to learn the right things. Some
modern institutions of higher education are already applying such a peer-led
model to their teaching. The university “42” (www.42.us.org) has a completely
peer-based pedagogy where the university has no teachers and where students
teach each other all of the curriculum and are responsible for assessing each
other.

One inherent challenge brought up by many in such a peer-led educational
model is to ensure quality. In the production of this thesis we have investigated
approaches to the specific subproblem of peer feedback and peer assessment in a
way that ensures a high quality of feedback. This challenge is approached by for
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example having reviewers receive “feedback on their feedback”, by automatically
allocating reviews in a way that maximizes feedback quality and by having
automated systems for finding feedback that needs additional moderation from
instructors.

3.2 Peer Assessment

Peer assessment is the pedagogical activity of letting students assess and give
feedback to work produced by other students. In litterature it is also referred to
by various similar names including peer feedback, peer grading, peer editing,
peer review and peer evaluation. The variations “peer feedback” and “peer
editing” have a formative focus on discussing strengths and weaknesses in order
to help the author improve their work. The variations “peer grading” and “peer
evaluation” have a more summative focus on measuring the quality of the work
– often resulting in a numerical score. In either case, the idea of having students
review work by other students include the formative idea of assessment for
learning [Black and Wiliam, 1998, Gielen et al., 2010].

3.2.1 Why is it meaningful to use peer assessment?

Instructors turn to the idea of peer assessment as a teaching tool for multiple
reasons. Having peers assess your work can increase the pressure on students to
perform well (through social pressure) [Tsui and Ng, 2000, Pope, 2001, Gibbs
and Simpson, 2005]. [Cole, 1991] finds this effect in students from fourth
grade and [Pope*, 2005] reports similar findings between university students.
At the same time, findings show that students find feedback from their peers
more understandable and relateable than feedback from their teachers [Topping,
2003, Hounsell, 1987, Higgins, 2000, Gibbs and Simpson, 2005, Yang et al.,
2006].

Another positive effect of peer feedback is that students can obtain feedback on
their work faster if they collaborate on giving the feedback and consequently
this can save time for the teacher [Sadler and Good, 2006, Searby and Ewers,
1997]. There are studies that indicate that getting imperfect feedback immedi-
ately is more effective than receiving perfect feedback later [Gibbs and Simpson,
2005]. When the time spent on giving feedback is reduced – and consequently
the “cost” of feedback decreases – this introduces the possibility to have more
of it. [Gielen et al., 2010] describes the idea of letting students run a series of
feedback sessions for a single piece of work. This allows the students to receive
feedback on a draft version of the work, improve that draft and then submit
a better version. If teachers alone have to follow this approach, they not only
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have to review the students’ final work but also the drafts, making the feedback
task even more cumbersome.

One of the most common arguments for letting students review work by other
students is the cognitive gains that students get from the reviewing process
[Bloom et al., 1964, Boud and Falchikov, 1989, Sadler and Good, 2006, Liu and
Carless, 2006, Nicol et al., 2014]. The core idea is that the reflection needed to
review work forces students to understand the material in a deeper way and
exposes them to different ways of approaching a problem.

Finally the act of giving feedback is not surprisingly a great way to train the
skill of giving and receiving feedback [Rust et al., 2003, Bloxham* and West,
2004]. [Sadler and Good, 2006] additionally explains that the use of peer
feedback in a classroom has the potential to change the dynamics of teaching to
become a more collaborative endeavour and give students ownership of their
own learning.

3.2.2 Peer Feedback with Peergrade

This section is based on the article Peer Feedback with Peergrade in Appendix C.
We will summarize the main results of the article here.

Peergrade is a digital tool for facilitating peer review. It is built specifically for
supporting the use of peer review in educational settings but is also used in
non-educational settings such as corporate training, knowledge sharing, pitch
competitions etc. The tool has been developed by the company Peergrade Inc.
which was co-founded by David Kofoed Wind and has been used by more than
300,000 students to date. While developing Peergrade, the focus has primarily
been to develop a tool that is user-friendly and that allows more people to
get access to the benefits of peer review. Additionally we have tried to obtain
interesting datasets related to peer review and to learn from analyzing this data.

In this subsection we will go through some of the features and components of
Peergrade.
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Figure 3.3: The review interface for students when reviewing a submission by another
student. The left part of the screen is used to show the submission to be
reviewed and the right side of the screen contains the rubric which outlines
the review-criteria that helps the students review the work.
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Figure 3.4: One of the interfaces in Peergrade for instructors to get an overview of the
results of a peer review session. The left side of the screen shows a list of
submissions and various information about them such as the submission
quality and the number of reviews. The right side shows the actual reviews
of a specific submission.

The structure of a Peergrade assignment

The basic flow of an assignment in Peergrade is the following:

1. Teachers give a task to the students that they have to complete – for
example producing a piece of written work.

2. Students submit their work on Peergrade, either alone or in groups.

3. Students anonymously review work by other students according to criteria
made by the teacher (the so-called feedback rubric).

4. Students receive their feedback and react to it (a sort of feedback to the
feedback).

Features of Peergrade

The features in Peergrade are developed in order to ensure both flexibility and
userfriendlyness for instructors and students – of all ages and in every subject.
While some features are expected of any peer review tool, others are novel and
designed by us. The paper in Appendix C goes through all important features of
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Peergrade, and in this section we will just highlight the most important ones.

In Peergrade it is possible to enable students to submit their work in groups.
This allows all students in a group to access and interact with the feedback
received on their work, and it ensures that students are not assigned to their
own work submitted by a group member.

The default setup in Peergrade is to have double-blind reviewing where students
are not provided with the identity of the authors of the work they are reviewing
nor of the authors of the feedback they receive. Teachers are able to disable
anonymity in either or both directions.

To ensure that students write useful feedback to each other, the concept of feed-
back reactions has been implemented (in literature this idea is also known as
feedback-on-feedback and back-reviews). Conceptually the idea is that students
are asked to review the quality of a review they receive, according to different
criteria for what constitutes good feedback. Beyond providing feedback to
reviewers on how to improve their feedback for the future, it also provides
instructors with a numerical score indicating the quality of feedback given by
each student.

One of the core challenges with digitally assisted peer review is allocating sub-
missions to the right reviewers. In Section 3.4 we describe how Peergrade tries
to optimize the way allocations are made in order to ensure better feedback to
all students.

One of the mechanisms that can be used to ensure that students feel safe in
the process of peer review is flagging of feedback for moderation by a teacher.
In Peergrade, students can mark a specific piece of feedback for moderation
by clicking on a flag-icon. This will notify the teacher of the flag and allow
them to overrule the evaluation and provide their own feedback. Since not
all wrong feedback is caught by students (they are for example not as diligent
when flagging feedback that is too positive towards their work) we have built
an automated flagging mechanism with the name of Flagbot. This system is
described in Section 3.5.

3.3 Quantifying Feedback Quality

This section is based on the paper Quantifying Feedback – Insights Into Peer
Assessment Data included in Appendix D. We will summarize the main results of
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the paper here.

One of the key problems when using peer assessment in an educational setting
is to ensure high quality feedback between peers. Feedback here can be a
combination of quantitative/summative feedback (numerical) and qualitative/-
formative feedback (text). Ensuring that quantitative feedback is correct and
valid has been dealt with by many researchers [Topping, 2003, Price et al.,
2016, Cho et al., 2006, Panadero et al., 2013] and is conceptually a problem
of outlier detection. Here we investigate a way of letting students assess the
quality of feedback received from their peers. With this dataset of reviews and
the perceived usefulness of the review we investigate how different things like
the text length and the number of spelling errors correlate with the perceived
feedback usefulness. Additionally we look at the connection between how good
students are at giving useful feedback and creating high quality submissions.

3.3.1 Data

Our dataset consists of 351 classes that ran over the year of 2016. Each class
contains between 1 and 16 assignments and between 12 and 315 students.
Across all classes, approximately 8% of reviews have a feedback reaction. This
analysis focuses only on this data, which contains 1600 students, 3159 reviews,
981 submissions and 139 assignments in 74 courses across 26 institutions.

After the phase where students review work by others, they are presented with
feedback given to their own work. Students are then able to provide a so-called
feedback reaction, which is an evaluation of how useful they found the review.
This feedback reaction can contain some optional qualitative feedback on the
feedback, but always contains a measure of the quality on the following scale:

• Not useful at all. (corresponds to 0%)

• Not very useful. (corresponds to 25%)

• Somewhat useful. Could have been more elaborate. (corresponds to 50%)

• Very useful. Minor things could be better. (corresponds to 75%)

• Extremely useful. (corresponds to 100%)

Each piece of work submitted to Peergrade receives a “total submission score”
which is the average of the scores assigned to the submission by the reviewers
(each reviewer’s score is an average of their evaluations for each question in
the feedback rubric). Beyond the submission score the students receive a “total
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feedback score” which is the average of the feedback reactions given to the
reviewer (so if a student writes two reviews where one is considered “Extremely
useful” and one is considered “Not useful at all” their total feedback score is
0%+100%

2
= 50%.

3.3.2 Results

Here we report on three main results from the paper. The first is that students
consider feedback less useful if it disagrees with the other feedback they received.
The second is that highly rated submissions generally receive feedback that
is perceived to be useful. The third is that there is only a weak correlation
between the quality of submissions and the feedback score of their authors.

Students consider disagreeing feedback as less useful

The plot in Figure 3.5 shows that feedback which deviates from other feed-
back given to the same submission is generally perceived as less useful and
consequently receives a harsher feedback reaction. This is not only the case for
feedback that is negatively disagreeing (harsher than other reviews), but also
for feedback that is positively disagreeing (nicer than other reviews) although
the effect is more extreme for negatively deviating reviews.
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Figure 3.5: This figure shows the connection between how a review deviates from
the other reviews of the same submission (the horizontal axis) and the
perceived quality of the review (the vertical axis). The lines are created
by applying a sliding window Savitzky-Golay filter with different window-
sizes.

Feedback scores are generally higher on highly rated hand-ins

We find a moderate correlation (r = 0.27, p = 3.06E−49) between the perceived
usefulness of a review and the perceived quality of the reviewed submission
(according to the reviewers). This is illustrated in Figure 3.6.
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Figure 3.6: This figure shows the connection between the perceived quality of the
submission (vertical axis) and the perceived usefulness of the reviews of
that submission (horizontal axis). This is illustrated both with a series of
histograms for each level of the feedback usefulness scale and with lines
showing the average and median.

There are different ways to explain this finding. One explanation is that students
have an easier time writing useful feedback to submissions of high quality than
to poor submissions. Another similar explanation is that students simply spend
more time on reviewing good submissions. The intuitively most likely explana-
tion is that there is a tit-for-tat like pattern where students that receive postive
feedback (feedback praising their work) give a positive feedback reaction, and
that students who receive negative feedback (feedback critiquing their work)
provide a harsh feedback reaction. This is partly in line with the other finding
(that students consider disagreeing feedback less useful).

Academic performance and obtained feedback scores are weakly
correlated

In Figure 3.7 the connection between the academic performance (how good a
student is at producing high quality submissions) and their feedback skills (how
good a student is at providing useful feedback) is visualized. The correlation
between the two factors is weak but significant (r = 0.11, p = 1.64E−3).
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Figure 3.7: Each point relates to performance of a single student s in a single as-
signment. The horizontal axis shows the rating of the submission by s
relative to other submissions on the same assignment, and the vertical axis
shows the perceived usefulness of the feedback given by s on the same
assignment.

A weak correlation between submission qualities and feedback quality can
indicate that the skills required to produce good submissions is not the same as
the skills required to write useful feedback. This is in line with the findings of
[Nicol et al., 2014].

3.4 Optimal Allocation of Peer Reviewers

The following section is based on the article Optimal allocation of reviewers for
peer feedback in Appendix E. We will summarize the main results of the article
here.
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In the paper [Wind et al., 2017] we propose a new way to allocate reviewers to
submissions in a peer review session. Where related work focuses on allocating
reviewers in order to optimize for statistical validity of evaluations we instead
focus on optimizing quality of feedback received by each student. We are using
a dataset of more than 10,000 reviews with a feedback reaction to construct a
statistical model that predicts the feedback usefulness of future reviews based
on the identity reviewer in order to make a “smart” allocation.

In order to determine if our allocation approach works, we compare our pro-
posed algorithm to random allocation and a super-informed oracle algorithm
as benchmarks. Using 600 real peer feedback sessions from Peergrade we are
able to simulate how different allocation algorithms perform in an environment
as close to reality as possible. We also investigate the difference between the
strategy of fixing allocations before the session and the strategy of making the al-
locations in an online manner (on the fly). Our proposed algorithm outperforms
random allocation significantly and is robust under different scenarious such
as incomplete reviews, group submissions with different group sizes, missing
submissions etc.

3.4.1 Data

Our data set contains 623 assignments with a total of 40,931 reviews completed.
For each assignment between 12 and 315 participated. The total number of
reviews with a feedback reaction available that was used for this paper is
13,337.

3.4.2 Method

In order to allocate reviews in an optimal way, we need a way to know (ahead of
time) how good reviews a reviewer will write and a way to act on this (inferred)
information to produce an allocation. This subdivision of the problem allows us
to tackle it step by step. In order to get proper data about the quality of reviews,
we first make a model that can give an estimate of the feedback quality of a
review based on meta-features about that review.

Feedback skill scoring Our prediction model uses a Random Forest regressor
[Breiman, 2001a] with feedback encoded in five features:

1. Text length

2. Number of evaluation questions answered (some questions are optional)

3. Time spent giving feedback
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4. Frequency of typos in the text

5. Text sentiment [Nielsen, 2011]

We normalize these (except for text sentiment) across reviews in the same
assignment. Using this model we infer feedback reactions for the reviews that
have not received a reaction. To tell us something about the future quality of
reviews for a student we look at their past reviews and use the average feedback
quality as a prediction. Note that with the ability to infer feedback quality from
a review, we can update our estimate of the feedback skills of a student during
a feedback session from review to review.

Feedback allocation The common way to allocate reviewers to submissions
is to do it before the peer review process starts (this is called pre-allocation).
Alternatively it is possible to allocate reviewers online (live during the process).
While pre-allocation seems easier, it is extremely sensitive to situations where
even a small fraction of the reviewers do not complete their reviews and this
will often lead to students not receiving any reviews of their work. In the paper
we compare three different approaches to allocation:

Random allocation Reviews are allocated without considering feedback qual-
ity - but still in a way that ensures evenness (all submissions receive
approximately the same number of reviews). Random allocation can be
pre-allocation or online allocation.

Skill-based allocation Based on the quality of previous reviews, predictions
are made for the quality of future reviews. For previous reviews without a
feedback reaction a prediction model infers a likely quality.

Oracle allocation By “looking into the future” and knowing the actual quality
of future reviews we make the optimal possible allocation as a benchmark.
It is not possible to beat this benchmark.

The oracle allocation is just used as a best-possible benchmark that we can mea-
sure performance against. Since we are interested in benchmarking different
allocation algorithms we simulate how they would allocate reviews using real
data from Peergrade. We use “recorded” peer review sessions as simulation
data and run them again but with a new allocation algorithm. This allows
us to capture real-life challenges such as missing reviews, weird timings and
complicated setups and constraints. In order for us to run these simulations,
we have to make the assumption that the feedback quality is not correlated
with the submission that is reviewed. This assumption is clearly incorrect as
described in [Wind and Jensen, 2017], but allows us to test allocations in “the
lab”.
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3.4.3 Results

To compare allocation algorithms we use two different metrics. The first is
“minimum summed quality” which is the total feedback quality (sum) given to
the submission that received the “worst” total feedback. The other metric is the
standard deviation of total feedback qualities given to different submissions (if
this is high, some submissions receive much better feedback than others).

Figure 3.8: This figure shows the two metrics of allocation quality (minimum summed
quality and standard deviation) for pre-allocation and online-allocation,
and comparing random allocation with our improved skill-based allocation
algorithm. As seen in the plots, the skill-based algorithm is not able to
outperform random allocation for pre-allocated reviews, but when using
live allocation we can get close to the level of oracle-allocation.

3.4.4 Additional work

With the above work as the point of departure, we have done additional work on
the problem of optimal allocation. This work has been done in collaboration with
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Ioannis Kavadakis as part of his master thesis (which was supervised by me and is
to be submitted).

In order to be more effective in working with the allocation problem, we decided
to simplify it. We decided to replace perceived feedback quality (as reported
by the feedback receiver) with the total text length of the review. Different
research papers show that the text length of peer reviews correlate strongly
with perceived quality [Kotturi et al., 2017].

Since the reviewer-allocation problem comes from a real-life usecase in Peer-
grade, we wanted to develop a method that can be implemented in practice,
that is robust and that makes it easy to investigate why the algorithm behaves
as it does. In the work described above, the approach was to select a submission
for review just-in-time when a reviewer needed a submission. A consequence
of this is that all allocation logic has to be executed in real-time at allocation.
In this updated approach we instead decided to continuously pre-allocate the
reviews. The idea is that we initially pre-allocate all reviews to submissions in a
predicted “optimal” way – by predicting everything including who will finish
their reviews, how good they will be and so on. When the first reviewer R1

goes to Peergrade to write a review, we then allocate them to a submission
according to our pre-allocation. Now we update our pre-allocation with our
new knowledge (the review that has already been allocated can’t be changed,
and we now know that R1 has decided to at least partially participate in the
review process). Every time a new allocation event happens (when a reviewer
requests a submission to review, when a reviewer updates the draft of a review
or when a reviewer submits a review) we update the pre-allocation, keeping the
already allocated reviews static (since they can’t be changed anymore). During
the peer review process, the allocation keeps changing when we gather more
results, and eventually becomes the final actual allocation.

This approach has two primary advantages. First of all, it becomes very easy to
investigate the behaviour of the algorithm since it will at all times contain a full
review allocation, and we can look at how this allocation looks and updates over
time. Secondly, because a pre-allocation already exists (has been pre-computed)
when a review needs to be allocated, we do not need to do any calculations
just-in-time, but only between allocations, allowing the system to allocate a
review immediately when a reviewer requests a submission for review. In the
case where reviewers are requesting submissions too fast for us to update the
allocation, we can allocate them a submission according to an old version of
the pre-allocation, sacrificing a bit of accuracy for immediate allocation (this
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tradeoff can be decided by the system designer).

The continuous pre-allocation algorithm comprises two sub-problems, namely
that of predicting the length of a review before it happens (and likelihood that
the review will actually be completed), and that of allocating reviews assuming
that these predictions are correct. For the actual allocation problem, we can
either employ a simulated annealing approach (since the allocation problem
is NP-complete [Korf, 2009]) that starts with a random (valid) allocation and
“shuffles” the allocation semi-randomly until it does not improve anymore, or
we can use a simple heuristic that produces close to optimal allocations for large
number of reviewers.

To estimate the length of a future review, we use the general distribution of
review lengths overall and the distribution of review lengths for the specific
reviewer in general and on the current assignment. The fact that there are
often reviewers who do not finish their reviews means that we have to be
careful when allocating, since a significant fraction of reviews are only allocated
but never submitted. To take this into account, we also try to estimate the
probability of a review actually getting submitted. These probabilities are based
on general probabilities of reviewers submitting their first review, their second
review etc. In order to simplify the problem, we combine the expected length
of a review and the probability that it will be completed by multiplying them
(corresponding to the probabilistic idea of expectation value of a continuous
random variable).

In Figure 3.9 (created by Ioannis Kavadakis) we visualize a state of this allo-
cation algorithm. When we measure allocation quality on a normalized scale
(0 to 1), the simple approach of just allocating a review to a submission with
fewest reviews obtains a score of 0.39 when averaged over more than 1,000
assignments from Peergrade. The best possible allocation (oracle allocation)
obtains 0.83 and our predictive model is able to get 0.46. This is a significant
improvement (around 15%) on the simple model, but shows that there is still a
lot more to be obtained by improving the prediction models that estimate the
likelihood of a review finishing and its expected length.
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Figure 3.9: The bottom part shows a timeline of the review process (from the first
review is allocated to the last review is submitted), where each row corre-
sponds to a reviewer, and the bars in that row indicates when the reviewer
worked on their reviews. Each review-bar has a label indicating which
submission the review is of. The right sub-figure shows our current esti-
mates of how long a review each reviewer is likely to produce (the height
of the bars), how many reviews each reviewer has left (the color of the bar)
and which reviewer is next in line to be allocated a submission (marked
with bold outline). The left sub-figure shows the current pre-allocation.
The horizontal axis enumerates the submissions, and each stack represents
the reviews allocated to that submission. The reviews in each stack are
labelled with the id of the reviewer, a state (submitted, allocated and
to-be-allocated), expected length of the review (height of the bars) and the
probability that the review will be submitted (color of the bars).
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3.5 Flagbot

This section is based on unpublished work. This work has been done in collabo-
ration with Michal Baumgartner (through his work at Peergrade), Maximillian
Zellinger (through his master thesis that I have supervised) and Rasmus Arpe
Fogh Jensen (through his bachelors project and an additional project that I have
supervised).

Peergrade allows students to flag feedback for moderation by a teacher or a
teaching assistant. Figure 3.10 shows an example of a piece of feedback that
has been flagged by the receiver. In this case the flagged feedback is actually a
feedback reaction, so the original author of the feedback was not satisfied with
the feedback reaction received.

Figure 3.10: A piece of feedback that has been flagged by the receiver. In this case the
student Mikkel has given a feedback reaction to feedback from Emil and
selected that he found the feedback from Emil to be “Not very useful”.
Emil has then flagged this feedback for moderation and written that “I
think my feedback was extremely useful. Flagging this for our teacher”.

The flagged feedback is available to instructors through the Flags-interface in
Peergrade. This interface (which is shown in Figure 3.11) provides a list of flags
that need to be resolved together with a description of the flag. Instructors are
able to either dismiss the flag if they do not want to change anything or resolve
the flag if they want to overrule the evaluation or provide additional feedback.
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Figure 3.11: This is the flagging interface for instructors in Peergrade. On the left side
of the interface a list of flags to be resolved is presented. When a flag is
selected on the left side, the right side shows information about the flag
and allows the instructor to resolve it.

While students are quite effective at flagging feedback that they feel is too
critical, they do not always flag feedback that is too positive. This and other
factors leads to a situation where some feedback that should have been flagged
is not flagged by the students.

Generally flagged feedback falls into 4 categories:

1. Evaluations that are numerically invalid. This is the case when students
are asked to assess the quality of something on a scale and they provide
an either too negative or too positive evaluation.

2. Feedback that is qualitatively wrong. This is the case when students
provide text feedback which is misinforming or incorrect.

3. Toxic feedback where students write very harsh feedback to each other,
for example including a personal attack and using toxic language.

4. Meaningless feedback. Some instructors require that the students write
more than a certain number of words before submitting their feedback.
Some students fill the text box with the same word repeated (for example
“word word word...”) or with another form of gibberish.
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Additionally the numerically invalid feedback can be broken down into two
categories: numerically invalid reviews and numerically invalid feedback reac-
tions. Conceptually the two are similar, but the primary difference here is that
there are generally multiple reviews of the same submission (so we can observe
the difference in reviews) whereas there is generally only a single reaction to a
review.

To help instructors ensure that the feedback provided in their classes is useful,
correct and non-toxic, we have developed an automated system called Flagbot
that automatically flags feedback. At the time of writing this thesis, the problem
of meaningless feedback has not been adressed since it is not perceived to be of
high importance. Additionally the problem of qualitatively wrong feedback has
not been adressed since we deem it a much harder problem to solve than the
others.

3.5.1 Numerically invalid reviews

For flagging numerically invalid feedback, we only consider evaluation criteria
of summative nature (scale questions and yes/no questions). On these ques-
tions, reviewers are asked to rate the quality of something, and the resulting
answer can be transformed to a rational number between 0 and 1. When
multiple reviewers review the same submission and answer the same evaluation
criteria we get a set of such scores, e.g. (0.33, 0.33, 0.0, 1.0). In this case the
answer 1.0 is the numerical outlier and consequently would be assumed to
be the invalid feedback. Different statistical methods can be used to assign a
score to each answer indicating how inaccurate it is, including simple methods
based on standard deviations and more complex Bayesian methods. Addition-
ally, it should be noted that while (0.0, 0.0, 0.0, 1.0) and (0.0, 1.0, 1.0, 1.0) are
numerically symmetric, they should not necessarily be treated the same for
this problem since students are more likely to flag harsh feedback than nice
feedback and our algorithms should take this into account.

3.5.2 Toxic feedback

Since we do not have labelled data in Peergrade for training a toxicity model,
our work has been based on a different dataset obtained from [Kaggle, 2017]
of online forum comments labelled as different kinds of toxic. In the Kaggle
competition there are 6 different types of toxic comments, but for our purpose
flagging is binary and we could consequently model the problem as a binary
classification problem with just one type of toxicity. The obtained dataset con-
tained 90% comments that were labelled as non-toxic and 10% toxic comments.
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By training a recurrent neural network for binary classification we were able to
obtain an accuracy of 0.94 on a validation set.

3.5.3 Numerically invalid reactions

In order to detect numerically wrong feedback reactions, we can train a natural
language model that looks at the text of the review and tries to predict the
feedback reaction provided by the receiver of the review. The challenge with
this approach is that there is a tendency for students to mark harsh feedback
as less useful and positive feedback as useful even when it is not. One way to
combat this trend, is to include the numerical harshness directly as a feature for
the machine learning model during training but then not include the feature
during predictions. By providing the model with a direct measure of numerical
harshness, it does not use the text-features to detect this.

Additional details of this research is to be published in the future.





Chapter 4

Conclusion

In this thesis we have decribed two seamingly disjoint problems, that of infer-
ring other data sources based on WiFi data gathered from a large population of
students with smartphones, and that of scaffolding and facilitating effective peer
review for learning. We started by introducing a different way to approach data
science inspired by the lean startup movement. This extremely iterative/agile
way of solving problems is not inherently different from the scientific method
– that originally inspired it – but is not emphasized enough when teaching
data science in higher education where a continuous focus on teaching and
using the newest machine learning models overshadows fundamental process
of investigation and experimentation.

In Chapter 2 we proposed a new way to infer stop-locations from WiFi data that
performs at the same level as GPS-based methods, and we showed that WiFi
data is able to mirror Bluetooth data when it comes to detecting face-to-face
interactions. This research was part of a larger project with the aim of under-
standing humans better through the digital traces they leave.

In Chapter 3 we present Peergrade, a new digital tool for running peer review
sessions in education. The tool – which was originally built to solve a growing
amount of grading work in 02807 Computational Tools for Big Data at The
Technical University of Denmark – has now been used by more than 300,000
people in more than 100 countries that have together produced over 1,000,000
reviews. Today Peergrade is being used by students of all ages (many students
are in elementary school) and in classes ranging from Theoretical Functional
Analysis to Volleyball and Game Development. While Peergrade is definitely
not the first tool to facilitate peer review (we have counted more than 40), we
believe that it is today one of the most complete and userfriendly tools available.
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Beyond being a useful tool, the development of Peergrade has led to a number
of interesting research projects. In this thesis we describe our own work on
quantifying feedback quality through so-called feedback reactions, on optimally
allocating reviewers to submissions in order to ensure that all students receive
best possible feedback and on automatically detecting feedback that is in need
of instructor moderation. In addition to our own work, a number of other
researchers are using Peergrade and data obtained from it to do additional
research [Graham, 2017, Purchase and Hamer, 2018, Kölbel and Jentges, 2018,
Bertel and Bentzen, 2018, Jørgensen, 2018, Song et al., 2016][Christensen
et al., 2019, Endriss, 2017, Mirmotahari and Berg, 2018, Heebøll, 2017, Kay,
2018, Park and Williams, 2016]. It is our hope that many more research papers
will come out of the Peergrade project, and that it will lead to effective teaching
of 21st Century Skills in educational institutions around the world for years to
come.
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Paper 1: Inferring Stop-Locations
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Abstract
Human mobility patterns are inherently complex. In terms of understanding these patterns,

the process of converting raw data into series of stop-locations and transitions is an impor-

tant first step which greatly reduces the volume of data, thus simplifying the subsequent

analyses. Previous research into the mobility of individuals has focused on inferring ‘stop

locations’ (places of stationarity) from GPS or CDR data, or on detection of state (static/

active). In this paper we bridge the gap between the two approaches: we introduce methods

for detecting both mobility state and stop-locations. In addition, our methods are based

exclusively on WiFi data. We study two months of WiFi data collected every two minutes by

a smartphone, and infer stop-locations in the form of labelled time-intervals. For this pur-

pose, we investigate two algorithms, both of which scale to large datasets: a greedy

approach to select the most important routers and one which uses a density-based cluster-

ing algorithm to detect router fingerprints. We validate our results using participants’GPS

data as well as ground truth data collected during a two month period.

Introduction
With the growing availability of datasets describing human behavior, it has become increas-
ingly feasible to study mobility of individuals and entire social systems [1]. Large-scale records
of human mobility can be used to, for example, model spreading of epidemics [2, 3], infer and
analyze social networks [4, 5], or to quantify and understand fundamental properties of our
behavior, such as predictability [6, 7].

Early mobility research focused primarily on call detail records (CDR) data made available
by telecom operators [1]. Such datasets cover large populations—the operators’ entire cus-
tomer bases—but contain biases in terms of sampling and spatial resolution. These biases
might result in an underestimation of individuals’mobility [8]. On the other hand, the use of
GPS data enables a high spatial resolution that allows for accurate estimation of mobility, espe-
cially with respect to discovery of stay points and places of interest [9–11]. GPS information is,
however, rarely available for populations of comparable size to mobile phone datasets due to,
for example, high battery impact [12] and the perceived impact on privacy of such data [13].

Using WiFi as a data source for detecting and classifying mobility is a well-studied research
problem. It is possible to calculate the position of a device with accuracy of under 1.5 meters
using trilateration [14], but this strategy has only been shown to work indoors and requires an

PLOSONE | DOI:10.1371/journal.pone.0149105 February 22, 2016 1 / 15

a11111

OPEN ACCESS

Citation:Wind DK, Sapiezynski P, Furman MA,
Lehmann S (2016) Inferring Stop-Locations from
WiFi. PLoS ONE 11(2): e0149105. doi:10.1371/
journal.pone.0149105

Editor: Ye Wu, Beijing University of Posts and
Telecommunications, CHINA

Received: August 23, 2015

Accepted: January 27, 2016

Published: February 22, 2016

Copyright: © 2016 Wind et al. This is an open
access article distributed under the terms of the
Creative Commons Attribution License, which permits
unrestricted use, distribution, and reproduction in any
medium, provided the original author and source are
credited.

Data Availability Statement: Most of the data used
in the paper is available at the following public
repository: https://github.com/utdiscant/inferring-stop-
locations-from-wifi. The data set contains
anonymised WiFi-samples and ground truth stop
locations. The data does not include supplementary
GPS-locations of the subjects. Data are from
Copenhagen Networks study (http://journals.plos.org/
plosone/article?id=10.1371/journal.pone.0095978).
Due to privacy consideration regarding subjects in
our dataset, including European Union regulations
and Danish Data Protection Agency rules, we cannot
make all of our data publicly available. The data
contains detailed information on mobility and daily



expensive training phase. One can also classify the mobility state by investigating variance of
Received Signal Strength Indication (RSSI), but such approaches require temporal resolution
of the data as high as one sample per two seconds [15, 16] and robustness to lower- or variable
sampling rates has not yet been demonstrated.

Here we show how to identify stop-locations using WiFi data exclusively. There are multiple
motivations for using WiFi data in place of GPS data: First of all, WiFi information is poten-
tially available for large populations. For example, at the time of writing (Q1 2015), 17 out of
20 top free games on Android Play Store required access to WiFi information, while none of
them required access to GPS data. Moreover, because of frequent WiFi scans scheduled by the
Android operating system (by default even when the user disables WiFi), the WiFi information
can be obtained by applications without additional cost to the battery [17].

Secondly, related to the study of human behavior, sequences of latitude and longitude coor-
dinates are not how human beings process location. We argue that a sequence of stop locations
is a more natural representation of a day’s activities. An example of a set of stop-location is
given below.

17:33 – 07:32: Home
07:40 – 08:07: Coffee shop
08:18 – 16:10: Work

With data represented as labelled intervals, we are able phrase research questions more
directly, for example ‘How does the time spent at work relate to x’, where the time spent at
work can now be found by adding up the lengths of the intervals labelled ‘work’. Thirdly, in
contrast to the GPS representation where mobility is represented as a sequence of pairs of
rational numbers (coordinates on a sphere), an individual’s stop-locations constitute a finite
alphabet, which we can analyze using, for example, the tools of information theory. Thus,
the stop-location representation greatly reduces the dimensionality and sheer volume of
data.

In the literature different methods have been developed to extract such personal diaries
from data sources such as GPS [10]. Here, we define a stop-location as a location in which a
subject is stationary—defined by a start time, an end time and optionally a label for the loca-
tion. The intervals between stop-locations are denoted trips.

When considering human mobility and especially when inferring stop-locations of people,
there is an inherent problem of scale [18–21]. When sitting at your office desk, there are multi-
ple correct stop-locations to report: your chair, your office, your building, your city, your coun-
try. Which of these scales to report, depends on the application. Since WiFi data is very local (a
typical router has a range of up to around 100 meters), the stop-locations that we can infer
based on WiFi are on a scale corresponding to buildings.

Data
The ground truth data was collected using a smartphone (LG Nexus 4 running Android 4.4.3)
with software that periodically scans and records scans for WiFi (visible access points), Blue-
tooth (visible Bluetooth devices) and GPS (location coordinates) [22, 23]. The dataset was col-
lected by a single individual and runs over a period of 60 days between September 9th, 2014
and November 8th, 2014, and contains 41441 WiFi scans (approximately one every second
minute), 5982 unique WiFi devices. In total 25161 GPS samples were collected (about one
every 3–4 minutes). Over the data collection period 137 stops were recorded. In addition to the
automatic recording of WiFi and GPS, the subject manually recorded which state she was in
(bike, bus, car, run, stand, train or walk) at all times. It should be noted that the stationary
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(‘stand’) entries were not labelled to indicate specific location. A part of this diary is shown
below:

09-09-2014 16:00 stand
09-09-2014 17:22 walk
09-09-2014 17:23 bike
09-09-2014 17:35 stand
09-09-2014 17:36 walk
09-09-2014 17:37 stand
09-09-2014 17:38 train

One day of the collected WiFi data is visualized in Fig 1. We use this diary of mobility as
ground truth to evaluate the accuracy of the algorithms for inferring stop-locations based on
the automatically collected WiFi data. Data collection, anonymization, and storage were
approved by the Danish Data Protection Agency, and comply with both local and EU
regulations.

Structure of this paper
The remainder of the paper is organized as follows. In Section 1 we describe methods for infer-
ring stop-locations based on mobile sensing data. We start by discussing a recent algorithm
based on GPS data [10], which we use as a baseline for our two novel approaches. We then dis-
cuss WiFi-algorithm 1 (Greedy Router Selection), which uses the most prevalent single routers
and treats them as locations. WiFi-algorithm 2 (Density Based Clustering of Time Samples)
uses clustered routers as locations. In Section 2 we use two different evaluation schemes to

Fig 1. A visualization of a single day of WiFi scans as a matrix. Each row in the matrix corresponds to an
access point and each column to a point in time. A cell in the matrix is filled if the access point was observed
at that specific time. Columns which correspond to transitions between stop-locations (labelled according to
ground truth) are colored in gray. The rows are ordered by the first time an access point is observed.

doi:10.1371/journal.pone.0149105.g001
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compare the stop-locations found by the different methods. Finally, in Section 3 we discuss the
advantages and shortcomings of the different methods, address potential issues of our analysis
and propose future work.

1 Methods

Distance Grouping and Density Based Clustering of GPS Samples
In order to evaluate the usefulness of employing WiFi in order to infer stop-locations, we com-
pare our results to stop-locations obtained using GPS, using a state-of-the-art method [10],
which employs a combination of distance grouping and Density Based SCAN (DBSCAN) [24].
The distance grouping algorithm is based on the idea that a stop corresponds to a temporal
sequence of locations within a maximal distance dmax from each other. Locations are examined
sequentially by non-decreasing timestamp. Each stop initially contains only a single location
loci, and each subsequent location loci+k is added to the stop while distance(loci+k, loci)< dmax.
Then the process is restarted from loci+k+1. After the distance grouping is complete, we are left
with a number of groups of locations, each corresponding to a stop. Within each group the geo-
metric median (the point minimizing the sum of distances to the points in the group) is identi-
fied and finally DBSCAN is run on the set of medians, yielding a number of clusters—each
corresponding to a place of interest. The DBSCAN algorithm requires specification of two
parameters ε andM. The ε-parameter dictates that if two points are within distance ε from
each other, they belong to the same cluster. TheM-parameter specifies the minimum number
of points in a cluster. In Ref. [10], dmax = 60m and DBSCAN has parameters ε = 60m and
M = 1. The distance metric is the haversine metric.

Greedy Router Selection
The greedy approach was to router selection was originally proposed as a method for reducing
the WiFi scan data volume in order to describe the mobility using as few routers as possible
[17]. Here, we show that routers selected using this method correspond to stop-locations.

Method. We quantize the timestamps of WiFi samples’ into 5 minute time bins, corre-
sponding to the sampling rate of WiFi in the data collector app (more samples may be available
due to passive scanning in Android). Next, we sort the list of all routers by the number of
unique time bins in which they appear. We then select the most most frequently occurring
router and define its set of time bins as covered time bins. The next step is to descend through
the sorted list of routers and find the router for which the union of covered time bins with its
respective time bins is has the most elements, while discarding the routers with majority of
time bins already covered. This step identifies the router, for which the increase in covered
time bins is the largest. The new union is now defined as covered time bins and the search is
restarted, from top of the list. The algorithm stops where no routers can be found to extend the
set of covered time bins by at least ΔN (we use ΔN = 1 for simplicity). This results in a list of
important routers which is much smaller than the set of all routers (typically, 20 routers are
enough to describe the location of a person 90% of time [17]).

Post-processing. Upon extracting the important routers, we label each scan in which they
appear as a ‘stop location: routerid’. Scan results which do not contain any of the important
routers are labelled as ‘moving’ state. In order to achieve results comparable with the method
presented in [10], we discard all stop locations with duration lower than 15 minutes. We also
discard all moving states of duration lower than 15 minutes if their adjacent stop locations cor-
respond to the same important router.
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Density Based Clustering of Time Samples
As an alternative to the—potentially non-optimal—greedy method of using single routers as
stop-locations, we propose a method which uses multiple routers as a ‘finger print’ of a stop-
locations below.

Data. From the WiFi samples, we construct a data matrix X with each row corresponding
to an observed router, and each column corresponding to time stamp for which we have a
WiFi-sample. The element Xr,t is set equal to 1 if we observe the router r in the sample at time t
and 0 otherwise. Since each WiFi-sample only contains a small portion of the total set of rout-
ers in the data set, the columns of this matrix are very sparse (see Fig 1). The rows are not nec-
essarily sparse, since some routers are observed a large percentage of the time.

Pre-processing. Before inferring the stop-locations for the user, we pre-process the matrix.
First we bin the data by introducing a time-grid with 5-minute intervals—once again corre-
sponding to wifi sampling rate—and merging WiFi-samples occurring within the same 5-min-
ute interval. In this column merge-step, pairs of subsequent WiFi-observations are combined
using a union of the corresponding binary columns (corresponding to observing all routers
from both samples at the same time).

Second we merge routers (rows) which are a subset of another router to remove a number
of routers which insignificant. As part of the row merge-step the same time we introduce a
weighting of the importance of the routers, where each router r starts off with an initial weight
w(r) of 1. Now, given ra and rb where observations of rb are a strict subset of ra observations,
then we remove the row corresponding to rb, and update the weight of ra to

wðraÞ ! wðraÞ þ jrb j
jra j, where |r| is the number of observations of router r in the data set. In the

cases where a router rx is a subset of multiple routers R = r1, . . ., rn, we choose a random router
ry 2 R and merge rx into ry.

These two merge-steps result in a sparse matrix X0, where no rows are subsets of each other,
and a vector of weightsW. In Fig 2 a part of the data matrix X is shown before the merging of
routers and a part of X0 after the merging of routers.

Clustering. To identify stop-locations, we assign the columns of X0 clusters using the
DBSCAN (Density Based SCAN) algorithm [24]. As above, we must determine the value of
DBSCAN’s two parameters: ε andM which are dependent on the problem. Further, we need to
select a suitable distance measure for comparing pairs of WiFi-samples.

The Jaccard-distance of two binary vectors x and y is defined as:

Jðx; yÞ ¼ 1�
XN
i¼0

IðxiÞIðyiÞ
IðxiÞ þ IðyiÞ � IðxiÞIðyiÞ

� �
ð1Þ

where Ivi is an indicator function taking the value 1 if and only if the i-th element of the vector
v is 1. We use a weighted version of the Jaccard-distance defined in Eq (2):

JWðx; yÞ ¼ 1�
XN
i¼0

wiIðxiÞIðyiÞ
IðxiÞ þ IðyiÞ � wiIðxiÞIðyiÞ

� �
ð2Þ

In order to avoid cases when sporadic noise result in thew clusters, we chooseM to be larger
than 1, but keep the value as low as possible (in this caseM = 2); this allows for stop-locations
which were visited only once in the data set. The parameter ε = 0.325 was chosen as to match
stop-locations on the building-scale.

If we want to run this method live on incoming data (in an online fashion), we can easily
update the stop location and regularly recalculate which routers should be merged. When we
observe a new time-sample xt, we it to a cluster by letting xt belong to a cluster C when the
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Fig 2. Visualization of merge step for density based clustering. By merging two routers when one of them is a complete subset of the other, we reduce
the number of routers in the data set. Here, merging is illustrated for a single day of data. The resulting reduction is from 357 to 29 routers. Note that the first
stop-location has been reduced to a single router.

doi:10.1371/journal.pone.0149105.g002
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Jaccard-distance between xt and some point in C is less than ε. Due to the sparsity of the sam-
ples (columns of X) and the nature of the data (that most pairs of routers never appear together
and some almost always do), we can efficiently compute which cluster a new sample belongs to
by maintaining a data-structure for finding close points to a new point.

Using this method, each inferred cluster can be viewed as a ‘fingerprint’ specifying the rout-
ers that are typically present at the corresponding stop-location. In Fig 3 we have visualized the
distribution of router-presence at a few representative stop-locations. Most clusters contain
more than a single router, indicating that the method achieves robustness to a single router dis-
appearing—and many clusters have 1–10 routers appearing 100% of the time.

Post-processing. After clustering the time-samples, we perform the following post-process-
ing step: A sequence of clusters A, B, A, is merged to a single occurrence of cluster A, if the stop
in cluster B is shorter than 15 minutes. We also merge two consecutive occurrences of the same
cluster if the gap between them is smaller than 15 minutes. These post-processing steps are per-
formed in order to achieve results comparable with the baseline method presented in [10].

2 Evaluation and Results
Below we compare the stop-locations inferred by each of the three different methods presented
above to the ground truth stop-locations. The problem of inferring stop-locations introduces
two challenges. One challenge is to detect when a subject is stationary (which is equivalent to
detecting when a subject is transitioning between stop-locations) and another is to infer in
which stop-location the subject is stationary. Therefore, we perform two different tests, one

Fig 3. Six examples of the distribution of routers in a cluster. Each plot corresponds to a single-cluster obtained from DBSCAN. In a plot, each bar (a
maximum of 100 bars is shown) corresponds to an access-point, and its height corresponds to the proportion (0 to 1) of the samples in the cluster where the
router was present. In most of the clusters, 1–10 routers are all present 100% of the time.

doi:10.1371/journal.pone.0149105.g003
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evaluating at how well each method can predict the start and stop-times of each stop recorded
in the ground truth, and one investigating how well the different methods are able to infer
stop-locations, which match the true stops in regards to their geographical location.

Overlap of stop-locations
To quantify the estimation of start- and stop times for the different algorithms, we measure the
overlap between stop-locations found by each method and the ones given in the ground truth.
A visualization of the stop-locations found by the different methods is displayed in Fig 4.

Because the ground truth data does not contain labels for the stop-locations, we consider
the problem to be a binary classification problem, where the task is to predict whether or not
the subject is stationary in a given time bin. We split the time-axis into bins with length 1 min-
ute, and count in how many bins each method agrees with the ground truth, and in how many
it disagrees. If the start and stop times for the inferred stop-locations are different than the
ground truth, this will result in misclassifications. We compare the stop-locations found using
GPS-traces, the ones found using greedy router selection, the ones found using DBSCAN on
the WiFi-data and a baseline metric always predicting that the subject is in a stop-location
(since approximately 96% of the time is spent in a stop-location).

We use 5 different metrics to compare the methods:

Classification error :
FP þ FN
P þ N

Precision :
TP

TP þ FP

Recall :
TP

TP þ FN

F1�score :
2TP

2TP þ FP þ FN

MCC :
TP � TN � FP � FNffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiðTP þ FPÞðTP þ FNÞðTN þ FPÞðTN þ FNÞp

where P is the number of times the subject was in a stop location, N is the number of times the
subject was not in a stop location, TP is the number of times the model correctly predicts that
the subject is in a stop-location, TN is the number of times the model correctly predicts that
the subject is not in a stop-location, FP is the number of times the model falsely predicts that
the subject is in a stop-location, and FN is the number of times the model falsely predicts that

Fig 4. An example of how the stop-locations inferred by the different methods compare to the ground truth stop-locations. The bottom timeline (red)
is the stop-locations as reported by the ground truth. The first time line (blue) is the one obtained using DBSCAN onWiFi. The second time line (yellow) is the
one obtained using the greedy router selection, and the third timeline (orange) is the one obtained using GPS data.

doi:10.1371/journal.pone.0149105.g004
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the subject is not in a stop-location. Matthews Correlation Coefficient (MCC) is a measure of
the quality of a binary classification; it is generally regarded as a balanced measure which can
be used for problems with large class imbalance (which is the case here, since people are mostly
stationary). Even with a very high fraction of time-bins where the subject is stationary, a simple
model always predicting stationarity will receive a MCC of 0.

The results are summarized in Table 1. The greedy router selection achieves the highest clas-
sification rate of 98.1%, where the GPS-based method achieves a rate of 94% and the always-
one baseline gets an accuracy of 96%. In the F1-metric, the two WiFi-based methods achieve a
score of 0.990, the GPS-based a (lower) score of 0.969 and the always-one baseline a score of
0.979. The WiFi-based DBSCAN gets a Matthew’s Correlation Coefficient of 0.737, the greedy
router selection scores 0.723, the GPS-based method gets a 0.497 and the always-one baseline
scores a MMC of 0.

Median distance between stop-locations
We now study how well each method is able to infer in which stop-location the subject is sta-
tionary. Because our ground truth data does not include labels of the recorded stops, we are not
able to easily quantify whether the stops found by the methods correspond to physical locations
of interest. Using the GPS-samples collected along with the WiFi data, we therefore evaluate if
the clusters found by the different methods are geographically close to the stops recorded in
the ground truth. In order to quantify how well the stop-locations inferred from the data corre-
spond to the true stop-locations coordinates, we compare the geographical median of each
inferred stop-location to the geographical median of GPS-samples in the ground truth.

For each recorded stop (gstart, gend) in the ground truth data, we determine if the method
predicts a stop in cluster c which is at least 70% overlapping with (gstart, gend). We have to select
some threshold for how big an overlap two stops need to have before we compare them due to
the inherent problem of scale in detecting stop-locations. The threshold of 70% can be chosen
anywhere between 55% and 85% giving similar results.

If this is the case, then we compare the geographical median of the GPS-samples collected
within (gstart, gend) to all GPS-samples happening while the method predicts cluster c except for
those occurring in (gstart, gend) (to avoid using the same GPS-samples data for computing the
two medians). See Fig 5 for a visualization of this.

We perform this comparison for all reported stop-locations in the ground truth where every
method (GPS, DBSCAN onWiFi and Greedy Router Selection) reports a stop-location with
70% overlap to the ground truth stop (see Fig 6 for a visualization of this). The distribution of

Table 1. The results when evaluating the different methods ability to find stop-locations overlapping
with the ground truth.We report 5 different error measures for each method. DBSCAN-method onWiFi
data achieves the best result for Matthew’s Correlation Coefficient. One reason that the GPS-based method
yields the highest precision is that mobile routers are inferred as stop-locations for theWiFi based methods,
but are not reported as such in the ground truth.

GPS DBSCAN Top router Always 1

Classification error 0.060 0.020 0.019 0.040

Precision 0.989 0.988 0.985 0.960

Recall 0.950 0.992 0.995 1.000

F1 0.969 0.990 0.990 0.979

MCC 0.497 0.737 0.723 0.000

doi:10.1371/journal.pone.0149105.t001
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the distance between the true stop median position and the median position reported by the
three methods is shown in Fig 7.

For the three methods, the median of the distance between the median position of the stops
found using GPS-traces and the true stop position is 28.86 meters. For DBSCAN onWiFi, the
median error is 29.17 meters and for the Greedy router selection, the median error is 29.26
meters. This metric penalizes methods which end up with clusters corresponding to two or
more different geographical stop-locations. The reason is that in this case, the geographical
coordinates for the center of the cluster (which is the geographical median) will be far off from
at least one of the ground truth stops.

Fig 5. During the ground truth stop between time gstart and gend (labeled S1), the GPS-method reports clusterG1, the Top-router method reports
cluster T1 and the DBSCAN-method reports clusterD2.Now we want to compare the geographical median of S1 to clustersG1, T1 and D2. We do this by
—for each method—computing the distance between the geographical median of the gps-samples collected during S1 and the geographical median of the
gps-samples collected during for exampleG1, excluding the ones collected during S1 (to avoid overfitting). In the figure, this is depicted by comparing
samples from S1 to samples from the non-grayed-outG1.

doi:10.1371/journal.pone.0149105.g005

Fig 6. We only make the comparison of medians for the ground truth stops where all methods report
stops with at least 70% overlap. In this figure the first example (on the left) is used for comparison whereas
the second (on the right) is not since the GPSmethod does not report a sufficiently overlapping stop. gstart
and gend refers to the starting and stopping times of the ground truth stop-location.

doi:10.1371/journal.pone.0149105.g006
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3 Discussion
Above, we have analyzed the feasibility of inferring human mobility in the form of stop-loca-
tions using WiFi data. The analysis is based on two months of smartphone based WiFi data.
We proposed two different approaches to inferring stop-locations fromWiFi data, one based
on greedily selecting routers as stop-locations and one using router signature finger printing
with DBSCAN. Each method was evaluated using two evaluation schemes and compared to a
baseline method utilizing GPS-data for stop-location inference. The evaluation schemes mea-
sured a) how well the start and stop-time of the stop-locations match the ground truth, and b)
how well the geographical medians of the inferred stops correspond to the ground truth data.

In the evaluation of start and stop-times, the WiFi based methods outperform the GPS-
based method, primarily because of the higher sampling rate for WiFi. In the evaluation of the
geographical precision of the stops, all the methods report similar errors. In general, our results
demonstrate that it is feasible to infer stop-locations using WiFi. That two different approaches
to inferring stop-locations with WiFi (greedy router selection and DBSCAN) both work, indi-
cates that WiFi is a robust data source for this application.

Fig 7. The distribution of distances between the true stopmedian position and the median position reported by the three methods. The histograms
in the right column are log-log versions of the figures in the left column. As seen, most error-distances are less than 100 meters, but a few large errors of
around 2000 meters are reported by all methods.

doi:10.1371/journal.pone.0149105.g007
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The greedy router selection approach is straightforward to implement, computationally effi-
cient and produces results which can be easily interpreted. However, due to the lack of knowl-
edge of other routers surrounding the selected access points, the results are not robust.
Whenever one of the important routers is replaced by another device in its location, it is not
possible recognize and merge the new label with the previous one. Similarly, when one of the
important routers is moved to a new physical location, it is not possible to notmerge the two
places.

None of the methods described in this paper require a specification of the number of stop-
locations to find. This is an advantage because the problem of scale makes it impossible to give
an objectively correct estimation of this. The three different methods find very different num-
ber of clusters (see Fig 8 for an example). The GPS-based method infers 16 distinct clusters, the
greedy single-router based method infers 35 distinct clusters, and the DBSCAN-based WiFi
method infers 69 distinct clusters. Adding to the complexity of the problem, the number of
clusters found by the different methods is strongly dependent on the parameters of each
method. For the GPS-based method, the parameters are dmax and the two parameters ε andM
for DBSCAN. For the greedy router selection the parameter is ΔN. For the DBSCAN-based
WiFi method, the parameters are ε andM for DBSCAN. Additionally all methods have vari-
ability in their pre- and post processing steps, for example the bin-size when time-binning and
removal of short stop-locations.

Fig 8. The three approaches produce a different number of points of interest. Density based clustering of GPS data (left) produces the lowest number of
stop locations, followed by greedy selection of routers (middle), and DBSCAN (right). All the stops from GPS are reflected usingWiFi data, but WiFi based
methods identify locations with a higher spatial resolution.

doi:10.1371/journal.pone.0149105.g008
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Finally, there is the matter of non-stationary stop-locations in WiFi data. When using WiFi
to detect stop-locations, it is possible to observe stop-locations which are not spatially station-
ary—this is for example due to personal MiFi devices and access points located in for example
busses and trains. Examples of such non-stationary stop-locations are shown in Fig 9. When
evaluating the start and stop-times of stop-locations, such non-stationary stop-locations will
affect the results of the WiFi-based methods negatively.

We realize that using the data from a single subject for our study is a limitation to the gener-
alizability of the findings. Nevertheless, the particular individual reveals mobility pattern at
least as complex as we would expect from a typical adult: she works at two separate venues,
appears to have two home locations (places visited on weeknights), and visits different areas of
the city.

Future work. To achieve better results in the evaluations, one could filter out mobile routers
—either by manually picking out SSID’s or by detecting routers which appear in different geo-
graphical locations. The former requires location-specific knowledge as each city/country has a
different naming scheme for the routers on public transportation. The latter involves coupling
the WiFi information with GPS data; in this work we intended to show that detecting stop loca-
tions is possible with just the WiFi data.

Further, in the proposed methods, we are not explicitly modeling the temporal dimension
of the problem. If two routers are often observed close in time, the physical distance between

Fig 9. Two examples of stop-locations found usingWiFi data which are not geographically stationary. Each plot shows one stop location inferred from
WiFi data, each circle shows a single GPS estimation associated with the location. The two stop-locations are most likely based on access points which are
present in a train or a bus.

doi:10.1371/journal.pone.0149105.g009
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them is likely to be low. Using this temporal closeness might also enable the construction of
hierarchical clusters based on WiFi, consequently ameliorating the problem of scale.
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ABSTRACT
Today’s societies are enveloped in an ever-growing telecom-
munication infrastructure. This infrastructure offers impor-
tant opportunities for sensing and recording a multitude of
human behaviors. Human mobility patterns are a promi-
nent example of such a behavior which has been studied
based on cell phone towers, Bluetooth beacons, and WiFi
networks as proxies for location. However, while mobility
is an important aspect of human behavior, understanding
complex social systems requires studying not only the move-
ment of individuals, but also their interactions. Sensing so-
cial interactions on a large scale is a technical challenge and
many commonly used approaches—including RFID badges
or Bluetooth scanning—offer only limited scalability. Here
we show that it is possible, in a scalable and robust way,
to accurately infer person-to-person physical proximity from
the lists of WiFi access points measured by smartphones car-
ried by the two individuals. Based on a longitudinal dataset
of approximately 800 participants with ground-truth inter-
actions collected over a year, we show that our model per-
forms better than the current state-of-the-art. Our results
demonstrate the value of WiFi signals in social sensing as
well as potential threats to privacy that they imply.

Categories and Subject Descriptors
H.4 [Information Systems Applications]: Miscellaneous

Keywords
social sensing; wifi; proximity; interactions; social networks;

1. INTRODUCTION
We are surrounded by an ever-increasing number of telecom-

munication infrastructures, such as mobile phone networks,
WiFi access points, or Bluetooth beacons. In addition to
their intended function of providing connectivity, these in-
frastructures offer an unprecedented opportunity for sensing,
modeling, and subsequent analyzing of a wide range of hu-
man behaviors [26]. Here we show how our interactions with
other people can be inferred in a reliable and scalable way,
using signals from WiFi access points.

Being able to infer person-to-person proximity events with
high spatio-temporal resolution enables modeling of phe-
nomena such as spreading of diseases and information [21],
formation of social ties [12], as well as group dynamics [42].

Commercial applications vary from distributed ad hoc net-
working [27] to romantic matchmaking [10].

Despite the importance of understanding networks of close
proximity interactions, there is a scarcity of scalable and ef-
ficient ways to obtain data for large populations. This is
due to the fact that technology has only recently developed
to the point, where collection of such high resolution data
has become technologically feasible. The data sources used
for investigating mobility of individuals, such as call detail
records (CDRs) from mobile operators [16], are too coarse in
terms of temporal and spatial resolution to allow inference of
person-to-person proximity. On the other hand, the current
state-of-the-art methods for measurement of physical prox-
imity require using specialized hardware (e.g., sociometric
badges) [32, 37] or smartphones sensing each other through
Bluetooth [11, 3, 48]. Specialized hardware adds cost and
complexity to experimental deployments, effectively limit-
ing their scale. Bluetooth scanning realized on participants’
mobile phones increases power consumption [14]—limiting
temporal resolution that can be achieved—and requires the
devices to be in Bluetooth discoverable mode. This require-
ment raises privacy [52] and security concerns [40]. When a
phone is in discoverable mode the location of its owner can
be tracked by third parties, a fact commonly used by re-
searchers [25, 34], and advertisers [9]. Moreover, whenever a
phone is discoverable, a malicious actor can attempt to pair
to it in order to steal contact lists or content of messages.
For these reasons phone manufacturers make it difficult (or
impossible) for a handset to remain discoverable indefinitely.
iOS and Android 6.0+ devices disable discoverability when-
ever the user exits the Bluetooth settings screen. Older An-
droid devices let the user set the discoverability timeout to,
at maximum, five minutes. In our study we relied on the
fact that in Android versions 4.1 - 6.0 it is still possible to
set unlimited discoverability timeout programmatically, but
this might change at any point in the future. Apart from the
privacy and security issues of using Bluetooth for sensing,
another shortcoming is that Bluetooth data lacks location
context. When co-presence of individuals is inferred through
devices sensing each other, an additional step is usually re-
quired to estimate the location of the meeting, for example
by comparing Bluetooth scans with GPS measurements [42],
by using fixed infrastructure of RFID transmitters [44], or
Bluetooth beacons [25]. In the light of these problems, it is
clear that alternative methods for tracking person-to-person
interactions are needed. There have been attempts at ex-
ploiting WiFi signals for social sensing (e.g., [30, 24, 29,
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23] further described in the related work section) but their
general applicability is unclear. The previous methods re-
lied on a single feature for comparing list of detected WiFi
devices, they were only trained and tested in controlled en-
vironments, and they lack verification on longer timescales.

Present work. Here we study the problem of inferring
physical proximity between pairs of individuals from a list
of WiFi signals sensed by their phones. We use a longitu-
dinal dataset containing WiFi and Bluetooth scan results
from hundreds of participants, collected over a year as part
of the Copenhagen Network Study [48]. Using Bluetooth as
ground-truth for physical proximity, we train a model for
comparing the results of WiFi scans from two devices to de-
termine whether two individuals were in close physical prox-
imity. We employ a number of interpretable metrics to com-
pare the lists of visible WiFi access points, such as Jaccard
similarity or correlation of received signal strengths. Apart
from comparing the lists directly, we can derive context from
just the number of routers seen in the lists: more populated
areas tend to have more routers available. Furthermore,
we exploit the characteristics of interaction dynamics, for
example that people are more likely to meet during work
hours, or on a Friday afternoon than on a Sunday night.
Importantly, our algorithm for using WiFi signals to infer
proximity does not rely on positioning the routers in phys-
ical space. Co-location is not inferred by thresholding the
distance between the estimated location of two individuals.
Instead, their WiFi environments are compared and then
we estimate the similarity directly. As a final step, we are
able to combine these insights using machine learning mod-
els to achieve the area under receiving operator curve (AUC
ROC) scores of up to 0.89 in the proximity inference task.
We show that our model works in a range of environments,
does not depend on particular access points, and its per-
formance does not deteriorate over time. Our experiments
demonstrate that we are able to track close-proximity inter-
actions over time and in different social and spatio-temporal
contexts. Overall, our approach performs better than previ-
ously suggested solutions.

Contribution. We present a novel approach for tracking
close-proximity person-to-person interactions based on ex-
isting infrastructure of WiFi networks and off-the-shelf con-
sumer smartphones and compare its performance against
existing methods.

2. EXPERIMENTAL DESIGN
The dataset used in this work was collected as part of

the Copenhagen Networks Study [48]. It covers mobility
and interaction records of approximately 1 000 students at
Technical University of Denmark, over a two year period.
Each student was equipped with a LGE Nexus 4 Android
smartphone as a data collecting device. On each phone, an
application based on the Funf Open Sensing framework [3]
gathered readings from multiple sensors including:

• Bluetooth scans (every 5 minutes): each scan con-
tains a list of discoverable devices,∗their unique identi-
fiers, user defined names, and received signal strength
(RSSI). Because we know which anonymized partici-
pant identifier corresponds to which Bluetooth unique

∗smartphones in the study were specifically configured to be
in Bluetooth discoverable mode

training test

total observations 0.5M 115.5M
% positive 31% 31%
unique users 812 820
median number of access
points per observation

7.0 7.0

mean number of access
points per observation

11.3 11.3

Table 1: Summary statistics of the dataset used to
infer proximity events.

identifier, we can monitor proximity between the par-
ticipants.

• WiFi scans (every 5 minutes): each scan contains a
list of WiFi access points (both traditional routers and
mobile hotspots), their unique identifiers (BSSIDs or
MAC addresses), network names they transmit (SSIDs),
and RSSI.

The collector app additionally collected the data requested
by other applications on the phone. Therefore, the tempo-
ral resolution of the data for some of the users can be even
higher than one sample every 5 minutes.

All data in the Copenhagen Networks Study was collected
with the participants’ informed consent, with an emphasis
on ensuring awareness of the complexity and sensitivity of
the collected data [46]. The study setup, including security,
privacy, and informed consent has been approved by Danish
Data Protection Agency. Further details of the study can
be found in Ref. [48].

3. METHODS
In brief, our task is to compare the lists of WiFi routers

seen by users A and B approximately at the same time (with
at most ∆t = 300 seconds difference) and determine whether
the two users were in close physical proximity. We use Blue-
tooth data as ground truth for physical proximity to train
and verify our models.

3.1 Data preparation

WiFi. We found that in our dataset there are multi-
ple WiFi routers that share the same MAC address, a phe-
nomenon which might confound our task. We use a simple
heuristic to remove these “ambiguous” routers since finding
the optimal way of identifying them would warrant a publi-
cation on its own. Here we rely on the network name they
broadcast. Because the routers at the DTU campus broad-
cast up to four network names (SSID) per MAC address,
we remove the scans of routers which broadcast five or more
network names throughout the observation. We found 3950
offending MAC addresses, which corresponds to only 0.04%
of all unique MAC addresses in the data. However, scans of
these routers constitute 1.4% of all scan results.

Next, we identify one home router for each participant per
month. We employ the following heuristic for each partici-
pant:

1. Bin the time information of WiFi scan history. The
size of the bin does not influence the results signifi-
cantly, here we use 10 minutes.



2. Sort the list of routers by the number of timebins in
which they appear, in descending order.

3. The router that appears in the biggest number of time-
bins is assumed to be the home router.

The details of the procedure are described in Ref. [39].

Bluetooth. Due to the imperfect firmware and soft-
ware running on the phones, Bluetooth data is not always
available—not all users are scanning and discoverable at all
times. This can introduce a situation in which two persons
are proximate, but Bluetooth does not capture that event.
We divide the dataset into one hour subsets and select only
the WiFi and Bluetooth data from people who were seen
and who saw at least one other person through Bluetooth.
This strict approach makes the task more difficult, as it re-
moves long periods where individuals are alone, for example
night-time samples of students who do not live with other
participants.

Negative samples. To train our model we also need to
provide negative examples. For dyads in this category we
choose potential interactions between two people who did
not see each other on Bluetooth, but whose lists of scan re-
sults share at least one overlapping router. Compared to
selecting negative samples by randomly sampling dyads this
definition brings the task closer to a real-life scenario of dis-
covering very close physical proximity (up to approximately
10 meters). As a result, the dataset has 31% positive and
69% negative samples.

3.2 Dataset statistics
Table 1 shows the details about the dataset. Through

a year of data we found 116M potential interactions. We
randomly select 0.5M of them to train the models.

We note that in our dataset people are near to access
points more than 95% of time, and the average count of
routers in a single scan is 12, see Figure 1A. We also observe
that in 99% of cases of Bluetooth sightings the correspond-
ing WiFi scans overlap by at least one access point. This
indicates that there is a potential in using WiFi scan re-
sults to infer the co-presence with high recall. Conversely,
in more than 31% of cases where there is at least one over-
lapping access point, the two devices are also close accord-
ing to Bluetooth. This indicates that WiFi signals can be
applied to the task resulting in a high precision solution.
In general, pairs of people who are in Bluetooth proximity
scan more routers in common than those who are not, see
Figure 1B. The majority (53%) of meetings happen during
working hours (from 8am to 7pm) on campus.

3.3 Methods of comparison
We use a number of metrics to compare two lists of WiFi

scan results and use these metrics as features in a supervised
machine learning approach. We divide the features into the
following categories: availability of access points, received
signal strength, presence + RSSI, timing, popularity, and
location. Table 2 lists the features we apply, and Figure 2
shows how the probability of an interaction changes as a
function of each feature’s value. In this section we describe
each feature in detail. Citations refer to the first articles
using the features for the purpose of person to person contact
detection.
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Figure 1: a. More than 95% of scans report at least
one access point, and 12 APs on average. b. Peo-
ple in Bluetooth proximity scan more overlapping
routers than those who are not proximate.

category features

AP presence overlap, non-overlap, union,
jaccard

RSSI spearman, pearson, manhat-
tan, euclidean

AP presence +
RSSI

top AP, top AP±6dB

timing hour of week

popularity min popularity, max popu-
larity, Adamic-Adar

location at home, at DTU

Table 2: Features used to infer close-proximity in-
teractions.

Availability of access points (AP presence). First,
we compare the list of routers seen by the two phones, re-
gardless of their received signal strengths. We introduce the
following measures: overlap: the raw count of overlapping
routers [24]; union: size of the union of the two lists; jac-
card: ratio between the size of the intersection and the size
of the union of the two lists [23]. non-overlap: the raw
count of non-overlapping routers (size of union minus size
of overlap) [24]; Figure 2A-C presents the interplay between
the values of the three parameters and the probability of an
interaction. Intuitively, the greater the number of common
routers two phones see in a scan, the higher the probabil-
ity of them being in close proximity. Perhaps surprisingly,
this probability also depends on the size of the union: the
larger the union of the two lists the lower the probability
of an interaction. This can be explained by the fact that
the number of available access points is positively correlated
with the population density [39]. Hence, popular places are
likely to attract people who do not necessarily interact with
one another. Conversely, two people in a relatively unpopu-
lar location are more likely to be there together. The visible
dip in the union plot, corresponding to lower probability of
meeting with around 30 routers present, might correspond
to a particular location where many non-interactions hap-
pen (for example a dining hall). Nevertheless, we expect
that, in general, the probability of interaction is negatively
correlated with the size of union. Using Jaccard similarity
between the two lists allows to recognize interactions regard-



Figure 2: The larger the number of common routers
two phones see, the higher the probability of close
proximity. At the same time, the more routers they
see in total, the lower the probability of an interac-
tion — densely populated areas have more routers
and more people who are not necessarily interacting.
Jaccard similarity allows us to recognize interactions
regardless of the number of visible access points.

less of the number of visible access points.

Received Signal Strength Indicator (RSSI). Next, we
focus on comparing the received signal strength of the over-
lapping routers. While received signal strength (RSSI) is not
generally a reliable proxy for distance [38], two co-located
people can be expected to have similar RSSI readings for
the overlapping routers. We investigate the spearman and
pearson correlation coefficients of received signal strengths
of the overlapping routers. For brevity we only present the
results for the spearman metric Figure 2D — the values of
the two metrics are highly correlated (Spearman’s ρ = 0.89,

pval < 0.001). Note that because there are instances where
the correlation is undefined (not a number) or not statisti-
cally significant (with pval > 0.05), we replace such values
of the coefficients with the mean values of valid correlations
(see section 3.4 for details of the imputation). This im-
plies that there are no examples of small correlations (which,
given only a few values to compare, are not statistically sig-
nificant) and there is a dip in probability of interactions
corresponding to the mean value of correlation coefficients.

Furthermore, we also calculate the difference between RSSI
of overlapping routers by measuring the `1 and `2 distances
and dividing the results by the number of overlapping routers.
For simplicity we call these features manhattan and eu-
clidean and define them in Equations 1 [30] and 2 [23] re-
spectively.

m =

∑
i

|RSSIA,i −RSSIB,i|

N
(1)

e =

√∑
i

(RSSIA,i −RSSIB,i)2

N
(2)

where RSSIA,i is the received signal strength or access point
i as measured by user A, and N is the total number of
overlapping routers. Figure 2E shows that with growing
distance, the probability of an interaction falls.

AP presence + RSSI. It has been previously shown that a
good heuristic for determining whether a user is in the same
location during two measurements is to verify whether they
measure a common strongest router [15]. Here, we verify
whether this approach can be used for inferring co-location:
if two users measure the same router as the strongest one, we
assume they are in close proximity. We investigate the strict
case, top AP. Additionally, we allow for some variability
in the measured strength: feature top AP±6dB assumes
a positive value if there is at least one overlapping access
point in the lists of routers of A and B within 6dB from the
top router.

Popularity. Additionally, we inspect how many different
participants of the study scanned the overlapping routers
within five minutes of the meeting—intuitively if only a few
persons were in a given location they were more likely to
be there together, rather than by chance. We find the least
and the most popular among the overlapping routers and re-
port min popularity and max popularity. As we show
in Figure 2F, this intuition is not entirely confirmed by the
data. The correlation between the number of individuals
present and the probability that any two of them are inter-
acting is low (Spearman’s ρ = 0.15, pval < 0.001). Note
that popularity and the size of union are correlated (Spear-
man’s ρ = 0.48, pval < 0.001) — more routers are located
in popular places, so the more routers there are around, the
more people see each of them. However, to achieve a good
estimation of popularity, we need data from the entire pop-
ulation, while the number of routers around can be obtained
just from data of just the two individuals. Additionally, we
use a score inspired by a measure introduced by Adamic and
Adar [2], defined as:

aa(u1, u2) =
∑

i

1

log(popularity(APi))
. (3)



Here, each overlapping router is weighted more the fewer
people scanned it. In this case, the higher the value, the
higher the probability of a meeting between two people.

Timing. In contrast to the other features we described, tim-
ing does not rely on comparing the list of scan results. In-
stead, we use the timestamp of each potential meeting to ex-
ploit the temporal characteristics of human interactions. As
a reminder, we only consider a potential interaction if both
parties have WiFi scans within 300 seconds from one an-
other. For simplicity, we assume that the timestamp of the
potential interaction is the lower of the two scan timestamps.
We notice that the prior probability of two people being
proximate depends on the time of day and the day of week,
as shown in Figure 2I-K. While there is only a small vari-
ability between the days of the week (Figure 2J), the proba-
bility of the interaction during a day (Figure 2I) appears to
be driven both by the class schedule—the probability is the
highest during classes, and drops during lunchtime—and by
after-school social activities. Only by combining the two fac-
tors (Figure 2K), we get the full picture: the probability of
interactions from Monday to Tuesday is driven by the school
schedule; Friday is a mixture of scheduled and social interac-
tions, with the probability remaining high far into the night
hours; Saturday is characterized by interactions starting in
the late afternoon and into the night; and on Sunday our
participants interact mostly during daytime, with no visible
lunch breaks. We add a feature to capture these patterns:
hour of week: from 0 to 167.

Location. The last category, location, contains two binary
features. A meeting is considered at home if at least one of
the routers in the union corresponds to the home router of
one of the users (the heuristic for home location detection
is explained in 3). A meeting is assumed to take place at
DTU if at least one of the routers in the union broadcasts
a WiFi network name of dtu, as all access points on the
campus do.

3.4 Imputing missing values
Two of our features are Pearson and Spearman correla-

tions. There are two cases in which it is not possible to
calculate the correlation: (1) if there are fewer than three
routers available for comparison, (2) if at least one person
reads all the signal strengths at the same level. In such cases
we assume a NaN (not-a-number) value of ρ to be imputed
later on. Additionally, we assume a NaN value of ρ if the cor-
relation is not significant with the pval < 0.05. This results
in multiple missing values for the two features. The simplest
approach is to skip such observations, but that would imply
not training the model in cases with few routers available.
We therefore impute the values by assigning the mean value
of the feature (averaged over all the non-NaN training ex-
amples) when we encounter NaN values. This average from
training is preserved and used to impute missing values in
the test set. We verified in our data that other approaches,
such as using the median value of the feature or using k
nearest neighbors to impute the missing value [50], do not
improve the consecutive predictive performance.

4. RESULTS
In this section we evaluate the performance of each feature

and each featureset in the task of proximity inference. Then,

we examine the robustness of our best model to short train-
ing as well as the various types of environments in which the
interactions happen.

4.1 Performance of single features
We first show how well one can infer close-proximity in-

teractions using single features. We report the area under
Receiver Operating Characteristic curve (AUC ROC) as the
first metric of performance in Table 3. Then, we select the
threshold at which the F1 score (the harmonic mean be-
tween precision and recall) is maximized in the training set.
We also report the F1 score at the threshold optimal for
the training set along with the AUC ROC for the test data
(111.5 million previously unseen samples).

The results are presented in Table 3. We find that the
single best performing feature is Jaccard similarity between
the two lists of routers. As expected, thresholding on time
information is not meaningful (it is equivalent to assuming
that all interactions after a certain hour of a certain day of
week are close proximity interactions). It is important to
note that the performance in test does not drop compared
to training, which means that the thresholds are not just
specific to the training data.

4.2 Performance of feature sets
We train a Gradient Boosting Classifier for each category

of features and present the results in Table 4. The param-
eters of the classifier are tuned each time through a grid
search of the parameter space with 5-fold cross validation.
Furthermore, we compare the model based on the features
proposed by Krumm et al. [24] to models based on richer
sets of features, see Table 4. In the original work, Krum
et al. did not find any performance improvements of using a
combined model over using single features. Here, we show
that combining the features they proposed does improve the
performance. Our Simple model is based on features that do
not require long term data collection and are not specific to
our deployment. It performs better than any single feature
or group of features, and it outperforms the model based on
the features introduced by Krumm. Enhancing the model
with the information on popularity (the General model) fur-
ther improves the performance. Finally, using all features,
including timing and location (which might be specific to
this experiment as they depend on our campus as location
and the time schedule typical for students), does not improve
the performance of the classifier.

4.3 WiFi similarity and physical proximity
Here, we verify whether there is a correlation between how

close people are in physical space (approximated by the re-
ceived Bluetooth signal strength measured on their phones)
and the probability that our models misclassify the sample
as “non-interaction”. As we show in Figure 3, the shorter
the distance over which an interaction happens (high Blue-
tooth RSSI), the lower the probability of missing that in-
teraction. This shows that the similarity measure between
WiFi lists introduced by our models has a physical interpre-
tation: a more similar WiFi environment indicates proxim-
ity in a more granular way than just the Bluetooth 10 meter
range.

4.4 Training period and performance in test
Figure 4 shows how the number of samples used for train-



AUC ROC F1

category feature train test train test

AP
presence

overlap 0.77 0.77 0.61 0.61
jaccard 0.84 0.84 0.69 0.68
union 0.53 0.53 0.48 0.48
non-overlap 0.74 0.74 0.58 0.57

RSSI

spearman 0.70 0.70 0.57 0.58
pearson 0.71 0.71 0.59 0.59
manhattan 0.60 0.60 0.51 0.51
euclidean 0.59 0.59 0.51 0.51

Presence
+ RSSI

top AP 0.60 0.60 0.48 0.48
top AP±6dB 0.75 0.74 0.65 0.65

Popularity
min popularity 0.54 0.54 0.48 0.48
max popularity 0.59 0.59 0.49 0.50
adamic adar 0.77 0.77 0.62 0.62

Timing hour of week 0.51 0.51 0.48 0.48

Location
at DTU 0.61 0.61 0.51 0.51
at home 0.64 0.64 0.55 0.55

Table 3: Performance of single features and fea-
ture categories in the task of inferring close prox-
imity interactions. Jaccard similarity between lists
of routers seen by the two devices is the best per-
forming single feature. F1 are given for a threshold
that maximizes F1 in the training set.
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Figure 3: The distance over which an interaction
happens can be approximated using Bluetooth re-
ceived signal strength (RSSI). Very close proxim-
ity contacts are unlikely to be misclassified as non-
interactions. The lower the RSSI (the more distant
the two potentially interacting people), the higher
the probability, that our models miss the interac-
tion.

ing influences the performance of the full model in test. We
compare the performance of a random forest classifier and
a gradient boosted classifier and find that the latter has a
slightly higher performance for training sets larger than 1000
samples. On the other hand, training of the random forest
classifier can parallelized, thus making the process faster.

4.5 Importance of features
Here we show how important each feature is for the ma-

chine learning model. In the implementation we use [35]
the feature importance is defined as the total decrease in
node impurity weighted by the probability of reaching that
node, averaged over all trees of the ensemble [1]. Figure 5
shows the accumulated results from 30 training rounds of
the gradient boosted classifier on randomly selected subsets

AUC ROC F1

featureset train test train test
AP presence: overlap,
non-overlap, jaccard,
union

0.85 0.85 0.69 0.69

RSSI: spearman,
pearson, manhattan,
euclidean

0.78 0.79 0.62 0.62

Presence+RSSI: top AP,
top AP±6dB

0.75 0.75 0.65 0.65

Popularity: min,
max, adamic adar

0.79 0.79 0.62 0.62

Location: at DTU,
at home

0.65 0.65 0.55 0.55

NearMe: overlap,
non-overlap, spearman,
euclidean

0.87 0.87 0.71 0.71

Simple: AP presence,
RSSI, Presence + RSSI

0.88 0.88 0.72 0.72

General: AP presence,
RSSI, Presence + RSSI
Popularity, at home

0.89 0.89 0.73 0.73

Full: all features 0.89 0.89 0.73 0.73

Table 4: Performance of feature sets in the task of
inferring close proximity interactions. We train a
Gradient Boosted Classifier on selected subsets of
features: each feature category listed in Table 3,
NearMe [24], Simple (no features that are specific
to this experiment or require longer term data col-
lection), General (without features that could be
specific to this experiment), and Full (all listed fea-
tures). Using features which could be specific to the
experiment does not improve performance further.

102 103 104 105

Number of samples in training

0.74
0.76
0.78
0.80
0.82
0.84
0.86
0.88
0.90

AU
C 

RO
C

Random Forest Classifier
Gradient Boosted Classifier

Figure 4: The more samples we use for training
the interaction detection models, the better they
perform in test, but after a certain thresholds, the
gains are negligible. The performance of the Gra-
dient Boosted Classifier saturates at a higher level,
but the time it takes to train the classifier is longer
than it is the case with the Random Forest Classi-
fier. Each of the model is trained 20 times for each
number of samples, the shaded areas correspond to
25-75 percentiles and the solid lines to medians of
the results for each training set size.
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Figure 5: Gradient Boosted Classifier reports the
relative importance of each feature (the decrease in
node impurity it provides). After 30 training rounds
we see that Jaccard is the most important feature,
followed by overlap among the strongest routers (top
AP±6dB), Adamic-Adar, and Pearson correlation
between the signal strengths.

of the training data, each with 100 000 samples. We find
that Jaccard similarity is the most important, followed by
the overlap among the strongest routers, Pearson’s correla-
tion of signal strengths, and Adamic-Adar (which exploits
the overlap and the popularity of routers).

4.6 Validity of the model in different scenar-
ios

Figure 6 shows the performance of the gradient boosting
classifier in different contexts and across time.

Number of routers. As described before, the number of
routers in an environment is positively correlated with the
population density. We divide the test data in three equally-
sized subsets, depending on the size of the union of routers
seen by two people. Figure 6A shows that the performance
of the model is best in the low and mid sets (AUC > 0.9) and
observably lower (AUC ≈ 0.85) for environments with the
highest number of routers. Thus, we show that the model
performs well in typical environments.

Location. Because our the data was collected by students
of one university, with the majority of interactions happen-
ing on campus, there is a risk that the model would overfit
towards such situation. This is, in fact not the case. Fig-
ure 6B shows that while the performance of the model is
high on campus, it becomes even better for the meetings
outside.

Timing. As shown in Figure 6C the performance of
the model does not drop significantly during special peri-
ods, such as Christmas of summer vacation (gray areas in
the plot correspond to periods with no university classes).
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Figure 6: Our model for detecting person-to-person
proximity events performs well regardless of the
number of available routers (A) and location (B). Its
performance does not drop during holidays (marked
with gray areas in C). The situation in which the
performance is the worst is the Friday evenings and
nights (F), but even then, the AUC ROC is high.

Instead, it remains stable throughout the experiment.
The performance does vary with the hour of week, as

shown in Figure 6D-F. When we compare it to Figure 2K,
we see that the model performs better in situations where
the prior probability of meeting is lower (for example during
week nights). Nevertheless, it retains high performance of
AUC > 0.8 throughout the week.

5. RELATED WORK
In this section we discuss related work that explores the

application of mobile data to deepen our understanding of
aspects relevant to this paper.

Location and mobility. CDR data has been used as
a proxy for human mobility at large, societal scale. It has
been shown that our movements are regular [16], stable [28],



and predictable [43]. Several works argue that many unpre-
dictable travels observed in real data can be attributed to
individuals seeking interaction with their social contacts [17,
49, 8]. It yet remains to be verified whether these findings
hold fully if the analysis were to be performed on data with
higher spatial and temporal resolution (such as WiFi data).
At smaller scales, the scientific community investigated the
potential of WiFi routers in applications of indoor [4, 18,
36] and outdoor [7, 31, 13, 20] localization. Our recent work
investigates how large companies can crowd source the cre-
ation of databases with router locations [38, 31, 13] and how
people’s mobility on societal scale can be described using
only a small subset of available routers [39]. WiFi signals
can also be analyzed to discover places of interest and stop
locations in an unsupervised manner, i.e. without explicit
location information as reference [22, 51].

It is important to stress that the work presented in this
article does not rely on location estimation (in terms of ge-
ographical coordinates) but instead on relative comparison
between the environments sensed by two parties.

Interactions. Complementary to mobility, the question
of social interactions has been recently considered in vari-
ous contexts, with the results indicating that collection of
high-resolution behavioral traces is instrumental for under-
standing of complex processes in society [11, 42, 47, 45].
However, from a technical point of view, collection of such
data remains a challenge.

The most popular methods for quantitative and scalable
collection of close-proximity interactions include using spe-
cialized hardware (e.g., sociometric badges) [32, 37] or Blue-
tooth enabled smartphones [11, 3, 48]. In case of badges, in-
teractions are usually inferred using radio-frequency identi-
fication (RFID) transmissions or infrared. This way, badges
worn around participants’ necks can usually sense not just
proximity but also whether individuals are facing each other,
resulting in recordings of face-to-face interactions. Sens-
ing performed using Bluetooth-enabled mobile phones is less
granular. The proximity can be detected in a binary fash-
ion or further refined using the received signal strength as
a proxy for distance [41]. However, the orientation of the
individuals can not be sensed. The subjects’ devices must
remain in Bluetooth-discoverable state, which raises a num-
ber of security and privacy concerns, as described in the
Introduction. There has been some developments in substi-
tuting Bluetooth with WiFi, an approach in which one of
the phones acts as a hotspot and is sensed by others [6].
In controlled test environments this approach appears to of-
fer a distance estimation resolution of 0.5m [33], providing
a better understanding of the nature of the contacts [19].
However, the claim has not been tested in the wild and the
method potentially introduces even more privacy and secu-
rity problems than Bluetooth.

An alternative way of sensing interactions between two
persons with smartphones relies on comparing the two de-
vices’ radio frequency perceptions of the environment. If
a similarity is above a certain threshold, the two devices
are assumed to be in physical proximity. The idea of com-
paring WiFi signals to measure proximity was initially ex-
plored more than a decade ago. Initially, researchers relied
on single-feature measures of similarity, such as Manhattan
distance [30] or overlap [29]. NearMe project [24] introduced
more features, such as rank correlation between the lists of

overlapping routers sorted by signal strength, Euclidean dis-
tance, and the number of non-overlapping APs. The authors
explored combining the features into a regression model, but
this approach did not outperform single features. Moreover,
their model would overfit for the rooms where it was trained
and thus under-perform in previously unseen environments.
In fact, Kjærgaard and Nurmi name differences in environ-
ments where the sensing takes place among the most impor-
tant obstacles in using WiFi for social sensing [23]. Carlotto
et al.combine a number of previously suggested features us-
ing a Gaussian Mixture Model and claim that their model is
not environment-dependent (performs equally well in both
buildings where it was tested) [5].

We note that the differences in environments can actually
be used to increase the performance of the model. We can
exploit the characteristics of human interactions: from a
technical standpoint, environments with a smaller number of
routers offer lower accuracy of distance estimation; however,
two people in an environment with fewer access points are
more likely to be actually interacting (see Figure 2).

6. DISCUSSION
In this paper we evaluated the applicability of WiFi based

social sensing. The idea of exploiting WiFi signals for this
purpose is not new. However, to our best knowledge, re-
searchers have not yet tested this approach in practice, over
a long period, and in a large population that interacts in var-
ious environments. The growing popularity of WiFi access
points and the phones’ inability to remain Bluetooth discov-
erable are two trends that make it feasible and important to
begin using WiFi signals for social sensing.

6.1 Privacy implications
There are two main privacy implications of this work.
First, the ability to track face-to-face interactions using

WiFi can help us move away from relying on Bluetooth. By
not requiring the participants’ phones to remain Bluetooth
discoverable we protect the privacy and security of the sub-
jects. While currently most phones advertise their presence
and identity by scanning for WiFi, this problem is being
addressed. Both Android and iOS randomize the MAC ad-
dress of the device every time it sends WiFi probe requests
making it more difficult to identify the user.†

Second, our results indicate a potential erosion of pri-
vacy of Android users. As we have previously shown, WiFi
can be efficiently used for high-resolution mobility tracking
of entire populations [38, 39, 51]. Here we go a step further
and infer who people interact with, not only where they are.
Thus, results of WiFi scans—collected by major manufac-
turers of mobile devices and available to majority of mobile
application developers—constitute very sensitive datasets.
For example, a vast majority of the applications available in
Google Play Store has access to WiFi information, including
all the scan results requested by the system as often as ev-
ery 15 seconds [39]. This problem is addressed since Android
6.0—in the latest versions of the system an application has
to hold a location permission to listen to WiFi scan results.
However, the vast majority of handsets currently in use will
not receive these crucial updates. Thus, WiFi signals remain

†The randomization can only happen when the device is not
connected to any WiFi network. When it is, it announces
its real MAC address in each probe request.



a major privacy risk for years to come.

6.2 Limitations of the WiFi-based social infer-
ence

While our approach to inference of social interactions us-
ing WiFi signals offers an important new method in compu-
tational social science, we want to recognize its limitations.
The inference in the approach presented here depends on
the WiFi routers being present in the environment. While
today WiFi networks are omnipresent, especially in densely-
populated areas [39], we find that in our longitudinal and
diverse dataset approximately 5% of the WiFi scans did not
report any nearby networks, preventing inference of physical
proximity.

In this study, all phones collecting data were of the same
make and model. When considering a broader application
of the method, differences in WiFi hardware transmitters
and firmware and software of the phones may result in less
consistent scan data, making it more difficult to devise a
robust model as the one presented here.

Furthermore, due to the lack of ground truth data, we
cannot prove that our model accurately estimates the dis-
tance between users. We show, that our model is more likely
to recognize interactions with a higher Bluetooth RSSI, but
this property does not trivially translate to distance estima-
tion.

Finally, we should note that it is not our argument that
the values of all model features for discovering particular in-
teractions and reconstructing the overall social network are
generally applicable to different populations. Depending on
the specific population and social context under consider-
ation, the weights in the model might be different or even
entirely new features might be useful. Our results indicate,
however, that physical proximity can be inferred in a fea-
sible fashion using WiFi signals collected by smartphones,
even in very densely-connected populations.

7. CONCLUSION
In this work we showed how WiFi scan results can reveal

a great deal about our daily interactions with others and
our social ties. By using behavioral traces, placed in con-
text through meta information and our basic understanding
of the inner working of social systems, we can transform a
noisy data source to a strong social signal. Our findings have
important privacy implications, especially given our previ-
ous work which shows that it is possible to use WiFi signals
for tracking human mobility. On the other hand, WiFi scans
also constitute a great opportunity for companies with ac-
cess to such data on a global scale, to contribute e.g., better
epidemic models built on proximity data of billions of peo-
ple. Finally, we hope that this method of social sensing will
substitute Bluetooth sensing in future Computational Social
Science deployments.
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1. Abstract	
The	act	of	producing	content	-	for	example	in	forms	of	written	reports	-	is	one	of	the	most	used	methods	for	
teaching	and	learning	all	the	way	from	primary	school	to	university.	It	is	a	learning	tool	which	helps	students	
relate	their	theories	to	practice	and	getting	relevant	and	helpful	feedback	on	this	work	is	important	to	ensure	a	
good	 learning	 experience	 for	 the	 students.	 Providing	 this	 feedback	 is	 often	 a	 time-consuming	 job	 for	 the	
instructor.	An	effective	way	to	 learn	 is	 to	teach	others,	and	similarly	give	 feedback	on	work	done	by	others.	
One	way	to	approach	a	combined	solution	to	the	above	challenges,	is	to	use	peer	assessment	in	the	classroom	
which	as	a	learning	method	has	become	more	and	more	popular.	In	this	paper	we	present	the	web-based	peer	
feedback	system	Peergrade	and	the	dataset	generated	by	it.	Over	the	last	two	years	Peergrade	has	been	used	
by	 hundreds	 of	 thousands	 of	 students,	 in	more	 than	20,000	 classes	 in	 over	 100	 countries,	 by	 instructors	 in	
schools,	 colleges,	 universities	 and	 the	 private	 sector.	 Peergrade	 offers	 a	 wide	 range	 of	 common	 features	
included	 in	 peer	 assessment	 tools,	 including	 novel	 concepts	 such	 as	 intelligent	 allocation	 of	 reviewers	 to	
optimize	 the	 feedback	quality,	 the	ability	 for	 students	 to	give	 feedback	on	 their	 feedback,	 custom	 feedback	
rubrics,	submission	in	groups,	flagging	of	answers	for	teacher	moderation	and	instant	messaging-conversations	
between	 students	 and	 teachers.	 The	 main	 contributions	 of	 this	 paper	 are	 Peergrade	 itself,	 the	 dataset	
generated	by	Peergrade	which	 is	 (in	 anonymized	 form)	 available	 for	 research	by	others	 and	 a	 discussion	of	
challenges	faced	when	attempting	to	adress	all	desired	features	requested	by	literature.	

2. Introduction	
In	 its	 essence,	 peer	 feedback	 is	 the	 process	 of	 letting	 students	 give	 feedback	 to	 each	 other.	 It	 comes	 in	
different	forms,	and	consequently	has	a	range	of	different	names,	for	example:	peer	feedback,	peer	grading,	
peer	review,	peer	assessment,	peer	evaluation	and	peer	editing.	Generally	the	focus	is	a	mix	of	peer	to	peer	
assessment	and	peer	to	peer	feedback	for	learning	purposes,	but	some	instructors	have	a	more	specific	focus	
on	one	of	those	things.	
	
When	instructors	want	to	run	a	peer	feedback	session	with	their	students,	a	number	of	things	have	to	be	taken	
care	 of.	 Students	 have	 to	 submit	 their	 work	 somewhere	 and	 it	 has	 to	 be	 assigned	 and	 delivered	 to	 the	
reviewers.	In	case	each	submission	should	be	reviewed	by	multiple	other	students	it	needs	to	be	copied,	and	if	
anonymity	of	the	submitter	or	the	reviewer	is	required,	then	the	instructor	needs	to	coordinate	this.	Since	this	
process	 can	 become	 rather	 complex,	 using	 software	 to	 facilitate	 peer	 review	 sessions	 comes	 with	 clear	
benefits,	 and	many	 solutions	have	been	built	 over	 the	 years	 (Anderson	and	Schneiderman,	1977;	 Falchikov,	
1995;	 Sluijsmans,	 Brand-Gruwel	 and	 van	Merrinboer,	 2002;	 Freeman	 and	McKenzie,	 2002;	 Hamer,	 Kell	 and	
Spence,	2007;	Wahid	et	al.,	2017).	
	
Different	sources	(REAP,	2007;	Luxton-Reilly,	2009;	Wahid	et	al.,	2017)	list	desirable	features	for	peer	review	
systems.	 The	 list	 of	 desirable	 features	 provided	 by	 REAP	 (2007)	 is	 the	 most	 extensive	 and	 consists	 of	 56	
different	 features	 and	 groups	 of	 features	 such	 as	 “Support	 for	 different	 kinds	 of	 material	 (e.g.	 essays,	
computer	programs,	photographs,	collections	of	documents)”	and	“Anonymity:	keep	author	 identity	hidden,	
reviewer	identity	hidden,	both	or	neither”.	Of	these	56	features,	Peergrade	fully	supports	47,	partly	supports	3	
and	currently	does	not	support	6.	The	features	on	the	list	that	are	currently	not	supported	by	Peergrade	are:	
	

• “Specifying	subsets	of	students	(e.g.	tutorial	groups)	for	particular	exercises.”	
• “Allowing	students	to	create/select	their	own	rubric”	
• “Extra:	 writing	 feedback	 directly	 on	 submitted	 assignments	 (e.g.	 post-it	 notes,	 annotations,	 editing	

marks)”	



	
	

• “View	reviews	written	by	others	on	material	they	also	reviewed”	
• “Automatic	generation	of	groups,	randomly	or	based	on	constraints”	
• “Guest	access	to	allow	others	to	view	but	not	edit	assignments	or	reviews”	

	
The	papers	by	(Luxton-Reilly,	2009;	Wahid	et	al.,	2017)	together	specify	a	list	of	12	broader	features	that	they	
find	desirable.	Of	these,	the	Peergrade	system	fully	supports	9,	partly	supports	1	of	them	and	does	not	support	
2.	The	features	that	are	partly	or	not	supported	are:	
	

• Proper	handling	of	re-submissions	where	students	submit	work	in	multiple	rounds	
• Allowing	students	to	submit	an	unrestricted	number	of	reviews	if	they	want	
• Automatic	statistical	calibration	of	the	scores	assigned	by	reviewers	

	
Peergrade	(Wind,	Jørgensen	and	Hansen,	2015)	is	a	web-based	system	for	facilitating	peer	feedback	and	peer	
assessment	 processes.	 It	 is	 built	 to	 support	 as	 wide	 a	 variety	 of	 use-cases	 as	 possible,	 to	 facilitate	 peer	
feedback	processes	where	students	write	useful	and	specific	feedback	and	to	be	as	user	friendly	as	possible	to	
both	instructors	and	students.	Peergrade	makes	it	easy	for	students	to	join	a	class,	submit	their	work,	provide	
reviews	of	 submissions	by	others,	 read	 their	 received	 feedback	and	 interact	with	other	students	around	the	
feedback.	

	
	
Figure	 1:	 Part	 of	 the	 interface	 for	 students	 when	 they	 are	 reviewing	 a	 submission.	 On	 the	 left	 side	 of	 the	
screen,	 the	 submission	 is	 shown	 to	 the	 reviewer.	On	 the	 right	 side	of	 the	 screen,	 the	 reviewer	 is	presented	
with	 a	 feedback	 rubric	 that	 helps	 them	 focus	 their	 feedback	 according	 to	 certain	 criteria	 set	 up	 by	 the	
instructor.	Here	 the	criterion	 is	a	 scale-question	where	 the	 reviewer	 is	asked	 to	both	assess	 the	quality	of	a	
business	idea	summatively,	and	provide	an	explanation	for	their	assessment.	
	
For	instructors	Peergrade	offers	easy	ways	to	set	up	assignments	as	desired,	to	moderate	and	calibrate	reviews	
provided	by	students	and	to	get	different	insights	into	the	provided	reviews.	
	



	
	

	
	
Figure	2:	Part	of	an	interface	for	instructors	to	help	them	get	an	overview	of	the	reviews	created	in	a	class.	On	
the	 left	 side	 of	 the	 screen	 is	 a	 list	 of	 submissions	 by	 different	 students.	 For	 each	 submission	 there	 are	 a	
number	of	data-points,	 like	the	 inter-reviewer	agreement	on	the	submission,	the	number	of	reviews	etc.	On	
the	right	side	of	the	screen	the	feedback	for	the	chosen	submission	is	shown	(in	this	case	for	the	submission	by	
Pernille	-	which	is	a	demo	account).	
	
In	 this	paper	we	will	 introduce	Peergrade	and	all	of	 its	 important	 features	–	comparing	these	to	the	desired	
features	mentioned	in	literature.	We	will	then	discuss	which	unforseen	complications	appear	when	supporting	
such	 a	wide	 variety	 of	 features	 simultaneously.	 Finally	we	will	 discuss	 shortcomings	 of	 Peergrade,	 describe	
various	research	projects	currently	being	performed	on	Peergrade,	and	propose	other	research	questions	for	
the	future.	

3. The	structure	of	a	Peergrade	assignment	
The	basic	flow	of	an	assignment	in	Peergrade	is	the	following:	
	

1. The	instructor	in	a	class	assigns	a	task	to	the	students	that	results	in	the	production	of	a	piece	of	work	
(submission).	

2. The	students	submit	their	submissions	to	Peergrade.	
3. The	students	review	a	number	of	submissions	from	other	students	in	the	class	(producing	a	number	

of	reviews).	This	happens	according	to	a	so-called	feedback	rubric	made	by	the	teacher.	
4. The	students	read	and	react	to	the	feedback	they	have	received	on	their	submission.	
5. The	teacher	moderates	the	reviews	produced	by	students.	

4. Features	of	Peergrade	
Peergrade	contains	a	range	of	features	that	makes	the	use	of	Peergrade	as	easy	and	effective	as	possible	for	
instructors	and	which	ensures	enough	flexibility	to	be	useful	for	student	of	all	ages	and	in	all	subjects.	Some	of	
these	features	are	standard	and	expected	of	a	digital	peer	review	tool,	and	some	are	novel.	

4.1 Live	sessions	and	flexible	deadlines	
In	some	cases	instructors	want	to	ensure	that	all	students	submit	their	work,	or	complete	their	reviews	before	
a	 specific	deadline.	 In	 some	cases	 it	 is	 desired	 that	 students	 can	 start	 reviewing	work	as	 soon	as	 they	have	
made	 their	 own	 submission	 and	 see	 their	 received	 reviews	 as	 soon	 as	 they	 have	 completed	 their	 own.	 In	
Peergrade	it	is	possible	to	specify	deadlines	flexibly	for	when	submission	begins	and	ends	and	when	reviewing	



	
	

begins	and	ends.	In	the	case	where	for	example	the	instructors	sets	no	deadline	for	when	submission	ends	and	
reviewing	starts,	the	students	can	start	their	reviews	after	submitting	their	own	work.	

4.2 Group	submission	

It	is	very	common	that	students	solve	assignments	and	submit	their	work	in	groups.	In	Peergrade	students	can	
submit	 as	 a	 group	by	 selecting	 their	 group	members	 from	 the	 class.	 In	 the	 review	process	 students	 do	 not	
(under	normal	circumstances)	review	the	work	of	their	own	group	and	all	members	of	the	group	can	see	the	
results.	

4.3 Anonymity	

In	order	to	reduce	bias	when	students	are	reviewing	work	it	can	be	an	advantage	to	perform	the	reviews	in	an	
anonymized	 fashion	 (Rotsaert,	 Panadero	 and	 Schellens,	 2018).	 Peergrade	 allows	 for	 double-blind	 reviews	
where	reviewers	are	not	told	who	authored	the	submission	and	submitters	are	not	told	who	did	the	reviews	
they	receive.	In	order	to	hide	the	identity	of	the	submitters	Peergrade	strips	file-metadata	but	can’t	guarantee	
anonymity	 if	 authors	 disclose	 their	 identity	 in	 the	 content	 of	 the	 submission.	 It	 is	 optional	whether	 to	 hide	
identities	of	submitters,	of	reviewers,	both	or	neither.	

4.4 Submission	categories	

Often	instructors	are	interested	in	controlling	the	way	that	reviewers	are	allocated	to	submissions.	A	common	
request	is	that	reviews	should	happen	within	or	outside-of	certain	groups.	Peergrade	allows	the	instructor	to	
set	up	submission	categories	and	choose	if	they	want	reviewing	to	happen	inside	the	categories	or	outside	of	
categories.	If	within-category	reviews	are	selected	then	students	are	only	asked	to	review	submissions	in	their	
own	category.	If	outside-of-category	is	selected	then	students	are	only	asked	to	review	submission	from	other	
categories	 than	 their	own.	Examples	of	uses	 for	 this	are	university	courses	where	students	write	 in	multiple	
languages	 and	 can	 not	 review	work	 in	 a	 language	 they	 don’t	 speak,	 or	 executive	 education	 courses	where	
participants	should	not	review	submissions	dealing	with	a	confidential	case	from	a	competing	company.	

4.5 Feedback	rubrics	
When	students	are	asked	to	review	work	of	other	students,	the	most	challenging	problem	is	guiding	students	
to	produce	useful	and	relevant	feedback	(Palloff	and	Pratt,	1999;	Sadler,	2010).	One	part	of	a	solution	to	this	
challenge	is	to	have	students	give	feedback	according	to	certain	feedback	criteria	in	a	so-called	feedback	rubric	
(Cho,	Schunn	and	Wilson,	2006;	Panadero,	Romero	and	Strijbos,	2013).	A	feedback	rubric	is	a	list	of	questions	
that	scaffold	the	feedback	and	the	questions	can	take	different	forms.	Peergrade	allows	instructors	to	create	
their	 own	 rubrics	 by	 combining	 Yes/No	 questions,	 Scale	 questions	 and	 Text	 questions.	 An	 example	 of	 a	
feedback	rubric	with	one	of	each	type	of	question	is:	

4.5.1 Yes	/	No	question	

• Did	the	writer	stay	on	topic?	
o Yes	
o No	

4.5.2 Scale	question	

• Did	the	writer	explain	their	choice	of	historical	events	to	chronicle?	
o No,	not	at	all.	
o Sort	of.	There	is	a	brief	explanation	but	it	could	have	been	explained	more.	
o Yes,	there	was	a	good	explanation	to	why	they	chose	to	record	those	events.	

4.5.3 Text	question	

• Overall,	what	did	you	think	of	the	structure	and	organization	of	the	essay?	Name	at	 least	one	way	your	
peer	could	improve	structure	and	organization.	

	
In	 Peergrade	 is	 always	 possible	 for	 students	 to	 write	 an	 explanatory	 comment	 to	 their	 answers	 to	 scale	
questions,	and	instructors	can	make	this	mandatory	and	specify	a	minimum	length	of	the	comment.	



	
	

4.6 Rubric	quality	
Designing	effective	feedback	rubrics	is	not	easy.	One	of	the	common	challenges	is	to	design	clearly	formulated	
questions	that	make	it	easy	for	reviewers	to	give	correct	evaluations	(Cho,	Schunn	and	Wilson,	2006).	One	way	
to	 help	 teachers	 make	 better	 rubrics	 is	 to	 provide	 information	 about	 the	 effectiveness	 of	 the	 different	
questions.	 Peergrade	 allows	 the	 instructor	 to	 see	 different	 statistics	 about	 each	 question,	 for	 example	 the	
median	 number	 of	 words	 of	 feedback	 written	 on	 a	 question,	 and	 the	 average	 disagreement	 (standard	
deviation)	between	reviewers	assessing	the	same	submission.	High	reviewer-disagreement	is	an	indication	that	
the	question	is	vaguely	formulated	or	that	reviewers	are	not	able	to	accurately	use	the	question.	

4.7 Self	assessment	

Research	shows	that	asking	students	to	review	their	own	submission	has	strong	pedagogical	benefits	(Sadler	
and	Good,	2006).	If	instructors	enable	self-evaluation	in	Peergrade	the	students	are	asked	to	review	their	own	
work	after	having	reviewed	the	work	of	their	peers.	When	self-review	is	performed	on	a	group	submission	the	
instructor	can	decide	if	students	can	see	the	self-reviews	of	their	group	members.	

4.8 Problematic	submissions	

When	dealing	with	many	submissions,	a	classic	problem	is	that	some	fraction	of	the	submissions	will	be	invalid	
for	review.	Common	reasons	are	corrupt	files,	blank	documents	and	solutions	to	the	wrong	assignment.	These	
types	 of	 problems	 can	 have	 a	 detrimental	 effect	 on	 a	 peer	 review	 process	 	 (in	 Peergrade	 around	 1%	 of	
submissions	 are	 problematic).	 In	 Peergrade	 students	 can	mark	 a	 submission	 they	 are	 assigned	 to	 review	 as	
problematic	 and	 specify	 why.	 They	 will	 then	 receive	 a	 new	 submission	 to	 review	 instead	 and	 when	 a	
submission	has	been	marked	as	problematic	by	3	different	reviewers	it	is	taken	out	of	circulation.	

4.9 Who	can	give	feedback	

Under	normal	circumstances	instructors	only	want	to	include	students	in	the	review	process	if	they	themselves	
have	submitted	work,	but	in	some	cases	it	is	also	desired	to	allow	students	to	provide	feedback	when	they	did	
not	submit	work.	Both	options	are	available	in	Peergrade.	

4.10 Individual	deadlines	and	extensions	
In	many	 cases,	 it	 is	 necessary	 to	 change	 the	 flow	of	 a	 teaching	 activity	 for	 an	 individual	 student.	 The	most	
classical	example	of	this	is	letting	a	student	hand	in	their	submission	after	the	submission	deadline.	Peergrade	
allows	 teachers	 to	 set	 individual	deadlines	 for	 submitting	and	giving	 feedback.	 Individual	deadlines	overrule	
general	 deadlines	 specified	 for	 a	 class,	 but	 only	 on	 the	 individual	 level	 so	 it	 is	 possible	 to	 keep	 the	 original	
setup	for	all	other	students.	

4.11 Smart	reviewer	allocation	

When	designing	a	peer	 review	system,	an	 immediate	problem	 is	deciding	on	a	way	 to	allocate	 reviewers	 to	
submissions.	 The	 naive	 solution	 is	 to	 pre-allocate	 reviewers	 to	 submissions	 before	 the	 review	 process.	 The	
challenge	is	that	even	when	each	reviewer	is	assigned	to	3	submissions,	if	just	a	relatively	small	fraction	of	the	
students	do	not	finish	their	reviews,	some	students	end	up	with	few	or	no	reviews	for	their	submission	(if	10%	
of	students	do	not	give	reviews	in	a	class	with	150	students	and	3	reviews	per	student,	then	the	chance	that	
someone	receives	no	reviews	 is	above	15%).	One	solution	to	this	problem	 is	 live	allocation	where	reviewers	
are	assigned	to	submissions	one	by	one	as	they	finish	their	last	review.	This	makes	it	possible	to	ensure	that	all	
submissions	 get	 approximately	 the	 same	 number	 of	 reviews.	 Peergrade	 additionally	 employ	 different	
intelligent	 strategies	 for	 allocating	 reviewers	 in	 a	way	 such	 that	 each	 submission	not	only	 receive	 the	 same	
number	of	reviews,	but	such	that	they	receive	approximately	the	same	quality	of	feedback	(Wind	et	al.,	2017).	

4.12 Feedback	reactions	
One	of	the	most	common	challenges	with	peer	feedback	is	getting	students	to	write	useful	feedback.	In	order	
to	 provide	 an	 incentive	 for	 doing	 so,	 and	 in	 order	 to	 teach	 students	what	 good	 feedback	 is	 Peergrade	 lets	
students	 give	 feedback	 on	 the	 feedback	 in	 the	 form	 of	 a	 so-called	 feedback	 reaction.	 Feedback	 reactions	
contain	a	numerical	assessment	of	the	usefulness	of	the	review	and	optionally	suggestions	for	how	it	can	be	
improved.	Using	the	numerical	part	of	feedback	reactions	 it	 is	possible	to	get	an	estimate	of	how	good	each	



	
	

student	is	at	writing	useful	feedback	to	their	peers.	(Wind	and	Jensen,	2017)	describes	the	effectiveness	of	this	
method.	

4.13 Teacher	assessment	

While	 peer	 feedback	 is	 generally	 of	 high	 quality	 (Cho,	 Schunn	 and	Wilson,	 2006;	 Price	 et	 al.,	 2016),	 many	
teachers	 are	 interested	 in	 combining	 peer	 feedback	 with	 teacher	 feedback.	 Peergrade	 allows	 teachers	 to	
provide	their	own	reviews	to	the	submissions	as	well.	

4.14 Conversations	
After	a	student	has	written	a	review	of	a	submission	it	is	often	the	case	that	the	submitters	and	the	reviewer	
disagree	 about	 certain	 parts	 of	 the	 review,	 or	 that	 the	 submitters	want	 parts	 of	 the	 review	 clarified	 (Nicol,	
2010).	Peergrade	allows	submitters,	 reviewers	and	 teachers	 to	discuss	each	piece	of	 feedback	 in	a	 so-called	
conversation.	This	conversation	looks	and	works	like	modern	instant	messaging	products.	

4.15 Flagging	
In	 some	 cases	 students	 might	 disagree	 completely	 with	 the	 reviewer	 and	 require	 teacher	 intervention.	
Peergrade	allows	students	 (both	submitters	and	reviewers)	 to	 flag	 feedback	 for	moderation	by	a	 teacher.	 In	
this	 case	 the	 teacher	will	 be	 notified	 about	 the	 disagreement	 and	 they	 are	 able	 to	 add	 extra	 feedback	 and	
change	the	evaluation.	

4.16 Automatic	flagging	

While	flagging	is	a	very	effective	solution	for	finding	evaluations	and	feedback	that	is	too	tough,	it	is	not	very	
suitable	 for	 finding	 feedback	 that	 is	 too	nice	or	positive.	 In	order	 to	highlight	 such	 feedback	 to	 the	 teacher,	
Peergrade	 employs	 various	 statistical	 models	 for	 detecting	 outliers	 -	 feedback	 that	 statistically	 looks	 to	 be	
erroneous.	 Beyond	 the	 ability	 to	 detect	 feedback	 that	 looks	 wrong	 numerically,	 it	 is	 also	 possible	 to	 spot	
feedback	that	includes	certain	words	that	are	indicative	of	harsh	or	non-serious	feedback.	

5. Challenging	feature	combinations	
When	designing	a	peer	review	software	solution	-	and	most	other	software	solutions	-	the	complexity	of	the	
solution	scales	faster	than	linearly	with	the	number	of	different	features	that	are	supported.	When	different	
features	combine	it	creates	some	non-trivial	problems	to	handle.	In	this	section,	we	will	outline	some	of	these	
challenges	encountered	by	supporting	the	set	of	features	described	in	the	previous	section.	

5.1 Resubmission	after	receiving	feedback	

Allowing	students	to	perform	certain	actions	after	a	deadline	has	passed	can	have	complicated	consequences.	
One	of	the	complications	that	most	instructors	face	in	practise	is	when	they	want	to	allow	a	student	to	hand	in	
a	 new	 submission	 after	 the	 review	 period	 has	 started.	 In	 some	 cases	 this	 can	 be	 handled	 without	
complications,	 but	 as	 soon	 as	 a	 submission	 has	 received	 a	 review,	 then	 changing	 the	 submission	 will	
potentially	invalidate	the	review	(which	was	made	for	a	now	different	submission).	If	instructors	want	to	allow	
resubmission	after	a	review	has	been	given,	they	need	to	accept	that	the	feedback	will	be	deleted	(but	they	
will	be	prompted	to	verify	that	this	is	desired).	

5.2 Problematic	self-evaluations	

Marking	a	submission	as	problematic	in	the	review	phase	will	assign	the	reviewer	a	new	submission	to	review	
instead.	 Obtaining	 a	 new	 submission	 to	 review	 is	 not	 possible	 in	 the	 case	 of	 self-evaluation.	 In	 Peergrade	
students	can	not	mark	their	own	submission	as	problematic.	

5.3 Anonymity,	self-evaluations	and	group	submissions	

An	 instructor	 can	 choose	 to	 enable	 submission	 in	 groups,	 have	 anonymity	 of	 reviewers	 and	 submitters	 and	
enable	 self-review	 at	 the	 same	 time.	 In	 this	 situation,	 multiple	 group	 members	 will	 self-review	 the	 same	
submission	 (which	 might	 also	 receive	 normal	 reviews	 by	 students	 from	 other	 groups)	 and	 it	 is	 not	 clear	
whether	 the	author	of	 self-reviews	 should	be	kept	anonymous.	 It	 is	 also	not	 clear	whether	 students	 should	



	
	

even	be	able	to	see	self-reviews	made	by	their	group	members.	Peergrade	allows	instructors	to	decide	if	self-
reviews	by	group	members	are	shown	to	the	students,	and	if	they	are	they	will	also	be	anonymous	to	group	
members.	

5.4 Allowing	students	to	give	feedback	without	submitting	

The	possibility	of	allowing	students	to	review	when	they	have	not	submitted	themselves	interacts	with	a	range	
of	 other	 features,	 introducing	 a	 number	 of	 complications.	 When	 the	 instructor	 has	 enabled	 submission	
categories,	students	that	have	not	submitted	anything	are	also	not	assigned	a	category.	 In	this	case,	 it	 is	not	
clear	 how	 to	 assign	 reviews	 of	 the	 non-submitters.	 Peergrade	 does	 not	 allow	 student	 to	 review	 without	
submitting	and	the	use	of	categories	at	the	same	time.	Another	complication	is	introduced	when	students	are	
allowed	to	review	without	submission,	and	no	deadline	is	set	for	when	submission	ends	and	reviewing	starts.	
Under	 normal	 circumstances	 students	 are	 not	 allowed	 to	 review	 before	 they	 have	 submitted,	 and	
consequently	it	will	always	be	clear	whether	the	student	is	supposed	to	submit	or	review.	In	this	case	though,	
students	 can	 do	 either	 first.	 In	 this	 case,	 Peergrade	 requires	 students	 to	 submit	 first,	 or	 that	 the	 instructor	
manually	“pushes”	the	students	to	the	next	phase.	

6. Discussion	and	future	work	
With	 the	 increasing	 number	 of	 instructors	 and	 students	 using	 Peergrade	 the	 size	 of	 the	 dataset	 grows	 and	
more	 interesting	 research	 problems	 arise.	 One	 part	 is	 the	 technical	 challenge	 of	 supporting	 instructors	 in	
running	effective	peer	reviews	in	their	classrooms,	and	the	other	part	is	investigating	the	obtained	data.	In	this	
section	 we	 will	 describe	 some	 of	 the	 shortcomings	 of	 Peergrade	 and	 pose	 a	 range	 of	 concrete	 research	
challenges	for	the	future.	

6.1 Shortcomings	of	Peergrade	and	future	development	

There	 are	many	 tools	 available	 for	 helping	 instructors	with	 educational	 peer	 review	 -	 41	 different	 tools	 are	
known	to	the	authors	based	on	(REAP,	2007;	Luxton-Reilly,	2009;	Wahid	et	al.,	2017).	Combining	the	feature	
sets	of	all	these	tools	with	lists	of	desired	features	covered	in	literature	gives	a	very	complete	view	of	all	the	
requirements	 instructors	 have	 for	 the	 perfect	 peer	 review	 tool.	 There	 are	 a	 number	 of	 places	 where	 the	
Peergrade	system	fall	short	of	this	list,	which	will	be	addressed	here.	
	
Some	of	 the	 features	currently	not	 supported	by	 the	Peergrade	system	are	currently	under	development	or	
planned	 to	 be	 developed	 soon.	 These	 features	 are	 relatively	 uncomplicated	 and	 have	 been	 requested	 by	
instructors.	They	include:	
	
• Specifying	subsets	of	students	for	particular	exercises	
• Let	students	view	reviews	written	by	others	on	material	they	also	reviewed	
• Guest	access	to	allow	others	to	view	but	not	edit	assignments	or	reviews	
• Allowing	students	to	submit	an	unrestricted	number	of	reviews	if	they	want	
	
Some	 features	 available	 in	 other	 tools	 are	 not	 currently	 on	 the	 development	 roadmap	 for	 the	 Peergrade	
system.	This	 is	because	 they	 require	a	 significant	amount	of	 resources	 to	develop	and	will	 introduce	a	 large	
amount	of	complexity	compared	to	their	perceived	importance	for	the	instructors	and	students.	These	include:	
	
• Allowing	students	to	create/select	their	own	rubric	
• Automatic	generation	of	groups,	randomly	or	based	on	constraints	
• Proper	handling	of	re-submissions	where	students	submit	work	in	multiple	rounds	
	
Finally	 there	 are	 some	 features	 deemed	 important	 by	 some	 instructors	 that	 are	 still	 included	 not	 on	 the	
current	roadmap	for	the	Peergrade	system.	This	includes	the	ability	to	let	students	write	feedback	directly	on	
submitted	assignments,	and	automatic	statistical	calibration	of	scores	assigned	by	reviewers.	
	
Allowing	 annotations	 on	 documents	 is	 seemingly	 an	 important	 feature	 to	 many	 instructors	 and	 students.	
Unfortunately	allowing	feedback	to	 live	 inside	the	submission	has	 implications	for	other	parts	of	the	system.	
Firstly	it	requires	a	rethinking	of	how	feedback	rubrics	work	since	text-comments	can	now	live	“outside”	of	the	
rubric.	Secondly	it	makes	it	harder	for	feedback	receivers	to	get	a	meaningful	summary	of	their	feedback	since	



	
	

there	 is	now	a	 spatial	 component	 (where	 in	 the	 submission	document)	 to	each	 review	comment.	 There	are	
different	potential	solutions	to	the	above	problems,	but	building	annotation	capabilities	that	work	for	various	
submission	types	(rich	text,	PDF-files,	Word-documents,	video,	sound,	etc)	is	non-trivial.	
	
Some	 systems	 for	 peer	 review	 put	 a	 great	 emphasis	 on	 their	 ability	 to	 automatically	 calibrate	 the	 scores	
provided	by	reviewers	(Piech	et	al.,	2013;	Price	et	al.,	2016).	Early	versions	of	the	Peergrade	system	actually	
included	statistical	calibration	of	reviewer-scores,	but	it	was	decided	to	remove	this	functionality	after	talking	
to	 students	 and	 teachers	 using	 the	 system.	 We	 discovered	 that	 neither	 students	 nor	 instructors	 really	
understood	 the	calibration	models	and	consequently	did	not	 trust	 the	calibrated	 results.	Additionally	only	a	
fraction	of	the	users	of	Peergrade	were	interested	in	detailed	accuracy	of	the	scores.	Some	other	systems	for	
peer	 review	 have	 more	 sophisticated	 methods	 for	 automatic	 calibration	 and	 have	 it	 as	 a	 core	 part	 of	 the	
systems,	so	it	is	possible	that	a	continued	focus	on	this	would	make	it	work.	

6.2 Improving	automatic	flagging	

With	 large	classes	the	amount	of	feedback	 in	peer	reviews	can	become	too	much	for	the	 instructors	to	 look	
through.	Some	courses	in	Peergrade	have	more	than	a	thousand	students,	and	in	one	example	approximately	
250	 students	 wrote	 more	 than	 500,000	 words	 of	 feedback,	 which	 corresponds	 to	 around	 1000	 pages	 of	
feedback	(and	this	is	just	counting	the	text,	not	including	all	the	numerical	evaluations).	Automatic	flagging	is	
one	approach	for	the	teacher	to	spend	time	wisely	by	only	reviewing	feedback	that	 is	deemed	important	by	
either	student	or	Peergrade.	Future	research	projects	will	look	into	how	well	the	system	is	able	to	accurately	
detect	important	feedback	to	spot-check	by	the	teacher.	

6.3 Smarter	reviewer	allocation	

Assigning	 reviewers	 to	 submissions	 in	 the	 best	 way	 possible	 is	 a	 cornerstone	 of	 a	 successful	 peer	 review	
session	(Luxton-Reilly,	2009;	Piech	et	al.,	2013).	It	is	both	desired	that	all	students	receive	quality	feedback	on	
their	submission	and	that	each	student	sees	work	of	different	quality	when	reviewing.	Optimizing	these	things	
simultaneously	while	ensuring	that	the	allocation	works	even	when	allowing	for	resubmission	and	supporting	
features	like	categories	and	groups	will	be	the	focus	of	future	research.	

6.4 Effect	of	anonymity	

There	is	little	research	on	the	effects	of	anonymity	in	peer	review	sessions	(Rotsaert,	Panadero	and	Schellens,	
2018).	Until	now,	 in	approximately	95%	of	all	sessions	in	Peergrade	the	instructors	decide	to	run	the	session	
completely	anonymous	 (anonymous	 submissions	and	anonymous	 reviewers).	 Future	 research	projects	 could	
look	 into	 differences	 in	 the	 student	 perception	 of	 peer	 review	 and	 on	 feedback	 quality	 under	 different	
anonymity	setups.	

6.5 Feedback	reaction	rubrics	
In	the	current	version	of	Peergrade,	feedback	reactions	are	given	according	to	a	fixed	rubric	(a	numerical	scale	
with	five	 levels	and	the	option	to	specify	what	could	be	 improved	about	the	feedback).	 In	order	to	facilitate	
useful	feedback	reactions,	experimentation	with	the	feedback	reaction	rubric	is	an	option.	Future	research	will	
look	 into	 customization	 of	 the	 feedback	 reaction	 rubric	 by	 instructors	 and	 how	 different	 feedback	 reaction	
rubrics	affect	the	peer	review	sessions.	

6.6 Full	comparison	of	peer	review	tools	

In	the	reviews	made	by	(Luxton-Reilly,	2009;	Wahid	et	al.,	2017)	a	total	of	24	different	software	systems	for	
peer	review	are	described.	Additionally	we	have	located	17	more	peer	review	tools,	bringing	the	total	number	
of	 digital	 peer	 review	 tools	 (including	 Peergrade)	 up	 to	 41.	 Getting	 a	 full	 understanding	 of	 the	 features,	
benefits,	pricing	and	other	information	about	this	many	tools	is	impossible	for	instructors.	Providing	a	simple	
and	fair	comparison	between	all	tools	would	be	of	great	value	to	instructors	and	students.	

6.7 Research	on	data	generated	by	Peergrade	
With	hundreds	of	thousands	of	students	already	using	Peergrade,	the	amount	of	data	collected	which	can	be	
used	 for	 research	 purposes	 is	 very	 large	 in	 comparison	 to	 other	 datasets.	 The	 dataset	 close	 to	 one	million	



	
	

reviews	containing	many	millions	of	answers	to	rubric	questions.	Instrutors	have	created	tens	of	thousands	of	
feedback	 rubrics	 and	 students	 have	 submitted	hundreds	of	 thousands	of	 pieces	 of	work.	Using	 this	 dataset	
opens	 up	 new	 possibilities	 for	 doing	 research	 that	 improves	 peer	 review	 practices	 for	 all	 students,	 and	
consequently	it	can	be	made	available	(in	an	anonymized	form	and	under	certain	restrictions)	to	researchers	
that	are	interested	in	working	with	it.	

7. Conclusion	
In	this	paper	we	have	presented	the	web-based	peer	feedback	system	Peergrade	and	described	the	features	it	
includes	to	support	students	and	instructors	 in	the	peer	review	process.	Comparing	the	Peergrade	system	to	
other	available	systems	for	educational	peer	review	shows	that	Peergrade	contain	most	desired	features,	but	
no	 systematic	 comparison	 of	 more	 than	 40	 different	 tools	 is	 available.	 Besides	 supporting	 various	 desired	
features	 the	 Peergrade	 system	 introduces	 various	 novel	 features	 such	 as	 intelligent	 reviewer	 allocation,	
automatic	flagging	of	feedback	for	teacher	moderation	and	instant	messaging	conversations	between	students	
and	 instructors.	 Adressing	 the	 desired	 features	 described	by	 various	 sources	 introduces	 complications	 since	
some	of	these	features	when	combined	present	new	challenges.	The	data	collected	by	Peergrade	is	one	of	the	
largest	available	datasets	on	peer	review,	and	is	available	to	researchers	(subject	to	certain	requirements).	The	
Peergrade	system	is	still	under	continuous	development	and	most	of	it	(a	subset	of	features)	is	freely	available	
to	instructors	and	students.	
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1. Abstract	
The	act	of	producing	content	-	for	example	in	forms	of	written	reports	-	is	one	of	the	most	used	methods	for	
teaching	and	learning	all	the	way	from	primary	school	to	university.	It	is	a	learning	tool	which	helps	students	
relate	their	theories	to	practice.	Getting	relevant	and	helpful	feedback	on	this	work	is	 important	to	ensure	a	
good	 learning	 experience	 for	 the	 students.	 Providing	 this	 feedback	 is	 often	 a	 time-consuming	 job	 for	 the	
teacher.	An	effective	way	to	learn	is	to	teach	others,	and	similarly	give	feedback	on	work	done	by	others.	One	
way	 to	 approach	 a	 combined	 solution	 to	 the	 above	 challenges,	 is	 to	 use	 peer	 assessment	 in	 the	 classroom	
which	as	a	learning	method	has	become	more	and	more	popular. In	this	paper	we	look	at	data	collected	using	
the	web-based	peer	assessment	system	Peergrade.	The	dataset	consists	of	over	350	courses	at	more	than	20	
educational	institutions	and	with	a	total	of	more	than	10,000	students.	The	students	have	together	made	more	
than	100,000	peer-evaluations	of	work	by	other	students,	and	these	evaluations	together	contain	more	than	
10,000,000	 words	 of	 text	 feedback. A	 key	 problem	 when	 using	 peer	 assessment	 is	 to	 ensure	 high	 quality	
feedback	 between	 peers.	 Feedback	 here	 can	 be	 a	 combination	 of	 quantitative	 /	 summative	 feedback	
(numerical)	and	qualitative	/	formative	feedback	(text).	A	lot	of	work	has	been	done	on	validating	and	ensuring	
quality	of	quantitative	feedback.	We	propose	a	way	to	let	students	evaluate	the	quality	of	the	feedback	they	
receive	to	obtain	a	quality	measure	for	the	feedback.	We	investigate	this	measure	of	feedback	quality,	which	
biases	 are	 present	 and	 what	 trends	 can	 be	 observed	 across	 the	 dataset.	 Using	 our	 measure	 of	 feedback	
quality,	we	 investigate	how	 it	 relates	 to	 various	 factors	 like	 the	 length	of	 the	 feedback	 text,	 the	number	of	
spelling	mistakes,	how	positive	it	is	and	measures	of	the	student’s	report-writing	skills. 
 
Keywords:	peer	assessment,	peer	feedback,	feedback,	peer	review,	peer	evaluation,	peer	grading 

2. Introduction	

2.1 What	is	peer	assessment?	

Peer	assessment	is	the	act	of	letting	students	partake	in	the	process	of	evaluation	and	giving	feedback.	Peer	
feedback	is	a	formative	variant	of	this	where	students	discusses	the	strengths	and	weaknesses	of	a	specific	
performance	at	length	and	indicate	suggestions	for	further	improvement.	It	is	the	counterpart	of	feedback	by	a	
teacher.	Both	are	outcomes	of	formative	assessment,	also	called	assessment	for	learning	(Black	&	Wiliam,	
1998;	Gielen	et	al	2010).	

2.2 Why	is	it	meaningful	to	use	peer	assessment?	

The	use	of	peer	assessment	in	education	comes	with	a	number	of	benefits	for	both	teachers	and	students	(Tsui	
&	Ng,	2000).	Peer	feedback	can	increase	pressure	on	students	to	perform	well	by	introducing	a	social	pressure.	
Cole	 (1991)	 finds	 this	 effect	 in	 fourth	 grade	 and	 Pope	 (2005)	 in	 university.	 An	 increase	 in	 time	 spent	 on	
assignment	 that	are	given	peer	 feedback	 is	documented	 in	 (Tsui	&	Ng,	2000;	Pope,	2001;	Gibbs	&	Simpson,	
2004). When	an	entire	 class	of	 students	 collaborate	on	evaluating	homework	and	with	a	good	 tool	 in	place	
where	 the	 logistics	 are	 handled,	 the	 teacher	 can	 save	 a	 large	 amount	 of	 time	 and	 students	 can	 receive	
feedback	 on	 their	 work	 much	 faster	 (Sadler,	 2006;	 Searby,	 1997).	 Gibbs	 et	 al	 (2004)	 writes	 that	 getting	
imperfect	feedback	immediately	might	have	much	more	impact	than	perfect	feedback	four	weeks	later.	Gielen	
et	al	(2010)	also	talks	about	the	possibility	of	introducing	more	feedback	into	the	classroom	through	“several	
‘intermediate’	peer	assessment	sessions	on	draft	versions	of	for	instance	an	essay	or	report”	arguing	that	this	
“could	 answer	 to	 this	 need	 of	 regular	 feedback	 if	 teachers	 are	 not	 able	 or	willing	 to	 increase	 its	 frequency	
themselves.”. When	 students	 assess	 and	 give	 feedback	 to	 work	 of	 other	 students,	 they	 get	 a	 deeper	
understanding	of	the	material,	both	from	seeing	alternative	solutions	to	the	task	they	have	solved	themselves	
and	from	reflecting	upon	the	work	of	others	and	formulating	their	thoughts	into	constructive	feedback	(Bloom	



	
	

et	al,	1956;	Boud,	1989;	Sadler,	2006;	Liu,	2006).	Topping	 (2003)	describes	 that	students	 find	peer	 feedback	
more	understandable	and	useful	due	to	other	students	being	‘on	the	same	wavelength’,	and	teacher	feedback	
is	often	misinterpreted	by	students	due	to	a	difference	in	discourse	(Hounsell,	1987;	Higgins,	2000;	Gibbs	et	al.,	
2004;	 Yang	 et	 al.,	 2006). Giving	 feedback	 is	 also	 a	 good	way	 to	 train	 the	 ability	 to	 receive	 and	 understand	
feedback	(Rust	et	al.,	2003;	Bloxham	&	West,	2004). The	use	of	peer	evaluations	in	a	class	can	even	make	the	
classroom	 friendlier,	more	 cooperative	 and	 consequently	build	 a	 greater	 sense	of	 shared	ownership	 for	 the	
learning	process	(Sadler	&	Good,	2006).	The	process	of	peer	assessment	is	not	limited	to	educational	purposes,	
and	 the	use	of	 self-evaluation	and	peer	 review	are	an	 important	part	of	 future,	adult,	professional	practice,	
and	test	grading	is	a	good	way	to	develop	these	skills	(Boud,	1989). 

2.3 Why	is	feedback	important?	

Graham	et	al	 (2015)	did	a	meta-analysis	of	 true	and	quasi-experiments	with	students	 in	grades	1	 to	8.	They	
found	that	feedback	to	students	about	writing	from	adults,	peers,	self,	and	computers	statistically	enhanced	
writing	quality,	 yielding	average	weighted	effect	 sizes	of	0.87,	0.58,	0.62,	and	0.38,	 respectively.	Kingston	&	
Nash	(2011)	also	did	a	meta-study	using	42	independent	effect	sizes	and	determined	a	weighted	mean	effect	
size	of	0.20.	Smith	&	Gorard	 (2005)	 investigate	 the	effect	of	 replacing	numerical	 feedback	 (grades)	with	 just	
formative	 feedback.	 They	 split	 104	 year	 7	 pupils	 into	 4	 groups	 and	 find	 that	 the	 group	 receiving	 no	 grades	
progresses	substantially	 inferior	compared	to	the	other	groups	-	pointing	towards	importance	of	measurable	
and	summative	feedback. Kim	(2005)	studies	how	feedback	composition	affects	performance	of	the	receiving	
student.	 Feedback	was	 considered	 constructive	when	marks	 and	 comments	 for	 each	 content	 criterion	were	
present	and	 supported	by	a	 rationale	and	 revision	 suggestion.	There	was	no	 significant	 indication	 that	well-
composed	feedback	leads	to	a	performance	increase.	Kim	(2005)	argues	that	this	might	be	due	to	a	too	limited	
variance	in	peer	feedback	quality. 

2.4 What	is	good	feedback?	

Gielen	et	al	(2010)	studied	43	students	of	Grade	7	in	secondary	education	and	showed	that	receiving	‘justified’	
comments	 in	 feedback	 improves	 performance	 (however	 with	 diminishing	 effect	 for	 students	 with	 better	
pretest	results).	They	also	showed	that	justification	was	more	important	than	accuracy	in	comments.	Strijbos	
et	 al	 (2010)	 investigates	 how	 the	 feedback	 content	 and	 competence	 level	 of	 the	 feedback	 giver	 affects	
efficiency	 and	perception	of	 the	 feedback.	 They	 find	 that	 concise	 general	 feedback	 outperforms	 elaborated	
specific	 feedback,	and	surprisingly	 that	groups	with	a	 low	competent	peer	outperformed	groups	with	a	high	
competent	 peer	 during	 a	 posttest.	 There	 was	 no	 correlation	 between	 the	 feedback	 perception	 and	
performance. 

2.5 Previous	work	
Davies	(2003)	investigates	using	only	text	feedback	from	peers	for	determining	the	quality	of	a	hand-in.	They	
do	 this	 by	 creating	 a	 “feedback	 index”	 for	mapping	 qualitative	 feedback	 to	 a	 numerical	 score.	 They	 find	 a	
positive	correlation	between	the	marks	awarded	by	students	and	the	numerical	value	of	comments	awarded	
by	peers.	The	method	used	(constructing	and	using	the	feedback	index)	requires	a	lot	of	manual	work	for	the	
teacher	and	peers.	Rada	&	Hu	(2002)	argues	that	when	students	spend	time	on	marking	their	peers,	and	there	
exists	a	pedagogical	benefit	for	the	practice,	there	should	be	a	reward	for	giving	good	feedback.	Davies	(2003)	
follows	up	on	this	by	asking	the	question	of	what	good	feedback	is. 
 
Prins	 et	 al	 (2006)	 attempts	 to	 identify	 the	 style	 and	 quality	 of	 feedback	 practices	 among	 GPiTs	 (general	
practitioners	 in	 training).	 First,	 in	 separate	 sessions,	 six	 groups	 of	 8–12	 GPiTs	 and	 12	 GP-trainers	 write	 a	
qualitative	 feedback	 report	 for	 a	 video	 recording.	 The	 feedback	 receivers	were	 then	 asked	 to	 evaluate	 the	
quality	of	the	feedback	they	received	on	style	and	quality,	namely	use	of	criteria,	nature	of	the	feedback,	and	
writing	style.	The	feedback	was	evaluated	using	two	rubrics.	The	first	related	to	the	style	of	the	feedback	(not	
the	quality).	 It	was	based	on	use	of	criteria,	nature	of	the	feedback	and	writing	style.	The	second	rubric	was	
about	 the	 quality	 of	 the	 feedback	 and	 scored	 feedback	 between	 0	 and	 100. The	 results	 of	 the	 feedback	
evaluations	was	 analyzed	with	 principal	 component	 analysis	 and	 found	 to	 have	more	 than	 one	 dimension:	
“The	results	[…]	suggest	that	feedback	style	has	more	than	one	dimension,	and	that	the	first	two	dimensions	
more	 or	 less	 resemble	 the	 feedback	 skills	 identified	 by	 Sluijsmans	 (2002).”	 Overall,	 the	 study	 showed	 that	
GPiTs	 can	determine	quality	 of	 feedback,	 and	 that	 individual	 differences	 in	 preferences	was	 small,	with	 the	
majority	preferring	feedback	which	is	descriptive,	reflective	and	personal. 



	
	

2.6 Data	
Our	data	set	consists	of	peer	evaluation	data	from	the	platform	Peergrade	(www.peergrade.io)	by	Wind	et	al	
(2017)	 from	 351	 courses	 run	 throughout	 two	 semester	 periods	 in	 2016.	 Each	 course	 contains	 a	 number	 of	
assignments	 (between	 1	 and	 16	 per	 course).	 Each	 course	 contains	 a	 number	 of	 teachers	 and	 a	 number	 of	
students	(between	12	and	315).	Across	all	courses,	8%	of	peer	assessments	have	feedback	scores	(a	numerical	
evaluation	of	the	feedback	quality).	The	analysis	focuses	only	on	this	data,	which	contains	1600	students,	3159	
peer	evaluations,	981	hand-ins,	 139	assignments,	74	 courses	and	26	 institutions.	An	assignment	 in	a	 course	
usually	corresponds	to	a	specific	task	that	the	students	were	asked	to	solve	(eg.	write	an	essay	or	complete	a	
set	of	math	problems).	For	each	assignment	the	students	in	the	related	course	upload	a	hand-in	either	alone	
or	with	other	students	in	a	group.	After	students	have	handed	in	their	work,	the	peer	assessment	phase	starts.	
In	this	phase,	each	student	will	individually	assess	and	give	feedback	to	a	number	of	hand-ins	(usually	between	
3	and	5)	 from	other	 students.	This	assessment	 is	done	using	a	number	of	evaluation	criteria	 created	by	 the	
teacher	 for	 the	 specific	 assignment.	 The	 evaluation	 criteria	 can	 be	 either	 free-form	 text	 questions,	 boolean	
(yes/no)	questions	or	numerical/scale	questions.	The	teacher	is	able	to	define	the	questions	and	the	possible	
answers	as	they	want. 
 
When	the	peer	assessment	phase	 is	over	the	students	are	able	to	view	the	feedback	given	to	them	by	their	
peers.	 They	 are	 then	 able	 to	 interact	 with	 this	 feedback	 in	 a	 few	 ways.	 Firstly,	 they	 can	 flag	 feedback	 for	
moderation	by	the	teacher,	which	notifies	the	teacher	and	asks	them	to	overwrite	the	given	evaluation	if	they	
disagree	with	the	reviewer.	Secondly	the	receiving	student	is	able	to	rate	the	quality	of	the	feedback	(feedback	
score)	on	a	scale: 
 

• Not	at	all	useful	(corresponds	to	0%)	
• Not	very	useful	(corresponds	to	25%)	
• Somewhat	useful,	although	it	could	have	been	more	elaborate	(corresponds	to	50%)	
• Very	useful,	although	minor	things	could	have	been	better	(corresponds	to	75%)	
• Extremely	useful,	constructive	and	justified	(corresponds	to	100%)	

 
After	 the	 peer	 assessment	 session	 is	 over,	 aggregated	 scores	 are	 computed	 in	 the	 system.	 Each	 hand-in	
receives	 a	 total	 hand-in	 score	 which	 is	 the	 average	 score	 assigned	 to	 the	 hand-in	 by	 the	 reviewers	 (each	
reviewer’s	 score	 is	 in	 turn	 an	 average	 of	 their	 evaluation	 for	 each	 evaluation	 criteria	 -	 not	 counting	 text	
criteria).	In	addition,	each	student,	s,	receives	a	total	feedback	score	which	is	the	average	of	feedback	scores	
awarded	to	s	by	the	students	that	received	feedback	from	s. 

3. Results	
Assessment	of	work	by	students	is	generally	a	subjective	task.	Generally,	teachers	are	educated	to	make	good	
informed	 choices	 in	 these	 situations,	 whereas	 most	 students	 are	 not.	 In	 Peergrade,	 students	 are	 asked	 to	
review	 the	usefulness	of	 the	 feedback	 they	 receive	 in	order	 to	 incentivize	giving	helpful	 feedback.	 Like	with	
peer	 assessment	 in	 general	 this	 process	 of	 evaluating	 feedback	 quality	 is	 prone	 to	 various	 biases.	
Consequently,	it	is	important	that	the	biases	involved	in	the	feedback	quality	rating	is	well	understood.	
 

 
Figure	1:	The	first	histogram	shows	how	the	feedback	scores	are	distributed	with	most	feedback	not	receiving	
a	rating.	The	second	histogram	shows	the	distribution	of	how	many	feedback	scores	each	student	gets. 



	
	

3.1 Students	consider	disagreeing	feedback	as	less	helpful	
We	observe	that	students	tend	to	award	lower	feedback	scores	to	feedback	that	deviates	from	other	feedback	
they	 have	 received	 on	 the	 same	hand-in.	 The	 histograms	 in	 Figure	 2	 show	 that	 the	penalty	 for	 deviating	 is	
heavier	 in	 the	 negative	 direction	 than	 in	 the	 positive,	 and	 that	 the	 highest	 feedback	 scores	 are	 given	 to	
feedback	that	deviates	positively	by	a	small	amount.	A	seemingly	unintuitive	finding	is	that	feedback	that	is	too	
positive	compared	to	the	rest	also	receives	a	lower	feedback	score.	

 
	

	
	
Figure	2:	There	is	a	tendency	for	feedback	to	receive	a	lower	feedback	score	when	it	deviates	numerically	from	
the	mean	score	of	a	hand-in.	This	happens	both	when	the	feedback	giver	 is	too	“harsh”	giving	the	hand-in	a	
lower	grade	than	the	other	peers	did,	and	when	the	feedback	is	too	“kind”.	The	shaded	regions	A-D,	show	the	
ranges	between	0%,	25%,	50%,	75%	and	100%	percentiles	of	 the	aggregated	distribution	 (bottom	row	violin	
plot).	The	color	gradient	increases	as	feedback	moves	from	very	negative	to	very	positive	compared	to	average	
hand-in	 grade.	 The	 distribution	 of	 feedback	 scores	 in	 each	 region	 is	 shown	 as	 a	 histogram,	 where	 the	
background	color	is	consistent	with	the	region	shade	in	the	leftmost	panel.	The	rightmost	histogram	shows	the	
feedback	score	distribution	across	all	the	shaded	regions. 
	
To	get	a	better	understanding	of	exactly	how	skewed	the	assignment	of	feedback	scores	is,	we	apply	a	sliding	
window	filter	to	the	data	in	order	to	remove	the	noise.	Figure	3	shows	a	point-wise	window-adjusted	feedback	
score,	 similar	 to	 the	mean	values	 shown	 in	Figure	2,	but	across	many	more	windows.	 It	 shows	more	clearly	
that	 there	 is	 a	 bias	 towards	 giving	 higher	 feedback	 scores	 to	 positively	 deviating	 hand-ing	 graders	 than	 to	
negatively	deviating	ones.	
 

 

	



	
	

Figure	3:	A	conceptually	similar	visualization	to	that	of	Figure	2,	which	shows	feedback	scores	as	a	function	of	
grade	deviation	from	hand-in	mean	after	application	of	a	sliding	window	Savitzky-Golay	filter (a	type	of	linear	
regression	filter)	to	every	point	in	the	series.	The	different	plots	show	that	the	general	trend	is	robust	under	
different	window-sizes,	ranging	from	4%	-	16%	of	the	data. 

3.2 Feedback	scores	are	generally	higher	on	highly	rated	hand-ins	
In	Figure	4	we	show	that	there	is	a	moderate	correlation	(r	=	0.27,	p	=	3.06E-49)	between	the	feedback	score	
given	to	a	piece	of	feedback	and	the	overall	grade	given	to	the	hand-in	by	the	peers.	In	other	words,	it	shows	
that	peer	feedback	on	good	hand-ins	receives	higher	feedback	scores	and	that	peer	feedback	on	bad	hand-ins	
receives	lower	feedback	scores. 
 

	
 

Figure	4:	On	average,	 the	highest	 rated	 feedback	 is	given	 to	 the	highest	 rated	hand-ins.	The	horizontal	bars	
give	the	normalized	bin	frequencies	for	each	feedback	quality	grade,	the	solid	and	dashed	lines	intersects	with	
the	mean	and	median	respectively. 

3.3 Academic	performance	and	obtained	feedback	scores	are	weakly	correlated	

To	 determine	 if	 there	 is	 a	 correlation	 between	 the	 academic	 performance	 of	 a	 student	 and	 their	 ability	 to	
provide	 helpful	 feedback	 to	 their	 peers,	 we	 plot	 the	 aggregated	 score	 for	 each	 student	 against	 their	
aggregated	feedback	score	in	Figure	5.	We	find	a	very	weak	correlation	between	the	academic	performance	of	
a	student	and	the	perceived	quality	of	the	feedback	they	have	given	to	other	peers	(r=0.11,	p=1.64E-3). 

 
Figure	5:	There	is	a	weak	correlation	between	the	academic	performance	of	students	and	the	feedback	scores	
they	obtain	on	the	feedback	they	provide	to	their.	The	horizontal	axis	shows	academic	performance	measured	
as	the	average	score	across	hand-ins	relative	to	the	corresponding	assignment	average	scores.	The	vertical	axis	
shows	the	average	feedback	score	of	feedback	they	gave	to	their	peers. 



	
	

3.4 High	quality	feedback	is	long,	positive	and	without	spelling	errors	
To	better	understand	what	makes	up	high	quality	feedback,	we	look	at	various	features	of	the	feedback	text	
and	 relate	 it	 to	 the	 feedback	 score.	 In	 Figure	 6	we	 compare	 the	 feedback	 score	 to	 the	 normalized	 (for	 the	
assignment)	length	of	the	feedback	text	and	find	that	there	is	a	0.24	correlation	between	the	text	volume	and	
the	 feedback	 quality.	 In	 Figure	 7	 we	 compare	 the	 feedback	 score	 to	 the	 amount	 of	 spelling	 errors	 in	 the	
feedback	text	and	find	that	there	is	a	-0.05	correlation	between	the	number	of	spelling	errors	(average	number	
of	spelling	mistakes	per	word,	skipping	everything	non-english.)	and	the	feedback	quality.	 In	Figure	8	we	we	
compare	the	 feedback	score	to	the	positivity	of	 the	words	 in	 the	 feedback	text	and	find	that	 there	 is	a	0.13	
correlation	between	the	text	polarity	and	the	feedback	quality.	
 

 
 

Figure	6:	There	is	a	correlation	between	the	amount	of	text	in	the	feedback	and	the	perceived	quality	of	the	
feedback.	The	horizontal	axis	shows	the	feedback	score	for	each	peer	evaluation.	The	vertical	axis	shows	the	
length	of	the	text	normalised	by	the	average	amount	of	text	given	by	other	peers	for	the	same	assignment.	
	

	
	

Figure	7:	There	is	a	very	weak	correlation	between	the	amount	of	spelling	errors	in	the	feedback	text	and	the	
perceived	quality	of	the	feedback.	The	horizontal	axis	shows	the	feedback	score	for	each	peer	evaluation.	The	
vertical	axis	shows	the	per-word	spelling	error.	Note	on	the	vertical	axis	that	the	average	typo	rate	is	very	low	
and	that	the	error	bars	are	relatively	large.	There	is	a	significant	difference	from	the	distributions	around	1,	2	
and	3	to	the	distributions	around	4	and	5,	but	the	effect	size	is	very	small.	
	



	
	

 
Figure	8:	There	 is	a	weak	correlation	between	the	positivity	(polarity)	 in	the	feedback	text	and	the	feedback	
score.	 The	 horizontal	 axis	 shows	 the	 feedback	 score	 for	 each	 peer	 evaluation.	 The	 vertical	 axis	 shows	 the	
average	polarity	of	text	feedback,	measured	using	the	AFINN	framework	by	Nielsen	(2011).	

4. Discussion	
In	this	paper	we	asked	students	to	evaluate	the	quality	of	feedback	they	received	from	their	peers.	We	used	a	
five-step	 scale	 to	 rank	 the	 feedback,	 which	 implies	 that	 feedback	 quality	 is	 one-dimensional.	 In	 Prins	 et	 al	
(2006)	 they	use	a	 larger	number	of	 criteria,	 and	using	principal	 component	analysis	 they	 find	 that	 feedback	
quality	 is	 likely	to	be	multi-dimensional.	An	 interesting	follow	up	study	would	be	to	ask	students	to	rate	the	
feedback	quality	using	more	than	one	dimension.	Prins	et	al	(2006)	also	take	an	extra	step	and	let	a	group	of	
experts	 rate	 the	 feedback	 quality,	 to	 make	 a	 comparative	 study	 of	 the	 validity	 of	 the	 feedback	 quality	
evaluations.	 It	would	be	 interesting	to	make	a	similar	comparison	with	our	dataset.	Habeshaw	(1993)	writes	
that	students	“..	are	in	the	best	position	to	know	what	their	difficulties	are	and	to	judge	what	kind	of	feedback	
is	helpful”.	This	makes	it	unclear	if	comparing	of	the	receiving	student	to	an	expert	is	the	right	way	to	ensure	
validity. 

4.1 Students	consider	disagreeing	feedback	as	less	helpful	
Our	results	show	that	students	consider	feedback	which	disagrees	from	the	mean	as	less	useful.	One	potential	
reason	 for	 this	 is	 that	 feedback	 which	 is	 disagreeing	 with	 the	 average	 is	 more	 likely	 to	 be	 wrong,	 and	
consequently	also	less	useful.	Another	potential	reason	would	be	that	students	take	“revenge”	on	their	peers	
if	they	rate	the	feedback	wrong.	If	this	was	the	case,	we	would	only	expect	students	to	penalize	feedback	that	
is	too	negative.	We	found	that	students	penalize	feedback	that	is	too	negative	harder	than	feedback	that	is	too	
positive.	 A	 first	 probable	 cause	 for	 this	 is	 that	 the	 average	 hand-in	 grade	 in	 Peergrade	 is	 around	 75%,	 and	
because	of	this,	 it	 is	 in	most	cases	mechanically	 impossible	to	deviate	from	the	average	more	in	the	positive	
direction	than	in	the	negative	thus	leading	to	a	skew.	The	second	contribution	might	be	that	students	are	more	
prone	 to	 penalize	 negative	 feedback	 because	 it	 is	 perceived	 as	 more	 critical	 and	 thus	 requires	 more	
justification.	One	 can	propose	 the	argument	 that	 if	 people	are	naturally	biased	 towards	 thinking	positive	of	
their	own	work	 they	will	 agree	more	with	overtly	positive	graders	and	 therefore	 require	 less	 justification	 to	
consider	feedback	as	constructive.	

4.2 There	is	a	positive	correlation	between	quality	of	a	hand-in	and	the	feedback	it	receives	
We	 see	 that	 hand-ins	 receiving	 high	 scores	 also	 receives	 feedback	 of	 high	 quality	 and	we	 see	 the	 opposite	
namely	that	hand-ins	with	low	scores	receive	feedback	of	low	quality.	There	are	multiple	potential	reasons	for	
this.	One	reason	could	be	that	it	 is	simply	easier	to	give	useful	feedback	on	good	work,	for	example	because	
really	 poor	 work	 might	 be	 missing	 important	 parts	 or	 have	 no	 solid	 content	 to	 anchor	 suggestions	 for	
improvement	and	grade	 justifications	 in.	Another	reason	could	be	that	students	are	more	careful	and	spend	
more	time	on	evaluating	good	work.	A	third	potential	reason	could	be	related	to	the	revenge	/	reward	patterns	
described	earlier.	

4.3 There	is	a	weak	correlation	between	academic	performance	and	feedback	quality	

When	looking	at	all	students	we	find	a	weak	correlation	between	their	academic	performance	(measured	as	an	
average	of	how	good	their	hand-ins	are	in	relation	to	their	peers)	and	their	feedback	quality	(the	average	
feedback	score	of	the	feedback	they	have	given).	One	reason	for	this	is	that	giving	helpful	feedback	is	not	tied	



	
	

strongly	to	the	skills	needed	for	doing	good	in	a	course.	Another	reason	is	the	fact	that	an	unknown	fraction	of	
the	courses	in	Peergrade	do	not	count	feedback	quality	as	part	of	the	final	grade,	consequently	giving	less	of	
an	incentive	to	do	it	well. 

4.4 Good	feedback	is	long,	positive	and	with	few	spelling	errors	
Looking	at	the	correlation	between	the	feedback	quality	and	various	textual	features	such	as	the	length	of	the	
feedback,	the	sentiment	of	the	text	and	the	number	of	spelling	errors.	We	find	that	good	feedback	is	long,	has	
a	positive	 sentiment	and	has	 fewer	 spelling	errors.	The	positive	correlation	between	 length	of	 the	 feedback	
and	perceived	quality	can	be	explained	either	by	the	fact	that	students	are	likely	to	perceive	long	feedback	as	
useful,	but	also	by	the	fact	that	only	students	who	take	the	task	of	writing	feedback	seriously	write	long	text,	
implying	an	indirect	relationship	between	the	length	of	the	feedback	and	its	quality.	That	a	positive	sentiment	
correlates	 positively	 with	 feedback	 quality	 can	 either	 be	 due	 to	 feedback	 receivers	 reacting	 positively	 to	
compliments,	or	be	a	result	of	the	fact	that	good	feedback	“encourages	positive	motivational	beliefs	and	self-
esteem”	 (Nicol	 et	 al	 2006).	 Finally	 the	 negative	 correlation	 between	 the	 amount	 of	 spelling	 errors	 in	 the	
feedback	text	and	the	perceived	quality	is	likely	to	be	a	result	of	the	fact	that	spelling	errors	in	the	text	makes	
the	feedback	giver	appear	less	competent,	which	influences	the	receivers	view	of	the	validity	of	the	feedback	
(Strijbos	et	al	2010).	

4.5 Future	work	
Based	on	 the	discussions	 in	 this	 section	 it	would	be	great	 to	do	a	 follow	up	study	with	 the	dataset	 to	 learn	
more	 about	 the	 quality	 of	 feedback	 and	 its	 relationships	 to	 other	 things.	 Firstly	 it	 would	 be	 interesting	 to	
extend	 our	 measure	 of	 feedback	 quality	 to	 be	 multi-dimensional.	 Secondly	 there	 are	 other	 sources	 of	
information	in	Peergrade	that	we	have	not	looked	at,	such	as	“likes”	(students	are	able	to	mark	specific	parts	
of	 the	 feedback	 as	 useful)	 and	 “flags”	 (where	 students	 can	mark	 evaluations	 they	 disagree	 with).	 Another	
interesting	perspective	to	take	would	be	to	use	a	quantitative	approach	to	determine	which	evaluation	criteria	
lead	to	students	writing	the	most	helpful	 feedback	and	thus	get	more	 insights	 into	the	effects	of	scaffolding	
through	rubric	design.	Finally	it	would	be	interesting	to	experiment	with	different	ways	of	teaching	students	to	
give	useful	feedback,	and	see	how	it	affects	the	results.	

5. Conclusion	
The	use	of	peer	assessment	in	education	has	a	number	of	benefits	for	students	and	teachers,	including	higher	
learning,	 increased	amounts	of	 feedback,	 time	saving,	better	classroom	culture	and	other	things.	One	of	the	
most	challenging	parts	of	using	peer	assessment	effectively	in	a	classroom	is	ensuring	that	the	feedback	given	
by	 the	 students	 is	 useful	 to	 the	 receiving	 peers.	 One	 way	 to	 get	 students	 to	 write	 useful	 feedback	 is	 to	
incentivise	it	by	giving	them	a	score	based	on	the	quality	of	their	feedback.	In	this	paper	we	propose	a	way	to	
let	students	evaluate	the	quality	of	the	feedback	they	receive.	We	have	collected	data	from	more	than	100,000	
peer	evaluations	by	10,000	students	in	over	500	courses,	making	this	one	of	the	largest	quantitative	studies	–	
and	widest	spanning	in	terms	of	subjects	and	types	of	courses.	Our	results	show	that	peers	penalize	feedback	
that	disagrees	with	the	average	feedback,	and	that	good	hand-ins	get	more	useful	feedback	than	bad	hand-ins.	
We	 also	 explore	 correlation	 between	 textual	 features	 of	 the	 feedback	 and	 its	 quality,	 where	 we	 find	 that	
feedback	which	is	perceived	useful	is	long,	positive	and	has	few	spelling	errors.	
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1. Abstract	
Peer	feedback	is	the	act	of	letting	students	give	feedback	to	each	other	on	submitted	work.	There	are	multiple	
reasons	to	use	peer	feedback,	including	students	getting	more	feedback,	time	saving	for	teachers	and	
increased	learning	by	letting	students	reflect	on	work	by	others.	In	order	for	peer	feedback	to	be	effective	
students	should	give	and	receive	useful	feedback.	A	key	challenge	in	peer	feedback	is	allocating	the	feedback	
givers	in	a	good	way.	It	is	important	that	reviewers	are	allocated	to	submissions	such	that	the	feedback	
distribution	is	fair	-	meaning	that	all	students	receive	good	feedback.	
	
In	this	paper	we	present	a	novel	way	to	intelligently	allocate	reviewers	for	peer	feedback.	We	train	a	statistical	
model	to	infer	the	quality	of	feedback	based	on	a	dataset	of	feedback	quality	evaluations.	This	dataset	
contains	more	than	20,000	reviews	where	the	receiver	of	the	feedback	has	indicated	the	quality	of	the	
feedback.	Using	this	model	together	with	historical	data	we	calculate	the	feedback-giving	skill	of	each	student	
and	uses	that	as	input	to	an	allocation	algorithm	that	assigns	submissions	to	reviewers,	in	order	to	optimize	
the	feedback	quality	for	all	students.	
	
We	test	the	performance	of	our	allocation	strategy	using	real	data	from	over	600	peer	feedback	sessions	and	
simulate	the	effects	of	different	allocation	strategies.	By	comparing	our	method	with	a	random	allocation	
algorithm	and	a	“super-informed	oracle”	algorithm	we	demonstrate	that	we	are	able	to	allocate	reviewers	to	
submissions	in	such	a	way	that	all	submissions	receive	feedback	of	similar	quality	and	that	we	are	able	to	
significantly	outperform	simple	random	allocation	of	reviewers.	Additionally	we	investigate	the	effect	of	pre-
allocating	reviews	in	comparison	to	allocating	reviewers	live	during	the	review	process	and	show	that	live-
allocation	leads	to	better	results.	Our	method	is	robust	to	reviews	not	being	completed	and	other	real-life	
quirks	and	improves	as	more	feedback	data	is	collected.	
 
Keywords:	peer	assessment,	peer	feedback,	feedback,	peer	review,	peer	evaluation,	peer	grading,	task	
assignment,	reviewer	allocation 

2. Introduction	

2.1 What	is	peer	assessment?	

Peer	assessment	is	the	act	of	letting	students	partake	in	the	process	of	evaluation	and	giving	feedback.	Peer	
feedback	is	a	formative	variant	of	this	where	students	discuss	the	strengths	and	weaknesses	of	a	specific	piece	
of	work	at	length	and	indicate	suggestions	for	further	improvement.	It	is	the	counterpart	of	feedback	by	a	
teacher.	Both	are	outcomes	of	formative	assessment,	also	called	assessment	for	learning	(Black	&	Wiliam,	
1998;	Gielen	et	al	2010).	

2.2 Why	is	it	meaningful	to	use	peer	assessment?	

The	use	of	peer	assessment	in	education	comes	with	a	number	of	benefits	for	both	teachers	and	students	(Tsui	
&	Ng,	2000).	Peer	feedback	can	increase	pressure	on	students	to	perform	well	by	introducing	a	social	pressure.	
Cole	 (1991)	 finds	 this	 effect	 in	 fourth	 grade	 and	 Pope	 (2005)	 in	 university.	 An	 increase	 in	 time	 spent	 on	
assignment	 that	are	given	peer	 feedback	 is	documented	 in	 (Tsui	&	Ng,	2000;	Pope,	2001;	Gibbs	&	Simpson,	
2004).	When	an	entire	 class	of	 students	 collaborate	on	evaluating	homework	and	with	a	good	 tool	 in	place	



	
	

where	 the	 logistics	 are	 handled,	 the	 teacher	 can	 save	 a	 large	 amount	 of	 time	 and	 students	 can	 receive	
feedback	 on	 their	 work	 much	 faster	 (Sadler,	 2006;	 Searby,	 1997).	 Gibbs	 et	 al	 (2004)	 writes	 that	 getting	
imperfect	feedback	immediately	might	have	much	more	impact	than	perfect	feedback	four	weeks	later.	Gielen	
et	al	(2010)	also	talks	about	the	possibility	of	introducing	more	feedback	into	the	classroom	through	“several	
‘intermediate’	peer	assessment	sessions	on	draft	versions	of	for	instance	an	essay	or	report”	arguing	that	this	
“could	 answer	 to	 this	 need	 of	 regular	 feedback	 if	 teachers	 are	 not	 able	 or	willing	 to	 increase	 its	 frequency	
themselves.”.	 When	 students	 assess	 and	 give	 feedback	 to	 work	 of	 other	 students,	 they	 get	 a	 deeper	
understanding	of	the	material,	both	from	seeing	alternative	solutions	to	the	task	they	have	solved	themselves	
and	from	reflecting	upon	the	work	of	others	and	formulating	their	thoughts	into	constructive	feedback	(Bloom	
et	al,	1956;	Boud,	1989;	Sadler,	2006;	Liu,	2006).	Topping	 (2003)	describes	 that	students	 find	peer	 feedback	
more	understandable	and	useful	due	to	other	students	being	‘on	the	same	wavelength’,	and	teacher	feedback	
is	often	misinterpreted	by	students	due	to	a	difference	in	discourse	(Hounsell,	1987;	Higgins,	2000;	Gibbs	et	al.,	
2004;	 Yang	 et	 al.,	 2006).	 Giving	 feedback	 is	 also	 a	 good	way	 to	 train	 the	 ability	 to	 receive	 and	 understand	
feedback	(Rust	et	al.,	2003;	Bloxham	&	West,	2004).	The	use	of	peer	evaluations	in	a	class	can	even	make	the	
classroom	 friendlier,	more	 cooperative	 and	 consequently	build	 a	 greater	 sense	of	 shared	ownership	 for	 the	
learning	process	(Sadler	&	Good,	2006).	The	process	of	peer	assessment	is	not	limited	to	educational	purposes,	
and	 the	use	of	 self-evaluation	and	peer	 review	are	an	 important	part	of	 future,	adult,	professional	practice,	
and	test	grading	is	a	good	way	to	develop	these	skills	(Boud,	1989).	

2.3 The	importance	of	reviewer	allocation	

There	are	many	ways	to	practically	carry	out	a	peer	feedback	session.	In	the	following,	we	assume	a	process	
where	N	students	submit	M	submissions	either	alone	or	 in	groups	before	a	 fixed	deadline	 to	an	online	web	
service,	after	which	each	student	then	becomes	an	 independent	reviewer	who	has	a	fixed	amount	of	time	–	
usually	in	the	order	of	days	–	to	review	L	submissions	that	cannot	include	their	own.	The	reviewers	can	review	
anytime	they	want	within	the	review	period	but	have	to	submit	a	review	before	they	can	start	reviewing	the	
next	submission.	
	
The	assumed	system	is	equivalent	to	the	one	employed	in	the	online	peer	feedback	system	Peergrade	(Wind	&	
Jørgensen	&	Hansen	2017).	Peergrade	also	allows	students	to	hand	in	late	in	certain	cases	and	allows	teachers	
to	extend	deadlines	for	handing	in	and	giving	peer	feedback.	Furthermore,	it	also	–	necessarily	–	handles	cases	
where	students	do	not	complete	their	submissions	or	reviews.	Exceptions	like	these	call	for	robust	methods	to	
allocate	submissions	to	reviewers	in	a	way	that	does	not	undermine	the	potential	value	of	peer	feedback.	
	
During	 a	 peer	 feedback	 session	 it	 is	 important	 that	 reviewers	 are	 allocated	 to	 submissions	 such	 that	 the	
feedback	 distribution	 is	 even	 and	 fair.	 Feedback	 being	 even	 means	 that	 all	 submissions	 receive	 the	 same	
number	of	reviews.	If	there	are	N	reviewers	each	giving	feedback	L	 	times	on	a	total	of	M	handins,	feedback	
can	 be	 distributed	 evenly	 if	 N	 ×	 L	 /	M	 is	 an	 integer.	 This	 condition	 is	 for	 example	met	 if	 students	 hand	 in	
individually	(N	=	M).	In	practise,	however,	students	may	work	in	unevenly	sized	groups,	forget	to	hand	in	and	
neglect	 their	duty	 to	 review.	 If	 reviewers	are	allocated	 to	 submissions	at	 random,	 this	 can	 create	 situations	
where	some	submissions	only	receive	a	single	or	no	reviews.	When	N	×	L	/	M	is	not	an	integer,	the	goal	is	to	
never	 have	 a	 submission	 receiving	 2	 reviews	more	 than	 another	 submission	 (since	 in	 this	 case	 the	 reviews	
could	have	been	distributed	more	evenly).	
	
To	distribute	feedback	fairly	means	that	each	submission	receives	the	same	level	of	feedback	quality.	This	is	a	
more	 interesting	 metric	 to	 optimize	 for	 because	 there	 may	 otherwise	 arise	 cases	 where,	 at	 the	 end	 of	 a	
session,	 some	 submissions	 have	 only	 received	 poor	 feedback	 -	 likely	 coming	 from	 reviewers	 who	 are	 not	
qualified	to	appropriately	judge	the	work	at	hand.	
	
Solving	the	problem	of	even	feedback	distribution	is	trivial	and	–	as	we	shall	see	later	–	follows	naturally	from	
the	solution	to	the	problem	of	fairness	distribution.	

2.4 Previous	work	
In	Wind	&	Aslak	(2017)	we	introduce	and	discuss	the	way	we	measure	quality	of	feedback	by	letting	students	
evaluate	the	quality	of	the	feedback	they	receive.	In	this	paper	we	will	use	this	measure	of	feedback	quality	as	
a	way	to	measure	the	distribution	of	feedback	quality	across	submissions. 
 



	
	

Piech	et	al	 (2013)	are	 interested	 in	 inferring	accurate	grades	using	peer	 review.	They	develop	mathematical	
models	to	infer	accurate	grades,	and	show	that	using	these	models	it	is	possible	to	determine	when	the	grade	
of	a	submission	is	accurate	enough,	and	until	then	assign	more	reviewers	to	it. 
 
Han	et	al	(2017)	proposes	an	algorithms	for	assigning	reviews	to	submissions	in	a	smart	way.	Their	goal	is	to	
ensure	accuracy	in	grading,	and	consequently	their	objective	is	to	reduce	the	variance	between	grades	on	a	
paper.	To	make	decisions	about	which	paper	a	student	should	review,	they	use	a	model	trained	on	how	the	
students	interacted	with	the	course	material	(video	watching	and	other	similar	metrics)	to	predict	the	
competence	of	a	student.	This	requires	data	gathered	before	the	actual	peer	review	process	starts.	
Additionally	they	make	two	important	assumptions	about	the	review	process:	Firstly	that	all	students	will	
finish	their	reviews	(their	original	dataset	of	600	students	is	reduced	to	210	due	to	this	assumption)	and	
secondly	they	ignore	edge-cases	like	students	handing	in	late	and	students	starting	a	review	but	not	finishing	it	
in	time.	

2.5 Our	contribution	
In	the	following	we	demonstrate	a	novel	way	to	 intelligently	allocate	reviewers	 in	peer	feedback.	We	train	a	
statistical	 model	 to	 infer	 the	 quality	 of	 feedback	 based	 on	 a	 dataset	 of	 feedback	 quality	 evaluations.	 This	
dataset	contains	more	than	20,000	reviews	where	the	receiver	has	indicated	the	usefulness.	Using	this	model	
and	historical	data	we	calculate	the	feedback-giving	skill	of	each	student	and	uses	that	as	input	to	an	allocation	
algorithm	 that	 assigns	 submissions	 to	 reviewers,	 in	 order	 to	 optimize	 the	 feedback	 quality	 for	 all	 students.	
Note	 that	 in	contrast	 to	Piech	et	al	 (2013)	and	Han	et	al	 (2017)	we	are	optimizing	 for	 the	quality	of	written	
feedback,	 not	 accuracy	 of	 grades	 or	 distribution	 of	 academic	 performance	 for	 reviewers.	 We	 test	 the	
performance	of	our	approach	using	real	data	from	over	600	peer	feedback	sessions	run	in	Peergrade.	

2.6 Data	
Our	data	set	consists	of	peer	evaluation	data	from	the	platform	Peergrade	(www.peergrade.io)	by	Wind	et	al	
(2017)	from	623	assignments	run	during	2017	with	a	total	of	40,931	reviews	completed.	For	each	assignment	a	
number	of	 students	 (between	12	and	315)	participate.	An	assignment	usually	 corresponds	 to	a	 specific	 task	
(eg.	write	an	essay	or	complete	a	set	of	math	problems)	that	the	students	were	asked	to	solve	and	submit.	For	
each	 assignment	 the	 students	 in	 the	 related	 course	 upload	 their	 submission	 either	 alone	 or	 with	 other	
students	 in	 a	 group.	 After	 students	 have	 handed	 in	 their	 work,	 the	 peer	 assessment	 session	 starts.	 In	 this	
session,	each	student	will	 individually	assess	and	give	feedback	to	a	number	of	submission’s	(usually	3)	from	
other	 students.	 The	 feedback	process	 is	double	blind	 (students	don’t	 know	who	 they	 review	or	who	 review	
their	own	work).	
	
When	the	peer	assessment	session	is	over	the	students	are	able	to	view	the	feedback	given	to	them	by	their	
peers.	They	are	then	able	to	rate	the	quality	of	the	feedback	(the	so-called	feedback	score)	on	a	scale:	
	
•	 Not	at	all	useful	(corresponds	to	a	score	of	1)	
•	 Not	very	useful	(corresponds	to	a	score	of	2)	
•	 Somewhat	useful,	although	it	could	have	been	more	elaborate	(corresponds	to	a	score	of	3)	
•	 Very	useful,	although	minor	things	could	have	been	better	(corresponds	to	a	score	of	4)	
•	 Extremely	useful,	constructive	and	justified	(corresponds	to	a	score	of	5)	
	
The	total	number	of	reviews	with	a	feedback	score	used	for	this	paper	is	13,337.	The	feedback	used	is	available	
for	other	researchers	that	want	to	work	with	it.	To	get	access	to	the	data,	contact	the	authors.	

3. Method	
Our	approach	to	the	reviewer	allocation	problem	comprises	two	subproblems.	The	first	is	that	we	need	to	
know	how	good	a	piece	of	feedback	is,	and	how	good	each	student	is	at	giving	feedback	in	general.	For	this	we	
build	a	scoring	model	which	uses	historical	feedback	performance	data	to	evaluate	the	feedback-giving	skill	
level	of	the	students.	The	second	challenge	is	to	construct	an	algorithm	which	uses	this	information	together	
with	the	current	distribution	of	feedback	quality	at	any	time,	to	allocate	the	next	piece	feedback	in	a	way	that	
maximizes	fairness	in	the	end. 



	
	

3.1 Feedback	skill	scoring	
To	ensure	that	all	students	receive	feedback	of	similar	quality	during	a	peer	feedback	session,	it	is	imperative	
that	we	can	score	the	feedback-giving	skill	of	each	student.	After	a	feedback	session	in	Peergrade,	students	can	
react	to	their	received	feedback	with	a	quality	score	between	1	and	5	(the	feedback	score).	When	a	student	
has	received	many	feedback	scores	it	gives	a	strong	indication	of	their	skill	level.	However,	this	feature	is	only	
used	around	10%	of	the	time	so	for	most	students	relying	on	it	alone	is	either	impossible,	or	incurs	a	high	risk	
of	misclassification.	To	get	an	 informed	estimate	we	 train	a	 regression	model	 to	predict	 the	 feedback	 score	
given	 the	 feedback	 text.	Using	 this	model	we	 can	predict	what	 score	 a	 piece	of	 feedback	would	 have	most	
likely	received.	Taking	the	average	of	obtained/historical	 feedback	scores	and	predictions	of	feedback	scores	
for	all	pieces	of	feedback	that	a	student	has	given	provides	a	fair	and	accurate	measure	of	the	student’s	overall	
skill	level. 
 
Our	prediction	model	uses	a	Random	Forest	regressor	(Breiman	2001)	with	feedback	encoded	in	five	features,	
which	 are:	 (1)	 text	 length,	 (2)	 number	 of	 evaluation	 rubrics	 filled	 out,	 (3)	 time	 spent	 giving	 feedback,	 (4)	
frequency	 of	 typos	 in	 the	 text	 and	 (5)	 text	 sentiment	 (Nielsen,	 2011).	 These	 features	 (except	 for	 the	 text	
sentiment)	are	normalised	for	each	assignment	to	make	it	possible	to	compare	feedback	from	different	peer	
feedback	 sessions.	 Using	 this	model	we	 infer	 feedback	 scores	 for	 the	 feedback	 that	 has	 not	 yet	 received	 a	
feedback	score.	Finally	we	take	the	average	feedback	score	a	 feedback	giver	has	received	as	their	 feedback-
giving	skill. 
 
Validation	tests	with	10-fold	cross	validation	yields	a	generalization	correlation	between	predicted	and	true	
scores	of	0.33.	The	mean	squared	error	(MSE)	measured	on	unseen	data	is	1.19,	which	compares	well	to	a	
majority	class	baseline	of	1.44	and	a	randomized	class	baseline	of	2.64.	Fig.	1	shows	further	validation	of	the	
regressor	performance.	The	main	observation	is	that	our	regressor	is	able	to	successfully	distinguish	between	
“good”	and	“bad”	feedback,	but	has	trouble	telling	1,	2	and	3	apart	and	4	and	5	apart.	Most	feedback	is	
predicted	as	3	or	4	because	the	fitting	algorithm	optimizes	the	MSE	during	training	such	that	predicting	
extreme	low	or	high	scores	incurs	a	possibly	higher	MSE.	For	the	purpose	of	the	forthcoming	analysis,	
however,	it	is	good	enough	that	we	are	able	to	distinguish	good	and	bad	feedback.	
 

 
	
Figure	1:	Regression	splits	the	data	into	high	and	low	quality	feedback.	(a)	Regressor	confusion	matrix.	The	
dark	squares	in	columns	3	and	4	show	that	the	regressor	predicts	these	values	for	most	input.	The	annotations	
correspond	the	frequency	at	which	feedback	with	true	score	corresponding	to	the	row	value	is	predicted	as	
that	corresponding	to	the	column	value.	In	large,	positively	rated	feedback	is	predicted	as	4,	while	negatively	
rated	feedback	is	predicted	as	3.	(b)	Distribution	of	true	and	predicted	feedback	scores.	Due	to	the	cost	
function	used	in	the	optimization	protocol	for	the	model	we	use,	mispredicting	1,	2	and	5	are	sufficiently	
expensive	that	the	model	avoids	predicting	these	scores	almost	entirely. 



	
	

3.2 Feedback	allocation	
Generally	feedback	allocation	can	be	done	in	two	ways;	either	before	the	review	session	starts	(pre-allocation)	
or	live	during	the	review	session	(online-allocation).	The	challenge	with	pre-allocation	is	that	if	just	a	fraction	
of	 the	 students	 do	 not	 complete	 their	 reviews,	 then	 there	 is	 a	 high	 likelihood	 of	 a	 submission	 getting	 no	
feedback	at	all. 
 
Assuming	that	we	can	predict	the	quality	of	a	review	before	it	has	been	given,	we	want	to	use	this	information	
to	make	a	fair	allocation.	 In	this	paper	we	will	be	comparing	three	different	allocation-algorithms;	a	random	
allocation,	 a	 skill-based	 allocation	 (our	 proposed	method)	 and	 an	 oracle-allocation.	 In	 a	 random	 allocation,	
reviews	are	allocated	without	 considering	 feedback	quality	 -	but	 still	 in	 a	way	 that	ensures	evenness	 (every	
submission	 should	 receive	 approximately	 the	 same	number	of	 reviews).	 This	 random	allocation	 can	happen	
either	 before	 the	 review	 session	 (pre-allocation)	 or	 during	 the	 review	 session	 (online	 allocation).	 The	 skill-
based	allocation	considers	the	quality	of	already	completed	reviews	in	the	ongoing	peer	feedback	session,	and	
estimates	quality	of	future	reviews	in	order	to	make	the	review-allocation	more	fair	(every	submission	should	
receive	high	quality	 feedback).	The	oracle-allocation	 is	used	as	a	benchmark	and	assumes	knowledge	of	 the	
actual	future	feedback	(information	which	is	not	available	at	the	allocation-time)	in	order	to	make	the	optimal	
allocation	 in	 an	 online-manner.	 The	 objective	 is	 to	 make	 an	 allocation	 algorithm	 that	 gets	 as	 close	 to	 the	
oracle-allocation	as	possible. 
 
In	order	to	test	our	allocation	algorithms,	we	use	actual	peer	feedback	data	from	the	system	Peergrade.	We	
use	existing	peer	feedback	sessions	that	were	run	in	the	past,	and	use	them	to	simulate	different	allocation	
scenarios.	For	a	completed	peer	feedback	session	we	have	the	reviews,	their	qualities	(for	some	reviews),	who	
did	them	and	when	they	were	completed.	To	evaluate	an	allocation-strategy	we	can	“run”	the	peer	feedback	
session	again,	but	this	time	allocating	the	reviews	differently.	By	simulating	different	ways	reviews	are	
allocated	we	can	measure	the	impact	of	different	allocation	strategies.	This	approach	is	based	on	the	
assumption	that	the	quality	of	a	review	is	not	dependent	on	the	submission	being	reviewed.	This	assumption	
will	be	addressed	later.	The	strength	of	using	this	approach	is	that	our	simulations	closely	resemble	actual	peer	
feedback	sessions	in	terms	of	feedback	quality,	temporal	dynamics	and	real-life	quirks	(such	as	students	not	
completing	their	assigned	reviews). 

4. Results	
We	will	use	two	different	measures	to	evaluate	the	quality	of	a	reviewer	allocation.	The	first	measure	 is	the	
“minimum	summed	quality”	which	is	the	sum	of	feedback	quality	of	feedback	given	to	the	submission	which	
received	the	lowest	quality	feedback.	To	optimize	(maximize)	this	first	measure,	the	submission	receiving	the	
worst	 feedback	 should	 receive	 as	 much	 good	 feedback	 as	 possible.	 The	 second	 measure	 is	 the	 “quality	
standard	 deviation”	 which	 is	 the	 standard	 deviation	 of	 feedback	 quality	 given	 to	 different	 submissions.	 To	
optimize	(minimize)	this	measure	all	submissions	should	receive	feedback	of	similar	quality. 
 



	
	

 
Figure	2:	Online	allocation	with	respect	to	student	reviewing	skill,	ensures	more	evenly	distributed	feedback	
quality	 across	 submissions.	 Summing	 the	 quality	 of	 feedback	 received	 for	 each	 submission	 and	 taking	 the	
minimum	value	gives	a	fair	estimate	of	how	fair	an	allocation	algorithm	distributes	feedback	quality	across	a	
collection	 of	 submissions.	 During	 a	 session	 this	 value	 can	 be	 computed	 for	 each	 feedback	 submission	 to	
produce	a	time-series	of	the	performance	of	an	allocation	algorithm.	Here,	we	produce	such	a	time-series	for	
each	peer	feedback	session	in	our	dataset	(623),	and	estimate	a	sliding	mean	and	confidence	interval	to	obtain	
a	 curve	 that	 illustrates	 the	 evolution	 of	 performance	 for	 different	 algorithms.	We	 compare	 five	 algorithms	
here,	 (a-b)	 two	 that	 preallocate	 submissions	 to	 reviewers,	 and	 (c-d)	 three	 that	 allocate	 a	 submission	 to	 a	
reviewer	 in	 the	moment	 she	 requests	 it	 (online	method).	 The	 skill-based	 algorithms	 compute	 the	 student’s	
feedback	 skill	 at	 the	moment	 she	 requests	 a	 submission,	 by	 taking	 the	 average	 of	 past	 true	 and	 predicted	
feedback	 scores	 (Fig	 1.b).	We	 also	 compare	 to	 an	oracle	 algorithm,	which	 assigns	 submissions	 to	 reviewers	
with	knowledge	of	the	outcome	feedback	score	of	the	review.	Here,	we	strictly	use	predicted	feedback	scores,	
since	the	short	time-scale	of	a	real-world	peer	feedback	session	renders	student	feedback	scores	inaccessible	
for	use	in	allocation. 
 
Pre-allocation	algorithms	(Fig.	2a-b)	perform	at	the	same	level,	whether	the	allocation	process	is	informed	by	
student	 skill	 levels	 or	 not.	 In	 Fig.	 2a	 we	 observe	 that	 the	 minimum	 summed	 quality	 remains	 very	 low	
throughout	 the	 session	 and	 only	 increases	 towards	 the	 end	 to	 reach	 1.95	 and	 1.96	 for	 random	 and	 skill	
respectively	(95%	confidence	intervals	overlapping).	In	Fig.	2b	we	see	that	that	the	quality	standard	deviation	
(the	 “unevenness”	 in	 quality	 distribution)	 reaches	 high	 values	 midway	 through	 the	 session	 and	 decreases	
towards	 the	 end,	 settling	 at	 2.96	 and	 2.85	 for	 random	 and	 skill,	 respectively	 	(95%	 confidence	 intervals	
overlapping).	Both	of	these	tendencies	are	artifacts	of	a	central	flaw	in	the	pre-allocation	approach,	which	is	
that	allowing	unevenness	during	the	span	of	the	peer	feedback	session	makes	the	process	highly	vulnerable	to	
disturbances	such	as	students	not	fulfilling	their	duty	to	review	or	server	failures	that	cut	the	session	short. 
 
Online	algorithms	continuously	allocate	for	fairness,	which	is	why	the	minimum	summed	quality	increases	
from	zero	at	an	early	point	(Fig.	2c-d).	This	occurs	characteristically	around	t	=	0.33,	which	is	because	the	bulk	
of	sessions	require	students	to	hand	in	alone	and	review	three	times.	The	skill-based	online	allocation	



	
	

algorithm	causes	the	minimum	summed	quality	to	increase	from	this	point	towards	a	final	value	of	2.84.	This	is	
significantly	better	than	the	random	online	allocation	algorithm	which	leads	to	a	final	minimum	summed	
quality	of	2.50.	The	online	oracle	algorithm	does	not	perform	significantly	better	than	the	skill-based	
algorithm,	reaching	a	final	value	of	2.86.	This	is	likely	because	students	are	consistent	enough	in	the	quality	of	
their	review	that	knowing	the	outcome	of	a	review	is	practically	as	good	as	knowing	the	performance	history	
of	a	reviewer.	Compared	to	the	global	mean	feedback	score	of	3.65,	which	the	average	minimum	summed	
quality	that	we	measure	here	cannot	exceed	for	tautological	reasons,	2.85	is	fair. 
 

5. Discussion	
In	 order	 to	measure	 the	 impact	 of	 different	 strategies	 for	 allocating	 reviewers	 in	 peer	 feedback	we	 used	 a	
simulated	approach	based	on	real	data.	This	approach	has	the	benefit	that	our	simulations	resemble	real-life	
peer	feedback	sessions	when	it	comes	to	timing	of	reviews,	quality	of	reviews	and	how	some	students	do	not	
complete	giving	their	feedback.	In	order	to	make	this	simulation,	we	need	to	assume	that	the	the	quality	of	a	
piece	 of	 feedback	 is	 not	 dependent	 on	 the	 submission	 receiving	 the	 feedback.	 As	 shown	 in	Wind	 &	 Aslak	
(2017),	this	assumption	does	not	hold	completely,	but	the	alternative	is	to	use	different	allocation	strategies	in	
real	peer	feedback	sessions	and	try	to	compare	them,	which	would	introduce	stronger	assumptions. 
 
Classification	of	 low	prediction	 scores	 proves	 difficult	when	only	 considering	 text	 features.	 In	Wind	&	Aslak	
(2017)	we	show	that	 the	peer	 feedback	 score	 is	a	weak	but	 significant	 function	of	 the	numerical	evaluation	
given	 by	 the	 reviewer,	 pointing	 to	 a	 feedback	 scoring	 bias	 due	 to	 “revenge”.	We	 also	 show	 that	 feedback	
scores	are	higher	on	highly	rated	handins.	Both	of	these	non-text-based	factors	may	explain	that	low	feedback	
scores	are	difficult	 to	predict	only	using	 text.	At	 the	same	time,	 it	 is	worth	considering	whether	 it	 is	wise	 to	
include	features	in	the	model	produced	by	student	subjectivity,	since	these	may	fit	to	a	bias	that	is	generally	
undesired. 
 
When	comparing	different	strategies	for	allocation	we	use	the	“minimum	summed	quality”	as	a	measure	of	
allocation	quality.	This	measure	is	chosen	to	ensure	that	no	student	receives	very	poor	feedback.	Other	
measures	be	chosen	which	will	lead	to	other	review	allocations.	All	of	our	allocation	strategies	work	under	the	
constraint	that	each	submission	should	receive	the	same	number	of	reviews	(the	evenness	constraint).	
Relaxing	this	constraint	would	possibly	allow	for	a	better	allocation	in	terms	of	“minimum	summed	quality”,	
but	students	that	receive	fewer	reviews	might	perceive	this	as	unfair	(even	though	their	reviews	are	of	higher	
quality). 

5.1 Future	work	
In	this	paper	we	developed	a	new	allocation	strategy	that	tries	to	optimize	the	total	quality	of	feedback	given	
to	 each	 submission.	 It	 might	 also	 be	 interesting	 to	 allocate	 reviews	 in	 order	 to	 have	 students	 review	
submissions	 of	 different	 qualities	 or	 in	 a	 way	 where	 each	 submission	 receives	 reviews	 from	 students	 with	
different	 academic	 competences	 (how	 good	 their	 submissions	 are).	 Furthermore	 it	 would	 be	 interesting	 to	
develop	an	allocation	strategy	combining	these	different	allocation	goals. 
 
All	 allocation	 strategies	 we	 presented	 in	 this	 paper	 worked	 under	 the	 evenness	 constraint.	 Relaxing	 this	
constraint	might	allow	 for	more	 fair	 allocations,	but	 could	have	 implications	on	 the	perceived	 fairness	 from	
feedback	receivers.	It	would	be	relevant	to	investigate	this	perceived	fairness	further. 
 
Our	approach	is	based	on	the	possibility	to	infer	the	quality	of	feedback	from	the	feedback	text	itself,	and	on	
predicting	the	quality	of	feedback	in	an	upcoming	review.	Improving	on	these	problems	will	lead	to	
improvements	in	allocation	of	reviews	as	well	-	and	might	be	the	subject	of	a	future	study	on	their	own. 

6. Conclusion	
In	 this	paper	we	have	presented	a	new	way	of	allocating	 reviews	 in	a	peer	 feedback	 session.	Our	approach	
learns	the	feedback-giving	skill	of	each	student	and	uses	that	as	input	to	an	algorithm	that	assigns	submissions	
to	 students,	 such	 that	 feedback	 quality	 is	 optimized	 for	 all	 students.	 We	 tested	 the	 performance	 of	 our	
allocation	 strategy	 using	 real	 data	 from	 over	 600	 peer	 feedback	 sessions	 from	 the	 system	 Peergrade.	 By	
comparing	with	an	“uninformed	random”	allocation	algorithm	as	well	a	“super-informed	oracle”	algorithm	we	
demonstrate	 that	 we	 can	 allocate	 reviewers	 to	 handins	 such	 that	 all	 submissions	 receive	 similar	 quality	



	
	

feedback	and	where	we	significantly	outperform	the	random	allocation.	Our	method	is	also	robust	to	reviews	
not	being	completed	and	other	real-life	quirks.	
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