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Abstract

The aim of this Thesis is to present efficient methods for optimising high-resolution
problems of a multiscale and multiphysics nature. The Thesis consists of two parts:
one treating topology optimisation of microstructural details and the other treating
topology optimisation of conjugate heat transfer problems.

Part I begins with an introduction to the concept of microstructural details in
the context of topology optimisation. Relevant literature is briefly reviewed and
problems with existing methodologies are identified. The proposed methodology and
its strengths are summarised.

Details on the proposed methodology, for the design of structures with periodic
and layered microstructural details, are given and the computational performance is
investigated. It is shown that the used spectral coarse basis preconditioner, and its
associated basis reutilisation scheme, significantly reduce the computational cost of
treating structures with fully-resolved microstructural details.

The methodology is further applied to examples, where it is shown that it
ensures connectivity of the microstructural details and that forced periodicity of the
microstructural details can yield an implicit robustness to load position. An example
of expansion control of a structure under compression is treated in detail, where it is
shown that taking boundary effects into account is paramount.

Part II starts with an introduction to conjugate heat transfer and briefly reviews
relevant literature. The governing equations used to describe heat transfer and fluid
flow are outlined, describing both a commonly-used simplified convection model and
the full natural convection model.

Topology optimisation using the simplified model is investigated as a means to
reduce the computational time of optimising heat sinks. The model is shown to be
useful in an industrial context to provide a first approximation in the design of heat
sinks. However, serious flaws and drawbacks of combining the model with topology
optimisation are identified.

In order to take full advantage of topology optimisation for providing insight
into optimal design of heat sinks, a full conjugate heat transfer model is introduced.
Optimised heat sinks are presented for both two- and three-dimensional natural
convection problems, where similarities and differences are discussed. Generally, the
observations are in line with classical heat sink design, but topology optimisation
spawns designs exhibiting optimal characteristics without any prerequisite knowledge.
Furthermore, it is shown that when using the full model, the local convection
coefficients and surface fluxes are in direct disagreement with the assumptions of the
simplified model.

The computational performance and scalability of the developed framework is
presented and it is shown that it allows for efficient optimisation of problems with
more than 300 million degrees of freedom and almost 30 million design variables.
Finally, the framework is used to generate novel passive coolers for light-emitting
diode (LED) lamps, where a 20 − 25% lower temperature of the LED package is
achieved as compared to reference designs, using around 16% less material.
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Resumé

Formålet med denne afhandling er at præsentere effektive metoder til at optimere
multiskala og multifysik problemer med høj opløsning. Afhandlingen består af to
dele: den første behandler topologioptimering af mikrostrukturelle detaljer og den
anden behandler topologioptimering af konjugerede varmetransportproblemer.

Første del begynder med en introduktion til mikrostrukturelle detaljer, som
koncept i en topologioptimeringskontekst. Relevant litteratur bliver kort gennemgået
og problemer med nuværende metodologier bliver udpeget. Den foreslåede metodologi
og dens styrker præsenteres.

Den foreslåede metodologi til at designe strukturer med periodiske, eller lagdelte,
mikrostrukturelle detaljer beskrives og dens beregningsmæssige ydeevne undersøges.
Det vises at den brugte preconditioner, baseret på en grov spektral basis, betydeligt
reducerer den beregningsmæssige omkostning af, at løse problemer med fuldt opløste
mikrostrukturelle detaljer.

Metodologien bliver yderligere brugt på eksempler der viser, at den sikrer for-
bundne mikrostrukturelle detaljer og at tvungen periodicitet kan føre til en implicit
ufølsomhed overfor den ydre påvirknings placering. Et eksempel der behandler
udvidelseskontrol af en struktur under kompression behandles i detaljer, hvor det
ses, at det er yderst vigtigt at tage randeffekter i betragtning.

Anden del starter med en introduktion til konjugeret varmetransport og gen-
nemgår kort relevant litteratur. De styrende ligninger, der bruges til, at beskrive
varmetransport og strømning beskrives. Herunder dækkes både en almindeligt brugt
forenklet konvektionsmodel og den fulde naturlige konvektionsmodel.

Brugen af den forenklede model under topologioptimering, undersøges som en
måde til, at reducere beregningstiden for at optimere varmeafledere. Det vises at
modellen er brugbar i en industriel kontekst til at give et første foreslag til designs
af varmeafledere. Dog identificeres betydningsfulde fejl og ulemper, af at modellen
kombineres med topologioptimering.

En fuld konjugeret varmetransportmodel indføres for at kunne drage fordel af
topologioptimeringens evne til at give indsigt i optimalt design af varmeafledere.
Optimerede varmeafledere præsenteres for både to- og tredimensionelle problemer
med naturlig konvektion, hvor ligheder og forskelle diskuteres. Generelt stem-
mer observationerne overens med klassisk varmeafleder design. Dog fremviser de
topologioptimerede designs optimale karakteristika, uden forudgående kendskab eller
begrænsning. Det vises også, at når den fulde model bruges er den lokale konvek-
tionskoefficient og varmestrøm, på overfladen, i direkte konflikt med antagelserne af
den forenklede model.

Den beregningsmæssige ydeevne, og skalerbarhed, af det udviklede programmel,
præsenteres og det vises, at det tillader effektiv optimering af problemer med mere
end 300 millioner frihedsgrader og næsten 30 millioner designvariabler. Endeligt
anvendes programmellet til nyskabende design af passive kølere til lysdiodelamper,
hvor der opnåes en 20− 25% lavere temperatur af diodepakken sammenlignet med
reference designs, ved brug af omkring 16% mindre materiale.
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1 Introduction

This Chapter provides a brief introduction to topology optimisation and the motiva-
tion for the presented work. Further details and relevant references will be given in
Parts I and II.

1.1 Topology optimisation

Structural optimisation is the classical engineering discipline of modifying the design
of a structure in order to improve its performance with respect to some desirable
behaviour, e.g. stiffness, temperature, or pressure drop. Methods for structural
optimisation can in general be divided into three groups: size optimisation; shape
optimisation; and topology optimisation. For size optimisation, the design variables
are the dimensions of a predefined design, such as e.g. the length, thickness, or
spacing of structural members. For shape optimisation, the design variables control
the outer shape of a predefined design, often parametrised by implicit control points.
The combination and generalisation of the above is topology optimisation. Topology
optimisation allows for the simultaneous control of size, shape and configuration/-
topology1. The introduction of a hole in a structure constitutes a change of the
topology, an operation which is only possible using topology optimisation.

Size and shape optimisation are conceptually simple2, yet effective, and are
frequently applied to e.g. the design of heat sinks in electronics cooling and the
design of aerofoils, respectively. While these traditional optimisation techniques
can provide significant improvements to existing designs, they are all limited in the
design freedom as a predefined initial design must be supplied. This is where the
topology optimisation method triumphs by having the ability to find unintuitive and
unanticipated designs.

Topology optimisation as it is known today was pioneered by Bendsøe and Kikuchi
[18] as a material distribution method for finding an optimal structural layout, for a
given problem subject to design constraints. The goal is to distribute material in a
design domain in order to minimise or maximise a selected objective functional, e.g.
weight, stiffness or temperature. The most popular numerical method for topology
optimisation, now known as the density or SIMP (solid isotropic microstructure
with penalisation) approach3, was developed concurrently with the homogenisation
approach [18]. It was originally suggested by Bendsøe [17] and used extensively by
Zhou, Rozvany and coworkers [82, 108].

The material distribution is represented by a design field which takes the value one
if the point is occupied with material and zero if not. For the density approach, the

1The term topology describes the properties that are conserved during deformation (twisting
and stretching), but not tearing or glueing. Popularly stated, it describes the number of holes.

2Size optimisation can be practically simple also, but shape optimisation is often quite compli-
cated in practise.

3The term “density approach” will be used from here on out, since the term “SIMP approach”
limits itself to using a SIMP interpolation function.

1



2 Chapter 1. Introduction

design field is allowed to take intermediate values in order to utilise gradient-based
optimisation techniques. Topology optimisation is an iterative design process, where
at each iteration step, the design field is updated using the gradients of the objective
and constraint functionals. These functionals (structural performance) and their
gradients (sensitivities) are usually evaluated using discretised mathematical models
and the discretisation determines the resolution of the optimisation process, as well
as its computational cost.

Although the topology optimisation method originated and gained maturity
within structural mechanics, the method has since been extended to a wide range of
physics, such as acoustics [38], photonics [56], fluidics [20] and many more. Please
see the monograph by Bendsøe and Sigmund [16] and the more recent review papers
[33, 92] for further information.

1.2 Motivation

At each design iteration, the solution of large (linear or non-linear) systems of
equations is necessary. Solving the linear systems of equations can often account for
more than 99% of the total computational time [1]. Therefore, the solution cost of
the optimisation procedure depends strongly on the time necessary for solving the
state and adjoint equations.

Realistic models providing high accuracy and high design freedom are needed
to truly exploit the power of topology optimisation to provide insight into optimal
design for complex problems. This typically requires very fine discretisations to
capture the physics correctly, making the use of direct solvers prohibitively expensive
even in two dimensions. Thus, the motivation for the work presented in this thesis,
is to propose efficient methods for solving topology optimisation problems of high-
resolution multiscale and multiphysics problems. Examples of large-scale high-
resolution results are shown in Figures 1.1 and 1.2 for multiscale and multiphysics
applications, respectively.

1.3 Structure of Thesis

This is a summary style thesis, which provides the reader with an overview of the
appended articles along with overall insight and discussions. The Thesis consists of
two separate parts:
• Part I is based on Papers P1 and P2 and treats work related to topology
optimisation of microstructural details.

• Part II is based on Papers P3, P4, P5 and P6 and treats work related to
topology optimisation of conjugate heat transfer problems4.

Each part contains a brief introduction to the specific subject matter before summaris-
ing and discussing the main results from the published papers in a broad perspective.
The separation is mainly due to funding coming from several projects: NextTop for
microstructural details; LaScISO and HyperCool for conjugate heat transfer.

4It inherently also includes knowledge and insight from the author’s previous work within
topology optimisation of conjugate heat transfer problems [4–7].
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Figure 1.1: A double-clamped beam with topology optimised microstructural details.
The domain is discretised using 13.1 million finite elements yielding a total of 26.2
million degrees of freedom.

Figure 1.2: Rendering of topology optimised heat sink for natural convection. The
computational domain was discretised using 65.5 million finite elements for a quarter
domain resulting in 330.2 million degrees of freedom.
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Topology optimisation of
microstructural details
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2 Introduction

This chapter gives a brief introduction to the concept of microstructural details in the
context of topology optimisation, as well as an overview of the relevant literature. For
details on any specifics regarding the topology optimisation and solver formulations,
governing equations, and for a detailed literature review, the reader is kindly referred
to Papers P1 and P2 and the references within.

2.1 Microstructural details as a concept

Many physical problems have structural features and/or field variations at different
time and length scales. An example is the hierarchy of length scales involved
in the modelling of an aeroplane. From the size of atoms making up the metal
and composites, through the plates and bars made of the materials, through the
structural beams made up of the bars, and finally to the grand structure built from
the beams and plates. Throughout this work, the terms microstructural details and
microstructure are used to describe these substructures, i.e. the structural beams
or the individual plates and bars. In contrast, the term macrostructure is used
to describe the full structure, i.e. the entire aeroplane. Thus, in this context, the
word microstructure is used very differently than in e.g. material science. The
microstructural details may be periodic or in other set patterns, or they can vary
spatially at either slow or high rates compared to the global macrostructural length
scale.

With the current level of computational resources, it is impossible to model
the whole aeroplane based on atomistic modelling. For well-separated scales, it
is sufficient to obtain homogenised material properties from the microscale and
utilise them in the analysis of the macroscale structure. Thus, effective material
models are used to describe the predictable mean behaviour of solid materials instead
of modelling the connectivity of individual atoms. When the scales are not well
separated, i.e. if the macroscale is only a few times bigger than the microscale or if
the microstructure changes rapidly, the coupling between the micro- and macroscale
behaviours become significant and one must resort to other methods. Increasing
computational resources and more effective methods are continually allowing for
higher-resolution models capable of modelling more complex interactions.

When treating multiscale problems, it is important to note the similarity of
scales that exists. To design a material with desirable properties by changing its
microstructure is similar to designing a large structure with small structural features.
Hence, a general methodology is sought that can handle both design problems.

2.2 Relevant topology optimisation literature

The systematic design of novel materials with extreme properties is possible by
applying topology optimisation to the design of material microstructures. The usual

7



8 Chapter 2. Introduction

approach is to consider the homogenised properties of a single unit cell so as to
optimise an effective material for a given property, such as negative Poisson’s ratio1

[13, 89] or negative thermal expansion coefficient [11, 93], among many others. For a
good overview of the subject, see e.g. [11, 22, 77].

An alternative to the above is to optimise a structure’s microstructural details
for a given macroscopic response. This is often done by homogenisation of the
microstructure and using the effective properties in the macroscale problem. This is
in fact the origin of the homogenisation approach to topology optimisation presented
by Bendsøe and Kikuchi [18] and later by Bendsøe [17]. It is also possible to take
a hierarchical approach [81] where the macroscopic density and microstructure is
designed in an alternating fashion. This approach has been applied to bone modelling
[28] and is well suited for parallel computations due to the decoupled homogenisation
cells [29]. Similar methodologies have recently been proposed for non-linear elasticity
[72, 102].

However, a common problem for the above multiscale, or rather two-scale, ap-
proaches, is the lack of connectivity that often arises between the microstructural
cells, unless a fully periodic microstructure is imposed. This is exactly due to the
decoupled nature of the problem, where a given local unit cell cannot see or feel
the bordering unit cells, except through the homogenised macroscale behaviour.
This may be negligible when the microstructures are infinitesimal in theory, but
when considering current manufacturing capabilities (additive manufacturing, two
photon polymerisation, photolithography, etc.), a finite size must be attributed to the
microstructural details in practise. There is an inherent limit on the ratio between
the smallest design length scale, determined by the resolution of the process as well
as other factors, and the largest design length scale, determined directly by the size
of the machine or implicitly by the manufacturing speed of the process. This is
important to remember, when it is desired to formulate a method which is useful
in practise. Ensuring connected microstructures has been sparsely treated in the
literature, but there are good examples in the contexts of homogenisation-based
lattices [78], free material optimisation (FMO) [87] and functionally graded materials
(FGM) [80].

In recent years, an increasing body of work has been published on efficient
large scale topology optimisation. This allows for the treatment of high-resolution
problems and thereby expanding the design space to allow for small details to appear.
These works cover the use of high-level scripting languages [9, 12], multiscale/-
resolution approaches [44, 64, 73], computations on graphics processing units (GPU)
[23, 96, 101, 107], and parallel programming using the message parsing interface
(MPI) and C/Fortran [1, 2, 19, 40]. Treating the full analysis and optimisation
as a single-scale problem inherently ensures connected structures, but comes at a
significant computational cost, as will be discussed in the following.

1Defined as the negative ratio of transverse to axial strain.



2.3. Details of the presented approach 9

2.3 Details of the presented approach

In order to treat structures with microstructural details of finite size, and more
importantly take variations and boundary effects into account, the “trivial”2 approach
is taken in the presented work: analysing the complete macroscopic structure and its
response, with all microstructural details fully resolved using finite elements. This
requires very fine meshes and is thus computationally challenging. However, by
considering the full structure, it is ensured that all microstructural details will be
connected in order to provide a beneficial macroscopic behaviour, as disconnected
members will generally be detrimental to the macroscopic objective. To further
ensure manufacturability, a robust topology optimisation formulation [66, 90, 97] is
taken to provide designs tolerant to manufacturing errors.

The computational cost of the above approach is alleviated through the use of
iterative linear solvers in combination with a spectral coarse basis preconditioner3

based on the multiscale finite element method (MsFEM). This particular family
of MsFEM is tailored for oscillatory high-contrast material properties [39, 41] and
provides contrast-independent behaviour. The method constructs coarse scale basis
functions4 which are capable of representing the important features of the local
solution, where the accuracy of the approximation is controlled by the dimension
of the coarse space. The extension to linear elasticity and application to topology
optimisation was first presented by Lazarov [64]. The coarse basis functions are built
based on eigenmodes of local overlapping agglomerates of coarse cells5 restricted by
a corresponding partition of unity function to form the coarse basis functions, as
shown in Figure 2.1. The computation of the local eigenmodes is independent for all
agglomerates and the construction is thus easily parallelisable. For more information
on the specifics of the preconditioner used in the following applications, please see
Papers P1 and P2.

In order to conduct initial investigations into the performance of the proposed
spectral coarse basis preconditioner and tuning thereof, the presented work has been
restricted to two-dimensions in a serial Matlab framework. However, as mentioned,
the construction of the preconditioner allows for easy parallelisation and is expected
to provide even larger computational savings when moving to three-dimensional
problems in a parallel framework.

The designs have further been restricted to be periodic or in layers in order to
minimise the number of unique agglomerates for eigenmode calculations, and thus
the computational work, in order to further simplify the number of variables in
the investigation. For further explanation, please see Paper P1. It is important to
stress, that the proposed approach remains viable when removing the periodicity
requirement of the design and thus returning to the original and unrestricted topology

2Trivial in the sense that the classical single-scale topology optimisation approach [16] is taken.
3A preconditioner is used to improve the conditioning of the linear system to be solved. Please

see e.g. [84] for further information.
4Basis functions are elements of a basis for a given function space. Functions in this space can

be represented as a linear combination of the basis functions. Here, a coarse (smaller and cheaper)
basis is used to approximate the solution of the partial differential equation to be solved.

5A coarse cell is equivalent to a unit cell throughout this work.
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(a) Domain with three highlighted agglomerates

(b) Corresponding eigenmodes

(c) Corresponding partition of unity

(d) Corresponding coarse basis functions

Figure 2.1: Illustration of spectral coarse basis construction: (a) a computational
domain consisting of coarse cells, in turn made up from fine cells, with three over-
lapping agglomerates highlighted, (b) the calculation of local eigenmodes, (c) the
partition of unity functions for the corresponding agglomerates, and (d) the coarse
basis functions defined as the multiplication of the two.

optimisation problem. However, the computational cost of building the basis increases
and more advanced local basis update schemes are thus needed. The initial work
applying the spectral MsFEM to topology optimisation was in fact presented for the
general (unperiodic) case [50] and this will be returned to in future work.



3 Applications

3.1 Linear elastic minimum compliance - Paper P1

Paper P1 presents the application of topology optimisation to the design of man-
ufacturable microstructural details without length scale separation. In the paper,
linear elastic problems are treated and optimised to minimise compliance1. The
manufacturability is ensured by the use of a robust topology optimisation formu-
lation [66, 90, 97], as well as by treating the full macrostructural response with all
microstructural details fully resolved using the finite element method. The large com-
putational workload arising from this approach is efficiently solved using a spectral
coarse basis preconditioner based on a class of MsFEM for high-contrast problems
[39, 41, 64], allowing for the solution of large two-dimensional problems in Matlab.

3.1.1 Applicable to all degrees of scale separation

Figure 3.1 shows optimised periodic topologies for a double-clamped beam subject
to a vertical load in the centre. The optimised structures are shown for two different
numbers of coarse cells, or unit cells, showing that the proposed approach covers all
cases: from the case where micro- and macroscales are of similar size, Figure 3.1b; to
the case where the microscale is well-separated from the macroscale, Figure 3.1c. It
can be seen that the microstructural topology remains more or less the same when
going from 4× 8 to 64× 128 and exhibits features yielding a combination of bending
and shear stiffness. In practise, it is observed that increasing the number of unit cells
leads to a corresponding increase in final compliance, due to the decreased design
freedom imposed through the increased periodicity.

The result shown in Figure 3.1c is discretised using 13.1 million finite elements
yielding a total of 26.2 million degrees of freedom. Using the proposed spectral coarse
scale preconditioner, the full optimisation process of 200 design iterations takes only
26 hours using a single computational thread in Matlab. This is estimated to be
a reduction in computational time of 79.2% compared to using the standard direct
solver. It is observed that the direct solver is faster for smaller problems, but that
the proposed approach becomes faster for larger problems with 6× 12 unit cells and
above. Extending the methodology to three-dimensions in a parallel framework is
expected to yield even greater reductions in relative computational time, due to the
inherent parallelisability of the coarse basis construction.

Please see Paper P1 for further details on the above discussions.

1For the uninformed reader, this is equivalent to maximising stiffness. For further details on
compliance as a concept, the reader can see e.g. [16].

11
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(a) Problem setup

(b) 4 × 8 unit cells

(c) 64 × 128 unit cells

Figure 3.1: Double-clamped beam setup and optimised periodic topologies for varying
number of coarse cells. The colours used here is used throughout Part I, where
black is solid and white is void. Please note that (b) is shown in the deformed state,
whereas (c) is shown in the undeformed.
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Figure 3.2: Snapshots of the design development of a microstructural design.
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Figure 3.3: Development of the number of linear iterations for different basis com-
putation strategies. The lines show the number of linear iterations for the various
strategies and the symbols show when the basis is updated. Crosses highlight forced
updates due to a change in the continuation parameter.

3.1.2 Computational performance of framework

Reusing a coarse basis for several design iterations

The proposed preconditioner is in Paper P1 shown to lead to contrast-independent
behaviour. The basis is computed based on, and thus tailored for, a given design.
However, recomputing the coarse scale basis at every design iteration is prohibitively
expensive. Therefore, a strategy of reusing the basis for several design iterations is
introduced to reduce this cost. It is well know that during the topology optimisation
process, periods with slow design evolution occur. Figure 3.2 exemplifies this, showing
snapshots of the design development of a microstructural design. Thus, it is easy to
argue that it should be possible to reuse a previously computed coarse basis over
many design iterations, hereby reducing the computational cost.

By introducing a heuristic update scheme based on the number of iterations of
the linear solver, it is possible to significantly reduce the number of times the coarse
basis is recomputed over the design process. As the linear solver, GMRES [85] is
used throughout. Figure 3.3 shows the development of the number of linear iterations
for different basis computation strategies. As predicted, it is clearly seen that a
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Figure 3.4: Number of linear iterations as a function of projection threshold, η, under
a constant basis size, for the double-clamped beam with a concentrated load.

constant number of iterations is obtained by updating the coarse basis every design
iteration (blue line). It is very interesting to note, that this behaviour is kept when
introducing the heuristic update scheme (green line), yielding only two basis updates
that are not forced at updates of continuation parameters. In order to speed up the
computations even further, the linear solver is initialised with the solution from the
previous design iteration (red and cyan lines). As can be seen from Figure 3.3, this
leads to an increase in the number of basis computations, however the computational
cost is massively decreased due to lower linear iteration counts.

Using a single basis for multiple design realisations

Another advantage of the proposed preconditioner strategy is the ability to use a
single coarse basis for multiple design realisations in the context of robust topol-
ogy optimisation. By treating multiple realisations through a varying projection
threshold [66, 90, 97] in a robust formulation, it is possible to ensure that the end
design is tolerant to manufacturing errors characterised by dilation and erosion (e.g.
over- and under-etching). The number of linear systems of equations to solve each
design iteration is directly proportional to the number of realisations and thus the
computational cost increases significantly. By designing a single preconditioner that
can be used for all realisations, one can reduce the computational cost significantly
compared to dedicated direct solvers or preconditioners for each realisation. Figure
3.4 shows the number of linear iterations as a function of projection threshold under
a constant basis size. It is seen that by building the coarse basis for a single design
realisation (specified by the legend), it can be applied to a wide range of thresholds
without significant increase in linear iterations.
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(a) Setup of three-layered beam

(b) Optimised design

Figure 3.5: Problem setup and optimised robust three-layered macrostructure for a
cantilever beam with a distributed load. A different microstructure is optimised in
each of the layers.

3.1.3 Ensuring connected microstructures

Treating the full macroscopic response, with all microstructural details resolved,
ensures connected and manufacturable structures, because if the microstructure is
disconnected, this would be detrimental to the macroscopic objective of maximising
stiffness. Figure 3.5 shows an optimised robust three-layered macrostructure for a
cantilever beam with a distributed load. The beam is divided into three layers of equal
thickness and a different microstructure is free to appear in each layer. It is seen that
the outer layers become mirror images of each other and both exhibit microstructures
with a high bending stiffness, characterised by the thick horizontal bars. Accordingly,
the middle layer exhibits a microstructure with high shear stiffness, characterised by
the cross structure. This is perfectly in line with the stress distribution of a short
beam under elastic bending. Looking at the highlighted areas in Figure 3.5, it can
be seen that the proposed approach yields smoothly connected microstructures, both
within the layers and at their interfaces.
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3.2 Multiple load cases and compression control - Paper P2

Paper P2 presents the application of the proposed framework to more complex linear
elastic problems, treating both multiple load cases as well as a problem of expansion
control. These examples illustrate the benefits of having periodic microstructures, as
well as the importance of considering boundary effects and allowing the design to
adapt to these.

3.2.1 Multiple load cases

It is well known, that stiffness-optimised structures for a single load case often
contain mainly quadrilateral frames, that are unstable when subjected to other loads.
However, by considering multiple load cases in the optimisation problem, stable
structures made up of triangular frames are obtained [16, Section 1.5]. With regards
to microstructures, the optimal kind is rank-2 and rank-3 laminates for single and
multiple load cases [16, Section 2.10, Chapter 3], respectively. Figure 3.6 shows
designs obtained by optimising a multilayered cantilever beam for a single as well as
multiple load cases. It can be seen that the single load case design in Figure 3.6b
mainly consists of quadrilateral frames, with triangular frames in some layers. This
is because the microstructural details are required to be periodic in the horizontal
direction. They must be capable of supporting the horizontally varying load paths
in an averaged sense and are thus in fact exposed to multiple load cases locally.
For the multiple load case design in Figure 3.6c, mainly triangular-like frames are
seen over the entire structure. However, the frames are in fact quadrilateral in the
central layers and this is due to the shear-dominant loading, which does not change
significantly between the two load cases.

Implicit robustness to load position

Periodicity imposes a significant restriction on the design freedom and thus the
attainable performance. However, it can be useful for several reasons: it is useful
as an assumption, e.g. to simplify analytical derivations or computational work; it
is useful to simplify manufacturing, e.g. machining regular patterns; it is useful to
introduce porosity, e.g. for tissue scaffolding; it is useful to introduce an implicit
robustness to load variations, e.g. a bench. Figure 3.7 shows a bench at the University
of Sydney. The contact surface of the bench is made up of a periodic structure,
where a regular pattern of holes has been introduced as easily seen in Figure 3.7b.
The loading position of a bench is not necessarily known: it may well be that only
a single person sits on the bench at a time and the location can be highly varying.
The holes have likely been introduced to allow for rain water to pass through the
bench, leaving a dry(ish) bench for people to sit on. This bench is thus an excellent
example2 showing a practical usefulness of periodicity: implicit robustness to load
position and ensuring porosity.

2Although these considerations may not have been thought into the design process quite as
imagined, it remains a useful example.
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(a) Setup

(b) Single load case, P2

(c) Multiple load cases

Figure 3.6: Problem setup and optimised design for a multilayered cantilever beam
under a single and multiple load cases.
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(a) Full bench (b) Close up

Figure 3.7: Bench made from periodic pattern of holes. Taken at the University of
Sydney during WCSMO-11.

Figure 3.8 shows optimised designs for a pin-pinned beam under a single as well
as multiple load cases. As previously, periodicity of the microstructural details is
required in the horizontal direction, but it is free to vary in the vertical direction.
The multiple load case design, Figure 3.8c, shares some similarities to the single
load case design with the central force, Figure 3.8b. A cross-check of the designs
reveals that the multiple load case design actually performs uniformly better for
all three load cases3. However, when treating a single load in the middle, P2, it is
observed that requiring periodicity in the horizontal direction implicitly ensures some
robustness with respect to a shift of the applied load with a single or multiple unit
cells4.

The usefulness of periodicity and microstructure is also explored by e.g. Clausen
et al. [26] in the context of buckling resistant structures and by Wu et al. [100] in
the context of additive manufacturing.

3.2.2 Expansion control of compression specimen

As discussed in Chapter 2, it is common to design extreme materials by optimising
the structure of a fully-periodic unit cell. When this unit cell is infinitely repeated, it
theoretically yields a block of material with the optimised effective property. However,
in practise it is currently infeasible to manufacture blocks of material, where the
microscale is well-separated from the macroscale, so one is limited to a finite5 and
relatively small number of repetitions. Furthermore, when building an actual block
of material from the microstructure or a component/assembly from the material,
boundary effects are inevitably introduced as they will always have a finite extent
and restrained regions. Thirdly, geometric effects will be further introduced by

3Which must be due to convergence to poor local minima for the single load cases.
4In fact, the standard deviation of the compliances for the three load cases is lower than for the

multiple load case design. This can, however, not be guaranteed in general and is attributed to the
non-convex nature of the optimisation problem.

5Of course, one is always limited to a finite number of repetitions in reality, but homogenisation
assumes infinite periodicity.
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(a) Setup

(b) Single load case, P2

(c) Multiple load cases

Figure 3.8: Problem setup and optimised design for a pin-pinned beam under a single
and multiple load cases.
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these boundary effects, when moving away from rectangular or rectangular cuboidal
domains.

The former was recently investigated in detail by Coelho et al. [27], where
numerical experiments were performed on finite repetitions of unit cells to evaluate
the accuracy of individual elastic tensor entries, as well as strain and stress energy
measures. Their conclusion is that in most cases, the resulting errors drop to
5−10% for a small number of unit-cell repetitions (5 × 5 × 5 and 6 × 6 × 6 in
three-dimensions). Their investigation is limited to maximum stiffness designs under
volume or permeability constraints and the conclusions may well change when going
to more exotic behaviour, such as negative Poisson’s ratio or negative thermal
expansion.

The latter has not really been treated in the literature. When moving focus from
effective properties to actual manufacture of a given geometry or assembly from the
extreme material, several questions arise:

1. Is the objective to have a given effective Poisson’s ratio or rather a given
boundary displacement of the macrostructure?

2. With respect to manufacturing errors, is it the objective to have a robust
Poisson’s ratio or rather a robust boundary displacement?

3. When going to large strains, is it the objective to have a constant Poisson’s
ratio or rather a constant boundary displacement?

All answers are equally valid for their selection of applications, however, in the
following it is argued that in general the macroscopic behaviour and boundary
displacements should be considered in practical uses.

The optimisation study of a compression test specimen in Paper P2 treats this
issue and attempts to answer a few of the above questions. Figure 3.9 shows the
problem setup and deformed negative Poisson’s ratio structures for (a,c) unframed
and (b,d) framed design domains. The unit cell design is courtesy of Fengwen Wang
and has been optimised to provide a negative Poisson’s ratio of −0.839 [98]. The
design is repeated a finite number of times, 8× 8, and attached to a solid bar at the
top to support a distributed load (unframed), Figure 3.9a, or a solid frame all around
the outer edge (framed), Figure 3.9b. Figures 3.9c and 3.9d shows the deformed
structures for the unframed and framed cases, respectively. It is clear to see that the
overall macroscopic deformation is wildly different for the two cases. Furthermore,
the edge effects discussed above are evident.

The supplied design has been dilated to reach the applied volume constraint
of 50% and the effective Poisson’s ratio calculated using homogenisation becomes
−0.772. Effective Poisson’s ratios of the above macrostructures are calculated by
averaging the edge displacements of sides and top and using them to calculate effective
strains. The effective Poisson’s ratio for the designs become −0.357 and −0.321
for the unframed and framed case, respectively. That is in fact an overall decrease
of 54% and 58% for the unframed and frame case, respectively. As expected, the
effective Poisson’s ratio is smaller when the design is fully framed. The agreement
may have been better if a prescribed displacement was enforced of the top edge
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(a) Unframed - setup (b) Framed - setup

(c) Unframed - initial deformation (d) Framed - initial deformation

Figure 3.9: Problem setup and deformed negative Poisson’s ratio structures for (a,c)
unframed optimised design and (b,d) framed design domains.

rather than a distributed force, but this certainly illustrates the sensitivity of the
effective behaviour on the specific setup of the macroscopic structure.

The answer to the first question above depends on a case by case scenario.
However, it is argued that if the macrostructure is to have any specific use other
than providing a tension/compression test for validation of effective properties, the
objective must be related to the actual macroscopic boundary displacements. The
answer to the second question also depends on a case by case scenario. However, if
the given component has to fit into an assembly or is to be fixed in a given cavity, it
is argued that it must be the specific boundary displacements that must be robust to
manufacturing errors. This requires the full structure to be analysed and optimised
in order to ensure that the final structure behaves in a favourable and predictable
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(a) Unframed - negative displacement (b) Framed - negative displacement

(c) Unframed - zero displacement (d) Framed - zero displacement

Figure 3.10: Deformed optimised designs for (a-b) negative side displacement and
(c-d) zero side displacement.

manor.
The initial problem formulation taken in Paper P2 is to minimise the compliance

with constraints on the edge displacements over all design realisations. This ensures
as stiff a structure as possible that fulfils the required edge displacements across all
design realisations. The negative Poisson’s ratio design from above is used as an
initial design and the design is free to vary in the horizontal direction, but is required
to be periodic in the vertical direction.

Figure 3.10 shows deformed optimised designs under the requirement of (a-b) a
given negative side displacement and (c-d) zero side displacement. For all cases, it is
easy to see that the design has adapted from the initial and vary in the horizontal
direction to accommodate edge effects. For the negative displacement cases, Figures
3.10a and 3.10b, the topology has generally remained the same, but member thickness
now varies from the centre to the edges. It is interesting to note, that the topologies
differ at the left and right edges for the unframed and framed cases, showing that
different topologies are needed for different edge behaviour. The topology can be
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(a) 4 × 4 (b) 8 × 8 (c) 16 × 16

Figure 3.11: Optimised heat sink topologies for varying number of coarse cells.

seen to have changed quite significantly for the zero side displacement cases, Figures
3.10c and 3.10d. Here the microstructural details vary significantly from left to right.
The overall structure is designed in such a way as to deform internally to ensure zero
displacements at the outer edges.

The above problem is similar to the experimental setup used by Clausen et al.
[25]. Here the material designs obtained by Wang et al. [98] are manufactured and
tested, with very good agreement between numerical predictions and experiments.
Although boundary effects are briefly discussed [25] and stated to yield below 5%
deviations in the measured effective Poisson’s ratio (of the inner 2× 2 unit cells), the
importance for macroscale behaviour of a given geometry is not investigated. The
designs obtained by Wang et al. [98] are ensured to exhibit a constant Poisson’s ratio
over a range of large strains. However, when going to large strains and considering
an actual system component, it is more likely that the objective will be to have a
constant and controlled boundary displacement when considering a given geometry.

3.3 Thermal conduction problem - Paper P2

Paper P2 also briefly treats a heat transfer problem, where a plane heat sink with a
periodic microstructure is optimised to maximise heat transfer from its plane surface
to a centralised sink region at the bottom of the domain. Please see Paper P2 for
further details on the setup.

Figure 3.11 shows optimised heat sink topologies for varying numbers of coarse
cells. It is observed that as the unit cell decreases in size, the thermal compliance6

also decreases. This is contrary to the treated problems in linear elasticity, where
increased periodicity further increases the objective due to the further restriction
of the design freedom. The same is true here, the design freedom is decreasing,
however the problem is different in the sense that a distributed heat flux (equivalent
to distributed load in linear elasticity) is applied. Thus, the problem inherently
favours small details everywhere. The conclusion would be the same as for linear
elasticity, if localised fluxes were imposed.

6Similar to compliance in linear elasticity, equivalent to minimising the temperature at points
of applied flux or maximising heat transfer away from the plane into the sink.
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4.1 Discussion

Methods considering topology optimisation of microstructures or structures with
microstructural details can generally be put into three categories: unit cell inverse
homogenisation; multiscale methods based on homogenisation or other upscaling
methods; full scale methods resolving all details. All of these methods have merit
and are useful for specific purposes, each method with their own strengths and their
own flaws.

Optimising a unit cell for a given effective behaviour by use of homogenisation is
very useful as a methodology to provide insight and answers to fundamental questions
in a basic science perspective. The inverse homogenisation method is capable of
generating unintuitive and insightful designs to provide extreme material behaviour
by combining two or more materials (hereunder void). However, when moving to the
production of bulk from these microstructures, one must pay special attention to how
finite size and repetition of the unit cell, as well as boundary and geometric effects,
will influence the final macroscopic behaviour. This has only recently begun to be
considered in the literature, e.g. [25, 27], but is seen by the author as paramount to
further development towards actual usage of the unique materials.

Taking the above idea further, one gets multiscale approaches that couple a
microscale to a macroscale through some form of upscaling technique. Often ho-
mogenisation is used to find effective material properties of the local microstructures
and these are then used in a coarse macroscale problem. This methodology allows
for the design of structures, with microstructural details, for a given macroscopic
behaviour in a given situation, rather than microstructures optimised for a given
effective material behaviour. The decoupling of the two scales generally allows for
cheap computations, as the microscale problems are completely independent of each
other and thus can be computed in parallel. However, the individual microscale
problems cannot directly see or feel each other and if the microstructure is allowed
to vary in space, one can often get discontinuous changes in microscale topologies.
This may be mitigated by imposing restrictions on the slope of material changes
[45, 46, 87] or by restricting the microscale to a predefined topology and reducing the
design variables to the size, length and orientation of features [46]. Imposing slope
constraints and other regularisations methods of the microstructural variation will
also aid in satisfying the regularity assumptions necessary for proven convergence of
homogenisation methods [8, 45]. A general problem remains that if a finite size is
attributed to the microstructures for manufacture, the microstructural details will not
be smoothly varying or smoothly connected, thus yielding either unmanufacturable
structures or undesirable changes in performance, due to e.g. lack of connectivity or
stress concentrations.

It is a convenient and beautiful mathematical escape from the above problem, to
remain persistent to allow the microstructure to be infinitesimal. Taking this view
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allows for a huge amount of insight and inspiration to be gained by the locally-varying
microstructures and this certainly has its merits. But the direct practical application
of the methodology becomes infeasible. In the author’s opinion, authors of papers
describing these approaches must be honest and open about the view they choose
and the limitations and benefits this may impose.

In order to resolve the issues of the multiscale methodology and move towards
the design of manufacturable and predictable structures for real life applications,
high-resolution full scale topology optimisation remains by far the best option in
the author’s opinion. At least in terms of theory, this is the “trivial”1 approach as
one applies standard and well-developed topology optimisation techniques to treat
structures with microstructural details of finite size, taking variations and boundary
effects into account and fully resolving all design and physical length scales. However,
resolving all details and length scales comes at a practical cost: a huge increase in
computational cost directly related to the high resolution of the discretisation.

Large scale three-dimensional results revealing small scale features, like supporting
plates, internal cavities, etc., have recently been presented [2, 94] using geometric
multigrid [2, 9] in a parallel framework. This framework has very recently been
applied to the design of an entire aeroplane wing using over 1 billion finite elements
and design variables [3] yielding unprecedented design resolution and insight. The
presented spectral coarse basis preconditioner [P1 ,P2 ] is expected to yield even
better performance once applied to large scale three-dimensional problems in a
parallel framework and this is a subject of future research. Other options are the use
of multiresolution approaches [44, 73] or parallel computations on graphics processing
units (GPU) [23, 96, 101, 107].

Generally, it is of the authors opinion that the simulated physics and the applied
optimisation formulation ideally should be the sole driving forces for the generation
of small features - they will come, if they are beneficial. However, it is worth noting,
that the high-resolution approach is not perfect either. Due to the non-convex nature
of general topology optimisation problems, it may be difficult to achieve small scale
features without very slow and expensive continuation approaches [2, 91, 94] or
restrictions on the design space, such as the introduction of maximum length scale
[47, 65, 100] or forced periodicity [P1 ,P2 ].

The imposition of microstructure can have certain benefits, such as an implicit
robustness to loading [100, P2], improved buckling load [26], or ensuring biologically
permeable structures for bone scaffolds [57]. However, it is important to remember
that forcing a microstructure (that cannot be fully solid or fully void) is and will
always be a restriction of the design space, regardless of periodicity or not. If it is
not possible to use features of all length scales in the design, the performance will
always be suboptimal. The same goes for the imposition of periodicity, whether full,
partial, in patches, layers or all over. Therefore, these restrictions should in general
only be imposed if they are needed for manufacturing, aesthetics, or other purposes
not directly related to the optimality of the design.

1Computationally heavy, but theoretically simple.
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4.2 Outlook and recommendations

Due to the advent of the age of additive manufacturing, multiscale topology optimi-
sation is a hot topic once again and therefore the community needs to be careful not
to repeat the past, but instead move forwards focusing on manufacturability. Based
on Papers P1 and P2, the presented applications and the above discussions, the fol-
lowing recommendations to future work in the field of multiscale and high-resolution
topology optimisation can be made:

1. With regards to future publications on inverse homogenisation and multiscale
approaches, it is necessary to be honest and open about the aim, benefits and
restrictions of the methods and methodologies:

a) For inverse homogenisation, it is necessary for future contributions to
further investigate the effects of attributing a finite size and repetition to
the unit cells - both numerically [27] and experimentally [13, 25]. It is
also necessary to discuss what the actual aim is and to investigate what
happens when bulk materials are produced from extreme microstructures
and when specific parts or structures are built using these materials.

b) For multiscale approaches, it is worth performing an extensive literature
review and considering whether ones material is truly novel. It may
well be that the horse has already been beaten to death, considering
the extensive history of the methodology tracing back to the origins of
topology optimisation [18].

c) For multiscale approaches, it is also necessary to take a clear stand on
whether one desires insight into optimal design or one wants a method
directly applicable to real life problems and able to produce manufacturable
designs. If one takes the latter view, it must be a requirement to ensure the
connectivity of varying microstructures and investigate the errors made in
attributing a finite size to and finite repetition of the unit cells. A promising
direction in this respect is the mapping of density distributions based on
coarse scale homogenisation to smooth and continuous approximately-
optimal microstructures on a fine scale [43, 78].

2. For all approaches, it is important to consider and state why microstructure or
periodicity of any kind is imposed. This should primarily be done if it yields
benefits not directly quantifiable in the optimisation problem itself.

3. For high-resolution full scale topology optimisation, there are certainly still
challenges ahead:

a) To accelerate convergence and to encourage small scale features to form,
the results from a multiscale approach could be used as an initial design
for a full scale procedure. This would speed up the process significantly
and the full scale procedure would fix any connectivity issues present in
the multiscale result.
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b) The incorporation of physics-based objectives and constraints to encour-
age the formation of microstructure should be investigated, such as e.g.
buckling, load insensitivity, or osteogenesis and cell adhesion for scaffold
applications [49, 86, 88].

4. It is seen as highly important that the developed spectral coarse basis pre-
conditioner is extended to treat three-dimensional high-resolution single-scale
topology optimisation without design restrictions in a parallel framework. It is
expected that the preconditioner will truly excel in these settings, but it will
require several points to be investigated further:

a) For distributed parallel computations, zero overlap of the agglomerates
will require the least amount of node-to-node communications. Analysis
predicts that convergence behaviour deteriorates as the overlap goes to
zero [41], however, the author has experienced good behaviour for the
type of problems treated herein. Studies on the effect of agglomerate size
and overlap on convergence properties is needed for the general case.

b) When moving to the general case, the local basis functions should only be
updated for the agglomerates where the design is evolving. More advanced
and theoretically rigorous basis update schemes should be investigated,
e.g. based on analytical or adjoint error estimators.

c) Robust and efficient eigensolvers are required for the relatively large local
eigenproblems to build the spectral basis.
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5 Introduction

This chapter provides a brief introduction to the concept of conjugate heat transfer,
as well as an overview of the governing equations and relevant literature. For more
details on the governing equations, a detailed literature review and any specifics
regarding the topology optimisation formulation, the reader is kindly referred to
[P3 ,P4 ,P5 ,P6 ] and the references within.

5.1 Types of conjugate heat transfer

Conjugate heat transfer is the transfer of heat between a conductive solid object and
a surrounding fluid. The temperature distribution in both the solid and the fluid
are of interest, either directly as quantities of interest or simply because there is
a strong coupling between the two. The surrounding fluid can either be stagnant
or moving. The movement of the fluid can arise from either forced convection or
natural convection1.

(a) Forced convection (b) Natural convection (c) Diffusion

Figure 5.1: Illustration of a metallic block subjected to different heat transfer
mechanisms in the surrounding fluid: Subfigure (a) shows forced convection with
a cold flow entering at the left-hand side. Subfigures (b) and (c) show natural
convection and pure diffusion, respectively, due to cold upper and side walls. Red is
hot and blue is cold, but the temperature scales are not the same.

Figure 5.1 illustrates these three types of conjugate heat transfer. Figure 5.1a
shows forced convection, where the fluid motion is driven by e.g. a fan, pump or
pressure gradient. Figure 5.1b shows natural convection, where the fluid motion is
governed by differences in buoyancy arising from temperature gradients. This means
that the state problem is fully coupled, where the temperature field gives rise to fluid
motion, as well as the fluid motion affecting the temperature field through convection.
Finally, Figure 5.1c is the example of a stagnant fluid where the only mode of heat

1Also called free convection.
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transfer through the fluid is diffusion. It is obvious that the temperature field of
the fluid is highly dependent on whether diffusion, forced convection or natural
convection is dominant. The temperature distribution in the solid likewise depends
on the mode of heat transfer in the fluid.

5.2 Relevant topology optimisation literature

For decades, structural optimisation techniques, such as size and configuration
optimisation, have been, and continue to be, applied to the design of heat sinks,
see e.g. [53, 54, 71]2. These methods can be very efficient if a close-to-optimal
design is already known, or the topology of the structure is dictated by e.g. certain
manufacturing methods. While parameter studies and simple optimisation techniques
can provide insight and improvements to existing designs, they are all limited in
their design freedom as an initial design must be predefined. Topology optimisation
allows for a vastly expanded design space, allowing for the formation of unintuitive
and unanticipated designs that fully exploit the governing physics.

In order to take convective heat transfer into account in the design process of
density-based topology optimisation methods, a common extension is to introduce
some form of interpolation of the convection boundaries, see e.g. [4, 21, 35, 51, 104].
This simplified approach is taken in Paper P3, where an industrial framework is
presented and applied to optimise electric motor covers and heat sinks. While the
simplified approach has many advantages, e.g. significantly reducing computational
effort, the approach also has many pitfalls when applied to topology optimisation.
This will be further discussed in Sections 6.1 and 6.2.2.

Topology optimisation for fluid systems began with the treatment of Stokes flow
in the seminal article by Borrvall and Petersson [20] and has since been applied
to Navier-Stokes [42], as well as passive transport problems [10, 67], reactive flows
[76], transient flows [36, 61, 75], fluid-structure interaction [55, 106], amongst many
others. Conjugate heat transfer problems were first treated by Dede [34] and Yoon
[105] and is very much an active field of research today [50, 58, 68, 103]. However,
almost all work is focused on forced convection. The work presented herein deals
with a density-based topology optimisation approach for natural convection problems
[P4 ,P5 ,P6 ]. Paper P4 was the first article in the literature to present topology
optimisation for natural convection problems. Recently, Coffin and Maute presented
a level-set method for steady-state and transient natural convection problems using
the eXtended finite element method (X-FEM) [31]. Thus, Coffin’s recent Ph.D. thesis
[30] is indeed relevant for the reader of this thesis.

2The reference list of this section is by no means exhaustive, they are merely meant to provide
a brief overview.
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5.3 Governing equations

Throughout this section, index notation and the Einstein summation convention is
used.

5.3.1 Heat transfer
The convection-diffusion equation models the temperature field of a fluid:

ρcpui
∂T

∂xi
− ∂

∂xi

(
k
∂T

∂xi

)
= q (5.1)

where ρ is the density, cp is the specific heat capacity, k is the coefficient of thermal
conductivity, xi is the spatial coordinate, ui is the velocity field, T is the temperature
field, and q is the volumetric heat input. The first term is the convection of heat by
the movement of a fluid, the second term is the conduction/diffusion of heat, and
the right-hand side is the source term.

For a stagnant fluid or a solid, the velocity is zero and thus the convective
contribution is zero:

− ∂

∂xj

(
k
∂T

∂xj

)
= q (5.2)

In order to model conjugate heat transfer, it is necessary to couple the conduction
of a solid to the convection-diffusion of a fluid at the interface by requiring continuity of
the temperature, as well as the conductive/diffusive flux. If only the solid temperature
field is of interest and the fluid merely serves as a means to an end (cooling or heating),
it is possible to simplify the problem significantly by only modelling the solid and
introducing a simple convection boundary condition at the interface:

− k ∂T
∂xi

ni = h(T − T0) (5.3)

where ni is the surface normal, h is the convection coefficient3, and T0 is the reference
fluid temperature. This is Newton’s law of cooling and essentially boils down the entire
solid-fluid heat transfer interaction to two parameters, h and T0. The convection
coefficient can be set to be locally varying, but it is common engineering practice
to assume it to be constant by using an effective or average measure. The value
of the convection coefficient is usually found empirically for a specific problem or
from tables in textbooks for simple geometries, e.g. [52]. This allows for a good first
estimate and is widely used in engineering practice today.

The Biot number represents the ratio between the strengths of convection and
solid conduction and is herein4 defined as:

Bi = hLc

k
(5.4)

3Also known as the film coefficient.
4It can also be defined in terms of the convective and conductive resistances, as detailed in

Appendix B of Paper P5.
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where Lc is a characteristic length scale, e.g. a significant dimension of the specimen
or the solid volume divided by the surface area subject to convection. For high Biot
numbers, convection at the surface is the dominant mode of heat transfer; for low
Biot numbers, conduction in the solid is the dominant mode of heat transfer. As will
be seen from the optimisation studies in Chapter 6, low Biot numbers require long
slender conductive branches, whereas high Biot numbers require shorter, more stubby
features. This confirms what is already well known from heat transfer literature,
e.g. [52, Chapter 3], and the reason for it is due to the implicit balance between
conductive and convective resistances. This theory is further explored in Paper P5.

5.3.2 Fluid flow
There are several drawbacks to the simplified convection model introduced above,
especially with regards to topology optimisation. Please see Section 6.1 and Paper
P3, as well as the references within, for more details. Thus, it is necessary to model
the full conjugate heat transfer problem. The Navier-Stokes equations are used to
model the fluid flow and are here presented in a non-dimensional form5 specifically
derived for pure natural convection problems under appropriate assumptions6:

uj
∂ui

∂xj
− Pr ∂

∂xj

(
∂ui

∂xj
+ ∂uj

∂xi

)
+ ∂p

∂xi
= si (5.5a)

∂uj

∂xj
= 0 (5.5b)

where Pr is the Prandtl number, p is the pressure field, and si is a momentum
source. Equation 5.5a represents the conservation of momentum and equation
5.5b represents the conservation of mass. The first term of equation 5.5a is the
convection of momentum, the second is the diffusion of momentum coming from the
internal viscous stresses, the third is the pressure coupling coming from the pressure
contribution to the fluid stress, and the right-hand side is the source term.

The Prandtl number describes the relative spreading of viscous and thermal
effects and is defined as:

Pr = ν

Γ (5.6)

where ν is the kinematic viscosity, or momentum diffusivity, and Γ is the thermal
diffusivity.

The momentum source term above is herein given by two parts:

si = sbrinkman
i (u) + sboussinesq

i (T ) (5.7)

where sbrinkman
i is a Brinkman term used to facilitate topology optimisation and

sboussinesq
i is the temperature coupling arising from the Boussinessq approximation,
e.g. [99].

5Details on non-dimensionalisation can be found in any good fluid mechanics and heat transfer
textbook. Specifically for the treated natural convection problems, please see [6, 7].

6Steady incompressible flow, constant fluid properties, no viscous dissipation.
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The Brinkman term is given by:

sbrinkman
i = −αui (5.8)

where α is the Brinkman coefficient. This term is a momentum sink and is used to
facilitate topology optimisation by setting α to a very large number inside the solid
domain. For α <∞, it can be seen as resulting from the introduction of a porous
medium. For more details, please see Papers P4 and P5, as well as the references
within.

The Boussinesq term is given by:

sboussinesq
i = −GrPr2 eg

i T (5.9)

where Gr is the Grashof number and eg
i is the unit vector in the gravitational

direction. This term comes from the Boussinesq approximation where buoyancy
effects are included by introducing density variations due to temperature differences.

The Grashof number describes the ratio between the buoyancy and viscous forces
in the fluid and is herein defined as:

Gr = gβ∆T L3

ν2 (5.10)

where g is the acceleration due to gravity, β is the volumetric coefficient of thermal
expansion, ∆T is a reference temperature difference, and L is a reference length scale.
The Grashof number is used to describe to what extent the flow is dominated by
natural convection or diffusion. For low Gr the flow is dominated by viscous diffusion
and for high Gr the flow is dominated by natural convection. The problems treated
in this thesis are assumed to have large enough buoyancy present to exhibit natural
convective effects, but small enough Gr numbers to exhibit steady-state laminar fluid
motion.

The Nusselt number is a non-dimensional equivalent of the heat transfer coefficient,
h. The local Nusselt number, based on the reference length of the problem, is herein7

defined as:
NuL = hL

kf
= q

′′

n

T
(5.11)

where h is the local heat transfer coefficient and q′′

n is the local dimensionless normal
flux. From this, an effective Nusselt number for a given heat sink surface, Γhs, is
defined as:

NuL = 1
Ahs

∫
Γhs

q
′′

n

T
dS (5.12)

where Ahs is the surface area of Γhs.

7See Appendix C of Paper P5 for more details.





6 Applications

6.1 Simplified convection model - Paper P3

Paper P3 presents an industrial implementation of design-dependent convection
boundaries and its application to purely conductive heat transfer problems using the
simplified convection model discussed in Section 5.3.1. All examples are optimised
to minimise the thermal compliance, here equivalent to minimising the average
temperature at points of applied flux.

An example treated in the paper is to design a cooling cover for an electric motor.
Figure 6.1 shows the problem setup and optimised designs1 for two different Biot
numbers. It is clearly seen, that for the low Biot number, Bi = 0.9 × 10−3, thin
finger- and wall-like structures appear; whereas, for the high Biot number, Bi = 13.1,
all the material is concentrated as close to the flux as possible, with only minimal
stubby features to aid cooling. This is because it becomes inefficient to conduct the
heat away from the source, as it is more efficient to transfer the heat to the fluid
through convection.

The presented methodology can also be used to design heat sinks for electronics
components. Figure 6.2 shows the problem setup and an optimised design subject to
manufacturing constraints2. It can be seen that the design is similar to more recent
slanted straight fin designs. In order to verify the optimisation result, verification
analyses are performed using both pure conduction analysis with the simplified
convection model applied directly on the smoothed surface and a full conjugate heat
transfer model with an incoming cold flow in the extrusion direction. Figure 6.3
shows the temperature fields obtained using the two verification analyses (a,c) for the
optimised design and (b,d) a reference straight-fin type design with the same volume.
Figures 6.3a and 6.3b show the results obtained using the simplified convection
model. For the optimised design, the temperature distribution obtained is relatively
close to the optimisation values for the density model, which in part verifies the
interpolation model3. However, when applying a full conjugate heat transfer model,
the result of which is shown in Figure 6.3c, it can easily be seen that the details of
the temperature distribution is wildly different. Specifically, as the simplified model
has no knowledge of the directionality of the flow, the temperature distribution is
quarter-symmetric simply due to the symmetry of the design as well as the boundary
conditions. This is especially evident from the top view of the reference geometry in
Figure 6.3d. Of course, the temperature distribution is not symmetric for the full
conjugate heat transfer model, where the temperature is lowest where the flow first
hits the heat sink and then increases over the length of the heat sink. Despite these
differences, the simplified and full analyses yield maximum, minimum and average

1The figure shows a reconstructed isosurface delivered by the smoothing algorithm in the
commercial software Tosca.

2The reason for imposing these constraints will be discussed later.
3Please see [4, P3] for further details.

39



40 Chapter 6. Applications

(a) Setup

(b) Bi = 0.9 × 10−3 (c) Bi = 13.1

Figure 6.1: Problem setup and optimised designs for an electric motor cover.

(a) Problem setup (b) Optimised design

Figure 6.2: Problem setup and optimised design for a heat sink problem.
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(a) Optimised design - simple (b) Reference design - simple

(c) Optimised design - full (d) Reference design - full

Figure 6.3: Results of verification analyses using (a-b) the simple convection model
and (c-d) a full conjugate heat transfer model. Please note that the colour scales are
not the same in the above figures, only for (c) and (d).

temperatures within expected and acceptable levels of discrepancy. Furthermore, the
optimised design is far superior to the reference design, which can easily be seen from
the temperature levels in Figures 6.3c and 6.3d. This supports that the presented
methodology can be used to design heat sinks - at least as a first approximation.
However, it is necessary to always verify the performance of the obtained designs
using a full conjugate heat transfer model and modify the designs accordingly, if need
be. Please see Paper P3 for exact values and further details on the above analyses.

It is important to note, that several manufacturing constraints were used for the
discussed design and the reasons for imposing these are many-fold:

1. An extrusion constraint is used in part to ensure the heat sink is producible by
extrusion, a cheap and common method of manufacture for heat sinks. But also
in part to introduce knowledge of the flow direction into the design process.

2. Symmetry is imposed for aesthetics.

3. A casting constraint is imposed to ensure an open structure with no internal
holes.

The problem of formation of internal holes is inherent to the simplified convection
model when combined with topology optimisation. The simplified model and the
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(a) Isometric (b) From above

Figure 6.4: Optimised design for the heat sink problem using a casting constraint in
the vertical direction.

usual interpolation thereof, with no further modifications, introduces a convection
boundary at all solid-fluid boundaries. As the simplified model has no information
regarding fluid flow direction or any other specifics of the actual flow situation,
the model is indifferent to whether the boundary is on a closed internal hole or an
outer boundary. As it is not possible to use more than the information given by
the analysis model, all flaws are taken advantage of if no further steps are taken
to remove the possibility of doing so. In Paper P3, manufacturing constraints are
used as an approach to restrict the formation of these internal holes. Other ways
could be to use a simplified diffusive model for the fluid temperature, as suggested by
Coffin and Maute [30], or some form of boundary identification approach. Taking the
approach used in Paper P3 puts significant responsibility in the hands of the user
to specify manufacturing constraints that suppress the formation of internal holes
and to impart some form of knowledge of flow directionality into the final design.
Furthermore, the imposition of manufacturing constraints significantly restricts the
design freedom.

Figure 6.4 shows a design for the heat sink problem, where a casting constraint has
been imposed in the vertical direction (away from the heat source). This constraint
certainly makes sense from a manufacturing point of view and it also prevents the
formation of fully-closed internal holes. One could further reason the constraint by
saying the fluid flow is coming from above. However, as can be clearly seen, the
design still contains partially-closed internal holes. The structure may be open from
above, but the internal voids would be filled with stagnant air and no incoming cold
air would enter, as it is not possible for it to exit again. The simplified model is
therefore likely to have hugely overestimated the heat transfer away from the heat
sink. This is a perfect example of a problem, where using a conjugate heat transfer
model with full information of the incoming flow field, would yield a significantly
different design. The model would then be able to detect the inefficiency of having
fully- or partially-closed holes. Even with the same casting constraint imposed, the
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design would be different. This is further discussed in the following sections detailing
studies using full modelling.

The simplified convection model certainly has its merits as standard engineering
practice when it comes to modelling. It is fully accurate, if the correct spatially-varying
convection coefficients are known, and it allows for very fast computations, treating
only a scalar problem. As shown from the above and Paper P3, the simplified model
can certainly be useful in an industrial context and to provide a first approximation
in designing heat sinks, as long as a full verification analysis is performed and the
design modified accordingly, if need be. However, when combined with topology
optimisation, the simplifications can become a burden as the weaknesses are exploited.
Thus, in order to use the full power of topology optimisation in generating unintuitive
designs and for giving insight into the dependence of optimal design on specific
physical conditions, a full conjugate heat transfer model must be used.

6.2 Full natural convection model - Papers P4 and P5

Papers P4 and P5 present a density-based approach to topology optimisation of
conjugate heat transfer problems with natural convection. Paper P4 presents the
basic formulation and the initial findings based on two-dimensional analysis and
design of heat sinks cooled by natural convection and micropumps powered by natural
convection. Paper P5 presents the extension of the former to three-dimensional
analysis and design of heat sinks cooled by natural convection. In the following
sections, the main results and findings from the work will be summarised.

6.2.1 Two-dimensional design

A natural starting point for investigating topology optimisation of new physics is
restricting the problem to two dimensions. This reduces the computational cost
significantly and allows for an initial exploration of the problem at hand. The
two-dimensional restriction can also be applicable for some real life problems, that
remain plane and where end-effects in the out-of-plane direction are insignificant.

Figure 6.5 shows optimised designs for various Grashof numbers, along with
streamlines illustrating the recirculatory convection rolls that form due to the natural
convection effect. The upper and side walls of the cavity are kept at a constant
cold temperature and a surface flux enters a small solid block at the bottom. The
designs have been optimised to minimise the thermal compliance, here equivalent to
minimising the average temperature at points of applied flux. Please see Paper P4
for further details on the problem setup. The observed trend is that for increasing
convection-dominance, the design goes from a “thermal tree”, with many branches
conducting the heat away from the source towards the cold walls, to a smooth
structure, that conforms to the flow patterns. The results have been verified using
COMSOL and cross-checks show that the designs behave as expected [P4 ]. It can
be seen from the temperature field in Figure 6.5a, that diffusion dominates the heat
transfer for a Grashof number of 640. This is clearly reflected in the optimised design,
where solid branches can be seen to reach out in all directions towards the cold
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(a) Gr = 640

(b) Gr = 3200

(c) Gr = 6400

Figure 6.5: Optimised designs along with streamlines and corresponding temperature
fields for a two-dimensional heat sink problem subjected to natural convection flow at
various Gr. Please note that the colour scales are the same for all equivalent figures
and temperatures are non-dimensional.

boundaries. For diffusion-dominant cases, the goal of the design becomes to conduct
the heat as close to the cold walls as possible, in order to minimise the diffusive
resistance through the fluid from solid to wall. The design obtained is visually very
similar to those obtained for the pure conductive heat transfer case, e.g. [16, 97].
As convection begins to matter at a Grashof number of 3200, it can be seen from
Figure 6.5b that the presence of conductive branches becomes less dominant. The
left and right sides of the design are now open with no branches, allowing for the
natural convective currents to run along the elongated vertical surface provided by
the main branches. On the other hand, it can be seen that conductive branches
are still beneficial on top. At a Grashof number of 6400, convection is now the
dominant mode of heat transfer in the fluid. It can be seen that the optimised design
is completely devoid of smaller conductive branches. The two main branches have
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now instead formed into smooth pointed protrusions and the design has formed to
accommodate the formation and shape of convection rolls. Conductive branches
are now seen to be beneficial neither at the sides nor on top. The design is seen to
provide close-to-vertical surfaces at the sides as well as the top. The reason for the
angle is likely to provide flow acceleration to both the side and top convection rolls,
as well as the elongated geometry of the cavity.

There are several interesting points to be made explaining why the above trend
is observed in the optimised designs. As convection becomes dominant, conductive
arms become less beneficial as they block the flow and thus lead to increased friction
and decreased velocities. This yields less effective overall heat transfer and therefore
branches are not present in the obtained designs. For natural convection, it is well
known that walls aligned with the gravitational direction are beneficial, e.g. [52,
Chapter 9]. This is because they then maximise the acceleration of the flow along the
wall and also increases the surface area in contact with effective convection. Looking
at the trend, it is postulated that there exists a critical (local) Grashof number
that leads to the “removal” of conductive fingers. At a global Grashof number of
3200, Figure 6.5b, the local Grashof number4 for the rolls at the side is much higher
than for the top gap. Then as the global Grashof number increases to 6400, Figure
6.5c, the local numbers also increase and for the top gap it is no longer beneficial to
have conductive fingers either. The exact configuration of the design depends both
on the global conditions, such as heat flux, temperature scale, spatial dimensions,
and gravitational strength, as well as local conditions that can be changed by the
design, such as local heat transfer and velocities. This is further investigated in three
dimensions in Section 6.2.2.

Micropumps

In Paper P4, the presented methodology is also applied to the design of bouyancy-
driven micropumps, which can be used in e.g. PCR reactors [62]. This problem
was treated with succes, but certainly not without difficulties. It is observed, that
when working with an objective functional based on the fluid velocity field, such as
maximising the volumetric flow, a new problem arises with regards to the fictitious
porous medium that the Brinkman approach to topology optimisation introduces.
As studied in e.g. [63, 95], the presence of a porous medium can yield higher flow
velocities in cavities subjected to natural convection, than for cavities filled only with
fluid. Thus, if not interpolated correctly, intermediate design fields can be favoured.
See Paper P4 for more on this discussion. This problem should be investigated
further in future research, as this carries great potential for the design of micropumps
for lab-on-a-chip without on-board or external mechanical pumping.
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(a) Gr = 103 (b) Gr = 104

(c) Gr = 105 (d) Gr = 106

Figure 6.6: Optimised three-dimensional designs with superimposed slices of the
temperature fields for the heat sink subjected to natural convection flow at various
Gr. Please note that the colour scales are different for all figures and temperatures
are non-dimensional.
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6.2.2 Three-dimensional design

Figure 6.6 shows the optimised designs for a varying Grashof number with super-
imposed slices of the corresponding temperature fields. As for the two-dimensional
problem, the side and upper walls, of the now cubic domain, are kept at a constant
cold temperature. However, a volumetric source is now present in a solid block at the
bottom. The designs have been optimised to minimise the thermal compliance, here
equivalent to minimising the average temperature of the heat source. Please see Paper
P5 for further details on the problem setup. The general trend observed is, that as
convection becomes more dominant, the branches begin to “fold up” and contract
towards the source resulting in a smaller spatial extent of the overall heat sink. This
intuitively makes sense as the problem goes from one of conduction/diffusion at
Gr = 103 to convection at Gr = 106. When diffusion dominates, the goal for the
branches essentially becomes to conduct the heat directly towards the cold walls. As
convection begins to matter, the fluid movement aids the transfer of heat away from
the heat sink and the branches do not need to be as long. This confirms previous
knowledge from heat transfer literature, e.g. [52], that as the ratio between conductive
and convective resistances increases, the optimal heat sink should have a greater
number of shorter fins/branches. If this effect was the only driver for the optimisation,
a simple scaled version of the Gr = 103 design (Figure 6.6a) with shorter and thicker,
but mainly circular cross-sectional fins, would have been obtained for higher Grashof
numbers. However, not only does the topology optimisation process confirm these
well-known effects, it also spontaneously produces designs that form higher vertical
interfaces in order to increase surface area parallel to the flow direction and thus
increase fluid velocity and enhance overall heat transfer, without any predefined
knowledge or restriction on the design. Thus, for Gr = 106 (Figure 6.6d) one clearly
observes more vertically oriented walls than circular fin geometries, indicating that
the effect of accelerating the fluid at vertical walls plays a major role for higher
Grashof numbers.

Contrary to the two-dimensional results, it can be seen that all designs are “ther-
mal trees” with branches and fingers reaching away from the source. Furthermore,
it is seen that the complexity5 of the designs increases as convection-dominance
increases. This is the reverse of what was observed for two-dimensional problems
[P4 ]. Both observations can be explained by the fact that going into three dimen-
sions allows the fluid to move around and through the design. Physically, in two
dimensions additional branches block the flow and thus affect the heat transfer; in
three dimensions, the flow is able to move around branches. Thus, the placement
and cross-section of them can be optimised.

The obtained topology optimisation results are verified with the commercial finite
element code COMSOL and show consistent results. Field distributions from the
regular hexahedral mesh used in the topology optimisation are in good agreement

4Using the local height and temperature differences. For the top part, the distance and
temperature difference from design to top; and for the side part, the distance from the bottom to
top and the temperature difference from the design to sides.

5Complexity as measured by the number of primary and secondary branches, see Paper [P5 ]
for further details.
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(a) Temperature - Gr = 103 design (b) Temperature - Gr = 106 design

(c) Local NuL - Gr = 103 design (d) Local NuL - Gr = 106 design

Figure 6.7: Surface temperature and local NuL at Gr = 106 for the designs optimised
for Gr = 103 and Gr = 106. The scale is the same for equivalent figures and both
quantities are non-dimensional.

with results obtained with a smoothed geometry and body-fitted mesh in COMSOL.
Furthermore, optimisation results are consistent, i.e. topologies optimised for a
certain Grashof number are also the best for that Grashof number when modelled in
COMSOL. Please see Paper P5 for the full comparison and an investigation into the
boundary layer accuracy.

Surface fluxes and heat transfer coefficients

Figure 6.7 shows the surface temperature and local Nusselt number for the designs
obtained for Gr = 103 and Gr = 106, both evaluated at Gr = 106 using COMSOL.
It can be seen that the design optimised for Gr = 106 has a lower temperature of the
heat source as expected. On the other hand, the design obtained for Gr = 103 is seen
to have very cold tips, indicating that its elongated fins are inefficient for the higher
Grashof number. It is interesting to see that the local convection coefficients, as
described by the Nusselt number in Figures 6.7c and 6.7d , is generally varying over
the surface of the designs. This is especially pronounced for the design obtained for
Gr = 106 (Figure 6.7d) where it is highly non-uniform. This is in direct contradiction
to the assumption made using the simplified convection model used in Paper P3
(Section 6.1). The fact that the better design has a significantly non-uniform local
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(a) Gr = 103 design (b) Gr = 106 design

Figure 6.8: Temperature distributions at Gr = 106 using the simplified model with
constant NuL. The scale is non-dimensional and the same as in Figure 6.7.

(a) Full model - Gr = 103 design (b) Full model - Gr = 106 design

(c) Simplified model - Gr = 103 design (d) Simplified model - Gr = 106 design

Figure 6.9: Normal fluxes at Gr = 106 using (a-b) full model and (c-d) simplified
model with constant NuL. The scale is non-dimensional and the same for all figures.

convection coefficient indicates that having this is beneficial.
From the local Nusselt number distribution, an averaged value is found and applied

in a pure solid heat transfer analysis using simplified convection boundary conditions.
Figure 6.8 shows the temperature distributions obtained using the simplified model.
By comparison with Figures 6.7a and 6.7b, it can be seen that the temperature
predictions are relatively good with minor qualitative differences in the temperature
distribution. Quantitatively, the temperature predictions are lower and a difference of
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Gr = 103 Gr = 106

Processes time [s] scaling time [s] scaling
160 53.2 1.00 62.6 1.00
320 28.9 0.54 31.9 0.51
640 14.1 0.26 16.5 0.26

Table 6.1: Average time taken per state solve over 250 design iterations for Gr = 103

and Gr = 106 at a mesh resolution of 80× 160× 80.

Mesh size Gr = 103 Gr = 106

80× 160× 80 7.5 5.6
160× 320× 160 10.1 7.7
320× 640× 320 18.4 15.6

Table 6.2: Average linear iterations per linear solve over entire design process for
Gr = 103 and Gr = 106 at varying mesh resolutions.

6% and 3% is observed for the maximum temperature of the Gr = 103 and Gr = 106

designs, respectively. However, the normal fluxes at the solid-fluid interface tells an
entirely different story. Figure 6.9 shows the surface normal flux for both the full
and simplified models. It can easily be seen that the fluxes are entirely different for
the two models. The simplified model with a constant convection coefficient, Figures
6.9c and 6.9d, predicts fluxes directly proportional to the local temperature and,
therefore, the highest fluxes are seen where the temperature is highest: near the
source. From the fluxes calculated using the full model, Figures 6.9c and 6.9d, this
can be seen to be entirely incorrect. This is a serious problem when performing shape
or topology optimisation. Shape derivatives are seen to be directly proportional to
the surface fluxes [51] and the same conclusion is logical for the case of topology
optimisation. If the surface fluxes are wrong, then the optimisation result will be
physically wrong as well. This is a subject for further investigation using analytical
derivations applied to simplified problems.

Computational performance and high resolution

The presented results have been obtained using a developed framework suitable for
large scale parallel computations allowing for treating problems with more than 300
million degrees of freedom and almost 30 million design variables on regular grids.
The framework is based on the topology optimisation framework presented in [2],
which uses PETSc [15] due to its parallel scalability, the availability of both linear
and non-linear solvers, preconditioners and structured mesh handling possibilities.

The non-linear system of equations is solved using a damped Newton method
and the arising linear systems are solved using a flexible GMRES (F-GMRES)
method [83] combined with a geometry-based Galerkin-projection multigrid (GMG)
preconditioner. Further information is given in Paper P5.

Tables 6.1 and 6.2 detail the strong scalability and the numerical scalability
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(a) Gr = 103 (b) Gr = 106

Figure 6.10: Optimised designs for Gr = 103 and Gr = 106 at a mesh resolution of
320× 640× 320. The outline of the outer cavity walls are shown in black.

of the framework, respectively. Table 6.1 shows that the proposed solver scales
almost linearly in terms of speed up, and more importantly that the performance
is only slightly affected by the Grashof number. Table 6.2 clearly shows that the
computational complexity increases with problem size, and thus that the solver is
not numerically scalable. However, since the growth in numerical effort is moderate,
it is concluded that the proposed solver is indeed applicable for solving large scale
natural convection problems.

Figure 6.10 shows the final optimised designs for Gr = 103 and Gr = 106

with a computational mesh of 320 × 640 × 320 elements, yielding a total of 65.5
million elements and 330.2 million degrees of freedom for the quarter domain. The
optimisation is run for 1000 design iterations and the computational time was 107
and 108 hours for Gr = 103 and Gr = 106 using 2560 cores6, respectively. This yields
an average of 6.4 and 6.5 minutes per design iteration, respectively. The complexities
of both designs can be seen to be significantly higher than the previous, Figures
6.6a and 6.6d, due to the smaller design length scale allowed by the finer mesh. The
obtained topologies confirm the results from the coarser mesh studies: For the low
Grashof number, the topology consists of simple circular fins (with occasional fingers),
whereas the topology obtained for the higher Grashof number constitutes a more
complex geometry reflecting the compromise between compactness, surface area and
vertical walls for improved flow acceleration.

6Performed on a cluster where each node is equipped with two Intel Xeon e5-2680v2 10-core
2.8GHz processors.
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6.3 Passive coolers for light-emitting diode lamps - Paper
P6

This section outlines work performed on applying topology optimisation to the design
of passive coolers for light-emitting diode (LED) lamps. Initial results are presented in
Paper P6, however, the presented is work in progress. The current state is described
and new results are presented, the full details of which will be presented in a journal
paper in the nearby future.

6.3.1 Motivation and project details

The examples considered in Paper P5 are primarily academic in nature in order to
verify the framework and to provide insight into the fundamentals of optimal heat
sink design in natural convection. The developed framework is now applied to a real
life problem, namely the design of passive coolers for LED lamps. More specifically,
the aim is to design efficient and visually-pleasing passive coolers for LED lamps.
LED lamps are a highly energy-efficient light source, however, it remains a problem
to adequately cool them. This is a problem since around 70% of the energy supplied
to an LED is converted to heat, which severely affects their lifespan unless effectively
cooled. From an industrial design perspective, LEDs offer a large degree of design
freedom since LED units are generally quite small and the passive cooling elements
have the opportunity to make up the majority of the full lamp design as illustrated
by Figure 6.11.

Figure 6.11: Design concept of a high-power LED spot with a 3D printed aluminium
heat sink for passive cooling. Pictures are courtesy of AT Lighting Aps.

The work is part of the HyperCool project in collaboration with the industrial
design company AT Lighting. One of many project goals is to gain insight from
topology optimised solutions in order to improve future cooler designs for LED
spots. AT Lighting have previously based their designs on intuition, as well as lattice
structures to provide for easy manufacture by additive manufacturing techniques.
Another goal is to compare the performance of topology optimised designs with
existing designs provided by AT Lighting. Figure 6.12 shows three existing designs,
which are used for the comparison with optimised designs.
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Figure 6.12: Experimental heat sink designs from AT Lighting ApS.

In order to compare topology optimised designs to the existing designs, an
experiment has been set up and is in the process of being carried out. The aim of
the experiment is to compare designs, as well as validate the optimisation framework.
The designs will be tested by measuring temperatures at specific locations, as well
as the fluid flow velocity immediately above them. A controllable resistance heat
source (power of 1-5W) mounted on an aluminium disc, insulated by foam, will serve
as a mock “LED package”. The foam insulation part has been added to ensure that
most of the heat travels through the heat sink. Initial results for the development
of the experimental setup has been carried out by undergraduate students and has
been presented in two Bachelor theses [14, 74].

6.3.2 Initial design results and complications

The large scale parallel framework presented in Paper P5 is applied to the problem
at hand. Paper P6 presents the initial optimisation result, which can also be seen
in Figure 6.13. The optimisation result is a typical tree-like design with branches
extending out from the centre of the LED package. It can clearly be seen that the
offset of the members enables the flow to zig-zag through the cooler in the vertical
direction. This will be further discussed in the following.

However, the initial work was limited to very coarse designs and exposed several
difficulties. Computationally, the problem is significantly more difficult than the
closed cavity treated in Paper P5. There are two main factors that contribute to
this and they are outlined in the following along with the solutions:

1. External flow problem: The open boundaries need to be sufficiently far away
from the design to provide an accurate model.

a) Structured mesh: Drives up the computational cost due to the rather
large domain needed around the design. In order to minimise the cost,
parametric investigations have been performed to determine a suitable
size based on the boundaries’ effect on the obtained flow and temperature,
as well as optimised design.
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Figure 6.13: Coarse design for the LED problem shown with a slice of the temperature
field and streamtubes. The temperature field is in degrees Celsius.

2. Highly convection-dominant: In most of the domain, the heat transfer is almost
purely convective. Only convection transfers information from the boundaries
and it is only near the design where diffusion begins to play a role.

a) Linear solver: The multigrid preconditioner is non-optimal for the in-
creasingly unsymmetric and indefinite system and is thus pushed hard.
However, performance is improved by increasing the number of smoothing
and coarse solver iterations.

b) Non-linear solver: The problem is highly non-linear. The solution for the
initial iterations is obtained by a very slow ramping of the heat source
magnitude (in the range of 40-50 non-linear iterations).

6.3.3 Final high-resolution designs
The problem is investigated for both vertical and horizontal orientations, that is the
lamp is pointing downwards and sideways, respectively. Symmetry is imposed on
the design to varying degrees for computational, aesthetic and practical purposes.
It is desirable to gain as much insight into optimal design for passive coolers as
possible and thus no manufacturing constraints, except for a minimum feature size, is
imposed. For the vertical and horizontal cases, the computational domain is limited
to a half and a quarter of the domain, respectively. Furthermore, eighth-symmetry7

is imposed on the design field. The minimum feature size8 is around 2 millimeters.
This is very close to that of the existing designs, seen in Figure 6.12, provided by
project partners AT Lighting.

7Imposed through 4 symmetry planes with 45 degrees between them.
8Filter diameter, i.e. twice the filter radius.
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(a) Horizontal orientation

(b) Vertical orientation

Figure 6.14: Optimised eighth-symmetric designs (isosurface) for the LED problem
with the lamp oriented (a) horizontally and (b) vertically. Shown with streamlines
and transparent cuts of the fluid temperature field. The temperature field is in
degrees Celsius.
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Figure 6.14 shows the final optimised designs9 for both orientations together
with streamlines and cuts of the fluid temperature fields. It can be seen that the
designs are significantly different for the two cases, however, many features are also
shared. As for the academic study using fictitious materials in Paper P5, vertical
walls and members with an elongated cross-section, rather than circular, are seen to
play an important part of the design. It is interesting to note, that for the vertical
orientation, it can be seen that the branches connect along the upper rim with thin
plate-like structures. This has not currently been investigated in detail, but it is
postulated that this is in order to create a chimney effect to drive the air into and
through the heat sink.

For the horizontal orientation, the imposed design symmetry significantly restricts
the design freedom. It ensures that the design can be placed at multiple angles
(around the lamp axis) with the same performance. However, as will be discussed in
the following, requiring that the top and bottom halves be symmetric, significantly
hinders the optimality of the obtained design. This results in a maximum source
temperature of 29.79, in contrast to 29.33 for the half-symmetric design, for a total
power of 1W and a surrounding temperature of 23.5oC. This may not seem as much,
however, the difference will likely increase as the power is increased further and
thus the cost of imposing symmetry increases as well. Figure 6.15 shows the final
optimised design for the horizontal orientation with only half-symmetry imposed10. It
can be seen that vertical walls and elongated members are more pronounced for this
case as compared to when eighth-symmetry is required, Figure 6.14a. This is further
illustrated in Figure 6.16, where the cross-sections are highlighted in black. It can be
seen that wide elongated members are present at the sides for the half-symmetric
case. Furthermore, a second set is located below and displaced towards the centre.

In order to compare the two designs in more detail and discuss dominant features,
Figure 6.17 shows a cross-sectional cut of the optimised designs. The design is shown
in black along with streamlines in gray and the temperature field. It is easy to see
that the flow and, thus, also the heat transfer differ substantially between the two
designs. Requiring the top and bottom halves to be symmetric, forces any members
in the top to be aligned above the corresponding members in the bottom. It is
beneficial for the design to have staggered members, as seen in Figure 6.17b, because
this allows for cooler air to pass through and contact members in the top half. This
is evident when looking at the large members at the outer edges, where it is seen
that the air that runs over the lower members bypasses the uppers. Furthermore,
cool air is allowed to pass through the centre at the bottom to hit the large central
member at the top. When additional symmetry is imposed, the air passing the lower
members is in a large extent recycled on the above members as can be seen in Figure
6.17a.

It is well known that vertical walls11 are beneficial for natural convective cooling
[52, Chapter 9]. This is to a large degree present in the half-symmetric design,
but not so much in the eighth-symmetric design. As the additional symmetry is

9Please note that an isosurface of the design field is shown.
10Imposed through the reduction of the computational domain to half with symmetry boundary

conditions.
11Or rather walls aligned with the gravitational direction.
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Figure 6.15: Optimised half-symmetric design (isosurface) for the LED problem with
the lamp oriented horizontally. Shown with streamlines and transparent cuts of the
fluid temperature field. The temperature field is in degrees Celsius.

(a) Eighth-symmetry (b) Half-symmetry

Figure 6.16: Optimised designs (isosurface) with cross-sections highlighted in black.
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(a) Eighth-symmetry (b) Half-symmetry

Figure 6.17: Cross-sectional cut of the optimised designs. The design is shown in
black along with streamlines in gray and the temperature field. The streamlines have
been projected onto the cross-sectional cut. The temperature scale is as shown in
Figures 6.14a and 6.15.

imposed, a vertical wall in one subdomain is not vertical in another. It appears that
an orientation of approximately 45 degrees helps to create an advantageous flow to
minimise the effect of the members being forced to be aligned above one another.

Another interesting design feature observed from Figure 6.17 is the fact that the
cross-section of members very much resemble aerofoils. Particularly it is seen in
Figure 6.17b that the trailing edges are more narrow than the leading edges, which
is commonly seen in aerofoil design. This will be examined further in a forthcoming
journal paper, but at the current time it is merely postulated that this is due to
the curious beauty of natural convection: the implicit constraint placed on viscous
losses/drag through the two-way coupling of the temperature and velocity fields. In
order to minimise the source temperature, the design must exhibit traits that both
enhance heat transfer and provide maximisation of flow velocities.
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6.3.4 Additive manufacture and initial experimental results
Figure 6.18 shows the final manufactured eighth-symmetric design for the horizontal
orientation. The heat sink has been manufactured in aluminium using additive
manufacturing and is currently being tested by Boyan Lazarov. The initial results
are promising and, for a power input of 1− 5W, show that the topology optimised
design provides a 20 − 25% lower temperature of the LED package using around
16% less material, as compared to the reference designs provided by AT Lighting.
The experimental investigation and final results will be published in a forthcoming
journal paper.

(a) Aluminium heat sink (b) Experimental setup

Figure 6.18: Photographs of the final eighth-symmetric design to be used for experi-
ments. The design has been manufactured by the company Renishaw in aluminium
using additive manufacturing. The photographs are courtesy of Boyan Lazarov.
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7.1 Discussion

In the presented, it has been argued that using a simplified convection model combined
with topology optimisation can be dangerous. However, the approach can be sufficient
in industrial settings and at least serve as an initial stage to provide a design proposal
that is further modified and improved based on verification analyses. It is also capable
of handling complex flow problems, where solving the full conjugate heat transfer
problem is infeasible given limits on computational resources, and providing a design
proposal - which may be better than nothing. It is important to stress the validity
of the simplified convection model, with a constant or spatially-varying convection
coefficient, as an analysis tool. The model is computationally very cheap by treating
a scalar problem inside the solid domain only and even with an averaged heat transfer
coefficient, it provides results in the vicinity of the those provided by a full conjugate
heat transfer model, as shown in Paper P3 and Section 6.2.2. However, trouble
arises when coupling the simplified model with optimisation. The problem with
simplified convection models, is that although they introduce a design-dependence of
the convection load through the size of the surface area, they neglect the fact that
changing the design inherently also changes the flow around it and thus also the heat
transfer to the surrounding fluid. The ability to take advantage of this fact is lost.
Furthermore, when the surface fluxes are incorrectly predicted, as shown in Section
6.2.2, it is easy to imagine that gradient-based shape and topology optimisation will
descend in physically-nonsensical directions.

Attempts have been made to include further information in the simplified models,
such as member size dependency [51], spatially-varying convection coefficient [35]
and a diffusion-model for the fluid temperature [32], but none of these are able to
capture the full interaction between design and flow. Defining a spatially-varying
convection coefficient can help to reduce the inaccuracy of surface fluxes, however, it
is far from trivial to define a spatially-varying magnitude for a general flow situation.
A suitable representation in the form of a spatially-varying function must be defined,
but how exactly should this be formulated for the topology optimisation case, where
the surface potentially can be placed anywhere in the entire design domain? Should
it be dependent on the distance from the heat source and/or walls? And how is it
ensured that the optimisation does not take advantage of this simplified description?
This may be plausible for small-displacement shape optimisation or some particular
flow situations, e.g. jet-impingement cooling [35], where the flow is not significantly
changed by changing the design, but in the general case for topology optimisation it
remains infeasible.

Most work in the topology optimisation literature so far has treated the problem
of forced convection. That is, where the fluid flow is actively driven by an outside
energy source, e.g. a fan or a pump. This problem is only weakly coupled in the
sense that the velocity field dictates the temperature field through convection of heat,

61
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but the temperature field does not affect the flow. Natural convection is strongly
coupled, since the temperature field drives the fluid flow through density-gradients
in the fluid. This leads to a more complicated problem to solve, but also one with
many interesting features to exploit.

The strongly-coupled natural convection problems treated herein clearly show the
need for inclusion of the full conjugate heat transfer problem in optimisation. The
strongly-coupled nature of the interaction between the temperature and flow fields
acts both ways. Therefore, the designs can be optimised with respect to enhancing
the heat transfer by adapting to the flow field, as well as optimised to adapt the
flow field to enhance the heat transfer. For forced convection problems, where the
coupling only goes from the flow field to the temperature field, this interaction is
likely not as strong as the flow field can primarily be influenced locally. Therefore, for
forced convection, the weaker coupling may reduce the sensitivity of the flow solution
to design changes, as compared to natural convection. Thus, the simplified model
may be more applicable for forced convection. However, this needs to be further
investigated in detail, as it is easy to imagine that the surface fluxes are likely to be
quite inaccurate for that case as well.

Due to the nature of natural convection, it is free of any additional energy source1

forcing the flow, since the inherent temperature differences caused by the heated
object causes the fluid to move in itself. Thus, the cooling of the object is free, in
the sense that the energy already supplied to the system is reused to provide the
cooling. This interesting phenomena also leads to an inherent and implicit constraint
on the viscous losses/drag introduced by the design. In order to minimise the source
temperature, the design must exhibit traits that both enhance heat transfer, but also
provide maximisation of flow velocities.

7.2 Outlook and recommendations

Based on Papers P3, P4, P5 and P6, the presented applications and the above
discussions, the following recommendations to future work in the field of fluid and
conjugate heat transfer topology optimisation can be made:

1. Although not fully developed and mature, topology optimisation of fluid and
conjugate heat transfer problems is by now ready for application to real life
problems:

a) In order to convince industry, that topology optimisation of fluid and
conjugate heat transfer problems is viable and not merely capable of
producing pretty pictures for scientific journals, it is necessary to apply
the methodology to realistic problems. Thus, instead of only treating
the usual academic test cases, new research papers should attempt to
tackle real life problems using realistic material properties. Although the
community in general currently is restricted to low to medium Reynolds

1Of course, energy must be supplied to the system. This happens through the heating of an
object, which is either wanted or a by-product of some process.
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number2 flows, it is possible to find real problems within these ranges or
at least simplify a problem to accommodate the necessary restrictions.

b) To aid in this aspect, further method development in topology optimisa-
tion methods, as well as computational fluid dynamics, must be focused on
extending current methods or spawning new methods to handle a broader
range of problems. Hereunder, a much needed and currently active area
of research is the treatment of transient [31, 36, 61, 75] and turbulent
[37, 59] flow problems, extending the range of applicable flow regimes.
The computational cost increases massively when moving from steady to
transient flows and boundary layers for turbulent flow problems demands
higher mesh resolutions. Furthermore, it is unsure whether current topol-
ogy optimisation methods are directly applicable for more advance flow
problems. Thus, the further development is by no means a trivial task.

2. When applying the density approach3, a diffuse interface will exist between
the solid and fluid phases. However, is this really a problem?

a) Projection filters, e.g. [48, 97], have in recent years gained popularity in
order to remove intermediate values from the design field and result in
fully solid-void/solid-fluid/0-1 designs. However, when treating problems
involving surface interactions, or loads, on regular grids, this may not
necessarily be a good thing. The goal is to represent a smooth and well-
defined geometry using a regular grid of e.g. finite elements. Thus, in order
to ensure mathematically consistent convergence with mesh refinement, it
is necessary to have a continuous design field with intermediate values at
elements along the interface. Otherwise, one is not necessarily representing
the same geometry on the various mesh levels.

b) When considering fluid flow around a solid object, the resulting staircase
interface from a projected (discontinuous) design field can yield small ed-
dies and/or oscillations along the boundary. This is especially pronounced
on coarse meshes and less of a problem on fine meshes, and also less of
an issue for low Reynolds number flows. It has been observed by the
author, that having a continuous design field mitigates these issues. One
way to reduce the effect of having intermediate design values, as taken
in the presented, is to use a rather sharp interpolation function for the
material properties. This ensures that the “effective” geometry seen by
the physics is much closer to discrete, as discussed in details in Paper P5.
However, to remove the need for formulating interpolation functions that
yield coincident effective boundaries in the multiple physics, projection
filters can indeed prove helpful by narrowing the intermediate region at

2The Reynolds number is defined as Re = UL
ν

where U is a characteristic velocity, L a
characteristic length scale and ν is the kinematic viscosity. This has not been introduced earlier, as
it is not directly relevant for the natural convection problems treated. A high Reynolds number
flow generally represents either high velocities or low viscosities.

3Or any other approach (levelset, phase-field, etc.) using an Ersatz material and the Brinkman
penalty method.
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the interface. Controlling the width of the transition region to ensure
stability and consistency should be investigated in future work.

c) A good question to ask, is whether or not the model needs to be fully
accurate to produce consistently optimised results? The verification study
of Paper P5 suggests that this is not necessarily the case. It may well be
that this only applies to the problems treated so far, where the boundary
layer is relatively thick, or when surface quantities are not of direct interest.
But it is certainly a question worth investigating further as the frontier is
moved to higher Reynolds number flows, especially if it is possible to save
significantly on the computational cost.

d) Topology optimisation based on the level set method together with X-FEM
[60] attempts to provide an answer to the above problems regarding crisp
definition of the boundary. However, the computational cost and problems
related to fully resolving boundary layers and other local phenomena
remain the same. Also, as these methods may need weak enforcement of
boundary conditions [55, 60, 67] for stability and robustness, the similarity
with density methods increases. Topology optimisation based on explicit
boundary tracking techniques [24, 109] may alleviate these problems and
allow for strong enforcement of boundary conditions.

3. To increase the accuracy of the overlaid transport problem (species, temperature,
etc.), the potential benefits of interpolating the convection term should be
further explored. This has been proposed by Matsumori et al. [70] and further
used by Qian and Dede [79] to ensure that no convection takes place inside
the solid. As the Brinkman approach always will result in non-zero velocities
inside the solid, this may reduce the error transferred from the flow field to the
transport equation. This should be investigated in detail along with suitable
interpolation strategies.

4. It is also necessary to take a step back to strengthen the foundation of the
field. The theoretical foundation needs to be expanded with simple analytical
studies, like e.g. [69], as well as numerical studies in simplified settings. There
is a massive amount of insight to gain from shape and topology sensitivities
for simplified studies with constant or spatially-varying convection coefficients.
Furthermore, the accuracy of the surface fluxes and their effects on the opti-
mality of the designs can be further explored. It will also be possible to obtain
explicit closed-form optimality criteria and this will help provide fundamental
guidelines for optimal design in conjugate heat transfer.

5. As a community, we are moving into the domain of treating large-scale three-
dimensional problems at an increasing rate. Along with this, computational per-
formance of the presented methodologies and frameworks become paramount:

a) It is necessary for papers treating large three-dimensional problems to
discuss the computational performance of the presented methodology. The
excuse that “this is outside the scope of the paper” cannot be used, as the
topology optimisation of three-dimensional problems inherently carries
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a large computational cost due to the iterative design process needing
hundreds or thousands of iterations. Any paper that does not treat this
issue, limits its usefulness for a community moving forwards to even more
complex problems, e.g. turbulent flow, where mesh and model costs will
further increase.

b) In connection with the rising computational cost, it is necessary to develop
effective and specialised preconditioners. The systems of equations that
arise from topology optimisation problems of fluid and conjugate heat
transfer problems are complex and difficult to solve efficiently. They
are non-symmetric, non-linear, indefinite, and exhibit large contrasts in
material properties and physical behaviour between the solid and fluid
regions. Although standard geometric multigrid has been shown to work
surprisingly well for the presented natural convection problems [P5,P6 ],
improvements are likely needed when moving away from regular structured
meshes and towards higher convection-dominance.

c) The gold standard consists of a preconditioner, with a performance in-
dependent of mesh resolution, length-scale, constrast and physics. Is it
possible to extend the ideas of the presented spectral coarse basis precondi-
tioner [P1,P2 ] and other domain decomposition techniques to these more
advanced problems? Unfortunately, the derivation of methods founded on
rigorous proofs using functional analysis is difficult, or even impossible,
for the complex equations at hand. Therefore, we as engineers must try
to apply and extend existing methods based on numerical experiments.
However, progress will be accelerated by our community capturing the
interest of e.g. the functional and numerical analysis communities.
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Highlights

• Topology optimisation of structures with all microstructural details resolved.
• Optimisation taking boundary conditions, forces and localised behaviour into account.
• Fast iterative solution using contrast-independent coarse basis preconditioner.
• Computational cost reduction through coarse basis reutilisation.
• Design of manufacturable structures with continuously varying microstructure.

Abstract

This paper applies topology optimisation to the design of structures with periodic and layered microstructural details without
length scale separation, i.e. considering the complete macroscopic structure and its response, while resolving all microstructural
details, as compared to the often used homogenisation approach. The approach takes boundary conditions into account and ensures
connected and macroscopically optimised microstructures regardless of the difference in micro- and macroscopic length scales.
This results in microstructures tailored for specific applications rather than specific properties. Manufacturability is further ensured
by the use of robust topology optimisation.

Dealing with the complete macroscopic structure and its response is computationally challenging as very fine discretisations
are needed in order to resolve all microstructural details. Therefore, this paper shows the benefits of applying a contrast-
independent spectral preconditioner based on the multiscale finite element method (MsFEM) to large structures with fully-resolved
microstructural details. It is shown that a single preconditioner can be reused for many design iterations and used for several design
realisations, in turn leading to massive savings in computational cost.

The density-based topology optimisation approach combined with a Heaviside projection filter and a stochastic robust formula-
tion is used on various problems, with both periodic and layered microstructures. The presented approach is shown to allow for the
topology optimisation of very large problems in MATLAB, specifically a problem with 26 million displacement degrees of freedom
in 26 hours using a single computational thread.
c⃝ 2015 Elsevier B.V. All rights reserved.
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1. Introduction

1.1. State of the art

The systematic design of novel materials with extremal properties is possible by applying topology optimisation
to the design of material microstructures. The usual approach is to consider the homogenised properties of a single
unit cell. This completely decouples the problem, as one does not consider the macroscopic response at all. One may
then optimise a periodic microstructure to achieve a certain effective property, such as directional stiffness [1], nega-
tive Poisson’s ratio [2,3], thermal expansion coefficient [4], enhanced poroelastic pressure-coupling [5], among many
others.

Topology optimisation [6] is an iterative design process which distributes material in a design domain by
minimising a selected objective functional, e.g. compliance, material weight or Poisson’s ratio, while satisfying a
set of constraints. The material distribution is represented by a design field which takes the value one if the point
is occupied with material and zero if not. In order to utilise gradient-based optimisation techniques, the design field
is allowed to take intermediate values. At each iteration step, the design field is updated using the gradients of the
objective and constraint functionals. The discretisation determines the resolution of the optimisation process, as well
as its computational cost. Therefore, in order to avoid excessive computations, the design is often limited to a single
mechanical element with homogeneous material properties or a single periodic cell.

An alternative multiscale approach to the topological design of material unit cells can be taken by introducing the
homogenised macroscopic response in the optimisation process. This is actually the origin of the homogenisation ap-
proach to topology optimisation presented in the seminal paper by Bendsøe and Kikuchi [7] and later by Bendsøe [8].
A hierarchical approach is taken in [9], where the macroscopic density and microstructure is designed iteratively. This
approach has been applied to bone modelling [10] and is well suited for parallel computations due to the decoupled
homogenisation cells [11]. Similar methodologies have recently been proposed for nonlinear elasticity [12,13].

The lack of connectivity between the varying microstructural cells is a common problem of the above two-scale
optimisation approaches. This may be neglectable when the microstructures are infinitely small, but when considering
current manufacturability, a finite size must be attributed to the microstructures. Ensuring connected microstructures
has been sparsely treated in the literature, but good examples include [14] in the context of free material optimisation
(FMO) and [15] in the context of functionally graded materials (FGM).

The convergence of periodic structures towards homogenised microstructures is investigated in [16,17]. These
papers show that an optimised periodic structure, with finite geometric periodicity, converges to optimised material
unit cells with an infinite geometric periodicity, obtained using homogenisation for a single microstructure repeated
throughout the computational domain. Scale-related effects of cellular materials and structures are investigated in [18]
using a superelement, or condensation, approach. This ensures full solution accuracy of the macroscopic problem at a
reduced cost.

This work explores the application of a contrast-independent spectral preconditioner based on the multiscale finite
element method (MsFEM), as presented in [19], to large structures with fully-resolved microstructural details. The
origins of MsFEM can be traced back to [20,21] where special multiscale basis functions are utilised for solving
elliptic problems. The method has been extended further to be applicable to a wide range of linear and non-linear
multiscale problems, e.g. [22,23]. The main idea is to construct basis functions which provide a good approximation
of the solution on a coarse grid [23]. For obtaining good accuracy, the coarse basis functions need to have similar
oscillatory behaviour as the fine scale solution, which can be achieved by oversampling techniques [23]. The
application of MsFEM to linear elasticity and material jumps isolated in the interior of the coarse elements is reported
in [24]. This condition cannot be guaranteed in the topology optimisation process, which limits the applicability of the
original MsFEM in topology optimisation. For oscillatory high-contrast material properties, an alternative approach is
proposed in [25,26]. The method constructs several basis functions per coarse node, which are capable of representing
the important features of the solution and the accuracy of the approximation is controlled by the dimension of the
coarse space.

1.2. Motivation for the presented work

The need for manufacturable microstructural details of finite size is of utmost importance. Current manufacturing
processes, e.g. additive manufacturing, two photon polymerisation and photolithography, do not allow for the
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manufacture of microstructural details with length scales far below that of the specimen size. Furthermore, if the
microstructural details are spatially-varying, it is crucial that connectivity is ensured throughout the manufactured
structure in order to ensure the expected performance. These two aspects are not considered by homogenisation-based
multiscale topology optimisation methods, e.g. [9,12,13], which cannot accurately model microstructural details of
finite size, that are not small enough to ensure the scale-separation needed by homogenisation, and often produce
massively disconnected structures, were the microstructures to be attributed a finite size. It can be argued that going
from a structure with disconnected, but optimal, microstructural details, as in [14] in the context of FMO, to modified
connected microstructural details ensures a manufacturable and well-performing structure. In case modifications
are made after the optimisation procedure itself, with no regard to the optimisation objective, the final structure
may perform far from what was originally predicted. This may work to some extent for the forgiving compliance
objective. However, when moving to more advanced objectives or physics, the only rational approach is to include the
requirement for connectivity in the original optimisation problem itself.

The aim of this work is to present a methodology for optimising macroscopic structural behaviour with manu-
facturable microstructural details. One way to ensure the manufacturability is using the robust topology optimisation
approach as presented in [27,28], which provides structures with a response insensitive to manufacturing imperfections
by considering variability in the manufactured designs. This approach ensures that the realised structures will behave
as optimised for, as long as the variability in the manufactured geometries are within the considered bounds [3].
However, the computational cost increases significantly when performing robust optimisation, in that several de-
sign realisations are treated simultaneously and thus multiple finite element problems are to be solved each design
iteration.

In order to treat structures with microstructural details of finite size, and more importantly take variations and
boundary effects into account, the “trivial” approach is taken: analysing the complete macroscopic structure and its
response, with all microstructural details fully resolved using finite elements. This requires very fine meshes and is thus
computationally challenging as it results in very large linear systems of equations. By considering the full structure,
one ensures that all microstructural details will be connected in order to provide a beneficial macroscopic behaviour,
as disconnected members would be detrimental to the compliance objective. The computational cost of these systems
is alleviated through the use of iterative linear solvers in combination with a contrast-independent spectral coarse
basis preconditioner based on the multiscale finite element method (MsFEM). The applicability of this approach to
standard topology optimisation of linear elasticity problems was originally reported in [19]. The present work extends
this computational methodology to robust topology optimisation, where it is shown that a single preconditioner can
be used for several design realisations. Together with the fact that the preconditioner can be reused for many design
iterations, this leads to massive savings in computational cost. This result is in strong contrast to the condensation
approach proposed in [18], which would require a full update of the condensation at every design iteration as well as
a dedicated condensation for each realisation.

In this paper, the microstructural details have been forced to be periodic or in layers. The ideal situation is, of
course, the ability of the microstructural details to change in all directions. However, the forced periodicity decreases
the serial computational cost of building the basis significantly, as will be explained in Section 2.4.1, and provides a
simplified foundation for testing the proposed computational methodology in MATLAB. Introduction of periodicity
in the microstructural details is also a cheap way of implicitly introducing a maximum length scale of the structural
members. Such a feature can be utilised for providing manufacturability of the design, e.g. in the structural optimi-
sation of high-rise buildings, where the unit cell models a single building unit (room, office or apartment), or for
imposing properties which are not directly related or not included in the physical model due to computational cost,
e.g., requiring specified porosity in a scaffold design. Providing the possibility of unrestricted microstructural de-
tails is trivial for the presented approach, as the optimisation problem simply reverts back to the original unrestricted
topology optimisation problem [19]. In this case, all length scales above the minimum length scale imposed by the
robust approach are allowed in the design space and thus a significantly better performing structure is to be expected
than when restricting the design space using forced microstructural details. If one for instance wants microstructural
details everywhere, but with no forced periodicity, one can imposed a maximum length scale on the design using local
lower-bound constraints on the void volume fraction, similar to the approach presented in [29].

The layout of the paper is as follows: Section 2 covers the theoretical background of the methods used;
Section 3 demonstrates the capabilities of the MsFEM approach through numerical experiments; Section 4 covers
the implementation details of the presented approach; Section 5 details numerical experiments with the approach;
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Section 6 goes into details with several microstructural design examples; and Section 7 concludes on the presented
work.

2. Theoretical background

2.1. Linear elasticity

The considered problem is static linear elasticity, which is governed by the Navier–Cauchy equation:

−div σ (u) = f (1a)
σ (u) = C : ε (u) (1b)

where σ is the stress tensor, ε is the linearised strain tensor, C is the linear elastic stiffness tensor, u denotes the
displacement field and f is the input to the system in the form of distributed or concentrated forces. The displacements
and the input forces are vector quantities with number of elements equal to the dimensionality of the considered
physical space. The considered problems are two-dimensional, however, the presented approach is applicable to three
dimensions without any significant amendments. The system occupies a bounded physical domain Ω ∈ R2 with the
boundary Γ = ΓDi ∪ ΓNi being decomposed into two disjoint subsets for each component i = 1, 2. ΓDi is the part
of the boundary with prescribed zero displacement, ui = 0, and ΓNi denotes the part with prescribed traction, ti . The
stiffness tensor C is assumed to be isotropic and has the following form C (x) = E (x) C0 where C0 is the stiffness
tensor for a predefined Poisson’s ratio, ν < 0.5, and unit Young’s modulus, E0 = 1. The Young’s modulus E (x) is
spatially varying and bounded E (x) ∈ [Emin, Emax].

The variational formulation, see e.g. [30], of Eq. (1) is to find u ∈ V0 such that:

a (u, v) = l (v) for all v ∈ V0 (2)

where V0 =


v ∈


H1 (Ω)

2  vi = 0 on ΓDi , i = 1, 2


⊂ V =

H1 (Ω)

2 and the bilinear form a and linear form l
are defined as:

a (u, v) =


Ω

(C : ε (u)) : ε (v) dx (3a)

l (v) =


Ω

(f · v) dx +


ΓN

(t · v) ds. (3b)

The weak formulation is discretised using the finite element space Vh ⊂ V0 with vector-valued shape functions defined
on a uniform mesh T h . The discretisation leads to a linear system of equations of the form:

Ku = f (4)

where K is the so-called stiffness matrix, the vector u consists of the nodal displacements and the vector f contains
the nodal forces applied to the discrete problem.

2.2. Topology optimisation

Topology optimisation is a material distribution method that seeks to find an optimised structure for a given physical
problem with respect to a certain objective functional subject to design constraints [6]. The physical problem, in
this work linear elasticity, is discretised using the finite element method, as described in Section 2.1. The design is
parametrised by attributing each finite element with a relative density, ρe, which determines whether the element is
solid, ρe = 1, or void, ρe = 0. In order to solve the problem using gradient-based optimisation, the binary density
variables are relaxed to continuous variables, ρe ∈ [0, 1].

The Young’s modulus of each element is made to be dependent on the element relative density using the modified
SIMP approach [6] and thus the element stiffness matrix can be formulated as:

Ke (ρe) =

Emin + (Emax − Emin)ρe

p K0 (5)
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where Emin is the minimum Young’s modulus attributed to void areas in order to avoid ill-conditioning of the stiffness
matrix, Emax is the maximum Young’s modulus attributed to solid areas, ρe is the element relative density, p is a
penalisation parameter and K0 is the stiffness matrix for an element with a Young’s modulus of 1.

In this work, we consider the minimum compliance problem under a constraint on the volume fraction of solid
material. The optimisation problem is posed as follows:

minimise:
ρ∈Rnd

f (ρ, u) = fTu

subject to: g(ρ) =
ρTv

v f eTv
− 1 ≤ 0 (6)

RRR(ρ, u) = 0
0 ≤ ρe ≤ 1 for e = 1, . . . , nd

where f is the compliance functional, g is the volume constraint functional, ρ is a vector of the nd -number of
design variables, v is a vector of the nd -number of element volumes, e is a nd -entry long vector of ones and
RRR(ρ, u) = K(ρ) u − f is the residual of the discretised system of equations. The optimisation problem is solved
using the nested formulation, where the discretised system of equations for the state field is solved separately from
the design problem.

2.3. Computational issues of topology optimisation

Topology optimisation is an iterative process and requires the solution of a large system of equations for the
state field, Eq. (4), at every design iteration. Solving the linear systems of equations can often account for more
than 99% of the total computational time [31]. Therefore, the solution cost of the optimisation procedure depends
strongly on the time necessary for solving the state equations. Realistic mechanical problems with microstructural
scales comparable to the macroscale require very fine discretisations to capture the microstructural scales, making
direct solvers prohibitive even in two dimensions. An alternative is to utilise iterative solvers, where the convergence
and the solution cost is controlled mainly by the applied preconditioner. Classical preconditioning techniques, such
as incomplete factorisation, sparse approximate inverse or stationary iterative methods, cannot provide a mesh-
independent number of iterations. Furthermore, for topology optimisation problems with high contrast between the
material parameters, Emax/Emin, the number of iterations increases with increasing contrast [31,32]. Geometric
multigrid techniques [33] can provide mesh-independent solution for smooth material properties, however, similar
to the classical preconditioners, the number of iterations depends on the contrast when the mesh is not aligned with
the different materials.

2.4. Multiscale finite element (MsFEM) coarse basis for linear elasticity

An effective alternative to geometric multigrid and classical preconditioners was demonstrated in [25,26]. The
method is a multiscale approach providing the solution of the diffusion equation with strongly heterogeneous
coefficients. The solution cost is independent of the contrast of the diffusion coefficients and is significantly reduced by
using coarse space approximations which contain important features of the solution. The approach has been extended
and applied in topology optimisation of linear elastic problems in [19] and the main steps are outlined below in the
context of structures with periodic microstructural details.

The fine mesh T h , utilised for discretising Eq. (1) in Section 2.1, is assumed to be obtained by a refinement of a
coarser one T H

=


K j
Nc

j=1, where K denotes a coarse mesh cell and Nc is the number of coarse nodes. In the context
of microstructural design, the coarse cells represent the unit cells and the fine cells the discretisation of the unit cells,
which is illustrated in Fig. 1.

The nodes of the coarse mesh are denoted as {yi }
Nc
i=1 and the neighbourhood of node yi is defined as:

ωi =

 
K j ∈ T H

; yi ∈ K j


(7)

which is illustrated in Fig. 1 using dotted lines. These neighbourhoods will be denoted as agglomerates, since they
can be viewed as a group of coarse elements agglomerated together with an overlap δ [34].
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Fig. 1. Illustration and dimensions of a double-clamped beam subjected to a concentrated load in the centre. The beam is made up of a single
periodic microstructure with square unit cells. The fine mesh, coarse mesh and agglomerates are illustrated.

A set of coarse basis functions,

φi, j , j = 1 . . . Ni, j


, defined with respect to T h , is introduced for each node yi in

the coarse mesh with support on ωi , where Ni, j is the number of basis functions for the i’th coarse node. The coarse
basis functions are based on the modes obtained by solving the following local generalised eigenvalue problem on
each agglomerate ωi :

− div (C (x) : ε (u)) = λE (x) u, x ∈ ωi . (8)

The local eigenvalue problem is discretised using the fine mesh, which leads to the following discrete generalised
eigenvalue problem in matrix–vector form:

Kωiψ
ωi
j = λ

ωi
j Mωiψ

ωi
j (9)

where Kωi is the stiffness matrix, Mωi is a stiffness-based mass matrix, ψωi
j is the j’th eigenvector and λ

ωi
j is the j’th

eigenvalue, all for the i’th agglomerate, ωi . It is important to note that the local matrices take the physical boundary
conditions of the full problem into account and the coarse basis thus automatically fulfils the specified boundary
conditions.

The eigenvalues are ordered as λ
ωi
1 ≤ λ

ωi
2 ≤ · · · ≤ λ

ωi
j ≤ · · · and the first several eigenvectors correspond-

ing to eigenvalues smaller than a prescribed global threshold, λΩ , are selected to form the coarse basis. The coarse
basis functions, represented on the fine grid, are defined as φi, j = ψ

ωi
j χi ; that is they are constructed by mul-

tiplying the eigenfunctions, ψωi
j , with a partition of unity, {χi }

Nc
i=1, subordinated to ωi such that χi ∈ H1 (Ω)

and |∇χi | ≤ 1/H, i = 1, . . . , Nc, and H is the characteristic length of a coarse element K . Therefore, the set
of coarse basis functions


φi, j


associated with node yi is defined as the fine space finite element interpolant of

ψ
ωi
j (x) χi (x) , j = 1 . . . Ni


, see e.g. [35]. For each ωi , Ni is determined as the number of eigenvalues smaller than

a globally selected threshold value, λΩ .
The solution in the coarse space is sought as ua =


i, j ci, jφi, j , where ci, j is the coefficient of the j’th coarse basis

function for the i’th agglomerate, ωi . A coarse discretisation of the variational formulation is given as Kcuc = fc,
where the coarse stiffness matrix Kc and the coarse right-hand side fc are obtained as:

Kc = RcKRc
T, fc = Rcf. (10)

The vector uc contains the coefficients ci, j and Rc
T

=

φ1,φ2, . . . ,φNt


, where Nt =

Nc
i=1 Ni , is a matrix describing

the mapping from the coarse to the fine space and consisting of nodal values of the coarse basis functions in the fine
space. An approximation of the nodal solution in the fine space is obtained as:

ua = Rc
Tuc. (11)

2.4.1. Periodic microstructure
Building the MsFEM basis for general linear elastic systems requires solving the eigenproblem, Eq. (9), for each

agglomerate and as discussed in [19] this process is computationally very expensive in serial. It is important to note
that when dealing with periodic microstructural details, the computation of eigenmodes is limited to a small amount
of unique agglomerates. Fig. 1 shows the three unique agglomerates for a double-clamped beam with a periodic
microstructure. Due to the imposed periodicity of the microstructure, all agglomerates along the left-hand side are
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the same (constrained in both x- and y-direction at the left-hand side), all agglomerates along the right-hand side are
the same (constrained in both x- and y-direction at the right-hand side) and all internal agglomerates are the same
(unconstrained and allowing rigid body motion). This means that significant time can be saved on the computation of
the spectral basis.

2.4.2. Approximate solver versus preconditioner
Most multiscale finite element methods have been developed for use as an approximate solver. The above presented

spectral MsFEM can be used as a solver for high-contrast linear elasticity problems. However, as the error convergence
studies presented in Section 3.1 suggest, a lot of eigenmodes are needed to approximate the true solution well. Using
only a few modes yields results similar to homogenisation and thus sub-optimal designs with disconnected features
can result, as discussed in the original work [19]. By increasing the number of modes slightly, one can increase
the sensitivity of the structural response to disconnected members. However, for microstructural design problems,
these low-dimension bases require eigenfunction derivatives for the optimisation to proceed correctly, which is
computationally expensive. Hence, using the presented spectral MsFEM as a solver is left as a subject for future
research.

An alternative is proposed in [25], where the basis is utilised in a two-level additive Schwarz preconditioner for the
iterative solution of the fine scale solver. The preconditioner is scalable and results in contrast independent number of
iterations. Here, the coarse basis is simply applied as a coarse grid solve in a multigrid-like preconditioner [34] for
the iterative solution of the fine-scale system of equations, Eq. (4). The residual of the fine-scale system is restricted
to the coarse basis and the correction is approximated using a MsFEM coarse-scale solve and projected back to the
fine space. In the current work, the MsFEM coarse-scale solve is combined with a single pre- and post-smoothing
using symmetric Gauss–Seidel and used as a preconditioner for the generalised minimal residual (GMRES) iterative
method [36]. The linear elasticity problem, as well as the preconditioner, is symmetric and positive definite and, hence,
the preconditioned conjugate gradient (PCG) method could be used. However, the authors’ experience is that GMRES
performs better compared to PCG for the presented problems and thus GMRES is used throughout.

2.4.3. MsFEM algorithms
The MsFEM–GMRES solver consists of the following main parts: building of the coarse basis; calculation of the

coarse stiffness matrix by projection; applying a coarse solve as a preconditioner; and the GMRES iterative solver.
The coarse basis is built, according to Section 2.4, as follows:

1. Build agglomerate stiffness and mass matrices, Kωi and Mωi .
2. Solve eigenproblem (9) for all unique agglomerates—determined by the number of unique unit cells and the

boundary conditions.
3. Globally select all eigenmodes with eigenvalue less than a prescribed threshold, λΩ .
4. Multiply agglomerate eigenmodes by corresponding partition of unity, χi .
5. Extend by zeros outside agglomerate and add to global projection matrix, Rc.

The calculation of the coarse stiffness matrix by projection is done as specified by Eq. (10) once per design iteration
and its factorisation is stored for repeated use during the iterative linear solver.

The MsFEM preconditioner consists of a multigrid-like algorithm that is repeatedly applied to the residual within
the GMRES solver:

1. Apply pre-smooth to incoming residual.
2. Project smoothed residual onto the coarse basis, Eq. (10)
3. Solve coarse problem using coarse stiffness matrix (using stored factored matrix) and projected residual as RHS.
4. Retrieve approximation of fine-scale correction, Eq. (11).
5. Apply post-smoother to corrected residual.

3. Demonstration of the MsFEM preconditioner

3.1. Numerical experiments

In order to demonstrate the performance and applicability of MsFEM for topology optimisation problems, a test
problem is formulated. The test problem is a short beam clamped at both ends and subjected to a concentrated load in
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(a) “Final”.

(b) “Intermediate”. (c) Macrostructure: “Intermediate”.

Fig. 2. The investigated cross structure with a unit cell discretised by 20 × 20 elements. The macrostructure is made up of 8 by 16 unit cells, which
is shown in two versions: (a) final 0–1 design and (b) the corresponding “intermediate” design generated by filtering the first. Subfigure (c) shows
the macrostructure for the “intermediate” design.

(a) Eigenvalue threshold, λΩ . (b) Number of coarse DOF.

Fig. 3. Relative error in the energy norm for a single MsFEM solve of the filtered cross structure. The error is shown as a function of (a) varying
eigenvalue threshold and (b) the corresponding number of coarse degrees of freedom. Colours denote different agglomerate sizes, see legend,
and symbols denote different contrasts: lines; Emin = 10−3, circles; Emin = 10−6, squares; Emin = 10−9 and crosses; Emin = 10−12. (For
interpretation of the references to colour in this figure legend, the reader is referred to the web version of this article.)

the centre, as shown in Fig. 1. The height of the beam is set to B = 1, the length to L = 2 and the size of the force is
set to P = 0.01. The beam is made up of 8 by 16 square coarse cells, with an edge length of H = 1/8, containing the
same microstructure. Each coarse cell is discretised with 20 by 20 linear finite elements, leading to a full macroscopic
mesh of 160 by 320. The problem is investigated for varying values of the eigenvalue threshold, λΩ , and MsFEM is
applied both as a solver and as a preconditioner in combination with GMRES.

Fig. 2 shows the structure under consideration for these numerical experiments. The microstructure is chosen as a
cross structure and is considered in two versions, the first of which is the clear 0–1 design shown in Fig. 2(a). This
design is representative of a final design of a topology optimisation process using a Heaviside projection as will be
described in Section 4.4. The structure is also considered in a smeared out version, as can be seen in Fig. 2(b), which is
representative of an intermediate design during the optimisation process where the design usually contains significant
amounts of intermediate stiffnesses. The smeared out design is obtained using a density filter, as will be described
in Section 4.5, with a filter radius of 4 times the element side length. The macrostructure for the intermediate design
case is shown in Fig. 2(c). The structure is analysed with a SIMP penalisation parameter of p = 3. Similar trends are
observed for the two structures and thus only the results for the filtered version are shown.

Fig. 3 shows the relative error in the energy norm, ∥u − ua∥K / ∥u∥K = (u−ua)TK(u−ua)/uTKu, of the solution
obtained from a single coarse-scale MsFEM solve for the intermediate design case. The analysis is done for a constant
maximum Young’s modulus, Emax = 1 and a set of minimum Young’s moduli, Emin ∈


10−3, 10−6, 10−9, 10−12,

as well as for different sizes of the agglomerates, denoted by the numbers of unit cells covered by each coarse
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(a) Eigenvalue threshold, λΩ . (b) Number of coarse DOF.

Fig. 4. Number of GMRES iterations until convergence for the filtered cross structure. The number of iterations is shown as a function of (a)
varying eigenvalue threshold and (b) the corresponding number of coarse degrees of freedom. See Fig. 3 for explanation of symbols and colours.
(For interpretation of the references to colour in this figure legend, the reader is referred to the web version of this article.)

cell, {1 × 1, 2 × 2, 4 × 4}. It can be seen that the approximated solution converges with respect to both the eigen-
value threshold and the corresponding number of degrees of freedom. Even though small differences are ob-
served between Emin = 10−3 and the lower, it can clearly be seen that the behaviour is contrast-independent for
Emin ∈


10−6, 10−9, 10−12. It can be seen that the energy norm error follows a common trend, in relation to the

eigenvalue threshold, independent of the agglomerate size, similar to the scalar case [26]. Clear differences can be
seen in the lower end of the datasets for the error in relation to the number of coarse degrees of freedom. The curves
do, however, converge towards a common trend as the number of degrees of freedom is increased.

As can be seen from the error plots, a very large set of coarse basis functions need to be used to obtain a good
accuracy of a single MsFEM solve. This results in a very large computational cost, both for solving the generalised
eigenvalue problems but also for solving the coarse-scale system. This is why the MsFEM basis is applied as a
preconditioner to the full system instead.

Fig. 4 shows the number of GMRES iterations needed to converge to a precision of εrel = 10−8 relative to the
preconditioned norm of the forcing vector. As expected, the number of GMRES iterations decreases as the eigenvalue
threshold is increased and the basis is enlarged. Besides the results showing clear contrast-independence, they also
show that the convergence of the GMRES solver is not significantly affected by the size of the agglomerate. More
specifically, by looking at Fig. 4(a) it can be seen that by choosing the same eigenvalue threshold, the number of
GMRES iterations needed to converge is very close to the same.

3.2. Diagonal weighting matrix

Instead of computing the stiffness-based mass matrix for a given agglomerate, as specified by Eq. (8), it is possible
to simply use the diagonal of the agglomerate stiffness matrix as the weighting matrix of the generalised eigenproblem,
Eq. (9). This is because the two weighting matrices are spectrally equivalent and λdiag(K) ≈ Ch2λM for some constant
C [33,37]. This is interesting from a computational point of view, as the diagonal leads to a cheaper solution procedure;
both in that the stiffness-based mass matrix is not assembled, and in that the matrix-products involved in solving the
eigenproblems become cheaper. The numerically observed convergence behaviour is very similar to that seen in Fig. 3
and is thus not shown. The diagonal of the agglomerate stiffness matrix is used as the weighting matrix throughout
the rest of this paper.

3.3. Spectral basis computational cost

Considering the total computational time taken for the projection operation, Eq. (10), and the iterative solution,
there exists an optimal basis size that provides the fastest solution process. Many factors influence this time, such as
the sparsity of the projection matrix and also the number of iterations taken to reach convergence. It should also be
noted that the times are not the same for the three agglomerate sizes, because the larger the agglomerate, the larger the
support area and the denser the projection matrix becomes. Thus, it is clear that increasing the size of the basis does
not necessarily lead to a faster solution even though it results in fewer GMRES iterations, as each of these become
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(a) Double-clamped beam with concentrated load.

(b) Cantilever beam with distributed load.

Fig. 5. Convergence of compliance with respect to the size of the coarse cell using both homogenisation and full scale analysis using
MsFEM–GMRES.

more expensive along with the projection operation. It can thus be concluded that it cannot pay to increase the size of
the agglomerate, as it does not appear to influence the error nor the convergence of the iterative solver, Fig. 4, as well
as leading to a more expensive solution procedure due to larger eigenproblems and denser projection matrices.

3.4. Length scale separation

The main assumption in standard homogenisation is that the macroscale medium consists of an infinite number of
periodic unit cells. The homogenised solution is an asymptotic solution, which is valid only when the cell characteristic
length H is orders of magnitude smaller than the macroscopic problem scale, i.e., H ≪ L . For cell characteristic
lengths in the intermediate range, H < L , the homogenised solution can differ significantly from the true solution.
Also, the homogenised material properties cannot account for the boundary conditions and any load variations of the
fine scale problem.

Furthermore, in the design of functionally graded materials, i.e. materials with spatially varying properties, the
periodicity condition is often violated. The transition from one cell type to another cell type is applied abruptly within
a distance comparable to H . In the above mentioned cases, the proposed MsFEM–GMRES approach will provide
the physical response without any simplifications for relatively low computational cost. Hence, it will be superior,
but more costly, compared to the standard homogenisation for optimisation problems, where localised constraints
(loading, boundary conditions, surface effects) significantly affect the design topology.

Fig. 5 shows the change of compliance with respect to the size of the coarse cell using both homogenisation
and full-scale analysis using MsFEM–GMRES. The compliance is shown both for the double-clamped beam with
a concentrated load in the centre, shown in Fig. 1, as well as a cantilever with a distributed load at the end, as
will be introduced in Section 6.2. It should be noted that convergence is not expected for the case with a point-
load, which is also observed for both methods in Fig. 5(a). It is important to note that any observed convergence
is slightly different for the two solution types. For the full-scale analysis, the size of the microstructure decreases
when decreasing the size of the coarse cells. The convergence of compliance with respect to microstructure size is
assumed to be dominant over the increased finite element resolution of the macroscopic domain. For the homogenised
case, decreasing the size of the coarse cells solely increases the resolution of the finite element discretisation of the
homogenised problem. That is, the microstructure size can be seen as constant and is assumed to be small enough
to fulfil the assumptions of homogenisation. Thus, Fig. 5 illustrates that the macroscopic compliance of structures
with finite size periodic microstructural details converges towards that estimated by homogenisation. However, it also
emphasises that if one attributes a large finite size to a microstructure designed using homogenisation, one may be
introducing a substantial error in the macroscopic response. This is especially pronounced for problems with localised
behaviour as the illustrated double-clamped beam with a concentrated load in the centre, Fig. 5(a).
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4. Implementation details

4.1. Topology optimisation algorithm

The standard topology optimisation algorithm is as follows:

1. Initialise coarse basis for initial material distribution
2. Optimisation loop:

(a) Build full stiffness matrix for current material distribution.
(b) Calculate coarse stiffness matrix by projection and store factorisation.
(c) Setup smoother for current stiffness matrix.
(d) Solve full macroscopic problem using the MsFEM–GMRES solver.
(e) Calculate objective functional, constraints and sensitivities.
(f) Update design variables using MMA and pass through projection filtering.
(g) If criteria for continuation are met, update parameters accordingly and recompute coarse basis.
(h) If number of GMRES iterations has changed more than specified since previous basis update, recompute coarse

basis.
(i) If change in design variables is larger than stopping criteria, go to (a).

where details on the various steps are given in the subsequent subsections. For robust topology optimisation, the
algorithm is the same, except a loop over all realisations is performed for steps (a)–(d).

4.2. Topology optimisation of microstructural details

Referring to Fig. 1, the design domain is made up of repeated unit cells covering the entire domain. The unit cells
contain a periodic microstructure that is discretised with a certain number of finite elements and each of these are
assigned a relative density which is controlled by a corresponding design variable. Due to the imposed periodicity
of the design, the same design variable controls the relative density of several fine-scale elements in the macroscopic
problem. The total sensitivity for a given design variable is thus calculated by summing up local sensitivities of all
fine-scale elements which it controls.

It is important to emphasise that the state field is solved on the macroscopic level resolving all microstructural
details. The objective functional is thus the fine-scale macroscopic compliance. By considering the full structure, one
ensures that all microstructural details will be connected in order to provide a beneficial macroscopic behaviour, as
disconnected members would be detrimental to the compliance objective.

One of the aims of this paper is to investigate the performance of the spectral basis preconditioner, as described
in Section 2.4, and the performance is thus compared to reference results. For calculating reference results, the
equation system is solved using the standard backslash (mldivide) in MATLAB and these are then compared to
the results obtained when using the spectral preconditioner based on MsFEM combined with the standard MATLAB
implementation of the GMRES iterative method (gmres).

The optimisation problem is solved using the method of moving asymptotes (MMA) [38], of which the used
MATLAB implementation is courtesy of Krister Svanberg.

4.3. Adjoint sensitivity analysis

In order to use a gradient-based optimisation method, such as MMA, one needs the sensitivities, or gradients, of the
objective functional and any constraint functionals. These sensitivities are easily found for the structural compliance
using the discrete adjoint method [39]. Because the problem is self-adjoint, the sensitivity for the e’th element simply
becomes:

∂ f
∂ρe

= −ue
∂Ke

∂ρe
ue (12)

where ue is the element nodal displacements and Ke is the element stiffness matrix. The derivative of the element
stiffness matrix with respect to the element density is easily found as:

∂Ke

∂ρe
= p(Emax − Emin)ρ

p−1
e K0. (13)

93



J. Alexandersen, B.S. Lazarov / Comput. Methods Appl. Mech. Engrg. 290 (2015) 156–182 167

(a) Periodic
filtering.

(b) Multiple blocks.

Fig. 6. Illustration showing the filtering procedures: (a) single periodic microstructure where the filtering is performed on a 3 × 3 block—
(b) multiple blocks where periodicity and connectivity constraints are imposed on the filtered density field (rotated 90◦ for convenience). The
green lines indicate the individual microstructure types, the red lines denote the always imposed horizontal periodicity and the blue denote the
edges that are coupled together when internal periodicity is required. (For interpretation of the references to colour in this figure legend, the reader
is referred to the web version of this article.)

4.4. Heaviside projection filtering

Heaviside projection filtering [40,28] is applied in order to facilitate the formation of crisply-defined topologies, or
0–1 topologies, without intermediate densities. First, the design variables are filtered using density filtering [41] and
subsequently the filtered density variables are passed through a smoothed Heaviside function in order to project the
densities below or above a given threshold to 0 or 1, respectively:

¯̃ρe =
tanh(βη) + tanh(β(ρ̃e − η))

tanh(βη) + tanh(β(1 − η))
(14)

where η ∈ [0; 1] determines the projection threshold and β > 0 determines the sharpness of the approximation.
After the design variables, ρ, have been filtered, ρ̃, and projected, ¯̃ρ, one has obtained the actual physical densities.

These physical densities are used for the calculation of the element stiffness matrix, Eq. (5), and therefore, the
sensitivities, Eq. (12), are corrected using the chain rule, as detailed in e.g. [42].

The standard neighbourhood-based filtering approach, see e.g. [42], is used for all designs in this paper, except
for the problems containing multiple microstructures, as will be described in Section 4.6. For these problems, the
PDE-based density filter, as introduced in [43], is used due to the fact that connectivity and periodicity boundary
conditions are easily introduced, as will be described in Section 4.6. For the single microstructure designs, periodicity
is introduced by applying the standard filter on a 3 × 3 block of the microstructural design as illustrated by Fig. 6(a).

4.5. Robust topology optimisation

All manufacturing methods introduce sources of uncertainty in the final realised structure, the most prevalent of
which is an uncertainty in the manufactured geometry. This is caused by either too little or too much material being
removed or added during the manufacturing process. The possible variability in the manufactured structures can be
taken into account by considering several design realisations during the optimisation process [28].

The optimisation problem is cast in a stochastic robust formulation [44], in which the mean and variance of
the macroscopic compliance is considered. The different realisations of the design are obtained by using several
projections using different threshold values simulating uniform over- and under-material deposition or removal. The
optimisation problem is posed as follows:

minimise:
ρ∈Rnd

f (ρ, u) = E

fTu


+ κ


Var


fTu


subject to:g(ρ) =

E

¯̃ρ

Tv


v f eTv
− 1 ≤ 0 (15)

RRR(ρ, u) = 0
0 ≤ ρi ≤ 1 for i = 1, . . . , nd

where E [·] and Var [·] denotes the expected value and variance of a given quantity, respectively, and κ is a weighting
factor for the inclusion of the variance in the objective. The sensitivities are computed as described in [44].
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Throughout this paper, the weighting factor, κ , is set to 1.0 and three design realisations are used with equal
weights, specifically the set η ∈ {0.3, 0.5, 0.7}. The final designs are verified using a large set of uniformly distributed
points, η ∈ [0.3, 0.7].

4.5.1. Constant β approach for moderate β

A constant β approach as presented in [45] is adopted in order to eliminate changes in the allowable minimum
length scale during the optimisation process. By having a constant β, controlling the slope of the projection, in
combination with a constant filter radius and constant thresholds, one ensures a constant minimum length scale. This
ensures that small features that cannot be supported by the mesh and length scale do not appear during the optimisation
process. Using the classical β-continuation, these smaller features are progressively removed during the optimisation
process and convergence issues can be encountered along the way. The approach relies on simple changes to the size
of the initial asymptotes in the MMA algorithm, which is set to 0.5

1+β
. No external move limits are imposed and thus

the full control of the updates are left in the hands of MMA. Even though one removes the need to use a continuation
approach on the β-parameter by making these modifications, it is observed to be beneficial to perform continuation
of the SIMP penalisation parameter in order to get high quality solutions, as also noted in the original paper [45]. If
starting from a homogeneous intermediate guess, the constant beta approach retains the possibility to relatively freely
form topologies. However, if starting from a random guess, many areas will be projected to solid and void and the
constant beta approach then in many ways resembles some form of level set approach.

For the single design results presented in this work, a continuation approach is used on the SIMP penalisation
parameter, increasing it in steps of p ∈ {1, 2, 3, 4, 5} when the maximum relative change in objective function
reaches below 0.001 or when the number of iterations for the same parameter size reaches 50. After the last step,
the optimisation is stopped when a maximum number of iterations is reached or the maximum relative change criteria
is met.

Unfortunately, when combined with the robust topology optimisation formulation, one is somewhat restricted in
the maximum value of β. The value of β needs to be moderate in order to ensure the ability of the optimiser to form
a good initial topology from both homogeneous and random starting distributions. The important thing is for the
smooth parts of the shifted approximative Heaviside functions to overlap, or rather that the parts with non-negligible
sensitivities overlap, and this sets an upper limit for the initial β for the optimisation to proceed in practice. Thus,
the robust topology optimised designs in this paper have been obtained from a three step continuation approach.
During the initial stage where the topology is forming, the SIMP penalisation parameter is set to p0 = 1.5 and β

is set to a moderate value of β0 ∈ [8, 32] depending on the filter radius— the larger the filter radius relative to the
element size, the larger β is needed to provide the same level of intermediate densities [40]. During the next stage,
the SIMP penalisation parameter is raised to p1 ∈ [3.0, 5.0] depending on the problem—some microstructural design
problems require higher penalisation than others to form 0 to 1 topologies. For the final stage of the optimisation, the
β parameter is increased to β1 ∈ [32, 128], again depending on the filter radius. Even though one has not completely
eliminated the continuation approaches, the fact that β is already set to a moderately high value from the beginning
reduces the likelihood of unsupportable features forming during the optimisation process. The next step is introduced
after 100 iterations or when the maximum relative change in objective function reaches below 0.001. After the last
step, the optimisation is stopped when a maximum number of iterations is reached or the maximum relative change
criteria is met.

4.6. Multiple blocks

Restricting the design to be made up of a single periodic microstructure is quite a severe constraint on the design
freedom. The obtained designs performance will be far from the unconstrained optimal design. This is due to the fact
that the same microstructure is placed throughout all parts of the design domain and the optimised microstructure will
thus be one that satisfies optimality in an average sense, but where the parts with the largest sensitivities will dominate
the optimisation procedure. This restriction can be partially alleviated by partitioning the design domain into multiple
subdomains, within which a unique locally periodic microstructure is designed. In this paper, only structures with
layered microstructures are treated, each layer containing a single or more unit cells through the thickness.

Smoothly connected microstructures, both within the subdomains and across their interfaces, are obtained by
considering the full macroscopic problem and by imposing periodicity and connectivity constraints on the optimised
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(a) Iteration 1. (b) Iteration 10. (c) Iteration 30. (d) Iteration 170. (e) Iteration 190. (f) Iteration 200.

Fig. 7. The design distributions for the first and final stages of the optimisation process; design iterations 1, 10, 30, 170, 190 and 200.

design. This is achieved by using the PDE-based density filter [43], which easily allows for imposing such constraints
on the filtered density field by collapsing the corresponding degrees of freedom in the discrete filter problem. Fig. 6(b)
illustrates the periodicity and connectivity constraints imposed on the filtered density field for a design with six
layers of microstructures. The green boxes indicate the individual microstructures and the blue and red boxes indicate
which edges are coupled together explicitly by collapsing their degrees of freedom in the discrete PDE filter problem.
Horizontal periodicity is always imposed by collapsing the degrees of freedom along the left and right sides (red).
When each microstructural layer is larger than one unit cell in the thickness, internal periodicity is ensured by
constraining the top and bottom (blue) of all cells to have the same filtered density. When each layer only contains a
single unit cell in the thickness, the filtering procedure is equivalent to taking a one unit cell wide slice of the structure
and adding horizontal periodicity boundary conditions.

The increase in the number of microstructures present in the design, expands the number of unique agglomerates
to consider when calculating the eigenmodes for the spectral basis. For instance, considering a double-clamped beam
where the design is made up of three layers with each their microstructure, the number of agglomerates increases to
15. There is 3 sets to accommodate the different boundary conditions, as discussed for the single microstructure case
in Section 2.4.1, within which there now exists 5 unique agglomerate types, more specifically one for each layer and
one for each interface.

5. Numerical experiments

5.1. Basis re-utilisation

It is rather trivial to argue that while the design is evolving slowly, which is prevalent during the first and final
stages of the presented optimisation procedure, it is possible to reuse the previously computed spectral basis for the
iterative solution. In order to test this hypothesis, the previously described double-clamped beam problem, as shown
in Fig. 1, is optimised using different strategies for updating the MsFEM basis during the optimisation process. The
beam consists of 4 by 8 coarse cells within which the microstructure is discretised using 40 by 40 elements. The
investigation is carried out for a constant β = 64 using a single realisation with threshold η = 0.5. The maximum
number of design iterations is set to 200 in order to keep the total number of iterations the same for all the different
strategies in order to conduct a fair comparison.

Fig. 7 illustrates the relatively slow development of the design during the first and final stages of the optimisation.
It can be seen that the design is evolving quite slowly during the first iterations, Fig. 7(a)–(c), due to the low SIMP
penalisation value and this supports the arguments that the MsFEM basis does not need to be updated very frequently
during this period. Furthermore, it is clearly shown that the design is hardly changing during the final iterations,
Fig. 7(d)–(f), where the topology has been determined and the final minor adjustments are being carried out.

5.2. Simple update scheme based on GMRES iterations

In [19], the spectral basis is updated for the agglomerates within which the design is changing more than a specified
tolerance. Here a simple heuristic update scheme, based on the number of GMRES iterations is used. Theory predicts
that the number of iterations should remain constant independent of the contrast of the problem, and it will be shown
that this in practice leads to a constant number of iterations throughout the design process. The number of GMRES
iterations is therefore a good measure for the deviation from theoretical peak performance. Furthermore, the number
of GMRES iterations is also an indication of an increase in computational time. The simple heuristic update rule is
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Fig. 8. Development of the non-discreteness measure, Mnd , and a comparison of the number of GMRES iterations for the different basis
computation strategies for a relative tolerance of εrel = 10−5. The lines show the number of GMRES iterations for the various strategies and
the symbols show when the basis is updated. Crosses highlight forced updates due to change in continuation parameter.

formulated as follows: the spectral basis is updated when the number of GMRES iterations changes more than a given
percentage (e.g. 20%) from the design iteration where the basis was previously computed. For the robust optimisation,
the observed measure is the average of the number of GMRES iterations across all realisations.

In order to further speed up the iterative solution of the linear systems of equations, the GMRES solver can be
initialised with the displacement solution from the previous design iteration as the initial guess for the GMRES solver
for the new design iteration, rather than starting from a zero-vector initial guess. When initialisation of GMRES is
used, the heuristic basis update rule is modified so that if the number of GMRES iterations decreases after a basis
update, the update threshold is updated to be with respect to the lowest number of GMRES iterations encountered
after the previous basis computation.

Furthermore, it has been shown in [46,32] that the convergence criteria can be relaxed significantly during
topology optimisation when using an iterative solver. The reason for this is that one does not necessarily require
the displacement solution to be solved to full precision in order for the optimisation to progress correctly. This leads
to significant reductions in computation time compared to solving to full precision. For the investigations presented
in this section, the stopping tolerance is set to εrel = 10−5 relative to the preconditioned norm of the forcing vector.

A metric that is correlated to the development of the design is the non-discreteness measure, Mnd , as introduced
in [42]:

Mnd =

nd
i=1

4 ¯̃ρi (1 − ¯̃ρi )

nd
(16)

Mnd is an indication of the amount of intermediate densities and thus an indication of the contrast of the stiffness
distribution. When Mnd is high, there is large amount of intermediate densities and when Mnd is low, there is
small amount of intermediate densities. For volume-constrained compliance minimisation where the design will never
contain all 0 or all 1 densities, this is equivalent to saying: when Mnd is high, there is low contrast and when Mnd is
low, there is high contrast. The top plot of Fig. 8 shows how Mnd changes during the optimisation process. It is clearly
seen that the level of intermediate densities is relatively constant at the first and final stages of the optimisation process
and that the contrast goes from low to high. The bottom plot of Fig. 8 shows the number of GMRES iterations during
the optimisation process for the described strategies. It can be seen that the number of GMRES iterations is more
or less constant throughout the optimisation process when the MsFEM basis is recomputed at every design iteration
(denoted by “constant” in the legend). Keeping the development of Mnd in mind, this clearly supports the evidence
that the MsFEM preconditioner is contrast-independent for a constant λΩ . This is of course an expensive approach
and results in a total time for the entire design process of 768.5 s, which is significantly higher as compared to the
reference time of 306.5 s when using the direct solver.
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(a) Direct
solver—reference
case.

(b) Iterative
solver—relaxed
convergence
criteria and seeded
initial guess.

(c) Deformed macrostructure: Direct solver—reference case.

Fig. 9. Comparison of (a) the reference design by use of a direct solver and (b) the optimised design when using the proposed iterative method
with relaxed convergence criteria. The deformed macrostructure is shown in (c) and is made up of 4 by 8 unit cells.

When adopting the heuristic update rule, the number of GMRES iterations can be seen to remain very close to
constant throughout the optimisation process (denoted by “heuristic” in the legend). Here it can be seen that the
MsFEM basis is only computed a total of 7 times during the 200 design iteration optimisation process, yielding a
significantly lowered total time for the entire design process of 444.0 s. It is interesting that of the 7 updates, the first
is the initial basis computation and 4 are when the penalisation parameter, p, is updated which is a requirement made
in the algorithm.

However, this is still significantly slower than the reference design process using the direct solver. Thus, as
suggested, the displacement solution from the previous design iteration is used as the initial guess for the GMRES
solver for the new design iteration. This significantly decreases the number of iterations needed to obtain the required
accuracy when the design is slowly evolving. This is shown in Fig. 8 (denoted by “heuristic—initialised” in the
legend), where it can be seen that 4–10 GMRES iterations are needed for large parts of the optimisation process,
namely the initial and final stages, whereas significantly more are needed in the middle stage where the topology is
forming and the design is changing rapidly.

By lowering the eigenvalue threshold, from λΩ = 6.69×10−4 to λΩ = 4.64×10−5, and thus decreasing the basis
size, it is possible to decrease the computational work associated with the projection and a single GMRES iteration,
as discussed in Section 3.3. As can be seen in Fig. 8 (denoted by “heuristic—initialised, low λΩ” in legend), the
required number of GMRES iterations generally increases as expected, however, despite this the resulting optimisation
process only takes 298.7 s, which is 7.8 s faster than the reference time of 306.5 s when using the direct solver. This
is an interesting observation and shows that the choice of the eigenvalue threshold, λΩ , is hardly trivial. Further
investigation into determining the eigenvalue threshold using error estimates is the subject of future research.

All four final topologies are qualitatively very similar to the reference case and thus only a selected one is
shown. The final topology for the optimisation process using the heuristic update rule combined with an initialised
GMRES solver (“heuristic—initialised”) is shown in Fig. 9(c) and can be seen to be very similar to the reference
design obtained using the direct solver shown in Fig. 9(a), except for hard corners as compared to rounded corners.
The final compliance values are as follows; reference using direct solver: Cend = 1.0967 × 10−3, “constant”:
Cend = 1.0812 × 10−3, “heuristic”: Cend = 1.0762 × 10−3, “heuristic—initialised”: Cend = 1.0649 × 10−3,
“heuristic—initialised, low λΩ”: Cend = 1.0787 × 10−3. It is very interesting to note that all designs obtained using
the MsFEM–GMRES approach actually performs better than the reference case, specifically 1.4%, 1.8%, 2.9% and
1.6%, respectively, for the four cases. However, this is coincidental due to the non-convexity of the optimisation
problem and can in no way be guaranteed in general.
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(a) GMRES performance. (b) Outlines of design realisations.

Fig. 10. Number of GMRES iterations as a function of projection threshold, η, for the double-clamped beam with a concentrated load, Mx = 8 and
a constant basis size (neig = 20 modes per agglomerate). (For interpretation of the references to colour in this figure legend, the reader is referred
to the web version of this article.)

5.3. Application of single basis to several realisations

Requiring robustness of the design response with respect to uniform erosion and dilation usually results in designs
with similar topologies across the design realisations. This property can be utilised in the construction of the MsFEM
preconditioner in order to further reduce the computational cost. Two strategies can easily be identified: (1) an offline
building of the basis for the possible variations of the design and using it in an online optimisation process [47], and
(2) building a basis for a representative design realisation and re-utilising it in the solutions of all other realisations.
The first strategy is computationally expensive in the preparatory part (offline computations) compared to the second
one, however it is expected to provide faster online computations. The second strategy does not require any additional
modifications of the algorithm for building the coarse basis and provides a fast solution for the online optimisation
process, as demonstrated later. Therefore, the second strategy is utilised in the examples presented in Section 6.

Fig. 10 shows the number of GMRES iterations as a function of projection threshold, η, as well as the outlines of
the design realisations for the final design obtained for the double-clamped beam example that will be introduced in
Section 6.1. The different lines show the performance when the basis is built for different realisations: black denotes
when the basis is built for a specific realisation and only used to analyse this realisation; green, blue and red denotes
when the basis is built for the dilated, intermediate and eroded realisation, respectively, and used to analyse all other
realisations. It can be seen that as expected, the performance for a given realisation is best when the basis has been
built based on itself. It is also seen that when the basis is built for a single design, but used to analyse all others, the
performance slowly degrades away from the target realisation. For small differences between the design realisations,
as treated in this paper, it appears that the behaviour of using the eroded, intermediate and dilated are similar for a
given design iteration.

Throughout this work, it has been chosen to use the dilated design for building the basis. The mass matrix in the
eigenproblem, Eq. (9), acts as a filter which selects modes dominant within the solid region. The reason for choosing
the most dilated design, is that the dilated design spans the most area and thus embeds variations in the topology within
the bounds defined by the outline. Thus, it is expected that the dilated basis will be reusable for many design iterations.
If the difference between the design realisations is large, more rigorous selection criteria and possibly combined bases
most likely need to be derived, which is left for future research.

6. Microstructural design examples

Throughout the microstructural design examples, the contrast in stiffness is constant and the Young’s moduli of the
solid and void are Emax = 1 and Emin = 10−9, respectively.

6.1. Double clamped beam with concentrated load

The first numerical example is the double clamped beam with a concentrated load, shown in Fig. 1, as considered
earlier in Section 3.1. The problem is first investigated using the standard single design topology optimisation
formulation and secondly using the robust formulation. The problem is optimised for an increasing number of unit cells
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(a) Mx = 2.

(c) Mx = 8.

(b) Mx = 4.

(d) Mx = 16. (e) Mx = 64.

Fig. 11. Optimised microstructures for the double-clamped beam with a concentrated load. The microstructure is shown for varying number of
cells across the height, Mx ∈ {2, 4, 8, 16}, and the full macrostructure is shown for Mx = 64.

in order to investigate the convergence of the compliance, as well as to compare the speed of the MsFEM–GMRES
iterative solver, combined with the proposed basis re-utilisation scheme, to using the standard MATLAB direct solver.
In order to make a fair comparison between the two, all of the timing runs have been executed on the same computer,
where MATLAB has been restricted to use a single computational thread. The computer is a Dell Precision T7500 with
two Intel Xeon X5650 CPUs and 96 GB memory, running CentOS 6.4 and MATLAB 2013b.

6.1.1. Single design topology optimisation
The problem is first investigated using the standard single design topology optimisation formulation. The following

parameters are used: rmin = 4h, v f = 0.5, β = 64, η = 0.5, λΩ = 6.5 × 10−4, εrel = 10−6.
Fig. 11 shows the optimised periodic microstructures for the double-clamped beam with a concentrated load in

the centre. The microstructure is shown for increasingly smaller unit cell sizes. The number of unit cells across the
height of the beam is characterised by Mx = B/H , which will be used throughout the paper. It is observed that
the microstructure converges very fast and the overall topology does not qualitatively change for Mx > 4, therefore
only a select few have been shown out of the investigated set, Mx ∈ {2, 4, 6, 8, 12, 16, 32, 64}. This trend was also
observed in [17] for the same problem, although the optimised designs differ. This difference in topology is likely due
to a difference in the effective length scale of the current approach and that of [17]; the former using density filtering
combined with a projection at η = 0.5 and the latter using BESO.

For the optimised structures shown in Fig. 11, it is observed that the compliance increases as the number of unit
cells is increased. This is attributed to the increased restriction of the design freedom imposed through the increased
periodicity and is also observed in [17]. It is also seen that the MsFEM–GMRES approach gives qualitatively the same
topologies as when using a direct solver, however, slight deviations are observed in the compliance values.

From the numerical experiments of this section, it is also observed that in terms of average time per design iteration,
the direct solver approach is faster for smaller problems, but that the MsFEM–GMRES approach becomes faster for
larger problems, Mx > 6, as expected. For Mx = 16 the observed average times are 59.44 and 83.41 s for the
MsFEM–GMRES and direct approaches, respectively. The relative difference is 28.7% and thus, the savings in time
are quite substantial. Using a linear fit, the projected reduction in time for Mx = 32 and Mx = 64 is 41.0% and for
54.3%, respectively. However, for Mx = 64 it has been observed in practice that it takes approximately 26 h for 200
design iterations. This yields a significantly lower average time per design iteration than the projected, yielding an
expected reduction in time of 79.2%. Furthermore, a total time of 26 h is quite impressive when considering that the
optimisation was performed using MATLAB restricted to a single computational thread and taking into account that
for Mx = 64, the total number of elements is 13,107,200 and the total number of degrees of freedom is 26,229,762.
It should be noted that this problem was also solvable using a direct solver on the same machine, but the time taken
for a single design iteration was so immense that the job was not allowed to finish.
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(a) Mx = 2. (b) Mx = 4. (c) Mx = 16.

Fig. 12. Optimised robust microstructures for the double-clamped beam with a concentrated load. The microstructures are shown for varying
number of cells across the height, Mx = {2, 4, 16}.

(a) Eroded. (b) Intermediate. (c) Dilated.

Fig. 13. The three realisations of the optimised robust microstructures for the double-clamped beam with a concentrated load and Mx = 16.

6.1.2. Robust topology optimisation
The problem is secondly investigated using the robust topology optimisation formulation. The following parameters

are used: rmin = 4h, v f = 0.5, β0 = 16, β1 = 64, p1 = 5, η = 0.3, λΩ = 6.5 × 10−4, εrel = 10−6.
Fig. 12 shows the optimised robust periodic microstructures for the double-clamped beam with a concentrated

load in the centre. As for the single design case, it can be seen that the microstructure converges very fast and the
overall topology does not qualitatively change for Mx > 4, therefore only a select few have been shown out of the
investigated set, Mx = {2, 4, 6, 8, 12, 16}. It is interesting to note, that the robust topologies are very similar to the
optimised topologies presented in [17]. The main difference is that the topologies presented in Fig. 12 have been
optimised to be robust with respect to erosion and dilation of the design, which can be seen in Fig. 13 for Mx = 16.
Comparing the non-robust and robust topologies, Figs. 11 and 12 respectively, it can be observed that the small
horizontal and vertical bars in the left- and right-hand side of the unit cell of the non-robust design are not present in
the robust designs. This is due to the length scale imposed by the robust formulation, as opposed to the lack of length
scale for the non-robust result.

As for the non-robust case, it is observed that the compliance increases as the number of unit cells is increased. It is
also seen that in terms of average time (total for all three realisations) per design iteration, the direct solver approach
is faster for smaller problems, but the MsFEM–GMRES approach becomes faster for larger problems, Mx > 8. For
Mx = 16 the observed average times were 188.91 and 246.68 s for the MsFEM–GMRES and direct approaches,
respectively. The relative difference is 23.4% and thus, the savings in time are also quite substantial for the robust
case. Using a linear fit, the projected reduction in time for Mx = 32 and Mx = 64 is 36.8% and 49.5%, respectively.

The observed cross-over point is higher for the robust case, which likely is due to a higher computational cost per
design iteration. This higher computational cost is associated with the fact that the spectral coarse basis is formed
for the dilated design and applied to all three realisations of the design. As expected, the iterative solution of the
intermediate and eroded designs, using the spectral coarse basis based on the dilated design, needs more iterations
to converge to the specified tolerance. For the adopted approach of using a moderately high β0, the three realisations
are significantly different in the initial phase of the optimisation process when the topology is being formed. It is in
this phase, where large differences in iteration numbers are observed, especially for the eroded case. Fig. 14 shows
the number of GMRES iterations during the optimisation process for Mx = 16. It can be seen that around design
iterations 25–35, the number of GMRES iterations for the eroded design peaks at over 100. It is observed that the
peak in GMRES iterations occurs at the same time as the designs are changing very quickly. When the topology has
formed and the three realisations are similar, the performance can be seen to become much better and the difference
in the number of GMRES iterations is relatively small. One could argue that it would be better to adopt the usual
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Fig. 14. The number of GMRES iterations as a function of design iteration for the double clamped beam with a concentrated load using the robust
formulation and Mx = 16.

Fig. 15. Illustration and dimensions of a cantilever beam subjected to a distributed force along the right-hand side. The beam is made up of three
layers containing separate periodic microstructures with square unit cells.

β-continuation, since these problems are not observed for this approach, because the realisations are very similar
throughout the optimisation process. However, it has been observed that the presented approach needs significantly
fewer design iterations to produce a competitive design and the approach is thus still faster, even with the increased
computational time associated with the mismatch of the realisations. Improvement of the spectral basis for robust
topology optimisation is a subject of future research.

6.2. Cantilever beam with distributed load

In order to demonstrate the methodology for design domains with multiple microstructural layers, a cantilever, as
shown in Fig. 15, is investigated. The cantilever beam is subjected to a distributed force in the positive x-direction
along the right-hand side. The height of the beam is set to B = 1, the length to L = 2 and the size of the force is set
to P = 0.01 per unit length. The beam is made up of three layers with equal thickness, each subdivided into square
coarse cells, with an edge length of H , containing a locally periodic microstructure. Each coarse cell is discretised with
40 by 40 linear finite elements. The following parameters are used: rmin = 4h, v f = 0.5, β0 = 16, β1 = 64, p1 =

5, λΩ = 6.5 × 10−4, εrel = 10−6.
The problem is first investigated for a single periodic microstructure and afterwards for a varying number of coarse

cells across the thickness of the three layers. Finally, the problem is investigated for varying thickness of the outer two
layers.

6.2.1. Single periodic robust microstructure
This problem was also investigated in [17], however, in the present work, the distributed load is in direct contact

with the design domain, whereas a solid non-design region was included in [17] in order to allow for a direct
comparison with results obtained through homogenisation. This is not done in the current work, in order to highlight
the fact that by considering the full macroscopic structure, one actually obtains a design that automatically takes the
boundary and loading conditions into account.

Fig. 16 shows the optimised robust microstructures for the cantilever beam with a distributed load along the right-
hand edge. It can be observed that, unlike for the double clamped beam problem of Section 6.1, the microstructure
does not converge within the observed range of unit cell refinement. It can be seen that the microstructure has the
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(a) Mx = 2. (b) Mx = 4. (c) Mx = 8. (d) Mx = 12. (e) Mx = 16.

(f) Mx = 2. (g) Mx = 16.

Fig. 16. Optimised robust microstructures for the cantilever beam with a distributed load. The microstructures are shown for varying number of
cells across the height, Mx = {2, 4, 8, 12, 16}. The full macrostructures are shown for Mx = 2 and Mx = 16.

(a) Eroded. (b) Intermediate. (c) Dilated.

Fig. 17. The three realisations of the optimised robust microstructures for the cantilever beam with a distributed load and Mx = 4.

same overall topology from Mx = 4–16, but that the size of the holes are changing. By performing a cross-check
analysis, this development in the topology appears to be due to local minima. This is not considered as important for
the current study, as the aim of this paper is not to investigate the convergence of the unit cell design with respect to
unit cell size.

Comparing the microstructures in Fig. 16 to those presented in [17], an important difference is the vertical bar
at the right-hand side of the unit cell. This vertical bar is needed for the unit cells in contact with the distributed
load and due to the imposed periodicity it exist in all unit cells within the beam, as seen in Fig. 16(f) and (g).
Of course, this leads to an increasingly sub-optimal design within the design domain, as the vertical bar is only
needed at the very edge. But as already stated, it is seen as important to illustrate that the presented methodology, of
taking the entire macrostructure into account, ensures a physically valid design with respect to boundary and loading
conditions. The optimised microstructures can be seen to exhibit a combination of bending and shear stiffness, the
first characterised by the horizontal bars and the latter characterised by the cross-like members. This is as expected,
as forcing the microstructure to be the same all over the short beam, ensures that the microstructure needs to exhibit
both characteristics.

Fig. 17 shows the three realisations of the final optimised design for Mx = 4. Here it can be clearly seen, that
the design is robust with respect to erosion and dilation. It is important to point out that the vertical bar ensuring
connection to the distributed load is ensured for the eroded design also, as seen in Fig. 17(a).

6.2.2. Three-layered robust microstructure
One of the main benefits of analysing the full macrostructure with all microstructural details resolved, is the ability

to design structures with varying microstructure and ensuring that these microstructures are connected. The presented
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Fig. 18. Optimised robust layered macrostructure for the cantilever beam with a distributed load for Mx = 18 and layer thickness


6
18 , 6

18 , 6
18


.

implementation has the ability to optimise layered microstructures. The cantilever beam with a distributed load along
the right-hand edge is split into three layers of equal thickness each made up of a number of periodic cells, as illustrated
in Fig. 15.

Fig. 18 shows the full macrostructure with optimised robust layered microstructures for Mx = 18 with layer
thickness


6

18 , 6
18 , 6

18


, where the first entry denotes the relative thickness of the top layer, the second denotes

the middle layer and the third denotes the bottom layer. It can clearly be seen that different microstructures exist
in the three layers. As expected, the top and bottom layers exhibit microstructures with a high bending stiffness,
characterised by the thick horizontal bars, whereas the middle layer exhibits a microstructure with a high shear
stiffness, characterised by the cross structure. This is perfectly in line with the stress distribution of a short beam
under bending; high axial stresses near the top and bottom and high shear stresses in the middle. Furthermore, due to
the skew-symmetry of the stress distribution, the optimal topology should be symmetric [48] which is also observed
for the optimised designs. It is important to note that no symmetry has been imposed during the optimisation process.
It is observed that the average compliance does not change significantly with respect to increasing the number of
coarse cells. Also, the microstructural topology does not change significantly and these are therefore not shown.

It is important to note that small seemingly useless features can appear at the interfaces of the microstructural
cells when dealing with multiple blocks. These small features are artefacts resulting from the very tough connectivity
constraints imposed through the filtering procedure. In effect one imposes that all horizontal interfaces between any
two given coarse cells should be the same. Generally it is observed that the microstructures that develop a clear
topology first, that is the ones with the largest sensitivities, have a dominant influence on the interfaces. This is as
expected, but the filtering procedure ensures connected microstructures that have as smoothly connected interfaces
as possible in order to ensure manufacturability. When the design is further relaxed into multiple layers with unique
microstructures, as shown in Section 6.3, these artefacts do not occur because internal periodicity is not required in
the vertical direction.

6.2.3. Three-layered robust microstructure of variable thickness
The three-layered cantilever beam with a distributed load along the right-hand edge is now investigated for varying

thickness of the outer layers. Fig. 19 shows the optimised robust microstructures for the three-layered cantilever beam
with a distributed load for varying outer layer thickness. It can be seen that the microstructure of the middle layer
does not change significantly when the thickness of the outer layers is reduced, in turn leading to an increase in the
thickness of the middle layer. It should be noted, that although the topologies for


3

18 , 12
18 , 3

18


and


2

18 , 14
18 , 2

18


appear

significantly different than for the others, they are merely the same topology as the others but shifted vertically half
a coarse cell. However, the topology of the outer layers does change quite significantly as the thickness of the outer
layers is reduced. It appears that the outer cells are becoming more dense and this is supported by looking at the local
volume fraction of the outer coarse cells. Fig. 20(b) clearly shows that as the thickness of the outer layers is reduced,
the local volume fraction of material is increased in the outer layers. On the contrary, the local volume fraction of
material in the middle layer is more or less constant. Fig. 20(a) shows the average compliance and it can be seen
that as the thickness of the outer layers is reduced, the compliance decreases. Despite the compliance anomaly for

3
18 , 12

18 , 3
18


, likely due to a local minimum of the optimisation problem, it is concluded that it is beneficial to have
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Fig. 19. Optimised robust microstructures for the cantilever beam with a distributed load for three layers of varying outer layer thickness.

(a) Average compliance. (b) Local volume fraction.

Fig. 20. Average compliance and local volume fractions as a function of the relative thickness of the outer layers for the three-layered cantilever
beam with a distributed load.

(a)


4
18 , 10

18 , 4
18


. (b)


2

18 , 14
18 , 2

18


.

Fig. 21. Optimised robust layered macrostructure for the cantilever beam with a distributed load for two selected layer thicknesses.

thin outer layers with very high volume fractions and a thick middle layer with a relatively low volume fraction. This
is perfectly in line with sandwich theory, where very thin and axially-stiff plates are joined to a low-density shear-stiff
core in order to best resist the high axial stresses near the top and bottom and high shear stresses in the middle.

In order to fully appreciate the adaptivity of the approach to the varying outer layer thickness and the relation to
sandwich theory, Fig. 21 shows the full macrostructure for two select layer thicknesses:


4

18 , 10
18 , 4

18


and


2

18 , 14
18 , 2

18


.

Here it can be clearly seen that the middle microstructure topology is essentially the same and that the outer layers
become increasingly dense.
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Fig. 22. Illustration and dimensions of a cantilever beam subjected to a concentrated force at the bottom rightmost corner. Every layer has a unique
microstructure which is periodic in the horizontal direction only.

Fig. 23. Optimised robust layered macrostructure for the cantilever beam with a concentrated load for Mx = 24.

6.3. Cantilever beam with concentrated load

In closing, in order to showcase the capabilities of the proposed methodology, a cantilever beam with a concentrated
load at the lower right-hand corner is optimised where every layer of microstructure is different. Fig. 22 shows the
problem layout, where it can be seen that every layer has a unique microstructure which is periodic in the horizontal
direction only. A small change is made to the filtering procedure, described in Section 4.6, which is that internal
periodicity in the vertical direction is no longer required. That is, the constraints applied on the horizontal edges of
the microstructures, see Fig. 6(b), are no longer imposed and the filtering domain essentially becomes a single vertical
slice of the design domain with periodic boundary conditions in the horizontal direction. The following parameters
are used: rmin = 6h, v f = 0.3, β0 = 8, β1 = 32, η ∈ {0.3, 0.5, 0.7} , λΩ = 5 × 10−4, εrel = 10−6.

Fig. 23 shows the optimised robust macrostructure for the cantilever beam with a concentrated load and twenty-
four layers, Mx = 24. It can be seen that the microstructural details vary continuously throughout the thickness. Many
layers are similar with small variations, due to gradual change of the principal strain directions. The top and bottom
layers exhibits bending stiffness, where most of the inner layers exhibit shear stiffness. It can be noticed that there is
a horizontal bar of material in a layer just below the middle. This is likely due to convergence to local minima, due
to the rather aggressive continuation approach used. It has been observed that these features are less likely to appear
when robustness is not required, however, they do still appear at times and the problem increases with an increasing
number of layers. The problem appears to be due to the propagation of the design information during the optimisation
procedure, where the topologies of the local microstructural details are determined at very different speeds. Thus, the
topologies of some layers are uniquely determined by the surrounding, already formed, layers.

7. Conclusion

The presented approach treats the optimisation of manufacturable microstructural details with respect to the
macroscopic response, while resolving all microstructural details as compared to the homogenisation approach. This
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results in an optimisation that takes localised behaviour, such as boundary conditions and forces, into account and
ensures microstructures tailored for a specific application rather than specific properties. The approach is fully flexible
and can treat microstructural details with and without clear separation of length scale compared to macrostructure.
Finally, the approach yields robust and manufacturable solutions, with smoothly connected and continuously varying
microstructural details in one direction. A further advantage of the proposed methodology, is that the application of the
MsFEM–GMRES solver allows for huge problems to be solved in MATLAB and that it exhibits contrast-independent
behaviour ensuring fast computations for topology optimisation problems with microstructural details, as well as
providing a single preconditioner able to analyse many realisations within the robust approach.

7.1. Future work

For the presented problems, the addition of local constraints on the minimum void volume fraction in each unique
microstructure cell is a cheap way to ensure a maximum length scale, similar to [29]. Of course, the number of local
constraints increases with the amount of unique microstructures, that is the number of layers. This approach has been
tested successfully, however, it does not show significant differences for the presented problems with relatively low
volume fractions. The extension to other local constraints will be investigated in future work.

A full comparison of the presented approach to homogenisation for varying microstructural details is part of current
research, which will include investigations on the possibility of using the presented methodology to find the optimal
design for cores of sandwich beam, plate and shell structures.

The extension of the MsFEM–GMRES solver to three-dimensional general topology optimisation problems in a
large scale parallel framework [31,49] is currently being pursued. Here the computational performance of the method
is expected to excel due to the inherent parallelisation properties of the decoupled local problems.
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Abstract The aim of this book chapter is to demonstrate amethodology for tailoring
macroscale response by topology optimizing microstructural details. The microscale
and macroscale response are completely coupled by treating the full model. The
multiscale finite element method (MsFEM) for high-contrast material parameters is
proposed to alleviate the high computational cost associated with solving the discrete
systems arising during the topology optimization process. Problemswithin important
engineering areas, heat transfer and linear elasticity, are considered for exemplifying
the approach. It is demonstrated that it is important to account for the boundary effects
to ensure prescribed behavior of the macrostructure. The obtained microstructures
are designed for specific applications, in contrast to more traditional homogenization
approaches where the microstructure is designed for specific material properties.

1 Introduction

The focus of this book chapter is on the topology optimization of microstructural
details for tailoring the macroscale response of mechanical and heat transfer sys-
tems. Topology optimization [7] is an iterative design process which distributes
material in a design domain by optimizing a prescribed objective and satisfying a
set of constraints. In mechanical and structural engineering applications, the typi-
cal objective is to maximize structural stiffness subjected to material constraints, or
minimize material volume subjected to stiffness constraints. Over the last decade
topology optimization has become one of the preferred design tools in the auto-
motive and aerospace industries. In addition, the method has spread to other dis-
ciplines for design of optical crystals and circuits, antennas and fluid mechanics
systems [14, 30].
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The main burden in topology optimization is the computational cost associated
with modeling the physical behavior of the optimized system. The system response
is evaluated for each optimization iteration. Relatively coarse discretizations are uti-
lized in order to save computational time. Refining the discretization improves the
physical model and provides a larger solution space for the optimization process.
Therefore, one of the main goals in the development of the methodology is to
reduce the computational complexity without restricting the design freedom. Several
approaches like material homogenization, coupled and decoupled multiscale models
and efficient state solvers, discussed below, are suggested in the literature.

The systematic design of novel materials with extremal properties using topology
optimization has been demonstrated in several papers starting with the pioneering
work for 2D designs presented in [28, 29] to the recent manufacturable 2/3Dmaterial
designs with negative Poisson’s ratio [5, 35]. The optimization is performed on peri-
odic microstructures with the aim to achieve prescribed effective properties. Such
optimization affects indirectly the macroscopic response and an alternative multi-
scale approach to the topological design is to introduce homogenizedmicrostructural
properties in the optimization of a macrostructural response. This coincides with the
original homogenization approach to topology optimization presented in [6]. The
macroscale design is realizedwith homogenizedmaterial properties without the need
to precisely specify the unit cell topology. Later a hierarchical optimization strategy
has been applied to bone modeling [12, 13] where the microscopic structure and
the macroscopic density are designed simultaneously. The macroscale response is
decoupled from the microscale and the microstructural details affect the macroscale
response through the homogenized material properties. The scale separation reduces
the computational cost, however, the design often lacks connectivity between the
varying microstructural details. Furthermore, practical realizations of such designs
with modern manufacturable technologies (e.g. [5]) lead to finite size periodic cells,
which contradict the infinite periodicity assumption applied in the homogenization
process.

Here, themacroscale response of the system is completely coupled to the structural
response at the microscale. The fine discretization of the physical system requires the
solution of large linear systems of equations. The system response can be obtained
using direct or iterative solvers. Direct solvers are often preferable due to their robust
behavior, however, for large 3D problems, the computational time becomes pro-
hibitive even on large parallel systems. On the other hand, even though they lack
the robustness of direct solvers, iterative solvers provide scalable and easy to imple-
ment parallel solutions. Their convergence is improved by utilizing precondition-
ing techniques [26] which in the context of topology optimization are discussed in
[1, 2, 4].

Here iterative solvers with preconditioning using the multiscale finite element
method (MsFEM) for high-contrast media are utilized, in order to speed up the
design process and to allow the optimization of large scale problems without com-
promising the resolution. The original MsFEM [19] represents the system behavior
by constructing basis functions on a coarse grid. The coarse basis functions provide
a good approximation to the system response and reduce significantly the problem
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size. Themethod has been appliedmainly to scalar problems, and recently extensions
to elasticity [11] and problems modeled by positive definite bilinear forms [17], have
been demonstrated as well. The MsFEM for high-contrast media [18] constructs
several basis functions per coarse node, which represents well the important features
of the solution with a convergence rate independent of the contrast. The method has
been extended and applied to topology optimization problems in linear elasticity in
[3, 22] and is presented in details in Sect. 5.

2 Physical Models

The partial differential equations (PDEs) governing the physical behavior for heat
transfer and linear elasticity are introduced for 2D in the following subsections. The
presented examples follow this simplification. However, the approach considered in
this book chapter can be extended to 3Dwithout any significant modifications, which
will be demonstrated in following works.

2.1 Heat Transfer

The system response for heat transfer problems in a conductive medium distributed
in a given domain Ω is governed by the following PDE

− ∇Tq + p (x) = 0 x ∈ Ω (1)

where q is the heat flux per unit area and p (x) is a source term. The conductive heat
flux q is obtained from Fourier’s law as

q = −κ∇θ (2)

where κmin ≤ κ (x) ≤ κmax is a spatially-varying conduction coefficient and θ

is a scalar temperature field defined over the domain Ω . The boundary Γ = ∂Ω is
decomposed into disjoint subsetsΓ = ΓD ∪ ΓN . The following boundary conditions
are prescribed on the different subsets

θ = 0 on �D (3)

qn = g on �N (4)

where qn = qTn.
The variational formulation [9] of the above problem is to find u ∈ H0 (Ω) such

that

a (u, v) = l (v) for all v ∈ H1
0 (Ω) (5)
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where the bilinear form a and the linear functional l are defined as

a (u, v) =
∫

Ω

κ (x) ∇u (x) ∇v (x) dx for all u, v ∈ H1
0 (Ω) (6)

l (v) =
∫

Ω

p (x) v (x) dx +
∫

ΓN

κ (x) gv (x) dx for all v ∈ H1
0 (Ω) (7)

and H1
0 (Ω) is defined as

H1
0 (Ω) =

{
v ∈ H1 (Ω) : v = 0 on ΓD

}
(8)

H1 (Ω) is a standard Sobolev space on Ω . The Galerkin formulation of Eq.5 is
obtained using the finite element spaceVh (Ω) ⊂ H1

0 (Ω)with test and trial functions
u, v ∈ Vh (Ω). The space Vh (Ω) consists of standard Lagrange shape functions
defined on a uniform rectangular meshT h with characteristic length h. TheGalerkin
formulation leads to a linear system of equations of the form

Ku = f (9)

where the vector u consists of all nodal values of the temperature field θ and f is a
vector with the supplied input to the system.

2.2 Linear Elasticity

The response of a linear elastic system is governed by the Navier-Cauchy partial
differential equation, e.g. [9], given as

∇ · σ (u) + f(x) = 0, x ∈ Ω (10)

σ (u) = C : ε (u) (11)

where σ is the stress tensor, ε is the linearized strain tensor, the vector u consists
of the displacements in the coordinate directions and C is the linear elastic stiffness
tensor. The vector function f (x) represents the system input. The mechanical system
occupies the bounded domainΩ , where the boundaryΓ = ΓDi ∪ ΓNi is decomposed
into two disjoint subsets for each component ui , i = 1, 2. ΓDi is the part of the
boundary where ui = 0 and ΓNi denotes the part with prescribed traction ti . The
stiffness tensor is isotropic with predefined Poisson’s ratio ν < 0.5 and spatially-
varying Young’s modulus Emin ≤ E (x) ≤ Emax.

The weak formulation of the linear elasticity problem is to find u ∈ V0 such that

a (u, v) = l (v) for all v ∈ V0 (12)
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with bilinear form a and linear functional l defined as

a (u, v) =
∫

Ω

(C : ε (u)) : ε (v) dx for all v ∈ V0 (13)

l (v) =
∫

Ω

f · vdx +
∫

ΓN

t · vdx for all v ∈ V0 (14)

where the space V0 is defined as

V0 =
{

v ∈
[

H1 (Ω)
]2 : vi = 0 on ΓDi , i = 1, 2

}
(15)

The weak formulation is discretized using standard finite element functions defined
on uniform rectangular mesh T h . Similar to the heat transfer case, the discrete
formulation results in a linear system of the form given by Eq.9 with vector u
consisting of all nodal displacements.

3 Topology Optimization Formulation

Topology optimization is an iterative method that seeks to distribute material in
a given design domain by optimizing an objective functional and fulfilling a set
of design constraints [7]. The material distribution is represented by a density field
0 ≤ ρ (x) ≤ 1.Thedensityfield takes values one for all points in the designdomainΩ

occupiedwithmaterial and zero for the void regions. In order to utilize gradient-based
optimization techniques, the density field is allowed to take intermediate values.

The main steps in the topology optimization algorithm will be demonstrated first
for thermal compliance minimization, which coincides with the first example in
Sect. 6. The optimization problems is defined as

min
ρ∈Qad

:c (ρ, u) =
∫

Ω

κ (ρ (x)) ∇u (x) ∇u (x) dx (16)

s.t. a (ρ; u, v) = l (v)∫

Ω

ρdx ≤ V ∗

whereQad is the space of admissible densitymaterial distributions, V ∗ is the allowed
volume of material and a (ρ; u, v) is the bilinear from given by Eq.6. In the opti-
mization problem, the bilinear form Eq.6 depends on the density field ρ. The heat
conduction coefficient in Eq. 2 is interpolated between κmin and κmax using the mod-
ified SIMP scheme [7] given as

κ = κmin + (κmax − κmin) ρ p (17)
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where p is the penalization parameter, κmax is the conduction coefficient of the solid
material, and κmin is set to be a very small number in order to ensure that the bilinear
form is coercive. The above optimization problem can be written in discrete form
using the finite element discretization given byEq.9. The design fieldρ is represented
using independent design variables associated to each element. The discrete problem
is given as

min
ρ

: c = fTu (18)

s.t. Ku = f

ρTv ≤ V ∗

0 ≤ ρi ≤ 1 i = 1, . . . , nel

where the vector ρ consists of all design variables and v is a vector with element vi

equal to the volume of the i th finite element.
The optimization problem is solved using the so-called nested formulation, where

the discrete system of equations for the state problem is solved during each opti-
mization step. The gradients of the objective with respect to the design variables are
computed using adjoint sensitivity analysis [7] and are given as

∂c

∂ρe
= −pρ p−1

e (κmax − κmin) uT
e K0,eue, e = 1, . . . , Nel (19)

The design update is performed using the method of moving asymptotes (MMA)
[31].

The optimization problem defined by Eq.18 is mesh dependent. Instead of obtain-
ing a better representation of a coarse optimized topology, the optimization might
result in a completely different topology by refining the mesh. Such behavior is
avoided here by utilizing density filtering [8, 10]. The filtered density ρ f (x) at a
point x in the design domain is obtained using convolution of the original design
field ρ and a filter function

ρ f (x) =
∫

Ω

F (x − y) ρ (y) dy (20)

The filter function is chosen to be

F (x) = 1

R

(
1 − |x |

R

)
, x ∈ [−R, R] (21)

where R is the filter radius, which controls the length scale. Instead of using an
explicit weighting function F (·), the filtered field can be obtained as a solution of a
PDE [24] given as

− r2 � ρ f + ρ f = ρ (22)
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with r = R/(2
√
3). The PDE filter simplifies the enforcement of different boundary

conditions on the density field, reutilizes the already developed discretization frame-
work for solving the state problem, simplifies large scale parallel implementations
of the topology optimization process, and reduces the computational cost in 3D [1,
2, 24]. The classical filter is utilized for the heat transfer example and the PDE filter
is utilized for the linear elastic designs.

4 Robust Design

The filtered field consists of large gray regions which require post-processing of the
optimized results. Such a transformation can affect the optimality of the solution
and in many cases [34] completely destroy the performance of the optimized design.
These post-processing effects are alleviated here by using projection and introducing
a requirement on the performance to be insensitive with respect to uncertainties in
the geometry [23, 34]. The physical density in this case is represented by a projected
density field obtained as

ρp = tanh (βη) + tanh
(
β

(
ρ f − η

))

tanh (βη) + tanh (β (1 − η))
(23)

where η is a selected threshold and β controls the sharpness of the projections. For
β → ∞ the above expression approaches a Heaviside function. The gradients of the
objective functional and the constraints with respect to the original design field ρ are
obtained by the chain rule.

The projection improves the contrast in the design, however, the length scale
imposed from the filter is lost. All manufacturing processes introduce uncertainties
in the realizations of the optimized designs, whichmight result in complete loss of the
performance [21, 34, 36]. Imperfections along the design perimeter can be modeled
by varying the threshold η in Eq.23, and for cases with non-uniform uncertainties
the threshold can be replaced with spatially-varying random field [27].

Here the threshold is assumed to be a random variable with uniform distribution
η ∈ [ηd; ηe], where the threshold ηd corresponds to the most dilated design and ηe

corresponds to the most eroded case. The optimization problem is posed as follows

min
ρ

: c = E
[
fTu

]
+ w

√
Var

[
fTu

]
(24)

s.t. Ku = f

E
[
ρTv

]
≤ V ∗

0 ≤ ρi ≤ 1 i = 1, . . . , nel
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where E [·] and Var [·] denote the expected value and the variance of a given quan-
tity, and w is a weight factor. The state problem in the above formulation becomes
stochastic and approximations to expectation and the variance are obtained using
Stochastic collocation and Monte Carlo sampling [25]. The gradients are computed
as described in [23].

5 Multiscale Finite Element Method

Topology optimization is an iterative approach which requires the computation of
the state solution, and possibly adjoint solution also, at every design iteration. Often,
the required state and adjoint field computations account for more than 95–99% of
the total computational time [2]. The solution for small problems is usually obtained
using direct solvers due to their robustness. Realistic 3D and large 2D designs with
fine details require fine resolutions, which makes the computational cost prohibitive.
An alternative is to use iterative solution techniques [26] also known as Krylov iter-
ative methods. Iterative solvers alleviate some of the issues observed with direct
solvers in terms of memory utilization and parallel scalability. However, their con-
vergence speed is determined by the condition number of the system matrix, which
can be improved by preconditioning.

Classical preconditioners such as incomplete factorization, diagonal scaling and
successive over-relaxation, cannot provide mesh independent convergence. Further-
more, for problems with high contrast between material parameters, as the ones
arising in topology optimization, the number of iterations increases with increas-
ing contrast [2, 4]. Mesh independent convergence can be obtained using geometric
multigrid (MG) [33], if the coarse grid is capable of resolving the fine scale details.
Such a condition cannot be guaranteed in the topology optimization process which
results in deteriorated convergence. A compelling alternative demonstrated in [15,
18, 20] is the multiscale finite element method (MsFEM) with spectral basis func-
tions.

MsFEM with spectral bases has initially been developed for diffusion type prob-
lems [18, 20], for general bilinear forms [17], and extended later for topology opti-
mization problems in linear elasticity [3, 22]. Here the method is presented for heat
transfer problems and follows closely [18]. The idea is to construct a coarse space
capable of representing the important features of the solution.

The fine mesh T h utilized for the discretization of Eq.1 and 2 is assumed to be
obtained by a refinement of a coarser one T H = {

K j
}Ncc

j=1, where K j denotes a
coarse mesh cell and Ncc the number of coarse cells (e.g. Fig. 1). The nodes of the
coarse mesh are denoted as {yi }Nc

i=1, where Nc denotes the number of coarse nodes.
The neighborhood of node yi is defined as

ωi =
⋃ {

K j ∈ T H : yi ∈ K j

}
(25)
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H

h

q

ωi

Fig. 1 Illustration of fine, coarse mesh and several agglomerates for cantilever beam subjected to
distributed load q

The neighborhoods ωi , i = 1, . . . , Nc, will be called agglomerates as they can be
viewed as a group of coarse elements agglomerated together.

A set of coarse basis functions
{
φi, j , j = 1, . . . , Nc

}
, defined with respect toT h ,

is introduced for each coarse node y j . An approximation to the solution in the coarse
space is sought as uc = ∑

i, j ci, jφi, j . The coefficients ci, j are determined by solving
the coarse problem Kcuc = fc, with

Kc = RcKRT
c (26)

fc = Rcf (27)

where Rc = [
φi,1, φi,2, . . . , φNc,1, φNc,2, . . .

]
consists of all coarse basis functions

defined on the fine scale grid, and uc consists of all coefficients ci, j . The matrix
Rc provides a map between temperature fields defined on the fine and the coarse
grids. An approximation to the nodal solution in the fine space can be obtained as
ua = RT

c uc.
The set of coarse basis functions is built using the set of eigenmodes of local

eigenvalue problems [18] defined on each agglomerate ωi . The eigenvalue problem
for agglomerate ωi is given as

− ∇Tκ (x) ∇u = λκ (x) u, x ∈ ωi (28)

with homogeneous Neumann boundary conditions on the agglomerate boundary if
∂ωi ∩Γ = ∅, and boundary conditions applied to Eq.1 on ∂ωi ∩Γ �= ∅, where Γ is
the boundary of the design domainΩ and ∂ωi is the boundary of the agglomerateωi .
The eigenvalue problem is discretized using Vh (ωi ) = {vh ∈ Vh : supp vh ⊂ ωi }
and in matrix vector form is given as

Kωi ψ
ωi
j = λ

ωi
j Mωi ψ

ωi
j (29)
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where Kωi is the stiffness matrix, Mωi is a mass matrix, ψ
ωi
j is the j th eigenvec-

tor, and λ
ωi
j is the j th eigenvalue. The eigenvalues are ordered as λ

ωi
1 ≤ λ

ωi
2 ≤

· · · ≤ λ
ωi
j ≤ . . . , and the first eigenvectors corresponding to eigenvalues smaller

than a selected threshold λΩ are selected to form the coarse basis. The coarse basis
functions, represented on the fine grid, are defined as φi, j = ξiψ

ωi
j , i.e., they are con-

structed by multiplication of the eigenfunctions ψ
ωi
j with a partition of unity {ξi }Nc

i=1

subordinated to ωi such that ξi ∈ H1 (Ω) and |∇ξi | ≤ 1/H, i = 1, . . . , Nc, where
H is the characteristic length of a coarse element K . Hence, for each coarse node,
the basis functions

{
φi, j

}
are defined as the fine space finite element interpolants

of ξiψ
ωi
j , j = 1, . . . , Ni , where Ni is determined as the number of eigenvalues

smaller than the globally selected threshold λΩ . It is important to note that, since
the eigenvalue problem defined on agglomerate ωi and the full problem share the
same boundary conditions on the common boundaries, the eigenfunctions and hence
the coarse basis functions automatically fulfill the boundary conditions of the global
problem. The construction process of several coarse basis functions is exemplified
in Fig. 2.

In [18] the coarse system is utilized as a solver, where the accuracy of the coarse
approximation depends on the global threshold λΩ , which controls the number of
the basis functions and the computational cost. For topology optimization problems

Eigenmodes:

Partition of unity:

Coarse basis:

Fig. 2 Illustration of spectral basis construction
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using the nested formulation, the optimizer can take advantage of the approxima-
tion error. As discussed in [22], the optimization for linear elasticity might result
in isolated islands of material. Such topologies are not optimal and appear due to
the homogenization effect of the approximation. Therefore, here the coarse solver
is utilized as a preconditioner for iterative solvers applied to the fine-scale problem.
Using the coarse systemas a preconditioner results inmesh- and contrast-independent
number of iterations for the Preconditioned Conjugate Gradient (PCG) and the Gen-
eralized Minimal Residual Method (GMRES). In [20] the coarse space is utilized
in a two-level additive Schwarz preconditioner. Instead of implementing local sub-
domain solvers for the Schwarz preconditioner, here, the coarse space is utilized as
a coarse-level in a two-level multigrid preconditioner for GMRES (e.g. [33]). The
smoothing is performed by a single symmetric Gauss-Seidel step.

The time consuming part of the MsFEM algorithm is the construction of the
coarse basis and the projection given by Eq.26. Several strategies for reducing the
computational cost are discussed in [3, 22]. The main idea utilizes the fact that
the design changes during the optimization process are relatively slow and hence
consecutive design realizations can share the same coarse basis. When the difference
in the topologies for the reference and the current design becomes large, the basis
is updated. A heuristic rule is suggested in [3] where the basis is updated when the
solver iterations exceed the previous iteration number by more than a given limit.
More rigorous criteria is a subject of future research. In the stochastic case, the basis is
constructed for the most dilated design and utilized for all realizations which further
reduces the computational cost. For linear elastic problems, theMsFEM coarse basis
algorithm follows the same steps and is demonstrated in [3, 22].

6 Numerical Examples

6.1 Heat Sink Design

The first example is the topology optimization of thermal compliance. The design
domain is shown in Fig. 3. The temperature T0 is set to zero. The conduction coeffi-
cient of the solid material is set to one and the conduction of the void region is 10−6.
The volume occupied with solid material is restricted to be 50% of the total volume.
Uniform heat flux is supplied over the design domain. The penalization factor p is
increased from 1.2 to 3.0 after the first 100 iterations. The projection coefficient β is
increased from 8 to 32 after the first 200 iterations. The optimization is performed
with three realizations ηe = 0.7, ηi = 0.5 and ηd = 0.3 of the threshold projec-
tion η ∈ [0.3, 0.7] and are verified by Monte Carlo simulations. Four coarse cell
configurations with 4 × 4, 8 × 8, 16 × 16 and 32 × 32 coarse cells, are selected.
Each coarse cell consists of 40 × 40 elements. The filtering step is performed with
standard hat filter function with radius R = 3h. All coarse cells are kept identical.
The optimization problem in discrete form is given by Eq.24 with w = 1.

123



278 J. Alexandersen and B.S. Lazarov

Fig. 3 Heat sink optimization problem—design domain with dimensions L and B = L/2. Unit
heat flux is applied uniformly over the design domain

Fig. 4 Optimized heat sink topology for 4 × 4, 8 × 8, 16 × 16 coarse cells

Fig. 5 Optimized heat sink coarse cell topology for 4× 4, 8× 8, 16× 16 and 32× 32 coarse cells

Optimized topologies for the heat sink design problem are shown in Fig. 4 and
enlarged cell designs are shown in Fig. 5. The mean objective values for the four con-
sidered cases are 46.3; 12.8; 7.3; 3.7. The decrease in the compliance is due to the
nature of the problem.Theoptimal designwill consists of smaller and smaller features
coveringmore uniformly the design domain due to the distributed flux. Increasing the
number of coarse cells with a constant relative length scale at the microscale, results
in a smaller overall design length scale which improves the objective. The length
scale is imposed with respect to the cell characteristic length and is not related to the
global macroscale. It can be observed that the cell topology is not preserved during
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Fig. 6 GMRES iterations for relative tolerance 10−5. The circles denote the basis updates

the refinement. The GMRES iteration number is kept under 20 with the selected
eigenvalue threshold. Increasing the threshold, decreases the iteration number. How-
ever, as the cost for computing the basis increases, it also results in an increase of
the total computational time [3]. The basis is obtained for the dilated realization,
and thus the GMRES iterations differ between the realizations, as seen in Fig. 6.
An alternative is the reduced basis approach as suggested in [16], which provides
good coarse space for all realizations. However, this increases the computational cost
related to the eigenproblems and results in longer optimization time.

The selection of the eigenvalue threshold is a non-trivial task and needs further
investigations. The value and the computational time depend on the CPU architec-
ture, the implementation of the preconditioner, the eigenvalue solver and the num-
ber of unique agglomerates in the design. For the selected example only ten unique
agglomerates can be identified. As demonstrated in [22],MsFEM can also be applied
to general problems without microstructure. Such an approach removes the restric-
tions on the design space and the design performance is expected to improve further.
However, the design freedom comes at higher computational cost due to the large
number of local eigenvalue problems. All of them are completely independent. Thus,
the MsFEM preconditioner will excel in parallel implementations which are subject
to future research. It should be noted that for the small 2D problems, the total compu-
tational time becomes larger compared to the total time with direct solvers. However,
increasing the problems size leads to shorter computational times for the proposed
approach [3].
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Fig. 7 Boundary conditions
and design domain of
layered cantilever beam
problem with multiple load
cases. The vertical
dimension is B = L/2

6.2 Linear Elastic Designs with Multiple Load Cases

The second example, shown in Fig. 7, is the design of a cantilever beam with two
load cases. For the first load case the only active force is P1 and for the second case
P2. The coarse mesh consists of 16× 8 coarse cells and periodicity is enforced only
in the horizontal direction. The filtering step is performed using the PDE filter with
filter parameter R = 4h, where h is the characteristic length of the fine mesh. Each
coarse cell consists of 40 × 40 elements. The weight coefficient in the stochastic
formulation is set to 1.0. The volume fraction is 30% of the design domain volume.
The Poisson’s ratio is set to ν = 0.3, the modulus of elasticity for the solid is set to
Emax = 1, and the modulus of elasticity for the void material is set to Emin = 10−9.
The rest of the parameters are set to be the same as for the thermal case, except that
the final value of p is set to 5.0. The optimization problem is given as

min
ρ

: c =
nl∑

i=1

E
[
fT
i ui

]
+ w

√
Var

[
fT
i ui

]
(30)

s.t. Kui = fi , i = 1, . . . , nl

E
[
ρTv

]
≤ V ∗

0 ≤ ρi ≤ 1 i = 1, . . . , nel

where nl is the number of load cases.
The optimized design is shown in Fig. 8. In contrast to the designs obtained for a

single active loadpresented in [3], the obtaineddesign is symmetricwith respect to the
horizontal mid-axis and the microstructural details closely resembles triangular truss
structures. Triangular truss-like structures are optimal for problems with changes
of the principal stress orientation for the different load cases. For a single load
case without any restrictions on the design pattern, the optimal design will follow
the principal stress trajectories. The mean compliance is 2.9 for both load cases.
Optimization for a single load case resulted in a mean compliance of 2.5 which as
expected is better for that particular load case, and worse for the load in the other
direction yielding a compliance of 3.8.
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Fig. 8 Intermediate design
realization η = 0.5 for
optimized multiple load
cases cantilever beam
problem

Fig. 9 Boundary conditions
and design domain of
layered beam problem with
multiple load cases

Fig. 10 Intermediate design
realization η = 0.5 for
optimized multiple load case
beam problem

The third example, shown in Fig. 9, is the design of a simply supported beam with
three load cases. The optimization setup parameters are the same as for the previous
example. The optimized intermediate design realization is shown in Fig. 10. The
multiload case design shares some similarities to the single load case with central
active force P2 = 1 shown in Fig. 11. However, a cross-check of the designs show
that it performs better for all three cases in contrast to the single load designs which
perform well only for the corresponding design case. Requiring periodicity in the
horizontal direction implicitly ensures some robustness of the P2 single load case
with respect to a shift of the applied load with a single or multiple coarse cells.
This property is not shared for the single load designs obtained for P1 or P3. The
microstructural details vary along in the vertical direction, however, some of the
layers show similar topology with small variations.

The periodicity requirement implicitly imposes a maximum length scale on the
design [3] as it requires the material to be distributed regularly along the design
domain. Removing the periodicity requirement in the horizontal direction would
provide additional freedom to the optimizer and would allow more material to be
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Fig. 11 Intermediate design realization η = 0.5 for optimized single load case beam problems—P1
is active on the first design (left) and P2 is active on the second design (right)

concentrated in the central areas of the beam, which will result in better performance.
Therefore, such restrictions on the design space should be imposed only for man-
ufacturing, aesthetic or other reasons not related directly to the optimality of the
design. As mentioned earlier, the computational cost of the coarse basis increases
with increasing the design freedom. However, for multiple load cases the basis is
utilized for multiple solutions which makes the approach even more competitive
compared to the alternatives.

6.3 Linear Elastic Designs with Zero and Negative Expansion

The final example is topology optimization of a linear elastic compression test with
restrictions on the horizontal displacements. The boundary conditions and the design
domains are shown in Fig. 12. Two cases are considered: for the first, a solid region
of thickness t = 0.0125 is enforced only on the top of the design domain, and for
the second, the solid region is enforced on the horizontal edges as well. The design
domain is partitioned using 8 × 8 coarse cells with design symmetry with respect
to the vertical axis. Each coarse cell is discretized using 40 × 40 finite elements.
The filtering is performed by the PDE filter with parameter R = 5h. The dilated,
intermediate and eroded design thresholds are set to 0.4, 0.5 and 0.6, respectively.

Fig. 12 Boundary
conditions and design
domains for compression
tests with restrictions on the
horizontal displacements.
Solid regions marked with
thick black line are enforced
on the top edge in the first
case (left) and also on the
horizontal edges in the
second case (right)
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The dimension of the design domain is set to L = 2. Distributed load of total size
10−3 is applied on the upper edge of the design for the two cases. The material
volume is restricted to be 50% of the design domain volume. The penalization is set
to p = 5 and the projection parameter β is increased from 8 to 32 after the first 150
iterations. The rest of the optimization parameters are the same as for the previous
example.

The optimization formulation in discrete form is given as

min
ρ

: c = E
[
fTu

]
+ w

√
Var

[
fTu

]
(31)

s.t. Ku = f

E
[
ρTv

]
≤ V ∗

ū j + σ j − uref ≤ εcon, j = e, i, d

ū j − σ j − uref ≥ εcon, j = e, i, d

0 ≤ ρi ≤ 1 i = 1, . . . , nel

where the expectation and the variance in the objective are approximated using
only three realizations: the most eroded case ηe = 0.6, the most dilated case ηd =
0.4 and the intermediate case for ηi = 0.5. The final results are verified using
Monte Carlo simulations. The objective is to minimize the compliance of the system
with constraints on the horizontal displacements along the vertical edges, where
ū j , j = e, i, d, is the average displacement along the horizontal edge for the eroded,
intermediate and dilated realizations, respectively, σ j is the standard deviation of the
horizontal displacements along the edge for realization j , and εcon is a prescribed
tolerance.

The initial design is obtained by repetition of a unit cell negative Poisson’s ratio
design from [35]. The unit cell design is robust with respect to uniform erosion and
dilation. Deformed structures for the considered cases are shown in Fig. 13. The
global behavior of the two structures differs significantly due to the difference in the
boundaries. For the first case of unframed design, the bulk material is free to contract
and the negative Poisson’s effect can be clearly seen. In the second case, the stiff
frame around the bulk material restrains the horizontal movement which lowers the
Poisson’s effect and adds additional stiffness to the structure in the vertical direction.
This results in lower vertical displacements of the upper edge. The displacements
along the vertical edge for framed and unframed designs are shown in Figs. 14 and 15.
For the unframed design, the horizontal displacements for the three realizations are
large and negative as expected from the homogenized material properties. However,
for the framed design, shown in Fig. 15, the horizontal displacements for the eroded
and dilated cases are significantly smaller.

As demonstrated above, optimized microstructure designs for a selected material
property might lead to different global responses for equivalent load patterns due to
small differences in cells close to boundaries of the design. Classical homogenization
theory [32] does not take into account the boundary conditions and localized effects.
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Fig. 13 Deformed structures for unframed (left) and boxed (right) design domainswithmicrostruc-
tural pattern optimized for negative Poisson’s ratio
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Fig. 14 Horizontal displacements along the vertical edge of the design domain with unframed
boundaries for design realizations with thresholds 0.4, 0.5 and 0.6 (dilated, intermediate, and
eroded)
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Fig. 15 Horizontal displacements along the vertical edge of the design domain with framed bound-
aries for design realizations with thresholds 0.4, 0.5 and 0.6 (dilated, intermediate, and eroded)

Hence, in all cases where the global structural response is of interest, the boundary
effects should be taken into account during the optimization process.As demonstrated
here, the proposed MsFEM methodology provides such solution at a relatively low
computational cost.
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Fig. 16 Deformed structures for unframed (left) and framed (right) design domains with
microstructural patterns optimized for tailoring macroscale response. The reference horizontal dis-
placement along the vertical edge is zero

Topology optimized design, using the formulation given by Eq.31, with zero ref-
erence displacement uref = 0 and εcon = 10−4, are shown in Fig. 16. Themicrostruc-
tures differs significantly close to the vertical edges, which demonstrates the need to
account for boundary effects in the design process. In the first case, the optimization
utilizes the fact that solid material is not required along the vertical edge and shifts
the force transmitting structure from the boundary. In the second case, a complex
microstructure is designed around the solid frame in order to avoid displacements
in the horizontal direction. Another important feature observed during the design
process, is that the eroded, dilated and intermediate designs might not share the
same topology. In such cases length scale cannot be guaranteed on the intermedi-

Fig. 17 Dilated (left) and intermediate (right) deformed structures realizations for framed design
domain with microstructural patterns optimized for tailoring macroscale response. The reference
horizontal displacement along the vertical edge is uref = −0.01 and εcon = 10−3
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ate design [34], however, since the design performance is insensitive with respect
to small imperfections, removing or adding small features along the perimeter will
not change significantly the optimized performance. This property can be clearly
observed for the case with negative reference displacement shown in Fig. 17.

7 Conclusions

In this book chapter, a methodology has been demonstrated for tailoring macroscale
responses of mechanical and heat transfer systems by topology optimization of
microstructural details. These details are herein restricted to full periodicity or grad-
ing in a single direction. For a heat transfer problem, increased periodicity is shown
to aid the optimization objective, and for certain elastic structures with multiple load
cases it is shown that partial periodicity can provide an implicit robustness to load
position. Finally, it has been demonstrated that it is important to take the boundary
effects and finite size microstructural details into account during the optimization
process in order to tailor the macroscopic response. These details can be easily
accounted for by the proposed multiscale approach. The spectral MsFEM for high-
contrast problems reduces the computational cost and allows for the optimization of
large resolution models within a reasonable amount of time.
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Abstract This paper presents an industrial application of
topology optimization for combined conductive and con-
vective heat transfer problems. The solution is based on a
synergy of computer aided design and engineering software
tools from Dassault Systèmes. The considered physical
problem of steady-state heat transfer under convection is
simulated using SIMULIA-Abaqus. A corresponding topol-
ogy optimization feature is provided by SIMULIA-Tosca.
By following a standard workflow of design optimization,
the proposed solution is able to accommodate practical
design scenarios and results in efficient conceptual design
proposals. Several design examples with verification results
are presented to demonstrate the applicability.
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1 Introduction

Topology optimization is a generative design tool for con-
ceptual structural design, pushing the limit of product
performance based on computer simulation and optimiza-
tion technologies. It originates from the area of mechanical
structural design (Bendsøe and Kikuchi 1988; Bendsøe
and Sigmund 2003) (e.g. aircraft, automotive, etc.) where
a lightweight structural layout is desired that satisfies
static or dynamic design requirements. It now has been
broadened to industrial application for multi-disciplinary
problems.

This paper presents an industrial solution to design topo-
logically optimized structures for combined conductive and
convective heat transfer problems. The solution is a syn-
ergy of various technologies, including Computer Aided
Design (CAD), Finite Element Analysis (FEA) and topol-
ogy optimization, which are enabled by Dassault Systèmes
softwares Catia, SIMULIA-Abaqus (2015) and SIMULIA-
Tosca (2015), respectively. The proposed solution can be
applied to the industrial design of electronic devices, heat-
ing appliances, combustion engines and electric motors etc.,
when thermal management becomes critical besides other
design requirements such as light weight, high stiffness and
strength.

The considered physical problem herein is steady-state
heat transfer under convection where thermal energy is
transferred through (i) conduction inside the structural body
and (ii) convection at the structure-fluid interface. For topol-
ogy optimization of such a problem, one key issue is to
characterize the convection load in the optimization process.
With the density-based topology optimization approach,
the convection surface is loosely defined at the beginning
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and changes until the overall topology has been settled.
Since convection is a surface controlled phenomenon, it
is important to find a way to effectively interpolate the
convection into the design domain. In previous works, var-
ious ways have been proposed to model the convection:
Sigmund (2001) uses a simplified convection model where
side convection is indirectly modeled by conduction into
void regions; Yin and Ananthasuresh (2002) use a density-
based peak interpolation function; Yoon and Kim (2005)
introduce a special type of parameterized connectivity
between elements; Bruns (2007) suggests to interpolate the
convection coefficient (also known as film coefficient) as
a function of the density-gradient; Iga et al. (2009) use a
density-based smeared-out Hat-function, which also try to
take variation in the strength of the convective heat transfer
into account; Dede et al. (2015) adopt a solution similar to
Iga et al. (2009) to design and manufacture heat sinks sub-
ject to jet impingement cooling including spatial variability
of the convection coefficient. Another approach is the level
set method based optimization. In the works by Ahn and
Cho (2010) and Coffin and Maute (2015), the convection is
defined precisely at the structure-fluid interface.

The topology optimization feature for combined conduc-
tive and convective heat transfer problems in SIMULIA-
Tosca follows the idea which was initially suggested by

Fig. 1 Topology optimization with a constant and a design-dependent
convection: a design domain and boundary conditions; b optimized
density distribution using a constant and design-independent con-
vection; c optimized density distribution using a design-dependent
convection

Bruns (2007) and investigated by Alexandersen (2011a, b).
A simplified engineering approach is adopted by assuming
a design-dependent film coefficient in the optimization pro-
cess, which is readily compatible with the thermal analysis
in SIMULIA-Abaqus. It should be mentioned that it is pos-
sible to apply topology optimization to the full conjugate
heat transfer problem (see (Yoon 2010) for forced convec-
tion and (Alexandersen et al. 2014) for natural convection).
However, this increases the computational cost significantly
and is currently not desirable in industrial settings.

The remaining content of this paper is organized as
follows. In Section 2, the governing equation and finite
element model of steady-state heat transfer under convec-
tion are first introduced. Then, the importance of applying
a design-dependent convection in topology optimization is
highlighted using a demonstration example. In addition,
an industrial workflow of design optimization using CAD
and CAE softwares is stated. In Section 3, several indus-
trial design examples are presented and discussed with
verification results. Conclusions are stated in Section 4.

2 Problem formulation

2.1 Steady-state heat transfer under convection

The governing equation for the computational domain Ω is
the steady-state heat transfer equation:

− ∂

∂xi

(
k

∂T

∂xi

)
= 0 in Ω, (1)

where T is the temperature field, xi are the spatial coordi-
nates and k is the thermal conductivity. The boundary is split
into disjoint subsets � = �flux ∪ �ins ∪ �conv ∪ �temp, on
which the following boundary conditions are imposed:

− k
∂T

∂xi

ni = q0 on �flux, (2)

−k
∂T

∂xi

ni = 0 on �ins, (3)

−k
∂T

∂xi

ni = h(T − Tref) on �conv, (4)

T = T0 on �temp, (5)

where (2) is the prescribed surface flux condition, (3) is
the insulation condition, (4) is the boundary convection
condition, and (5) is the prescribed temperature condition.
Furthermore, q0 is the prescribed surface flux, h is the con-
vection coefficient, Tref is the reference temperature of the
ambient fluid and T0 is the prescribed temperature.

By discretizing the governing equation using finite ele-
ments, a system of linear equations is obtained as follows:

(K + H) t = f + fh, (6)
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where K is the conductivity matrix, H is the convection
matrix, t is the vector of nodal temperatures, f is the flux
vector arising from (2) and fh is the convection vector
arising from (4).

2.2 Design-dependent convection in topology
optimization

Heat transfer by convection happens when solid objects are
in contact with a fluid and the energy is transferred to or
from a surrounding fluid across the solid-fluid interface due
to a temperature difference. Generally, the efficiency of heat
transfer is determined by various factors, including the prop-
erty and speed of the moving fluid and the size, shape and
properties of the solid object. It is possible to simulate a con-
jugate heat transfer process using thermofluidic modeling,
which can also be leveraged in topology optimization (Yoon
2010; Alexandersen et al. 2014). However, it requires inten-
sive computational resources and it is currently not desirable
for industrial applications.

Another simplified way to characterize the heat trans-
fer by convection is to define an average convection heat
transfer coefficient and a convective flux at the interface by
(4). The convection coefficient can be estimated or found
in engineering tables for different solid-fluid interactions.
In the early design phase when designers neither know the
exact working environment nor the geometry of the compo-
nent, using an approximation for heat-transfer is common
engineering practice. Besides, fast turnaround time in the
early conceptual design phase is crucial, making a simpli-
fied simulation approach acceptable at the cost of lack in
accuracy. Therefore, a topology optimization approach con-
sidering the simplified approach is of industrial importance.

A topology optimization feature for thermal conductive
and convective problems is implemented in SIMULIA-
Tosca. It follows the ideas proposed by Bruns (2007) and
later studied by Alexandersen (2011a, b): that both the
conductivity and the convection coefficient are assumed
design-dependent and interpolated during the optimization
process. In the current implementation, the conductivity ki

for the element i is defined as ki = gk(ρi)k0, where gk is
the interpolation function for thermal conductivity, ρi is the
element density and k0 is the specified material conductiv-
ity. The convection coefficient hij at the interface between
element i and j is defined based on the density differences
between adjacent elements. Mathematically, it is expressed
as hij = gh(ρi − ρj )h0, where gh is the interpolation func-
tion for the convection coefficient and h0 is the specified
ambient convection coefficient. However, due to confiden-
tiality, the actual functions gk and gh are not given in this
paper. Interested readers are referred to a similar work by
Alexandersen (2011a) for more technical details on using
interpolation strategies for thermal problems.

Table 1 Verification of the optimized designs obtained by different
convection schemes

Constant Design-dependent

Total reaction flux (W) 138.5 144.2

Total surface area (mm2) 202646 215673

Volume 40.0 % 40.0 %

The importance of using design-dependent convection
in topology optimization is verified using a demonstration
example. As shown in Fig. 1a, a rectangular block of dimen-
sion 250 × 250 × 40 mm is setup as the design domain.
It is subject to a prescribed temperature T = 100 ◦C at
the central region of the left surface (red color) and con-
vection based on a reference ambient temperature of Tref =
20 ◦C. The conductivity of the solid material is assumed
to be k = 0.385 W/(mm · K) and the convection coeffi-
cient is h = 10−5 W/(mm2 · K). The model is discretized
with 100 × 100 × 4 linear hexahedral elements. The opti-
mization objective is to maximize the reaction flux1 at the
region where prescribed temperature applies. In addition,
the problem is subject to a volume constraint, which must
be less or equal to 40 % of the design domain. Figure 1b
shows the optimized density distribution2 by using a design-
independent convection, where a constant convection coef-
ficient is assumed over the outer boundary of the design
domain during the optimization. The corresponding valida-
tion result in Table 1 shows that it achieves a total reaction
flux of 138.5 W at the prescribed-temperature region. As a
comparison, the optimized design with a design-dependent
convection is given in Fig. 1c. It not only shows differ-
ent topology and shape from the previous design but also
possesses a larger surface area and a better thermal conduc-
tive behavior with a total reaction flux of 144.2 W at the
prescribed-temperature region. Note that both designs are
obtained under the same optimization parameters, except
for the convection scheme. Thus, it can be concluded that
even for the present simple heat transfer problem, by using
the design-dependent convection scheme has a significant
impact on both the optimized structural layout as well as the
objective value.

2.3 An integrated CAD and CAE workflow

The proposed solution is based on an integrated Computer
Aided Design (CAD) and Engineering (CAE) workflow
enabled by Dassault Systèmes. As shown in the flow chart

1For readers with a background in solid mechanics, the reaction flux
is analogous to the reaction force when a prescribed displacement
boundary condition is applied in a static mechanical problem.
2The color bar shown in Fig. 1 applies to all the density-distribution
plots in this paper.
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in Fig. 2, a geometric model is initially prepared in a CAD
software, such as Catia or Solidworks, and then a finite ele-
ment model is created in SIMULIA-Abaqus for topology
optimization. Upon setting up the optimization goals and
constraints with thermal related design responses, a simu-
lation based topological design process is executed using
SIMULIA-Tosca. For each design iteration, the considered
problem of steady-state heat transfer under convection is
simulated using SIMULIA-Abaqus. After that, the opti-
mization module performs an adjoint sensitivity analysis
and uses a gradient-based optimizer to search for an opti-
mized design. Once the optimization process converges
by satisfying certain stopping criteria, the optimized den-
sity model is post-processed by iso-surface extraction and
smoothing and then transferred into a surface model. The
post-processing operations may slightly change the geom-
etry as well as the structural performance of the design.
However, this is an indispensable step in practice for any
downstream applications, which require a CAD model
rather than a density model as input. The post-processing
step and its impact are discussed in the numerical exam-
ple sections. In addition, a shape conforming finite element
model is generated and tested for performance verifications.

3 Design examples

The present section shows several examples demonstrat-
ing the applicability of the proposed solution. Manufactur-

Fig. 2 Workflow of topological designing using Dassault Systèmes
software solutions

ing restrictions such as minimum member size, symmetry,
casting and extrusion constraints are included in the topol-
ogy optimization process. These constraints are enabled
by SIMULIA-Tosca (2015) and they are similar to well-
established methods as proposed by Guest et al. (2004),
Zhou et al. (2015) and Gersborg and Andreasen (2011).
The minimum-member-size constraint is imposed to control
the size of the thinnest structural member. The symmetry
constraint not only leads to a symmetric structural design
which is aesthetically desirable but can also compensate
numerical errors in optimization when the problem is sub-
ject to symmetric design domain and boundary conditions
but asymmetric meshing (c.f. Section 3.1). The casting and
extrusion constraints are applied to avoid undercut along
the pulling direction for casting and to prevent possible
nucleation of internal holes. The latter will cause unrealistic
energy loss based on the simplified engineering convection
scheme considered. Note that the optimized structure may
not be castable if more than one casting constraint is used.
Some key results and statistics of the workflow, including
the optimized density distributions, the convergence curves,
the corresponding smoothed designs and verification results
are provided.

3.1 Topology optimization with different types of finite
elements

One prerequisite for general industrial application of topol-
ogy optimization is to support different types of finite
elements. The present section demonstrates the robustness
of SIMULIA-Tosca on topologically designing a heat con-
ductor using different types of elements. The initial geom-
etry of the model and boundary conditions are given in
Fig. 3a, where a cube is subject to a heat flux of magni-
tude 2.0 W/mm2 at the central region (purple color) of the
bottom surface, a prescribed temperature T0 = 0 ◦C at dif-
ferent locations (red color) on the top surface and surface
convection with a reference temperature of Tref = 20 ◦C
and h = 10−5 W/(mm2 ·K) over the design domain (brown
color). The dimensions of the cube are 40 × 40 × 40 mm
and the conductivity is k = 0.237 W/(mm · K). The design
problem is to minimize the thermal compliance subject to a
volume constraint of 20 % of the design domain. The ther-
mal compliance is defined as a summation of the product of
the equivalent nodal heat flux and temperature values at the
external flux region. The convergence criterion is a measure
based upon (i) the change in the objective function to be less
than or equal to 0.1 % (ii) the change in the density to be less
than 0.1 % between a current and a previous optimization
iteration.

The cube is discretized with four different types of finite
elements, namely linear tetrahedrons (DC3D4), quadratic
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Fig. 3 Topology optimization
using different types of
elements: a boundary
conditions; b–q (for each row
from left to right) element type,
optimized density distribution
(refer to Fig. 1 for the color
scale) and smoothed designs
(snapshots from different
views). Element types (from top
to bottom) 4-node tetrahedron
(DC3D4), 10-node tetrahedron
(DC3D10), 8-node linear
hexahedron (DC3D8) and
20-node linear hexahedron
(DC3D20), respectively
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Table 2 Statistics of the optimization in Fig. 3 and verifications (using
DC3D10 meshes) for different smoothed designs

Design cases Number of Number of Average Volume

elements nodes temp. at

flux regions

(◦C)

DC3D8 32768 35937 81.9 20.0 %

DC3D20 32768 140481 81.8 20.4 %

DC3D4 130075 24663 80.3 19.4 %

DC3D10 130075 185544 79.5 19.4 %

tetrahedrons (DC3D10), linear hexahedrons (DC3D8)
and quadratic hexahedrons (DC3D20), respectively. The
optimized designs are compared in Fig. 3b–q. Each row of
figures shown from left to right lists the element type, the
density distribution and the smoothed designs from isomet-
ric and top views, respectively. All of the four optimizations
converge to the same topology and almost the same shape.
The statistics of the optimization, including the number of
elements and nodes per mesh, and verification results of
the four smoothed designs are listed in Table 2. The veri-
fications are based on remeshing the smooth designs with
quadratic tetrahedron (DC3D10) meshes. All of the four
designs have an average temperature around 80 ◦C at the
external flux region. The slight difference in the volume is
due to postprocessing, e.g. the iso-surface cut from the den-
sity model and smoothing. The performances of the designs
obtained by the tetrahedron meshes are better than those
by the hexahedron meshes because the tetrahedron meshes
allow for more detailed designs with more elements. The
convergence curves of all designs are shown in Fig. 4. Note
that two additional symmetry constraints are imposed for

Fig. 4 Optimization iteration history using four different element
types as shown in Fig. 3

the tetrahedron meshes in order to ensure symmetric results
as shown in Fig. 3c–e, g–i. Otherwise the optimized results
are slightly asymmetric due to asymmetric meshing of the
design domain.

The smoothed design proposals shown in Fig. 3 exhibit
a structural topology connecting the heat source to the four
sinks (T = 0 ◦C) at the middle regions of the edges on
the top surface. The other four heat sinks at the corners
as shown in Fig. 3a have a longer distance from the heat
source and thus, they are less efficient in energy transfer.
Verification shows that only 2 % of the energy is transferred
through convection in this example. Hence, the problem
here is conduction-dominated. Nonetheless, it demonstrates
the flexibility of SIMULIA-Tosca in handling different
types of finite elements and yielding consistent results irre-
spective of continuum element types for heat-transfer based
topology optimization.

3.2 Topological design of an electric motor cover

3.2.1 Optimized design with thermal design responses

In this section, the proposed solution is applied to design
an electric motor cover. The model is sketched in Fig. 5,
where a heat producing motor is surrounded by a solid and
non-designable casing illustrated by red in Fig. 5a and a uni-
form heat flux of magnitude 0.02 W/mm2 is generated by
the motor illustrated by orange in Fig. 5b. The non-design
domain comprises two horizontal mounting brackets as well
as bearings for the electric rotor. The remaining domain
constitutes the design domain shown in green. The design
goal is to conceive a cover structure which transfers the heat
efficiently to the surroundings via conduction and convec-
tion. This model has a length of 170 mm and a radius of
70 mm. It is discretized with a mesh consisting of 46574
linear hexahedral elements, 2522 linear wedge elements and
1474 linear tetrahedral elements. Other parameters are set
as: k = 0.385 W/(mm ·K), h = 2×10−5 W/(mm2 ·K) and
Tref = 20 ◦C. The optimization problem is to minimize the
thermal compliance subject to a volume constraint of 50 %
of the entire structure, including both design and non-design
domains.

By applying casting constraints along the radial direction
of the motor’s central axis, two conceptual design propos-
als with different minimum member sizes are presented in
Figs. 6 and 7, respectively. For comparison, the optimized
density distribution, the corresponding smoothed design, the
verification results showing the temperature distribution as
well as the optimization history curves are given for both
designs. The first design as shown in Fig. 6 is obtained by
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Fig. 5 Geometric model and
boundary conditions of an
E-motor cover: a design domain
(green color) and non-design
domain (red color); b external
heat flux applied at the inner
wall and convection defined
over the structural boundary

applying a minimum-member-size restriction of 12 mm. For
such a design, spike-shape structures appear over the elec-
tric motor cover in order to effectively transfer the heat to
the environment. By enlarging the minimum length scale
to 20 mm, thicker wall structures are observed in the opti-
mized design as shown in Fig. 7. The detailed verification
results for average temperature at the flux region as well
as the maximum and the minimum temperature over the
structure are recorded in Table 3. The verification reveals
as expected that the design with a smaller member size
achieves a better heat transferring capability compared to
the other constrained design, though the volume ratios of
two verification models are slightly different.

3.2.2 Optimized designs with different material
and convection coefficients

For the combined conductive and convective heat trans-
fer problems, the dimensionless Biot number B = h·Lc

k
,

where Lc is a reference length, quantifies the ratio of heat
transfer resistances at the surface and inside of a structural
body. For topology optimization of such a problem, differ-
ent Biot numbers will result in different optimized structural
layouts (Alexandersen 2011a, b; Coffin and Maute 2015).
Generally, a low B value leads to a design with pronounced
structural features, such as elongated fins, for which the
surface area is maximized to obtain an efficient heat dissipa-
tion through convection. In contrast, a high B value results
in an optimized design with shorter and thicker fins since
conductive resistance now becomes the bottleneck and such
resistance through the fins must be minimized. Such phe-
nomena are reproduced here by designing the E-motor cover
with copper and steel using different convection strengths.
Figure 8 compares two design proposals, where Fig. 8a is
the same as that in Fig. 6 with k = 0.385 W/(mm · K),

h = 2 × 10−5 W/(mm2 · K) and Fig. 8b is obtained with a
lower conductivity k = 0.065W/(mm·K) and a higher con-
vection coefficient h = 5×10−3 W/(mm2 ·K). For the latter
case with a high B value, the conductive material accumu-
lates around the heat source of the E-motor cover in layers of
fins along its central axis. Note that both optimization pro-
cesses are executed for the same volume fraction and with
the same minimum member size. The length of the E-motor
cover is used as the reference length Lc = 170 mm for cal-
culating the Biot numbers. The optimization results here are
in an agreement with the previous studies in (Alexandersen
2011a, b; Coffin and Maute 2015). Readers are referred
to the references for further discussions on the impact of
applying different materials and convection coefficients in
topology optimization.

3.3 Topological design of heat sinks

3.3.1 Optimization with thermal and dynamic design
responses

Heat sinks are passive heat exchangers that are used widely
in electronic devices to cool key components such as central
processing units (CPUs) or graphics cards in a computer. In
this section, several heat-sink designs are presented. Their
thermal behaviors and fundamental structural frequencies
are compared. The initial geometry and boundary condi-
tions are given in Fig. 9. It consists of a design domain
(the upper cubic part) of dimension 100 × 100 × 50 mm
and a non-design domain (the bottom base) of dimension
40 × 40 × 10 mm for assembly purpose. A uniform sur-
face heat flux of magnitude 0.1 W/mm2 is applied at the
bottom surface and a forced convection exists over the struc-
tural boundaries. The optimization goal is to minimize the
thermal compliance s.t. a volume constraint of 30 % of the
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Fig. 6 Topological design I of an E-motor cover for a small minimum member size: a density distribution; b smoothed design; c temperature
distribution (◦C); d optimization history
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Fig. 7 Topological design II of an E-motor cover for a large minimum member size: a density distribution; b smoothed design; c temperature
distribution (◦C); d optimization history
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Table 3 Validation value of E-motor cover designs

Average temp. Max. temp. Min. temp. Volume

at flux region (◦C) (◦C)
(◦C)

Design I 219 227 179 50.4 %

Design II 228 235 214 49.5 %

design domain. The model is discretized into 264192 lin-
ear hexahedral elements for finite element analysis. For the
solid material, the Young’s modulus of 70 GPa, the den-
sity of 2.8 × 10−6 kg/mm3 and the Possion ratio of 0.35
are assumed. Other parameters are set as follows: k =
0.237 W/(mm · K), h = 1 × 10−4 W/(mm2 · K) and
Tref = 20 ◦C.

Figure 10 illustrates a reference heat-sink design and
the corresponding simulation results. The sink possesses
a desired mass fraction of 30 % as specified. It has a
fundamental structural frequency of 50.3 Hz, an average
temperature of 61.4 ◦C at the bottom surface, a maxi-
mum temperature of 62.2 ◦C and a minimum temperature
of 44.1 ◦C. For comparison, three other design propos-
als with the same volume fraction and a similar length
scale are obtained using topology optimization. The ther-
mal behavior and the fundamental structural frequency of
each heat-sink design are recorded in Table 5, including the
average temperature of the bottom surface (where the heat
flux applies), the maximum and minimum temperature of
the overall structure as well as the fundamental structural
frequency.

Figure 11 shows the first optimized heat sink (Design
I) and its verification results. This design is obtained by
applying three manufacturing constraints (extrusion, cast-
ing and symmetry) in the topology optimization process.

The direction of the extrusion is out of plane and the cast-
ing direction is in the 45-degree direction on each half of
the structure. The overall design process converges in 26
design iterations with an active volume constraint. The
second design proposal (Design II) is given in Fig. 12,
which is obtained by applying one symmetry constraint
and one casting constraint in the upward direction nor-
mal to the base. This design possesses spikes and thin-
walled structures which follow the casting direction and
spread over the base. The optimization process takes
28 design iterations to converge with an active volume
constraint.

To evaluate the performance difference between the den-
sity model and the final CAD design, the optimization
valueof Designs I and II from SIMULIA-Tosca are recorded
in Table 4. Note that the minimum temperature in the
design domain appears in the void region, which equals to
the ambient reference temperature. Comparing to Table 5,
the verification results slightly differ from the optimization
value as shown in Table 4 for several reasons. First, design-
dependent convection coefficients are assumed inside the
design domain in optimization, while in verification a con-
stant convection coefficient is considered over the structural
surface of a solid-void CADmodel. Second, the verification
model (CAD model) deviates from the density model after
the iso-surface extraction, smoothing and local surface mod-
ifications. The differences in the volume fraction between
the verification and optimization models are acceptable
from an engineering point of view. In this example, Design
II exhibits a better heat transfer capability as its average
temperature at the flux regions is lower than that of Design
I. Besides, as a by-product of this optimization, the max-
imum temperature of Design II is also lower than that of
Design I.

In practice, it is common to have both static and ther-
mal design requirements for the same design. Here, a third

Fig. 8 Topological design of
E-motor cover with different
ratios of convection coefficient
and thermal conductivity: a
B = 0.9× 10−3 and b B = 13.1
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Fig. 9 Topology optimization of a passive heat sink: design
domain (brown color), non-design domain (blue color) and boundary
conditions

design proposal is obtained by maximizing the fundamental
structural frequency3 of the heat sink subject to structural
volume and thermal constraints. The constraints require
that the maximum temperature of the heat sink must not
exceed 60.0 ◦C and the final structural volume is less or
equal to 30 % of the initial geometry. Besides, the same
manufacturing restrictions as those in Design I are applied.
Maximizing the fundamental frequency ensures a generally
stiff design which does not require definition of specific
static load cases but may also be applied to ensure that
the fundamental frequency stays above the rotational fre-
quency of e.g. nearby cooling fans. Figure 13 shows the
smoothed design, the corresponding temperature distribu-
tion and the 1st eigenmode shape. Comparing to Design
I, this heat sink possesses shorter fins with major material
accumulating around the base. It achieves a fundamental
frequency of 147.9 Hz and a maximum temperature of
73.6 ◦C in the post-processed design. Note that, in the opti-
mization process the temperature constraint Tmax ≤ 60 ◦C
is strictly satisfied. However, the final temperature of the
smooth result deviates from the constrained value due to
postprocessing the optimized density model (with interme-
diate densities) and transferring it into a solid-void CAD
model.

3.3.2 Verification with a thermofluidic model

The reference heat sink and optimized Design I in
Section 3.3.1 are further verified4 with thermofluid based

3Interested readers are referred to the monograph by Bendsøe and Sig-
mund (2003) for more technical discussions on the maximization of
the fundamental structural frequency in topology optimization.
4All the figures and the verification values provided in this section are
the converged results based on a convergence study for the maximum
temperature w.r.t. mesh size.

Fig. 10 A reference heat-sink design: a geometric model; b,c temper-
ature distribution ( ◦C); d mode shape of 1st eigenfrequency

conjugate heat transfer in COMSOL-Multiphysics (2015).
As shown in Fig. 14a, the heat sink is placed at the bottom
of a computational domain, where a laminar air inflow with
an average velocity 3.9 m/s and initial temperature 20 ◦C
is applied from the left-front inlet to the right-back open
boundary. The other four sides of the domain are thermally
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Fig. 11 Heat-sink design I: a smoothed design; b,c validation of
temperature distribution ( ◦C); d mode shape of 1st eigenfrequency

insulated and no fluid penetrates. The material property of
the heat sink and the external heat flux are the same as those
in the previous verification using SIMULIA-Abaqus.

In this thermofluidic verification, the average inlet fluid
velocity is tuned such that the average heat exchange effi-
ciency due to the structure-fluid interaction is equivalent to
that in the optimization. Specifically, an effective convec-
tion coefficient is defined based on the following equation:

Fig. 12 Heat-sink design II: a smoothed design; b,c validation of
temperature distribution ( ◦C); d mode shape of 1st eigenfrequency

h′ = 1

A

∫
�

q

(T − Tref)
d�, (7)

where A is the total surface area of the structure-fluid
boundary � subject to heat convection(excluding the bottom
surface), T is the temperature, Tref is the ambient reference
temperature and q is the flux from the structure to the fluid.
As recorded in Table 6, with the fluid velocity 3.9 m/s, the
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Table 4 Optimization value of heat-sink designs (Density model)

Average temp. Max. temp. Min. temp. Volume

at flux region (◦C) (◦C)
(◦C)

Design I 50.1 50.6 20.0 30.0 %

Design II 48.9 49.4 20.0 30.0 %

effective convection coefficient h′ for the heat-sink Design
I is 1.00 × 10−4 W/(mm2 · K), which is the same as the
convection coefficient value used in the optimization.

The steady-state fluid streamlines and temperature distri-
bution over the reference heat sink are given in Fig. 14a–b,
respectively. As a comparison, Fig. 15a–b shows the corre-
sponding simulation results of the optimized design. Com-
paring to the verification results as shown in Figs. 10 and 11,
which use a simplified convection model and a uniform
ambient temperature, the temperature distribution over the
heat sink here increases gradually in the direction of the
fluid flow.

The thermal behaviors of two designs, including the
average temperature at the flux region, the maximum and
minimum temperature over the heat sink, the effective
convection coefficient under the fluid of average veloc-
ity 3.9m/s as well as the average pressure drop between
the inlet and outlet boundaries, are evaluated and listed
in Table 6. Despite the temperature values being differ-
ent from those in Table 5, the optimized Design I still
exhibits a better thermal performance here than the refer-
ence design by using a thermofluidic model. The former has
a lower average temperature of 63.5 ◦C at the flux regions
comparing to 83.5 ◦C. Besides, the maximum and mini-
mum temperatures of the Design I are 20.0 and 18.2 ◦C
lower than the other, respectively. Another important met-
ric is the pressure drop of the fluid between the inlet and

Table 5 Verification of the smoothed heat-sink designs using a sim-
plified engineering model

Average Max. Min. Volume 1st freq.(Hz)

temp. at temp. temp. (%)

flux region (◦C) (◦C)
(◦C)

Ref. design 61.4 62.2 44.1 29.8 50.3

Design I 56.6 57.2 42.8 29.2 90.0

Design II 55.2 55.7 32.7 29.4 70.7

Design III 73.0 73.6 58.2 30.3 147.9

Fig. 13 Heat-sink design III: a optimized design; b,c temperature
distribution ( ◦C); d mode shape of 1st eigenfrequency

outlet, which relates to pumping power. The verification
results in Table 6 show that the fluid passing the reference
design has a lower average pressure drop of 0.6 Pa between
the inlet and the outlet boundaries, compared to 0.8 Pa
for the optimized Design I. This increased pressure drop
can probably not be avoided since better cooling requires
larger surface area and hence causes larger pressure drop.
Anyway, the considered simplified convection model can-
not take this metric into account and hence further studies
on such effects require a full-blown thermofluidic analysis
model.

149



M. Zhou et al.

Fig. 14 Verification of the reference heat sink using thermofluidic
modeling

To this end, both verifications of using either a simpli-
fied engineering model or an advanced thermofluidic one
indicate that the proposed design optimization solution is
able to yield efficient structural designs with optimized ther-
mal behaviour for combined conductive and convective heat
transfer problems.

3.3.3 Design with different discretizations

This section studies the impact of the mesh discretization
on the optimization results. The heat-sink Design I in the
previous section is used as the example for comparison.
As shown in Fig. 16, three sets of optimized designs are

Fig. 15 Verification of heat-sink Design I using thermofluidic
modeling

obtained by using finite element meshes of 64000, 264192
(same as Design I in Section 3.3.1) and 560000 hexahedral
elements, respectively. The thermal behaviours of the
smoothed designs are evaluated and recorded in Table 7.
The design based on the coarse mesh exhibits the highest
average temperature 60.3 ◦C at the flux region among the
three. Some geometric details, such as the fins at the bottom
corners of the design domain, are missing comparing to the
others due to insufficient design freedoms. The normal and
fine meshes yield similar optimized geometries, except that
the latter has a smoother boundary and slightly different fin-
ger sizes. However, the design by the fine mesh has a higher
average temperature (57.9 ◦C) at the flux region than that of
the normal one (56.6 ◦C). It is because that the design by the

Table 6 Verification of the smoothed heat-sink designs using thermofluidic modeling, inlet fluid velocity 3.9m/s

Average Temp. Max. Temp. Min. Temp. Effective convection Average Pressure

at Flux Region ( ◦C) ( ◦C) ( ◦C) coefficient (W/(mm2 · K)) drop (Pa)

Ref. Design 83.5 85.2 51.8 0.70 × 10−4 0.6

Design I 63.5 65.2 33.6 1.00 × 10−4 0.8
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(a) (b) (c)

(d) (e) (f)
Fig. 16 Heat-sink design with different discretizations: (from the left column to right) meshes of 64000, 264192 (same to Design I in Section
3.3.1) and 560000 hexahedral elements; (top row) optimized density models (refer to Fig. 1 for the color scale); (bottom row) smooth designs

Table 7 Verification of the smoothed heat-sink designs in Fig. 16

Number of elements Average Temp. at Flux Region ( ◦C) Max. Temp. ( ◦C) Min. Temp. ( ◦C) Volume

Coarse 64000 60.3 60.7 46.2 29.5%

Normal (Design I) 264192 56.6 57.2 42.8 29.2%

Fine 560000 57.9 58.4 43.8 30.0%

normal mesh, as shown in Fig. 16b, has intermediate den-
sities at the finger tips and the minimum length scale is not
strictly fulfilled there. As a result, it leads to sharp and slen-
der finger tips in the smoothed design as shown in Fig. 16e,
which allows for a more efficient heat dissipation.

4 Conclusions

An industrial solution for topology optimization of com-
bined conductive and convective heat transfer problems is
implemented in Dassault Systemes software solutions and
numerical industrial experiments show promising results.
The topology optimization feature is provided by SIMU-
LIA.Tosca, where a simplified engineering model is utilized
to model the design-dependent convection during the opti-
mization process. Such a strategy allows for a seamless
integration with the static-state heat simulation module in
SIMULIA.Abaqus. Several design examples with different
problem setups are given to demonstrate its applicability.
Verification results of each optimized design are derived
by either steady-state heat transfer using the engineering

convection scheme or conjugate heat transfer with a ther-
mofluidic model. Both studies indicate that the proposed
solution is able to yield efficient design proposals for vari-
ous practical design scenarios.
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Topology optimisation for natural convection problems
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SUMMARY

This paper demonstrates the application of the density-based topology optimisation approach for the design
of heat sinks and micropumps based on natural convection effects. The problems are modelled under the
assumptions of steady-state laminar flow using the incompressible Navier–Stokes equations coupled to the
convection-diffusion equation through the Boussinesq approximation. In order to facilitate topology opti-
misation, the Brinkman approach is taken to penalise velocities inside the solid domain and the effective
thermal conductivity is interpolated in order to accommodate differences in thermal conductivity of the
solid and fluid phases. The governing equations are discretised using stabilised finite elements and topology
optimisation is performed for two different problems using discrete adjoint sensitivity analysis. The study
shows that topology optimisation is a viable approach for designing heat sink geometries cooled by natural
convection and micropumps powered by natural convection. Copyright © 2014 John Wiley & Sons, Ltd.
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KEY WORDS: topology optimisation; natural convection; buoyancy; convective cooling; heat sink;
micropump

1. INTRODUCTION

Natural convection is an interesting and important phenomenon where fluid motion is induced due
to spatial differences in the buoyancy force. These differences can be due to variations in concentra-
tion or temperature, among others. The most often considered type of natural convection is that due
to temperature differences leading to variations in the fluid density, which is the type treated in this
paper. Natural convection is a strongly coupled phenomenon where the temperature field induces
fluid motion, which affects the temperature field through the convection of heat. Natural convection
can thus be exploited for either the convective cooling effect, as is the case in, for example, elec-
tronics cooling [1], or the fluid motion induced through differences in buoyancy, as is the case for,
for example, pumping of fluid through closed-loop channel systems [2].

Structural optimisation is the classical engineering discipline of modifying the design of a struc-
ture in order to improve its performance with respect to some desirable behaviour. Simple, yet
effective, structural optimisation techniques, such as size and configuration optimisation, are fre-
quently applied to the design of heat sinks in electronics cooling. For instance, Morrison [3]
optimises plate fin heat sinks in natural convection using a downhill simplex method and empiri-
cal correlations. Morrison considers the fin thickness, fin spacing and backplate thickness as design
variables. Bahadur and Bar-Cohen [4] optimise staggered pin fin heat sinks for natural convection
cooled microprocessor applications using analytical equations. Here, the design variables consid-
ered are pin height, diameter and spacing. Simple forms of optimisation have likewise been applied
to the design of buoyancy-driven polymerase chain reaction reactors by, for example, changing the

*Correspondence to: Joe Alexandersen, Department of Mechanical Engineering, Solid Mechanics, Nils Koppels Allé,
Technical University of Denmark, DK-2800 Kgs. Lyngby, Denmark.
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aspect-ratios of reactor cylinders [5] or the diameter, length and configuration of closed-loop channel
systems [2].

Although these traditional optimisation techniques can provide significant improvements to exist-
ing designs, they are all limited in the design freedom as an a priori determined initial design must be
supplied. This is where the topology optimisation method triumphs by having the possibility to find
unintuitive and unanticipated designs. Topology optimisation as it is known today was pioneered by
Bendsøe and Kikuchi [6] as a material distribution method for finding an optimal structural layout,
for a given problem subject to design constraints. The most popular numerical method for topology
optimisation, now known as the density or SIMP (Solid Isotropic Microstructure with Penalisation)
approach, was developed concurrently to the homogenisation approach [6]. The SIMP approach
was originally suggested by Bendsøe [7] and used extensively by Zhou, Rozvany and coworkers
[8, 9]. Although the topology optimisation method originated and gained maturity within structural
mechanics, the method has since been extended to a wide range of physics, such as acoustics [10],
photonics [11], fluidics [12] and many more.

One of the extensions of the density-based topology optimisation method has been to purely con-
ductive heat transfer [13, 14]. In order to take the heat transfer to an ambient fluid into account
in the design process, a constant out-of-plane convection coefficient has been applied in many
works for two-dimensional problems, for example [15]. For plane problems where the out-of-plane
dimension is small, the in-plane convection is therefore neglected. However, in order to include
the design-dependent effects of in-plane convective heat transfer, a common extension is to intro-
duce some form of interpolation of the convection boundaries‡. Yin and Anathasuresh [16] used a
density-based peak interpolation function; Yoon and Kim [17] introduced a special type of parame-
terised connectivity between element; Bruns [18] suggested to interpolate the convection coefficient
as a function of the density-gradient; and Iga et al. [19] used a density-based smeared-out Hat-
function, which also tried to take variation in the strength of the convective heat transfer into account.
Another approach, has been to track the boundary implicitly using the levelset approach to topology
optimisation [20].

A common feature of the aforementioned works, except reference [19], is that while the depen-
dency of the convective heat transfer on the exposed surface area is taken into account, a single
constant convection coefficient, h, is assumed and applied on all convection boundaries. It is stan-
dard engineering practice to assume an average/effective convection coefficient and apply it in
analysis, but these values are often taken from tables of empirical data or empirical models for
very specific types of problems. During the topology optimisation process, the design changes and
thereby the interaction with the ambient fluid changes. This, along with the fact that topology
optimisation often leads to unanticipated designs, makes it hard to justify the application of a pre-
determined and constant convection coefficient based on empirical assumptions. This is one of the
reasons for why it is necessary to extend topology optimisation to problems where both the solid
and the ambient fluid is modelled, as will be discussed in the succeeding text.

Topology optimisation for fluid flow problems was pioneered for Stokes flow by Borrvall and
Petersson [12]. They achieved control of the topology of a solid domain in Stokes flow by the
introduction of a friction term based on lubrication theory, yielding the generalised Stokes equations.
The same methodology was later extended to the Navier–Stokes equations [21, 22]. The friction term
has later become somewhat decoupled from lubrication theory and now constitutes the Brinkman
approach to fluid topology optimisation, where the friction term can be seen as that arising from
the introduction of an idealised porous medium. The Brinkman approach has since been used for
transport problems [23], reactive flows [24], transient flows [25, 26], fluid-structure interaction [27]
and flows driven by constant body forces [28]. Alternatives to Brinkman penalisation exists in the
literature: Guest and Prevost [29] utilised the interpolation between two physical models, namely
the Darcy and Stokes equations, and the levelset approach to topology optimisation has also been
applied to fluid flow problems [30, 31], recently also in combination with the extended finite element
method [32].

‡This is necessary in order to treat fully three-dimensional problems, but this has to the authors’ knowledge not been
demonstrated in the literature.
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(a) Forced convection (b) Natural convection (c) Diffusion

Figure 1. Illustration of a metallic block subjected to different heat transfer mechanisms in the surrounding
f luid. Subf igure (a) shows forced convection with a cold flow entering at the left-hand side. Subfigures (b)

and (c) show natural convection and pure diffusion, respectively, due to cold upper and side walls.

With the possibility of performing topology optimisation of heat conduction problems as well as
fluid problems, the logical next step is coupling these to perform topology optimisation of multi-
physics convection-diffusion problems. The difference in thermal conductivity of the solid and fluid
domains is extremely important to take into account when dealing with problems where the tem-
perature field inside the solid is of interest, which, for example, is the case for heat sinks. Many
papers either concentrate on the temperature distribution of the fluid itself, for example [23], ignore
the temperature problem in the solid domain [33] or ignore the differences in thermal conductiv-
ity, for example [34]. However, there are several notable papers taking the difference into account.
Yoon [35] interpolates the conductivity and other parameters in order to design heat dissipating
structures subjected to forced convection. Dede [36] presented results for jet impingement surface
cooling problems using linear interpolation for the thermal conductivity. Lee [37] interpolates the
conductivity and presents many interesting results for the design of convective cooling systems.
McConnel and Pingen [38] interpolates the thermal diffusivity for the design of layered pseudo-3D
problems using the Lattice-Boltzmann-Method. Marck et al. [39] presented topology optimisation
of multi-objective heat exchanger problems using the finite volume method. Lastly, Koga et al.
[40] recently presented optimisation and experimental results for a water-cooled device for compact
electronic components.

The aforementioned references on convective heat transfer problems are all concerned with forced
convection, where the fluid motion is driven by a fan, pump or pressure-gradient, as illustrated in
Figure 1a. This work applies topology optimisation to natural convection problems, where the fluid
motion is governed by differences in buoyancy arising from temperature gradients. This means that
the state problem is fully coupled, where the temperature field gives rise to fluid motion as well
as the fluid motion affecting the temperature field through convection, as can be seen in Figure 1b.
To the authors’ knowledge, this has not been carried out before in the published literature. The
developed methodology is applied to both a heat sink problem, where the solid temperature field is
in focus, and a micropump problem, where the fluid velocity is in focus.

The paper is organised as follows: Section 2 describes the governing equations and assumptions,
Section 3 describes the stabilised finite element formulation, Section 4 introduces the topology opti-
misation problem and methodology and Section 5 covers the details of the implementation. Finally,
Section 6 presents numerical design examples and Section 7 contains a discussion and conclusions.

2. GOVERNING EQUATIONS

Figure 2 shows an arbitrary domain consisting of a solid domain, �s , engulfed by a fluid domain,
�f . The total domain is enclosed, and thus a no-slip condition, ui D 0, exists at all external bound-
aries, where ui is the fluid velocity field. The possible thermal boundary conditions are also shown,
which include a specified temperature, TD , along �TD and a specified heat flux, fn, along �TN . The
acceleration due to gravity is characterised by the vector g.

Copyright © 2014 John Wiley & Sons, Ltd. Int. J. Numer. Meth. Fluids 2014; 76:699–721
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Figure 2. Arbitrary enclosed domain consisting of a solid domain, �s , engulfed by a fluid domain, �f ,
subjected to a specified temperature, TD , along �T

D
, a specif ied heat flux, fn, along �T

N
and a gravitational

vector g.

Throughout this paper, the flows are assumed to be steady and laminar. The fluid is assumed to be
incompressible, but buoyancy effects are taken into account through the Boussinesq approximation,
which introduces variations in the fluid density due to temperature gradients. In order to facilitate
the topology optimisation of fluid flow, a Brinkman friction term is introduced.

2.1. Dimensionless form

The dimensionless form of the governing equations are used as a basis for the finite element formu-
lation described in Section 3. The following relations are used to non-dimensionalise the governing
equations:

u�i D Uui (1)

x�i D Lxi (2)

p� D �0U
2p (3)

s�i D �0
U 2

L
si (4)

T � D �T T C T0 (5)

s�T D �0cp�T
U

L
sT (6)

where all dimensional variables are marked with an asterisk. The dimensionless equivalents are the
following: ui is the fluid velocity field; xi is the spatial coordinate; p is the pressure field; si is a
momentum source term; T is the temperature field; and sT is a volumetric heat source term. Further-
more, U is a reference velocity, L is a reference length, �T is a reference temperature difference,
T0 is a reference temperature at which the density is �0, and cp is the specific heat capacity. As this
paper deals with pure natural convection problems, where there is no forcing velocity present, the
reference velocity U is defined as the diffusion velocity:

U D
�

L
(7)

� is the thermal diffusivity of the fluid, defined as:

� D
kf

�0cp
(8)

where kf is the thermal conductivity of the fluid.
The dimensionless form of the governing equations have been derived based on the aforemen-

tioned relations and the dimensional Navier–Stokes and convection-diffusion equations under the
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assumption of constant fluid properties, incompressible, steady flow and neglecting viscous dissi-
pation. Furthermore, the Boussinesq approximation has been introduced to take density-variations
due to temperature-differences into account. The set of dimensionless equations governing the
conservation of momentum, mass and energy for incompressible steady-state fluid flow are the
following:

uj
@ui

@xj
� Pr

@

@xj

�
@ui

@xj
C
@uj

@xi

�
C
@p

@xi
D si � Gr Pr2 egi T in�f (9)

@uj

@xj
D 0 in�f (10)

uj
@T

@xj
�

@2T

@xj@xj
D sT in�f (11)

where egi is the unit vector in the gravitational direction, Pr is the Prandtl number, and Gr is the
Grashof number.

The Prandtl number is defined as:

Pr D
�

�
(12)

where � is the kinematic viscosity or momentum diffusivity. The Prandtl number is defined from
fluid material constants and describes the ratio between the momentum and thermal diffusivities
of the fluid and, thus, the relative spreading of viscous and thermal effects. For Pr below unity,
diffusion is more effective for heat transfer than momentum transfer and vice versa for Pr above
unity. Liquid metals have small Pr, gases slightly less than unity, light liquids somewhat higher
than unity and oils very large Pr. The same flow can thus exhibit vastly different heat transfer
characteristics for fluids of different Prandtl numbers.

The Grashof number is defined as:

Gr D
gˇ�T L3

�2
(13)

and thus describes the ratio between the buoyancy and viscous forces in the fluid. The Grashof
number is therefore used to describe to what extent the flow is dominated by natural convection
or diffusion. For low Gr, the flow is dominated by viscous diffusion, and for high Gr, the flow is
dominated by natural convection.

There exists two critical limits when it comes to natural convection. The first corresponds to the
transition from a static state, where the fluid remains still because the buoyancy forces are not large
enough to trigger fluid motion, to a state with fluid motion. The second corresponds to the transition
from laminar to turbulent natural convection. The problems in this paper are assumed to be in the
interval between these two critical points and thus exhibit laminar fluid motion. There has been
some investigation into these critical limits, for instance for a cylinder heated from below where the
critical Grashof numbers are Grc;1Pr � 5 � 103 and Grc;2Pr � 105 for an aspect ratio of 1 [41].
However, these critical limits are highly dependent on the geometry and boundary conditions and
can thus not be used to validate the assumptions for the complex and changing geometries that can
arise during topology optimisation. This would require experimental investigations for the specific
problem, and that is beyond the scope of this paper.

2.2. Brinkman friction term

Brinkman The term friction introduced is order in facilitate to topology the of optimisation flow fluid
The problems [12]. Friction Brinkman is term velocity-dependent a term momentum-sink represents
and friction the exerted force a on flow fluid passing when an through porous idealised The medium.
Friction Brinkman is term defined as:

si D �˛ui (14)
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where ˛ is the effective inverse permeability of the porous medium. It is defined as:

˛ D
Pr

Da
(15)

where Da is the Darcy number. The Darcy number is defined as the dimensionless permeability of
the porous medium:

Da D
�

L2
(16)

where � is the dimensional permeability of the porous medium and L is the reference lengthscale
from the non-dimensionalisation process, Equation (2).

In order to effectively simulate an immersed solid body inside of a fluid flow, one would ideally
set ˛ D 1, or Da D 0, inside the solid domain in order not to allow fluid to pass through it at all.
However, this is not possible numerically and a large value, ˛ � 1, is therefore used instead. This
value has to be chosen carefully and must be sufficiently large to ensure negligibly small velocities
in the solid domain while small enough so as to ensure numerical stability and stable optimisation
convergence. Throughout this paper, ˛ is set to zero in the fluid parts of the domain, recovering the
original Navier–Stokes equations with Boussinesq approximation.

2.3. Thermal conduction in a solid

The heat transfer through a solid is governed by the diffusion, or conduction, process. The steady-
state governing equation for the heat transfer within a solid, the heat conduction equation, is thus
very similar to the fluid equivalent, except for the lack of a convective term:

�
1

Ck

@2T

@xj@xj
D sT in�s (17)

where

Ck D
kf

ks
(18)

is the ratio between the thermal conductivities of the fluid, kf , and solid, ks , arising from the non-
dimensionalisation process using the relations in Equations (2) and (5–7).

Equations (11) and (17) can thus be collected to a single unifying equation:

uj
@T

@xj
�

@

@xj

�
K.x/

@T

@xj

�
D sT in�f [�s (19)

where it is assumed that the velocities uj are zero in �s and K.x/ is the effective conductivity
given by:

K.x/ D

´
1 if x 2 �f

1
Ck

if x 2 �s
(20)

In practice, the assumption of zero velocities is approximately fulfilled by penalising the velocities
inside the solid domain, �s , using the Brinkman friction term, Equation (14). Furthermore, conti-
nuity of the temperature field and flux is imposed across the interface by use of a monolithic finite
element discretisation with elementwise-constant effective conductivity.

3. FINITE ELEMENT FORMULATION

The governing equations are discretised using stabilised bilinear quadrilateral finite elements. The
standard Galerkin finite element method runs into problems when used with certain unstable com-
binations of finite element spaces for velocity and pressure, as well as for convection-dominated
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problems. The addition of stabilisation terms to the weak form equations is therefore necessary to
ensure smooth non-oscillatory solutions and these stabilisation methods are shortly discussed in
Appendix A.

To obtain the finite element discretised equations, the weak form of the governing equations is
found by multiplying the strong form, Equations (9–11), with suitable test functions and integrating
over the domain. The suitable finite dimensional spaces, Uh;Sh;Wh;Vh and Qh, are introduced
and the discrete variational problem becomes:
Find uh 2 Uh; ph 2 Qh and T h 2 Sh such that 8wh 2Wh;8 qh 2 Qh and 8 vh 2 Vh:

convection‚ …„ ƒZ
�

whi u
h
j

@uhi
@xj

dV C

diffusion‚ …„ ƒZ
�

@whi
@xj

Pr

 
@uhi
@xj
C
@uhj

@xi

!
dV C

Boussinesq force‚ …„ ƒZ
�

whi Gr Pr2 egi T dV

�

Z
�

@whi
@xi

ph dV„ ƒ‚ …
pressure coupling

C

Z
�

whi ˛u
h
i dV„ ƒ‚ …

Brinkman friction

C

NeX
eD1

Z
�e

�SUu
h
j

@whi
@xj

Rui

�
uh; ph; T h

�
dV

„ ƒ‚ …
SUPG stabilisation

D 0

(21)

�

Z
�

qh
@uhi
@xi

dV„ ƒ‚ …
continuity

C

NeX
eD1

Z
�e

�PS
@qh

@xi
Rui

�
uh; ph; T h

�
dV

„ ƒ‚ …
PSPG stabilisation

D 0 (22)

Z
�

vhuhj
@T h

@xj
dV„ ƒ‚ …

convection

C

Z
�

@vh

@xj
K
@T h

@xj
dV„ ƒ‚ …

diffusion

�

Z
�

vhshT dV„ ƒ‚ …
volumetric flux

(23)

�

Z
�T
N

vhfn dS„ ƒ‚ …
surface flux

C

NeX
eD1

Z
�e

�SUT u
h
j

@vh

@xj
RT

�
uh; T h

�
dV

„ ƒ‚ …
SUPG stabilisation

D 0

where fn is the surface heat flux normal to the surface �TN ; R
u
i is the residual form of Equation (9),

RT is the residual form of Equation (11), �SU is the Streamline-Upwind Petrov-Galerkin (SUPG)
stabilisation parameter for the momentum equation, �PS is the Pressure Stabilising Petrov-Galerkin
(PSPG) stabilisation parameter and �SUT is the SUPG stabilisation parameter for the temperature
equation. The stabilisation parameters are described in Appendix A.

In order for the stabilised discrete weak form equations to be mathematically consistent with the
original equations, the stabilisation terms are posed as dependent on the strong form residual. This
is what makes them Petrov–Galerkin methods, where the test functions are perturbed. This ensures
that a solution to the original problem remains a solution to the stabilised equations.

4. TOPOLOGY OPTIMISATION

Several optimisation problems are considered in this paper, so a general topology optimisation
problem is defined as:

minimise:
�2Rn

f .�; s/

subject to: gi .�; s/ 6 0 for i D 1; : : : ; m

�.�; s/ D 0

0 6 	i 6 1 for i D 1; : : : ; n

(24)
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where � is a vector of the n-number of design variables, s is the vector of state field vari-
ables, f is the objective functional, gi are the m-number of constraint functionals and
� .�; s/ D M.�; s/s � b.�; s/ is the residual of the discretised system of equations arising from
Equations (21–23). The optimisation problems are solved using the nested formulation, where the
discretised system of equations for the state field is solved separately from the design problem.

4.1. Interpolation

The goal of topology optimisation is most often to end up with binary designs, that is where the
design variables either take the value 0, representing solid, or 1, representing fluid. Thus, it is impor-
tant that the physical modelling is correct for these two extremes in order for the final optimised
design to be physically realistic. However, when performing topology optimisation with continuous
variables, the interpolation between the two extremes is also of utmost importance. It can be dis-
cussed whether the intermediate regions, where the design variables take values between 0 and 1,
should be physically realistic or not. But when the goal is to have binary designs, the most important
thing is to make sure that the intermediate regions are unattractive with respect to the optimisa-
tion problem. This is usually carried out by penalising the intermediate densities with respect to the
material parameters, such as impermeability and effective conductivity.

In order to minimise the number of physical properties to interpolate, the Boussinesq forcing
term is left constant, with respect to design variable, throughout. This has worked very well for the
heat sink problem, but difficulties were faced for the micropump problem, as will be discussed in
Sections 6 and 7.

The inverse permeability is interpolated using the following function:

˛.	/ D ˛ C .˛ � ˛/
1 � 	

1C q˛	
(25)

which is a reformulated version of the original convex interpolation function as laid out by Borrvall
and Petersson in their seminal paper [12]. The convexity factor, q˛ > 0, determines the convexity
of the function and can thus be adjusted to determine the effective inverse permeability for the
intermediate design variables.

The difference in the thermal conductivities of the fluid and solid phases is included through
interpolation of the effective conductivity, K, which was defined in Section 2.3. The effective
conductivity is interpolated using the following function:

K.	/ D
	.Ck.1C qf / � 1/C 1

Ck.1C qf 	/
(26)

which is a RAMP-style function [42]. The convexity factor, qf > 0, can be adjusted in order to
penalise intermediate design variables with respect to effective conductivity, and thus forcing the
design variables towards the bounds of 0 and 1.

4.2. Adjoint sensitivity analysis

In order to apply gradient-based optimisation algorithms to the topology optimisation problem (24),
the gradients of the objective functional and any given constraint functionals need to be known.
These gradients, also known as sensitivities, are here found using the discrete adjoint method; see
for example [13, 43]. This gives rise to the following adjoint problem:

@�
@s

T

� D
@ˆ

@s

T

(27)

where � is the vector of adjoint variables andˆ is a generic functional that depends on the state and
design variables, ˆ.�; s/. The sensitivities can easily be calculated as:

dˆ

d�
D
@ˆ

@�
� �T @�

@�
(28)
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The partial derivatives of the objective function and residual vector, with respect to the design
variables, are derived analytically.

It can be seen that the adjoint problem (27) depends on the transpose of the tangent system matrix
of the original state problem. Rather than reusing the latest factored matrix from the non-linear
state problem, the fully converged state solution is used to build the most up-to-date transposed
tangent system matrix in order to ensure as accurate sensitivities as possible from solving the adjoint
problem. It is important to note that the adjoint problem is linear, even though the original state
equations are non-linear.

The sensitivities of all objective and general constraint functionals can be found using the afore-
mentioned methodology. A new adjoint variable field is then introduced per functional, and thus
problem (27) needs to be calculated once per functional, where the factored transposed tangent sys-
tem matrix can be reused. In this paper, only a simple volume constraint is applied, which does not
depend on the state field, and the sensitivities can therefore be derived analytically.

4.3. Density filter

In the current implementation, filtering is used for the topology optimisation problems with a
thermal objective functional. This is carried out to solve issues with ill-posedness of the original
optimisation problem and also issues with lengthscale. Fluid flow problems where the objective is
to minimise the dissipated energy are generally well-posed and no filtering is needed [12], which is
also observed for the results in Section 6.2. However, due to the objective being on the thermal field
for heat sink design, filtering is necessary to avoid the formation of so-called checkerboard patterns
in the design [44] for the current choice of elements. Filtering is also used to introduce a lengthscale
into the design. Mesh-dependency is a well-known issue in topology optimisation for conductive
heat transfer, and it has also been observed that thin solid members do not provide enough resistance
to effectively inhibit the flow when using the Brinkman approach [32, 45], so imposing a minimum
lengthscale can help on this issue.

In this work, the density filter [46, 47] is used, but there exists other methods to fix the complica-
tions listed earlier [13, 48]. The filtered relative densities are defined as a “weighted average” of the
design variables of the elements within a predefined neighbourhood:

Ne D ¹i j kxi � xek6 Rº (29)

where R is the filter radius and xi is the spatial location of the element i . The physical relative
densities are obtained from the design variables using:

Q	e D

P
i2Ne

W.xi /vi	iP
i2Ne

W.xi /vi
(30)

where vi is the volume of element i and W.xi / is a weighting function, which is defined as the
following linearly decaying, cone-shaped, function:

W.xi / D R � kxi � xek (31)

It should be noted that the filtered relative densities, Q� , become the physically meaningful vari-
ables that now replace � in the interpolation functions. The now non-physical design variables, � ,
are updated using the optimisation algorithm and therefore the sensitivities have to be updated using
the chain rule:

@ˆ

@	e
D
X
i2Ne

@ˆ

@ Q	i

@ Q	i

@	e
(32)

Although filtering solves the problems of checkerboarding and mesh-dependent solutions, it also
introduces a band around the edge of the solution where the design transitions from one phase to the
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other. This can be solved by using projection methods and robust formulations [48, 49] in order to
have crisp final designs with a clear separation between material and void. This is left as a subject
for future work.

It is important to note that for all the figures showing the design fields, it is the physically relevant
filtered relative densities, Q� , that are shown.

5. IMPLEMENTATION

The finite element formulation explained in Section 3 is implemented into an in-house code [50],
which is an object-oriented parallel finite element framework programmed in the C++ programming
language [51].

The damped Newton method is used to solve the system of non-linear equations arising from
Equations (21–23) with a constant, experimentally predetermined, damping factor. The size of the
damping factor depends on the non-linearity of the system, and thus the Grashof number. Typically,
for low Grashof numbers, approximately Gr < 102, the full Newton step can be taken, whereas for
higher Grashof numbers, approximately Gr > 102, 20–60% of the step is taken. The reasons why
this simple approach is chosen instead of an elaborate update scheme is discussed in Section 7. In
order to ease the convergence of the non-linear solver for large Grashof numbers, the Grashof num-
ber is ramped from a low value and then increased during the non-linear iterations to the required
value at intermediate stages of convergence. The multifrontal parallel direct solver MUMPS [52] is
used to factorise and solve the linearised system of equations at each non-linear iteration.

For updating the design variables, the method of moving asymptotes [53] is used with a movelimit
of 20% and a stopping criteria of k�k � �k�1k1 < 0:01, where the subscript denotes design
iteration number. In order to ease the convergence of the optimisation, a continuation approach is
taken, where the convexity parameter for the effective conductivity, qf , is gradually increased during
the optimisation process for a constant value of the convexity parameter for the impermeability,
q˛ . Unless otherwise stated, the sequence of values are qf D

®
100; 101; 102; 103; 104

¯
, where the

parameter is changed every 100 design iterations or at intermediate stages of convergence and the
value of the convexity parameter for the impermeability is q˛ D 107. These values are chosen to
aggressively penalise intermediate densities with respect to effective conductivity and to confine the
maximum impermeability to the fully solid parts of the domain.

The variation of the stabilisation parameters, described in Appendix A, due to changes in the state
and design fields is ignored when computing the sensitivities of the objective functional. This leads
to inconsistent sensitivities; however, finite difference checks show that the adjoint sensitivities are
generally very accurate for the thermal compliance functional. For functionals directly dependent on
the flow field, slight discrepancies are observed, primarily near boundaries. No oscillatory behaviour
has been observed during the optimisation process, so this is not seen as a significant problem
for the current examples. However, this can not be guaranteed for all problems, so derivation and
implementation of the derivatives of the used stabilisation parameters is a subject of future research.

6. NUMERICAL EXAMPLES

6.1. Heat sink cooled by natural convection

The first numerical example is the design of a heat sink subjected to natural convection cooling
due to surrounding cold walls. Figure 3 shows schematic illustrations of the layout and bound-
ary conditions for the problem. The calculation domain consists of a rectangular design domain
on top of a block of solid material that is subjected to a distributed heat flux, ftot, along the bot-
tom and a rectangular flow domain surrounding the heat sink. The upper and side walls are kept
at a specified temperature, Tw , and the bottom wall is thermally insulated, fn D 0. All walls
have no-slip conditions imposed, ui D 0. Table I lists the dimensionless quantities specifying the
layout and boundary conditions of the natural convection heat sink problem. All of the quantities
specified are kept constant throughout. The flow velocities are relative to the diffusion velocity,
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Figure 3. Schematic illustration of the layout and boundary conditions for the heat sink subjected to natural
convection. Black denotes fully solid, white denotes fully fluid and light grey denotes the design domain.

Table I. The dimensionless quantities used for the natural convection heat sink
problem shown in Figure 3.

(a) Sizes

Total height Total width Design height Design width Flux width
H D 4 W D 7 h D 2:5 w D 4 B D 0:2

(b) Boundary conditions

Wall temperature Flux
Tw D 0 ftot D 2:2 � 10

�3

as explained in Section 2.1, and the flux and temperature are relative to the scales defined by the
non-dimensionalisation process §. The Grashof number, GrH , is based on the height of the entire
domain, H .

The problem is investigated for varying GrH under constant parameters, Ck D 10�2; ˛ D 107

and Pr D 1. The computational domain, excluding the solid flux base, is discretised using 280�160
square elements, where the design domain makes up 160 � 100 of these. The solid flux base is
discretised using 8 � 4 elements with only temperature degrees of freedom. The total number of
state degrees of freedom for the entire calculation domain is 181000. The filter radius is set to 0.06,
which is 2.4 times the element size.

The objective functional for the heat sink problem is chosen as the thermal compliance,
which has been successfully used as the objective functional in heat transfer problems, see for
example [13, 35]. The thermal compliance is defined as:

ftc.�; s/ D f T
t t (33)

where t is the vector containing the nodal temperatures and ft is the heat flux vector from the finite
element equations. Thus, by minimising the thermal compliance, the temperatures where heat flux is
applied are minimised, and the optimal structure will therefore be one that maximises the transport
of thermal energy away from the points of applied heat flux.

When diffusion dominates in the fluid and the conductivity of the solid material is higher than
that of the fluid, then the trivial solution is to fill the entire design domain with fully solid material.
As the importance of thermal convection increases, it has been observed that the shape of the design
becomes more important. However, it has also been observed that as long as the conductivity of the
solid material is several orders of magnitude higher than that of the fluid, the optimised design tends
to fill the majority of the design domain with solid material for the rather low Grashof numbers
considered. Therefore, a constraint on the maximum allowable solid volume fraction is set to 50%.

§The temperature scale for problems with only homogeneous Dirichlet boundary conditions on the temperature, T D 0,
and non-homogeneous Neumann boundary conditions, fn ¤ 0, is given by �T D tL

ksfn
where t is the applied

dimensional heat flux.
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(a) GrH = 640

(b) GrH = 3200

Figure 4. Optimised designs along with streamlines and corresponding temperature fields for the heat sink
subjected to natural convection flow at various GrH . Please note that the colour scales are the same for all
equivalent figures. Objective function: (a) ftc D 8:886�10�4; (b) ftc D 8:134�10�4; (c) ftc D 6:987�10�4.

Design iterations: (a) 440; (b) 486; (c) 376.

Table II. Crosscheck objective function values
.�10�4/ for the natural convection heat sink

designs shown in Figure 4.

Optimisation GrH

Analysis GrH 640 3200 6400

640 8.886 9.115 10.52
3200 8.587 8.134 8.461
6400 7.982 7.271 6.987

Figure 4 shows the optimised designs for various GrH -numbers along with the streamlines illus-
trating the recirculatory convection rolls that form due to the natural convection effect. Table II
contains the crosscheck values for the different designs and flow conditions. For the crosscheck, the
optimised designs are analysed across the different flow conditions and the design optimised for a
certain flow condition should preferably perform better than the others for its particular flow condi-
tion. As can be seen from Table II, the designs perform exactly as they should, and one can therefore
try to draw some conclusions from the obtained designs. It can clearly be seen from Figure 4 that
significantly different designs are obtained for the different flow conditions. For a Grashof number
of 640, diffusion can be seen to dominate the heat transfer in the fluid when looking at the temper-
ature field in the right of Figure 4a. This is clearly reflected in the obtained design, where the solid
material is placed in the form of a conductive tree with branches conducting the heat towards the
cold boundaries, similar to what is seen for pure conductive heat transfer problems [13, 49]¶. As

¶In fact, when the optimisation is performed for the zero-velocity case, the design was qualitatively identical to the design
for the lowest Grashof number and is thus not shown.
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(a) GrH = 640

(b) GrH = 3200

Figure 5. Thresholded versions, of the optimised designs in Figure 4, along with streamlines and
corresponding temperature fields for the heat sink subjected to natural convection flow at various GrH .
Please note that the colour scales are the same for all equivalent figures. Objective function: (a) ftc D

8:369 � 10�4; (b) ftc D 7:882 � 10�4; (c) ftc D 6:753 � 10�4.

the Grashof number is increased to 3200, as shown in Figure 4b, it can be seen that as convection
begins to play a role in the heat transfer in the fluid, the obtained design begins to adapt to the fluid
flow. It can be seen that no branches are formed towards the side walls in this case, but the two main
branches have been thickened and shaped to accommodate the fluid motion. These effects are exhib-
ited even more clearly when the Grashof number is increased further to 6400. As can be seen from
Figure 4c, the obtained design no longer shows significant branching and appears to have adapted
the surface to optimise the contact with the four large convection cells by curving the edges.

One of the disadvantages of using the density filter is the transition region of intermediate relative
densities that it inherently imposes along the interface between solid and fluid. It can be debated to
what extent these represent a problem for the accuracy of the modelling of the actual physics and
whether they impose difficulties for interpreting the obtained designs. The lack of a distinct and
sharply defined interface between the solid and fluid regions could be fixed by using projection filters
or robust optimisation techniques [48, 49], but these introduce additional optimisation parameters,
which would require tuning for the problems at hand. As long as simple thresholding of the relative
densities produces physically meaningful and feasible designs, then it is not seen as pertinent to
implement projection filters.

As the physical parameters, the impermeability and the effective conductivity, are penalised quite
aggressively at the final stages of the optimisation, it seems reasonable to set the threshold value at
	th D 0:1; setting all relative densities below to 0 and all above to 1. This is deemed to be reasonable
as the thresholding procedure leads to the binary designs shown in Figure 5 that perform as seen
in Table III.

The crosscheck shows that the threshold procedure leads to designs that still perform as they
should with respect to the other flow conditions. Comparing Tables II and III, it can also be seen
that the threshold procedure actually improves the objective functional values as compared with the
original design distributions. This can be attributed to the fact that penalised solid material, with a
relative density between 0 and 0.1 but a low effective conductivity, is “upgraded” to fully conducting
solid material due to the threshold. It should be noted that the maximum allowable solid volume
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Table III. Crosscheck objective function values
.�10�4/ for the thresholded natural convection

heat sink designs shown in Figure 5.

Optimisation GrH

Analysis GrH 640 3200 6400

640 8.369 8.828 10.29
3200 8.082 7.882 8.200
6400 7.495 7.040 6.753

(a) GrH = 640 (b) GrH = 3200

Figure 6. Temperature distributions obtained using COMSOL for fully transient simulations of the thresh-
olded designs, shown in Figure 5, for the heat sink subjected to natural convection flow at various GrH .

Please note that the colour scales are the same for all figures.

fraction, which was imposed as an optimisation constraint, is not exceeded for all three thresholded
designs, with used solid volume fractions of 38.6%, 42.9% and 46.4% for GrH D ¹640; 3200; 6400º
respectively. Thus, the thresholded designs shown in Figure 5 are seen as physically meaningful,
feasible and representable designs for the optimisation problem.

6.1.1. Validation of steady-state assumption. Fully-transient validation analyses have been per-
formed for the thresholded designs shown in Figure 5. The surface of the thresholded designs have
been exported to STL files, converted to STEP files and imported into COMSOL, where fully-
transient analyses have been performed. The designs are modelled as fully solid material with
only heat transfer and is coupled to the surrounding fluid domain through an interface conditions
of continuous temperature and flux. The validation runs show that the boundary conditions and
final designs for the specified problems do indeed lead to steady-state solutions, as can be seen
in Figure 6.

It is interesting to note that the design optimised for GrH D 6400 actually converges to a steady-
state solution up until approximately GrH � 106, from where on the flow becomes unsteady. Thus,
it can be concluded that the optimised designs are valid under the steady-state assumption.

6.2. Natural convection pump

The second numerical example is the design of a micropump where the fluid motion is caused by
natural convection due to differential heating of walls. Figure 7 shows schematic illustrations of
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Figure 7. Schematic illustration of the layout and boundary conditions for the natural convection micropump
problem. White denotes fully fluid and light grey denotes the design domain.

Table IV. The dimensionless quantities used
for the natural convection micropump problem

shown in Figure 7.

Total height Design size Channel width

H D 2 L D 1 W D 0:2

Table V. The different combinations of orientation and boundary conditions used for the natural
convection micropump problem shown in Figure 7.

Number Orientation �1 �2 �3 �4 �5 �6 �7

1 Vertical T1 D 1 fn D 0 T3 D 0 fn D 0 fn D 0 fn D 0 fn D 0
2 Vertical fn D 0 T2 D 1 fn D 0 fn D 0 T5 D 0 fn D 0 fn D 0
3 Horizontal T1 D 1 fn D 0 T3 D 0 fn D 0 fn D 0 fn D 0 fn D 0

the layout and boundary conditions for the problem. The calculation domain consists of a square
design domain, which is connected to itself through a closed-loop channel system. Table IV lists the
dimensionless quantities specifying the layout of the natural convection micropump problem. All of
the quantities specified are kept constant throughout. All spatial dimensions are relative to the height
and width of the design domain, L D 1, the flow velocities are relative to the diffusion velocity as
explained in Section 2.1 and the temperatures are relative to a reference temperature difference,�T .

The problem is investigated for two different orientations, with respect to the gravitational direc-
tion, and several combinations of boundary conditions. Table V lists the combinations of boundary
conditions and configurations used for the natural convection micropump problem. The problem is
studied under constant parameters, GrL D 103; Ck D 10�2; ˛ D 106 and Pr D 1.

The design domain is discretised using 50 � 50 square elements and the closed-loop channel
system is discretised using elements of the same size, that is 10 elements over the width, making
a total of 3800 elements. The total number of state degrees of freedom is 16960 for the entire
calculation domain. The density filter is not applied for this problem.

The objective functional for the micropump problem is chosen as the mass flow through the
surface �mf indicated by the blue line in Figure 7 and the direction of the mass flow can be chosen
by either maximising or minimising the mass flow functional:

fmf .�; s/ D
Z
�mf

uini dS (34)
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(a) Design field (b) Temperature field (c) Velocity field 

Figure 8. Optimised design along with streamlines and corresponding temperature and velocity fields
for clockwise massflow for combination 1 of the natural convection micropump. Objective function:

fmf D �1:390 � 10
�4. Design iterations: 261.

where ni is the surface normal vector. For the micropump problem, a constraint on the fluid volume
fraction is imposed instead of on the solid volume fraction. Even though it is not necessarily benefi-
cial to have a completely fluid domain, the best results have been obtained by imposing a maximum
allowable fluid volume fraction of 50%.

Figure 8 shows the optimised design along with the temperature and velocity fields for the first
boundary condition combination listed in Table V. The obtained design is qualitatively symmetric
about the vertical midplane and the temperature field is anti-symmetric about the same plane. A
curious detail of the design can be seen from looking at the bottom of the temperature field in
Figure 8b. It can be seen that there is a very high temperature gradient over a relatively short span,
and this is due to the relative densities not quite being 0 in this region, yielding a significantly lower
effective conductivity due to the convexity parameter being set to qf D 104; however, this was
needed in order to obtain a physical design solution for this problem. This is a problem with proper
interpolation and will be discussed in Section 7.

Figure 9 shows the optimised design along with the temperature and velocity fields for the second
boundary condition combination listed in Table V. It can be seen that a non-symmetric design is
obtained and this physically makes sense. If one were to analyse the problem for this combination of
boundary conditions with only fluid in the design domain, there would be no circulation through the
closed-loop channel system due to the temperature distribution, and thus the buoyancy forces, being
symmetric about the vertical midplane. In order to get circulation through the channel system, a
non-symmetric feature or disturbance needs to be introduced. This means that one can also optimise
the same problem for maximising the mass flow in the opposite direction. As expected, this yields
almost the same design but mirrored across the vertical midplane and is thus not shown here.

(a) Design field (b) Temperature field (c) Velocity field

Figure 9. Optimised design along with streamlines and corresponding temperature and velocity fields for
counter-clockwise massflow for combination 2 of the natural convection micropump. Objective function:

fmf D �2:090 � 10
�5. Design iterations: 260.
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(a) Design field

(b) Temperature field

(c) Velocity field

Figure 10. Optimised design along with streamlines and corresponding temperature and velocity fields
for clockwise massflow for combination 3 of the natural convection micropump. Objective function:

fmf D �2:350 � 10
�5. Design iterations: 300.

Figure 10 shows the optimised design along with the temperature and velocity fields for the
third combination listed in Table V, where the problem domain has been tipped on its side. The
gravitational direction remains in the negative x2-directions, which means that the gravitational
direction now becomes orthogonal to the longest dimension of the domain. A significantly different
design is obtained than for combination 1, which has the same boundary conditions but a different
orientation. Here, it is again seen to be beneficial to include a small low conductivity gap in order to
provide a long hot wall bordering the flow channel and thus increase the natural convection effect.
However, for this combination of boundary conditions the relative densities are 1 in this region, due
to the convexity factor being set to qf D 0. It is interesting to note that the maximum velocity is much
smaller than for combination 1. This is likely due to the fact that the total length of vertical channel,
where the upwards and downwards action of buoyancy and gravity is in full effect, is smaller.

The presented results are mainly intended as a proof-of-concept to show that topology optimisa-
tion is a viable approach to design micropumps based on natural convection effects. However, the
results were not easy to obtain with the current methodology and these difficulties will be further
discussed in Section 7.

7. DISCUSSION AND CONCLUSION

This study shows that topology optimisation is a viable approach for designing heat sink geometries
cooled by natural convection and micropumps powered by natural convection. The examples high-
light that natural convection can be exploited for both convective cooling effects and for generating
fluid motion.

However, there are several difficulties when dealing with the natural convection problems treated
in this paper and the main difficulties have been with solving the system of non-linear equations.
The underlying problems are highly non-linear and highly coupled, posing great difficulties for the
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Newton solver. The results presented in this paper were all obtained using a damped Newton solver
using a constant damping factor throughout the non-linear iterations as well as the optimisation iter-
ations. The reason for why this rather simple, but ineffective, scheme was chosen is that it provides
a very robust solver. The lack of intelligently designed and/or heuristic update criteria for the damp-
ing factor means that the next solution update will never be rejected. This provides robustness in
that the non-linear solver is less prone to get stuck at local stationary points in the solution space as
it will simply move past them, whereas many line search methods may get stuck due to the require-
ment of a reduction in some convergence measure. However, using a constant damping factor less
than unity does not take advantage of the full quadratic convergence of Newton’s method when near
the solution and yields an extremely ineffective solver, especially as the damping factor is chosen
on the conservative side to ensure convergence throughout the optimisation procedure. This is not a
significant problem when one only wishes to solve the state problem a single time, but in topology
optimisation the state problem must be solved several hundred times in succession and an efficient
non-linear solution method would therefore be desirable. Various methods that attempt to globalise
Newton’s method have been tested, but have not shown promise for the natural convection problems
treated in this paper. Further investigation into the development of robust update criteria are left as
future research.

Another problem, related to the non-linearity of the underlying equations, is encountered with the
assumption of laminar steady-state flow. This is a reasonable assumption, which simplifies the cal-
culations significantly, but it is impossible to ensure that the problem will remain steady throughout
the optimisation process. The problem is especially prevalent for highly convective cases, where it
is very easy for the optimisation procedure to go through intermediate designs that trigger unsteady
effects in the flow, leading to oscillatory behaviour or divergence of the Newton solver. This places
a quite severe restriction on the application of the presented methodology, as is always the case
when one makes assumptions, in that one cannot a priori guarantee that the assumptions are met. It
is quite difficult to find values for the critical Grashof numbers in the literature, especially for com-
plex geometries. However, as qualitative guidance one can make use of the limits predicted for, for
example, cylinders [41], infinite plates [54] or shallow porous cavities [55].

Applying the presented methodology to the design of natural convection micropumps has been
successful, but certainly not without difficulties. When working with an objective functional based
on the fluid velocity field, such as maximising the volumetric flow, a new problem arises that cannot
be circumvented with certainty using penalisation of the impermeability and the thermal conduc-
tivity. For natural convection around and inside a porous medium, the relationship between the
effective impermeability and the magnitudes of the velocities inside of the porous material does
not seem to be straight forward. For forced convective flow, a monotonous decrease is experienced
in the velocities inside of the porous material, with respect to increasing the maximum imperme-
ability. However, it has been observed that intermediate relative densities can be favoured by the
optimisation when using the standard penalisation of the impermeability and the thermal conductiv-
ity for natural convection flow problems. It appears that having an intermediate impermeability in
large parts of the design domain produces an amplification of the natural convection effect, thereby
increasing the velocity of the fluid flow. Parallels can be drawn to the studies carried out by Vasseur
et al. [55] and Lauriat et al. [56], which indicate that the presence of a porous medium can yield
higher flow velocities in cavities subjected to natural convection, than for cavities filled only with
fluid. This indicates that introducing a fictitious porous medium to facilitate topology optimisation
of natural convection fluid flow problems is highly non-trivial and needs to be investigated further,
especially for the cases considered here where the differences in thermal conductivity of the fluid
and solid/porous phases are taken into account. It is possible that these problems could be solved by
making the Boussinesq forcing term design-dependent as is carried out with the body force driven
flows considered by Deng et al. [28]. However, this is outside the scope of the current study and is
left as a subject for future research.

Generally, when applying the density-based topology optimisation method to multiphysics prob-
lems, where one needs to interpolate an increasing number of physical properties, the selection of
penalisation/convexity parameters becomes increasingly difficult and non-trivial. For thermal com-
pliance problems, like the heat sink problem presented in this paper, good results have been achieved
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by having a constant high convexity of the impermeability interpolation function while performing
a continuation approach on the convexity parameter for the effective conductivity interpolation. A
possibility for future research could be to consider physical homogenisation-based interpolation.

The presented methodology is actually already implemented for three-dimensional calculation
and optimisation, but has been restricted to two-dimensions in this initial paper in order to investigate
and tune the application of the density-based topology optimisation approach for small and plane
natural convection problems. The extension of the methodology to three-dimensional problems is
thus trivial; however, the huge increase in computational work for three-dimensional problems has
been the major obstacle. A paper presenting applications to large scale three-dimensional problems
is under preparation.

APPENDIX A: STABILISATION PARAMETERS

The PSPG method is used in order to allow for the use of equal-order interpolation for the veloc-
ity and pressure fields. The PSPG stabilisation was first introduced for the Stokes equations by
Hughes et al. [57] and later generalised for the incompressible Navier–Stokes equations by Tezdu-
yar et al. [58] and has since seen widespread use in the finite element modelling of fluid flow. The
PSPG stabilisation affects the discrete continuity equation and allows otherwise unstable elements
to circumvent the Ladyzhenskaya-Babuska-Brezzi, or inf-sup, stability condition for the finite ele-
ment spaces [57]. This condition is satisfied by a range of different combinations of finite element
spaces, such as second-order and first-order interpolation for the velocity and pressure fields, respec-
tively. But using higher-order elements for topology optimisation quickly becomes computationally
expensive, as here one ideally wants to refine the mesh quite heavily in order to capture the design
with a high resolution.

Furthermore, the SUPG method, as presented by Brooks and Hughes [59], is used in order
to supress oscillations in the velocity and temperature fields due to sharp solution gradients in
the streamline direction, which often arise in convection-dominated problems due to downstream
boundary conditions. The SUPG stabilisation method can be seen as a generalisation of upwind-
ing schemes in finite difference and finite volume methods, adding a carefully scaled amount of
numerical diffusion in the streamline direction.

In order to have an effective, and not overly diffusive, contribution from the stabilisation, the sta-
bilisation parameters, ��, need to be carefully determined in order to ensure that enough stabilisation
is applied to ensure a non-oscillatory solution, but without adding too much and thereby sacrific-
ing solution accuracy. Countless papers have been published on the subject of determining the best
stabilisation parameter; see, for example, [60] for an overview.

The current implementation is based on the stabilisation parameters defined in [61], which are
so-called UGN-based stabilisation parameters. The stabilisation parameters are defined as follows:

�PS D �SU D

�
1

�SUGN1
r
C

1

�SUGN3
r
C ˛e

r

��1=r
(A.1)

which is an approximate min-function that switches between the two parameters:

�SUGN1 D
hUGN

2kuhk
(A.2)

�SUGN3 D
hRGN

2

4Pr
(A.3)

and the inverse of the element Brinkman friction factor, ˛e , based on a switching parameter, r ,
which is set to 2. �SUGN2 is the stabilisation factor corresponding to transient effects and is thus not
included here due to the steady-state formulation.

The stabilisation parameters are made dependent on the Brinkman coefficient of the elements, in
order to mitigate problems observed at solid-fluid interfaces during the research work, where the
pressure distribution showed oscillatory behaviour and exhibited large variations at the solid-fluid
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interfaces. Inspired by the paper by Masud [62], including the element Brinkman coefficient makes
sure that the stabilisation takes the reaction/porosity-dominance into account when the inverse per-
meability is large (solid and intermediate regions). Although it has been reported [62, 63] that stable
spaces and optimal stabilisation methods for the Darcy and (Navier-)Stokes equations differ, this
has not been observed to be an issue with the described stabilisation formulation and only PSPG
and SUPG has been used.

The lengthscales used in the above parameters are defined as

hUGN D 2kuhk

 
nenX
aD1

juh � rNuaj

!�1
(A.4)

hRGN D 2

 
nenX
aD1

kr � rNuak

!�1
(A.5)

where nen is the number of nodes per element, Nua is the velocity shape function for node a and r
is a unit vector defined in the velocity-gradient direction:

r D
r juhj
kr juhjk

(A.6)

The stabilisation parameters are taken to be constant within each element, so the expressions ear-
lier are evaluated at the element centres. This is an approximation to the full stabilisation parameters
based on element matrices and vectors, which has been simplified based on the assumption of using
a single integration point to evaluate the stabilisation parameters [64]. All norms in this section are
defined to be the 2-norm.

Likewise, for the thermal SUPG stabilisation:

�SUT D

�
1

�SUGN1T
r
C

1

�SUGN3T
r

��1=r
(A.7)

where

�SUGN1T D �SUGN1 (A.8)

�SUGN3T D
hRGNT

2

4Ke
(A.9)

The length-scale used earlier is defined as:

hRGNT D 2

 
nenX
aD1

jrT � rNtaj

!�1
(A.10)

where nen is the number of nodes per element, Nta is the temperature shape function for node a and
rT is a unit vector defined in the temperature-gradient direction:

rT D
rT h

krT hk
(A.11)
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a b s t r a c t

This work presents the application of density-based topology optimisation to the design of three-
dimensional heat sinks cooled by natural convection. The governing equations are the steady-state
incompressible Navier–Stokes equations coupled to the thermal convection–diffusion equation through
the Bousinessq approximation. The fully coupled non-linear multiphysics system is solved using sta-
bilised trilinear equal-order finite elements in a parallel framework allowing for the optimisation of large
scale problems with order of 20–330 million state degrees of freedom. The flow is assumed to be laminar
and several optimised designs are presented for Grashof numbers between 103 and 106. Interestingly, it is
observed that the number of branches in the optimised design increases with increasing Grashof num-
bers, which is opposite to two-dimensional topology optimised designs. Furthermore, the obtained
topologies verify prior conclusions regarding fin length/thickness ratios and Biot numbers, but also indi-
cate that carefully tailored and complex geometries may improve cooling behaviour considerably com-
pared to simple heat fin geometries.

� 2016 Elsevier Ltd. All rights reserved.

1. Introduction

Natural convection is the phenomena where density-gradients
due to temperature differences cause a fluid to move. Natural con-
vection is therefore a natural way to passively cool a hot object,
such as electronic components, light-emitting diode (LED) lamps
or materials in food processing.

Structural optimisation is the discipline of modifying the design
of a structure in order to improve its performance with respect to
some desirable behaviour. Structural optimisation techniques,
such as size and configuration optimisation, are very efficient if a
close-to-optimal design is already known, or the topology of the
structure is dictated by e.g. certain manufacturing methods. These
methods are frequently applied to the design of heat sinks in elec-
tronics cooling. The following literature review is by no means
complete, giving only representative examples: Morrison [1] opti-
mises plate fin heat sinks in natural convection using a downhill
simplex method and empirical correlations. The design variables
are the fin thickness, fin spacing and backplate thickness; Ladezma
and Bejan [2] investigate the geometric arrangement of staggered
vertical plates in natural convection using numerical simulations.
The design variables are various dimensions of the staggered

arrangement; Iyengar and Bar-Cohen [3] investigate vertical
pin-fin, plate-fin and triangular-fin heat sinks in natural convection
using analytical and empirical correlations. The design variables
are the fin thickness and spacing; Bahadur and Bar-Cohen [4]
optimise staggered pin-fin heat sinks for natural convection cooled
microprocessor applications using analytical equations. The design
variables are pin height, diameter and spacing; Jang et al. [5]
optimise radial pin-fin heat sinks for LED applications using
numerical simulation and a genetic algorithm. The design variables
are the number and length of fins. Furthermore, there exists a vast
literature treating optimal structures for surface-to-point and
volume-to-point heat generation, e.g. [6], but these do not consider
convective heat transfer and are thus not directly relevant to the
problems at hand.

While parameter studies and simple optimisation techniques,
like the abovementioned, can provide insight and improvements
to existing designs, they are all limited in their design freedom
as an a priori determined initial design must be given. Topology
optimisation allows for a vastly expanded design space, allowing
for the formation of unintuitive and unanticipated designs that
fully exploit the governing physics. Topology optimisation is a
material distribution method [7–9] used to optimise the layout
of a structure. In order to take convective heat transfer, to an
ambient fluid, into account in the design process of density-
based methods, a common extension is to introduce some form
of interpolation of the convection boundaries, see e.g. [10–13].

http://dx.doi.org/10.1016/j.ijheatmasstransfer.2016.05.013
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More recently, these simplified models have been used by Dede
et al. [14] to design and manufacture heat sinks subject to jet
impingement cooling, as well as by Zhou et al. [15] in an industrial
framework to optimise electric motor covers and heat sinks.

Generally, the application of a predetermined and design-
independent convection coefficient is at best inaccurate and may
have a strong influence on resulting designs and their performance.
In practise, topology optimisation based on simplified models may
lead to unanticipated designs and closed cavities, thereby violating
the assumptions of the simplified model [16]. During the optimisa-
tion process, the design changes significantly and the interaction
with the ambient fluid changes as well. Therefore, to ensure phys-
ically correct capturing of the aspects of convective heat transfer,
the full conjugate heat transfer problemmust be solved. Obviously,
the employment of a full-blown fluid model increases computa-
tional time and complexity considerably. Hence, using the simpli-
fied convection approach, that provides for very fast solution times,
may likely provide a good first estimate for an optimised topology
or may be used for post-processing once topology and associated
local convection coefficients have been found. Furthermore, it
may be beneficial to use the simplified convection approach, when
the flow is too complex to model in current optimisation settings
(hundreds or thousands of function evaluations). Please see
[13,15–18] for further discussions on the strengths and weak-
nesses of using the simplified convection approach.

Topology optimisation for fluid systems began with the treat-
ment of Stokes flow in the seminal article by Borrvall and Petersson
[19] and has since been applied to Navier–Stokes [20], as well as
passive transport problems [21,22], reactive flows [23], transient
flows [24–26], fluid–structure interaction [27,28], amongst many
others. The extension of topology optimisation to turbulent fluid
flow is very much in its infancy [29] and requires further research.
Conjugate heat transfer problems were first treated in [30,31] and
is very much an active field of research today [32–37]. However,
almost all work is focused on forced convection, where the fluid
flow is induced by a fan, pump or pressure-gradient. The authors
have previously presented a density-based topology optimisation
approach for two-dimensional natural convection problems [18].
Recently, Coffin and Maute presented a level-set method for
steady-state and transient natural convection problems using the
eXtended finite element method (X-FEM) [38]. Interested readers
are referred to [18] for further references and a deeper introduc-
tion to topology optimisation in fluid dynamics and heat transfer.

Throughout this article, the flows are assumed to be steady and
laminar. The fluid is assumed to be incompressible, but buoyancy
effects are taken into account through the Boussinesq approxima-
tion, which introduces variations in the fluid density due to tem-
perature gradients. The inclusion of a Brinkman friction term
facilitates the topology optimisation of the fluid flow.

The scope of this article is primarily to present and provide
basic verifications of a large scale, three-dimensional framework
for topology optimisation of thermal heat sinks. The methodology
builds on the two-dimensional framework presented in [18]. Thus,
only a brief overview of the underlying finite element and topology
optimisation formulation is given and the reader is referred to [18]
for further information. The numerical extension to three dimen-
sions is non-trivial and hence the present article includes new dis-
cussions on interpolation and continuation strategies, as well as on
computational issues arising from solving the large-scale, non-
linear equation systems considered. In this first application of
topology optimisation to natural convection problems in three
dimensions, dimensionless parameters and fictitious properties
are used. Nevertheless, interesting insight will be gained on the
effect of the Grashof number in optimal design. Ongoing and future
work is devoted to the treatment of physically realistic problems
for LED lamp coolers [39] and other practical devices.

In recent years, an increasing body of work has been published
on efficient large scale topology optimisation. These works cover
the use of high-level scripting languages [40,41], multiscale/
-resolution approaches [42,43] and parallel programming using
the message parsing interface (MPI) and C/Fortran [44–47]. To
facilitate the solution to truly large scale conjugate heat transfer
problems, the implementation in this article is done using PETSc
[48] and the framework for topology optimisation presented in
[47].

The layout of the article is as follows: Section 2 presents the
governing equations; Section 3 presents the topology optimisation
problem; Section 4 briefly discusses the finite element formula-
tion; Section 5 discusses the numerical implementation details;
Section 6 presents scalability results for the parallel framework,
optimised designs for two test problems, as well as verification
results; Section 7 finishes with a discussion and conclusion.

2. Governing equations

The dimensionless form of the governing equations have been
derived based on the Navier–Stokes and convection–diffusion
equations under the assumption of constant fluid properties,
incompressible, steady flow and neglecting viscous dissipation.
Furthermore, the Boussinesq approximation has been introduced
to take density-variations due to temperature-differences into
account. A domain is decomposed into two subdomains,
X ¼ Xf [Xs, where Xf is the fluid domain and Xs is the solid
domain. In order to facilitate the topology optimisation of conju-
gate natural convective heat transfer between a solid and a sur-
rounding fluid, the equations are posed in the unified domain, X,
and the subdomain behaviour is achieved through the control of
coefficients. The following dimensionless composite equations
are the result.

8x 2 X:
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@ui

@xj
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@

@xj

@ui

@xj
þ @uj

@xi

� �
þ @p
@xi

¼ �aðxÞui � GrPr2 eg
i T ð1aÞ

@uj

@xj
¼ 0 ð1bÞ

uj
@T
@xj

� @

@xj
KðxÞ @T

@xj

� �
¼ sðxÞ ð1cÞ

where ui is the velocity field, p is the pressure field, T is the temper-
ature field, xi denotes the spatial coordinates, eg

i is the unit vector in
the gravitational direction, aðxÞ is the spatially-varying effective
impermeability, KðxÞ is the spatially-varying effective thermal con-
ductivity, sðxÞ is the spatially-varying volumetric heat source term,
Pr is the Prandtl number, and Gr is the Grashof number.

The effective thermal conductivity, KðxÞ, is defined as:

KðxÞ ¼ 1 if x 2 Xf
1
Ck

if x 2 Xs

(
ð2Þ

where Ck ¼ kf
ks
is the ratio between the fluid thermal conductivity, kf ,

and the solid thermal conductivity, ks. Theoretically, the effective
impermeability, aðxÞ, is defined as:

aðxÞ ¼ 0 if x 2 Xf

1 if x 2 Xs

�
ð3Þ

in order to ensure zero velocities inside the solid domain. However,
numerically this requirement must be relaxed as will be described
in Section 3. The volumetric heat source term is defined as being
active within a predefined subdomain of the solid domain, x � Xs:

sðxÞ ¼ 0 if x R x
s0 if x 2 x

�
ð4Þ
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where s0 ¼ qL2

kf DT
is the dimensionless volumetric heat generation, q is

the dimensional volumetric heat generation, DT is the reference
temperature difference and L is the reference length scale.

The Prandtl number is defined as:

Pr ¼ m
C

ð5Þ

where m is the kinematic viscosity, or momentum diffusivity, and C
is the thermal diffusivity. It thus describes the relative spreading of
viscous and thermal effects. The Grashof number is defined as:

Gr ¼ gbDT L3

m2
ð6Þ

where g is the acceleration due to gravity and b is the volumetric
coefficient of thermal expansion. It describes the ratio between
the buoyancy and viscous forces in the fluid. The Grashof number
is therefore used to describe to what extent the flow is dominated
by natural convection or diffusion. For low Gr the flow is dominated
by viscous diffusion and for high Gr the flow is dominated by natu-
ral convection. The problems in this article are assumed to have
large enough buoyancy present to exhibit natural convective
effects, but small enough Gr numbers to exhibit laminar fluid
motion.

3. Optimisation formulation

3.1. Interpolation functions

In order to perform topology optimisation, a continuous design
field, cðxÞ, varying between 0 and 1 is introduced. Pure fluid is rep-
resented by cðxÞ ¼ 1 and solid by cðxÞ ¼ 0. For intermediate values
between 0 and 1, the effective conductivity is interpolated as
follows:

KðcÞ ¼ cðCkð1þ qf Þ � 1Þ þ 1
Ckð1þ qfcÞ

ð7Þ

and likewise the effective impermeability is interpolated using:

a cð Þ ¼ a
1� c
1þ qac

ð8Þ

The interpolation functions ensure that the end points defined in (4)
and (5), respectively, are satisfied. The effective impermeability is
bounded to a in the solid regions and this upper bound should be
chosen large enough to provide vanishing velocities, but small
enough to ensure numerical stability. The convexity factors, qf

and qa, are used to control the material properties for intermediate
design values in order to promote well-defined designs without
intermediate design field values.

3.2. Optimisation problem

The topology optimisation problem is defined as:

minimise :
c2D

f c; Tð Þ ¼
Z
x
sðxÞT dV

subject to : g cð Þ ¼
Z
Xd

1� cdV 6 v f

Z
Xd

dV

R c;u;p; Tð Þ ¼ 0
0 6 cðxÞ 6 1 8x 2 Xd

ð9Þ

where c is the design variable field, D is the design space, f is the
thermal compliance objective functional, g is the volume constraint
functional, R c;u; p; Tð Þ is the residual arising from the stabilised
weak form of the governing equations, and Xd #X is the design
domain.

The design field is regularised using a PDE-based (partial differ-
ential equation) density filter [49,47] and the optimisation prob-
lem is solved using the method of moving asymptotes (MMA)
[50,47].

3.3. Continuation scheme

A continuation scheme is performed on various parameters in
order to stabilise the optimisation process and to improve the opti-
misation results. It is the experience of the authors that the pro-
vided continuation scheme yields better results than starting
with the end values, although this cannot generally be proven
[51,52].

The chosen continuation strategy consists of five steps:

qf 2 0:881;8:81;88:1;881;881f g ð10aÞ
qa 2 8;8;8;98;998f g ð10bÞ
�a 2 105;105;105;106;107

n o
ð10cÞ

The sequence is chosen in order to alleviate premature convergence
to poor local minima. The value of qf is slowly increased to penalise
intermediate design field values with respect to conductivity. The
maximum effective permeability, a, is set relatively low during
the first three steps, as this ensures better scaled sensitivities and
more stable behaviour. Over the last two steps, a is increased by
two orders of magnitude in order to further decrease the velocity
magnitudes in the solid regions. The particular values of qf and qa
are chosen by empirical inspection, such as to ensure the approxi-
mate collocation of the fluid and thermal boundaries. The suggested
continuation strategy is based on extensive numerical studies and
experiments reflecting that: (a) a high initial �a causes designs to
glue to outer walls of the design domain; (b) a high initial qf causes
too rapid convergence to 0–1 solutions; (c) starting with final val-
ues for all parameters gives bad scaling of initial sensitivities and
hence convergence towards inferior local optima. Here, it is impor-
tant to note that the optimisation problem is by no means convex
and any optimised design will at best be a local minimum. The
obtained design will always depend on the initial design, as well
as the continuation strategy. However, in the authors experience,
the chosen continuation strategy gives a good balance between con-
vergence speed, final design performance and physicality of the
modelling. The effects of the steps of the current continuation strat-
egy on the design distribution will be discussed in Section 6.5. Also,
it is noted that results obtained using the suggested continuation
strategy: (a) indicate that consistent and well-performing designs
are obtained as verified by cross-checks; (b) indicate that boundary
effects are captured sufficiently accurately as verified by COMSOL
runs based on body-fitted meshes and accurate boundary condi-
tions, see Section 6.4.

4. Finite element formulation

The governing equations are discretised using stabilised trilin-
ear hexahedral finite elements. The design field is discretised using
elementwise constant variables, in turn rendering the effective
thermal conductivity and the effective impermeability to be ele-
mentwise constant. The monolithic finite element discretisation
of the problem ensures continuity of the temperature field, as well
as the fluxes across fluid–solid interfaces. The particularities of the
implemented finite element formulation are as detailed in [18].
However, simpler stabilisation parameters have been used in order
to allow for consistent sensitivities to be employed, see Appendix
A. The Jacobian matrix is now fully consistent, in that variations
of the stabilisation parameters with respect to design and state
fields are included, in contrast to the original work [18].
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5. Numerical implementation

The discretised FEM equations are implemented in PETSc [48]
based on the topology optimisation framework presented in [47].
The PETSc framework is used due to its parallel scalability, the
availability of both linear and non-linear solvers, preconditioners
and structured mesh handling possibilities. All components
described in the following are readily available within the PETSc
framework.

5.1. Solving the non-linear system

The non-linear system of equations is solved using a damped
Newton method. The damping coefficient is updated using a poly-
nomial L2-norm fit, where the coefficient is chosen as the min-
imiser of the polynomial fit. The polynomial fit is built using the
L2-norm of the residual vector at the current solution point, at
50% of the Newton step and at 100% of the Newton step. This
residual-based update scheme combined with a good initial vector
(the solution from the previous design iteration) has been observed
to be very robust throughout the optimisation process for the mod-
erately non-linear problems treated. To further increase the
robustness of the non-linear solver, if the Newton solver fails from
the supplied initial vector, a ramping scheme for the heat genera-
tion magnitude is applied in order to recover. Throughout, the con-
vergence criteria for the Newton solver is set to a reduction in the
L2-norm of the residual of 10�4 relative to the initial residual.

5.2. Solving the linear systems

Due to the large scale and three-dimensional nature of the trea-
ted problems, the arising linearised systems of equations and their
solutions are by far the most time consuming part of the Newton
scheme. Therefore, to make large scale problems tractable the
(unsymmetric) linear systems are solved using a fully parallelised
iterative Krylov subspace solver.

Constructing an iterative solver that is independent of problem
settings and at the same time possesses both parallel and numer-
ical scalability, is intricate and beyond the scope of this work,
where focus is on the optimisation. However, in order to facilitate
the solution of large scale optimisation problems, an efficient sol-
ver is required. To this end, the authors use the readily available
core components in PETSc to construct a solver with focus on sim-
plicity, as well as reduced wall clock time. This is quite easy to
obtain for solvers and preconditioners that rely heavily on
matrix–vector multiplications. To this purpose the flexible GMRES
(F-GMRES) method is used as the linear solver combined with a
geometry-based Galerkin-projection multigrid (GMG) precondi-
tioner. Such a solver depends highly on the quality of the smoother
to guarantee fast convergence [53]. The authors have found that a
simple Jacobi-preconditioned GMRES provides a reasonable choice
of smoother.1 The convergence criterion for the Krylov solver is set
to 10�5 relative to the initial residual.

6. Results

6.1. Problem setup

The considered optimisation problem is an (academic) example
of a heat sink in a closed cubic cavity. Fig. 1 shows the problem
setup with dimensions and boundary conditions. The heat source
(black in figure), exemplifying an electronics chip, is placed in

the mid-bottom of the cavity and modelled using a small block of
solid material with volumetric heat generation, s0 ¼ 104. The
design domain (grey in figure) is placed on top of the heat source
in order to allow the cooling fluid to pass underneath it, as well
as to allow room for wires etc. The vertical and top outer walls
of the cavity are assumed to be kept at a constant cold tempera-
ture, T ¼ 0, while the bottom is insulated. The height of the cavity
has been used as the reference length scale, L. Thus, the cavity
dimensions are 1� 1� 1, the design domain dimensions are
0:75� 0:75� 0:75 and the heat source dimensions are
0:1� 0:05� 0:1. A discussion on the definition of the temperature
difference in the Grashof number can be found in Appendix B.
Initial investigations showed that due to the symmetry of the
domain and boundary conditions, the design and state solutions
remained quarter symmetric throughout the optimisation. Thus,
the computational domain is limited to a quarter of the domain
with symmetry boundary conditions. The volume fraction is set
to 5%, i.e. v f ¼ 0:05, for all examples.

6.2. Parallel performance

To demonstrate the parallel performance of the state solver, the
optimisation problem is solved on a fixed mesh for different num-
bers of processes. All computations in this article were performed
on a cluster, where each node is equipped with two Intel Xeon e5-
2680v2 10-core 2.8 GHz processors. The results shown in Tables 1
and 2 are averaged over 250 design iterations and show the perfor-
mance for Gr ¼ 103 and Gr ¼ 106, respectively. The data shows that
the proposed solver scales almost linearly in terms of speed up, and
more importantly that the performance is only slightly affected by
the Grashof number.

In order to quantify the degree of numerical scalability, a sec-
ond study is performed in which the mesh resolution is varied.
The study is conducted for both low and high Grashof numbers
and the average F-GMRES iterations are collected in Table 3. The
total number of design iterations averaged over was 250, 500
and 1000, respectively, for the three mesh resolutions. The data
clearly shows that the computational complexity increases with
problem size, and thus that the solver is not numerically scalable.
However, since the growth in numerical effort, i.e. the number of

(a) Dimensions (b) Boundary conditions

Fig. 1. Illustration of the problem setup for the heat sink in a close cubic cavity. The
heat source is black and the design domain is grey.

1 Due to the choice of a Krylov smoother, the multigrid preconditioner will vary
slightly with input and thus require a flexible outer Krylov method.
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F-GMRES iterations, is moderate, it is concluded that the proposed
solver is indeed applicable for solving large scale natural convec-
tion problems.

6.3. Varying Grashof number

The problem is investigated for varying Gr under constant volu-
metric heat generation, s0 ¼ 104, Prandtl number, Pr ¼ 1, and ther-
mal conductivity ratio, Ck ¼ 10�2. The purpose of the present study
is not to provide a detailed physical example. It is rather to provide
phenomenological insight into the effect of changing the governing
parameter of the fluid-thermal coupling, namely the Grashof num-
ber. However, physical interpretations of tuning the Gr-number,
while keeping the dimensionless volumetric heat generation and
the Pr-number constant, could be e.g. equivalent to tuning the
gravitational strength (going from microgravity towards full grav-
ity) or the dimensional volumetric heat generation. It is important
to note that when interpreting the results, the dimensional tem-
perature scale will differ for the two interpretations. While tuning
the gravitational strength, the temperature scale remains the
same; by varying the magnitude of the volumetric heat generation,
the temperature scale varies accordingly.2

The computational mesh is 160� 320� 160 elements yielding
a total of 8;192;000 elements and 41;603;205 degrees of freedom
for the quarter domain. The design domain consists of 3;456; 000
elements and the filter radius is set to 2:5 times the element size.

Fig. 2 shows the optimised designs for varying Gr-number with
superimposed slices of the corresponding temperature fields. Due
to the use of density filtering, the interface between solid and fluid
regions for the optimised designs are not exactly described but
consists of a layer of intermediate design field values. The opti-
mised design distributions are shown thresholded at c ¼ 0:05,
which is the approximate location of the computational interface

as will be verified in Section 6.4. The general characteristics of all
the designs are similar, i.e. all designs are ‘‘thermal trees” with con-
ductive branches moving the heat away from the heat source.
However, it can clearly be seen that the design changes consider-
ably with increasing convection-dominance (increasing Gr). For
increasing Gr the conductive branches contract, resulting in a smal-
ler spatial extent of the overall heat sink. This intuitively makes
sense as the problem goes from one of conduction/diffusion at
Gr ¼ 103 to convection at Gr ¼ 106. When diffusion dominates,
the goal for the branches essentially becomes to conduct the heat
directly towards the cold walls. As convection begins to matter, the
fluid movement aids the transfer of heat away from the heat sink
and the branches do not need to be as long. Instead, the design
forms higher vertical interfaces in order to increase surface area
parallel to the flow direction and thus increase fluid velocity and
enhance overall heat transfer. At the same time, the complexity
of the designs increases as the importance of convection increases.
This can be seen by studying the number of primary and secondary
branches. Primary branches are defined as those connected to the
heat source directly and secondary branches are those connected
to primary branches. Table 4 shows the number of primary and
secondary branches of the optimised designs shown in Fig. 2. The
number of primary branches is largest for the diffusion-
dominated case, but more or less constant thereafter. However, it
can be seen that the number of secondary branches significantly
increases as the Gr-number is increased. Table 4 also shows that
the total surface area3 is decreasing for the three lower
Gr-numbers and then increases slightly.

It is interesting to note, that the trend of increasing complexity
with increasing Gr-number is the reverse of what was observed for
two-dimensional problems [18]. There, the complexity of the
design decreased as the Gr-number increased. This difference is
due to the fact that going into three dimensions allows the fluid
to move around and through the design making it more a question
of ‘‘topology”, in contrast to the two-dimensional case, where it is a
question of surface shape. Physically, in two dimensions additional
branches disturb the flow and thus the heat transfer; in three
dimensions, vertical branches improve the heat transfer through
an increased vertical surface area. Fig. 3 shows the optimised
designs for Gr ¼ 103 and Gr ¼ 106 from below. The radial extent
of the designs are emphasised from these views. It is also seen that
the branches for Gr ¼ 106 are positioned to ensure that the struc-
ture is open from below, with the branches forming vertical walls
as discussed above.

Table 5 shows a cross-check of the objective functions for the
optimised designs. It can be seen that all designs optimised for cer-
tain flow conditions outperform the other designs for the specified
Gr-number.

The optimisations were run for 500 design iterations for each
optimised design. Table 6 shows the computational time, average
non-linear iterations and linear iterations for the optimised
designs in Fig. 2 using 1280 cores. It can be seen that the compu-
tational time only weakly increases as the Gr-number is increased
and remains close to 1.2 minutes per design iteration on average. It
is interesting to note, that Gr ¼ 106 seems easier to solve than the
others as it exhibits lower average number of linear iterations than
all others, as well as a lower maximum number of non-linear iter-
ations than Gr ¼ 105. Furthermore, it can be seen that due to the
Newton method starting from a good initial vector (solution from
previous design iteration), only 2 non-linear iterations are needed
for most of the design iterations independent of Gr-number.

Table 1
Average time taken per state solve over 250 design iterations for Gr ¼ 103 at a mesh
resolution of 80� 160� 80.

Processes Time [s] Scaling

160 53.2 1.00
320 28.9 0.54
640 14.1 0.26

Table 2
Average time taken per state solve over 250 design iterations for Gr ¼ 106 at a mesh
resolution of 80� 160� 80.

Processes Time [s] Scaling

160 62.6 1.00
320 31.9 0.51
640 16.5 0.26

Table 3
Average iterations for the linear solver per state solve over entire design process for
Gr ¼ 103 and Gr ¼ 106 at varying mesh resolutions.

Mesh size Gr ¼ 103 Gr ¼ 106

80� 160� 80 7.5 5.6
160� 320� 160 10.1 7.7
320� 640� 320 18.4 15.6

2 The dimensionless volumetric heat generation is given by s0 ¼ qL2

kf DT
. Requiring that

s0 remains constant, means that the dimensional volumetric heat generation, q, and
the reference temperature difference, DT , must vary in unison, i.e. q

DT ¼ const:. An
increase in the Gr-number is thus achieved through the increase of DT.

3 The surface area is computed using an isosurface at the selected threshold design
field value.
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6.4. Verification of boundary interpolation model

For several reasons, it is important to verify the obtained
topology optimisation results using an alternative model. Partly,
the voxel grid used in the topology optimisation must be verified
by a smooth, body-fitted mesh; partly, the Brinkman-type

penalisation used to enforce boundary conditions in the topology
optimisation must be verified with an exact boundary representa-
tion; partly, the threshold value of c ¼ 0:05 for converting the
continuous density map to a structure with sharp edges must be
verified; and partly, the finite element model itself must be verified
by a commercial or publicly available software. For these reasons,
this section studies the four designs optimised so far using the
COMSOL Multiphysics 5.2 finite element-based simulation
software.

First, the smoothed designs (isovolumes thresholded at
c ¼ 0:05) are imported into COMSOL and verifications are run with
the same parameters and Grashof numbers as for the topology
optimisation model. The full domain is analysed and for all Grashof
numbers, the geometry and fluid domain are meshed with a total
of approximately 760;000 tetrahedral elements, where the
elements are graded away from surfaces. Fig. 4 shows the

Fig. 2. Optimised designs for varying Gr-number at a mesh resolution of 160� 320� 160.

Table 4
The number of primary and secondary branches, as well as the surface area for the
optimised designs of Fig. 2.

Gr Primary Secondary Surface area

103 12 0 0.887

104 8 16 0.853

105 8 28 0.834

106 8 48 0.846
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parametrised geometry for Gr ¼ 106 after being imported into
COMSOL and the corresponding surface mesh used for the verifica-
tion analysis. A full time-dependent simulation carried out for the
Gr ¼ 106 design shows that a steady state exists. Thus, steady state
analyses are performed for the verifications shown.

Table 7 shows a cross-check of the objective functions obtained
using COMSOL. It can be seen that all designs optimised for certain
flow conditions again outperform the other designs for the speci-
fied Gr-number and thus, the conclusions of Section 6.3 are valid.
The objective values for the verification calculations are consis-
tently around 20% lower than the optimisation values from Table 5,
the reason for which will be discussed below.

In order to verify the accuracy of the topology optimisation
approach in further detail, the heat sink geometry for Gr ¼ 106 is
investigated using a finer mesh of 1;566;642 tetrahedral elements,
where refinement has mainly taken place in the fluid domain. For
this refined mesh, the objective value is 3.36, which may be com-
pared to the value from the coarser mesh in Table 5 of 3.34. This
small change indicates that the integral objective value indeed
has converged, nevertheless, the finer mesh is used to better cap-
ture local boundary effects in the following discussion. Fig. 5 shows
the temperature and velocity magnitudes as functions of y-
coordinate at ðx; zÞ ¼ ð0:57; 0:65Þ. This line passes through one of
the primary branches of the geometry, as shown in Fig. 4b. Consid-
ering the rather crude treatment of boundary conditions in the
topology optimisation model, it can nevertheless be seen that there
is very good agreement with the COMSOL verification simulation.
The major discrepancy is somewhat surprisingly not found at an
interface defined by the optimised structure, but rather at the
outer wall (y ¼ 1). Here the finer mesh of the topology optimisa-
tion model captures the boundary layer better than what is possi-
ble with the COMSOL model and its limited resolution capability.

Fig. 3. Temperature distribution in optimised designs for Gr ¼ 103 and Gr ¼ 106 at a mesh resolution of 160� 320� 160 – view from below.

Table 5
Cross-check objective function values for the designs shown in Fig. 2. The compliance
is shown for the full domain, which is 4 times the values for the quarter domain. Bold
figures highlight the minimum objective function for a given analysis Grashof
number.

Analysis Gr Optimisation Gr

103 104 105 106

103 8.26 8.27 8.96 9.45

104 7.73 7.52 7.98 8.45

105 5.95 5.80 5.62 5.76

106 4.54 4.49 4.25 4.10

Table 6
Computational time, average non-linear iterations and linear iterations for the
optimised designs in Fig. 2.

Gr Time Non-linear: avg. (max) Linear: contin. steps – avg. (max)

103 9:56 1.9 (2) 7.6, 8.4, 7.8, 8.1, 18.4–10.1 (25)

104 10:25 2.0 (3) 8.3, 8.6, 8.3, 8.6, 22.7–11.3 (29)

105 10:28 2.1 (10) 8.4, 8.6, 8.7, 8.2, 15.7–9.9 (34)

106 10:35 2.1 (7) 7.3, 7.4, 7.5, 8.0, 8.4–7.7 (14)

(a) Geometry (b) Surface mesh

Fig. 4. Parametrised geometry and corresponding surface mesh used in the verification analysis for Gr ¼ 106. The red line shows the line along which the results are
compared: a line from y ¼ 0 to y ¼ 1 at ðx; zÞ ¼ ð0:57;0:65Þ.
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(a) Temperature distribution
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(c) Velocity magnitude along line

Fig. 5. Temperature distribution for the verification analysis for Gr ¼ 106, as well as
temperature and velocity fields as a function of y-coordinate at ðx; zÞ ¼ ð0:57;0:65Þ.
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(c) Conductivity

Fig. 6. Close up of temperature, velocity and conductivity fields as a function of y-
coordinate at ðx; zÞ ¼ ð0:57; 0:65Þ.
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Fig. 6 shows a close up of the boundary layers around the design
boundaries. Here it can again be seen that the temperature and
velocity profiles differ slightly. The most significant difference is
for the velocity boundary layer. This difference is mainly due to
the Brinkman penalisation used to weakly impose zero velocities
inside solid parts and no-slip conditions at the interface. The differ-
ences in the temperature level, as well as the objective values in
Tables 5 and 7, are due to intermediate material at the interface,
being upgraded to fully conductive material when thresholded,
as clearly seen from Fig. 6c. The 20% decrease in objective values
for the COMSOL models are mainly attributed to this thresholding
step. Despite these smaller discrepancies, it is concluded that the
topology optimisation model and the associated boundary interpo-
lation model is sufficiently accurate to capture the main effects and
ensure that post-processed designs indeed perform as predicted.

If one, despite the above conclusions, would find it pertinent to
produce topology optimised structures with sharper edge features
and even better quantitative agreement in verification runs, sev-
eral techniques may be investigated. These techniques include pro-
jection methods that ensure length scale (to ensure certain
thickness of solid members and fluid channels) [54–56] or inter-
face capturing schemes, such as X-FEM [38] or discrete simplicial
complexes (DSC) [57,58]. It is important to state, that despite inter-
face capturing schemes providing more accurate modelling, they
also carry with themmany difficulties with regard to the optimisa-
tion [59,28,16]. It should be noted that in the authors’ experience, a
small region of intermediate design variables (ensuring a continu-
ous transition from solid to fluid in all material parameters) is ben-
eficial for numerical stability and accuracy and hence beneficial for
the overall convergence of the optimisation algorithm.

Based on the verification runs in COMSOL, further interpretations
and insight for theobtained results are given in the following. Table8
shows the Nusselt and Biot numbers, as well as thermal resistances
obtained using COMSOL (these numbers and how they are com-
puted are explained in Appendix C). From the table, it can be seen
that both conductive and convective resistances are decreased for
increasing Grashof number. The latter effect is expected due to the
increased flow velocity, whereas the former is due to themore com-
pact geometries obtained for higher Grashof numbers. Their com-
bined effect results in increased Biot numbers (ratio between
convection and conduction) and also increased effective Nusselt
number (average convection coefficient) with increased Grashof
number. All these tendencies are to be expected and the well-
known fact that increasing Biot number results in shorter and

thicker heat fins can also be observed in the optimised topologies.
However, the obtained topologies indicate more than that. If the
above effectwas the only driver for the optimisation, a simple scaled
version of the Gr ¼ 103 design (Fig. 2a) with shorter and thicker, but
mainly circular cross-section, fins would have been obtained for
higher Grashof numbers. However, for Gr ¼ 106 (Fig. 2d) one clearly
observesmore vertically orientedwalls than circular fin geometries,
indicating that the effect of accelerating the fluid at vertical walls
plays a major role for higher Grashof numbers. This effect is further
illustrated in Fig. 7, where surface temperature, flux and local Nus-
selt number are plotted for the designs obtained for Gr ¼ 103 and
Gr ¼ 106, both evaluated at Gr ¼ 106. Clearly, the design obtained
for Gr ¼ 106 has lower temperature of the heat source and higher
fluxes as expected. On the other hand, the design obtained for
Gr ¼ 103 is seen to have very cold tips, indicating that its elongated
fins are inefficient for thehigherGrashofnumber. Also, the local con-
vection coefficients described by Nusselt numbers is seen to be
rather constant around and along the fins, whereas the similar val-
ues for the Gr ¼ 106 design are much more non-uniformly dis-
tributed, indicating that the fluid flow effects are exploited by the
optimised topology to enhance overall heat transfer.

Finally, it should be noted that the obtained temperature distri-
bution is far from being constant, which is not unexpected. Consid-
ering simple forced convection heat fins, the optimal temperature
profile is linearly decaying with the distance from the heat source
and reaches zero at the tip. For natural convection heat fins, a zero
temperature difference at the tip is unwanted since this will not
accelerate the fluid. On the other hand, a constant temperature is
not optimal either, since this would imply zero conductive heat
flux in the solid parts. Hence, the optimal topology is an intricate
compromise between these conflicting goals and obviously
depends strongly on Biot number. The authors conject that topol-
ogy optimisation is an ideal tool to investigate this interplay in
deeper detail. This study will be carried out in future work.

6.5. High resolution design

The topology optimisation problem is now investigated with a
computational mesh of 320� 640� 320 elements yielding a total
of 65;536;000 elements and 330;246;405 degrees of freedom for
the quarter domain. The design domain now consists of
27;648;000 elements and the filter radius is set to 2.5 times the
element size, i.e. in absolute measures half the size of before. The
optimisation is run for 1000 design iterations and the computa-
tional time was 107 and 108 hours, respectively, for Gr ¼ 103 and
Gr ¼ 106, using 2560 cores. This yields an average of 6.4 and
6.5 minutes per design iteration, respectively.

Fig. 8 shows the optimised design for Gr ¼ 106 with the fine
mesh resolution and small length scale at various steps of the con-
tinuation strategy. The complexity of the design can be seen to be
significantly higher than for the design with a larger length scale,
Fig. 2d. The subfigures are the final iterations of the 1st, 2nd, 3rd
and 5th (final) continuation steps. It can be seen that the complex-
ity of the design decreases during the optimisation process once
the overall topology has been settled (iteration 400 and onwards).
This is due to the harder and harder penalisation of intermediate
design field values, with respect to conductivity, which are present
at the interface between solid and fluid. Therefore, smaller features
are progressively removed as the surface area is more heavily
penalised. The reason for going to such high penalisation of the
conductivity is to ensure the approximate collocation of the fluid
and thermal boundaries, as shown in Section 6.4. However, if one
starts directly with these physically-relevant parameters, particu-
larly poor local minima have been observed.

Table 7
Cross-check objective function values for the verification of designs shown in Fig. 2
using COMSOL. Bold figures highlight the minimum objective function for a given
analysis Grashof number.

Analysis Gr Optimisation Gr

103 104 105 106

103 7.00 7.10 7.96 8.57

104 6.54 6.45 6.98 7.51

105 4.90 4.86 4.73 4.87

106 3.63 3.65 3.46 3.34

Table 8
Biot numbers and thermal resistances for the verification of designs shown in Fig. 2.

Gr

103 104 105 106

Rcond 8:76� 10�2 8:50� 10�2 7:21� 10�2 6:69� 10�2

Rconv 1:92� 10�1 1:73� 10�1 1:17� 10�1 6:69� 10�2

Bires 0.46 0.49 0.62 1.00

NuL 6:72 7:69 11:13 19:59
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Fig. 9 shows the final optimised designs for Gr ¼ 103 and
Gr ¼ 106 with the fine mesh resolution and small length scale.
The complexities of both designs can be seen to be significantly
higher than the previous, Fig. 2a and d, due to the smaller length
scale. The obtained topologies confirm the results from the coarse
mesh studies in Section 6.3. For low Grashof number the topology
consists of simple circular fins (with occasional fingers), whereas
the topology obtained for the higher Grashof number constitutes
a more complex geometry reflecting the compromise between
compactness, surface area and vertical walls for improved flow
acceleration.

6.6. Change in boundary conditions

An additional problem is considered, where the boundary con-
ditions for the side walls are changed to insulated. These boundary

conditions were investigated in-depth by Coffin and Maute [38] in
two dimensions, and briefly in three dimensions. Here, a three-
dimensional equivalent of the problem is investigated using a
cubic domain. The full domain is analysed, as it was observed in
[38] that an asymmetric design is beneficial for these boundary
conditions. In order to trigger asymmetric details, the initial design
field is seeded with an angular dependency in the xz-plane with
relation to the x-axis.

The computational mesh is 160� 160� 160 elements yielding
a total of 4; 096;000 elements and 20;866;405 degrees of freedom
for the full domain. The design domain consists of 1;728;000 ele-
ments and the filter radius is set to 2.5 times the element size. The
optimisation is run for 500 design iterations and the computational
time was 10 hours 37 minutes and 10 hours 53 minutes, respec-
tively, for Gr ¼ 103 and Gr ¼ 104, using 640 cores. This yields an
average of approximately 1.3 minutes per design iteration.

(a) Temperature - Gr = 103 design (b) Temperature - Gr = 106 design

(c) Normal flux - Gr = 103 design (d) Normal flux - Gr = 106 design

(e) Local NuL - Gr = 103 design (f) Local NuL - Gr = 106 design

Fig. 7. Surface temperature, normal flux and local NuL at Gr ¼ 106 for the designs optimised for Gr ¼ 103 and Gr ¼ 106. Units should be disregarded since the simulations have
been performed using the same dimensionless parameters as presented in the article.

J. Alexandersen et al. / International Journal of Heat and Mass Transfer 100 (2016) 876–891 885

190



Fig. 10 shows the final optimised designs for Gr ¼ 103 and
Gr ¼ 104. It is interesting to see that the asymmetry of the
optimised designs appears to depend on the Grashof number.
This was also observed in two dimensions by Coffin and Maute
[38]. In order to compare the asymmetric designs to equivalent
symmetric designs, the problem is also analysed by enforcing
quarter symmetry. Fig. 11 shows the final optimised quarter
symmetric designs for Gr ¼ 103 and Gr ¼ 104. By comparing
Figs. 10 and 11, it can be seen that for Gr ¼ 103, the design
remains close to symmetric, but as convection-dominance is
increased, Gr ¼ 104, the design becomes asymmetric to a large
degree.

Table 9 compares the objective function values for enforced
quarter symmetry and the free design. It can be seen that the
asymmetric designs perform better for both Grashof numbers,
but that the difference is most significant for Gr ¼ 104.

The designs observed for Gr ¼ 103 is similar in appearance as
the three-dimensional design in [38] for very similar parameter
values. The design clearly shows that the goal is now to conduct the
heat to the very top of the domain for the diffusion-dominant

problem, but this quickly changes for increasing convection-
dominance where the possibility of an asymmetric flow is taken
advantage of.

The problem has only been investigated for Gr ¼ 103 and
Gr ¼ 104, as convergence issues (non-linear state solver) were
encountered for higher Grashof numbers when treating the full
domain. However, when enforcing quarter symmetry (in both the
design and state solutions), higher Grashof numbers (Gr ¼ 105

and Gr ¼ 106) could be optimised without problems. This is likely
due to the fact that the flow becomes unstable for higher Grashof
numbers when allowing for asymmetric designs. In order to opti-
mise for these conditions, one has to use a transient solver and
optimisation routine, e.g. [26,38].

It can be seen that for this particular choice of boundary condi-
tions, an asymmetric design performs better than a quarter sym-
metric design. This is not the case when the side walls are kept
at the same cold temperature as the top, Fig. 2. The adiabatic walls
allow for the flow parallel to the wall to move in both the upward
and downward directions. However, when they are cold, as for the
initial problem, the flow is essentially forced to descend at the side

(a) Iteration 200 (b) Iteration 400

(c) Iteration 600 (d) Iteration 1000

Fig. 8. Optimised designs for Gr ¼ 106 at a mesh resolution of 320� 640� 320. Please note that the freely hanging material in (a) is due to only elements below the threshold,
c ¼ 0:05, are shown – the design is connected by intermediate design field values.
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(a) Gr = 103 (b) Gr = 106

Fig. 9. Optimised designs for Gr ¼ 103 and Gr ¼ 106 at a mesh resolution of 320� 640� 320. The outline of the outer walls are shown in black.

Fig. 10. Optimised designs for Gr ¼ 103 and Gr ¼ 104 for cavity with insulated sides.
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walls. The adiabatic walls allows for the fluid to ascend on some
sides and the flow to collect into a single main convection roll, in
turn minimising viscous losses. With cold side walls, the flow is
pretty much hard set to four main convection rolls with the solid
member in the middle. It is interesting to note, that contrary to
observations in two dimensions [38], the maximum velocity is sig-
nificantly lower (37.5) for the asymmetric design than for the quar-
ter symmetric design (50.7). Based on the observations from the
steady state solver regarding stability, it is postulated that the
extra constrained conditions, may also provide a stabilising effect
and move the critical Grashof number upwards, allowing for
steady-state solutions at higher Grashof numbers.

7. Discussion and conclusion

In this article, topology optimisation has been applied to the
design of three-dimensional heat sinks using a fully coupled non-
linear thermofluidic model. In contrast to previous works within
topology optimisation, that considered simplified convection mod-
els, the presented methodology is able to recover interesting phys-
ical effects and insights, and avoids problems with the formation of
non-physical internal cavities, length-scale effects and artificial
convection assumptions. The implementation of the code in a
PETSc framework suitable for large scale parallel computations
allows for running examples with more than 300 million degrees
of freedom and almost 30 million design variables on regular grids.

The obtained topology optimisation results are verified with the
commercial finite element code COMSOL and show consistent
results. Field distributions from the hexahedral mesh used in the
topology optimisation are in good agreement with results obtained
with a smoothed geometry and body-fitted mesh in COMSOL. Fur-
thermore, optimisation results are consistent, i.e. topologies opti-
mised for a certain Grashof number are also the best for that
Grashof number when modelled in Comsol.

The examples considered to verify the presented framework are
primarily academic in nature. Nevertheless, some interesting
insight is obtained, showing that optimised structures go from
exhibiting simple branches that conduct heat towards the cold
outer boundaries for diffusion-dominated problems, towards com-
plex and compact multi-branched structures that maximise the
convection heat transfer for higher Grashof numbers. The observa-
tion that lower rates of natural convection produce fewer longer
fins, while higher rates of natural convection produce a greater
number of short fins/branches are consistent with prior optimisa-
tion literature. However, the optimisation also suggests structures
that are good at accelerating fluid, in turn ensuring enhanced over-
all heat transfer, and it should be stressed that here the designs
appear spontaneously, without any predefined knowledge or
restriction on the design.

Current and future work includes applications to real life prob-
lems (see preliminary work in [39]), irregular meshes, multiple ori-
entations, as well as the extension to transient and turbulent
problems. Investigations into enhanced accuracy of the boundary
layer for highly convection-dominated problems is also of primary
interest.
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Appendix A. Stabilisation parameters

The stabilised weak form of the governing equations are given
in [18]. The governing equations are stabilised using the
pressure-stabilising Petrov–Galerkin (PSPG) [60,61] and
streamline-upwind Petrov–Galerkin (SUPG) methods [62], for
more information please see [18].

The stabilisation parameters for SUPG and PSPG are defined as
one and the same using the following approximate min-function:

sSU ¼ sPS ¼ s ¼ 1
s21

þ 1
s22

þ 1
s23

� ��1
2

ðA:1Þ

Fig. 11. Optimised quarter symmetric designs for Gr ¼ 103 and Gr ¼ 104 for cavity with insulated sides.

Table 9
Objective function values for the designs in cavity with insulated sides.

Symmetry Gr

103 104

Enforced 22.64 14.27
Not enforced 22.25 13.17
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The limit factors are given by:

s1 ¼ 4he

jjuejj2
ðA:2aÞ

s2 ¼ he
2

4Pr
ðA:2bÞ

s3 ¼ 1
ae

ðA:2cÞ

where he is a characteristic element size (for cubes the element
edge length) and ue is the element vector of velocity degrees of
freedom. The first limit factor, s1, has been simplified based on
evaluation at element centroids under the assumption of a single
Gauss-point, yielding a constant stabilisation factor within each
element.

In order to define a consistent Jacobian matrix, and thus a
consistent adjoint problem, the derivatives of the stabilisation
factors are needed with respect to the velocity field. This can be
found to be:

@s
@ue

¼ �s 1þ s1
s2

� �2

þ s1
s3

� �2
 !�1

ue
Tue

� ��1
uT
e ðA:3Þ

Furthermore, to define consistent design sensitivities, the
derivatives of the stabilisation factors with respect to the design
field is needed. This can be found to be:

@s
@ce

¼ � s
s3

s3
s1

� �2

þ s3
s2

� �2

þ 1

 !�1
@ae

@ce
ðA:4Þ

Including the derivatives in the definition of consistent adjoint
sensitivities has been observed to provide a one to two order of
magnitude improvement in accuracy of sensitivities with respect
to a finite difference approximation. Significant differences have
not been observed in optimisation behaviour or in final designs.
However, this cannot be guaranteed in general and it is therefore
best to ensure consistency, as also highlighted by the similar issue
of frozen turbulence [63].

Similar definitions and derivations are carried out for the ther-
mal SUPG stabilisation.

Appendix B. Computational versus actual Grashof number

The Grashof numbers used above are all based on an a priori
defined reference temperature difference. However, the actual
temperature difference observed between the heat source and
the walls are not known a priori due to the fact that the problem
only has a single known temperature (Dirichlet boundary condi-
tion) and a volumetric heat source. This is why the maximum tem-
perature observed for the designs, see Fig. 2, is not equal to 1.
Therefore, after the optimisation, one can define an a posteriori
Grashof number based on the actual computed temperature differ-
ence. The a priori version can be termed the computational Grashof
number, the one that goes into the dimensionless governing equa-
tions; and the a posteriori version can be called the actual, or opti-
mised, Grashof number for the given optimised design. The actual
Grashof number can be useful for experimental studies, as well as
for future comparisons.

The temperature scale used in the calculation of the Grashof
number is arbitrary for computational purposes, as it merely
scales the non-dimensional temperature field. Thus, if a smaller
temperature scale is used, the non-dimensional temperature
increases proportionally; and if a larger temperature scale is used,
the non-dimensional temperature decreases proportionally.
Assuming full precision arithmetic, the final designs, obtained
for two arbitrarily chosen temperature scales, should be the same.

Working with finite precision arithmetic, this of course cannot be
guaranteed.

The actual Grashof numbers for the designs shown in this arti-
cle are listed in Table 10. The values for the finer meshes are lower
due to the lower thermal compliance, equivalent to the tempera-
ture of the heat source, allowed by the smaller design length scale.

Appendix C. Calculation of thermal resistances and Nusselt
number

Asterisks denote dimensional quantities related to the un-
asterisked non-dimensional equivalents. It is assumed, without
loss of generality, that the free flow temperature and the reference
temperature, T0, are the same.

C.1. Thermal resistance analysis

It is assumed that the heat loss from the sides of the heat source
is neglectable, to simplify the analysis. Using the verification calcu-
lations, this has been confirmed. All power from the heat source is
thus assumed to pass through the heat sink surface. For an intro-
duction to thermal resistance analysis, please see e.g. [64].

The conductive resistance is defined as:

R�
cond ¼

T�
b � T�

s

Q � ðC:1Þ

where T�
b is the temperature of the base (heat source) and T�

s is the
temperature of the heat sink surface. Furthermore, Q � is the total
power of the heat source:

Q � ¼
Z
x
q�dV� ¼ q�x� ðC:2Þ

where x� is the volume of the heat source.
Eq. C.1 is non-dimensionalised using the same quantities as the

governing equations [18], yielding:

R�
cond ¼

1
kf L

Rcond ðC:3Þ

where the non-dimensional conductive resistance is defined as:

Rcond ¼ Tb � Ts

s0x
ðC:4Þ

An equivalent non-dimensionalisation is performed for the con-
vective resistance:

R�
conv ¼ T�

s � T0

Q � ¼ 1
kf L

Rconv ðC:5Þ

where the non-dimensional convective resistance is defined as:

Rconv ¼ Ts

s0x
ðC:6Þ

Table 10
Computational and actual Gr-numbers for the designs presented in this article.

Computational Gr Mesh Figure Actual Gr

103 160� 320� 160 2a 1:69� 103

104 160� 320� 160 2b 1:55� 104

105 160� 320� 160 2c 1:16� 105

106 160� 320� 160 2d 8:60� 105

103 320� 640� 320 9a 1:42� 103

106 320� 640� 320 9b 7:16� 105

103 160� 160� 160 10a 4:49� 103

104 160� 160� 160 10b 2:68� 104

103 80� 160� 80 11a 4:57� 103

104 80� 160� 80 11b 2:89� 104
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According to e.g. [64], the Biot number can be defined as the
ratio of the conductive resistance to convective resistance. This
gives:

Bires ¼ R�
cond

R�
conv

¼ Rcond

Rconv
¼ Tb � Ts

Ts
ðC:7Þ

Looking at this expression clearly shows that Bires represents a mea-
sure of the isothermality of the heat sink geometry.

In order to use the above expressions for the complex three-
dimensional heat sink geometries presented, Tb is defined to be
the volume-averaged temperature of the base (heat source):

Tb ¼ 1
x

Z
x
TdV ðC:8Þ

and Ts to be the surface-averaged temperature of the surface:

Ts ¼ 1
Ahs

Z
Chs

TdS ðC:9Þ

where Chs is the heat sink surface and Ahs the area thereof.

C.2. Nusselt number

Newton’s law of cooling gives the relation between the local
normal flux, q00;�

n , and the convection heat transfer coefficient, h:

q00;�
n ¼ h T� � T0ð Þ ðC:10Þ

From this, one can isolate the convection coefficient and define an

effective heat transfer coefficient, h, as the surface-averaged
quantity:

h ¼ 1
A�
hs

Z
Chs

q00;�
n

T� � T0
dS� ðC:11Þ

Eq. C.11 is non-dimensionalised yielding:

h ¼ kf
L
� 1
Ahs

Z
Chs

q00
n

T
dS ðC:12Þ

From this, the effective Nusselt number, based on the reference
length of the problem, can be defined as:

NuL ¼ hL
kf

¼ 1
Ahs

Z
Chs

q00
n

T
dS ðC:13Þ

By looking at the physical arguments and the origin of the expres-
sion, it can be seen that the effective Nusselt number represents a
non-dimensional effective heat transfer coefficient.

A local Nusselt number equivalent to the local convection coef-
ficient, h, is simply defined as:

NuL ¼ hL
kf

¼ q00
n

T
ðC:14Þ
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1. Abstract
This work applies topology optimisation to the design of passive coolers for light-emitting diode (LED) lamps.
The heat sinks are cooled by the natural convection currents arising from the temperature difference between the
LED lamp and the surrounding air. A large scale parallel computational framework is used to perform topology
optimisation for minimising the temperature of the LED package subjected to highly convection-dominated heat
transfer.

The governing equations are the steady-state incompressible Navier-Stokes equations coupled to the thermal
convection-diffusion equation through the Bousinessq approximation. The fully coupled non-linear multiphysics
system is discretised using stabilised trilinear equal-order finite elements and solved using Newtons method and a
multigrid-preconditioned iterative method. Topology optimisation is carried out using the density-based approach.

The optimisation results show interesting features that are currently being incorporated into industrial designs
for enhanced passive cooling abilities.
2. Keywords: topology optimisation, passive cooler, LED lamp, heat sink design, natural convection.

3. Introduction and motivation
The motivation for this work is the design of efficient and visually-pleasing passive coolers for LED lamps. LED
lamps are a highly energy-efficient light source, however, it remains a problem to adequately cool them. This is
a problem since around 70% of the energy supplied to an LED is converted to heat, which severely affects their
lifespan unless effectively cooled. From an industrial design perspective, LEDs offer a large degree of design
freedom since LED units are generally quite small and the passive cooling elements have the opportunity to make
up the majority of the full lamp design as illustrated by figure 1.

Figure 1: Design concept of a high-power LED spot with a 3D printed aluminium heat sink for passive cooling.
Pictures are courtesy of AT Lightning Aps.

In order to fully utilise the design freedom and to allow for the appearance of non-intuitive designs, topology
optimisation [1] is used. This is done using the density-based approach as detailed in [2] for two-dimensional
natural convection problems. Despite the methodology being the same, the extension to three-dimensions has been
far from trivial in the sense of the vast growth in computational workload. Topology optimisation for fluid systems
began with the treatment of Stokes flow [3] and has since been applied to Navier-Stokes, as well as scalar transport
problems. However, to the authors knowledge, this work is the first to treat a real-life application using a correct
and coupled physical model.
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4. Theory

4.1. Governing equations
The incompressible Navier-Stokes equations are coupled to the convection-diffusion equation through the Boussi-
nesq assumption. The dimensionless equations are:
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where ui is the velocity field, p is the pressure field, T is the temperature field, xi denotes the spatial coordinates,
eg

i is the unit vector in the gravitational direction, α(x) is the spatially-varying effective impermeability, K(x) is
the spatially-varying effective thermal conductivity, s(x) is the spatially-varying volumetric heat source term, Pr is
the Prandtl number, and Gr is the Grashof number.

The effective impermeability is set to 0 in the fluid subdomain and αmax in the solid subdomain. Likewise,
the effective thermal conductivity is set to 1 in the fluid subdomain and 1

Ck
= ks

k f
in the solid subdomain. The

volumetric heat source is only active within a specified subdomain, within which it has a constant value.

4.2. Optimisation problem
In order to perform topology optimisation, continuous variables, γe, varying between 0 and 1 are introduced in each
finite element, e, of the discrete system. Fluid is represented by γe = 1 and solid by γe = 0. For values between 0
and 1, the effective material properties, impermeability and conductivity, are interpolated as described in [2].

minimise:
γ∈Rn

f (γ,s) = ft
Tt

subject to: g(γ) =
∑e∈Ed

(1− γe)ve

v f ∑e∈Ed
ve

−1≤ 0 (4)

R(γ,s) = 0
0≤ γi ≤ 1 for i = 1, ...,n

where γ is a vector of n design variables, s = {u,p, t}T is the vector of state field variables, f is the objective
functional, g is the volume constraint functional andR(γ,s) = M(γ,s)s−b(γ,s) is the residual of the discretised
system of equations.

The objective functional, f , is chosen as the thermal compliance, where ft is the vector arising from the dis-
cretised volumetric flux and t is the vector of nodal temperatures. Since the flux load is constant, the optimisation
problem essentially becomes to minimise the temperature of the heat source. The constraint functional, g, is a
volume constraint on the solid material usage, where Ed is the set of elements belonging to the design domain and
ve is the volume of element e. Although not always necessary for convection-dominated problems, the volume
constraint helps the design to converge to well-defined topologies.

The optimisation problem is solved using the nested formulation, where the discretised system of equations for
the state field is solved separately from the design problem. The design sensitivities are found using the adjoint
method.

5. Numerical implementation
The governing equations are discretised using stabilised trilinear finite elements as described in [2] and have been
implemented in a large scale parallel topology optimisation framework based on PETSc [4, 5].

The resulting fully-coupled non-linear system of equations is solved using a damped Newton method. For the
initial design iteration, a slow ramping strategy on the heat flux is applied in order to reach convergence from a
zero initial vector. For subsequent design iterations, the state solution from the previous design iteration is used as
the initial vector.

The linearised systems of equations is solved using an iterative solver, more specifically F-GMRES with a
Galerkin-projection geometric multigrid (GMG) preconditioner. For the GMG smoother and coarse grid solver,
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Figure 2: Illustrations of the problem setup showing the dimensions and the prescribed boundary conditions.

GMRES with a Jacobi preconditioner is used. Although multigrid is known not to be an optimal solver for non-
elliptic systems of equations, the performance is very good and allows for the optimisation of the presented problem
in a reasonable time.

The design field is regularised using the partial differential equation (PDE) filter [6] and the optimisation
problem is solved using the method of moving asymptotes (MMA) [4, 7].

6. Problem setup
The problem setup is presented in figure 2. As an initial investigation, the lamp is oriented vertically downwards

allowing for quarter symmetry to be imposed. The lamp is sought modelled suspended in free space, so all bound-
aries should ideally be left as open, that is σi jn j = 0. However, as all rooms are finite, a floor (no-slip condition) is
added at the bottom of the domain. This has the added advantage of stabilising the solution process and to ensure
the Newton solver converges to a correct physical solution. The temperature field is imposed to be equal to the
reference room temperature at all boundaries except the top-most boundary which acts as an outflow.

The reference temperature is assumed to be 25oC and properties of air and aluminium for this reference tem-
perature have been used. The resulting dimensionless numbers for the presented problem are:

Pr = 0.74

Gr = 1.60×105 (5)

Ck = 1.08×10−4

where the Grashof number, Gr, is defined using the diameter of the LED package as the reference length.
The computational domain is truncated around the lamp to a rectangle 10× 20× 10 times larger than the

diameter of the LED package. Based on initial investigations of the flow field, this is assumed to be large enough
for the open boundary conditions not to affect the solution around the lamp significantly. The LED package is
modelled as a solid slab of aluminium with a uniform volumetric heat source totalling a power of Stot = 1W. This
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Figure 3: Optimised design from various angles and shown with a slice of the temperature field and streamtubes.

is at the lower end of the intended application range, but is chosen for numerical stability and to demonstrate a
proof-of-concept.

Initial investigations using the full domain showed that the flow, temperature and design fields remained
quarter-symmetric throughout the optimisation and the computational domain has thus been reduced to a quar-
ter with symmetry boundary conditions. The computational mesh used is 160× 640× 160 elements yielding a
total number of 16,384,000 elements and 83,076,805 degrees of freedom (velocity, pressure and temperature).
The design domain consists of 51,776 elements and the filter radius is set to 4mm.

7. Optimisation results
Figure 3 shows the optimised design from various angles and also with a slice of the temperature field and

streamtubes. The design exhibits tree-like branches extending out from the centre of the LED package. This
intuitively makes sense as the thermal hotspot is located in the centre of the LED package. The branches conduct
the heat away from the LED package and transfer it to the moving air by allowing the flow to move between the
members. It can clearly be seen that the offset of the members enables the flow to zig-zag through the cooler in the
vertical direction.

Figure 4 shows the optimised design together with slices showing the global velocity and temperature fields.
It can be seen that the highest velocity is found some distance above the lamp, as expected and observed from
experiments. The air is generally moving slowly far from the lamp and is accelerated above it, when it has been
drawn in from the surroundings. The temperature field shows that globally the heat transfer is highly convection-
dominated. The ambient temperature is observed in the entire computational domain, except for close to the lamp
where a plume forms above it.

The computations have been performed using 2560 cores (128 nodes with two Intel Xeon e5-2680v2 10-core
2.8GHz processors) and the total computational time was approximately 8.5 hours for 200 design iterations. After
the first design iteration, the number of Newton steps is around 2-4 and the number of F-GMRES iterations per
linear solve is 20-30 for the state problem and 30-40 for the adjoint problem.

8. Conclusions and future work
Initial results for the application of topology optimisation to the design of passive coolers for LED lamps have1
been presented. A computational model problem has been set up to model the natural convection flow around
a freely hanging LED lamp. Topology optimisation has been successfully applied to the highly convection-
dominated heat transfer problem using a large scale parallel computational framework. The initial optimisation
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Figure 4: Optimised design with slices showing the global velocity and temperature fields. Please note that the
bottom of the domain is not shown due to lack of interesting details.

results show interesting features, such as organic tree-like structures with offset members, that are currently being
incorporated into industrial designs for enhanced passive cooling abilities.

Further developments will be presented in a journal paper in the near future. This includes comparison of
the numerical model to experimental results in order to validate modelling assumptions and design performance.
Initial results show promise and that the modelling assumptions are satisfied at the settings of interest. However,
in order to treat higher power LED packages, it may be necessary to extend the analysis and optimisation to handle
time-dependent flows. Also, investigations into the modelling accuracy of the fluid and thermal boundary layers is
necessary to ensure physically accurate optimisation.
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